
ABSTRACT 

 

YADAV, RAVI KUMAR. Web Services for Automated Assessment of Reviews. (Under the 

direction of Dr. Edward F. Gehringer.) 

 

All levels of education are increasingly using peer-review based educational tools and 

methods. Artifacts created by student authors are reviewed by their peers. These reviews can 

contain suggestions that can be later used by the author to improve his/her artifact. Unless a 

review is of good quality, this process can turn out to be a futile effort. It is a difficult task to 

write a quality review. But certain guidelines can be followed by a reviewer to write to a good 

review. These guidelines can also be implemented in an automated review evaluator system to 

evaluate a review before it is submitted to the author. This automated process of evaluating a 

review is known as automated metareviewing. This process can provide quick feedback to a 

reviewer which can be used by the reviewer to improve the feedback. 

Lakshmi Ramachandran in her PhD dissertation in 2013 at NC State University, suggests 

that certain properties are essential for a good review. These properties are relevance of a review 

to the submission, content type of a review, review’s coverage of submission, tone of the review, 

quantity of feedback and plagiarism. Content type is further divided into summative of 

submission, problem identification, and advisory to the submission. Natural language processing 

techniques are used to evaluate a review based on these metrics. Each review receives a 

quantitative score for each metric.  

Relevance helps in identifying the extent to which a review is relevant to the submission. 

Expertiza uses WordNet based relations metric to identify relatedness. This technique compares 

word-order graphs of review and submission in different order to identify relevance. 

Review content helps in identifying the type of review. A review can contain general 

summarization or praise of a submission, note a problem detected in a submission, or give an 

advisory for the author, or a combination of all of these. Expertiza contains a graph-based pattern 

identification technique to determine the type of content in a review 

Coverage is a metric that determines the extent to which the review covers the 

submission. Review tone is calculated by determining the number of positive and negative words 

used in the review. A good review is expected to contain positive tone, but we found that even a 

negative review is helpful to authors if the review scores well on other metrics.  



Quantity is a measure of words used in a review. Plagiarism is a metric that compares if a 

review is copied from the artifact or somewhere on Internet. Any review that is found to be 

plagiarized is rated as bad review. 

As per earlier work, the review was evaluated on the quantitative average score for all the 

metrics. Our work investigates these metrics and uses data mining to create a model that can be 

used to differentiate between a good and a bad review based on the scores we received for 

reviews from automated system and experts. We created a metareview web service, which can be 

invoked by other systems to receive metareview metrics for submitted reviews. We also created 

a decision tree model to differentiate between a good and a bad review. 
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Chapter 1 Introduction to Automated Review Assessment 

 

Educational software systems have evolved vastly in recent times. Online MOOC-based 

platforms are increasingly becoming popular. The face-to-face classroom is also adopting 

innovations such as online peer-review systems to increase student participation and 

collaborative learning. In these systems students can share ideas among each other and instead of 

depending entirely on teaching staff for feedback, and students can receive constructive feedback 

from other participants. As pointed out by Rada et al., peer reviewing can also help reviewers in 

creating better artifacts themselves [1]. 

In these peer-review based online systems, a student author uploads his/her artifacts. 

Artifacts are dependent on assignment types. These artifacts can range from plaintext to videos. 

Artifacts can be reviewed by other participants by providing answers to artifact-dependent 

rubrics or plain comments about the artifacts. The reviews can be used by authors to improve the 

quality of the artifact by correcting the shortcomings identified by the reviewers. Multiple rounds 

of reviews can be requested to iteratively increase the quality of the artifact.  

1.1 Problem 

Student reviewers new to review based system may lack necessary experience needed to 

write good reviews. Even for experienced reviewers, there should be a guideline to help them 

write good feedback. Like authors, reviewers can too benefit immensely by receiving quick 

feedback on their reviews. The process of reviewing a review is known as metareviewing. 

Metareview can help reviewers in writing better reviews by giving advice on how to improve 

them. 

Usually, metareviewing is a manual task [7, 9] for the teaching staff. Different meta-

reviewers can rate same review differently. Providing timely feedback on reviews can be time 

consuming, which can delay the feedback. To automate such a process, we need a system which 

can be used to evaluate a review based on certain metrics. These metrics should be based on 

certain characteristics present in textual feedback. Lakshmi Ramachandran in her PhD 

dissertation, presented a metric-based automated metareview system [2]. She demonstrated that a 

good review must contain certain properties, listed later in this chapter. Her automated 
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metareview system uses a word-order graph representation of the feedback and original artifact 

to calculate automated metareview metrics [2]. This approach involves lexico-semantic matching 

of review/feedback and artifact. This metric based metareview generator can in turn be used to 

create classifier models to evaluate reviews.  

The existing metareview generator is a Ruby gem that can be included in Ruby applications, 

but is unusable for systems developed in other languages. In addition, new versions of this gem 

will result in new patch releases. These patches will have to reinstalled on all dependent systems, 

which makes it difficult to manage this library and distribute. In this work, I developed a web-

service based solution for automated metareview. The web-service model processes the reviews 

and returns results as JSON which can be asynchronously consumed by clients. A web service 

model is easily extensible, and scalable. This web service can be hosted on a shared global 

server. JSON based web services make this solution platform independent. Any application can 

interface to JSON-based REST APIs exposed by the web service. Using this web service, a 

system can evaluate review quality and deliver the results back to reviewer immediately. A quick 

response can enable a reviewer to modify his review before submitting to the author.  

In theory, a review that scores well on all the metareview metrics, can be considered to be a 

good review. But in practice we found that even if a review scores poorly on few of these 

metrics, it can still be rated by the author as a helpful review. Thus, it becomes difficult to 

identify the quality of a review by considering the raw metric score it received from automated 

metareview service. In order to create a model to determine the overall quality of a review based 

on the raw scores generated by metareview web service, we performed an experiment. This 

experiment is used to collect data that can be used to train the model. In this experiment we 

asked experts to evaluate a collection of reviews gathered from Expertiza [3] for a course at NC 

State University. The evaluation was done on the lines of metrics used by the metareview web 

service. The results were used to develop a decision-tree based evaluation model using 

automated metareviews and experts’ scores to better evaluate the quality of a review. 

1.2 Evaluating Review Quality Using Automated Metareview 

Many automated systems are used to score essays by evaluating the quality of a text based 

artifact [4] [5]. Until now, no peer-review system has automatically evaluated the quality of the 

review submitted by student reviewer and tried to help the reviewer write better feedback. 



3 
 

Expertiza evaluates the review and the artifact to find the key features in textual feedback to 

assess the quality of review and inform the reviewer. Other systems also use evaluation metrics, 

but report them only to the teaching staff.  

Prior study of peer review has focused on highlighting key sentences in papers [6] and 

detecting important feedback features in reviews [7] [8].  Xiong & Litman [9] use a 

summarization feature to find review helpfulness. Peer review systems such as SWoRD (Now 

Peerceptiv) [10], CrowdGrader [11] & CritViz [12] do not implement metareviewing. Our web-

service model   would enable these tools to consume the metareview services and integrate them 

with their existing infrastructure. 

As demonstrated in Lakshmi Ramachandran’s work, certain metrics can be used to quantify 

the quality of a review [2]. Examples used below are the reviews submitted in Spring 2016 by 

CSC 517 students at NCSU in response to wiki articles written by students. Rubrics are the 

questions used to ask students specific questions regarding the artifact reviewed. 

1.2.1 Review Relevance 

Kuhne et al. suggested that authors prefer reviewers who make an effort to understand 

their work and reflect this in their feedback [13]. A reviewer can provide a semantically and 

syntactically good review, but it will not help author if the comments made in that are generic. 

While evaluating student reviews in Expertiza, we found that many students wrote generic 

statements in their reviews. A generic review fails to provide any effective comment about the 

artifact. Nelson and Schunn found that effective reviews either locate specific problematic 

instances in author’s work or provide suggestions about their artifacts [14]. A relevant review 

should discuss the work reviewed and try to identify problems/issues in author’s work. Reviewer 

can also provide specific praises about the artifacts.  

The example below shows a relevant review written in response to a wiki article written 

for Airtable (https://en.wikipedia.org/wiki/User:Vbadugu/sandbox). 

Rubric: “What other sources or perspectives might the author want to consider?” 

Review: ”1. The article can be improved to showcase if there are any competitors and how 

Airtable is different from them. 2 The article, to be balanced, can talk about existing issues or 

https://en.wikipedia.org/wiki/User:Vbadugu/sandbox
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upcoming bugs or yet to be released features to justify why Airtable is better than existing tools. 

3 Information about Airtable API can also be added to help enthusiastic developers.” 

1.2.2 Review Content 

As described earlier, content of review can range from specific problem identification to 

general appreciation to the work reviewed. Content is further divided into three sections: 

Summative: Such a review attempts to summarize the work submitted by author.  

The example below shows a summative review written in response to a wiki article written for 

Haml (https://en.wikipedia.org/wiki/Haml). 

Rubric: “Give compliments for the article.” 

Review: “The article covers a good introduction to Haml. It provides sufficient information to 

get started with working on Haml. Any reader even without reasonable knowledge of web 

applications and web programming languages can understand the article as sufficient sources 

and links to unfamiliar terms have been provided.” 

Problem Detection: The reviewer can identify specific problem(s) in the reviewed artifact. 

The example below shows a review that identified a specific problem with the wiki article 

written for Haml (https://en.wikipedia.org/wiki/Haml). 

Rubric: “Rate the English usage. Give a list of spelling, grammar, punctuation mistakes or 

language usage mistakes you can find in this wiki (e.g. ruby on rails -> Ruby on Rails).” 

Review: “The overall English usage is good with very few mistakes. There is a grammatical 

mistake in the line "To use Haml independent of Rails and ActionView, install haml gem, include 

it in Gemfile and simply require it in Ruby script or invoke Ruby interpreter with -rubygems 

flag." where the word 'require' implies import. So it could have been written under double quotes 

or use the word import and in brackets provided the syntax for require command of ruby. 

Another mistake is that the article The is missing in "The following example demonstrates 

differences between Haml and ERB". It should be The following example demonstrates the 

differences between Haml and ERB" 

https://en.wikipedia.org/wiki/Haml
https://en.wikipedia.org/wiki/Haml
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Advisory: The reviewer can provide suggestions that an author can use to improve the quality of 

artifacts. Advisory is closely related to problem detection, but advisory can be vague and is often 

generic. For instance, “Information flow in the artifact should be improved”. Such an advisory is 

meaningless unless reviewer complements this with examples citing instances of bad information 

flow from the artifact. 

In below example, the reviewer wrote couple of specific advices for the author of Haml 

(https://en.wikipedia.org/wiki/Haml). 

Rubric: “List any related terms or concepts for which the writer failed to give adequate citations 

and links. Rate the helpfulness of the citations.”  

Review: “Link the term: ‘interpreter’, ‘ASCII’ (intro para), ‘command line’ (Intro para), ‘gem’ 

(examples). Cite the License for HAML being MIT License from official website.” 

1.2.3 Review Coverage 

Coverage is a measure of review’s ability to cover the main points of artifacts. As 

described by Kuhne et al. [13], a good reviewer should try to make an effort to read the whole 

artifact and make comprehensive comments about it. A review can be of very high quality if it 

makes suggestions about various parts of the artifacts. The metareview generator in Expertiza 

calculates degree of coverage of a submission by the. The higher the degree of coverage, higher 

should be the quality of review. 

A Review written below in response to the wiki article written for IntelliJ IDEA 

(https://en.wikipedia.org/wiki/IntelliJ_IDEA) provides a good coverage of the artifact in the 

feedback. 

Review: “All of the names of programs were linked to other Wikipedia articles, which is great! 

There are so many links. Sections are well defined. Tables are easy to read. The supported 

languages, the technologies and frameworks sections seem to overlap a lot. You might want to 

combine them or make the technologies and frameworks into a table so that it fits the format of 

the two sections around it. I'm not sure if you need a citation for the system requirements? Might 

be good to put your source down here. The Second citation cites a comment on a reply. I 

wouldn't consider this a good source. Try finding a published or more official source than 

https://en.wikipedia.org/wiki/Haml
https://en.wikipedia.org/wiki/IntelliJ_IDEA
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internet comments, http://blog.jetbrains.com/idea/2013/05/intellij-idea-and-android-studio-

faq/#comment-4939. I love the supported languages chart and the version control charts. They 

both look really nice. I like how you also have the see also link going to the comparison of 

integrated development environments.” 

1.2.4 Review Tone 

Tone refers to the semantic orientation of a text, which depends on the choice of words 

used by reviewer. Tone is divided into three categories: Positive, Negative and Neural. A review 

that contains positive feedback, is said to have positive tone, whereas negative reviews contain 

words that have a negative semantic orientation. Neutral reviews don’t contain either negative or 

positive oriented words, or contain an equal amount of both. A single review can contain various 

measures of positive, negative and neutral tone. 

Example of a review containing negative feedback: 

“Wikipedia is not instructions manual or how-to document. This article contains content 

describing some technical instructions, which should not be added. No categories provided for 

this article. The article has Limited content. Few more sections could be added, there is scope 

for expansion.” 

Example of a review containing positive feedback: 

“The paragraph structure of the article makes it seem a little intimidating at first sight. However, 

the careful avoidance of flowery language makes it easy to read.” 

1.2.5 Review Volume 

Review volume is the quantitative measure of the feedback provided by the reviewer. In 

one of our study, we found that the review volume is usually dependent on the rubric used to 

provide feedback [15]. Longer reviews can provide more insight into the artifact. 

1.2.6 Plagiarism 

Sometimes, a reviewer uses the same review for more than one artifact. Even if same 

review is relevant to more than one artifact, such a practice should be avoided. Metareview 

generator on Expertiza compares the review text with the artifact and rubrics to find a possible 



7 
 

match. If a match is detected, then such a review is marked as plagiarized. The system also 

searches internet using Google to verify the originality of the review. 

All these metrics are calculated independently, and the automated metareview system 

tries to identify the quality of a review. A summative score of all of these metrics is used to 

determine the overall score of a review. This work found that all the metrics contribute 

differently to the overall quality of the review. We translated the score received from automated 

metareview for reviews and created a model based on expert evaluation of those reviews to 

better predict the quality of review.   
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Chapter 2 Experiment Setup 

 

The automated Metareview system calculates scores for individual metrics. Certain 

metrics such as tone, volume, content summative, problem identification, advisory are dependent 

on the review alone. However, relevance and coverage are based on review, and artifact. In order 

to make this system scalable and available to all review based systems, we converted this module 

into a web service.  

2.1 Automated Metareview Web Service 

Our web service is developed in Ruby on Rails. It uses many other dependent libraries 

written either in Java or Ruby. 

One of the major libraries is Stanford-Core-NLP [16]. This library provides natural 

language analysis tools. Relevance and Coverage metrics are based on lexico-semantic matches 

between reviews sentences and submission sentences. Among various representations that can be 

used to represent text, we used word-order graphs. Word-order graphs are best suited to identify 

lexical and voice changes. These are common patterns in textual reviews. The Stanford-Core-

NLP library is used to generate syntactically parsed trees of artifacts and reviews. Along with 

these libraries, we used a Ruby wrapper for WordNet. Stanford-Core-NLP library uses a tagger 

to create tagged text of artifact/review based on part-of-speech information present in it. We also 

used the rjb library, which is a Ruby Java Bridge library used by Stanford-Core-NLP’s Ruby 

wrapper to communicate with Java based libraries internally. 

This web service exposes JSON-based web APIs, which can be accessed by clients to 

either get each metric individually or all the metrics in a single call. Each individual metric 

service end point accepts input that is specific to the metric. Table 1 lists the endpoint 

requirements. Result is transmitted as JSON to the client which can be either collection of all the 

metric or individual metric score. 
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Table 1: Web Methods of Metareview web service 

Web Method Input Requirements Output 

Tone, Volume, Summative, 

Problem Detection, Advisory 
Review Text Individual Metric Score 

Relevance, Coverage, Review Text, Artifact Text Individual Metric Score 

Plagiarism 
Review Text, Artifact Text, 

Rubrics 
Individual Metric Score 

Create All 
Review Text, Artifact Text, 

Rubrics 

Collection of All Metric 

Score 

 

2.2 Rubrics for Experiments 

The metareview web service generates quantitative scores, which individually can 

represent an aspect of the review, but to determine overall quality of a review, we need a 

mathematical model. This model, once trained, can be used to classify a review into a good and a 

bad feedback. To train this model, we performed an experiment. We selected a collection of 

student artifacts. We used reviews written for them by other students in the class. These reviews 

were rated manually based on the questionnaire designed using metareview metrics. Table 2 lists 

all the questions used in the questionnaire. Raters were asked to answer the questions by 

selecting a value on the scale of 1–5.  

We didn’t use any rubric for plagiarism metric in the experiments. There are many robust 

ways to identify if a text was copied from internet or from other reviews. We chose not to 

include this rubric in the model development. If a text is copied, we can show that information to 

reviewer and reviewee from our web service. If reviewer feels that something taken from internet 

can help the reviewee, then such a submission can be allowed, but the metareview web service 

will report it to reviewer and reviewee. 
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Table 2: Questionnaire used for survey 

Question Text (Scale used is 1-5) Associated 

Metareview Metric 

How well does the review adequately reflect (summarize) the artifact? Summative 

How well is the problem identified by the reviewer about the artifact? Problem 

Identification 

How specific is the advice provided by the reviewer to the author to 

improve the artifact? 

Advisory 

How relevant is the review to the artifact?  Relevance 

Does the review cover all the parts of the artifact?  Coverage 

What do you think about the tone used by reviewer? (1: strongly 

negative, 2: negative, 3: neutral, 4: positive, 5: strongly positive 

Tone 

How satisfied are you with the quantity of comments provided by 

reviewer? 

Volume 

How would you rate the overall quality of the review? Overall Quality 

 

2.3 Experiment Participants 

Experts used in this survey are former and current TAs from different departments such 

as Computer Science, MBA, Electrical, and Mathematics. Due to the nature of their jobs, they 

were experience in providing constructive feedback. We trained them by explaining the essence 

of each metareview metric used in automated metareview. We explained them the rubrics used in 

survey and how to associate them with metareview metrics while rating a review based on these 

rubrics. Multiple experts were asked to rate the same reviews to generate a holistic model. We 

created an anonymous system to prevent the reviewers from knowing the identity of the authors 

of the artifact and the reviews. 

The artifacts selected for this experiment were taken from the articles created by Spring 

2016 students in CSC 517 course at NC State University. As a part of this course, students wrote 

Wikipedia articles which were then given to other students in class for reviewing. Each student 

was required to review two articles. They were given an option to review two more articles to 

receive extra points. These reviews were later given back to student authors of the respective 
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articles. Authors rated these reviews based on the same questionnaire used in the expert 

experiment.  
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Chapter 3 Data Modeling & Results 

 

Expert survey data was collected using a web application. Each participant was isolated 

from other participants to provide a neutral feedback. Each user was provided a user access code. 

Table 3 outlines the steps performed by each user.  

Table 3: Detailed set of instructions to complete the survey 

Step Task 

1 Use the user code to authenticate with the system. 

2 Select an artifact from the list to read the content. 

3 Scroll below to read the reviews associated with the artifacts. 

4 Click on “Rate” button against each review to fetch the survey questionnaire. 

5 Read the reviews and answer the survey questions based on the rubric provided. 

 

To generate metareview scores for artifacts and reviews, the web service was hosted 

online and each review was sent with artifacts and associated rubrics. The returned JSON result 

was stored in the local database. 

3.1 Preprocessing data 

A total of 119 distinct reviews were surveyed this experiment. The participants were 

trained to evaluate the review based on the metareview metrics. In order to normalize the results, 

we asked more than one reviewer to review one artifact. Each review was assigned the average 

of the scores it received from all reviewers. 

All the questions were answered on a scale of 1–5, with 5 being the “best” score. For 

tone, the rubric associated 1 with highly negative review, 2 with a negative review, 3 with a 

neutral review, 4 with a positive review and 5 with a highly positive review. During our 

experiment, we found that only two surveys assigned a score of 1 (highly negative) to a review, 

whereas about 60% reviews received a score of 4 (positive). About 10% received a score of 5 

(highly positive).  
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The metareview web service identifies negativity and positivity in a review. If they are 

same in each sentence, then each sentence is provided a neutral score. Based on the number of 

sentences in a text, it is possible for a review to get an individual score for positivity, negativity 

and neutrality. To correlate the survey score with the score we received from the metareview 

web service, we normalized the survey score and classified it into three categories. A score less 

than 3 (<3) was translated to –1, whereas 3 was translated to 0 and a score greater than 3 (>3) 

was converted to 1. The metareview score for a review from web service was normalized as well. 

If overall positive score for a review was higher than the negative score, then it was translated to 

1. If overall negative score was higher than positive score, then it was translated to –1, else it was 

converted to 0. 

The survey question associated with the overall quality of the review was normalized as 

well. We asked survey participants to rate the overall quality of the review on the scale of 1–5, 

where 1 was the worst score. We used this metric as class identifier for our data modeling. A 

score of 3 or higher was translated to good review (1), otherwise it was marked as bad review 

(0). The results from the web service were converted into a csv file and migrated into RStudio. 

RStudio is an IDE for performing statistical calculations in R.  

The survey participants had an absolute agreement (zero tolerance) of 38.8% with inter-

rater reliability, calculated using weighted kappa [17] was 0.13. Interrater agreement increased to 

80% when the tolerance was relaxed by one grade point. For reviews surveyed by more than one 

person, an average score was used to represent final score. Figure 1 shows the distribution of 

expert grades against each metric for all the reviews surveyed. For some of the metrics, such as 

coverage, content summative, and problem identification, the distribution is concentrated toward 

the center axis of graph. This explains the sudden increase of interrater agreement when the 

tolerance is relaxed by 1 grade point. Other metrics such as volume, relevance, and content 

advisory are distributed uniformly across the rating scale. 
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Figure 1: Distribution of expert grades for each metric (others in figure 2) 
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Figure 2: Distribution of expert grades for each metric (followed from figure 1) 

64.71% reviews were rated as good whereas others were marked as bad by the experts. 

Table 4 lists the Pearson Correlation matrix for the metrics used in survey to the overall quality 

of the review as rated by survey participants. It can be easily inferred from Table 4, that each 

metric is highly correlated with the overall quality of the review, except tone. As per figure 1, 

volume and content advisory are two most dispersed metrics and they also show greater 

correlation with the overall grade of a review, which makes them two most important metrics 

used by experts to evaluate the grades. 
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Problem 

Identification 
0.57 0 7.56 0.44 - 0.68 

Content Advisory 0.67 0 9.79 0.56 -  0.76 

Coverage 0.68 0 10.03 0.57 - 0.77 

Relevance 0.67 0 9.66 0.55 - 0.76 

Tone 0.20 0.032 2.17 0.02 - 0.36 

Volume 0.75 0 12.17 0.66 - 0.82 

 

Table 5 shows the Pearson correlation matrix generated for metric score from survey and 

metareview web service. This tables shows the one-to-one correlation for the metrics between 

survey score and respective score from web service.  

Table 5: Pearson Correlation matrix for survey and metareview scores (degree of freedom for each metric is 117, 

confidence interval: 95%) 

Metric Pearson Correlation p t 95 percent confidence interval 

Content Summative 0.17 0.06 1.9 -0.01 - 0.34 

Problem 

Identification 
–0.03 0.74 

-

0.34 

-0.21 - 0.15 

 

Advisory 0.22 0.02 2.42 0.04 - 0.38 

Coverage 0.02 0.87 0.16 -0.17 - 0.19 

Relevance 0.01 0.94 0.08 -0.17 - 0.19 

Tone 0.25 0.01 2.80 0.07 - 0.41 

Volume 0.58 0 7.67 0.44 - 0.69 

 

Table 5 shows that web service and experts agree on volume to a higher degree compared 

to other metrics. There is an appreciable agreement for the content summative, content advisory 

and tone metrics, whereas there is negative correlation between experts’ scores and metareview 

score on problem identification. The correlation coefficient for the relevance metric is near zero, 

which suggests that we have to change the strategy we used for relevance metric generation.  

Table 6 shows the Pearson correlation between the overall quality of review obtained 

from the expert survey and the metareview scores. This translates to similar results, which we 
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derived from Table 4 and Table 5. Based on the experiments, volume, content summative, and 

advisory are better suited metrics to create a model to categorize the quality of a review. Other 

metrics like tone, and problem identification should be used in modeling as well. 

Table 6: Pearson Correlation matrix for metareview web service response and overall quality of a review (degree of 

freedom for each metric is 117, confidence interval: 95%) 

Metareview Metric Pearson Correlation p t 95 percent confidence interval 

Content Summative 0.22 0.02 2.46 0.04 - 0.39 

Problem 

Identification 
0.13 0.16 1.42 -0.05 - 0.30 

Advisory 0.25 0.01 2.77 0.07 - 0.41 

Coverage -0.02 0.81 -0.24 -0.20 - 0.16 

Relevance -0.05 0.61 -0.52 -0.23 - 0.13 

Tone 0.15 0.11 1.60 -0.03 - 0.32 

Volume 0.55 0 7.07 0.41 - 0.66 

 

According to Table 4, 5 and 6, volume is a metric which shows higher correlation. This 

states that any review classifier should include this metric since this shows greater correlation 

with classifier. Other metrics which displays higher correlation are content summative, and 

advisory. Relevance and coverage are highly correlated for the overall quality of the reviews 

rated by experts. This demands a change of strategy used to generate relevance and coverage 

metrics in the metareview web service.  

3.2 Decision Tree Modeling and Results 

While selecting the model that can be used to differentiate between a good and a bad 

review, we investigated various modeling methodologies. We wanted a model that is inexpensive 

to construct which can be retrained over a period of time, and is extremely fast in classifying 

unknown reviews. Based on the correlation results we obtained earlier, we wanted a model that 

is flexible to incorporate more variables at a later stage. One model that looks ideal for these 

cases is a decision tree.   
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To create a decision tree, we started with Classification and Regression Tress (CART) 

modeling using the rpart [18] library in R. This library provides various ways to generate trees, 

such as classification and regression. classification method is used in this experiment to generate 

the tree.  

To find an optimal tree, first attempt was made with volume, content summative, content 

advisory, problem identification and tone. The summary function in “rpart” library shows that 

volume is a very important metric when generating the classification tree. Table 7 shows that 

tone and problem identification were the least preferred metrics for classification.  

Table 7: Comparative variable importance for tree generation 

Volume Content Advisory Content Summative Tone Problem Identification 

64 % 15 % 13 % 4 % 4 % 

 

Volume shows a strong correlation with the class identifier (which measures whether a 

review is good or bad). It proved to be a very strong criterion to lead in the tree construction as 

well. Figure 2 shows that the volume metric alone can construct a classification tree to identify 

review quality. This decision can be followed to identify whether the review is good or bad on 

the basis of the volume score received from the automated metareview metric. For instance, if 

the volume metric score is greater than 68, that is a good review, or if score is less than 26, that is 

a bad review. Though volume can be a good classifier, volume alone cannot be used to identify 

the quality of a review. We found in another study [15] that review volume can be based on the 

rubrics used in review phase. Some rubrics can ask for a larger volume of feedback from 

reviewers than others. For questions like, “Are unfamiliar terms defined?”, a reviewer can 

provide a shorter comment, whereas for the question “Is the article easy to read and not 

confusing?”, a reviewer can write about ways an artifact can be made more easy to read. This 

calls for another decision tree based on content advisory, content summative, tone and problem 

identification. We should use both decision trees to classify a review. If any one tree classifies a 

review as a bad review, then that information can be shown to reviewer. This information can 

help reviewer to correct the review. 
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Figure 3: Classification tree based on webservice scores (using rpart) 

Below is the result generated from the summary function of the rpart library for the tree 

generated in Figure 2. “xerror” shows the cross-validation error at each split/node in the 

generated tree. “rel-error” is the error in the observations used to estimate the model. Figure 3 

shows the cross validation error summary in graphical model for tree shows in Figure 2. 

      CP        nsplit  rel-error     xerror          xstd 

1 0.21428571      0  1.0000000  1.0000000  0.1241216 

2 0.14285714      1 0.7857143  0.9761905  0.1234288 

3 0.04761905      2  0.6428571  0.8809524  0.1202223 

4 0.01000000      3  0.5952381  1.0476190  0.1253817 
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Figure 4: Cross validation error summary for Figure 2 

It shows that 119 reviews were used in the experiment. Node 1 divided sample space in two sets 

containing 42 and 77 observations. A review with a score of 68.5 for metareview metric volume 

is used as the first split criteria. Each node number is marked in Figure 2. 

Node number 1: 119 observations, complexity param=0.2142857 

  predicted class=1 expected loss=0.3529412 P(node) =1 

    class counts:    42    77 

   probabilities: 0.353 0.647  

  left son=2 (71 obs) right son=3 (48 obs) 

  Primary splits: 

      Volume                 < 68.5      to the left, improve=15.5900300, (0 missing) 

      Content Advisory       < 0.25      to the left, improve= 3.1303420, (0 missing) 

      Content Summative      < 0.55      to the left, improve= 2.3303040, (0 missing) 

      Tone                  < 0.5       to the left, improve= 1.8670830, (0 missing) 

      Problem Identification < 0.25      to the left, improve= 0.9175789, (0 missing) 

  Surrogate splits: 

      Content Advisory      < 0.583333 to the left, agree=0.723, adj=0.312, (0 split) 

      Content Summative     < 1.145833 to the left, agree=0.697, adj=0.250, (0 split) 

      Problem Identification < 0.25to the left, agree=0.630, adj=0.083, (0 split) 
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If a review doesn’t provide enough comments, then it could be a bad review. We can use 

decision tree created in figure 2 alone to identify such a review. But, volume metric can often be 

misleading and can result in false positives. A reviewer can provide gibberish comments which 

can result in a good metareview score for volume. But we should consider other metrics to 

evaluate the overall quality of such a review. Figure 4 shows the decision tree created without 

volume metric. We saw earlier that content advisory and content summative were next two 

stronger metrics after volume. As per the decision tree construction algorithm, these two metrics 

can create the decision tree as well. Since these metrics suppress tone and problem identification 

metrics, we can create another decision tree based on tone and problem identification to further 

classify the review. But for our work we ignored them, since as per “rpart” library’s metric 

important their importance is very low compared to other three metrics used to generate trees in 

Figure 2, and Figure 4.  

 

Figure 5: Decision Tree based on webservice scores, exluding volume (using rpart) 

        CP     nsplit  rel error   xerror     xstd 

1  0.083333      0    1.00000     1.00000      0.12412 

2  0.010000      2    0.83333     0.92857      0.12191 
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According to tree in Figure 4, if a review receives a score in excess of 0.25 for content 

advisory, then it is a good review, else we can check the score it receives for content summative 

metric. If a review receives a score less than 0.25 for content advisory and a review score in 

excess of 0.25 on content summative, it is classified as a good review, else it is a bad review. As 

we can see that once the decision tree is created, process of classification of a review becomes 

easy. Figure 5 shows the cross validation error summary for tree shows in Figure 4. 

 

 

Figure 6: Cross validation error summary for Figure 4 

Figure 6 shows the decision tree based on expert survey grades. As per table 1, volume 

metric is highly correlated with the over grade. That correlation resulted in the dominance of 

volume metric in the decision tree based on expert grades. We created one more decision tree 

based on expert surveys but excluded volume from the tree. Figure 7 shows the tree based on 

expert grades but excludes the volume metric. Table 1 shows least correlation between the tone 

and the overall grade of a review. This can be seen in figure 7 as well. Tone metric is dominated 

by other metrics in the tree construction. Figure 7 shows the coverage and relevance are 

important metrics as per survey experts, whereas, coverage and relevance were suppressed in the 

tree constructed in figure 4, which is based on metareview service scores.  
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Figure 7: Decision tree based on survey grades (volume metric dominates the tree) 

 

Figure 8: Decision tree based on survey grades (excluding volume metric) 

Of the 119 reviews rated by experts, 42 of them were rated as bad and rest 77 were rated 

as good, which gives a baseline score of 64.71% for good reviews. According to tree shown 

Figure 2, this majority class probability increases to 72%, whereas same measure for tree in 

Figure 4 increases to 88%. Decision trees based on expert grades are very close to the baseline 

parameter, where decision tree dominated by volume shows 60% majority class probability, 

whereas tree without volume shows 62% probability. 

In order to validate the results received from “rpart” library, another method of tree 

construction was explored. One such method is C5.0 [19], which is an extension to C4.5 [20]. 

C50 is the package implemented in R, which is used to generate the tree based on metareview 
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score. 10-fold validation was used in decision tree construction. Figure 8 shows the final tree 

which includes all the metrics. As was noticed earlier in the tree constructed using “rpart” 

classification method, volume metric dominates the trees, and root node partition is based on 

volume “> 68”. The classification error rate for the tree is 22.7%. The majority class probability 

for this classifier tree is 80.7%, which is poor when compared to the baseline and the 

classification tree generated in figure 2. One more tree was constructed without volume metric as 

is shown in figure 9. Figure 9 is decision tree based on same database sample as figure 8 but 

excludes the volume metric. The classification error rate for the tree is 29.4%. The majority class 

probability using this tree comes to 87.4%, which is again poor compared to the baseline score 

and other classification tree generated in figure 4. This shows that the tree generated using 

“rpart” fits the data better compared to the similar tree generated using C5.0. C5.0 seems to 

generated more pruned tree, which is smaller in size, but increased the classification error rate. 

This tree was hence not implemented in the classifier modelling. 

 

 

 

Figure 9: Classification tree based on webservice scores (using C5.0) 
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Figure 10:  Decision Tree based on webservice scores, without volume metric (using C5.0) 

Table 8 shows the comparison of accuracy of majority class prediction using different 

classification methods. As we saw earlier, CART based classification tree using expert grades 

performs better, but volume metric dominates in the tree. Another tree based on expert grades 

but without volume metric, includes metrics such as relevance and coverage, performs much 

better than tree with volume metric. CART based classification tree based on metareview score 

performs poorer than expert score based tree, but performs better than similar tree created using 

C5.0. Trees dominated by volume metric perform better than corresponding trees based on non-

volume metrics. For metareview scores, C5.0 generates shorter trees compared to CART, but are 

less accurate as well.  
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Table 8: Comparison of accuracy of majority class prediction using different classification methods. (All tree 

methods use 10-fold cross validation) 

Classification method Accuracy of majority class prediction 

Base line (based on experiments) 64.7% 

CART (Expert) 60% 

CART (Expert without volume) 62% 

CART (Metareview) 72% 

CART (Metareview without volume) 88% 

C5.0 (Metareview) 80.7% 

C5.0 (Metareview without volume) 87.4% 
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Chapter 4 Discussions & Conclusions 

 

4.1 Conclusion 

Metareviewing is an essential tool, which can improve the quality of reviewing. A 

reviewer can write a good review if timely feedback can be provided for his/her review before 

he/she submits to the author. Metareview assessment of a review can help Reviewee, who can 

easily select good reviews from bulk of other substandard reviews based on metareview scores of 

the reviews. To make this process efficient, we need to perform the metareview as soon as the 

review is created. Web services are preferred method of exposing APIs when performance, 

scalability and extensibilities are important parameters which can impact a system’s usability.  

Metareview generators are still in nascent stage of their reliability and can gain more 

exposure if multiple system can use them. Exposing metareview generator as web service makes 

it easier for other systems to consume these metric generator APIs and create a classification 

model of their own. As part of this work, we created JSON based metareview web services 

which can be consumed by any client by sending artifact, and reviews. Certain metrics are time 

consuming and can take longer than others. A client can request each metric individually or a 

collection of all the metrics.  

As part of this work, we created a decision trees data classifier based on the score a 

review receives from metareview web service. Decision trees are fast and efficient classifiers for 

peer review metrics. We found that certain metrics dominates the decision trees, such as volume. 

But reliance on volume metric alone can generate false positives, we created decision trees 

excluding volume metric as well. The other decision tree based classifier is generated which uses 

content advisory, content summative, tone and problem identification metrics. In order to use 

both the trees, we need to use a hybrid model. Each review should be rated on the basis of both 

the trees. A good review should score well on both the decision trees from Figure 4 and Figure 2. 

Each tree individually can be used to generate specific advisory for the reviewer as well.  

 

4.2 More Experiments and Future Work 

We used Wikipedia artifacts and reviews written for them in this experiment. To make 

the model more robust, more similar experiments can be done to include artifacts from other 
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educational departments. More data can definitely help in developing a more robust model. 

Similarly, more such experiments can be help identify if one model can be used at different 

levels of education, such as high school, colleges, university and industry. We used supervised 

learning to create a model. 

Latest advancements in Natural Language Processing (NLP) is becoming more and more 

efficient in determining semantics of a text. The relevance metric generator should be updated to 

make it more robust and provide better score to be used in the decision tree. Relevance uses word 

order graph of the artifacts and reviews. At times (as in Wikipedia), artifacts can be long, which 

can take longer to calculate relevance and coverage metrics. Efficient solutions to improve 

performance of these two metric generator can improve the overall quality of metareview web 

services. 
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