
 
ABSTRACT 

THOMPSON, ISAAC BENJAMIN. The Power of Bayesian Validation in Personnel 
Selection. (Under the direction of Joan J. Michael, Ph.D.) 
 
This study compares Bayesian and frequentist methodologies in obtaining criterion-related 

validity evidence across five common predictors of employee performance (cognitive ability, 

structured interviews, unstructured interviews, integrity, and conscientiousness). Through 

simulating 100,000 local studies randomly pulled from populations of one million, the first 

half of the research investigates what local sample size is needed to establish Bayesian 

criterion-related validity evidence. The second half of the research examines sample sizes 

needed to disprove wrongfully applied informed priors. Results include the local sample 

sizes required to validate common predictors of job performance and disconfirm wrongfully 

applied priors. On a general level, this study demonstrates the fundamental patterns of 

Bayesian methods, illustrating common scenarios for incorporating Bayesian methods into 

data-driven employee selection methods. Specifically, this study offers guidance on the 

strengths, weaknesses, and opportunities of Bayesian methods to ameliorate the situation in 

personnel selection where small sample sizes or weak effect sizes have traditionally marred 

empirical endeavors.   



 
The Power of Bayesian Validation in Personnel Selection 

 

by 
Isaac Benjamin Thompson  

 

 

A dissertation submitted to the Graduate Faculty of 
North Carolina State University 

in partial fulfillment of the  
requirements for the degree of 

Doctor of Philosophy 
 

Psychology 

 

 

Raleigh, North Carolina 

2016 

 

APPROVED BY: 

 

 

_______________________________  ______________________________ 
Joan J. Michael     Eric Wiebe 
Committee Chair 
 
 
________________________________  ________________________________ 
S. Bartholomew Craig     Adam Meade 



ii 

BIOGRAPHY 

Isaac Benjamin Thompson, son of Robert and Mary Thompson, was born in Southern 

California and raised in Nashville, Tennessee. He completed his undergrad degree in English 

Writing at the University of Tennessee at Chattanooga. He then went on to obtain his 

Master’s of Science in Industrial-Organizational Psychology from the University of 

Tennessee at Chattanooga. Near the completion of his Master’s degree in May of 2013, Isaac 

was accepted into the Industrial-Organizational Psychology doctoral program at North 

Carolina State University under Joan J. Michael. While pursuing his Ph.D., he had the honor 

of working at the Friday Institute of Educational Innovation for Glenn Kleiman and 

collaborating with many of the research fellows there. Isaac also played an active role in 

Adam Meade's psychometrics lab, assisting in the development of novel measurement 

technologies, which gained him familiarity with Red Hat Linux. Red Hat subsequently hired 

him, first as an organizational research intern and then as a data scientist. Isaac is humbled by 

his diligent and beautiful wife who has stood by his side through this journey. They are the 

proud parents Noah, their first son. 	 	



iii 

ACKNOWLEDGMENTS 

What I have been able to accomplish is completely a byproduct of those who have enabled 

me. The following is a list of the most crucial contributors to this particular project, the 

dissertation. Without a doubt if I were lacking in the assistance of any of the following this 

project could have not happened. My largest gratitude goes to all.  

First and foremost is Joan J. Michael, my chair and advisor. She believed in me when 

no one else did by accepting me into the doctoral program. She didn't stop there. She was a 

consistent source of inspiration for tackling the impossible, challenging the status quo, 

embarking on intellectual exploration, and above all, achieving tangible goals. The whole 

dissertation and the associated doctorate is truly her fault. I am honored to have been her 

student.  

My second thanks go to the Friday Institute, which provided me a research 

assistantship that enabled me to join NCSU. Specifically, Glenn Kleiman, Dave Frye, Hiller 

Spires, Eric Wiebe, and Mustapha Jawara have all enabled me through a multitude of 

research opportunities, generous funding, and ample social and technological support.  

My third thanks goes to Adam Meade, who not only taught me some data 

awesomeness but gave me a physical and social place in the program. Collaborating and 

learning from a great group of graduate students in his lab has been a key resource 

throughout my graduate school experience. Thanks.  

Fourth, a special thanks goes to Joel Osgood and Josh Siever who are my fellow 

pirates in the seas of Bayesian. They supported my idea at the time of conception and helped 

me conduct the pilot of the dissertation.  



iv 

Lastly, a ginormous thanks goes to the open source community. Open source 

technology has enabled the data revolution to occur, providing unparalleled analyses and 

tools to anyone worldwide. This dissertation would not have been possible without the great 

tools and technology that open source community has provided, with a special thanks to the 

R, JAGS, and Linux communities.   



v 

TABLE OF CONTENTS 

 
LIST OF TABLES .................................................................................................................. vii	

LIST OF FIGURES ................................................................................................................ viii	

The Power of Bayesian Validation in Personnel Selection ....................................................... 1	

Selection Test Validity .......................................................................................................... 2	

The Argument for Validity Generalization and Local Studies .............................................. 4	
Bayesian Methods .................................................................................................................. 7	

Research Questions .............................................................................................................. 10	

Sample Size in Bayesian Estimation ................................................................................... 11	

Sample Size Needed to Reject a Misapplied Prior .............................................................. 12	

Method .................................................................................................................................... 13	

Common Selection Methods and Population Coefficients .................................................. 14	

Cognitive Ability ............................................................................................................. 14	

Structured and Unstructured Interviews .......................................................................... 15	
Integrity ............................................................................................................................ 16	

Conscientiousness ............................................................................................................ 16	

Simulation Process .............................................................................................................. 17	

Markov Chain Monte Carlo ................................................................................................. 19	

The Bayesian Model ............................................................................................................ 20	

Summary Statistics Obtained from Each Local Study ........................................................ 22	

Results ..................................................................................................................................... 23	

RQ1 Cognitive Ability Results ............................................................................................ 24	

RQ1 Structured Interviews Results ..................................................................................... 27	
RQ1 Unstructured Interviews Results ................................................................................. 31	

RQ1 Integrity Results .......................................................................................................... 34	

RQ1 Conscientiousness Results .......................................................................................... 37	

RQ2 Results: Misapplied Priors .......................................................................................... 41	

RQ2 Results for Cognitive Ability ...................................................................................... 43	

RQ2 Results for Structured Interviews ................................................................................ 44	

RQ2 Results for Unstructured Interviews ........................................................................... 45	

RQ2 Results for Integrity .................................................................................................... 46	



vi 

RQ2 Results for Conscientiousness ..................................................................................... 47	

Discussion ............................................................................................................................... 48	

Limitations ........................................................................................................................... 52	

Conclusion ........................................................................................................................... 53	

References ............................................................................................................................... 55	

 



vii 

LIST OF TABLES 

Table 1 Population Coefficients Derived from Meta-Analyses	....................................	17 

Table 2 Comparison of Validation Techniques	...............................................................	24 

Table 3 Cognitive Ability Simulation Results from 1000 Local Samples: Correctly 

Applied Prior	.........................................................................................................	27 

Table 4 Structured Interviews Simulation Results from 1000 Local Samples: Correctly 

Applied Prior	.........................................................................................................	31 

Table 5 Unstructured Interviews Simulation Results from 1000 Local Samples: 

Correctly Applied Prior	........................................................................................	34 

Table 6 Integrity Simulation Results from 1000 Local Samples: Correctly Applied 

Prior	........................................................................................................................	37 

Table 7  Conscientiousness Simulation Results from 1000 Local Samples: Correctly 

Applied Prior	.........................................................................................................	40 

Table 8  Bayesian Posterior Results from Misapplied Priors with Null Local Studies..

	.................................................................................................................................	42 

	 	



viii 

LIST OF FIGURES 

Figure 1 Example of Bayesian model utilized .............................................................. 21 

Figure 2 Cognitive ability’s distribution of rho for each sample size .......................... 25 

Figure 3 Cognitive ability’s statistical power: local studies that excluded 0 from CI or 

HDI ................................................................................................................. 26 

Figure 4 Cognitive ability’s root mean squared error (RMSE) of local studies’ rho vs. 

the true rho ..................................................................................................... 26 

Figure 5 Structured interviews’ distribution of rho for each sample size ..................... 29 

Figure 6 Structured interviews’ statistical power: local studies that excluded 0 from CI 

or HDI  ........................................................................................................... 29 

Figure 7 Structured interviews’ root mean squared error (RMSE) of local studies’ rho 

vs. the true rho ................................................................................................ 30 

Figure 8 Unstructured interviews’ distribution of rho for each sample size ................ 32 

Figure 9 Unstructured interviews’ statistical power: local studies that excluded 0 from 

CI or HDI ....................................................................................................... 33 

Figure 10 Unstructured interviews’ root mean squared error (RMSE) of local studies’ 

rhos vs. the true rho ........................................................................................ 33 

Figure 11 Integrity's distribution of rho for each sample size ........................................ 35 

Figure 12 Integrity's statistical power: local studies that excluded 0 from CI or HDI ... 36 

Figure 13 Integrity's root mean squared error (RMSE) of local studies’ rhos vs. the true 

rho ................................................................................................................... 36 

Figure 14 Conscientiousness's distribution of rho for each sample size ........................ 38 



ix 

Figure 15 Conscientiousness's statistical power: local studies that excluded 0 from CI or 

HDI ................................................................................................................. 39 

Figure 16 Conscientiousness's root mean squared error (RMSE) of local studies’ rhos vs. 

the true rho ..................................................................................................... 39 

Figure 17 Posterior distributions of cognitive ability with an informed prior and null 

local sample .................................................................................................... 43 

Figure 18 Posterior distributions of structured interviews with an informed prior and null 

local sample .................................................................................................... 44 

Figure 19 Posterior distributions of unstructured interviews with an informed prior and 

null local samples  .......................................................................................... 45 

Figure 20 Posterior distributions of integrity with an informed prior and null local 

sample ............................................................................................................. 46 

Figure 21 Posterior distributions of conscientiousness with an informed prior and null 

local sample .................................................................................................... 47



The Power of Bayesian Validation in Personnel Selection 

One of the greatest decisions discussed in economics, management, and work 

psychology is the allocation of organizational power and resources through the appointment 

of positions, titles, and compensation. Effective data-driven decisions in the placement of 

personnel in an organization are often accomplished through the implementation of 

standardized selection procedures that predict later work performance, enabling organizations 

to maximize personnel effectiveness. Thus, evidence that a particular selection procedure 

accurately predicts later performance is essential when choosing and implementing selection 

procedures. One of the key methods for providing validity evidence is to examine the 

empirical relationship between predictor (selection measure) and construct (i.e. work 

performance). Traditionally, this relationship of criterion-related validity has been 

established through local studies or meta-analyses. Bayesian methods provide a way to 

combine the two and have been shown to be the more accurate than frequentist inferential 

approaches in a majority of situations (Newman, Jacobs, & Bartram, 2007). Another added 

benefit of the Bayesian methodology is increased statistical power, or ability to detect a true 

effect, in a local study, which no longer requires the large sample size that traditional local 

studies need (Brannick & Hall, 2003). While the effect of sample size in other common 

analyses has been well documented (Kelley, 2015) and well published in analyses such as 

multiple regression (Kelley & Maxwell, 2003) and structural equation modeling (Lai & 

Kelley, 2011), very little research (despite the recognition) has studied the effect of sample 

size in Bayesian validation. Matt and Cook (2009) noted in their review of research synthesis 

that the most pressing and difficult challenge for future meta-analytic research is determining 

the degree of effect size generalization. The current research addresses, in part, this 
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challenge, seeking to investigate, through simulation, the utility of combining meta-analytic 

results with a local study via the Bayesian methodology.  

In particular, this study contributes to research and practice in three ways. First, I 

examine the resultant "statistical power" or ability to detect a true effect when one exists that 

Bayesian methods offer verses the statistical power of traditional local validation studies. 

Specifically, I am interested in the size of the local sample needed to gain validity 

coefficients that exclude zero from their 95% confidence intervals when the population 

coefficient is positive. This relationship is tested among a variety of five selection methods 

and constructs. Secondly, by simulating some of the complexities that may arise when local 

studies are derived from populations that actually have no true relationship, I am interested in 

determining the smallest local sample needed to challenge a wrongly imposed meta-analytic 

prior. I intend to provide a benchmark of sample size needed to gain a second degree of 

confidence in Bayesian estimates of criterion-related validity. Lastly, by utilizing common 

constructs, analyses, and scenarios that practitioners and researchers are familiar with, this 

study demonstrates fundamental Bayesian principles in an applied setting, lowering some of 

the obstacles to the adaptation of Bayesian methods in the industrial-organizational (I-O) 

psychology community in large and criterion-related validity procedures in particular.  

Selection Test Validity  

Personnel selection is the systematic process of hiring and promoting personnel with 

the intention to predict future work performance. The choice of selection measures is ideally 

based on an understanding of the objectives for a test’s use, job information, and test validity 

(American Educational Research Association, American Psychological Association, and 

National Council on Measurement in Education, 2014). Commonly used evidence-based 
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selection tests include cognitive ability tests, personality tests, structured interviews, etc. 

(Schmidt & Hunter, 1998). The degree that a selection method is a valid predictor of work 

performance is determined by the data gathered that defends the various inferences 

demanded of a test (Lawshe, 1985, p. 237). Validity, according to the 2014 Standards for 

Educational and Psychological Testing, is “the degree to which evidence and theory support 

the interpretations of test scores entailed by proposed uses of tests” (p. 11).  

There are three primary interrelated avenues to establishing evidence of validity: 

construct validity, criterion-related validity, and content validity (Binning & Barrett, 1989; 

Landy, 1986). While each aspect of validity evidence bolsters the overall evidence, and each 

type of evidence is somewhat interdependent, the present study is only concerned with 

criterion-related validity evidence. Criterion-related validity evidence is the most historical 

type of validity evidence (Sackett, Putka, & McCloy, 2012) and can be “defined in terms of 

the correlation between the actual test scores and the ‘true’ criterion measures” (Cureton, 

1951, pp. 622– 623). Scholars in I-O have clearly articulated that there are multiple routes to 

providing evidence of this predictive hypothesis (Binning & Barrett, 1989; American 

Educational Research Association, American Psychological Association, and National 

Council on Measurement in Education, 2014), which can be grouped into general categories 

ranging from concrete to abstract (Landy, 2007). The most concrete criterion-related validity 

evidences are local criterion-related validation studies, which include the specific predictors 

used locally as well as the local job criteria (Campbell & Knapp, 2001; Sussmann & 

Robertson, 1986; Van Iddekinge & Ployhart, 2008). At the other end of the spectrum, the 

more abstract evidence is meta-analytic validity generalization (VG) studies which may or 

may not include the specific selection measures used locally, nor the local job criteria 
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(McDaniel, 2007; Pearlman, Schmidt, & Hunter, 1980; Schmidt & Hunter, 1977). Both local 

evidence of criterion-related validity and validity generalization methods have strengths and 

weaknesses in terms of accuracy and feasibility. A Bayesian combination of the two methods 

has been shown to be the most accurate across a wide range of situations (Newman et al., 

2007). In the next section, some relative strengths and weakness of the two approaches are 

outlined, followed by a discussion of the Bayesian method.  

The Argument for Validity Generalization and Local Studies 

While a variety of approaches exist to generalize evidence from one setting to others, 

meta-analyses are the most widely used (American Educational Research Association, 

American Psychological Association, and National Council on Measurement in Education, 

2014). Validity generalization represents a “specialized application of meta-analysis that 

attempts to integrate both psychometric and statistical principles to draw inferences about the 

meaning of the cumulative body of research in a particular area” (Murphy, 2003, pp. 3). 

Specifically, the goal of validity generalization is to understand the true relationship between 

constructs from a set of studies that likewise have tried to infer those relationships. Using 

statistical techniques to parcel out sampling error, range restriction, etc., the meta-analysis is 

thought to represent the “state of knowledge” about a particular relationship. A singular study 

can suffer from a small sample size or unreliable criteria. Similarly, sampling error leads to 

random variations in a single study’s outcomes. Compounded measurement error artificially 

attenuates validities (Murphy, 2003). As low reliability will lead to low levels of validity, and 

performance ratings are normally collected in a setting in which range is restricted 

(especially when ratings are used for administrative decisions; Murphy & Cleveland, 1995), a 

meta-analysis provides estimates of criterion-related validities that are more stable and 
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sometimes a more accurate reflection of true local validities (Newman et al., 2007). The 

application of meta-analyses to test validation is thus endorsed by the most recent 

professional guidelines as an often more accurate assessment of validity than a single local 

study (American Educational Research Association, American Psychological Association, 

and National Council on Measurement in Education, 2014; Society for Industrial and 

Organizational Psychology, 2003). 

Yet, the federal regulations regarding employee selection, the Uniform Guidelines on 

Employee Selection Procedures (Equal Employment Opportunity Commission, Civil Service 

Commission, Department of Labor, & Department of Justice, 1978), include nothing directly 

about validity generalization or meta-analyses. This is in part because the main scientific 

advancements of validity generalization research had not yet occurred at the time that the 

Uniform Guidelines were published. Furthermore, the Uniform Guidelines have yet to be 

updated. Rather the doctrine of situational validity was the most prominent school of thought 

when the Uniform Guidelines were published (Landy, 2003). Situational specificity is the 

hypothesis that validity is localized, (i.e. that every job needs a separate validation study), 

and that validity does not generalize across settings and contexts (Vinchur & Bryan, 2012). 

Technically, evidence supporting the situational specificity hypothesis is obtained when 

various studies’ effect sizes in a meta-analysis vary, or express heterogeneity, which can 

indicate the presence of contextual moderators. Schmidt and Hunter (1977) challenged the 

hypothesis of situational specificity with their approach to meta-analysis, demonstrating that 

sometimes a majority of the variability in validity coefficients across contexts was due to 

various methodological artifacts (e.g., small sample sizes). This approach has led to the 

advent of validity generalization and has been widely adopted. Yet, the argument for 
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situational specificity is not entirely dead, especially among predictors other than cognitive 

ability (James & McIntyre, 2010) and recent studies have shown that some estimates of 

homogeneity may be overestimates, stating, “many meta-analyses have underestimated the 

heterogeneity of effect sizes, proclaiming that confidence intervals around estimated 

relationships are small when there is not sufficient information to warrant such a conclusion” 

(Steel, Kammeyer-Mueller, & Paterson, 2015, p. 735). Rather, validity generalization and 

situational specificity are not mutually exclusive and moderators and situational variables 

should not be ignored (Tenopyr & Oeltjen, 1982). When these arguments are paired with the 

Uniform Guidelines’ stance on local studies, a strong demand for local validity evidence still 

remains.  

To perform a local criterion-related validation study, data are gathered on a predictor 

measure from a local sample of applicants or incumbents and a criterion for the same 

individuals (e.g., ratings of job performance). The empirical relationship is examined (e.g., 

Pearson correlation or other indicator of effect size) and a valid relationship is demonstrated 

when the coefficient of the relationship is significant or excludes zero from its confidence 

intervals (Landy, 2003; Sakkett et al., 2012). The Uniform Guidelines state that a "criterion-

related validity study should consist of empirical data demonstrating that the selection 

procedure is predictive of or significantly correlated with important elements of job 

performance” (Section 1607.5 B). As previously noted, the Uniform Guidelines favor local 

studies. Yet there are many challenges to conducting an accurate local study (American 

Educational Research Association, American Psychological Association, and National 

Council on Measurement in Education, 2014). For example, range restriction can falsely 

attenuate or shrink criterion validity estimates due to a lack of variance in the local sample’s 
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predictor, criterion, or both (Sackett & Yang, 2000; Van Iddekinge & Ployhart, 2008). 

Similarly, reliability of a criterion limits upward bounds of a validity coefficient with 

unreliability falsely shrinking it (Murphy, 2003). Furthermore, sample characteristics (e.g., 

concurrent design vs. predictive design) can lower the observed local study validity 

coefficient, with more time between measures decreasing the observed correlations (Van 

Iddekinge & Ployhart, 2008). Another common challenge of executing a local validation 

study is obtaining a sufficiently large sample size (Cohen, 1988; Murphy, Myors, & Wolach, 

2009; Sakkett et al., 2012). For these reasons of range restriction, need for a large sample 

size, etc., it is sometimes unfeasible to perform a local validation study, and practitioners are 

often urged to consider alternative strategies for establishing criterion-related validity 

evidence (American Educational Research Association, American Psychological 

Association, and National Council on Measurement in Education, 2014, McPhail, 2007; 

Sakkett et al., 2012). Yet, if the standards for a local study are met, the power of local 

information cannot be ignored. “Although research on validity generalization shows that the 

results of a single local validation study may be quite imprecise, there are situations where a 

single study, carefully done, with adequate sample size, provides sufficient evidence to 

support or reject test use in a new situation” (American Educational Research Association, 

American Psychological Association, and National Council on Measurement in Education, 

2014, p. 18). Clearly both validity generalization and local validation efforts have strengths, 

weaknesses, and appropriate contexts for application.  

Bayesian Methods 

Foundational to the frequentist approach is the definition of probability, which is the 

chance of observing an event or a true score if an experiment was repeated over and over 
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again. Similarly, parameters are often treated as having fixed values with samples 

approximating those true values. This means that confidence intervals in frequentist inference 

are sample-derived probabilities that the true parameter value is included in the bands. 

Confidence intervals are not probabilities of a given parameter value. Meanwhile Bayesian 

inferences focus on (a) the reallocation of credibility across possibilities and (b) the 

possibilities that are allocated creditability are parameters values in a model. One initially 

starts with a distribution of credibility that reflects prior knowledge about possibilities. 

Values of a parameter are not fixed and as new data are observed, credibility is re-allocated. 

Possibilities consistent with the data are allocated more credibility, whereas possibilities not 

consistent with the data lose credibility. Bayesian analysis is the mathematics of re-allocating 

credibility in a logically coherent and precise way (Kruschke, 2014). 

A Bayesian approach to the validation of employee selection procedures provides an 

empirical method of combining the strengths of validity generalization with needed evidence 

gained from a local study (Brannick, 2001). Recent research has demonstrated that Bayesian 

methods offer the highest degree of accuracy in a large array of situations (Newman et al., 

2007). Bayesian statistics improve local validity estimates by incorporating information from 

other similar studies, yielding local validity efforts that are more accurate in the sense that 𝜌! 

is closer on average to 𝜌! than would be the case if the validity generalization information 

was ignored and 𝜌! was based solely on local study results (Murphy & Newman, 2003). In 

addition because information is additive, the confidence intervals for 𝜌! based on Bayesian 

estimates will be smaller, and thus tests of significance of the local 𝑟 will be more 

statistically powerful (Brannick & Hall, 2003). 
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Specifically, Bayesian methods comprise two main inputs for information: the prior 

𝑃 𝜃  and the likelihood 𝑃 𝑌|𝜃 , which are mathematically combined to produce an informed 

probability distribution of the parameter, the posterior (𝑃 𝜃|𝑌 ). A prior consists of past 

research, beliefs, or knowledge. Additionally, levels of certainty can be modeled in the prior, 

usually represented by width and height of a distribution. If one is uncertain about a 

particular parameter, an uninformed prior can be used, (i.e. a flat distribution). Regardless of 

level of prior knowledge, the Bayesian approach provides a formula to incorporate the prior 

and the likelihood: 

𝑃 𝜃|𝑌 = ! !|! ! !
!(!)

	 (1) 

Applying the Bayes formula to criterion-related validity efforts, the prior is the 

estimated population parameter (𝜌) and the uncertainty of such a parameter is 𝜎!, or the 

standard deviation that 𝜌 exhibits. The term likelihood in the Bayesian terminology 

represents the observed relationships garnered from a local sample (i.e. a traditional local 

study). The Bayesian formula is used to mathematically combine the population 𝜌 and 𝜎! 

with the local validity estimate (𝑟), weighing each based on sample size and level of 

uncertainty (a larger sample size, or lower variance cause the likelihood to be weighted 

higher) to produce the most accurate, current, state of knowledge, the posterior. 

When using meta-analytic information as the informed prior, Bayesian methods 

produce more accurate estimates of validity than do meta-analytic coefficients or local 

studies in isolation (Newman et al., 2007) while offering a natural theoretical framework for 

continual validation. The Standards for Educational Testing and Measurement (2014) state, 

“it is commonly observed that the validation process never ends, as there is always additional 

information that can be gathered” (p. 21) and that a sound validity argument “encompasses 
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evidence gathered from new studies and evidence available from earlier reported researched” 

(p. 21). Bayesian methods offer a coherent, mathematical, succinct method for representing 

this continual integration of information and have been identified as the best avenue to 

improve validity generalization research and practice (Murphy & Newman, 2003).  

Research Questions 

Two research questions are proposed in the following, both in regard to establishing 

selection procedure criterion-related validity evidence via the informed Bayesian 

methodology. The first research question investigates the statistical power harnessed through 

applying a meta-analytic prior to a local study, specifically looking for the minimum sample 

needed to validate a local study. The second research question investigates the minimum 

local sample size needed to disconfirm a falsely applied prior. For example, a company may 

use a meta-analysis to prove the validity of a predictor, such as conscientiousness, while the 

true validity of that predictor is 0. I investigate what sample size is needed to disconfirm 

(include 0 in the 95% confidence intervals of the posterior), the wrongly applied prior. 

 These two research questions are investigated through simulation of five common 

selection constructs and procedures: cognitive ability, structured and unstructured interviews, 

integrity, and conscientiousness. Information gained from these two research questions will 

help guide the application of the Bayesian framework to the validation of selection 

procedures by 1) showing the minimum sample needed to detect a true effect, 2) the 

minimum sample needed to disprove a wrongfully applied prior, and 3) comparison with 

traditional frequentist methodologies.  



11 

Sample Size in Bayesian Estimation  

It is acknowledged that a smaller sample size is required with the informed Bayesian 

method due to the information of the meta-analysis imposed on the posterior validity 

coefficient (Brannick, 2001; Kruschke, 2014). Newman et al. (2007) go so far as to suggest 

that it is rarely optimal to use a local validation study in isolation in terms of accuracy. 

Brannick and Hall (2003) discuss establishing sufficient statistical power, or the ability to 

detect to a true effect, via the Bayesian methodology, stating that Bayes can be useful to 

bolster weak local empirical validation efforts, or prove if and when local validation studies 

are needed. They provide formulas to dis-attenuate local validity coefficients and combine 

them with meta-analytic priors. The formulas can be used as evidence that a local validation 

is unnecessary (for example in the case of cognitive ability the minimum sample needed to 

disprove a prior of that magnitude may be as great as 10,000). But what sample size is 

needed when using the Bayesian framework? Brannick and Hall (2003) provided a formula 

that may approximate the value, but note that one should not use the formula for local 

samples consisting of less than n = 100 due to the inclusion of dis-attenuation methods 

(Bobko, 1983; Brannick & Hall, 2003). Similarly, all formulas used to garner the suggestions 

made by Newman et al. (2007) were based on local samples of n = 100 in all situations. 

Meanwhile, frequentist solutions as to what sample sizes are necessary to gain sufficient 

statistical power are well documented (Kelley, 2015; Kelley & Maxwell, 2003; Murphy, 

Myors, & Wolach, 2014). When considering the benefits of applying a meta-analytic prior 

correctly to a local situation, what sample size is needed? Specifically, given a population 

parameter of a validity coefficient gathered from meta-analysis, what local sample size is 
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needed for a practitioner or researcher to be reasonably confident in obtaining evidence that a 

selection procedure is valid predictor of job performance or a similar workplace criterion?  

RQ1: What is the minimum sample size needed to establish criterion-related validity 

evidence with a common selection measure with Bayesian methods? 

Sample Size Needed to Reject a Misapplied Prior  

Given the continual nature of gathering evidence for a claim of test validity 

(American Educational Research Association, American Psychological Association, & 

National Council on Measurement in Education, 2014), a reasonable subsequent question is 

what if a meta-analytic prior is misapplied to a local context? As practitioners, researchers, 

and legal authorities alike evaluate the potential strengths and weaknesses of using a 

Bayesian validation framework, they will likely be skeptical of the possible misuse of meta-

analysis priors in local contexts. As with any application of validity generalization as 

evidence, the question quickly becomes one of comparability between the local situation and 

the studies included in a meta-analysis: (a) that jobs are similar, (b) that predictor constructs 

and measurements are similar, and (c) that criterion constructs and measurements are similar 

(Brannick & Hall, 2003; Sakkett et al., 2012). Evidence is generally needed to obtain a link 

between the observed predictor measure and the latent predictor domain and similar for 

construct measures and latent domains (i.e., Linkage 2 and 4 in Binning & Barrett, 1989). 

Evidence for these relationships can include empirical analyses (e.g., CFA) and professional 

judgments. While these avenues of evidence are beyond the scope of the current study, a 

possible empirical method to prove that a local sample size was strong enough to disprove a 

wrongly imposed prior would be to garner a local sample size that holds enough weight to 
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disprove a wrongfully applied meta-analytic prior. Thus, the second goal of the current study 

is to determine what sample size is needed to disprove a wrongly applied meta-analytic prior. 

RQ2: What is the minimum sample size needed to disprove a wrongfully imposed 

meta-analytic prior when the true local population validity coefficient is 0? 

While the patterns of these relationships can be approximated by anyone with basic 

knowledge of the principles of Bayesian methods, the purpose of this study is to empirically 

demonstrate situations that an I-O practitioner or researcher may experience. For example, 

general rules of Bayesian statistics state that as a local study’s (likelihood) sample size 

increases, the relative influence of the meta-analytic prior on the posterior likelihood is 

reduced (due to the increased sample size, decreased sampling variance, etc.). As information 

is gained, past information is challenged and loses weight. Also, the wider the population 

variance (𝜎!), the more weight the local validation study has (Newman et al., 2007; 

Kruschke, 2014). While these general rules offer guidance, different selection predictors with 

different population variances will require different minimal samples to prove or disprove 

them. To address the above research questions in a manner that I-O psychologists can draw 

benefit from, five common selection tools (cognitive ability, structured and unstructured 

interviews, integrity, and conscientiousness) are simulated for each sample size offering 

guidance when it comes to the use and validation of these selection procedures.   

Method 

The following outlines the methods used to investigate the above research questions, 

namely what sample size is needed to validate common selection procedures via Bayesian 

methods and what sample size is needed to disprove a misapplied meta-analytic prior when 

the true local population validity coefficient is zero? First, five common personnel selection 
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procedures were chosen: cognitive ability, structured interviews, unstructured interviews, 

integrity, and the personality construct conscientiousness. Population coefficients for each 

selection procedure were gathered from popular meta-analyses. Although a substantial debate 

about the appropriateness of corrections exists, the purpose of this study was to model 

population parameters, so in line with similar research in this domain (Brannick, 2001; 

Brannick & Hall 2003; Newman et al., 2007) corrected estimates of population parameters 

were used. Simulations were conducted with the meta-analytic informed prior and local 

samples randomly drawn from the population for each sample size (5, 10, 15, …, 100). To 

address the first research question, the population parameters that the local samples were 

drawn from matched the broader validity population parameters reported in the meta-

analyses. To answer the second research question, local samples were drawn from a 

population in which the true validity coefficients were zero.  

Common Selection Methods and Population Coefficients  

The first step of the process was to select population coefficients, from which to draw 

the simulations. Five of the most common selection methods and constructs were chosen: 

cognitive ability, structured interviews, unstructured interviews, integrity, and 

conscientiousness. The following defines each predictor and outlines where the population 

coefficients that were used for this study originated.  

Cognitive Ability.  Cognitive ability has a long history in psychology as a construct 

of reasoning ability and mental ability (Stern, 1911). Cognitive ability is defined as “a very 

general mental capacity that, among other things, involves the ability to reason, plan, solve 

problems, think abstractly, comprehend complex ideas, learn quickly and learn from 

experience” (Gottfredson, 1997, p. 13). A recent meta-analysis by Kuncel, Hezlett, and Ones 
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(2004) modeled the cognitive ability population validity coefficient. The Kuncel et al. (2004) 

found that the Miller Analogies Test (MAT; an educational measure of cognitive ability) 

related strongly to job performance (ρ = .41; 𝜎! = .12). While these are considered 

underestimates of cognitive ability compared to other studies (Schmidt & Hunter, 1994), they 

were used in the current study due to the consistency of measurement and population.  

Structured and Unstructured Interviews. Structured and unstructured interviews 

have been defined as an “interaction conducted to determine the qualifications of a given 

individual for a particular open position” (Huffcutt & Youngcourt, 2007, p. 182) and can 

include face-to-face interactions, telephone screens, and video chats over the computer 

(Chapman & Rowe, 2002; Oliphant, Hansen, & Oliphant, 2008). Twelve meta-analyses 

conducted on this topic have found evidence that structure of an interview generally 

increases its validity (Conway, Jako, & Goodman, 1995; Huffcutt & Arthur, 1994; Huffcutt, 

Conway, Roth, & Klehe, 2004; Hunter & Hunter, 1984; Latham & Sue-Chan, 1999; 

Marchese & Muchinsky, 1993; McDaniel, Whetzel, Schmidt, & Maurer, 1994; Reilly & 

Chao, 1982; Schmidt & Rader, 1999; Schmidt & Zimmerman, 2004; Wiesner & Cronshaw, 

1988; Wright, Lichtenfels, & Pursell, 1989). Huffcutt and Arthur (1994) defined interview 

structure as “the degree of discretion that an interviewer is allowed in conducting the 

interview” (p. 186). Huffcutt and Arthur (1994) also categorized levels of structure ranging 

from 1 to 4. Their lowest “structured” interview validity coefficients (Structure 1) and their 

highest structured interview validity coefficients (Structure 4) were used in this study. In 

particular the low structured interviews (referred to as unstructured interviews herein out) 

had a sample-size-weighted correlation of .11(SD = .04) with job performance and the high 

structure interviews (referred to as structured interviews herein out) had a sample-size-
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weighted correlation of .34 (SD = .17). When correcting for unreliability and range restriction 

the unstructured interviews had a .20 (SD = .08) validity coefficient and the structured 

interview had a .57 (SD = .28). These two corrected values were used as the population 

parameters.  

Integrity. Integrity is a broad construct that loosely consists of honesty, 

consciousness, dependability, trustworthiness, and reliability, which can be accessed via 

overt questions or more subtle personality-oriented tests (Sackett & Wanek, 1996). A recent 

meta-analysis by Van Iddekinge, Roth, and Raymark (2012) established the population 

parameters of integrity’s criterion-related validity. While Van Iddekinge et al. (2012) utilized 

multiple criteria, the validity coefficient associated with the criterion of job performance was 

used, as it would be consistent with other constructs’ criteria. The mean observed validity 

estimate of integrity to job performance in this meta-analysis was .12 and when corrected for 

unreliability in the criterion was .15 (SDρ = .09).  

Conscientiousness. Conscientiousness is associated with dependability, achievement 

striving, and playfulness and is thought to be the strongest personality trait of the five-factor 

model related to job performance (Barrick & Mount, 1991). The relationship of 

conscientiousness to job performance is suggested to occur though job performance suffering 

when individuals are careless, irresponsible, lazy, and impulsive (displaying low 

conscientiousness). Barrick, Mount, and Judge (2001), summarizing multiple meta-analyses 

(five independent sample meta-analyses consisting of a total of 239 studies), observed a 

positive relationship between conscientiousness and job performance, calculating a 

population criterion-related validity coefficient of .23 (SD = .10). 
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To summarize, the population rho and associated standard deviation of five common 

constructs in personnel selection were used in the subsequent simulation processes by both 

informing the prior in research questions and creating the population to sample from for 

research question 1. A summation of the construct parameter values and meta-analyses 

sources is documented in Table 1.  

Table 1 
Population Coefficients Derived from Meta-Analyses  

Construct ρ SDρ Source 
Cognitive Ability .41 .12 Kuncel et al. (2004)  
Structured Interviews .57 .28 Huffcutt and Arthur (1994)  
Unstructured Interviews .20 .08 Huffcutt and Arthur (1994)  
Integrity .15 .09 Van Iddekinge et al. (2012)  
Conscientiousness .23 .10 Barrick et al. (2001) 
	
Simulation Process 

To address the two research questions, a series of simulations were conducted. The 

following steps were repeated separately for each predictor included in this study.  

The first step involved creating populations of predictor and criterion scores with 

relationships that mirrored those of the meta-analysis. The purpose of creating these 

populations was to randomly sample from them. To accomplish creating these populations, 

data points for 100 individual scores on a predictor and 100 individual scores on a criterion 

were generated. These scores were then modified to correlate at a given value. To accomplish 

this, a function to “induce” correlation between these distributions was created by inputting ρ 

in a matrix with 1’s along the diagonal and performing a Cholesky decomposition on the 

matrix (using cognitive ability expected value as an example):   

1 0.41
0.41 1 !!!"#$%&

1 0.41
0 0.9121 	 (2) 
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Multiplying a matrix of the two independent distributions by the Cholesky decomposed 

matrix (where N is the sample size) “induces” correlation by holding the predictor scores 

constant while adjusting the job performance scores to attain a population correlation (for 

example in the case of cognitive ability, ρ = .41). Thus this step would result in 100 

individuals that had scores of both predictor and criterion that correlated at a prespecified 

value. To induce the correct variance in the population validity coefficient (the standard error 

or 𝜎!, for example cognitive ability had a ρ  = .41 and 𝜎! = .12), the specified correlation 

between each set of 100 scores was generated from a truncated (limited to between -1 and 1) 

distribution of mean = ρ and standard deviation = 𝜎!. This process of generating a 100 scores 

that were correlated at 𝑝!~Normal(𝜌,𝜎!) was repeated 10,000 times to result in a final 

population of one million scores that had a ρ and 𝜎! to match a given meta-analysis. 

To address RQ2, examining a wrongfully imposed meta-analytic prior when the true 

local population validity coefficient is null, local samples for each sample size were drawn 

with a correlation of 𝑝!~Normal(0,0). The exact sample size was generated for each 

simulation, as there is no variability between the local sample and the population. Thus, there 

was no need to iterate across different random pulls from the population to create a local 

sample because there is no variability in rho or its standard error regardless of the sample 

size.  

For research question 1, after a population was created for each construct, the 

following steps were performed for each sample size tested (5, 10, …, 100). One thousand 

random samples were drawn for the specific n, without replacement, from the population. To 

answer research question 2, the local sample, instead of a random draw from the larger 

population, involved a sample with a 0 validity coefficient. Since the local sample has no 
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variability, a single analysis was run for each sample size for each construct. In order to 

perform the Bayesian analysis, Markov Chain Monte Carlo (MCMC) sampling was 

performed for each local study. 

Markov Chain Monte Carlo 

The size of the parameter space of a model, which includes the joint distribution of all 

possible parameter values, increases exponentially as the number of parameters in a model 

increases. To create the full posterior distribution of a parameter, each possible joint 

combination of parameters must be examined. Computationally, this poses an issue: it 

becomes impossible to evaluate the posterior distribution of a parameter as models increase 

in complexity (Kruschke, 2014). Therefore, in Bayesian analysis, a method beyond simple 

formulas is required to approximate posterior distributions. 

Markov Chain Monte Carlo (MCMC) sampling is the leading method of performing 

Bayesian inference due to its power in estimating the posterior distribution. The main idea is 

to estimate the posterior distribution through simulation: drawing thousands of samples from 

the posterior distribution, and then observing the distribution of the samples to make 

statistical inferences. Gibbs sampling was used to make the series of draws, which is based 

upon the idea that each sample drawn is dependent upon the samples from past iterations (the 

dependence of samples follows a Markov distribution; hence the name Markov Chain Monte 

Carlo). After a “burn-in” period, these samples converge from a random initial point to the 

posterior distribution of the parameter. The distribution of these observations is then used to 

perform the analysis. Thus there is a distribution of likely values for each parameter in a 

given model. The free and open source JAGS package (short for “Just Another Gibbs 

Sampler”) was utilized in R to perform these simulations. 
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The Bayesian Model 

The distribution of posterior rho was modeled as a bivariate-t distribution, examining 

job performance and a single predictor variable. A bivariate-t distribution is advantageous 

over a strictly normal distribution for two reasons: it is not as restrictive and it is more robust 

to outliers. For research question 1, the t-distribution is advantageous because the Bayesian 

confidence intervals are slightly wider with the t-distribution than if it was restricted to the 

normal distribution. For research question 2, this method is advantageous over restricting rho 

to a normal distribution because, as the local study which has a rho of 0 and the prior does 

not, the t-distribution allows for some outliers without shifting the center of the distribution 

as substantially as would occur in a normal distribution. This distribution is used without any 

loss of information and will approximate the normal distribution if the local sample models 

that. Since the purpose of research question 2 is to disprove a wrongfully applied prior, using 

a normal distribution would accomplish this faster (at a lower n), thus the results are a more 

conservative estimate of the Bayesian framework. The model used was 

𝑥! ,𝑦! ~𝐵𝑖𝑣𝑎𝑟𝑖𝑎𝑡𝑒 − 𝑡( 𝜇! , 𝜇! ,𝛴, 𝜈) (3) 

in which 𝑥! is a predictor and 𝑦! is job performance, 𝜇! and 𝜇! are the mean of the predictor 

and job performance respectively, 𝛴 is the covariance matrix, and 𝜈 is a measure of the 

weight of the tails of the t-distribution. The covariance matrix contains the elements 

𝛴 =
𝜎!! 𝜌𝜎!𝜎!

𝜌𝜎!𝜎! 𝜎!!
 (4) 

 
where 𝜎!! is the variance of the predictor, 𝜎!! is the variance of job performance, and 𝜌 is the 

correlation between the two variables. Figure 1 is an illustration of how these parameters 

work in conjunction (reprinted with permission from Rasmus Bååth (http://www.sumsar.net).	
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Figure 1. Example of Bayesian model utilized.  

The illustration shows several hypothetical priors—for the purpose of this experiment, these 

are the priors that will be used for each parameter: 

• 𝜌—the prior for rho and its standard deviation are described previously in the 

methods for each predictor of job performance. This is the parameter of interest in 

this study. Instead of 𝜌~Uniform (−1, 1), 𝜌~ Normal (𝜌 ,𝜎!) was used, where 𝜌 is a 

distribution of both the 𝜌 and its 𝜎! are derived from the meta-analysis. Changing this 

parameter is essentially informing the Bayesian analysis. 	

• 𝜇! and 𝜇!—the mean scores of job performance and cognitive ability are assigned 

“flat” priors in which the priors have negligible influence on the posterior. That is, the 

posterior is influenced solely by the data collected. 	

• 𝜎! and 𝜎!—similar to 𝜇! and 𝜇!, these parameters are not of particular interest in this 

study and were given flat priors. The sampled distribution was uniform with the upper 

and lower bounds of the distribution equal to approximately zero.	
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• 𝑣—this is assigned a prior distribution of Exp(1/29)=0.966, which allows for more 

conservative estimates of standard error.	

Using these priors, random samples of size n are generated for each iteration, and using 

MCMC, these random draws are mathematically combined with our priors to simulate the 

posterior distribution of each parameter. MCMC was performed using two chains (with 

different initial values for the parameter estimates, from which eventually converge to the 

posterior distribution), and 10,000 iterations of the algorithm for each chain after a 5000 

iteration burn-in. 

Summary Statistics Obtained from Each Local Study  

After a MCMC chain has converged to a posterior distribution, summary statistics are 

obtained. The following statistics were obtained from each local study: the rho, standard 

deviation of rho, the upper and lower 95% highest density intervals (HDI) bounds of rho, and 

the Gelman statistic (a measure of convergence of a MCMC chain, and by extension the 

validity of the posterior distribution). 

To maintain a standard by which to compare the Bayesian methods with, frequentist 

analyses were performed as well. Frequentist analyses were calculated by taking the 

coefficient from a simple linear regression from the predictor to the criteria observed in the 

random sample. Significance testing was performed at the 0.05 level to determine if results 

were statistically different from 0 for the sample observed. From each sample, the rho, p-

value, and upper and lower 95% CI bounds of rho were saved. After all 1,000 samples for a 

particular sample size were collected, the power for that sample size is approximated as the 

probability of finding significant results—in this study, the number of samples in which non-
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zero values were inferred divided by the 1,000 total samples drawn and should generally 

align with Kelley’s (2015) statistical power calculations.  

To summarize, for each construct for each sample size, 1,000 local studies were 

conducted, pulling randomly from the population created. For research question 2, which had 

no variance in the local population nor local samples, one Bayesian analysis was done for 

each sample size for each construct. For each of the local studies conducted, summary 

statistics results were obtained, saved, and reported in the following results selection.  

Results 

To address research question 1, a total of 20,000 local studies with sample sizes 

ranging from 5 to 100 were conducted for each construct. Local samples were randomly 

pulled from the population of 1,000,000 created individuals with both predictor and criterion 

scores. For research question 2, Bayesian analyses with an informed prior were wrongfully 

imposed on local samples with null validity coefficients with sample sizes of n = 5 to 200. 

Results indicate the sample sizes needed to validate with an informed prior and the sample 

size needed to disconfirm a wrongly applied prior. A summary of the specific sample sizes 

needed for both of these cases alongside those needed to reach the 80% threshold to detect a 

true effect via the frequentist methodology are displayed in Table 2. The following goes into 

more depth about each research question as it pertains to the five constructs tested.  
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Table 2 
	 	 	 	 	 	 	Comparison of Validation Techniques  

 
Bayesian 

 
Frequentist 

Construct n to Validate  n to Disconfirm    n to get .80 Power  
Cognitive Ability 5 

 
140 

  
41 

	Structured Interviews 10 
 

5 
  

19 
	Unstructured Interviews 5 

 
110 

  
191 

	Integrity − 
 

5 
  

343 
	Conscientiousness 5   45     143 		

Notes: n to Validate is the sample size needed to get 80% of local studies to exclude 0 
from 95% HDI; n to Disconfirm is the null local sample size needed to disconfirm a 
wrongfully applied prior; n to get .80 is based on Kelley's (2015) calculation of what 
sample size needed to detect an effect size of that magnitude.  

RQ1 Cognitive Ability Results 

To address research question 1, a total of 20,000 local studies with different sample 

sizes ranging from 5 to 100 were conducted. Summarizing the results from the simulations 

validating cognitive ability, Figure 2 visualizes of the variability of rho from the 1000 

simulations per sample size. As expected, rho is more stable via the Bayesian method than 

with the frequentist method, with the two nearing parity as sample sizes increases. Cognitive 

ability is unique in its very high validity coefficient (ρ = .41) with a relatively low standard 

error (SDρ = .12) given its distance from zero. Specific to the research question, due to the 

strength of the prior, even the smallest sample size tested (n = 5) provided adequate 

information to detect a true effect whereas a sample of between 40 and 45 would be required 

to detect a true effect 80% of the time via the frequentist methodology (Kelley, 2015). Figure 

3 provides a representation of the percent of the 1000 local studies per sample size that 

excluded 0 from its confidence intervals or the Bayesian equivalent, highest density intervals 

(HDI). In this case, due to the strong and narrow prior that cognitive ability imposes, all 

Bayesian local study results at every level of sample size excluded zero from the probable 
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values. Finally, accuracy is another way to express the statistical power or sensitivity to 

detect a true effect. Figure 4 displays the root mean squared error (RMSE) of the local 

studies’ validity coefficients versus the true population rho. In the case of cognitive ability, 

the Bayesian analysis was more accurate at every level of sample size. Responding to 

research question 1, these results regarding cognitive ability (as it pertains to the meta-

analysis selected), display that through using Bayesian methods, one is able to produce valid 

coefficients at all sample sizes. For a summary of all the results from the simulations of 

validating cognitive ability see Table 3. 

 
Figure 2. Cognitive ability’s distribution of rho for each sample size. 
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Figure 3. Cognitive ability’s statistical power: local studies that excluded 0 from CI 
or HDI . 

	

 
Figure 4. Cognitive ability’s root mean squared error (RMSE) of local studies’ rho 
vs. the true rho. 



27 

Table 3 
        Cognitive Ability Simulation Results from 1000 Local Samples: Correctly Applied Prior  

  Bayesian   Frequentist  

Sample 
Size  Mean r 

SD of 
r RMSE 

% of  
HDIs >  0  

 
Mean r  

SD of 
r RMSE  

% of  
CIs > 0  

5 .42 .02 .022 100%   .38 .43 .435 7% 
10 .41 .04 .039 100% 

 
.38 .30 .301 22% 

15 .42 .04 .045 100% 
 

.42 .22 .218 37% 
20 .41 .05 .053 100% 

 
.40 .20 .204 45% 

25 .41 .05 .054 100% 
 

.39 .18 .177 52% 
30 .41 .06 .057 100% 

 
.40 .17 .166 64% 

35 .41 .06 .056 100% 
 

.41 .14 .143 71% 
40 .41 .06 .057 100% 

 
.41 .14 .138 76% 

45 .41 .06 .057 100% 
 

.41 .13 .125 82% 
50 .41 .06 .059 100% 

 
.40 .12 .123 83% 

55 .41 .06 .059 100% 
 

.41 .12 .117 89% 
60 .41 .06 .058 100% 

 
.41 .11 .111 91% 

65 .41 .05 .054 100% 
 

.41 .10 .100 94% 
70 .41 .06 .057 100% 

 
.41 .10 .101 94% 

75 .41 .06 .060 100% 
 

.41 .10 .102 96% 
80 .41 .06 .056 100% 

 
.41 .09 .093 97% 

85 .41 .06 .058 100% 
 

.40 .09 .094 98% 
90 .41 .06 .056 100% 

 
.41 .09 .090 98% 

95 .41 .06 .057 100% 
 

.41 .09 .089 98% 
100 .41 .06 .056 100%   .41 .09 .087 99% 

Note: One thousand random draws from the population were conducted for each sample 
size. Mean r and SD r are means and SDs of the validity coefficients from 1000 random 
samples. RMSE is calculated from the 1000 validity coefficient against the population 
mean. Percent's above 0 are the number of random local samples that had validity 
coefficients with 95% probability of excluding 0 divided by 1000.  

RQ1 Structured Interviews Results 

Summarizing the results of the structured interview simulations, Figure 5 provides an 

image of the variability of rho from the 1000 simulations per sample size. Structured 

interviews displayed an interesting pattern largely due to the strength of the prior (ρ = .57) 

and the large variability of that prior (SDρ = .28). Because of the large variability, or standard 

error, around the population validity coefficient, the influence of the prior on the posterior 
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distribution was diminished. Compared to cognitive ability, which had a similarly strong 

prior but with much less standard error, posterior rho of structured interviews displayed more 

fluctuation than those of cognitive ability and harmonized with results obtained via the 

frequentist methods at a much lower sample size (i.e. within .01 SD fluctuation at sample size 

55). Similarly, the Bayesian precision or ability to detect a true effect equaled the statistical 

power that frequentist methods (less than or equal to .01) at a sample size of 60 (see Figure 6 

for a graph of the comparison between the two methods on statistical power). The real 

strength of the Bayesian methods applied to such a strong and wide population validity 

coefficient was evidenced in the lower samples sizes. Specifically addressing research 

question 1, the Bayesian approach to validating structured interviews can be accomplished at 

sample sizes as small as n = 10 (see Table 4 for a summary of the simulation results). The 

sensitivity to detect a true effect is much higher at these sample sizes than via the frequentist 

methods. Similar to the other findings, the accuracy of the informed Bayesian method is 

substantially greater at small sample sizes and reaches parity with the frequentist methods as 

sample size increases (see Figure 7 for a graph of RMSE for each sample size). To 

summarize, when validating structured interviews with an informed prior, Bayesian methods 

are able to detect a true effect about 85% of the time at small sample sizes (such as n = 10). 



29 

 
Figure 5. Structured interviews’ distribution of rho for each sample size. 

 
Figure 6. Structured interviews’ statistical power: local studies that excluded 0 from 
CI or HDI . 
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Figure 7. Structured interviews’ root mean squared error (RMSE) of local studies’ 
rho vs. the true rho. 
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Table 4  
Structured Interviews Simulation Results from 1000 Local Samples: Correctly Applied 
Prior  
  Bayesian   Frequentist  
Sample 

Size  Mean r 
SD of 

r RMSE 
% of  

HDIs >  0  
 

Mean r  
SD of 

r RMSE  
% of  

CIs > 0  
5 .55 .10 .098 77%   .48 .41 .419 14% 
10 .54 .12 .127 85% 

 
.53 .27 .276 43% 

15 .53 .13 .138 89% 
 

.52 .23 .238 58% 
20 .53 .12 .127 94% 

 
.53 .19 .193 71% 

25 .53 .12 .127 96% 
 

.52 .17 .179 78% 
30 .54 .11 .117 97% 

 
.54 .15 .156 87% 

35 .53 .10 .108 99% 
 

.54 .13 .135 93% 
40 .52 .11 .120 98% 

 
.52 .14 .150 92% 

45 .53 .10 .108 99% 
 

.53 .12 .131 95% 
50 .53 .09 .102 100% 

 
.53 .11 .123 98% 

55 .53 .10 .103 100% 
 

.53 .11 .120 98% 
60 .54 .09 .095 100% 

 
.53 .10 .111 99% 

65 .53 .09 .095 100% 
 

.53 .10 .108 100% 
70 .54 .09 .093 100% 

 
.53 .10 .107 100% 

75 .53 .08 .091 100% 
 

.53 .10 .103 100% 
80 .53 .08 .087 100% 

 
.53 .09 .097 100% 

85 .54 .08 .082 100% 
 

.54 .09 .092 100% 
90 .53 .08 .086 100% 

 
.53 .09 .096 100% 

95 .54 .08 .084 100% 
 

.53 .09 .094 100% 
100 .54 .07 .081 100%   .53 .08 .090 100% 

Note: One thousand random draws from the population were conducted for each sample 
size. Mean r and SD r are means and SDs of the validity coefficients from 1000 random 
samples. RMSE is calculated from the 1000 validity coefficient against the population 
mean. Percent's above 0 are the number of random local samples that had validity 
coefficients with 95% probability of excluding 0 divided by 1000.  

RQ1 Unstructured Interviews Results 

Summarizing the results from the unstructured interview simulations, Figure 8 

provides an image of the variability of rho from the 1000 simulations per sample size. 

Unstructured interviews have a low population validity coefficient (ρ = .20), yet that validity 

coefficient is narrow (SDρ = .08), meaning that local samples have less of an impact on the 

posterior than if standard errors were large (like structured interviews). Because the 
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population validity coefficient effectively excludes zero, and this is used as the prior, the 

Bayesian methods in this case are much more robust than the frequentist counterparts. As 

displayed in Figure 8, the variability of the Bayesian rho is much less than that of the 

frequentist, and this holds true at all sample sizes tested (n = 5 through 100). Specific to the 

research question, the Bayesian approach accurately detected a true effect at even the 

smallest of samples (n = 5). Figure 9 displays the precision to detect a true effect via the 

Bayesian and frequentist methods when validating unstructured interviews. Interesting to 

note, with sample sizes 100 and less, the frequentist methods never obtain adequate statistical 

power (power = .52 at n = 100). Using the frequentist framework of Kelley (2015) to 

determine the necessary sample size to detect an effect size of ρ = .20, it would require a 

sample size of n = 191 to get statistical power of .80. Finally, the accuracy of the two 

methods is displayed in Figure 10. It is clear from the figure that the Bayesian methods 

outperform the frequentist methods in this case having substantial increases in precision of 

ability to detect an effect. For a summary of all the results from simulating the validation of 

unstructured interviews see Table 5. 
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Figure 8. Unstructured interviews’ distribution of rho for each sample size. 

 
Figure 9. Unstructured interviews’ statistical power: local studies that excluded 0 
from CI or HDI. 

 
Figure 10. Unstructured interviews’ root mean squared error (RMSE) of local 
studies’ rhos vs. the true rho. 
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Table 5 
Unstructured Interviews Simulation Results from 1000 Local Samples: Correctly Applied 
Prior  
  Bayesian   Frequentist  

Sample 
Size  Mean r 

SD of 
r RMSE 

% of  
HDIs >  0  

 
Mean r  

SD of 
r RMSE  

% of  
CIs > 0  

5 .20 .01 .008 100%   .19 .48 .479 3% 
10 .20 .02 .015 100% 

 
.18 .32 .321 7% 

15 .20 .02 .020 99% 
 

.19 .26 .260 10% 
20 .20 .02 .023 99% 

 
.19 .22 .225 12% 

25 .20 .02 .025 98% 
 

.18 .19 .194 13% 
30 .20 .03 .028 98% 

 
.19 .18 .182 18% 

35 .20 .03 .030 97% 
 

.20 .17 .166 23% 
40 .20 .03 .031 98% 

 
.20 .15 .155 24% 

45 .20 .03 .032 97% 
 

.20 .14 .143 26% 
50 .20 .03 .033 98% 

 
.20 .14 .138 30% 

55 .20 .03 .033 97% 
 

.19 .13 .129 29% 
60 .20 .04 .035 97% 

 
.19 .13 .129 33% 

65 .20 .03 .035 98% 
 

.20 .12 .119 36% 
70 .20 .04 .035 97% 

 
.19 .11 .114 36% 

75 .20 .04 .037 97% 
 

.20 .11 .114 43% 
80 .20 .04 .037 98% 

 
.20 .11 .110 45% 

85 .20 .04 .037 98% 
 

.20 .10 .105 45% 
90 .20 .04 .037 97% 

 
.20 .10 .101 50% 

95 .20 .04 .036 97% 
 

.20 .10 .097 50% 
100 .20 .04 .038 98%   .20 .10 .097 52% 

Note: One thousand random draws from the population were conducted for each sample size. 
Mean r and SD r are means and SDs of the validity coefficients from 1000 random samples. 
RMSE is calculated from the 1000 validity coefficient against the population mean. Percent's 
above 0 are the number of random local samples that had validity coefficients with 95% 
probability of excluding 0 divided by 1000.  

RQ1 Integrity Results 

Summarizing the results from the integrity simulations, Figure 11 visualizes of the 

variability of rho from the 1000 simulations per sample size. Integrity has the lowest 

population validity coefficient (ρ = .15) of all the constructs tested. The validity coefficient is 

also wide (SDρ = .09) considering its nearness to 0. Regarding the research question of what 

sample size is needed to detect a true effect, results are somewhat mixed. Figure 12 displays 
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the levels that both frequentist methods and Bayesian methods are able to detect the true 

effect for sample sizes between 5 and 100. As seen in Figure 12, neither method reaches the 

80% ability needed to detect the true effect with sample sizes under n =100. Using the 

framework of Kelley (2015) to determine the necessary sample size for the frequentist 

method to detect an effect size of ρ = .15, a sample size of n = 343 is required to detect a true 

effect 80% of the time. Despite neither method being able to detect such a small effect with 

sample less than n = 100, the Bayesian method consistently displayed more sensitivity and 

was able to detect a true effect at about twice the rate of the frequentist methods (see Table 6 

for a summary of the simulations). Likewise, the accuracy of the Bayesian methods was more 

than double the frequentist methods and even higher at the low sample sizes. Figure 13 

displays the accuracy of the two methods at various sample sizes.  

 
Figure 11. Integrity's distribution of rho for each sample size. 
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Figure 12. Integrity's statistical power: local studies that excluded 0 from CI or HDI. 

 
Figure 13. Integrity's root mean squared error (RMSE) of local studies’ rhos vs. the 
true rho. 
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Table 6 
Integrity Simulation Results from 1000 Local Samples: Correctly Applied Prior  

   Bayesian   Frequentist  
Sample 

Size  Mean r 
SD of 

r RMSE 
% of  

HDIs >  0  
 

Mean r  
SD of 

r RMSE  
% of  

CIs > 0  
5 .15 .01 .010 0%   .14 .48 .481 2% 
10 .15 .02 .019 12% 

 
.12 .33 .333 5% 

15 .15 .03 .026 25% 
 

.14 .28 .279 8% 
20 .15 .03 .028 31% 

 
.15 .23 .229 9% 

25 .15 .03 .031 36% 
 

.15 .20 .203 12% 
30 .15 .03 .034 37% 

 
.15 .19 .186 13% 

35 .15 .04 .035 41% 
 

.15 .17 .168 15% 
40 .15 .04 .035 45% 

 
.15 .15 .153 14% 

45 .15 .04 .037 49% 
 

.15 .14 .144 15% 
50 .15 .04 .038 50% 

 
.15 .14 .135 18% 

55 .15 .04 .041 51% 
 

.15 .14 .138 19% 
60 .15 .04 .041 54% 

 
.15 .13 .130 22% 

65 .15 .04 .040 56% 
 

.15 .12 .117 23% 
70 .15 .04 .042 56% 

 
.15 .12 .121 24% 

75 .15 .04 .043 61% 
 

.15 .12 .116 27% 
80 .15 .04 .044 60% 

 
.15 .11 .113 27% 

85 .15 .04 .044 61% 
 

.15 .11 .109 27% 
90 .15 .04 .043 63% 

 
.15 .10 .104 29% 

95 .15 .04 .043 67% 
 

.15 .10 .099 33% 
100 .15 .04 .044 65%   .15 .10 .100 35% 

Note: One thousand random draws from the population were conducted for each sample size. 
Mean r and SD r are means and SDs of the validity coefficients from 1000 random samples. 
RMSE is calculated from the 1000 validity coefficient against the population mean. Percent's 
above 0 are the number of random local samples that had validity coefficients with 95% 
probability of excluding 0 divided by 1000.  

RQ1 Conscientiousness Results 

Summarizing the results from the simulations validating conscientiousness, Figure 14 

visualizes of the variability of r from the 1000 simulations per sample size. 

Conscientiousness has a similar low validity coefficient (ρ = .23) to unstructured interviews, 

yet the standard error was slightly wider (SDρ = .10). Consistent with the pattern of the 

results of the other constructs, the Bayesian methods shrunk the variability of the 

conscientiousness correlation coefficients. Specific to the research question, even the 
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smallest sample size tested (n  = 5) provided adequate information to find a true effect size. 

Statistical power of the two methods is displayed in Figure 15. Interestingly the ability to 

detect a true effect via the Bayesian methods actually dips as sample size increases before 

increasing again with sample size. This is due to the prior having strong weight and as the 

sample grows it actually increases variability, but that variability lowers again as the local 

sample becomes more accurate with less sampling error. Also important to note is that 

conscientiousness results obtained via the frequentist methodology never attain a power level 

of .80 with sample size n = 100 or less. Using the framework of Kelley (2015) to determine 

the necessary sample size to detect an effect size of ρ = .23 via the frequentist methodology, 

a sample size of n = 143 would be required to reach the desired statistical power of .80. 

Finally, the accuracy of the Bayesian approach is higher than the frequentist approach at all 

levels (as displayed in Figure 16). For a summary of all the results from the 

conscientiousness simulations see Table 7. 

 
Figure 14. Conscientiousness's distribution of rho for each sample size. 
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Figure 15. Conscientiousness's statistical power: local studies that excluded 0 from 
CI or HDI. 

 
Figure 16. Conscientiousness's root mean squared error (RMSE) of local studies’ 
rhos vs. the true rho. 
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Table 7  
Conscientiousness Simulation Results from 1000 Local Samples: Correctly Applied Prior  
  Bayesian   Frequentist  
Sample 

Size  Mean r 
SD of 

r RMSE 
% of  

HDIs >  0  
 

Mean r  
SD of 

r RMSE  
% of  

CIs > 0  
5 .23 .01 .013 100%   .20 .49 .489 5% 
10 .23 .02 .025 96% 

 
.23 .33 .325 11% 

15 .23 .03 .030 94% 
 

.22 .25 .251 13% 
20 .23 .04 .036 92% 

 
.22 .23 .229 17% 

25 .23 .04 .038 92% 
 

.22 .20 .198 22% 
30 .23 .04 .040 92% 

 
.23 .18 .176 22% 

35 .23 .04 .043 92% 
 

.23 .17 .166 26% 
40 .23 .04 .044 93% 

 
.23 .15 .154 31% 

45 .23 .05 .046 94% 
 

.23 .14 .145 34% 
50 .23 .05 .046 93% 

 
.23 .14 .139 37% 

55 .23 .05 .047 93% 
 

.23 .13 .133 40% 
60 .23 .05 .046 94% 

 
.22 .12 .121 41% 

65 .23 .05 .048 95% 
 

.23 .12 .120 46% 
70 .23 .05 .049 94% 

 
.23 .12 .117 50% 

75 .23 .05 .049 95% 
 

.23 .11 .112 51% 
80 .23 .05 .049 96% 

 
.23 .11 .108 55% 

85 .23 .05 .051 95% 
 

.23 .11 .110 55% 
90 .23 .05 .048 97% 

 
.23 .10 .100 60% 

95 .23 .05 .050 97% 
 

.23 .10 .100 61% 
100 .23 .05 .047 97%   .23 .09 .093 64% 

Note: One thousand random draws from the population were conducted for each sample size. 
Mean r and SD r are means and SDs of the validity coefficients from 1000 random samples. 
RMSE is calculated from the 1000 validity coefficient against the population mean. Percent's 
above 0 are the number of random local samples that had validity coefficients with 95% 
probability of excluding 0 divided by 1000.  
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RQ2 Results: Misapplied Priors 

Research question 2 examined the sample size needed to disprove a wrongfully 

applied prior.  To answer this question, meta-analytic priors were imposed via the Bayesian 

framework to local studies with a 0 validity coefficient. With a 0 validity coefficient there is 

no sampling error; so only one Bayesian informed local study per construct per sample size 

was necessary. Table 8 summarizes the results of the simulations for RQ2. After the table, 

the following documents the sample size at which the Bayesian posterior includes zero in the 

highest density intervals (HDI) for each construct. 
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RQ2 Results for Cognitive Ability  

The predictor of cognitive ability, which had the strongest prior in terms of its large 

effect size combined with its narrow standard error, required the largest sample size of a null 

local study to disprove (i.e. influence the posterior enough to include zero). Figure 17 

displays the posterior distributions of the validity coefficients for cognitive ability with the 

meta-analytic informed prior and a null local sample for sample sizes 5 through 200. 

Specifically, a sample size of n = 140 was needed to disprove the strong prior of cognitive 

ability.  

  
Figure 17. Posterior distributions of cognitive ability with an informed prior and null 
local sample.  
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RQ2 Results for Structured Interviews  

Next tested was the construct of structured interviews, which had a large validity 

coefficient (larger than cognitive ability) but with a huge standard error. The large standard 

error allows the local sample to have much greater impact on the posterior. When 

misapplying the structured interview prior to a local sample that has a null validity 

coefficient, the posterior is very responsive to the local sample. Figure 18 displays the 

posterior distributions of structured interviews validity coefficient with the meta-analytic 

informed prior and a null local sample for sample sizes 5 through 200. Structured interviews 

required a sample no larger than five to disprove a wrongfully applied prior.  

 
Figure 18. Posterior distributions of structured interviews with an informed prior and 
null local sample.  
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RQ2 Results for Unstructured Interviews  

The construct of unstructured interviews had a low population validity coefficient but 

with a narrow standard error. Despite the low population, coefficient unstructured interviews 

required a larger sample size to disprove a wrongfully applied prior than did the structured 

interviews due to the narrow standard error of the prior. Specifically, unstructured interviews 

required a local sample size of n = 110 to influence the posterior distribution's HDI to include 

zero. Figure 19 displays the posterior distributions of the unstructured interviews validity 

coefficients with a meta-analytic informed prior and a null local sample for sample sizes 5 

through 200.  

 
Figure 19. Posterior distributions of unstructured interviews with an informed prior 
and null local sample.  
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RQ2 Results for Integrity  

The construct of integrity started with such a low population validity coefficient that 

its initial prior actually included a possibility of zero. As integrity’s prior was applied to a 

sample that had an actual zero validity coefficient, the posterior distribution immediately 

included zero. Figure 20 displays the posterior distributions of integrity with the meta-

analytic informed prior and a null local sample for sample sizes 5 through 200. Similar to 

structured interviews, with a sample sizes as small as n = 5, integrity’s posterior distribution 

included zero in the HDI.  

  
Figure 20. Posterior distributions of integrity with an informed prior and null local 
sample.  
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RQ2 Results for Conscientiousness  

The last predictor of job performance tested was the personality construct of 

conscientiousness. Conscientiousness has a similar population validity coefficient as that of 

unstructured interviews but with a slightly larger standard error (SDρ = .02 larger than 

unstructured interviews). Thus, the imposed meta-analytic prior has slightly less weight when 

considered with the information from the local sample. These small differences when the 

effect size is close to zero have a large impact. Figure 21 displays the posterior distributions 

of conscientiousness with the meta-analytic informed prior and a null local sample for 

sample sizes 5 through 200. Specifically, conscientiousness required a sample of 45 to 

disprove a misapplied prior.  

  
Figure 21. Posterior distributions of conscientiousness with an informed prior and 
null local sample.  
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Discussion 

The current study compared Bayesian and frequentist methodologies in obtaining 

criterion-related validity evidence across five common predictors of employee performance. 

Through simulating 100,000 local studies randomly pulled from populations of 1 million, the 

first half of the research investigated what sample size is needed to detect a true effect. The 

second half of the research examined the sample size needed to disprove a wrongfully 

applied prior in a Bayesian analysis. The results from the current investigation contribute to 

the literature in both specific and broad ways. The more specific contributions are reports of 

sample sizes that directly address the n required to validate common predictors of job 

performance or disconfirm wrongly applied priors. More general contributions include 

demonstrating the fundamentals of Bayesian methods through a wide array of commonly 

encountered settings. Overall, this study serves as an example of the incorporation of 

Bayesian methods into data driven employee selection decision-making. Where practitioners 

and researchers may have previously been hesitant or unable to use empirical methods due to 

small sample sizes, this study offers some guidance on what to expect when using Bayesian 

methods. A more detailed discussion of the findings, implications, as well as some 

limitations of the current study follow.  

Regarding the more specific contributions, a summary of the specific sample sizes 

needed to both validate a selection procedure and disconfirm a wrong prior were shown in 

Table 2. Table 2 also includes the sample sizes needed to gain .80 statistical power with the 

frequentist method. When comparing these findings side by side, an interesting pattern 

emerges. Bayesian criterion-related validity evidence can often be established at a lower n 

than is required with the frequentist method. Additional evidence, using the falsification 
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framework, that a prior is not wrongfully applied, can likewise often be obtained at a smaller 

sample size than required to reach .80 power with traditional statistics. This pattern is 

evidenced in all constructs besides cognitive ability (due to the strong relationship with job 

performance and low standard error). The informed Bayesian methodology seems to have the 

largest benefits among the weaker relationships. For example, although the specific sample 

size to validate integrity was not obtained with the simulations capping local samples at n 

=100, the Bayesian approach provided almost double the “statistical power” than did the 

frequentist methods at the same n. Furthermore, weaker effect sizes are more typical in the 

psychological discipline (Steel et al., 2015), as it is rare to obtain effect sizes similar to the 

relationship between cognitive ability and job performance. This capacity of the Bayesian 

methods to improve accuracy with a smaller sample size, especially for weaker effect sizes, 

has several implications for I-O psychology in both industry and research, as well as in legal 

defensibility.  

The implications for industry are the most straightforward. When looking to make 

data informed decisions, the Bayesian framework provides a robust empirical method to 

incorporate both prior knowledge and local information into the most likely or probable 

outcome, the posterior. Bayesian methods naturally align with decision-making, as past 

information is incorporated into the current situation. Using a simple coin toss as an example, 

if the previous 19 flips of a coin have been heads, is it wise to bet 50/50 odds (the frequentist 

null hypotheses testing)? At the point that a coin reaches 19 consecutive heads, it is more 

likely that the coin is rigged and will be heads again. The Bayesian framework incorporates 

this prior knowledge empirically to aid in decision-making. Specific to the study at hand, 

industry can use these findings to aid in people or human resource analytics. For example, 
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using the results as benchmarks, small businesses, which do not meet the minimum number 

of employees needed to prove selection procedures but that still wish to make data-informed 

decisions, can use the Bayesian framework to gain evidence of the validity of their selection 

procedures. Similarly, using the informed Bayesian framework, companies using employee 

affect, engagement, personality, etc. (constructs that have moderate to weak effect sizes with 

various outcomes) can better use these constructs to optimize for internal outcomes such as 

team composition, team performance, or team experience, all of which naturally have smaller 

sample sizes. Overall industry can benefit by using the Bayesian framework applied its 

people data to make more accurate data-driven decisions.  

Implications for research are similar. As long as the case can be made that certain 

prior information is relevant to the current study, the Bayesian framework offers methods 

that are more accurate and require much smaller sample sizes than the traditional methods 

(Brannick, 2001; Brannick & Hall, 2003; Zyphur, Oswald, & Rupp, 2015). Since Bayesian 

research is not widely embraced in the field, it is recommended to use traditional, frequentist 

methods side-by-side these more novel Bayesian ones. For a more thorough discussion of 

integration of these methods into research see the recent special issue published by Journal of 

Management on Bayesian statistics (Zyphur et al., 2015). Specifically, the results of the 

current research provide an example of what to expect when using informed Bayesian 

analysis on common constructs with small sample sizes.  

Implications of the current results to the matter of legal defensibility are more 

complex. While this study is not a defensive answer to the issues faced when defending 

selection decisions, these results can act as a benchmark for the inclusion of Bayesian 

methods in future cases. The most straightforward recommendation of using the Bayesian 
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methods for legal defensibility would be to collect evidence as the pool of job incumbents 

grow. For example, if using conscientiousness as a selection tool, evidence can be provided 

that it is a valid predictor of job performance with a local sample as small as n = 5. Building 

this type of evidence (as one would also naturally cover validity generalization) would not 

hurt a case involving personnel decisions. Furthermore, as the selection tool is continually 

utilized by a company, additional evidence of its criterion-related validity (i.e., that the 

informed prior was not misapplied), can be established with a sample size as small as n = 45. 

Finally, as the number of job incumbents selected grows, traditional criterion-related validity 

evidence can be established through a frequentist local study (with an 80% chance of 

detecting a true effect at n = 143).  

There are two common arguments against informed Bayesian analysis applied to a 

legal defense of selection methods. First, some have suggested that Bayesian statistics are too 

complicated to present in court. Second, others have argued that it is too costly to do these 

additional analyses. Regarding the first argument that Bayesian statistics are too complex to 

present in court, I have the following question: are frequentist methods any simpler? What 

does “confidence interval” actually mean in the frequentist framework? The confidence 

interval of a given parameter is actually the likelihood that the “true score” fell within the 

confidence interval if the study were repeated infinitely. Meanwhile, what most I-O 

psychologists thought was the confidence interval, the probability of a particular value, is 

actually Bayesian. Bayesian methods are more intuitive and maybe easier to explain than the 

frequentist assumptions (such as sampling distribution). I am confident that if we have felt 

comfortable defending selection tests via the frequentist assumptions and methods, we can 

feel equally or more comfortable via the Bayesian methods. It is well known that court 
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decisions rarely rely upon criterion-related validity evidence only; any good defense would 

involve multiple avenues of validity evidence (Sackett et al., 2012). The Bayesian methods 

provide more accuracy and at smaller sample sizes. 

Regarding the costs of a Bayesian analysis, the open source language R was used for 

all statistical analyses on computers which ran on free open source operating systems 

(Linux). The actual analysis used free open source Bayesian software JAGS (Plummer, 

2003). Never has it been easier to use these advanced methods. Likewise, using an open 

source language not only facilitates replicability through its availability to everyone free of 

charge; it also integrates the analytic innovations of an entire community of researchers who 

constantly verify each other's efforts. The results of this study attempt to make Bayesian 

analyses less opaque and more accessible to I-O psychologists, enabling us not only to 

intellectually stand on the shoulders of giants but to do so empirically.  

Limitations 

Some important limitations of the current study should be mentioned. The first 

limitation of this particular study is the reliance on a single predictor of job performance. 

Newman et al. (2007) utilized dual predictors of job performance. While beyond the scope of 

this study, multiple predictors can be incorporated in the Bayesian framework. Bayesian 

models are easy to code and compute, and further research would benefit from the 

investigation of sample size’s effect on more complex combinations of predictors and stages 

of selection.  

The second limitation of the current study was the null local sample used to answer 

research question 2. Research question 2 investigated the sample size needed in a local 

sample with a null validity coefficient to disprove a wrongfully applied prior. The null local 
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sample used to answer this question had a validity coefficient of 0 and a standard error of 

very near 0. A more realistic example would have null local samples with a 0 validity 

coefficient but also standard error to more approximate sampling distribution. While beyond 

the scope of the current study, simulations with more realistic null local validity coefficients 

were actually conducted by the author. The results included in the paper were more 

straightforward in addressing research question 2, so these results were retained. An avenue 

for additional research may be the more realistic situation in which a null local study has 

some variability in its r = 0 validity coefficient.  

A final limitation of the study was the restriction of n  = 100 to address research 

question 1. In particular, the construct of integrity was unable to be validated with sample 

sizes of n  = 100 or less. Additional simulations would be required to learn the level at which 

integrity can be validated with the Bayesian methodology. Certain constructs with low 

population validity coefficients such as integrity would benefit from higher sample sizes 

being tested. It is interesting to note that despite the lack of finding the sample size needed to 

gain sufficient criterion-related validity evidence for integrity, the pattern still showed that 

that Bayesian methods would do so with a much smaller n than would the frequentist 

methods.   

Conclusion 

Bayesian methods offer an empirical way to incorporate past information into the 

current situation. This study demonstrates the effect of applying correct and wrong priors on 

the validation efforts of employee selection tests. Through simulations of five common 

employee selection constructs, results indicated that in most cases the Bayesian framework 

provides precision at sample sizes that are much smaller than those needed to gain statistical 
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power via the frequentist methodology. It is hoped that this research is one small addition to 

the conversation as we begin to consider the incorporation of Bayesian methods into our 

discipline.  
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