
 

 ABSTRACT 

WANG, RONG  

Intrusion Tolerant Systems Characterization and Acceptance Monitor Design  

(Under the direction of Dr. Gregory T. Byrd ) 

    Intrusion detection research has been so far mostly concentrated on techniques that 

effectively identify the malicious behaviors. No assurance can be assumed once a system 

is compromised. Intrusion tolerance, on the other hand, focuses on providing the desired 

services even when some components have been compromised. A DARPA-funded 

research project named SITAR (A Scalable Intrusion-Tolerant Architecture for 

Distributed Services) investigates the intrusion tolerance further in distributed systems to 

provide reliable services. Two specific challenges are addressed in this project: the first is 

how to take advantage of fault tolerant techniques in intrusion tolerant systems; the 

second is how to deal with possible attacks and compromised components so as to 

continue providing the service. This thesis represents part of the on-going development of 

the SITAR project. First, a state transition model is developed to describe the dynamic 

behavior of an intrusion tolerant system. Second, the Acceptance Monitor is designed to 

detect the system compromises from the request-response stream. Third, various kinds of 

vulnerabilities on Web-based COTS services are investigated and one specific design of 

the Acceptance Monitor is proposed and implemented for a Web-based COTS service to 

show the effectiveness of the proposed approach. We hope by utilizing the fault tolerance 

methodologies on the intrusion tolerance system we can solve the problem of providing 

reliable distributed services that are invulnerable to both known and unknown intrusions.  
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Chapter 1 Introduction 

    Intrusion detection and response [1,2,3] has been considered one of the most effective 

ways to deal with problem of network attacks and some intrusion detection systems, such 

as NIDES [4], Emerald [6], GrIDS [7], HayStack [8], have been developed. According to 

recent evaluations [9,10], however, these systems still have some shortcomings, 

particularly the high false alarm rate and the limited ability to detect unknown attacks. 

These limitations are mainly due to the fact that the intrusion detection focuses on 

analyzing the intrusion behaviors, yet not all attacks are well defined, nor are their effects 

well characterized. 

   Instead of detecting and preventing the intrusion behaviors, intrusion tolerance focuses 

on protecting functions and services and limiting the impacts caused by intrusions. 

Consequently, in an intrusion tolerant system, the effects, or the impacts, caused by the 

attacks are of more concern than the causes of the attacks. Since intrusion tolerance does 

not depend on identifying the exact attacks, it can deal with the compromises caused by 

both known and unknown attacks. 

   An intrusion tolerant system is supposed to continue functioning correctly even under 

attacks. This survivability, however, is mainly dependent on the following two aspects: 

error detection and treatment. Error detection is to detect whether there exist any 

compromises based on the current system behaviors. Error treatment is to deal with 

external attacks and compromised components to remove or limit the damages. 

    These two important issues are addressed in a DARPA-funded project, SITAR (A 

Scalable Intrusion-Tolerant Architecture for Distributed Services) [30, 48]. In addition to 
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the two issues mentioned earlier, the following novel aspects are addressed in SITAR: (1) 

We focus on one generic class of services, which is network-distributed services built 

from COTS (commercial-off-the-shelf) components, as the target for protection. (2) Two 

specific kinds of challenges are addressed in our novel architecture. The first one is how 

some of the basic techniques of fault-tolerance (e.g., redundancy and diversity) apply to 

our target. The second is how we deal with external attacks and compromised 

components, which exhibit very unpredictable behaviors compared to accidental or 

planted faults. (3) Our dynamic reconfiguration strategies will be based on an intrusion-

tolerance model built within the architecture. (4) Model-based (using analysis and 

simulation) and measurement-based approaches will be used to evaluate the security of 

the architecture and to carry out cost-benefit tradeoff studies. 

   As error detection is the starting point of the intrusion tolerant system, it is very 

important to design an efficient error detection mechanism to detect impact and 

compromised components of the COTS server and generate intrusion triggers. In the 

SITAR architecture, Acceptance Monitors are used for this purpose. In this thesis, we 

discuss the design of the generic Acceptance Monitor architecture in chapter 4, and we 

show that this design is highly application-dependent in order to achieve high efficiency. 

In chapter 5, we investigate various kinds of vulnerabilities and impacts of Web-based 

COTS services. Then we show how the Acceptance Monitor is designed specifically to 

this type of services.  

    Another contribution of this research is the development of a model describing 

dynamic behaviors of an intrusion tolerant system, which is described in chapter 3. This 

model is part of the error recovery mechanism and it will show how an intrusion tolerant 
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system reacts when it is under attack. It helps to identify a complete fault space that 

should be considered when developing an intrusion tolerant system. The conclusion and 

the future work will be discussed in chapter 6. 

1.1 Related work 

1.1.1 Intrusion detection 

     An intrusion detection system (IDS) detects network attacks or system anomalies 

through monitoring the usage or traffic of the systems.  

    Current intrusion detection process consists of three steps [1]:  

(1) Collect targeted information that provides a stream of event records, which 

represents system execution behaviors. The related information can be 

obtained either from the operation system audit trails [32, 33] or from the 

network traffic through a packet filter [34, 35]. 

(2) Analyze the information to find signs of intrusions. There are two such 

analyzing techniques: misuse detection and anomaly detection. Misuse 

detection is appropriate to deal with knowledge-based intrusions, and this 

method is used in NIDES [4] and CP-Nets [36]. Anomaly detection, which is 

implemented in Emerald [6], usually uses statistical profiles of users and 

system behaviors over time to identify the anomalies. The main advantage of 

the anomaly based technique is the ability to detect some unknown attacks; its 

limitation is a high false alarm rate. 
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(3) Take response actions based on the analysis. If an attack is detected, the 

intrusion detection system can generate either active responses, such as 

amending the environment or closing the attacker’s connection to the host, or 

passive responses, such as issuing alarms to system operators. 

1.1.2 Fault tolerance 

      A system is fault tolerant if it can mask the presence of faults in the system using 

redundancy. The goal of fault tolerance is to avoid system failure, even if faults are 

present. Early work on fault tolerance focused on hardware-supported systems. The 

evolutionary path for the present generation of fault-tolerant systems was initiated by 

FTMP [15] and SIFT [16] architectures, which were intended for real time control of 

aircraft. These architectures, however, are not designed for truly distributed systems. In 

the rest of this subsection, we briefly discuss some fault tolerant architectures in 

distributed systems that are related to our project. 

   Delta-4 [19] developed an open and reliable distributed architecture through the use of 

a group of communication layers built on top of an atomic multicast protocol. Its fault 

tolerance was based on replicating and distributing individual software components to 

separate hosts. The compromised hosts were assumed to be either fail-silent hosts (i.e., 

the compromised hosts stop sending messages), or fail-uncontrolled hosts (i.e., the 

compromised hosts generate random or malicious behaviors). Passive and active 

replications were used on fail-silent hosts’ error processing.  For fail-uncontrolled hosts, 

the error processing included error detection and replication. The administrative task for 

this distributed environment consisted of the planning and integration of redundancy and 

distribution, monitoring of system behavior, and fault treatment.  
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    The goal of the AquA [20] architecture is to provide fault tolerance to CORBA 

(Common Object Request Broker Architecture)[43] applications by replicating software 

objects. A high-level method is provided for applications to specify their desired 

dependability, and a dependability manager attempts to reconfigure the system at runtime 

to satisfy the dependability requirements.  

     Piranha [22] is another tool for maintaining the availability of CORBA applications. 

Its approach is to (1) monitor the network, detect system failures, and report those 

failures through a graphical user interface; and (2) automatically restart failed CORBA 

objects, replicate stateful objects (i.e., objects that maintain an internal set of values) on 

the fly, migrate objects from one host to another, and enforce predefined replication 

degrees.  

    Chameleon [21] is an adaptive infrastructure that allows different levels of availability 

requirements to be supported concurrently in a networked environment. Its reliability is 

provided through Adaptive, Reconfigurable and Mobile Objects for Reliability 

(ARMORs). These objects are used to control all operations in the Chameleon 

environment. They are classified into Managers, Daemons, and common ARMORs. 

Managers oversee other ARMORs and recover from failures in their subordinates. 

Daemons allow Chameleon to access nodes in the network, provide ARMOR error 

detection, and provide inter-communication tools for themselves. Common ARMORs 

implement specific techniques for providing application-required dependability such as 

execution ARMORs, voter ARMORs, checkpoint ARMORs and heartbeat ARMORs. 

    The Microsoft clustering technology, Wolfpack [23], provides clustering extensions to 

Windows NT for improving service availability and system scalability. Although this 
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approach is not based on the process group paradigm, it maintains typical functions of a 

distributed environment, including maintaining cluster membership and sending periodic 

heartbeat messages to detect system failures. 

1.1.3 Intrusion Tolerance 

    Intrusion tolerance is a new technique that seeks to use the fault tolerance technology 

to build up systems that can provide secure and reliable service even when the system is 

under attacks. “secure” and “reliable” here mean the system’s capability of ensuring 

confidentiality, integrity and availability. It also can ensure the system services’ 

availability by masking denial-of-service (DoS) compromises by using the redundancy 

method.  

   Cryptographic techniques, such as encryption algorithms, are considered the initial 

intrusion tolerance measure, used to protect the information confidentiality. These 

techniques, however, cannot assure the data’s confidentiality before the encryption or 

after the decryption. Also, if the keys are disclosed, encryption cannot protect the data. 

    To ensure the integrity and confidentiality of critical information and to avoid a single 

point of failure, some intrusion tolerance system (ITS) researchers propose data 

replication and secret sharing methods [25, 26] so that attacks to a subset of servers will 

not affect the whole system. This approach uses the fault tolerance’s typical diversity 

method in the intrusion tolerant system. 

   There are some ongoing efforts on intrusion tolerance. Although they did not develop a 

detailed methodology, they have the following innovations or progresses: 

    UMBC Lab [59] for Information and System Security is developing a database 

management system (DBMS) that can tolerate intrusions. Their proposed approach 
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includes: using intrusion detection techniques to detects malicious transactions; isolating 

the intrusion by setting up a separate environment; masking the attacks by multiple 

suspicious users using the same environment; using multi-phase damage confinement 

scheme to achieve more effective confinement; developing and applying damage 

assessment and trusted repair algorithms; automatically stabilizing the data integrity 

degree in a changing environment. 

   RFITS [58](Randomized Fail-over Intrusion Tolerant System) is to develop: an 

intrusion resistant method for exchanging data between processing enclaves; an intrusion-

tolerant mechanism of distributing work among redundant processors; an integrated set of 

intrusion detection/recovery schemes for military system; a handbook for applying the 

schemes to create a layered, intrusion tolerant architecture. 

    Currently there is not enough available information on these projects, which makes it 

hard to compare our architecture with theirs. 
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Chapter 2 The SITAR Architecture 

2.1 Overview of the Architecture 

    Figure 2-1 presents a logical view of the service architecture. The block on the right 

consists of COTS servers, which we assume are vulnerable to intrusions. Included within 

the dotted box is the intrusion tolerant architecture proposed in SITAR project. This 

architecture enables us to provide intrusion tolerant services out of the existing intrusion 

vulnerable servers. 

 

 

 

 

 

 

 

 

 

 

Figure 2-1 Overview of SITAR Architecture 
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adjudicated to arrive at the final response. The relevant Ballot Monitors and Acceptance 

Monitors are also informed of the decision. The responses generated by the COTS servers 

will first be processed by the Acceptance Monitors. After certain validity checks to the 

responses, the Acceptance Monitors then forward them to the Ballot Monitors along with 

the check results. If there are indications of any compromise through validity checks, the 

Acceptance Monitors will generate intrusion triggers to the Adaptive Reconfiguration 

Module. Since responses to a request are generated by multiple COTS servers, the Ballot 

Monitors choose the final response among the responses and then forward it to Proxy 

Servers.  

    There are two control modules in the architecture: Audit Control and Adaptive 

Reconfiguration Module. Audit Control helps the security administrator to monitor the 

secure operations on all the new blocks in the architecture through active auditing. The 

Adaptive Reconfiguration Module (ARM) receives intrusion trigger information from all 

the other modules, evaluates intrusion threats and the cost/performance impact, and 

generates new configurations of the system accordingly. 

2.2 Components of SITAR Architecture 

Proxy Servers  

  Proxy Servers constitute the only set of machines that are visible to the end user and 

represent public access points for the intrusion tolerant services being provided. The end 

users can not contact a COTS server directly because the detailed information including 

the IP address is hidden. All requests to a COTS service will come in to one of the Proxy 

Servers depending on the service needs. The Proxy Server will apply IP filtering to the 
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requests to block the possible external attacks and enforce the service policy specified by 

the current intrusion tolerant strategy. The policy and load balancing determines which 

COTS server the request should be “forwarded” to and how the results from these servers 

should be adjudicated to render the response.  

Acceptance Monitors  

    The main functionality of the Acceptance Monitors is to apply acceptance tests on the 

responses to detect signs of compromises in the COTS servers. 

    An acceptance test is a programmer- or developer-provided error detection measure in 

a software module. It detects errors through checking the reasonableness of the results of 

the module execution. If any exception is raised by the acceptance test, the COTS 

server’s module is known to have an error that may be due to a compromise.  

   The Acceptance Monitors are highly application-dependent and no methodology is 

known to decide the most appropriate type of test for a given situation. The choice for the 

type of test is also often dictated by run-time, storage, and error-detection requirements. 

There are some categories for acceptance tests: satisfaction of requirements, accounting 

tests, reasonableness test, and computer run-time checks and coding tests.      

    The Acceptance Monitors also apply some intrusion detection mechanisms to avoid the 

external exploit of the known vulnerabilities of the COTS servers. The intrusion detection 

module in the Acceptance Monitors can use the pattern matching method to detect 

malicious requests that match any intrusion signatures in the security repository. 

Anomaly detection can also be used to protect abnormal access to the vulnerable 

components of the COTS server.  
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 The Ballot Monitors  

  The Ballot Monitors are responsible for deciding on a final response through either 

simple majority voting or Byzantine agreement for a given request. Transformations (e.g. 

calculating the secure hash value of a result) are needed before the voting process begins.  

    Ballot Monitors have additional flexibility for providing dependable responses to the 

Proxy Servers. One option is to designate a trusted voting machine as the announcer who 

is entrusted with presenting all the voting results to the Proxy Server. The second option 

is to have a dynamic announcer election process so that different Ballot Monitors may 

serve as announcers for different requests. The third option is for each voting machine to 

present its own version of the result, leaving it to the Proxy Server to decide the final 

answer. Intrusion-tolerance and performance tradeoffs are important considerations for 

selecting among the three options.  

Audit Control 

    The Audit Control is used to audit the operations of the Proxy Servers, Ballot Monitors 

and Acceptance Monitors. Audit is defined as the independent examination of records 

and activities to ensure compliance with established controls, policy, and operational 

procedures, and to recommend any indicated changes in controls, policy, or procedures. 

Audit records or audit trails are the chronological logs of the system/component 

activities. They contain information regarding activities such as logins, command 

executions, and file accesses.  By maintaining a record of these activities it is possible to 

detect abnormal behavior when it occurs in the system/component. 

    In the SITAR architecture, each of the components, i.e., the Proxy Servers, the 

Acceptance Monitors, the Ballot Monitors and the Adaptive Reconfiguration Module, 
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maintains its own audit record. The function of the Audit Control is to verify the audit 

records and to identify abnormal behavior in the components by conducting periodic 

diagnostic tests. The Audit Control module also maintains results of diagnostic tests for 

all the components. It maintains test suites for particular components or functions as well 

as the required responses to the tests.  

Adaptive Reconfiguration Module 

    The Adaptive Reconfiguration Module is used to achieve survivability through 

adaptively updating the system’s behaviors, functions and resource allocation in response 

to intrusions and system failures. This module can dynamically enforce different security 

policies and reconfigure the system in the presence of intrusions and system failures. It 

ensures that essential services remain continuously available to users despite active 

intrusions that could possibly damage some part of the system. Configuring the system to 

support specific intrusion tolerant strategies includes: (1) interfacing with the user to 

accept the request; (2) interpreting the service security specification and mapping it into 

one of the available intrusion tolerant strategies; (3) determining the servers that will be 

used to support the selected intrusion tolerant strategy; and (4) communicating the final 

result back to the user. 

2.3 Summary 

  In this chapter we presented the overview of the SITAR architecture and introduced 

each component in the architecture. The key to this architecture is to detect the 

compromises of the system and then to make the system survivable by masking the 

compromises through reconfiguration. The possible system compromises are detected 
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using the Acceptance Monitor, which is further discussed in Chapter 4. In the next 

chapter, we introduce the state transition model that is developed to describe the dynamic 

behavior of the system. We can view this model as part of the dynamic reconfiguration 

module.  
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Chapter 3 Characterizing Intrusion Tolerant Systems Using 

a State Transition Model 

    In this chapter we introduce a state transition model to describe the dynamic behavior 

of intrusion tolerant systems. The model provides a framework from which we can define 

the vulnerabilities and the threat sets for a formal treatment.  

3.1 Basic Model 

    Figure 3-1 depicts the state transition model, which is a framework for describing 

dynamic behavior of an intrusion tolerant system. The system supports multiple intrusion 

tolerant strategies and different levels of security requirements. State transition model 

represents the system behavior for a specific attack and given system configuration that 

depends on the actual security requirements. For example, if the system is under DoS 

attack, the system may try to mask the DoS compromise by using a redundant service. If 

there is compromise of confidentiality, a redundancy may not be the best choice. In this 

case the system may close some component and maintain basic service to avoid further 

exploitation.  

   The system is in a vulnerable state (V) if it enables a user to read information without 

authorization, modify information without authorization, or grant or deny an entity access 

to a resource without authorization. Exploiting vulnerability means that a system is in a 

vulnerable state and a user (called an attacker) reads or writes information without 

authorization, or grants or denies service to another without authorization. The system 

enters an active attack state (A) when vulnerability is successfully exploited.  
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    Traditional computer security leads to the design of systems that rely on resistance to 

attacks, that is, hardening for protection. Thus, the system typically oscillates between 

good (G) and V states [38]. System management seeks to prevent the system from 

becoming vulnerable or to reduce the time it remains in the vulnerable state. Current 

strategies for resistance include the use of authentication, access control, encryption, 

firewalls, proxy servers, strong configuration management, dispersion of data and 

application of system upgrades for known vulnerabilities. 
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    If the strategies for resistance fail, the system is brought into the V state during the 

penetration and exploration phases of an attack. If the vulnerability is exploited 

successfully, the system enters A state and damage may follow. The ability of a system to 

react during an active intrusion is central to its capacity to survive an attack that cannot 

be completely repelled. Thus intrusion tolerance picks up where intrusion resistance 

leaves off. The four phases that form the basis for all fault tolerance techniques are the 

error detection, damage assessment, error recovery, and fault treatment and continued 

service [39]. These can and should be the basis for the design and implementation of an 

intrusion tolerant system. 

   Strategies for detecting attacks and assessment of damage include intrusion detection 

(i.e. anomaly based and signature based detection), logging, and auditing. If the probing 

that precedes the attack is detected, the system will stay in G state. Otherwise, the system 

will enter A state. During the exploitation phase of intrusion it is critical to assess the 

damage and try the recovery. The strategies for recovery include the use of redundancy 

for critical information and services, incorporation of backup systems in isolation from 

network, isolation of damage, and the ability to operate with a reduced user community. 

  The best possible case is when there is enough redundancy to enable the delivery of 

error-free service and bring the system back to the good state by masking the attack’s 

impact (MC). This is known as error compensation or error masking in fault tolerance 

systems. The worst possible case is when the intrusion tolerance strategies fail to 

recognize the active Attack State and limit the damage, leading to an undetected 

compromised state (UC), without any service assurance.  
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   When an active attack in exploitation phase is detected, the system will enter the triage 

state TR attempting to recover or limit the damage. Ideally, of course, the system should 

have some measures in place for eliminating the impacts introduced by an attack, 

providing successful restoration to a good state. However, state restoration is not 

necessarily an appropriate, cost-effective, or even feasible recovery technique. If this is 

the case, the system could attempt to limit the extent of damage while maintaining the 

essential services if possible. Essential services are defined as the functions of the system 

that must be maintained to meet the system requirements even when the environment is 

hostile, or when failures or accidents occur that threatens the system. If the aim is to 

protect the system from denial of service attack from external entities, the system should 

enter the graceful degradation state (GD), maintaining only essential services. However, 

if the aim is to protect confidentiality or data integrity the system must be made to stop 

functioning. This is called fail-secure state (FS), analogous to the fail-safe state in fault 

tolerance. If all of the above strategies fail the system will enter failed state (F) and signal 

an alarm. 

    Recovering the full services after an attack and returning to the good state by manual 

intervention is represented by transitions denoted with dashed lines. Although the system 

may have returned to a good state, techniques such as reconfiguration or evolution of the 

system may still be required to reduce the effectiveness of future attacks.  

3.2 Case Studies 

    In this section, we discuss several vulnerability case studies and map them to our state 

transition model discussed above. There has been extensive work reported categorization 
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of software vulnerabilities, system errors and flaws, and intrusions [40,41,42]. These 

studies cover many attributes of vulnerabilities, each with a different emphasis. For the 

development of intrusion tolerance capabilities, we need to focus more on the impact of 

the intrusions exploiting these vulnerabilities. Most importantly, we concentrate on 

observable impact that affords us opportunities for detection and providing tolerance. We 

consider the following classes of vulnerabilities based on their impact: 

• Compromise of confidentiality: These attacks violate the confidentiality requirement 

for sensitive data. 

• Compromise of data integrity: These attacks result in corruption of sensitive data. 

• Compromise of user/client authentication: These attacks cause a breach in the normal 

authentication process between the client and the server. 

• Denial of Service (DoS) from external entities: These attacks are aimed at disrupting 

normal services by directly consuming a large amount of service resources such as 

network access bandwidth and CPU cycles. 

• DoS by compromising internal entities: These attacks achieve the disruption of 

service through a secondary effect of a compromise in the COTS servers. 

     It should be pointed out that, while we present a set of known vulnerabilities and 

exploits in this section, the study of these known vulnerabilities only serve the purpose of 

developing understanding towards a general intrusion tolerance system. The intrusion 

tolerance system emerging from this study will be able to deal with previously unknown 

attacks as long as these attacks produce similar impact on our services. Through the 

exercise of mapping the currently known vulnerabilities to the proposed state transition 

model, we have succeeded in identifying a fairly complete state space for an intrusion 
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tolerant system. We are able to delineate transitions among these states that represent a 

variety of opportunities for detecting, recovering from, and tolerating an attack. These 

transitions afford intrusion protections ranging from prevention, to detection with 

graceful service degradation, and to fail-secure measures. These transitions also suggest 

viable functionality mappings to different modules of the SITAR architecture. The 

following vulnerability cases are selected from bugtraq, which is a full disclosure 

moderated mailing list archive [12] containing the detailed discussion and announcement 

of computer security vulnerabilities, such as what they are, how they are exploited, and 

how to fix them.  

3.2.1 Case 1: Multiple vendor URL JSP Request Source Code Disclosure 

Vulnerability (bugtraq 2527) 

     Tomcat [49] is the Reference Implementation for the Java Servlet [51] 2.2 and 

JavaServer Pages [52] 1.1 Technologies. It is the official reference implementation for 

these complementary technologies. WebLogic server [50] is designed for enterprise 

applications that demand the flexibility and security of server-side components in Java. 

An input validation fault is found in the Apache Group Tomcat 4.0 and BEA Systems 

WebLogic server 5.1. By exploiting this fault, an attacker can get some important JSP 

script source code. 

Problem description: 

    The Tomcat and WebLogic's webserver will return the source code of JSP files when 

an HTTP request is appended with certain characters. For an example, if a client enters: 

http://www.example.com/index.js%70 to a WebLogic server, the server will send the 
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index.jsp source code back to the client. If a client sends 

http://www.example.com/examples/jsp/numguess.js%70 to the Tomcat server, the source 

code of numguess.jsp will be sent back to the client.  

     A possible reason is that the built-in web server in affected versions of Tomcat and 

WebLogic decodes the URL in an unreasonable order: the JSP handler skipped the URL 

because the URL does not end with “jsp”. Since “%70” is an URL encoded 'p', when the 

URL is passed into the static file handler, it is mapped to the correct file name “index.jsp” 

and the source code of the JSP file is sent to the client as plain text.  

Impact:  

     The direct impact is that it is possible to fetch any critical JSP source code such as the 

source code pointing to the database passwords and file names. The potential impact is 

that an attacker can use the critical data to exploit the server.  

    The state transitions are captured in our model, as indicated in figure 3-2  
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• The system starts from the V state because it enables JSP file to be read if an 

attacker sends the malformed URL. The system can go back into G state if the 

intrusion detection module can detect attacks based on the URL. 

• If system stays in V state, exploiting can begin if the malicious request enters the 

COTS server successfully. This action brings the system into A state. 

• The system goes into TR state from A state if the exploiting action is detected 

through error detection, otherwise it will go into UC state and the attacker can get 

the JSP source code.  

• In TR state, if the system can keep the response from sending out, the system goes 

into G state; although the server attached the source code with the response, the 

response is blocked by the system. Thus the system can prevent the critical file 

disclosure. Otherwise the system will stop functioning and send the system into 

FS state. Then through evolution of the system, such as adding patched software, 

the system goes back into the G state.  

3.2.2 Case 2: Pagelog.cgi File Disclosure/Creation Vulnerability (bugtraq 

1864) 

    Pagelog.cgi [53] is a script that will log the visitors to any of the web pages in the web 

server and display the number of visits to the logged web pages as well as extract 

information from each visitor. A directory traversal bug, which is caused by access 

validation error, is found in Pagelog.cgi. 

Problem description: 
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  The access validation error exists because the script fails to check for the “../” string in 

the request . For an example, if a client sends a request like: 

http://target/cgi-bin/pagelog.cgi?display=../../../../tmp/private, the server will send the 

contents of the file ‘private.log’ to the client, even if access is not permitted to the client. 

    This fault also can let the attacker create the files anywhere the web server has write 

permission. For an example, if a client sends: 

http://target/cgi-bin/pagelog.cgi?name=../../../../tmp/newfile, the server will create the 

files “/tmp/newfile.txt” and “/tmp/newfile.log”. 

Impact: 

    By exploiting these flaws, an attacker can read log files and create or overwrite files 

accessible only by the web server.  

 

 

 

 

 

 

 

 

 

 

 

Figure 3-3 The State Diagram for Pagelog.cgi Vulnerability 
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• With bugged pagelog.cgi running, the system starts in the V state because it 

enables the attacker to access the unauthorized log file. 

• If the system is in V state, it can be exploited with the malicious request and the 

system goes into the A state. 

• In A state, if the system can detect the exploiting action through error detection, it 

goes into TR state. Otherwise it will goes into UC state. 

• In A state, if the attacker overwrites a log file and the system is unable to detect 

the attack but can mask the intrusion effect by using the backup file, the system 

goes back to MC state. 

• In TR state, if the effect is an integrity problem, such as file creation or 

overwritten, the system will block the pagelog.cgi and keep other services and the 

system will go into GD state. Then through restoration the system can go back to 

G state. If the compromise effect is a confidentiality problem and the system is 

able to block the response, the system turns back into the G state without any 

degradation. Otherwise the system will try to stop functioning (FS) and go back to 

G state through recovery. If none of those approaches can be taken, the system 

will set the alarm and go into F state. 

3.2.3 Case 3: Unity eWave ServletExec File Upload Vulnerability 

(bugtraq 1876) 

    ServletExec [54] is a widely used commercial Java-based web application server. An 

access validation error was found in unity eWave ServletExec [55] 3.0c in which an 

attacker can upload any file to the web server. 
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Problem description: 

    ServletExec contains an unregistered servlet called ‘UploadServlet’. By requesting a 

specially formed HTTP request, it is possible for a remote client to upload any file to any 

directory on the server where ServletExec resides. The following shows the two steps of 

such an exploiting action:  

Step1: Invoke the UploadServlet by sending the following request: 

http://target-host/servlet/com.unify.ewave.servletexec.UploadServlet 

Step 2: Create the following HTML form on local system and send it to the server. Then 

the file specified in the form will be uploaded into the server. 

<FORM METHOD=POST ENCTYPE=’multipart/form-data’ 

ACTION=’http://target-

host/servlet/com.unify.ewave.servletexec.UploadServlet’> 

<P> 

<INPUT TYPE=TEXT SIZE=35 NAME=uploadDir> 

<P> 

<INPUT YPE=FILE SIZE=35 NAME= myfile> 

<P> 

<INPUT TYPE=SUBMIT NAME=”Upload Files”VALUE=”Upload Files”> 

</FORM> 

Impact: 

    The direct impact of this fault is that any malicious user can exploit the system by 

uploading an arbitrary file. The potential impact is that if an attacker uploads a JSP page 

to a web server’s root document and invokes it using the URL /path<JSP pagename>.jsp, 

the Java code in the page can be executed with the permissions of the ServletExec 

process owner. 

     Figure 3-4 shows the mapping of this case to the state transition model. 
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• The system is in G state if the UploadServlet is not invoked. 

• If an attacker invokes the UploadServlet, the system goes from G state into V state 

because it enables any client to upload files. 

• In V state, if the system disables the invoked UploadServlet, the system goes back 

into G state. 

• The exploitation can begin if system is in V state and an attacker uploads files 

using UploadServlet. The system then goes into A state. 

• If in A state and the system cannot detect the exploiting action, the system goes 

into UC state. Otherwise the system goes into TR state and generates an intrusion 

trigger. 

 

 

 

 

 

 

 

 

 

 
 
 

Figure 3-4 The State Diagram for eWave ServletExec File Upload Vulnerability 
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providing some service and stop the ServletExec, the system goes into GD 

state. If system stops functioning, system goes into FS state. Then the system 

can go back to G state by reconfiguration. If system fails to take any of these 

steps, it will get into F state and fire an alarm. 

3.2.4 Case 4: Denial of Service (DoS) Vulnerability (Bugtraq ID 1941) 

   The Small HTTP Server [56] is a full service web server, which is less than 30 KB and 

requires minimal system resources. Several denial of service (DoS) attacks have been 

identified in these servers.  

Problem description: 

   When an http request is sent with the filename not specified, the server will attempt to 

locate index.html in that particular directory. If the file index.html does not exist, the 

server will utilize a large amount of system memory.  

Impact: 

   If many such http requests are sent to the web server, an attacker could cause the 

system to use up all the system memory. Then, a restart of the application is necessary to 

restore the normal functionality. 

   The state transitions of this case are shown in figure 3-5. 

• Initially the system is in G state, if index.html exists in every web directory. If 

there is any missing index.html, the initial state is V state. 

• In V state, the attacker can start the exploiting actions by issuing an http request 

of the form: http://target/DirectoryWithoutIndex/. With such kind of requests 



 27

getting accumulated, the server moves to A state. In this state, it can still respond 

to the legitimate requests, but with a degraded quality. 

• If the system fails to detect the attack behavior, it goes to the UC state, wherein 

the only course of remedy is a manual reboot. 

• On the other hand if the system can detect the time error, it goes to TR state. If 

possible, it then moves to GD state or stops functioning and go to FS state. If 

recovery is not possible, then it goes to F state with an alarm.  

 

 

 

 

 

 

 

 

 

 

 

Figure 3-5 The State Diagram for Small HTTPD Denial of Service Vulnerability 
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define the vulnerabilities and the threat sets to be addressed by the SITAR architecture. 

We also showed how this model helps us describe both known security exploits and 

unknown attacks by focusing on attack impact rather than specific manifestation. By 

going through the study cases of mapping from known vulnerability to this transition 

model, we identified a reasonably complete fault space that should be considered in a 

general intrusion tolerant system.  

   From this model, we see that intrusion triggers are the key inputs to the state transition 

model, which will decide what kind of recovery to take and to what extent the damage 

will be limited. The intrusion trigger represents the impacts caused by internal and 

external faults. In the next chapter we will introduce the Acceptance Monitor 

architecture, which is targeted at determining the COTS servers’ compromises and 

generating intrusion triggers. 
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Chapter 4 The Design of Acceptance Monitor 

4.1 Goal and the Role in the System Architecture 

    In the SITAR architecture, the Acceptance Monitor plays an important role in 

detecting compromises and generating intrusion triggers. Its main functionality is 

acceptance testing, which detects system errors by analyzing responses. The result of the 

acceptance testing can help to determine: 

• If there is any security compromise in the server. 

• If there are compromises, what type of the compromises they are and which software 

components are possibly involved. 

 

  

 

 

 

 

 

Figure 4-1 The Relationship between the Acceptance Monitor and the Adaptive 
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Monitor also predicts the workload of the COTS servers based on the testing results and 

pending requests. 

    The role of the Acceptance Monitor in the system architecture is shown in Figure 4-1. 

When Acceptance Monitor detects any intrusions or errors, it will generate intrusion 

triggers. Those intrusion triggers are part of the inputs to the state transition model in 

Adaptive Reconfiguration Module. Based on the strategy of the state transition model, the 

Adaptive Reconfiguration Module will take corresponding actions such as blocking 

intrusions, recovering the system from triage state or reconfiguring the system.  

4.2 Design Methodology 

    In fault tolerance terms, the acceptance testing is a programmer or developer-provided 

error detection measure in a software module, in the form of a check on the 

reasonableness of the results calculated [39]. It usually consists of a sequence of 

statements that will raise an exception if the state of the system is not acceptable. If any 

exception is raised by the acceptance test, the module is said to have failed or been 

compromised. Traditionally, the acceptance test is used for detecting the impact caused 

by accidental faults. In our Acceptance Monitor, the acceptance testing module performs 

acceptance tests to detect the compromises caused by any errors including accidental 

errors and malicious attacks. The source of the testing is mainly the responses from the 

COTS server. Run-time, storage, and error-detection requirements often determine the 

choice for the type of the test. The following text describes testing measures that can be 

applied by the acceptance testing module.  
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Requirement test 

    In many cases, some conditions are imposed to complete a task. These conditions can 

be represented as an expected sequential order of events or a subset of given events. The 

requirement test is to make sure that the imposed conditions are satisfied. For example, if 

an attacker stored a backdoor code (such as Netcat [57]) that enables the server to send 

some messages to a client without the requests, we can assume that there are some 

violations in the sequential order.  

Reasonableness test 

    Reasonableness check is used to detect software/system failures through pre-computed 

ranges, expected sequences of program states, or other relationships that are expected to 

be satisfied. Reasonableness checks are based on physical constraints, while satisfaction 

of requirements tests are based on logical or mathematical relationships. For example, if a 

client sends a request to get an image by executing a file in a web server, the requirement 

checker must confirm that the file exists first and the operation status of the file allows 

the user to execute. The reasonableness checker expected that the response must be 

within a reasonable range for sending an image file, such as the status line of “content-

type” of the HTTP header’s status must be “image/gif”, not “text/html”. 

Timing test 

     In fault tolerance, timing check is used in systems with time-sensitive components to 

determine whether the execution time meets the constraints. In our system, we can use 

timing check to detect the DoS compromise in both time-sensitive and non-time-sensitive 

services. Two variables are used in timing check: response time and the round trip time. 

Response time is the time interval between the request’s arrival time and the first packet 
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of response’s arrival time. Round trip time is the time interval between the request’s 

arrival time and the response’s last packet forwarding time. In time-sensitive services, 

restricted time parameters are defined for the COTS server’s services. If those two 

variables do not meet the restricted time parameters, the timeout signal will be raised. In 

non-time-sensitive services, reasonable time parameters for module execution are also 

given. Based on such timing checking, we can determine whether there is any DoS 

compromise or service degradation. 

    Finding out the reasonable time parameters is not simple. A bad value can result in 

many false alarms. A learning process can help to estimate the reasonable range of time 

parameters.   

Accounting test 

    The Accounting test is used for transaction-based applications that involve simple 

mathematical operations. Examples are airline reservation systems, library records, 

inventory control and control of hazardous materials. A tally for both the total number of 

records and sum over all records of a particular data field can be compared between 

source and destination, whenever a large number of records are transmitted or reordered.  

Coding test  

    Theoretically, coding check is based on redundancy in the representation of the target 

data we want to protect. The redundant check data are maintained in some fixed 

relationship with the non-redundant data representing the value of the object. Errors that 

result from a corruption of either form of data can violate this relationship, and if the 

relationship does not hold, data corruption will be detected. Traditionally, the redundant 

data are within the objects. In our system, the redundant data of the objects can be kept in 
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the Acceptance Monitor because the Acceptance Monitor is trustworthy. The problem of 

separating the redundant data from the object is that the redundant data will be out of date 

if the data has been modified legally.  

     The representation of the redundant data can be the cryptographic checksum or the 

hash-code of the original data. Many algorithms are widely used for this purpose, such as 

CRC, MD5, and SHA. 

4.3 The Acceptance Monitor Architecture 

     The Acceptance Monitor, whose architecture is shown in Figure 4-2, consists of six 

modules: acceptance testing module, pattern matcher, anomaly detecting module, 

proactive probing engine, detection manager, and workload predictor.  

   The acceptance testing module applies the acceptance test on the responses and detects 

the possible signs of compromises from the testing results. The pattern matcher detects 

some known pre-attack and exploiting actions based on the request-response stream. The 

anomaly detecting module aims at both known and unknown attacks using statistical 

analysis. The proactive probing engine probes the interested components in the COTS 

server by sending inquiries to the server. The detection manager coordinates other 

modules of the Acceptance Monitor. The workload predictor predicts the workload of the 

COTS servers based on its history information.  

    The flow of the Acceptance Monitor is explained as follows. When an external request 

arrives, the intrusion detection module will analyze it. If there are no signs of intrusions, 

the request will be forwarded to the acceptance testing module and the COTS server. 

According to the request, the acceptance testing module prepares related testing measures 
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for the corresponding response. If any error is detected from the response, the acceptance 

testing module will send the testing result to the detection manager. The detection 

manager will either forward the testing result to the Adaptive Reconfiguration Module as 

an intrusion trigger or arrange some more testing for confirmation. If the detection 

manager decides to do more testing, it will send a signal to the proactive probing engine. 

The proactive probing engine will then generate some special probing requests according 

to the requirements from the detection manager. The acceptance testing module is also 

responsible for analyzing the responses to the probing requests. The detection manager 

also has the acceptance level of a response upon its testing results. The threshold of the 

acceptance level will decide whether to forward the response to the Ballot Monitor or to 

block the response. 

    If the response is acceptable after the acceptance testing, it will be forwarded to Ballot 

Monitor.  

    The workload predictor collects information from other modules periodically and 

adjusts the new workload adaptively. From the acceptance testing result the workload 

predictor can deduce which COTS components have service degradation and which 

services in COTS server can still be provided without degradation.  

    The components in the architecture will be discussed in detail after the introduction of 

acceptance testing. 
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Figure 4-2 Overview of Generic Acceptance Monitor Architecture  
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Figure 4-3 Structure of Acceptance Testing Module 
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    Figure 4-4 shows the intrusion detection module in an Acceptance Monitor. In the 

module, the intrusion signatures and the profiling parameters are stored in the security 

policy repository of the Acceptance Monitor.  

 

 

 

 

 

 

 

 

 

Figure 4-4 Intrusion Detection Module in an Acceptance Monitor 
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to the relevant components of COTS server for acceptance testing. Two kinds of probing 

are used. The first is periodically generated probing for the fixed targets, such as the heart 

beat detection and the integrity checker. The second is probing required by the detection 

manager. For an example, if a client sends a request to a server for reading a file and the 

checksum of the file contained in the response does not pass the coding test, the detection 

manager will invoke the proactive probing engine. According to the detection manager’s 

requirement, the proactive probing engine will generate a probing request to ask for the 

file again. If the response for the probing request passes the coding check, it means the 

client’s request is not asking for the expected file. In this case, there is a possibility that 

the client is exploiting the system’s confidentiality by cheating the system with malicious 

request.  

Detection manager 

    Error detection manager is used responsible for the administration work among the 

modules of Acceptance Monitor. Its main tasks include: 

• Switch on/off specific checking units 

• Collect the results of checking units 

• Decide the next step of checking 

• Control the proactive probing units 

• Forward the intrusion triggers 

Workload predictor 

    Besides detecting the intrusion, vulnerability and compromises, the Acceptance 

Monitor also takes the task of predicting the workload of the COTS server. The workload 

information will then be used by the proxy server for load balancing among the COTS 
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servers. We propose the workload predictor to be placed in the Acceptance Monitor 

because only the Acceptance Monitor can contact the COTS server directly and it is best 

positioned to provide accurate estimate. From the error detection results, the workload 

predictor can also provide information about which components in the COTS server are 

still reliable, what kind of services the COTS server can still provide without errors, and 

what average execution times each service can guarantee.  

4.5 Summary 

    In this chapter, we introduced the architecture of the Acceptance Monitor, discussed 

the methodology of acceptance testing, and described each component of the Acceptance 

Monitor. From the discussion on the acceptance testing methodology, it is clear that the 

Acceptance Monitor is highly application-dependent because it needs to generate an 

expected result based on the request to show what the COTS server “should do” and 

“should not do”. In the case of our architecture, we need to determine the acceptance tests 

based on the proposed applications. A particular category of acceptance tests might be 

best suited for a given application while devising certain categories to test may not be 

possible. If our architecture is used for a web server, accounting tests may not be 

possible.  When designing an acceptance monitor for a specific COTS service, we need to 

analyze the targeted service and its related compromises so as to generate the expected 

result for a possible request. In the next chapter, we present our classification of web 

server compromises and specify the acceptance testing for web server error detection; 

then we will describe how the specified acceptance testing is applied to detect web 

server’s compromises. 
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Chapter 5 Acceptance Testing for Web Servers 

5.1 Introduction 

   In this chapter, we show how the Acceptance Monitor is applied to determine the web 

server’s compromises. To setup the specific acceptance testing measures for web servers, 

we need to know what kinds of faults reside in a web server and what are the possible 

security compromises related to those faults. We studied on most of the web server’s 

vulnerabilities advised in bugtraq [12] and classified these compromises based on their 

possible impacts. Based on the classification, we then designed the Acceptance Testing 

module for web servers and verified it through case studies and experiments. 

5.2 Vulnerabilities and Compromises for Web Servers 

   The Apache [45] and IIS [46] servers are chosen in our study since they are the most 

commonly used web servers in the Internet and many add-on software modules are 

developed to support various web-based services. Due to the increasing complexity of the 

services, the number of vulnerabilities grows along with the time, as shown in Figure 5-1. 

From 1996 to March 20, 2001, 41 Apache related vulnerabilities and 84 IIS related 

vulnerabilities are reported. We analyzed most of the cases (shown in table 5-1 and table 

5-2) and found the following types of vulnerabilities residing in web servers: 
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Figure 5-1 Number of Vulnerabilities Reported Each Year from 1996-3/2001 

• Boundary condition error, which occurs when a process attempts to read or write 
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     Since we are focusing on intrusion tolerance by analyzing the responses, it is 

necessary to analyze the possible impacts of the exploitations. So we came up with the 

following classification of the web server’s compromises based on their impacts: 

A. Compromises related to confidentiality, which include: 

• Path revealing and directory listing: These kinds of compromises will disclose the 

physical path and directory information. An attacker can use such information to 

locate the target objects in the server. So, we can consider the attempt to get the 

above information as the pre-attack action. 

• File disclosure: This kind of compromise gives the unauthorized user the content 

of critical files such as configuration file, password file and source code of web 

service.  

• Internal IP address disclosure: This kind of compromise gives a user the detailed 

information about the server itself. 

B. Compromises related to integrity, which include: 

• File creation and modification: This kind of compromise is caused by an 

attacker’s ability to create a file in the server without authorization or out of the 

web root. The attacker may insert a backdoor virus to be executed, or overwrite 

some important data such as the system log file. 

• File deletion: As it says, this kind of compromise gives a user unauthorized 

permission to delete files. 

C. Compromises related to denial of service (DoS), which include: 

• Memory consumption: This results in slower execution and DoS in the extreme. 

• CPU overload: This results in slower execution.  



 43

• System crash. 

• Refuse connection. 

• Stop responding. 

D. Compromises related to unauthorized execution. This kind of compromise can give 

the attacker permissions to run arbitrary programs causing further impacts. 

Compromises 

Confidentiality  DoS Integrity 

Dir File 

Command 

Execution 

Others 

 

 

Input Validation 552   2100,1587,1488, 

1084,1081,968, 

1814 

2023 1912, 

886 

Boundary condition 1642,1066,552, 

192 

1191   2048,1861,1570, 

1109,307,286,2252 

 

Access Validation 657 1876 582,2280 1193,1057,689, 

167,189,190,149 

529 1565 

Failure to handle 

exceptional 

conditions 

2843,1608,1819,

2453,1476,579, 

2440,2441,1868,

1190,2218,1089 

  1021,882   

Configuration  2110,1818   1065,194  

Design 521 658,1181 1174 1832,1499,1734, 

1108,978,559,447,

229,2074 

  

Race condition  501(L)     

Er
ro

rs
 

Unknown  465,193   195  1594,1595 

Table 5-1 Bugtraq Cases Related to Apache Services. The table is filled with 
bugtraq ID , “Dir” means the directory disclosure, “L” means vulnerable to local 

attack.  
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Compromises 

Confidentiality  DoS Integrity 

Dir File 

Command 

Execution 

others 

 

 

Input Validation   2503,2407,

1284,2518,

2504 

2060,1896,1990,

2300 

2286,776,6

29 

 

Boundary condition 1988, 1821,   2409,2206,1707,

1557 

1570 2410(root privilege), 

1876(upload)  

Access Validation  2171,1457   2376  

Failure to handle 

exceptional conditions 

1868,1760, 

2216 

     

Configuration 2454(L) 1238  1023   

Design   1531,337 2205,1728,1532   

Race condition  2182(L)     

Er
ro

rs
 

Unknown  306   1548,649,98  1575(root privilege) 

Table 5-2 Bugtraq Cases Related to IIS Services. The table if filled with bugtraq ID, 
“Dir” means the directory disclosure, “L” means vulnerable to local attack. 

   Although the possible errors share some common attributes (i.e., many can be classified 

into the same error type), the actual exploitation of each error type may have many 

different forms. However, various exploitations of many errors have the same impact. 

This fact motivates us to concentrate on analyzing the impacts from the responses. 

5.3 Structure of Acceptance Testing Module 

    Guided by the compromise analysis, we designed the structure of acceptance testing 

module shown in Figure 5-2. In the module, there are five checking units. The 

requirement checker is used to detect if some conditions have already been set up for 

exploiting by some pre-attack action. The coding checker is used to detect integrity and 

confidentiality compromises. The timing checker is used to detect DoS compromises. 

Reasonableness checkers include an access checker and a validation checker. The access 

checker is used to check for compromises caused by access violation. The validation 
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checker is used to check if the header of the response satisfies the expected format. In 

Figure 5-2, there is also a request-processing module that transforms the request into 

operation sequences. Each component is discussed in the following subsections. 

 

 

 

 

 

 

 

 

 

Figure 5-2 An Acceptance Testing Module of an Acceptance Monitor for Web 
Servers  

5.3.1 Request processing 

     The request processing module analyzes the request and then generates the expected 

lists of the server operations. Each server operation is represented by an item containing 

the following elements: 

• Item ID, which  is the sequence of the execution 

• Operation, such as read, write, execute, etc. 

• Object that operated upon. 

• The physical path of the object. 

• Component in which the operation starts. 

Requirement checker 

Timing checker 

Coding checker 

Access checker 

Validation checker 

Reasonableness checkers 

Request 
processing 

Request 

Response Checking 
results 
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    For an example, the request  

http://target/cgi-bin/pagelog.cgi?display=../../../tmp/private 

is transformed as in Table 5-3. 

List 1 

Item ID 

Operation 

Path 

Object 

Component  

1 

exec 

/cgi-bin/ 

Pagelog.cgi 

Webmain 

Item ID 

Operation 

Path 

Object 

Component  

2 

exec 

/cgi-bin/../../../../tmp/ 

private.log 

Pagelog.cgi 

Table 5-3 Transformed Request of http://target/cgi-
bin/pagelog.cgi?display=../../../../tmp/private 

      For unrecognized input, we use approximate pattern matching to guess all the 

possible combinations of operation, object-name, path-name and software component. 

For an example, the request of http://target/examples/jsp/numguess.js%70 can generate 6 

lists of operations as in Table 5-4.  

List 1 2 3 4 5 6 

Item ID 

Operation 

Path 

Object 

Component  

1 

exec, 

/examples/jsp/ 

numguess.js%70 

webmain 

1 

exec, 

/examples/jsp/ 

numguess.jsp 

webmain 

1 

read, 

/examples/jsp/ 

numguess.js%70 

webmain 

1 

read, 

/examples/jsp/ 

numguess.jsp 

webmain 

1 

write, 

/examples/jsp/ 

numguess.js%70 

webmain 

 

1 

write, 

/examples/jsp/ 

numguess.jsp 

webmain 

 

Table 5-4 Transformed Request of http://target/examples/jsp/numguess.js%70 

5.3.2 Requirement checker 

    The requirement checker collect conditions by checking if each object exists in the 

web server and if the attributes of an object allow the operation to the objects. It predicts 

status code of the response according to the conditions. If the status code of the returning 
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response does not match the expected one in the requirement checker, there must be some 

condition errors. For an example, if an attacker uploads a malicious executable file into 

the web server and this pre-attack action is hidden from the intrusion detection module 

(as case 3, section 3.2.3). When the attacker sends a request to invoke the malicious code, 

the requirement checker will suppose that the executable file does not exist and the web 

server should generate a deny response with the corresponding status code in the 

header[31], otherwise there must be some condition errors.  

5.3.3 Coding Checker 

     The coding checker is used to detect if the signature of the response’s data matches the 

expected signature of a file. In the Acceptance Monitor, a small database is maintained to 

store information of critical files of the web server. Information for each file includes file 

length, last modified date, signature of the file content, and algorithm for the signature 

computation. If a client is asking for a file, the coding checker will look through the 

database and find out the corresponding signature of the file. When the response 

containing the file passes through the Acceptance Monitor, the coding checker computes 

the signature of the file in the response and compares it with the one stored in the 

database. The functionality of coding checker is aimed at detecting some confidentiality 

and integrity compromises in the web servers, such as the case 1 in section 3.2.1. In this 

case, if a signature of a critical source code matches the signature of response’s content, 

we can see that the web server is disclosing the critical data. If a server is posting 

authorized files and the signature of the file does not match the signature in the 

response’s contents, there might be some integrity problem.  
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5.3.4 Timing checker 

    Timing checker is used to detect if some software components of web server respond 

within the expected time. The time parameters stored in the request include:  

• Mandatory response time for time-sensitive services 

• Degradation time for non-constrained services.  

• Maximum time for non-constrained services. 

    For the time-sensitive service, the timing checker will raise a timeout signal if the 

response time does not meet the mandatory value. 

   For non-time-sensitive services, the timing checker will raise a time degradation signal 

if the response time exceeds the degradation time. If the response time exceeds the 

maximum time, a timeout signal will be raised indicating possible crashes. One or few 

degradation signals do not mean the service has DoS compromises. If the degradation 

signal is raised abnormally very often, there might be DoS compromises. In the 

acceptance monitor, we set a sliding timing window to collect how many requests are 

send within this timing window and how many responses to those requests have time 

degradation (i.e. how many degradation signals are raised). If the ratio of the degradation 

signal number over request number is above a threshold, we then can confirm that the 

web server has DoS compromises. 

5.3.5 Access checker 

    The access checker is used to check if each object is within the authorized directory to 

the client, so that it can find compromises caused by access validation errors and input 

validation errors. The access checker will first check if the object in each item violates 
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the security policy. Then it compares the real response with the expected one. If the 

response status code is beyond the expected range, the checker will raise an exception. A 

typical example for this kind of error is case 2 (section 3.2.2).  

5.3.6 Validation checker 

    The validation checker is used to check if the web server is generating a normal 

response. In this case a reasonable format of the header and the entity body of the 

response are known. If the field of values in the header does not in the reasonable range, 

it indicates the web server has not given a normal response. For an example, if the time 

indicated in the header is greater than the current time, the system may not be in the 

healthy state. Another example is if the validation checker finds that the entity body is a 

text file, while the request is asking for a valid image file. It is probable that the system 

cannot handle the request correctly and might disclose some source code. 

5.4 Proactive Probing Engine 

    The Proactive Probing Engine for a web server consists of two main modules: Integrity 

probing generator and Heartbeat probing generator. 

    Two main functions are associated with the Integrity probing generator: (1) It sends 

requests to get a list of critical files periodically and uses the coding checker to detect if 

there are any integrity problem among those files. (2) It receives the signal from the 

detection manager and sends a request to get a specific file required by the detection 

manager. 
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    The Heartbeat probing generator generates requests of different levels to the web 

server to diagnose if its components are still working in a healthy state. Detection 

manager invokes it after the timing checker sends out the error signal. 

5.5 Case Studies and Experiment 

     To verify how the Acceptance Monitor works on the web server, we apply it to the 

vulnerability cases as described in Chapter 3. 

5.5.1 Case 1: Multiple vendor URL JSP Request Source code Disclosure 

(bugtraq 2527) 

    As we mentioned above, the error in this case is the input validation error. If we send a 

request: http://target/examples/jsp/numguess.js%70, we will get the source code of 

numguess.jsp. We assume that this is a new kind of attack and that the vulnerability is 

unknown so the request escaped from the intrusion detection modules. When it is passed 

into the Acceptance Testing Module, it is transformed the same as table 5-4. 

   The Acceptance Testing Module tests the response and tries to match the expected 

results for each list of input. The expected results on each checking unit for each list is 

shown in table 5-5(here we assume unknown attack but known possible compromises): 
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 List  1 2 3 4 5 6 
Requireme
nt checker 

Object not found. 
The expected 
status code: 404 

Conditions 
satisfied. 
The expected 
status code: 
2**|3** 

Object not found. 
The expected 
status code: 404 

Conditions 
satisfied. 
The expected 
status code: 200 

Object not found.  
The expected 
status code : 404 

Condition 
satisfied. 
The expected 
status code: 2** 

Timing 
checker 

Time set  Time set  Time set  Time set  Time set  Time set  

Coding 
checker 

-- -- Signature not 
found 

Signature set -- -- 

Access 
checker 

Allowed. 
The expected 
status code: 
2**|3** 

Allowed. 
The expected 
status code: 
2**|3** 

No restriction. 
The expected 
status code: any 

Not allowed. 
The expected 
status code: 401 

No restriction. 
The expected 
status code: any 

Not allowed. 
The expected 
status code: 401 

 
 
 
 
 
Item 
1 

Validation 
checker 

No specific 
requirement for 
format  

Must be a html 
file 

No specific 
requirement for 
the format  

Must be a plain 
text file 

No content No content 

Table 5-5 Expected Results of JSP Response Testing 

    As a result, the response to the request from the web server contains two HTTP 

packets, The first packet is: 

HTTP/1.1 200 OK\r\n 

Date: Tue, 17 Apr 2001 01:19:24 GMT\r\n 

Server: Apache/1.3.9 (Unix) PHP/3.0.12 mod-perl/1.20\r\n 

Connecton: close\r\n 

Content-type: text/html\r\n 
\r\n 
 
The second packet contains 730 bytes of the numguess.jsp source code.  

   From the response, we can see that the status code of the response is 200 and the 

content type is text/html. 

   The testing results are shown as Table 5-6. 

 List  1 2 3 4 5 6 
Requirement 
checker 

Status code 
does not match 

Status code 
match 

Status code 
does  not match 

Status code match Status code 
does not 
match 

Status code 
match 

Coding 
checker 

-- -- -- 
 

Signature match -- -- 

Timing 
checker 

No error No error No error No error No error No error 

Access 
checker 

Status code 
match 

Status code 
match 

Status code 
match 

Status code does not 
match 

Status code 
match 

Status code 
does not 
match 

 
 
 
 
 
Item 1 

Validation 
checker 

No format error Format error No format error No format error No format 
error 

No format 
error 

    Table 5-6 Testing Results of the JSP Response  
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    The actual response does not match any expected result. Since the signature of 

response’s data matches the expected signature of list 4, it means that the response is 

transmitting the numguess.jsp file to the external client. From the testing result of list 4 

we also can see that the access checker detected an access validation error, which gives 

us a hint of the confidentiality compromise. 

5.5.2 Case 2: Pagelog.cgi file disclosure/creation (bugtraq 1864) 

   The vulnerability of this case is caused by access validation error, where the 

pagelog.cgi fails to check the “../” string in the URL of the request. If the request is: 

http://target/cgi_bin/pagelog.cgi?display=../../../../tmp/private 

Then the transformed request becomes: 

List number  1 

Item ID 

Operation  

Object 

Path 

Component 

1 

exec 

pagelog.cgi 

/cgi-bin 

webmain 

Item ID 

Operation 

Object 

Path 

Component  

2 

read 

pagelog.cgi 

../../../../tmp/private 

pagelog.cgi 

    Table 5-7 Transformed Request of pagelog.cgi Attack 

When the input is sent to checking units of the Acceptance Testing Module, the expected 

result will be created as in Table 5-8: 
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 List   1 

Requirement checker Conditions satisfied.  

The expected status code: 2**|3** 

Coding checker -- 

Timing checker Timing set  

Access checker Allowed. 

The expected status code: 2**|3** 

 

 

Item 1 

Validation checker -- 

Requirement checker Conditions satisfied.  

The expected status code: 200|304 

Coding checker Signature set 

Timing checker Timing set  

Access checker Object of item 2 violates access policy. 

The expected status code: 401|400|403 

 

 

Item 2 

Validation checker Content  type: plain/html 

Table 5-8 Expected Results of pagelog.cgi Testing 

    The response contains two packets, the first packet is: 

HTTP/1.1 200 OK\r\n 

Date: Wed, 02 May 2001 10:22:13 GMT\r\n 

Server: Apache/1.3.9 (Unix) PHP/3.0.12 mod-perl/1.20\r\n 

Connecton: close\r\n 

Content-type: text/html\r\n 
\r\n 
 
    The second packet contains the private.log file. We can see from the response that the 

status code is the 200. The testing result is: 

 List  1 

Requirement checker Status code match. 

Coding checker --. 

Timing checker No error. 

Access checker Status code match.  

 

 

Item 1 

Validation checker -- 

Requirement checker Status code match. 

Coding checker Signature match 

Timing checker No error. 

Access checker Status code does not match. 

 

 

Item 2 

Validation checker No format error. 

    Table 5-9  Testing Results of pagelog.cgi Response 

 



 54

 
    From this result we can see that the result matches most of the checking units’ 

expected values except the access checking for item 2, which gives a hint of access 

validation error and the compromised components may be the pagelog.cgi. 

5.5.3 Case 3 Unity eWave ServletExec File Upload Vulnerability 

(bugtraq  1876) 

    In this case the exploiting action uses the access validation error to upload files to the 

directory where ServletExec resides. We can think of uploading a jsp file as the pre-

attack action and the pre-attack action has escaped the intrusion detection module. The 

exploiting action is the invoking of the malicious JSP file named myfile.jsp and the 

request of getting the jsp file is http://target/path/myfile.jsp, The request is transformed as 

table 5-10: 

List number 1 

Item ID 

Operation 

Object 

Path 

Component 

1 

exec 

myfile.jsp 

path 

ServletExec 

Table 5-10 Transformed Request of ServeletExec Attack 
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Each checking unit has the following expected value of the response: 

 List number 1 

Requirement checker Object does not found.  

The expected status code: 404 

Coding checker -- 

Timing checker Time set  

Access checker Access violation. 

The expected  status code range: 4** 

 

 

 

Item 1 

Validation checker -- 

Table 5-11 Exepcted Results of ServletExec Response Testing 

    The header of the  response comes as: 

  HTTP /1.1 200 OK \r\n 

  Date: Wed, 18 Apr 2001 09:45:12 GMR\r\n 

    From the header of the response, we get the testing result as: 

 List 1 

Requirement checker Status code does not match 

Coding checker -- 

Timing checker No error 

Access checker Status code does not match 

 

 

Item 1 

Validation checker No format error 

Table 5-12 Testing Results of ServletExec Response 

    This result gives us an indication that the attacker is executing a code that should not 

exist and also without access authorization. 

5.5.4 Experiment: DoS fault injection and effect investigation 

   To analyze the effect of a DoS attack, such as the case 4 in section 3.2.4, we performed 

the DoS attack simulation. In the simulation we used the open source code of mini_httpd 

[47], injected a vulnerability that will consume CPU time after exploiting actions, and ran 

it as a server in troy.mcnc.org. We collect response times for each 30 request-response 

pairs and compute the average response times. The exploiting request to the web server 

is: http://troy.mcnc.org/non-exist.html and the request is transformed as in Table 5-13: 
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List number 1 

Item ID 

Operation 

Object 

Path 

Component 

1 

read 

non-exist.html 

/ 

webmain 

Table 5-13 Transformed Request of DoS Attack 

    Before we send any exploiting requests, we send normal requests to get an existing 

HTML file in the web root of troy.mcnc.org and to run an existing CGI script. We 

compute the average response times for every 5 request-response pairs. In the server side, 

the number of connections is varied from 1-15 and there are no processes running other 

than the web service processes. The pattern of the average response time is shown as 

Figure 5-3. We can see that the response times oscillate from 700 – 2000 microseconds. 

   We simulate attacks by sending 900 requests in a very short interval. There are one 

exploiting request and twenty-nine normal requests in every 30 sequential requests. We 

calculated the average response time for each 30 requests, and the pattern of the average 

response time is shown in Figure 5-4. 

 

 

 

 

 

 

 

Figure 5-3 Average Response Times for Normal Request 

  In the experiment result (shown in Figure 5-4), the minimum response time is 1597.273 
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requests, the average response time climbs above 1.0e+9 microseconds and never goes 

below that value no matter how many connections we send to the server. 

 

 

 

 

 

 

 

Figure 5-4 Average Response Times When System is under DoS Attack 

    If we set the degradation time to 1.0E+9 microseconds and the maximum time to 

2.5E+09, the expected result for every checking unit should be: 

 List number 1 

Requirement checker Object does not exist. 

 The expected status code should be 404 

Coding checker (no signature found)  

Timing checker Degradation time: 1.0E+9microsec 

Maximum execution time: 2.5E+0.9microsec 

Access checker Allowed.  

The expected status code should be : 2** | 3** 

 

 

 

Item 1 

Validation checker No special request for the format  

 
Table 5-14 Expected Results for Normal System without Time Degradation 

After we send the 13th exploiting request, the testing result is: 
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 List  1 

Requirement checker Pending 

Coding checker Pending 

Timing checker Time Degradation 

Access checker Pending 

 

 

  Item 1 

Validation checker Pending 

 Table 5-15  Testing Results of Time Degradation 

After we sent 26 exploiting requests, the testing results is: 

 List  1 

Requirement checker Pending 

Coding checker Pending 

Timing checker Time out  

Access checker Pending 

 

 

  Item 1 

Validation checker Pending 

Table 5-16 Testing Results of DoS Compromise 

5.6 Coverage 

    After the case study and the DoS experiments, we evaluated the coverage of 

compromise detection as shown in Table 5-17. All the DoS compromises can be detected 

through the timing check measure. Integrity compromises can be detected by coding 

check. In addition, the reasonable and requirement checks can handle the integrity 

problem caused by web server’s input validation error, access validation error and failure 

to handle the exceptional conditions. Confidentiality compromises can be detected 

through the reasonableness check and requirement check. The requirement and 

reasonableness checks also can detect command execution compromises caused by 

access validation and the failure to handle exceptional condition. These test measures, 

however, cannot detect some category of errors under some specific conditions, such as 
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the confidentiality and command execution compromises caused by a boundary condition 

error.  

  

DoS 

 

Integrity 

 

Confidentiality 

Command 

Execution 

Input validation error T, R, A, V C,R,A,V C,A,V  

Boundary Condition error T  C   

Access Validation error T  C   

Failure to handle exceptional conditions T,R,A,V C,R,A,V R,A,V R,A,V 

Configuration error T  C,R,A,V R,A,V R,A,V 

Design error T  C R,A,V  

Unknown T  C   

 
Table 5-17 Coverage of acceptance testing. ( C: Coding checker; T: Timing 
checker; R: Requirement checker; A: Access checker; V: Validation checker) 
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Chapter 6 Conclusions & Future Work 

    In this thesis, a state transition model is developed to characterize the dynamic 

behavior of intrusion tolerance systems. This model provides a framework from which 

we can define the vulnerabilities and threat-sets to be addressed by the SITAR 

architecture. We also discuss how the model helps us to describe the impacts of both 

known security exploits and unknown attacks. By mapping the known vulnerabilities to 

the state transition model, we identify a reasonably complete fault space that should be 

considered in a general intrusion tolerant system. 

    Another important part in this thesis is the design of the acceptance monitors in the 

intrusion tolerant system for compromise detection. A generic Acceptance Monitor 

architecture is designed and the possible acceptance test measures are discussed. From 

the discussion, it can be drawn that the design is highly application-dependent. Fine-

tuning in our system helped to achieve high efficiency. To apply the Acceptance Monitor 

methodology for detecting the compromises of the web-based COTS servers, we 

performed a detailed and comprehensive investigation of bugtraq-advised vulnerabilities. 

We found out that although the exploitations of the errors can take quite different forms, 

the kinds of the compromise impacts are limited. So we classified those compromises 

according to their impacts and specified the acceptance test measures based on the 

classification results. Through case studies and experiments, we show how the 

Acceptance Monitor can effectively detects the compromises and we also evaluated the 

coverage of compromise detection. 
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    As parts of on-going research in SITAR project, the effectiveness of monitoring and 

testing the COTS server state will directly affect the performance of the intrusion 

tolerance system. Further development of SITAR will involve the dynamic 

reconfiguration strategies, which are based on the intrusion tolerance model and results 

from Acceptance Monitors. Although acceptance testing is the traditional fault tolerance 

methodology for detecting accidental and planted faults, we enrich its testing measures 

and make it an efficient method in detecting the COTS server’s impacts caused by not 

only the residual faults, but also the malicious exploitations.  

    Besides the above work, the architecture of Proxy Servers and Ballot Monitors are also 

being developed in SITAR project.  

    The Future work includes: 

• Defining the interfaces and communications between the Acceptance Monitor and 

other modules in SITAR architecture. The Acceptance Monitor coordinates with 

Proxy Servers and the Ballot Monitors via the global state. Shared space could be 

an appropriate mechanism for sharing global state and other control information. 

Shared space could be an appropriate mechanism for sharing global state and 

other control information. Acceptance Monitors themselves also need to 

collaborate because if some of the Acceptance Monitors are compromised, other 

Acceptance Monitors will take over the task from the compromised ones.  

• Improving the coverage of compromise detection. Acceptance Monitor cannot 

cover some of the compromises because of the vulnerability type. We still need to 

do further studies to cover more types of compromises. 
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• Exploring dynamic configuration strategies for different level of tolerance needs 

and justifying cost/performance tradeoffs. 
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