
    ABSTRACT 

KROTHAPALLI, CHANDRIKA. Developing Predictor Surfaces for Vowels and Voiced 

Fricatives for Lip Synchronization. (Under the direction of David F. McAllister, Robert 

D. Rodman and Donald Bitzer.) 

This paper describes a method to construct predictor surfaces for mouth 

parameters, using Delaunay triangulation. The first and second moments of the input 

speech signal are mapped to the shape of the mouth. Predictor surfaces are built for four 

external shape parameters of the mouth. The surfaces include shapes for vowels and some 

voiced fricatives. Described also is a method for developing real time animation 

synchronized with sound for vowel and voiced fricative utterances with or without 

silence and sequences of utterances. The content or kind of speech is not known in 

advance. Spectral analysis is used to classify the type of sound. Training sounds are used 

to generate predictor surfaces. Voiced samples containing single sound without any 

mouth movement during utterance are used to train the system. All the extreme mouth 

positions and frequently occurring mouth shapes are taken into consideration during 

training. Relative values of the mouth parameters are set for these sounds; interpolatory 

surfaces are built using this known data and are used to predict the parameter values for 

future recordings. Hermite cubic polynomials are used to generate the shapes necessary 

to depict a human mouth and the jaw. Voice of three speakers is recorded and a 

comparison of the surfaces of these speakers is made. A speaker-dependent lip 

synchronization system that develops animation for vowel and voiced fricative utterances 

is developed. 
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CHAPTER 1: INTRODUCTION 

1.1 A definition of Lip Synchronization 

Speech as a medium of human communication conveys information between a 

speaker and a listener on several layers [Lave, 90]. The linguistic layer carries the 

semantic information encoded in the language (its grammar and phonological units) and 

its phonetic representation. It covers what one intends to say, i.e. the “text” of an 

utterance. The paralinguistic layer of communication is non-linguistic and non-verbal but 

tells the interlocutor about the speaker’s current affective attitudinal or emotional state. It 

also includes the speaker’s regional dialect and characteristic sociolect. This layer [Lave, 

94] also conducts control of the active participation of time sharing in the conversation. 

The third layer, the extra-linguistic layer in speech, identifies the speaker, his/her sex, 

age, voice, the range of pitch and loudness as well as his/her habitual factors. In other 

words, it encompasses all physical and physiological (including all organic features 

involved in speech production) characteristics of a certain speaker. This work is one such 

attempt to capture useful information from human voice so that the shape of the mouth 

producing the speech can be predicted.   

Speech processing consists of three distinct categories or areas of application viz., 

speech synthesis: converting machine readable text into human audible speech; speaker 

identification: identifying the speaker from among the group of known speakers whose 

voice samples are prerecorded and processed; speech recognition: identifying the words 

or language from human voice and converting it into other languages [Xu, 99]. 
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Indication of a person’s gender, age, mood, emotional state and attitude may be 

revealed in speech. Evidence of the person’s nationality, region of upbringing, social 

standing, and educational level may be found in that person’s speech [McAl, 97]. An 

accurate portrayal of how the lips, tongue, mouth and jaw of the speaker appear to move 

during the utterance of speech can be deduced from the speech signal. This can be 

achieved without the necessity of speech recognition or the help of any text or previous 

knowledge of the content of speech. The field of study that derives such information from 

speech is called Lip Synchronization. Lip synchronization is the process of producing 

high-quality animation of a face in the act of uttering whatever speech produced the 

speech signal under analysis. It is also a part of an area of research called “facial 

animation”.  

1.2 Text-driven Vs Text-free Lip Synchronization 

Lip-synching can be done either with the help of the content or text of speech or 

without the use or knowledge of any text. Such text-driven lip-sync systems identify the 

phonemes in the speech. The text provides information about the content of the speech 

and this information is used to parse the speech into a sequence of phonemes. A look-up 

table of matching visemes for all the phonemes in the language is maintained. They then 

use this information and develop animation with the help of phonemes and visemes. A 

phoneme (Greek: phonema = sound) is any small set of units, usually about 20 to 60 in 

number, and different for each language, considered to be the basic unit of vocal sound. 

They are arrived at in a given language by determining which differences in sound 

indicate a different meaning [Trua, 99]. A viseme is a visual phoneme; it is the visual 

representation of a phoneme. After the text of speech is recognized, it is broken into a set 
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of known phonemes for which there is a database of visemes. These visemes are put 

together and played sequentially with sound to bring the effect of animating the speech 

production process. On the other hand, a text-less lip sync system does not attempt to find 

the content of speech beforehand. It uses the properties of the recorded sound to identify 

the mouth position during the speech production.  

Lip sync seems at first to be very much like speech recognition, but there are 

several important differences. Speech recognition demands distinctions unnecessary for 

lip sync. For example, the mouth shape for sounds /b/, /m/ and /p/ all look the same and 

need not be distinguished by lip sync. At the same time, lip sync requires timing and 

other information not needed by speech recognition. For example, /he/ and /hoe/ sounds 

in the words ‘hit’ and ‘heat’ respectively have similar vowel sounds but the duration of 

the vowel is to be considered while generating animations for these words. Speech 

recognition must take into account the accent, language, etc., but these things are of no 

concern for lip sync. Our research exploits these differences to get beyond some of the 

current problems of speech recognition [McAl, 98]. 

1.3 Methods to achieve lip synchronization 

The problem of mapping from audio feature space to the visual feature space can 

be handled at different levels, according to the approach to speech analysis being used 

[Huan, 98]. At the first level, word level, one can explore the context cues in the speech 

signals. This technique makes use of a speech recognizer to segment the speech into 

words. For each word, Hidden Markov Model (HMM) is used to present the acoustic 

state transition in the word. This method is obviously language dependent. The system 

can identify words in the speech only when it knows which language is being spoken. 
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Moreover, building an efficient speech recognizer is a non-trivial problem and is still a 

topic of research. At the second level, phoneme level, a mapping could be found for each 

phoneme in the speech signal. The first step may be to segment the speech phonetically. 

The next step would be to use a lookup table of visemes to find out the sequence of visual 

features. Since the lookup table is predefined, this method is limited to a particular 

language and perhaps to a limited set of words or sounds. At the third level, frame level, a 

universal mapping can be derived to map one frame of audio to one frame of visual 

parameters. This can be achieved using methods like Vector Quantization, Neural 

Networks, a Gaussian Mixture Model (GMM) or spectral and shape analysis that used in 

this research. Analyzing the behavior of the Discrete Fourier Transform (DFT) of the 

speaker’s voice gives the ability to predict the shape of the mouth of a speaker.  

Research is being conducted at the Advanced Multimedia Processing Laboratory 

at Carnegie Mellon University on Audio-Visual Interaction and Collaborative 

Environment. The main applications of the lip synchronization system being developed 

are video conferencing, movie dubbing and cartoon animation [Rao, 97]. A video camera 

is used to track the face and lip movements of a user for lip reading. This information is 

used to enhance the performance of a speech recognition system. Then a Hidden Markov 

Model is used to model the audio-visual bi-modal signal jointly [Huan, 98]. The Lips Inc. 

company in Cary, North Carolina, is doing research in the area of lip synchronization and 

develops software that can be used to generate animated characters for web-based 

applications, cartoons, etc. Lips Inc.’s software is claimed to be based on the existing 

speech tools and processing algorithms. They use the concept of phonemes, for which the 

face picture is already developed using some graphics techniques. Morphing techniques 
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are used for a smooth transition of the picture or for animation between adjacent 

phonemes. 

Lip-sync can be used either to generate real time animation for speech or to create 

a range of talking personable characters, whose dialogues are predictable. Keith Waters 

and Tom Levergood of Digital Equipment Corporation, Cambridge Research Lab 

developed an algorithm for automatic lip synchronization for synthetic faces [Wate, 94]. 

They used plain ASCII text input for their system.  Their algorithm describes an approach 

to automatically synchronize computer-generated faces with synthetic speech. This 

system uses an algorithm that automates the process of synchronizing lip motion to a 

formant-based speech synthesizer. Formant is a significant peak in the spectral envelope 

of the frequency spectrum characterizing speech. In general it varies as a function of 

frequency against time. The lowest three formants are considered adequate for good 

intelligibility. Calculation of formants is a very difficult and time-consuming process. 

Since it is a local phenomenon, developing a system that relies on this property of sound 

spectrum is error prone. 

Center for Communication Interface Research at University of Edinburgh has a 

group working on lip sync. One emergent technology gaining popularity involves the use 

of virtual personae: computer-generated anthropomorphic representations utilizing lip 

synchronized, synthesized speech. The animation system is designed based on a time-

dependent linear interpolated frame approach that is similar in function to the VRML 2.0 

animation extension. The approach is to build the modeled head through the use of many 

sub-objects based on the underlying anatomical structure of a human head. The main 

drawback of this method is that in order to model slight changes in the face a large 
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number of anatomical controls must be modeled. Also a very complex skinning algorithm 

would have to be implemented [Park, 96]. The animated lip sync with a text-to-speech 

system output is achieved through the use of viseme mappings correlated to the output 

speech waveform. A database of the commonly used English phonemes and their 

corresponding visemes is maintained. Sub phoneme duration events are disregarded and a 

purely linear interpolation between the viseme mouth states is calculated. Researchers 

from UFMG School of Engineering, Belo Horizonte-MG, Brazil [Kura, 98] are working 

on a method for animating talking faces that approach both cosmetic and communicative 

realism. The animations are driven directly from a small set of time-varying positions 

measured on the face using principles of kinematics. 

1.4 An overview of our method to achieve lip synchronization 

Research conducted at the Multimedia Laboratory in North Carolina State 

University is based on the observation that the basic shape of the transform for a given 

sound from a given speaker is relatively static and independent of pitch, and can reliably 

be correlated with the mouth shape of that sound. Hence, rather than approaching the 

problem in time domain (which involves calculating the formants of sound), the behavior 

of the sound is analyzed in the frequency domain using simple shape analysis. The DFT 

is converted to a discrete probability density function by normalization and standard 

statistical shape measures called moments are used [McAl, 97]. Our computational 

processes are essentially smoothing methods such as computing moments and taking 

moving averages. By eliminating noise and reducing the effect of transients, sufficient 

accuracy to be able to exploit continuity in mouth movement to predict the mouth 
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position for voiceless utterances is expected. Our discussion here will be centered on 

vowels and voiced fricatives like /z/ and /zh/.  

Though the exact shape of the mouth is different for each person, a generic system that 

would generate animation independent of speaker and accurate enough to allow lip 

reading can be built. Implementation of a highly sophisticated animation requires 

considerable computation power in order to maintain the impression of a virtual talking 

face. Also, the need to guarantee a particular frame rate of video in order to maintain the 

synchronization of the lips with the speech demands considerable hardware resources. 

Hence, animation with 2-dimensional graphics is chosen. 

Applications like video telephony and video conferencing require expensive 

infrastructure due to their high bandwidth requirement. Simpler communication systems 

like the existing telephone lines do not serve the above purpose. The primary advantage 

of using lip sync lies in the fact that it obviates the necessity to send any video data 

(parameters). This provides a lip reading animation system based only on human voice. A 

facet of human communication that is not addressed by this system is speaker 

identification.  

1.5 Locating the Glottal Pulse (GP) 

Speech signals produced at the glottal level are linearly filtered through the vocal 

tract. The vocal cords vibrate to produce sound, which then travels through the vocal 

and/or nasal tract and is shaped by the tongue, jaw, lips and teeth. The resulting sound is 

then emitted to the surrounding air through lips. The opening and closing of the vocal 

cords result in periodic pulses in the signal called glottal pulses (GPs) [Fu, 99]. Speech 

signals are either voiced or unvoiced. Voiceless sounds are produced with an open glottis, 
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vocal cords separated and airflow uninterrupted. These sounds use less energy. Voiced 

sounds are produced with closed glottis, vocal cords pressed together and airflow forced 

through them so that they vibrate. These sounds need more energy. Voiced sounds 

consist of vowels, nasals, voiced fricatives and voiced stops. Voiceless sounds include 

voiceless fricatives and stops. Several different mouth shapes can make what appears to 

be the same sound, but there are differences in the spectrum produced by each of these 

utterances. The different mouth positions can be identified using the Fourier transform 

[Lade, 93].     

The length of the glottal pulse is determined (i.e. the fundamental frequency of 

segments of input signal at successive intervals is calculated by optimizing a linear 

combination of the first four odd harmonics of a sequence of DFTs derived from the 

input signal) [McAl, 98b]. Figure 1.5.1 shows a plot of number of samples in each glottal 

pulse. The number of samples in a glottal pulse is a measure of the period of the 

fundamental frequency or pitch and is a function of the sampling rate. The two are 

inversely related: Higher values imply lower pitch and vice versa.  

 

 

The central idea is based on the fact that the sum of amplitudes of odd harmonics 

of a periodic function with period P is zero when the function is expanded in a Fourier 

FIGURE 1.5.1: Glottal pulse plot for the utterance ‘owie’. 
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series whose coefficients are determined by integrating over 2P [Rodm, 99]. Locating the 

glottal pulse is a method to avoid aliasing and incorrect estimation of frequencies caused 

by the incorrect estimation of the period in a quasi-periodic signal. If one chooses to take 

the same number of samples to compute the FFT always, the results would not be pitch 

independent. The number of samples in each GP is calculated and the FFT is computed 

accordingly. A GP tracker code is used for this purpose. Our method depends on the 

global behavior of the GP. It works well because it does not depend on the local behavior 

of the input signal or its Fourier transform.  

Once the periods of the glottal pulses of the voiced signal are detected, the 

spectral moments for each GP are calculated. The code used to calculate the spectral 

moments is included. The first central moment is the mean of the spectrum and the 

second central moment is the variance. After determining the first and second spectral 

moments of the glottal pulses of the input signal, the points composed of mean of each 

GP as the abscissa and the variance as ordinate are plotted. This plane is referred to as the 

moment space and the track being plotted is the sound track of the input. In the moment 

space, different regions map to different shapes of the mouth. For example the range 0.9 

<= y <= 1.3 maps to a low jaw position like in the sound /aa/ and /ae/. The region 1.4 <= 

y<= 1.6 maps to a high jaw like in /ee/. The sounds that fall in the region with 1.2 <= x 

<= 1.5 have a rounded lip shape like in /oo/ and those with higher x values have the lips 

spread out like in /ee/, /ae/ or /ey/ etc. The track obtained depicts the movement of the 

mouth shape when the utterance is made.  

Figure 1.5.2 shows one such sound track, composed of the first and second central 

moment values for the sound ‘owie’. By eliminating noise and reducing the effect of 
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transients, sufficient accuracy to be able to exploit continuity in mouth movement to 

predict mouth position for voiced and unvoiced utterances is expected  [McAl, 97]. The 

discussion here will be centered on voiced utterances. 

 

 

Figure 1.5.3 shows the tracks of three different speakers saying the same word 

‘eya’. From the general shape of the tracks one can deduce that the jaw is moving from a 

high position to a low position. But more precise information about the mouth position 

can be obtained only by studying the properties of the track. Though the three tracks in 

the figure move from the /ee/ region to the /aa/ region, they follow different paths. This is 

FIGURE 1.5.2: Sound track for the word ‘owie’. 

FIGURE 1.5.3: A comparison of the sound tracks of three speakers for the utterance ‘eya’. 



  11

due to differences in the mouth shape, size and voice of the three speakers. Due to these 

differences among individuals it is necessary to derive a separate voice to mouth position 

mapping for each speaker.  

To calculate mouth positions associated with a sound track, bivariate surfaces 

over the moment plane called predictor surfaces are constructed. Mouth movement is 

partitioned into several parameters that characterize most of the lip and jaw movement in 

speech. These parameters are described in a later chapter. Each parameter will have a 

predictor surface associated with it. Since tracks are speaker dependent, predictor 

surfaces are also speaker dependent and to construct them currently requires that a 

speaker provide training sounds that help to define the surfaces. These training sounds 

are discussed in the later chapters. 

 

 

9 
FIGURE 1.5.4.1: Bounding rectangles for the vowel sounds of speaker 1. 
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Figures 1.5.4.1, 1.5.4.2 and 1.5.4.3 show the bounding rectangles of the vowel 

sounds for the three speakers. Each colored rectangle represents a vowel sound, viz. red 

for /aa/, brown for /o/, blue for /oo/, pink for /ey/, purple for /ae/ and green for /ee/ 

respectively. Several vowel utterances are collected from each speaker and their 

boundary values are averaged to obtain the final bounding rectangles. The differences in 

the relative positions of these rectangles and the distances between them show the need to 

generate predictor surfaces for each speaker. It is interesting to see that regions of sounds 

that have nearly the same mouth shape overlap. For example the regions of the sounds 

/oo/ and /o/ are hardly distinguishable. But this does not pose too big a problem to our 

research because the mouth shapes of such sounds are sufficiently similar and look the 

FIGURE 1.5.4.2: Bounding rectangles for vowel sounds of speaker 2. 
 

FIGURE 1.5.4.3: Bounding rectangles for vowel sounds of speaker 3. 
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same during rapid speech utterances. The areas outside these rectangles can be said to 

belong to those shapes of the mouth that result during the transition of mouth from one 

vowel position to the other. Each of these sounds has a well-defined region in the 

moment space. But, this region might vary from speaker to speaker. Different utterances 

of the same sound by a single speaker might not result in the same sound track. This 

phenomenon is called intra-speaker variation. To reduce this intra-speaker variation, the 

bounding rectangles for the track in each instance are determined and their areas are 

averaged to get the boundary of the sound in the moment space. Hence, one needs to 

construct surfaces that will be used to predict mouth position for sounds that are not in 

the training set using the continuity of mouth movement. These surfaces will be bivariate 

functions of x and y, where x and y are the first and second moment values of the sound 

spectrum and can be used to calculate the parameters that determine the shape of the 

mouth. The surfaces are constructed using training sounds for a given individual using a 

triangulation technique.  

In the following chapter the various parameters used to define the mouth shape 

are discussed. In chapter 2, the surface fitting techniques like interpolation and 

approximation are explained. In chapter 3, an outline of the triangulation method and an 

algorithm to construct surfaces that are used to predict the mouth shapes is given. Chapter 

4 discusses the animation method used for our research. Chapter 5 is a description of the 

algorithm used to process sequences of voiced utterances.  
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CHAPTER 2 

2.1 Surfaces for arbitrarily spaced data 

Speech contains two different kinds of sound—periodic sound produced with 

vibration in the vocal cords, and aperiodic sound, produced with the vocal cords apart 

and at rest. Vowel sounds are generally produced from the vibration of the vocal cords. 

The vibration causes a series of pulses in the sound. There are also voiceless or whispered 

vowels. The shape and configuration of the vocal cords is a major factor that effects the 

type of sound produced. Consonants may be voiced or unvoiced. Voiced consonants 

show periodicity, but the filtering effect of the vocal tract results in much higher 

frequencies than vowels. Unvoiced consonants are aperiodic sounds produced at any 

point in the vocal tract where constriction is possible [Trams, 98]. 

 

2.2 Mouth Parameters 

For the research, externally measurable mouth parameters like the horizontal and 

vertical openings of the lips, labeled CORNERS and FLARE respectively are used. The 

parameter JAW is a function of jaw height during articulation, and is reflected as the 

distance between the upper and lower teeth [Park, 91, Park, 94]. The shape and opening 

FIGURE 2.2.1: Parameters that define the mouth position. 
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of the oral cavity and glottis that play an important role in sound production are not 

considered. There are actually two parameters which describe the horizontal movement 

of the lips: the lip EDGES or join points, where the upper and lower lips connect; and the 

horizontal opening CORNERS, where the upper and lower lips actually touch during 

speech. Figure 2.2.1 shows the various mouth parameters used in the research to define 

the mouth shape. Predictor surfaces that determine the value of each of these four 

parameters in the moment space have been developed [McAl, 97]. The four parameters 

that are consider here are sufficient to define the mouth position for most voiced 

utterances. For example, the /aa/ sound has a low jaw position, the /oo/ sound has a high 

flare value since the lips are round and protrude, in the /ee/ sound the lips are stretched 

and thus it has a high edges value. The figures showing the mouth shapes for these 

sounds are presented in chapter 3. But there are also cases where differences in these 

parameters do not reflect differences in the mouth shapes of some sounds. For example, 

the /b/ and /m/ sounds have very similar mouth positions while the actual sounds are 

entirely different. There are certain external measurements that are not made during this 

study in the shape of the mouth. For example, some voiced fricatives exhibit an 

interesting behavior. The /z/ sound for example, has its own mouth position when uttered 

alone. However, it does not have a unique shape when uttered as a part of a word or 

between vowels. Consider the /z/ sound in the words ‘hazard’, ‘easy’ and ’ozone’. One 

can notice that the /z/ takes the shape of the vowel leading and/or the vowel following. 

Therefore, one needs to look at the leading and following vowels to determine the shape 

of the /z/ in that particular instance. This is called coarticulation effect. Sounds like /oo/ 

and /zh/ are characterized by protruding lips. But, there is a difference in the mouth shape 
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for each case. For /oo/ the actual opening of the mouth is very small and one can hardly 

see the teeth but, for the /zh/ sound both the lower and upper teeth are visible. The mouth 

parameter ‘flare’ cannot explain the difference in the mouth shape of sounds /zh/ and 

/oo/. For sounds like /v/, the lower lip is cupped under the upper teeth. The four 

parameters described above are not sufficient to define the correct shape of the mouth for 

such sounds. 

When uttering long sentences of speech or during rapid speech utterances, people 

tend to move their lips less. The mouth does not take the extreme positions characteristic 

of single sounds. The tongue also plays a major role in molding the sound. Our research 

is based on the moments of the sound and their regional properties in the moment space. 

It thus has the capacity to identify the sounds and imitate the mouth movement even in 

rapid speech utterances.  

2.3 Surface generation techniques 

The first and second moment values of the input speech signal define the location 

of the point in the moment space. The value of the mouth parameter at that point is taken 

from the elevation of the surface at that point. A surface is constructed using a data set 

comprising the first and second moments along with the respective parameter values. A 

suitable surface generation technique that generates a non-negative surface for a non- 

negative data set is necessary to construct the surfaces. Further, the generated surface 

should be continuous or in the set of continuous functions, C0.  

When speech is recorded from a person, the background noise is also recorded 

along with it. There might also be experimental error in calculating the first and second 

moments of each GP of the sound signal. The averaging technique used in computing the 
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FFT removes pitch differences and noise with small variance. However, some smoothing 

is still required. Therefore, it is necessary to choose methods that do not suffer from small 

perturbations in the data.  

The one issue that makes the problem so difficult is that the data is arbitrarily 

spaced, i.e., it does not occur on a grid. The data collected from the set of training sounds 

is not uniform in the moment space. In the past, the data has been forced to grid by using 

local approximation methods and then the problem is amenable to techniques that require 

grids such as tensor product, LaGrange interpolation, Coons patches and so forth. 

Recently other methods have been developed to generate a surface for arbitrarily spaced 

data. These methods do not require forcing the data to grid. Explained below are two 

methods used in surface fitting: interpolation and approximation. 

Given n data points in the plane pi = (xi, yi), 1 <= i <= n, and elevations hi at pi, 

one needs to find a function f (x, y) that "represents" the data. The algorithm used to do 

this is called surface fitting. There are two types of approaches for this problem: 

interpolation and approximation. In interpolation a function f that exactly fits the given 

data is determined i.e., f (xi, yi) = hi. In the case of approximation a smooth surface that 

fits the data as closely as possible is found i.e., f (xi, yi) – hi  is made as small as 

possible where the vertical bars represent a metric or distance function called a norm. 

2.3.1 Interpolation 

Polynomial Interpolation was developed in the 17th century, mainly to interpolate 

smooth data [Belw, 99]. Spatial interpolation describes a process of using points with 

known values to estimate the values at other points. Spatial interpolation is typically 

applied to a grid and estimates are made for all cells in the grid. Spatial interpolation is 
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therefore a means of converting point data to surface data.  One danger with interpolation 

is that the fitting function may tend to exhibit unwanted fluctuations, essentially 

following random errors in the data and oscillating between the data points. As our 

experimental data has noise that has a low variance, surfaces generated using 

interpolation require further smoothing. This is typically true if the fitting function is a 

polynomial defined over the entire region of interest, and becomes more severe as the 

number of data points increases. To eliminate this problem one can choose piecewise 

polynomials such as cubic splines. A cubic spline can often be used satisfactorily to 

interpolate a large number of data points over the whole of the data range. Unwanted 

fluctuations can still arise, but much less frequently and much less severely than with 

global polynomials [Renk, 99]. 

2.3.2 Thin-Plate Spline Interpolation 

Splines is a robust method of interpolation. It was developed in the early 1960’s 

to help in the computer-aided manufacture of car bodies. It is also important in computer 

graphics. It is much more robust than the polynomials and produces better results if the 

data contains sudden changes or experimental error [Belw, 99]. 

A thin-plate spline f (x, y) is a smooth function that interpolates a surface that is 

fixed at the landmark points Pi at a specific height hi. If one imagines this surface as a 

thin metal plate, then this plate will take a shape in which it is least bent, i.e. it minimizes 

the bending energy of the thin-plate spline function [Sanc, 96]. There are various 

methods to spatially interpolate sparse observational data. Of these, the method of thin-

plate smoothing spline is one of the best. This technique models spatial distribution as a 

function of observational data across a region without prior knowledge of the distribution 
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or its underlying physical causes. It attempts to achieve minimum error (optimum) 

interpolation [Wahb, 90]. Thin plate splines fit the control points with a minimum 

curvature surface. The approximation of thin-plate splines is of the form 

 Q (x, y) = ∑ aidi
2 log di + a + bx + cy 

Where x and y are the X, Y coordinates of the point to be interpolated,  

di
2  = (x – xi

2) + (y – yi
2)  

And xi  and yi are the X, Y coordinates of control point i. Thin-plate splines consist of two 

components: (a + bx + cy) represents the local trend function, which has the same form as 

a linear trend surface. hi
2log hi represents a basis function, which is designed to obtain 

minimum curvature surfaces. a1…an ∈ R are the coefficients that are to be calculated  

[Wats, 92].  

Spline interpolation models are widely used in various reconstruction and curve 

and surface fitting problems. But spline interpolation is not free from drawbacks. One 

major problem with thin-plate splines is the steep gradients in data-poor areas, often 

referred to as overshoots. If it is used on experimental data, like in the present case, the 

surface is too spiky to represent the underlying smooth surface. In such a case a 

smoothing parameter is introduced to the spline models. This parameter can effectively 

control the balance between goodness of the fit and smoothness of the curve [Chen, 97]. 

To make the spline surface smoother, one has to use only a small subset of data points as 

knots for the spline [Belw, 99]. But this has a side effect that the surface might not 

represent the underlying trend of the data accurately enough. Thin-plate spline 

interpolation method appears to overcome the amplitude under-estimation problem faced 

by the least squares method (described below). However another problem faced by this 
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method is that though our data is non-negative it does not always return non-negative 

values. Moreover, an interpolating spline is not uniquely defined for a given data set. 

2.3.3 Inverse Distance Weighting Method or Shepard’s Method 

Inverse distance weighting is a simple interpolation method. A neighborhood 

about the interpolated point is identified and a weighted average of the observation values 

within the neighborhood is taken. The weights are a decreasing function of distance. The 

user has control over the mathematical form of the weighting function and the size of the 

neighborhood, in addition to the other points. 

The simplest weighting function is inverse power: 

   w(h) = 1/hp 

with p > 0. The user specifies the value of p. The most common choice is p = 2.   

Shepard’s method is a variation on inverse power, with two different weighting 

functions using two separate neighborhoods. The default weighting function for 

Shepard’s method is an exponent of 2 in the inner neighborhood and an exponent of 4 in 

the outer neighborhood. The form of outer function is modified to preserve continuity at 

the boundary of the two neighborhoods [Shep, 68]. A disadvantage of inverse weighted 

distance functions is that the function is forced to have a maximum or minimum at the 

data points (or on a boundary of the study region) [Fish, 87]. Shepard’s method is a 

global method that is almost always localized based on the assumption that far away data 

has little effect on interpolation. In modified forms, Shepard’s method may be suitable 

for surface-fitting and image warping due to its use of ad hoc parameterization [Foge, 

98]. However in its basic form this method is an exact interpolator, i.e., it generates a 

surface that fits the data exactly and hence follows any underlying experimental error. It 



  21

works well when the data points are evenly distributed over the area. The method fails to 

give good results as the number of points in the data set increase, this is because of the 

fact that it is a global method and uses all of the available points for interpolation. The 

method sometimes produces negative values even if all input values are positive. 

2.3.4 Approximation 

Approximation is fitting data by an approximant, which is not required to pass 

through the data points but produces a smooth surface that is as close to the data set as 

possible. Since the surface is not an exact fit of the underlying data, it does not follow the 

small fluctuations caused due to experimental error or noise in the data set. Therefore, 

this method is much less liable to fluctuations than the interpolation and so can often 

provide a better approximation to the function underlying the data. The requirements of 

smoothness and closeness conflict however, and a balance has to be struck between them. 

Most often the smoothness requirement is met simply by limiting the number of 

coefficients such that the distance of the function from the data points is as small as 

possible. If the number of coefficients is too low, the approximation will be poor. On the 

other hand, if the number is too high, the fit will be too close to the data, essentially 

following any random errors and tending to have unwanted fluctuations between the data 

points, as for interpolation [Renk, 99]. 

2.3.5 Least Squares Approximation 

The least squares problem is tailored for over-determined systems of equations, 

where the number of equations is greater than the number of unknowns. In many 

applications there is a large amount of data that contains high levels of noise or 

experimental error. From this data one wants to find a smooth surface that reveals the 
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underlying trend rather than an interpolatory curve that follows each error in our 

measurements. The simplest way to find such a surface is to use least squares 

approximation [Chan, 00]. Given the data set {(x1, y1, h1), …, (xm, ym, hm)}, a bivariate 

polynomial p of degree n which gives a good fit to the data has to be found. Usually n is 

1, 2 or 3 while m is very large. 

Let p (x, y) be a polynomial of degree n in x and y. Let a = [an, an-1, …, a1, a0] be 

the vector of unknown coefficients. Define the residual vector to be the (long) vector r = 

[r1, …, rm]t, where 

   ri = p(xi, yi) – hi 

The residual sum of squares (rss) is then 

   R(a) = rtr 

The coefficients are chosen in such a way that R becomes as small as possible. 

The least squares polynomial approximation finds a polynomial by minimizing the 

residual sum of squares to fit the data as closely as possible. 

The problem with this method is that the least squares fits always produce large 

errors for some of the moment data of training sounds. Increasing the order of the fitting 

polynomial gives rise to ill conditioning. The larger the number of points in the data set, 

the more difficult it is find a smooth approximation surface in this method. Hence the 

number of points one can use is limited to as low as 11. But this number is too small to 

represent the correct trend in the value of the particular mouth parameter over the entire 

moment space.  

300-400 points are necessary to define the mouth parameters over the moment 

space.  Several methods including both interpolation and approximation techniques are 
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attempted. Unfortunately none of these methods could give us the required result in a 

simple and reliable way. It is observed that approximation techniques do not permit 

sufficient control of the surface. The problem with the interpolatory surfaces is that they 

often predict negative values for the data since they are global methods. Hence, a local 

interpolation method that produces a C0 surface is chosen. Even though the experimental 

data contains noise, it has been observed that applying simple local interpolatory 

techniques followed by filtering works well. 

Thus, a Delaunay triangulation method based on interpolation is chosen for the 

research. The next chapter explains the principles of Delaunay triangulation and how it 

can be used to generate surfaces for a given data set. 
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CHAPTER 3 

3.1 Delaunay Surfaces 

A common method for reconstruction of a geometric figure given a set of sample 

points is the use of a triangulation algorithm to connect the points. A triangulation is a 

subdivision of an area (volume) into triangles (tetrahedrons) [Kram, 95]. A triangulation 

of a point set can be further defined as the construction of a planar network from that 

point set by adding links between points so that each face is a triangle and further, so that 

the entire triangulation network covers the convex hull of a point set [Barr, 91]. There are 

several ways by which to triangulate any given set of points. One of the most common 

and useful such triangulation is the Delaunay triangulation, named for the Russian 

mathematician, Borris Delaunay [Pete, 98].  The Delaunay triangulation method avoids 

generation of long skinny triangles in the surface. Hence the technique minimizes the 

number of spikes in the surface. Mathematica Graphics package, developed by Tom 

Wickham Jones, provides an excellent algorithm in Mathematica for Delaunay 

triangulation. This method is used in our research for surface generation. The Delaunay 

triangulation set is a collection of edges satisfying an “empty circumcircle” property. 

Given a triangle T (Pi, Pj, Pk) belonging to a Delaunay triangulation DT of a set of points 

P, no other point of P is internal to the circle defined by Pi, Pj, Pk [Bake, 87]. 

This can be easily extended to three dimensions by considering a circumsphere 

for each tetrahedron [Epps, 00]. Another property of the Delaunay triangulation is a max-

min angle triangulation. That is, out of all the possible triangulations of a given set of 

points, it is the triangulation that gives the largest minimum angle for all triangular 

elements [Choi, 97].  Delaunay triangulation ensures well-shaped elements because of the 
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properties listed above. Delaunay triangulation for any set of points is always unique as 

long as no four points in the point set are co-circular. As mentioned before, the Delaunay 

method suits well if there are no constraints on the point set. However, if there is a 

predefined set of segments that form the boundary of the triangulation, then it might not 

always be possible that all these boundary segments are Delaunay. Allowing such user 

specified edges or “constraints” is called constrained Delaunay triangulation [Pete, 98]. 

 The Delaunay approach incorporates inherent grid quality features while 

allowing control of grid resolution. Fundamentally, each point has a separate region that 

is closer to that point than any other point. The use of Delaunay triangulation is 

particularly suited when one does not want to force any constraints on the set of points to 

be connected.  

There are several algorithms to obtain Delaunay triangulation like Bowyer-

Watson algorithm, Green-Sibson algorithm, Tanemura-Merriam algorithm, etc [Choi, 

97]. The first two are incremental algorithms. That is, a new point is inserted into an 

existing triangulation. The later algorithm is a bottom-up approach. The main idea is to 

construct the triangulation one triangle at a time, starting at the boundaries of the spatial 

domain; thus “advancing” or sweeping a front throughout the spatial domain [Choi, 97]. 

The Delaunay approach features efficiency and a sound mathematical basis. There are 

several application areas where Delaunay triangulation can be used. Some of them are: 

simulation of the growth of crystals, metallurgy (examination of alloys), cartography, 

town planning, computation of neighboring problems (computational geometry), mesh 

generation for finite elements methods, stereolithography, visualization of surfaces, 

minimum spanning trees, Voronoi diagrams, etc [Kram, 95].  
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Figures 3.1.1 and 3.1.2 show how Delaunay triangulation algorithm works. The 

former is a set of 20 random points in 2-D space. The latter is the Delaunay triangulation 

of these points. 

 

 

   

 

 

 

FIGURE 3.1.1: A set of 20 points generated randomly. 

FIGURE 3.1.2: The Delaunay triangulation of the set of points in figure 3.1.1. 
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Figures 3.1.3 represents the surface formed by the Delaunay triangulation of 120 

points generated randomly in 3-D space. Figure 3.1.4 gives a cleaner interpolated surface 

of the former figure. Delaunay triangulation ensures continuous surface without 

unwanted peaks and valleys by generating convex triangulation of the given data set. A 

convex hull of points is created at the same time as triangulation. Given a new point the 

surrounding points from the original data can be determined and this information is used 

in an interpolation process. TriangularInterpolate[pts] constructs a triangular interpolation 

function which represents an approximate function that interpolated the data. The data 

must be in the form {x, y, z} and do not have to be regularly spaced. Interpolation 

therefore helps to make the surfaces smoother and removes the sharp edges formed due to 

triangulation [Wick, 94]. 

  

 

 

 

 

 

 

 

FIGURE 3.1.3: Delaunay triangulation of 120 
points generated randomly in 3-D. 

FIGURE 3.1.4: Interpolated surface of the above 
triangulation 
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3.2 An Algorithm to Build a Predictor Surface 

To train the system one has to record the vowel sounds /aa/, /ee/, /oo/, /ey/, /ae/, 

/o/ as pronounced in the words ‘calm’, ‘team’, ‘zoom’, ‘name’, ‘jam’ and ‘foam’ 

respectively and fricatives /z/ and /zh/ as in the words ‘easy’ and ‘pleasure’ respectively.  

Mouth Parameters 

Input Word Jaw Flare Edges Corners 

/aa/ calm 1 0.15 0 0 

/ee/ team 0 -0.75 1 0 

/oo/ zoom 0.25 0.75 -1 1 

/ey/ name 0.5 -0.75 0.75 0 

/ae/ jam 1 -0.75 1 0 

/o/ foam 0.5 0.4 -0.25 0.5 

/z/ easy 0 -0.1 0 0 

/zh/ pleasure 0 -0.75 -0.1 0.15 

Silence ______ 0 0 0 0 

 

 

These are the training sounds used in our research. The above vowel sounds are 

chosen because they are well separated in moment space and they represent different 

possible mouth shapes for vowels in the English language. The middle part of utterance 

of these sounds involves no mouth movement. The mouth is momentarily more or less 

static. It therefore becomes easy for us to set a shape for the mouth for each of these 

training sounds. Instead, if sounds like ‘eya’, ‘owie’ and ‘ayo’, which are combinations 

FIGURE 3.2.1: Values of mouth parameters for different mouth positions. 
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of vowels and involve mouth movement are used, determination of mouth parameters at 

each instant is difficult.  

An attempt to build predictor surfaces with least squares approximation method 

failed to give good surface fits when single vowel sounds were used to train the system. It 

has been observed that this method needs points on tracks of sounds that have continuous 

mouth movement. Hence, it is difficult to generate predictor surfaces using least squares 

approximation method. Delaunay triangulation on the other hand gives good surface fits 

with single vowel sounds.   

A typical recording of 0.5 to 1.0 sec for each sound contributes 60 to 80 points in 

the data set that defines the surface. If only a single point is used to represent each sound 

in the training set, the surface thus generated will have peaks or valleys at the points. The 

resultant surface will not calculate correct mouth shapes even if the test sounds vary a 

little from the training sounds. Thus, for each training sound 60-80 points are calculated. 

The clusters of points for each training sound cover the region of the sound in the 

moment space. These sounds are processed to calculate the first and second central 

moments of each GP. The lists containing the first and second moment values of each GP 

are saved. 

Figure 3.2.1 gives a table of relative values for each mouth parameter for all the 

training sounds. These values are calculated using the shape of mouth during silence as 

the reference. As shown in the table above, the parameter values for silence are 

considered to be zero. The parameters flare, edges and corners take values in the range [-

1,1]. ‘Jaw’ parameter takes values in the range [0,1] because; the jaw cannot take a 

position higher than that in silence for any possible mouth shape. The lower the jaw 
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(chin) position while uttering the sound, the greater the parameter values. The sound /aa/ 

has a high jaw value. ‘Flare’ is used as a measure of the protrusion of lips. For sounds 

like /oo/, /o/ and /zh/ the flare values are high because the lips round and protrude 

forward. For sounds like /ee/, /ey/ and /ae/ the lips are stretched, this is considered as 

negative flare. ‘Edges’ is the measure of the distance between the two points where the 

lips meet. For /oo/, /o/ and /zh/ sounds, this distance is less than that in silence. Hence, 

these sounds are given a negative value for edges. Sounds like /ee/, /ey/ and /ae/ where 

the mouth is wide open, the edges parameter takes a high value. ‘Corners’ is the measure 

of the distance between the points where the lips actually touch each other during the 

utterance of a sound. The difference between ‘edges’ and ‘corners’ is seen clearly in 

sounds like /oo/, /o/ and /zh/ where the lips are rounded. These sounds take a high value 

for the corners. Relative values are used to represent the mouth positions because it 

becomes easy for one to map the values to mouth shapes. Absolute values depend on the 

language used to generate mouth pictures and the size of the pictures. One can easily 

calculate absolute values for mouth parameters by using a multiplication factor for the 

relative values. For example, a multiplication factor of 0.3 is used for the jaw and a factor 

of 0.1675 is used for the flare. The sum of absolute values of the jaw and the flare gives 

the actual height of the top of the upper lip from x-axis. Other factors used to convert the 

relative parameter values to absolute values are given in the appendix. 

The individual lists of first and second moments are concatenated into two lists 

containing the values in a consistent order of sounds. For each of the input signals, the 

number of glottal pulses in the signal is known. Based on this information one can create 

four lists for the mouth parameters. A point set defined by the first and second moments 
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as the abscissas and the corresponding parameter value as the ‘elevation’ at that point is 

thus obtained. Four surfaces that model the four mouth parameters over the moment 

space have to be generated. An interpolation method based on Delaunay triangulation is 

used for surface generation.  

 

 

 

Sound tracks of test utterances involving extremely wide opening of the mouth 

produced tracks that lie within the defined boundary of moment space. The figure 3.2.2 

shows the track of sound produced when the jaw is moved from a very high position to 

the lowest possible position while uttering the sound ‘eya’.  Tracks of sounds such as 

‘ooyee’, ‘aawoo’ are also observed to lie within the defined range. 

The range of first and second moments for three speakers whose voice is used for 

training and testing the system is observed to be  [1.2, 2.2] for the first spectral moment 

and [0.9, 1.6] for the second moment respectively. The range of values for the first and 

second moments is determined by calculating the maximum and minimum values of 

FIGURE 3.2.2: Sound track for the utterance with the jaw moving from extreme high to extreme low 
position. 
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moments for the training sounds. For some other speakers slight variations in this range 

can occur. For example, for some speakers the second moment for /z/ can be more than 

1.6. The generated surface should span the entire moment space. Therefore, additional 

points representing the boundary are included in the data set. Eight points are taken on 

the boundary. These points represent the corners of the rectangle formed by the points  

(1.2, 0.9) and (2.2, 1.6) and mid points of the edges of the rectangle. For each point on 

the boundary, a point closest to it in the moment space and whose parameter values are 

known is taken and the same values are set for the point on the boundary. Thus, there are 

predefined edges that are to be present in the triangulation of the data set.  Some or all of 

these user-defined edges might not be Delaunay. To overcome this problem, the 

algorithm uses a constrained Delaunay triangulation technique.  

For each of the mouth parameters surfaces are generated using triangular 

interpolation of the above data set. Parameter values for any other point in the moment 

space can be interpolated using the same triangular interpolation function. The pictures of 

some of the surfaces developed for the three speakers used for our research are given 

below. Figure 3.2.3 represents the surface for ‘jaw’. In the picture, the region with x 

values in the range [1.8, 2.2] and y in the range [1.5, 1.6] represent the /ee/ sound. The 

distance between the upper and the lower teeth is almost zero. Hence, the jaw parameter 

takes zero value. Y values in the range [1.25, 0.9] and x values in the range [1.75, 2] 

represent /aa/ sound. For this sound the jaw is wide open hence the parameter takes a 

value 1. The peak in the middle of the surface i.e., x in the range [1.45, 1.6] and y in the 

range [1.4, 1.5] represents the sound /o/. The jaw value for this sound is 0.5. The /oo/ 

sound is represented by the region in the range [1.4, 1.6] and [1.3, 1.4] for x and y values 
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respectively. The jaw value in this region is 0.25. The valley in the bottom left corner of 

the figure represents the sound /z/. The jaw value for this sound is 0. The region in the 

moments space with x values between [1.6,1.8] and y values between [0.9, 1.2] represent 

the /ae/ sound. The jaw value for this sound is 1, since the jaw position of the speaker 

during the utterance of this sound is very low.  

Figure 3.2.4 shows the surface for ‘edges’ parameter of speaker 3. The boundary 

values for regions of different sounds are as explained in the previous paragraph. The 

high edges values on the right-hand side of the surface correspond to the sounds /ee/ and 

/ae/. The valley on the left-hand side of the surface is due to negative edges values of /oo/ 

and  /o/ sounds. The decrease in the values at the right hand corner is due to the /aa/ 

sound. Figure 3.2.5 shows the predictor surface for ‘flare’ of speaker 3. The peak on the 

left-hand side of the surface is due to the high flare values of the sound /oo/. The flare 

value gradually decreases representing the values for the sound /o/. The valley at the top 

represents flare values of the /ee/ sound. The valley at the bottom represents the flare 

values of the /zh/ and /ae/ sounds. Figure 3.2.6 represents the predictor surface for 

‘corners’ of speaker 3. The areas with high corner values correspond to the /oo/, /o/ and 

/zh/ sounds. 
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FIGURE 3.2.3: Predictor surface for ‘jaw’ parameter of speaker 3. 

FIGURE 3.2.4: Predictor surface for ‘edges’ parameter of speaker 3. 



  35

 

 

 

 

FIGURE 3.2.5: Predictor surface for ‘flare’ parameter of speaker 3. 

FIGURE 3.2.6: Predictor surface for ‘corners’ parameter of speaker 3. 
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The above surfaces are generated using the ‘Triangular Interpolation’ function 

defined in Mathematica Graphics package. Figures 3.2.7.1, 3.2.7.2 and 3.2.7.3 compare 

the predictor surfaces developed for ‘edges’ parameter of three speakers. 

 

 

 

FIGURE 3.2.7.1: Predictor surface for ‘edges’ parameter of speaker 3. 

FIGURE 3.2.7.2: Predictor surface for ‘edges’ parameter of speaker 2. 
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In figure 3.2.7.1, the upper region of the surface with x values in the range [1.8, 

2.2] and y values in the range [1.4, 1.7] has high edge values because it represents the 

mouth shape for /ee/ and /z/ sounds where the lips are stretched wide. The right corner of 

the surface that is, region with x values in the range [0.9, 1.3] and y values in the range 

[1.4, 1.9] also has high edge values because this region represents the shape of the mouth 

for the sounds /ey/ and /ae/.  The values slightly above the region of /ey/ represent the 

edge values for the sound /zh/. The valley along the left boundary of the surface, with x 

values in the range [1.3, 1.5] and y in the range [1.3, 1.5] represents the edge values for 

the sound /oo/. The values slowly increase towards the center of the surface representing 

the edge values of the sound /o/. The lower region of the surface represents the edge 

values for the sound /aa/.  

Figure 3.2.7.2 represents the ‘edges’ predictor surface for speaker 2. The predictor 

surface for speaker 2 looks slightly different from that of the first speaker. A quick look 

at the figures 1.5.4.3 and 1.5.4.2 in the first chapter will help in understanding this 

difference. The /ey/ region of speaker 2 is at the center of moment space i.e., x in the 

range [1.6, 1.9] and y in the range [1.4, 1.5] unlike that of speaker 3. This results in a 

peak at the center of the surface for speaker 2.  The valley on the left-hand side in the 

surface, in the region with x values between [1.2, 1.4] and y values between [1.3, 1.4] is 

due to negative values of  /oo/ sound. And the values slowly increase towards the center 

representing the parameter values for the /o/ sounds. The decrease in the values along the 

right boundary of the surface is due to low edges value for the /zh/ and /z/ sounds. The 

/aa/ sound takes zero value for edges that can be seen along the lower boundary of the 

surface i.e., x in the range 1., 1.6] and y in the range [1.2, 1.4]. The high edges values at 
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the bottom right corner of the surface are due to the high edges values of the /ae/ sound. 

The /ee/ sound has high edges values this corresponds to the high values for the surface at 

the top boundary. 

 

Predictor surface of speaker 1 has less steep slopes than that of speaker 2 because 

the regions of the vowel sound for the first speaker overlap less than that of the second 

speaker. The overlapping sounds have slight differences in the edge values. Therefore, 

the surface smoothly covers the moment space. As explained before, the upper region of 

the surface represents sounds /ee/ and /z/. The valley in the lower left corner represents 

the sound /oo/. The lower region represents the edge values of the sounds /aa/ and /ae/. 

Predictor surfaces of different speakers for the same parameter do not look 

exactly the same. This is due to the inter-speaker variations in voice and size and shape of 

mouth. From the figures 1.5.4.1, 1.5.4.2 and 1.5.4.3 one can see that there is slight 

difference in the region of each sound for different speakers. This gives rise to the slight 

FIGURE 3.2.7.3: Predictor surface for ‘edges’ parameter of speaker 1. 
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differences in the shapes of the corresponding surfaces. If the training sounds of a 

speaker give points that cover the entire region of each sound, the resulting surface is 

smooth. That is, there are no wide gaps in the region where the parameter values are not 

known. On the other hand if the training sounds only give small clusters of points leaving 

wide gaps in the moment space, the resulting surface will not be very smooth. Peaks or 

valleys occur where there is a concentration of points from the data set. Figure 3.2.7.1 

represents a smoother surface than 3.2.7.2. Hence, the data set—obtained from the 

training sounds recorded for the former surface—is better than that of the latter.  A good 

practice while recording training sounds would be to make the speaker say the same 

sound in different pitch and modulation. A combination of points obtained from the 

tracks of these utterances will cover a maximum region of each sound in the moment 

space. The resulting surface will thus be smooth because there will not be any wide gaps 

in the moment space. One other reason why the surfaces are not very smooth is the 

overlapping of the regions of different sounds. For example the regions of the sounds /oo/ 

and /o/ overlap in the moment space. The difference in the parameter values for these 

sounds will cause bumps in the surfaces. One should avoid too many points in the 

overlapping region to overcome this problem. A smoothing technique can be used on 

values obtained by interpolation. This reduces the spikes in the surface and gives smooth 

transition of mouth position from one sound to another.  



  40

 
 

 
 
 
 

 

Figure 3.2.8 shows the sound track of the sound ‘owie’ of speaker 2, placed on the 

his predictor surfaces. One can notice the change in the mouth parameter values along the 

track as the mouth moves from one position to another.  The utterance starts with an /o/ 

sound. In this position, the speaker’s lips are rounded and protrude forward. From the 

figure, one can observe how the predictor surfaces calculate the corresponding values for 

the parameters. The jaw has a value around 0.5, the flare and corners take a high value 

and the edges take a low value. As the mouth moves from /o/ sound to /w/ in the 

FIGURE 3.2.8: Sound track of ‘owie’ on (clockwise, staring at the top left corner) jaw, flare, corners and edges predictor 
surfaces. 
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utterance, the speaker’s jaw goes up while the lips remain round and protruded forward. 

This effect can be observed by the decrease in jaw parameter value along the track, while 

the other parameter values remain almost the same. As the mouth moves to /ee/ position 

in the utterance, the lips are stretched, the edges of the mouth become wide and the jaw 

goes up. This can be seen from the change in the parameter values along the track. The 

jaw value further decreases to 0, the flare value decreases gradually and becomes 

negative, the corners value decreases to 0 and the edges value increases as the lips stretch 

wide. 

 

 

 

Figure 3.2.9 shows the sound track of speaker 2 for the utterance ‘owie’ on the 

jaw predictor surface of speaker 1. The jaw values calculated by the predictor surface for 

points on the sound track are not appropriate for the speaker’s mouth position during the 

utterance. One can notice that the jaw value always remains low. The surface does not 

calculate the correct jaw values for the transition of mouth from the sound /o/ to the 

Figure 3.2.9: Sound track of speaker 2 for ‘owie’ on speaker 1’s jaw predictor surface. 
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sound /w/ where the jaw moves up. The small peak in the surface in the /ee/ region shows 

that the jaw values calculated by this surface result in a jump in the jaw during the 

utterance of the sound /ee/. A transformation system is therefore necessary to map 

individual predictor surfaces to a set of universal predictor surfaces that would calculate 

correct parameter values independent of the speaker.  
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CHAPTER 4 

 

4.1 Surface Construction Testing Tool 

An efficient testing tool is necessary to test the predictor surfaces. One has to 

develop a method to check if the parameter values estimated by the predictor surface 

result in appropriate mouth shape for all known sounds. It is also important to test the 

mouth shapes for sounds resulting from the transition of the mouth from one position to 

another. In order to conduct a thorough test of the surfaces, a test case is developed. A set 

of sounds containing combinations of the vowel sounds and the fricatives /z/ and /zh/ are 

recorded. A system is developed to animate the lip movement according to the recorded 

sound. Test sounds are processed and their sound tracks are obtained. A frame rate of 30 

frames per second is necessary to generate animation that is synchronized with the sound. 

Therefore, the points on the track are resampled and a set of points spaced equidistant in 

time is obtained. For each of these points on the track a picture of the appropriate mouth 

shape is generated. All the picture frames are finally put in a sequence and played at the 

desired frame rate along with the original sound to obtain an animation of the lip 

movement during the utterance. Mathematica is used to generate picture frames 

containing mouth shapes. These frames are exported in GIF format and used by Movie 

Works 4.6 to generate animation and synchronize with sound.  Quick Time Player is used 

to generate movies with synchronized sound and animation. 

4.2 Algorithm to generate picture frames  

The first step in processing input sound signal is to capture and calculate its first 

and second moment values. A sound track is obtained from the first and second moments 
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of each GP of the recorded sound. Points on the sound track are resampled to obtain 

points that are equidistant in time. A track obtained by the new set of points is similar to 

the original sound track and maps to the mouth movement during the utterance. Cubic 

interpolation in Mathematica is used to resample the data.  

The next step in generating the animation is to interpolate the parameter values 

for the resampled points using the predictor surfaces and triangular interpolation provided 

by the Mathematica Graphics package. A list of values of each parameter is developed. 

The set of elements of each of these lists gives the set of parameter values for the ith 

picture frame. Hermite cubic curves are used to represent the edges of the lips and the 

jaw. A picture of the mouth shape is developed for each point.  

4.3 Hermite Cubic Curves 

Cubic curves are commonly used in graphics because curves of lower order have 

lower flexibility, while curves of higher order are usually considered unnecessarily 

complex and make it easy to introduce undesired wiggles. 

 

Hermite cubic curves are a class of cubic curves defined by the following vectors:  

P1: the start point of the curve 

T1: the tangent with which the curve leaves the start point 

P2: the endpoint of the curve 

T2:  the tangent with which the curve leaves the endpoint 

 

These four vectors are simply multiplied with four Hermite basis functions and summed 

together. Given below are the basis functions for the interval [0,1]. 
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h1 (s) =  2s3 – 3s2 + 1 

h2 (s) = -2s3 + 3s2 

h3 (s) = s3 – 2s2 + s 

h4 (s) = s3 – s2 

 

The equation for the curve segment is given by: 

Q (t) =  (2s3 – 3s2 + 1) P1 + (-2s3 + 3s2)P2 + (s3 – 2s2 + s)T1 + (s3 – s2)T2 

These are called the Hermite blending functions. Figure 4.3.1 shows the plot of basis 

functions for Hermite cubic polynomials.  

Simple two-dimensional Hermite cubic curves are used to generate the lips and 

jaw. The shape of these curves between two points on a plane can be defined by 

supplying the values of the slopes of the tangents to the curve at those points [Stou, 96].  

FIGURE 4.3.1: Hermite basis functions for the interval [0,1]. 
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The mouth is represented by four curves viz., the upper and lower outer boundary 

and the upper and lower inner boundary. The jaw is defined by another Hermite cubic 

polynomial. Figure 4.3.2 shows the shape of the mouth during silence. Only the right half 

of the mouth and the jaw is defined and the other half is obtained as a mirror reflection of 

the former. As a first step the picture of the silent mouth is developed. This shape is used 

as a reference position and every other mouth position is defined as a displacement from 

this position. The mouth parameters for each of the known sounds define this 

displacement. The jaw, flare, edges and corners are the four parameters of the mouth that 

vary for each position. These are applied to the endpoints and tangent values of each 

Hermite curve to make it take the desired shape. Figures 4.3.3.1, 4.3.3.2 and 4.3.3.3 show 

mouth shapes of the sounds /aa/, /ee/ and /oo/ respectively. The upper and lower teeth are 

represented by straight lines. The upper teeth are maintained at a fixed height from the x-

axis, while the lower teeth move along with the jaw during speech. The distance between 

the lower teeth and jaw is constant.  

 

 

Figure 4.3.2: Mouth position for silence. 
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Figure 4.3.3.1: Mouth position for the sound /aa/. Jaw = 1, flare = 0.15, edges = 0, corners = 0. 

Figure 4.3.3.2: Mouth position for the sound /ee/. Jaw = 0, flare = -0.75, edges = 1, corners = 0. 
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4.4 Co-articulation 

The English language is made up of approximately 40 phonemes, which are the 

atomic elements of speech. Each phoneme represents one or more distinct sounds; there 

being 24 consonants and 16 vowel sounds more or less depending on dialect. Language is 

more than simple sounds, however. Emphasis, stress, pauses and pitch can all be used to 

alter the meaning and nature of an utterance. Due to the manner in which sound is 

produced in the vocal tract, mouth and nose of the speaker, the limitation in response 

speed means that phonemes sound differently when preceded by different phonemes. 

This is termed as co-articulation [Jack, 98]. Articulations are not generated 

independently. One can start before the previous one ends and is influenced by that 

previous articulation. This means that the generated acoustic sounds depend on multiple 

articulations and multiple phonetic symbols [Lua, 99]. For isolated word utterances, co-

articulation might result from the movement of the speaker’s lips from neutral or closed 

position to that of the beginning sound of the word. Figure 4.4.1 shows the thinking or 

neutral position of the mouth. When uttering a sentence, usually the speaker does not 

Figure 4.3.3.3: Mouth position for the sound /oo/. Jaw = 0.25, flare = 0.75, edges = -1, corners = 1. 
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close his/her mouth completely after every word. The lips come to a neutral position and 

take a short pause before moving on to the next word. Therefore, this position is 

important while considering the effect of co-articulation on human speech. 

 

The effect of co-articulation can be shown in the animation by adding extra 

picture frames at the beginning and end of the original frame sequence. Those frames 

added to the beginning of the original frame sequence represent the mouth movement 

from the neutral position to that of the starting sound of the word. Frames added at the 

end of the sequence reset the mouth to the neutral position from the last sound of the 

word. At a frame rate of 30 frames per second, the human eye can detect very little 

difference in the time taken by the mouth to move from a neutral position to different 

extreme positions. Hence a fixed number of frames is used to depict mouth movement 

from the neutral position to different extreme positions. Test animations were developed 

using 5, 7 and 10 frames to represent the co-articulation. Adding more than 10 frames of 

animation makes the mouth movement look too slow. Adding only 5 frames makes the 

mouth appear to open more rapidly than the average speed at which it moves during 

Figure 4.4.1: Neutral or thinking position of mouth. Jaw = 0.5, flare = 0, edges = 0, corners = 0. 
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normal speech. It appeared that 7 frames would be sufficient and suitable to show co-

articulation.  

The next issue is to decide how to transform the mouth from silence to other 

positions. The interval between zero and each of the four parameters of the starting sound 

is divided into 7 equal sub-intervals. With the seven sets of parameters calculated, seven 

additional frames are introduced at the beginning of the animation. A similar procedure is 

used to obtain co-articulation effect at the end of the animation. The above procedure is 

tested for various sounds that start with a vowel. Movies that show this co-articulation 

effect are shown in the CD-ROM. The movies ‘aazee.mov’, ‘p-vowels2.mov’, ‘srini-

owei.mov’ are good examples. These movies start with a ‘thinking’ or neutral position. 

As shown in picture 4.4.1, all the parameters except the jaw value are zero and the jaw is 

assigned 0.5 for the neutral position. The above procedure is modified for sequenced 

utterances and presented in detail in the next chapter. 

4.5 Algorithm to generate animation  

 Hermite cubic curves are used to represent the boundaries of the lips and the jaw. 

Teeth are represented as straight lines as explained earlier in the chapter. A list of mouth 

pictures is generated using the parameter lists. Each mouth picture corresponds to a frame 

in the animation. The pictures are exported in ‘GIF’ format. The exported files are named 

in a sequence and stored in a folder. This folder is imported into Movie Works by a 

simple drag and drop. The corresponding sound is imported into the current scene. The 

picture frame sequence is set in such a way that they are displayed one after another in 

the animation. This can be done by selecting all the picture frames and clicking on the 

sequencer icon in the sequencer window. The frame rate of the scene is set to 30 frames 
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per second. The starting time of sound is set so that sound starts after the movement of 

lips from neutral position to the starting sound. This scene is then exported as a quick 

time movie containing synchronized voice and mouth movement.  

Examples of lip synchronization are shown in the ‘movies’ folder in the CD-

ROM. The above system is speaker dependent. Tests are conducted to see how the 

predictor surface of one speaker mimics the mouth movement for speech of another. The 

resulting animations are included in the CD-ROM. The movies: ‘sv3.mov’ and ‘pv4.mov’ 

are examples of animation where the voice of one person is animated using predictor 

surfaces of another. One can notice from these movies that the animation looks correct 

for some of the sounds and fails for others. The above discrepancy arises because some 

sounds might fall in the same region of moment space for both the speakers where as 

others may not.  

Jamie Taylor, a Ph.D. student in our research group has worked on Speaker 

Independence in Lip synchronization of Vowels. He built a linear transformation to map 

the spectral moments of a speaker onto a “standard” speaker. Predictor surfaces for this 

standard speaker have to be built. Taylor suggests in his thesis that a simple linear 

transformation is sufficient to map an arbitrary speaker onto a standardized moment 

space. However, his thesis does not explain how to determine the correct transformation 

for a given individual. Once a method for computing the transformation is found, we 

expect that the spectral moments of each individual speaker can be mapped to the 

standard speaker and universal predictor surfaces generated.  
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CHAPTER 5 

5.1 Processing sequences of voiced utterances  

This chapter explains the method used to process a sequence of voiced utterances and 

generate the animation of lip movement during the utterance. Human speech usually 

contains sentences consisting of sequences of words with short pauses in between. Thus, 

it is necessary to devise an algorithm to differentiate between silence and speech. The lip 

synchronization system discussed so far processes single words containing voiced 

sounds. A simple system has been devised to process sequences of utterances containing 

both silence and speech. This system categorizes sounds into 3 classes viz., silence, 

unvoiced and voiced sounds denoted as types 0,1 and 2 respectively.  The system 

processes type 2 sounds from the input sequence and generates their corresponding sound 

tracks. If a type 0 sound occurs between two type 2 sounds with a duration less than 0.5 

seconds, the system joins the tracks of the above type 2 sounds with a straight line. It 

calculates points on this straight line based on the animation frame rate and the sampling 

rate used to record the sound. These points represent the co-articulation during the 

movement of mouth from one voiced sound to another. On the other hand if the duration 

of the type 0 sound is longer than 0.5 seconds, the input is treated as two sequences 

separated by this type 0 sound. In such cases, the speaker’s mouth comes to a closed 

position during the intermediate silence.  The system calculates the duration of type 0 

sounds (except for the condition above) and type 1 sounds and represents them with a 

closed mouth in the final animation. It thus generates a point set containing points on the 

tracks of voiced sounds and zeros corresponding to closed mouth position for unvoiced 

sounds and silence.   
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Predictor surfaces are used to interpolate the mouth parameter values for the 

points corresponding to voiced sounds. For other sounds, the system sets the parameter 

values to zero i.e., closed mouth.  

 

 

 Figure 5.1.1 shows the sound track of a sequence containing the voiced vowel 

sounds /aa/, /ee/ and /oo/ separated by silence. The straight lines in the figure joining 

tracks of individual voiced sounds represent co-articulation during mouth transition 

between the sounds. The movies seq.mov, seq1.mov and seq3.mov are sample animations 

where the above procedure produces the desired effect. The movie seq2.mov is an 

example where the procedure generates undesirable mouth shapes during the transition 

between the sounds /aazzaa/ and /eezhee/. In this case, the line joining the above sounds 

passes through the region in moment spaces representative of the sound /oo/. Hence, the 

animation has mouth shapes that do not match the input sound. Figure 5.1.2 shows the 

sound track for the above input. The highlighted portion of the track passes through the 

/oo/ region.  

FIGURE 5.1.1: Sound track of a processed sound sequence. 
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5.2 Forced mouth closed position 

The English language has stop consonants such as /b/, /m/ and /p/ that have a closed 

mouth position. In the process of uttering these consonants, air from the glottis is stopped 

by closed lips. It is not practical to study the spectral properties of these sounds, nor is it 

trivial to calculate their moments. Despite the above difficulties, the system has the 

capability to generate mouth shape appropriate for these sounds.  A user can detect the 

occurrence of stop consonants in the input sound and specify their start and end times to 

the system. The system processes the input sound as a sequence, treating the consonants 

as type 0 sounds. This procedure enables the system to process stop consonant sounds 

such as ‘aamaa’ and  ‘eebee’. The movie ‘aa-lip-closing.mov’ provides a good example 

for the above case. The actual sound recorded was /aa/ and a /m/ or /b/ sound is assumed 

to be present in the above sound as in ‘aamaa’ or ‘aabaa’. The system is forced to 

recognize the consonant and generate the appropriate animation for the input sound.   

 

FIGURE 5.1.2: Sound track of seq2.mov 
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5.3 Conclusion 

The existing system enables development of animation for rapid speech utterances. The 

algorithm to process sequences of utterances allows the system to treat the unvoiced parts 

of the sequence as silence. It is necessary to add the ability of processing all speech input 

including silence, unvoiced and voiced speech and generate appropriate mouth positions 

for each frame of animation. A speech segmentor is required to classify different types of 

speech. Once this is ready, the system can be enhanced to distinguish unvoiced fricatives. 

An algorithm to process and distinguish between the nasal sounds /m/ and /n/ is also to be 

developed. Research should be done to reduce the number of training sounds required to 

generate predictor surfaces and also develop surfaces that are speaker independent. The 

problem can then be engineered to produce near real-time animation.  Such real-time lip 

synchronization system can be used for video conferencing, developing telephones for 

hearing impaired and other lip reading devices.  
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