
ABSTRACT 

DEODHAR, SUSHAMNA DEODHAR. Using Grammatical Evolution Decision Trees for 

Detecting Gene-Gene Interactions in Genetic Epidemiology. (Under the direction of Dr. 

Alison Motsinger-Reif.) 

 

A major goal of human genetics is the discovery and validation of genetic polymorphisms 

that predict common, complex diseases.  It is hypothesized that complex diseases are due to 

a myriad of factors including environmental exposures and complex genetic models.  This 

etiological complexity, coupled with rapid advances in genotyping technology present 

enormous theoretical and practical concerns for statistical and computational analysis. 

Specifically, the challenge presented by epistasis, or gene-gene interactions, has sparked the 

development of a multitude of statistical techniques over the years. Subsequently, pattern 

matching and machine learning approaches have been explored to overcome the limitations 

of traditional computational methods. Grammatical Evolution Neural Networks (GENN) 

uses grammatical evolution to optimize neural network architectures and better detect and 

analyze gene-gene interactions. Motivated by good results shown by GENN to identify 

epistasis in complex datasets, we have developed a new method of Grammatical Evolution 

Decision Trees (GEDT). GEDT replaces the black-box approach of neural networks with the 

white-box approach of decision trees improving understandability and interpretability.  We 

provide a detailed technical understanding of coupling Grammatical Evolution with 

Decision Tress using Backus Naur Form (BNF) grammar. Further, the GEDT system has 

been analyzed for power results on simulated datasets. Finally, we show the results of using 

GEDT on two different epistatis models and discuss the direction it would take in the future.  
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Chapter 1 

Introduction 

 

The diversity of statistical approaches to analyze genotypes and detect genetic 

variations that predict common, complex diseases has greatly advanced in recent years. 

Over the years, technological advances have made it possible to determine the 

correlation between genetic variation and the risk of disease. Traditional techniques to 

find correlations worked well in identifying the effects of a single locus and were very 

successful. Methods which include the use of regression models and exploratory analysis 

identify genes with strong independent main effects and analyze interactions between 

those genes that display the main effect (Templeton 2000). Individual genes explain 

simple phenotypic variations. Common diseases however, may have more complex 

genetic etiology, including gene-gene interactions. Interactions, both gene-gene and 

gene-environment, contribute to the association of genetic variation with the risk of 

disease (Kraft 2005). This gene-gene interaction, also known as epistasis, can be thought 

of as non-additive interactions among genes at two different loci. This interaction has 

been seen in the study of many common diseases including hypertension (Moore 2002a), 

diabetes (Cho et al 2004), and breast cancer (Ritchie et al 2001) to name a few. 

Traditional methods that are designed to detect single loci effects fall short in identifying 

epistasis due to the hierarchical model building process and the concerns with high 

dimensionality. It logically follows that detection techniques with an increased power in 
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the classification of these complex common diseases need to be developed and 

continuously improved upon. Pattern matching and machine learning approaches have 

been explored in order to overcome the computationally intensive nature of traditional 

statistical methods. These methods have shown favorable results in detecting interactions 

at multiple loci. 

Decision trees are one such supervised learning method that is capable of 

modeling non-linear relationships among variables and handling interactions among 

variables. Decision trees are widely used for classification and regression because of 

their ability to break down a complex decision-making process into a set of simpler 

decisions. In doing so, they provide a solution which is easy to understand and interpret, 

making them a ‘white-box’ approach to modeling. 

To that effect, we have designed an innovative technique to detect epistasis. With 

a novel approach of using decision trees coupled with the grammatical evolution 

methodology, this technique aims at better identifying gene-gene interactions. It uses 

evolutionary computing in the form of a genetic algorithm that is inspired by the concept 

of natural selection. The motivation behind the design of this system is to develop a 

model that can identify epistasis and would also be easily understandable and 

interpretable. This study aims at providing a comprehensive technical understanding of 

Grammatical Evolution Decision Trees (GEDT) followed by an analysis of the results 

generated on simulated datasets. This approach has evolved from another machine 

learning methodology, Grammatical Evolution Neural Networks (GENN) and we 

additionally seek to perform a comparative analysis of these two designs. This study also 

highlights the advantages of GEDT as a white-box approach over GENN.  



3 

 

Chapter 2 

Background 

 

2.1 Epistasis (Gene-Gene Interactions) 

 

Epistasis, or the interaction among genes at different loci, is a basic concept in 

physiological, evolutionary and statistical genetics. While the exact meaning of epistasis 

is not precise and varies, particularly between the definitions interpreted by biologists, 

epidemiologists, statisticians and quantitative geneticists, there is increasing awareness 

that epistasis or gene-gene interaction plays a role in susceptibility to common human 

diseases. Since evolution is based on natural selection and is generally evaluated in terms 

of fitness, epistasis could be macroscopically understood better in similar terms. The 

effects of epistasis are proving to be worth evaluating with research indicating that these 

interactions have been prevalent for a long time and are commonly found upon research 

(Moore 2003). It subsequently follows that human diseases can also be linked to epistasis 

and clinical relationships are being drawn from studies. It thus becomes imperative that 

the crucial outlook of genetic epidemiology would be towards the identification of such 

loci with genotypes that lead to an increased susceptibility to diseases. 

 A multitude of computational techniques have been developed to aid the 

detection of disease causing epistatic effects. Studies reveal however, that the detection 
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of epistatic interactions is difficult using traditional statistical methods. Traditional 

parametric statistical methods like linear and logistic regression find it increasingly 

difficult to categorize epistatic effects because of the sparseness of the data in high 

dimensions, leading to large standard errors. Using traditional procedures for fitting 

regression models can pose a problem as interactions are only tested for those variables 

that have a significantly independent main effect. Those variations that have an 

interaction effect, but no main effect will be missed from analysis leading to the 

generation of an incomplete model (Ritchie et al 2001). Exploratory data analysis 

methods consider multiple loci for determining associations with traits. Methods such as 

the combinatorial partitioning method (CPM) showed evidence of detecting epistatic 

effects (Nelson et al 2001). A significant drawback of this and other similar methods is 

their exponential running time and they are considered to be computationally demanding 

(Garey 1979).  

In order to overcome the computationally intensive nature of traditional 

techniques, pattern matching and machine learning approaches have also been explored 

for the detection of epistasis. In the absence of any independent main effect, these 

methods have been able to detect interactions at multiple loci. Some approaches have 

utilized spatial and temporal information processing abilities of cellular automata to 

detect combinations of polymorphisms that interact to influence disease risk (Moore 

2002a). Neural network (NN) is another methodology that has been widely used in 

identifying gene-gene interactions. The NN architecture can be interpreted as a directed 

graph that models the structure of a human neuron. It emulates the processing power and 

architecture of the complex human brain. Earlier attempts involving NNs used fixed 
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network architectures. The architecture plays a very crucial role in determining the 

success and results of NN analysis. In case of epistasis, when interactions among 

multiple polymorphisms are considered, there are multilocal genotype combinations that 

have very few or no data points. It is very difficult to identify such genotype variations in 

a large dataset with a fixed architecture. Defining the NN architecture is an important 

decision in an NN analysis, and significantly affects the results. Unfortunately, an 

exhaustive search of all possible architectures is computationally infeasible even for 

modest networks (Moody 1994). As such, these attempts failed to produce consistent 

results. Koza and colleagues have shown that it would be rigid to apply just one or a 

fixed set of NN architectures prior to analysis (Koza et al 1991). Successful use of NN 

for data mining requires optimal neural network architecture for the problem at hand. 

They developed an approach that uses genetic programming for optimizing the 

architecture of the NN along with the weights and SNP inputs. Using simulated datasets, 

this approach has been successful with good power results. To address these challenges 

machine learning approaches have also been used to select an optimal architecture for the 

NN. In addition, several optimization techniques were used along with NN, for example 

genetic algorithms (Gruau 1992), genetic algorithms in combinations with back 

propagation (Cantu-Paz 2002) and simulated annealing (Sexton et al 1999). 

 

2.2 Grammatical Evolution Neural Network (GENN) 

 

Genetic Programming and Grammatical Evolution (GE) are both forms of 

Evolutionary Algorithms (EA). Genetic Programming represents computer programs as 
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symbolic expression trees using LISP functional programming language. Grammatical 

Evolution (GE) is a form of evolutionary computing that allows the generation of 

computer programs using grammars. GE performs a mapping from genotype to 

phenotype (or computer program) following certain grammar rules that mirror the 

process of biological transcription of DNA into RNA. All evolutionary processes take 

place at the chromosomal level in the form of binary strings as opposed to the actual 

program of a binary expression tree (O’Neill 2003).  Grammatical Evolution is a form of 

Genetic Programming, but differs from it in certain ways. As opposed to tree structures, 

it uses variable-length binary string genomes and presents a unique way of using 

grammars in the process of automatic programming. It uses the grammar in Backus-Naur 

form (O’Neill 2003).  

The Grammatical Evolution approach coupled with neural networks uses this 

grammar to convert integers from 8-bit codons into production rules which are 

eventually translated into a program, which is a neural network in this case. Similar to 

(Koza et al 1991), this approach optimizes the architecture of the network, along with 

inputs and synaptic weights from a set of variables. Grammatical Evolution Neural 

Network has been successful in identifying a range of two-locus purely epistatic gene-

gene interactions using simulated data (Motsinger et al 2006). Also, when lower limits of 

this method were tested with weaker genetic models and a large number of 

polymorphisms, the results obtained showed better power when compared to that 

obtained by Genetic Programming Neural Networks (Koza et al 1991). 

What makes neural networks such a preferred choice for determining epistasis is 

their ability of implementing complex nonlinear mappings using elementary units that 
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are connected together with weighted, adaptable connections. In other words, they can 

model data that has nonlinear relationships between variables and can detect interaction 

between dependent and independent variables. Another distinct feature is their 

adaptability to a dynamic environment, i.e. they require less formal statistical training 

and can change their architecture and learning rules appropriately (Yao 1999). The level 

of evolutionary computation depends on what kind of prior knowledge is available as 

such knowledge can be encoded in the genotype representation of the architecture. 

However, they also have certain disadvantages that we would like to improve upon. 

Neural networks are similar to a ‘black-box’ that delivers results with little 

insight into how the model works and without explaining how the results were derived. 

Once the training data is set up for the network, it trains itself and generates the output. It 

cannot be easily determined which variables contributed towards the output and which 

did not as there are no criteria for interpreting the synaptic weights connecting the output 

to input variables. Neural networks can therefore be considered to be opaque in nature 

and do not present an easily-understandable model. This is a major limiting factor as it 

hinders the understanding of the model. It also creates difficulty in interpreting the model 

for further study as the knowledge described in the network cannot be reused. 

Unfortunately, there is usually little prior knowledge available about NN architectures or 

learning rules in practice that leads to complexity in selecting the most optimal 

architecture (Yao 1999). There are some NN systems (Gallant 1988) that are associated 

with rule-based explanation capability. That does not however, address the issue of 

interpretability effectively. They may also require greater computational resources as 

they deal with real numbers. 
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2.3 Decision Trees 

 

To overcome these drawbacks presented by neural networks, a decision tree 

approach of learning is designed and developed. A decision tree is a hierarchical 

decision-making model, which is composed of internal decision nodes and terminal leaf 

nodes. 

 

 

 

 

  

 

 

 

 

 

 

Figure 1: An example of a decision tree consisting of two internal decision nodes 

and three terminal leaf nodes. Here, x1 and x2 are attributes of the system, while ‘+’ 

and ‘-’ are classes an individual can belong to. Comparing value of attribute x1 to 

‘A’ classifies some individuals as negative ‘-’. For remaining individuals, one more 

decision is required, which is carried out by comparing the value of attribute x2 to 

‘B’. The remaining individuals are then classified as positive ‘+’ or negative ‘-‘. 

 

x1 > A 

x2 > B - 
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Decision trees are widely used as a classification and regression model in data 

mining (Breiman et al 1984). Decision tree induction methods are also popular along 

with gene expression programming, which has been used to solve real-world problems 

like breast cancer, lymphography and postoperative patient problem (Ferreira 2001). 

Easy understandability and interpretation of decision trees have widened their 

applicability to many other fields such as image classification (Shepherd 1983), pattern 

recognition (Devroye 1996), and functional genomics (Blockeel et al 2006) to name a 

few. Decision trees and neural networks share a lot of similarities. They both are 

supervised learning methodologies. Like neural networks, decision tree can model data 

that has non-linear relationships between variables and can also handle interaction 

between variables. However, unlike neural networks, they are a ‘white-box’ approach in 

the sense that they are easily understandable. From the output model, it is possible to 

derive how the data is divided recursively by making a decision at each internal node. It 

is also easy to interpret decision trees. Once a tree is built, it can be translated to IF-

THEN statements which are human-readable and can be implemented using most 

computer languages. Computationally too, decision trees are advantageous as decision 

making involves performing comparisons at internal nodes and following the right path, 

and thus is not too intensive. 

Grammatical evolution coupled with neural network has shown success in 

identifying gene-gene interactions with good power results. As decision trees are similar 

to neural network in terms of supervised learning methods and their ability to identify 

dependency between variables, we have combined grammatical evolution approach with 

decision tree methodology to form Grammatical Evolution Decision Trees (GEDT). This 
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thesis presents the working of each unit in detail. Firstly, it explains the grammatical 

evolution in detail and how the grammar in Backus-Naur form is used to build GEDT. 

Secondly, it explains the how the genetic algorithms library is used to implement this 

method. Like GENN, GEDT has been tested on simulated datasets, which have been 

generated using the ‘genomeSIM’ method as described in (Dudek et al 2006). We then 

show the results of using GEDT on two different epistasis models exhibiting interactions 

effects in the absence of main effects, as described in (Moore et al 2002b). Finally, we 

conclude with the discussion on the performance of GEDT and compare it to GENN and 

the direction it would take in the future. 
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Chapter 3 

Grammatical Evolution Decision Trees 

 

Grammatical evolution can be defined as Evolutionary Automatic Programming 

in an arbitrary language using a variable-length binary string (O’Neill 2003). Linear 

genomes, ontogenetic mapping from the genotype to the phenotype and the use of a 

grammar to dictate legal structures in the phenotypic space are the main features of 

grammatical evolution. Fundamentally, the concept is based on the theory of natural 

selection. From a population of individuals, the performance of each individual is 

measured as a measure of its fitness. It follows that individuals with higher fitness values 

would most likely survive and the future population would contain the best adapting 

individuals. 

Evolutionary Algorithms have been implemented with success for automatically 

generating programs. As we saw earlier, Genetic Programming is one such example and 

has been widely used (Koza 1992, Koza 1994). Grammatical evolution differs from this 

approach in certain characteristics. It does not perform the evolutionary process on the 

actual program, but rather on the variable-length binary strings. A mapping process is 

then employed to generate programs in any language using these binary strings to select 

production rules in a grammar definition. The output of this process is the construction of 

a syntactically correct program from a binary string that can then be evaluated by a 

fitness function. The entire process of GE has been explained in (O’Neill 2003).  
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3.1 Grammatical Evolution 

 

The GE technique is inspired by the biological process of generating a protein 

(phenotype) from the genetic material (genotype). The genetic material (usually DNA) 

contains the information required to produce specific proteins at different points along 

the DNA molecule. In order to generate a protein from the sequence of nucleotides in the 

DNA, the nucleotide sequence is first transcribed into a different format of a sequence of 

elements on an RNA molecule. Groups of three nucleotides, called codons, within the 

RNA molecule are then translated to determine the sequence of amino acids that are 

contained within the protein molecule. 

Analogous to the biological process, a variable-length binary string of GE is 

generated similar to the double helix of DNA. A consecutive group of 8 bits is 

considered to be a single codon. The binary string is thus transcribed into an integer 

string with each codon representing an integer value. These integer values are translated 

by a mapping function, called as genotype-phenotype mapping, into an appropriate 

production rule from the grammar definition. These production rules are then applied to 

a set of terminals to generate the terminals of the executable program. The comparison 

between the grammatical evolution system and the biological genetic system is 

summarized in Figure 2. 

  



13 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: A comparison between the grammatical evolution system and a biological 

genetic system. The binary string of GE is analogous to the double helix of DNA, 

each guiding the formation of the phenotype. In case of GE, this occurs via the 

application of production rules to generate the terminals of the compilable 

program. In the biological case by directing the formation of the phenotypic protein 

by determining the type of amino acids that are joined together. [O’Neill 2003] 
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Grammatical Evolution presents a unique way of using a grammar in the process 

of automatic programming. A grammar is a set of rules or constraints that determine how 

a complex structure is built up from elementary units. Changing the rules can change the 

sentence produced by the grammar. It is the flexibility of a grammar that makes it very 

effective as a part of evolutionary computing. Since the structure is based upon the rules 

of the grammar, it is a very convenient tool to describe legitimate solutions. 

In Grammatical Evolution, a Backus-Naur Form (BNF) definition is used to 

describe the output language to be produced by the system. BNF is a notation for 

expressing the grammar of a language in the form of production rules. Every production 

is rule is of the form,  

P ----> Q 

where P is a single non-terminal symbol and Q is a string of terminals and/or non-

terminals. The grammar consists of a set of terminals, which are the components that 

appear in the language and a set of non-terminals, which are translated into one or more 

terminals and non-terminals. The grammar can be represented by the tuple {N, T, P, S}, 

where N is the set of non-terminals, T is the set of terminals, P is a set of productions 

rules that maps the elements of N to T, and S is a start symbol which is a member of N. 

When there are a number of production rules that can be applied to one element of N, the 

choice is delimited with the ‘|’ symbol. In general, production rules are of the form: 

symbol:= alternative 1 | alternative 2 | … 

Thus, the rule simply states that the symbol on the left-hand side of the rule must be 

replaced by one of the alternatives on the right-hand side. The alternatives are separated 

by ‘|’ delimiters. Only non-terminals can appear on the left-hand side as a terminal 
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cannot be further translated into another terminal. The right-hand side may consist of any 

combination of terminals and/or non-terminals and could be empty as well. Also, no two 

rules can have the same left-hand side, as the resulting grammar would be ambiguous.  

The grammar is used in a developmental approach whereby the evolutionary 

process evolves the production rule to be applied at each stage of the mapping process, 

starting from the start symbol, until a complete program is formed. A complete program, 

which in our case is a decision tree, is one that is composed of elements only from T. 

Another point to remember here is that the BNF grammar is a plug-in component of the 

GE system that determines the syntax and language of the output code, thereby making it 

possible to evolve programs in an arbitrary language. 

 

3.1.1 Mapping process – Genotype-Phenotype mapping in 

Grammatical Evolution 

 

 The application of production rules always begins from the start symbol S. The 

GE process first creates a variable-length binary string (the genome). This genotype is 

used to map the start symbol S onto the terminals defined in the grammar. It is normally 

a many-step process, wherein the start symbol may be first mapped to non-terminals 

which are further mapped to another set of non-terminals and so on, until the sentence 

thus generated consists of only terminals. In GE, this mapping process is carried out by 

reading codons of 8 bits which are translated into a corresponding integer value. Using 

this value, an appropriate production rule is selected by the following mapping function: 

rule = (codon integer value) MOD (Number of alternatives 

for the current non-terminal) 
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Given two numbers, dividend (a) and divisor (b), the MOD operator returns the 

remainder of the division of ‘a’ by ‘b’. This remainder is then used to select an 

appropriate rule. For example, if a non-terminal has four alternatives on the right-hand 

side, and codon integer value generated for that non-terminal is 203, then the third 

alternative (203 MOD 4 = 3) is selected as a replacement rule for that non-terminal. The 

numbering for alternatives starts from zero. Each time a production rule has to be 

selected to transform a non-terminal, another codon is ready from the genome. 

 The use of a modulo function when selecting an appropriate production rule to be 

applied to the current non-terminal in the program being generated is also inspired from 

another biological process described by the wobble hypothesis (Crick 1966). Proteins are 

generated during the translation process that literally translates the codons (RNA base 

triplets) into their corresponding amino acids according to the human genetic code. There 

are 20 naturally occurring amino acids and 64 codons. Three of these codons are used to 

specify the termination of translation and do not generally specify amino acids. This 

leaves us with 61 codons for the 20 naturally occurring amino acids. This means that 

there is a many-to-one mapping between codons and amino acids such that an amino 

acid can be specified by many different codons. As a result, the genetic code is 

degenerate. This occurs through a phenomenon described as the wobble hypothesis 

(Crick 1966) and it means that a mutation at the third position in a codon does not always 

result in the code for a different amino acid. Such mutations are referred to as silent or 

natural mutations and as described in (O’Neill 2003), these have possible implications 

for evolutionary search and dynamics. 
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 During the genotype-to-phenotype mapping process, it is possible that the entire 

genome is read and the sentence generated so far still has some non-terminals in it. In 

this case, GE uses a novel technique not used by other evolutionary algorithms, called 

wrapping. When the end of the genome is reached and the mapping is still incomplete, 

the genome is wrapped around like a circular list and the codons are reused. As 

explained in (O’Neill 2003), this technique draws inspiration from the overlapping genes 

phenomenon exhibited by many organisms that enables them to reuse the same genetic 

material in the expression of different genes. In the wrapping process, each time the 

same codon is encountered, it will always correspond to the same integer value, but, 

depending on the current non-terminals to which it is being applied, it may result in the 

selection of a different production rule. However, it is possible that even after a number 

of wrapping events the mapping process is still incomplete. In this case, the individual in 

question is given the lowest possible fitness score. Significance of a fitness score and 

selection and replacement mechanisms that operate on this score are explained in the 

section 3.4. 

 It may happen that, in case of recursive rules, namely rules in which the same 

non-terminals appears on the left-hand side as well as on the right-hand side, the integer 

values expressed by the genome were applying the same production rules repetitively. In 

such an event, the mapping process may not complete at all. Thus, it is essential to define 

a stopping criterion in order to complete the mapping process to a functional program. 

Then, starting from the left-hand side of the binary genome, codon integer values are 

generated and used to select production rules from the grammar, until one of the 

following events arise: 
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- A complete program is generated. This happens when there is no non-terminals 

present in the resulting sentence as a result of complete mapping of non-terminals 

to terminals. 

- The end of the genome is reached, in which case the wrapping process is used. 

The genome is then again read from the left-hand side. This process will then 

continue, unless a pre-defined upper limit on the possible number of wrapping 

events is reached. 

- In the scenario that a threshold on the number of wrapping events has occurred 

and the mapping process is still incomplete, the process is halted and the 

individual in question is assigned the least possible fitness score. 

 

3.2 Decision Trees 

 

 A decision tree is a hierarchical decision-making model that consists of internal 

decision nodes and terminal leaf nodes. Internal decision nodes represent attributes of an 

individual whereas leaf nodes represent the class the individual belongs to (it can be a 

numerical value as well, in case of regression trees). A decision tree is a rooted, directed 

tree. The root node either corresponds to an initial criterion or an attribute of an 

individual. Root node and other internal nodes are connected via directed edges so that a 

hierarchical structure is formed. Each outgoing edge from an internal node corresponds 

to the value of the attribute that the node represents. The following diagram gives an 

example of a decision tree used for classification. 
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Figure 3: An example of a decision tree using two variables {height, eyes} and two 

classes {+,-} to classify a set of individuals. Value of ‘short’ for variable ‘height’ 

classifies the individual as ‘+’. However, value ‘tall’ requires one more criterion for 

classification, which is provided by variable ‘eyes’. The value ‘brown’ classifies the 

individual as ‘+’, whereas value ‘blue’ classifies the individual as ‘-‘. 

 

 A decision tree is a supervised learning model that uses the divide-and-conquer 

strategy to arrive at the output. If the output of the model is categorical, such as 

positive/negative or ‘win for white pieces/loss for white pieces’ then the corresponding 

tree is called a classification tree. The figure above is an example of a classification tree. 

On the other hand, if the output is a number, such as average rainfall or stock price, then 

the corresponding tree is called a regression tree. Classification and Regression Trees 

(CART) (Brieman et al 1984) use decision trees in both of the above ways. It produces 

either classification or regression trees, depending on the type of dependent variable. 

Chi-squared Automatic Interaction Detector (CHAID) (Kass 1980) is another way of 

Height 

Eyes 
+ 

+ - 

short tall 

brown blue 
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using decision trees. It is a tree classification method that performs multi-level splits and 

produces non-binary trees, i.e. trees where a parent node can have more than two 

children nodes. The output of the GE grammar in our case is also a non-binary tree, a 

tertiary tree to be specific, which is explained in the section 3.3.1. 

Decision trees have been widely used as a data mining tool in a variety of 

applications, such as image classification (Shepherd 1983), pattern recognition (Devroye 

1996), gene expression programming (Ferreira 2001), functional genomics (Blockeel et 

al 2006), to name a few. As a learning tool, they offer many advantages. They can model 

data that has non-linear relationships between variables and can also handle interactions 

between variables. Also, they can handle large quantities of data. Their divide-and-

conquer strategy allows them to arrive at a local region of interest fairly quickly by using 

recursive splits. They are very easy to understand. From the output model, it is possible 

to determine what attributes of individuals play an important role in dividing the data in 

smaller parts and what decisions were made at each internal node. They are very easy to 

interpret too. Any decision tree can be translated to IF-THEN statements or even 

SWITCH-CASE statements, making it human-readable. Such statements can be 

implemented using most computer languages. All these characteristics of decision trees 

make them a “white-box” model in the sense that the way the output is derived from 

input variables, going through internal decision nodes, is extremely transparent. 
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3.3 Constructing Grammatical Evolution Decision Tree 

 

 Grammatical Evolution process allows the generation of computer programs 

using grammars. In GEDT, it is used to optimize the architecture and the recursive nature 

of a decision tree. In order to combine GE with decision trees, we want to adapt the GE 

process such that it helps us to build decision trees automatically. To achieve this, a 

suitable BNF definition for the decision tree must be first built-up. This grammar 

definition must specify the elements of a tree and the rules to bring those elements 

together in a legitimate way. Also, the resulting decision tree must conform to the data it 

operates upon and must be geared towards the problem at hand. 

 The data that has been used for the analysis is the simulated case-control data 

using two different two-locus epistasis models in which the functional loci are single 

nucleotide polymorphisms (SNPs). SNP is a small genetic variation that occurs within 

the DNA molecule. The genetic code is represented by four nucleotides – Adenine (A), 

Cytosine (C), Thymine (T) and Guanine (G). SNP variation takes place with a single 

nucleotide in the DNA sequence is altered. For example, a SNP might alter the DNA 

sequence ‘CCGTAA’ to ‘CAGTAA’, where the second ‘C’ in the first snippet is 

changed to an ‘A’. For a variation to be considered as a SNP, it must occur in at least 1% 

of the population. Each individual in the simulated data is represented by 100 SNPs. 

Using a penetrance function, these individuals are classified as the ones with epistatic 

effects or ‘case’ samples and the ones without any epistatic effect or ‘control’ samples. 

Since each individual inherits one copy of each SNP position from each parent, there are 

three possible values that individual can have for that SNP position, referred to as a 
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genotype. These values are encoded as 0, 1, and 2, while the case-control values are 

encoded as 0 and 1, which stand for positive (case) and negative (control) classes an 

individual can belong to. Data simulation is explained in detail in the section 4. 

 To construct the grammar definition for a decision tree that would conform to this 

simulated data, the following procedure was followed. First, we analyzed the entire data 

for a discernible pattern to identify elementary units of the tree. This also helped to 

understand how to put these units together in order to build a meaningful decision tree 

that can correctly represent these individuals. Then, we analyzed these elementary units 

to check if they have any recursive pattern. This is important in order to build the tree 

recursively so that the growth of the tree can be controlled. The set of elementary units 

were then divided into two: terminals, which would appear as the leaf nodes of the tree, 

and non-terminals, which would represent the internal decision nodes. 

 Each individual in the simulated population has genotype data for 100 SNPs. 

These SNPs are identified as variables. A variable can have three values 0, 1, and 2. 

Since these values cannot be further translated into other units because of their static 

form, they were identified as terminals and would appear in the leaf nodes of the tree. On 

the other hand, since variables can be converted to one of their values (0, 1 or 2), they 

were identified as non-terminals and would populate internal decision nodes. These 

variables are also recursive in nature as they can be ANDed together to reach a leaf node 

in the tree. Thus, production rules were written in such a manner that these non-terminals 

are used to keep the recursion going. Each individual is associated with a case/control 

values as 0 or 1. These values were identified as classes the individual belongs to. They 

would represent the final outcome of the tree and hence are included in the set of 
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terminals. All these terminals and non-terminals were then brought together using 

production rules that would represent the final grammar. Figure 4 shows the general 

structure of a decision tree used in the GEDT process.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4: An example of a decision tree used in GEDT process. It also shows the 

corresponding parse string for this tree, which is obtained by using the mapping 

process. Here, decision nodes V1, V2 and V3 correspond to the SNP attributes of the 

data. Each decision node has three outgoing edges suggesting that this is a tertiary 

tree. Case and control values are represented as classes ‘+’ and ‘-’, respectively. 

 

 As each variable in the data has three possible values, there are three outgoing 

edges for every variable. Each edge corresponds to one possible value, 0, 1 or 2. The 

outgoing edge is either connected to internal decision node in the form of another 

+ 

V3 

- + 

0 2 1 0 2 1 

V2 

+ - - 

V1 

+ 

0 2 1 

Parse string: (V1 0 (V2 0 + 1 – 2 -) 1 + 2 (V3 0 + 1 – 2 +)) 
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variable or a leaf node in the form of a class. The figure also shows the parse string 

associated with this tree. This string is obtained by parsing the tree in the depth-first 

manner (DFS) (Tarjan 1971). It is easily possible to deduce conditions in the form of IF-

ELSE statements which can be used to classify the given dataset. Number of conditions 

possible for a tree is equivalent to number of leaf nodes present in the tree. For 

generating the condition for a leaf node, the path up to the leaf node from the root is 

traced, including the values for each variable and all such values are ANDed together. In 

case of a tree shown above, there are seven such conditions possible, as there are seven 

leaf nodes present. These conditions are: 

IF V1 = 0 AND V2 = 0, THEN � “+” 

IF V1 = 0 AND V2 = 1, THEN � “-“ 

IF V1 = 0 AND V2 = 2, THEN � “-“ 

IF V1 = 1, THEN � “+” 

IF V1 = 2 AND V3 = 0, THEN � “+” 

IF V1 = 2 AND V3 = 1, THEN � “-“ 

IF V1 = 2 AND V3 = 2, THEN � “+” 

  

3.3.1 GEDT Grammar 

 

 A Backus-Naur Form (BNF) grammar is a crucial part in the GE process of 

evolving computer programs automatically. BNF is a notation for describing formal 

languages using context-free grammars. The grammar definition consists of production 

rules which are defined in terms of non-terminals and terminals. Only non-terminals can 

appear on the left-hand side of the rule, whereas the right-hand side may consist of any 

combination of terminals and/or non-terminals. Terminals are the elements that appear in 
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the language when all the non-terminals are substituted by applying corresponding 

production rules. 

 As decision trees are very flexible in their architecture, there is no one particular 

grammar that can describe them. In terms of architecture, the important points to take 

care of while writing the grammar for decision trees are to understand which variables 

can be used to represent internal decision nodes, how these variables are connected to 

each other and the arity of each variable. Identifying variables to represent internal 

decision nodes helps to derive the condition that will be used to split the dataset. 

Identifying connections between the variables determines the recursive nature of the tree 

and the arity of each variable decides how many children a parent node can have. Apart 

from these architectural factors, there are other factors as well that play a role in writing 

the grammar. The resulting decision tree must conform to the underlying data, i.e. if 

there are three possible values for each variable and if the grammar produces a binary 

tree, then it will not represent the data correctly. 

As described above, we identified following non-terminals and terminals to 

represent GEDT grammar: 

N = {S, pseudoV, v, val0, val1, val2, class} 

 Here, S represents the start codon in the genome. Non-terminal ‘pseudoV’ is used 

to represent the tertiary structure of the tree and to keep the recursion going. Non-

terminals ‘val0’, ‘val1’ and ‘val2’ stand for one of the possible values a variable can have 

and finally, non-terminal ‘class’ represents the class an individual belongs to. 
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T = {0, 1, 2, +, -, V1, V2, V3, V4, V5, V6, V7, V8, V9, V10, 

V11, V12, V13, V14, V15, V16, V17, V18, V19, V20, V21, V22, V23, V24, 

V25, V26, V27, V28, V29, V30, V31, V32, V33, V34, V35, V36, V37, V38, 

V39, V40, V41, V42, V43, V44, V45, V46, V47, V48, V49, V50, V51, V52, 

V53, V54, V55, V56, V57, V58, V59, V60, V61, V62, V63, V64, V65, V66, 

V67, V68, V69, V70, V71, V72, V73, V74, V75, V76, V77, V78, V79, V80, 

V81, V82, V83, V84, V85, V86, V87, V88, V89, V90, V91, V92, V93, V94, 

V95, V96, V97, V98, V99, V100} 

 Here, the set {V1, V2, …, V100} represents the variable set which correspond to 

SNPs in the dataset. Terminals ‘0’, ‘1’ and ‘2’ represent possible values these variables 

can hold, whereas terminals ‘+’ and ‘-‘ represent the class values, which correspond the 

case/control values an individual belongs to. 

 Production rules are used to map elements of the non-terminals set to elements of 

the terminals set. We used following production rules to define BNF grammar for GEDT 

so that decision trees can be built in a legitimate way: 

(1) S := <pseudoV> 

(2) pseudoV := <v> <val0> <pseudoV> <val1> <pseudoV> <val2> <pseudoV> 

  | <class> 

(3) val0 := 0 

(4) val1 := 1 

(5) val2 := 2 

(6) class := +  

  |  - 

(7) v := V1 

  | V2 

  | V3 

  … | Vn 
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where n is equal to the total number of variables, 100. As integer codons are read from 

the variable-length binary string, these production rules are used in the mapping function 

to generate decision trees. The process of generating decision trees can be understood by 

studying the third production rule of this grammar. The ‘pseudoV’ non-terminal can be 

substituted by either a string of seven other non-terminals or ‘class’, where the latter 

represents the terminating condition (it also takes care of the cases where all individuals 

belong to only one class). The first alternative starts with a variable, which is nothing but 

the root of the tree (or sub-tree). It is followed by three values for that variable and each 

value corresponds to the ‘pseudoV’ non-terminal. This represents the recursive 

condition. Now, each of these ‘pseudoV’ terminals can now again be substituted in two 

ways and the process continues till all the non-terminals are substituted. 

 

3.3.2 Example Genome 

 

 Let us try to understand how this grammar will be used to generate decision trees 

from a randomly generated variable-length binary string by the GE process. We will go 

through the entire process step-by-step and generate the output string that will 

correspond to a decision tree. Following table summarizes the production rules used in 

GEDT grammar and the number of choices associated with each. 
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Table 1: The number of choices available from each production rule 

Rule No. Choices 

1 1 

2 2 

3 1 

4 1 

5 1 

6 2 

7 100 

 

This table helps us to understand the formula that will be used by the mapping process 

the corresponding production rule. For example, the second production rule will always 

use the formula (codon integer value) MOD 2. 

Consider the genome that is presented in the following figure. These numbers 

will be used to look up the Table 1 that describes the BNF grammar for GEDT. These 

numbers have been randomly selected. 

 

 

 

Figure 6: An example genome expressed as integers. Integer values are 

generated by converting the 8-bit binary number that is each codon into 

its corresponding integer value. 

 

124 200 87 24 159 93 77 180 123 155 
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 The process always starts from the start symbol. In our case, there is only choice 

for the start non-terminal <S>. Thus no codon is read from the genome and the start 

symbol is simply replaced by its right-hand side, i.e. <pseudoV>. Thus, the output string 

at this point looks like: 

<pseudoV>  

 Now, this non-terminal appears on the left-hand side of the second production 

rule and from the Table1, we can see that there are two alternatives to choose from.  

(2) pseudoV := <v> <val0> <pseudoV> <val1> <pseudoV> <val2> <pseudoV> 

| <class> 

 To make this choice, we refer to the genome in Figure 6. The first codon is read 

and it is translated into an integer. This number will then be used to decide which 

production rule to use, according to the mapping function described in the section 3.1.1. 

The current codon is 124, thus we get 124 MOD 2 = 0. As alternatives are numbered 

from zero, we must take the first production rule. Hence, <pseudoV> is now replaced 

with 

<v> <val0> <pseudoV> <val1> <pseudoV> <val2> <pseudoV> 

 As described in the earlier section, the wrapping process is used when the end of 

genome is reached and the same codons are read again. It is important to understand that 

if such event occurs, each codon will always be translated into the same integer value. 

However, depending on the number of choices for the current non-terminal, a different 

rule number could be selected. In this way, even though the same codon is read, it could 

result in a different decision tree. 
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 Continuing with the left-most non-terminal <v>, this non-terminal appears on the 

left-hand side of seventh production rule. Since there is more than one choice, the same 

procedure is followed again. The next codon value is read from the genome (200) and 

using the Table 1, we get 200 MOD 100 = 0. So now, we must take the first alternative 

from the right-hand side which happens to be V1. It is possible that if the same codon is 

read again, it will generate the same value (V1) for substitution. This might result in a 

decision tree having the same variable at more than one internal decision nodes. Though 

it would not be an incorrect way of representing a tree, it does make it redundant. 

However, this does not affect its decision process and the results in any way. The output 

string now looks like: 

V1 <val0> <pseudoV> <val1> <pseudoV> <val2> <pseudoV> 

 The left-most non-terminal is now <val0>. It corresponds to the third production 

rule. From the look-up Table 1, we know that there is only choice for this non-terminal. 

Thus, no codon is read from the genome and the non-terminal is replaced by its 

corresponding terminal. The output string now looks like: 

 V1 0 <pseudoV> <val1> <pseudoV> <val2> <pseudoV> 

Again, for the left-most non-terminal is <pseudoV>, a similar choice must be 

made by reading the next codon value (87) and again using the formula given by the 

mapping process, we get 87 MOD 2 = 1. This corresponds to the second production rule. 

The left-most <pseudoV> is now replaced with <class> to give: 

V1 0 <class> <val1> <pseudoV> <val2> <pseudoV> 
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 The current left-most non-terminal <class> corresponds to the seventh production 

rule, and from the Table 1, there are two choices available to replace it. The current 

codon corresponds to 24 and we get 24 MOD 2 = 0. Thus we select the first production 

rule and replace the non-terminal with the right-hand side terminal. The output string 

now looks like: 

V1 0 + <val1> <pseudoV> <val2> <pseudoV> 

 Thus the recurring pattern of this process now can be easily identified. Whenever 

the non-terminal <pseudoV> is encountered, there are two possible options. If an even-

valued codon is encountered, then that results in another sub-tree for the corresponding 

value of the variable. On the other hand, if an odd-valued codon is encountered, then the 

non-terminal is replaced by <class> and thus terminates the recursion process. Similarly 

for <class> non-terminals, as it also has two possible options, an even-valued codon 

corresponds to a positive class while an odd-values codon corresponds to a negative 

class. For all other non-terminals (except <v>), there is only one choice available. Hence, 

they are simply substituted by their corresponding terminals without reading any codon 

from the genome. 

 Continuing with the next left-most terminal <val1>, it corresponds to the fourth 

production rule and there is only choice for this non-terminal. Thus, without reading a 

codon from the genome, this non-terminal is substituted by its corresponding terminal to 

give the output string as: 

V1 0 + 1 <pseudoV> <val2> <pseudoV> 

 The next non-terminal happens to be <pseudoV> again. The current codon in the 

genome corresponds to 159 and thus we get 159 MOD 2 = 1. The odd-value here signals 
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that second production rule is selected to substitute this codon by non-terminal <class>. 

Again, similar to above process, for this non-terminal <class>, the integer value of the 

codon is 93. As 93 MOD 2 = 1, the second production rule is selected to substitute this 

non-terminal by the ‘-‘ terminal giving the output string as: 

V1 0 + 1 - <val2> <pseudoV> 

 The next non-terminal <val2> is again simply substituted by its corresponding 

terminal without reading a codon from the genome. 

V1 0 + 1 – 2 <pseudoV> 

 Finally, for <pseudoV> non-terminal, current codon value is read to be 77. Since 

77 MOD 2 = 1, the second production rule is selected to substitute this non-terminal by 

another non-terminal <class>. By reading the next codon value 180 and since 180 MOD 

2 = 0, we select the first production rule giving us the substitution of ‘+’ terminal for this 

non-terminal. As there is no non-terminal left in the output string, this also signals the 

completion of the decision tree generation process. The remaining codons in the genome 

are simply ignored. The final output string looks like: 

V1 0 + 1 – 2 + 

 The decision tree that corresponds to this output string is as shown in Figure 7. 
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Figure 7: Decision tree generated by the GE process and the output string that 

corresponds to this tree. This is the simplest tree possible as it consists of only one 

variable. This variable is a SNP attribute of the data and the class values ‘+’ and ‘-’ 

are case/control values. 

 

The BNF grammar is used to optimize the architecture of the decision tree. The 

output string generated helps to understand this architecture. The number of variables in 

the string indicates the depth of the tree. In above example, since only one variable is 

present, it produces the simplest tree possible. It also helps to understand how the 

variables are connected to each other. As it is possible to construct the tree from the 

output string, it is also possible to generate the output string from a decision tree. If a 

decision tree is read in depth-first manner from the root variable to the every leaf node 

and every element, viz. variables, values for the variable and classes, encountered is 

written down, then the resulting string corresponds to the output string. Consider the 

trees shown in Figure 8 and Figure 9. They consist of two and three variables, 

respectively. Corresponding figures also show the output string associated with them 

(parentheses are added to make the string readable, they are not present in the grammar). 

V1 

+ - + 

0 2 1 

Parse string: (V1 0 + 1 – 2 +) 
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This output string is used to evaluate fitness of each decision tree. As described earlier, 

each decision tree can be written down as a set of IF-THEN conditions. Each leaf node 

corresponds to one IF-THEN condition. The input data is passed through these 

conditions and depending on the result of conditions used, the fitness of the tree is 

evaluated. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 8: An example of a decision tree with two variables, its corresponding parse 

string is also shown. There are three possible architectures for a tree consisting of 

two variables. This diagram shows one of them. 

 

 

 

 

V1 

+ + V2 

- + - 

0 2 1 

0 2 1 

Parse String: (V1 0 + 1 (V2 0 – 1 + 2 –) 2 +) 
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Figure 9: An example of a decision tree with three variables with its corresponding 

parse string. These three variables correspond to SNP attributes of the data. 

 

The fitness is measured in terms of how correctly a decision tree model can 

classify all the individuals in the given dataset. This can be performed in a couple of 

ways. The original GENN study uses the classification accuracy on the entire training set 

as the fitness function (Motsinger et al 2006). The simulated data used by GENN, which 

V1 

+ - V2 

+ + V3 

- + - 

0 2 1 

0 2 1 

0 2 1 

Parse String: (V1 0 + 1 – 2 (V2 0 (V3 0 – 1 + 2 – ) 1 + 2 +)) 
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is similar to the simulated data used by GEDT, consists of individuals that are either case 

samples or control samples. The classification accuracy is equal to the ratio of number of 

correctly classified case and control samples to the total number of case and control 

samples. However, in most case, the dataset has different number of case and control 

samples. In other terms, the dataset consists of unbalanced classes. If the classification 

accuracy is used as the fitness function, the system will be heavily biased towards the 

majority class (normally case). Such a system has the risk of evolving only a trivial 

program classifier which classifies all the examples of the entire dataset as the majority 

class (Patterson 2007). 

To avoid this problem, balanced error is used for the GEDT analysis, which is 

based on the balanced accuracy fitness function described in (Patterson 2007). Balanced 

error is the inverse of balanced accuracy. Balanced accuracy aims to differentiate 

between the classification performance of both the case and the control samples. This 

means that poor performance in either class will lead to a poor overall fitness and the 

evolutionary process will be directed towards a solution that performs well in classifying 

both the samples correctly. The fitness function is calculated as the addition of ratio of 

the correctly classified case samples to the total number of case samples and ratio of 

correctly classified control samples to the total number of control samples. The first ratio 

is equivalent to the ratio of true positives (TP) to the sum of true positives and false 

negatives (TP+FN). This ratio is also called as sensitivity or positive predictivity, which 

is a measure of the proportion of the actual positives that are correctly classified as 

positives. On the other hand, the second ratio is equivalent to the ratio of true negatives 

(TN) to the sum of true negatives and false positives (TN+FP). This ratio is also called as 
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specificity or negative predictivity, which is a measure of the proportion of the actual 

negatives that are correctly classified as negatives. The relation between these four terms 

is as shown in the Confusion Matrix of Figure 10.  

 

 Predicted positive Predicted negative 

Actual positive True Positives (TP) False Negatives (FN) 

Actual negative False Positives (FP) True Negatives (TN) 

 

Figure 10: The Confusion Matrix 

 

The addition of these two ratios is then normalized by the factor of 2 to make the 

fitness measure standardized (Patterson 2007). Thus, the fitness measure is equivalent to 

the average of sensitivity and specificity. In the case of balanced data, balanced accuracy 

is same as classification accuracy. 

Balanced Accuracy = (sensitivity + specificity) / 2 

 = ½ {[TP / (TP+FN)] + [TN / (TN+FP)]} 

The decision tree generated corresponds to a set of conditions, one for each leaf 

node present in the tree. These conditions are obtained by ANDing values of all the 

variables encountered in a path from the root to the leaf node. It is possible that some of 

the leaf nodes present in the tree may not be traced for any individual in the dataset. In 

other words, it is possible that some of the conditions of the tree model may not be used 

for a particular dataset. This would happen when all the individuals in that dataset do not 

have a particular value for a variable. That is, suppose if all individuals in the dataset 
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have either a value of 0 or 1 for variable V1. In that case, only those conditions where V1 

corresponds to either 0 or 1 will be used to evaluate the dataset as other conditions 

involving V1 to be equal to 2 will be invalid. Thus every decision tree produces a generic 

set of conditions, a part of which may not be used for any individual at all. This happens 

as every variable as a parent node always has three children nodes. This is how the 

grammar has been defined for generating decision trees. One of the major advantages of 

using the BNF grammar in the GEDT process is that grammar is very flexible. This 

plasticity allows it to be a plug-in component in the overall process. That is how using 

the same process of GENN was possible for the construction of the GEDT process. The 

BNF definition for the neural network is plugged-in to the GE process to form GENN; 

the same way the BNF definition for the decision tree is plugged-in to form the GEDT 

system. If the structure of the decision tree is to be changed, we simply need to modify 

the BNF definition for the corresponding structure of the tree. This change will not affect 

in any manner to how the GE process is carried out. In spite of providing this flexibility 

to the overall process, the grammar defined in our process of GEDT appears to be rigid 

in its architecture. This inflexibility comes in due to the fact that every variable node in 

the tree always has three children nodes. It can be overcome by changing the way the 

value for each variable is calculated. In current form, each outgoing edge stands for ‘is 

equal to’ relation. Instead, use of logical operators might impart some flexibility to the 

grammar. Operators such as AND, OR, NOT, etc. could be used for this purpose. In that 

case, if all the individuals in a dataset do not have a value ‘2’ for any of its variables, 

then the connections between the variables could be of the form: 1 OR 2, 1 AND 2, NOT 

1, etc. In our study, both styles of grammar were tried and tested. The use of any one 
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style over another did not have any measurable advantage. That is, the overall structure 

that was evolved by these styles did not provide a better or worse classification error 

when one style was chosen over another. However, the grammar presented above does 

some offer some advantages even though it is less flexible. First, it provides the definite 

structure to the every tree generated. Because of this definite structure, it is possible to 

predict what kind of conditions will be associated with the tree. It is also possible to 

determine the number of leaf nodes, and hence the number of conditions that will 

correspond to the tree. If there are ‘n’ variables present in the tree, then there will be 

exact ‘2n+1’ leaf nodes present in the tree, and hence an equivalent number of 

conditions. Second, it is also to easy parse this grammar and hence it also easier to 

implement. 

 

3.3.3 Search Algorithm 

 

 The BNF grammar acts as a plug-in component of the GE process. Similarly, this 

GE component acts as a plug-in component of the entire GEDT process. The GE 

component consists of the part that carries out the mapping from variable-length binary 

string to the output string corresponding to a decision tree. This GE component is one 

part of the GEDT process, the other part of which is the use of an evolutionary algorithm 

to perform a search of the program solution space by operating on the decision tree 

model produced by the GE component. 

 The evolutionary algorithm is the fundamental part of any evolutionary automatic 

programming. It was first described by (Holland 1975) and inspired by the notions of the 
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survival of the fittest and natural selection. In the broad sense, given a population of 

individuals where each individual represents a possible solution to a particular problem, 

each individual is evaluated to determine its performance on the problem in question. 

The performance of an individual program on the problem is referred to as its fitness as 

seen earlier. Those individuals that have a superior performance on the task are assigned 

a better fitness value, and are most likely to survive by reproducing. This implies that 

these individuals are more likely to pass their genetic material to the next generation. 

This is based on the process of natural selection, in which those individuals that are the 

best adapted to their environment, or, in terms of evolutionary computation, those 

individuals that are best adapted to the problem at hand, survive to produce the following 

generation. 

 An evolutionary algorithm’s population must be initialized before evolution can 

begin; normally it is carried out in a random way, using a random number generator for 

example. There are other methods as well such as sensible initialization (Greene 2009), 

which we have used in the process of GEDT. Once the initialization is performed, the 

evolutionary algorithm is applied in an iterative way. Each cycle of an evolutionary 

algorithm, also called as a generation, consists of the phases: selection, genetic 

manipulation, testing and replacement. During selection, individuals are selected to be 

parents based on their performance at solving the problem in context, also referred to as 

the fitness measure. Some genetic manipulation, such as mutation or crossover, is 

applied to these parents to generate children. This is followed by a testing phase that 

calculates the fitness of each child solution. Finally, the replacement policy decides how 

the children, parents and other individuals of the current population are used to form the 
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next generation. New generations are continuously created until the stopping criteria 

have been fulfilled. These are taken as being either an adequate solution has been found, 

or a pre-defined number of generations have elapsed. This cycle can be summarized in 

the form of the pseudo-code shown in Figure 11, whereas Figure 12 explains all steps of 

the cycle of an evolutionary algorithm pictorially. 

 

Initialize population of solutions 

While termination criterion not reached 

Do 

 Evaluate fitness of each individual 

 Select parents 

 Apply genetic operators 

 Create new population 

End do 

Report best-of-run individual 

 

Figure 11: The pseudo-code for the cycle of an evolutionary algorithm 

 

We have used Genetic Algorithm to perform the search of a solution space. The 

implementation of the algorithm is performed using GAlib, which is freely available at 

(web.mit.edu). The library is primarily used to derive two objects in the GEDT system: a 

genome and a genetic algorithm. Each genome represents a single solution to the 

problem, whereas the genetic algorithm object defines how the evolution should take 

place. It uses an objective function (fitness function) to determine how ‘fit’ each genome 

is for survival. It uses the genome operators and selection/replacement strategies to 

generate new individuals.  
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Figure 12: Evolutionary Process of GE. Each cycle of EA consists of phases: 

selection, genetic population, testing and replacement.  

STEP 1 

A population of individuals is generated 

randomly. Each individual has a unique 

binary string like a chromosome. 

STEP 2 

1 

2 

3 

Random individuals are chosen for 

tournaments, they compete for the best 

fitness and winners pass on their genetic 

material. 

STEP 3 

Specific proportions of the winners 

undergo crossover, duplication or 

mutation to produce an offspring. 

Crossover 
10110001 

10001100 

Duplication 

11001011 

Mutation 

10010110 

Crossover 
10111100 

 

 

Duplication 

11001011 

Mutation 

10010010 

These offspring become the initial population 

for the next generation of evolution. The 

steps are repeated to produce the offspring 

with highest possible fitness. 
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 The genetic algorithm optimizes the decision tree model in order to solve the 

problem at hand. It creates a population of individuals based on the sample decision tree 

structure. The algorithm then operates on the population to evolve the best solution. It 

determines which individuals should survive, which should reproduce, and which should 

die. It also records statistics and decides how long the evolution should continue. The 

stopping criterion used in GEDT system is the evolution of the decision tree model with 

zero classification error or till a predefined limit on the number of generation is reached. 

 There are different types of genetic algorithms. The library includes three basic 

types: ‘simple, ‘steady-state’ and ‘incremental’. These algorithms differ in the way that 

they create new individuals and replace old individuals during the course of an evolution. 

We have used the ‘simple genetic algorithm’ described in (Goldberg 1989). This 

algorithm uses non-overlapping populations. Each generation the algorithm creates an 

entirely new population of individuals. The algorithm also contains the statistics, 

replacement strategy along with selection and scaling operators and a stopping criterion 

described above. 

 The genome object from the library has three primary operators: initialization, 

mutation and cross-over. The initialization operator is used to determine how the genome 

is initialized. The operator does not actually create new genomes; rather it equips the 

genomes with the genetic material from which all solution will be evolved. The mutation 

operator defines the procedure for mutating each genome, while the cross-over operator 

defines the procedure for generating a child from two parent genomes. All these 

operators are customized to suit the GEDT model. 

 



44 

3.4 The GEDT process 

 

 Grammatical Evolution presents a unique way of using grammars in the process 

of automatic programming. A detailed description of every structural block of the GE 

process can be found in the section 3.1 and also in (O’Neill 2003). Summarizing, first, 

the BNF grammar definition to determine the structure of decision tree must be written 

to facilitate the process of genotype-to-phenotype mapping. Using genetic algorithm, a 

variable-length binary string genome is generated. The consecutive groups of 8 bits are 

translated into integer values which represent codons. These integer values are also used 

in the mapping function to select an appropriate production rule from the BNF definition. 

A look-up table is created for all productions rules, which states the number of choices 

available for each rule. The mapping process always starts with the Start symbol. The 

integer values along with the look-up table are used to generate a formula in the form of 

(codon integer value MOD number of rules) to select a production rule to replace the 

start symbol. This process is repeated to replace all non-terminals from the output string 

and continues till the output string is made up of only terminal elements. To ensure a 

complete mapping of non-terminals to the output string only of terminals, a novel 

technique, called wrapping, is used. If the end of the genome is reached and mapping 

process is still incomplete, then the genome is wrapped over and codons are read again. 

This wrapping process is continues N times, where N is a predefined upper limit. If this 

limit is reached or if all the non-terminals are replaced, then it signals the completion of 

mapping process. The resulting output string then determines the structure of a decision 

tree. It also helps to generate a set of IF-THEN conditions corresponding to all leaf nodes 

present in the tree. This decision tree structure is then evaluated for fitness using 
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balanced accuracy. Figure 13 gives an overview of the six-step process of Grammatical 

Evolution Decision Tree (GEDT), which are exactly similar to GENN (Motsinger et al 

2006). 

 

Step I. Initialization 

GEDT has a set of parameters that must be initialized in the configuration file 

such as number of generation, population size, mutation rate, cross-over rate, etc. This 

parameter set consist of parameters for the genetic algorithm, parameters for the cross-

validation, training dataset, testing dataset, etc. The Table 2 below describes the list of 

parameters used and their corresponding initialization values.  

 

Step II. Cross-Validation  

The decision tree model has the ability to model the non-linear data and can 

handle the interaction between variables. However, it is also susceptible to over-fitting. 

To evaluate the generalizability of GEDT models, we have used 10-fold cross-validation 

(Hastie 2001). In this method, the data are divided into 10 parts of equal size. 9/10 of the 

data is used to train the GEDT model, while the remaining 1/10 of the data is used to test 

the model and estimate the prediction error, which refers to the number of samples in the 

1/10 of the data that are incorrectly classified using the GEDT model. This is done 10 

times, each time leaving out a different 1/10 of the data for testing. A prediction error is 

estimated as an average across ten cross-validations. Cross-validation consistency is a 

measure of the number of times each variable appears in the GEDT model across 10 

cross-validations.  
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Figure 13: An overview of the GEDT process that shows the six-step process of 

initialization, cross-validation, training, fitness evaluation using balanced 

classification error, natural selection (tournament) and testing – prediction error 

 Balanced Error Prediction Error 

 0.233941 0.180562 

STEP VI 

STEP II 

Training Dataset 

Testing Dataset 

2 1 0 1 1 2 0 1 

0 1 2 1 2 1 0 1 

1 1 0 2 2 2 0 0 

2 1 2 0 2 1 0 2 

2 1 2 0 0 1 2 0 

2 2 0 0 1 1 0 2 

1 0 1 0 1 0 1 0 

2 1 2 0 0 1 2 0 

0 2 0 2 1 0 1 1 
2 0 1 1 0 0 0 0 

1 1 1 2 2 0 1 2 

2 1 1 0 0 2 0 0 

2 1 2 0 0 1 2 1 

2 2 0 1 1 1 0 2 

 

1 1 0 1 1 2 0 1 

1 1 2 1 2 1 0 1 

 

1 1 1 1 0 0 0 0 

2 1 0 0 1 0 2 0 

2 0 1 0 0 0 0 0 

0 0 0 1 1 1 2 2 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

STEP III 

STEP V 

0.233941 

0.281820 

0.358904 

Tournament Selection 

STEP I 

population_size 
max_generations 
pvm_exchange-generations 
random_seed 
crossover_ratio 
mutation_rate 

wrapper_count 
min_chrom_size 
max_chrom_size 
update_interval 
init_depth 
selection 
crossover 
fitness 

500 

250 

25 

2287 

0.9 

0.01 

2 

50 

1000 

5 

10 

tournament 

standard 

balanced 

STEP IV 

 Balanced Error 

 0.233941 
GEDT Models 0.281820 

 0.358904 

 0.408296 

 … 
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Table 2: Configuration file for GEDT 

 

pop_size 200 size of GA population 

max_generations 400 number of generation for GA 

pvm_exchange_generation 25 generation when best model is exchanged 

random_seed 7 
random seed used for random number 

generator 

crossover_rate 0.9 rate of cross-over for GA 

mutation_rate 0.01 rate of mutation for GA 

codon_size 8 number of bits that make up a codon 

wrapper_count 2 

number of time the GA will wrap around 

the genome to attempt to complete the 

mapping process 

min_chrom_size 50 minimum chromosome size for a genome 

max_chrom_size 1000 maximum chromosome size for a genome 

Selection tournament 
type of selection mechanism, can be 

roulette, tournament, rank, or uniform 

Crossover standard 
type of cross-over, can be standard, match 

and matchblock 

Fitness balanced 

type of fitness evaluation, can be 

classification error, weighted 

classification error or balanced accuracy 

 

We have measured the consistency with which each variable appeared across 10 

cross-validations. The motivation for this count is that the effects of the functional 

variables (i.e. SNPs) should be present in most splits of the data. Thus a high cross-
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validation consistency (close to 10) lends support to that variable being important for the 

epistasis model. The consistency is used in the calculation of power results. 

  

Step III. Training GEDT 

 Training of GEDT commences by generating an initial population of random 

solutions. Each solution corresponds to a decision tree model. This initialization step is a 

combination of sensible initialization, described in (O’Neill 2003), and half and half 

method using in Genetic Programming (Koza 1992). During the sensible initialization 

process, every production rule from the BNF grammar definition is examined to see if it 

exhibits any recursive nature, direct (right-hand side of the rule contains the non-terminal 

on the left-hand side) or indirect (right-hand side of the rule contains a non-terminal 

which points to a rule that is recursive or that leads back to the same production rule). 

Also, for every rule, the minimum depth required to lead to all terminal symbols is 

calculated, that is, the minimum depth required to complete the mapping process. Using 

this information, the recursive nature and the minimum depth for every rule, derivation 

trees (not to be confused with decision trees) are generated in the manner similar to the 

half and half process described in (Koza 1992). Whenever the tree has to be grown, only 

those productions rules are chosen, whose minimum depth is less than or equal to the 

remaining allowed depth. This is estimated by subtracting the current depth of the 

derivation tree from the maximum allowed depth. Half of the individual derivation trees 

are built to the maximum depth by only selecting recursive rules until a non-recursive 

rule has to be chosen to complete the tree. The other half is generated to a random depth 
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no greater than the maximum by selecting any rule that can fit in the remaining depth of 

the individual tree.  

  

Step IV. Fitness Evaluation – Balanced Classification Error 

 Each decision tree model is evaluated on the training set and its fitness is 

recorded. The original GENN paper uses the classification accuracy for computing the 

fitness (Motsinger et al 2006). It is equal to the ratio of number of correctly classified 

case and control samples to the total number of case and control samples present in the 

data. However, in most cases, the simulated dataset is unbalanced in nature, with 

different number of case and control samples. Use of classification accuracy makes the 

system biased towards the majority class (case/control). Such a system is at the risk of 

evolving a trivial program classifier which classifies all the samples of the entire dataset 

as majority class. 

 To avoid this problem, we have used balanced accuracy in the analysis of GEDT 

process. The fitness function is calculated as the average of sensitivity and specificity. 

Sensitivity is calculated as the ratio of the correctly classified case samples to the total 

number of case samples, whereas specificity is calculated as the ratio of corrected 

classified control samples to the total number of control samples. The sum of these two 

ratios is then normalized to make the fitness measure standardized. 

  

Step V. Natural Selection 

 After the fitness is evaluated for all the decision tree individuals, the best 

solutions are selected for cross-over and reproduction using a selection technique. The 
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genetic algorithm supports different types of selection procedures. They include: rank, 

roulette, tournament and uniform selection (Mitchell 1998). An ideal selection scheme 

would be simple to implement, and efficient for both non-parallel and parallel 

architectures. Furthermore, a selection scheme should be able to adjust its selection 

pressure so as to fine-tune its performance. The selection pressure is the degree to which 

the better individuals are favored: the higher the pressure, the more the better individuals 

are favored (Miller 1995). We have used tournament technique for selection as it 

satisfies all of the above criteria. Few individuals from the population are selected at 

random. Tournament selection involves running several tournaments among these 

individuals. The individual with the best fitness score is declared to be the winner of the 

tournament. The winner is then selected for the cross-over process. To customize the 

genetic algorithm procedure, this technique is specified in the configuration file. 

 Once the individuals are thus selected, various genetic operators are applied to 

generate individuals for the next generation. These operators include: duplication, 

mutation and cross-over. The proportion of the population which should undergo these 

operations is specified in the configuration file. During duplication, a part of the best 

solutions is directly duplicated (i.e. reproduced) into the new generation. During 

mutation, some other part of the best solutions is selection to apply mutation operator. It 

is applied on individual bits along the genome string and involves flipping of the binary 

value along the genome. During cross-over, some another part is selected for cross-over 

with other best solutions. The cross-over performed is at the chromosomal level. In 

GEDT, the one-point cross-over operator is used. During this operation, two cross-over 

points are selected at random, one on each individual solution. The segments on the 
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right-hand side of each individual solution are then swapped to form new individuals. 

The process is shown in the following Figure 13. The randomly selected nodes for cross-

over are shown in gray. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 13: An example of One-point cross-over operation. The randomly selected 

node for cross-over from each parent is shown in gray and is numbered. All nodes 

on the right-hand side of these nodes (i.e. the entire sub-tree rooted at that node) 

are then swapped to form children. 
  

After these operators are applied, the new generation is formed, which is equal in 

size to the original population. This new generation begins the cycle again. The process 

continues until a stopping criterion is met. The stopping criterion used in GEDT system 
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is the evolution of the decision tree model with zero classification error or till a 

predefined limit on the number of generations is reached. At the end of this evolution 

cycle, the overall best solution is identified as the optimal decision tree model. 

 

 Step VI. Testing – Prediction Error 

 The optimal decision tree model selected at the end of step V is tested on the 1/10 

of the data remaining to estimate the prediction error of the model. Prediction error refers 

to the number of samples in the 1/10 of the data that are incorrectly classified using the 

GEDT model. The classification error is used as a basis for evaluating and making 

changes to the architecture of the tree model, whereas the prediction error is used to 

measure the overall model fitness. The overall goal of this learning process is to find 

genetic models that accurately classify the data. Cross-validation is used in conjunction 

with the learning process to produce a model that not only can accurately classify the 

data at hand, but can predict on future, unseen data. 

 Steps II to VI are performed ten times with the same configuration setting, each 

time using a different 9/10 of the data for training and 1/10 of the data for testing. The 

prediction error is estimated as an average across the 10 cross-validations. 

 The GEDT process is implemented to optimize the architecture and recursive 

growth of a decision tree model. The BNF grammar definition for the decision tree is as 

shown above. The genetic algorithm is used to evolve the variable-length binary string 

that is later translated into a decision tree. The values for various parameters for the 

genetic algorithm are specified in the configuration file as shown in the Table 2. To 

prevent stalling in local minima, we have used the island model of parallelization 
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(Cantu-Paz 2000). In this approach to parallelization of genetic programming, the 

population for the given run is divided among semi-isolated populations called demes. 

Each sub-population is assigned to a separate processor of the parallel computing system. 

In the main iteration process of the genetic algorithm, the task of measuring the fitness is 

first performed, which is followed by selection step and finally, the genetic operations. 

All these tasks are performed locally at each processor. The processors operate 

asynchronously to efficiently use the processing power of each processor. Upon 

completion of the specified number of generations, a relatively small percentage of the 

individuals in each sub-population are probabilistically selected for emigration between 

processors. 
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Chapter 4 

Data Simulation 

 

 Epistasis or gene-gene interaction plays a role in susceptibility to common human 

diseases. The effects of epistasis are proving to be worth evaluating with research 

indicating that these interactions have been prevalent for a long time and are commonly 

found upon research (Moore 2003). Epistasis occurs when the combined effect of two or 

more genes on a phenotype could not have been predicted from their independent effects. 

Current statistical approaches in human genetics focus primarily on detecting the main 

effects and rarely consider the possibility of interactions (Templeton 2000). However, for 

the analysis of the GEDT process, the focus is on simulating data using different 

epistasis models that exhibit minimal independent main effects, but produce an 

association with disease primarily through interactions. The goal of the data simulation is 

to generate datasets that exhibit gene-gene interactions for the purpose of evaluating the 

classification error, the prediction error and the power of GEDT. The data has been 

simulated with two functional single nucleotide polymorphisms (SNPs) to analyze 

GEDT for modeling non-linear epistasis models. Penetrance functions are used to 

represent epistatic genetic models in the simulation analysis. 

 Penetrance functions model the relationship between genetic variations and 

disease risk. Penetrance is defined as the probability of disease given a particular 

combination of genotypes. Case-control model of analysis is used to study the power 
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results of GEDT. Case-control studies are used to identify factors that may contribute to 

an epistatic condition by comparing individuals who have that condition (the ‘cases’) 

with individuals who do not have the condition but are otherwise similar (the ‘controls’). 

In the case of GEDT, case-control data is simulated for two different epistasis models 

exhibiting interaction effects in the absence of main effects. As such, a method that is 

able to identify exclusively interactive effects is also likely to find main effect. Another 

reason behind choosing models without main effects is that they challenge the method of 

finding gene-gene interactions in a complex dataset. These models have been chosen in 

accordance with the ones used in the original paper of GENN as that would help in the 

comparative analysis of the GEDT method (Motsinger et al 2006). The data has been 

simulated using two different two-locus epistasis models in which the functional loci are 

single nucleotide polymorphisms (SNPs). 

 The first model was initially described by Li and Reich (54), and later by 

Culverhouse et al (Culverhouse et al 2002) and by Moore (Moore et al 2002b). This 

model, referred to as XOR model hereto, is based on the non-linear XOR function 

(Anderson 1995) that generates an interaction effect in which high risk of disease is 

dependent on inheriting a heterozygous genotype (Aa) from one SNP or a heterozygous 

genotype from a second SNP (Bb), but not both. The high-risk genotype combinations 

are AaBb, Aabb, AABb, and aaBb with disease penetrance of 0.1 for all four. The 

proportion of the phenotypic variation that is attributable to genetic variations, also 

termed as heritability, of this model is low. Higher heritability values suggest a stronger 

genetic effect in the dataset. (Culverhouse et al 2002) describes the method of calculating 

this heritability, which for this model is 0.0526. The heritability value is directly 

proportional to the penetrance value, the lower the penetrance, the lower the heritability 
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and the lower proportion of phenotypic variations are attributed to genetic variations. 

The same model is also used with higher penetrance values for all genotypic 

combinations, viz. 0.5 and 1.0. With increased penetrance, their heritability values are 

0.3333 and 1.0, respectively. Table 3, 4 and 5 describe these three models. Each cell in 

these tables represents the probability of disease given the particular combination of 

genotypes, p(D|G). 

 

Table 3: Model XOR-I, Heritability = 5.26% 

 BB Bb bb 

AA 0 0.10 0 

Aa 0.10 0 0.10 

aa 0 0.10 0 

 

Table 4: Model XOR-II, Heritability = 33% 

 BB Bb bb 

AA 0 0.50 0 

Aa 0.50 0 0.50 

aa 0 0.50 0 
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Table 5: Model XOR-III, Heritability = 100% 

 BB Bb bb 

AA 0 1.0 0 

Aa 1.0 0 1.0 

aa 0 1.0 0 

 

 The second model was initially described by Frankel and Schork (Frankel 1996) 

and later by Moore (Moore et al 2002b). This is model is referred to as ZZ model. In this 

model, high risk of disease is dependent on inheriting two and exactly two high-risk 

alleles, either ‘A’ or ‘B’ from two different loci. For this model, the high-risk genotype 

combinations are AAbb, AaBb, and AABB, with disease penetrance of 0.1, 0.05 and 0.1, 

respectively. The heritability of this model is 0.0513. Similar to the first model, this 

model is also used with higher penetrance values of 0.5 and 1.0. Their corresponding 

heritability values are 0.2860 and 1.0, respectively. 

 

Table 6: Model ZZ-I, Heritability = 5.13% 

 BB Bb bb 

AA 0 0 0.10 

Aa 0 0.05 0 

aa 0.10 0 0 
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Table 7: Model ZZ-II, Heritability = 28.6% 

 BB Bb bb 

AA 0 0 0.50 

Aa 0 0.25 0 

aa 0.50 0 0 

 

 

Table 8: Model ZZ-III, Heritability = 100% 

 BB Bb bb 

AA 0 0 1.0 

Aa 0 0.50 0 

aa 1.0 0 0 

 

 These models were selected because they exhibit interaction effects in the 

absence of any main effects when allele frequencies are equal and genotypes are 

generated assuming Hardy-Weinberg equilibrium. Although the biological likelihood of 

these models is unknown, they represent the worst-case scenario for the detection 

method because they have minimal main effects. If a method works well with minimal 

main effects, seemingly the method will also work well in the presence of main effects. 

The simulated data has been generated using the software package ‘genomeSIM’ 

described by (Dudek 2006). For each of the six models described above (two basic 
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models and three variations each), 100 datasets were simulated with every dataset 

consisting of 250 cases and 250 controls. All these datasets contained 100 SNPs, two of 

which were functional. SNPs generally have two possible alleles, and in this study, they 

were simulated with equal allele frequencies (p=q=0.5). Every dataset was formatted 

with rows corresponding to individuals and columns corresponding to genotypes, with 

the first column representing the disease status (case or control). These datasets were 

then used in the GEDT process during cross-validation and prediction phases. 

 

  



60 

 

Chapter 5 

Implementation 

 

 The GEDT process consists of two major components, GE process to carry out 

the mapping from variable-length binary string to the computer program (decision tree) 

and then to use genetic algorithm to evolve the fittest model by operating on the output 

of GE process. This section describes the implementation details of these components. 

 BNF grammar plays a crucial in determining the legitimate structure of decision 

trees. We first created the BNF grammar definition of BNF to be used in the process. We 

analyzed the entire dataset to identify elementary units which were translated as 

terminals and non-terminals. This also helped to understand how to put these units 

together in order to build a meaningful decision tree. We then identified which of these 

units are recursive in nature so that they can be used for growing the tree recursively. 

The grammar definition was written following the guidelines presented in section 3.3. 

 We then translated this grammar definition into computer programs using C++ 

language. The entire source code was built upon GAlib, which defines the 

implementation of genetic algorithm and is freely available (web.mit.edu). The file 

grammar.cpp describes functions to convert the grammar into machine-readable format. 

Files Element.cpp and Terminals.cpp describe how the elementary units of a tree were 

converted into respective classes. Configuration parameters were defined in config.cpp. 

File genome.cpp defines functions that operate upon the variable-length binary string and 



61 

describes how the mapping process is carried out. Functions to parse the output string 

corresponding to the decision tree model and to evaluate fitness of each model are 

defined in Tester.cpp. Finally, gedtMPI.cpp describes functions that combine all these 

files and is responsible for executing the entire GEDT process. The source code is 

available upon request. 

 Once the programming was completed, we simulated datasets for two different 

epistasis models showing interactions effects. Each model was used with three different 

penetrance values giving rise to six different models. For each model, 100 datasets were 

generated, with each dataset containing 250 cases and 250 controls. Each individual in a 

dataset was represented by 100 SNPs, of which two were functional. The entire GEDT 

process was then carried out for each model as described in section 3.4. Following 

snippet gives an example of how the results of 10-fold CV looks like: 

***** CV - 5 ***** 

Starting TrainAndTestGEDTMPI 

initializing... 

evolving... 

training error=0 

testing error=0 

MODEL: 

printing the tree... 

V10 0 V5 0 + 1 - 2 + 1 V5 0 - 1 + 2 - 2 V5 0 + 1 - 2 + 

DONE 

GEDT:  5: Training misclassification: 0.0000 

GEDT:  5: Testing misclassification: 0.0000 

GENN:  5: Loci used in the model: 5 5 5 5 5 5 10 10 

USING ALTERNATE OUTPUT FROM SCRIPT 

5, 5 5 5 5 5 5 10 10, 0, 0 

 

 The snippet above is taken from one of the logs generated by the process. It 

shows the output model that was generated for a particular dataset. This output model 

could completely classify all the individuals in the dataset, and hence produced zero 

training and testing errors. It also shows the loci used in the model. These loci were the 
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variables used in building the decision tree model as shown by the output string. In other 

words, for this dataset, the GEDT process identified these loci as the functional loci. 

 Cross-validation consistency was then used to calculate power for all the models. 

It is a measure of the number of times each variable appears as the functional locus 

across 10 cross-validations. Consistency is used in power analysis as explained in section 

6. Following snippet shows how the output of CV process is parsed to calculate 

consistency results: 

Runs: 10  

Avg. training misclassification: 0.06579 

Avg. testing misclassification: 0.08684 

Locus   Count   % 

10      9       90 

5       9       90 

13      2       20 

16      2       20 

… 

… 
 

 This example shows that loci 5 and 10 were identified as functional loci with 

90% consistency. It also shows the average training and testing error. Other identified 

loci like 13, 16, etc. represent the noise present in the data. This process was carried out 

for every model and power results were generated which are presented in the next 

section.  
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Chapter 6 

Data Analysis and Results 

 

6.1 Data Analysis 

 

 GEDT process was used to model the gene-gene interactions in the simulated 

data. Each dataset consists of 100 SNPs, out of which two are functional. The GEDT 

process is carried out to analyze each of these datasets to identify these two functional 

loci. The configuration parameters as shown in Table 2 are used to define the initial 

setting of the process. The initial configuration used were: 400 generations, population 

size of 200 individuals, migration after every 25 generations, cross-over rate of 0.9, 

mutation rate of 0.1, chromosome size bounded by lower limit of 50 and upper limit of 

1000, tournament type of selection, standard i.e. single-point cross-over, balanced 

accuracy for fitness evaluation and sensible initialization. These values were used to 

analyze all the six models described in the section 4. These values for configuration 

parameters were selected to mirror the way the GENN was initialized for optimal 

performance and the results have shown that the similar configuration may or may not 

necessarily guarantee an optimized performance in the GEDT process as well.  The 

values for the number of generations and population size were then increased to 600 and 



64 

300, respectively leaving all other parameters unchanged to understand the effect of 

these values on the performance of the process. 

 Cross-validation consistency was used to calculated power for all analyses. The 

consistency is a measure of the number of times each variable appears in the GEDT 

model across 10 cross-validations. A high consistency (close to 10) lends support to that 

variable being important for the epistasis model. Two different definitions of power were 

used to analyze the performance of the GEDT process under each epistasis model: a 

strict definition and a lenient definition. The strict definition, termed as Definition-I here, 

refers to the count as the number of times the process correctly identified the two 

functional loci out of each 100 datasets without any false positive loci. Such models are 

referred to as the perfect models. The lenient definition, termed as Definition-II, refers to 

the count as the number of times the process correctly identified at least one of the two 

functional loci without any false positive loci. While it would be ideal for a method to 

identify all important loci within a dataset, a computational method is still very 

successful if it is able to identify several important genetic associations. 

 

6.2 Results 

 

 The GEDT process was used to analyze the datasets containing 100 SNPs for 

every individual and there were 500 such individuals. The analysis was carried out in 

two steps. The first step used the configuration parameters exactly as shown in Table 2. 

The second step increased the values for generation and population to 300 and 600, 
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respectively, leaving other values unchanged. Table 9 shows the results of the first step 

while Table 10 shows the results of the second step.  

 

Table 9: Results of GEDT Analysis - I 

Model Definition-I (%) Definition-II (%) 

XOR-I 24 36 

XOR-II 33 47 

XOR-III 72 79 

ZZ-I 36 53 

ZZ-II 38 52 

ZZ-III 56 66 

 

 For XOR models, the effect size increases from model I to model III. As shown 

in the above table, while the power for model XOR-I was only 24%, as the effect size 

increases, the GEDT process demonstrated an increasing trend in power calculations to 

72%. This increasing trend is also attributable to their corresponding increasing 

heritability values. Similarly for ZZ models, there was a gradual increase in power from 

36% to 56%. This also shows that XOR models, which have better heritability values, 

are easier to identify than ZZ models. When the lenient power definition (Definition-II) 

was used, GEDT showed more power than its stricter counter-part (Definition-I) in 

identifying interactions for all six models.  

 To understand the effect of the number of generations and population size on 

these results, these two parameter values were increased leaving the remaining 

parameters unchanged for the second phase of analysis. The results are as shown in 
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Table 10. As the number of generations and population size were increased, GEDT 

exhibited increased power in identifying interactions in all the six models compared to 

their corresponding power values from Table 9. The performance of GEDT was 

consistent in the sense that it showed increase in the power as the effect size increased 

for XOR models from model I to model III, and for ZZ models from model I to model 

III. Again, XOR models proved to be easier to identify than ZZ models. For XOR 

models, the power increased from 28% to 86%; while for ZZ models, the range was from 

47% to 59%.  

 

Table 10: Results of GEDT Analysis - II 

Model Definition-I (%) Definition-II (%) 

XOR-I 28 40 

XOR-II 53 62 

XOR-III 86 90 

ZZ-I 47 59 

ZZ-II 51 63 

ZZ-III 59 67 

 

 GEDT has shown encouraging results in these two tables. Although the 

maximum power achieved was only 86%, there is a scope of improvement with these 

results. Since the method is in its infancy, the optimal values for the configuration 

parameters are yet unknown. More such analysis is required with different values for 

each of its parameters such as number of generations, population size, cross-over rate, 

mutation rate, etc. to find out the exact configuration that will achieve a perfect score of 
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100%. As we can see in Table 10, the power results increased when number of 

generations was increased. Other parameters can be fine-tuned in such way. The results 

obtained were promising nonetheless. 

 Table 11 summarizes the average training error (balanced classification error) 

and average testing error (prediction error) for all the six models for the first phase of the 

analysis. As the effect size increases, average training and testing errors for XOR and ZZ 

models showed a decreasing trend. The decreasing trend is relatively higher in XOR 

models than in ZZ models, which is attributable to their heritability values. Maximum 

error values (training and testing) were almost consistent for all the six models. 

However, minimum error values showed a downward movement. Especially for XOR-III 

model, these values were very close to zero, suggesting that it came very close to 

identifying the perfect model. 

 

Table 11: Training and testing error results for GEDT analysis – I 

Model 

Avg. 

Training 

Error 

Min Max 

Avg. 

Testing 

Error 

Min Max 

XOR-I 0.3431 0.2843 0.3722 0.4578 0.365 0.5531 

XOR-II 0.3236 0.2404 0.3236 0.4306 0.3009 0.5278 

XOR-III 0.2363 0.0658 0.3733 0.3136 0.0868 0.5104 

ZZ-I 0.3333 0.2673 0.3647 0.4314 0.2787 0.5367 

ZZ-II 0.3271 0.2284 0.3698 0.4378 0.2924 0.555 

ZZ-III 0.2984 0.1868 0.3736 0.3951 0.2349 0.5227 
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 Table 12 summarizes the average training and testing errors for the second phase 

of the analysis. Again, similar trends were observed as described earlier. With the 

increase in effect size from models I to III, average training and testing for XOR and ZZ 

models shows a decreasing trend. During this phase, their values were smaller than 

corresponding values during phase I. This indicates that with more number of generation 

and higher population size, a better model can be evolved to detect interactions. Again, 

the decreasing trend is relatively higher in XOR models than in ZZ models. Maximum 

error values remained almost constant for all six models. Minimum error values, on the 

other hand, showed a sharp downward movement with values for XOR-III model being 

very close to zero, suggesting that it came very close to identifying the perfect model. 

 

Table 12: Training and testing error results for GEDT analysis – II 

Model 

Avg. 

Training 

Error 

Min Max 

Avg. 

Testing 

Error 

Min Max 

XOR-I 0.333 0.25 0.3687 0.4458 0.295 0.5596 

XOR-II 0.2996 0.2187 0.3581 0.4019 0.2531 0.503 

XOR-III 0.1854 0.0329 0.3312 0.2499 0.0336 0.4897 

ZZ-I 0.3116 0.2099 0.3669 0.3982 0.2034 0.5347 

ZZ-II 0.3052 0.2067 0.3578 0.4129 0.2598 0.5329 

ZZ-III 0.2949 0.1841 0.3736 0.3908 0.2349 0.5212 
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 We also attempted to calculate total running time required to run the GEDT 

process for one epistasis model involving 100 datasets. However, computing accurate 

values for the total time taken was difficult as the process was executed in parallel across 

eight processors. To determine an estimate for the total running time, we recorded the 

start time and the end time for each dataset and the difference was then averaged across 

100 datasets. For the first phase of analysis, average time required per dataset was 307.78 

seconds, i.e. approximately 5 minutes per dataset. For the second phase of analysis when 

values for number of generations and population size were increased, average time 

required per dataset became 889.43 seconds, i.e. approximately 15 minutes per dataset. 

As the values for number of generation and population size are increased, it takes longer 

to carry out the evolution process. This explains the increased running time for the 

second phase of analysis. 

 At this point, it is important to draw comparisons between the performances of 

GENN and GEDT. GEDT was inspired by the GENN process and changed the ‘black-

box’ approach of NNs by coupling ‘white-box’ approach of the decision tree 

methodology with GE. Fundamentally, both the approaches are similar in nature, using 

GE to compute the program (NN or decision trees) automatically and then using genetic 

algorithm for evolution. In terms of performance however, GENN has shown better 

results compared to GEDT. The power results of GENN for XOR-III and ZZ-III models 

were 100% (Motsinger 2006), while GEDT power results were very weak in comparison 

(24% and 36%). These models have a very low value for heritability. Even for models 

with higher heritability values (XOR-III and ZZ-III), GEDT could not obtain 100% 

power results. The main reason for these results is that the optimum parameter values for 



70 

GEDT are yet unknown. In this study, we used the same parameters that had given the 

utmost power results in GENN. This means that the evolutionary nature of the grammar 

defined in GEDT is different than that used in GENN. 

Even though the GEDT results appear weaker in comparison, they are very 

promising. When the number of generations and population size were increased, better 

results were obtained. This simply shows that a lot of fine-tuning is required to attain the 

optimum level for all configuration parameters for GEDT. The method is in its infancy 

and it is believed that with the proper enhancement, it has the ability to achieve the level 

accomplished by GENN and GPNN. 

Due to the black-box nature of NN, the output model of GENN is difficult to 

comprehend. With the development of GEDT, we have improved upon this advantage. 

Decision trees are transparent in nature and hence it is very to understand how the output 

model is derived. In section 5, we have shown a snippet of the output produced by the 

cross-validation process. It shows the output string that corresponds to the decision tree 

model. From that output string, it is very easy to understand which loci were identified 

by the process as functional loci. Moreover, it is also very easy to interpret this output. 

The output string can be easily converted to a set of IF-THEN conditions which make the 

model human-readable. 
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Chapter 6 

Future Work 

 

 This thesis shows, in detail, how the process of grammatical evolution is used to 

optimize decision tree for identifying gene-gene interactions. The GEDT process is 

inspired from another similar study, GENN with the ‘black-box’ learning approach of 

neural networks changed to ‘white-box’ approach of decision trees. The analysis of 

GEDT has shown very promising results in identifying interactions in the simulated data. 

So far, the maximum power achieved is 86%. The results have shown an increasing trend 

with the increasing effect sizes. Since the method is in its infancy, the exact 

configuration parameter values that would achieve the 100% power can be obtained on 

further analysis. Table 10 shows that if the number of generations is increased, better 

power results are obtained. There are many such parameters that can be fine-tuned for an 

optimized performance. 

 The GEDT process has shown encouraging signs that it would be effective in 

finding gene-gene interactions. Once the right balance of configuration parameters can 

be achieved, the performance of GEDT can be compared with GENN, which has already 

shown to be highly effective in finding interactions in complex datasets. It would also be 

a good idea to perform comparative analysis of GEDT and other statistical methods such 

as Multifactor dimensionality reduction (MDR) or linear regression. Similar to GENN, 

the GEDT process can also be used to model real data, such as HIV immunogenomics 

dataset. 
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 In GEDT, the GE system is coupled with the decision trees using a BNF 

grammar. There are other evolutionary algorithms as well which are inherent to decision 

trees such as ID3 and C4.5 (Quinlan 1986). ID3 is an iterative process that uses induction 

process to build simple decision tress to model the dataset at hand. However, for a large 

dataset with many attributes, the process can get complex as it continuously searches for 

unused attributes. C4.5 works similar to ID3 and uses the concept information entropy to 

build trees. The role of such algorithms in the evolutionary computation is not yet 

known, however it would be good idea to perform comparative analysis of GEDT 

process and trees using such algorithms. 

 With a novel approach of bringing together the decision tree methodology with 

the grammatical evolution process, we have developed Grammatical Evolution Decision 

Trees (GEDT) designed to better identify gene-gene interactions and thus aid in the 

detection of common complex diseases. The use of decision tress has made the process 

easy to understand and interpret. This study has provided a detailed technical 

understanding of our approach. It is still in its early stages and admittedly required 

further enhancement and analysis. We believe that this concept has been a worthwhile 

undertaking as the results obtained so far have been very promising. We are truly excited 

about the direction this idea would take in the future.  
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