
  

 

Abstract 

CHERUVU, PRAVEENKUMAR 
Tuple Space Computing on the Grid 

(Under the direction of Dr. Gregory T Byrd) 
 
 A computational grid is a framework for resource sharing across multiple 

organizations, operating in different administrative domains.  Grids are built over wide-

area networks. They provide infrastructure for wide-area distributed computing platform. 

Grids provide secure and fine-grained access to computational resources in multiple 

(virtual) organizational domains. Tuple space is a network-global storage space providing 

a coherent-addressable shared memory abstraction. Tuple space provides a logically 

shared address space and enables data sharing.     

Grids can be used for building computing platforms that can span across wide-

area networks, grid-computing platform. Tuple spaces enable distributed programming 

and are decoupled in space and time. Communication in tuple space is asynchronous. 

Tuple spaces provide data sharing ability and coordinate access to data. The purpose of 

this research is to explore distributed programming in context with grid-computing 

platform. The idea is to introduce tuple space based programming for grids. This thesis 

looks at the design of a grid-enabled tuple space.  

A prototype of grid-enabled tuple space has been implemented. Globus, an open 

source toolkit for grids is used as grid computing toolkit. JavaSpace is a Java-based 

implementation of tuple space. JavaSpace is built on grid communication infrastructure to 

develop a  “Grid-enabled JavaSpace”.  Grid-enabled JavaSpace is the prototype for grid-

enabled tuple space. 
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Chapter 1 

Introduction 
 

Distributed computing aims at building applications that are distributed over 

network of machines.  Conventionally distributed computing systems are static and 

focus on large-scale resource sharing.  Distributed applications are difficult to design 

and build because of different machine architectures and software platforms. In 

addition, distributed applications communicate over unreliable network.  

Distributed architectures lack the capability of dynamic resource aggregation, 

allocation and scheduling.  The Client server paradigm is the simplest flavor of 

distributed computing architecture. Distributed computing technologies that are in use 

such as CORBA [1]  (Common Object Broker Architecture) and RMI [2]  (Remote 

Method Invocation) are based on the client-server paradigm.  

Compared to distributed architectures, there are not many languages that support 

distributed programming.  MPI [3] (Message Passing Interface) and Linda [4] are 

extensions of sequential languages distributed programming. MPI provides built-in 

routines for developing distributed programs. Linda provides a global shared memory 

and language constructs. Linda enables indirect communication among processes. 

Grids provide a framework that is extremely dynamic, secure, scalable, robust and 

reliable. Grids can be used to build a sophisticated and transparent computing 

platform. The concept of grids is about better performance and efficient resource 

utilization. In grids we are concerned about the computation, instead of where the 

computation is performed. Grids can distribute the computations, based on resource 

capability and availability. Grids abstract the complexities of resource discovery, 
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resource management, scheduling, state management and process monitoring from the 

user. 

Grid technology is different from distributed, enterprise, and peer-to-peer 

computing. Grids focus on dynamic and cross-organizational sharing. Grids 

complement existing distributed computing technologies.  

Grid applications must be flexible to adapt to the dynamic environment. Processes 

in grid applications should be self-contained and granular enough so that they can be 

distributed. Ideally, processes in grid applications must be decoupled in time. To 

perform some useful computation processes need to exchange data. For exchanging 

data, there must be rendezvous of processes. If the computations are performed across 

the grid domain, all the processes involved in the computation might not be able 

complete at the same time. But, if one process is just waiting to deliver data to another, 

we are under-utilizing that computational resource. Figure 1.1 shows grid computing 

infrastructure. 

In this thesis we develop an architecture for tuple space computing on grid. The 

thesis explores how distributed applications can be developed using distributed 

programming languages on grid computing platform. The purpose of tuple space 

computing for grids is to introduce spaced-based programming in grids. Latency, 

synchronization and partial failure are some of the challenges faced in distributed 

computing. For dynamic environment like grids, process decoupling is advantageous. 

Distributed programming language like Linda enables space and time decoupling. In 

space decoupling, processes that exchange data need not know the identity of each 

other. The processes do not know where the data is going and who is using it. Space 
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decoupling requires a global memory store, where all the processes can store data. In 

time decoupling the processes need not have overlapping life times. Time decoupling 

requires coordinated data exchange between processes. 

 

The prototype implementation has integrated tuple space with grid.  The design is 

based on grid architecture and utilizes the resource management and secure 

components of grid. The architecture allows grid applications using space-based 

programming, transparently accessing grid-enabled tuple space.  The prototype 

implementation uses the Globus Toolkit [16], a grid-computing toolkit from Argonne 

National Lab, and JavaSpace [24, 25], Sun’s implementation of tuple space. 

 

Outline 

The outline of the thesis is as follows. 

 Chapter 2 gives introduction about grids. The chapter explains about the resource 

management and security in grids. Globus Resource Management and Grid Security 

Infrastructure have been explained in detail. 

 Chapter 3 introduces tuple spaces.  It provides an overview of tuple spaces 

primitives and operations. We introduce Space-based programming paradigm and its 

features. We state/discuss various application patterns for developing distributed 

application based on space-based programming. 

 Chapter 4 explains the architecture of tuple space computing model.  We start with 

the general computing framework. Requirements for wide-area computing framework are 
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discussed. We provide the ground for exploiting tuple space paradigm in grid computing 

environment. 

 Chapter 5 caters the implementation details of Grid-enabled tuple space.  We 

explain briefly about our implementation infrastructure. We give overview of some 

important features of JavaSpace and Globus toolkit. We explain the implementation of 

tuple space computing on the grid.  
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Chapter 2 

Introduction to Grids and Globus 
 

This chapter gives an introduction to grids. We describe the architecture and 

components of a grid.  We explain about grid computing toolkits, resource 

management, and security architecture. 

 

2.1 Grids 
 

 A “Computational Grid” is a hardware and software infrastructure that provides 

dependable, consistent, pervasive and inexpensive access to high-end computational 

capabilities [5]. 

 Grids are built using standard, general-purpose protocols and interfaces. Grids 

coordinate resources that are not in one centralized control. Resource sharing in grids 

is dynamic and across virtual organizations [6]. Virtual Organizations encompass 

highly flexible relationships and can provide precise control over shared resources.  

 

2.1.1 Grid Architecture   
 

 Grid architecture defines fundamental system components and interactions 

between these components.  Layered grid architecture is shown in Figure 2.1. The 

fabric layer provides shared access to resources. The connectivity layer defines core 

protocols for communication and authentication. The resource layer builds on 

connectivity layer and provides protocols for initiation, secure negotiation, 

monitoring, control, and accounting of the shared resources. The collective layer built 

on resource and connectivity layer implements protocols for sharing collection of 
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resources. The application layer has various applications that across virtual 

organization. 

 

 

 

 

 

 

 

 

 

 

 

 

 

2.2 Grid Computing Toolkit and Components  

 A Grid computing toolkit is an implementation of grid architecture. Grid 

computing toolkits consist of components that provide the core functionality of the 

grid. Grid components provide functionality to (i) manage heterogeneous resources 

across virtual organization (ii) provide secure access to resources (iii) lookup 

information (iv) transfer high volumes of data (v) manage component failures.   

 

2.2.1 Resource Management  
 

Figure 2.1 Layered Grid Architecture  

Fabric 

Connectivity 

Resource 

Collective 

Application 
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 The characteristic feature of grids is to assemble a collection of computational 

resources based on need, without regard to physical location.  Resource management 

[7] is the component of grid that locates the resources based on the requirements. 

Resource management authenticates the user and creates the processes. Resource 

management adapts to scheduling policies and security mechanism at different 

administrative domains.  The resource management interfaces with different 

heterogeneous resources and should be easily extensible.  Since grid enables co-

allocation [8], the resource management should be able to allocate resource for a job at 

multiple sites.  Resource management provides mechanisms to monitor computations, 

negotiate resources and manage faults. All the functions are provided by the resource 

manager. 

Resource Manager is an important component in grid infrastructure. It processes 

the requests by creating one or more processes, enabling remote monitoring of the 

jobs, and updating the information service. Resource Manager acts on behalf of one or 

more computational resources. Resource specification is passed to the resource 

manager. Resource Manager identifies local resources that meet the resource 

requirements. The resource manager schedules resources. It can also map the request 

to some local resource allocation mechanism. Condor [9], Load-Leveler [10], LSF 

[11], NQE [12] are examples. Local mechanism can co-exist with resource manager. 

Job scheduling and submission are performed by resource manager. 

 
2.2.2 Security Architecture  
 

The security architecture [13] of grid specifies a security policy as per the unique 

requirements of grid computing.  The security policy of grid provides single sign-on, 
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interoperability with local policies and dynamically varying resource requirements. 

Resources may have different authentication and authorization mechanisms.  The 

security policy provides an authentication mechanism for the user and the resource 

and verifies each other’s identity.  Security policy enables transparent use of local 

access control mechanism without any changes.  Grid security architecture employs a 

common way to express the identity of security principals, such as a user and a 

resource. Security policy defines rules for security objects and relationships among 

them. A trusted domain in grid is a collection of objects governed by a single 

administrative domain and single security policy.  Grid security policy provides a 

mapping for security objects in different administrative domains.  There can be two 

names one global security object and one local object specific to administrative 

domain. The global security object can be mapped to different local object in different 

administrative domain. 

 
2.2.3 Information Infrastructure 
 

 Information infrastructure [14] in grid provides a coherent view of system 

information that spans across virtual organizations.  Information infrastructure consists 

of tools to query resource information. These tools are used by grid applications to 

query about resource capabilities, availability and status.  

 
2.2.4 Data Management  
 

 Data management [15] in grid enables grid applications to access data in remote 

files using URLs. Data management also provides a secure and high performance file 
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transfer protocol. With data management, all grid applications have ubiquitous, high-

performance and secure access to data. 

 

 
2.3 Globus Toolkit  

Globus Toolkit [16] is a reference implementation of grid. Globus is a bag of 

modular software components. Globus toolkit provides the core functionality required 

for building grids. It consists of components for Resource Management, Security, Data 

Management, Information Services and Packaging Technology.   

 

2.3.1Resource Management Architecture in Globus 
 

Globus has a language for specifying resource requirements, called RSL. 

Applications, resource managers, resource brokers and co-allocators communicate 

using RSL. Resource brokers take high-level RSL specifications and transform them 

into more concrete specifications. There might be multiple brokers working together 

for a single request.  Application-specific brokers translate application requirements 

into more concrete resource requirements. Resource co-allocators break a multi- 

request that is, a request involving resources at multiple sites-into its constituent 

elements and pass each component to appropriate resource manager. The resource 

manager is responsible for taking an RSL request and translating its operation into 

requests for site-specific resource management system. Figure 2.2 shows the resource 

management architecture in grids. 
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Globus resource manager is called GRAM (Globus Resource Allocation 

Manager). The components of GRAM are the client library, RSL parser library, job 

manager, and GRAM reporter. The client library is used by an application or by a co-

allocator on behalf of an application. GRAM has a component called the gatekeeper, 

which performs mutual authentication (to perform mutual authentication between the 

user and the resource). The gatekeeper responds to a request by doing three things;(i) 

it performs mutual authentication;(ii) it determines a local username that maps to 
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remote user.  (iii) it starts job manager that actually executes the job. One and two are 

performed by grid security infrastructure. Figure 2.3 shows Job submission scenario in 

Globus. 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
2.3.2 Security Architecture in Globus 
  

Globus defines a security policy that specifies security subjects, security objects 

relationship between them. In Globus, users are security subjects and resources are 

security objects. A subject participates in security operations. An object is protected 

by security policy. Globus defines a trusted domain as an administrative domain with 
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one single security policy.  A Trusted domain is a collection of security subjects and 

objects. There can be multiple trusted domains in the Globus environment.  In Globus 

a user has a global subject, which is used to identify the user in the grid domain. Users 

also have local subject for identifying himself or herself in each local site or domain. 

In each trusted domain, there exists a mapping between from global to local subjects. 

The mapping of global name (identity) to local name (identity) is site-specific. The 

global subject enables single sign-on policy. All the operations between entities in a 

trusted domain are authenticated. In Globus, all the access control decisions are made 

locally on the basis of local subject.  

Globus defines the user proxy, a session manager process that is given permission 

to act on behalf of the user. The proxy has a fixed lifetime. Globus provides a resource 

proxy that controls the access to a particular resource. The resource proxy creates the 

mapping between the computation and the resource. Resource proxies are used to 

translate inter-domain security mechanism to local security mechanism.  

The user proxy along with single sign-on allows the processes on grid to run for 

extended period of time without any additional user interaction for mutual 

authentication. The user proxy interacts with resource proxy to perform delegation. 

User proxy issues a request to the resource proxy of the resource. If the request is 

successful, then process is created.  

Temporary credentials are created for each process. The credentials can be used to 

control the access on a per-subject basis. To start a computation we require resource 

allocation from a user proxy. 
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Globus uses the authentication protocols defined by secure socket layer protocol 

[17] (SSL). SSL is most widely adopted for authentication and secure communication 

for a broad range of distributed services. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

2.3.2 Grid programming tools 
 

Grid programming tools are developed from the roots of parallel and distributed 

computing. Grid programming model must manage computations in heterogeneous 

and dynamic environment with varying latencies. The programming model must 

enable large-scale, high-performance computing. The Message Passing Interface [3] 

Fig 2.4 Security Architecture in Grids  

 
User User 

proxy 

process process 

Global-to-
local mapping Global-to-

local mapping 

Rp Rp 
 

Grid gateway Grid gateway 

Rp: Resource Proxy 



   14 

(MPI) is a standard library and provides routines to send and receive message. 

Information is exchanged by passing messages and gives full control to the 

programmer. MPICH-G2 [18] is a grid-enabled implementation of MPI that uses 

Globus. Remote Procedure Call [19] (RPC) is powerful technique for constructing 

distributed applications. RPC enables to call procedures on remote machines. The 

caller specifies remotes procedure with arguments and waits for a response from the 

remote procedure. RPC is a language construct   rather than a library function. 

GridRPC [20] is a RPC model and API for grids. Shared memory programming [21] 

model provides a global memory that is accessible to all the processes. In shared 

memory, data location is transparent and access global memory in same manner as 

local memory. Shared memory model is advantageous if the processes are decoupled. 

 

Summary  

Layered grid architecture provides core functionality of grids. Grids coordinate 

distributed resource sharing across virtual organizations. Grid Security Infrastructure 

provides single sign-on and interoperability with different local security mechanism. 

Resource management of grid manages heterogeneous systems in different 

administrative domains. Grid computing toolkits provide components for resource 

management, security, information management and data management. 
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Chapter 3 

 Tuple space  
 

This chapter explains the tuple space paradigm. The basic operations of tuple 

space are introduced and their semantics are explained in detail. We illustrate the 

asynchronous communication paradigm of tuple spaces. A new programming 

alternative for grid applications called space-based programming is introduced. We 

describe the features and advantages of space-based programming paradigm. 

3.1 Basics 
 

Tuple space [4] is a logically shared memory, which stores data in basic units 

called “tuples”. A tuple is a data structure consisting of one or more typed fields. Each 

typed field in tuple may contain a value or it may be empty. Tuples are not accessed 

by their address but rather by their content.  

The processes that use tuple space are decoupled in space and time. In space 

decoupling, processes exchanging data need not know any information before hand 

(priori). In time decoupling, rendezvous of processes is not required. Tuple spaces are 

persistent, and lifetime of a tuple is not bounded to any particular process involved.  

Communication model in tuple space is called “generative communication”, where 

processes do not communicate directly, but rather by adding and removing tuples from 

tuple space. Processes initiate read, write requests and communicate by exchanging 

tuples.  A tuple space can provide a virtual, shared memory that can be accessible to 

all the processes in parallel computing environment. 
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Linda [4, 22] is a programming language facilitating parallel programming. Linda 

exemplifies tuple space. A programming model with an approach of adaptive 

parallelism called “Piranha” [23] was developed based on Linda.  

 

3.2 Tuple space Operations 
 

Tuple space defines a few simple operations. The basic operations are to read and 

write tuples into tuple space. All the tuple space operations are atomic. Table 3.1 

describes the three basic operations in tuple space. 

 

Tuple space Operation 

 

Description of Operation 

out Inserts a tuple into the tuple space 

in Removes a tuple from the tuple space 

rd Copies a tuple from the tuple space without withdrawing it 

 

Table 3.1 Basic tuple space operations 

 (“Q”, int i, bool b) is a tuple with containing three fields, a string, an integer, and a 

boolean. The operation in(“Q”, int i, bool b) would remove a single tuple from tuple 

space, whose first component is “Q” and second and third components are integer and 

boolean respectively.  The fields in the tuple can either be formal like (“Q”, int i, bool 

b) or actuals like (“Q”, 5, true). Tuples are matched by their content.  
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3.3 Space-based Programming 
 

Tuple space provides a programming model that views an application as a 

collection of processes cooperating via a flow of tuples into and out of one or more 

spaces. Tuple space enables processes to share data and coordinate events in a 

distributed environment. Data sharing is achieved by accessing the tuple space as 

global shared memory. Event coordination is achieved by using blocking operations. 

 Tuples are immutable once placed in tuple space. To update one or more fields in 

a tuple following steps must be performed: 

(i) Withdraw the tuple from the tuple space. 

(ii) Update the relevant fields 

(iii) Insert the new updated tuple to tuple space. 

A tuple space and its tuples may persist after the termination of processes that 

inserted tuples. Thus processes communicating via tuple space need not have 

overlapping life times (time decoupling).   Processes communicating need not know 

the identity of each other (space decoupling).  The notion of time decoupling and 

Process 

Process 

Process 

Fig 3.1 Tuple space Paradigm 
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space decoupling is called communication orthogonality. Space-based programming 

languages provide both time and space decoupling. The consequence of time and 

space decoupling results in distributed sharing.  Distributed Sharing allows disjoint 

process to write tuples into tuple space. Tuple space stores tuples and there is no 

special module or process required to maintain the shared tuples.  

 
3.3.1 Distributed data structures  
 

Space-based applications involve many coordinating processes. Data structures in 

space-based applications must be accessible to all the processes. Any process must be 

able to manipulate the data. We require a distributed data structure. A distributed data 

structures provides entirely a different approach and uncouples data from a particular 

process.  Distributed data structures allow processes to independently access and alter 

data in a concurrent manner. There is no idle time for processes. Processes can work 

on independent pieces of the data structure. An array, which is formed by collection of 

entries, is an example of a distributed data structure. Processes can concurrently access 

different entries (elements of the array). 

3.3.2 Synchronization 
 

Processes in space-based applications need to coordinate in order to accomplish 

any task. Coordination among the processes is achieved via synchronization.  In any 

distributed environment synchronization of processes is challenging and error prone. 

Explicit code routines are built to enable processes synchronize.  Space-based 

applications can be synchronized using shared variable. Moreover in space-based 

applications processes have to first remove the tuple from space and again access 

exclusive access to it, before modifying the tuple.  If the applications require a group 



   19 

of process to synchronize then barriers can be used. Barriers can also be  implemented 

using a shared variable.  

 

3.3.3 Communication 
 

 Processes in space-based applications communicate through space (tuple space).  

Space-based communication promotes a loosely-coupled communication style. 

Loosely-coupled communication tends to be more flexible. It is more scalable and 

easier to build compared to message passing.  Message passing is the standard way of 

communication is. In message passing processes exchange data directly. A process 

directly exchanging data is considered tightly-coupled. But space-based 

communication is indirect as processes use space to exchange messages.  

In message passing, processes must know each other’s identities, precise locations 

and must exist at the same time. Message passing is bound to the properties “who”, 

“when” and “where”. Space-based communication relaxes these three properties.  For 

space-based communication, “who” can be “anyone”.  Processes need not know each 

other and can communicate anonymously. Anonymous communication is powerful 

and allows you to send a message to anyone that knows what to do with the message. 

Processes can be located anywhere as long as they have access to an agreed-upon 

space for exchanging messages.  The machine on which processes run may change but 

communication code used by space-based applications does not change. Processes 

exchanging data need not exist at the same time. 

 

3.4 Application Patterns 
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In previous section, we have explained the space-based programming paradigm 

and its features.  We use loosely coupled communication, distributed data structure 

and to coordinate the activities between the remote processes. Using the basic features 

of space-based programming we can develop a framework for space-based 

applications, which can be expressed in few patterns. 

 

3.4.1 Replicated Worker Pattern 
 

Replicated Worker is a simple, yet powerful application framework. It is also 

knows as the Master-Worker pattern. A computational problem is decomposed into 

smaller and independent tasks, all of which are identical. This pattern can be used in 

parallel computing where multiple machines are used to solve the problem faster. The 

replicated-worker pattern involves one master process along with any number of 

workers. Master takes the problem and divides them into smaller tasks and places 

them in space. The workers take the task, compute them and write the results back into 

space. The Master collects the results tasks and combine them meaning overall 

solution. The most important characteristics of the replicated-worker pattern is that 

each worker process may compute many tasks one after the other. As soon as the 

worker completes one task, worker can look for another task in space and compute it.  

Replicated-worker pattern naturally balances the load. Workers are busy based on the 

compute task size and their availability.  While one worker can take big task, others 

can compute a large number of smaller tasks. Replicated worker pattern can be used 

for computing the mandelbrot set. 
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3.4.2 Command Pattern 
 

Command pattern is simple and powerful.  In this pattern processes can pick up a 

tuple from space that has not been seen before.  This is more useful in object oriented 

tuple spaces because we can package the behavior and data in an object and place 

them in space. Command pattern enables to create generic worker applications. The 

worker application can accept different types of tasks.  With object tuples the code to 

perform the task is bundled with object data. Compute server that consists of worker 

processes doing computational task is a good application of command pattern.  

 

3.4.3 Marketplace Pattern 
 

The Marketplace pattern represents a framework in which processes interact with 

one another through space. The processes can be either producers or consumers of any 

resource. The resource any be any thing computing cycles, automobiles etc. This 

pattern is well-suited for all the types of bidding applications. 

 
3.4.3 Specialist Pattern  
 

The Specialist pattern is the opposite of the replicated worker pattern described in 

the Section 3.3.1. In replicated worker pattern, all the workers do exactly the same 

work. In Specialist pattern, workers are specialized to perform a particular task. In this 

pattern we need to break the large problem into low-level, mid-level and high-level 

pieces or components.  The components are then arranged into a hierarchical 

information flow graph.  Data flows from low –level àmid-levelàhigh-level. 
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3.4.4 Collaborative Pattern 
  

Collaborative pattern is best useful when it involves multiple users/processors. A 

multi-user chat application is a good example.  Workflow is another type of 

collaborative pattern. When one processes completes a task, it copies the information 

to all other processes. Collaborative patterns tend to be specific to the type of 

applications, so there is no general framework. 

3.5 JavaSpace 
  

JavaSpace [24, 25] is a java-based implementation of tuple space. JS provides 

many features that enable to develop complex distributed system using a handful set of 

operations. The key features of JS are network accessible, persistence, associative 

look-up, transactional secure and can exchange executable content. 

The basic data unit in JS is an “Entry. The entries in JS are like tuples in tuple 

space. JS provides a simple and compact API. The following are the methods provided 

in the JavaSpace API: 

read: The read method allows to read the tuples from space 

readIfExists: This method is similar to the read except that the it return , if there is 

no matching entry found in space 

take: This method matches the template and removes them from the space. 

takeIfExists: The takeIfExists is similar to the take except that it is non-blocking 

write: The write method is used to put the entries in the space. 

notify: The notify method provides an asynchronous mechanism for being 

informed when interesting entries are written into space. 
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snapshot: The snapshot method is useful, when you have to make repeated calls 

upon space using the same template entry. 

   Sun’s reference implementation of JS is implemented as a service on Jini [26, 

27, 28]. Jini is framework for building scalable, distributed, and robust systems in 

Java. The key components of Jini are lookup [29], discovery and join protocols [30]. 

Jini is designed for local area networks (LAN) with features for network plug and 

play. 

3.6 Tspaces 
 

Tspaces [31] from IBM is another implementation of tuple space. Tspaces is 

hybrid system that ranks between a pure tuple space and relational database. Tspaces 

is accessible to non java-based clients. Tspaces allows to dynamic definition of new 

operators. Tspaces provides functions for indexing, query and data access controls. 

Summary 

Tuple space is a shared memory, with read, write and take operations. Tuple 

spaces are decoupled in space and time. Tuple spaces introduce space-based 

programming. Distributed data structures, synchronization features provided by space-

based programming can be used for developing robust and fault-tolerant programs. 

Simple but yet powerful application patterns like master-worker and replicated-worker 

can be used for developing space-based applications.  
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Chapter 4 

Architecture 
 

In this chapter we will describe the architecture for tuple space computing on the 

grid. We explain integration of the tuple space paradigm and the distributed program 

execution environment.  

4.1 Tuple space and Computational Infrastructure 
 

Computing environments generally consist of multiple machines interconnected 

via a local area network.  The interconnected machines can be viewed as a cohesive 

multiprocessor that is powerful enough to solve large and complex applications. The 

large problem is divided into parts. Each of the interconnected machines is used for 

solving a part of the problem.  After solving, all the parts are grouped together to get 

final solution. Tuple space can be used as shared memory for problem solving 

environments. Tuple space can provide an effective framework to organize the 

component pieces of a large complex application. Tuple space can act as a framework 

and can be the “glue” which is needed to produce a useful system. 

Tuple space is a shared memory storage abstraction that provides a global storage 

mechanism for nodes operating within a network.  A general organization view of 

tuple space is shown in Figure 4.1. Applications exchange data through the tuple 

space, which can be any where within in the local area network.  Though logical data 

exchange is between applications, in reality data movement is through tuple space. 
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4. 2 Grid Computing Platform  
 

A Grid computing platform can span across a wide area network. In grid 

computing, various heterogeneous systems operating under different administrative 

domains are viewed as single resource. Grid applications can be running anywhere 

across the grid domain. Tuple space can be used for organizing the components of a 

grid/distributed application.  

In previous chapters we have explained that grids provide a framework for 

developing computing platforms. Tuple space running on the grid can be used to 

organize the components of a grid application running on the grid. In order to use 

tuple space in grids, we need a tuple space that is “grid-enabled” and is accessible to 

the applications running on the grid.  Grid-enabled tuple space should be based on grid 

 
Applications 

 
Applications 
 

Local Area Network 

 
Tuple space 

Fig 4.1 Tuple space in general purpose computing environment 
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architecture. In later section we explain our approach for developing a grid-enabled 

tuple space.  Figure 4.2 shows tuple space on grid computing platform.  

 

  

 

 

 

 

 

 

 

 

4.3 Grid enabled TS 
 

In this section we look into requirements for a making tuple space, grid-enabled. In 

chapter 2 we explained various components of grids. The most important components 

that characterize grids are resource management and security architecture. We want 

tuple space to be accessible to the applications as a resource and to be expressed in 

terms of native resource specification of grids. We also want to secure operations on 

tuple space using the grid security infrastructure. Grid-enabled tuple space should 

adhere to resource management and security architecture of the grid.  

4.3.1 Resource Management in grid-enabled Tuple space 
 

Resource Management in grids has a resource specification language for 

specifying the resources that are required to perform the job. Resource brokers look 

 
Applications 

 
Applications 
 

Grid /Internet 

 
Tuple space 

Fig 4.2 Tuple space in grid computing environment 
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for resources based on request and schedule jobs based on resource availability.  We 

have two options with resource management: (i) specifying tuple space as a resource, 

and (ii) specifying tuple space as a part of the application. 

Taking the first approach, if tuple space is specified as a resource, the information 

should be stored in Information Infrastructure of the grid. The gateway of the grid has 

to expose the tuple space as a resource. Resource brokers look up information 

infrastructure for resource availability and status. To perform the job, the tuple space 

must be started and processes must have access to it.  

In the second approach, an application specifies the location of the tuple space. 

The requirement is that the tuple space must be running in the grid domain, available 

as a part of grid the infrastructure. Applications can specify the mechanism to access 

tuple space.  This approach is easier and straightforward. Resource brokers have to 

just schedule the jobs. Resource brokers need not control the tuple space. 

In our architecture we have specified tuple space as a part of the application. This 

has simplified the architecture. In addition it will be easier for the local sites to control 

the tuple space.  

4.3.2 Security in Grid-enabled Tuple space 
 

Security architecture of grid provides single sign-on and interoperability with local 

policies.   A Grid-enabled tuple space should secure all the operations on tuple space. 

The security framework for tuple space must be compatible with grid security 

architecture. One important requirement is that the secure tuple space must be 

transparent to the grid applications. Applications using the security infrastructure of 
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grid must be able to access secure tuple space without any special 

requirements/changes.  

The approach we have taken is to secure the communication socket used to access 

tuple space. Our secure socket framework is based on the grid security infrastructure. 

Grid security infrastructure is based on PKI [32] (Public Key Infrastructure). Grid 

security infrastructure defines a CA (Certificate Authority), which signs certificates 

for grid users. Grid certificates are used to authorize grid users to access resources. 

The grid certificates are based X.509 certificates. X.509 certificates are used to 

authenticate and authorize users in PKI systems. 

Grids provide single sign-on, which is essential because grid computations grow 

and shrink dynamically. Resources availability is dynamic and some applications 

might run for extended period of time.  It is not practical for users to interact directly 

with resources each time to authenticate.  Grids make use of proxy, a session manager 

that is given permission to act on behalf of the user. Grid users can customize the 

lifetime of proxies as required. 

Secure socket communication uses certificates from proxies to authenticate users.  

A basic socket is wrapped with software layer of grid to make grid-aware sockets. A 

secure layer is built over grid-ware sockets using grid certificates. We use these grid 

sockets to access tuple space. 

 
4.4 Architecture for Tuple Space Computing on Grid 
  

The Figure 4.3 shows the architecture of tuple space computing on grid. The user 

submits the job on the grid domain. The gateway of the grid authenticates the user. 

The resource broker searches for the resources as specified in the job request. When 
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the resources are available, the job is started, and the application starts running. The 

processes in the application can be running anywhere on the grid domain. A grid-

enabled tuple space either can be running at a well-known location on the grid or can 

be started by the job manager. The tuple space running on grid domain is accessible to 

application processes running on the grid. Processes access the tuple space using 

secure sockets. Grid-enabled tuple space coordinates the data exchange between the 

processes running in different administrative domains. 

 

 

Fig 4.3 Architecture of Tuple space computing on grid 
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Summary  
 

A grid computing platform spans across virtual organizations and different 

administrative domains. Tuple space provides a framework to organize the 

components of a distributed application on a grid computing platform. Grid-enabled 

tuple space is the integration of tuple space and grid. It uses resource management and 

security architecture of grids. Space-based grid applications can use the grid-enabled 

tuple space transparently, without any special requirements. 
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Chapter 5 

Implementation  
 

In the previous chapter, we have described our approach and architecture to enable 

tuple space computing on grid. We have implemented a prototype of tuple space 

computing on the grid. In this chapter we describe the implementation details. 

5. 1 Implementation Infrastructure 
   

Grid-enabled tuple space is the integration of grid and tuple space. The essential 

components in building grid-enabled tuple space are a grid computing toolkit and 

tuple space. Grid computing toolkits provide middleware and core components for 

building grids. Globus, described in Chapter 2, is one of the most widely used grid 

computing toolkit. Gridbus, GridSim, SimGrid are some other examples [33].  

In Chapter 3, we have stated tuple space basics. We have explained briefly about 

data types and operations on tuple space. JavaSpace and Tspaces are implementations 

of tuple space. 

Globus is our grid computing toolkit.  We have chosen the Globus Toolkit, 

because it is open source software, with wide acceptance in the research community, 

one of the first toolkits providing all the components for building grids.  

For tuple space, we have used JavaSpace.  JavaSpace is a specification developed 

specified by Sun for a Java-based object-oriented tuple space. JavaSpace has all the 

features of tuple space. We have chosen JavaSpace because it is open source software 

and is built on Java standards.  
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Sun’s implementation of JavaSpace is called outrigger. Its implementation is based 

on foundations of Java Remote Method Invocation [2]  (RMI). Distributed systems 

that are based on RMI framework can be either client-centric or sever-centric. In 

client-centric approach, services are downloaded and completely run in client’s virtual 

machine. In server-centric approach, a proxy to the service is downloaded to the client 

upon request. However, proxy is not a full implementation of service. It simply 

provides the interface to the remote service. Server-centric can easily shared among 

multiple clients. Outrigger is server-centric. Figure 5.1 shows the server-centric 

model.  

 

 

 

 

 

 

 
 
 
 
 
5.2 Grid Sockets 
 

 A gird-enabled tuple space uses grid sockets for all the operations on tuple space. 

A socket is an abstraction for network communication. Grid sockets enable 

communication over grid. Grid sockets are a part of grid computing toolkits.  

We have secured grid sockets using the Globus security infrastructure.  Secure grid 

sockets are based on grid certificates, which are used to identify users in grid domains. 

Codebase 

Service  
client 

client JVM service JVM 

Figure 5.1 Server-centric service model  
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Grid-proxy is a session manager based on grid-certificates. Grid-proxy acts on behalf 

of the user. Grid-proxy is used to identify the user and has fixed lifetime. Secure 

sockets use grid-proxy for identifying the user. Using grid-proxy for secure sockets 

provides two-fold advantage: (i) grid-users can transparently and securely accesses 

tuple space, and  (ii) it is based on grid-security infrastructure.  

 
5.3 Grid-enabled JS 
 

Grid-enabled JS must use grid sockets for all the operation on JS. We have stated 

that JS is a service, built on Jini infrastructure. Jini infrastructure provides core 

functionality for network communication, transaction management, persistence, and 

event management. There is no built-in security in Jini infrastructure. JS uses the core 

functions from Jini to provide key features like network accessibility, persistence, 

associative look-up, and transactional secure operations.  

In our approach to develop grid-enabled JS, we change one core functional 

package, network communication of JS. We have used secure grid sockets, which 

enable grid/network communication. We have designed grid-enabled JS using grid-

sockets. Instead of using the network communication package from Jini infrastructure, 

grid-enabled JS uses grid sockets. Grid-enabled JS uses the Jini infrastructure for 

transaction management, persistence, and event management.  Grid-enabled JS is 

secured, as grid-sockets are secure sockets.  
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Figure 5.2 Grid-enabled JavaSpace Service 
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5.4 Tuple space Computing on Grid 
  

Tuple space computing on grid enables us to use tuple space as the computational 

infrastructure for applications running on grid. We have explained in chapter 3 that JS 

is a Jini service.  There are some pre-required processes that must be running to use 

JS. An http server is needed to download proxies for JS. The “rmid” daemon is 

required to maintain the state of JS.  A lookup process is required so that clients 

requesting JS service can locate it. Finally a transaction manager is required to keep 

the track of transactions.   

Grid-enabled JS running on the grid requires http server, rmid daemon, lookup 

service, transaction manager. All the required processes must be running on the grid 

domain. We have stated two approaches in chapter 4 for making tuple space accessible 

to grid applications. One way is to make the grid gateway start all the required 

processes to be able to run and use tuple space. The first approach involves starting JS 

multiple times.  Second approach is to keep the required process running as part of 

grid infrastructure at a well-known/fixed location with in the grid-domain. The second 

approach eases the grid gateway’s responsibility for initiating JS processes.  Grid 

applications can access JS from the well-known/fixed location within the grid domain. 

We have stated earlier that JS is built on foundations of RMI. RMI framework 

provides registry, which acts as a centralized location for finding services.  Jini lookup 

service provides similar functionality to the registry, but it is more robust. For tuple 

space computing on the grid, we can use either rmi-registry or lookup from Jini. 

Jini lookup can provide access to JS for grid applications and more.  Jini lookup is 

more flexible and robust. Jini lookup can register any service (network devices, 
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printers, scanner, etc) and make them accessible to grid applications/clients. 

Applications can also search for the lookup service. Applications can poll for the 

required types of services.  Jini lookup would be the best choice, if the local site has 

more dynamic services. Jini is designed for local area networks. Jini enables dynamic 

network plug and play for local area networks.  Jini considers all local area access are 

trusted and there is no built-in security mechanism in Jini.  

We can use the grid gateway to expose the local site services. Grid gateway 

enables secure access to all the applications and clients in the grid domain. Using the 

grid gateway, we can transparently enable all local site services to applications in the 

grid domain.  Grids are built over wide area networks, and by enabling Jini services to 

grid applications we are eliminating the restriction of Jini to local area networks.   

Rmi-reigistry can be used instead of Jini lookup service for JS service. With rmi-

registry, a daemon process will be running in the grid domain. Grid applications can 

locate the JS service by accessing a particular port on a host where rmi-registry is 

listening. Using rmi-registry relaxes some flexibility. Rmi-registry is more useful if 

services are static. Since rmi-registry does not allow dynamic registration of services, 

it must be restarted each time new service is added. Rmi-registry has low overhead 

compared to Jini lookup service. Jini lookup uses multicast and broadcast for service 

discovery. With rmi-registry there are no multicast and broadcast overhead.  

For our prototype implementation we have used the Jini lookup service. This 

makes the design more flexible and robust. Since network-enabled devices are a part 

of the grid resource, Jini lookup can be used for dynamic discovery of these devices.  
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5.5 Applications using Grid-enabled JS 
 

In this section we explain sequence of interactions between grid applications, grid 

components and grid-enabled JS. Applications submit request to the resource broker.  

Resource broker submits the job. Globus gatekeeper authenticates and starts the job 

manager. Grid-enabled JS is available as a part of grid infrastructure. Job manager 

creates the processes and makes grid-enabled JS accessible to the applications. 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

5.6 Performance  
 

We have measured the performance of our prototype implementation of grid-

enabled JS. The performance results of grid-enabled JS are compared with results 

obtained with JS.   

Figure 5.3 Interaction diagram of application and grid-enabled JS 
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5.6.1 Experimental Setup 
 

The experiments were performed on single Red Hat Linux machine. The HTTP 

server, lookup server reggie, and the transaction manager were running on this. Globus 

Gatekeeper was running on the same machine. The experiments are performed logged-

in as an authorized user of the grid. 

We have measured performance by running programs with operations for read, 

write and take. The Entry we have used has a String and an Integer and the size of the 

entry is about 210 bytes. We have collected performance measurements with 

continuous write, read and take operations. We have also measured time to taken for 

operations on space with Entry sizes 1KB, 2KB and 4KB. 

 
5.6.2 Analysis  

 
Figure 5.4 shows the time taken for ten consecutive write operations for a normal 

JS.  The average time for a write operation is 5.2 ms excluding the first operation, 

which is always longer. Figure 5.5 shows the time for ten write operations in the grid-

enabled JS. The average time is 7.2 ms.  

Figure 5.6 shows the time required for ten consecutive take operations in JS.  

Figure 5.7 shows the time for ten read operations in grid-enabled JS. The average time 

for read is 7.1 ms and 8.7 ms for JS and grid-enabled JS respectively.  

Figure 5.8 shows the time required for ten consecutive take operation in JS.  

Figure 5.9 shows the time for the take operations in grid-enabled JS. The average time 

taken to perform a take operation is 7.6 ms for JS and 9.3 for grid-enabled JS.  
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The average time for write, read and take operations is more in grid-enabled JS 

compared to JS. The overhead is due to use grid sockets in grid-enabled JS. All the 

operations on grid-enabled JS are authenticated (but not encrypted, by default). 

Figure 5.10 and Figure 5.11 show the time required to lookup the JS service for 

Jini only (e.g., a local area network) and for our combination of Globus+Jini (for a 

grid). Lookup is a registry that has proxies for services running in Jini. Lookup time is 

the time taken to locate the registry and find the JS service. The average lookup time is 

703 ms for Jini. With Globus+Jini, the average time to lookup for JS service is 2322 

ms. The lookup time for Globus+Jini is more than three times that for Jini. This 

increase is due to steps involved for submitting and starting a job on the grid. With Jini 

alone, the application can get the JS service from the lookup service. With 

Globus+Jini, the applications must submit the job; then the gatekeeper has to 

authenticate and start the job manager. Job manager starts the application and then 

find the JS service. 

Figures 5.12 show the comparison of space operations with JS and grid-enabled 

JS. Figure 5.13 shows the comparison of lookup time between Jini and Globus+Jini. 

Comparisons of space operations for different Entry sizes (1KB, 2KB and 4KB) are 

shown in Figures 5.14, 5.15, and 5.16, respectively. 
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Figure 5.6 read operation 
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Summary 

This chapter explained the prototype implementation of tuple space computing on 

grid. A grid-enabled javaspace integrates tuple space and grid.  Grid sockets secure all 

the operations on tuple space. The chapter briefly explained about outrigger 

implementation and methods to enable tuple space computing on grid. 
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Chapter 6 

Conclusion and Future Work 
 

6.1 Conclusion 
 

Grid computing is distinguished from conventional distributed computing by its 

focus on dynamic resource sharing.  We have studied about grids and their computing 

environment. 

This thesis proposed tuple space computing on the grid.  We have described how 

tuple spaces can be leveraged in the context of grids. The most important contribution 

is the integration of tuple space and the grid. We believe that ideas of tuple space are 

interesting in distributed computing environment.  Tuple space enables decoupling of 

processes and is best suited for dynamic environments like the grid. Tuple space 

provides a shared address space across global network. We have developed a 

prototype grid-enabled tuple space that is accessible to grid applications, and space-

based application patterns can be used for developing grid applications.  

The thesis has designed an architecture for tuple space computing on the grid. The 

architecture utilizes resource management and security components of grids. The 

developed tuple space seamlessly integrates to the existing grid architecture. All the 

operations on tuple space are secured. The secured tuple space can be used in the grid 

domain across virtual organizations. Since tuple space is monitored by the grid-

gateway, we can assure that only authorized grid applications/users are allowed to 

access tuple space. Tuple spaces are generally used in trusted local area networks. The 

architecture not only exposes tuple space to wide area networks securely, but also 

provides a global coordination mechanism.  
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The next-generation grids are evolving to a service-oriented architecture, based on 

Java and xml. This enables grids to move to the next step in their evolution, 

acceptance in enterprises. The prototype design and implementation of tuple space, 

based on Java/Jini technology supports the service-oriented architecture. 

6.2 Future Work 
 

The prototype implemented a single tuple space operating in a grid domain. There 

can be multiple replicated tuple spaces so that the model is more fault-tolerant and 

reliable. There can be federation of tuple spaces working in multiple administrative 

domains. Tuple space can be a good choice for Information Infrastructure of grid and 

event notification can be used for resource brokers waiting for specific resources. 

Resource brokers can use tuple space as information distribution framework and co-

operate in job submission. Load-balancing resource brokers can be built with tuple 

spaces. 

The open grid service infrastructure [34, 35](OGSI) is the convergence of the grid 

and web services. OGSI leverages commercially accepted web service protocols to 

build grid. The design and implementation experience of tuple spaces within the java 

technology framework is in line with grid evolution.  Building grids on industry 

standard protocols facilitates grids to enter enterprises. There can also be extension of 

tuple spaces usage along with grids from scientific applications to more enterprise 

specific applications.   
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