
Abstract 

LAL, AKSHAY. Dgoogle: A Full-Text Search Engine in Large-Scale Peer-to-Peer Systems. 
(Under the direction of Professor Khaled Harfoush). 
 

Full-text search engines like Google serve an important role in accessing Internet 

resources. In such engines, a search for web pages, matching a user’ s query, are typically 

carried on a set of co-administered, physically co-located clusters of servers. Full-text search 

capabilities are also needed in distributed, peer-to-peer systems. Such systems are inherently 

not co-administered due to the limited capacity and the instability of their members, and to 

provide censorship resilience and member anonymity. Full-text search in large-scale peer-to-

peer systems is challenging since the search can potentially span millions of peers in different 

administrative domains.  

In this paper, we introduce a full-text search engine, Dgoogle, designed for large-

scale peer-to-peer systems. Dgoogle is simple to implement, does not require an organization 

of maintained resources based on their semantics, and can deal with text queries of arbitrary 

format. Simulation results show that Dgoogle offers faster response to user queries, and 

consumes lesser network bandwidth when compared to the existing techniques such as 

Inverted Indices.  
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Section 1 

Introduction 

Peer-to-peer (P2P) systems are a class of distributed systems that are very versatile 

and robust wherein each workstation in the network is treated as having equivalent 

capabilities and responsibilities. They offer an alternative to the traditional client/server 

network model. Every node acts both as a client and a server and pays its participation by 

providing access to its computing resources. Usually there is no central control or 

administration hence, the effectiveness of the network is totally dependent on the level of 

participation amongst the nodes. There are many traits that make P2P systems attractive. 

These traits include self-organization, fault tolerance, redundancy, and a nearly limitless 

capacity to store data. However, the same traits that make these systems attractive complicate 

the task of locating content.  The decentralization of content that is inherent to P2P systems 

makes the direct application of traditional searching mechanisms like algorithms (e.g. merge 

sort) and data structures (e.g. B-trees) difficult because of the omnipresent delay between 

peers that are maintaining the content. 

The fact that a search can potentially span millions of peers in different administrative 

domains makes P2P search engines inherently more complex than searching co-administered 

clusters of servers. Also, the variability in the number of search attributes, their ordering, and 

the fuzziness in their wording contributes significantly to the difficulty of the problem.  

This motivates the need for a search engine appropriate for P2P networks. The 

proposed service discovery technique should be computationally efficient and should not 



 2 

stress the system’s resources with non-productive communication between peers. Current 

research is focused on searching for content by specifying its full identity (eg: file name), 

which is not flexible or even sufficient for many applications. Others target an organization 

of files based on this semantics which do not have the flexibility of a full text search or 

construct inverted indices which are typically costly in communication bandwidth and disk 

storage. 

 

 

1.1 Contributions 

In this thesis we present a full text search engine, Dgoogle, suitable for large scale 

P2P systems. We define a Full Text as means that only text documents are considered and 

any word in a document is searchable. The intention is to retrieve all documents that include 

the searched words. Implementing this functionality in a distributed system has the following 

benefits; (1) avoids the single point of failure of centralized systems and thereby making 

them more robust to failures and resilient to denial-of-service attacks; (2) avoids censorship 

by authorities; (3) offers more service capacity. 

Dgoogle, has been developed with the following features in mind. (1) Tolerate some 

misspellings in the wordings of the queries and some variations in the searched words. (2) 

The ability to rank returned documents based on arbitrary ranking metrics such as files 

popularity, importance, the number of repetitions of the requested words in the searched 

documents, etc. (3) The ability to return results in phases, each containing a fixed number of 

results, and permit early termination of queries. A user may not be interested in all the 

documents satisfying his query and may only be interested in looking at the first few. 
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Dgoogle also provides for, (1) Bounded response time to user queries; (2) Bounded storage 

and network bandwidth consumption budget; (3) Load balancing for all system resources.  

As opposed to the current day techniques we do not rely on managing keywords; 

instead we manage sequences of character datagrams. Essentially we define a text encoding 

function that converts all the datagrams in a file, into a binary sequence such that documents 

with similar content have a similar sequence. This is the exact opposite of what is desired 

from hash functions such as MD5[7] or SHA-1[6], which are in essence cryptographic 

hashes, which scatter the values in the signature such that even the smallest change in the text 

causes a significant difference in the signature. This approach departs from earlier 

approaches but renders the full-text search manageable in a distributed environment.  

 

 

1.2 Thesis Organization 

Our aim is to build an off-the-shelf system which does not have pre-knowledge about 

keywords or documents in the system. In Section 3 we describe the Text Encoding function 

(Ħ) we use to encode documents and queries. Section 4 puts forth the description of the 

Dgoogle Network Overlay. This is an overlay architecture we feel will be most profitable 

when used along with the encoding function. We demonstrate, based on the encoding scheme 

presented, how documents are distributed in a DHT hash space and how appropriate 

documents are identified and retrieved upon queries. We also explain the design of a DHT 

system capable of putting together these ideas to carry full-text searches. 

In Section 5 we put forth experimental verifications to validate the performance of the 

Dgoogle search architecture and make a strong comparison against the Inverted Indices. All 
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tests are performed on real world data obtained from the Search Engine Optimization 

Resources [14].  

Finally in Section 9 we present a list of conclusions that were drawn from our 

experiments. 
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Section 2 

Related Work  

In this section we present a survey of the past and current research in distributed 

systems in relation to (1) Content encoding schemes, (2) Service discovery in general and (3) 

Peer-2-Peer systems. 

 

 

2.1 Summary Representations 

Summary representations have been used in database related research from the early 

seventies. Implementation of the sub-string test by hashing was proposed by Malcom C. 

Harrison [1] in 1971. Also, Bloom filters [29], [30], [31] have been proposed as possible 

mechanism for lossy aggregation and query routing in secure Service Discovery Service, 

(SDS) [22]. But there are significant limitations in the way Bloom filters handle services as 

every combination of attributes of a service has to be treated as a single record. This 

approach faces challenges when the number of attributes for a service is large. For example, 

if a service has three attributes, the Bloom filter approach is to compute hash values for each 

combination of zero attributes, one attribute, two attributes, and three attributes. Also, SDS 

uses MD5[7] hashing algorithm to calculate the signature associated with every (service, 

attribute) combination which is an expensive operation. Our proposed signature creation 

technique part is largely influenced by the methodology in [1] but avoids the need to scan 

entire files for matching patterns. 
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2.2 Trends in Service Discovery 

Anycast [18], [19], Service Location Protocol (SLP) [21], Lightweight Directory 

Access Protocol (LDAP) [21], and others are examples of such protocols. Secure Service 

Discovery Service (SDS) [22] and Intentional Name System (INS) [23] have addressed the 

issue of service representation and retrieval. There have also been some standardization 

efforts on how to address services. Uniform Resource Names (URNs) [24] have been 

proposed to serve as persistent, location independent identifiers for Internet services.  

[25] Suggests a Resolver Discovery Service (RDS) through which the Domain Name 

System (DNS) is used to identify resolvers that can provide information about individual 

services. The Service Location Protocol (SLP) [21] provides a flexible and scalable 

framework for providing hosts with access to information about the existence, location, and 

configuration of networked services within an enterprise. The user supplies the desired type 

of service and a set of attributes that describe the service. Based on that description, the SLP 

resolves the network address of a service for the user. Anycasting [18], [19] provides service 

location. An IP anycast address is used to define a group of servers that provide the same 

service. A request for an anycast address is routed to at least one of the servers identified by 

this address.  

Active Names [26] is another approach where a service is mapped to a chain of 

mobile programs that can customize how a service is located and how its results are 

transformed and transported back to the client. Prospero [27] also supports extensible naming 

to support mobile hosts and the integration of multiple wide area information services (e.g. 

WAIS and gopher). Intentional Naming System (INS) [23] argues that applications would 

rather use naming to describe their intent as opposed to where to find it. INS uses declarative 
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style data structures for maintaining attribute-value pairs used to bind a user specified name 

to an appropriate instance of the target service. Sun’s Jini [28] technology also locates 

software and hardware resources. 

 

 

2.3 Content Location in P2P Systems 

Earlier techniques to retrieve documents from P2P systems did not rely on full-text 

search; instead, on querying files by their names. Exact names are needed in this case, which 

are challenging to remember, and do not always describe the document contents. Later 

techniques that incorporated full-text searches such as, (1) Napster [32] perform searches 

centrally on well-known stores of meta-data, location, and keywords for each document. 

Google [33], [34] and in general web search engines, also operate in a centralized manner. A 

farm of servers retrieves all retrievable content on the web and builds what is known as an 

inverted index, which is a list of the identifiers of documents that contain that word. At this 

point another farm of servers is started so as to perform lookups in the inverted index. When 

the inverted index is all in one location, multiple keyword searches can be performed with 

entirely local area communication with ease, however, when considering a distributed system 

all the indices lay on different nodes, hence the direct application of traditional search 

algorithms is difficult. (2) Gnutella [1] broadcasts search queries to all nodes (flooding) and 

allows each node to perform the search in an implementation specific manner. Proposals 

have been suggested to reduce the flooding overhead by limiting the number of number 

contacted during flooding [10]. (3) Freenet [35] relies on well-known names and directory of 

names. Also, traditional approaches such as Distributed Hash Table [17] systems such as 
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Content-Addressable Network (CAN) [2] and Chord [3] assume file names are known. In 

Chord the system assigns numeric identifiers to all of its peers and arranges them in a ring. 

Peers are responsible for maintaining information about content whose hash value that is 

between their own identifier and the identifier of its predecessor in the ring. Peers maintain 

an incomplete list of the other peers in the ring. This list (i.e. finger table) is used to 

propagate search queries to other candidate nodes in the ring. It has been shown that the 

average cost of a search query in Chord in, units of messages, is Θ(log(n)) where n is the 

number of peers. In relation the CAN system organizes peers in a d-dimensional Cartesian 

space. Peers are assigned zones in the space and a specialized hash function is used to map 

content into the coordinate space.  It has been shown that the average cost of a search query 

in CAN, in units of messages, is Θ (dn1/d) where n is the number of peers and d is the 

number of dimensions. (4) Other approaches extend the idea of inverted indices (deployed by 

web search engines) to distributed setups [15].  

 Essentially an Inverted Index is an index into a set of texts of the words in the texts. 

The index is accessed by some search method. Each index entry gives the word and a list of 

texts, possibly with locations within the text, where the word occurs. An inverted index is 

mapped to a location in a DHT’s hash space and is managed by the node managing this 

location. Multiple query keywords are forwarded to the corresponding multiple nodes and the 

corresponding inverted indices are arbitrated to find document identifiers shared between 

these indices, and those are returned to the querying host. This approach has the following 

limitations, (1) Small variations in the wordings of the keywords would store their inverted 

indices are arbitrarily different locations in the hash space, and slight variations in the 

wordings on the query words may thus miss important indices. (2) The cost of arbitrating 
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inverted indices (done online, at the time of querying) may be substantial especially in 

multiple keyword searches. The more keywords the larger the cost. While most of the queries 

have two keywords, more than third the queries have more than two. (3) A distributed 

inverted index consumes storage cost (metadata and document identifiers) and arbitration 

between multiple inverted indices costs communication bandwidth and time, and arbitration 

to return answers in phases (fixed number of answers per phase) while ranking the results 

becomes challenging. The overhead is more pronounced if the search query is for some 

keywords that are individually popular but uncorrelated in the document space. (4) In 

correlating different inverted indices, locality needs to be considered (having them close to 

each other) in order to reduce the communication cost. This is not trivial. Our approach 

doesn’t have this drawback since the results of each phase are most probably in the same 

node.  
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Section 3 

The Text Encoding Function - Ħ 

In this section we describe the features of an encoding scheme for text content. The 

basic motivation for a new encoding function is outlined in sub-section 3.1 followed by a 

detailed description of its features and implementation in the subsequent sections. 

 

 

3.1 Motivation 

A hash function (or hash algorithm) is a methodology of generating small digital 

fingerprints for variable length data [5]. The function substitutes or transposes the source data 

to create the fingerprint, often called a hash value or signature. In short we can say that a 

hash function turns a variable-sized input into a fixed-sized output, usually of an 

unintelligible type. For our purpose the input is a character string of finite but variant length, 

and the output is a fixed length binary string. A good hash function is one that yields few 

hash collisions, i.e. a good hash function is unlikely to have two different inputs yielding the 

same hash value. Hash functions are usually used to search databases and/or to check for data 

consistency such as checksum over a large amount of data (e.g., the cyclic redundancy check 

[CRC]). The basic ideology of a hash function is that a small variation in the input triggers a 

large change in the output. In our case we desire an encoding function similar to a hash 

algorithm that is void of this particular property to ensure that inputs of similar value have all 

or most bits common in their signature. For example we want the signature of a search string 
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to have similar bits set that are also set in all documents with the same query word. In this 

way we can correlate files and queries based on the common bits set between the two 

signatures. 

Our definition of content is human readable text which includes MP3 ID-tags, 

filenames, Exif tags in images, and ordinary text within human readable files. Our hash 

functions forms the core of our research. Its roots stem from the basic theories of 

cryptography, particularly in relation to frequency analysis of the English language, and also 

from early methodologies for substring pattern matching [1]. 

The prime objective we aimed to achieve is the development of an encoding function 

that produces a fixed length hash signature based on the symbol ordering of the content. The 

size (in bits) of a signature produced from our algorithm is a function of a particular 

language’s alphabet set and any other important/commonly used symbol. It should be noted 

that symbol selection is an important precursor to our design.  

Popular hash algorithms such as SHA-1 or MD5 have the property that a small 

change in the input string content can cause a dramatic change in the hash value. This implies 

that two documents with similar content, but not exact, will be scattered randomly (close by 

or far apart), unless they are exact replicas of each other. This defeats the purpose for which 

we intend to encode the text.  

All DHT based systems today do not provide a search overlay which allow for a full 

text search, or searching based on the content. This is primarily because the hash functions 

used don’t allow for identification amongst signatures with similar content. We prove that 

our hash function has a high accuracy in identifying files with similar content as the search 

query provided, and hence, allow for an efficient full text search. The hash function is also 
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versatile as it can be used as a standalone hash function for compression and also as pattern 

recognition tool. 

 

 

3.2 Encoding Function Design 

Unlike MD5 or SHA-1, our hash function needs to be tuned for each language that it 

will be applied to because the number of symbols that constitute a language’s alphabet is not 

constant. For example, there are 26 symbols in the English alphabet while there are more 

than a thousand in Kanji.  

 We initially divide the file content into several contiguous character sets, the size of 

each set being defined by the Group Size of the hash function. We define two group sizes for 

our hash function, a group size of 3 (trigram) and a group size of 2 (digram). Each 

contiguous set of characters is assigned a unique integer I, based on a certain symbol table. 

The symbol table consists of a specific language’s alphabets in some order each with a 

monotonically increasing value beginning with 0. We have tested our hash function with two 

different symbol tables and two different group sizes and present comparative results in 

section 5.  

 Each character set, sets a bit I of an m-bit hash signature. m is defined as the 

maximum length of the signature and depends on the number of elements in the symbol table 

and group size. We define a general formula for the size of m as follows, 

kCm =  

where k defines the group size and C specifies the # of elements in the symbol table. Ħ 

encodes all the keywords in groups of size k characters into a single hash signature of length 
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m. We provide various optimizations so as to reduce the overall length of the hash that needs 

to be sent across the network. The final value of the m-bit hash signature is used to identify 

that file and assign it to point in the overlay. 

 

 

Figure 3.1: The conversion of human readable text into a bit signature 

 

The formula defined for computing the hash is: 

)()(
1

0
∑

−

=

=
k

i
i

i
k yTCYh  

Where: 

k: defines the group size of the hash function 

Yk : defines a specific group of characters 

h(Yk) :  is the hash signature obtained for the character group Yk 

C: defines the # elements in the symbol table. For English language - CE    

yi : defines each of the characters present in Yk 

            T(yi): function that  maps symbols to their numeric value 
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 The first step to produce a function Ħ for a particular language is to identify the 

smallest set, C, of symbols necessary to construct the majority of that language’s words. 

Each symbol is then assigned a monotonically increasing value beginning with 0. For now, 

we will assume that the smallest set for the English language, CE, constitutes the set {[A-B], 

[0-9], ‘.’}. This implies that the character ‘A’ is assigned a value of 0 and ‘.’ has a value of 

36. Also we will assume that for maximum accuracy and efficiency the group size should be 

defined to be of size 3 (trigrams).  

 Ħ maintains a bit vector, m, that is (370*num1) + (371* num2) + (372* num3) (where 

num1, num2 and num3 are the unique numbers associated with each element in the symbol 

table) or at most 50,652 bits long for the set of trigrams in CE.  As Ħ is applied to each of the 

trigrams in the source content, Ħ sets the bit position in m which corresponds to the numeric 

value. The pseudo code for the following process is shown below. 
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SET idx = 1
FOR each character in the source

SET tempVal1 = 370 * (CALL getIdx with source char at idx)
SET tempVal2 = 371 * (CALL getIdx with source char at idx + 1)
SET tempVal3 = 372 * (CALL getIdx with source char at idx + 2)
SET tmp = tempVal1 + tempVal2 + tempVal3
ASSERT bit position tmp in  m  
INCREMENT idx

END FOR

FUNCTION getIdx has argument c of type character
CASE c of
A : return 0;
B : return 1; 
C : return 2;

:
. : return 36;
ENDCASE

END FUNCTION  

Figure 3.2: Pseudo code for Ħ using CE and a group size of 3 

 

 

3.3 Reducing the size of m to mc 

Without reduction, m is 50652 bits long (373) when produced by an Ħ constructed for the 

English language.  This is 406% larger than MD5 which produces hashes that are exactly 16 

bytes.  Furthermore, transmitting a hash that is 50652 bits between two IP hosts would be 

quite inefficient because it would require approximately 5 packets using TCP, assuming a 

1500 byte payload.  

To reduce the overall length of m, we have added another stage to Ħ which is designed to 

reduce the entropy so that the final product, mc, will be a hash that is a manageable length. 
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This is accomplished by applying frequency analysis techniques that cryptanalysts have been 

using for centuries to decode messages. 

The first step is to determine the number of group 3 permutations (trigrams) that exist in 

our set C. For CE, this is P(37,3) which is 46620. Many of these trigrams are not relevant in 

the English language. For example, the trigram “zeg” may not exit, but it is represented in m. 

We will prune these types of trigrams from m and produce a shorter fixed length hash, mc. 

To prune trigrams from m, we need to identify the trigrams that are relevant to a given 

language. This simple task can be performed by determining what m would be for a 

language’s dictionary. In simple terms, if we compute m on a file containing all of the 

documented words in a given language, we will have a fairly good idea of the relevant 

trigrams. In this manner we separate the wheat from the chaff. 

For our Ħ, which is based on the English language, we use an English language Aspell 

[8] dictionary file to derive m. The m resulting from this task has 7804 bits set. This means 

85% of the bits in m correspond to trigrams that are not relevant in the English language.  

With this information we produced a compression scheme that transforms a 50652 bit long m 

into a 7804 bit mc. 

To transform m into mc, a static list of all the bit positions set by a dictionary is 

maintained by Ħ. The symbol, Ld, is used to denote a list of all bit positions set by a 

dictionary. After producing an m for some arbitrary content Ħ will then create an empty 7804 

bit mc. Next, Ħ will iterate through Ld and test the corresponding bit position in m.  If the bit 

is set in m a bit in mc will be set.  The following figure demonstrates this process. 
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SET idx = 1
FOR each element in Ld 

TEST the bit in m at position Ld[idx]
IF the bit is set THEN

SET the bit in mc at position idx
END IF

END FOR
 

Figure 3.3: Pseudo code for Converting m to mc 

 

To summarize all of the stages in Ħ, we present the Pseudo code for it below. 

 

FUNCTION H
SET m to be 50652 bits long
SET idx = 1
FOR each character in the source

SET tempVal1 = 370 * (CALL getIdx with source char at idx)
SET tempVal2 = 371 * (CALL getIdx with source char at idx + 1)
SET tempVal3 = 372 * (CALL getIdx with source char at idx + 2)
SET tmp = tempVal1 + tempVal2 + tempVal3
ASSERT bit position tmp in  m  
INCREMENT idx

END FOR
SET mc to be 7804 bits long
SET idx = 1
FOR each element in Ld 

TEST the bit in m at position Ld[idx]
IF the bit is set THEN

SET the bit in mc at position idx
END IF

END FOR
RETURN mc

END FUNCTION  

Figure 3.4: Pseudo code for Ħ  

 



 18 

Section 4 

The Dgoogle Search Engine 

The Text Encoding methodology outlined in the previous section lays the foundations 

for a full text search wherein the results returned for a query are based on the signature of the 

query. In this section we describe the DGoolge architecture which is an overlay structure 

appropriate for marinating the encoded text.  

 

 

4.1 Motivation for the Dgoogle Overlay 

The Text Encoding methodology basically fosters the congregation of files with similar 

content. Hence, we desire a network overlay that is easily adaptable to this property. The 

navigation is desired to be easy as well as fast. For this reason we believe a Hypercube of N- 

dimensions is most applicable. Employing this structure we are able to ensure that: 

(a) All nodes maintain a uniform number of files. However, the number of signatures 

managed by nodes may vary.  

(b) The number of incoming and outgoing connections to or from a node is uniform 

across the network and is dependent on the dimension of the network. 

(c) Each node is responsible for replying to a query, if a matching result is found. 

 

The most unique and impressive feature of the N-dimensional Hypercube is that it 

defines the path traversed by any query, ahead of time, to always be constant. This is made 
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possible by the unique structure of the hash function, and can be used by clients to limit the 

breadth of their search by specifying a TTL (time to live) or even the range of hash values to 

search.  

The hash function ensures that when two similar (not exactly similar) queries are 

hashed, the signature of the two resemble in some aspects, making identification and co-

relation easier. This, along with the directional property of the Hypercube, helps increase the 

efficiency of the system as a whole and also reduce the number of messages sent between 

nodes. This is much more efficient than Gnutella which floods the network with queries.  

Flooding on every request is not scalable [9] and is also an immense strain on bandwidth 

wasted searching looking for files that may or may not exist. More current research [10] 

however, does put forth ideas of a more controlled flooding; however, the bandwidth 

utilization in these methodologies is still quite high.  

 

 

4.2 Dgoogle Overlay Structure 

Our goal is to have a network overlay wherein files are distributed uniformly amongst 

nodes and the number of outgoing connections managed by nodes is the same for all nodes in 

the system.  

Consider two signatures A and B formed by using the hash function outlined in the 

previous section. We say that A » B (A derives to B) if and only if A has potentially all/some 

of the 1’s that are set in B and no other. Another way of saying this is that if A » B, then A 

has enough 1’s set to be a subset of B and also A doesn’t have 1’s set in B unset bits. For 

instance: 
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10110

11110
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B

10110

11110

A

B  

Figure 4.1: A » B (A derives to B) 

 

Hence, we can say that if a search query hashes to A, then B (from above figure) 

would be one of the solutions for the query. Taking this as a base, assume that values in the 

hash table range from 0000 to 1111. Then the transition diagram for this range can be 

depicted as follows:  

 

0 0 0 0

0 0 0 1 0 0 1 0 0 1 0 0 1 0 0 0

0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1

0 1 1 1 1 0 1 1 1 1 0 1 1 1 1 0

1 1 1 1

Level 0

Level 1

Level 2

Level 3

Level 4  
Figure 4.2: Transition diagram for hash range 0000 to 1111 

 

If we assume that each node in the network takes control of each level in the above 

diagram we notice the following: 

(a) Some nodes need to maintain more outgoing links than others. 

(b) Some nodes (level 2 and level 3) are more popular than others, (are 

responsible for more signatures) 
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To overcome these pitfalls we propose to break each signature into N parts, where N 

is the number of dimensions in the system. Now if each part of the signature were to 

represent the distance from the origin, we in essence divide the co-ordinate into an N 

dimensional hash space. For example: 

 Dimension  : 3 

 Signature  : 11 00 11 

 Derived Co-ordinate : < 2, 0, 2 > 

 

If the hash range were from 000000 to 111111, and every node managed a different 

set of co-ordinates but still maintained appropriate links between nodes based on the 

transition of signatures, by varying the dimension of the network, we obtain the following 

state diagrams. 
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Figure 4.3:.Transition diagram for a 1-dimensional network 

 

Figure 4.4:.Transition diagram for a 2-dimensional network 
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Figure 4.5:.Transition diagram for a 3-dimensional network 

 

Notice from the above state transition diagrams, as the dimensions increase, so do the 

number of nodes in the system and also the number of connections. This means that the 

number of immediate neighbors per node increases as the dimension of the network 

increases. This can cause huge network traffic if the query needs to search the either breath 

of the network in order to get a few results. In any case, each node in the network will always 

have to manage a constant (similar) number of outgoing connections.  

This solves one of the major pitfalls of current days DHTs but as can be noticed, the 

distribution of signatures within the network is still uneven. We present our approach to 

overcome this problem in the next section and our simulations prove that with a simultaneous 
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increase in the number of files maintained by a node and the dimensions of a network, the 

number neighbors visited by a query is not large at all. It is important to note, however, that 

given any signature, we can always define its exact position in the hash space, and hence the 

node that is responsible for it. Also, if we were to locate all the possible signature that have 

similar bits on, we need only follow the path from the node that contains the signature onto 

the end of the network, i.e. the node responsible for signature 111111. In other words, once a 

node in the network is found that is responsible for a signature that is exactly similar to a 

search query, we can accurately define all the nodes that will contain signature that are 

possible results for the given query. Hence, only a subset of all the nodes present in the 

network need to be queried in order to get all results to a certain query. This reduces the total 

time spent in the network and also the total number of messages sent per query. 

Theoretically this concept can be proved as follows; consider a 2-Dimensional 

Hypercube network with a signature ranging from 000000 to 111111 as shown in figure 4.4. 

If the search query, when hashed, resulted to the signature 010011, then the node responsible 

for this signature would be <1, 2>. The following table defines all the possible results for this 

query. 

 

Table 4.1: All possible results for search query 010 011 

Possible Result for Query Global Coordinate 
010 011 <1, 2> 
010 111 <1, 3> 
011 011 <2, 2> 
011 111 <2, 3> 
110 011 <2, 2> 
110 111 <2, 3> 
111 011 <3, 2> 
111 111 <3, 3> 
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Notice how all the nodes that contain possible matches for the search query lie in the range 

between the node responsible for the query and the last node of the network. A similar table 

can be drawn for any query, and the same trend will persist. 

A useful application of this approach is that, a node can always tell how many more 

node a query will need to visit before it reaches the end of the network. This is extremely 

useful when a query is randomly sent into the network and needs to (initially) locate the node 

responsible for its signature. Also, by knowing the distance that needs to be traversed by the 

query, it is possible to limit its scope and lessen the network congestion by setting a TTL, 

which can also aid in limiting the number of results returned per query.  

 

 

4.3 The Dgoogle Operations 

In general, our system resembles the working of CAN. It is however assumed that 

there exists a pool of nodes that not only share content but are also willing to share resources. 

We do believe that a hard rule can be used to limit the number of free loaders in the network 

similar to the methodology outlined by Samsara[36]. It uses the DHT approach, wherein 

nodes are responsible for a portion of the hash space, and further route queries to their 

neighbors. The key (K) value (V) pairs stored at these nodes, where keys are defined by the 

hash signature and values specify the IP address of the node storing the file, act as node 

locations in the virtual coordinate space. Each node owns a zone in the hash space and stores 

multiple pairs (K1, V1). Publishing a document entails finding the key K1 which is done 

deterministically by mapping it to a point P in the coordinate space, using the hash function 

outlined in the pervious section. The node that is responsible for that particular zone then 
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adds the entry to its list, so that in future when it is queried for K1, the IP address V1 is 

returned.  

A bootstrap program is used, similar to that used by CAN, which is essentially a 

program that maintains a partial list of all nodes it believes are currently in the system. Also 

like CAN, it is assumed that the Hypercube has an associated DNS domain name and this 

resolves to the IP address of one or more Hypercube bootstrap servers. 

 

4.3.1 Publishing a Document 

When a node needs to publish a document in the network, it encodes the document 

using the previously defined encoding (hash) function and contacts the bootstrap program 

with a PUBLISH request. The bootstrap then randomly forwards this 7804-bit signature and 

a 128 byte abstract into the network. Assuming that the node reached isn’t responsible for the 

given signature, this PUBLISH request is sent along the Hypercube until the node 

responsible for a range that encompasses the current signature, is found. Locating this node is 

a trivial process, since by breaking the signature into N-Dimension parts; an overlay co-

ordinate can be defined. The job of the network now is to route the query signature to the 

node that is responsible for that co-ordinate. On a worst case, the entire or a majority of the 

Hypercube will need to be traversed, however, if we assume that the bootstrap looks at the 

signature and then based on the bits set makes a decision as to which node has the exact or 

closest matching signature, the amount of time it takes to reach a node with the exact match 

can be reduced considerably. Once at the appropriate node, the IP addresses of the node 

holding the document is added to the key-value pair. 

 



 27 

4.3.2 Querying the Network 

On querying the Hypercube a similar processes takes place. The search query (which 

on an average has been proved to be about 2.5 [16]) is sent to the bootstrap server with a 

QUERY request. Again, the bootstrap randomly sends the query into the Hypercube. As with 

the PUBLISH request the QUERY request also needs to be routed to the node that is 

responsible for a signature which is an exact match as that of the query. Once the appropriate 

node has been reached, all nodes that lie in the path between itself and the end of the network 

need to be queried. It is the responsibility of each node to return to the client a result 

constituting the IP address of the node containing a matching file along with a 128 byte 

abstract. Search time can be further lessened if each node in the network were to cache all the 

hash values, and abstracts, of all its first hop neighbors. This will, no doubt decrease the 

overall search time and also the number of nodes that need to be visited and hence the 

number of messages sent into the network, however, it does increase the storage overhead for 

a node.  

It is possible for a node to be responsible for a signature for which there maybe no 

file in the system, so even though theoretically every node in the path should return a result, 

it is possible that a query could travel to the end of the network and not have any file returned 

as a possible match. To overcome this problem we can set a TTL, which would prevent 

unnecessary flooding of data in the system. 

 

4.3.3 Dealing with Node Failures 

The normal procedure for a node departure is that it should explicitly hand over its 

portion of the hash space and also its outgoing links to one of its neighbors when it departs. 
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In this case, the two hash regions are merged and the neighbors are sent an UPDATE 

message informing them about the merge. However, in the case of a node failure, an 

immediate TAKEOVER algorithm can be initiated that ensures that the failed nodes region is 

taken over by a neighboring node. This however, does have a pitfall that all information at 

that node (all key-value pairs and outgoing links) will be lost. To prevent this scenario it is 

possible to keep a backup repository at all or some of the neighbors in parts or in full 

respectively. Detecting whether a node has failed can also be a problem. Under normal 

working conditions, every node needs to send a KEEPALIVE message, periodically, to its 

neighbors. A prolonged absence of a KEEPALIVE message will alert a neighboring node to 

start the takeover algorithm of the node’s hash space from which a KEEPALIVE message 

wasn’t received. Other techniques to stabilize the network and to recover successfully from 

node failures are outlined by [11] [12] [13] can also be applied.  

 

4.3.4 Load Distribution in the Network 

We distinguish between files and signatures as follows: 

- Signature: A calculated hash value for a file. The DHT constitutes every possible 

hash in 7804-bit hash range. 

- File    :  Actual content. Files are hashed into signatures and distributed amongst 

nodes. 

 

Hence, it may occur that a node is responsible for a large range of signature but 

contains only a small set of actual files). It should be noted that the splitting of nodes is done 

solely based on the number of files managed by the node not on the number of signatures. 
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Initially a single node manages the entire Hypercube (all possible signatures in the 

hash space). As files keep joining the network, they keep getting associated with their 

corresponding signatures. A threshold is set for the maximum number of files a node should 

manage, MAXFILES. This is a variable threshold but holds constant for the entire lifetime of 

the network. Once the threshold has been reached, a new node from the pool of nodes that 

want to be part of the network is chosen, at random. The hash space is then split between the 

two, similar to CAN. However, the links are maintained similar to that of the transition 

diagram for that dimension. Similar to the MAXFILES threshold, the dimension of the 

Hypercube is predefined and constant throughout the life of the network. This process 

continues until the network stabilizes. Hence, nodes are added to the network only when 

needed. 

In this way we distribute the load amongst nodes in the system. Each node will at 

most hold MAXFILES files. Also the number of connections that need to be managed by 

each node are about the same for any node in the network. Hence, each node in the network 

shares equal resources within the network.  
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Section 5 

Experimental Results and Inferences 

The design of the network as described in sections 3 and 4, provide some insight into 

the potential benefits of our approach. However, the actual benefits and tradeoffs depend 

heavily upon the target system characteristics and access patterns. To test the validity of our 

approach under a range of realistic circumstances, we have developed a simulation 

infrastructure that successful implemented our previously described techniques. In this 

section we discuss the details of the simulation test bed before proceeding to the results 

obtained and inferences made. 

 

 

5.1 Objective of the Simulation  

Before we simulate the working of a P2P network, we begin by verifying the 

accuracy of our hash algorithm. This is the basis for all further work and needs to be 

successfully substantiated before we move ahead. We vary all possible parameters such as 

Query Length, # of elements in the symbol table and Group Size in order safely state that the 

number of false positives and false order seen are low. We believe that a false order may 

actually help in bettering the search since it cannot always be assumed that the user will 

never misspells the query, however, the lowest possible false positives returned is highly 

desired. 
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With respect to the network overlay our main objective was to test our system with 

real world data and workload, and to test the effects of varying the parameters such as 

Dimensions of the network and the Max Files limit per node, in order to get a more detailed 

understanding of the effect of both on the defined network.  

 

 

5.2 Simulation Test Bed Design  

The verification of the hash function and the simulation of the P2P network were 

performed on a single threaded AMD Athalon Xp 3000+ running Fedora Core 4. Both the 

hash function and Network simulator code was written in C++ using the STL libraries for 

string comparison. The data set used constituted 100318 files, which were grabbed from the 

Internet using the popular UNIX utility wget. These files were at the time, the most current 

files online. The website pool from where these files were grabbed constituted of news 

websites (such as CNN, BBC, TimesOfIndia, GoogleNews, etc), technology reviews (such as 

Slashdot, Cnet, Wired, ArsTechnica), sports news (such as ESPN, TenSports, TheFa), 

business reviews (such as TheBussinessTimes, Forbes), fashion magazines (such as Elle, 

FTV) and an assortment of other random topics such as cooking, music, art etc. The search 

various queries used to verify both the encoding function as well as the P2P network overlay 

have been taken from internet surveys presented by SEOpen.com[14] . This website has a 

weekly and monthly survey of the most popular queries searched for using Google, Yahoo, 

Msn and other major search engines. We also vary our search queries to incorporate single 

word and multiple (2 and 3) word queries. 
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Verification of the encoding function was performed using the test bed thus far 

described. All queries were matched against each file in the database (as if it were a 

centralized database) and probable results were show. The authenticity of each result was 

checked. We defined the accuracy of the function on the basis of the number of accurate 

results (authentic results) returned per query. On the basis of this a conclusion was drawn as 

to the accuracy the hash algorithm. 

With respect to the P2P network simulator, all simulations were performed on a 

stand-alone machine. No network traffic was generated or tested against. All results are 

based on number of hops (or the number of times a node needed to contact its most 

immediate neighbors) and number of unique nodes contacted until at least 10 results are 

returned. The search begins from the node that contains its exact signature. At each stage a 

check is made to see whether 10 results have been found. If so the search stops and the next 

search word is queried. If not the program increases the hop count and looks at the next hop 

nodes and checks the availability of files that match the search query’s hash signature at 

those nodes. This is done until a node is reached that contains the end of the network hash 

signature (such as 111111).  All queries that did not return 10 results even after this point 

were discarded since they would have traversed the entire length of the network. We believe 

that a TTL can be defined thereby preventing search queries from flooding the network with 

traffic.  
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5.3 The Data Set 

As mentioned before we use a test bed of a 100318 popular files, all relating to a 

variety of different subjects, largest being about 23.991MB and the average being about 

32.3285KB. The number of bits set per file also varies the maximum being about 4228 bits 

and the average being about 1029 bits. This basically tells us that about 54% of the hash 

space is actually used; however, since we base our hash algorithm off the English dictionary, 

it is possible that many words that are present in the dictionary do not occur in everyday 

speech. We still maintain our signature length of 7804 bits because we aim to encompass the 

entire English language, thereby making our approach more scalable.  

 

 

5.4 Accuracy of the Text Encoding Function 

We begin by tests by first verifying the accuracy of our encoding function. At this 

point we define the # of elements in the symbol table and the Group Size for the function 

(Ħ). These values remain constant for the entire duration of the test, i.e. for all 1 and 2 word 

queries. We now run the data set of 100318 html files through the database creator that 

hashes each file individually and outputs the result into a flat file. Once that is done, 1000 

queries are hashed, beginning with the 1 word queries. Each query is then compared against 

each file in the database and a decision is made whether a match exists or not. If a match is 

found then the id of the file in the flat database file is returned. The id is essentially the file 

counter, i.e. the position the hash of file occurs at in the flat file. 
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Taking each group of 1000 queries (based on the query length) we evaluate the 

accuracy of the encoding function (Ħ) by verifying whether the query word actually exists in 

the corresponding html file. Once the verification for all queries (1 and 2 words) has been 

made, we increment the # of elements in the symbol table and the Group Size and repeat the 

experiment again.  

In our experiments, we varied the Group Size between 2 and 3 words. We also 

defined two different symbol tables. The first symbol table constituted of 10 elements where 

the likelihood of occurrence of each element was approximately the same [37] [38]. This 

stems from the analysis that alphabets in the English languages occur with varying 

frequencies. 

 
Table 5.1: Symbol Table for English with 10 Elements 

 
Element Id Elements 

0 W E 1 ! + * 
1 T 2 ? < @ 
2 A G 3 . > / 
3 O Y 4 & ( 
4 I F Q 5 ; = ) 
5 N M J 6 : - { 
6 S U K 7 _ # } 
7 R C V X 8 ‘ ^ ` [ 
8 H B Z 9 %  ] . 
9 D L P 0 “ $ 1 

 
  

 The second symbol table constituted 37 elements, where each character and each digit 

had a unique position in the table and one class for the period ‘.’ character. 
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Table 5.2: Symbol Table for English with 37 Elements 
 

Element 
Id 

Character 
Set 

0 A 
1 B 
2 C . . . 

25 0 
26 1 . . . 
36 . 

 
 

The results of our experiments have been tabularized and presented below. 

Table 5.3: Accuracy of our Hash function (Ħ) with varying # Symbol Table Elements, Group Size and Query 
length 

 
   Accuracy 

Query Length = 2 60.98% Group Size 
k = 2 Query Length = 3 70.91% 

Query Length = 2 64.99% 

# Symbol 
Table Elements 

CE= 10 Group Size 
k = 3 Query Length = 3 78.89% 

Query Length = 2 88.99% Group Size 
k = 2 Query Length = 3 96.55% 

Query Length = 2 95.00% 

# Symbol 
Table Elements 

 CE = 37 Group Size 
k = 3 Query Length = 3 98.86% 

 
 

The graphs corresponding to the above table are shown below. 

 



 36 

0

10

20

30

40

50

60

70

80

90

100

Class Size of  10 Class Size of 36

Variation in Class Size

A
cc

ur
ac

y 
Pe

rc
en

ta
ge

Query Length = 3 Query Length = 2

 
Figure 5.1: Accuracy of using trigrams (ordering of 3) with varying # Symbol Table Elements and Group Size 
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Figure 5.2: Accuracy of using digrams (ordering of 2) with varying # Symbol Table Elements and Group Size 
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It should be noted that the accuracy of the Text Encoding function (Ħ) never really reaches 

100%. This can be attributed to two reasons. 

1. False Positives: Some files are returned as matches because some trigrams found 

within the matching file returned the same hash value, as a trigram contained in at 

least one of the keywords. 

 

For instance:  Query – fire  

   File Contains – hire. 

Using our encoding function (Ħ) with a Group Size 3 or trigrams, we notice that from fire 

and hire Ħ(ire) = Ħ(ire) will be the same. If the symbol table has be defined such that Ħ(fir) 

= Ħ(hir) i.e. h and f are in the same class, then both fire and hire will get the same hash 

signature and hence the file hire will be returned in response to keyword fire. This was 

mostly seen when we used a symbol table that consisted of 10 elements. 

 

2. False Order: Some files can contain the trigrams in different orders. Such files should 

contain ALL the trigrams found in the keyword in order for them to be return as a 

match. 

 

For instance:   Query – boys  

 File Contains – That boy has toys 

Here, the keywords have two trigrams boy and oys. Both of these trigrams are found in the 

file but not in the exact order as that of the query. But because both the trigrams are present, 
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the hash signature of the file will match that of the keyword and hence will be returned as a 

match. 

 In conclusion we can safely say that our Text Encoding function (Ħ) could correctly 

filter out most (upto 98.86%) of the irrelevant files. In the small portion it returned 

incorrectly as a match, the errors were mostly False-Orders with very few (almost negligible) 

false positives (only with a symbol table with 10 elements). As mentioned in previous 

sections our encoding function (Ħ) needs to be tuned for each language that it will be applied 

to because the number of symbols that constitute a language’s alphabet is not constant. 

Hence, based on our results we fell that for the English language, a symbol set constituting 

{[A-B], [0-9], ‘.’}, is sufficient for both accuracy. In other words we have decided to set our 

hash algorithm to run with the # Symbol Table Elements as 37 and a Group Size of 3 i.e. a 

signature of 7804 bits. 

 

 

5.5 Experimental Setup for Dgoogle 

 Now that we have verified the accuracy of the hash function (Ħ), we move on to test 

the performance of the Dgoogle network overlay. We do not emulate the overlay over the 

network, but simulate the distribution of files and joining of nodes over a stand alone 

machine. Multiple data structures (Lists and Vectors mostly) are used to maintain the 

signature of the files in the network, their co-ordinate in the hash space and the node 

currently responsible for them.  
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5.5.1 Storage Overhead  

We begin our evaluation of the network overlay by investigating the storage overhead at 

each node. As per our description of the Dgoogle network overlay, we define an upper bound 

on the number of files (MAXFILES) that need to be maintained by each node in the network. 

In our experiments we vary this limit between 3 values. 

(a) Max Files = 200 

(b) Max Files = 500 

(c) Max Files = 100 

 

We vary the dimension of the network between 2D and 11D. Along with this we also 

investigate the storage overhead if caching is desired. The data that needs to be stored by the 

nodes basically constitutes the 7804 bit hash of the file along with a 128 byte abstract (about 

1103.5 bytes). 

 

The results obtained from our simulations can be seen from the following graph. 
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Figure 5.3: Storage overhead per node with and without caching 
 

 As can be seen from the graph, when the system doesn’t cache any information from 

its immediate neighbors, the storage overhead is mainly the cost of storing a 7804 bit 

signature and a 128 byte abstract of all the files present at the node. This value when Max 

Files is set to 1000 is about 1103.5Kb. However, if the system does cache the information 

stored at its immediate neighbors, we see that for an 11D network with Max Files set to 

1000, the storage overhead is about 13.242MB.  

 The storage overhead defined by them constitutes a 128 bit hash signature and a file 

set of 10,000 files. This comes out to about 0.16MB. They do not however, mention as to 

whether they actually store an abstract along with the keywords. If they did, they would need 

to maintain a set of abstracts for every keyword, and probably, multiple versions of an 

abstracts for files that consisted of multiple keywords. However, if they do not maintain 

abstracts along with keywords, it would give the client node no information about the file 
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returned as a result to the query thereby make decisions about which of the results to access 

impossible. For our network, without caching we will only need to store 1.1MB of data (Max 

Files = 1000) which is inclusive of the abstract.  We also do not suffer from the situation 

wherein we need to store multiple version of an abstract or maintain multiple links to the 

same abstract on the same nodes, since we define the content in a node based on the hash of 

the entire file, and not just the keywords. This makes storage much more convenient and 

access much faster. 

   

5.5.2 Messaging Overhead  

 We initially define messaging overhead in terms of the number of unique nodes that 

need to be visited in order for the client to receive at least 10 results. We state 10 results as a 

base line since as per [16] 85% of all users only look at the first page of results put forth by 

Google.com and Yahoo.com, which by default is set to 10. This value can be altered; 

however, all our tests are based on fact that the client making the query request only desires 

10 results. Since we already know the path the query will take before it reaches the end of the 

network, in a real world scenario we can set a TTL to prevent flooding the entire network.  

 Again, we encode each query and randomly forward it in the network. Once this 

query request reaches the node that is responsible for a signature that is an exact match to 

that of the query, it searches that node for all files that could be possible matches. If any files 

are found, the results are sent back to the client immediately. At this point if 10 results are 

found, the program begins processing the next query word in the test list. If not, 

simultaneously a query request is sent to each one of the immediate neighbors of all the 

nodes being queried at that time. The number of request sent, is limited by the number of 
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dimensions of the network. So for instance an in an 11D network 11 messages would be sent 

out simultaneously. These messages constitute the 7804 bit signature, a query ID which is a 

random number that uniquely identifies the query, and the IP of the client making the 

request. Since some nodes may be contacted multiple times, using the query ID, a node can 

verify whether it has already serviced the request for that query or not. If so, the query 

request is dropped. 

 As always we query our network by varying the dimensions between 2D and 11D, 

varying the Max Files between 200, 500 and 1000, and also by varying the query length 

between 1 and 3 words per query. The results for the various network configurations follow. 
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Consider graph 5.4, the least number of nodes that would need to be visited before a 

client receives 10 results given that the query length is one word, is about 12 nodes. Looking 

at graphs 5.5 and 5.6, the least number of nodes that would need to be visited before the 

client receives 10 results give that the query length is two words and three words 

respectively, is about 13 nodes. These results can be achieved if the network consisted of 

11D and had Max File limit of a 1000 files. This basically means that any node would only 

need to contact its immediate neighbors, and in some cases a few of their immediate 

neighbors, before 10 results were returned to the client. If caching were enabled in the 

network, then the query message for the most part, would not need to be forwarded to any 

other node, since the originating node would already know about the information stored at its 

immediate neighbors. On the flipside however, if we were to look at a 2D network with Max 

Files limit as 200, the number of nodes that would need to be visited for a single, double and 

triple word query are 26, 19 and 17 respectively.  

Hence, we conclude that as we increase the dimensions of the network and the Max 

File limit, the number of nodes that need to be visited reduces. This was expected since as the 

dimension of the network increased then the number of nodes queried by contacting the 

immediate neighbors also increases. Also if the Max File limit is increased, then the number 

of files that are searched from within the many neighbors also increases. A simultaneous 

increase in both directly increases the probability of finding a match without traversing the 

entire breadth of the network. This merit does however, come with the drawback that as the 

dimensions of the network increase, so do the number of messages sent. For instance, if 10 

results were not found in the first set of neighbors, each of these nodes would contact their 
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neighbors, thereby increasing the number of messages in the network by an order of the 

dimension of the network. So if the network consisted of 11D then at the first hop, 11 nodes 

(111) would be contacted, at the second hop 121 nodes (112), and at the third hop 1331 nodes 

(113). If low network utilization were a major concern, then choosing a dimension that lies 

between 2D and 11D would be more profitable, since both dimensions lie on the two 

extremities of the scale. 

It should also be noted that just by increasing the dimension of the network or the 

Max File limit, doesn’t reduce the number of nodes visited by a large amount. A 

simultaneous increase in both these values would result in substantial decrease in the number 

of nodes visited. Both these values can be tweaked as per the requirements of the system. 

Another inference that can be draw is with regard to variation in the number of nodes 

visited for a one word query with respect to those visited for query lengths of two or three 

words. The number of nodes visited for a single word query is lesser because the number of 

bits set in a one word query is usually lesser, hence given that only that small set of bits 

needs to exist in any signature for it to be returned as a result, and given the pool of signature 

that are available, the probability of finding at least 10 results increases. The same reason 

applies for the difference in the number of nodes visited for queries of length two and three; 

however, the difference is lesser. This is because, even though the number of bits set is more, 

once the query has reached the node that has a signature that matches the query exactly, it has 

already reached a point from where all other signature will have at least those bits set. And as 

can be seen, that most of the queries that returned 10 results found results in their first hop 

and some in their second hop. 
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Hence, in conclusion we well that for small queries (one word queries) and larger 

queries (two and three word queries), which formally constitute more than 85% of the 

queries searched for today, our system will at best need to contact 12, 13 and 13 nodes 

respectively. 

 Taking the above into consideration we can say that the size of the messages sent 

within the network = # of unique nodes contacted * ( 7804 bits signature + 2 bits Query Id + 

4 bytes clients IPv4 address). The following graphs depict the message overhead in the 

network for a query word of length one, two and three. 
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Figure 5.7: Messaging overhead – One word queries. 
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Figure 5.8: Messaging overhead – Two word queries 
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Figure 5.9: Messaging overhead – Three word queries 
 



 48 

 

 As can be seen from the above graphs, based on the number of query words, at best 

we would need to send only 12.9KB messages for a Max File count of 1000, 17.04KB 

messages for a Max File count of 500 and 34.1903KB messages for a Max File count of 200, 

for a query length of 3 words. When compared to a system that is implemented using the 

Inverted Indices we find that our message overhead is much lesser. On a best case (without 

caching) they need to send an excess of about 17KB over and above the cost incurred in 

moving the query between nodes. This also however, doesn’t include the cost of sending 

abstracts between nodes (since we do not know whether they store abstracts along with 

keywords). If they did store abstracts, this value would increase dramatically based on the 

number of files sent between nodes before an intersection is made which decides the subset 

of results that need to be sent to the client. On a worst case we need only send a total of 

45KB messages. The Inverted Indices system would need to send an excess of 50KB 

message, however, this is again not including the multiple abstracts that would need to be 

exchanged between nodes for every keyword. 

 Hence, we do much better than the Inverted Indices with respect to the message 

overhead of the system. We also at this point would like to mention that not only do we 

return results based on keywords but also based on the words that are in a way similar in 

content (a full text search). The Inverted Indices however, only results based on an 

intersection of keywords words. They do not take into consideration the similarities of the 

query and neither do they account for misspelled words. In conclusion we say that we do 

much better than the inverted indices when it comes to the efficiency of the network overlay 

in limiting the number and content of messages that are sent between nodes in the network. 
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5.5.3 Average Time in Network  

 We now try to estimate the total time a query will need to spend in the network before 

10 results are found for it. As mentioned in the previous section, we forward the query into 

the network at a random position and calculate the time it takes from then until 10 results are 

returned. Since we do not simulate actual network traffic, we estimate time taken as the 

number of hops made before the client receives 10 results from the network. Some queries 

however, did not return 10 results. These results are excluded from these results since they 

would have traveled the entire length of the network and in a real world scenario can be 

curtailed by defining a TTL. 

 As before we test our system against query words of length one two and three, with 

dimensions varying between 2D and 11D, and also with a Max File limit of 200, 500 and a 

1000 words. The results are show below: 
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Figure 5.10: Average hops made – One word queries 
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Figure 5.11: Average hops made – Two word queries 
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Figure 5.12: Average hops made – Three word queries 

 

 If we assume that TCP packets are sent at every hop, and then the time spent looking 

for results within the network is based on the time taken to send N-dimension packets per 

hop. Hence, if the total number of hops was less, the number of neighbors that needed to be 

contacted would be less as well and hence, time spent in the network was less. As we can see 

on a best case (11D and Max Files = 1000) we need only make about 1 hop. If we consider a 

TCP message to take about 10ms then the query would be in the network for about 110ms, 

before returning 10 results. This is much better than the Inverted Index since they at best 

need to spend 100ms in the network, however, again this does not include the time take to 

send the abstracts amongst nodes. If that were the case more TCP packets would need to be 

sent per transaction and hence, more time would be spent exchanging partial results amongst 
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nodes. Another factor that will increase this time is that at the end all the results and abstracts 

would need to be sent back to the client, and hence that itself would incur a lot more time 

spent in the network since unlike our approach where everything proceeds in parallel, their 

system defines more of a serialized approach.  
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Section 6 

Conclusions and Future Work 

Peer-to-peer (P2P) systems are distributed systems with all nodes equal in functionality.  

There are two types of P2P systems: unstructured ones such as Gnutella and structured ones 

based on distributed hash tables (DHTs), such as Chord, Pastry, and CAN, each with its own 

merits and pitfalls.  

This thesis research was aimed at finding a solution to one of the major pitfalls faced by 

current P2P systems, i.e. lack of a full text search methodology. To the best of our knowledge 

there is only one other paper that deals with a similar topic [14]. We have benched marked 

our architecture with theirs as best we could.  

We begin our inferences by looking first at the Text Encoding function Ħ. From our 

results it is quite evident that the function is highly accurate for a Group Size of 3 and a 

Symbol table of 36 elements. This produces a signature of 7804 bits (after compression) 

which we feel is suitable for the network overlay defined. We have also seen that the 2% 

inaccurate results seen are mainly due to the presence of false orders caused by the hash 

function. We do believe that false orders may in some way help the overall search 

methodology, but this theory needs to be further tested. As mentioned in previous sections 

our encoding function (Ħ) needs to be tuned for each language that it will be applied to 

because the number of symbols that constitute a language’s alphabet is not constant. Hence, 

based on our results we fell that for the English language, a symbol set constituting {[A-B], 

[0-9], ‘.’}, is sufficient for both accuracy and performance. We also conclude that the 
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encoding function in its completeness is a very power and accurate tool in compressing a text 

document into a constant length bit signature and also for not spreading files with similar 

content to far from each other. 

We now come to the Dgoogle network overlay architecture. Multiple tests were 

performed by varying the dimensions in the range of 2D and 11D, the Max Files limit 

between 200 files, 500 files and 1000 files, and also the query length in the range of 1 word 

and 3 words. The first conclusion that can be drawn is regarding the Storage Overhead of the 

system. When compared to the storage overhead of a P2P system implemented using the 

Inverted Indices, we find that our architecture performs significantly better since without 

caching we would only need to store about 1.1MB of data per node, and this is inclusive of 

the 128 byte abstract. They on the other hand do not store the abstract which makes deciding 

upon an appropriate result from the returned set, impossible. If they did store the abstract 

they would need to have an advanced data structure that would maintain all the abstracts co-

relating each to a specific keyword and sometime to more than one keyword. Hence we can 

safely say that the storage overhead of our system is much better than that of the Inverted 

Index and is also much faster to access and easier to implement. 

We next test our system for the total Messaging Overhead incurred. Again we do much 

better than the Inverted Index. Our system not only returns results that match the keyword 

but also those that are similar in content, whereas their system only returns results based on a 

keyword search. We can also tweak our system to return only a certain number of results 

however, this feature is not possible for the Inverted Index since, they need to intersect ever 

keyword list with every other keyword list in order to get a list of results. And again they do 

not return the abstract of the results and if they were to do so, the number of messages sent 
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amongst nodes and finally to the client would increase drastically since they would need to 

send at least one abstract per file sent between nodes. Also this process is done in a serialized 

manner. We on the other hand perform all operations in parallel. Hence, we prove that not 

only is our system better in terms of the total messaging overhead but also proves to be more 

configurable and manageable. It is also more efficient as a search methodology due to the 

fact that we perform a Full Text Search rather than just a keyword search and also return a 

128 byte abstract, all of which is done in parallel.  

Another test performed was to estimate the Total Hops (Time) a query would take to 

return 10 results. We measured time taken to return 10 results in hops within the network 

since we do not simulate the architecture over the network, but use advanced data structures 

to emulate the system. We concluded that our worst case time given that 10 results are 

eventually returned is again better than that of the Inverted Index since their methodology is 

based on a serialized approach and ours is performed in parallel. This makes our system 

faster and hence for the same amount of time, more nodes are queried and lesser messages 

are exchanged. 

However, if 10 results were not returned, the query would need to search the entire 

breadth of the network that would not only take a lot of time, but also flood the network with 

unnecessary messages. For this purpose we set a Time to Live (TTL).  

 

In summary we can say that: 

a. The hash function is highly accurate and useful in ensuring that files with similar 

content stay close together.  
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b. Using this property of the hash function, we find that arranging the files in an 

overlay network of high degree and high Max File limit does give much better 

results than a system implemented under the Inverted Index theory. 

c. Using the Dgoogle overlay we are also able to define the path followed by any 

query before hand, hence we can also define other overlays above the base 

network overlay that deal with file popularity, location etc.  

d. We can also define an upper bound on the total hops a query must make before it 

returns back to the client. This in no way hinders the searching abilities of the 

network, unlike an Inverted Index which needs to search all the nodes that contain 

the keywords queried. 

 

To conclude we state that we have successfully developed a Text Encoding function 

and a P2P overlay network, Dgoogle, that not only provides for a basic key word search but 

also a Full Text Search that returns results based on relevance to the query. Also out 

performs the Inverted Index system in storage overhead, messaging overhead and time taken 

to return results. 
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