
ABSTRACT

MITCHELL, MATTHEW WILLIAM. Testing Separability of Covariances for Space-
Time Processes. (Under the direction of Marcia L. Gumpertz and Marc G. Genton.)

There are numerous methods for modeling space-time covariances. One commonly

used class of models are separable covariances, where the joint space-time covariance

factors into the product of a covariance function that depends only on space and a

covariance function that depends only on time. This greatly reduces the number of

parameters, and thus makes estimation much easier. This structure is very convenient,

but there has been very little written in the literature about how to formally test for

it.

We propose a formal test of separability. We develop a test in the context of a

replicated spatio-temporal process or more generally in the context of multivariate

repeated measures (for example, several variables measured at multiple times on many

subjects). The test is based on likelihood ratio statistics. When the null hypothesis

of separability holds, the value of the test statistic does not depend on the type

of separable model. Thus we do not need asymptotic results and give estimated

distributions for the test statistic under the null hypothesis for various sample sizes.

We perform simulation studies to assess the power of certain non-separable models

and the effect of a non-stationary mean. Then we apply the test to a multivariate

repeated measures problem.



The aforementioned test only applies to independent identically distributed (i.i.d.)

random variables that have a sufficient amount of experimental replication. Often in

practice with space-time processes, there is only one experimental replicate. However,

often spatio-temporal processes are rich in time and sparse in space. When this is

the case, we create pseudo-replicates from the data and apply the test for the i.i.d.

case. For these “reps” to be approximately independent, we create “gaps” by deleting

some of the pseudo-replicates. However, enough “reps” need to be retained in order

to ensure sufficient power. We perform simulation studies to assess how many pseudo-

replicates need to be deleted in order to obtain approximate independence. We then

apply this method to the RiceFACE data set.
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Chapter 1

Introduction

Suppose we have a process Z(s, t) that varies in both time and space, where s is

the spatial location and t is the time. For such processes it is common for points closer

in time to be more strongly correlated than those farther apart in time. Likewise,

points closer in space are more strongly correlated than those farther apart. There is

much literature devoted to modeling such correlation in time alone or in space alone,

but little has been written on the combination of the two until recently. There is not

a particularly unified approach to modeling space-time correlation. The majority of

the modeling is specific to a particular data set and often difficult to generalize.

There are several problems in space-time modeling. Often the process is gener-

alized as a three-dimensional spatial process with time being the third dimension.

However, this is problematic because one unit in time is not the same as one unit

distance in space. If we can assume that the covariance has the same parametric form



2

in both space and time, then this can be dealt with by including geometric anisotropic

parameters (Kyriakidis and Journel, 1999). Furthermore, there is a clear ordering of

points in time but not in space.

One major problem concerns the computational feasibility of the estimation pro-

cess. Suppose there are s locations and p times. Then the covariance matrix has

sp(sp + 1)/2 parameters. If we have independence over time we would only have

s(s + 1)/2 parameters. Likewise, if we have independence in space we would have

p(p + 1)/2 parameters. For many applications p is much greater than s. For example

suppose p = 100 and s = 10. Then the covariance matrix of the process has 500,500

parameters!

One way to dramatically reduce the number of parameters is to assume space-time

separability. This means that the covariance matrix can be written as the Kronecker

product (Schott, 1997) of a covariance matrix for time only with one for space only.

The Kronecker product of two matrices V = (vij) and U = (uij) is defined as

V ⊗ U =



v11U v12U . . . v1pU

v21U v22U . . . v2pU

...
...

. . .
...

vp1U vp2U . . . vppU


. (1.1)

This structure implies that the spatial structure is the same at all time points and

that the temporal structure is the same at all locations. This model has only

s(s+1)/2+p(p+1)/2−1 parameters (the -1 is needed in order to identify the model
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as discussed below). So for the case where p = 100 and s = 10, we now have 5,104

parameters. This greatly simplifies the computing time and makes prediction at an

unsampled location or time much easier because we need to compute the inverse of

the variance-covariance matrix and (V ⊗U)−1 = V −1⊗U−1 (Schott, 1997). Thus for

the previous example, we only need to invert an 100 by 100 and a 10 by 10 matrix

rather than a 1,000 by 1,000 matrix. There is a non-identifiability problem with this

model since aV ⊗ (1/a)U = V ⊗U . This is sometimes dealt with by constraining the

(1,1) entry of U or V to be a 1, or some other constraint on the diagonal elements.

The null hypothesis of separability has different versions, depending on the prop-

erties of the process. The most general form is

H0 : Σ = V ⊗ U. (1.2)

For a second-order stationary process, separability is often stated as

H0 : C(h, k) = C1(h)C2(k), (1.3)

for all h, k, where C(h, k) denotes the covariance between Z(s+h, t+ k) and Z(s, t)

(Kyriakidis and Journel, 1999). With this definition, the overall process can be seen as

the product of two independent processes, one that occurs in space and another that

occurs in time. However, we do not observe realizations of the 2 separate processes,

only the overall process. Note that C1(h) is not completely identified from C(h, 0)

since from (1.3) we have C(h, 0) = C1(h)C2(0). Thus, we cannot estimate C1(h)

directly from the observed C(h, 0). Likewise, C2(k) is not completely identified with
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C(0, k) since C(0, k) = C1(0)C2(k).

Even though the covariances are not identifiable, the correlations can be iden-

tified. Let σ2 = C(0, 0) be the global variance of the process. Then equation

(1.3) implies that C(h, k) = σ2ρ1(h)ρ2(k). Dividing both sides by σ2, we obtain

ρ(h, k) = ρ1(h)ρ2(k). Thus, ρ(h, 0) = ρ1(h) and ρ(0, k) = ρ2(k). Hence we have

H0 : ρ(h, k) = ρ(h, 0)ρ(0, k). (1.4)

Since ρ(h, k) = C(h, k)/σ2, we also have

H0 : C(h, k) = (1/σ2)C(h, 0)C(0, k). (1.5)

Now we have the formulation of separability written completely in terms of the overall

process.

As stated earlier, separability means the temporal structure is the same at all

spatial locations and the spatial structure is the same at all time points. Note that

this is a necessary but not sufficient condition for separability since any stationary

covariance function will have the same time correlation at each location and the same

spatial correlation at each time point (since stationary covariances do not depend on

the location or time). However, a separable process may or may not be (second-order)

stationary. The process can be non-stationary in the time domain or the space domain

or both (and hence the overall process is non-stationary) and be separable, as seen

by equation (1.2). For example, suppose the spatial correlation is stationary. If the

time series for a given location is non-stationary, then the process will be separable
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as long as each location has the same time series.

Variograms (or semi-variograms) are often used in spatial analyses, rather than

covariances. However, separability of the covariances does not imply that the var-

iograms are separable. In fact, the product of two variograms is not a variogram

(Cesare et al., 2001). In the stationary and isotropic case, γ(h, k) = σ2 − C(h, k),

γ(h, 0) = σ2 − C(h, 0), and γ(0, t) = σ2 − C(0, t), where h = ‖h‖ (‖ · ‖ denotes the

Euclidean norm). If the covariance is separable then γ(h, k) = σ2−C(h, 0)C(0, k)/σ2,

whereas γ(h, 0)γ(0, k) = σ4 − σ2C(0, k)− σ2C(0, h)− C(0, k)C(0, h).

There is also a Markovian-type characterization of separability formulated by

O’Hagan (1998). Let Z(x, y) be a random variable defined on a product space Ω1×Ω2.

Let C[(x, y), (x′, y′)] denote the covariance between Z(x, y) and Z(x′, y′). The property

M(Ω1; y, y′) holds if

C[(x, y), (x′, y′)] =
C[(x, y), (x, y′)]C[(x, y′), (x′, y′)]

C[(x, y′), (x, y′)]
, (1.6)

or equivalently if

C[(x, y), (x′, y′)] =
C[(x, y), (x′, y)]C[(x′, y), (x′, y′)]

C[(x′, y), (x′, y)]
. (1.7)

If this holds for all y, y′ ∈ Ω2 then we have the property M(Ω1, Ω2). O’Hagan’s

theorem postulates that the property M(Ω1, Ω2) holds if and only if there exists a

function A(x, y) on Ω1 × Ω2 such that the covariance structure of Z∗(x, y) = Z(x,y)
A(x,y)

has the Kronecker product form (1.2). The “if” direction of the proof follows directly

from the definitions. The converse is more difficult to prove, but the key idea is that



6

M(Ω1, Ω2) implies both M(Ω1; y, y′) and M(Ω1; y
′, y). This theorem implies that if we

wish to estimate Z(x, y) given Z(x, y′) then we will gain no further information about

Z(x, y) from observing any other Z(x′, y′) where x′ 6= x (O’Hagan, 1998). Another

implication is that the corresponding partial autocorrelation between Z(x, y) and

Z(x′, y′) given Z(x, y′) is 0 (O’Hagan, 1998). When we have a Gaussian process this

implies that Z(x, y) and Z(x′, y′) are independent given Z(x, y′) (O’Hagan, 1998). In

the space-time context, with Ω1 = R2 (space-domain) and Ω2 = R (time domain), a

similar formulation is discussed by Brown et al. (2001). This states

E(Z(sα, t + 1)|Z(sβ, t)∀β including β = α)) = E(Z(sα, t + 1)|Z(sα, t)). Note that

when we have a second-order stationary process, M(Ω1, Ω2) implies equation (1.5),

which was one of the formulations of separability.
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Chapter 2

Tests of Separability

Separability is a desirable property, but there is little written about how to for-

mally test for it. There are a few tests for certain kinds of models. For second-order

stationary spatial autoregressive processes there is an asymptotic chi-square test. In

the context of “blur-generated” models (Brown et al., 2000) separability was assessed

by judging whether the “blurring” parameters that maximized the profile likelihood

were close to 0 or not. This required the fitting of a separable and non-separable

model. For more general models the modified likelihood ratio test was used, but the

application has serious problems.

Shitan and Brockwell (1995) develop a test for two-dimensional second-order sta-

tionary spatial autoregressive processes. Separability in the two-dimensional context

is the analog of (1.4). Let Y (i, j) be an AR(p1, p2) model, where Y (i, j) is a process
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defined on a regular lattice. Then (Cressie, 1993)

Y (i, j) = ϕ0,1Y (i, j − 1) + ... + ϕ0,p2Y (i, j − p2)

+ϕ1,0Y (i− 1, j) + ... + ϕ1,p2Y (i− 1, j − p2)

+... + ϕp1,1Y (i− p1, j − 1) + ... + ϕp1,p2Y (i− p1, j − p2)

+U(i, j). (2.1)

For these processes, separability can be formulated as Υ1(B1)Υ2(B2)Y (i, j) = U(i, j)

where B1 and B2 are backshift operators for each coordinate

(Br
1B

s
2Y (i, j) = Y (i− r, j − s)), Υ1(x) = 1− ϕ1,0x− ...− ϕp1,0x

p1

and Υ2(x) = 1 − ϕ0,1x − ... − ϕ0,p2x
p2 . Shitan and Brockwell focus on separable

AR(p1,1) processes, which are given by

Y (i, j) = ϕ1,0Y (i− 1, j) + ϕ0,1Y (i, j − 1)− ϕ1,0ϕ0,1Y (i− 1, j − 1) + ...

+ϕp1,0Y (i− p1, j)− ϕp1,0ϕ0,1Y (i− p1, j − 1) + U(i, j), (2.2)

where i = 1, ..., K, j = 1, ..., N and boundary conditions are given for the process on

the non-positive lags in either direction. Notice that in terms of equation (2.1) we

have ϕm,n = −ϕm,0ϕ0,n, for m = 0, 1, ..., p1 and n = 0, 1.

Then they re-write (2.2) in terms of a vector autoregressive process

Y i = ν + φ1Y i−1 + ... + φp1
Y i−p1 + U i. (2.3)

The vector, ν, consists of functions of the ϕs and the boundary values. The matrix

φm is a matrix with the ϕm,0s on the main diagonal and zeros off the diagonal, and
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the vector U i has element l given by U(i, l) + ϕ0,1U(i, l − 1) + ... + ϕl−1
0,1 U(i, 1). The

complete algebraic details are given in their paper.

Equation (2.3) can be written as

Y = BZ + U , (2.4)

where B = (ν,φ1, ...,φp1
) and Z = (Z0,Z1, ..,ZN−1) with

Zi = (1,Y i, ...,Y i−p1+1)
T . Let β = vec(B), where “vec” denotes the vec oper-

ator (Schott, 1997). Then β̂ = ((ZZT )−1Z ⊗ IK)vec(Y ). Let Γ = E(ZiZ
T
i )

and ΣU = E(U iU
T
i ). Consistent estimators of Γ and ΣU are Γ̂ = ZZT /N and

Σ̂U = (1/N)Y (IN −ZT (ZZT )−1Z)Y T (Shitan and Brockwell, 1995).

Since for the separable model the φm matrices are diagonal, Shitan and Brockwell

test whether the off-diagonal elements are zero or not. The parameter used for this

is ζ = Aβ, where A is a matrix of ones and zeros so that ζ consists only of the off-

diagonal elements of the φ matrices. Testing separability becomes testing H0 : ζ = 0

versus Ha : ζ 6= 0. The test statistic used for this is

S∗ = ζ̂
T

(
A(1/N)(Γ̂

−1 ⊗ Σ̂U)AT
)−1

ζ̂, which has an asymptotic chi-square distribu-

tion with K2p1 −Kp1 degrees of freedom.

For this test the model had some stationary constraint because the φ matrices

were not merely diagonal but of the form ϕI. For example, in the case of an AR(1,0)

process this means Y (i, j) = ϕ1,0Y (i − 1, j) + U(i, j) for all j. However, if we had

Y (i, j) = ϕ(1,0),jY (i − 1, j) + U(i, j) the matrix φ1 would still be diagonal but the

process would not be separable. We will discuss vector autoregressive processes in
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more detail in the next chapter.

Brown et al., (2000, 2001) test separability in the context of “blur-generated”

models. In the non-separable model, a “blurring” (or smoothing) function is used to

allow for interactions between the different locations at different time points. They

used a bivariate normal density for this function in their application. Let θ represent

the parameters in the separable model, and Σ be the variance matrix of the smooth-

ing function. For the separable model, Σ is the zero matrix 0, i.e., the “blurring”

parameters are 0. The θ parameters were estimated first. Then different values of the

blurring parameters were substituted into the profile likelihood, l(θ̂,Σ). If the model

is separable then the likelihood is flat near 0 and decreases away from zero for higher

values of the parameters. This test requires that the particular type of covariance

model be specified, and it also requires that the non-separable model be fitted, which

may be very difficult if the number of points is large. In their application they used

state-space equations for a stationary process with the time correlation modeled by

a first-order autoregressive process and the spatial correlation was modeled by the

Matérn model (Matérn, 1960).

When there is experimental replication, the process can be treated as an inde-

pendent identically distributed (i.i.d.) multivariate process. Dutilleul (1999) tested

separability in the form of equation (1.2). The equation was re-written in the form

H0 : Σ−1(V ⊗U) = I, and the the modified likelihood ratio test was used (Muirhead,

1982). The test used is based on the hypothesis H0 : Σ = Σ0, where Σ0 is a specified
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matrix. This is equivalent to testing H0 : Σ = I (Muirhead, 1982, p.354-355). The

test statistic used is

−2Λ∗ = −m(r − 1) + m(r − 1)log(r) + trace(A)− (r − 1)log|A|, (2.5)

where r is the number of experimental replicates, m is the dimension of each replicate

(if we have a spatio-temporal process this is the product of the number of time points

and spatial points), “| · |” is the determinant, S is the usual maximum likelihood

estimator of an unstructured covariance matrix, and A = rS. Dutilleul applied this

test by conditioning on Σ̂ and using A = Σ̂−1V̂ ⊗ U, where Σ̂ = S, and the critical

values for various combinations of n = r − 1 and m = sp are given in Muirhead

(1982, p.360-361). This test requires that r > m, but does not require second-order

stationarity in space or time or specified structures for V and U. However, since the

distribution of the test statistic was based on the Wishart distribution of A when

A = rS, this application is very problematic because it does not take into account

that both Σ and V ⊗ U are estimated. The critical values are also the same for any

two matrices V and U that give the same dimension for V ⊗U . For example, suppose

the number of spatial points is 4 and the number of time points is 6. Then m=24,

and there are 30 unknown parameters for V ⊗ U . If the number of spatial and time

points are 2 and 12, respectively, then m=24, but the number of unknown parameters

is 80. Dutilleul’s application of this test would have the same critical values for either

case. We will apply our test to this data set in Chapter 4.

In this paper we will propose a test of separability when there is an i.i.d. mul-
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tivariate process that uses the likelihood ratio test statistic based on estimating the

Kronecker product of two unstructured matrices versus estimating a completely un-

structured variance-covariance matrix. This test not only applies to spatio-temporal

processes, but also to multivariate repeated measures. For large samples the distribu-

tion of this statistic can be approximated by a chi-square distribution. We will show

that the distribution of the test statistic when the null hypothesis is true will not

depend on the type of separable model, and hence the distribution can be approxi-

mated for any sample size. This will be especially important for small samples where

the Type I error for the chi-square test is very high. In the space-time context, this

test will require the number of replicates to be larger than the product of the number

of times and locations. In addition to this constraint the test also assumes the data

are normally distributed since the normal likelihood is used. However, this test does

not require the process to be isotropic or second-order stationary. Furthermore, no

particular class of models will need to be specified.

Often the number of replicates is equal to one, and thus the aforementioned test

will not be applicable. Many processes are rich in time, but sparse in space. We

will use this richness in time to break the data into pseudo-replicates and apply the

test from the i.i.d. case. However, since each pseudo-replicate needs to have the same

variance-covariance structure, we will need to assume second-order stationary of the

original process in time, but we will not need to assume isotropy or stationarity in

space. As before we need to assume the data are normally distributed. This test will
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require the number of times sampled to be large enough so that the pseudo-replicates

will be approximately independent and that we will have enough replicates for our

test to have sufficient power.
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Chapter 3

Parametric Separable and

Non-Separable Models

Recently several classes of separable and non-separable models have been proposed

in the literature. We will briefly discuss these models and their properties. Contour

plots and correlograms will be shown in order to illustrate the differences between

the separable and non-separable models for certain parameter values in these families.

Many of these models will later be used to assess the Type I errors and power of the

test statistic we will propose in the next chapter.

Cressie and Huang (1999) develop classes of stationary non-separable models us-

ing Fourier transformations. Their procedure assumes that the covariance function

is continuous, integrable, and that its spectral distribution has a spectral density.

C(h, k) is constructed as follows. Choose ρ(ω, k) and η(ω) so that:
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(C1) For each ω ∈ Rd, ρ(ω, ·) is a continuous autocorrelation function,∫
ρ(ω, k)dk < ∞, and η(ω) < ∞.

(C2)
∫

η(ω)dω < ∞. Then

C(h, k) =

∫
eihTωρ(ω, k)η(ω)dω. (3.1)

The result follows by setting the spectral density, g(ω, τ), equal to

1
2π

∫
eikτρ(ω, k)η(ω)dk and applying Bochner’s Theorem (Bochner, 1955). The mod-

els are created by choosing ρ(ω, k) and η(ω) so that (C1) and (C2) are satisfied

and it is possible to evaluate the integral in (3.1), with the latter being a practical

constraint. We will use d = 2 since we will be working in two-dimensional space.

Cressie and Huang developed several parametric models. We list some of these

below (for d = 2).

C(h, k) =
σ2

(a2k2 + 1)
exp

(−b2‖h‖2

a2k2 + 1

)
, (3.2)

where a ≥ 0 and b ≥ 0.

C(h, k) =
σ2

(a|k|+ 1)
exp

(−b2‖h‖2

a|k|+ 1

)
, (3.3)

where a ≥ 0 and b ≥ 0.

C(h, k) =
σ2(a2k2 + 1)

((a2k2 + 1)2 + b2‖h‖2)3/2
, (3.4)

where a ≥ 0 and b ≥ 0.
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C(h, k) =
σ2(a|k|+ 1)

((a|k|+ 1)2 + b2‖h‖2)3/2
, (3.5)

where a ≥ 0 and b ≥ 0.

C(h, k) = σ2exp
(−a2k2 − b2‖h‖2 − ck2‖h‖2

)
, (3.6)

where a ≥ 0, b ≥ 0, and c ≥ 0.

However, Gneiting (2002) showed that (3.6) is only a valid covariance model when

c = 0. Hence, only the separable version of that model is a valid covariance model.

Thus, the model is

C(h, k) = σ2exp
(−a2k2 − b2‖h‖2

)
, (3.7)

where a ≥ 0 and b ≥ 0. This model can be more easily derived by noting that the

product of two covariances is a covariance function (Cressie, 1993, p.85). A similar

model to (3.7) is given by

C(h, k) = σ2exp(−a|k| − b‖h‖), (3.8)

where a ≥ 0 and b ≥ 0. Re-parameterizing (3.8) by setting a = −logρ we have

C(h, k) = σ2ρ|k|exp(−b‖h‖). (3.9)

With this parameterization (3.9) can be seen as the product of a first-order autore-

gressive time-series model and an exponential spatial model. Throughout this paper

we will refer to model (3.9) as the “separable exponential model.”
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Model (3.9) can also be written in terms of a vector time-series autoregressive

process. Let Y t be the vector of the values of the process for every location at time t,

ΣS the variance-covariance matrix with element σi,j = exp(−b‖h‖) (‖h‖ = ‖si−sj‖),

and let i(t > 1) be the indicator function (=1 when t > 1 and =0 otherwise). In

terms of a vector time-series, a process with covariance given by (3.9) can be written

as

Y t = ρY t−1 + Et (3.10)

where Var(Et) = ΣS for t ≥ 2 and Var(Et) = 1
1−ρ2ΣS for t = 1.

A non-separable model can be generated by allowing different autocorrelation

parameters for each location. Let ρα be the temporal first-order autocorrection for

location α. Let φ be the matrix with the ρα along the diagonal and zeros off the

diagonal. Then we have

Y t = i(t > 1)φY t−1 + Et (3.11)

where Var(Et) = ΣS for t ≥ 2 and for t = 1 Var(Et) has the same elements as ΣS

but each entry is multiplied by 1
1−ραρβ

. In terms of the covariance this is written as

C[(t + k, sβ), (t, sα)] = σ2exp(−b‖h‖) ρk
β

1− ραρβ

, (3.12)

where ‖h‖ = ‖sα − sβ‖.

Note that model (3.9) is a special case of model (3.12) (likewise (3.10) is a spe-

cial case of (3.11)) with ρ = ρα for all α. Also note that model (3.9) is stationary,

while model (3.12) is not stationary since the correlation over time depends on the
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location. The model given by (3.11) or (3.12) will henceforth be referred to as the

“non-separable exponential model.” Of course other models could be generated by

changing the elements of φ.

Gneiting (2002) also developed parametric non-separable models using completely

monotone functions. A continuous function ϕ(u) is completely monotone if all its

derivatives of all orders exist and (−1)nϕ(n)(u) ≥ 0. Monotone functions are useful

in spatial statistics since the spatial isotropic function C(h) = ϕ(‖h‖2) is a valid

spatial covariance function if and only if ϕ(u) is a completely monotone function

(Gneiting, 2002; Cressie, 1993, p.86). Gneiting further uses monotone functions to

create spatio-temporal covariances with “Criterion 2.” This states that if ϕ(u) (u ≥ 0)

is a completely monotone function and ψ(u) (u ≥ 0) is a positive function with

completely monotone derivative then

C(h, u) =
σ2

ψ(|u|2)ϕ
( ‖h‖2

ψ(|u|2)
)

, (3.13)

(h, u) ∈ Rd ×R, is a valid space-time covariance function. Again we will restrict our

attention to the case where d = 2, where d is the spatial dimension.

One class of models Gneiting developed with this method is

C(h, k) =
σ2

(a|k|2α + 1)τ
exp

(
− c‖h‖2γ

(a|k|2α + 1)βγ

)
, (3.14)

where a and c are non-negative, α ∈ (0, 1], γ ∈ (0, 1], and β ∈ [0,1] is the space-

time interaction parameter. β = 0 corresponds to the separable model and β = 1

corresponds to the most extreme non-separable model. Note that Cressie and Huang’s
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model (3.2) is a special case of this model with α = 1, τ = 1, c = b2, γ = 1, and

β = 1. Likewise, Cressie and Huang’s model (3.3) is a special case with α = 1/2,

τ = 1, c = b2, γ = 1, and β = 1. We will work with model (3.14) with τ = 1, α = 1/2,

and γ = 1/2 which gives

C(h, k) =
σ2

(a|k|+ 1)
exp

(
− c‖h‖

(a|k|+ 1)β/2

)
. (3.15)

This model will be referred to in the remainder of this paper as the “Gneiting model.”

Cressie and Huang’s models (3.4) and (3.5) can be derived using the ϕ and ψ

choices given in Tables 1 and 2 in Gneiting’s paper. If we let ϕ(u) = (1 + bu)−3/2

and ψ(u) = (au + 1)2 then we have model (3.4). If we let ϕ(u) = (1 + bu)−3/2 and

ψ(u) = (au1/2 +1)2 then we have model (3.5). By forming (1/σ2)C(h, 0)C(0, k) from

model (3.5) we obtain a separable version of this model. This model is

C(h, k) =
σ2

(a|k|+ 1)2(b2‖h‖2 + 1)3/2
. (3.16)

Note that C(h, 0) corresponds to the spatial covariance function

C(h) = σ2 (1 + ‖h‖2/a2)
−β

given by Cressie (1993, p.85) with b2 = 1/a2 and β = 3/2.

Models (3.5) and (3.16) will be referred to in the remainder of the paper as the

“Cressie and Huang models” (with the separable, non-separable distinction made

when necessary).

Other classes of non-separable models include the “product-sum” covariance de-

veloped by De Cesare et al. (2001). This has the following form:

C(h, k) = a1C1(h)C2(k) + a2C1(h) + a3C2(k). (3.17)
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The equivalent model given in terms of variograms is

γ(h, k) = [a2 + a1C2(0)]γ1(h) + [a3 + a1C1(0)]γ2(k)− a1γ1(h)γ2(k). (3.18)

They mainly worked with the latter formulation; and they added the constraint that

a2 + a1C2(0) = 1 and a3 + a1C1(0) = 1 in order that γ1(h) can be estimated from

γ(h, 0) and γ2(k) can be estimated from γ(0, k).

Non-separable models can also be formed with the “blurring” method of Brown

et al. (2000). This model can be derived in the framework of stochastic differential

equations. The spatial field Y (·, t) ≡ {Y (s, t); s ∈ Rd} is obtained by smoothing

(“blurring”) Y (·, t−∆) with the function h(s), multiplying by a constant θ < 1, and

adding a noise term. The model is given by

Y (s, t) = θ∆

∫
Rd

h∆(u)Y (s− u, t−∆)du + E∆(s, t). (3.19)

Here E∆(s, t) represents the random noise in the time interval (t − ∆, t). Since any

scaling can be absorbed into θ∆, without loss of generality
∫

Rd h∆(s)ds can be set

equal to 1. In order for the function to be independent of the sampling interval in

time, the blurring function must be infinitely differentiable. This will give the model

a continuous time interpretation.

For the remainder of the paper we will focus on the exponential models, the Gneit-

ing models, and the Cressie and Huang models. Both the separable and non-separable

Cressie and Huang and Gneiting models are second-order stationary and isotropic.

We will first examine the difference between the separable and non-separable ver-
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sions of these classes of models for different parameter choices. For the separa-

ble and non-separable Cressie and Huang models, the parameters examined were

a ≈ 0.085, b ≈ 0.338 and a ≈ 0.414, b ≈ 0.766. These result in lag-1 correlations

of 0.85 in each direction for the former and 0.5 in each direction for the latter. For

the Gneiting models, a = 3/17, c = 1/6 and a = 1, c = 0.7 were the parameters

used for three choices of β, 0, 0.5, 1. Recall that β = 0 results in the separable

Gneiting models and β = 1 corresponds to the most extreme non-separable models.

The lag-1 correlations for the model with a = 3/17, c = 1/6 are approximately 0.85

in each direction, and the lag-1 correlations for the model with a = 1, c = 0.7 are

approximately 0.5 in each direction.

Contour plots (figures 3.1 and 3.2) and correlograms (figures 3.3 - 3.4) are shown

on the next few pages. All the models plotted are isotropic with h = ‖h‖ and

k ≥ 0. The graphs for all the models have σ2 = 1, i.e., the correlations are plotted.

The correlograms show the correlation as a function h for fixed values of k. From the

contour plots for the Cressie and Huang models with the 0.85 lag-1 correlations (figure

3.1, top) we see that when h ≤ 2 and k ≤ 2 that the two models are very similar

and that the differences become more pronounced as the lags increase. The models

with the 0.5 lag-1 correlations (figure 3.1, bottom) appear less similar to each other

than those for the 0.85 correlations with there being greater differences for shorter

lags. However, the correlations are much smaller for this model. The contours for

both combinations differ the most for larger lags when the correlations are smaller. A



22

similar pattern can be seen on the correlograms (figure 3.3): the separable and non-

separable models are similar for shorter lags and the differences increase for larger

lags.

For the Gneiting models with the 0.85 lag-1 correlations (figure 3.2, top), the

contours are very similar to each other with the differences occurring more strongly

as the lags increase and correlations decrease. The models with 0.5 lag-1 correlations

(figure 3.2, bottom) have more distinct contours for smaller lags but the correlations

are low here. When examining the correlograms for each set of these models there

appears to be very little difference between the models, especially for the models with

the 0.85 lag-1 correlations (figure 3.4, top).

From these models (which are stationary and isotropic) it appears that the dif-

ference between separable and non-separable models increases with increasing lags

(spatial or temporal) and decreasing correlations. There appears to be a stronger

difference between the Cressie and Huang models compared to the Gneiting models.

Thus, we would expect a test of separability to have higher power for detecting the

non-separable Cressie and Huang models than the non-separable Gneiting models.

When examining the alternatives given by the non-separable exponential model

one must be careful. In order for the test to detect such alternatives it is important

that we do not assume stationarity. For example, suppose the temporal autocorre-

lations for 4 locations are given by 0.5, 0.6, 0.8, 0.9 and the spatial autocorrelation

is given by exp(−ch). The closest separable model would have 0.7 as the tempo-
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ral autocorrelation for each location. If the test assumed stationarity then for the

non-separable model we would estimate ρ(h, 1) with 0.7exp(−ch) which is exactly

the same as the closest separable model. However, if stationarity is not assumed we

would be comparing 0.5exp(−ch) to 0.7exp(−ch), 0.6exp(−ch) to 0.7exp(−ch), etc.

Hence a test that assumes stationarity may have low power to detect non-stationary

alternatives. However, if the test requires no stationary assumption, these alterna-

tives may have higher power because the separable and non-separable exponential

models not only differ in separability, but also in stationarity.
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Figure 3.1: Contour Plots for Cressie-Huang models: a ≈ 0.085, b ≈ 0.338
(ρ(0, 1) = ρ(1, 0) = 0.85)(top), a ≈ 0.414, b ≈ 0.766 (ρ(0, 1) = ρ(1, 0) = 0.5)
(bottom), separable models are on the left
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Figure 3.2: Contour Plots for Gneiting models: a = 3/17, c = 1/6 (ρ(0, 1) = ρ(1, 0) =
0.85)(top), a = 1, c = 0.7 (ρ(0, 1) = ρ(1, 0) = 0.5) (bottom), separable models (β=0)
are on the left, the most extreme non-separable models (β=1) are on the right
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Figure 3.3: Correlation vs. h (spatial lags) for k = 1 (left) and k = 2 (right) for the
separable (dashed) and non-separable (solid) Cressie-Huang models: a ≈ 0.085, b ≈
0.338 (ρ(0, 1) = ρ(1, 0) = 0.85) (top), a ≈ 0.414, b ≈ 0.766 (ρ(0, 1) = ρ(1, 0) = 0.5)
(bottom)
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Figure 3.4: Correlation vs. h (spatial lags) for k = 1 (left) and k = 2 (right) :for the
Gneiting models, β = 0 (small dashes), β = 1/2 (large dashes), β = 1 (solid): a =
3/17, c = 1/6 (ρ(0, 1) = ρ(1, 0) = 0.85) (top), a = 1, c = 0.7 (ρ(0, 1) = ρ(1, 0) = 0.5)
(bottom)
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Chapter 4

The Likelihood Ratio Test - the

i.i.d. case

Now we will develop a test for separability in the context of a replicated space-time

process (or multivariate repeated measures). The distribution of the proposed test

statistic when the process is separable will be independent of the type of model. We

will then develop estimated distributions of the test statistic for different combinations

of replicates, times, and spatial locations. The power of the test will be examined

for many of the models discussed in the previous chapter, and then the effect of a

non-stationary mean across replicates will be assessed. The test will then be applied

to the data set used by Dutilleul (1999) and the results compared.
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4.1 The Test

For testing H0 : Σ = V ⊗ U for some U and V against Ha : Σ 6= V ⊗ U for any U

and V , we will use the likelihood ratio test, the difference in twice the negative log

likelihood values. The matrices U and V are assumed to be unknown, unpatterned,

symmetric matrices with U representing the spatial covariance and V representing the

temporal covariance. We will first discuss this in the case of independent, identically

distributed random variables. Let r be the sample size, s the number of spatial

locations, and p the number of times. Let Ek (s × p matrix) have a matrix normal

distribution (Dutilleul, 1999), Ns,p(0, Is, Ip). This means that ek = vec(Ek) has a

Nps(0ps,1, Ip ⊗ Is) distribution. Then Xk = U1/2T
EkV

1/2 + M will have a matrix

Ns,p(M,U, V ) distribution, where U = U1/2T
U1/2 and V = V 1/2T

V 1/2. Equivalently

vec(Xk) = xk = (V ⊗ U)1/2T
ek +µ has a Nps(µ, V ⊗U) distribution, where vec(M) =

µ. Let X̄ = 1
r

∑r
k=1 Xk and vec(X̄) = x̄. Finally let S be the usual maximum likelihood

estimator of the unpatterned variance-covariance matrix, 1
r

∑r
k=1(xk − x̄)(xk − x̄)T .

To ensure the existence of S we need to assume that r > sp (Mardia et al., 1994).

In general, the value of twice the negative log likelihood function, l, (Mardia et

al., 1994) for the multivariate normal distribution is given by

l = rsplog(2π) + rlog|Σ|+
r∑

k=1

(xk − µ)T Σ−1(xk − µ) (4.1)

or

l = rsplog(2π) + rlog|Σ|+ rtrace(Σ−1S) + r(x̄− µ)T Σ−1(x̄− µ). (4.2)
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When the null hypothesis is true this becomes

l = rsplog(2π)+rslog|V |+rplog|U |+rtrace((V ⊗U)−1S)+r(x̄−µ)T (V ⊗U)−1(x̄−µ).

(4.3)

Another useful formulation of l when the null hypothesis is true is given by

l = rsplog(2π) + rslog|V |+ rplog|U |+ trace

(
r∑

k=1

U−1(Xk −M)V −1(Xk −M)T

)
,

(4.4)

(Dutilleul, 1999).

The maximum likelihood estimators satisfy the following (Dutilleul, 1999):

∂

∂M
l = −U−1

(
r∑

k=1

(Xk −M)

)
V −1 = 0s,p, (4.5)

∂

∂U
l = prU−1 − pr

2
diagU−1 − U−1

r∑
k=1

(Xk −M)V −1(Xk −M)T U−1

+
1

2
diag

(
U−1

r∑
k=1

(Xk −M)V −1(Xk −M)T U−1

)
= 0s,s (4.6)

and

∂

∂V
l = srU−1 − sr

2
diagV −1 − V −1

r∑
k=1

(Xk −M)T U−1(Xk −M)V −1

+
1

2
diag

(
V −1

r∑
k=1

(Xk −M)T U−1(Xk −M)V −1

)
= 0p,p. (4.7)

Note: his paper mistakenly has negative signs for the 1
2
diag terms.

The maximum likelihood estimator for M is X̄ = 1
r

∑r
k=1 Xk , and the maximum
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likelihood estimators for U and V satisfy:

Û =
1

pr

r∑
k=1

(Xk − X̄)V̂ −1(Xk − X̄)T

V̂ =
1

sr

r∑
k=1

(Xk − X̄)T Û−1(Xk − X̄). (4.8)

To ensure the existence of the maximum likelihood estimators we need r > max(s/p, p/s)

(Dutilleul, 1999). Equations (4.8) imply that

trace

(
r∑

k=1

Û−1(Xk − X̄)V̂ −1(Xk − X̄)T

)
=

trace

(
Û−1

r∑
k=1

(Xk − X̄)V̂ −1(Xk − X̄)T

)
=

trace
(
Û−1prÛ

)
= rsp. (4.9)

Substituting the maximum likelihood estimators into equation (4.4) yields:

l = rsplog(2π) + rslog|V̂ |+ rplog|Û |+ rsp. (4.10)

For the alternative model we have

l = rsplog(2π) + rlog|S|+ rtrace(S−1S) = rsplog(2π) + rlog|S|+ rsp. (4.11)

Hence the likelihood ratio test statistic, LRT, will be

rslog|V̂ |+ rplog|Û | − rlog|S|. (4.12)

Note that this is the same form when M is known also.
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THEOREM: The distribution of the LRT statistic (4.12) under the null hy-

pothesis does not depend on M , V or U , i.e. all separable models yield the same

distribution of the LRT statistic for a given r, s, and p.

Proof: First we will show this for the case when V is known, but U and M are

unknown. When V is known, the maximum likelihood estimator of U is given by

Û =
1

pr

r∑
k=1

(Xk − X̄)V −1(Xk − X̄)T . (4.13)

As shown earlier, the observed Xk can be written in terms of the unobserved Ek,

Xk = U1/2T
EkV

1/2 + M . This implies that X̄ = U1/2T
ĒV 1/2 + M and we thus have

Û =
1

pr

r∑
k=1

((U1/2T
EkV

1/2 + M)− (U1/2T
ĒV 1/2 + M))V −1

((U1/2T
EkV

1/2 + M)− (U1/2T
ĒV 1/2 + M))T

= U1/2T

(
1

pr

r∑
k=1

(Ek − Ē)V 1/2V −1V 1/2T
(Ek − Ē)T

)
U1/2

= U1/2T
E∗U1/2, (4.14)

where E∗ does not depend on U or V .

Likewise, since xk = (V 1/2 ⊗ U1/2)T ek + µ, x̄ = (V 1/2 ⊗ U1/2)T ē + µ and we have

S =
1

r

r∑
k=1

(xk − x̄)(xk − x̄)T

=
1

r
(V 1/2 ⊗ U1/2)T

r∑
k=1

(ek + µ− ē− µ)(ek + µ− ē− µ)T (V 1/2 ⊗ U1/2)

=
1

r
(V 1/2 ⊗ U1/2)T

r∑
k=1

(ek − ē)(ek − ē)T (V 1/2 ⊗ U1/2)

= (V 1/2 ⊗ U1/2)T e∗(V 1/2 ⊗ U1/2), (4.15)
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where e∗ does not depend on U or V .

Substituting these into (4.12) gives

rslog|V |+ rplog|Û | − rlog|S|

= rslog|V |+ rplog(|U1/2T
E∗U1/2|)− rlog(|(V 1/2 ⊗ U1/2)T e∗(V 1/2 ⊗ U1/2)|)

= rslog|V |+ rplog(|U1/2T ||E∗||U1/2|)− rlog(|V 1/2 ⊗ U1/2)T ||e∗||(V 1/2 ⊗ U1/2)|)

= rslog|V |+ rplog(|U1/2T ||U1/2||E∗|)− rlog(|V 1/2 ⊗ U1/2)T ||(V 1/2 ⊗ U1/2)||e∗|)

= rslog|V |+ rplog(|U ||E∗|)− rlog(|V ⊗ U ||e∗|)

= rslog|V |+ rplog|U |+ rplog|E∗| − rlog(|V ⊗ U |)− rlog|e∗|

= rslog|V |+ rplog|U |+ rplog|E∗| − rlog(|V |s|U |p)− rlog|e∗|

= rslog|V |+ rplog|U |+ rplog|E∗| − rlog|V |s − rlog|U |p − rlog|e∗|

= rslog|V |+ rplog|U |+ rplog|E∗| − rslog|V | − rplog|U | − rlog|e∗|

= rplog|E∗| − rlog|e∗|, (4.16)

which does not depend on U , V , or M . The proof for the case where U is known and

V is unknown is analogous.

Now we will prove the case where U , V , and M are all unknown. As seen by

equations (4.8), Û and V̂ do not have closed forms. However, there is another way to

formulate these solutions. We can re-write these in terms of U , V , M , and Ek. First

let

E1(·) =

(
1

pr

r∑
k=1

(Ek − Ē)(·)(Ek − Ē)
T

)−1

(4.17)
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and

E2(·) =

(
1

sr

r∑
k=1

(Ek − Ē)
T
(·)(Ek − Ē)

)−1

. (4.18)

Then

Û = U1/2T

(
1

pr

r∑
k=1

(Ek − Ē)(E2 ◦ E1 ◦ E2 ◦ E1 · ··)(Ek − Ē)
T

)
U1/2 (4.19)

and

V̂ = V 1/2T

(
1

sr

r∑
k=1

(Ek − Ē)
T
(E1 ◦ E2 ◦ E1 ◦ E2 · ··)(Ek − Ē)

)
V 1/2, (4.20)

where “◦” denotes the composition. We will show that these satisfy (4.8) (and thus

(4.6) and (4.7)). Substituting V̂ from (4.20) into the equation for Û from (4.8) we

obtain

Û =
1

pr

r∑
k=1

(Xk − X̄)V̂ −1(Xk − X̄)T

= U1/2T

(
1

pr

r∑
k=1

(Ek − Ē)V 1/2V̂ −1V 1/2T
(Ek − Ē)T U1/2

)

= U1/2T 1

pr

r∑
k=1

(Ek − Ē)

(
1

sr

r∑
k=1

(Ek − Ē)
T
(E1 ◦ E2 · ··)(Ek − Ē)

)−1

(Ek − Ē)T U1/2

= U1/2T

(
1

pr

r∑
k=1

(Ek − Ē)(E2 ◦ E1 ◦ E2 ◦ E1 · ··)(Ek − Ē)
T

)
U1/2. (4.21)

The same process shows the analogous result for V̂ . Thus, Û = U1/2T
E∗∗U1/2, where

E∗∗ does not depend on U or V , and V̂ = V 1/2T
E∗∗∗V 1/2, where E∗∗∗ does not depend

on U or V . As before, S = (V 1/2 ⊗ U1/2)T e∗(V 1/2 ⊗ U1/2), where e∗ does not depend

on U or V . The proof is nearly identical to the previous case. Since,

rslog|V̂ | = rslog|V |+ rslog|E∗∗∗|, (4.22)
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(4.12) becomes

rplog|E∗∗|+ rslog|E∗∗∗| − rlog|e∗|. (4.23)

One final note: the proof also holds if we assume M is known, rather than un-

known. The steps are virtually identical. Q.E.D.

Since the chi-square distribution of the LRT statistic holds only for large samples,

this result is especially useful. It allows the distribution of the LRT statistic when

the null hypothesis is true to be derived empirically, since it does not depend on the

true values of V and U .

4.2 Simulation Results

4.2.1 The estimated null distributions and type I errors for

the asymptotic chi-square test

We computed estimated distributions of the likelihood ratio test statistic under

the null hypothesis that Σ = V ⊗U for certain combinations of r, s and p, the number

of replicates, spatial locations, and time points, respectively. Since the distribution

of the test statistic does not depend on U and V , without loss of generality we used

U = I and V = I. The mean M was assumed to be known, and without loss of

generality M = 0 was used to generate the data. The random N(0, 1) variables

were generated in SASr version 8.1. The variance-covariance matrices under the

null and alternative hypotheses were estimated in SASr proc mixed using the “re-
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peated type=UN⊗UN” and the “repeated type=UN” statements, respectively. The

“UN⊗UN” structure corresponds to V ⊗ U where U is the matrix for the spatial

structure and V is the matrix for the temporal structure. SASr constrains the (1,1)

entry of the V matrix to be a 1. As stated before, the maximum likelihood estima-

tor for an unstructured variance-covariance matrix is S. This is the matrix produced

from the “UN” statement. To speed and better ensure convergence when estimating

V ⊗U , the elements of the identity matrices were specified as the initial values in the

“parms” statement in proc mixed. The values of l, twice the negative log likelihood,

from each proc mixed run were saved into an output data set, and then the values of

the LRT statistic were computed. 1,000 simulations were run to generate each esti-

mated distribution, and the critical values for these distributions are given in Table

4.1. We also computed estimated distributions for the case where M is unknown, and

the critical values for these are given in Table 4.2. The seeds used for the random

number generation were different for each s, p, r combination, but we used the same

seeds to generate Tables 4.1 and 4.2 so that we could compare the two tables. As

expected, the critical values for the case when M is unknown were higher than when

M was known since there would be more sampling variability. The standard errors

of the critical values were computed from 10,000 bootstrap samples (Chernick, 1999,

p.46). We re-sampled from the 1,000 LRT values and recomputed the critical values

(90th and 95th percentiles) 10,000 times and computed the sample standard deviation

of the 10,000 values of the percentiles.
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Table 4.1: Empirical critical values†when M is known

dimension critical value (std. err.)‡

s p r α =0.05 α =0.10
4 2 25 43.2 (0.8) 39.8 (0.6)
4 2 33 40.0 (0.6) 37.0 (0.5)
4 2 50 39.5 (0.5) 36.3 (0.6)
4 2 100 36.7 (0.9) 33.7 (0.4)
4 2 200 36.2 (0.6) 33.4 (0.5)
4 3 25 106.1 (1.3) 98.9 (1.0)
4 3 50 90.9 (1.0) 85.5 (0.6)
4 3 100 88.1 (1.1) 82.4 (0.6)
4 3 200 83.4 (0.8) 78.8 (0.7)
4 4 25 199.2 (1.3) 191.9 (1.3)
4 4 50 166.4 (1.9) 156.7 (1.3)
4 4 100 153.9 (1.6) 146.8 (1.0)
4 4 200 148.4 (1.4) 141.2 (0.7)
9 2 25 238.2 (1.8) 227.5 (1.8)
9 2 50 182.1 (1.4) 174.2 (1.3)
9 2 100 164.9 (1.3) 157.9 (0.9)
9 2 200 157.6 (1.1) 151.1 (0.9)
9 3 30 669.0 (2.8) 650.3 (3.6)
9 3 50 482.3 (2.2) 468.1 (2.2)

13 2 30 544.1 (3.2) 524.9 (3.1)
13 2 61 370.7 (2.8) 360.0 (1.4)
†The critical values were computed from
1,000 Monte Carlo runs.
‡The standard errors for the critical values
were estimated from 10,000 bootstrap
samples.
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Table 4.2: Empirical critical values†when M is unknown

dimension critical value (std.err.)‡

s p r α =0.05 α =0.10
4 2 25 45.5 (0.8) 41.8 (0.5)
4 2 50 40.5 (0.5) 37.2 (0.4)
4 2 100 37.5 (1.1) 34.3 (0.5)
4 2 200 36.3 (0.8) 33.4 (0.5)
4 3 25 111.8 (1.3) 104.5 (0.9)
4 3 50 93.4 (0.8) 87.6 (0.8)
4 3 100 88.9 (1.4) 83.4 (0.9)
4 3 200 84.1 (0.7) 79.3 (0.7)
4 4 25 211.7 (1.4) 204.8 (1.5)
4 4 50 171.7 (1.9) 160.8 (1.4)
4 4 100 155.9 (1.6) 148.2 (1.1)
4 4 200 148.7 (1.4) 141.9 (0.9)
9 2 25 254.6 (1.8) 243.6 (1.8)
9 2 50 186.1 (1.5) 177.8 (0.9)
9 2 100 168.2 (1.8) 158.6 (0.9)
9 2 200 158.7 (1.0) 152.0 (0.8)

13 2 30 589.1 (3.1) 571.0 (2.9)
13 2 61 380.0 (2.8) 366.0 (2.1)
†The critical values were computed from
1,000 Monte Carlo runs.
‡The standard errors for the critical values
were estimated from 10,000 bootstrap
samples.

Table 4.3: Critical values from the chi-square distribution

dimension critical value
s p df α =0.05 α =0.10
4 2 24 36.4 33.2
4 3 63 82.5 77.8
4 4 117 143.3 137.0
9 2 124 151.0 144.6
9 3 328 371.2 361.2

13 2 258 296.5 287.5
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Notice that the critical values from Tables 4.1 and 4.2 are much different than

those using the quantiles from the chi-square distribution with

sp(sp + 1)/2 − s(s + 1)/2 − p(p + 1)/2 + 1 degrees of freedom, which are shown

in Table 4.3. For the case when M is known we computed the approximate Type

I errors of the asymptotic chi-square test for H0 : V ⊗ U using the critical values

from Table 4.1, and the results are shown in Table 4.4. The Type I errors are severe

especially when r is not much bigger than ps (and would be even more severe for

the M unknown case). For example, the Type I error for the asymptotic chi-square

test when r = 25, s = 9, and p = 2 is 0.95 when the nominal level of the test is

0.05! Even for r = 200, s = 9, and p = 2 the type I error is still approximately 0.1

when the nominal level is 0.05. However as the number of replicates r increases, the

critical values from the estimated distributions approach those from the chi-square

distributions. The maximum standard error of these Type I error estimates (when

the true Type I error is 0.5) is
√

(0.5(0.5))/1000 ≈ 0.016, and the standard errors are

approximately 0.010 in most cases using the formula
√

(p̂(1− p̂))/1000 ≈ 0.010 .

4.2.2 Empirical power estimates

Using the chi-square critical values also overestimates the power since the Type

I errors were higher than the nominal levels. We computed the power of the LRT

based on the critical values from Table 4.1. As with the Type I error, the power can

be approximated with the chi-square distribution when we have “large” samples. For
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Table 4.4: Approximate Type I error using asymptotic chi-square test, M is known

dimension Type I error (std. err.)†

s p r α = 0.05 α = 0.10
4 2 25 0.17 0.27
4 2 33 0.11 0.20
4 2 50 0.10 0.17
4 2 100 0.05 0.11
4 2 200 0.05 0.10
4 3 25 0.43 0.56
4 3 50 0.15 0.24
4 3 100 0.10 0.18
4 3 200 0.06 0.12
4 4 25 0.81 0.89
4 4 50 0.29 0.41
4 4 100 0.14 0.22
4 4 200 0.08 0.15
9 2 25 0.95 0.98
9 2 33 0.78 0.86
9 2 50 0.43 0.56
9 2 100 0.17 0.29
9 2 200 0.10 0.20
9 3 30 1.00 1.00
9 3 50 0.95 0.98

13 2 30 1.00 1.00
13 2 61 0.78 0.87
† The standard errors for most are ≈ 0.01
when using the formula

√
p̂(1− p̂)/1000.
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smaller samples there is a big difference.

In order to study the power we examined various non-separable models discussed

in Chapter 3. We studied the Cressie and Huang model given by (3.5) with 2 sets of

parameters: a ≈ 0.085, b ≈ 0.338 (which corresponds to 0.85 lag-1 correlations) and

a ≈ 0.414, b ≈ 0.766 (which corresponds to 0.5 lag-1 correlations). We also examined

the Gneiting model (3.15) for β = 1 (the most extreme non-separable model) for two

sets of parameters: a = 3/17, c = 1/6 (which corresponds to 0.85 lag-1 correlations)

and a = 1, c = 0.7 (which corresponds to 0.5 lag-1 correlations). Finally, we examined

the power for the non-separable exponential model (3.11) for 4 locations. Two sets

of parameters were examined for this: ρ1 = 0.6, ρ2 = 0.65, ρ3 = 0.75, ρ4 = 0.8, and

b ≈ 0.357 and ρ1 = 0.6, ρ2 = 0.6, ρ3 = 0.8, ρ4 = 0.8, and b ≈ 0.357 (b ≈ 0.357

corresponds to a lag-1 correlation of 0.7 in space). σ2 = 100 was used for each case

(recall that in model (3.11) σ2 is the variance of the noise process, not the overall

process). For all the models we used M = 0, and fit the models assuming M was

known.

The spatial locations were positioned on a regular square grid with unit spacing.

The times used had non-negative integer values (i.e., t = 1, 2 , 3, ... ). For the simu-

lations, N(0, 1) random numbers were generated by SASr in a data step. A different

seed was used for each combination listed in the tables and different seeds were used

for each table. The variance-covariance matrix was created in SASr proc iml and

the final data was generated by pre-multiplying the data vector by the transpose of
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the Cholesky root of the variance-covariance matrix. Then the values of twice the

negative log likelihood, l, were computed with SASr proc mixed as before, and we

used the critical values from Table 4.1 in order to determine the empirical powers.

The number of Monte Carlo runs are listed in the tables. When we did not have con-

vergence for every run, the power was computed based on the runs that converged.

For these cases, the number of runs that did not converge are listed in parentheses.

For example, in Table 4.5 the “216(34)” means that 250 runs were attempted but 34

did not converge, and the power computation was based on the remaining 216 runs.

The standard errors for the estimated powers are shown in the tables and were cal-

culated using the formula
√

(p̂(1− p̂))/n. The maximum standard errors (when the

true power is 0.5) are approximately 0.05, 0.04, and 0.03 for 100, 125, and 250 Monte

Carlo runs, respectively. Note that these standard errors do not take into account

the uncertainty from the critical values themselves (since these were estimated from

1,000 Monte Carlo runs).

From the tables, we see that the Gneiting models have low power. This is not

surprising since we saw in Chapter 3 that the separable and non-separable models are

very similar, especially at lower lags, when the correlations are higher. The Cressie

and Huang models have higher power than the Gneiting models as expected. The

powers are over 0.5 when there are 100 replicates and over 0.8 (many over 0.9) when

200 replicates are used. The powers are fairly low for r = 50 and very low when r is

not much bigger than sp.
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The powers for the non-separable exponential models are higher than the Gneiting

or Cressie and Huang models. This is expected since these models are also non-

stationary. The power increases when there is a stronger difference in the temporal

autocorrelation parameters. For the model with ρ1 = 0.6, ρ2 = 0.65, ρ3 = 0.75, ρ4 =

0.8, the power is over 0.5 when r = 50 and is very high for r = 100.

Table 4.5: Empirical Power for Cressie-Huang model with a ≈ 0.085, b ≈ 0.338
(ρ(0, 1) = ρ(1, 0) = 0.85) when M is known

dimension M.C.† Power (std. err.)‡‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.10 (0.02) 0.18 (0.02)
4 2 33 250 0.17 (0.02) 0.30 (0.03)
4 2 50 250 0.25 (0.03) 0.34 (0.03)
4 2 100 250 0.64 (0.03) 0.77 (0.03)
4 2 200 125 0.95 (0.02) 0.96 (0.02)
4 3 25 250 0.08 (0.02) 0.14 (0.02)
4 3 50 250 0.32 (0.03) 0.43 (0.03)
4 3 100 100 0.61 (0.05) 0.76 (0.04)
4 3 200 100 0.94 (0.02) 0.97 (0.02)
4 4 25 216(34) 0.08 (0.02) 0.14 (0.02)
4 4 50 250 0.17 (0.02) 0.34 (0.03)
4 4 100 100 0.61 (0.05) 0.75 (0.04)
9 2 25 250 0.10 (0.01) 0.20 (0.03)
9 2 50 250 0.42 (0.03) 0.56 (0.03)
9 2 100 125 0.82 (0.03) 0.86 (0.03)
9 3 30 250 0.14 (0.02) 0.24 (0.03)
9 3 50 125 0.34 (0.04) 0.52 (0.04)
†Monte Carlo
‡Computed using

√
p̂(1− p̂)/n



44

Table 4.6: Empirical Power for Cressie-Huang model with a ≈ 0.414, b ≈ 0.766
(ρ(0, 1) = ρ(1, 0) = 0.5) when M is known

dimension M.C.† Power (std. err.)‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.11 (0.02) 0.18 (0.02)
4 2 33 250 0.17 (0.02) 0.26 (0.03)
4 2 50 250 0.24 (0.03) 0.38 (0.03)
4 2 100 250 0.55 (0.03) 0.65 (0.03)
4 2 200 125 0.85 (0.03) 0.90 (0.03)
4 3 25 250 0.07 (0.02) 0.15 (0.02)
4 3 50 250 0.25 (0.03) 0.42 (0.03)
4 3 100 100 0.49 (0.05) 0.69 (0.05)
4 3 200 100 0.95 (0.02) 0.96 (0.02)
4 4 25 250 0.14 (0.02) 0.23 (0.03)
4 4 50 226(24) 0.22 (0.03) 0.39 (0.03)
4 4 100 97(3) 0.66 (0.05) 0.75 (0.04)
9 2 25 250 0.08 (0.02) 0.13 (0.02)
9 2 50 250 0.24 (0.03) 0.34 (0.03)
9 3 30 250 0.10 (0.02) 0.12 (0.02)
†Monte Carlo
‡Computed using

√
p̂(1− p̂)/n
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Table 4.7: Empirical Power for the Gneiting model with a = 3/17, c = 1/6 (ρ(0, 1) =
ρ(1, 0) = 0.85) when M is known

dimension M.C.† Power (std. err.)‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.05 (0.01) 0.09 (0.02)
4 2 50 250 0.10 (0.02) 0.16 (0.02)
4 2 100 250 0.18 (0.02) 0.26 (0.03)
4 2 200 125 0.24 (0.04) 0.36 (0.04)
4 3 25 250 0.05 (0.01) 0.11 (0.02)
4 3 50 250 0.08 (0.02) 0.18 (0.02)
4 3 100 100 0.09 (0.03) 0.26 (0.04)
4 3 200 100 0.29 (0.05) 0.39 (0.05)
4 4 25 250 0.10 (0.02) 0.15 (0.02)
4 4 50 250 0.05 (0.01) 0.13 (0.02)
4 4 100 100 0.13 (0.03) 0.26 (0.04)
9 2 25 250 0.06 (0.02) 0.12 (0.02)
9 2 50 250 0.06 (0.02) 0.11 (0.02)
9 3 30 250 0.07 (0.02) 0.11 (0.02)
†Monte Carlo
‡Computed using

√
p̂(1− p̂)/n
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Table 4.8: Empirical Power for the Gneiting model with a = 1, c = 0.7 (ρ(0, 1) =
ρ(1, 0) = 0.5) when M is known

dimension M.C.† Power (std. err.)‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.08 (0.02) 0.13 (0.02)
4 2 50 250 0.11 (0.02) 0.18 (0.03)
4 2 100 250 0.18 (0.02) 0.26 (0.03)
4 2 200 125 0.43 (0.04) 0.53 (0.04)
4 3 25 246(4) 0.04 (0.01) 0.11 (0.02)
4 3 50 250 0.12 (0.02) 0.22 (0.03)
4 3 100 100 0.11 (0.03) 0.28 (0.05)
4 4 200 100 0.37 (0.05) 0.55 (0.05)
4 4 25 225(25) 0.06 (0.02) 0.11 (0.02)
4 4 50 244(6) 0.09 (0.02) 0.20 (0.03)
4 4 100 100 0.12 (0.03) 0.23 (0.04)
9 2 25 250 0.06 (0.02) 0.11 (0.02)
9 2 50 250 0.07 (0.02) 0.14 (0.02)
9 3 30 250 0.08 (0.02) 0.13 (0.02)
†Monte Carlo
‡Computed using

√
p̂(1− p̂)/n

Table 4.9: Empirical Power for the non-separable exponential model with ρ1 =
0.6, ρ2 = 0.65, ρ3 = 0.75, ρ4 = 0.8, and c ≈ 0.357 (ρ(1, 0) = 0.7) when M is known

dimension M.C.† Power (std. err.)‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.18 (0.02) 0.30 (0.03)
4 2 50 250 0.36 (0.03) 0.48 (0.03)
4 2 100 250 0.77 (0.03) 0.84 (0.02)
4 2 200 125 0.99 (0.01) 1.00 (0.00)
4 3 25 250 0.12 (0.02) 0.20 (0.03)
4 3 50 250 0.41 (0.03) 0.58 (0.03)
4 3 100 100 0.84 (0.03) 0.90 (0.03)
4 4 25 248(2) 0.16 (0.02) 0.24 (0.03)
4 4 50 244(6) 0.34 (0.03) 0.54 (0.03)
4 4 100 100 0.85 (0.04) 0.91 (0.03)
†Monte Carlo
‡Computed using

√
p̂(1− p̂)/n
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Table 4.10: Empirical Power for the non-separable exponential model with ρ1 =
0.6, ρ2 = 0.65, ρ3 = 0.75, ρ4 = 0.8, and c ≈ 0.357 (ρ(1, 0) = 0.7) when M is known

dimension M.C.† Power (std. err.)‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.22 (0.03) 0.32 (0.03)
4 2 50 250 0.55 (0.03) 0.66 (0.03)
4 2 100 250 0.94 (0.02) 0.96 (0.02)
4 2 200 125 1.00 (0.00) 1.00 (0.00)
4 3 25 250 0.22 (0.03) 0.38 (0.03)
4 3 50 250 0.62 (0.03) 0.76 (0.03)
4 3 100 100 0.97 (0.02) 1.00 (0.00)
4 4 25 248(2) 0.22 (0.03) 0.32 (0.03)
4 4 50 250 0.62 (0.03) 0.76 (0.03)
4 4 100 100 1.00 (0.00) 1.00 (0.00)
†Monte Carlo
‡computed using

√
p̂(1− p̂)/n

4.3 The LRT when the Ms are different

Commonly in practice each replicate does not have the same mean, M (but each

time and location combination can have a different mean). Using the same notation

as in Chapter 4, let xk = vec(Xk) (xk is formed by stacking the columns of Xk) and

µk = vec(Mk). Recall that the entries in xk are ordered by time then location (the

first s entries have t = 1 and each location, the next s entries have t = 2 and each

location,...). Let xtik be the entry of xk corresponding to time t and spatial location

i, and let mtik be the corresponding entry in µk. Then xtik is entry (i, t) (not (t, i)) in

the matrix Xk, and mtik is entry (i, t) in Mk. For the i.i.d. case, mtik does not depend

on k, the replicate. In this section will allow the mean to vary across replicates and

examine the effect that this has on our test.
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Suppose the mean has the form

mtik = β0ti + β1tiw1k + β2tiw2k + ... + βntiwnk, (4.24)

where t = 1, ..., p, i = 1, ..., s, k = 1, ..., r and n is the number of covariates (not

including the intercept). This allows the coefficients for each term to vary across

all the spatial location and time combinations. Note that for this particular type of

model, the covariates have the same values for each replicate but do not vary over

space and time. Let wT
k be the row vector with elements wlk, l = 1, ..., n and 1 for

the first element; and let bti the vector with elements βlti. Then (4.24) becomes

mtik = wT
k bti. (4.25)

Now let x consist of the column vector of the entire data set, i.e., it is formed

by stacking the vectors xk. Likewise, let µ be the column vector formed by stacking

the vectors of µk, and let β be the vector obtained by stacking the bti. Form R by

stacking the row vectors wT
k , Then let W = R⊗ Ip ⊗ Is. Then we have

µ = Wβ. (4.26)

In general W can be written as a Kronecker product when we have covariates that

depend on the replicate only, time only, space only, and all the possible cross-products

of these. The ordinary-least squares estimate of β is (W T W )−1W T x. The residuals

are thus given by (I − PW )x, where PW = W (W T W )−1W T . These residuals do not

depend on β if the model for Wβ is correctly specified. First note that
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x = ((Ir ⊗ V ⊗ U)1/2)T e + Wβ, where e is formed by stacking the ek.

(Irps − PW )x

= (Irps − PW )(((Ir ⊗ V ⊗ U)1/2)T e + Wβ)

= ((Ir ⊗ V ⊗ U)1/2)T e + Wβ − PW ((Ir ⊗ V ⊗ U)1/2)T e− PW Wβ

= ((Ir ⊗ V ⊗ U)1/2)T e + Wβ − PW ((Ir ⊗ V ⊗ U)1/2)T e−Wβ

= ((Ir ⊗ V ⊗ U)1/2)T e− PW ((Ir ⊗ V ⊗ U)1/2)T e

= (Irps − PW )((Ir ⊗ V ⊗ U)1/2)T e.

It is common to estimate the mean first with ordinary least-squares and then

estimate the variance-covariance matrix from the residuals. However, the variance-

covariance matrix of the residuals is not the same as the variance-covariance of the

original process. If the variance of the original joint process is Ir ⊗ V ⊗ U (r i.i.d.

replicates of a process with variance V ⊗ U), then the variance of the residuals is

(Irps−PW )(Ir⊗V ⊗U)(Irps−PW ). If we model the mean in the form given by (4.24),

then W = R ⊗ Ip ⊗ Is, where R is the matrix with ones for the first column, and

column l + 1 consists of the wls. Then PW = PR ⊗ Ip ⊗ Is. Thus the variance of the

residuals simplifies to

(Irps − PW )(Ir ⊗ V ⊗ U)(Irps − PW )

= (Ir ⊗ V ⊗ U)− (PR ⊗ V ⊗ U)− (PR ⊗ V ⊗ U) + (PR ⊗ V ⊗ U)

= (Ir ⊗ V ⊗ U)− (PR ⊗ V ⊗ U)

= (Ir − PR)⊗ V ⊗ U. (4.27)
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Hence the variance of the joint process is separable, but we do not have an i.i.d.

separable process. Recall that the matrix W can only be written as a Kronecker

product when we include every product and interaction term that can be formed

from the covariates in each dimension. Thus if we have a covariate that depends on

the replicate and time, PW won’t have a Kronecker product form. Even when PW can

be written as a Kronecker product, the joint-process will not necessarily be separable.

Let PW = PR ⊗ PT ⊗ PS. Then

(Irps − PW )(Ir ⊗ V ⊗ U)(Irps − PW )

= (Irps − PR ⊗ PT ⊗ PS)(Ir ⊗ V ⊗ U)(Irps − PR ⊗ PT ⊗ PS)

= (Ir ⊗ V ⊗ U)− (Pr ⊗ PT V ⊗ PSU)

−(Pr ⊗ V PT ⊗ UPS) + (Pr ⊗ PT V PT ⊗ PSUPS). (4.28)

This will factor into a Kronecker product when PT = I and PS = I, as shown

by equation (4.27). It will also factor as a Kronecker product when PR = I and

PT = I, but will not factor otherwise. Hence, for most cases the joint covariance of

the residuals will not be separable and it is never an i.i.d. separable process.

We performed a simulation study to see the effect on the Type I error of having

different Ms. For the simulation study we fit the mean using two methods: we fit

the mean together with the variance-covariance matrix using maximum likelihood

estimation, or we fit the mean using ordinary least-squares and then fit the variance-

covariance matrices from the residuals. The former method was performed in SASr
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with proc mixed, and for the latter the mean terms were first fitted in proc glm and

then the residuals were used in proc mixed to estimate the values of the covariance

matrices. Both methods were performed on each simulated data set. Since the

residuals do not depend on β when Wβ is correctly specified, the values of twice the

negative log likelihood, l, will not depend on β either (the result for the generalized

least-squares follows similarly); and hence the values of the LRT statistic will be

independent of β. However, unlike the i.i.d. case, the LRT statistic will depend on

U and V (and will also depend on W ).

For the simulations the spatial locations were located on a square grid with unit

spacing and the times were non-negative integers. For the mean model we used

mtik = βti + β1k (note here the coefficients of k do not vary across the space-time

points). We used βti = 2i + t and β1 = 0.5, but without loss of generality we could

have used 0 for both since l will not depend on the true values. Note that we fit

the mean assuming that the coefficient of k did not vary across space or time. If we

fit a different coefficient of k for each space-time combination, then we would have

model (4.24). To model the variance under the null hypothesis we used the separable

exponential model (3.9) with ρ = 0.7, b ≈ 0.356, and σ2 = 51 (so the variance of

the process is 100). The simulations were performed with similar methods as those

in Chapter 4. Recall that it is the dependence on k that results in the process not

being identically distributed. The standard errors for the estimated Type I errors are

shown in the tables and were calculated using the formula
√

(p̂(1− p̂))/n.
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In general, the Type I errors are close to the nominal levels with either method,

It appears fitting the mean together with the variance is a slight improvement over

working with residuals especially when r is close to sp, but both are very similar.

The actual values of the test statistics for either were similar but Table 4.2 has higher

critical values than Table 4.1, which accounts for some of this difference in the Type

I error.

Table 4.11: Type I Errors when the mean is fit together with the variance by maximum
likelihood. The separable exponential model with ρ = 0.7 and b ≈ 0.357 (ρ(1, 0) =
ρ(0, 1) = 0.7) was used to model the variance, and the mean model was of the form
βti + β1k, where k is the replicate.

dimension M.C.† Type I error (std. err.)‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.02 (0.01) 0.10 (0.02)
4 2 50 250 0.03 (0.01) 0.09 (0.02)
4 2 100 250 0.05 (0.01) 0.10 (0.02)
4 2 200 125 0.07 (0.02) 0.13 (0.03)
4 3 25 250 0.06 (0.01) 0.12 (0.02)
4 3 50 250 0.04 (0.01) 0.10 (0.02)
4 3 100 100 0.04 (0.02) 0.09 (0.03)
4 3 200 100 0.06 (0.02) 0.10 (0.03)
9 2 25 249(1) 0.04 (0.01) 0.10 (0.02)
9 2 50 250 0.06 (0.02) 0.12 (0.02)
9 2 100 100 0.03 (0.02) 0.06 (0.02)
†Monte Carlo
‡Computed using

√
p̂(1− p̂)/n

4.4 Application of the LRT in the i.i.d. case

We will now apply the LRT in the i.i.d. case to the data set studied by Dutilleul

(1999). This is T. Zullo’s data set which is published in Timm (1980, p.72) and
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Table 4.12: Type I Errors when the variance is estimated from residuals. The sep-
arable exponential model with ρ = 0.7 and b ≈ 0.357 (ρ(1, 0) = ρ(0, 1) = 0.7) was
used to model the variance, and the mean model was of the form βti + β1k, where k
is the replicate.

dimension M.C.† Type I error (std. err.)‡

s p r runs α =0.05 α =0.10
4 2 25 250 0.06 (0.01) 0.13 (0.02)
4 2 50 250 0.04 (0.01) 0.11 (0.02)
4 2 100 250 0.06 (0.01) 0.10 (0.02)
4 2 200 125 0.07 (0.02) 0.13 (0.03)
4 3 25 250 0.08 (0.02) 0.19 (0.03)
4 3 50 250 0.06 (0.01) 0.11 (0.02)
4 3 100 100 0.04 (0.02) 0.12 (0.03)
4 3 200 100 0.06 (0.02) 0.12 (0.03)
9 2 25 250 0.13 (0.02) 0.22 (0.03)
9 2 50 250 0.07 (0.02) 0.16 (0.02)
9 2 100 100 0.03 (0.02) 0.07 (0.03)
†Monte Carlo
‡Computed using

√
p̂(1− p̂)/n

concerns the changes in the vertical position of the mandible at three time points

for certain activator treatments. Like Dutilleul we will use the data set to illustrate

the use of the test rather than to make conclusions about the treatments groups and

variables. We will test separability for the same subset that Dutilleul did, which

are the time increments for the first two variables listed in the table (“SOr-Me” and

“ANS-Me”) for the two treatment groups, “T1” and “T2.” Each treatment group will

be analyzed separately since there was strong evidence that the variance-covariance

structure was different for the two groups (Dutilleul, 1999). We have a multivariate

repeated measures problem with two response variables, two time increments each,

and nine subjects for each group. Here we will let U be the covariance matrix for the
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two variables and V be the covariance matrix for time. Using the same notation as

before we have s = 2, p = 2, and r = 9.

Before we begin we must first note that Dutilleul has the incorrect matrix for S,

the maximum likelihood estimator for the unstructured covariance matrix for each

group. The matrices given in the paper are actually those that correspond to the

ordering of the data that would correspond to U ⊗ V , not V ⊗ U. Furthermore the

divisor used was not 1/r but 1/(r − 1). Even without re-estimating the covariance

matrices we can see that there is an error. Using equations (4.4), (4.3), and (4.9) we

have the identity

trace((V ⊗ U)−1S) = sp, (4.29)

which in this case is 4. Using the values of Û1, Û2, V̂1, V̂2, S1, and S2 given in his

paper, trace((V ⊗U)−1S) ≈ 22.21 and ≈ 15.75 for groups 1 and 2, respectively. Using

the values of these matrices we obtained, we have trace((V ⊗ U)−1S) ≈ 3.999 and

≈ 3, 997, which are both close to 4 as desired. The correct values for S1 and S2 are

S1 =



1.0988 0.1698 −0.3382 0.3735

0.1698 3.4506 0.1049 −2.6142

−0.3382 0.1049 0.3951 0.1698

0.3735 −2.6142 0.1698 2.7099


(4.30)
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and

S2 =



1.1914 0.8457 −0.2469 0.0370

0.8457 0.7284 −0.1790 0.0463

−0.2469 −0.1790 0.1914 0.1019

0.0370 0.0463 0.1019 0.2222


, (4.31)

respectively. These were estimated in SASr proc mixed using the “UN” structure

in the repeated statement and fitting the components of the mean M in the model

statement.

The original statistics from Dutilleul’s application of the modified likelihood ratio

test were 81.17 and 46.95 for groups 1 and 2, respectively. With the correct values

for S1 and S2 the values are 31.21 and 32.39, which both still give p-values less than

0.01 using the critical values for n = r−1 = 8 and m = sp = 4 from Muirhead (1982,

p.360-361). The 0.01 critical value is 29.32. As discussed in Chapter 2, Dutilleul’s

application of the modified likelihood ratio test is problematic since Σ and V ⊗ U

are estimated, but the rejection criterion does not take into account the number of

parameters estimated.

For our likelihood ratio test we generated the empirical distribution the same way

as we did for those in Table 4.2, but here we used 2,500 Monte Carlo runs rather than

1,000 since the small dimensions of the matrices allowed for quicker computations.

The empirical critical values at the 0.01, 0.05, and 0.10 levels are 23.566, 17.701, and

14.717, respectively. We used SASr proc mixed to compute twice the negative log

likelihood under both the null and alternative hypotheses. The covariance matrices U



56

and V under the null hypothesis were estimated in proc mixed by using the repeated

statement with “type=UN ⊗ UN.” The values of our test statistic (4.12) were 13.048

and 9.704 for groups 1 and 2, respectively, and the corresponding p-values based on

our empirical distribution were 0.14 and 0.30 (the maximum standard error of these

p-values is 0.01, which is when the true p-values are 0.5). Hence the correct decision

should have been to not reject separability.
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Chapter 5

The Likelihood Ratio Test with

only 1 experimental replicate

The test in the previous chapters applied to the case when the number of ex-

perimental replicates, r, is greater than sp. However, in practice, especially with

spatio-temporal processes, this is often not the case and r is often equal to 1. Since

spatio-temporal processes are often much richer in time than in space, we propose

partitioning the data into pseudo-replicates that will constitute an approximate i.i.d.

sample, and then apply the test in the previous section. The size and number of

pseudo-replicates will depend on the total number of times available. For example,

suppose s = 4 and p = 200. Then we could partition the data into pseudo-replicates

of size 2, i.e, “rep” 1 comprises all the locations when t = 1 and t = 2, “rep” 2

comprises all the locations when t = 3 and t = 4, etc. We would thus have 100
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pseudo-replicates of 4 locations, 2 times. When the data are strongly correlated we

will need to delete parts of the data in order to have data that are approximately

independent over time. For the previous example we could omit every other “rep”,

so we would now have 50 pseudo-replicates of 4 locations, 2 times. Increasing the size

of the “gaps” will give us data that is more independent over time, but will decrease

the power of test since we will have fewer pseudo-replicates. Thus, a balance needs

to be made between the number and size of the “gaps” in order to keep the level of

the test close to the nominal level while maintaining enough power to detect suitable

alternatives.

Let the variance-covariance matrix of the original process be V ⊗ U . Then if we

delete the data at certain time points to create the “gaps” the variance-covariance

matrix of the remaining points will be V ∗ ⊗ U , where V ∗ is formed by deleting the

rows and columns that correspond to the data we are deleting. For example, suppose

we have 100 times and we delete every other pair of times in order to create 25

pseudo-replicates. Then to form V ∗ we delete rows and columns 3, 4, 7, 8, 11, 12,

..., 99, 100 from V. Then we fit (I ⊗ V ∗∗)⊗ U to the pseudo-replicates. Since we are

assuming that each pseudo-replicate has the same variance-covariance matrix we need

the original data to exhibit stationarity with respect to time since each V ∗∗ must be

the same; however, each V ∗∗ and U may be unstructured. We also need the mean of

each pseudo-replicate to be the same also. Thus the mean can vary across space but

not across time. As with the i.i.d. case we assume the data are normally distributed.
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5.1 Simulation results

5.1.1 Type I error

We simulated data from some separable models with r = 1. In this section we will

use r∗ to denote the number of pseudo-replicates and p∗ to denote the time dimension

of the pseudo-replicates. To see the effect of this method on the Type I errors we

examined the Cressie and Huang models, the Gneiting models, and the exponential

models. We studied the Cressie and Huang model (3.16) with 2 sets of parameters:

a ≈ 0.085, b ≈ 0.338 (which corresponds to 0.85 lag-1 correlations) and a ≈ 0.414, b ≈

0.766 (which corresponds to 0.5 lag-1 correlations). For the Gneiting model (3.15)

we used β = 0 (the separable model) for two sets of parameters: a = 3/17, c = 1/6

(which corresponds to 0.85 lag-1 correlations) and a = 1, c = 0.7 (which corresponds

to 0.5 lag-1 correlations). We also examined the separable exponential model (3.9)

for three sets of parameters ρ = 0.85, b = 0.16, ρ = 0.7, b ≈ 0.357 and ρ = 0.5 and

b = 0.693, which correspond to lag-1 correlations of 0.85, 0.7, and 0.5, respectively.

We used a 0 mean for each point.

For all the simulations we chose pseudo-replicates of size p∗ = 2 by s. We did

not examine pseudo-replicates with a larger time dimension than 2 because we would

have fewer pseudo-replicates, which will result in lower power. For example, suppose

we have p = 200 and s = 4. If we have no “gap” then we would have 100 pseudo-

replicates of size 2 by 4, or 66 pseudo-replicates of size 3 by 4 or 50 pseudo-replicates
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of size 4 by 4, etc. Using Tables 4.5 - 4.10, we can see that there can be a significant

drop in power by increasing p∗. For example, with the non-separable exponential

model in Table 4.9 the power for the 4 by 2 by 100 (i.i.d) case is 0.768 while for the

4 by 4 by 50 (i.i.d.) case it is 0.336.

The results of the simulations are listed in Tables 5.1 - 5.10. “Gap size” refers to

how many pseudo-reps were omitted. For example, if the gap size is 2 then “reps” 1,

4, 7, 10,... or “reps” 2, 5, 8, ... or “reps” 3, 6, 9, 12, .. were used. The results for each

of these groups are given. For s = 4 we used 250 Monte Carlo runs, and for s = 9

we used 125 runs. The approximate Type I errors were computed using the critical

values from Table 4.1. The standard errors for the estimated Type I errors are shown

in the tables and were calculated using the formula
√

p∗∗(1− p∗∗)/n with p∗∗=0.05,

0.10 (the levels of the test), and 0.5 (which gives the maximum standard errors).

For the exponential models, it appears that the Type I errors are close to the

nominal levels for most cases when the highest temporal autocorrelation between two

consecutive pseudo-reps is less than 0.5 (the highest correlation between two pseudo-

replicates would be the correlation between a given location on the last day of one

pseudo-replicate with the same location on the first day of the next pseudo-replicate).

This is not true for the other models, which decay more slowly over time. For the

Cressie and Huang and Gneiting models, the Type I errors are close to the nominal

levels when the highest temporal autocorrelation between two consecutive pseudo-reps

is less than 0.35.
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Table 5.1: Type I Errors for the Exponential Model with ρ = 0.85 and b = 0.16
computed from 250 Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is known
and the same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.85 0.19 0.29
1 50 0.61 0.08 0.14
1 50 0.61 0.07 0.14
1 50 0.61 0.08 0.14
2 33 0.44 0.05 0.09
2 33 0.44 0.09 0.15
2 33 0.44 0.08 0.14
2 33 0.44 0.07 0.13
3 25 0.32 0.04 0.09
3 25 0.32 0.05 0.08
3 25 0.32 0.04 0.09
3 25 0.32 0.08 0.12
3 25 0.32 0.06 0.10

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.2: Type I Errors for the Exponential Model with ρ = 0.85 and b = 0.16
computed from 125 Monte Carlo runs with s = 9, p = 200, and p∗ = 2. M is known
and the same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.85 0.45 0.58
1 50 0.61 0.10 0.14
1 50 0.61 0.06 0.13
1 50 0.61 0.08 0.14
2 33 0.44 0.02 0.07
2 33 0.44 0.02 0.12
2 33 0.44 0.05 0.15
2 33 0.44 0.03 0.12
3 25 0.32 0.04 0.11
3 25 0.32 0.13 0.17
3 25 0.32 0.03 0.09
3 25 0.32 0.04 0.07
3 25 0.32 0.06 0.11

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.02, 0.03, and 0.04
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.3: Type I Errors for the Exponential Model with ρ = 0.7 and b ≈ 0.357
computed from 250 Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is known
and the same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.70 0.09 0.12
1 50 0.34 0.04 0.09
1 50 0.34 0.08 0.13
1 50 0.34 0.06 0.11
2 33 0.17 0.06 0.10
2 33 0.17 0.07 0.10
2 33 0.17 0.07 0.13
2 33 0.17 0.07 0.11
3 25 0.08 0.05 0.08
3 25 0.08 0.06 0.09
3 25 0.08 0.04 0.11
3 25 0.08 0.06 0.11
3 25 0.08 0.05 0.10

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.4: Type I Errors for the Exponential Model with ρ = 0.7 and b ≈ 0.357
computed from 125 Monte Carlo runs with s = 9, p = 200, and p∗ = 2. M is known
and the same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.70 0.05 0.10
1 50 0.34 0.03 0.06
1 50 0.34 0.02 0.04
1 50 0.34 0.03 0.05
2 33 0.17 0.02 0.08
2 33 0.17 0.03 0.10
2 33 0.17 0.02 0.09
2 33 0.17 0.02 0.09
3 25 0.08 0.05 0.06
3 25 0.08 0.13 0.18
3 25 0.08 0.05 0.06
3 25 0.08 0.04 0.07
3 25 0.08 0.07 0.09

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.02, 0.03, and 0.04
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.5: Type I Errors for the Exponential Model with ρ = 0.5 and b = 0.693
computed from 250 Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is known
and the same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.50 0.06 0.11
1 50 0.13 0.05 0.08
1 50 0.13 0.07 0.12
1 50 0.13 0.06 0.10
2 33 0.03 0.08 0.11
2 33 0.03 0.07 0.11
2 33 0.03 0.08 0.13
2 33 0.03 0.08 0.12
3 25 0.01 0.03 0.08
3 25 0.01 0.06 0.12
3 25 0.01 0.03 0.07
3 25 0.01 0.04 0.08
3 25 0.01 0.04 0.09

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.6: Type I Errors for the Exponential Model with ρ = 0.5 and b = 0.693
computed from 125 Monte Carlo runs with s = 9, p = 200, and p∗ = 2. M is known
and the same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.50 0.02 0.06
1 50 0.13 0.05 0.09
1 50 0.13 0.06 0.09
1 50 0.13 0.05 0.09
2 33 0.03 0.02 0.06
2 33 0.03 0.18 0.27
2 33 0.03 0.03 0.07
2 33 0.03 0.08 0.13
3 25 0.01 0.03 0.08
3 25 0.01 0.04 0.08
3 25 0.01 0.07 0.12
3 25 0.01 0.06 0.10
3 25 0.01 0.05 0.10

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.02, 0.03, and 0.04
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.7: Type I Errors for Cressie-Huang with a ≈ 0.085 and b ≈ 0.338 computed
from 250 Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is known and the
same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.85 0.34 0.46
1 50 0.64 0.17 0.24
1 50 0.64 0.14 0.22
1 50 0.64 0.15 0.23
2 33 0.49 0.14 0.22
2 33 0.49 0.12 0.18
2 33 0.49 0.12 0.20
2 33 0.49 0.12 0.20
3 25 0.39 0.08 0.12
3 25 0.39 0.10 0.17
3 25 0.39 0.09 0.12
3 25 0.39 0.06 0.13
3 25 0.39 0.08 0.13

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.8: Type I Errors for Cressie-Huang with a ≈ 0.414 and b ≈ 0.766 computed
from 250 Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is known and the
same across pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.50 0.07 0.15
1 50 0.20 0.08 0.16
1 50 0.20 0.06 0.09
1 50 0.20 0.07 0.12
2 33 0.11 0.06 0.11
2 33 0.11 0.02 0.06
2 33 0.11 0.05 0.08
2 33 0.11 0.04 0.08
3 25 0.07 0.04 0.09
3 25 0.07 0.06 0.11
3 25 0.07 0.04 0.09
3 25 0.07 0.04 0.08
3 25 0.07 0.04 0.09

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.9: Type I Errors for Gneiting with a = 3/17 and c = 1/6 computed from 250
Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is known and the same across
pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.85 0.54 0.62
1 50 0.65 0.21 0.31
1 50 0.65 0.20 0.27
1 50 0.65 0.20 0.29
2 33 0.53 0.15 0.23
2 33 0.53 0.18 0.23
2 33 0.53 0.16 0.22
2 33 0.53 0.16 0.23
3 25 0.45 0.09 0.15
3 25 0.45 0.10 0.18
3 25 0.45 0.12 0.16
3 25 0.45 0.07 0.14
3 25 0.45 0.09 0.16

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.10: Type I Errors for Gneiting with a = 1 and c = 0.7 computed from 250
Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is known and the same across
pseudo-replicates.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.50 0.07 0.14
1 50 0.25 0.04 0.10
1 50 0.25 0.02 0.06
1 50 0.25 0.03 0.08
2 33 0.17 0.06 0.10
2 33 0.17 0.08 0.13
2 33 0.17 0.08 0.13
2 33 0.17 0.07 0.12
3 25 0.13 0.08 0.14
3 25 0.13 0.04 0.09
3 25 0.13 0.05 0.09
3 25 0.13 0.03 0.06
3 25 0.13 0.05 0.10

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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5.1.2 Power

The power was also checked in order to examine how similar it is to the i.i.d. case.

To examine the power we used the Cressie and Huang model (3.5) with the same

parameters that were used in the previous section. The power appears to be similar

to that of the i.i.d. case (compare to Tables 4.5 and 4.6). The results are listed in

Tables 5.11 and 5.12.

Thus overall it appears that when creating the pseudo-replicates that we need

to create “gaps” large enough so that the highest correlation between consecutive

pseudo-replicates is less than 0.5 if the time decays exponentially. If the temporal

autocorrelation decays more slowly then the “gaps” need to be large enough so that

the highest autocorrelation between two pseudo-replicates is less than 0.35. The

power of the test with a given number of pseudo-replicates is close to the power for

the same number of replicates in the i.i.d. case.

5.2 The effect of a non-stationary mean

As with the i.i.d. case, the mean is often non-stationary. In the former case the

non-stationarity of the mean refers to each replicate having a different mean (but the

means across space and time may vary), while for the latter case (r = 1) the space and

time means may vary. For the r = 1 case each pseudo-replicate will have the same

mean as long as the mean in terms of the original process have no time-dependence.
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Table 5.11: Power for Cressie-Huang with a ≈ 0.085 and b ≈ 0.338 (ρ(0, 1) = ρ(1, 0) =
0.5) computed from 250 Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is
known and the same across pseudo-replicates.

gap number of highest Power Power
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.85 0.63 0.71
1 50 0.64 0.32 0.46
1 50 0.64 0.26 0.42
1 50 0.64 0.29 0.44
2 33 0.49 0.21 0.31
2 33 0.49 0.23 0.31
2 33 0.49 0.19 0.30
2 33 0.49 0.21 0.31
3 25 0.39 0.15 0.22
3 25 0.39 0.12 0.20
3 25 0.39 0.13 0.21
3 25 0.39 0.11 0.18
3 25 0.39 0.13 0.21

The bold terms are averages across the gap size.
The maximum standard error of an estimate is ≈ 0.03,
which is when the true power is 0.5.
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Table 5.12: Power for Cressie-Huang with a ≈ 0.414 and b ≈ 0.766 (ρ(0, 1) = ρ(1, 0) =
0.85) computed from 250 Monte Carlo runs with s = 4, p = 200, and p∗ = 2. M is
known and the same across pseudo-replicates.

gap number of highest Power Power
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.50 0.48 0.59
1 50 0.20 0.20 0.32
1 50 0.20 0.18 0.26
1 50 0.20 0.19 0.29
2 33 0.11 0.13 0.21
2 33 0.11 0.20 0.30
2 33 0.11 0.17 0.26
2 33 0.11 0.17 0.25
3 25 0.07 0.10 0.17
3 25 0.07 0.10 0.14
3 25 0.07 0.10 0.18
3 25 0.07 0.11 0.20
3 25 0.07 0.10 0.18

The bold terms are averages across the gap size.
The maximum standard error of an estimate is ≈ 0.03,
which is when the true power is 0.5.
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However, each location may have a different mean. In this section we will examine

the effect of a mean that changes with time and compare these results to the i.i.d.

case. As in Chapter 4 we will fit the mean using two methods: we will fit the mean

along with the variance and we will fit the mean first using ordinary least-squares

and then estimate the variance matrices from the residuals. For the latter method

the pseudo-replicates are constructed from the residuals, while for the former the

pseudo-replicates are constructed from the original data. Hence, the latter method

will always fit the mean using all of the data, while the other method only fits the

mean to the pseudo-replicates, i.e. to a fraction of the data if the gap size is greater

than 0.

For the simulations we used the same data sets as in the previous section, but

added a non-stationary mean. We used the three separable exponential models from

the previous section to model the variance. We modeled the mean as

mti = β0 + β1t + β2x + β3y + β4tx + β5ty. The values of the coefficients we used were

β0 = 5, β1 = 0.5, β2 = 2, β3 = 3, β4 = 0.1, and β5 = 0.2 (as in Chapter 4 we could

have used 0 coefficients if we fit all the same terms), where t = 1, ..., p is the time, x is

the x-coordinate of the spatial location i and y is the corresponding y-coordinate for

spatial location i = 1, ..., s. For the simulations we used p = 200, s = 4, and p∗ = 2.

The standard errors for the estimated Type I errors are shown in the tables and were

calculated using the formula
√

p∗∗(1− p∗∗)/n with p∗∗=0.05, 0.10 (the levels of the

test), and 0.5 (which gives the maximum standard errors).
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Recall from Chapter 4 that when the variance of the process is V ⊗U , the variance

of the residuals is (Ips−PW )(V ⊗U)(Ips−PW ). Let T be the matrix with ones in the

first column and the ts in the other column, and let H be the matrix that consists

of a column of ones the xs in one column, the ys in the next column, and the xys

in the final column. Then W = T ⊗H and PW = PT ⊗ PH . (In general, PW can be

written as a Kronecker product whenever all the cross-products of the covariates are

included). Then the variance of the residuals is

V ⊗U−V PT⊗UPS−PT V ⊗PSU+PT V PT⊗PSUPS. However, if we fit a different mean

for each location, H = Is; and for the variance-covariance matrix of the residuals we

have (V − V PT − PT V + PT V PT )⊗ U , which is still separable.

It appears that the non-stationary mean had little effect on the Type I errors

when comparing Tables 5.1 to Tables 5.13 and 5.14, comparing Table 5.3 to Tables

5.15 and 5.16, and comparing Table 5.5 to Tables 5.17 and 5.18. The type I errors

were similar for both methods. When there is no “gap” it appears that the Type I

errors are slightly lower when the mean is fitted with the variance. When the gaps

are greater than 0 both are very similar, but it appears that fitting the variance to

the residuals had slightly lower Type I errors. This may be occurring because the

ordinary-least squares uses all the data to fit the mean while the other method only

fits the mean using all the data when there are no gaps.
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Table 5.13: Type I Errors for the Exponential Model with ρ = 0.85 and b = 0.16
when the mean is fitted with the variance computed from 250 Monte Carlo runs with
s = 4, p = 200, and p∗ = 2 The mean model is β0 + β1t + β2x + β3y + β4tx + β5ty.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.85 0.19 0.31
1 50 0.61 0.08 0.14
1 50 0.61 0.08 0.15
1 50 0.61 0.08 0.15
2 33 0.44 0.07 0.12
2 33 0.44 0.09 0.15
2 33 0.44 0.10 0.16
2 33 0.44 0.09 0.14
3 25 0.32 0.06 0.12
3 25 0.32 0.06 0.10
3 25 0.32 0.07 0.11
3 25 0.32 0.10 0.16
3 25 0.32 0.10 0.12

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.14: Type I Errors for the Exponential Model with ρ = 0.85 and b = 0.16
when the variance is fitted to residuals computed from 250 Monte Carlo runs with
s = 4, p = 200, and p∗ = 2. The mean model is β0 + β1t + β2x + β3y + β4tx + β5ty.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.85 0.20 0.28
1 50 0.61 0.08 0.14
1 50 0.61 0.06 0.14
1 50 0.61 0.07 0.14
2 33 0.44 0.06 0.13
2 33 0.44 0.09 0.16
2 33 0.44 0.08 0.14
2 33 0.44 0.08 0.14
3 25 0.32 0.06 0.1
3 25 0.32 0.06 0.07
3 25 0.32 0.04 0.10
3 25 0.32 0.09 0.14
3 25 0.32 0.06 0.10

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.15: Type I Errors for the Exponential Model with ρ = 0.7 and b ≈ 0.357
when the mean is fitted with the variance computed from 250 Monte Carlo runs with
s = 4, p = 200, and p∗ = 2. The mean model is β0 + β1t + β2x + β3y + β4tx + β5ty.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.70 0.09 0.14
1 50 0.34 0.04 0.08
1 50 0.34 0.08 0.12
1 50 0.34 0.06 0.10
2 33 0.17 0.07 0.12
2 33 0.17 0.10 0.10
2 33 0.17 0.10 0.15
2 33 0.17 0.09 0.12
3 25 0.08 0.05 0.10
3 25 0.08 0.06 0.11
3 25 0.08 0.06 0.15
3 25 0.08 0.06 0.12
3 25 0.08 0.06 0.12

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.16: Type I Errors for the Exponential Model with ρ = 0.7 and b ≈ 0.357
when the variance is fitted to residuals computed from 250 Monte Carlo runs with
s = 4, p = 200, and p∗ = 2. The mean model is β0 + β1t + β2x + β3y + β4tx + β5ty.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.70 0.10 0.15
1 50 0.34 0.04 0.08
1 50 0.34 0.08 0.12
1 50 0.34 0.06 0.10
2 33 0.17 0.06 0.11
2 33 0.17 0.07 0.11
2 33 0.17 0.09 0.14
2 33 0.17 0.08 0.12
3 25 0.08 0.05 0.09
3 25 0.08 0.07 0.11
3 25 0.08 0.06 0.14
3 25 0.08 0.06 0.12
3 25 0.08 0.06 0.12

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.17: Type I Errors for the Exponential Model with ρ = 0.5 and b = 0.693
when the mean is fitted with the variance computed from 250 Monte Carlo runs with
s = 4, p = 200, and p∗ = 2. The mean model is β0 + β1t + β2x + β3y + β4tx + β5ty.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.50 0.04 0.08
1 50 0.13 0.04 0.08
1 50 0.13 0.06 0.11
1 50 0.13 0.05 0.10
2 33 0.03 0.06 0.12
2 33 0.03 0.06 0.12
2 33 0.03 0.08 0.13
2 33 0.03 0.07 0.12
3 25 0.01 0.04 0.10
3 25 0.01 0.07 0.14
3 25 0.01 0.04 0.10
3 25 0.01 0.06 0.11
3 25 0.01 0.05 0.11

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Table 5.18: Type I Errors for the Exponential Model with ρ = 0.5 and b = 0.693
when the variance is fitted to residuals computed from 250 Monte Carlo runs with
s = 4, p = 200, and p∗ = 2. The mean model is β0 + β1t + β2x + β3y + β4tx + β5ty.

gap number of highest Type I error Type I error
size pseudo-reps corr at 0.05-level at 0.10-level

0 100 0.50 0.05 0.01
1 50 0.13 0.04 0.09
1 50 0.13 0.07 0.10
1 50 0.13 0.05 0.09
2 33 0.03 0.06 0.12
2 33 0.03 0.06 0.11
2 33 0.03 0.09 0.12
2 33 0.03 0.07 0.12
3 25 0.01 0.02 0.07
3 25 0.01 0.07 0.12
3 25 0.01 0.03 0.07
3 25 0.01 0.04 0.08
3 25 0.01 0.04 0.09

The bold terms are averages across the gap size.
The standard errors for these estimates are ≈ 0.01, 0.02, and 0.03
when the true Type I errors are 0.05, 0.1, and 0.5 respectively.
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Chapter 6

Analysis of the Japanese

RiceFACE data

The Japanese RiceFACE project was a study of the effects of elevated CO2 on a

rice ecosystem. We developed a spatio-temporal model to estimate the CO2 concen-

tration for any location within the system at a given time (Mitchell and Gumpertz,

2002). For estimation purposes we used a separable covariance model, but did not test

this assumption. Unlike the application in the previous chapter, we do not have an

i.i.d. process. Here we only have 4 experimental replicates (which is not greater than

sp which is 1586 here) and the variance-covariance structure varies across these repli-

cates. We will thus analyze each replicate separately and use the method involving

pseudo-replication that we discussed in Chapter 5 to test space-time separability.

We will first discuss the project and the nature of the data set. Then we will discuss
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the original analysis. This will be important because we need to decide what mean

terms to fit and how strongly the data are correlated before creating the pseudo-

replicates and applying the test. We will then test separability of the covariance

structure for the FACE plots in 2000 and discuss the implications of the results.

Sections 6.1 - 6.7 are reproduced with some modification and amplification from

Mitchell and Gumpertz (2002).

6.1 Background of the Japanese RiceFACE project

The Japanese RiceFACE (Free-Air CO2 Enrichment) project was a three-year in-

vestigation into the effect of elevated atmospheric CO2 on rice (Okada et al. 2001).

This is one of several Free Air CO2 Enrichment (FACE) projects around the world

studying the effects of global change on a variety of agricultural and natural ecosys-

tems. FACE systems emit CO2 into the open air directly above the plots in the field.

In this particular FACE system the CO2 is dispersed throughout the plot solely by

the wind. This FACE design is used rather than open-top chambers or a FACE sys-

tem with blowers to better mimic the system being studied without disrupting the

micro-climate in the plots. This FACE system does not change the temperature, air

movement, or moisture in the plots, but there is the possibility that the CO2 concen-

tration could vary greatly within the plots because the spread of CO2 is dependent

on wind patterns and is not aided by any blowers. Our work on the Japanese Rice-

FACE project involved assessing the performance of the CO2 distribution system.
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Four octagonal-shaped rings made of polyethylene irrigation tubes were erected in a

set of rice fields in Shizukuishi, Iwate, Japan. Each ring was 12 meters in diameter.

The area enclosed by one of these rings will be referred to as a “FACE plot.” Each

FACE plot was paired with a control plot, which received no additional CO2 above

the ambient levels. These plots were arranged in four randomized complete blocks.

In the FACE rings the CO2 was emitted through numerous small CO2 -release holes

in the polyethylene tubing surrounding the plot. The target level for the CO2 con-

centration in the FACE plots was 200 ppm above the ambient level. The ambient

level was determined using sensors in the Northern-most and Southern-most control

plots. To avoid contamination, the control plots were positioned at least ninety meters

(center-to-center distance) from any of the FACE plots.

For the FACE plots, the CO2 was emitted fifty centimeters above the canopy

height, and the level of CO2 at the canopy height was recorded. The algorithm

controlling the emission of CO2 in the FACE rings used the wind speed and direction

at the center of the ring to compute the amount of CO2 to release at each time point.

When the wind speed was less than 0.3 m/s, it was considered undetectable; and

four of the eight nonadjacent edges of the ring emitted CO2. The next time the wind

speed was undetectable the other four edges emitted the CO2. When the wind speed

was greater than 0.3 m/s the edge in the direction of the wind and the two adjacent

sides were activated. In 1998 and 1999 the wind speed was undetectable about 50%

of the time, but in 2000 the wind speed was undetectable about 40% of the time. The
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wind speeds were higher during the daylight hours. For the daylight hours, in 1998

and 1999 the wind speed was undetectable about 40% of the time, but in 2000 it was

only undetectable about 30% of the time.

Sixteen locations (in 1999 and 2000) were monitored for each FACE plot, and

thirteen of those were located in the area enclosed by the ring at the canopy height

for the entire season. The data recorded by these thirteen monitors was used in the

analysis. The locations of the other three were either located outside the actual plot

or were located at a different height than the others inside the plot so were not used

in the analysis. However, in 1999 the other monitors were located inside the plot and

were at the same height as the others for 38 days. These measurements were not used

in the estimation procedure but were used for the validation process.

For the thirteen monitors used in the analysis: one monitor was located at the

center of the plot, four monitors were located two and a half meters from the center

of the plot (and were equally spaced radially), and the remaining eight monitors were

located five meters from the center (and were equally spaced radially). The recorded

level of CO2 was the mean of thirty consecutive one-second measurements. After

the CO2 was recorded for one location, it was recorded at the next location ninety

seconds later. Hence, for a given location, CO2 was measured once every twenty-four

minutes. The values of these individual CO2 readings ranged from 500 to 2000 ppm

inside the rings, and the ambient levels ranged between 350 and 450 ppm. The data

were recorded over a span of approximately four months during the summer growing
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season. A map of the monitored locations with the seasonal mean CO2 concentrations

for 2000, Plot A is shown in figure (6.1).

Figure 6.1: Seasonal Mean CO2 Concentrations for the Monitored Locations for Plot
A, 2000 (24-hour means)

One of our aims was to predict the seasonal mean CO2 levels for multiple sub-

regions within the FACE plots; however, there are several difficulties in doing this.

First, measurements at the thirteen locations were taken consecutively rather than

simultaneously. Second, the data set is very large: there were approximately 7,200

observations for each spatial location. Next, these data are skewed and do not follow

a normal distribution. Finally, these data are correlated in time and space and the
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process exhibits non-stationarity in both the mean and the variance. We are inter-

ested in predicting seasonal means at unmonitored locations, and in predicting the

means of some periods of several days. Each area within the plot was dedicated to

taking specific types of measurements; for example, non-destructive measurements

such as leaf area were measured in one area of the plot, whereas another area was

dedicated to destructive measurements such as root weight. Thus it is of interest to

estimate the seasonal mean CO2 exposure for particular areas within the ring. In

1999 CO2 measurements were missing for about two weeks near the end of the sea-

son, hence temporal prediction is also needed, but it is not necessary to be able to

make predictions for an individual hour. Consequently, we performed all statistical

analyses on the daily (24-hour) means. Using daily means significantly reduced the

size of the data set. The distribution of the means is approximately normal, allowing

us to use normal likelihood methods for the estimation of the necessary parameters.

6.2 Preliminary Analysis

First, the time series structure was analyzed separately for each of the thirteen

locations. This was performed first on the 1999 data and then 1998 and 2000. Several

covariates were used to model the mean structure of a given location over time.

The original covariates used were: the target CO2 concentration (denoted tar and

measured in ppm), the wind speed (denoted ws and measured in m/s), the square of

the wind speed (denoted ws2), and the Julian day (denoted day). However, to give



88

more biologically and meteorologically relevant covariates, day was replaced by the

height of the plants inside the plot (denoted H and measured in meters). The growth

of the plants was a linear function of time for approximately the first two-thirds of

the season and for the remaining part of the season was essentially constant. In

this updated model, we also added the aperture of the solenoid valve (denoted mv)

as a covariate. This valve controlled the amount of CO2 released into the plot and

was regulated by a PID-type algorithm (Okada, et al., 2001). The analysis given in

Mitchell and Gumpertz (2002) used the updated model.

For each location, FACE plot, and year combination we examined various

autoregressive-moving average (ARMA) models. We first fit the mean for each com-

bination using SASr proc glm. We then analyzed the temporal autocorrelation struc-

ture of the residuals in proc arima. To choose the model with the “best fit” we used

the Bayes Information Criterion (BIC) to select the best model from the class of

ARMA(p,q) models, where 0 ≤ p ≤ 3 and 0 ≤ q ≤ 3. The models chosen using the

BIC for each combination are shown in Tables 6.1 and 6.2. The results listed in these

tables correspond to using the mean model

mijt = β0ij + β1ijtart + β2ijwst + β3ijHt + β4ijmVt, (6.1)

where mijt is the mean for plot i, location j, and time t. A summary of the results is

given in Table 6.3. We see that using the BIC we select the first-order autoregressive

model (AR(1)) for the temporal correlation for 72 out of the 104 combinations. Of

the remaining 32 combinations, the AR(1) had the second best fit for 20 of these.
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For simplicity we wanted to use the same type of model for each combination, so

we used the AR(1) model since it fit well for the majority of these cases (especially

in 1999). We then wanted to see how similar the autocorrelation and variances were

for each combination within a FACE plot for a given year. We fit these parameters

together with the mean in SASr proc mixed using restricted maximum likelihood

estimation (REML). The mean was modeled by

mijt = β0ij + β1ijtart + β2ijwst + β3ijHt + β4ijmVt, (6.2)

or using the original covariates

mijt = β0ij + β1ijtart + β2ijdayt + β3ijwst + β4ijws2
t . (6.3)

The covariance for location plot i and location j was modeled as

Cov((sij, t + k), (sij, t)) = σ2
ijρ

k
ij. (6.4)

The results for Plot A for 1999 with the original covariates (mean model (6.3)) are

listed in Table 6.4 and the results for plot A for 2000 with the updated covariates

(mean model (6.2)) are listed in Table 6.5. The results for either set of covariates were

very similar. The temporal autocorrelations were much higher in 1999 than in 2000

but the pattern was similar. The temporal autocorrelation parameters were similar

for most locations (1999: location 12 was high, 2000: 4,5 were low, 7 was high), while

the variance appears to increase exponentially with the distance from the center. This

pattern was similar across years and across plots.
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Table 6.1: Best fitting time series models (using the BIC) for each location and plot
for 1999 (24-hour means)

Loc. Plot A Plot B Plot C Plot D dc†

1 MA(2) AR(1) MA(3) AR(1) 0
2 AR(1) AR(1) AR(1) AR(1) 2.5
3 AR(1) AR(1) AR(1) AR(1) 2.5
4 AR(1) AR(1) AR(2) AR(1) 2.5
5 AR(1) AR(1) AR(2) AR(1) 2.5
6 AR(1) AR(1) AR(1) AR(3) 5
7 AR(1) AR(1) AR(1) AR(1) 5
8 AR(1) AR(1) MA(1) AR(1) 5
9 MA(2) AR(1) AR(1) AR(1) 5
10 MA(1) AR(1) AR(1) AR(1) 5
11 AR(1) AR(1) AR(1) AR(1) 5
12 AR(1) AR(1) MA(2) AR(1) 5
13 AR(1) AR(1) AR(2) AR(3) 5
†Distance from the center of the plot (meters)

Table 6.2: Best fitting time series models (using the BIC) for each location and plot
for 2000 (24-hour means)

Loc. Plot A Plot B Plot C Plot D dc†

1 AR(1) AR(1) ARMA(1,1) WN‡ 0
2 AR(3) AR(1) MA(1) AR(1) 5
3 WN MA(2) WN AR(1) 5
4 WN AR(1) AR(1) ARMA(1,1) 5
5 WN AR(1) AR(1) WN 5
6 AR(1) AR(1) AR(1) WN 5
7 ARMA(1,1) MA(2) AR(1) WN 5
8 AR(2) AR(1) AR(1) AR(1) 5
9 AR(1) AR(1) AR(1) AR(1) 5
10 AR(1) AR(1) WN AR(1) 2.5
11 AR(1) MA(2) AR(1) AR(1) 2.5
12 AR(1) AR(1) AR(1) WN 2.5
13 AR(1) AR(1) ARMA(1,1) MA(1) 2.5
†Distance from the center of the plot (meters)
‡White Noise
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Table 6.3: Total number of selections for each model

model 2000 1999
White Noise 10 0
AR(1) 31 41
AR(2) 1 3
AR(3) 1 2
MA(1) 2 2
MA(2) 3 3
MA(3) 0 1
ARMA(1,1) 4 0
Total 52 52

Table 6.4: Estimated Time Series Parameters, Plot A 1999, mean model (6.3)

Loc. AR(1) (s.e.) Variance (s.e.) dc†

1 0.62 (0.09) 404.8 (95.1 ) 0
2 0.58 (0.09) 492.1 (111.1) 2.5
3 0.60 (0.09) 553.3 (128.9) 2.5
4 0.64 (0.09) 812.0 (204.9) 2.5
5 0.68 (0.08) 838.7 (222.7) 2.5
6 0.52 (0.09) 1828.2 (383.3) 5
7 0.50 (0.08) 1714.0 (356.9) 5
8 0.53 (0.09) 2025.5 (437.1) 5
9 0.52 (0.09) 2017.1 (425.5) 5

10 0.58 (0.09) 2189.3 (525.0) 5
11 0.63 (0.09) 2575.8 (631.7) 5
12 0.72 (0.10) 2882.7 (845.7) 5
13 0.64 (0.09) 1718.4 (438.5) 5

†Distance from the center of the plot (meters)
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Table 6.5: Estimated Time Series Parameters, Plot A 2000, mean model (6.3)

Loc. AR(1) (s.e.) Variance (s.e.) dc†

1 0.46 (0.09) 348.0 (58.4) 0
2 0.33 (0.10) 2015.2 (310.1) 5
3 0.25 (0.09) 1347.1 (191.8) 5
4 0.13 (0.09) 1578.6 (213.1) 5
5 0.17 (0.10) 1721.3 (236.3) 5
6 0.41 (0.09) 1480.9 (234.9) 5
7 0.56 (0.08) 1935.3 (365.9) 5
8 0.45 (0.09) 1660.1 (277.8) 5
9 0.42 (0.09) 1580.2 (257.2) 5

10 0.30 (0.09) 511.0 (75.1) 2.5
11 0.26 (0.09) 462.4 (66.1) 2.5
12 0.34 (0.10) 410.7 (62.9) 2.5
13 0.39 (0.09) 452.1 (70.8) 2.5

†Distance from the center of the plot (meters)

6.3 The Model

Let Z(sα,t) be the mean CO2 level for location α and day t (Julian day 147

corresponds to t = 1 for 2000), where α = 1,2,...,13 and t = 1,2,...,122. Let xT (sα, t)

be the row vector of covariates, which includes the time covariates mentioned in the

previous section and distance from the center (denoted dc), distance from the nearest

edge emitting CO2 (denoted de), distance from the southern edge (denoted dS and

included because the dominant wind direction was from the south), the squares of

these and cross-products of the time and the space covariates. All distances were

measured in meters. Let β represent the vector of fixed effects coefficients. Finally,

let ε(sα, t) be the error for location α and day t. We will assume these errors are

Gaussian.
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There are two useful ways to write the model. First, model (6.5) is given below.

Z(sα, t) = xT (sα, t)β + ε(sα, t), (6.5)

where

Var(ε(sα, t)) =
(
σ2

0ω
dc2

)
/
(
1− ρ2

)
and

Corr(ε(sα + h, t + k), ε(sα, t)) = exp(−‖h‖/γ)ρk.

In this model ρ denotes the temporal autocorrelation parameter and γ is the

spatial range parameter. The exponential model does not have a true range, but the

distance beyond which the spatial correlation is less than .05, is 3γ. In matrix form,

the variance-covariance matrix of model (6.5) is given by

Σ = R1 ⊗ LR2L (6.6)

where R1 has (i,j)th element ρ|i−j|, L is a diagonal matrix with entry lii = σ0ωdc2i /2√
1−ρ2

where dci is the distance from the center for location si, and R2 has (i,j)th element

exp(−dij/γ), where dij is the Euclidean distance between locations si and sj.

Alternatively, the model can be written as a non-linear mixed model (6.7), incor-

porating lags of Z, and is given below. Here the random noise is now independent

over time.

Z(sα, 1) = xT (sα, 1)β + a(sα, 1)

where, Var(a(sα, 1)) =
(
σ2

0ω
dc2

)
/
(
1− ρ2

)
and Corr(a(sα + h, 1 + k), a(sα, 1)) = exp(−‖h‖/γ).
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For t > 1,

Z(sα, t)− xT (sα, t)β = ρ(Z(sα, t− 1)− xT (sα, t− 1)β) + a(sα, t)

where, Var(a(sα, t)) = σ2
0ω

dc2

and Corr(a(sα + h, t + k), a(sα, t)) = exp(−‖h‖/γ). (6.7)

6.4 Estimation

For estimation purposes it is easier to initially work with model form (6.7). For

simplicity we conditioned on t = 1 so that each point in time has the same variance.

The parameters were first estimated using the SASr 7.0 NLINMIX macro, written

by Russ Wolfinger (Littel et al. 1996). NLINMIX creates pseudo-residuals and then

simultaneously solves two generalized estimating equations. The pseudo-residuals are

given by y∗ij = yij − f(xij, β̂+) +

(
∂f(xij ,β+)

∂β+
T (β̂+)

)
β̂+, where yij is the response

variable, xij are the covariates, and f is a non-linear function of β+. In our case f

is the right-hand side of the first line of (6.7) except for a(sα, t), and β+ is a vector

consisting of ρ and β from (6.7).

The first set of equations estimates ρ and the β vector using generalized nonlin-

ear least squares. The second estimating equation estimates the spatial correlation

parameter and the variance by setting the derivative of the REML equation to zero

and solving. More explicitly, the two estimating equations are

s∑
i=1

(
∂f(xi,β+)

∂β+
T

)T

Σ−1
i

(
y∗i −

(
∂f(xi,β+)

∂β+
T

)
β̂+

)
= 0
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and
s∑

i=1

∂l(y∗i , xi,β+)

∂θ
(β̂+, θ̂) = 0

where l is the REML likelihood and θ represents the vector of covariance parameters,

(σ2, γ). The method iterates until convergence. This method is known as GEE1

estimation and discussion of this method in general can be found in Davidian and

Giltinan (1995). The fixed effects for our final model were selected using backward

elimination.

The spatial correlation was modeled with an exponential covariance structure. A

model with nugget effect was also examined (for each FACE plot, each year), but for

most cases either the model without a nugget fit better, as judged by the AIC, or

the procedure did not converge. The geometric anisotropic exponential model was

also fitted, but the isotropic model had a better fit using the AIC criterion. Using

the isotropic exponential model, we estimated ω through iterative use of the weight

statement. In other words we had SAS execute a macro that substituted various

values of ω into the weight statement, and then examined the likelihood values to see

which value of ω produced the maximum.

After obtaining estimates, we substituted the estimated covariance parameters,

σ2
0, γ, ρ, ω (actually with model (6.7) ρ is treated as a fixed effect) into model (6.6)

and re-estimated β using empirical generalized least-squares (EGLS). This was done

so that the final parameter estimates would use all of the data (i.e., would not be

conditioned on the first observation). The EGLS estimation was performed in SASr



96

Proc IML, version 7.

The same method for estimation was performed for each year and each ring. Of

particular interest to the RiceFACE scientists was estimation for the daylight only

periods. We used the same model forms and estimation techniques for these. We fit

separate models for the daylight hours and the whole day rather than break it up into

night-time and daylight hours. We did this because the means for the daylight hours

are based on more observations than the night-time hours, the variance-covariance

structures will probably be different for the two periods, and correlation between two

night-time periods and two daytime periods may be different. Thus, estimating all this

together and then combining to get overall means would be difficult. Furthermore,

there was no particular interest in the night-time means.

The estimated covariance parameters for the model when H (the height of the

plants) and mv were used for Plot A, 2000 are given in Table 6.6, and the estimates of

the regression coefficients are given in Table 6.9. The estimated covariance parameters

the 24-hour means, as well as the daylight means, when day was used instead are given

in Tables 6.7 and 6.8. Recall that the variance of the overall process is σ2
0/(1 − ρ2).

Note that the spatial and temporal autocorrelations are lower for the models based

on the daylight hours, but the variances are higher. The higher variance makes sense

because the daylight means are based on fewer observations than the 24-hour means.
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Table 6.6: Estimated Covariance Parameters, Plot A 2000, all 24 hours. The mean
was modeled with dc, de, dS, tar, mV , H, ws, and various powers and cross-products
of these.

Parameter Estimate (s.e.)
σ2

0 303.9 (13.4)
ρ 0.30 (0.024)
γ 2.75 (0.19)
ω 1.0665 (–)

Table 6.7: Estimated Covariance Parameters, 2000, all 24 hours. The mean was
modeled with dc, de, dS, tar, day, ws, and various powers and cross-products of
these.

Parameter Est.(s.e.) Est.(s.e.) Est.(s.e.) Est.(s.e.)
Plot A Plot B Plot C Plot D

σ2
0 319.2 (14.4) 383.7 (19.2) 367.6 (18.4) 408.0 (19.2)
ρ 0.33 (0.02) 0.39 (0.02) 0.30 (0.02) 0.25 (0.02)
γ 2.92 (0.21) 3.58 (0.27) 3.70 (0.27) 3.27 (0.23)
ω 1.0665 1.0665 1.064 1.0615

Table 6.8: Estimated Covariance Parameters, 2000, daylight hours. The mean was
modeled with dc, de, dS, tar, day, ws, and various powers and cross-products of
these.

Parameter Est.(s.e.) Est.(s.e.) Est.(s.e.) Est.(s.e.)
Plot A Plot B Plot C Plot D

σ2
0 352.1 (14.6) 438.6 (20.8) 459.9 (34.8) 485.6 (21.8)
ρ 0.28 (0.02) 0.33 (0.02) 0.25 (0.02) 0.23 (0.02)
γ 2.31 (0.17) 3.18 (0.24) 3.14 (0.22) 2.92 (0.21)
ω 1.076 1.076 1.0665 1.065
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Table 6.9: Estimated Regression Coefficients for Plot A, 2000 (24-hour means)

variable coefficient std. error t-stat p-value
intercept 29.37 89.46 0.33 0.7427

dc 27.89 9.82 2.84 0.0046
dc2 5.48 0.89 6.12 < 0.0001
de -5.44 5.93 -0.92 0.3587

de2 -1.19 0.55 -2.16 0.0309
ds 14.06 5.56 2.53 0.0116

ds2 -0.77 0.44 -1.77 0.0767
tar 1.04 0.12 8.71 < 0.0001
H -106.27 31.07 -3.42 0.0006

H × dc -2.03 3.81 -0.53 0.5940
H × dc2 2.29 0.79 2.92 0.0036
H × de 12.07 3.85 3.13 0.0018
H × ds 14.02 6.48 2.16 0.0306

H × ds2 -1.30 0.53 -2.46 0.0140
mv -0.009 0.012 -0.77 0.4389

mv × dc -0.013 0.003 -4.25 < 0.0001
ws -46.04 21.95 -2.10 0.0361

ws× dc 18.71 5.19 3.61 0.0003
ws× dc2 -5.93 0.87 -6.86 < 0.0001
ws× de 5.65 2.07 2.73 0.0064
ws× ds 1.75 2.12 0.83 0.4093

ws2 8.18 5.30 1.54 0.1228
ws2 × dc -2.07 1.61 -1.29 0.1980

ws2 × dc2 1.16 0.29 4.02 0.0001
ws2 × ds -1.75 0.75 -2.35 0.0189
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6.5 Prediction

One of our objectives was to predict the seasonal mean CO2 concentration for

multiple un-monitored locations. We predict the seasonal mean levels for locations

every 0.5 meters apart (i.e., we predict for (-6, 0), (-6, 0.5), (-6, 1), etc.), for a total

of 513 points. Let s0,· be the vector for the location for which we want predictions

(same location but for each day so this is a 122 × 1 vector). Let X0 be the matrix

of covariates associated with s0,· , and let X be the matrix of covariates for all the

data points. Let Z denote the vector of all the CO2 values for all the data points

(ordered time then location). Let T denote the matrix of the covariance of s0,· with

the original data points. Let 1122 denote the 122×1 column vector consisting of ones.

As before let Σ be the variance-covariance matrix of the process, which was given by

R1⊗(LR2L) (equation (6.6)); and let Σ0 be the variance-covariance matrix of s0,·. For

the coefficients of the mean parameters we use β as before. The estimated values for

any of these matrices or vectors will be denoted with a “hat.” The usual formulas for

the empirical best linear unbiased predictors (EBLUPS) and the prediction variances

are given by (modified from Cressie, 1993, p.295-296):

PRED = (1/122)1T
122(X

T
0 β̂ + T̂ T Σ̂−1(Z −Xβ̂)) (6.8)

and

PV AR = (1/122)21T
122(Σ̂0 − T̂ T Σ̂−1T̂ )1122 + (6.9)

(1/122)21T
122(X0 −XT Σ̂−1T̂ )T (XT Σ̂−1X)−1(X0 −XT Σ̂−1T̂ )1122.
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However, since the process is separable and we are predicting for the same times that

were sampled, these formulas can be reduced to save computation time. Let s0 be

the location for any given day and let S1 be the estimated covariance of s0 with the

thirteen locations monitored on the same day (a 13× 1 vector). Let l0 represent the

“weight” for location s0. Then T̂ = R̂1 ⊗ l̂0L̂S1. Also, Σ̂0 = l̂20R̂1. Let I122 be the

122× 122 identity matrix. Now equations (6.8) and (6.10) become

PRED = (1/122)1T
122(X

T
0 β̂ + (I122 ⊗ l̂0S

T
1 R̂−1

2 L̂−1)(Z −Xβ̂)) (6.10)

and

PV AR = (1/122)21T
122(l̂

2
0R̂1)1122

−(1/122)21T
122(l̂

2
0R̂1 ⊗ (ST

1 R̂−1
2 S1))1122

+(1/122)21T
122(X0 −XT (I122 ⊗ l̂0L̂

−1R̂−1
2 S1)

T )

(XT Σ̂−1X)−1(X0 −XT (I122 ⊗ l̂0L̂
−1R̂−1

2 S1))1122. (6.11)

Note that as we discussed earlier the matrix of covariates can factor as a Kronecker

product when we have variables that depend on time alone, variables that depend

on space alone and all the cross-products are included. For model (6.5), we cannot

factor X as a Kronecker product because the distance from the nearest edge emitting

CO2, de, varies in both time and space. Furthermore, we did not include every

cross-product (see Table 6.9). For example, we included tar but did not include the

cross-products of tar with any of the spatial covariates such as the distance from

the center dc since these terms were not significant. The maps of the seasonal mean
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predictions for Plot A, 2000 (24-hour means) are shown in figures (6.2) and (6.3). We

see that the lowest concentrations are located in the center and the highest occur at

the edges. The prediction standard errors (square root of the prediction variances)

are low, being under 9 ppm. As expected the predictions with the lower errors are

located close to the monitored locations, which have prediction errors of 0 ppm.

Figure 6.2: Predicted Seasonal Mean CO2 Concentrations for 2000, Plot A (24-hour
means)
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Figure 6.3: Prediction Errors for the Seasonal Mean CO2 Concentrations for 2000,
Plot A (24-hour means)

6.6 Checking the Model

The standardized residuals (the product of the inverse of the square root of the

variance-covariance matrix, based on the singular value decomposition, from model

(6.6) and the residual vector) should behave similarly to independent standard normal

random variables. We will examine how well the mean has been removed in both space

and time. Additionally, we will see how well the weights worked in reducing the non-

stationarity of the variance in space. The analysis in this section will be performed
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on plot A for 2000 with the updated covariates.

To test how effectively the weights stabilized the variances, the sample variances

at each location were computed. The sample means were also computed to examine

how well the mean had been removed. Ideally the sample means would be 0 and the

sample variances of the standardized residuals would be 1. However, it appears that

the mean has not been removed well for several locations.

Next, the effectiveness of the weights was examined. To test the homogeneity of

the variances, the Levine (Med) Test (Kuehl, 1994) was used. The test statistic was

F12,1573 = 2.56, and the associated p-value was 0.023. By examining Table 6.10 it

appears the deviation from the null hypothesis occurs most strongly at locations 3

and 6. So we still have strong evidence against the homogeneity of the variances.

However, we have a vast improvement from the model without the weights as seen

by comparing Table 6.10 to Table 6.11. The F-statistic for the model without the

weights is 14.82. We can also see that without the weights the variance at the center

and those 2.5 meters from the center are severely overestimated.

The separable model implicitly assumes that the spatial correlation structure does

not change over time. Additionally, any possible non-stationarity of the variance over

time was not modeled. Here we computed the sample means and variances of the

standardized residuals over weekly time periods. The results are listed in Table 6.12.

The mean over time has been better removed than over space with week 5 having

the largest deviation from 0. The homogeneity of variances was tested using the
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Table 6.10: Mean and variance of the standardized residuals by location for the model
used

Loc. Sample Mean Sample Variance dc†

1 0.000 0.99 0
2 0.365 1.11 5
3 -0.218 0.72 5
4 0.317 1.05 5
5 0.291 1.07 5
6 -0.238 0.66 5
7 0.014 0.84 5
8 -0.082 0.85 5
9 -0.449 0.80 5

10 0.093 1.15 2.5
11 -0.282 1.14 2.5
12 -0.085 0.88 2.5
13 0.264 0.80 2.5

†Distance from the center of the plot (meters)

Table 6.11: Mean and variance of the standardized residuals by location when the
variance is assumed to be stationary over space

Location Sample Mean Sample Variance dc†

1 0.001 0.30 0
2 0.367 1.49 5
3 -0.352 1.01 5
4 0.317 1.46 5
5 0.294 1.53 5
6 -0.216 0.90 5
7 0.117 1.15 5
8 -0.010 1.15 5
9 -0.510 1.11 5

10 0.090 0.50 2.5
11 -0.226 0.57 2.5
12 -0.084 0.43 2.5
13 0.205 0.37 2.5

†Distance from the center of the plot (meters)
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Levine (med) Test. The test statistic was F16,1566 = 3.12, and the associated p-

value was less than 0.0001. Thus we have strong evidence against the assumption

of homogeneous variances over time. By examining the values below it appears the

deviation from the null occurs most strongly during week 5 and the last 3 weeks

of the season. Also, there appears to be little (linear) relation of the variance to

the temporal fixed effects. The correlation between the variance and the temporal

covariates was low. One final note: “week 17” actually consisted of the last 10 days.

Table 6.12: Mean and Variance of Standardized Residuals by Week

Week Sample Mean Sample Variance
1 -0.016 1.29
2 -0.001 0.90
3 -0.074 1.04
4 -0.033 0.84
5 0.309 1.59
6 0.107 1.11
7 -0.144 0.79
8 -0.060 0.96
9 -0.255 1.10

10 -0.057 0.99
11 -0.183 0.96
12 0.056 0.76
13 0.089 0.87
14 0.301 1.18
15 -0.077 0.77
16 -0.031 0.76
17 0.039 0.73
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6.7 Model Validation

In this section we further assess the validity of the model. We will perform cross-

validation for the 2000 FACE plot A model (with the “updated” covariates). For the

1999 models we will use locations 14 through 16 to validate the model by comparing

the daily predicted means to the actual CO2 concentrations observed.

For the 2000 data sets we performed cross-validation to assess the model. This

was carried out by leaving out one location over all time and then re-estimating the

model using the same fixed effects that were included in the full model. Then after the

parameters were estimated, the EBLUPS for the deleted locations were calculated as

well as the prediction errors. Then the error (not to be confused with standard error),

which is the difference between the actual value and predicted value was calculated

for each day. Next, 95% prediction intervals were computed for each daily value (so

there were 122 prediction intervals). The table below lists the average absolute error

and the proportion of the 95% prediction intervals that contained the true value. It

appears that leaving out any location except the center still produces a model with

good fit. When the center was removed, we had to delete the dc2 terms from the

mean model because there are only 3 different values of dc2. The dc2 terms were

also more significant than the dc terms so that may also explain the results of the

cross-validation when the center was deleted. Finally, it seems that not taking into

account the uncertainty from using estimated covariances had minimal effect, judging

from the good coverage of the prediction intervals.
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In addition to the cross-validation, the model was assessed by predicting the daily

CO2 measurements for locations 14, 15, and 16 in 1999, which are shown in Figure

(6.4). Recall that for the first 38 days of 1999 when the CO2 was emitted at 50 cm

above the canopy height that these monitors were located inside the plots and at the

canopy height, but were not used in the analysis. We computed the EBLUPS for

the 38 daily measurements for each of these three locations and compared them to

the actual measurements. The average absolute difference between the predicted and

actual measurements was calculated and 95% prediction intervals were computed.

The coverage probabilities are close to the nominal levels. The average absolute

errors are small relative to the actual CO2 concentrations. The average errors are

approximately 3 to 10% of the average CO2 levels observed in those locations (see

Table 6.16). The average absolute error is much larger for plot D than the others.

That plot received higher wind speeds, and the estimated variance was also higher

for this plot in 1999. Note that the 1999 models had day as a temporal covariate, but

not H or mv.

6.8 Testing Separability of the FACE model

From the cross-validation and model checking it appears that modeling the vari-

ance over space as an increasing function of distance from the center has greatly

reduced the non-stationarity of the variance over space. Non-stationary of the vari-

ance over time was not modeled, but there was little correlation with the temporal
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Figure 6.4: Positions for Monitors 14, 15, and 16 (plot A is lower-left, B is upper-left,
C is upper-right, and D is lower-right)
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Table 6.13: Cross-Validation Results for Plot A, 2000

Deleted Mean abs Coverage† dc‡

Location error∗

1 48.4 0.32 0
2 37.7 0.89 5
3 27.3 0.97 5
4 32.4 0.91 5
5 32.8 0.92 5
6 28.7 0.98 5
7 26.8 0.97 5
8 27.5 0.98 5
9 38.1 0.89 5

10 15.5 0.93 2.5
11 18.4 0.88 2.5
12 14.4 0.97 2.5
13 15.4 0.98 2.5

† Proportion of 95% prediction intervals that
contained the true value
‡ Distance from the center of the plot (in meters)
∗ The average absolute difference between the
predicted and actual value

covariates. However, often the spatial “range” is correlated with the variance. Possi-

ble non-stationarity of the variance with respect to time may thus indicate that the

spatial range is not constant with respect to time. If the spatial range is not constant

with respect to time, then the process will not be separable. Note that if the variance

over time is not stationary but the spatial “range” is constant then we still would

have a separable model.

Our original analysis shows some possible evidence against separability since the

spatial “range” may vary across time and the temporal autocorrelation may vary

across the locations to some extent. However, we did not test the separability as-
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Table 6.14: Predictions for Locations 14,15,16 in 1999 for all 24 hours

Plot Location Mean abs error† Coverage‡

A 14 14.7 0.97
A 15 20.6 0.82
A 16 19.3 0.84
B 14 12.1 0.97
B 15 14.5 0.95
B 16 29.1 0.84
C 14 12.9 0.97
C 15 16.9 1.00
C 16 21.1 0.95
D 14 41.0 0.92
D 15 44.9 0.95
D 16 40.8 0.95

† The average absolute difference between the predicted
and actual value
‡ Proportion of 95% prediction intervals that contained the
true value

sumption in the original analysis. We will now use the test developed in Chapters 4

and 5 to do this.

We do not have enough experimental replicates to use the i.i.d. test since r = 4,

which is not greater than 13(122) = 1586. Thus the maximum likelihood estimator

for the variance-covariance matrix may not exist. Also, the maximum likelihood

estimators for the matrices under the null hypothesis may not exist either since r is not

greater than max(122/13, 13/122) (Chapter 4). Furthermore, the replicates are not

identically distributed. The variance-covariance structure varies across the replicates.

For 2000 plot A differs the most from the others (see Table 6.7), and for 1999 plot D

differed strongly from the others. However, an assumption of independence across the
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Table 6.15: Predictions for Locations 14,15,16 in 1999 for daylight hours

Plot Location Mean abs error† Coverage‡

A 14 15.5 1.00
A 15 25.0 0.87
A 16 22.8 0.87
B 14 13.7 0.95
B 15 17.6 0.97
B 16 28.6 0.92
C 14 14.2 1.00
C 15 24.6 0.97
C 16 24.0 0.92
D 14 44.5 0.89
D 15 47.1 0.92
D 16 51.0 0.92

† The average absolute difference between the predicted
and actual value
‡ Proportion of 95% prediction intervals that contained the
true value

Table 6.16: Mean CO2 Concentration for Locations 14, 15, and 16 for the first 38
Days

Mean CO2

Plot Location all 24-hours daylight hours
A 14 587.72 565.08
A 15 581.63 557.38
A 16 627.05 600.88
B 14 595.03 572.95
B 15 603.44 586.05
B 16 630.62 604.83
C 14 569.16 558.00
C 15 595.28 577.24
C 16 617.25 598.15
D 14 609.12 586.67
D 15 639.84 614.19
D 16 640.68 618.52
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replicates would be reasonable since they are spaced far enough away from each other

to avoid contamination. Treating the years as additional replicates would not help

because the variance structures differ from year to year. The temporal correlation is

much stronger in 1999 than 2000.

We will analyze each FACE plot separately. We will thus need to create pseudo-

replicates as discussed in Chapter 5. For 1999, we only have 94 days monitored (for

the first few weeks the CO2 was emitted at a different height and during the last few

weeks there was damage to the system from Tanuki, which are small animals), and

for 2000 we have 122 days monitored per plot. We need to have pseudo-replicates

with no “gaps” (i.e., no data deleted) here or else we will not have very high power

since the power is low when the number of “reps” is close to sp∗ = 26. Also, the Type

I error is closer to the nominal level when we have a higher number of “reps.” The

1999 data are more strongly correlated in time than the 2000 data (Tables 6.4 and

6.5) so would have a higher Type I error. The means based on the daylight hours

should give more reliable results (type I error will be closer to the nominal levels)

since the temporal correlation is lower. Thus since we have more pseudo-replicates

and weaker temporal correlation, we will test separability only for the 2000 data for

the models based on the 24-hour and daylight-hour means.

Even though we have already done extensive analysis on this data set, in practice

testing separability of the space-time covariance would be one of the first steps in

the analysis. We thus fit a very general model for the mean, which has spatial and
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time dependence. We modeled the mean for location i and time t with β0i +β1itart +

β2iwst + β3imVt + β4iHt. This gives a different coefficient for the temporal covariates

for each spatial location. As shown in Chapter 5, for this type of mean model, the

residuals will also have a separable covariance (only the joint process). As in that

chapter we will fit the mean in two ways: fit the mean first and then estimate the

covariance based on the residuals or fit both the mean and covariance parameters

together using maximum likelihood estimation.

With the simulations in Chapters 4 and 5 both methods for fitting the mean gave

similar results (i.e., the test statistics were very close in value and the Type I errors

were similar). However, this was not the case here. For example, for plot A (24-hour

means) the value of the LRT statistic based on the residuals was 343.9 and the value

of the LRT statistic based on the other method was 366.1. The pattern was similar for

the other plots with sometimes the difference between the two statistics being more

than 40 units apart. The reason for these differences is not apparent. However, it

may be resulting from estimating 65 parameters, while for the i.i.d. case there would

be 26 unknown parameters. Furthermore, there are more spatial locations here than

used in the simulations and the covariates are different here: we have meteorological

variables rather than powers of time. The model is also more complex since we fit a

mean for each spatial location.

The LRT will vary for different mean models (i.e., regressing on different sets of

covariates), so we performed a small simulation (10 Monte Carlo runs) to see if the
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pattern still held for the covariates we used. We chose i.i.d. N(0, 1) random variables

(we also tried other choices for V ⊗ U but the results were similar). As shown in

Chapters 4 and 5, the LRT does not depend on the true values of the βs (when

regressing on the same set of covariates) so without loss of generality we performed

the simulations with the values of the coefficients equal to 0. The pattern in our data

matched the pattern in the simulations.

We then wanted to see which set of values more closely resembled the empirical

distributions that were created in Chapter 4. Using the same ten seeds we produced

the values of the LRT statistics that would have resulted from a separable model for

an i.i.d. process (13 locations, 2 times, replicated 61 times) for the cases when M is

known and M is unknown. Then LRT statistic based on residuals was compared to

the values for the case when M is known (since we do not fit a mean to the residuals),

and the LRT statistic based on estimating the mean and variance parameters together

was compared to the values for when M is unknown. The values are shown in Tables

6.17. We see that the LRT statistics based on the residuals are much closer to the

values from the estimated distributions, and for the method where we fit the mean

together with the variance, the values are much higher than the values from the

empirical distributions. The average difference for the residuals (LRT - empirical

value M known) across the ten simulation runs is approximately 8 units, while the

difference (LRT - empirical value for M unknown) for the method based on estimating

the mean together with the variance is approximately 32. It appears that the Type
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I error will be inflated with either, but the method based on the residuals should be

more reliable if we use critical values created from simulated i.i.d. variables.

Table 6.17: Results for comparing the LRT statistics based on the two ways of esti-
mating the mean

Monte Carlo LRT based LRT both i.i.d. LRT, i.i.d. LRT,
trial on residuals† fit together‡ M known M unknown

1 358.9 387.7 347.7 355.2
2 330.1 352.3 338.9 334.8
3 296.4 324.3 295.6 298.7
4 373.7 403.5 355.9 363.6
5 365.2 395.1 347.6 363.4
6 379.5 427.1 386.7 396.7
7 389.2 411.3 367.4 378.4
8 315.7 346.0 311.9 319.1
9 371.0 405.5 355.6 375.6
10 306.2 350.7 295.1 300.6

† The mean terms, tar, ws,mV,H were estimated first, and then the covariance
was estimated from the residuals.
‡ The mean terms and the covariance were fitted together by maximum
likelihood.

We then performed our test for separability on the data sets from the year 2000.

We first fit the mean model β0i + β1itart + β2iwst + β3imVt + β4iHt in SASr proc

glm. We then saved the residuals in an output data set. Then we created the pseudo-

replicates. For these data sets we have 61 pseudo-replicates of dimension 2 by 13 with

no “gaps” between these two replicates. The first order temporal autocorrelations for

the year 2000 models based on the 24-hour means was on the average approximately

0.35 and for the daylight-hour means was slightly lower, so having no “gaps” should

have little effect on the Type I error as seen in Chapter 5. The results of the tests

are shown in Table 6.18. We have strong evidence against separability for 2 of the
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8 cases and do not have significance at the 10% level for any of the others (and the

p-values are at least 0.3 for 5 cases). The maximum standard errors of the estimated

p-values (which occurs when the true p-values are 0.5) are
√

(0.5(0.5))/1000 ≈ 0.016.

Overall it appears that separability was a reasonable assumption for the analysis.

Table 6.18: Results testing separability for the 2000 data sets

plot period test statistic p-value†

A all‡ 343.90 0.217
B all 351.95 0.156
C all 403.07 0.007
D all 335.75 0.300
A day∗ 387.83 0.018
B day 321.67 0.478
C day 312.85 0.586
D day 335.95 0.300
† The maximum error of the empirical p-values
when the true p-value is 0.5) is ≈ 0.016.
‡ These models are based on the 24-hour means.
∗ These models are based on the daylight means.

Since we do not reject separability, the question remains on how to choose the

type of separable model. Our initial approach seems reasonable. We examined the

temporal autocorrelation first and now since we do not reject separability we can

assume that each location has the same temporal correlation structure and so we may

use the same structure for each, which in our case was the first-order autoregressive

model (AR(1)). Then we can re-write the model with the correlation parameter as

part of the mean model and use nonlinear repeated measures methods to estimate

the spatial covariance structure as we did in Section 6.4. There may be other possible
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methods to choose the “best” separable model such as creating contour plots and

comparing it to those of the parametric models in Chapter 3 or fitting several models

to residuals using non-linear least-squares and choosing the one with lowest AIC.
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Chapter 7

Conclusions and Future Work

We developed a formal test for separability of space-time covariances, or more gen-

erally for the covariances of the responses for multivariate repeated measures. The

test uses the likelihood ratio statistic whose distribution under the null hypothesis

H0 : V ⊗ U does not depend on the true values of U or V . This is especially im-

portant for small sample sizes where use of the chi-square critical values will cause

severe Type I errors. Estimated distributions for various combinations of times, spa-

tial locations, and replicates were developed, and the power of the test to detect

certain non-separable alternatives was assessed. The classes of non-separable models

examined were those developed by Cressie and Huang (1999), Gneiting (2002), and a

non-separable exponential model where each location has a different time-series struc-

ture. The test had very low power for the Gneiting models even when the number of

replicates was 200, which was not surprising because these models were not markedly



119

different from separable models. The test had better power to detect the Cressie

and Huang models with there being modest power when there were 100 replicates.

However, the power was much better for the non-separable exponential model with

reasonably high power when there were 50 replicates for modest deviations from the

separable model.

The test does not require isotropy or second-order stationarity of the covariances

in either dimension. However, the test does require that we have an i.i.d. process with

the number of replicates, r, greater than the product of the dimensions in space and

time, sp. When the mean varies across replicates (but the mean may vary in time or

space), performing the test on residuals after the mean has been removed will cause

a slight increase in Type I error and will approach the nominal levels as r increases.

However, often in practice (especially with space-time data) we only observe one

replicate. Since spatio-temporal processes are often much richer in time than in

space, we decompose the data into pseudo-replicates, where each pseudo-replicate

contains measurements at each observed spatial location but only for a short pe-

riod of the times observed. Some of the pseudo-replicates are deleted so that the

remaining replicates will be approximately independent. In order to ensure suffi-

cient power, pseudo-replicates with time dimension two were used. In the creation

of pseudo-replicates the size of the “gaps” between the pseudo-replicates needs to be

large enough so that the remaining time correlation is low, while retaining enough

replicates for the test to have sufficient power to detect deviations from separability.
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From the simulation studies it appears that when the highest correlation between two

consecutive replicates is less than 0.5 and the autocorrelation decays exponentially

that the Type I errors are close to the nominal levels. For processes that decay more

slowly it appears that when the highest correlation is less than 0.35 that the Type I

errors are close to nominal levels. This method requires that mean and variance are

homogeneous across pseudo-replicates. Thus, there may still be non-stationarity of

the mean and variance in space, but not time. When the mean varies over time the

test is applied to the residuals, and the simulation results showed that there is little

impact on the Type I errors.

One useful topic of future study would be a continued study of the effect of the

non-stationary mean on the i.i.d. test or the test based on pseudo-replication. When

the mean is non-stationary, the likelihood ratio statistics do not depend on the true

mean parameters but do depend on the true values of U and V and the values of the

covariates used. It appears that for a given set of covariates that the choices of U

and V have only a small impact on the likelihood ratio test statistic, while the values

and choices of the covariates have a larger impact. It may be promising to develop

estimated distributions based on choices of the covariates to get a more accurate p-

value. However, if one wants to experiment with different choices of covariates, it

may be computationally very time-consuming.

Deviations from the theoretical assumptions underlying our test could also be

studied. It would be useful to examine how robust the test is to deviations from



121

multivariate normality (since the normal likelihood function is used), the presence of

outliers, and deviations from the assumption of homogeneous variances (across the

replicates in the i.i.d. case or across time in the method involving pseudo-replication).

It may be useful to have tests based on more restrictive assumptions if that is ap-

propriate. If we assume second-order stationarity then we may be able to test separa-

bility based on H0 : C(h, k) = C(0, k)C(h, 0)/C(0, 0) or H0 : ρ(h, k) = ρ(0, k)ρ(h, 0).

The moments can be derived for estimators of the lagged covariances or correlations,

and then Taylor series approximations can be used to approximate the moments of

the test statistics. The moments are rather cumbersome (especially for the correla-

tions) even when each point has the same mean and become increasingly cumbersome

with every additional lag included in the computation of the test statistic, and the

distribution will become more difficult to derive. There are the issues of how many

lags to include. Often a small set of the lower lags are included (such as the first

three time lags). However, in Chapter 3 it was shown that the for the stationary

and isotropic models, the separable and non-separable models (within the same fam-

ily) were very close for the lower lags and the difference increased with increasing

lags. Hence, using only a small number of lags may be problematic. Furthermore,

a test based on the stationarity assumption will have very low power for some non-

stationary alternatives. For example, if the true covariance of a process is given by

the non-separable exponential model but an assumption of stationarity is used to

estimate the covariances, the power will be low. To illustrate, suppose there are 4
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locations with ρ1 = 0.5, ρ2 = 0.6, ρ3 = 0.7, and ρ4 = 0.8. Then the estimate of

ρ(1, 1) would be the same as that for the model ρ1 = 0.65, ρ2 = 0.65, ρ3 = 0.65, and

ρ4 = 0.65, which is separable. The estimates for the larger lags are still close. Thus,

great care must be exercised in applying such a test.
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