
ABSTRACT

REMLINGER, KATJA S. Statistical Design and Analysis of High Throughput Screen-

ing Data Using Pooling Experiments and Data Mining Techniques. (Under the di-

rection of Dr. Jacqueline M. Hughes-Oliver and Dr. S. Stanley Young.)

Discovery of a new drug involves screening large chemical libraries to identify new

and diverse active compounds. Only a very small percentage of the compounds in the

library are active. Naive screening approaches of testing all compounds in the library

are not desirable since in addition to being expensive, they provide little information

on what aspects of the chemical structure of active compounds are related to activity.

This work investigates pooling experiments as one possible approach of improving

screening efficiency and gaining insight into the structure-activity relationships. Four

different pooling designs are proposed using two design criteria, optimal coverage

of the chemical space and minimal collision between compounds. We evaluate each

method by determining how well the design criteria are met and whether the methods

are able to find many diverse active compounds. One pooling design emerges as a win-

ner, but all designed pools clearly outperform randomly created pools. Furthermore,

different analysis approaches of the pooling designs are investigated. Multiple trees

are compared to model-based likelihood approaches with different covariate class def-

initions. Results show that a model-based likelihood approach with a multiple-trees-

lower-bound covariate class definition gives the best performance. Another possible

approach of improving screening efficiency and gaining insight into the structure-

activity relationships is the use of data mining techniques such as RandomForest and

ChemTree. These techniques are applied to individual compounds.
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Chapter 1

Introduction

Discovery of a new drug often starts with screening large chemical libraries against

one or more biological targets. Chemical libraries are very large collections of com-

pounds, typically on the order of hundreds of thousands or even millions of com-

pounds. Although new technologies, such as high throughput screening (HTS) and

ultra high throughput screening (uHTS), allow assaying of hundreds of thousands

of compounds per day, it is still very expensive to screen the entire chemical li-

brary. Only a very small fraction of the compounds in the library are actually active.

Screening the entire library would mean performing many unnecessary screens since

only active compounds are of interest to the scientist. In general, initial screening

of chemical libraries is done in order to find new diverse lead structures against a

certain biological target. A current practice in many pharmaceutical companies is for

the chemist to examine the structures of all “hits” or active compounds and choose

the interesting ones for lead optimization. Typically, the chemist selects diverse ac-

tive compounds, which means compounds that come from different chemical classes,
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since in this way he has various different starting points for further lead optimiza-

tion. Only a handful of compounds will be pursued for further optimization since this

process is very cost- and time-intensive. The approach of screening the entire library

might discover all active compounds in it, however, only a small subset of diverse

active compounds is selected for further lead optimization. Again, many unnecessary

screens have been performed. These considerations lead to the conclusion that a one-

at-a-time screening of the entire library is not cost or time efficient. New methods

for improving screening efficiency are needed. In this work we will take a closer look

at two such possible methods. The first alternative approach to assaying compounds

individually is to test them in pools. The second approach under consideration is to

virtually screen the chemical library. This is done at the individual compound level

rather than the pooled compound level. Virtual screening can be done by building

quantitative-structure-activity relationship (QSAR) models using certain data mining

techniques.

It is well known that two compounds with fairly close chemical structure are likely

to have similar biological activity (McFarland and Gans 1986). Scientists from many

different fields, such as biology, chemistry, computer science and statistics have tried

to make use of this fact by searching for structure activity relationships (SAR) be-

tween the chemical structure and the activity of a compound. The chemical structure

of a compound can be described by a variety of molecular descriptors. Descriptors

that are commonly used are atom pairs (Carhart, Smith, and Ventkataraghavan 1985),

topological torsions (Nilakantan, Bauman, Dixon, and Ventkataraghavan 1987), and

the continuous BCUT numbers (Pearlman and Smith 1998, 1999). Chemical descrip-
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tors encode chemical structure into numbers.

Screening chemical compounds in pools means testing the compounds in groups

of a fixed size rather than individually. The benefits of pooling includes the ability to

detect synergistic relationships between compounds to yield activity and the reduction

in testing cost and time. Identification of synergistic relationships can be particularly

important on the path to discovering combination therapies. A commonly used pool

size is ten compounds. The compounds can be assigned to pools either in a random

fashion or by applying certain design criteria. In the first part of this work we propose

four pooling designs that fulfill at least one of two design criteria. The first criterion,

optimal coverage, tries to cover the chemical space as uniformly as possible when

choosing compounds to be assigned to pools. The second criterion, minimal collision,

aims for minimizing collision among compounds that form a pool, i.e., minimize the

similarity of compounds within a pool. The criteria are aimed at resolving certain

problems that can occur when testing compounds in pools and they also have the

goal to select structurally diverse compounds.

We use an exchange algorithm proposed by Lam, Welch, and Young (2002), here-

after LWY, as a tool to select the compounds that we want to assign to each pool

while fulfilling the design criteria optimal coverage and minimal collision. This al-

gorithm selects an optimal subset of compounds that uniformly covers all one, two,

and three dimensional subspaces of the chemical space. This is done by projecting a

user defined grid on the one, two, and three dimensional subspaces and then selecting

one compound from each cell of the grid. To avoid an exponential increase of the

number of cells for higher dimensions, LWY propose an amalgamating of several cells
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to keep the same number of cells for each subspace. Six BCUT descriptors are used to

describe the chemical space. Several authors, including Stanton (1999), Lam (2001),

LWY, and Yi, Hughes-Oliver, Zhu and Young (2002) have demonstrated utility of

these descriptors.

Virtual screening of the chemical library is another possible approach to improve

screening efficiency. Here, only a subset of the compounds in the library are physically

screened. Based on the measured response of this subset and the molecular structure,

which is expressed by chemical descriptors, a QSAR model is built. The chemical de-

scriptors can easily be calculated for the entire library. The QSAR model is then used

to predict the activity of the remaining compounds in the library. There are many

different tools available to build QSAR models (Liaw and Svetnik 2003). Multiple

Linear Regression (Kauffman and Jurs 2001) and Partial Least Squares (Sheridan,

Nachbar, and Bush 1994) belong to the group of more traditional tools. The drawback

of these traditional methods is that they are not very flexible and may not perform

well on diverse collections, such as HTS data, that include multiple mechanisms of

action (Svetnic, Liaw, Tong, Culberson, Sheridan, and Feuston 2003). A more mod-

ern approach is to use data mining techniques such as k-Nearest Neighbor (Kauffman

and Jurs 2001), Artificial Neural Networks (Doniger, Hofmann and Yeh 2002; Kauff-

man and Jurs 2001) and Recursive Partitioning or Classification and Regression Trees

(Rusinko, Farmen, Lambert, Brown and Young 1999) , to build QSAR models. Data

Mining techniques are typically very flexible so that they can meet the challenge of

large data sets. Therefore, they are excellent candidates for being used on HTS data

and for building QSAR models. This work investigates the use of two multiple tree
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procedures as tools to build QSAR models.

We first concentrate on the RandomForest algorithm (Breiman 2001). An ensem-

ble of trees is built by introducing two sources of randomness into the tree growing

process. The two sources of randomness are bootstrapping of compounds and ran-

dom input vectors. Additionally, RandomForest offers some unique tools that make it

very attractive for QSAR modeling. The algorithm provides a built-in estimation of

prediction accuracy, measures of descriptor importance, and a measure of similarity

between compounds. We illustrate the use of RandomForest and its associated tools

on data sets from drug discovery. Furthermore, in order to be able to evaluate the

level of influence of the splitting criterion in the RandomForest algorithm, we per-

formed a comparison between the existing criterion, namely Gini index, and another

popular splitting criterion, namely entropy.

The second multiple tree algorithm that is taken under investigation is the ChemTree

algorithm (Golden Helix 2000) due to Hawkins and Kass (1982). This algorithm can

be used for growing a single tree as well as an ensemble of trees. When growing

multiple trees, a random split is performed at each step of the tree growing process

by randomly selecting one descriptor among the k most significant ones. We will

compare the performance of ChemTree and RandomForest on one particular data

set.

Trees or multiple trees are commonly used in drug discovery to order compounds

in a small subset (training set) in accordance to their activity levels. Highly active

compounds have a very high importance and are thus ranked first. The ranking of
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compounds in the training set is then used to order the remaining untested compounds

in the library (validation set or test set). For a single tree, this order of importance

is often based on the proportion of actives in each node of the tree. Compounds

living in a node with a high proportion of active compounds will be screened first.

When growing multiple trees, it is not so obvious how to rank order the compounds.

ChemTree provides the user with the complete structure of each tree grown in the

ensemble. This allows us to investigate the use of different criteria that will define a

screening order of compounds. The goal is to find a criterion that will select active

compounds as the ones first to be tested.

In Chapter 2 we give a brief summary of the remaining chapters. Chapter 3 con-

tains a literature review of the two areas of interest: pooling experiments in drug

discovery and data mining techniques as QSAR tools. Chapter 4 gives an overview

of various molecular descriptors that are commonly used in QSAR modeling. Chap-

ter 5 concentrates on pooling as an approach of improving screening efficiency in

chemical libraries. We describe four pooling designs that fulfill at least one of two

design criteria. The paper in Chapter 5 that describes this work was submitted to

Technometrics in June 2003, and resubmitted in May 2004. Chapter 6 gives some

additional results for the pooling designs that were omitted from the submitted paper.

We also give some preliminary analysis results for the pooling designs data. Anal-

ysis was performed on individuals. In Chapter 7, we concentrate on the analysis of

designed pools under violated Dorfman assumptions. In particular, we are interested

in analysis approaches that take within-pool interaction effects such as blocking and

synergism into account.
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Chapter 8 describes the use of RandomForest as a QSAR tool to virtually screen

chemical libraries. The main goal is to achieve high prediction accuracies for com-

pounds in the test set. Chapter 9 concentrates on ChemTree as another possible

QSAR tool. Here our main goal is to propose and compare different criteria based on

multiple trees that arrange compounds in the best possible screening order.
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Chapter 2

Summary of Research and Results

2.1 Summary of Research on Pooling Designs

Pooling chemical compounds means testing the compounds in groups rather than

individually. The usual Dorfman assumptions for pooling experiments are that a pool

is active if at least one of the compounds in the pool is active, and a pool is inactive if

none of the compounds in the pool are active. However, when pooling chemical com-

pounds, these assumptions do not necessarily hold because of within-pool interaction

effects such as blocking and synergism. Blocking occurs when a pool tests inactive

although it contains an active compound. Synergism occurs when a pool tests active

even though it contains no individually active compounds, where testing is at a pre-

specified concentration. The effects of blocking and synergism and their mechanisms

are described in more detail in Section 7.2. We discussed in Chapter 1 that pooling

experiments are an approach to improve screening efficiency when screening chemical

libraries. It is also important to realize that pooling is the only experimental screening
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procedure that can uncover blocking and synergistic relationships among compounds

(Xie, Tatsuoka, Sacks, and Young 2001). This provides a potential major advance in

discovering “combination therapies,” where several different drugs are simultaneously

given to a patient with the hope that each drug acts to disrupt separate components

of the disease process.

In a pooling experiment, pools can either be created in a random fashion or

by using design criteria. We propose four pooling designs that fulfill at least one

of two design criteria. The first criterion, optimal coverage, tries to cover a large

chemical space when creating the pools. The second criterion is minimal collision.

Two compounds are said to be colliding if they share at least one chemical feature.

The design criterion minimal collision tries to avoid assignment of compounds that

live in the same area of the chemical space into the same pool. A more detailed

discussion of the two criteria and their benefits can be found in Section 5.3. We try

to fulfill the design criteria by using the software SpaceFill (LWY) with either a fine

grid for optimal coverage or a coarse grid for minimal collision. Details about how

the software is used to fulfill each design criterion are given in Sections 5.3.1 and

5.3.2, respectively. Table 2.1 gives an overview of the four pooling designs, indicating

which design criteria are fulfilled by each design. A fifth pooling design is included in

the table. This design, Total Random (TR), does not satisfy any of the two design

criteria and it is used as a benchmark pooling design. We omit a detailed description

of the five designs and refer to Section 5.4 for further details. A graphical illustration

of the five designs is provided in Figure 2.1.

All four designs provide better coverage of the chemical space than the benchmark
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Table 2.1: Four pooling designs (OC, MC, SF1, and SF6) and a benchmark pooling
design (TR). The table illustrates which design criteria are satisfied (has value 1) by
each pooling design.

Design Criteria

Design Optimal Coverage Minimal Collision
Total Random, TR 0 0
Optimal Coverage, OC 1 0
Minimized Collision, MC 0 1
SpaceFill 1, SF1 1 1
SpaceFill 6, SF6 1 1
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Figure 2.1: Four pooling designs (OC, MC, SF1, and SF6) and a benchmark pooling
design (TR) applied to the NCI AIDS data.
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design TR. SF1, SF6, and MC also create pools with a very low number of colliding

compounds. The collision performance of SF1 and SF6 decreases exponentially after

a certain number of pools have been created, thus producing both low-collision and

high-collision pools. SF6 is preferred over SF1 on the basis of computational efficiency,

since SF6 creates 6 pools for every 1 pool created by SF1. MC uniformly achieves

fewer collisions than all other designs for all pools created.

The drawback of MC is that it is not as computationally efficient as SF1 and SF6.

Additionally, coverage of MC is not as “good” as of OC, SF1, and SF6. However,

MC designs are clearly superior in both detecting active compounds and in identifying

structurally diverse active compounds.

In fact, we can say that all four pooling designs achieve dramatically better perfor-

mance when compared to randomly constructed pools for both optimal coverage and

minimal collision. They offer an opportunity to screen compounds in a more efficient

but also more informative way. These designs open the possibility to study the effects

of blocking and synergism. Among all designs considered here, we recommend MC.

2.2 Summary of Preliminary Analysis of Pooling

Designs

We attempted a preliminary analysis of the designed pools. The problem was

that too few pools were created, so that our analysis approach failed. Chapter 6

documents this failed attempt, with the intent being to provide complete information

on all broad aspects of the dissertation research. We performed an analysis of the
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individual compounds, but this analysis is inconsequential since our real goal is to

analyze pooled data. A formal analysis of the MC and TR pooling designs is described

in Chapter 7.

2.3 Summary of Analysis of Designed Pools Un-

der Violated Dorfman Assumptions

The goal of this part of the research was to investigate different analysis ap-

proaches of the MC and the TR pooling designs under violated Dorfman assump-

tions. The different analysis approaches are based on a multiple-trees version of the

more standard recursive partitioning (Young and Hawkins 1998; Rusinko et al. 1999)

and a model-based likelihood approach as described by Yi (2002). Likelihood mod-

els require low-dimensional covariate spaces, and we propose and compare different

approaches of how to define a small number of covariate classes based on high dimen-

sional molecular descriptors.

One of the main motivations for doing an analysis of the pooled data under vio-

lated Dorfman assumptions is that we want to be able to account for the fact that

blocking and synergism occur when pooling chemical compounds. A detailed discus-

sion of these within-pool interaction effects can be found in Section 7.2. Both effects

are explicitly included in the likelihood model. We also account for them when defin-

ing covariate classes by using pooled responses that include blocking and synergism.

Unfortunately, no pooling experiments have been performed on the NCI data. There-

fore, we had to simulate our pooled responses while introducing certain blocking and
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synergism probabilities. Details about the simulation of the pool responses and the

determination of chemical descriptors for pools can be found in Section 7.3.

The first analysis approach was to use a multiple trees version of recursive parti-

tioning as described in Section 7.4. The reason for using multiple trees is that they

are more stable than single trees. Trees are grown based on the pooled responses plus

some individually retested compounds. The individual compounds were selected by

applying certain retesting probabilities as described in Section 7.5.1.

The remaining four analysis approaches are all based on likelihood model-based

covariate class estimates and they are described in detail in Section 7.5.2. The differ-

ence between the four analysis approaches lies in the way the covariate classes were

created. In the second approach covariate classes are based on a single tree using

individual compounds, in the third approach covariate classes are based on multiple

trees using pooled responses and a lower bound, and in the fourth approach covariate

classes are based on a single tree using pooled responses and a lower bound. The

last approach is also based on multiple trees but it uses a distance matrix to define

covariate classes. This approach is rather experimental. A detailed discussion of the

results can be found in Section 7.6.

The best performance is given by the likelihood approach with covariate classes

based on a single tree using individual compounds, followed by the likelihood approach

with covariate classes based on average lower bounds of a one-sided confidence interval

of multiple trees. The likelihood approach with covariate classes based on the lower

bound of a one-sided confidence interval of a single tree also gives surprisingly good
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results.

We also used an extended version of the NCI compound collection with 12,939

(896 active) additional compound as an independent test set and results for our five

different analysis approaches are described in Section 7.7.

2.4 Summary of Research on RandomForest

RandomForest (Breiman 2001) is an ensemble of unpruned trees. In order to

grow multiple trees that are as uncorrelated as possible, two sources of randomness

are introduced in the usual tree algorithm: bagging and random input vectors. Each

tree is grown using a bootstrap sample of the training data, bagging. Then at each

node, the best split is selected from a random sample of mtry descriptors instead

of all descriptors. A new set of mtry descriptors is randomly selected at each node.

More details about the algorithm can be found in Section 8.3. RandomForest also

provides several useful tools such as a built-in estimation of the test set error via the

use of Out-Of-Bag (OOB) samples, measures of descriptor importance and a mea-

sure of compound proximity. The measures of descriptor importance are obtained

by randomly permuting one descriptor at a time in the OOB sample and measuring

the impact on the prediction. Descriptors with high impact are deemed to be impor-

tant. This measure is a useful tool to reduce the dimension of the descriptor space.

The measure of compound proximity is obtained by measuring how often a pair of

compounds landed in the same terminal node. This measure is useful for detecting

outliers, for clustering and for missing value replacement. More details about all
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RandomForest tools can be found in Section 8.4.

In drug discovery, RandomForest is a useful tool to build QSAR models. These

models can be helpful in improving screening efficiency. We will illustrate the use of

RandomForest on two data sets from drug discovery.

2.4.1 Selectivity Data

The first data set came from an assay that was run internally at Merck. The

data consists of 1,146 molecules and the measured response is whether a compound is

selective in its binding behavior or not. The objective was to identify the molecular

descriptors that make the molecules specific to the target of interest. Two types of

molecular descriptors were available for this data set, atom pairs (AP) and topological

torsion (TT). Section 8.5.1 provides more details about the data, the descriptors, and

the objective.

Our strategy was to use RandomForest at first on all AP descriptors, identify

important ones and then rerun RandomForest on the reduced set of AP descriptors.

This was repeated until we reduced the original set of 4,376 AP descriptors to 28

most important AP descriptors. Figure 2.2 show that the reduced set of 75 and 28

important AP perform equally well or even slightly improved. RandomForest was also

run on the TT descriptors, and a reduced set of important TT descriptors. The test

set performance was essentially the same as the performance using AP descriptors.

Details can be found in Section 8.5.1. We also combined the set of important AP

descriptors and the set of important TT descriptors and ran RandomForest on this
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new descriptor set. The results show that by combining the descriptors, they pick

up the good properties of both descriptor groups. In the lower true positive range

of the ROC curve the combined descriptors show a high performance similar to the

reduced TT descriptors, and in the higher true positive range of the ROC curve their

performance is as good as the reduced AP descriptors. Section 8.5.1 gives further

details about the combined descriptors.

Our results have shown so far that the measures of descriptor importance provided

by the RandomForest algorithm are very helpful tools in reducing the dimension of

the descriptor space and in improving the performance of classification. The question

that remains is how the descriptor importance can be interpreted and if it can be used

to identify the molecular descriptors that make the molecules specific to the target

of interest. The descriptors we use are molecular descriptors, and their presence in a

molecule indicates the presence of a particular chemical feature. Taking the example

of AP descriptors, the presence of a particular AP descriptor in a molecule indicates

that the molecule contains the encoded pair of atoms that have a pre-specified minimal

topological distance to each other. We would like to answer the question if there is a

relationship between the importance of a descriptor and the activity of molecules in

which this descriptor is present.

Partial Least Squares (PLS) were also fit to the data with AP descriptors and the

most important descriptors were identified based on the largest absolute components

of the PLS directions. A comparison with the important AP descriptors identified

by RandomForest shows that 16 of the 40 descriptors identified as important by PLS

directions are also among the 75 AP descriptors that were identified as important
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by RandomForest. Furthermore, nine of these 16 overlapping descriptors are among

the 28 AP descriptors that were identified as most important by RandomForest. As

mentioned earlier, it is reasonable to assume that a relationship exists between the

descriptors identified as being important by PLS and the activity of the compounds

for which the descriptors are present. RandomForest identifies many of the important

PLS descriptors also as being important. Therefore, we think there is evidence that

there is also a relationship between the RandomForest descriptor importance measure

and the activity of the compounds. Further research needs to be done to strengthen

this tentative conclusion.

2.4.2 KDD Cup 2001: Thrombin Data

The second data set is from the KDD Cup 2001 competition and it was provided

by DuPont Pharmaceuticals. The objective in the KDD Cup competition was the

prediction of molecular bioactivity for drug discovery. Participants had to predict the

ability of an organic molecule to bind well to a target site on the thrombin receptor.

A detailed description of the data, the descriptors, and data- and descriptor-related

challenges can be found in Section 8.5.2.

The provided descriptor matrix was of extreme high dimension (139,351). In

order to reduce the dimension of the descriptor space we created new descriptors

by or-pooling 100 descriptors. This was done by taking the maximum over sets of

100 adjacent descriptors for each compound. This resulted into a matrix of 1,394

binary descriptors. RandomForest was run on these new descriptors and, based on

the measures of descriptor importance, important descriptors were selected. This step
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was repeated until the descriptor space was reduced to three descriptors. Figure 2.3

shows the weighted accuracies for the different descriptor sets. The weighted accuracy

for the three or-pooled descriptors at a threshold of 0.5 (majority vote) is 68.1%. The

winner of the KDD Cup achieved a weighted accuracy of 68.4%. The performance

of RandomForest on this challenging data set is extremely good, considering that no

tuning of the algorithm had to be done.

Our hypothesis that unfolding the three or-pooled descriptors, and rerunning Ran-

domForest on these 300 individual descriptors would give the same performance had

to be rejected. Even a selection of important individual descriptors gave no improve-

ment of the performance. However, we were able to show that RandomForest is able

to achieve a high weighted accuracy on individual descriptors. Further details are

given in Section 8.5.2.

2.4.3 Modification of the Splitting Criterion

The splitting criterion used in RandomForest is the Gini index. Our idea was to

investigate the influence of the splitting criterion in RandomForest by modifying it

to a different splitting criterion, entropy. Furthermore, we wanted to compare the

performance of the two criteria to look into possible improvements of the algorithm.

The implementation of entropy as the splitting criterion was successful and is

described in detail in Section 8.6.1. We compared the two criteria on the Merck

data. No difference could be detected. Discussions with other researchers lead us to

the understanding that the performance of RandomForest is not influenced by the
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choice of the splitting criterion. The reasons for this lie in the concept of growing

many relatively uncorrelated trees. Each individual unpruned tree in the ensemble is

a weak predictor with low bias and high variance. However, by growing many trees

and averaging over the predictions, the variance of the ensemble predictor will be

reduced. If we try to optimize each tree by itself, we automatically would increase the

correlation among trees since many trees would perform the same splits. As shown

in Section 8.3.3 in Theorem 8.3.3.2, low correlation is essential for high accuracy.

Therefore, it is not desirable in an ensemble method, such as RandomForest, to grow

optimal trees; hence the choice of the splitting criterion is not important. Based on

these considerations, we decided to perform no further research based on comparisons

of splitting criteria.

2.5 Summary of Research on ChemTree

2.5.1 RandomForest and ChemTree Comparison

ChemTree is a proprietary software for analyzing compound screening results.

It can be used to build a single tree or multiple trees. Multiple trees are created

by introducing one source of randomness into the tree building process. Instead of

selecting the descriptor that provides the most significant split of the data, a split

is performed by randomly selecting one among the k most significant descriptors.

Splits are performed at each step based on a statistical hypothesis test. This test can

be a t-test, an F-test or a chi-square test, depending on the type of input variables

(descriptors) and response variables. More details about the ChemTree algorithm can
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be found in Section 9.2.

To get a better understanding of the capabilities of the two different multiple

tree algorithms, ChemTree and RandomForest, we compared their performance on

the Thrombin data set from the KDD Cup 2001. Details about this research can

be found in Section 9.3. When using all or-pooled descriptors, ChemTree performs

comparably, or even slightly better for low threshold. The compound classification

in ChemTree was based on two different approaches. Method M1 is the averaging of

node proportions, and method M2 is the averaging of indicator functions I(p̂i > 0.5)

based on the node proportion p̂i. Again, we refer to Section 9.3 for further details.

Furthermore, we used a frequency count of number of times a descriptor was

used to perform splits as a measure of descriptor importance in ChemTree. Results

show that the descriptor importance measure in RandomForest is selecting impor-

tant descriptors in a better way. RandomForest based on eight important or-pooled

descriptors achieves a higher weighted accuracy across all thresholds than ChemTree

based on ten important or-pooled descriptors.

2.5.2 Comparison of Different Order Criteria for Compound

Screening

One of the main strategies for improving screening efficiency of chemical libraries

is to order compounds in the library in accordance to their predicted activity. Highly

active compounds should be screened first. We proposed eight different criteria that

define in which order to screen compounds. The criteria are based on multiple trees
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grown by the ChemTree algorithm. Two of the criteria are the above mentioned

methods M1 and M2. Another criterion is based on ranking all nodes within each

tree and assigning the top three nodes of each tree to the active class. The measure

R3 is obtained by averaging over the indicator functions I(node among top 3) across

all trees. A similar approach is taken based on confidence intervals. For each node a

two-sided 95% confidence interval is obtained. If the upper bound of the confidence

interval is greater than or equal to 0.5, the node is defined as active. The next four

measures are all based on the same idea. First, a one-sided lower confidence bound

is calculated for each node. The lower bounds are rank ordered and for each tree the

nodes with the three highest lower bounds are defined to be active. One measure

(IND) is based on averaging the indicator function I(lower bound is among top three)

across all trees. Another measure, AVP, is based on averaging the observed node

proportions of nodes that have a lower bound among the top three. The measure

AVLB is based on averaging the lower bounds of nodes that have a lower bound

among the top three. The last measure, AVLB1, is the same as AVLB, except that

all negative lower bounds are set to zero. A detailed description of the criteria can

be found in Section 9.4. Table 2.2 gives an overview of the different criteria and the

objectives they fulfill.

We created training-set-test-set combinations by randomly splitting the Thrombin

training data into 2/3 (training set) and 1/3 (test set). This was repeated 20 times

to create 20 training-set-test-set combinations. Assessment of the effectiveness of the

seven proposed prediction methods, M1, M2, R3, IND, AVP, AVLB, and AVLB1 is

done by lift charts and accumulation curves. Lift charts plot hit rates as a function
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Table 2.2: Overview of order criteria and which levels they take for three factors.

Criteria Order Statistic A B C

M1
∑

p̂

1000

M2
∑

I(p̂>0.5)

1000
1 -1 -1

R3
∑

I(p̂ is among top 3)

1000
1 1 -1

IND
∑

I(p̂l is among top 3)

1000
1 1 1

AVP
∑

p̂I(p̂l is among top 3)

1000
-1 1 1

AVLB
∑

p̂lI(p̂l is among top 3)

1000
-1 1 1

Factor A: binary/continuous (1/-1)

Factor B: ranking/threshold (1/-1)

Factor C: Confidence Interval/Node proportion (1/-1)

p̂: Node proportion

p̂l: Lower confidence limit of node proportion

of the number of compounds tested. The hit rate is defined as the number of active

compounds found over the number of compounds tested. High hit rates are favored.

Accumulation curves are directly related to lift charts. The total number of active

compounds found is plotted against the total number of compounds tested.

Results show that a difference between the eight measures can be observed only if

more than 50 compounds are tested. Measure M2 and IND show lower accumulation

curves than all other measures. We also compared the measures based on multiple

trees to similar measures based on a single tree. The multiple tree measures give

better performance than the single tree measures. Detailed results can be found in

Section 9.4. Further research is needed to assess which measure based on multiple

trees is the preferred one.
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Chapter 3

Literature Review

3.1 Literature Review: Group Testing

One of the key starting points of discovering a new drug is to screen large chem-

ical libraries to identify a small subset of new and diverse lead compounds. The

compounds are tested for potency with respect to one or more biological assays. The

screening process can range from being naive, where brute force is used to screen all

compounds, to being highly sophisticated, where training data sets are used to de-

velop models for predicting activity of untested compounds. Naive approaches have

become increasingly more effective with the advent of high throughput screening

(HTS) or even ultra-high throughput screening (uHTS) systems, where large num-

bers of compounds can be quickly screened in a highly automated fashion at a rate of

up to 100,000 compounds per day; see Niles and Coassin (2002). In addition to being

expensive, naive systems leave much to be desired in that little information is gained

on what aspects of the chemical makeup of active compounds are actually related
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to activity. Such information would allow synthesis of other active compounds that

possess more desirable features than those identified from the screened active com-

pounds. Additionally, today’s chemical collections are extremely large, on the order

of hundreds of thousands or millions of compounds, so that even an uHTS process

can take several weeks, if not months, to test the entire library. Furthermore, only a

very small proportion of the compounds in the library are actually active. Xie et al.

(2001) state that, in situations when the rate of active individuals is very small but

the number of individuals to be tested is very large, testing individuals in groups is

an effective alternative to testing them one by one. Some pharmaceutical companies

follow this approach and screen the chemical compounds in pools, with the purpose

of being more time and cost efficient.

Pooling experiments for chemical compounds proceed in a highly automated fash-

ion. Compounds are mixed with a solvent and very small amounts of the solution

are placed into different wells arranged on a plate. This is done in a mechanical

way by robotic liquid handling systems. To create the pools, either all samples along

each column, or all samples along each row, are combined. This pooling procedure is

called one-way pooling. Another common pooling strategy is called two-way pooling.

All the samples along the rows and the samples along the columns are combined to

create the pools. Two-way pooling can be used to facilitate decoding of actives and to

decrease the chance of false inactive pools (Phatarfod and Sudbury 1994; Langfeldt,

Hughes-Oliver, Ghosh, and Young 1997; Xie et al. 2001).

Pooling experiments, also known under the name of group testing, were first in-

troduced by Dorfman in 1943. He proposed this method in order to detect syphilis
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infected donor blood samples during World War II. His main goal was to improve

screening efficiency with this new approach. Dorman (1943) suggested to retest the

individuals of an active pool, so that the active individual sample(s) can be deter-

mined.

The work appearing in the group testing literature can be divided into two cate-

gories: estimation and classification. The estimation problems mainly try to estimate

the proportions of individuals that show a certain characteristic. It is not of interest to

predict which individuals possess the characteristic. For classification problems, the

goal is to accurately identify all individuals that show the characteristic of interest.

In the context of drug discovery problems, these would be the active compounds.

It has been shown that the estimators for proportions based on group testing can

have better cost-per-unit efficiency than the usual estimates obtained from individual

testing. In cases where the true proportion is less or equal than 2/3, this has been

used to reduce the mean squared error (MSE) of proportion estimates based on a fixed

number of tests (Thompson 1962; Sobel and Elashoff 1975; Swallow 1985 and 1987).

However, we should note that the benefits of the group testing estimator depend on

the use of the appropriate group size. It has been shown that for estimation problems

the group size is a very sensitive choice (Thompson 1962; Hughes-Oliver and Swallow

1992; Swallow 1985). Possible approaches for choosing the best group size include

double sampling techniques (Chen 1987), application of a prior distribution to the

proportion p in a Bayesian approach (Griffiths 1972) and use of an adaptive procedure

that sequentially adapts the group size (Hughes-Oliver and Swallow 1994).
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As mentioned before, the main goal in the classification problems in group testing

is to accurately identify all individuals that show the characteristic of interest. Under

Dorfman assumptions, a group is defined to be positive (active) if at least one of the

group members possess the characteristic of interest. A group is negative (inactive) if

none of the group members posses the characteristics of interest. In order to be able

to identify all individuals that show the characteristics of interest, the individuals

in positive groups will be retested. Several retesting schemes have been proposed

with the goal to reduce the expected number tests required to identify all individuals

showing the characteristics of interest (Sterrett 1957; Sobel and Groll 1959, 1966; Li

1962; Finucan 1964; Kumar and Sobel 1971).

Group testing has been applied in many other types of applications. Phatarfod and

Sudbury (1994) discuss group testing in the context of HIV testing when group tests

are flawed. Many other authors (for example, Gastwirth and Hammick 1989; Behets

et al. 1990; Tu, Litvak, and Pagano 1995; Hughes-Oliver and Rosenberger 2000) also

discuss group testing as a means of screening for other diseases, even simultaneously

screening for several diseases, in the presence of flawed tests. Findings clearly support

superiority of group testing experiments over one-at-a-time testing.

In Chapter 1 we introduce group testing experiments as a way to improve screening

efficiency in drug discovery. In the context of library screening and drug discovery, we

refer to group testing experiments as pooling experiments. Langfeldt et al. (1997),

Hann et al. (1999), Xie et al. (2001), Zhu, Hughes-Oliver, and Young (2001), and

Yi (2002) demonstrate the use of pooling methodology on real, not simulated, pooled

data from a large pharmaceutical company.
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Using group testing (pooling) on chemical compounds to assess the biological

activity introduces many difficulties. Very often when pooling chemical compounds

the Dorfman assumptions about positive (active) and negative (inactive) pools are

not valid. Two possible within-pool interaction effects that invalidate the Dorfman

assumptions are blocking and synergism.

Langfeldt et al. (1997) call compounds that prevent the detection of active com-

pounds blockers. Blocking occurs if there is an active compound and a blocker com-

pound in a pool, and the blocker compound blocks the mechanism of the active

compound so that the pool can no longer be tested active. In other words, blockers

lead to false inactive pools. There are a number of possible blocking mechanisms.

Blocking has also been researched in other applications of pooling methods, such as

blood testing experiments (Phatarfod and Sudbury 1994).

Synergism occurs if none of the compounds in a pool show activity, where test-

ing is at a prespecified concentration, but when tested as a group activity occurs.

Evidence of synergism and researchers’ interest in it is given in various forms. The

Biotechnology company CombinatoRx exists for the sole purpose of identifying ef-

fective combinations of therapeutic compounds. For example, they identified 22

pairwise combinations, where none of the individuals are known to be antifungal

agents, that inhibited growth of fluconazole-resistant C. albicans (Borisy et al. 2003).

While trying to understand the mechanistic actions of p68 RNA helicase, Rossow

and Janknecht (2003) discover synergistic relationships between p68 transcriptional

coactivators p300 and CERB-binding proteins. Tipping et al. (2002) discuss syn-

ergistic relationships between imatinib, a powerful inhibitor of the tyrosine kinase

29



activity of the oncoprotein responsible for chronic myeloid leukemia, and three other

compounds. Furthermore, the company ActivBiotics (2003) is currently developing

rifalazil, a best-in-class antibiotic that targets and inhibits the transcriptional ma-

chinery of bacteria. They report that rifalazil acts synergistically with other classes

of antibiotics.

Langfeldt et al. (1997), Zhu (2000), and Xie et al. (2001) all assume the presence

of blockers in their studies of optimal pooling strategies and cost efficiency. Xie et

al. (2001) also consider the effects of synergistic compounds in their work. Yi (2002)

considers blocking and synergism when modeling pooled and individual activity of

chemical compounds.

3.2 Literature Review: Data Mining Tools in QSAR

Modeling

In Chapter 1 we mentioned that virtual screening is another possibility to improve

screening efficiency for a chemical library. Only a subset of the chemical library is

tested for activity. A model based on the measured response of the subset and the

molecular structure of the compounds in the subset is used to predict the activity of

the remaining compounds in the library. Models that relate the chemical structure en-

coded into numbers to the biological activity are called quantitative-structure-activity

relationship (QSAR) models.

Many different tools are available to build QSAR models (Liaw and Svetnik 2003),

but the demands on QSAR modeling tools are very high, and sometimes even con-
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flicting. Data sets from drug discovery are often very large, either in terms of number

of chemical descriptors or in number of samples in the data set, or even both. The

descriptors are often very diverse, which requires a certain degree of flexibility of the

applied tool. Drug discovery data sets are often collections of diverse molecules. The

molecules can contain several mechanisms of action.

Traditional QSAR tools include Multiple Linear Regression (Kauffman and Jurs 2001)

and Partial Least Squares (Sheridan et al. 1994). With an increasing number of de-

scriptors and more complex data sets, these methods are very often not flexible enough

and their prediction accuracy is not very good. Prediction accuracy is of importance,

especially for large compound collections. Unnecessary screens of inactive compounds

can mean a great waste of time and resources if the number of unnecessary tested

compounds is large.

A more modern approach is using data mining techniques as tools for QSAR

modeling. Several popular tools are Recursive Partitioning or Classification and Re-

gression Trees (Rusinko et al. 1999), Artificial Neural Networks (Doniger et al. 2002;

Kauffman and Jurs 2001), k-Nearest Neighbor (Dasarathy 1990; Kauffman and Jurs 2001),

Linear Discriminant Analysis (Bakken and Jurs 2000) and Support Vector Machines

(Doniger et al. 2002). All of these techniques have been successfully applied for QSAR

modeling, but many of the tools still encounter limitations. Neural Networks and Lin-

ear Discriminant Analysis, for example, do not perform well with a large number of

input variables. Support Vector Machines, k-Nearest Neighbors, and Neural Networks

show poor ability to deal with irrelevant inputs. Classification and Regression Trees

is a QSAR tool that deals fairly well with the challenges of drug discovery data sets,
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since it can ignore irrelevant descriptors, it can handle multiple mechanisms in the

data, and it also handles high dimensional data fairly well. The only criterion that

is not very well fulfilled by Classification and Regression Trees is a high prediction

accuracy.

Due to the fact that Classification and Regression Trees have so many of the

desired qualities for a QSAR tool, much research has been done on creating tree-

based algorithms with better prediction accuracies. Several research efforts resulted

in the creation of ensemble methods for trees (Dietterich 2002). In the tree ensemble

methods, multiple trees are grown, and the prediction is based on averaging across all

trees in the ensemble. Many algorithms introduce some factors of randomness when

growing the trees so that many suboptimal trees are grown. Available tree ensemble

algorithms are RandomForest (Breiman 2001), ChemTree (Hawkins and Kass 1982;

Golden Helix 2000), RandomFIRM (Hawkins and Musser 1999) and Decision Forest

(Tong, Hong, Fang, Xie and Perkins 2003). All these algorithms have been applied

to QSAR modeling.

We will limit our investigations to two of the above tree ensemble algorithms:

RandomForest and ChemTree.
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Chapter 4

Molecular Descriptors

Molecular descriptors are numerical values that are calculated based on certain

properties of molecules. They can represent specific properties of molecules, such as

physicochemical properties, or they can be rather abstract constructs derived by ap-

plying algorithms to molecular structures (Leach and Gillet 2003). Typically, molec-

ular descriptors vary greatly in the complexity of information they capture.

A plethora of molecular descriptors have been proposed in the past. We are

particularly interested in molecular descriptors that have good abilities of capturing

structure-activity relationships (SARs), as discussed in Chapter 1. Some examples

of descriptors that are commonly used in SAR studies are atom pairs (Carhart et

al. 1985), topological torsions (Nilakantan et al. 1987), and the continuous BCUT

numbers of Pearlman and Smith (1998, 1999) that are based on the work of Burden

(1989).
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4.1 Atom Pairs

An atom pair (AP) descriptor describes a substructure in a molecule composed of

two non-hydrogen atoms and their interatomic separation (Carhart et al. 1985). Each

non-hydrogen atom is described by its elemental type, the number of non-hydrogen

atoms attached to it, and the number of bonding π electrons. The interatomic separa-

tion between the two non-hydrogen atoms is the length of the shortest bond-by-bond

path between them. The length is measured such that both atoms are contained in

the path. One AP descriptor is calculated for each substructure in a molecule. To ob-

tain the AP descriptors of an entire compound collection, the AP descriptors for each

molecule in the collection are calculated and the descriptor set is the unique union

of all possible AP descriptors. For a molecule with k non-hydrogen atoms, (k
2) AP

descriptors can be calculated and although only distinct AP descriptors are included

in the descriptor set, the number of AP descriptors can be very large. A bitstring

descriptor can easily be calculated in which each position indicates the presence or

absence of a particular atom pair in the molecule.

Figure 4.1 shows the molecule cyclohexane-1,4-dione and an illustration of four

atom pairs (marked red). The molecule contains eight non-hydrogen atoms (six car-

bons and two oxygens) and therefore 28 AP descriptors can be calculated; only 11

AP descriptors are distinct. The atom pair CX2-(2)-CX2 represents the substruc-

ture −CH2 −CH2− (Figure 4.1 (a)), Xn indicating the presence of n non-hydrogen

neighboring atoms; the shortest bond-by-bond path between the two carbon atoms

is two. Another commonly used notation for the atom pairs is C(2,0)-2-C(2,0). It is
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Figure 4.1: Molecule cyclohexane-1,4-dione; it contains eight non-hydrogen atoms.
The atom pair paths in (a)-(d) and the topological torsion path in (d) are marked in
red. Atom pair names for (a)-(d) and topological torsion name for (d) are provided.
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very similar to the original Carhart notation CX2-(2)-CX2. Here, (2,0) indicates the

presence of two non-hydrogen neighboring atoms and the presence of zero bonding π

electrons.

The atom pair CX2-(4)-O·X1 represents the substructure −CH2 − C − C = O

(Figure 4.1 (d)); here the shortest bond-by-bond path between the carbon atom and

the oxygen atom is four. A dot (·) following an atom name indicates the presence of

a bonding π electron.

Advantages of AP descriptors are that each AP descriptor corresponds to one

clearly identifiable structural feature and they can be easily calculated to allow con-

sideration of large numbers of structures.

4.2 Topological Torsion

A topological torsion (TT) is a sequence of four connected non-hydrogen atoms

(Nilakantan et al. 1987). Similar to the AP descriptors, each atom is described by

its elemental type, the number of non-hydrogen branches attached to it, and the

number of bonding π electrons. To achieve compact coding, the number of branches

does not include those that make the torsion itself. This means that for the two end

atoms in the sequence of four connected non-hydrogen atoms (torsion) the number

of branches is calculated as the total number of branches minus one, and for the

the two central atoms in the torsion the number of branches is calculated as the

total number of branches minus two. A TT descriptor consists of four strings of the

type (NPI − TY PE − NBR), NPI indicating the number of bonding π electrons
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on an atom, TY PE indicating the type of atom, and NBR indicating the number

of non-hydrogen branches calculated as described above. The red path marked in

Figure 4.1 (d) illustrates the TT descriptor (0-C-1)-(0-C-0)-(1-C-1)-(1-O-0) of the

sequence of four connected non-hydrogen atoms −CH2 − C − C = O. Similar to

AP descriptors, a bitstring descriptor can easily be calculated in which each position

indicates the presence or absence of a particular topological torsion in the molecule.

Advantages of TT descriptors are that just like for atom pairs, each TT descrip-

tor corresponds to one clearly identifiable molecular feature and they can also be

easily calculated. The main difference between AP descriptors and TT descriptors

is that AP descriptors can capture long-range correlations between atoms in active

molecules and TT descriptors capture the short-range correlations (Nilakantan et

al. 1987). Originally TT descriptors were intended not to replace, but to complement

AP descriptors.

4.3 BCUT Descriptors

BCUT descriptors were designed to capture atomic properties that are relevant

to intermolecular interactions (Leach and Gillet 2003). BCUTs are eigenvalues from

connectivity matrices derived from the molecular graph. A connectivity matrix is

obtained by placing an atomic property (e.g. size, atomic number, partial charge, etc.)

for each heavy (non-hydrogen) atom along the diagonal of a square matrix. The off-

diagonal elements of the matrix measure the degree of connectivity between pairs of

heavy atoms. The eigenvalues of this matrix then measure properties of the molecular
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graph, since they (eigenvalues) are matrix invariants. Furthermore, this construction

allows the eigenvalues to be functions of all the heavy atoms in the molecule. Pearlman

and Smith (1998, 1999) describe 67 BCUT numbers. Since these 67 BCUT descriptors

are highly correlated, computational chemists typically use a subset of five or six

fairly uncorrelated BCUT numbers. They tend to characterize molecular bonding

patterns and atomic properties such as surface area, charge, hydrogen-bond donor,

and acceptor ability.
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Pooling Experiments
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Abstract

Discovery of a new drug involves screening large chemical libraries to identify

new and diverse active compounds. Screening efficiency can be improved by testing

compounds in pools. We consider two criteria to design pools: optimal coverage of

the chemical space and minimal collision between compounds. Four pooling designs

are applied to a public data set. We evaluate each method by determining how well

the design criteria are met and whether the methods are able to find many diverse

active compounds. One pooling design emerges as a winner, but all designed pools

clearly outperform randomly created pools.

KEY WORDS: Drug discovery; High throughput screening; Molecular descriptors;

Pooling experiments; Tanimoto similarity; Uniform cell coverage designs.
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5.1 INTRODUCTION

5.1.1 Screening for Drug Discovery

Screening large chemical libraries to identify a small subset of new and diverse

lead compounds is a major phase in the drug discovery process. Starting with a

particular biological target identified as being a good measure of a compound’s ability

for treating a disease, chemists are then faced with the daunting task of testing or

screening large numbers of compounds. Moreover, they are adamant about finding

diverse active compounds, as can be seen by the vast number of papers published on

creating diverse chemical collections. Two compounds are diverse if their chemical

structures differ in important ways. Resources are limited, and if the same resources

can be used to find a comparable number of diverse actives as opposed to similar

actives, then the approach that achieves diversity is strongly preferred.

The screening process can range from being naive, where brute force is used to

screen all compounds, to being highly sophisticated, where training data sets are used

to develop models for predicting activity of untested compounds. Naive approaches

have become increasingly more effective with the advent of high throughput screening

(HTS) or even ultra-high throughput screening (uHTS) systems, where large numbers

of compounds can be quickly screened in a highly automated fashion at a rate of

up to 100,000 compounds per day; see Niles and Coassin (2002). In addition to

being expensive, naive systems leave much to be desired in that little information

is gained on what aspects of the chemical makeup of active compounds are actually

related to activity. Such information would allow synthesis of other active compounds
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that possess more desirable features than those identified from the screened active

compounds. Additionally, today’s chemical collections are extremely large, on the

order of hundreds of thousands or millions of compounds, so that even an uHTS

process can take several weeks, if not months, to test the entire library.

Sophisticated screening approaches typically divide the collection of all (available

on-site, available for purchase, or virtually available) compounds into a training set

and a prediction set. The training set is used to develop a model that relates chemical

structure to activity. The usual medicinal chemistry assumption is that two struc-

turally similar compounds are more likely to have similar activity (McFarland and

Gans 1986). This underlying correlation between activity of a compound and its

chemical structure provides the basis for structure-activity relationships, also known

as SARs. Numerical models that attempt to describe these relationships are called

quantitative structure-activity relationships (QSARs).

The ability to represent chemical structure using quantitative variables (also called

molecular descriptors) is an obvious requirement for developing QSARs. A plethora of

molecular descriptors have been proposed for this purpose, with some achieving suc-

cess for particular targets and the same descriptors failing miserably for other targets.

Some examples of descriptors that are commonly used are atom pairs (Carhart, Smith,

and Ventkataraghavan 1985), topological torsions (Nilakantan, Bauman, Dixon, and

Ventkataraghavan 1987), molecular connectivity indices (Kier and Hall 1981), and the

continuous BCUT numbers of Pearlman and Smith (1998, 1999) that are based on

the work of Burden (1989). Choice of descriptors is not obvious and performance is

well-believed to be target-dependent. This is an ongoing and active area of research
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in computational chemistry. For a good review of this area, readers may consult

Brown and Martin (1996) and Todeschini and Consonni (2000). In light of this, it is

especially important to choose descriptors that are informative about the activity of

a compound with respect to the targets under consideration.

Armed with a training collection of compounds and molecular descriptors, so-

phisticated screening approaches build models for predicting the activity of untested

compounds. Testing proceeds only for those compounds with high predicted activity.

This approach reduces the number of tests needed and offers insights to chemical

features that are important for activity. Discouragingly, due to sparsity of active

compounds in the collection (typically 1-5% active), large training collections that

require many tests, for example 5,000 to 10,000, are still needed to develop reliable

models (Abt, Lim, Sacks, Xie, and Young 2001). Alternative methods for improving

screening efficiency must be considered. Xie, Tatsuoka, Sacks, and Young (2001) state

that, in situations when the rate of active individuals is very small but the number of

individuals to be tested is very large, testing individuals in groups is an effective al-

ternative to testing them one by one. This scenario describes exactly the situation we

are facing when screening large collections of compounds. Therefore, one recourse for

assaying compounds individually is to test them in pools; for example, 10 compounds

may be grouped together for simultaneous testing.

5.1.2 Pooling Experiments

Pooling experiments, also known under the name of group testing, were first in-

troduced by Dorfman in 1943. He suggested testing men’s blood samples for syphilis
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by pooling them into groups rather than testing each sample individually. Dorfman

assumed that a pool is active if at least one of the samples in the pool is active,

and inactive if none of the samples in the pool are active. If a pool tests active, all

individuals in the pool will be retested so that the active individual sample(s) can

be determined. Dorfman (1943) illustrated the cost and time savings that could be

achieved by applying this procedure. Applying different retesting schemes can reduce

the expected number tests needed to identify all active individual samples (see, for

example, Sterrett 1957; Sobel and Groll 1959; Li 1962; Finucan 1964). This in turn

can result in bigger cost and time savings than achieved by Dorfman (1943). Phatar-

fod and Sudbury (1994) discuss pooling in the context of HIV testing when pooled

tests are flawed. Many other authors (for example, Behets et al. 1990; Tu, Litvak,

and Pagano 1995; Hughes-Oliver and Rosenberger 2000) also discuss pooling as a

means of screening for other diseases, even simultaneously screening for several dis-

eases, in the presence of flawed tests. Findings clearly support superiority of pooling

experiments over one-at-a-time testing.

Today, pooling methods are used to identify active individuals in many differ-

ent applications. Langfeldt, Hughes-Oliver, Ghosh and Young (1997), Hann et al.

(1999), Xie et al. (2001), Zhu, Hughes-Oliver, and Young (2001), and Yi (2002) note

that pooling methodology is commonly used in the drug discovery process, and they

demonstrate its use on real, not simulated, pooled data from large pharmaceutical

companies. Pooling is used to screen large collections of compounds, and is consid-

ered to be a very efficient HTS technique. Dean and Lewis (2004) contain several

chapters that review applications of pooling to many areas, including identification
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of important treatment factors in manufacturing and engineering applications.

Pooling experiments for chemical compounds proceed in a highly automated fash-

ion. First, the solid compounds need to be liquified by mixing them with a solvent.

Robotic systems place tiny amounts of the solutions into different wells arranged on a

plate. In one-way pooling, each compound is included in exactly one pool. Two-way

pooling combines samples such that each compound is included in exactly two pools.

Two-way pooling can be used to facilitate decoding of actives (identification of active

compounds within an active pool) and to decrease the chance of false inactive pools

(Phatarfod and Sudbury 1994; Langfeldt et al. 1997; Xie et al. 2001). We only

consider one-way pooling in this paper.

Testing compounds in pools has other advantages. While the historical motivation

for pooling experiments has been cost and time efficiencies, it is important to realize

that pooling is the only experimental screening procedure that can uncover blocking

and synergistic relationships (Xie et al. 2001), which both indicate within-pool inter-

actions, among compounds. This provides a potential major advance in discovering

“combination therapies,” where several different drugs are simultaneously given to

a patient with the hope that each drug acts to disrupt separate components of the

disease process. A number of diseases such as HIV, hepatitis, and cancer are treated

with combination therapies.
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5.1.3 Designing Pooling Experiments for Screening in Drug

Discovery

Recognizing the many benefits of pooling experiments, the purpose of this paper is

to determine good strategies for forming pools in order to: (a) find a diverse collection

of actives and (b) increase the number of actives found relative to the number of tests

performed.

Random assignment to pools is, as will be shown in this paper, both beneficial

and easy. It allows realization of increased efficiency from pooling but it can suffer

from not properly addressing diversity. Random assignment might lead to identify-

ing increased activity levels that arise by additivity, where two or more chemically

similar compounds combine to increase activity in ways that are of no therapeutic

interest. On the surface, this may appear to be a harmless side effect because it

would mean identification of essentially extra copies of the same individually weakly

active compounds. Given that a collection contains only a few active compounds, one

might be misled to believe it is better to include multiple copies of weak compounds.

This argument, on its own, is quite reasonable. However, by avoiding additivity, we

can increase the chance of finding distinct active compounds. Recall that the goal

of screening is identification of a small subset of new and diverse lead compounds;

structural diversity is essential. Following well-accepted standards (Godden, Xue, and

Bajorath 2000) in the chemistry literature, we measure structural diversity of actives

using Tanimoto similarity (Jaccard 1908; Tanimoto 1958) calculated from Carhart

atom pairs (Carhart et al. 1985).
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Structural diversity within pooling designs can be accomplished at two different

levels, within pools or within the entire training set. Both levels of diversity are

based on the particular choice of molecular descriptors being used for the application.

Diversity within pools focuses on placing only chemically dissimilar compounds in a

particular pool. We propose a new criterion, minimal collision, to achieve this level of

diversity. Optimal coverage, as defined by Lam, Welch, and Young (2002), hereafter

LWY, is the criterion used to diversify the training set or collection of all compounds

selected for the pooling design. These criteria are chosen to increase the chance of

discovering active compounds from structurally different chemical classes. Using the

two criteria of optimal coverage and minimal collision, we propose and compare four

different pooling designs that fulfill at least one of the design criteria. Performance of

the four pooling designs is illustrated using a compound collection from the National

Cancer Institute (NCI). Table 5.1 gives an overview of the four proposed pooling

designs, indicating which design criteria are fulfilled by each design. A fifth pooling

design is included in the table. This design, Total Random (TR), does not satisfy

any of the two design criteria and it is used as a benchmark pooling design.

Section 5.2 describes the NCI data, including the chemical descriptors used and

why they were chosen. Section 5.3 explains the two proposed design criteria, namely,

optimal coverage and minimal collision. We also discuss the importance and benefits

of these criteria. In Section 5.4, we provide a detailed discussion of the four pooling

designs. We illustrate their realization on the NCI compound collection, compare how

well they fulfill the design criteria, and investigate structural diversity for the actives

that they find. Finally, in Section 5.5 we close with a summary and discussion.
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Table 5.1: Four pooling designs (OC, MC, SF1, and SF6) and a benchmark pooling
design (TR). The table illustrates which design criteria are satisfied by each pooling
design.

Design Criteria

Design Optimal Coverage Minimal Collision
Total Random, TR 0 0
Optimal Coverage, OC 1 0
Minimized Collision, MC 0 1
SpaceFill 1, SF1 1 1
SpaceFill 6, SF6 1 1

5.2 NCI COMPOUND COLLECTION: SCREEN-

ING TO DEVELOP MEDICINES FOR AIDS

We illustrate the realization of our proposed design criteria on the DTP AIDS An-

tiviral Screen compound collection from NCI. The collection contains screening results

for evidence of anti-HIV activity, and the chemical structure of 43,905 compounds.

More information on this public data set can be obtained from http://dtp.nci.nih.gov/

docs/aids/aids_data.html. Our design work is based on an older version of this

collection (May 1999), which contained 32,110 compounds. We use only 29,749 of

these compounds because molecular descriptors could not be calculated for all mem-

bers of the collection. We are happy to provide this data set to those who request

it.

As mentioned in the introduction, an important decision is choice of appropriate

molecular descriptors that describe the chemical properties of each compound in the

collection. We need descriptors that capture structural features of a compound that
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are relevant to activity.

BCUT numbers are the descriptors of choice in this paper, and there are many

reasons for this. First, several authors, including Stanton (1999), Lam (2001), LWY,

and Yi, Hughes-Oliver, Zhu, and Young (2002), have demonstrated utility of these

descriptors. Some of these authors even demonstrate utility of BCUTs for the same

NCI compound collection that we consider here. Second, BCUTs are continuous

measures that lend themselves well to our discretizing approach. This is because

BCUTs are not smoothly related to activity, as discussed by Lam (2001) and Yi et al.

(2002). Third, a large number of BCUTs (67) are well-represented by only six BCUTs,

thus allowing a natural compression and expression of dependence relationships.

BCUTs are eigenvalues from connectivity matrices derived from the molecular

graph. A connectivity matrix is obtained by placing an atomic property (e.g. size,

atomic number, partial charge, etc.) for each heavy (non-hydrogen) atom along the

diagonal of a square matrix. The off-diagonal elements of the matrix measure the

degree of connectivity between pairs of heavy atoms. The eigenvalues of this matrix

then measure properties of the molecular graph, since they (eigenvalues) are matrix

invariants. Furthermore, this construction allows the eigenvalues to be functions of

all the heavy atoms in the molecule. Following LWY, we assume that they capture

useful aspects of the properties of the molecule. Pearlman and Smith (1998, 1999)

describe 67 BCUT numbers. Since these 67 BCUT descriptors are highly correlated,

computational chemists typically use a subset of five or six fairly uncorrelated BCUT

numbers. They tend to characterize molecular bonding patterns and atomic proper-

ties such as surface area, charge, hydrogen-bond donor, and acceptor ability.
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Having selected molecular descriptors that capture useful properties and struc-

tural features of a compound, the question now arises of how these descriptors can be

used to express and evaluate the two proposed design criteria of optimal coverage and

minimal collision. Only a few compounds live in the outer ranges of the six BCUTs

(LWY; Yi et al. 2002). Because of this, we use BCUT numbers only after a certain

level of discretization; equal frequency for the outer bins and equal width for the in-

terior bins. We want to divide the range of BCUT descriptors into a rather fine grid

such that compounds fall in a limited number of the resulting cells. Following LWY,

64 bins are used to divide each of the 20 three-dimensional BCUT spaces. This results

in a total of 1,280 new cell-based molecular descriptors. This new descriptor set leads

to a row vector of 1,280 elements for each compound, or a 1,280-dimensional covariate

space. The new descriptors are binary, and each descriptor indicates whether a com-

pound resides in a certain cell of one particular three-dimensional BCUT subspace.

5.3 POOLING DESIGN CRITERIA

The goal of screening compounds is to identify active compounds from struc-

turally different chemical classes. Because of the size of the collection and the num-

ber of potential targets of interest, it may not be possible to screen every compound

for every target. A more efficient approach is to screen a representative subset of

compounds, find the active regions, and screen additional compounds in these active

regions to find better compounds, i.e., compounds having better absorption, distribu-

tion, metabolism and excretion properties. The purpose of initial designs or training

sets is not so much to find all active compounds in one region but to find active
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compounds in different regions (or chemical classes). Finding multiple copies of es-

sentially the same active is not nearly as important as finding chemically different

actives. Cummins, Andrews, Bentley, and Cory (1996) and Menard, Mason, Morize,

and Bauerschmidt (1998) provide cell-based methods for choosing screening sets of

diverse compounds from large collections. Fligner, Verducci, and Blower (2002) use

a modified Jaccard-Tanimoto index for selecting a diverse screening set. LWY obtain

screening sets using a coverage criterion, and this is the approach we follow in using

optimal coverage as a design criterion.

Coverage of the chemical space is important because active compounds can appear

anywhere in the chemical space, not only in regions of high compound density. Very

often, chemical synthesis is based on previous efforts to detect active compounds.

This results in compound collections with areas that are dense in compounds because

an active was found in a particular area and similar compounds were subsequently

made. A new query typically involves a different biological target, and might require

compounds from different areas in the chemical space. When choosing compounds at

random, compounds from highly dense subspaces are more likely to be selected and a

randomly selected collection will over-represent these areas. Such (randomly selected)

compounds might contain many similar actives from the same region or chemical class.

However, if compounds are selected such that all regions of the chemical space are

uniformly represented, then it is more likely that compounds from sparse subspaces

will be included and this increases the chance of discovering diverse active compounds.

Formulas for design criterion optimal coverage are given in Section 5.3.1.

The idea of combining pooling and coverage is to enable researchers to efficiently
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screen a good representative subset (e.g., thousands) of compounds from a very large

set (e.g., millions) using fewer tests than required by individual testing. We do

not, however, want to lose any information by pooling compounds. This can be

accomplished by avoiding assignment of compounds that live in the same area of the

chemical space into the same pool. This leads us to minimal collision as our second

criterion, with its formula given in Section 5.3.2.

Two compounds with similar features should be in different pools so they give

replication across the pools; two similar compounds increase the effective dose level

of their common features. Placing similar compounds in the same pool would lead

to testing a (possibly weak active) compound at a higher dose level than intended.

Pooling of diverse compounds is not to avoid placing multiple active compounds into

a single pool but rather to avoid placing multiple similar active compounds into a

single pool. The latter causes additivity, which is wasteful with respect to the goal of

achieving diversity. On the other hand, having pools contain multiple diverse active

compounds can be a definite advantage since this reduces the number of active pools

that would need to be retested while simultaneously realizing the benefit of finding

multiple diverse actives. Another reason for trying to minimize collisions within the

pools is to avoid ambiguous decoding and improve screening efficiency. It is possible

to derive decoding models that may be used to point to specific compounds in the

pool to obviate testing of each compound in the pool. Zhu et al. (2001) and Yi (2002),

for example, derive decoding models that do not require retesting all individuals in

active pools. If several compounds within an active pool share the same chemical

features, it will be hard to identify the specific compound that induces the activity
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in the pool without retesting each compound in the pool.

5.3.1 Optimal Coverage

Optimal coverage of BCUT space by the selected pooling design is measured by

the uniform cell coverage (UCC) criterion of LWY. This criterion seeks diversity of

compounds in the entire screening set. Using the six BCUT descriptors, each one-,

two-, and three-dimensional subspace is partitioned into 4,096 cells. A design set

Xd, which is the set of compounds included in the pooling design, is penalized for

non-allocation into candidate cells, where the candidate set Xc is the entire collection

of compounds available for screening and candidate cells contain at least one member

from Xc. The criterion is minimization of

UCC =
U1−D + U2−D + U3−D

3
, (5.1)

where

Uj−D =

∑
s∈Sj

∑
i[nsi(Xd)− csi(Xc)]

2

|Sj| , j = 1, 2, 3, (5.2)

s represents a particular subspace, Sj is the collection of all j-dimensional sub-

spaces, |Sj| is the total number of j-dimensional subspaces, i represents a cell in

the partition, nsi(Xd) is the number of design compounds in cell i of subspace s,

csi(Xc) = I(candidate set Xc covers cell i of subspace s), for I(·) the indicator func-

tion. UCC minimization can be achieved by having no uncovered candidate cells

in the design, and placing only one design point, for example, per occupied cell.

The SpaceFill algorithm of LWY is designed to optimize this criterion. Readers are

referred to LWY for a more complete exposition of UCC and SpaceFill.
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5.3.2 Minimal Collision

Minimal collision, unlike optimal coverage, does not attempt to diversify com-

pounds in the entire screening set. Instead, minimal collision focuses only on what

happens within each pool. Two compounds within a pool are said to collide when

they occupy the same cell in a subspace, that is, when at least one of the 1,280 binary

covariates described in Section 2 are present for both compounds. In other words, a

design set Xd is penalized for multiple allocations from a single pool into one of the

1,280 cells. The criterion is minimization of

1

n

n∑

i=1

1280∑

j=1

K∑

k=2

(k
2)I(k compounds in pool i occupy cell j), (5.3)

where there are n pools each containing K compounds. For a particular cell containing

k compounds, the number of collisions is (k
2), which rapidly increases as the number of

co-existing compounds increases. The innermost summation counts collisions within

a single cell. Note that we assume that the entire screening set consists of exactly

nK compounds.

Minimal collision and optimal coverage are not the same. As long as a particu-

lar pool contains diverse compounds, minimal collision places no penalty on having

another nearly identical pool in the design set, while optimal coverage places severe

penalties on including both of these pools in the design set. In other words, minimal

collision limits penalties to what happens inside each pool, irrespective of what hap-

pens across pools. Optimal coverage, on the other hand, pays attention to the design

set as a whole.

While an exchange algorithm could be programmed to minimize (5.3), we instead
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use the SpaceFill algorithm, after some modification, for this purpose. Using a grid

of size 64 cells instead of 4,096 cells, SpaceFill is used as described in Section 5.3.1 to

select 64 compounds. Ten of these 64 compounds are then randomly assigned to the

first pool. Other pools are formed in a similar manner (of first using SpaceFill to select

64 then randomly placing 10 into the pool) using previously unselected compounds,

i.e., without replacement. By defining a much coarser grid, we assume that these

compounds are not too close to each other in the chemical space and are therefore

chemically diverse; few collisions should occur among these compounds.

5.4 FOUR POOLING DESIGNS APPLIED TO

NCI AIDS DATA

5.4.1 Design 1: Optimal Coverage

The first design, Optimal Coverage (OC), only tries to fulfill one design criterion,

optimal coverage. As mentioned in Section 5.3.1, the SpaceFill algorithm is used

with a fine grid to choose 4,096 compounds that minimize UCC. Pools are created

by randomly selecting 10 of these 4,096 compounds at a time, without replacement,

and assigning them to the same pool. A total of 409 pools are created. This design

does not try to minimize collisions; it is used as a benchmark design for assessing

minimal collision. We created 20 replicates by repeatedly selecting 4,096 compounds

using SpaceFill, and assigning them to pools at random.
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5.4.2 Design 2: SpaceFill 1

SpaceFill 1 (SF1) aims to fulfill both design criteria. First, an initial set of 4,096

compounds is chosen in the same fashion as in the OC design. This step tries to

pick compounds that fulfill the criterion of optimal coverage. In order to be able to

compare the two designs OC and SF1, we use for SF1 the same 4,096 compounds

as in the OC design. The next step is building the pools, while fulfilling the design

criterion of minimal collision. Pools are created as described in Section 5.3.2 by using

SpaceFill with a grid of size 64 cells on the previously chosen 4,096 compounds. We

created 390 pools in this way. (The SpaceFill algorithm was designed for large data

sets and will not work with small candidate sets; in our case, we could not go below

200 candidate points.) Again, 20 replicates were created.

5.4.3 Design 3: SpaceFill 6

The third design, SpaceFill 6 (SF6), is a slight modification of the SF1 design. The

subset of 4,096 compounds and the first candidate set for the pools of 64 compounds

are selected as described in Section 5.4.2. Again we use the same 4,096 compounds.

We now randomly select 60 compounds among the 64 molecules, and randomize

them into six pools of 10. To create pools 7 to 12, SpaceFill is used to select 64

compounds among the remaining 4,036 compounds, and the above steps are repeated.

We created 390 pools in this way. Twenty replicates were created. This method is

more computationally efficient, but might not give as high a quality design.
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5.4.4 Design 4: Minimized Collision

The fourth design, Minimized Collision (MC), is primarily aimed at fulfilling the

design criterion of minimal collision. Without selecting a subset of compounds that

is trying to achieve optimal coverage of the chemical space, we select compounds

from the entire collection to form pools. The goal is to place only chemically diverse

compounds in a particular pool to avoid collisions, and the procedure is as described

in Section 5.3.2. Twenty replicates were created each containing 390 pools.

5.4.5 Application to NCI AIDS Data

We illustrate our pooling design methods on the NCI AIDS Antiviral Screen com-

pound collection of 29,749 compounds with 607 (2.04%) active compounds. The chem-

ical descriptors used are six BCUT numbers where each of the 20 three-dimensional

subspaces is binned into 64 bins giving a total of 1,280 binary covariates. This is

described in more detail in Section 5.2. Results are given for five designs. All results

are averaged across 20 replicates. Primary interest is in the four designs OC, SF1,

SF6, and MC. The fifth design, TR, is used as a control/benchmark. Here, 390 pools

are created by randomly selecting, without replacement, 10 compounds at a time

from the complete NCI collection.

Assessing Coverage.

Table 5.2 shows the UCC coverage of the designs. The UCC criterion is evaluated

for compounds selected at the first step of the design. OC, SF1 and SF6 share the
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same 4,096 compounds for each of the 20 replicates, so the OC line in Table 5.2 also

applies to SF1 and SF6. In the MC design, we select compounds and assign them

directly to pools using a coarse grid in SpaceFill. However, to evaluate the UCC

value, we use the 3,900 individual compounds of the 390 pools for each replicate.

Because a different number of compounds is evaluated here, we also provide pc, the

average percent of cells covered, for each design. When calculating pc, we average the

percentage of cells covered by a design over all subspaces, relative to the number of

cells covered by the candidate set. As a result, pc is more appropriate for comparing

design sets of differing sizes because it provides a relative measure of performance

whereas UCC provides an absolute measure. In general, however, UCC is preferred

because it penalizes multiple assignments to candidate cells while pc does not.

An analysis-of-variance F -test for equality of UCC across designs OC, MC, and

TR has p-value <0.0001. Multiple testing using Tukey’s honestly significant difference

(HSD) test with α = 0.05 reveals significant differences of UCC between designs OC,

TR, and MC, with OC having best (smallest) UCC and TR having the worst (largest)

value of UCC. Exactly the same ordering occurs for pc, after observing a p-value of

<0.0001 for the analysis-of-variance F test. In other words, compounds selected with

the SpaceFill algorithm in OC give significantly better coverage of the chemical space

than either the randomly selected compounds in TR or the compounds selected by

the MC design, and MC provides significantly better coverage than TR.
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Table 5.2: UCC and percent of cells covered, pc, averaged across 20 replicates. UCC
and pc are evaluated for compounds chosen in the first stage of the design. OC, SF1
and SF6 use the same 4,096 compounds for each of the 20 replicates. UCC and pc
for the MC design is based on 3,900 compounds. Small UCC value implies better
coverage of the candidate set by the selected subset. High percent coverage is better.
Tukey’s honestly significant difference (HSD) test was used for multiple comparisons.
Means with the same letter are not significantly different for experimentwise error
rate α = 0.05.

UCC value

Design Mean SD Min Max HSD
Total Random, TR 22355.1 415.9 21572.3 22991.1 A
Minimized Collision, MC 14647.2 362.6 13916.3 15275.8 B
Optimal Coverage, OC 5745.9 6.9 5731.7 5757.7 C

Percent Covered (pc)

Design Mean SD Min Max HSD
Total Random, TR 55.5 0.42 54.6 56.2 A
Minimized Collision, MC 70.2 0.21 70.0 70.7 B
Optimal Coverage, OC 79.1 0.06 79.0 79.3 C
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Assessing Collision.

In a cell containing k compounds, (k
2) collisions occur. To obtain the total number

of collisions within a pool, we sum the number of collisions per cell over all cells

corresponding to compounds in that pool. This is expressed by the two innermost

summations in (5.3). Figure 5.1 illustrates how well the five designs fulfill the criterion

of minimal collision.

Table 5.3 shows collision averages across the 20 replicates, as well as standard

deviations and minimum and maximum number of collisions. It also shows results of

multiple testing, using Tukey’s honestly significant difference (HSD) test with α =

0.05, of all five designs as obtained after significant F -testing with p-value of <0.0001.

In comparison to TR, all four designs (OC, SF1, SF6, and MC) perform much better

with respect to collisions. SF1, SF6, and MC are the three methods that were designed

with the goal to minimize the number of collisions within each pool. All three designs

perform better than OC. SF1 and SF6 fulfill the design criterion equally well. There

is no significant difference between the averaged number of collisions in SF1 and SF6.

Figure 5.1 shows, for less than approximately 270 pools, SF1 and SF6 meet the

design criterion better than OC. Because both methods choose only compounds from

the preselected 4,096 compounds that cover the space, as the candidate set becomes

smaller with an increasing pool number, the total number of collisions within the

pools increases exponentially for SF1 and SF6. This increase suggests starting with

a somewhat larger initial diverse set, say 7,000 rather than 4,096 compounds.
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Figure 5.1: Collision plot. Twenty replicates were created for each method. Number
of collisions is averaged across all 20 replicates. Pools are plotted in the order they
were built.
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Table 5.3: Number of collisions averaged over all 20 replicates; mean, standard devia-
tion, minimum, and maximum. Small number of collisions is preferred. Tukey’s hon-
estly significant difference (HSD) test was used for multiple comparisons. Means with
the same letter are not significantly different for experimentwise error rate α = 0.05.

Number of collisions across all pools

Design Mean SD Min Max HSD
Total Random, TR 50.2 22.9 8 219 A
Optimal Coverage, OC 26.1 11.9 3 108 B
SpaceFill 6, SF6 22.5 14.7 1 198 C
SpaceFill 1, SF1 22.3 14.5 0 161 C
Minimized Collision, MC 13.2 6.7 1 191 D

MC gives the best collision performance of all pooling designs. When selecting

compounds that go into pools for the MC design, we are not as restricted in the

choice of compounds since we choose from the complete collection. MC shows an

excellent performance across all 390 pools created, and it significantly outperforms

all other designs. This supports our conjecture that selecting 4,096 compounds as

a first step, although computationally efficient, is too restrictive. The coverage step

does, however, serve a useful function. The only difference between TR and OC in

Figure 5.1 is the optimal coverage step. When performed, optimal coverage by itself

significantly reduces collision.

Figure 5.2 shows the 10 compounds from an MC pool with low number of collisions

(one collision) and Figure 5.3 shows the 10 compounds from an MC pool with high

number of collisions (191 collisions). A visual comparison of compounds in the low

and high collision pool quickly reveals that eight out of 10 compounds in the high

collision pool have aromatic rings while only five out of 10 compounds in the low

collision pool have aromatic rings. Molecular weights of the 10 compounds from the
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high collision pool range from 183 to 410, with most compounds being close to 350.

Molecular weights of the 10 compounds from the low collision pool range from 137 to

701, showing more diversity than the high collision pool.

Impact of Pooling Designs on Detecting Diverse Actives.

As discussed earlier, the goal of screening is identification of a small subset of new

and diverse lead compounds. The current subsection investigates effectiveness of the

designs with respect to the goal of screening. Specifically, we first assess ability of

the pooling designs to detect active compounds, and then we identify and judge the

structural diversity of the active compounds included in the designs.

Table 5.4 provides information on number of actives found and hit rates (number

of actives found divided by the number of tests required to find these actives) for

the different designs. Multiple testing, using Tukey’s honestly significant difference

(HSD) test with α = 0.05, of all five designs as obtained after significant F -testing

with p-value of <0.0001 suggests that the MC design achieves on average the highest

hit rate. MC also has the largest number of actives included in the design. Hit rates

were obtained under the Dorfman assumption, i.e., a pool is active if it contains at

least one active compound, otherwise a pool is inactive. First, all 390 pools were

tested and then all active pools were retested at an individual level. In this way we

detected all active compounds contained in the design. In Section 5.1.2, we mentioned

that different retesting schemes might lead to fewer tests needed to identify the active

compounds. Since this paper concentrates on the design, we will not consider such

retesting schemes; however, we think that it should be considered in future analysis
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Figure 5.2: Compounds from a low collision MC pool. Only one collision occurs
among these 10 compounds. The average Tanimoto Similarity among all 45 possible
pairs of compounds is 0.08.
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Figure 5.3: Compounds from a high collision MC pool, with 191 collisions occurring
among the 10 compounds. All compounds have similar molecular weight and eight
out of 10 compounds contain aromatic rings. The average Tanimoto Similarity among
all 45 possible pairs of compounds is 0.19.
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of the pooled screening data. The hit rate was then calculated by dividing the total

number of actives included in the design by the total number of tests performed,

which is the 390 pool tests plus 10 (number of individual compounds per pool) times

the number of active pools found. On average across 20 replicates, 1, 290 tests were

performed for the MC design. All pooling designs achieve much higher hit rates than

individual screening based on random testing. Note that the variability of hit rates

and actives found decrease if a design is used.

The fact that results concur for both hit rates and number of actives found is

quite positive, since it can easily occur that a training design is effective but does

not simultaneously perform well with respect to both hit rates and number of actives

found. Zhu et al. (2001) discuss an application where hit rates are high for the best

designs but because only a small number of compounds are selected for testing, only

a small number of actives are actually found. Because hit rates are generally argued

to be the more important of the two measures of assessment, conclusions from Zhu et

al. (2001) are reasonable. In this article, there is strong evidence, by both measures

of assessment, that design MC is best.

In order to measure structural diversity of the active compounds included in the

different pooling designs, we use Tanimoto similarity (Jaccard 1908; Tanimoto 1958).

Tanimoto similarity has become the standard measure for structural similarity (and

diversity) of compounds (Godden et al. 2000). Based on binary descriptors, Tanimoto

similarity between a pair of compounds is defined as the number of descriptors the

two compounds have in common, N11, divided by the total number of descriptors N

minus the number of descriptors absent in both compounds, N00; therefore T = N11

N−N00
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Table 5.4: Hit rates and total number of actives found for the four pooling designs,
the benchmark design, and individual screening. All results are averages across 20
replicates. Tukey’s honestly significant difference (HSD) test was used for multiple
comparisons. Means with the same letter are not significantly different for experi-
mentwise error rate α = 0.05.

Hit rate (%) Actives found

Design Mean SD HSD Mean SD HSD
No Pooling 2.04 < 27
Total Random 7.04 0.45 A 78 9.7 A
SpaceFill 1, SF1 7.08 0.21 A 79 4.3 A
SpaceFill 6, SF6 7.09 0.20 A 79 4.0 A
Optimal Coverage, OC 7.18 0.29 A 81 3.8 A
Minimized Collision, MC 7.67 0.17 B 99 4.1 B

and takes values between zero (no similarity) and one (very similar).

Figure 5.4 shows histograms and estimated density curves for the distribution

of Tanimoto similarity for all possible pairs of actives only contained in the MC

designs (panel “MC MC” in plot), for all possible pairs of actives between actives

only contained in the MC designs and actives only contained in the TR designs

(“MC TR”), and for all possible pairs of actives only contained in the TR designs

(“TR TR”). All replicates for the MC and TR designs were created independently,

and therefore a replicate by replicate comparison was not appropriate. Hence, the

results were obtained based on all pairs in the unique union of the active compounds

contained in the 20 replicates of the according designs. Actives only contained in the

MC designs show a high percentage of pairs with Tanimoto similarity zero (7.19%)

in comparison to actives only contained in the TR designs (0.08%). In addition,

maximum Tanimoto similarity for actives only contained in the MC designs is 0.82 in
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comparison to one for the TR actives. Also, the four-number summary of mean, lower

quartile, median and upper quartile for Tanimoto similarity show that all values are

lower for the MC actives than for the TR actives. These results suggest that actives

only contained in MC are more structurally diverse than the actives only contained

in the TR designs.

A closer look at all possible pairs between actives only contained in MC and

actives only contained in TR shows that 2.86% of the pairs have Tanimoto similarity

zero. The actives only captured by MC and the ones only captured by TR are not

the same; MC captures actives from sparse areas of the descriptor space but TR does

not. Based on analysis not presented here, actives contained simultaneously in MC

and TR are more similar to the actives only contained in TR. This shows that MC

actives also capture the dense areas of the descriptor space. Further studies show that

actives captured by MC are more diverse than actives captured by the OC designs;

OC actives are more diverse than TR actives.

Summarizing, we conclude that the MC designs are on average superior to OC

(and hence SF1 and SF6) and TR designs in obtaining hit rates and selecting number

of active compounds. More importantly, actives selected by the MC designs are more

structurally diverse and hence provide a good basis as a subset of new and diverse

lead compounds.
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Figure 5.4: Histograms of Tanimoto similarities computed using Carhart atom pairs.
Large values imply similar chemical structure. Estimated kernel density curves are
also shown in the figures. In the top panel, similarities are computed for all pairs of
distinct actives included in any of the 20 replicate MC designs but in none of the 20
replicate TR designs. In the middle panel, similarities are computed for all pairs of
distinct actives where one active is included in at least one of the 20 replicate MC
designs and the other active of the pair is included in at least one of the 20 replicate
TR designs. In the bottom panel, similarities are computed for all pairs of distinct
actives included in any of the 20 replicate TR designs but in none of the 20 replicate
MC designs.
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5.5 SUMMARY AND DISCUSSION

Following stated goals by medicinal chemists to efficiently identify diverse active

compounds, we have proposed and demonstrated utility on real data of several pooling

strategies for screening large collections of compounds. We constructed four pooling

designs that fulfill one or both of the proposed design criteria of optimal coverage

and minimal collision. All four designs provide better coverage of the chemical space

than the benchmark design TR. SF1, SF6, and MC also create pools with a very low

number of colliding compounds. The collision performance of SF1 and SF6 decreases

exponentially after a certain number of pools have been created, thus producing

both low-collision and high-collision pools. SF6 is preferred over SF1 on the basis of

computational efficiency, since SF6 creates 6 pools for every 1 pool created by SF1.

MC uniformly achieves fewer collisions than all other designs for all pools created.

The drawback of MC is that it is not as computationally efficient as SF1 and SF6

since, for each step in the exchange algorithm (SpaceFill), a much larger candidate

set of compounds must be searched. Average computing times on an Athlon XP 1.47

GHz computer with 512 MB DDR RAM are 26 h 20 min 38 sec, 2 h 53 min 38 sec,

55 min 17 sec, for a single MC, SF1 or SF6 replicate, respectively. Additionally,

UCC in MC is not as small as in OC, SF1, and SF6. However, MC designs are

clearly superior in both detecting active compounds and in identifying structurally

diverse active compounds.

In fact, we can say that all four pooling designs achieve dramatically better perfor-

mance when compared to randomly constructed pools for both optimal coverage and
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minimal collision. They offer an opportunity to screen compounds in a more efficient

but also more informative way. These designs open the possibility to study the effects

of blocking and synergism. Among all designs considered here, we recommend MC.

Formal analysis of pooled screening data obtained from these pooling designs is

planned for future research. Zhu et al. (2001) and Yi (2002) suggest model-based

likelihood approaches for the analysis of pooling designs. Both include the effects

of blocking and the latter includes the effect of synergism in their models. These

analysis techniques, as well as the more standard recursive partitioning (Young and

Hawkins 1998; Rusinko, Farmen, Lambert, Brown, and Young 1999), will be applied

to pooled data obtained through our proposed pooling designs.

Although compounds in the high collision MC pool seem to be more similar to

one another with respect to the number of aromatic rings and molecular weight than

compounds in the low collision MC pool, as discussed in Section 5.4.5, this does not

necessarily translate into chemical similarities, specific chemical functional groups,

that correspond to similar binding behavior. Compounds in the high collision pool

are still very diverse in terms of shape, rigidity and other properties that may be

important in terms of binding abilities. By selecting diverse compounds based on

BCUT descriptors, we seem to choose compounds that are diverse with respect to

chemical features that are only moderately important for binding abilities. In order

to capture chemical features that are more significant for binding abilities, such as

shape and rigidity, other chemical descriptors need to be investigated.

In Section 5.3, we discussed that very often collection of chemical compounds con-
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tain an overrepresentation of compounds similar to an earlier discovered compound.

The optimal coverage design criterion compensates for this bias. One problem that

might occur when searching such collections for compounds that are active with re-

spect to a different but related target is that these actives will have a smaller chance

of being selected under the optimal coverage design criterion. One possibility to ad-

dress this issue is to ask subject-matter experts to guide the selection of compounds

by including pre-selected compounds (actives for the original related target) in the

design and then using the design criteria to select additional diverse compounds.

To minimize collision, an alternative to our binning/partitioning approach is to

use clustering methods and then form pools by combining compounds that live in

different clusters. We argue that UCC, as we use it for achieving minimal collision, is

essentially clustering the compounds but using the 1,280 binary covariates instead of

the six continuous BCUTs. BCUTs are notorious for their non-smooth relationship

with activity, meaning that small changes in BCUT values can lead to large changes

in activity. Because of this, we suspect that an off-the-shelf clustering algorithm

may not work as well as UCC. Moreover, clustering can be very much affected by

“junk” variables that are not related to activity. Other studies have found that the

Pareto principle applies in that fewer than six BCUTs are needed for capturing a

relationship to activity, and including irrelevant descriptors degrades the quality of

designs. For this reason, we chose to limit ourselves to all combinations of three-

dimensional BCUT subspaces only. As part of a future study, we will investigate the

use of off-the-shelf clustering instead of UCC.

One possible refinement for the approach of creating pools under the design cri-
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terion minimal collision is to extend the SpaceFill algorithm so that it will avoid

selecting compounds from adjacent cells that are close to the common boundary.

This approach might reduce the number of collisions even further and is certainly

worth considering for the future.
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Chapter 6

Additional Results and

Preliminary Analysis of Designed

Pools

6.1 Additional Results of Four Pooling Designs

Applied to NCI AIDS Data

We will now give additional results for the four pooling designs and the benchmark

design. These results are not included in the paper ”Statistical Design of Pools Using

Optimal Coverage and Minimal Collision” presented in Chapter 5.
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6.1.1 Synergism, Blocking and Additivity as Functions of

Collision.

In Section 5.4.5 we pointed out that OC, SF1, and SF6 share the same 4,096

compounds for each of the 20 replicates. Therefore, the differences we observe in the

average number of collisions occurring in each pool are due entirely to the different

methods of pooling these 4,096 individual compounds. Initially, SF1 and SF6 select

compounds that have minimal collisions but after 270 pools are created, the number

of collisions occurring in each pool increases exponentially. Both areas, low collision

and high collision, can be of interest to the researcher.

In Section 5.1.2 it was noted that pooling is the only experimental screening

procedure that can uncover blocking and synergistic relationships. In Section 7.2 we

state that a key feature of synergism, as we consider it here, is that it must involve

two or more structurally dissimilar compounds. Low collision occurs within a pool

if the compounds in this pool live far away from one another in the chemical space.

Residing in different areas of the chemical space is interpreted by us and others

as being structurally dissimilar to one another. Therefore, compounds from a low

collision pool might have, when combined, a higher potential to act synergistically

with each other. In the area of combination therapy, it can be of interest to study

synergism at an early stage in the drug discovery process. Pools with a low number of

collisions, and therefore structurally different compounds, could provide an excellent

strategy to study this within-pool interaction effect.

Pools with a high number of collisions occurring in them contain compounds
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that live closer to each other in the chemical space. If compounds are very similar

to each other, they have a higher potential for additivity. Additivity is the effect of

combining weakly active similar individual compounds to get significant activity when

tested in a pool. This is similar to testing the compounds at a higher concentration.

Typically, we are not interested in compounds that are only active when tested at high

concentrations. When looking for a new lead compound, high potency compounds are

desired for several reasons. First, a smaller amount of the highly active compound is

needed to get activity. Second, a highly active compound is more likely to be selective

as it more exactly fits the target protein or receptor, and by inference it is less likely

to fit another protein well, hence the compound is expected to be less toxic. The TR

design has high number of collisions, which is not desirable.

6.1.2 Similarity of Designs Across Replicates and Design

Criteria

We first consider the similarity of compounds across the 20 replicates. We look at

compounds that are chosen at the first stage of the design, when trying to obtain op-

timal coverage. As OC, SF1, and SF6 are based on the same sets of 4,096 compounds,

we only give results for OC. Results for MC are based on the 3,900 individual com-

pounds that form the pools. These results are summarized in Table 6.1. The notation

sim@m indicates the number of compounds simultaneously appearing in m of the 20

replicates. Table 6.1 shows that in the OC design a majority of the compounds are

included in all 20 replicates. This explains the small variance of number of collisions

for OC, SF1 and, SF6 in comparison to TR, as seen in Table 5.3.
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Table 6.1: Similarity of compounds across 20 replicates. sim@m is the number of
compounds simultaneously appearing in m of the 20 replicates.

m 20 19 18 17 16 15 14 13 12 11 10
TR, sim@m 0 0 0 0 0 0 0 0 0 0 7
OC, sim@m 2105 279 245 184 193 161 154 150 167 162 166
MC, sim@m 1399 322 203 183 183 175 168 162 195 185 201

m 9 8 7 6 5 4 3 2 1 0
TR, sim@m 15 90 319 1011 2541 4749 7055 7435 4960 1567
OC, sim@m 169 208 206 230 266 300 415 569 1006 22414
MC, sim@m 247 277 310 351 437 561 775 1199 2874 19342

Further investigation of the 2,105 repeatedly included compounds for OC show

that these compounds come from areas of the space where not too many compounds

are available to simultaneously obtain good coverage for all 1-D, 2-D,and 3-D sub-

spaces. For example, in the 1-D subspace for BCUT1, 131 of the 2,105 compounds

are the only compounds existing in their cells. Hence, in order to cover these cells,

the design must always select the same compounds. Averaged across all six 1-D

subspaces, there are 178 cells on average in each 1-D subspace that only contain

compounds from the 2,105 repeatedly included compounds. The SpaceFill algorithm

selects these compounds over and over because it has no other compounds to choose

from these cells. Since the UCC value for OC is significantly better than the UCC

value for TR, we can assume that these 2,105 repeatedly selected compounds play an

important role in achieving a good coverage of the chemical space.

Furthermore, we looked at all individual compounds and determined how many

times they were included in the 20 OC replicates and the 20 TR replicates. The
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difference of these numbers is displayed in the histogram in Figure 6.1. Positive

differences indicate that the compounds are more frequently included in the OC

design; negative differences indicate that the compounds are more frequently included

in the TR design. Investigation of the compounds that have a high positive difference

shows that most of these compounds come from the middle bins in any 1-D subspace.

These bins are sparse in comparison to the two outer bins in the 1-D subspaces,

since the two outer bins are formed such that 1% of the compounds live in them

respectively. On the other hand, when looking at the compounds that show large

negative differences, we see that many of these compounds come from the same dense

bins, the first and the last bin. Fewer cells are covered by the TR design, which

explains the higher UCC value. OC targets sparse cells in its choice of compounds

and can so achieve a better coverage by selecting fewer compounds from each cell.

6.1.3 Structure of XTX

In Section 5.3, we introduced the design criteria optimal coverage and minimal

collision. We also illustrated why we think it is important to fulfill these two criteria.

One additional reason for minimizing the number of collisions within a pool is the

avoidance of a sparse design matrix. If collision occurs within a pool, many cells of

the descriptor matrix will not be occupied. This can cause the inverse of the design

matrix XT X to be singular or near-singular, which is not desirable. This is in line with

the often-used criterion of A-optimality, where the goal is to minimize the trace of

(XT X)−1 (Atkinson and Donev 1992). In our pooled data, the descriptors outnumber

the number of pools. Therefore, each design matrix, XT X, will be singular for each
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Figure 6.1: Histogram of difference among the number of times a compound is in-
cluded in the 20 replicates of the OC design and the number of times a compound
is included in the 20 replicates of the TR design. Positive numbers indicate that the
compounds are more frequently included in the OC design; negative numbers indicate
that the compounds are more frequently included in the TR design.
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Figure 6.2: Boxplot of the trace of the generalized inverse of the design matrix XT X,
across 20 replicates, for each design.

replicate and the inverse of the design matrix, (XT X)−1 cannot be obtained. Instead,

we decide to investigate the generalized inverse of the design matrix, (XT X)−.

Figure 6.2 shows boxplots of the trace of the generalized inverse design matrix

XT X for each pooling design. It can be seen that the MC design, which has the

lowest overall number of collisions within the pools, has the highest trace. In general,

we can see that designs with a smaller number of collisions have a higher trace. This

result is entirely in line with our initially stated goals and the criterion of A-optimality.
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6.2 Analysis of the Pooling Design Compounds at

an Individual Compound Level

The original goal was to analyze the pooled screening data provided by the pooling

designs described in Chapter 5 using recursive partitioning. However, the number of

pools we had created were too few for a recursive partitioning approach. Instead, we

decided to analyze the individual compounds selected by the pooling designs. A more

formal analysis of actual pooled data based on two of the pooling designs is described

in Chapter 7. This chapter is just included for completeness.

Having created four pooling designs that fulfill one or both of the design criteria,

it is of interest to investigate whether these designs bring any benefits in terms of

model building and identifying potent compounds. We use ChemTree, a recursive

partitioning software, to establish a relationship between the structural information

of our compounds and their potency. The approach we take is to build a tree based

on the pooled training set created by one of the four pooling designs. In recursive

partitioning, the compounds are split depending on the absence or presence of certain

descriptors. A split is performed on the descriptor that gives the best split. We use

the data-driven binning descriptor matrix described in Section 5.2. A typical tree

obtained by ChemTree can bee seen in Figure 6.3. All terminal nodes in the tree are

ranked according to their average potency. The node containing compounds with the

highest potency rate is ranked highest.

The idea is then to drop the test set down the same tree. This set contains all

the remaining individual compounds that were not included in the designed pools.
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Figure 6.3: A typical tree created with ChemTree. For the nodes split to the right,
the descriptor is present; for the nodes to the left it is absent.

Compounds in the test set are also ranked according to the terminal node they fall

into. This ranking determines the order in which the compounds ought to be tested.

The compounds in the node with the highest rank will be tested first. We follow

the medicinal chemistry belief that the structural information of a molecule can, to a

great extent, give information about its activity; compounds with similar structural

features should have similar potency. The tree assigns compounds of the test set that

have certain similar structural features than the pooled compounds in the training

set into the same terminal node of the tree. If the compounds from the training set

that are grouped into this particular node have a high activity rate (meaning many of

the compounds in this node are active), the node rank is high. All compounds in this

terminal node share particular structural features. At the same time, many of these

compounds are active. This leads to the conclusion that the structural features they
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share are responsible for the activity. Since the rank of this particular node is high,

the compounds in the test set falling into this node are tested first. These compounds

also share the particular structural feature(s), and therefore are hoped to have the

same activity behavior. This procedure enables us to create a meaningful order in

which to screen compounds in the test set.

We applied the above described method to the training sets of the pooling designs.

However, due to the small number of pools (390), none or only a few splits occurred.

Therefore, instead of analyzing pooled compounds, we decided to analyze the indi-

vidual compounds that were selected in the first step of the different designs. More

specifically, for the three designs, OC, SF1, and SF6, we used the 4,096 compounds

that were selected in order to fulfill optimal coverage. Since all three designs are

based on the same 4,096 individual compounds, we refer from now on only to the OC

design. For the benchmark design TR, the 4,096 randomly selected compounds were

used. Pooling design MC is more focused on the selection of good pooled compounds,

and therefore we decided not to include MC designs in the analysis.

As mentioned in Section 5.4, we created 20 replicates for each pooling design. For

each replicate, the remaining NCI AIDS compounds that were not included in the

design, were used as a test set. In this way, twenty combinations of training sets and

test sets are obtained.

Assessment of the effectiveness of the two designs, OC, and TR, is done by lift

charts and accumulation curves. Lift charts plot hit rates as a function of the number

of compounds tested. The hit rate is defined as the number of potent compounds
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Figure 6.4: Lift charts for the two designs, OC and TR. Both curves are averaged
over 20 training sets.

Figure 6.5: Accumulation curves for the two designs, OC and TR. Both curves are
averaged over 20 training sets.

found over the number of compounds tested. High hit rates are favored. Accumula-

tion curves are directly related to lift charts. They plot the total number of active

compounds found versus the total number of compounds tested. Figures 6.4 and 6.5

show the lift charts and the accumulation curves of the three designs, averaged over

all twenty training sets. Results for the test sets can be seen in Figures 6.6 and 6.7,

respectively.

Lift charts and accumulation curves for the training sets (Figures 6.4 and 6.5)

show that the OC design performs better than the TR design for the first 110 (2.69%)
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Figure 6.6: Lift charts for the two designs, OC and TR. Both curves are averaged
over 20 test sets.

Figure 6.7: Accumulation curves for the two designs, OC and TR. Both curves are
averaged over 20 test sets.
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Table 6.2: Comparison between Optimal Coverage (OC), and Total Random (TR).
At first, OC outperforms TR, but later TR shows better performance.

Test data sets

Number of potent compounds desired 10 20 30 35 40 50 55 260

Number of tests needed for OC 27 58 118 136 151 231 253 3105
Number of tests needed for RT 30 80 152 250 285 402 447 1720

compounds tested. For the test set, OC shows better results than TR after testing

the first 16 compounds and up to testing 880 compounds. The OC design was able to

identify 119 active compounds when performing 880 tests. Typically, researchers try

to identify approximately 100 or so active compounds in one screening run. Therefore

we can conclude that our new design, OC, gives overall satisfactory results.

Table 6.2 gives the average number of tests needed to find a certain number of

active compounds for the two designs, OC and TR. If we desire to identify only a

small number of active compounds, OC outperforms TR. It should be noted that it

should be possible to improve our results by studying different molecular descriptors

and other statistical methods.

Other measures to determine which method is preferable are proposed by Kearsley

et al. (1995). Especially in assays where a large number of compounds can be tested,

it is of interest to determine how many compounds must be tested until half the

actives are found. This number is called A50. Global enhancement is defined as the

ratio of the A50 expected for the random case over the A50 of the new method. The

random case can either be the TR design we used above, or the scenario where we
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assume that all active compounds are randomly distributed throughout the compound

collection and accumulate according to their frequency. This is referred to as random

testing. In the TR case, we use recursive partitioning to rank-order both the training

and test sets. The other scenario tests compounds completely at random. We will

use both random methods to benchmark.

If only a small fraction of the data set is assayed, it is more useful to state the

number of active compounds found after testing an arbitrarily small subset of size n

of the entire data set (A@n). Initial enhancement measures how many more active

compounds there are than expected by chance, and is defined as the ratio of A@nnew

of the new method over A@nrandom expected for the random case. It should be noted

that when testing a subset of size n of the compound collection, we refer to the first

n compounds. Again, two random methods are available, and we will consider both

as benchmarks.

Tables 6.3 and 6.4 summarize the results of global enhancement and initial en-

hancement of the OC design in comparison to both random methods. In comparison

to random testing, the optimal coverage design achieves significant improvements. If

the goal is to find only a small number of active compounds, OC additionally performs

better than TR. Both factors, design and analysis approach, are helpful in identifying

active compounds more efficiently.
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Table 6.3: A50 is the number of compounds that must be tested until half of the
actives are found. On average, the 20 test sets contain 522 potent compounds. Global
Enhancement (GE) is given for the Optimal Coverage design (OC) in relation to the
Total Random design (TR) and in relation to random testing.

Test data sets

Method A50 GE

OC 3105
TR 1720
random testing 12,827
OC vs TR 4.13
OC vs random testing 0.6

Table 6.4: A@n is the number of actives found by testing the first n compounds in
the entire data base. Initial Enhancement (IE) is given for the Optimal Coverage
design (OC) in relation to the Total Random design (TR), and in relation to random
testing.

Test data sets

Number of compounds tested (n) 25 50 100 200 250 300 400 500

A@n for OC 9 18 26 49 54 65 81 91
A@n for TR 8 13 23 31 35 41 49 61
A@n for random testing 1 1 2 4 5 6 8 10
IE OC vs TR 1.1 1.4 1.1 1.6 1.5 1.6 1.7 1.5
IE OC vs random testing 9 18 13 12.3 10.8 10.8 10.1 9.1
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Chapter 7

Analysis of Designed Pools Under

Violated Dorfman Assumptions

7.1 Introduction

In Chapter 5 we introduced four pooling designs that fulfilled one or both of the

proposed design criteria of optimal coverage and minimal collision. The first criterion,

optimal coverage, was originally proposed by LWY and the second criterion, mini-

mal Collision, was proposed in the paper ”Statistical Design of Pools Using Optimal

Coverage and Minimal Collision” presented in Chapter 5. All four pooling designs,

as well as one benchmark pooling design that did not fulfill any of the design criteria,

were applied to the NCI AIDS compound collection. In Section 5.5 we conclude that

all four pooling designs achieve dramatically better performance when compared to

randomly constructed pools for both optimal coverage and minimal collision.

Our main goal in Chapter 5 was to design pools that help to find diverse active

95



compounds. Screening efficiency was only a secondary goal. In Section 5.4.5 we

investigated the impact of pooling designs on detecting diverse active compounds.

We first assessed ability of the pooling designs to detect active compounds under

Dorfman assumptions, and we then identified and judged the structural diversity of

the active compounds included in the designs. The results suggested that the MC

design achieves on average the highest hit rate. MC also has the largest number of

active compounds included in the design. More importantly, actives selected by the

MC designs are more structurally diverse than actives selected by the TR designs and

hence provide a good basis as a subset of new and diverse lead compounds. Additional

analysis results of the data from the pooling designs are presented in Section 6.2.

The analysis was performed on individual compounds, since the proposed analysis

approach failed on the pooled compounds due to a not large enough number of pools.

In this chapter we want to investigate different analysis approaches of the MC and

the TR pooling designs under violated Dorfman assumptions. The usual Dorfman

assumptions are that a pool is active if it contains at least one active compound and

inactive if it contains no active compounds. These assumptions do not consider the

effects of blocking and synergism, two effects that indicate within-pool interactions.

However, we think that both effects occur when pooling chemical compounds, and

thus it is desirable to take the effects of blocking and synergism under consideration

when analyzing pooled screening data. Dorfman assumptions are now no longer valid.

Details about blocking and synergism are provided in Section 7.2.

We base our analysis on different approaches such as a multiple trees version of the

more standard recursive partitioning (Young and Hawkins 1998; Rusinko et al. 1999),
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and a model-based likelihood approach as proposed by Yi (2002). The latter includes

the effects of blocking and synergism in the model. The different approaches are

described in Sections 7.4 and 7.5.

When creating pooling designs in Chapter 5, we used 1,280 binned BCUT descrip-

tors as covariates. These covariates were used to select diverse compounds for the

pooling designs. Covariates are also used for the model-based likelihood approach.

However, likelihood models require low dimensional covariate spaces, and our previ-

ously used binned descriptors are too high dimensional. A dimension reduction of

the binned covariate space is necessary. Hawkins, Young, and Rusinko (1997) used a

recursive partitioning tree to introduce low dimensional covariate classes. They grew

a tree based on the presence and absence of different atom pairs. All compounds in

a particular terminal node followed the same set of rules. Each active terminal node

was used to define a chemical class. A specific set of rules was associated with each

chemical class. All inactive terminal nodes were combined into a single inactive class.

The rules for the covariate classes were obtained based on a small training set of the

data. The remaining (test set) compounds were then grouped into the different co-

variate classes. We will use this idea and other similar ideas to create low dimensional

covariate classes based on high dimensional bitstring descriptors. Section 7.5.2 gives

details on these approaches.

No pooling experiments have been performed on the NCI data, and only the

binary activity response information for all individual compounds is available to us.

Therefore, it is crucial for us to simulate the activity responses of our designed MC

pools. Since our main focus in this chapter is the investigation of analysis approaches
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under violated Dorfman assumptions, we also want to include blocking and synergism

mechanisms into our simulated pool responses. Preliminary results showed that a

total of 390 pools was not sufficiently large to apply the different analysis techniques.

For each of the 20 replicates for the MC and TR designs a total of 1,000 pools were

created.

7.2 Blocking and Synergistic Relationships in Pooled

Screening Data

Testing compounds in pools has several advantages. While the historical motiva-

tion for pooling experiments has been cost and time efficiencies, it is important to

realize that pooling is the only experimental screening procedure that can uncover

blocking and synergistic relationships (Xie et al. 2001), which both indicate within-

pool interactions, among compounds. This provides a potential major advance in

discovering “combination therapies,” where several different drugs are simultaneously

given to a patient with the hope that each drug acts to disrupt separate components

of the disease process. A number of diseases such as HIV, hepatitis, and cancer are

treated with combination therapies.

The advantages of pooling are, unfortunately, accompanied by complexities. Block-

ing and synergism, which both indicate within-pool interactions of compounds, rep-

resent significant departures from the typical assumptions for pooling experiments.

Two such assumptions are that a pool is active if at least one of the compounds

in the pool is active, and inactive if none of the compounds in the pool are active.
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Blocking occurs when a pool tests as inactive although it contains active compounds;

see Phatarfod and Sudbury (1994). These false inactive pools may occur because a

“blocker” compound in a pool binds to an individually active compound causing it

to no longer fit the binding site on the receptor. On the other hand, a blocker com-

pound may actually alter the primary binding site on the receptor, so that the active

compound can no longer bind to the receptor. Blocking is illustrated in Pool 8 of

Figure 7.1. Column 8 contains an active compound, as well as a blocker compound.

As a result, the pooled compounds do not show any activity.

Synergism occurs when a pool tests as active even though it contains no active

individual compounds, where testing is at a prespecified concentration. These “false

actives” may occur because one compound binds at a secondary binding site on the

receptor and in so doing alters the shape of the primary binding site, thus allowing

a second compound to bind at the reshaped primary binding site. A key feature

of synergism, as we consider it here, is that it must involve two or more chemically

dissimilar compounds; when two chemically similar compounds combine to increase

activity, this is called additivity and is of no therapeutic interest. Figure 7.1 illustrates

the concept of synergism. None of the individual compounds in column 1 show

activity, yet the pooled compounds are active; that is, synergism occurs.

Evidence of synergism and researchers’ interest in it is given in various forms.

The Biotechnology company CombinatoRx exists for the sole purpose of identify-

ing effective combinations of therapeutic compounds. For example, they identified

22 pairwise combinations, where none of the individuals are known to be antifungal

agents, that inhibited growth of fluconazole-resistant C. albicans (Borisy et al. 2003).

99



e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e
e
e
e
e
e
e
e
e
e

e e e e e e e e e e e+ +

+

+

+

+

+

e+
e
e

Active
Inactive
Blocker

Individual
Compounds

Pools

Synergism
occurs

6
active
Pool

6 Blocking
occurs

6
active
Pool

6

Figure 7.1: One-way Pooling experiment where pooling is by column. Pool 1 illus-
trates synergism and Pool 8 illustrates blocking. Pools 4 and 11 show regular activity.

While trying to understand the mechanistic actions of p68 RNA helicase, Rossow

and Janknecht (2003) discover synergistic relationships between p68 transcriptional

coactivators p300 and CERB-binding proteins. Tipping et al. (2002) discuss syn-

ergistic relationships between imatinib, a powerful inhibitor of the tyrosine kinase

activity of the oncoprotein responsible for chronic myeloid leukemia, and three other

compounds. Furthermore, the company ActivBiotics (2003) is currently developing

rifalazil, a best-in-class antibiotic that targets and inhibits the transcriptional ma-

chinery of bacteria. They report that rifalazil acts synergistically with other classes

of antibiotics.

In the statistics literature, studies to understand blocking and synergistic relation-

ships between compounds are steadily increasing. Langfeldt et al. (1997), Zhu (2000),

and Zhu et al. (2001) all assume the presence of blockers in their studies of optimal

pooling strategies and cost efficiency. Xie et al. (2001) and Yi (2002) consider both

blocking and synergism when modeling pooled and individual activity of chemical
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compounds during HTS. Berenbaum (1985, 1989) considers blocking (which he calls

antagonism) and synergism in the context of multiple-dose studies where the goal is to

determine which dose levels result in either type of blocking or synergism interaction.

7.3 Simulation of the Pool Responses and Deter-

mination of Chemical Descriptors for Pools

We noted earlier that, at least to our knowledge, no pooling experiments have

been performed on the NCI AIDS compound collection. The only information that

was available to us was the binary activity response of the individual compounds

in the collection and the chemical structure information in the form of SDF files.

The structure information was essential for calculating molecular descriptors such as

BCUTs or atom pairs.

Our goal in this chapter is to build prediction models based on the pooled screening

data provided by the MC and TR designs and then predict the activities of the

remaining individual compounds. It is important for us to have activity responses of

the pools, which we obtained by simulation. We are aware of the possible criticism to

this approach. However, at this point it is the only possibility for us to go forward.

Our hope is that, if we can point out the possible advantages and gains of our approach

to design and analyze pools by using the appropriate techniques on simulated data,

an opportunity may arise to test our technique on real pooling experiments; until

then we proceed with simulation. Based on the individual compound activities, the

pool responses were obtained as follows. We first obtained an activity response for
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each pool in the MC and TR designs under Dorfman assumptions. Under these

assumptions, a pool is active if at least one of the individual compounds in the pool are

active and inactive if none of the individual compounds are active. In order to account

for the effects of blocking and synergism, we applied a blocking probability of 0.32 to

all active pools and a synergism probability of 0.01 to all inactive pools. This means

that an active pool has a 32% chance of containing a blocker compound and therefore

be inactive, and an inactive pool has a 1% chance of having synergistic within-pool

interaction effects and therefore be active. Blocking and synergism probabilities are

based on real data estimates of actual pooling experiments.

In Section 5.2 we describe the cell-based molecular descriptors that we used as

covariates when selecting compounds to fulfill our pooling design criteria. This 1,280

dimensional covariate space is based on dividing each of the 20 three-dimensional

BCUT spaces into 64 bins. These new cell-based descriptors are binary, and each

descriptor indicates whether a compound resides in a certain cell of one particular

three-dimensional BCUT subspace. Consequently, each compound occupies exactly

20 cells in this 1,280 dimensional bit string. Other molecular bit string descriptors,

such as atom pairs and topological torsion, do not have underlying restrictions such

as a fixed number of occupied cells. Details on atom pair descriptors and topological

torsion descriptors can be found in Sections 4.1 and 4.2, respectively. Based on these

considerations, we decided to use restriction-free atom pair descriptors for our further

studies. The atom pair descriptors that we used are based on pharmacophores as

collected by Feng (personal communication) and they are very similar to the original

Carhart atom pairs (Carhart et al. 1985). This new descriptor set leads to a row
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Figure 7.2: Example of pool descriptors for one pool. We “or” the bits; the pool
descriptor is 1 if any compound in the pool includes the particular atom pair (AP);
otherwise the pool descriptor is 0.

vector of 1,260 elements for each compound, or a 1,260-dimensional covariate space.

The new descriptors are binary, and each descriptor indicates whether a compound

contains a certain atom pair.

When creating descriptors for pools, we combine the rows of the descriptor matrix

for all the compounds grouped together in a particular pool. These pooled descriptors

are again binary. If at least one compound in the pool has a one-entry in the original

atom pair descriptor, the pooled descriptor is set to one as well. Figure 7.2 illustrates

this concept and gives an example of the pooled atom pair (AP) descriptors for one

pool; the compound vectors are “ORed” to produce a bit string for the pool.
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7.4 Multiple Tree Recursive Partitioning Approach

In Section 6.2 we illustrated the usual recursive partitioning approach based on a

single tree. Research has shown that although a single tree is very easy to interpret,

the predictive power is, in general, not as good as, for example, the predictive power

of Artificial Neural Networks or Support Vector Machines (Hastie, Tibshirani, and

Friedman 2001). One of the main drawbacks of single trees is their instability. Often,

minor changes in the data can result in a very different looking tree, with a very

different series of splits. The main reason for this lack of stability of the tree is the

hierarchical nature of the tree model. Section 8.2 gives further details about single

classification trees. The use of ensemble or multiple tree techniques generally leads

to more stable results. Many different multiple tree algorithms have been proposed.

In Chapters 8 and 9 we study two such algorithms, RandomForest (Breiman 2001)

and ChemTree (Golden Helix 2000). In this chapter we will use ChemTree since it is

capable of handling large data sets in a very efficient way. Details on the ChemTree

algorithm can be found in Section 9.2.

Our original approach was to use the 1,000 pooled responses and the 1,260 di-

mensional pooled atom pair descriptors as covariates and grow multiple trees on this

training set. However, even after trying different settings for the adjusted bonferroni

p-value and the minimal node size (two of the options that can be user-adjusted in

ChemTree; see Section 9.2 for details), only very shallow trees with three to four

terminal nodes were grown. More observations are needed.

The likelihood model described in Section 7.5.1 is hierarchical with at most three
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layers, one of them being a retesting procedure that randomly selects pools for retest-

ing of the individual compounds. Under this model, active pools have a 90% chance

of being retested, and inactive pools have a 10% chance. The reason for retesting

a small fraction of inactive pools is that we want to account for the possibility that

blocking occurs among compounds. Following this approach, we selected pools for

retesting by applying the same conditional retesting probabilities to obtain individual

compounds that are added to our training sets. Assuming that, for example, 200 of

1,000 pools are active, then approximately 180 active pools are selected for retesting,

as well as 80 inactive pools. This results in a total of 260 retested pools, or 2,600

individually retested compounds. The new training set consists of 3,600 observations

composed of 1,000 pooled responses and 2,600 individual responses. Our test set

consists of the remaining NCI compounds that were not included in the designs plus

all individual compounds from the pools that were not retested.

The approach was to grow 500 trees for each of the 20 replicates for the MC

designs and the TR designs based on the different training sets. The minimum node

size in the ChemTree algorithm was set to five, and the adjusted bonferroni p-value

was set to 0.05. The test set compounds are then run down the 500 trees for each

according replicate. Individual testing of compounds in the test set is done based

on the node predictions averaged across all 500 trees. Compounds with the highest

average prediction are tested first.

Figure 7.3 shows the mean accumulation curves for the test sets of the MC and

TR designs averaged across 20 replicates. Accumulation curves plot the number of

actives found across the number of tests performed. TR finds on average a higher
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number of active compounds across the entire range of number of tests performed.

The same results are obtained when just using the NCI compounds not included in

the pooling designs as a test set.

The goal of our designs was to select “good” compounds. Therefore, we think it is

appropriate to include the active compounds found in the training set when assessing

the accumulation curves for the test sets. When plotting these new accumulation

curves for one particular replicate, the intersection on the y-axis is the total num-

ber of actives included in the design for this replicate. Figure 7.4 shows the mean

accumulation curves for the test sets of the MC and TR designs averaged across 20

replicates. For each replicate the number of active compounds included in the design

was used as a starting value. Note that only a part of the entire testing range is

shown in this graph. MC finds on average more active compounds than TR for up to

8,400 tests performed.

7.5 Likelihood Models and Covariate Classes

Likelihood models have successfully been applied to analyze data from pooling ex-

periments (Zhu et al. 2001; Yi 2002). Yi (2002) proposed two likelihood models in his

work. Both models include the effects of synergism and blocking. In the first model,

it is necessary for the user to define certain blocking and synergism probabilities. In

the second model, this is not necessary and both blocking and synergism probabilities

can be estimated. We will make use of the first model, since it is computational more

efficient because less parameters have to be estimated. However, use of the second
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Figure 7.3: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. Retesting of the test sets was based on a multiple trees recursive
partitioning approach. TR finds more active compounds.

107



0 2000 4000 6000 8000 10000

15
0

20
0

25
0

30
0

35
0

40
0

45
0

Number of tests performed

N
um

be
r 

of
 a

ct
iv

es
 fo

un
d

MC design
TR design

Figure 7.4: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. The number of active compounds found by the pooling designs was
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likelihood model proposed by Yi (2002) is planned for future research. The idea is to

investigate several different approaches using the first model and then use the second

likelihood model on the best and second best approach.

In Section 7.1, we mentioned that likelihood models make use of covariates. When

pooling chemical compounds, the covariates are the structure or feature information

of the compounds in form of chemical descriptors. However, the descriptor matrix

introduced in Section 7.3 is of too high dimension. We will propose several dif-

ferent approaches for creating low dimensional covariate spaces (covariate classes)

based on our chemical descriptors that can be used in the likelihood model. The

likelihood model is used to estimate the probability for each covariate class potency,

pl = Pr(compound from covariate class l is potent).

We first give a brief introduction to the likelihood model proposed by Yi (2002).

7.5.1 Likelihood Models

Although the likelihood model is mainly based on the pooled responses, some

additional data in form of individual compound activities is needed in order to achieve

efficient estimation for the parameters. A retesting procedure is needed, which is also

described in Section 7.4. More formally, let Ri be the indicator that pool i is retested.

The retesting model is assumed as

Pr(Ri = 1|yi) = π(yi) =





π1 if yi = 1 (active)

π0 if yi = 0 (inactive)
,

where π1 is selected to be close to 1 and π0 is selected to be close to 0 and yi is the

pool response. We chose π1 = 0.9 and π0 = 0.1. The reason for selecting a retesting
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probability for inactive pools different from zero is that we want to account for the

possibility that blocking occurs among compounds, and thus even an inactive pool

may contain active individual compounds.

The likelihood model is hierarchical, consisting of at most three layers. The first

layer is for the individual pool potencies, the second layer is for the pooling effect,

and the third layer is for the retesting procedure, as described above. All three layers

are included only when a pool is retested; otherwise the first layer of individual pool

potencies is not observed.

Let us take a closer look and consider the two scenarios of not retested (Ri = 0)

pools and retested (Ri = 1) pools. If the pool is not retested we only observe the

second and the third layer and the contribution to the likelihood is obtained as

Pr(Yi = yi) Pr(Ri = 0 |Yi = yi) = Pr(Yi = yi) (1− π(yi)),

where Yi follows a Bernoulli distribution with probability

Pr(Yi = 1) = Pr(Yi = 1 | ∑k
j=1 Yij > 0) Pr(

∑k
j=1 Yij > 0)

+ Pr(Yi = 1 | ∑k
j=1 Yij = 0) Pr(

∑k
j=1 Yij = 0)

= (1−B) [1−∏k
j=1(1− pij)] + S

∏k
j=1(1− pij)

= (1−B)− (1−B − S)
∏k

j=1(1− pij),

where pij = Pr(Yij = 1) = E(Yij) and B and S are the probabilities for blocking and

synergism, respectively. Blocking is defined as B = Pr(Yi = 0 | ∑k
i=1 Yij > 0), where

Yi indicates the activity response of pool i (active = 1; inactive = 0) and Yij indicates

the response of compound j in pool i. Note that Yi = 0 | ∑k
i=1 Yij > 0 means that

at least one compound in the pool is active; the pool response is however inactive

so blocking occurs. The definition for the synergism probability is S = Pr(Yi =
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1 | ∑k
i=1 Yij = 0); none of the individual compounds are active but the pool tests

active so synergism occurs. The reader is referred to Yi (2002) for further details.

If the pool is retested (Ri = 1) all three layers are observed and the contribution

to the likelihood is

Pr(Y ∗
i = y∗i ) Pr(Yi = yi |Y ∗

i = y∗i ) Pr(Ri = 1 |Yi = yi)

where Y ∗
i = (Yi1, · · · , Yik)

T is the vector containing the activity responses of the

individual compounds in pool i, so that

Pr(Y ∗
i = y∗i ) =

k∏

j=1

p
yij

ij (1− pij)
1−yij

and

Pr(Yi = yi |Y ∗
i = y∗i ) =





Pr(Yi = yi | ∑k
i=1 Yij > 0) = (1−B)yiB1−yi

Pr(Yi = yi | ∑k
i=1 Yij = 0) = Syi(1− S)1−yi

= [(1−B)yiB1−yi ]y
0
i [Syi(1− S)1−yi ]1−y0

i ,

where y0
i = I(

∑k
j=1 yij > 0).

As mentioned before, we want to introduce a low dimensional covariate space.

Assume there are L covariate classes, then a compound falls in exactly one of the

L classes. The vector we are trying to estimate in the likelihood model has the

following form p = (p1, · · · , pL)T . Following the notation of Yi (2002), let Sil =

∑k
j=1 I(compound xij is from class l), Wil =

∑k
j=1 yijI(compound xij is from class l),

and Hi = 1−B−(1−B−S)
∏L

l=1(1−pl)
Sil . The likelihood function can be expressed

in this condensed form:

L(p) =
∏n

i=1

{
[π(yi)]

ri [1− π(yi)]
(1−ri)

} {
Hyi

i (1−Hi)
(1−yi)

}1−ri

·
{[∏L

l=1 pWil
l (1− pl)

Sil−Wil

] [
(1−B)yiB(1−yi)

]y0
i

[
(1− S)(1−yi)Syi

]1−y0
i

}ri
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As shown above, this likelihood model accounts for the effects of blocking and

synergism but it does not allow for estimation of the two effects. Blocking and

synergism probabilities are assumed to be known and set to a specific value. Based

on real data estimates of actual pooling experiments where both the pooled and the

individual potencies were known (Zhu et al. 2001; Yi 2002) we set B = 0.32 and

S = 0.01.

7.5.2 Defining Covariate Classes

A low dimensional covariate space can be defined in many different ways. Hawkins

et al. (1997) define covariate classes based on chemical structure information provided

by atom pairs. A recursive partitioning approach is used to divide the training com-

pounds into their unique structural classes. Zhu et al. (2001) and Yi (2002) followed

this approach and so do we in our first attempt to define a small number of covariate

classes.

Covariate Classes Based on a Single Tree Using Individual Compounds

Covariate classes are defined similar to the way proposed by Hawkins et al. (1997).

A single tree is grown based on the entire NCI compound collection of 29,749 com-

pounds. The afore mentioned settings are used for the ChemTree algorithm. The

resulting tree is very bushy with a total of 51 terminal nodes. Instead of solely basing

the covariate classes on chemical structure represented by the atom pair descriptors

as described by Hawkins et al. (1997), we additionally group terminal nodes with

the same node activity range into the same covariate class. This approach was taken

112



Table 7.1: Nine covariate classes obtained by a single tree based on the entire NCI
compound collection.

Covariate Class Node Activity Range (NAR) Active Total
1 NAR = 1 34 34
2 0.9 ≤ NAR < 1 37 40
3 0.8 ≤ NAR < 0.9 35 43
4 0.6 ≤ NAR < 0.8 30 45
5 0.4 ≤ NAR < 0.6 21 42
6 0.2 ≤ NAR < 0.4 33 105
7 0.1 ≤ NAR < 0.2 80 525
8 0 < NAR < 0.1 337 27,556
9 NAR = 0 0 1359

to avoid a too high dimensional covariate space. We obtained nine covariate classes

in this way. Table 7.1 shows the nine covariate classes that were obtained by using

a single tree based on the entire NCI compound collection. For each covariate class,

the node activity range (NAR) is given as well as the number of active compounds

in this covariate class and the total number of compounds in this class.

The covariate classes for the training set, which consists again of the 1,000 pooled

responses and the individually retested compounds, were obtained by dropping the

training set down the single tree. Depending on the terminal node a pooled response

or an individual response fell into, a certain covariate class was assigned. By using

a non-linear optimization procedure in SAS IML and a random sample of 50 start-

ing values drawn from a coarse grid covering the nine-dimensional space of possible

starting values, likelihood model-based estimates for the nine different covariate class

probabilities were obtained. The estimate p̂l indicates the probability for compounds

in covariate class l to be active. The covariate classes for the test set compounds were

obtained as described above for the training set compounds. Retesting of the test set
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compounds is done based on the covariate class probabilities p̂l, which are the like-

lihood model-based estimates obtained from the training data. Test set compounds

from covariate classes with high probabilities of activity p̂l are retested first.

Figures 7.5 and 7.6 show the mean accumulation curves for the test sets of the MC

and TR designs averaged across 20 replicates with starting value zero and starting

value number of actives included in design, respectively. TR finds on average a higher

number of active compounds across the entire range of number of tests performed

when the design results are not taken into consideration. Note that the graph does

not show the entire range of number of tests performed. When including the number

of active compounds found by the designs, MC gives a higher accumulation curve on

average than TR across the entire range of number of tests performed.

Covariate Classes Based on Multiple Trees Using Pooled Compounds

We stated earlier that single trees have a high tendency of being unstable, and

one possible approach of overcoming this problem is to use an ensemble approach

or multiple trees. Therefore, we use multiple trees as our next approach of defining

covariate classes.

Previously, we used all individual compounds of the entire NCI compound col-

lection to define covariate classes for pooled responses. One main drawback of using

individuals when definining covariate classes is that it does not provide us with the

possibility to account for blocking and synergism. However, since we account for

these within-pool interaction effects in our likelihood model, we think it is also de-

sirable to account for these effects when defining covariate classes. Covariate classes
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Figure 7.5: Mean accumulation curves of the MC and TR designs averaged across 20
replicates. Retesting of test sets was based on likelihood model based estimates of the
covariate class probabilities based on a single tree. TR finds more active compounds
across all numbers of tests performed.
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Figure 7.6: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. The number of active compounds found by the pooling designs was
included here. Retesting of test sets was based on likelihood model based estimates
of the covariate class probabilities based on a single tree. MC finds more active
compounds across all numbers of tests performed.
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are therefore defined on the training set consisting of the 1,000 pooled responses

and the individual compounds from retested pools. Again, the pools were selected

for retesting based on conditional retesting probabilities as described in Section 7.4.

This approach also allows a covariate class definition in a replicate by replicate man-

ner. Each training set from one of the 20 MC replicates and from one of the 20 TR

replicates defines a new set of covariate classes.

There are different approaches of how to define covariate classes based on multiple

trees. One approach is to grow 500 trees based on the training set observations, and

define the covariate classes based on a ‘standard bracketing’ of the terminal node

activities averaged across the 500 trees. If, for example, the averaged node activity of

a particular observation (this could be a pooled response or an individual compound)

falls in the range between 0.9 and one, then the covariate class for this observation is

one.

In Section 9.4 we introduce different order criteria based on ChemTree to obtain

screening orders of test set compounds. These criteria can also be used to define

covariate classes based on multiple trees. In particular, we will use the lower bound

of a one-sided confidence interval to define covariate classes. The advantage of using

the lower bound instead of the proportion of actives for each node is that a lower

bound criterion gives preference to nodes with large node sizes but equal purity; see

Section 9.4.2 for more details. Based on one of the training sets consisting of 1,000

pool responses and individually retested compounds, 500 trees are grown and for each

tree the lower bound of a one-sided confidence interval is obtained for each terminal

node in the tree. The training set compounds are assigned to covariate classes based
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on the averaged values across all trees of the lower bounds of each node they fell into in

a particular tree. Covariate class one has average lower bounds between 0.9 and one,

class two has average lower bounds between 0.8 and 0.9 and so forth. Ten covariate

classes were obtained in this way. This process was repeated for each training set for

the 20 MC and 20 TR replicates. Note that a new set of covariate classes is defined

for each replicate.

If for a particular replicate the training set had less than four compounds in a

particular covariate class, these compounds were assigned to the class with either the

next higher or the next lower class number, depending on the size of these classes. The

compounds were always assigned to the smaller class of the two. The likelihood model

was then used to obtain estimates for the ten or less covariate class probabilities. No

estimates were obtained for covariate classes that were not occupied by the training

set (or were merged with other classes since they had fewer than four compounds).

Covariate class of a test set compound was obtained by dropping the test set

compound down the 500 trees, and then assigning for each tree the previously obtained

lower bound of the terminal node in which the test set compound fell into in a

particular tree to the compound. Again, the lower bounds are averaged across the

500 trees and the covariate classes are defined based on this average. It may occur

that a test set compound is assigned to a covariate class that was not occupied by the

training set. In this case the test set compound is assigned to the “junk” covariate

class, the covariate class with the lowest range of averaged lower bounds. Retesting

of the test set compounds is again done based on the covariate class probabilities p̂l,

which were estimated from the training sets.
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Figures 7.7 and 7.8 show the mean accumulation curves for the test sets of the MC

and TR designs averaged across 20 replicates with starting value zero and starting

value number of actives included in design respectively. TR finds on average a higher

number of active compounds across the entire range of number of tests performed

when the design results are not taken into consideration. When including the number

of actives found by the designs, MC gives a slightly higher accumulation curve on

average than TR up to 1,070 test performed and also when more than 1,530 tests

are done. Note that the graph does not show the entire range of number of tests

performed. The performance of MC stays superior over TR for the remaining range.

One main drawback of this approach is that it is computationally very inefficient

due to the large size of the data sets. A data set with 2,000 observations results in a

prediction information set of 500 x 2,000 rows.

Covariate Classes Based on a Single Tree Using Pooled Compounds

In order to be able to assess the effectiveness of using multiple trees to define

covariate classes, we repeated the above described approach with just a single tree.

One tree was grown based on the training set of pooled and individual compounds

for each of the 20 MC and 20 TR replicates. We also used the lower bound of a one

sided confidence interval for each node to define the covariate classes. In this way,

the only difference between this approach and the previous one is the factor of single

tree versus multiple trees.

Figure 7.9 shows the mean accumulation curves for the test sets of the MC and

TR designs averaged across 20 replicates for the single tree approach based on pooled
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Figure 7.7: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. Retesting of test sets was based on likelihood model based estimates
of the covariate class probabilities based on averaged lower bounds of multiple trees.
TR finds more active compounds across all numbers of tests performed.
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Figure 7.8: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. The number of active compounds found by the pooling designs was
included here. Retesting of test sets was based on likelihood model based estimates
of the covariate class probabilities based on averaged lower bounds of multiple trees.
MC finds a few more active compounds up to 1,070 tests and beyond 1,530 tests
performed.
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compounds. The number of active compounds found by the pooling designs was

included in the accumulation curves. Below 181 tests performed and above 1,670

tests performed, MC finds on average a higher number of active compounds than

TR. In the lower range, MC performs only slightly better, however, in the upper

range, above 1,670 tests performed, MC performs significantly better. Note that the

graph does not show the entire range of number of tests performed. The performance

of MC stays superior over TR for the remaining range.

Figure 7.10 shows a comparison of the MC and TR multiple trees results and the

MC and TR single tree results. Up to 200 tests performed, and then starting again

at 600 tests performed up to 2,800 tests performed, the multiple trees approaches for

MC and TR designs give on average significantly higher accumulation curves than

the single tree approaches for MC and TR designs. Multiple trees for the MC designs

perform on average significantly better than a single tree for the MC designs from

zero up to 2,800 tests performed.

Covariate Classes Based on Multiple Trees Distance Matrix

Our previously discussed approaches of defining covariate classes based on multiple

trees do not necessarily take the structural information into considerations as the

approach of Hawkins et al. (1997) did. By grouping nodes together with either high

activity proportions or high lower bounds of one-sided confidence intervals of activity

proportion, we indirectly account for the fact that compounds with similar chemical

structures have similar activities. However, the final covariate class classification

is based on averages across (random) multiple trees, and the similarity principle
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Figure 7.9: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. The number of active compounds found by the pooling designs was
included here. Retesting of test sets was based on likelihood model based estimates
of the covariate class probabilities based on the lower bound of a single tree. MC
finds slightly more active compounds up to 181 tests and significantly more beyond
1,670 tests performed.
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Figure 7.10: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. Retesting of test sets was based on likelihood model based estimates of
the covariate class probabilities based on averaged lower bounds of multiple trees and
a single tree. Multiple tree approaches perform better than single tree approaches for
up to 2,800 tests performed.
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relationships may not always be preserved.

To improve our approach, we investigated the possibility of defining covariate

classes based on the intersection of node defining splitting rules of multiple trees. For

example, if for tree 1 the splitting rule for a high activity node is X2 = 1, X5 = 1,

X8 = 0, and X9 = 1, and for tree 2 the splitting rule for another high activity node

is X4 = 0, X5 = 1, X9 = 1, X11 = 1, and X25 = 0, then the intersected rule for the

two trees is X5 = 1 and X9 = 0. Compounds following these rules are assigned to a

certain covariate class. Unfortunately, this idea does not work well on our data sets.

Only one variable is contained in the intersected splitting rules of two trees, and no

variable in the intersected splitting rules of three trees. Using the union instead of

the intersection of splitting rules results in a lack of unique covariate class assignment

of the compounds.

An alternative and rather experimental approach is to define covariate classes

based on a distance or proximity matrix obtained by a multiple tree algorithm.

ChemTree provides a distance matrix where the distance d(i, j) between compound

i and compound j for a given tree is the number of observations in the deepest node

where the observations i and j reside together divided by total observations in the

tree. If two compounds fall in the same terminal node (and are therefore structurally

similar), their distance will be small, whereas two compounds that only reside to-

gether in the root node (and are therefore structurally diverse), have a large distance

measure. The overall distance is obtained by averaging across all trees. The distance

matrix preserves (at least to some extend) structural similarity principles even af-

ter averaging across multiple trees. The goal of this approach is to define covariate
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classes more focused on chemical structure information and less focused on node ac-

tivity. The hope is that by taking this approach, different chemical classes will be

identified and that each chemical class will form one covariate class. In this case,

the activity responses in the different covariate classes are driven by different activity

mechanisms. By taking the averaging across multiple (random) trees approach we

might destroy the grouping of the different activity mechanisms.

Our approach is to use the distance matrix provided by ChemTree based on the

500 trees grown for the training data (pooled responses and individual compounds)

and then use this matrix in the average linkage clustering algorithm to group the

training data into seven clusters (covariate classes). The optimal number of clusters

was obtained by looking at several replicates and selecting the best cluster number

based on the most apparent cutoff in the dendrogram. Unfortunately, clustering

methods are unsupervised learning techniques and they do not lend themselves well

to grouping test data into covariate classes.

One possibility to overcome this hurdle is to use a k-nearest-neighbor (k-nn) ap-

proach that gives the option of using a user defined distance matrix. Whereas this

approach will be kept for future research, here we used a readily available k-nn algo-

rithm provided in SAS (our data sets are extremely large and therefore it was infesable

to use R although it may have been the better option since it is possible to manipu-

late functions easily). K-nn algorithms show poor ability to deal with irrelevant input

descriptors. Therefore, a reduced descriptor matrix was used that consisted only of

the descriptors that were used in the 500 trees to split the training data. The next

step was to use the k-nn algorithm to build a model based on the labels of the seven
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covariate classes (clusters) of the training data and the important input descriptors,

and to obtain covariate class labels for the test data based on the model. Once all

covariate class labels were obtained, the likelihood model was used as described before

to obtain estimates of the seven covariate class probabilities from the training data.

Retesting of the test set compounds was done based on these estimated probabilities.

Figures 7.11 and 7.12 show the mean accumulation curves for the test sets of

the MC and TR designs averaged across 20 replicates with starting value zero and

starting value number of actives included in design respectively. MC finds on average

a higher number of active compounds between 6,000 and 25,000 tests performed when

the design results are not taken into consideration. When including the number of

actives found by the designs, starting at 6,000 test performed MC gives on average a

higher accumulation curve than TR.

7.6 Comparison of the Different Approaches

Table 7.2 shows a comparison of the different approaches for defining covariate

classes at several different numbers of tests performed. These are the results for

the approaches that include the number of active compounds found by the pooling

designs. We think this approach is acceptable for several different reasons. The

remaining NCI compounds that were not included in the MC designs, combined with

the individual compounds from pools that were not retested, are not a true test set.

These compounds were not selected at the design stage or the retesting stage and

hence they are more or less “junk” compounds. The TR design selects compounds
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Figure 7.11: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. Retesting of test sets was based on likelihood model based estimates
of the covariate class probabilities based on clustering applied to distance matrices.
MC finds more active compounds between 6,000 and 25,000 tests performed.
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Figure 7.12: Mean accumulation curves of the MC and TR designs averaged across
20 replicates. The number of active compounds found by the pooling designs was
included here. Retesting of test sets was based on likelihood model based estimates
of the covariate class probabilities based on clustering applied to distance matrices.
MC finds more active compounds starting at 6,000 tests performed.
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for the pools at random, and thus the left out compounds (test set) might be of

comparable quality to the TR design compounds. However, this is not the case

for the MC designs because they select compounds driven by the design criterion.

Table 6.1 shows that the MC designs repeatedly select certain compounds for all 20

replicates. Therefore, a comparison of the designs without accounting for the number

of actives found at the design stage would unfairly punish the MC design for selecting

good design compounds.

For each of the five analysis approaches, we performed mean comparisons of the

average number of actives found for the MC designs and the TR designs for a variety

of different test points (100, 200, 800, 1000, 2000, 10000). Significant differences at

the α = 0.05 level are indicated by an asterik in Table 7.2. The table provides the

average number of active compound found at the different test points based on the

20 MC and 20 TR replicates. Standard deviations are also provided in the table in

parenthesis after the mean.

The best performance is given by the likelihood approach with covariate classes

based on a single tree using individual compounds, followed by the likelihood approach

with covariate classes based on average lower bounds of a one-sided confidence interval

of multiple trees. The likelihood approach with covariate classes based on the lower

bound of a one-sided confidence interval of a single tree also gives surprisingly good

results.

The first approach of using the likelihood model with covariate classes based on a

single tree using individual compounds might be too favorable since covariate classes
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Table 7.2: Average number of actives found for the MC and TR designs for different
approaches. Standard deviations are given in parenthesis.

Multiple Trees Likelihood Single Tree (I)

Number of tests MC TR MC TR
100 201 (7.8) 182 (13.2) ∗ 238 (6.5) 212 (13.2) ∗
200 223 (11.5) 203 (12.9) ∗ 275 (9.4) 274 (10.0)
800 269 (11.0) 253 (15.3) ∗ 435 (8.5) 398 (13.9) ∗
1,000 278 (11.6) 264 (15.8) ∗ 607 (0) 595 (10.6) ∗
2,000 315 (13.9) 303 (18.7) ∗ 607 (0) 607 (0)
10,000 453 (9.0) 452 (15.5) 607 (0) 607 (0)

Likelihood Multiple Trees (P) Likelihood Single Tree (P)

Number of tests MC TR MC TR
100 211 (9.9) 195 (17.0) ∗ 191 (17.1) 173 (25.5) ∗
200 273 (27.6) 266 (33.7) 220 (28.7) 232 (45.4)
800 427 (121.1) 420 (138.8) 361 (154.5) 415 (113.4)
1,000 469 (126.2) 463 (124.6) 379 (158.9) 419 (119.2)
2,000 572 (40.6) 567 (41.7) 555 (76.7) 509 (63.6) ∗
10,000 572 (40.6) 567 (41.7) 577 (39.1) 513 (67.3) ∗

Likelihood Distance Matrix

Number of tests MC TR
100 194 (33.0) 181 (39.6)
200 208 (52.2) 215 (75.8)
800 242 (96.3) 314 (100.5) ∗
1,000 262 (91.4) 327 (104.5) ∗
2,000 317 (104.3) 344 (96.8)
10,000 507 (56.6) 429 (43.7) ∗
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were created based on a single tree that was grown on all the individual compounds

in the NCI collection. If one wants to use this approach to obtain screening orders

for an unknown test set, then this approach is not recommended since results given

here are most likely too favorable. When creating the covariate classes, the structure

and activity information of all compounds (also the ones that are later in the test set)

were used. Therefore, it was easier for this method than for the other ones to group

compounds into covariate classes in the best possible way. Results of this approach

have to be approached with caution and as we will see later, the approach does not

perform well on an independent test set.

In the second approach on the other hand, definition of covariate classes is only

based on the pooled design compounds and certain retested individuals. This ap-

proach makes no use of future compounds and can therefore be used for unknown

test sets. As mentioned perviously, one of the drawbacks is that it is computationally

not very efficient. We also showed that using multiple trees in comparison to using a

single tree in this approach is helpful for improving the performance. A comparison

of the average number of active compounds found for the MC designs for the mul-

tiple trees versus single tree likelihood lower bound approach showed that there is a

significant difference at the α = 0.05 level at almost all test points.

The remaining two approaches of using a multiple tree recursive partitioning ap-

proach and using likelihood models with distance matrixes show not a very good

performance. It is encouraging to see that it is worth going through the trouble of

using the likelihood approach when using proper covariate classes. Likelihood models

explicitly account for the within-pool interaction effects of synergism and blocking
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Table 7.3: Comparison of the five different approaches for the MC designs. Tukey’s
honestly significant difference (HSD) test was used for multiple comparisons. Means
of average number of actives found with the same letter are not significantly different
for experimentwise error rate α = 0.05.

Number of Compounds tested

Approach 100 200 800 1000 2000 10000
Likelihood Single Tree (I) A A A A A A
Likelihood Multiple Trees (P) B A A B A B
Likelihood Single Tree (P) C B A C A A B
Likelihood Distance Matrix C B B D B C
Multiple Trees B C B B D B D

and this seems to pay off with respect to the number of actives found. As we men-

tioned earlier, the approach of using the likelihood model with a distance matrix

based covariate space, is rather experimental and needs further research. Using the

k-nn algorithm in its current form to obtain the covariate class predictions for the

test data does not take full advantage of the structural information preserved by the

distance matrix. However, it is encouraging to see that the difference between the

MC and TR designs is rather big for most of the range of number of tests performed,

with MC being superior.

We also performed multiple testing, using Tukey’s honestly significant difference

(HSD) test with α = 0.05, of all five approaches for the MC designs as obtained after

significant F -testing with p-value of <0.0001 for various different test points. Results

are shown in Table 7.3.
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7.7 Additional Compounds for the NCI AIDS

Compound Collection

We mentioned earlier that the remaining NCI compounds that were not included

in the MC designs, combined with the individual compounds from pools that were

not retested, are not a true test set since they are, at least with respect to the MC

design, more or less left out “junk” compounds.

In Section 5.2 we noted that the NCI compound collection that was used by us

is an old version. A new version with 12,939 (896 active) additional compounds is

now available. In order to get a better idea of the performance of our five analysis

approaches on a true test set, we decided to use these additional compounds as such.

Again, retesting of these new test set compounds was done based on the covariate class

probabilities p̂l obtained from the training sets and based on the according covariate

classes of the test set compounds. All results shown are averaged across the 20 MC

replicates and the 20 TR replicates, respectively.

Table 7.4 gives the average number of active compounds found for a variety of

different test points. An asterik indicates a significant difference between the MC

and the TR means at an α = 0.05 level.

The likelihood model approach with covariate classes based on multiple trees and

lower bounds has the highest number of active compounds found at all but one test

point. For small test points (up to 100) the MC design is superior in this approach,

for larger test points the TR designs are better. Figure 7.13 shows the results for this

approach. Note the grey line resembles random testing for this test set. Both designs
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Table 7.4: Average number of actives found for the MC and TR designs for different
approaches.

Multiple Trees Likelihood Single Tree (I)

Number of tests MC TR MC TR
20 4 4 5 6 ∗
50 10 10 5 7 ∗
100 20 25 28 28
200 44 56 57 57
800 188 192 657 657
1,000 223 221 857 857
2,000 331 321 880 880
10,000 803 817 880 880

Likelihood Multiple Trees (P) Likelihood Single Tree (P)

Number of tests MC TR MC TR
20 16 15 16 10 ∗
50 39 33 32 24
100 73 66 47 45
200 132 145 75 94
800 692 725 384 581 ∗
1,000 821 857 512 686 ∗
2,000 871 878 844 790
10,000 871 878 860 806

Likelihood Distance Matrix
Number of tests MC TR
20 13 15
50 26 38 ∗
100 49 74 ∗
200 98 143 ∗
800 338 661 ∗
1,000 419 745 ∗
2,000 783 821
10,000 855 835
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perform dramatically better than the results we had to expect by doing random

testing of the compound collection.

Figure 7.14 shows the results for the Likelihood approach with covariate classes

based on the lower bound of a single tree. Again, both designs perform much better

than random testing.

When using the likelihood approach based on a single tree, the performance of

both designs on this new test set was not very good. As discussed earlier, for this

approach we created the covariate classes in a too favorable manner. It was expected

that the performance of this approach on a new test set would not be as good as

before since the new test set compounds were not involved in creating the covariate

classes.

It was somewhat surprising how well the TR design approaches performed on the

new NCI test set. In Section 5.4.5 we illustrated that one of the main achievements

of the MC designs is that they include diverse active compounds into the design

sets, in comparison to the TR designs that include rather similar compounds. It was

expected that due to the good coverage of the chemical space in the MC designs they

would be superior to the TR designs in building meaningful covariate classes since

more information was available to them. Depending on the analysis approach we

chose, MC designs showed a better performance in detecting active compounds than

TR designs for certain ranges of the number of tested compounds. However, we were

not able to illustrate an overall superiority of the MC designs using the proposed

analysis approaches. One possible reason for this lies in the construction of the NCI
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Figure 7.13: Mean accumulation curves of the MC and TR designs averaged across
20 replicates for the additional NCI compounds. Retesting of test sets was based on
likelihood model based estimates of the covariate class probabilities based on lower
bounds from multiple trees.
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Figure 7.14: Mean accumulation curves of the MC and TR designs averaged across
20 replicates for the additional NCI compounds. Retesting of test sets was based on
likelihood model based estimates of the covariate class probabilities based on a lower
bound from a single tree.

138



compound collection. Once an active compound was discovered in a certain area of

the chemical space, many more similar compounds were added in this part of the

chemical space to the NCI compound collection (hence the additional compounds in

the new version). Based on the principles of similarity, these compounds were also

very likely to be active. Therefore, it is extremely hard for any design to perform

better than random (TR here), and it is especially hard for a design that has the goal

to detect diverse active compounds, such as our MC design.

7.8 Future Research

We illustrated clear superiority of the model-based likelihood approaches over a

multiple tree version of the more standard recursive partitioning approach. Likelihood

models do not only give higher average accumulation curves, but they also include

the effects of blocking and synergism. Although, we did not take advantage of the

likelihood approach that allows us to estimate blocking and synergism probabilities,

we still think it is important to include these effects into the model since it is well

known that they are present when pooling chemical compounds (Phatarfod and Sud-

bury 1994; Xie et al. 2001). Our next step will be to select our two best approaches

of creating covariate classes (covariate classes based on multiple trees lower bound

and covariate classes based on single tree lower bound) and use the model-based like-

lihood approach that allows for estimation of synergism and blocking probabilities

(Yie 2002).

We also discussed in the previous section the drawbacks of the NCI compound
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collection. A rather large HTS collection was made publicly available in conjunction

with the McMaster HTS Data Mining and Docking Competition. We think that this

data set is an opportunity for us to test our design and analysis approach. In order

not to run into the same problem than we had with our original NCI compound

collection of not having a true test set, we will split the data into training and test

set compounds before we proceed with our designs.

The proposed analysis approaches with the different possibilities of creating covari-

ate classes have three or four common factors. The first factor indicates whether the

analysis approach is a likelihood approach (= 1) or a recursive partitioning approach

(= −1). The second factor represent the different possibilities of using terminal node

information for covariate class creation; either the lower bound of a one sided confi-

dence interval can be used (= 1) or the node proportion of active compounds (= −1).

The third factor indicates whether a single tree (= 1) or multiple trees (= −1) are used

to create covariate classes. The fourth factor is used to represent whether pooled data

(= 1) or individual data (= −1) is used to create covariate classes. In pooling exper-

iments, typically only the pooled responses and maybe certain individually retested

compounds are available. Therefore, the fourth factor will not be further considered.

Table 7.5 shows four of our five analysis approaches and it illustrates the different

factor levels each approach takes. The fifth design, Likelihood with Distance Matrix,

is rather experimental and does not include factor LB/P.

There are three factors with two levels each, so we have a total of 23 = 8 treatment

combinations. Four (or really only three) of the possible combinations were already

investigated by us. One possibility is to create the remaining 5 analysis approaches
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Table 7.5: The different analysis approaches can be grouped by four factors. The
table illustrates which approach takes which factor level. All factors are coded as
(1/-1).

Factors

Analysis Approach Likeli/RP LB/P SglTree/MultTree Pooled/Indv
Multiple Trees -1 -1 -1 1
Likelihood Multiple Trees (P) 1 1 -1 1
Likelihood Single Tree (P) 1 1 1 1
Likelihood Single Tree (I) 1 -1 1 -1

to have a full factorial design with 20 replicates at each treatment combination. This

would bring a nice completion to our investigations, and is therefore planned for

future research.

We also plan to redo the proposed analysis approaches using Carhart atom pair

descriptors since they are more commonly used than the descriptors calculated by

Feng (personal communication). Currently, we still need a complete set of Carhart

atom pair descriptors.
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Part II

Testing and Analyzing Discretes
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Chapter 8

Introduction and Application of

RandomForest on High

Throughput Screening Data from

Drug Discovery

8.1 Introduction

Discovery of a new drug often starts with screening large collection of compounds

against a certain biological target. These chemical libraries are typically very large

on the order of hundreds of thousands or millions of compounds. Although new tech-

nologies, such as high throughput screening (HTS) or ultra high throughput screening

(uHTS), allow assaying hundreds of thousands of compounds per day, it is still very

expensive to screen the entire chemical library. Therefore, scientists try to predict

the activity of a compound by using molecular properties as input descriptors. Only
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a small subset of the compounds in the library are screened. Based on the activity

response and the molecular properties of this sample, a quantitative structure activity

relationship (QSAR) model is built. QSAR models are used to predict the activity

of the remaining compounds in the library.

Many different tools are available to build QSAR models (Liaw and Svetnik 2003).

Some traditional tools are Multiple Linear Regression (Kauffman and Jurs 2001)

and Partial Least Squares (Sheridan et al. 1994). Often, these methods are not

very flexible and may not perform well on diverse collections, such as HTS data,

that include multiple mechanisms of action (Svetnik et al. 2003). One of the more

modern approaches is using data mining techniques, such as k-Nearest Neighbor (see

Dasarathy 1990, for a review; Kauffman and Jurs 2001) and Recursive Partitioning

or Classification and Regression Trees (Rusinko et al. 1999). Data Mining techniques

are typically tailored towards large data sets and they are very flexible. Therefore,

they are excellent candidates for being used on HTS data and for building QSAR

models.

In this chapter we will illustrate the use of RandomForest, a more exotic data

mining technique, on large data sets from drug discovery. RandomForest is a tree

based method, and we therefore give some background information on classification

trees. We also describe the RandomForest algorithm and its tools. The first data

set that we used is a data set provided by Merck Research Laboratories. The second

data set is the Thrombin data that was used in the KDD Cup 2001 competition. The

objective in the competition was to achieve high weighted accuracy on a blinded test

set. We compare the performance of RandomForest to the results of the participants
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in the KDD Cup.

The chapter is structured as follows. Section 8.2 contains an introduction to trees.

Since we are only interested in modeling binary responses (active/inactive) we restrict

ourselves to classification trees and do not cover regression trees. In Section 8.3 we ex-

plain the RandomForest algorithm. The two sources of randomness in the algorithm,

taking a bootstrap sample (bagging) and random input descriptors, are described,

and details of the theory behind the algorithm are discussed. We will also give details

about the splitting criterion used in RandomForest. Section 8.4 describes tools that

are readily available in the RandomForest algorithm. In particular, the algorithm

provides an internal estimate of the error rate, measures of descriptor importance,

and a measure of proximity. In Section 8.5, we illustrate the use of RandomForest

on two data sets from drug discovery. We illustrate the use of the available tools on

these two data sets. Finally, in Section 8.6 we investigate the influence of the splitting

criterion in the RandomForest algorithm. This is done by implementing entropy as a

splitting criterion.

8.2 Classification Trees

Morgan and Sonquist (1963) were the first statisticians to discuss classification

and regression trees. The classification trees described here follow the more mod-

ern approach of Breiman, Friedman, Olshen and Stone (1984) and Quinlan (1993).

Classification trees are also known under the name of recursive partitioning. It is an

algorithm that constructs a binary tree for classification.
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Assume the data consists of m input descriptors (chemical descriptors) Xj, j =

1, .., m, and a binary response variable Y for each of N observations (compounds),

Y = (Y1, Y2, ..., YN), Yi ∈ {0, 1}. The input descriptors Xij can either be categorical

or continuous. For each continuous Xj, the algorithm aims to find the best cutoff to

split the binary response variable Y into its two classes. Similarly, for each categori-

cal Xj, the algorithm aims to find the best grouping of categories to split the binary

response variable Y into its two classes. Then the best descriptor is chosen among all

X1, ..., Xm. Based on a certain splitting criterion, the input descriptor Xj with the

best cutoff is selected, and the data is split into two children nodes. The choice of

the splitting criterion depends on the implementation of the tree algorithm. Three

popular splitting criteria for classification trees are Gini index, entropy, and misclassi-

fication error. Gini index is one of the criteria used by the CART algorithm (Breiman

et al. 1984). It measures the purity of the node, and it decreases as the node becomes

more pure. The Gini index will be described in further details in Section 8.3.4. The

splitting process is iterated for each child node recursively until a stopping criterion

is reached. Possible stopping criteria are minimal node size (say 5), or node purity.

A node is called pure if the majority or all compounds in it are of the same class.

Another stopping criterion is to split the tree until no significant improvement can be

made from any further splits. This means that the splitting criterion does not change

significantly by doing further splits. Once the tree is grown to full size, it is pruned

back by using a criterion that balances between error rate and tree complexity.

Trees have many advantages over other existing classification methods. They can

very easily handle a mixture of categorical and continuous predictors, and they are
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invariant to monotone transformations in X. It should also be mentioned that trees

are very easy to interpret. Looking at a single tree, it is very easy to see which

descriptors are of importance in the classification process, and conclusions can be

drawn easily. This helps explain the high popularity of trees among subject scientists.

Classification trees also have many disadvantages. It is computationally very im-

practical, and maybe infeasible, to find the optimum tree of a given size, so suboptimal

greedy algorithms are usually used. The pruning of the tree is a computationally very

expensive process. It would be desirable to find methods that avoid pruning. The

predictive power of a single tree is, in general, not as good as, for example, the pre-

dictive power of Artificial Neural Networks or Support Vector Machines (Hastie et

al. 2001). However, one of the biggest disadvantages of single trees is their instability.

Often, minor changes in the data can result in a very different looking tree, with a

very different series of splits. The main reason for this lack of stability of the tree

is the hierarchical nature of the tree model and correlated variables. When an error

is made in the root node (the first split made), it will affect the entire tree. High

variance is introduced into the tree. In order to reduce variance, a procedure called

bagging was used. Multiple trees are grown, each based on a bootstrapped sam-

ple of the data. Final classification is obtained by taking the average over multiple

bootstrapped trees. Bagging trees is described in more detail in Section 8.3.1.
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8.3 The RandomForest Algorithm

Random Forest was developed by Breiman (2001). It is a tree classification algo-

rithm that grows a collection (ensemble) of trees while making sure that the trees differ

from each other by introducing two sources of randomness into the algorithm. These

two sources of randomness are bootstrapping of compounds and random selection of

input vectors. We will describe these two mechanism in more detail in Sections 8.3.1

and 8.3.2, respectively. The Random Forest algorithm overcomes many of the limits

encountered by a single classification tree. The algorithm exploits the unstable nature

of trees to achieve diversity in the ensemble.

8.3.1 Bagging Trees

“Bagging” stands for bootstrap aggregating, and is a way to improve the accuracy

of weak classifiers (Breiman 1996). We consider bagging applied to classification trees

and it proceeds as follows. A random sample with replacement of size N is drawn from

the data consisting of N observations (compounds). This process of bootstrapping

the data is repeated ntree times. A tree is grown on each bootstrapped sample; an

ensemble of ntree trees is grown. The probability that observation i is included in the

bootstrap sample is 1− (1− 1
N

)N ≈ 1− 1
e

(Hastie et al. 2001). Therefore, on average,

1
e

of the original data is not included in the bootstrap sample, and hence not used

when growing the tree. This “left-out” part of the original data is called Out-Of-Bag

(OOB) data. It is used extensively in the RandomForest algorithm to obtain internal

estimate of error rates and a measure of descriptor importance. The trees built based
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on the bootstrap samples are grown to full length (terminal nodes of size 1), and they

are not pruned back. Omitting the pruning process brings computational advantages.

It makes the algorithm faster, despite the fact that many trees are grown.

Prediction of test sets is done either by majority vote, or it is based on a user-

defined threshold. The test data is predicted by all ntree trees in the ensemble, and

the classification of each compound is recorded for each tree. Using majority vote,

the final classification given to each compound is the class that received the most

votes across all ntree trees. A user-defined threshold can override this condition. If

the percentage of votes for a certain class, A, is above a user defined threshold, the

compound is classified as class A. This can especially be of importance when the

cost of classification is very different for each class or when the objective is prediction

of rare events such as compound activity. It is very expensive to misclassify active

compounds in a compound collection, and therefore a low threshold is applied to the

active class so that compounds have a high chance of being classified active.

Bagging is a very good way to improve accuracy in tree classification, but it

causes complete loss of interpretability. Since many trees are grown, and the trees

look very different from each other due to the bootstrapped data, it is impossible

to draw any conclusions about descriptor importance by just performing a visual

assessment of the trees. The need arises for measures of descriptor importance that

evaluate and compare the importance of each descriptor. One such measure, the Gini-

based measure of descriptor importance was first introduced by Breiman et al. (1984).

RandomForest introduces additional importance measures and they will be described

in further detail in Section 8.4.2.
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8.3.2 Splits Based on Random Input Descriptors

The second source of randomness that is introduced in the RandomForest algo-

rithm is a set of random input descriptors for each split. This idea was first introduced

by Amit and Geman (1997) in their paper on hand-written character recognition.

Typically, a tree classification algorithm searches through all available input vari-

ables (descriptors) to select the one that performs the best split. In RandomForest, at

each split a random subset without replacement of mtry descriptors is chosen among

all available descriptors, and the algorithm only searches through these mtry descrip-

tors when looking for the best split. For each split performed, a new random subset

of descriptors of size mtry is selected. The parameter mtry is defined by the user, and

has the same value for each tree grown in the ensemble. It can take any value in the

range from one to m, the total number of available descriptors. The algorithm is not

very sensitive to the value of mtry, and by default mtry =
√

m.

One of the reasons for introducing bagging was to grow and ensemble of trees in

order to improve prediction accuracy. Random input descriptors at each split lead

to trees that are very dissimilar to each other, so that the correlation among trees is

kept to a minimum. In the next section, we will illustrate why it is important to grow

trees with low correlation among them, and why it helps to reduce the error rate.

8.3.3 Theory of RandomForest

This section contains a brief summary of the theoretical results that explain the

good performance of the RandomForest algorithm. These results were derived by
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Breiman and a more detailed description and the derivation of the theorems can be

found in Breiman (2001).

To grow the kth tree, a random vector Θk is generated that is independent of

the past random vectors Θ1, Θ2, . . . , Θk−1, but that has the same distribution. The

random vector Θk depends on the mechanism(s) of randomness it represents. If

there are t sources of randomness in an algorithm, Θ has t column dimensions. In

RandomForest one dimension of Θk represents bagging, whereas the other dimension

represents random selection without replacement of input descriptors at each split.

Then, the kth tree is grown based on the training set, containing responses and

descriptors, and Θk. This results in a classifier h(x, Θk), where x is the descriptor

matrix. A large number of trees is generated, and the classification is done based on

majority vote or a user-defined threshold.

The margin function mg(X, Y ) is defined as the difference between the average

number of votes at X, Y for the correct class and the maximum of the average number

of votes for any other class. The larger the margin, the more confidence in the

classification. The generalization error PE∗ is defined as the probability that the

margin function mg(X, Y ) is less than 0.

One of the key features of RandomForest is that is does not overfit. As more trees

are added, the generalization error PE∗ converges to a limiting value. This theorem

is proven with the Strong Law of Large Numbers.

Theorem 8.3.3.1: As the number of trees increases, for almost surely all se-
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quences Θ1, ...PE∗ converges to

PX,Y(PΘ(h(X, Θ) = Y )−max
j 6=Y

PΘ(h(X, Θ) = j) < 0). (8.1)

Furthermore, an upper bound was derived for the generalization error PE∗. This

upper bound depends on two parameters s and ρ. The parameter s measures the

strength of the set of classifiers {h(x, Θ)}. It is defined as the expected value of

the margin function for a RandomForest. The parameter ρ measures the correlation

between the trees in an ensemble and ρ̄ is the mean value of this correlation.

Theorem 8.3.3.2: An upper bound for the generalization error PE? is given by

PE∗ ≤ ρ̄(1− s2)

s2
. (8.2)

Looking at the upper bound of the generalization error in equation (8.2), it can be

seen that in order to improve accuracy, the mean correlation ρ̄ has to be minimized

and the strength s has to be maintained. By using bagging in combination with

random input descriptors at each split, the RandomForest algorithm grows trees with

very low correlation among them. Furthermore, the strength is maintained by growing

large, unpruned trees.

8.3.4 The Splitting Criterion in RandomForest

RandomForest uses the Gini index as the splitting criterion. To be more precise,

the split that gives maximal impurity reduction ∆I will be chosen. The impurity

reduction ∆I is defined as follows:

∆I = p(A)I(A)− p(AL)I(AL)− p(AR)I(AR), (8.3)
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where p(A) is the proportion of compounds in node A, p(AL) and p(AR) is the

proportion of compounds that go into the nodes AL and AR, respectively, I(A) is the

impurity of node A, defined as I(A) =
∑

i=1...K f(piA), K is the number of classes

of the response variable, A labels the root node, AL and AR are the children nodes

to the left and the right, f(p) is the impurity function, and piA is the proportion

of compounds in node A that belong to class i. For the Gini index, the impurity

function has the form f(p) = p(1− p).

Another common impurity measure is entropy, also called information index. For

entropy, the impurity function is f(p) = −p ln(p). In Section 8.6.1 we will compare the

usual RandomForest implementation that uses the Gini index as a splitting criterion

to our implementation of RandomForest that uses entropy as a splitting criterion.

No further splits are made in a node A if either the impurity reduction ∆I cannot

further be increased (maximized), or the size of the node A is less than or equal

to the user-defined minimum node size nnodesize. The default value is nnodesize = 1.

Therefore, the trees are grown to full length. In large data sets, an increase in

minimum node size can be advantageous, because it reduces the computing time

significantly while not significantly sacrificing accuracy.

153



8.4 RandomForest Tools

8.4.1 Internal Estimation of the Test Set Error Rate

In order to obtain an unbiased estimate of the error rate, most methods call for

either a set-aside test set, or for doing cross-validation. In RandomForest, however,

there is no need for either one, since an unbiased estimate of the error rate is obtained

internally (Breiman 2001). As discussed in Section 8.3.1, when bagging trees, on

average 1
e

of the original data is excluded from the tree-building process. This so

called OOB part of the data is used in RandomForest to estimate the error rate.

For each tree, the OOB part of the data for this tree is run down the tree, and the

classification for each OOB compound is obtained. This is done for all trees in the

ensemble, so that each compound in the complete data set gets predicted in about one

third of all the trees. The final OOB classification for a particular compound is based

on the majority votes or a user-defined threshold across all the trees this compound

was predicted by. The unbiased estimator of the test set error is then obtained by

comparing the OOB classifications to the true class labels.

8.4.2 Measure of Descriptor Importance

One disadvantage of classification methods that are based on an ensemble of trees

is the loss of interpretability. Typically, a fairly large number of trees is grown (500-

10,000). It is not possible to look at each tree and decide which descriptors are

important for making accurate predictions. In RandomForest, two measures of de-

scriptor importance are introduced to help interpret the results of the algorithm.
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The first measure of descriptor importance is obtained by using the OOB part of

the data. The margin of the nth compound in the data is defined as the proportion

of votes for the correct class minus the maximum proportion of votes for the other

classes. In a two class problem this is the proportion of votes for the true class

minus the proportion of votes for the false class. For each tree, the margin of the

OOB portion of the data is recorded. Then the values of descriptor mi are randomly

permuted for the OOB portion of the data while keeping the values of the other

descriptors to their true values, and the new margin is obtained. This is done for

each descriptor, one descriptor at a time. The first measure of descriptor importance

for descriptor mi is the percent decrease in the margin obtained with the permuted

version of descriptor mi in the data, relative to the margin obtained with true version

of descriptor mi in the data, averaged across all compounds in the OOB portion of

the data. This margin measure is obtained for all descriptors in the data set.

The second measure of descriptor importance does not depend on the OOB portion

of the data. It is based on the splitting criterion, the Gini index. Every split based on

one of the mtry descriptors results in a decrease of the Gini index. The second measure

of descriptor importance for descriptor mi is defined as the sum of all decreases of the

Gini index in the ensemble due to descriptor mi, normalized by the number of trees

in the ensemble. This measure was first introduced by Breiman et al. (1984).

A descriptor is assumed to be important if one or both of the above described

measures of descriptor importance are large. For the margin measure, a large percent

decrease for descriptor mi means that randomly permuting this descriptor made the

accuracy of the classification a lot worse. Therefore, it can be assumed that the
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descriptor mi is important in making correct classifications. A large value for the Gini

measure for descriptor mi indicates that across all trees, this descriptor contributed

significantly to making the nodes more pure and decreasing the Gini index in each

split based on this descriptor. Breiman (2003a) notes that the Gini measure is not as

reliable as the margin measure. Especially if a descriptor is continuous or has many

different categories so that there are many different options of how to split the data on

this particular descriptor, the Gini measure tends to be large, even if the descriptor

is non-informative.

8.4.3 Measure of Proximity

Another feature that is calculated in the RandomForest algorithm is a proximity

(or similarity) among compounds. The measure is obtained as follows. Once all the

trees are grown in the ensemble, the complete data set is run down each tree. Since

trees are typically grown to full length, the terminal nodes (nodes that are not split

any further) in each of these large trees contain only a few compounds. Therefore, if

two compounds i and j appear in the same terminal node, they are assumed to be

similar. The proximity measure for compound i and j is the proportion of times that

compound i and j appear together in the same terminal node across all trees. The

proximity measure between a compound and itself is set equal to one.

The proximity measure can be used in many different ways. It is used to detect

outliers, to construct data values for replacing missing values, to cluster data, and

to obtain informative views of the data by constructing low dimensional projections.

Breiman (2003a) gives a more detailed illustration of these applications.
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8.5 Applications of RandomForest in Drug Dis-

covery

After having described the RandomForest algorithm and its theoretical back-

ground, we will now give several applications of the algorithm. RandomForest gives

very good performance on data sets from many different areas such as astronomy,

document classification, and microarray analysis (Breiman 2003b). As mentioned in

Section 8.1, we are interested in large data sets from drug discovery. Typically, these

data sets are a collection of compounds that have been screened against a certain bi-

ological assay. Molecular descriptors are used to represent the different compounds.

These descriptors are chosen based on their usefulness to represent the qualitative

structure activity relationship (QSAR).

Using molecular descriptors can be challenging at times. Molecular descriptors

such as atom pairs, topological torsion, or three-dimensional descriptors, can have

very high dimension. Often, the dimension of the descriptors is considerably higher

than the sample size of the data set. Additionally, the chance of having a large number

of uninformative descriptors is very high. Many data mining techniques cannot deal

very well with the challenges that some molecular descriptors pose. Artificial Neural

Networks and Linear Discriminant Analysis, for example, do not perform well with

a large number of input descriptors. Support Vector Machines, k-Nearest Neighbors,

and Artificial Neural Networks show poor ability to deal with irrelevant descriptors

(Hastie et al. 2001).

Therefore, many of the known data mining tools are not tailored to high dimen-
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sional data from drug discovery. RandomForest, on the other hand, is capable of per-

forming well on large data sets with a large number of descriptors. Non-informative

descriptors are ignored by the RandomForest algorithm, and a built-in descriptor se-

lection via the measure of descriptor importance allows for a dimension reduction of

the high dimensional descriptor space.

8.5.1 Selectivity Data

The data we are using for our first application came from an assay that was run

internally at Merck.

Data, Objective, and Method

The data consists of 1,146 compounds and the measured response is whether a

compound is selective in its binding behavior or not. There are 862 (75.2%)compounds

that are non-selective, meaning that these compounds bind to two related targets,

and 284 (24.8%) compounds that are selective, meaning that these compounds only

bind to the target of interest. The scientists are interested in selectivity, and therefore

our class of interest are the selective compounds. Two different types of molecular

descriptors were available to us: 4,376 atom pair (AP) descriptors and 2,028 topolog-

ical torsion (TT) descriptors. Both are binary descriptors. A detailed description of

atom pair descriptors and topological torsion descriptors can be found in Sections 4.1

and 4.2, respectively.

The objective was to identify the molecular descriptors (features) that make the
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compounds selective towards the target of interest. In order to fulfill this objective

we used RandomForest on the two different types of descriptors, as well as on the

combined set of AP and TT descriptors. We identified important descriptors for each

set by using the measure of descriptor importance. The performance and importance

of the descriptors was evaluated by using ROC (receiver operating characteristics)

curve plots. ROC curves are commonly used to assess the performance of diagnostic

tests and classifiers. In an ROC curve, the false positive rates are plotted against the

true positive rates. In our application, the true positive rate is the proportion of all

selective compounds that are correctly classified as selective compounds. The false

positive rate is the proportion of all non-selective compounds that are incorrectly

classified as selective compounds. The 45 degree line in the ROC plot corresponds

to random guessing. The closer the ROC curve is to the 45 degree line, the worse

the performance. RandomForest allows to select different classification thresholds. A

threshold of 0.5 represents majority vote. Different thresholds were used to obtain the

entire range of true positive and false positive rates and the ROC curves were obtained.

We also compared a subset of important AP descriptors identified by RandomForest

to a subset of important descriptors identified by Partial Least Squares.

RandomForest on AP Descriptors

At first RandomForest was used on all 4,376 AP descriptors. This was done by first

splitting the data randomly into a training set and test set of 2/3 and 1/3 of the data,

respectively. Although the algorithm is not very sensitive to the tuning parameters

ntree (number of trees in the ensemble) and mtry (number of random input descriptors

159



for each split), we tried to find the best possible values by optimizing the overall OOB

error rate. We selected ntree = 500 and mtry = 300.

Figure 8.1 shows the ROC curve based on the test set. It can be seen that the

performance of RandomForest on all AP descriptors was fairly good. We have to

expect 50% false positives for 80% true positives. In the drug discovery context this

means in order to detect 80% of all compounds of interest (selective compounds), we

have to expect that 50% of our screened compounds (all compounds with predicted

class selective) are non-selective compounds and are not of interest to us. Half of the

screens we performed were unnecessary since they lead to compounds of the wrong

class (non-selective). However, if screens are inexpensive, it is better to screen twice

as many compounds as necessary but to be able to detect 80% of all compounds

that are from the class of interest. Specifically, this approach would require about

454 screens, resulting in about 227 selective compounds (∼ 80% of 284) and 227

non-selective compounds (these are the false positives). In contrast, random testing

complete testing would require 916 screens to detect 227 selective compounds.

If screens are very expensive, one might not be willing to perform unnecessary

screens, and a low false positive rate is desired. The draw back of a low false positive

rate is that only a lower percentage of selective compounds will be detected. The ROC

curve in Figure 8.1 shows, for example, that a false positive rate of 20% results in a

true positive rate of 40%. This approach would require about 142 screens, resulting

in about 114 selective compounds (∼ 40% of 284) and 28 non-selective compounds

(∼ 20% of 142). In contrast, random testing would require 460 screens to detect 114

selective compounds.
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Figure 8.1: ROC curves for RandomForest on atom pair descriptors (AP). Reducing
the descriptor space by selecting important descriptors gives comparable performance.
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The measures of descriptor importance were used to identify the most important

AP descriptors. It can be seen in Figure 8.1 that RandomForest used with the 75 most

important descriptors gave essentially the same performance as using all 4,376 AP

descriptors. However, when running RandomForest with a subset of 75 descriptors

that were randomly selected without replacement among all 4,376 AP descriptors,

the performance is not as good and it is close to random guessing. Therefore, the

RandomForest measure of descriptor importance seems to work well for selecting

important descriptors and for reducing the dimensionality of the descriptor space.

The process of selecting important descriptors was repeated by running Ran-

domForest on the 75 important AP descriptors and by using again the measure of

descriptor importance on the previously selected 75 descriptors to select a new subset

of 28 important descriptors. Figure 8.1 shows that these 28 important AP descriptors

give again essentially the same performance than the previous set of 75 descriptors

and than all 4,376 AP descriptors.

Our results have shown so far that the measures of descriptor importance provided

by the RandomForest algorithm are very helpful tools in reducing the dimension of the

descriptor space while still giving a comparable or even slightly improved classification

performance. The questions that remain are how does one interpret the descriptor

importance measures and can they be used to identify the molecular descriptors

that make the compounds specific to the target of interest. The descriptors we are

using are AP descriptors, and their presence in a compound indicates the presence

of a particular chemical substructure (pair of atoms with a specified minimal bond

length). We would like to answer the question if there is a relationship between the
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importance of a descriptor and the binding behavior of compounds for which this

descriptor is present.

A common approach by chemists to select important descriptors from among a

large set of descriptors is to fit trend vectors to the data, more commonly known

as Partial Least Squares (PLS). PLS reduces the dimension of the descriptor space

by producing a small number of linear combinations of the original input descriptors

while using the response Y for this construction. The directions selected by PLS have

high variance and high correlation with the response Y . Therefore, it is plausible to

assume that the descriptors selected by PLS are correlated to the activity (selectivity

behavior) of the compound in which they are present.

Partial Least Squares (PLS) were also fit to the data with AP descriptors and the

most important descriptors were identified based on the largest absolute components

of the PLS directions. A comparison with the important AP descriptors identified

by RandomForest shows that 16 of the 40 descriptors identified as important by PLS

directions are also among the 75 AP descriptors that were identified as important by

RandomForest. Furthermore, nine of these 16 overlapping descriptors are among the

28 AP descriptors that were identified as most important by RandomForest among

the 75 previously selected descriptors. As mentioned earlier, it is reasonable to as-

sume that a relationship exists between the descriptors identified as being important

by PLS and the activity of the compounds for which the descriptors are present. Ran-

domForest identifies many of the important PLS descriptors also as being important.

Therefore, we think there is evidence that there is also a relationship between the

RandomForest descriptor importance measure and the activity of the compounds.
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Further research needs to be done to strengthen this assumption.

RandomForest on TT Descriptors

We also ran RandomForest on all 2,028 TT descriptors. This was done in the

same way as described previously. The descriptor space was first reduced to 88 im-

portant descriptors, then to 16 important descriptors. Figure 8.2 shows the ROC

curves for the different RandomForest runs. RandomForest with 88 important TT

descriptors performed slightly better in the low false positive range than RandomFor-

est on all 2,028 TT descriptors. A random selection of 88 TT descriptors gives very

bad performance almost across the entire range of false positive and true positive

rates. RandomForest with the reduced set of 16 important descriptors did not bring

any improvement in performance. In the high true positive range the performance

was actually worse than for RandomForest runs with 88 or all AP descriptors. The

reason for a decreased performance may be that information is lost when using only

16 TT descriptors.The 16 TT descriptors are 0.8% of all TT descriptors, whereas the

28 AP descriptors are only 0.6% of all AP descriptors. However, the reduced set of

28 AP descriptors gives good performance.

Comparison and Combination of AP and TT Descriptors

Figure 8.3 shows a direct comparison of all AP and TT descriptors and their

reduced sets. When using the complete set of descriptors, AP and TT descriptors

give essentially the same performance. Although there are more than twice as many

AP descriptors than TT descriptors, the RandomForest algorithm still manages to
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Figure 8.2: ROC curves for RandomForest on topological torsion descriptors (TT).
Reducing the descriptor space to 88 TT descriptors gives slightly better performance.
A subset of 16 TT descriptors perform not as well.
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select descriptors for the splits that are of importance and does not get distracted

by irrelevant inputs. Figure 8.3 also shows that the 28 AP descriptors that were

identified by RandomForest as the most important AP descriptors give in the high

true positive range (> 60%) the best performance. This shows that the measure

of importance in RandomForest is a useful tool for selecting important descriptors

as well as for dimension reduction of the descriptor space. In the low true positive

range (< 60%), the 88 reduced TT descriptors perform better than any other set of

descriptors. Their performance decreases however in the high true positive range.

Reducing this set of 88 TT descriptors even more to 16 TT descriptors results in a

loss of performance. Especially in comparison to the reduced set of 28 AP descriptors,

the 16 TT descriptors do not show a good performance.

To further investigate the behavior of the two different types of descriptors and

the ability of RandomForest to select important descriptors we considered two com-

binations of descriptors: the 75 important AP descriptors combined with the 88

important TT descriptors, and the 28 most important AP descriptors combined with

the 88 important TT descriptors. The ROC curves of the combined sets of descriptors

are shown in Figure 8.4. The plot also includes the ROC curves of the reduced sets

of 75 and 28 AP descriptors and the reduced set of 88 TT descriptors. We can see

that combining the important descriptors leads to a descriptor set that picks up the

good properties of both AP and TT descriptors. In the lower true positive range, the

combined descriptors perform as well as the reduced set of 88 TT descriptors. In the

higher true positive range, the performance of the combined descriptors is as good

as the 28 reduced AP descriptors. We tried to further optimize the performance by
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Figure 8.3: ROC curve comparison for RandomForest on atom pair descriptors (AP)
and topological torsion descriptors (TT). The 28 most important AP descriptors give
the best performance in the high true positive range.
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selecting 57 most important descriptors among the combined set of 75 AP and 88 TT

descriptors. The results are shown in Figure 8.5. No further increase in performance

occurs. It is interesting to note that 40 of these 57 important descriptors are AP

descriptors and 17 are TT descriptors. This observation might suggest that the AP

descriptors seem to have more power in classifying the data.

Clustering Based on RandomForest Proximity Measure

Cluster analysis has the goal to divide compounds into groups (clusters) so that

compounds within a cluster are similar to one another (with respect to their activity),

and compounds from different clusters are dissimilar to one another. Clustering of

compounds in descriptor spaces is an important problem in QSAR modeling (Brown

and Martin 1996). As mentioned in Section 8.4.3, the proximity measure provided

by RandomForest may be used to cluster the data.

Clustering is usually done in an unsupervised mode by using a similarity measure

such as Tanimoto similarity or Dice similarity that provides the similarity of two

compounds in the descriptor space. However, when clustering compounds by using

the RandomForest proximity (similarity) measure, clustering is performed in a su-

pervised mode, since the activity of the compounds influences the tree structures in

RandomForest and the proximity measure is obtained based on these tree structures.

Therefore, we think it is of interest to compare “supervised” clustering results us-

ing RandomForest proximity measure to “unsupervised” clustering results using Dice

similarity measure. Dice similarity is a common similarity metric used in combinato-

rial chemistry, and it is similar to the Tanimoto similarity, discussed in Section 5.4.5.

168



0.0 0.2 0.4 0.6 0.8 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

 

False Positive

T
ru

e 
P

os
iti

ve

Reduced Descriptors(AP75)
Reduced Descriptors(TT88)
Reduced Descriptors (AP28)
Reduced AP(75) and TT Descriptors(88)
Reduced AP(28) and TT Descriptors(88)

Figure 8.4: ROC curve for RandomForest on the combined set of important atom pair
descriptors (AP) and important topological torsion (TT) descriptors. Combining the
two types of descriptors leads to a descriptor set that carries the good properties from
each individual set.

169



0.0 0.2 0.4 0.6 0.8 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

 

False Positive

T
ru

e 
P

os
iti

ve

Reduced AP(75) and TT Descriptors(88)
Reduced AP(28) and TT Descriptors(88)
AP TT Descriptors Reduced (57)

Figure 8.5: ROC curve for RandomForest on the reduced combined set of impor-
tant atom pair descriptors (AP) and important topological torsion (TT) descriptors.
Reducing the descriptor space by selecting important combined descriptors does not
improves the performance.
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Based on binary descriptors, Dice similarity between a pair of compounds is defined

as two times the number of descriptors the two compounds have in common, N11,

divided by the sum of the number of descriptors present in compound 1, N1, plus the

number of descriptors present in compound 2, N2; therefore the Dice = 2N11

N1+N2
and it

takes values between zero (no similarity) and one (very similar).

The Ward hierarchical clustering algorithm was used with the proximity measure

provided by RandomForest based on the 28 most important AP descriptors to group

the (entire) data into nine clusters. Different number of clusters were investigated by

visual comparison of the dendrogram, and nine seemed to be the number of clusters

with the most apparent cutoff. Table 8.1 shows the total number of compounds in

each of the nine cluster, the number of selective compounds and the number of non-

selective compounds. The percentage of compounds that are selective is also given

in parentheses. Cluster 2 is of most interest to us since it is the purest cluster in

terms of selective compounds (68% selective compounds). In addition, clusters 8 and

9 are also of interest since they only contain compounds that are non-selective. When

using Ward hierarchical clustering with Dice similarity on the 28 AP descriptors to

group the compounds into nine clusters, very different results were obtained. The

RandomForest measure of proximity is weighting the descriptors in a very different

way.

We repeated the above procedure based on the 88 important TT descriptors.

Again, the data was grouped into 9 clusters. The results are shown in Table 8.2.

None of the clusters show a very high percentage of selective compounds. However,

clusters 5, 6, 8 and 9 are pure, in the sense that all of their members are non-
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Table 8.1: The proximity measure in RandomForest was used in the Ward hierarchical
clustering algorithm to group compounds into nine clusters.

Cluster 1 2 3 4 5
Number of compounds 829 22 106 74 16
Number of selectives 257 (31.0%) 15 (68.0%) 3 (3.0%) 3 (4.0%) 2 (12.5%)
Number of non-selectives 572 7 103 71 14

Cluster 6 7 8 9 Total
Number of compounds 16 27 32 24 1,146
Number of selectives 1 (6.3%) 3 (11.0%) 0 0 284
Number of non-selectives 15 24 32 24 862

selective compounds. Clusters 3, 2 and 7 have a fairly small percentage of selective

compounds. It might be of interest to compare these two groups of clusters and see

if the compounds that make them slightly impure (clusters 3, 2, 7) have common

descriptors. Again, using Ward hierarchical clustering with Dice similarity on the 88

TT descriptors gave very different results. It is already known from the AP descriptors

that the proximity measure in RandomForest is weighting the descriptors in a very

different way.

Looking at a two-way table for the nine clusters obtained by using Dice similarity

for the AP descriptors and for the TT descriptors, it can be seen that compounds

are clustered in a very different way for the two sets of descriptors. Looking at a

two-way table for the nine clusters obtained by using the proximity measure provided

by RandomForest for the AP descriptors and for the TT descriptors, it can be seen

that the clustering is done in a more similar way for the two sets of descriptors. We
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Table 8.2: The proximity measure in RandomForest was used to group compounds
into 9 clusters.

Cluster 1 2 3 4 5
Number of compounds 260 49 121 529 52
Number of selectives 99 (38.1%) 3 (6.1%) 6 (5.0%) 174 (32.9%) 0
Number of non-selectives 161 46 115 355 52

Cluster 6 7 8 9 Total
Number of compounds 36 27 33 39 1,146
Number of selectives 0 2 (7.4%) 0 0 284
Number of non-selectives 36 25 33 39 862

obtain many more zeros on the off-diagonals. Further investigation are needed in

order to be able to draw conclusions whether a clustering of compounds based on the

RandomForest proximity measure is sensitive to the choice of descriptor space. Many

other similarity metrics are known to be very descriptor dependent and this is not

desirable.

8.5.2 KDD Cup 2001: Thrombin Data

For our second application, we are using the Thrombin data set from the KDD Cup

2001 competition. The data set, including 139,351 binary descriptors, was provided by

DuPont Pharmaceuticals. No definitions of the individual descriptors were provided.

The structure information of the individual compounds was also not revealed.
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Objective and Data

The objective in the KDD Cup competition was the prediction of molecular bioac-

tivity for drug discovery. Participants had to predict the ability of an organic molecule

to bind well to a target site on the thrombin receptor. Thrombin is a key receptor in

blood clotting.

A training set and a test set were provided. The training set consisted of 1,909

compounds that had been tested for their ability to bind to a target site on thrombin.

Only 42 compounds in the training set had the ability to bind well (active) to the

receptor; the remaining 1,867 compounds did not bind to it (inactive). Along with the

activity information, a 139,351 dimensional binary molecular descriptor matrix was

provided. The binary features describe three-dimensional properties of the molecule.

The test set contained 634 additional compounds, and it was generated based on the

assay results that had been recorded for the training set. A descriptor matrix with

the same type of binary molecular descriptors was provided. After the completion of

the competition, the activity information for the test set was revealed. We used this

information to evaluate the prediction accuracy of the RandomForest algorithm.

Data-related Challenges

The thrombin data set certainly contains several challenges that needed to be

taken into account. One of the problems is the high imbalance between actives and

inactive compounds in the training set. Only 2.2% of all compounds in the training

set are active. The active compounds, however, are the class of interest. Therefore,
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it is important that the algorithm used to make the predictions can deal well with

such unbalanced data sets.

Additionally, because of a sparse descriptor matrix, little information on the cor-

relation between compounds and descriptors is provided in the training set. A closer

look at the descriptor matrix reveals that 593 of the 1,909 compounds in the training

set have all zero descriptor values. Only 2 of these are active compounds. Following

the approach of Weston et al. (2002), we discarded all but one of these 593 com-

pounds to speed up computations. We made sure that the one compound that was

not deleted from the training set was inactive. Since the majority of the 593 com-

pounds were inactive, a test set compound with all zero descriptor values should be

classified as inactive as well.

The different distributions of training set and test set provide another challenge in

the thrombin data. The test set was generated based on the assay results recorded for

the training set. This implies a higher proportion of active compounds in the test set.

In fact, there are 150 (23.7%) actives among the 634 compounds in the test set. An

activity rate of 23.7% in the test set is a large increase over an activity rate of 2.2%

in the training set. As mentioned previously, the training set originally contained 593

compounds with all zero descriptors. The test set did not contain any compounds

with all zero descriptors.

The type and the size of the descriptor matrix provided for training set and

test set, was another challenge. The binary descriptors describe three-dimensional

properties of the molecule. In the past, very little work had been done on molecu-
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lar modeling using three-dimensional descriptors (Chen, Rusinko, and Young 1998).

Three-dimensional molecular descriptors are typically large in number, and many

data mining techniques have difficulties dealing with a large amount of descriptors.

We wanted to investigate how RandomForest performs on these difficult to use three-

dimensional descriptors. Furthermore, it is very likely that only a few of the 139,351

descriptors are really relevant in classifying the data. The possibility of false correla-

tion due to noise is very high in such a large descriptor set.

RandomForest on Thrombin Data

We used the RandomForest algorithm on the thrombin data, and compared the

prediction accuracy we obtained on the test set to the results that were achieved

in the KDD Cup 2001. The first step, however, was to introduce a new descriptor

matrix in order to reduce the dimension of the descriptor space. Based on the original

descriptor matrix of 139,351 binary descriptors, we took the maximum over every 100

adjacent descriptors for each compound. This resulted in a matrix of 1,394 binary

descriptors. The procedure of taking the maximum is equivalent to what is known

as “or” pooling in the pooling literature. The descriptors are “or” pooled into 1,394

pools of size 100.

RandomForest was run with ntree = 1000 and mtry = 550 on the training set

with the new descriptor matrix. The test set was then used to obtain the prediction

accuracy of our method. The accuracy is a weighted accuracy (WA) and is defined

as

WA =
1

2

[
true active compounds

all active compounds
+

true inactive compounds

all inactive compounds

]
(8.4)
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. Competitor results in the KDD Cup 2001 were judged on WA and in order to be

able to compare our results, we decided to use this measure as well.

As described in Section 8.3.1, a user-defined threshold can be used for classification

of the data. If the class of interest is small in comparison to the other class(es), a low

threshold might lead to a better prediction accuracy. To be able to investigate this

idea further, we plotted the weighted accuracy WA versus the classification threshold

for both the OOB part of the training set and the test set. The classification threshold

T is given with respect to the active class. If for compound c the proportion of votes

for the active class is equal to or higher than the given threshold T , compound c

is classified as active. Results are shown in Figure 8.6. The weighted accuracy for

the test set using all or-pooled descriptors is not very high. The descriptor set has

to be reduced to a small subset of important descriptors so that a better weighted

accuracy can be achieved. We used the measures of descriptor importance to identify

32 important descriptors. Descriptors are considered to be important if they have

high measures for both measures of descriptor importance. Again, the performance

of the OOB part of the training set and the test set is shown in Figure 8.6. We

repeated this process to select 8 more important descriptors among the 32 important

ones, and finally 3 most important descriptors among the 8 more important ones. All

results are shown in Figure 8.6.

The reasoning behind this drastic dimension reduction is as follows: we used the

majority vote threshold of 0.5 and compared the weighted accuracies WA of the OOB

parts of the training set. Figure 8.6 shows that the best weighted accuracy WA for

the OOB training set at a threshold of 0.5 is obtained in the RandomForest run with
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Figure 8.6: RandomForest results on all or-pooled descriptors, on 32 important or-
pooled descriptors, on 8 more important descriptors, and the 3 most important or-
pooled descriptors. The weighted accuracy WA for the test set is very good for the
3 most important or-pooled descriptors.
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the 3 most important descriptors. Therefore, when evaluating our method, we also

use the test set run with the 3 most important descriptors. RandomForest achieves

a weighted accuracy of 0.681 (68.1%) at a threshold of 0.5. This result is very close

to the weighted accuracy of 0.684 (68.4%), achieved by the winner of the KDD Cup

(Cheng 2001). When lowering the threshold to 0.11, an even better test set weighted

accuracy of 0.70 (70%) can be obtained. It is interesting to note that WA consistently

increases for the test set as we reduce the dimension of the descriptor space.

Our next step was to investigate the performance of RandomForest on the “un-

folded” most important descriptors. Instead of using the 3 most important or-pooled

descriptors, we used the 300 single “unfolded” descriptors that were used to create

the 3 or-pooled descriptors. Our hypothesis was that the performance would stay the

same, but Figure 8.7 shows that this was rejected. Even using the measures of descrip-

tor importance to select 32 important descriptors among the 300 unfolded descriptors

did not improve WA for the OOB part of the training set or the test set. Or-pooling

of the descriptors changes the performance of RandomForest. The or-pooled descrip-

tors are more information dense, and therefore provide a better descriptor space for

the algorithm.

The question left to be answered is whether RandomForest cannot at all perform

well on any of the individual original descriptors. To investigate this further, we used

10 single descriptors that were identified as being important by Weston et al. (2002).

Using a transductive method and Support Vector Machines on these 10 descriptors,

Weston et al. (2002) achieved a weighted accuracy of 0.816 (81.6%). Figure 8.8 shows

the performance of RandomForest of the OOB training set and the test set using
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Figure 8.7: RandomForest results on the 300 single most important descriptors. The
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scriptors. Unfolding the descriptors changes their performance. Selecting 32 impor-
tant single descriptors among the 300 single ones does not help to increase WA.
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these 10 individual descriptors. RandomForest achieves a test set weighted accuracy

WA of 0.741 (74.1%) at a threshold of 0.5. Lowering the threshold increases WA

up to 0.80 (80%) at a threshold of 0.08 and up to 0.814 (81.4%) at a threshold of

0.01. Figure 8.8 also shows the performance of RandomForest on the 10 or-pooled

descriptors that contain the previously used individual 10 descriptors. The results are

disappointing for both the training set and the test set. It is interesting to note that

none of our 3 most important or-pooled descriptors contained any of the 10 individual

descriptors identified as important by Weston et al. (2002).

The above investigations show that individual and or-pooled descriptors cannot

be treated in the same way. A good performance of an or-pooled descriptor set does

not guarantee a good performance of the associated individual set (at least in our

case), and vice versa. RandomForest can perform well on or-pooled descriptors and

also on individual descriptors as long as the right set of descriptors is chosen in both

cases. Further investigations are needed, such as different or-pooling strategies to

create new descriptors, in order to be able to draw further conclusions.

Results for Thrombin Data

Overall, we can conclude that or-pooling the descriptors to reduce the descriptor

space and also to increase the computational efficiency is a very useful tool for the

RandomForest algorithm. Only 3 or-pooled descriptors were necessary to give the

highest weighted accuracy of 68.1% using majority vote and 70% using a threshold of

0.11. Furthermore, RandomForest is capable of dealing well with the difficult-to-use

three-dimensional single descriptors. This is especially expressed in the RandomFor-
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Figure 8.8: RandomForest results on the 10 individual descriptors, identified as being
important by Weston et al. (2002). RandomForest shows good performance on the
single 10 descriptors. The performance on the 10 or-pooled descriptors is not very
good.
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Figure 8.9: Histogram of the weighted accuracies of the competitors in the KDD Cup
2001. Less than 5 participants out of 114 achieved a weighted accuracy in the range
64 - 68%.

est run on the 10 individual descriptors.

It is interesting to note that only 5% of all the participants in the KDD Cup 2001

used Public Domain Software on the thrombin data sets. Most tools, such as the

Bayesian network predictive model by Cheng (2001), or the transductive method with

Support Vector Machines by Wetson et al. (2002) were custom built for this particular

task. Very complicated and complex algorithms are involved in these methods, and

they are difficult to tune. RandomForest, on the other hand, is easy to use with only

a few tuning parameters, and it is freely available. Although it was not especially

customized for this particular task, the performance of RandomForest is extremely

good in comparison to other competitors in the KDD Cup 2001. The histogram in

Figure 8.9 shows the results of all 114 participants in the thrombin task of the KDD

Cup 2001, as well as the results achieved by Wetson et al. (2002). Less than five

participants achieved a weighted accuracy in the range of 64-68%.
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Future Research with Thrombin Data

Using or-pooled descriptors and the measure of descriptor importance available in

RandomForest gave very good weighted accuracies. However, once we unfolded these

important descriptors, WA decreased for both training set and test set. Further

investigations are needed to develop new “unfolding” techniques. One suggestion

is to unfold the most important descriptors, and then to or-pool these individual

descriptors again into pools of size 10. The measures of descriptor importance will

then be used on this new set of or-pooled descriptors to select important descriptors.

This process can be repeated iteratively.

We or-pooled our descriptors in a very naive way, since we simply or-pooled every

100 adjacent descriptors into one new descriptor. First, we do not know if the ordering

of the columns in the original descriptor matrix was done in a specific intended way,

or not. If it was, a or-pooling of 100 randomly selected descriptors might achieve

better results. Second, if the actual definitions of the 139,351 individual descriptors

were available to us, we might be able to combine the individual descriptors in a

more meaningful way. Descriptors that express certain chemical properties could be

combined, for example. Also the decision to or-pool 100 descriptors was arbitrary.

We think it would be useful to introduce an optimization parameter nor−pool. This

parameter defines the number of descriptors in each pool.

We showed earlier that RandomForest also performs well on individual descrip-

tors. However, running RandomForest on the complete set of individual descriptors

would be computationally intensive. Therefore, new approaches are needed to select
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important individual descriptors. One possibility is to sample without replacement

nd = 1000 individual descriptors among all available 139,351 individual descriptors,

and run RandomForest on this set. The measures of descriptor importance are used to

select ni = 10 important descriptors. Repeat this process and select another random

sample without replacement of nd individual descriptors among the remaining 139,341

descriptors, and then select ni important ones. This process is repeated d times. Af-

ter the dth run, all d sets of 10 important descriptors are combined. The process is

repeated on this set of descriptors with different nd, ni, and d values. Furthermore,

the three parameters nd, ni, and d can be used as optimization parameters.

8.6 Modification of RandomForest

This section investigates the influence of the splitting criterion in the RandomFor-

est algorithm. We first changed the splitting criterion to entropy. Furthermore, we

compared the performance of the new RandomForest implementation with entropy

as the splitting criterion to the performance of the original RandomForest implemen-

tation using Gini index as the splitting criterion.

8.6.1 Modification of the Splitting Criterion: Entropy

The splitting criterion used in the classification part of RandomForest is the Gini

index. The impurity function for the Gini index is given in Section 8.3.4. We also

mention in Section 8.3.4 that entropy is another common impurity function, and

its expression is given in Section 8.3.4 as well. Several other recursive partitioning
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algorithms such as rpart in R or tree in Splus provide the options to use either the

Gini index or entropy as the splitting criterion. We will use these algorithms to verify

our modifications.

Entropy in Detail

As mentioned in Section 8.3.4, the impurity function for entropy has the following

form: f(p) = −p ln(p). We assume to have a tree with n1 compounds of class 1

and n2 compounds of class 2 in the root node A. The root node A is split into two

children nodes AL and AR. The left node AL contains n1L compounds of class 1 and

n2L compounds of class 2. The right node AR contains n1R compounds of class 1 and

n2R compounds of class 2. As defined in Section 8.3.4, the impurity reduction ∆I has

the following form:

∆I = p(A)(−p1 ln p1 − p2 ln p2)− p(AL)(−p1L ln p1L − p2L ln p2L)

−p(AR)(−p1R ln p1R − p2R ln p2R)

= (n1 + n2)
−1[−(n1 ln n1 + n2 ln n2 − (n1 + n2) ln(n1 + n2))

+(n1L ln n1L + n2L ln n2L − (n1L + n2L) ln(n1L + n2L))

+(n1R ln n1R + n2R ln n2R − (n1R + n2R) ln(n1R + n2R))]

In the above equation, p is the proportion of compounds.

RandomForest Implementation and Subroutines in R

RandomForest is available for several software packages such as Matlab, Maple,

Splus and R. All implementations are based on the original Fortran code by Leo
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Breiman and Adele Cutler. We will use the RandomForest implementation in R

which was written by Andy Liaw and Matt Winter at Merck Research Laboratories.

Functions in R are mainly based on C code. Therefore, a C wrapper was written for

the R implementation of RandomForest that calls the original Fortran procedures.

The changes we made were directly applied to the Fortran code.

We will now give a brief description of several of the subroutines that are cru-

cial for the splitting process. The Fortran code contains several subroutines such

as Buildtree, Movedata, Findbestsplit and Catmax, just to name a few.

Buildtree consists of repeated calls of the two subroutines Findbestsplit and

Movedata. Findbestsplit finds the best split. This is done by calculating the

impurity reduction ∆I for a randomly selected descriptor. If the value of ∆I exceeds

a very small constant critical value critmax, this value is updated by the current ∆I

and the descriptor is set as msplit, the best descriptor to split on. If the value of

∆I does not exceed critmax, the default setting is kept. This process is repeated

for mtry randomly selected input descriptors. The random selection is done without

replacement. It should be noted that the input descriptors are either continuous or

categorical. For continuous descriptors Findbestsplit carries out the calculations

as described above. The range of the values of the continuous descriptor is split into

small subintervals which are then considered as categories for the descriptor. If the

input descriptor is categorical, another subroutine Catmax is called within Find-

bestsplit. A categorical descriptor with k categories can be split in 2k−1−1 possible

ways into 2 children nodes. Catmax runs through all these possibilities and deter-

mines the one with the maximal impurity reduction ∆I for this particular descriptor.
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The updating of critmax and msplit is done in the subroutine Findbestsplit. The

subroutine Movedata moves, based on the best split selected, the data in the current

node to the left and the right child node.

Many molecular descriptors are binary, and they indicate the presence or absence

of particular (structural) properties or chemical features. Since our main interest

are data sets from drug discovery, we restrict the implementation of entropy as the

splitting criterion to data sets with two class categorical descriptors. The subrou-

tine Catmax is the heart for the splitting procedure using categorical descriptors.

Henceforth, the main changes we made are in the subroutine Catmax. Additionally,

some changes had to be made in Findbestsplit since this is where the updating of

critmax with the maximum impurity reduction ∆I takes place as well as the updating

of the best descriptor to split on msplit.

Verification of Changes via rpart and tree

To verify the changes we made in the splitting criterion in RandomForest, other

recursive partitioning algorithms such as rpart in R or tree in Splus were used. The

tree algorithm in Splus uses entropy as the default splitting criterion when running

the algorithm in the classification mode. The rpart algorithm uses gini index as the

default splitting criterion. However, an option is available that allows to use entropy

as the splitting criterion.

In order to be able to compare the two procedures, we had to make sure that

both RandomForest and rpart or tree build the tree(s) in the same way based on the

same data set. RandomForest builds each tree based on a bootstrapped sample of
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the data as discussed in Section 8.3.1. The other two algorithms build the tree based

on the complete data set. Therefore, for the purpose of comparison, we changed the

RandomForest code so that no bootstrapping occurred and all compounds were used

to build the tree(s).

Additionally, we had to take into account that RandomForest chooses its best

split among randomly chosen mtry descriptors. To overwrite this option, mtry was set

equal to the number of all available descriptors, m. Furthermore, ntree had to be set

equal to one in RandomForest, since only one tree is grown per run in rpart and tree.

Several other issues had to be taken into consideration when building a tree using

the three different algorithms. RandomForest grows the tree to full length without

pruning and the minimum node size is by default one. A node will still be considered

for further splitting as long as it is not pure, or if there is more than one compound

in it. Other recursive partitioning implementations, such as rpart and tree, typically

have a minimum node size of 5 compounds. However, we were able to tune the two

algorithms, rpart and tree, by setting certain options so that the minimum node size

was set to one compound. We also had to implement certain options in rpart and

tree to assure that the tree would not be pruned by default.

After making all the necessary adjustments, we were able to compare the three

trees obtained by RandomForest, rpart, and tree. Each tree was extremely large due

to the fact that we had set the options to grow unpruned trees with minimum node

size of one. Therefore, we only compared the first seven levels of each tree. Rpart and

tree give at least up to the seventh level identical results. RandomForest also gives
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almost identical results. If the algorithm chooses a different descriptor as the best

split at a particular node, this is mainly due to several descriptors having identical

impurity reduction ∆I. In addition to this, the deeper we go down the tree, round-off

errors can cause different choices of descriptors for the best split.

8.6.2 Comparison of Gini Index and Entropy

Our next step was to compare the performance of RandomForest using the two

different splitting criteria, entropy and Gini index. We used the selectivity data set,

described in Section 8.5.1. The data consists of 1,146 compounds and the measured

response is whether a compound is selective in its binding behavior or not. Non-

selective compounds are the ones that bind to two related targets (862 compounds),

and selective compounds are the ones that bind only to the target of interest (284

compounds). Our class of interest are the selective compounds. As a descriptor

matrix, we used the 75 most important AP descriptors, as obtained in Section 8.5.1.

It is very typical for data sets from drug discovery to be very imbalanced with

respect to the binary response variable (selective and non-selective). Very often the

class of interest (selective compounds in our example) is the one with fewer compounds

in the data. Therefore, it is important to achieve a high correct classification rate for

the class of interest. With these considerations in mind, we built a training and a

test set, by stratified random sampling with respect to the response variable in the

data. The test set contained approximately 1/5 of the original data.

Since our goal was to compare the two splitting criteria, we fine tuned the pa-
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Table 8.3: OOB error rate for the RandomForest runs with different mtry values and
the two different splitting criteria, Gini index and entropy. The table also shows the
number of correctly classified selective compounds (true positive, TP) and correctly
classified non-selective compounds (true negative, TN).

Gini Index

mtry error rate (%) TP TN
75 25.05 85 603
50 25.05 83 605
24 24.18 84 612

Entropy

mtry error rate (%) TP TN
60 25.16 78 609
45 24.40 74 620
20 23.64 72 629

rameter mtry in RandomForest for each splitting criterion. While keeping ntree fixed

to 100, RandomForest was run using different values for mtry. The value of mtry

was selected, based on a small OOB error rate and a fairly high correct classification

rate for selective compounds (true positives, TP). The results are summarized in Ta-

ble 8.3. Based on the results shown in Table 8.3, we chose mtry = 24 for Gini index,

and mtry = 20 for entropy.

RandomForest was then run using the Gini index implementation, and then using

the entropy implementation. In both runs, we grew 1000 trees. This process was

repeated 20 times, each time using a different training set and test set combination

obtained by stratified random sampling from the data. In order to compare our

results, we created for both splitting criteria ROC curves. ROC curves give the
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relationship between false positive rates and true positive rates. More details on

ROC curves are provided in Section 8.5.1. Figure 8.10 shows the obtained results.

The ROC curves for training set and test set are the true positive and false positive

rates averaged across all 20 training set and test set replicates. Figure 8.10 illustrates

that there is almost no difference between Gini index and entropy. Furthermore, both

implementations show almost no difference between the training set ROC curve and

the test set ROC curve.

We also looked at the structure of a single tree obtained by using Gini index as

the splitting criterion, and a single tree obtained by using entropy as the splitting

criterion. The trees start to differ from one another already on the third level. There-

fore, it is somewhat surprising that the results are so similar. After discussion with

other researchers (personal communication with Andy Liaw and David Cummins) we

came to the conclusion that the performance of RandomForest is not influenced by

the choice of splitting criterion. The reasons for this lie in the concept of growing

many uncorrelated trees. Each individual unpruned tree in the ensemble is a weak

predictor with low bias and high variance. However, by growing many trees and av-

eraging over the predictions, the variance of the ensemble predictor will be reduced.

If we try to optimize each tree by itself, we automatically increase the correlation

among trees since many trees will perform the same splits. As shown in Section 8.3.3

in Theorem 8.3.3.2, low correlation is essential for high accuracy. Therefore, it is not

desirable in an ensemble method such as RandomForest to grow optimal trees; hence

the choice of the splitting criterion is not very important as long as it is reasonable.

Based on these considerations, we decided to perform no further research based on
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Figure 8.10: ROC curves for training sets and test sets based on the two splitting
criteria, Gini index and entropy.

193



comparisons of splitting criteria.
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Chapter 9

Investigation of a Second Multiple

Tree Algorithm: ChemTree

9.1 Introduction

Besides RandomForest, there are many other multiple tree algorithms available.

Two algorithms that have previously been used in QSAR modeling are RandomFIRM

(Hawkins and Musser 1999) and Decision Forest (Tong et al. 2003). In RandomFIRM,

an ensemble of trees is grown based on the entire training set. Each split is based

on a statistical significance test. The randomness is introduced in the tree growing

process by randomly selecting a descriptor at each split according to the probabilities

related to the descriptor’s significance test value. In Decision Forest, each tree is

grown by using descriptors that are not available to the other trees. The descriptors

have to be selected for all the trees in such a way that the prediction accuracy for

each tree does not fall below a specified threshold. ChemTree is a software developed

by Golden Helix (2000) and it is based on the ideas of Hawkins and Kass (1982)
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and RandomFIRM (Hawkins and Musser 1999). The remainder of this Chapter

will focus on the use of ChemTree on the thrombin data set that was described in

Section 8.5.2. We first give a brief introduction to the algorithm in Section 9.2. In

Section 9.3 we present a comparison of the two multiple tree algorithms RandomForest

and ChemTree based on the weighted accuracy measure introduced in Section 8.5.2.

One of the main strategies for improving screening efficiency of chemical libraries is

to order compounds in the library in accordance to their predicted activity. Highly

active compounds should be screened first. In Section 9.4 we propose several different

criteria based on an ensemble of trees that define in which order to screen compounds.

We make use of the fact that ChemTree provides the user with the complete structure

of each tree grown in the ensemble. This allows us to implement the criteria and

compare their performance. Finally, in Section 9.5, we close with a summary and a

discussion how this work may be useful for future research.

9.2 The ChemTree Algorithm

ChemTree (Golden Helix 2000) is a proprietary software for analyzing compound

screening results. It can be used to build a single tree or multiple trees. In order to

use ChemTree, the user has to supply compound structure information and biological

activity for the compounds. ChemTree automatically generates atom path length

descriptors based on the compound structure information. These descriptors are

similar to the atom pair (AP) descriptors described in Section 4.1. ChemTree also

provides the option to import other user-supplied molecular descriptors. This is the

approach we took, since we do not have any structure information for the thrombin
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data set.

The splits are performed at each step based on a statistical hypothesis test. This

test can be a t-tests, an F-test or a chi-square test, depending on the type of input

variables (descriptors) and response variables. We will concentrate on data sets with

binary response variable and binary descriptors. For this combination of response

and descriptor variables, a chi-square test is used to split the data. All the com-

pounds with value zero for the descriptor variable are placed in one group 0, and

all compounds with value one for the descriptor variable are placed in group 1. A

chi-square test is applied to determine the probability that the two groups have the

same proportion of ones and zeros as response variable. More specifically, assuming

that the binary responses of the n0 compounds in group 0 add up to s0, and assuming

that the binary responses of the n1 compounds in group 1 add up to s1, the chi-square

statistics is calculated as χ2 = (s0(n1−s1)−s1(n0−s0))2(n0+n1)
n0n1(s0+s1)(n0−s0+n1−s1)

and the p-value is obtained

by integrating the tails of a two-sided chi-square distribution with one degree of free-

dom. The split is then based on the descriptor with the smallest significant p-value.

If no split is found whose p-value is less than the threshold applied by the user (mul-

tiplicity adjusted 0.01 by default), then no split is performed. Usually an adjusted

p-value is used rather than the raw p-value. By this we mean that the p-value is

multiplicity adjusted for the number of possible cut-points searched through in the

case of continuous, ordinal, and nominal descriptors and for the number of descriptors

considered in the case of continuous, ordinal, nominal, and binary descriptors. The

default value for the minimal node size is one.

As mentioned before, ChemTree can also be used to grow an ensemble of trees.
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This is done by introducing one source of randomness into the tree building process.

Instead of selecting the descriptor that provides the most significant split of the data,

a split is performed on a descriptor that is randomly selected among the k most

significant descriptors. The default value for k is ten. ChemTree trees are more

likely to be related to one another than the RandomForest trees, especially when k

is small. It should be noted that non-significant descriptors cannot be selected for a

split, even if there are less than k significant descriptors to choose from. ChemTree

does not create classification trees like RandomForest, but rather regression trees

(RandomForest can also be run in regression mode). Therefore, even if we have a

binary response variable, the predicted response is average node activity.

9.3 Comparison of ChemTree and RandomForest

on the Thrombin Data

To get a better understanding of the capabilities of the two different multiple tree

algorithms, ChemTree and RandomForest, we compared their performance on the

thrombin data set from the KDD Cup 2001. This data set is described in detail in

Section 8.5.2. We used the or-pooled descriptors as described in Section 8.5.2. A use

of ChemTree on the entire descriptor set of 139,351 binary descriptors is planned for

future research. For each algorithm we grew 1000 trees. Both algorithms were run

under their default settings. For ChemTree the default p-value threshold is 0.01, the

minimal node size is one, and a split is performed on a descriptor that is randomly

selected among the 10 most significant descriptors. In RandomForest the default
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minimal node size is one and the default value for mtry is
√

m, where m is the total

number of descriptors. The performance of the two algorithms is evaluated based on

the weighted accuracy WA of the test set, as described in Section 8.5.2. Since the

prediction results in ChemTree are based on the average node activities, which is equal

to the proportion of actives in case of binary descriptors, we apply two different criteria

to obtain the final prediction for each compound across the multiple trees. In the

first approach (M1) we sum the proportion of actives, p̂i, of the node the compound

fell into for a particular tree i across all trees. This sum is divided by the number

of trees in the ensemble. The final classification is based on a user defined threshold

applied to this average. If the average is greater or equal than a certain threshold T

our final classification of this compound is active (=1) and inactive otherwise (=0).

The second approach (M2) does a classification of the compound for each tree. This

classification is based on the proportion of actives, p̂i, of the node the compound fell

into for a particular tree i. If the proportion is greater than 0.5, the compound is

classified as active (=1) for this particular tree, and as inactive (=0) otherwise. The

final classification is based on either majority vote or a user defined threshold applied

to the proportion of votes for each class. If the proportion of votes for the active class

is greater or equal than a threshold T , the compound is classified as active.

Figure 9.1 shows the results for ChemTree (CT) based on the two different clas-

sification methods described above (M1 and M2) and the results for RandomForest

(RF). All 1,394 or-pooled descriptors are used. It should be noted that the weighted

accuracy curves for the ChemTree training set are not very informative since the trees

are built based on the entire training set and therefore the results are too optimistic.
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However, the results for the test set show that the performance of the ChemTree al-

gorithm is comparable or even improved over the performance of the RandomForest

algorithm. ChemTree shows a higher weighted accuracy WA for low thresholds than

RandomForest. Furthermore, the classification method M2 shows a higher WA than

the classification method M1 for extreme low thresholds (≤ 0.3) and extreme high

thresholds (≥ 0.7).

The results in Section 8.5.2 showed an improved performance of the RandomFor-

est algorithm when selecting important or-pooled descriptors. ChemTree does not

provide a measure of descriptor importance but it provides a frequency count of how

often a descriptor was selected for a split across all trees. Based on this measure,

we select a subset of at first 40 “important” descriptors, then 10 “more important”

descriptors and finally 3 “most important” descriptors. The best performance for

ChemTree was achieved based on the 10 “more important” descriptors. The results

are shown in Figure 9.2. Although RandomForest does not use its best descriptor

set of 3 or-pooled descriptors, WA for the test set is better for the RandomForest

algorithm across all thresholds.

These results indicate that when using ChemTree and RandomForest without

tuning on the entire set of available descriptors, they give equal weighted accuracies

WA. However, when the measures of variable importance are used in the Random-

Forest algorithm to decrease the dimension of the descriptor space, it outperforms the

ChemTree algorithm. Further investigations showed that ChemTree gives equal per-

formance to RandomForest when using the 3 or-pooled descriptors that were selected

as most important by the RandomForest algorithm.
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Figure 9.1: RandomForest results and ChemTree results for classification method M1
and M2 on all or-pooled descriptors. The weighted accuracy WA for the test set is
comparable for all three methods.
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Figure 9.2: RandomForest results and ChemTree results for classification method M1
and M2 on 8 and 10 or-pooled descriptors respectively. RandomForest gives a higher
weighted accuracy WA for the test set across all thresholds.
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9.4 Comparison of Different Order Criteria based

on ChemTree

In Section 9.3 we proposed two different approaches of obtaining the final clas-

sification of a compound using the ChemTree algorithm. The first criterion, M1, is

based on averaging the true node proportions of actives, p̂i, across all trees, and the

second criterion, M2, is based on averaging the indicator functions I(p̂i > 0.5) across

all trees. Figure 9.1 and Figure 9.2 show that both classification methods, M1 and

M2, give similar results for training data and test data for a threshold of approxi-

mately 0.5. For thresholds ≥ 0.5 method M2 shows better performance especially

for the training data. Since the thrombin training set is very imbalanced (only 2.2%

active compounds), we expected a better performance of M1 since this approach takes

the true node proportions p̂i into account so that even nodes with a proportion of

p̂i ≤ 0.5 contribute to classifying a compound as active (=1). We expected an in-

creased weighted accuracy of method M1 especially across low thresholds. Figure 9.1

and Figure 9.2 show that this is not the case. To get a better understanding of the two

methods, we derived their mean and variance relationships and obtained estimates for

both methods. Furthermore, we compared the standardized Variance SV AR = V ar
Mean2

of both methods across all compounds in the training set. The standardized variance

is commonly used instead of just comparing variances, in cases where there is de-

pendence of the variance on the mean. Results show that except for one compound,

method M1 has a lower standardized variance.

Inspired by the results that when averaging over node proportions p̂i, the overall
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standardized variance is lower than when averaging over indicator functions I(p̂i >

0.5), we proposed several new criteria to do classification of compounds using multiple

trees. The proposed classification criteria are also useful for establishing screening

orders based on the predicted activity of compounds. Compounds predicted to be

highly active are screened first. Different classification criteria may result in different

predictions and may therefore give different screening orders.

Taking the example of an ensemble of trees, a certain criterion or measure is calcu-

lated for each node in all the trees. Trees are grown by using training data. Prediction

for a test set compound is made by applying the previously calculated criterion for

each node the compound falls into in a particular tree. Either an averaging or a

majority vote across all trees will give the final prediction. Based on this predicted

activity, a screening order is obtained for the test set compounds. We now illustrate

this procedure for several newly proposed criteria. The thrombin data described in

Section 8.5.2 is used.

9.4.1 The Data

We know from previous studies (Section 8.5.2) that the training set and the test

set for the thrombin data have very different distributions, so that it is difficult for any

supervised learning method to achieve good results. Therefore, we decided to use only

the thrombin training set and create new sets of training set test set combinations. the

data was randomly split into 2
3

(1270 compounds) for the new training set and 1
3

(635

compounds) for the new test set. Twenty such training set test set combinations were

obtained. The activity rates in the 20 training sets ranged from 1.7% (21 actives) to
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Figure 9.3: Histogram of the number of active compounds in all 20 training sets and
in all 20 test sets.

2.5% (32 actives) and in the 20 test sets from 1.3% (8 actives) to 3.0% (19 actives). A

histogram for the number of active compounds across all 20 replicates for the training

sets and the test sets, respectively, is shown in Figure 9.3.

9.4.2 The Order Criteria

Table 9.1 gives an overview of the proposed new criteria. Most criteria have three

factors at different levels in common. The table also indicates the different factor

levels each criterion takes.

Five new criteria were proposed, and they can be described as follows. For the
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Table 9.1: Overview of order criteria and which levels they take for three factors.

Criteria Order Statistic A B C

M1
∑

p̂

1000

M2
∑

I(p̂>0.5)

1000
1 -1 -1

R3
∑

I(p̂ is among top 3)

1000
1 1 -1

IND
∑

I(p̂l is among top 3)

1000
1 1 1

AVP
∑

p̂I(p̂l is among top 3)

1000
-1 1 1

AVLB
∑

p̂lI(p̂l is among top 3)

1000
-1 1 1

Factor A: binary/continuous (1/-1)

Factor B: ranking/threshold (1/-1)

Factor C: Confidence Interval/Node proportion (1/-1)

p̂: Node proportion

p̂l: Lower confidence limit of node proportion

criterion R3 a node j in a given tree i is ranked according to its proportion p̂ij of

actives in comparison to the other nodes in tree i. Nodes with high proportion of

active compounds (p̂ij is large) get high ranks. The nodes with the three highest

ranks in tree i are predicted to be active. All compounds in the test set that fall into

these three nodes in tree i are predicted to be active (=1); all other compounds are

predicted to be inactive (=0). This is done for all trees in the ensemble (1, 000 trees

in our case). The final prediction for compound k based on criterion R3 is obtained

by averaging the predicted activity for compound k across all trees. A more formal

definition of R3 is given by
∑

I(p̂ is among top 3)

1000
. Criterion R3 is a vote proportion and

can therefore be used to define a screening order of compounds. If we had defined R3

as a pure classification value (for example I(R3 ≥ 0.5)) an ordering of compounds

based on predicted activity would have not been possible and no screening order could

have been established.
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The motivation for criterion R3 is that we want to give compounds a chance to be

classified as active compounds even if they fall into a node with p̂i ≤ 0.5. As long as

this node is among the top three nodes in the tree, the compounds are still predicted

as actives. The reason for selecting the top three, rather than top two or four nodes,

is simply that most trees in the ensemble had six to nine terminal nodes and we did

not want to classify more than half of the nodes in a tree as active.

One problem with the proposed criterion R3 is that by defining the predicted

value of a node only based on the proportion p̂ij of actives in the node, we do not

take explicitly the node size into account. For example a node with 10 active and

10 inactive compounds has the same same p̂ value (proportion of active compounds)

than a node with 5 active and 5 inactive compounds. Our goal is to have many active

compounds among the first ones to screen, so therefore the larger node with 10 active

compounds is preferred. However, as mentioned above criterion R3 does not take the

node size into considerations and assigns the same rank to both nodes. If we were to

base our criterion on the lower bound of a confidence interval, the larger node would

be preferred. Criteria based on the lower bound of a confidence interval also give

preference to pure active nodes.

The following four criteria are all based on the same idea of using a lower bound

confidence interval as a measure to assign node activity. For each node in tree i the

lower bound of a 95% one sided confidence interval is obtained. The nodes in each

tree are ranked based on the lower bound. The node with the highest lower bound

receives the highest rank. The three highest ranked nodes are assigned (predicted)

to be active.
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The criterion IND uses the usual averaging of indicator functions approach com-

bined with the above described idea. If a compound k falls into an active node, its

predicted value is 1. The final prediction for compound k based on criterion IND is

obtained by averaging the predicted values across all trees. A more formal definition

of IND is
∑

I(p̂l is among top 3)

1000
, where p̂l is the lower bound of a one sided confidence

interval of the node proportion p̂.

The next criterion, AVP, also uses the lower bound confidence interval approach.

Instead of averaging the predicted values across all trees to obtain the final predicted

activity, we average the proportion of actives in a node for only these nodes that are

defined active. A node is active if its lower confidence bound is among the top three

values. To be more specific, AVP is defined as
∑

p̂I(p̂l is among top 3)

1000
, where p̂l is the

lower bound of a one sided confidence interval of the node proportion p̂. An averaging

of the true node proportions of actives is used, which is similar to criterion M1.

The last two criteria, AVLB and AVLB1, are very similar to AVP. For criterion

AVLB, instead of averaging the node proportion p̂, we average the lower confidence

limit bound p̂l of the nodes that are defined active. AVLB1 is defined in the same

way, except that we only take lower bounds ≥ 0 into considerations. It can be seen

later that for multiple trees the results of these two criteria, AVLB and AVLB1, are

identical; for single trees differences occur between the two criteria. All criteria are

summarized in Table 9.1.
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9.4.3 Comparison of Order Criteria

Assessment of the effectiveness of the eight proposed prediction criteria, M1, M2,

R3, CL, IND, AVP, AVLB, and AVLB1 is done by lift charts and accumulation

curves. Lift charts plot hit rates as a function of the number of compounds tested.

The hit rate is defined as the number of active compounds found over the number

of compounds tested. High hit rates are favored. Accumulation curves are directly

related to lift charts. The total number of active compounds found is plotted against

the total number of compounds tested. Figure 9.4 and Figure 9.5 show the lift charts

and the accumulation curves of seven criteria, averaged over all 20 test sets. Criteria

AVLB and AVLB1 give the same results for multiple trees, and therefore criterion

AVLB1 was omitted from the plots. Both graphs show only the results for the first 20

compounds tested. Figure 9.6 shows the accumulation curves for seven criteria across

all compounds in the test set, averaged across the 20 replicates. Figure 9.6 indicates

that criteria IND and M2 give the worst performance when testing all compounds.

Figure 9.4 and Figure 9.5 show that when only testing fe compounds all proposed

criteria perform equally well.

We also performed a more standard single tree approach on all 20 training set test

set combinations and obtained different prediction results based on criteria M1, IND,

AVP, AVLB, and AVLB1. Figure 9.7 shows the accumulation curves of the five criteria

for all test set compounds, averaged across the 20 replicates. The single tree version of

criterion M1 shows the best performance. Figure 9.8 shows the accumulation curves

of the four criteria that gave the best performance for multiple trees and the single

tree version of criterion M1. The graph shows that the performance is better for the
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Figure 9.4: Lift charts of the six different prediction methods R3, M1, M2, IND, AVP,
and AVLB averaged across 20 test sets. Note that the seventh method AVLB1 gives
the same results as AVLB for multiple trees.
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Figure 9.5: Accumulation curves of the six different prediction methods R3, M1, M2,
IND, AVP, and AVLB averaged across 20 test sets. Note that the seventh method
AVLB1 gives the same results as AVLB for multiple trees.
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Figure 9.6: Accumulation curves of the six different prediction methods R3, M1,
M2, IND, AVP, and AVLB for all compounds in the test set. The shown results are
averaged across 20 test sets. Note that the seventh method AVLB1 gives the same
results as AVLB for multiple trees.
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multiple tree based criteria than for the single tree based criterion across the range of

number of compounds tested. Further investigations showed that the accumulation

curve results of the measures based on multiple trees are superior when more than 15

compounds are tested.

There are three common factors that are shared by (almost) all proposed criteria.

Factor A defines if a criterion is of binary or continuous nature, factor B defines if the

node activity a criterion is based on is obtained by a ranking or a threshold approach,

and factor C defines if the lower bound of a confidence interval is used or the node

proportion of actives when investigating the node activity. Table 9.1 indicates the

different factor levels each criterion takes.

We also performed multiple comparison tests for the different criteria. We com-

pared various hit rate values for the according number of compounds tested. Table 9.2

shows a list of contrasts that showed significant differences at the α = 0.05 level.

The comparisons were performed at several fixed cut point at number of compounds

tested. The range of the number of compounds tested was between 70 and 200. We

also tested whether the three different factors A, B, and C showed significance at

different hit rate values, but neither of the three factors did at any of the hit rate

values tested.

9.5 Results and Future Use of This Work

Our investigations showed that the proposed criteria R3, M1, AVP, and AVLB

based on multiple trees give a better performance than these criteria based on a
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Figure 9.7: Accumulation curves of the five different prediction methods M1, IND,
AVP, AVLB, and AVLB1 based on a single tree. The shown results are averaged
across 20 test sets.
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Figure 9.8: Accumulation curves of the four best prediction methods R3, M1, AVP,
and AVLB based on multiple trees and the method M1 based on a single tree. The
shown results are averaged across 20 test sets.
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Table 9.2: A significant difference was found at the α = 0.05 level for these compar-
isons at different hit rate values.

Comparison M1 M2 R3 IND AVP AVLB M1single
Comparison 1 1 0 0 0 1 0 -1
Comparison 2 0 0 1 0 0 0 -1
Comparison 3 0 0 0 0 1 0 -1
Comparison 4 0 0 0 0 0 1 -1
Comparison 5 1 -2 1 -2 1 1 0
Comparison 6 2 -3 0 -3 2 2 0
Comparison 7 1 -3 0 0 1 1 0

single tree. Also, based on multiple comparisons, the multiple tree based criteria

R3, M1, AVP, and AVLB achieve significantly higher hit rates than the single tree

based criterion M1single. When trying to establish a screening order for a compound

collection, the preferred approach is to use one of the above investigated criteria in

combination with multiple trees. To decide which criteria to select depends on the

situation. If only very few compounds will be tested (≤ 10) criterion AVLB might be

preferable. If more than 10 compounds will be tested, criterion M1 and AVP might

give a better performance. Future research over more data sets is needed to draw any

conclusions. We should also note that this work gave rise to the different covariate

class definitions described in Chapter 7.
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