
ABSTRACT 

MOTT, BRADFORD WAYNE. Decision-Theoretic Narrative Planning for Guided 
Exploratory Learning Environments.  (Under the direction of James C. Lester and R. Michael 
Young.) 

Interactive narrative environments have been the focus of increasing attention in recent 

years.  A key challenge posed by these environments is narrative planning, in which a 

director agent orchestrates all of the events in an interactive virtual world.  To create 

effective interactions, the director agent must cope with the task’s inherent uncertainty, 

including uncertainty about the user’s intentions.  Moreover, director agents must be efficient 

so they can operate in real time.  To address these issues, we present U-DIRECTOR, a 

decision-theoretic narrative planning architecture that dynamically models narrative 

objectives (e.g., plot progress, narrative flow), storyworld state (e.g., physical state, plot 

focus), and user state (e.g., goals, beliefs) with a dynamic decision network (DDN) that 

continually selects storyworld actions to maximize narrative utility on an ongoing basis.  

DDNs extend decision networks by introducing the ability to model attributes whose values 

change over time; decision networks extend Bayesian networks by supporting utility-based 

rational decision making.  The U-DIRECTOR architecture also employs an n-gram goal 

recognition model that exploits knowledge of narrative structure to recognize users’ goals 

and an HTN planner that operates in two coordinated planning spaces to integrate narrative 

and tutorial planning.  U-DIRECTOR has been implemented in a narrative planner for an 

interactive narrative learning environment in the domain of microbiology in which a user 

plays the role of a medical detective solving a science mystery.  Formal evaluations suggest 

that the U-DIRECTOR architecture satisfies the real-time constraints of interactive narrative 

environments and creates engaging experiences. 
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Chapter 1 
 
Introduction 

 
Recent years have witnessed a growing interest in narrative.  Originally confined to 

frameworks developed by literary critics, narrative analysis is now being adopted by those 

seeking to extend the foundations of psychology (Bruner 1990; Bruner 1991), cognitive 

models of reading comprehension (Gerrig 1993), and film theory (Branigan 1992).  Narrative 

experiences are powerful and seem to play a central role in memory by providing an 

organizing structure for new experiences and knowledge (Mandler 1984).  It is becoming 

apparent that narrative can be used as an effective tool for exploring the structure and process 

of meaning making, whether the object of analysis be everyday life, the novel, or film. 

In a parallel development, the AI community has become aware of the possibility that 

narrative may well have something to offer them as well (Mateas and Sengers 2003).  By 

creating computational models of narrative processes, it becomes possible to create 

intelligent entertainment, education, and training systems that combine the benefits of 

narrative and interactivity (Bates 1992; Cavazza, Charles, and Mead 2002; Galyean 1995; 

Gordon et al. 2004; Hayes-Roth and van Gent 1996; Jhala and Young 2004; Laurel 1986; 

Loyall 1997; Magerko et al. 2004; Mateas and Stern 2005; Mott and Lester 2006; Nelson and 

The universe is made up of stories, not atoms. 

—Muriel Rukeyser 
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Mateas 2005; Riedl, Saretto, and Young 2003; Riedl and Young 2004; Seif El-Nasr and 

Horswill 2003; Swartout et al. 2001; Weyhrauch 1997; Young and Riedl 2003). 

1.1 Interactive Narrative 
Narrative plays a central role in communication and cognition.  With the demand for 

increasingly sophisticated entertainment and education applications, recent years have 

witnessed significant growth in research on interactive storytelling environments that create 

engaging narrative experiences (Cavazza, Charles, and Mead 2002; Magerko et al. 2004; 

Mateas and Stern 2005; Swartout et al. 2001; Young and Riedl 2003). 

One of the most intriguing possibilities raised by combining narrative and interactivity is 

the potential to create narrative-centered learning environments (Aylett et al. 2005; Johnson 

et al. 2004; Machado, Brna, and Paiva 2001; Marsella, Johnson, LaBore 2003; Marshall, 

Rogers, and Scaife 2002; Mott et al. 1999; Mott et al. 2006; Prada, Machado, and Paiva 

2000; Riedl et al. 2005; Robertson and Good 2003; Ryokai, Vaucelle, and Cassell 2003).  By 

taking advantage of the inherent structure of narrative, narrative-centered learning 

environments could provide engaging worlds in which students are actively involved in 

“story-centric” problem-solving activities.  Classically, intelligent tutoring systems 

(Carbonell 1970) were envisioned as essentially dialogue systems that would emulate the 

conversational give-and-take of tutorial discourse.  In contrast, narrative-centered learning 

environments could revolve around compelling virtual worlds, believable characters, thought 

provoking themes, and rich stories. 

Because of the motivational force of narrative, it has long been believed that story-based 

learning can be both engaging and effective.  Many educational software packages have been 

devised for story-based learning.  These systems include both research prototypes and a long 

line of commercially available software.  However, these systems have primarily relied on 

scripted forms of narrative: they have employed either predefined linear plot structures or 

simple branching storylines.  In contrast, one can imagine a much richer form of narrative 

learning environment that dynamically crafts customized stories for individual students at 

runtime. 

In short, by creating compelling narrative experiences, narrative-centered learning 

environments should achieve significant gains in motivation over current-generation 
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educational software.  This in turn has the potential to dramatically increase the time that 

children seek to spend with educational software.  As a result, narrative-centered learning 

environments could produce follow-on gains in learning effectiveness from time-on-task 

effects. 

1.2 Narrative-Centered Guided Exploratory Learning 
Narrative could play an important role in exploration-based discovery learning (Bruner 1961), 

an approach to learning that emphasizes students’ active exploration of a subject matter.  In 

stark contrast to didactic pedagogies that emphasize students’ memorization of facts from 

lectures and reading, discovery learning encourages students to learn by trial-and-error: they 

pose questions and answer them by conducting experiments, manipulating artifacts in 

physical or simulated environments, analyzing information, and systematically generating 

and testing their hypotheses (Bruner 1961; White and Fredricksen 1998). 

It is widely believed that discovery learning offers much promise because students 

actively participate in problem-solving activities.  For more than a decade, science education 

reform efforts by organizations such as the US National Research Council and the National 

Academy of Sciences have set forth standards promoting a greater emphasis on discovery 

learning (American Association for the Advancement of Science 1993; National Research 

Counsel 1996).  However, it has been demonstrated that “pure” discovery learning in which 

students receive no guidance in the form of coaching and hints from a teacher or learning 

environment is ineffective (Mayer 2004).  Thus, guided discovery learning (Shulman and 

Keisler 1966) and guided discovery learning environments (de Jong and van Joolingen 1998) 

have been the subject of increasing attention in recent years. 

Narrative offers significant potential for guided exploratory learning environments.  In 

guided exploratory learning, the student iterates through cycles of questioning, hypothesis 

generation, data collection, and hypothesis testing.  In a narrative-centered guided 

exploratory learning environment, the student could be featured as the central character in a 

dynamically generated story.  She would be presented with problems to solve, and the plot 

would be shaped in such a way that she would at pedagogically appropriate times “discover” 

evidence confirming or disconfirming her hypotheses. 
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1.3 Interactive Narrative Generation 
A critical requirement of narrative learning environments is devising effective computational 

models of interactive narrative (Aylett 1999; Cavazza, Charles, and Mead 2002; Magerko et 

al. 2004; Mateas 2002; Nelson and Mateas 2005; Riedl, Saretto, and Young 2003; 

Weyhrauch 1997).  These models support narrative planners that dynamically direct a cast of 

believable virtual characters in rich 3D storyworlds with coherent narrative structures that 

play out interactively in real time. 

Narrative planners for interactive storytelling environments operate on at least two 

distinct but interacting levels:  They craft the global story arc, typically by traversing a plot 

graph (Bates 1992) that encodes a partial order of significant events in a story, and they plan 

the behaviors of the virtual characters and physical events in the world (Blumberg and 

Galyean 1995; Loyall et al. 2004).  To create an engaging experience for the user, narrative 

planners must carefully balance character believability and plot coherence (Riedl and Young 

2004), cope with deviations from a previously devised narrative structure caused by user 

actions (Magerko et al. 2004; Riedl, Saretto, and Young 2003), provide fine-grained 

character control (both dialogue and actions) (Mateas and Stern 2005), all the while creating 

stories that obey the author’s aesthetic, perhaps represented as an evaluation function that 

guides a search through a plot graph (Bates 1992; Nelson and Mateas 2005; Weyhrauch 

1997).  Narrative planners must also interface with believable agent functionalities 

supporting the story’s virtual characters (Gratch and Marsella 2004; Loyall et al. 2004; Si et 

al. 2005). 

A key challenge posed by interactive narrative planning is coping with the multiple 

sources of uncertainty inherent in the task.  First, it is difficult to precisely infer users’ goals, 

beliefs, and experiential attributes.  It is difficult to accurately predict what effects changes in 

the storyworld may have on the user.  Because it is important that users believe that their 

actions affect the ongoing story (Murray 1997), predicting the effects of narrative planning 

actions is further complicated by the fact that users are active participants in the narrative.  

Second, we do not have—perhaps we cannot have—a complete theory of interactive 

narrative.  We do not even have well defined theories of narrative for specific genres or 

particular storyworlds.  Third, despite the episodic nature of narrative, however inaccurate 
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our predictions might be over very short periods, they become even less accurate as we 

attempt to predict effects farther into the future. 

Despite recent advances in plan and goal recognition, narrative environments currently 

lack a key functionality that could significantly increase their ability to create compelling 

stories: they cannot recognize users’ goals as the users interact with virtual storyworlds.  

Providing narrative planners with the ability to accurately recognize users’ goals would 

enable planners to ascertain whether a user’s actions were threatening a plot (Riedl, Saretto, 

and Young 2003), take user goals into account in plot construction (Harris and Young 2005), 

and ensure that stories steadily progress (Magerko et al. 2004).  However, narrative goal 

recognition is challenging because interactive narratives play out in highly dynamic virtual 

environments in which users have the freedom to explore complex storyworlds as they 

perform a broad range of actions in pursuit of their quests. 

The high degree of uncertainty, together with the multiple factors affecting narrative 

planning, call for a principled decision-making framework that enables narrative planners to 

rationally choose among candidate storyworld actions.  The framework must not only be able 

to effectively cope with uncertainty, it must be able to exploit the evidence available about 

the user and storyworld state to achieve the (possibly competing) narrative objectives, and it 

must be able to meet the real-time performance requirements of interactive environments. 

1.4 Contributions 
This dissertation makes a number of contributions which advance the state-of-the-art in 

interactive narrative generation: 

• Decision-theoretic narrative planning:  We describe a decision-theoretic narrative 

planning architecture that uses a dynamic decision network to model the narrative 

objectives (e.g., plot progress, narrative flow), storyworld state (e.g., physical state, plot 

focus), and user state (e.g., goals, beliefs).  Rather than adopting an ad hoc approach to 

reasoning about the multiple sources of evidence, at each time step, U-DIRECTOR 

systematically evaluates the available evidence, updates its beliefs, and selects the 

storyworld action that maximizes expected narrative utility.  The principled decision-
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making framework allows the architecture to rationally choose among candidate 

storyworld actions. 

• Inferring user goals for narrative planning:  We present an inductive approach to 

predicting users’ goals in dynamic narratives by learning probabilistic goal recognition 

models.  We report on two types of n-gram goal recognition models: unigrams and 

bigrams.  The models, which exploit knowledge of narrative structure as well as 

locational and temporal information about users’ activities in the world, are induced 

from training data acquired from traces of users’ performing narrative quests in a 

storyworld. 

• Integration of tutorial control and narrative planning:  We develop a model of narrative 

planning which combines narrative planning and tutorial control via a hierarchical task 

network (HTN) planner operating in two coordinated planning spaces.  In the tutorial 

planning space, the planner constructs tutorial plans to achieve pedagogical goals such as 

topic sequencing, problem introduction, problem solving, and advice generation.  In the 

narrative planning space, the planner constructs narrative plans to achieve story goals 

such as how to direct the characters’ actions, how to devise coherent plots, and how to 

create engaging experiences for the student.  The dual planning space approach achieves 

modularity for authoring and maintenance of plan operators, and it enables the planner to 

guide the student’s actions at both the pedagogical and narrative levels. 

• An empirically studied model of user goal recognition for narrative planning:  We report 

on the empirical evaluation of probabilistic goal recognition models in a narrative-

centered environment.  Experimental results suggest that probabilistic models can 

accurately predict users’ goals, and they converge on correct interpretations as 

observations of a user’s activities become available over time.  Probabilistic goal 

recognizers are also sufficiently efficient to meet the real-time performance demands of 

interactive narrative. 

• An empirically studied narrative-centered environment:  We empirically study our 

narrative-centered guided exploratory learning environment to explore key issues in 

narrative-centered learning.  The narrative planning architecture appears to provide 
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useful guidance to users interacting in the virtual environment allowing them to 

successfully accomplish their goals within the story in fewer actions and in less time 

while not disrupting their narrative experience. 

1.5 Dissertation Organization 
The organization of the remainder of the dissertation is as follows.  In Chapter 2, we 

summarize related narrative generation work.  The task of interactive narrative generation is 

described along with various approaches that have been previously taken for narrative 

generation.  We conclude this chapter by presenting the key issues and desiderata for 

interactive narrative generation. 

We present the U-DIRECTOR narrative planning architecture in Chapter 3.  First, we 

describe an HTN-based approach to plot graph planning.  Second, we present our decision-

theoretic director agent.  Finally, we discuss an n-gram based approach to user goal 

recognition within a narrative environment. 

Chapter 4 introduces guided exploratory learning and discusses the role of narrative in 

guided exploratory learning together with the potential effects on students’ motivation.  The 

challenges faced by guided exploratory learning environments and the role that narrative can 

play in their creation are discussed.  Finally, building on the architecture presented in Chapter 

3, a narrative-centered architecture for guided exploratory learning is presented. 

In Chapter 5, we introduce the CRYSTAL ISLAND storyworld along with the OUTBREAK 

episode situated within it.  Details of the prototype narrative-centered guided exploratory 

learning environment are provided including a discussion of the implementation of the 

interactive 3D environment, the HTN-based plot graph planner, the decision-theoretic 

director agent, and the goal recognizers.  The chapter concludes with an illustrated example 

of the planner’s behavior using a scenario. 

Chapter 6 presents the results from a suite of evaluations conducted on the prototype 

guided exploratory learning environment.  First, details of a runtime performance analysis are 

provided.  Second, the training and evaluation methodology used for learning user goal 

recognizers is described.  Finally, the details and results of a formal evaluation of the 

prototype guided exploratory learning environment are discussed. 
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We conclude the dissertation in Chapter 7, providing a summary of the important 

contributions of the work.  We also discuss limitations of the proposed model of narrative 

planning and explore promising directions for future work. 
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Chapter 2 
 
Narrative Generation 

 
Narrative experiences are powerful, and there is growing awareness of narrative’s 

foundational role in psychology (Bruner 1990; Bruner 1991), cognitive models of reading 

comprehension (Gerrig 1993), and film theory (Branigan 1992).  In Gerrig’s seminal work on 

comprehension (Gerrig 1993), he identifies two properties that readers experience.  First, 

they are transported, i.e., they are somehow taken to another place and time in a manner that 

is so compelling it seems real.  Second, they perform the narrative.  Like actors in a play, 

they actively draw inferences and experience emotions as if the experiences were somehow 

real.  Because narrative is compelling on many levels, interactive applications in 

entertainment, education, and training increasingly leverage narrative to create engaging 

experiences through rich virtual storyworld environments. 

Learning environments may utilize narrative to their advantage both from a cognitive and 

motivational perspective.  One can imagine narrative-centered learning environments that 

leverage a student’s innate metacognitive apparatus for understanding and crafting stories as 

well as narrative-centered learning environments that offer motivational benefits.  Motivation 

Listening to both sides of a story will convince 
you that there is more to a story than both 
sides. 

—Frank Tyger 
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is critical in learning environments, for it is clear that from a practical perspective, 

educational software that fails to engage students will go unused.  In Malone’s classic work 

on motivation in computer games and educational software (Malone 1981a), he distinguishes 

between game playing experiences (and educational experiences) that are extrinsically 

motivating and those that are intrinsically motivating.  In contrast to extrinsic motivation, 

intrinsic motivation stems from the desire to undertake activities sheerly for the immediate 

pleasure to be derived from them.  By emphasizing qualities such as challenge, curiosity, 

control, and fantasy, Malone argues that learning environments can create intrinsically 

motivating experiences (Malone 1981b).  Hence, in addition to their potential cognitive 

benefits, narrative-centered learning also offers significant potential for providing intrinsic 

motivation. 

Although significant potential exists for narrative-center environments, a critical 

component of realizing this potential is creating effective computational models of narrative 

(Aylett 1999; Cavazza, Charles, and Mead 2002; Magerko et al. 2004; Mateas 2002; Nelson 

and Mateas 2005; Riedl and Young 2004; Weyhrauch 1997).  These models must be capable 

of dynamically directing a cast of believable virtual characters in rich 3D storyworlds with 

coherent narrative structures that play out interactively in real time. 

Early work in computational models of narrative dates back to the 1970s when 

researchers began exploring the notion of stories and how to best represent them (Mateas and 

Sengers 1999).  In “Notes on a Schema for Stories” (Rumelhart 1975), David Rumelhart 

suggests that stories have an internal structure, which is more than a simple sequence of 

sentences.  To illustrate this point, he develops a context-free grammar which he claims 

accounts for the structure of a wide range of simple stories.  The grammar consists of a set of 

syntactic rewrite rules as well as a set of semantic interpretation rules.  After developing the 

grammar, he applies it to a set of Aesop’s Fables to discover their underlying structure.  

Since the 1970s, a large number of computational models of narrative generation have been 

proposed. 

2.1 Review of Narrative Generation Systems 
Narrative generation systems can be categorized into two areas: non-interactive and 

interactive.  The defining characteristic of non-interactive systems is their severely limited 
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form of user interaction.  Typically, these systems focus on the dynamic creation of narrative 

based on an initial story specification provided by the user and their output usually takes the 

form of narrative prose.  On the other hand, the key distinguishing feature of interactive 

narrative generation systems are their focus on immersing users in an unfolding narrative in 

which the users’ actions directly influence the course of the narrative.  Typically, these 

systems explore techniques to manage the user interaction and subtly guide them in support 

of the narrative.  The output of these systems usually occurs in an interactive 3D environment 

in which users play the role of a storyworld character. 

2.1.1 Non-interactive Narrative Generation Systems 
Many non-interactive story generation systems have been the subject of research over the 

past three decades.  A review of the most relevant systems is provided below. 

2.1.1.1 TALE-SPIN 
TALE-SPIN (Meehan 1977) is a story generation system that creates Aesop’s fable-like stories 

using descriptions of problem solving steps of characters in a simulated storyworld.  TALE-

SPIN itself is a forward-chaining goal decomposition system with three major components: a 

problem solver, an assertion mechanism, and an inference mechanism.  The problem solver 

takes a goal and decomposes it into sub-goals and events.  The assertion mechanism takes an 

event and asserts it in the world model.  The inference mechanism takes an asserted event 

and produces its consequences.  Using a trace of the problem solving procedure, TALE-SPIN 

generates a story by converting it into a textual description.  A user creates a story with 

TALE-SPIN by specifying some of the initial setting and answering questions during the story 

creation process or by specifying a moral for the story.  Figure 2.1 shows a sample TALE-

SPIN created story (Meehan 1977).  One issue with narrative generation based on character 

problem-solving is that it can results in unexciting stories, such as TALE-SPIN’s story, “One 

day, Joe Bear was famished.  There was a jar of honey right next to him.  He ate the honey.  

The end.”  
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2.1.1.2 UNIVERSE 
UNIVERSE (Lebowitz 1984; Lebowitz 1985) is a story generation system that uses a planning 

approach to generate open-ended “soap opera” style stories.  It consists of two main 

components: a character generation system and a planning mechanism.  The character 

generation system produces a cast of characters used by the planning mechanism during story 

creation.  The planning mechanism creates a story by planning over plot fragments taken 

from the soap opera genre.  For example, Figure 2.2 shows the forced-marriage plot 

fragment in which the protagonist is kept in an unhappy marriage, preventing her from being 

with her true love, by an evil parent-in-law (Lebowitz 1985, p. 487).  One of the key 

distinctions between UNIVERSE and previous story generation systems is that the planning 

mechanism utilizes authorial goals instead of character goals.  Lebowitz’s rationale for this is 

that stories produced solely by simulating character goals are not always interesting since 

characters tend to avoid conflict.  Therefore, he advocates, using authorial goals that 

introduce conflict between characters and place them in situations they would not normally 

ONCE UPON A TIME GEORGE ANT LIVED NEAR A 
PATCH OF GROUND.  THERE WAS A NEST IN AN 
ASH TREE.  WILMA BIRD LIVED IN THE NEST.  
THERE WAS SOME WATER IN A RIVER.  WILMA 
KNEW THAT THE WATER WAS IN THE RIVER.  
GEORGE KNEW THAT THE WATER WAS IN THE 
RIVER.  ONE DAY WILMA WAS VERY THIRSTY.  
WILMA WANTED TO GET NEAR SOME WATER.  
WILMA FLEW FROM HER NEST ACROSS A MEADOW 
THROUGH A VALLEY TO THE RIVER.  WILMA 
DRANK THE WATER.  WILMA WASN’T THIRSTY 
ANY MORE.

GEORGE WAS VERY THIRSTY. GEORGE 
WANTED TO GET NEAR SOME WATER.  GEORGE 
WALKED FROM HIS PATCH OF GROUND ACROSS 
THE MEADOW THROUGH THE VALLEY TO A RIVER 
BANK.  GEORGE FELL INTO THE WATER.  
GEORGE WANTED TO GET NEAR THE VALLEY.  
GEORGE COULDN’T GET NEAR THE VALLEY.  
GEORGE WANTED TO GET NEAR THE MEADOW.  
GEORGE COULDN’T GET NEAR THE MEADOW.  
WILMA WANTED GEORGE TO GET NEAR THE 
MEADOW.  WILMA WANTED TO GET NEAR GEORGE.  
WILMA GRABBED GEORGE WITH HER CLAW.  
WILMA TOOK GEORGE FROM THE RIVER THROUGH 
THE VALLEY TO THE MEADOW.  GEORGE WAS 
DEVOTED TO WILMA.  GEORGE OWED EVERYTHING 
TO WILMA.  WILMA LET GO OF GEORGE.  
GEORGE FELL TO THE MEADOW.  THE END.

 
Figure 2.1: A TALE-SPIN Story 
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find themselves in.  In UNIVERSE, the lives of the characters are simulated based on the 

authorial goals taken from the plot fragments.  Once a sufficiently large body of events has 

been planned out, that portion of the story is told.  This approach allows UNIVERSE to 

produce a continuous sequence of events for a story that theoretically does not end. 

2.1.1.3 MINSTREL 
MINSTREL (Turner 1994) is a story generation system operating in the domain of King Arthur 

and his Knights.  It uses case-based reasoning to implement a computational model of 

creativity.  Figure 2.3 shows a sample story generated by MINSTREL (Turner 1994, p. 9).  In 

Turner’s system, story generation is modeled as author problem-solving using four types of 

authorial goals: thematic goals (i.e., theme the story should demonstrate), consistency goals 

(i.e., obeying expectations of how things in the storyworld should work), drama goals (i.e., 

suspense, tragedy, foreshadowing, and characterization), and presentation goals (i.e., how 

and when elements of the story are presented).  The system begins with the top-level goal to 

“tell a story,” which is decomposed into sub-goals including adopting a theme, 

communicating the theme, applying drama goals, ensuring consistency, and achieving 

presentation goals.  MINSTREL uses a case library of stories to solve problems by analogizing 

them with the current problem solving situation. 

 
Figure 2.2: A UNIVERSE Plot Fragment 
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2.1.1.4 JOSEPH 
JOSEPH (Lang 1997) is a story generation system that uses a definite clause story grammar to 

create simple folktales.  The model was developed to be independent of the process author’s 

use when writing stories, general enough to apply to folktales, and detailed enough to rule 

out the generation of non-stories.  JOSEPH consists of a story grammar, a grammar interpreter, 

temporal predicates, a world model, and a template-based natural language output unit.  It 

produces randomly generated narratives that conform to the story grammar using a depth-

first iterative deepening algorithm searching for a sequence of rule applications representing 

a valid story. 

2.1.1.5 AUTHOR 
AUTHOR (Callaway and Lester 2002) is a narrative prose generator which provides high 

quality textual output for narratives.  Unlike previous narrative systems which focused 

primarily on narrative generation via planning or story grammars and utilized simple 

template based approaches to generating their prose, AUTHOR’s focus is on using deep 

natural language generation techniques to construct narratives prose comparable to that of 

 
Figure 2.3: A MINSTREL Story 
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human authors.  The input to the narrative prose generator is created using a simple 

augmented finite state automaton which generated narrative events in the domain of fairy 

tales.  Figure 2.4 (Callaway 2000, p. 84) shows the AUTHOR architecture, which is based on a 

classic natural language generation pipeline approach consisting of a narrative organizer, a 

sentence planner, a revision component, and a surface realizer.  A formal evaluation of the 

system with twenty test subjects concluded that the discourse history and revision 

components are extremely important while the lexical choice component sometimes makes a 

significant different. 

2.1.1.6 FABULIST 
FABULIST (Rield 2004; Riedl and Young 2004) is a narrative generation system that focuses 

on the construction of stories that carefully balance plot coherence (i.e., storyworld events are 

perceived to be meaningful and relevant to the story’s outcome) and character believability 

(i.e., character actions are perceived to be motivated by their traits and desires).  It uses a 

 
Figure 2.4: The AUTHOR Architecture 
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least-commitment planning system extended with an intention-recognition component and a 

model of character personality.  The intention-recognition component ensures that the plan 

structures which are created are consistent with character intentions.  The character 

personality model ensures that the character actions chosen by the planner are consistent with 

their personalities.  Figure 2.5 (Reild 2004, p. 186) depicts a sample FABULIST generated 

narrative plan.  Although these plans could be presented in a number of modalities, the media 

realizer used in Rield 2004 is a template-based generator that constructs textual 

representations of plans.  An evaluation of the system indicates that the stories generated by 

FABULIST have strong plot coherence and strong character believability. 

 
Figure 2.5: A FABULIST Narrative Plan 



 17

2.1.2 Interactive Narrative Generation Systems 
In the 1990s, a number of researchers began exploring the notion of interactive story 

generation.  Inspired by ideas from successful commercial interactive fiction systems such as 

ZORK I (Infocom 1980), early non-interactive text based story generation systems (Meehan 

1977; Leobowitz 1985), and the requirements of interactive drama (Laurel 1986), these 

researchers aimed to dynamically create immersive interactive stories taking the users’ 

actions in the storyworld into account to craft the unfolding narrative. 

Approaches to interactive narrative generation can be roughly categorized into three 

broad groups: 

• Script-Based Interactive Narrative:  Early interactive narrative-based media were either 

partially or entirely scripted.  All events were either completely linear or were ordered in 

a pre-determined branching structure (Bruckman 1990).  However, the simplicity of the 

tree-like representations severely limited the level of interactivity that users could 

experience, and the combinatorics of highly interactive storyworlds could not be 

accommodated.  The pre-scripted tradition lives on and thrives today; it is the approach 

used by most educational software and video games. 

• Emergence-Based Interactive Narrative:  Interactive narrative in this category relies on 

the dynamic interactions of the user and highly believable autonomous agents in a 

simulated world to construct a story from the emergent interactions.  The autonomous 

agents in these environments typically act in a goal-directed manner and usually support 

reactive behaviors to cope with user interactions. 

• Plan-Based Interactive Narrative:  Plan-based interactive narratives dynamically reason 

about the actions of the user and characters to carefully piece together a story.  They 

offer a promising alternative to pre-defined branching and emergent approaches.  By 

allowing narratives to be created incrementally in response to users’ actions users can 

(legitimately) be made to believe that they are empowered as active participants in the 

story, thereby increasing their sense of agency and immersion (Murray 1997). 

Since the 1990s a number of prototype interactive narrative generation systems have been 

developed using these approaches.  A review of the most relevant systems is provided below. 
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2.1.2.1 OZ PROJECT 
The members of the OZ Project at Carnegie Mellon University produced a large body of 

research related to interactive narrative generation during the 1990s.  The ultimate goal of the 

project was to create computer-assisted writing environments for “high quality, artistically 

legitimate interactive fiction” (Smith and Bates 1989).  The group members believed that to 

create artistically engaging experiences, the user must be able to “suspend disbelief” so that 

they can vividly imagine that the simulated world is in fact real.  Based on preliminary 

experiments using live actors, they concluded that inconsistent behavior in characters is 

tolerable and that characters are the best agents for influencing the drama (Kelso, Weyhrauch, 

and Bates 1992).  Thus, a significant amount of their research focuses on building believable 

animated agents such as the Woggles shown in Figure 2.8 (Loyall and Bates 1993).  The OZ 

system architecture is shown in Figure 2.6 (Kelso, Weyhrauch, and Bates 1992, p. 2).  It 

includes a simulated world, a cast of believable characters, the user’s interactor, and a drama 

manager.  The drama manager uses plot graphs as depicted in Figure 2.7 (Kelso, Weyhrauch, 

and Bates 1992, p. 5) to model an interactive narrative’s plot.  A plot graph is a directed 

acyclic graph modeling the major events of a story.  The drama manager maintains a frontier 

of active nodes in the plot graph that can be currently achieved.  Observing the actions of 

believable agents and the user in the storyworld, the drama manager continually decides if it 

should modify the behaviors of the believable agents or cause storyworld events to occur in 

order to keep the story progressing. 

 
Figure 2.6: The OZ Architecture 
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In order to create believable agents for the Oz Project, Bryan Loyall specified a set of 

requirements for believable agents and developed the HAP agent architecture (Loyall 1997).  

Loyall asserts that for an agent to be believable, it has to have a personality, emotions, self-

motivation, undergo change, social relationships, consistency of expression, and the illusion 

of life.  To address these requirements, Loyall created his agent architecture based on a RAP-

like (Firby 1989) reactive planning language which provided personality-rich behaviors in 

real-time virtual worlds through goal decomposition. 

Because appearing emotional and engaging in social interactions are important aspects of 

believable agents, Scott Reilly, one of the Oz Project members, developed the EM 

architecture (Reilly 1996) for building emotional agents with social behaviors.  His 

architecture focuses on supporting the creation of agents in which the expression of emotions 

permeates the agent.  The architecture creates the appearance of emotions by allowing certain 

events to generate emotion structures.  These emotion structures, which are stored and decay 

over time, are used to generate behavioral features that affect specific aspects of the agent’s 

behavior.  To validate the architecture, Reilly conducted user evaluations of both emotional 

and non-emotional agents.  Based on the evaluations he concluded that EM was moderately 

successful at creating emotional characters. 

Another Oz Project member, Peter Weyhrauch, developed a system to dynamically 

monitor and guide the experience of a user in an interactive narrative.  The primary problem 

his system addresses is that, even though the author of an interactive narrative cannot control 

users’ actions, she still wants to ensure that users are exposed to a certain set of themes and 

ideas.  To solve this problem, Weyhrauch developed the MOE architecture (Weyhrauch 1997), 

which uses adversarial search with an aesthetic evaluation function to guide the actions of a 

drama manager in an interactive narrative.  The aesthetic evaluation function determines the 

 
Figure 2.7: An OZ Plot Graph 
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quality of an experience, so by searching over all the possible experiences, the highest quality 

experience can be found and the system can guide the user in its direction.  Thus, by 

encoding the set of themes and ideas which are to be conveyed in the aesthetic evaluation 

function, the author guides the user’s experience in her preferred artistic direction.  To judge 

the effectiveness of his architecture, Weyhrauch created an aesthetic evaluation function for a 

murder mystery inspired by Infocom’s text adventure game Deadline.  Once the evaluation 

function was defined, it was subjectively rated based on how well it captured Weyhrauch’s 

desired aesthetic.  Based on the results of the evaluation he concluded that it did in fact 

encode his aesthetic to a useful degree. 

2.1.2.2 DOGMATIC 
In Narrative Guidance of Interactivity (Galyean 1995), Tinsley Galyean advocates dividing 

narrative into two levels to produce interactive narrative: the plot level and the presentation 

level.  The plot level represents the high level goals of the story while the presentation level 

represents how the story is visually presented to the user.  Galyean’s goal was to allow the 

user to participate in the narrative without disrupting the plot.  To achieve this, he developed 

a narrative guidance approach where the system manipulates the presentation level to 

guarantee that the user is told the story regardless of their interaction.  Thus at the plot level 

 
Figure 2.8: The Oz Project Woggles in the Edge of Intention 
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every user experiences the same story, however, the exact details of the story vary from one 

user to another.  Two interactive narrative systems were built using this approach: a museum 

exhibit, introducing visitors to virtual reality technology, and DOGMATIC, a short interactive 

story consisting of six scenes.  Figure 2.9 (Galyean 1995, p 106) depicts the architecture used 

in DOGMATIC.  The plot is represented as a hierarchical collection of events whose selection 

depends on story state variables, environmental sensors, and temporal relations between 

events.  Parent events within the hierarchy temporally encompass their descendants and 

siblings are specified to either precede or be exclusive of one another; events can also specify 

whether they must happen or not.  The system evaluates the events in the hierarchy each time 

step to identify which events are ready.  The evaluation is accomplished by (1) selecting 

events based on their temporal constraints, (2) evaluating the sensor and state variable values 

associated with the selected events, and (3) determining if the sensor and state variable 

values are within event specified minimum and maximum thresholds.  The system then 

chooses one of the ready events to execute and repeats until the end of the story is reached. 

2.1.2.3 TEATRIX 
TEATRIX is a prototype interactive learning environment that facilitates the collaborative 

creation of fairy tales by students (Prada, Machado, and Paiva 2000).  Students interact with 

one another in a distributed 3D environment playing the role of a character (Figure 2.10).  In 

Computational
Plot

Structure

music
&

sound

   Directable
   characters camera

Transitions 
“cuts”

staging

interface

 
Figure 2.9: DOGMATIC Architecture 
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TEATRIX, a story is initially created by describing its starting state, including its scenes, 

characters, and world objects.  Once the initial setup is complete, students enter the 

distributed 3D storyworld as one of the characters in the story.  For characters not controlled 

by a student, the system automatically controls the character’s behavior in a goal directed 

manner based on its role.  As students interact with each other in the environment through 

their virtual characters a story emerges.  To help ensure that a coherent story emerges, 

TEATRIX uses a director agent that has complete knowledge about the unfolding story, the 

ability to direct agents in the storyworld, and manipulate objects in the world. 

2.1.2.4 I-STORYTELLING 
I-STORYTELLING is a prototype interactive narrative generation system that uses a character-

based approach to story generation for sitcom-like stories in which the plot is driven by the 

actions of characters (Cavazza, Charles, and Mead 2002).  In I-STORYTELLING, the user is a 

spectator of the unfolding story having the ability to move around in the 3D storyworld, 

manipulate objects in the world (e.g., remove or change the location of objects), and provide 

advice to storyworld characters (e.g., “Ross, be nice to Monica”).  The autonomous 

characters in the story are given goals and use hierarchical task network (HTN) planning to 

generate plans to achieve their goals.  For example, Figure 2.11 (Cavazza, Charles, and Mead 

 
Figure 2.10: TEATRIX 3D Collaborative Environment 
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2002, Figure 5) depicts part of the protagonist’s hierarchical task network for discovering 

information about one of the other characters.  The network models the protagonist’s options 

of asking a friend about the character, borrowing the diary of the character, or talking with 

the character’s mother.  In this case, the protagonist initially attempts to borrow the diary to 

learn more about the character; however, since the location of the diary changed, the 

protagonist was unable to pick it up and the system backtracks to attempt another option. 

2.1.2.5 MISSION REHEARSAL EXERCISE PROJECT 
The MISSION REHEARSAL EXERCISE Project (Swartout et al. 2001) is a virtual reality training 

environment for teaching peacekeeping and disaster relief mission skills to Army personnel.  

The training environment revolves around an interactive story that unfolds in a rich 3D 

virtual environment depicted in Figure 2.12 (Swartout et al. 2001, Figure 1).  The storyworld 

is populated with scripted and autonomous agents who act as both characters and coaches 

within the environment.  To support both structured and unstructured interactivity, an 

approach to story generation call a StoryNet is employed.  A StoryNet consists of nodes, in 

which users are given the freedom take control and make choices, and links between them, in 

which a scripted sequence of events occurs and the user remains passive.  The links in the 

StoryNet contain conditions which must be achieved before the link can be followed to the 

next node in the net. 

2.1.2.6 MIMESIS 
The MIMESIS system (Young 2001; Young and Riedl 2003) is a two-tier architecture, Figure 

2.13 (Riedl, Saretto, and Young 2003, Figure 1), in which user interaction is managed by the 

 
Figure 2.11: Fragment of a Hierarchical Task Network for an I-STORYTELLING Character 
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Mimesis Unreal Tournament Server (MUTS) and adaptive narrative generation is preformed 

by the Mimesis Controller (MC).  MIMESIS models narrative with a declarative plan structure, 

including causal link annotations, generated by a narrative planner.  During an interactive 

session, the MUTS continuously monitors user actions to see if an exceptional action is 

attempted (i.e., an action which threatens a causal link in the narrative plan).  If so, the 

system mediates the action (Riedl, Saretto, and Young 2003) by either accommodating the 

action (i.e., executing the action and restructuring the narrative plan to reestablish the causal 

link) or intervening (i.e., replacing the action with an alternate effect that does not break the 

causal link).  In order to accommodate user’s exceptional actions, the MC opportunistically 

constructs mediation policies so that exceptional actions can be handled as quickly as 

possible. 

2.1.2.7 FAÇADE 
Façade (Mateas 2002; Mateas and Stern 2005) is a one-act interactive drama featuring 

tightly-coupled plot creation and character behavior in a dialogue-oriented interactive story.  

In Façade, the user visits her friends, Grace and Trip, and learns that their marriage is in 

serious trouble.  Through her interactions—manipulating objects, navigating around the 

 
Figure 2.12: A Mission Rehearsal Exercise Project Scene 

 

 
Figure 2.13: The MIMESIS System Architecture 
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apartment, and communicating via natural language dialog (Figure 2.14)—she affects the 

course of the unfolding drama.  Façade uses a fine-grained drama manager, called a beat 

sequencer, which operates on plot elements called beats.  Beats represent the smallest 

element of action that can move the story forward.  They are written using a reactive 

behavior language based on Loyall’s HAP system (Mateas 2002).  The drama manager 

sequences beats based on preconditions over the current story state and their potential for 

achieving a good story arc. 

2.1.2.8 IDA 
The Interactive Drama Architecture (IDA) is being used to implement the Haunt 2 interactive 

storyworld (Magerko and Laird 2004; Magerko et al. 2004) in which the user plays a ghost in 

a murder mystery.  IDA attempts to strike a balance between telling stories and providing 

users the ability to act freely in the storyworld.  It employs an omniscient director agent that 

attempts to guide the user through a fully structured story.  The director agent provides 

direction to storyworld characters to take actions to achieve plot elements based on its 

knowledge of the user’s actions and the plot’s progression.  IDA models plot using a fully 

structured set of partially-ordered plot points, Figure 2.15 (Magerko 2005, Figure 2) which 

contain a set of preconditions (i.e., things which must be true for the plot point to be active) 

and a set of actions (i.e., things which happen when the plot point is active).  A unique 

 
Figure 2.14: Façade User Interaction 

 



 26

feature of IDA is its use of a prediction mechanism to determine if user actions might threaten 

the plot.  The prediction mechanism uses a simple rule-based model of user behavior to 

simulate future possible world states to determine if an active plot point will be achieved or 

not.  The director agent uses this information to decide if it should provide assistance to the 

user or not. 

2.2 Desiderata for Interactive Narrative Generation 
Accomplishing the goal of creating dynamic interactive narrative is a challenging task 

because of the multiple sources of inherent uncertainty.  First, it is difficult to precisely infer 

users’ goals, beliefs, and experiential attributes.  It is difficult to accurately predict what 

effects changes in the storyworld may have on the user.  Because it is important that users 

believe that their actions affect the ongoing story (Murray 1997), predicting the effects of 

narrative planning actions is further complicated by the fact that users are active participants 

in the narrative.  Second, we do not have a complete theory of interactive narrative.  We do 

not even have well defined theories of narrative for specific genres or particular storyworlds.  

Third, despite the episodic nature of narrative, however inaccurate our predictions might be 

over very short periods, they become even less accurate as we attempt to predict effects 

farther into the future. 

The high degree of uncertainty, together with the multiple factors affecting narrative 

planning, call for a principled decision-making framework that enables narrative planners to 

rationally choose among candidate storyworld actions.  The framework must not only be able 

 
Figure 2.15: Example IDA Plot Points 
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to effectively cope with uncertainty, it must be able to exploit the evidence available about 

the user and storyworld state to achieve the (possibly competing) narrative objectives, and it 

must be able to meet the real-time performance requirements of interactive environments. 
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Chapter 3 
 
Decision-Theoretic Narrative 
Planning 

 
A key challenge posed by narrative planning is coping with the significant uncertainty 

associated with the task.  First, narrative planning must deal with unobservable aspects of the 

user.  These include her beliefs about the storyworld, her goals, and her experiential state, 

such as her level of engagement.  Being able to effectively reason about these user 

characteristics is essential for proper user-story mediation.  For example, it is important to 

have an accurate picture of the user’s state to determine when and how to intervene or to 

accommodate the user’s actions (Harris and Young 2005; Magerko et al. 2004; Riedl, Saretto, 

and Young 2003).  Second, we do not have available to us a formally represented theory of 

interactive narrative that supports sound and complete inference about story construction and 

its impact on the user.  Further complicating the problems posed by uncertainty is the 

multitude of factors that bear on narrative decision-making activities.  For example, narrative 

objectives such as ensuring plot progress and maintaining narrative coherence are affected by 

factors associated with the user’s state as well as activities in the storyworld, e.g., character 

My task … is to make you hear, to make you 
feel—and, above all, to make you see.  That is 
all and it is everything. 

—Joseph Conrad 
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behaviors.  Finally, narrative planning must weight all of these factors as it drives towards 

the goal of creating the best possible narrative experience at each juncture of the unfolding 

story.  In short, narrative planning should satisfy the following requirement: 

Narrative Rationality: Reasoning in a principled manner about narrative 

objectives, storyworld state, and user state, each with its own associated 

uncertainty, in the absence of a complete theory of interactive narrative, 

to rationally select actions that maximize expected narrative utility. 

It is important to note that narrative rationality must be realized in real time to 

accommodate the demands of interactivity. 

To address these requirements, we introduce U-DIRECTOR, a narrative planning 

architecture that utilizes a decision-theoretic director agent based on a dynamic decision 

network to achieve narrative rationality.  Inspired by innovative decision-theoretic 

approaches to inference in intelligent tutoring systems (Conati 2002; Murray and VanLehn 

2000; Murray, VanLehn, and Mostow 2004), U-DIRECTOR’s director agent explicitly models 

the uncertainty in narrative objectives, storyworld state, and user state.  In each decision-

making cycle, it systematically evaluates the available evidence, updates its beliefs, and 

selects the storyworld action that maximizes expected narrative utility. 

3.1 U-Director Architecture 
The U-DIRECTOR architecture is shown in Figure 3.1.  All user activities in a U-DIRECTOR 

storytelling environment are mediated by the interface manager, which provides interaction 

and rendering functionalities.  The storytelling environment, which drives the rendering and 

sound engines, employs three sets of resources: the 3D objects and character models, the 

properties of manipulable storyworld objects, and scene geometries.  The narrative planner 

consists of three main components: the plot graph planner, the director agent, and the user 

goal recognizer.  So that the narrative planner may carry out its primary tasks of plot creation 

and character behavior control, it monitors the user’s activities and the actions of the semi-

autonomous characters in the storytelling environment to craft the narrative via the plan 
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executor and monitor.  The plan executor and monitor send directives to the character 

behavior controller and the storytelling environment. 

3.2 HTN Planning for Plot Graph Construction 
Although the idea of using a planning based approach for plot representation is not new 

(Lebowitz 1985; Schank and Abelson 1977), recent years have seen significant growth in the 

use of AI planning approaches to dynamically construct narratives (Cavazza, Charles, and 

Mead 2002; Rield and Young 2004; Young 1999).  Plan structures have been explored as a 

potential model of humans’ understanding of narratives within virtual environments 

(Christian and Young 2004).  In much of this work, a planning domain is created which 

specifies the basic building blocks of the narrative.  Given the planning domain, an initial 

world state, and a goal state, an AI planner constructs a plan (usually specified as a partially 

ordered sequence of storyworld actions) representing the story.  This plan is then used to 

realize the story either in an interactive virtual environment (Riedl, Saretto, and Young 2003) 

or perhaps as input to a narrative prose generator (Callaway and Lester 2002). 

 
Figure 3.1: U-Director Architecture 
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Hierarchical task network (HTN) planners (Ghallab et al. 2004) have found broad use in 

fielded systems.  If one has application-specific knowledge about a problem, then it can be 

incorporated into an HTN planner.  Moreover, it has been proven that HTN planners are 

more expressive than classic STRIPS-style planners (Erol et al. 1994).  HTN planners 

employ a problem reduction approach that supports reasoning about constraints, resolving 

interactions, and backtracking to alternate decompositions if necessary (Ghallab et al. 2004).  

HTN planning utilizes domain-dependent methods to decompose non-primitive tasks into 

lower level tasks; ultimately, non-primitive tasks are decomposed into primitive tasks, which 

are solved by operators.  Methods and operators have preconditions, which are predicates on 

the world state.  Operators have effects, which bring about changes in the world state.  

Because HTN planning can be very efficient with sufficient application knowledge – this is 

the case with both plot graph planning for narratives and tutorial planning (as described later) 

– the architecture utilizes an Hierarchical Task Network planning system based on SHOP2 

(Nau et al., 2001). 

In U-DIRECTOR, the high-level representation of narrative is the plot graph (Kelso, 

Weyhrauch, and Bates 1992).  A plot graph consists of a partial order of plot points, 

significant events in the narrative, annotated with predicates on the storyworld that indicate 

required conditions to be satisfied before narrative progress can occur.  Implicitly, a single 

plot graph represents an enormously large number of stories; the large number stems from 

the high level of abstraction at which the plot points are cast.  The plot graph is, in effect, a 

summary of a very large set of stories, one of which will be experienced by the user; the 

particular story that is experienced out of this set is determined by the actions of the user in 

the storyworld and the choices made by the director agent.  U-DIRECTOR uses an HTN-based 

plot graph planner to construct its plot graphs.  Using a planning domain consisting of 

operators and methods which specify plot elements, character behaviors, world events, and 

narrative constraints, the plot graph planner crafts the abstract representation of the story 

used to dynamically guide the narrative.  Given a constructed plot graph the narrative planner 

instantiates a director agent network (described below) using the causal structure encoded in 

the plot graph along with annotations associated with the plot points.  This process is based 

on techniques for automatically constructing Bayesian networks from plan structures for plan 
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recognition (Huber, Durfee, and Wellman 1994) and automatically constructing Bayesian 

networks from problem solution graphs for student modeling (Conati et al. 1997). 

3.3 Decision-Theoretic Director Agent Networks 
The director agent has access to three principle knowledge sources: narrative objectives, 

storyworld state, and user state.  The director agent continuously monitors and seeks to 

achieve the narrative objectives to ensure that steady progress is made through the plot (plot 

progress) and that global coherence is maintained (narrative flow) so that the story does not 

seem disjoint as a result of non-motivated actions occurring.  Its storyworld state knowledge 

includes information about which plot points are currently active (plot focus), as well as 

basic knowledge of the storyworld and characters (physical state), e.g., the characters’ goals, 

behaviors, and current locations.  Its user state represents knowledge about the user’s current 

goals, her beliefs about the storyworld, and experiential attributes, such as engagement, 

which are inferred from her actions in the storytelling environment.  Details of knowledge 

source representation are discussed below.  To cope with the uncertainty in narrative 

planning, the three sets of knowledge sources are integrated into a dynamic decision network 

(DDN) maintained by the director agent.  The director agent evaluates the DDN to solve the 

decision problem in each cycle to select the next narrative action. 

3.3.1 Dynamic Decision Networks 
Dynamic decision networks (DDNs) extend decision networks, which in turn extend 

Bayesian networks.  Bayesian networks (Pearl 1988) are composed of chance nodes with 

their associated conditional probabilities and influence arcs that collectively form a directed 

acyclic graph.  Bayesian networks provide a compact representation of the full joint 

probability distribution and allow inferences to be made about any attribute within the 

network once priors, conditional probabilities, and available evidence have been specified. 

Decision networks (Howard and Matheson 1984), also known as influence diagrams, 

extend Bayesian networks to provide a mechanism for making rational decisions by 

combining probability and utility theory.  In decision networks, in addition to chance nodes, 

the network contains utility and decision nodes.  The decision nodes represent the choices of 
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the decision-maker while utility nodes model the decision-maker’s preferences.  In a decision 

cycle, a decision theoretic agent chooses the action with the maximum expected utility. 

Dynamic decision networks (Dean and Kanazawa 1989) provide a principled approach 

for agents to make rational decisions in the face of uncertainty within changing environments.  

To cope with time varying attributes, DDNs maintain a series of time slices to represent 

attributes at successive moments in time.  An arc connecting an attribute in a previous time 

slice to an attribute in a later time slice encodes an influence on the attribute’s value from the 

previous attribute value.  Dynamic decision networks provide a useful framework for 

modeling beliefs about the world, associating preferences with states of the world, and 

making decisions. 

3.3.2 Director Agent DDNs 
Narrative is fundamentally a time-based phenomenon.  Director agents must therefore take 

into account the narrative history and be able to as accurately as possible predict (1) the 

effects of candidate actions on the user and (2) the effects of user’s actions on possible future 

courses of the narrative.  Therefore, in each decision cycle, U-DIRECTOR considers candidate 

narrative actions to project forward in time the effects of the actions being taken and their 

consequent effects on the user.  To do so, it evaluates its narrative objectives in light of the 

 
Figure 3.2: Director Agent Dynamic Decision Network 
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current storyworld state and user state.  Each decision cycle considers three distinct time 

slices (narrative statet, narrative statet+1, and narrative statet+2), each of which consists of 

interconnected sub-networks containing chance nodes in the DDN (Figure 3.2).  The three 

slices represent (1) the current narrative state, (2) the narrative state after the director agent’s 

decision, and (3) the narrative state after the user’s next action.  The DDN’s director action is 

a decision node, the DDN’s user action is a chance node, and utilityt+2 is a utility node in the 

DDN.  Each time slice encodes a probabilistic representation of the director’s beliefs about 

the overall state of the narrative, represented with the following knowledge sources: 

• Plot Progress:  Models the storyworld’s plot graph, a representation of temporal 

relations that hold between storyworld events; identifies which elements in the plot 

graph are waiting, ready, or completed. 

• Narrative Flow:  Models thought flow (coherence of actions to support a particular goal, 

e.g., searching a room after being asked to do so) and location flow (coherence of 

actions within spatial constraints of the storyworld, e.g., discovering multiple physical 

clues within the same room, one after another) associated with plot point completion; 

thought flow and location flow are both represented by annotations on user actions, 

indicating the relative importance for particular plot points. 

• Plot Focus:  Models the plot points that are currently active to which (it appears to the 

director agent) the user is currently attending. 

• Physical State:  Models the current location of the user and characters in the storyworld, 

and models the user’s activity level as indicated by her character’s interactions with 

objects and characters in the storyworld. 

• User Goals and Beliefs:  Models the user’s knowledge about the salient facts of the story 

that she has learned through interactions with the environment and other characters, as 

well as her plot progress and focus (see above). 

• User Experiential State:  Models the user’s independence (as indicated by how much 

manipulation the director agent has performed), her engagement (as indicated by how 

active she is in the environment – see physical state above), and her excitement (as 
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indicated by changes in her knowledge about the facts of the world and pacing 

information). 

Representations of each of these knowledge sources are integrated directly into U-

DIRECTOR’s DDN.  Each knowledge source is itself in fact a sub-network encoding many 

beliefs about particular components of the narrative state.  For example, Figure 3.3 depicts a 

portion of a plot focus network and its influences by a plot progress network.  Nodes in the 

plot progress network are used to predict likely user actions as they make their way through 

the narrative.  The director agent takes them into account during each decision-making cycle 

as described below. 

Computation begins by considering the current beliefs about the narrative objectives, 

storyworld state, and user state, represented in narrative statet.  U-DIRECTOR models 

candidate director actions and how they influence the story using links from the director 

action to narrative statet+1.  Example director actions include providing various levels of 

hints to the user to guide them through the plot and instructing characters to perform actions 

that the user is either neglecting or does not seem to be capable of performing.  To constrain 
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the number of candidate actions to evaluate, U-DIRECTOR models abstract director actions 

(Nelson and Mateas 2005; Weyhrauch 1997) so that it does not in this step have to attend to 

the plethora of concrete storyworld actions.  Next, it models how the user’s actions depend 

on the possible worlds encoded in narrative statet+1.  In turn, it models how possible user 

actions influence the story in narrative statet+2. 

Finally, the director’s preferences over potential narrative states are modeled with links 

from narrative statet+2 to the utility node utilityt+2.  Preferences provide a representation in 

which authors specify the relative importance of salient features of the narrative state.  

Narrative utility serves a similar function in the director agent’s DDN as evaluation function 

serve in search-based narrative planning (Weyhrauch 1997).  For example, the importance of 

“location flow” (Nelson and Mateas 2005) can be appropriately weighted to suit an author’s 

aesthetic when the DDN is created. 

Once the director agent has fully updated the network, it selects the director action that 

maximizes the expected narrative utility, waits to see what action the user takes (if any) and 

updates its beliefs as necessary.  It then begins the cycle over again, performing a “rollup” 

operation (also known as “filtering”), which usually involves the use of approximation 

techniques (Boyen and Koller 1998), to reduce the number of slices needed in memory at a 

given moment in time. 

3.4 User Goal Recognition 
Interactive narratives play out in highly dynamic storyworlds in which users perform 

numerous actions to achieve goals in the unfolding stories.  An important source of evidence 

for narrative planner director agents is provided by determining the likelihood that users 

might be undertaking specific goals from their low-level actions in the storyworld. 

Providing narrative planners with the ability to recognize users’ goals would enable 

planners to monitor users to determine if their goals were consistent with the plot and if 

sufficient plot progress were being made (Magerko et al. 2004).  It would also enable them to 

detect whether the user were, either intentionally or inadvertently, interfering with critical 

plot objectives, which in turn could damage the story arc and thereby detract from the user’s 

overall experience.  User goal recognition could contribute to narrative planners’ performing 

reactive mediation (Riedl, Saretto, and Young 2003), in which exceptional user actions are 
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accommodated by changes to the plot, or in which a narrative planner intervenes to thwart 

undesirable plot threats.  User goal recognition could also contribute to proactive mediation 

(Harris and Young 2005), in which a narrative planner seamlessly fuses a user’s plan with the 

yet-to-be-executed narrative plan to steer clear of exceptional events.  Moreover, it could 

support advice delivered by a narrator or by characters.  In short, having a clear picture of the 

current narrative landscape by accurately inferring users’ intentions could support a broad 

range of interactive story creation techniques. 

The problem of goal recognition (Lesh 1998; Blaylock and Allen 2003) is a restricted 

form of the plan recognition problem.  For decades, the natural language, user modeling, and 

agents communities have grappled with the problem of plan recognition (Carberry 1990; 

Charniak and Goldman 1993; Huber and Hadley 1997).  Given a sequence of actions, plan 

recognition seeks to infer the plans that an agent is attempting to execute.  In narrative 

understanding, plan recognition is used to infer characters’ goals from their actions in stories 

(Charniak and Goldman 1993); in natural language processing, it is used to infer users’ task-

related plans for dialogue systems (Carberry 1990).  Recent work has explored plan 

recognition for a variety of tasks ranging from security and collaborative filtering to robotics 

and software assistants.  Goal recognition is the special case of plan recognition that focuses 

on inferring an agent’s goals (Blaylock and Allen 2003), i.e., the specific objectives that the 

agent is attempting to achieve. 

Because goal recognition and plan recognition are characterized by uncertainty, 

probabilistic solutions based on Bayesian models (Charniak and Goldman 1993), Dempster-

Shafer theory (Carberry 1990) and probabilistic grammars (Pynadath and Wellman 2000) 

have been investigated.  Probabilistic solutions not only deal effectively with the inherent 

uncertainty, they may also circumvent the issues associated with manually constructing plan 

libraries, a labor intensive task that is prone to errors and whose scalability is questionable 

(Albrecht, Zukerman, and Nicholson 1998).  Hidden Markov models have been used to 

recognize stereotypical team behaviors in an Unreal Tournament environment (Sukthankar 

and Sycara 2005), and Bayesian networks for off-line plan recognition have been studied for 

predicting a player’s quest in a text-based Multi-User Dungeon (MUD) from her current goal, 

action, and location (Albrecht, Zukerman, and Nicholson 1998).  A promising utility-based 
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approach to plan recognition has been proposed (Mao and Gratch 2004), though evaluation 

results have not yet been reported.  Another approach focused on compiling agents’ plans 

into Bayesian networks, which were subsequently used in plan recognition to support multi-

agent coordination within a real-time multi-player arcade-style game (Huber and Hadley 

1997). 

Narrative goal recognizers, which infer users’ goals based an observed sequence of 

actions, can exploit three sources of information: 

• Narrative State:  Narrative goal recognizers have intimate knowledge of a rich 

representation of the narrative, including the plot (typically represented in a plot graph 

(Kelso, Weyhrauch, and Bates 1992; Weyhrauch 1997)) or narrative plan (Riedl, Saretto, 

and Young 2003; Riedl and Young 2004; Young 1999), the current focus of the story arc 

and its episodic structure, and the plans and goals of the synthetic agents who serve as 

(the other) characters in the story. 

• User Actions:  Narrative goal recognizers can observe users’ actions in the world; 

recognizers also have access to auxiliary information about the interactions, e.g., any 

artifacts manipulated such as which objects have been picked up or which doors have 

been opened, as well as the characters with which users have interacted. 

• User Location:  Narrative goal recognizers can bring to bear a broad range of knowledge 

about the location in which users’ actions are performed in virtual environments.  In 

contrast to activity recognition in physical environments where recognizers must cope 

with noise and errors in sensors and perception (e.g., vision and speech), narrative goal 

recognition has access to precise locational information.  

More formally, we define narrative goal recognition as follows:  Given a sequence of n 

observed user actions a1, a2, …, an in a narrative environment, their associated narrative 

states n1, n2, …, nn and user locations l1, l2, …, ln, identify the most likely goal G* from a set 

of candidate goals g1, g2, …, gm that accounts for the action sequence in the given context. 

That is, given an observation sequence O1, O2, …, On, the objective of narrative goal 

recognition is to identify the most likely goal G* such that: 
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However, estimating these conditional probabilities is impractical – it would require 

exponentially large training data sets – so we make a Markov assumption that an observation 

Oi depends only on the goal G and a limited window of preceding observations. 

Following an approach initially proposed for goal recognition in natural language 

dialogue (Blaylock and Allen 2003), we explore two n-gram narrative goal recognition 

models, a unigram model and a bigram model.  The unigram model is based on the 

assumption that, given the goal G, Oi is conditionally independent of all other observations.  

Thus, the goal recognition formula for the unigram model can be simplified to: 
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The bigram model is based on the assumption that, given the goal G and the preceding 

observation Oi-1, Oi is conditionally independent of all other observations.  Thus, the goal 

recognition formula for the bigram model can be simplified to: 
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For the bigram model, O0 is taken to be the null observation when a narrative begins and 

the previous narrative state, user action, and user location are all null.  The resulting formulae 

for the unigram and bigram models are very efficient because updating the goal prediction 
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for each new observation only requires computing the product of the probability returned by 

the previous prediction and the current conditional probability. 

During training, we estimate P(G), P(Oi|G), and P(Oi|Oi-1, G) using training data acquired 

with a narrative environment by collecting traces of users interacting within the environment.  

Because training data is necessarily sparse, i.e., we are unlikely to observe all narrative states, 

actions, locations, and goals, the unigram and bigram models employ a standard smoothing 

technique (a flattening constant) to reevaluate zero-probability and low-probability n-grams. 

Both the unigram and bigram models provide the director agent with detailed evidence 

about the user’s current goal in a very efficient manner.  The information is presented to the 

director agent as a probability distribution over the user’s possible goals. 

To summarize, the user goal recognizer, the director agent, and plot graph planner form 

the core of the U-DIRECTOR architecture.  The user goal recognizer observes the low-level 

actions of the user in the environment to provide information to the director agent regarding 

her most likely course of action.  The director agent systematically analyzes the current state 

of the storyworld and rationally chooses the storyworld action resulting in the maximum 

expected narrative utility.  The plot graph planner constructs a high-level plot using an HTN-

based planner which acts as a specification for instantiating a director agent.  Together, they 

provide the narrative planning functionalities required of interactive narrative environments. 
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Chapter 4 
 
Narrative Planning for Guided 
Exploratory Learning 

 
Narrative has begun to play an increasingly important role in intelligent tutoring systems, and 

some have begun to devise powerful models of ITSs that can be informed by narrative (Riedl 

et al. 2005).  Of particular interest are approaches that enable children to be creative 

storytellers in collaborative, play-oriented environments (Machado, Brna, and Paiva 2001; 

Marshall, Rogers, and Scaife 2002; Prada, Machado, and Paiva 2000), and ones which allow 

pre-school children to collaborate with embodied conversational agents while learning to tell 

stories in a linguistically advanced manner (Ryokai, Vaucelle, and Cassell 2003).  Narrative-

centered learning environments have also been employed in the service of creative writing 

(Robertson and Good 2003), second language learning for training applications (Johnson et 

al. 2004), individualized video-based lesson planning customized to particular students 

(Luckin et al. 2004), social behavior education (Aylett et al. 2005), and problem-solving for 

health education (Marsella, Johnson, and LaBore 2000; Marsella, Johnson, and LaBore 2003). 

All stories teach us something, and promise us 
something, whether they’re true or invented, 
legend or fact. 

—Stewart O’Nan 
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Research on instructional planning has investigated problems in how to sequence 

curriculum information, when to introduce problems, how to structure problem-solving 

activities, and how to manage initiative (Vassileva and Wasson 1996).  Early work on 

discourse strategies took an ATN-based approach (Woolf and McDonald 1984), blackboard 

architectures were used by others to manage all aspects of tutorial strategic reasoning 

(Macmillan and Sleeman 1987; Murray 1989).  Classical planning approaches have been 

used for course structuring (McCalla et al. 1982) and later for content planning (Peachy and 

McCalla 1986). 

Narrative-centered learning environments offer significant potential for supporting 

guided exploratory learning (Mott et al. 2006).  By taking advantage of the inherent structure 

of narrative, narrative-centered environments provide students with engaging worlds in 

which they actively participate in motivating story-based problem-solving activities.  Two 

key challenges posed by narrative-centered environments for exploratory learning are (1) 

supporting the hypothesis-generation-testing cycles that form the basis for exploratory 

learning, and (2) orchestrating all of the events in the unfolding story to support appropriate 

levels of student motivation, engagement, and self-efficacy for effective learning.  These 

environments must strike a delicate balance between advancing the plot and achieving 

tutorial goals.  The former cannot be ignored without making the narrative less engaging and 

coherent; the latter cannot be ignored without reducing pedagogical effectiveness. 

4.1 Guided Exploratory Learning 
It has long been recognized that exploration and discovery are key elements of the scientific 

enterprise, and recent years have seen a growing focus on their role in education.  For more 

than a decade, science education reform efforts by organizations such as the US National 

Research Council and the National Academy of Sciences have set forth standards promoting 

a greater emphasis on discovery learning (American Association for the Advancement of 

Science 1993; National Research Counsel 1996).  In discovery learning, students approach a 

new topic via learning-by-doing.  Instead of being presented problems and solutions in an 

expository fashion, students are given problems to solve, a rich environment in which to 

explore the problems, and a set of tools and techniques for constructing solutions.  While 

early accounts of discovery learning focused on concept discovery (Bruner 1961), 
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contemporary work views discovery learning as scientific investigation.  Thus, the process of 

discovery learning is analogous to the scientific method: students design and perform 

experiments, collect data, and evaluate hypotheses (de Jong and van Joolingen 1998).  First 

and foremost, discovery learning is active learning.  As stated in the National Science 

Education Standards (National Research Counsel 1996), discovery learning is “something 

that students do, not something that is done to them.” 

Discovery learning offers several advantages over more didactic approaches.  It tends to 

increase students’ ability to remember what they have learned, to apply their new knowledge, 

and to transfer it to new tasks more effectively than with more passive approaches that might 

emphasize activities such as reading textbooks (Blumenfield et al. 2000; de Jong and van 

Joolingen 1998).  In addition to the cognitive benefits of discovery learning, it also offers 

potential motivational benefits.  It enables students to become more active science learners 

(rather than passive consumers of information), it increases students’ beliefs that scientific 

theories change as new evidence becomes available (rather than being seen as unchangeable 

entities), and perhaps most importantly, it makes science more concretely meaningful (rather 

than seeming too abstract) (White and Fredricksen 1998). 

Despite the potential benefits of discovery learning, in the absence of appropriate 

scaffolding, discovery learning can be ineffective.  Early findings suggested that discovery 

learning augmented with guidance can be more effective than pure discovery learning in 

enabling students to apply their knowledge to new problems (Shulmanand and Keisler 1966).  

Furthermore, students may sometimes learn incorrect concepts through discovery learning, 

and discovery learning may be inefficient (Hammer 1997).  A recent analysis of thirty years 

of studies on discovery learning suggests that discovery learning accompanied by guidance in 

the form of feedback and coaching is more effective than unguided discovery learning 

(Mayer 2004).  Thus, guided exploratory learning appears to be a promising alternative to 

didactic instruction and pure discovery learning. 

4.2 Narrative-Centered Guided Exploratory Learning 
Narrative could serve as the foundation for guided exploratory learning.  It is becoming 

apparent that narrative can be used as an effective tool for exploring the structure and process 

of “meaning making.”  Narrative analysis is being adopted by those seeking to extend the 
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foundations of psychology (Bruner 1990; Bruner 1991), and one can imagine narrative-

centered curricula that leverage students’ innate metacognitive apparatus for understanding 

and crafting stories.  This insight has led educators to recognize the potential of 

contextualizing all learning within narrative (Wells 1986): 

Constructing stories in the mind—or storying, as it has been called—is one of the 

most fundamental means of making meaning; as such it is an activity that pervades all 

aspects of learning …. Through the exchange of stories, teachers and students can 

share their understandings of a topic and bring their mental models of the world into 

closer alignment.  In this sense, stories, and storytelling are relevant in all areas of the 

curriculum. (p. 194) 

Learning environments may utilize narrative to their advantage.  Because of the active nature 

of narrative, by immersing learners in a captivating world populated by intriguing characters, 

narrative-centered learning environments can enable learners to participate in the following 

families of activities (Mott et al. 1999): 

• Co-Construction:  Participating in the construction of the narrative. 

• Exploration:  Engaging in active exploration of the narrative, e.g., solving problems in 

the evolving narrative. 

• Reflection:  Conducting post-hoc analyses by reflecting on narrative experiences and 

their underlying subject matter. 

These three families of activities are particularly relevant to guided exploratory learning 

which emphasizes the student’s role in the learning process via concept building (Zachos et 

al. 2000) and hypothesis formation, data collection, and testing (Bruner 1961; Glaser et al. 

1992). 

A dynamically constructed story featuring the student as a protagonist should propel the 

student through problem-solving activities directly in the service of the plot.  Storyworlds 

should provide the “narrative backbone” for the key functionalities of guided exploratory 

learning.  They should situate students in environments that compel them to pose scientific 

questions, design experiments, make predictions, and generate and test hypotheses, all in the 
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rich context of unfolding stories.  For example, a narrative-centered exploratory learning 

environment for microbiology, the domain of our prototype learning environment, could 

foster an in-depth understanding of how real-world microbiologists solve problems by 

featuring the student as the protagonist in a science mystery whose plot requires them to 

solve infectious disease problems afflicting a community. 

Narrative-centered environments for learning may also offer motivational benefits.  

Motivation is critical in learning environments, for it is clear that from a practical perspective, 

educational software that fails to engage students will go unused.  Narrative-centered 

exploratory learning could provide the four key intrinsic motivators identified in the classic 

work on motivation in computer games and educational software (Malone and Lepper 1987): 

• Challenge:  Narrative-centered learning can feature challenging tasks of intermediate 

levels of difficulty, i.e., not too easy and not too difficult.  Dynamically created 

narratives can feature problem-solving episodes whose level of difficulty is customized 

for individual students.   

• Curiosity:  Narrative-centered learning can stimulate students’ curiosity by presenting 

students with quests that require them to explore intriguing storyworlds and interact with 

engaging characters.  

• Control:  Narrative-centered environments can empower students to take control of their 

learning experiences; they can choose their own paths, both figuratively (through the 

solution space) and literally (through the storyworld), while being afforded significant 

guidance crafted specifically for them. 

• Fantasy:  Narrative-centered learning is inherently fantasy-based.  All narrative elements 

ranging from plot and characters to suspense and pacing can contribute to vivid 

imaginative experiences. 

In short, narrative can provide the guidance essential for effective exploratory learning and 

the “affective scaffolding” for achieving high levels of motivation and engagement.  Hence, 

in addition to their potential cognitive benefits, narrative-centered learning also offers 

significant potential for providing intrinsic motivation. 
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Narrative-centered learning environments for guided exploratory learning should address 

two important challenges.  First, they must support the hypothesis-generation-testing cycles 

that form the basis for exploratory learning.  Plots driven by students’ problem-solving 

activities should be tightly coupled to hypothesis-generation-testing cycles to create the best 

possible learning outcomes.  Second, narrative-centered learning environments must plan all 

of the events in the unfolding stories to support appropriate levels of student motivation, 

engagement, and self-efficacy for effective learning. 

4.3 Guided Exploratory Learning Architecture 
By taking a dual planning space approach to determining tutorial and narrative actions, the 

guided exploratory U-DIRECTOR architecture directs all of the activities of a narrative-

centered learning environment (Figure 4.1).  All student activities are mediated through the 

interface manager for the virtual environment.  The interface manager interacts with the 

storytelling environment, which houses the 3D object and character models, the properties of 

 
Figure 4.1: Guided Exploratory Learning U-Director Architecture 
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manipulable objects, and the scene geometries.  The storytelling environment drives both the 

rendering and sound engines.  The planner consists of three components: a tutorial planner, a 

narrative planner, and a plan executor and monitor.  The tutorial planner operates in the 

tutorial planning space.  It utilizes domain knowledge, curriculum constraints, tutorial 

strategies, and concept difficulty annotations to make its decisions.  The narrative planner 

operates in the narrative planning space.  It utilizes a library of plot elements, a library of 

character behaviors, a set of world event categories, and narrative constraints on possible 

stories to make its decisions.  The plan executor and monitor interact with both the tutorial 

and narrative planners.  It sends directives to the character behavior controller and the world 

model.  All three planning components are influenced by the student model which maintains 

information about the student’s current objectives and progress from both a tutorial and 

narrative perspective. 

The architecture integrates narrative planning and tutorial control via a hierarchical task 

network (HTN) planner (Ghallab et al. 2004) that operates in two coordinated planning 

spaces.  In this approach, one planning space is allocated to tutorial planning and a second is 

allocated to narrative planning.  This approach offers the advantage of modularity:  narrative 

planning issues can be considered separately from tutorial planning issues.  However, for the 

two planners to work in concert, they must effectively coordinate their actions, which will 

result in a single stream of events occurring in the virtual storyworld. 

The architecture provides all of the functionalities that classic tutorial planners provide, 

as well as the functionalities that narrative planners provide.  With regard to tutorial planning, 

it selects and presents problems, sequences content from the curriculum, provides timely and 

context-specific advice and explanations, manages the initiative, and selects and executes 

tutorial strategies (Vassileva and Wasson 1996; Peachey and McCalla 1986; Woolf and 

McDonald 1984).  To address the requirements of guided exploratory learning, its tutorial 

strategies support question formation, hypothesis generation, data collection, and hypothesis 

testing.  With regard to narrative planning, it generates all plot elements, sequences plot 

elements into coherent and engaging stories, and directs characters’ actions and storyworld 

events to achieve tutorial and narrative goals. 
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Dynamically reasoning about narrative-centered tutorial strategies is inherently a 

planning problem.  Planning has been used for tutorial strategy formation and execution 

(Peachey and McCalla 1986) and for narrative generation (Cavazza, Charles, and Mead 

2002; Nelson and Mateas 2005; Riedl and Young 2004; Weyhrauch 1997).  A multitude of 

formalisms have been developed for automatically constructing plans to achieve a given set 

of goals or tasks (Ghallab et al. 2004).  However, planning is a challenging problem: in the 

worst case it is worse than NP-complete.  While many prototypes have been devised over the 

decades, it has been challenging to create planners that function well in practical applications.  

Hierarchical Task Network planners (Ghallab et al. 2004) utilizes domain-dependent 

methods to decompose non-primitive tasks into lower level tasks which can be accomplished.  

HTN planning can be very efficient given sufficient application knowledge. 

In addition to being expressive and efficient, it is critical that tutorial planning and 

narrative planning support one another: they cannot be permitted to diverge.  All (or most) 

tutorial goals should be realized through plot elements, and all (or most) plot elements should 

be generated in support of tutorial goals.  Although some learning might occur through non-

narrative means, e.g., providing textual and animated explanations external to the story, the 

overarching narrative objective of “suspension of disbelief” (Bates 1992) dictates that the 

student should remain immersed in the story to the greatest possible extent.  Moreover, 

although engaging story events could be created that served no tutorial purpose, the interests 

of pedagogy must drive the student’s experience. 

4.3.1 Dual Planning Spaces 
Two distinct approaches can be taken to reasoning about tutorial and narrative planning in a 

manner that ensure that tutorial and narrative planning are mutually supportive.  One 

approach uses a single planning space and the other uses two planning spaces.  In the single 

planning space approach, tutorial methods, operators, preconditions, and effects are scattered 

throughout one planning space.  In this approach, a single method can have preconditions on 

both tutorial goals and narrative goals, and the effects of operators can be on both tutorial 

states and narrative states.  However, such an approach requires the construction of methods 

and operators that are difficult to author and maintain.  By intermixing tutorial and narrative 
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predicates and effects throughout a single planning space, modularity is violated and 

expanding HTN libraries become increasingly difficult as domain complexity grows.   

In the dual planning space approach, one planning space is allocated to tutorial planning 

and a second is allocated to narrative planning.  This approach offers the advantage of 

modularity:  narrative planning issues can be considered separately from tutorial planning 

issues.  However, for the two planners to work in concert, they must effectively coordinate 

their actions, which will result in a single stream of events occurring in the virtual storyworld.   

One can distinguish three alternate coordination models for communication between the 

two planning spaces.  First, in the parallel model, the two planning spaces could operate 

“side-by-side.”  Tutorial goals could be posted and achieved by the tutorial planner while 

narrative goals could be posted and achieved by the narrative planner.  However, resolving 

inconsistencies between the sequences of actions suggested by the two planners would be 

very challenging and would not scale to larger, more complex domains.  Second, in the 

narrative-driven dual planning space model, the narrative planner could post goals in the 

narrative planning space that would be achieved by operators in the tutorial planning space.  

While such an approach might produce coherent and engaging narratives, these would at 

times be produced at the cost of effective learning.  Third, in the tutorial-driven dual 

planning space model, the tutorial planner could post goals in the tutorial planning space that 

would be achieved by operators in the narrative planning space.  Here, appropriate 

customized narratives would be generated in the service of pedagogical objectives.  The 

architecture thus adopts the tutorial-driven model. 

4.3.1.1 Tutorial Planning Space 
The tutorial planning space houses all concepts, goals, methods, and operators for reasoning 

about the student’s learning experience, as well as the tutorial state.  These encode domain 

knowledge, curriculum sequencing constraints represented as a partial order on concepts, the 

student model, and difficulty annotations on concepts.  They also encode guided exploratory 

learning strategies that guide hypothesis-generation-testing cycles.  HTN methods represent 

decompositions of higher level tutorial goals to lower level tutorial goals.  All HTNs 

eventually bottom out in tutorial constraints, which collectively guide narrative planning and 



 50

focus it on the most relevant regions of the narrative planning space that are consistent with 

the current tutorial plan. 

4.3.1.2 Narrative Planning Space 
The narrative planning space houses all goals, methods, and operators for reasoning about the 

storyworld.  These encode plot construction knowledge, character behaviors, storyworld 

event categories, and narrative constraints, including coherence and flow constraints.  All 

narrative HTNs eventually bottom out in primitive narrative plot points, which play out in the 

storyworld.  These abstract plot points are specifications for creating director agent networks 

which will be physically interpreted in the virtual environment. 

4.3.2 Narrative-Centered Tutorial Planning 
In narrative-centered tutorial planning, tutorial and narrative plans can be very complex.  

Moreover, the specifics of plans are highly dependent on the current tutorial and narrative 

state, which are highly dynamic and are themselves highly dependent on the actions of the 

student in the storyworld.  It would therefore be infeasible for the planner to attempt to 

construct fully specified tutorial and narrative plans.  Planning and execution must be 

interleaved at runtime to permit replanning as needed.  Planning is initiated when top-level 

tutorial goals are posted.  It operates in four highly interleaved phases of operation: 

• Plan construction:  During construction, HTN methods, operators, preconditions, and 

effects are instantiated, and the methods recursively invoke lower-level methods.  

Construction in the tutorial space builds a full set of conceptual and inquiry-based 

problem-solving constraints.  Construction in the narrative space creates the plot points 

of the story. 

• Plan execution:  During execution, narrative operators drive events in the storyworld via 

the director agent network.  (Tutorial operators are not directly executed per se; rather, 

the tutorial constraints are used to guide the selection of narrative HTNs and their 

instantiation.) 

• Plan monitoring:  During monitoring, the planner tracks all activities in the world.  It 

checks for unanticipated violations of preconditions brought about by changes in the 
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tutorial and narrative states.  These changes result from actions taken by the student in 

the storyworld.  

• Replanning:  During replanning, the planner uses the current tutorial and narrative states 

to modify the current plan so that the preconditions of upcoming methods and operators 

(i.e., methods and operators that are as of yet unexecuted) will be reestablished.  

Sometimes replanning in the narrative space causes a cascading of replanning in the 

tutorial space. 

The HTN-based narrative-centered tutorial planning architecture operates in the four 

phases, incrementally constructing and executing plans while continuously monitoring the 

tutorial and narrative states and replanning as necessary until all of the tutorial goals have 

been achieved and student completes the interactive story. 
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Chapter 5 
 
An Implemented Narrative Planner 

 
The U-DIRECTOR architecture has been implemented and evaluated in a prototype interactive 

narrative environment.  The prototype environment, CRYSTAL ISLAND: OUTBREAK, is an 

interactive 3D storyworld in which users play the role of a medical detective solving a 

science mystery.  The environment is being created for the domain of microbiology.  The 

environment serves as the basis for our work on narrative planning and, in the future, will be 

expanded and deployed for a target audience of middle school students.  After introducing 

the CRYSTAL ISLAND storyworld and the OUTBREAK episode, we describe the prototype’s 

implementation and present a sample scenario within the CRYSTAL ISLAND storyworld. 

5.1 The Crystal Island Storyworld 
The CRYSTAL ISLAND storyworld is situated on a recently discovered volcanic island where a 

research station (Figure 5.1) has been established to study the island’s unique flora and fauna.  

The storyworld setting is designed to support multiple storyworld episodes involving 

different story and learning objectives (e.g., a medical detective solving a microbiology 

mystery, a researcher learning about genetics, etc.).  There are nine characters in the 

The mystery story is really two stories in one: 
the story of what happened and the story of 
what appeared to happen. 

—Mary Roberts Rinehart 
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CRYSTAL ISLAND storyworld (Figure 5.2): Al Schmidt (camp foreman), Alex Reid (user 

controlled character), Audrey Newsome (field scientist), Bryce Reid (lead scientist), Elise 

Johnson (lab technician), Jin Lee (camp nurse), Quentin Nash (camp cook and maintenance 

engineer), Rich Campbell (lab scientist), and Teresa Moore (research scientist).  After the 

discovery of the island Sebastian Patterson, a wealthy businessman, financed the 

establishment of the island’s research station, hired Al Schmidt as the camp foreman, and 

sought out Professor Reid to lead the scientific research activities on the island.  To round out 

the research group, Professor Reid recruited former colleagues to join his team on the island.  

Alex Reid, the daughter of Professor Reid, recently arrived for a visit to the island to learn 

more about the work going on at the camp.  In CRYSTAL ISLAND, the user plays the role of 

Alex Reid as she explores the 3D virtual storyworld. 

 
Figure 5.1: Crystal Island Research Station 
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The CRYSTAL ISLAND storyworld consist of three major areas (Figure 5.3).  First, there is 

the beach area where the docks and shed are located.  Visitors usually arrive at the island via 

 
Al Schmidt 

(Foreman) 
 

 
Alex Reid 

(User Character) 
 

 
Audrey Newsome 

(Field Scientist) 
 

 
Bryce Reid 

(Lead Scientist) 
 

 
Elise Johnson 
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(Nurse) 

 

 
Quentin Nash 

(Cook and Maintenance) 
 

 
Robert Campbell 

(Lab Scientist) 
 

 
Teresa Moore 

(Research Scientist) 
 

Figure 5.2: Characters in the Crystal Island Storyworld 
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a boat landing at the docks.  Second, there is the camp path which leads from the beach up to 

the research station camp.  Finally, there is the camp area where a number of buildings have 

been constructed for the research team members.  The camp area facilities (Figure 5.4) 

include the following structures: Bryce’s House (living quarters for Bryce), the Dining Hall 

(camp’s dining facilities), the Infirmary (medical facilities for the camp), the Laboratory 

(research lab facilities), the Men’s Quarters (living quarters for Al, Quentin, and Rich), the 

Restrooms, and the Women’s Quarters (living quarters for Audrey, Elise, Jin, and Teresa). 

 
Figure 5.3: Map of the Crystal Island Storyworld 
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Bryce’s House 

 
Dining Hall 

 
Infirmary 

 
Laboratory 

 
Men’s Quarters 

 
Restrooms 

 
Women’s Quarters 

Figure 5.4: Crystal Island Storyworld Camp Facilities 
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5.2 The Outbreak Episode 
The OUTBREAK episode features a science mystery in which the user plays the role of a 

medical detective, Alex Reid.  The story opens by introducing Alex to the island and the 

members of the research team.  As members of the research team fall ill (Figure 5.5), it is her 

task to discover the cause of the outbreak.  She is free to explore the 3D storyworld and 

interact with other characters while collecting data and testing her hypotheses.  Through the 

course of her adventure she must gather enough evidence to correctly choose among 

candidate diagnoses including botulism, cholera, salmonellosis, and tick paralysis; she must 

also, identify the source of the disease. 

Alex begins her journey in the guest bedroom of Bryce’s house and learns that Bryce and 

other members of the research team are falling ill with a mystery disease.  Jin, the camp 

nurse, asks Alex to assist her in determining the type of illness infecting the camp as well as 

the source of the illness.  Alex is free to explore the environment and interact with objects 

and other characters.  She can pickup and manipulate objects, she can talk with characters to 

 
Figure 5.5: Bryce Reid Sick in his Bedroom 



 58

gather clues about the source of the disease, she can run tests on objects in the laboratory to 

determine if they are contaminated or not, and she can learn about symptoms and causes of 

diseases by reading “virtual books” found in the lab.  Once the disease and source have been 

identified the game concludes with her discussing her finding with the camp’s nurse. 

5.3 Implementation 
Implementing the CRYSTAL ISLAND: OUTBREAK prototype environment consisted of creating 

the interactive environment using Valve Software’s Source™ engine and tool suite, 

developing a plot graph planner using an embeddable HTN planner, and constructing director 

agent networks from plot graphs using the SMILE Bayesian inference engine (Druzdzel 1999).  

The details of implementing each of these components are discussed below. 

5.3.1 Interactive 3D Environment 
In CRYSTAL ISLAND: OUTBREAK, the user can perform a broad range of actions including 

performing experiments in the laboratory, interacting with other characters, reading “virtual 

books” to obtain background information on diseases, and collecting data about the food 

recently eaten by the members of the research team.  Throughout the mystery, users can walk 

around the island and visit the infirmary, the lab, the dining hall, and the living quarters of 

each member of the team. 

The virtual world of CRYSTAL ISLAND, the semi-autonomous characters that inhabit it, 

and the user interface were implemented with Valve Software’s Source™ SDK, the 3D game 

platform for Half-Life 2.  The Source™ SDK consists of several components: 

1. C++ Source Code:  The SDK includes access to the source code for both the single 

player Half-Life 2 game as well as the multi-player Half-Life 2: Deathmatch game. 

2. 3D Models and Sound Library: The SDK provides access to a large collection of the 

3D models and sound effects used in the Half-Life 2 game. 

3. Hammer Editor:  The SDK includes a level editing tool which allows customs 3D 

game maps to be created consisting of scene geometry, 3D objects, and trigger events 

connecting objects in the map. 

4. Other Tools:  The SDK includes a number of other utilities.  For example, viewing 

models, compiling textures, and creating “canned” behaviors for characters. 
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The source code included in the Source™ SDK provides all of the major components found 

in modern video games (e.g., low-level (reactive) character behavior control, character 

scripting capabilities, physics engine, multi-player network support, and 2D GUI/HUD 

system) and they can be customized as needed while creating a new game using the SDK. 

The CRYSTAL ISLAND research station game map was modeled using Valve Software’s 

Hammer Editor (Figure 5.6).  The geography of the area was constructed with the Hammer 

editor from primitive building blocks (solids and displacement surfaces) with texture maps 

applied to give them a more realistic appearance.  Buildings were then constructed and added 

to the map followed by the placement of static and dynamic props, including trees, rocks, and 

plants, within the storytelling environments.  To help orient users in the environment a 

waterfall was created at one end of the camp to act as a landmark.  Finally, characters and 

important props, such as food, books, and laboratory testing equipment, were added to the 

environment including “triggers” which invoke actions within the game engine when users 

interact with objects. 

 
 

Figure 5.6: Crystal Island Camp Creation with Hammer 
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The CRYSTAL ISLAND C++ game code was initialized using the Source™ SDK 

multiplayer mod creation option.  The multiplayer option was chosen to facilitate the creation 

of future wizard-of-oz versions of the system as well as to allow future versions of the system 

to support multiple users.  Although the multiplayer code provides a solid foundation for this 

work, a number of modifications were necessary to prepare the code for CRYSTAL ISLAND: 

1. Object manipulation:  The standard multiplayer option does not allow users to 

pickup and move objects around in the environment so this feature had to be enabled. 

2. Weapon removal:  Half-Life 2 is a first-person shooter so weapons and armor are 

standard items in the game; however, for CRYSTAL ISLAND these items are not 

appropriate so they had to be disabled. 

3. Character actions:  Some of the default behaviors of the NPCs had to be customized 

to ensure that their actions were consistent with the CRYSTAL ISLAND storyworld 

(e.g., referring to the user as the main character in Half-Life 2, Gordon Freeman). 

Once the multiplayer code had been prepared for CRYSTAL ISLAND it was extended to support 

additional features of the CRYSTAL ISLAND storyworld: 

1. Abstract location tracking:  Instead of dealing with fine-grained location tracking, in 

CRYSTAL ISLAND the world map is divided into abstract locations (e.g., a bedroom in 

a house).  This is accomplished with two custom map entities (an entity is a type of 

object which can be placed in the game using the Hammer Editor).  The first entity 

allows a rectangular area of the map to be specified as a particular abstract location 

using a string such as bryceshouse-guestroom.  The second entity monitors all of the 

abstract location entities in the map to determine which one the player is currently 

within.  It keeps track of the player’s current abstract location and triggers events as 

the player’s location changes. 

2. Client information panel:  At times, in the CRYSTAL ISLAND storyworld the user is 

presented textual information to read (e.g., virtual books).  A custom client-side GUI 

component was created which displays the contents of a text file for the user to read 

as well as an “Okay” button for them to dismiss the panel. 

3. Examine objects:  In addition to being able to pickup and move objects within the 

CRYSTAL ISLAND storyworld the user can examine objects to learn additional details 
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about them (e.g., to determine the name of a character or to read a virtual book).  The 

client-side keyboard code was extended to support the “examine event” and the 

server-code was updated to determine the appropriate steps to take for an “examine 

event” based on the contents of a resource file (e.g., display a brief message or the 

contents of a text file). 

4. Running tests:  The CRYSTAL ISLAND laboratory includes testing equipment used by 

the player to help identify the source of the outbreak.  A custom entity that allows the 

rectangular volume of the tester to be specified was created.  It provides an easy way 

to determine which object(s) the user is attempting to test by looking to see which 

objects are inside the tester volume. 

5. User action monitoring:  A number of hooks had to be introduced into the existing 

code to support monitoring users’ actions in the virtual world (e.g., movement, 

pickup/drop objects, open/close doors, talk to characters, examine objects, and test 

objects) and reporting them to a central controller (e.g., execution monitor). 

6. HUD elements:  The heads-up-display was extended to support displaying time 

limits as well as other informational messages (e.g., goal assignments). 

In addition to the changes, the project build files were updated to support compiling with an 

embeddable HTN planner and the SMILE Bayesian inference engine. 

5.3.2 Hierarchical Task Network Planner 
The plot graph planner of CRYSTAL ISLAND has been implemented with a custom HTN 

planner, BISHOP, which was constructed specifically to support narrative planning in 

conjunction with the Half-Life 2 environment.  BISHOP is based on the SHOP2 planning 

system (Nau et al. 2001).  The SHOP2 planner performed particularly well in formal planning 

competitions (Nau et al. 2003) and is distributed under an open source license.  Moreover, it 

has been proven that HTN planners are more expressive than classic STRIPS-style planners 

(Erol et al., 1994).  HTN planners employ a problem reduction approach that supports 

reasoning about constraints, resolving interactions, and backtracking to alternate 

decompositions if necessary (Ghallab et al., 2004).  Like most HTN planners BISHOP takes a 

planning domain and problem specification as input and attempts to find a plan which 
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accomplishes the tasks specified in the planning problem.  The planning domain specification 

consists of: 

1. Axiom definitions:  Horn-clause based axioms used to infer whether preconditions are 

satisfied or not.  For example, the following axiom is used to prove whether the user 

knows about all of the infected people in the story or not: 

(:- (SS::UserKnowsAboutAllIllPeople) 
  (forall (?person ?illness) (SS::Infected ?person ?illness) 
     (SS::UserKnows (ill ?person))) 

2. Method definitions:  Methods are used to decompose non-primitive tasks into 

partially ordered sets of lower level tasks.  A method consists of a task atom, which 

specifies which tasks it can decompose, and a set of if-then-else style preconditions 

and the corresponding decompositions.  For example, the following method is used to 

select an illness to use for the backstory in OUTBREAK: 

  (:method (NP::SelectOutbreakIllness) 
    ((SD::Illness ?illness)) 
    ((!NP::SelectOutbreakIllness ?illness))) 

3. Operator definitions:  Operators are used to solve primitive tasks and bring about 

change in the world state.  An operator consists of a primitive task atom, which 

specifies which primitive tasks it can accomplish, a precondition which must be 

satisfied for the operator to be applicable, and a set of deletions and additions to the 

world state.  For example, the following operator modifies the storyworld state by 

asserting that the illness infecting people is ?illness. 

  (:operator (!NP::SelectOutbreakIllness ?illness) 
    nil 
    () 
    ((SS::Illness ?illness)) 

The planning problem specification consists of the initial state of the world represented as a 

set of predicates as well as a list of tasks which must be accomplished.  For efficiency, 

BISHOP was designed as an embeddable C++ library to facilitate its integration into high-

performance 3D gaming engines.  The parser was created using the GNU Bison parser 

generator and a context-free grammar of the planning language.  The lexical analyzer was 
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constructed using the GNU Flex lexical analyzer generator.  The planner itself consists of 

over 50 C++ classes and approximately 8,000 lines of code. 

Using the HTN planner a plot graph planner was constructed by specifying a planning 

domain and planning problem which describe the tasks that must be accomplished to 

construct the partially ordered plot graph.  For OUTBREAK, this consisted of specifying 

attributes of objects and characters in the world (e.g., character roles in the story, whether the 

character can be infected to not, specifying illnesses, and potential sources of illnesses) as 

well as a set of domain specific methods and operators for constructing the story (e.g., 

selecting a illness for the story, selecting the causes of the illness, infecting storyworld 

characters).  Additional details of the plot graph planning domain for the OUTBREAK episode 

can be found in Appendix A.  The result of the plot graph planning is a partially ordered 

hierarchy of tasks with primitive tasks at the leaves.  This hierarchy of tasks can be used to 

construct a directed acyclic graph (DAG) similar to the ones used by the OZ project (Kelso, 

Weyhrauch, and Bates 1992), which in turn can be used to instantiate a director agent 

network.  For example, the following is a simple plot graph constructed from the OUTBREAK 

planning domain: 

PlotGraph { 
  (!NP::LearnsPersonIsIll bryce) READY 
    BEFORE (!NP::LearnsSymptomsOf bryce salmonellosis) 
  (!NP::LearnsSymptomsOf bryce salmonellosis) WAITING 
    BEFORE (!NP::DetermineIllness salmonellosis) 
  (!NP::LearnAboutIllnessDetails salmonellosis) READY 
    BEFORE (!NP::DetermineIllness salmonellosis) 
  (!NP::LearnsPersonIsIll teresa) READY 
    BEFORE (!NP::LearnsSymptomsOf teresa salmonellosis) 
  {(!NP::LearnsSymptomsOf teresa salmonellosis) WAITING 
    BEFORE (!NP::DetermineIllness salmonellosis) 
  (!NP::DetermineIllness salmonellosis) WAITING 
    BEFORE (!NP::DetermineIllnessSource salmonellosis eggs), 
           (!NP::SolveMystery) 
  (!NP::DetermineIllnessSource salmonellosis eggs) WAITING 
    BEFORE (!NP::SolveMystery) 
  (!NP::SolveMystery) WAITING 
    BEFORE nil 
} 

5.3.3 Director Agent Network 
The director agent network for the prototype environment is created using the plot graph 

produced by the plot graph planner.  The director agent dynamic decision network is 

“compiled” from the plot graph using the SMILE C++ library (Druzdzel 1999)—an efficient 
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Bayesian inference engine.  The compilation process proceeds in several major steps: plot 

focus node creation, plot focus utility node creation, director action and user action node 

creation, user independence node creation. 

The plot focus node creation step uses the elements of the plot graph DAG to construct 

the primary structure of the director agent network which models the user’s focus as she 

progresses through the unfolding story.  The process of creating the plot focus nodes is 

outlined below: 

1. Network creation:  The first step of the compilation process is to create a SMILE 

network object which allows nodes and arcs to be added to the network as well as 

inferences to be run using the network. 

2. Plot focus nodes:  The second step of the compilation process is to create a plot focus 

node in each of the time slices of the network for each of the elements in the plot 

graph DAG.  For example, this step results in three plot focus nodes being added to 

the network for the (!NP::LearnsPersonIsIll bryce) plot graph element.  The 

corresponding DDN nodes are PF S0 (!NP::LearnsPersonIsIll bryce), PF S1 

(!NP::LearnsPersonIsIll bryce), and PF S2 (!NP::LearnsPersonIsIll bryce).  Plot 

focus nodes take on the values: waiting, ready, focus, complete. 

3. Temporal plot focus arcs:  To represent the influence on future plot focus nodes 

temporal arcs are added between the nodes created in step 2.  For example, two arcs 

would be added for the (!NP::LearnsPersonIsIll bryce) plot graph element; one from 

the PF S0 node to the PF S1 node, and one from the PF S1 node to the PF S2 node. 

4. Prerequisite nodes:  The next step is to add deterministic prerequisite nodes to the 

network for each of the plot graph elements to slice 2 of the network.  These nodes 

take on the values true and false depending on the state of the prerequisite nodes.  

They allow us to reduce the size of the conditional probability tables (CPTs) within 

the PF S2 nodes since using the prerequisite nodes only requires the CPTs of the PF 

S2 node to only consider whether the perquisites are satisfied or not versus all of the 

combination of the prerequisite nodes.  For example, a PF S2 PREQ 

(!NP::LearnsPersonIsIll bryce) is added to the network for the 

(!NP::LearnsPersonIsIll bryce) plot graph element. 
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5. Prerequisite node outgoing arcs:  An arc is added to the network from each of the 

prerequisite nodes to the corresponding PF S2 node.  For example, an arc would be 

added from PF S2 PREQ (!NP::LearnsPersonIsIll bryce) to the PF S2 

(!NP::LearnsPersonIsIll bryce) node. 

6. Prerequisite node incoming arcs:  Based on the structure of the plot graph DAG 

prerequisite arcs are added to the network between PF S2 nodes and the PF S2 PREQ 

nodes that depend on them.  Once all of the prerequisite arcs are added the truth 

tables associated with the prerequisite nodes are updated. 

7. Plot focus slice 1 CPTs:  At this point the CPTs of the PF S1 nodes are updated so 

that by default they pass the values of the PF S0 nodes on to the PF S2 nodes (e.g., if 

the PF S0 node was ready then the PF S2 node will be ready). 

8. Plot focus slice 2 CPTs:  Finally, the CPTs of the PF S2 nodes are updated to model 

how the focus changes from the previous time slice without additional influence (e.g., 

if the node was previously waiting but now its prerequisites are satisfied then it has a 

probability distribution over being ready or in focus). 

The plot focus utility node creation step uses the elements of the plot graph DAG to 

construct utility nodes which measure the utility associated with the changes in the plot focus 

nodes from slice 0 of the network to slice 2.  The process of creating the plot focus utility 

nodes is outlined below: 

1. Plot focus MAU node creation:  The first step is to create the overall multi-attribute 

utility node which is used to compute an overall utility of all the plot focus utility 

nodes. 

2. Plot focus utility nodes:  The second step is to create a plot focus utility node for each 

of the elements in the plot graph DAG.  For example, the utility node PF S2 Utility 

(!NP::LearnsPersonIsIll bryce) is created for the (!NP::LearnsPersonIsIll bryce) plot 

graph element. 

3. Plot focus utility node arcs:  Arcs are added to the network from each of the PF S0 

and PF S2 plot focus nodes to their corresponding plot focus utility node.  For 

example, arcs would be added from the PF S0 (!NP::LearnsPersonIsIll bryce)  and 
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PF S2 (!NP::LearnsPersonIsIll bryce) nodes to the PF S2 Utility 

(!NP::LearnsPersonIsIll bryce) utility node. 

4. Plot focus utilities:  The utility tables for each of the plot focus utility nodes is 

updated such that higher utility is given for changes in the plot focus nodes leading to 

their completion (e.g., a plot focus node moving from ready in slice 0 to complete in 

slice 2 is given a higher utility). 

5. Plot focus MAU node arcs:  Arcs are added to the network from each of the plot focus 

utility nodes to the plot focus MAU node, and the weights associated with the MAU 

node are updated based on the number of plot focus nodes in the network. 

The director action and user action node creation step uses the state of the plot graph 

(i.e., whether a plot element is waiting, ready, or complete) to construct the director agent 

decision nodes as well as the user action node.  The process of creating the director action 

and user action nodes is outlined below: 

1. Director action type decision node:  The first step is to create a decision node that 

models the type of action the director can considering taking.  The director action 

type node takes on the values null, hint, and suggest.  The value null indicates that the 

director takes no action, hint indicates that the director will provide a subtle hint to 

the user in the environment, and suggest indicates that the director will provide a 

more forceful suggestion to the user. 

2. Director action topic decision node:  The director action topic decision node models 

the topic of the director actions.  Its possible values include the null value to represent 

taking no action, as well as a value for each of the plot graph elements which are 

currently ready.  It is assumed that the director will not provide assistance on nodes 

which are not ready. 

3. Director action decision order:  To order the decision making of the director agent an 

arc is added from the director action topic decision node to the director action type 

decision node. 

4. Director action influences:  The director agent’s action topic and type influence the 

plot focus nodes in slice 1 of the network, so for each of the possible topics the 

director agent can address an arc is added the corresponding PF S1 plot focus node.  
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To reduce the size of the CPTs of the PF S1 plot focus nodes the director agent’s 

topic is passed through a deterministic “filter” node which is true of false depending 

on if the topic addresses the plot focus node or not.  The CPTs associated with the PF 

S1 plot focus nodes are updated so that the actions of the director agent influence 

outcomes of the node (e.g., a suggest action by the director agent on a topic has a 

higher probability of bringing the node into focus that a hint action). 

5. User action node:  Finally, to model the actions of the user a chance node is created.  

Its possible values include the null value to represent the user taking no action as well 

as a value for each of the plot graph elements which the user can currently achieve.  

Arcs are added to the network so that the PF S1 plot focus nodes influence the user 

action node and the user action node influences the PF S2 plot focus nodes. 

The user independence node creation step constructs nodes in the network to model the 

user’s independence as they explore the storyworld.  Actions of the user and director affect 

the user’s independence and the corresponding utility associated with it.  Each time the 

director agent issues a hint or suggestion, the probability that the user is experiencing 

independence is lowered, and when the director agent takes no action, the probability the user 

is experiencing independence is increased.  The process of creating the user independence 

nodes is outlined below: 

1. User independence nodes:  The first step is to create a user independence node for 

each of the three time slices.  The values of these nodes are true or false depending on 

whether the user is experiencing independence or not. 

2. User independence utility node:  A utility node, UE S2 Utility, is created to measure 

the utility associated with the change in the user’s independence from slice 0 to slice 

2. 

The final step in constructing the director agent DDN is to add the overall S2 Utility 

MAU node to the network and to connect an arc from the PF S2 Utility node and the UE S2 

Utility node to it. 

For the plot graph presented above the compilation process results in the initial creation 

of a dynamic decision network consisting of 56 node, 83 arcs, and over 1400 probabilities, 

utilities, and weights (Figure 5.7).  The probabilities, utilities, and weights in the generated 
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DDN are obtained from network node templates in the DDN compiler that are specified by 

the DDN compiler’s author.  Once the director agent network is constructed it can be used at 

runtime for director agent decision making in the virtual environment as follows: 

 
Figure 5.7: Sample Outbreak Director Agent Network 
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1. Initialization:  First, the director agent network’s prior probabilities in slice 0 of the 

network are initialized based on the state of the plot graph elements.  For plot graph 

elements which are waiting the PF S0 plot focus node CPTs are set so that they are 

waiting with probability 1.0.  For plot graph elements which are ready the PF S0 plot 

focus node CPTs are set so that they are ready or in focus with probability 1.0 (a 

probability mass of 1.0 of being in focus is distributed equally among all of the ready 

nodes).  Finally, the prior probability of the UE S0 user independence node is set so 

that the probability of independence is 0.9. 

2. Decision cycle:  Once the network has been initialized it is used in a decision making 

cycle in which (1) the network beliefs are updated, (2) the director action topic node 

is examined to select the action topic with the maximum expected utility, (3) the 

beliefs are updated, (4) the director action type node is examined to select the action 

type with the maximum expected utility, (5) the director action topic and type are 

given to the virtual environment to be realized, (6) any user action achieved in the 

virtual environment is set as evidence for the user action node, (7) the beliefs are 

updated, and (8) finally the posterior probabilities in the slice 2 nodes are copied back 

to the slice 0 nodes to perform a naïve rollup operation. 

In the implemented prototype the director agent DDN was updated approximately every 5 

seconds.  The decisions of the director agents are concretely realized in the virtual 

environment using a resource file that maps the director action topic and type to a set of 

events in the virtual world (e.g., a hint to the user to discover Bryce ill in his bedroom is 

mapped to having Bryce cough loudly). 

5.3.4 Goal Recognition Corpus Acquisition 
Goal recognition may provide narrative planners with important sources of evidence about 

the user’s actions.  Goal recognition is a restricted form of plan recognition in which only the 

goal of the user is being inferred.  To study the effectiveness of n-gram based goal 

recognition models within the CRYSTAL ISLAND storyworld a customized version of the 

prototype environment was created to serve as a corpus gathering tool.  In this version of the 

environment, a plot graph was utilized to guide the interaction of the user by selecting an 

available plot point and explicitly asking the user to achieve the selected goal within the 
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environment.  The plot graph was constructed to be consistent with the OUTBREAK scenario.  

It covered all of the possible storyworld goals used in the OUTBREAK scenario and enabled 

users to achieve them one after the other based on the structure of the plot graph. 

While interacting with the corpus gathering environment, users walk around the island 

and visit the infirmary, the lab, the dining hall, and the living quarters of each member of the 

team.  The elements of the goal recognition domain are shown in Figure 5.8.  There are a 

total of twenty goals the users could have (e.g., talk with Jin in the infirmary, run a test on an 

egg in the laboratory, learn about botulism), hundreds of unique actions the user can perform 

 
 

Figure 5.8: Storyworld Goal Recognition Domain Elements 
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(e.g., pickup and object, drop an object, talk with a character, examine an object), and the 

actions can be performed in almost fifty unique locations on the island (e.g., Bryce’s guest 

bedroom, infirmary entrance).  As users interact with the system in pursuit of achieving goals 

detailed traces are recorded of all sequences of actions, goals, locations, and narrative states.  

Users are allowed to complete each goal, and upon completing the final goal, they are 

complimented on their successful performance.  A typical user session consists of an average 

of 455 actions to achieve all of the goals (SD = 170.88). 

5.4 Sample Scenario in Crystal Island 
To illustrate U-DIRECTOR’s behavior, consider the following situation as a story unfolds in 

the CRYSTAL ISLAND storyworld.  The user’s character awakens from a good night’s sleep 

and the adventure begins.  At this juncture, several elements in the plot graph are available 

for her to address.  For example, she could find her father sick in his bedroom, she might 

notice that a plate with leftover food is in his office, or she might discover other facts such as 

that her good friend, Teresa, has also been stricken with the mysterious illness. 

Although many possible actions may be taken by the user, it is the task of the director 

agent to determine if there is any action it might select to ensure that she is making steady 

progress through the plot.  As the director agent assesses the situation, it notices that the user 

is currently exhibiting high independence (since the director agent has not yet had to 

intervene in the story) and that a number of elements in the plot graph are currently ready 

including finding out that her father is ill.  These observations, combined with a number of 

other factors, lead the director to make the decision to provide a hint that might lead her to 

find her father sick in his room.  

Once this decision is made, the system can realize the hint in many ways.  For example, if 

the user were nearby, her father might make a moaning noise; however, if she were farther 

away, he might blink the lights to his house.  The director agent then awaits the user’s 

reaction to see how the events play out.  In this case, the user hears her father’s call for help, 

walks to his room, learns of his illness, and quickly departs to find the camp nurse.  

Observing that the user has found her father sick, the director agent updates its plot graph by 

marking the corresponding node complete and marking subsequent nodes ready for execution. 
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At this point the director agent must once again decide if there is anything it should do.  

As it notices that there are a number of plot graph elements which could be executed.  It 

combines this evidence with the fact that it recently presented a hint and decides to take no 

action at this juncture and await the user’s next action. 

After some time has passed and the user has made limited progress toward completing 

the available plot graph elements, the director agent decides to provide a hint to the user to 

get her back on track.  After reviewing all of the available evidence, the director agent 

decides that the user should be attempting to find Teresa sick in her room and therefore 

directs the lights of the Women’s quarters to flicker in an attempt to draw the user’s attention.  

The mystery continues with the director agent continuously monitoring the unfolding 

situation as the user rules out all but one of the possible diagnoses.  The user solves the 

mystery by determining that the source of all the illnesses was salmonellosis from eggs eaten 

at breakfast and the research team is saved. 
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Chapter 6 
 
Evaluation 

 
Narrative is a complex and amorphous construct.  As a result, computational models of 

narrative are exceedingly difficult to evaluate and there are no existing benchmarks or shared 

datasets for tasks such as narrative planning.  The vast majority of previous work on narrative 

planning has either been on non-interactive systems (e.g., (Riedl 2004)) or has been with 

interactive systems that were not evaluated.  The notable exception is work on the Façade 

project (Knickmeyer and Mateas 2005), in which investigators are beginning to explore the 

effects of narrative planning in an interactive setting.  Nevertheless, several aspects of our 

work are amenable to evaluation.  In this chapter, we describe several studies and 

experiments that have been conducted to evaluate different aspects of the narrative planning 

architecture.  First, we describe two performance evaluations that were conducted, one with 

the dynamic decision networks and one with the HTN planner.  Second, we describe a study 

assessing n-gram based goal recognition using narrative traces gathered from forty subjects 

interacting in the virtual environment.  Finally, we describe a formal study with forty-eight 

subjects conducted with the implemented decision-theoretic narrative planner to assess its 

potential for narrative planning. 

Fiction reveals truths that reality obscures.  

—Jessamyn West 
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6.1 Runtime Performance Evaluation 
Real-time performance of narrative planning is critical for interactive storytelling 

environments.  Two key aspects of performance related areas of narrative planning in the U-

DIRECTOR architecture are the director agent dynamic decision networks and the plot graph 

planning.  To study the performance of these two parts of the system baseline performance 

evaluations were conducted. 

While probabilistic reasoning has much to offer, tractability in probabilistic reasoning is 

always a challenge.  Because exact inference in Bayesian networks is known to be 

extraordinarily inefficient (in the worst case NP-hard), we have explored the use of recent 

advances in approximate Bayesian inference via stochastic sampling for U-DIRECTOR.  The 

accuracy of these methods depends on the number of samples used.  Moreover, stochastic 

sampling methods typically have an “anytime” property which is particularly attractive for 

real-time applications. 

Considering the activity level in CRYSTAL ISLAND and the level of abstraction at which 

directions are modeled, it was determined that the director agent should be able to perform a 

complete network update at least five times per minute.  To ensure that the response time of 

the director agent was adequate, a performance analysis was conducted to measure the 

network update time using an exact Bayesian inference algorithm (Clustering (Huan and 

Darwiche 1996)) and two approximate Bayesian inference algorithms (EPIS-BN (Yuan and 

Druzdzel 2003) and Likelihood weighting (Shachter and Peot 2004)). 

Results of updating the director agent’s network using the clustering, EPIS-BN, and 

likelihood weighting algorithms implemented in SMILE are presented in Table 6-1.  These 

results were obtained on a 2.4 GHz AMD Mobile Athlon 64 PC with 1 GB of RAM running 

Windows XP. 
Table 6-1: Response Times for Bayesian Inference Algorithms 

 Samples Mean (seconds) SD 
Clustering N/A 18.41 8.48 

1,000 2.32 0.18 
5,000 6.02 0.12 EPIS-BN 
10,000 10.70 0.16 
1,000 1.59 0.19 
5,000 7.31 0.06 Likelihood 
10,000 14.65 0.03 
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Results of the study indicate that the clustering algorithm’s running time has the greatest 

variability and may not satisfy the performance requirements of interactive narrative.  EPIS-

BN appears to provide acceptable response times while utilizing larger sample sizes than 

likelihood weighting and therefore yielding better approximations; however, the errors 

introduced by these approximation techniques can be problematic. Future work involves 

exploring alternative approximation techniques (e.g., Boyen and Koller 1998). 

The U-DIRECTOR architecture uses an HTN planner to create its plot graphs.  To assess 

the performance of the HTN planner used for plot graph planning a series of tests were 

conducted involving the Blocks World domain.  The planning problems involved solving a 

Blocks World consisting of 100 blocks, 200 blocks, and 300 blocks.  Results of solving the 

Blocks World problem are presented in Table 6-2 (each problem was solved 10 times).  

These results were obtained on a 2.4 GHz AMD Mobile Athlon 64 PC with 1 GB of RAM 

running Windows XP.  Results of the study indicate that the planner is capable of solving 

fairly large Blocks World planning problems in reasonable times; however, care must be 

taken when constructing the plot graph planning domain to ensure that plans can be 

constructed quickly enough. 
Table 6-2: Response Times for Blocks World HTN Planning 

 Mean (seconds) SD Plan Size 
100 Blocks 0.575 0.029 700 
200 Blocks 2.552 0.045 900 
300 Blocks 3.699 0.052 1034 

6.2 Goal Recognition Evaluation 
While the accuracy, incremental recognition capabilities, and efficiency of a proposed 

approach to narrative goal recognition can be analytically evaluated, because interactive 

narrative is an HCI phenomenon that is the by-product of users’ interactions with narrative 

planners in storyworlds, it is instructive to empirically investigate these issues.  We adopt the 

following 3-phase evaluation methodology to study the probabilistic narrative goal 

recognizers introduced above. 

• Narrative Quest Trace Acquisition:  In an interactive narrative environment, collect 

traces of users’ performing narrative quests.  Quest traces encode extensive sequences of 

user goals, narrative states, locations, and actions. 
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• Goal Recognizer Induction:  Learn narrative goal recognizers from the quest traces by 

using the user location sequences, narrative state sequences, and user action sequences to 

induce goal classifiers. 

• Predictive Recognition Evaluation:  With a cross validation approach, determine the 

accuracy and the incremental recognition abilities of each goal recognizer. 

This methodology has been used to study the unigram and bigram narrative goal 

recognition models.  After briefly describing the narrative environment testbed in which the 

experiments were carried out, we describe the representation of the quest traces, and report 

the experimental results. 

To serve as an effective “laboratory” for studying user goal recognition in interactive 

narrative, a testbed should pose the same kinds of challenges that goal recognizers are likely 

to encounter in future interactive narrative environments.  It should offer users a broad range 

of actions to perform and provide a rich storyworld in a non-trivial 3D environment.  The 

narrative should exhibit some complexity, and the storyworld should be populated by 

manipulable artifacts and be inhabited by multiple characters. 

In a formal evaluation, more than fifteen hours of narrative trace data was collected from 

forty subjects interacting with the goal recognition testbed environment.  Subjects were first 

situated in the narrative world and given an overview of the kinds of activities they could 

perform.  Next, they were told how their character could be controlled, and once they entered 

the virtual environment, they were successively given goals they were expected to achieve 

via an onscreen message.  Based on the narrative structure, the order of the goals differed 

from session to session.  Users completed each goal, and upon completing the final goal, they 

were complimented on their successful performance.  Detailed quest traces were recorded of 

all sequences of actions, goals, locations, and narrative states.  Narrative states were 

represented with the episodic structure of the unfolding story and the narrative arc in which it 

was situated.  There were eighty training sessions collected (two sessions per subject), which 

generated just over twenty thousand training records.  The number of training records was 

high because of the frequency of sampling and the length of action sequences per goal. 
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Unigram and bigram goal recognition models were then learned from the resulting traces.  

The goal recognition models were evaluated using the following criteria (Blaylock and Allen 

2003): 

• Accuracy:  The ratio of correct predictions to the total number of observations. 

• Converged:  The percentage of observation sequences in which the goal recognizer’s 

final prediction is correct. 

• Convergence Point:  For observation sequences which converged, the point within the 

sequence when the goal recognizer started making the correct prediction and continued 

to make the correct prediction for the remainder of the sequence. 

• Average Actions of Converged:  The average number of actions within observation 

sequences which converged. 

The induced models were tested using a 10-fold cross validation.  (In each fold, nine 

segments are used for training and one, which was not used for training, is used for testing.)  

The results are shown in Table 6-3. 
Table 6-3: Goal Recognition Results 

 Unigram Bigram 

Accuracy 54.8 % 51.5 % 

Converged 83.7 % 79.3 % 

Convergence Point 50.5 % 48.5 % 

Average Actions 
of Converged 

16.3 16.9 

Each of the models performed at a reasonable level.  Although the 51% to 54% accuracy 

may at first appear low, the recognizers performed significantly better than chance, which 

would be 5%.  (There were 20 candidate goals.)  The resulting accuracies are promising and 

are consistent with the results seen in other statistical approaches, e.g., (Blaylock and Allen 

2003).  In addition to accuracy, the models also exhibited the ability to make early 

predictions, i.e., predictions based on a few observations, and to converge reasonably quickly 

to the correct goal.  Moreover, because each of the models is probabilistic, they can all 

provide k-best predictions. 
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6.3 Structured Narrative Evaluation 
In key respects, interactive narrative is like interactive learning: in narrative, users explore an 

interactive storyworld by performing a range of character actions with the overall objective 

of having an engaging narrative experience; in discovery-based learning, students explore an 

interactive simulation by performing a range of problem-solving actions with the overall 

objective of having an effective educational experience.  Discovery-based exploratory 

learning offers several advantages over more didactic approaches to learning.  Discovery-

based learning tends to increase students’ ability to remember what they have learned, to 

apply their new knowledge, and to transfer it to new tasks more effectively (Blumenfeld et al. 

2000, de Jong and van Joolingen 1998).  However, despite the potential benefits of discovery 

learning it can be ineffective.  A recent analysis of thirty years of studies on discovery 

learning suggests that discovery learning accompanied by guidance in the form of feedback 

and coaching is more effective than unguided discovery learning (Mayer 2004).  The finding 

suggests that similar advantages may be offered by structured approaches to interactive 

narrative over unstructured interactive narrative. 

One might expect that structured approaches to narrative, in which a narrative planner 

gave hints and advice to users, might better support users’ goal-oriented activities in the story 

than unstructured approaches to narrative.  However, these advantages might be achieved at 

the expense of engagement and might diminish users’ overall enjoyment of the experience.  

Ideally, a narrative planner would provide the structured support for users’ goal-oriented 

activities in the storyworld but produce narrative experiences that do not hamper enjoyment 

because they might be too invasive and reduce users’ sense of autonomy.  Thus, an 

experiment was conducted to assess users’ experiences in both a structured and unstructured 

narrative; in the structured narrative condition, users’ experiences would be mediated by the 

narrative planner; in the unstructured narrative condition, users’ would experience the world 

directly. 

6.3.1 Method 
In this section we provide a description of the participants and details on the design of their 

participation.  In the following section we present the material and apparatus used for the 

study. 
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6.3.1.1 Participants and Design 
In the formal evaluation, data was collected from fifty-three subjects in a North Carolina 

State University Institutional Review Board (IRB) approved user study.  The subjects were 

undergraduate students taking courses in the Department of Computer Science at North 

Carolina State University.  There were six females and forty-seven males who varied in age 

(25% 18-19 years old, 66% 20-24 years old, and 9% 25-29 years old), and race (89% 

Caucasian, 6% African-American, and 5% were other races). 

Subjects were divided into two groups consisting of 28 (group A – “structured”), and 25 

(group B – “unstructured”) students.  Within the two groups, five subjects were removed for 

two reasons: (1) subjects did not complete all of the questions on their questionnaires, which 

accounted for three of the rejected subjects, and (2) subjects encountered a problem with the 

system during their interaction which prevented them from completing their task, e.g., a 

subject’s avatar getting “stuck” in the environment.  The latter accounted for two of the 

subjects being eliminated.  After the rejected subjects were removed, both groups contained 

24 subjects. 

6.3.1.2 Materials and Apparatus 
Each participant in the experiment completed pre-experiment materials consisting of a 

consent form, a demographic survey, and Davis’ Interpersonal Reactivity Index questionnaire 

(Davis 1983).  Prior to interacting with the CRYSTAL ISLAND prototype subjects were given a 

keyboard and mouse control reference sheet, a controlled backstory about CRYSTAL ISLAND, 

a character profile sheet listing the character’s names, their photos, and their role in CRYSTAL 

ISLAND, and a labeled map of the CRYSTAL ISLAND environment (see Appendix B for 

additional details).  These “pre-interaction” materials were designed so that each participant 

would be given equivalent introductory information about the virtual environment.  The post-

experiment pen-and-paper materials consisted of a questionnaire about the students 

experience within the CRYSTAL ISLAND storyworld.  The questionnaire contained forty 

statements about the participant’s experience in the virtual environment which were rated on 

a five point Likert scale from “strongly disagree” to “strongly agree.”  The questionnaire also 

contained three open-ended questions asking the student to recount the story they 
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experienced in the virtual environment as well as to specify two things they liked about the 

environment and two things they disliked about the environment. 

The virtual environment materials for the experiment consisted of two CRYSTAL ISLAND 

virtual environments and a simple practice environment taken directly from the Half-Life 2 

game.  The two CRYSTAL ISLAND environments differed in that one used a structure narrative 

controlled by the decision-theoretic narrative planner to achieve a predefined set of goals 

(structured narrative system) and the other used an unstructured narrative requiring only that 

the predefined set of goals eventually be achieved (unstructured narrative system).  The 

director agent in the structured narrative system would at times issue hints and suggestions 

(e.g., play a moaning sound in Bryce’s bedroom, flicker the lights outside the Women’s 

Quarters, have Elise move near the bookcase in the laboratory, have Jin look out the window 

in the Infirmary, etc.) to the user in an attempt to ensure the participant made steady progress 

through the story.  These guiding hints and suggestions were not found in the unstructured 

narrative system.  In addition to the hints utilized in the structured narrative system all of the 

other content in the environments were identical (e.g., character dialogue, contents of virtual 

books, results of running tests in the laboratory, objects in the virtual environment, 

background environmental sounds, initial locations of objects and characters, and goals to be 

achieved in the environment).  The virtual environments utilized Gateway 7510GX laptops 

with 2.4 GHz AMD Mobile Athlon 64 processors and 1 GB of RAM running Windows XP. 

6.3.1.3 Procedure 
Each participant in the study reported at their scheduled time to a designated laboratory room 

where they filled out their pre-interaction materials at their on rate, including a paper consent 

form, an online demographic survey, and an online Davis’ Interpersonal Reactivity Index 

questionnaire.  Once the participants completed their pre- interaction materials, they were 

sent to a conference room where they interacted with either the structured or unstructured 

narrative system.  Upon arriving at their designated conference room, participants were 

greeted and asked to take a seat in front of a laptop.  They were then presented with the 

keyboard and mouse control reference sheet so they could review it while the practice Half-

Life 2 level loaded.  After the Half-Life 2 level completed loading, participants were allowed 

to complete the practice level at their on pace.  The practice level consisted of navigating 
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through a small environment, climbing a ladder, picking-up a crate, placing the crate under 

an open window, climbing up on the crate to access a window, and finally jumping out of the 

window to the level below.  Once the participant successfully completed the practice level 

they were given the CRYSTAL ISLAND handouts including the backstory, character profiles, 

and map.  They were asked to read through the materials while the CRYSTAL ISLAND 

structured or unstructured narrative environment was loaded for them. 

After the CRYSTAL ISLAND environment was loaded the participants were told that they 

would have up-to 30 minutes to interact in the environment and they could refer back to the 

CRYSTAL ISLAND handouts as well as the keyboard and mouse control handout as often as 

they wished.  Participants then proceeded to interact in the environment.  They attempted to 

determine their main goal and achieve tasks along the way.  Participants eventually 

completed the story by satisfying all of the predefined goals (e.g., finding Bryce and Teresa 

sick in their bedrooms, learning about salmonellosis by reading a book in the laboratory, 

testing an egg from the dining hall in the lab to determine it was infected with the Salmonella 

bacteria, and solving the mystery by reporting her results to the camp nurse) or their allotted 

time expired in which case the game automatically stopped the user. 

After participants completed their interaction with either the structured or unstructured 

environment they were asked to exit the environment, and they were given the post-

experiment questionnaire to complete.  Upon completing the questionnaire, participants were 

thanked for their time and they were asked to not discuss the study with others until after its 

completion.  After participants left the conference room, their interaction log with the virtual 

environment were coded with their participant code, as were the exit questionnaires.  This 

information along with their pre-interaction data was stored for later analysis. 

Before analysis of the data was conducted it was first prepared by (1) manually entering 

the data from the pen-and-paper questionnaires into a spreadsheet, (2) collecting key 

statistics from the online surveys and interaction logs (e.g., demographic data, total time 

interacting in the environment, whether they completed the story or not, etc.), and (3) loading 

the data into the JMP statistical analysis software package. 
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6.3.2 Results 
There were two primary results.  First, there were no significant differences in the narrative 

experiences as evidenced by the results of the questionnaires.  Given that the bar for 

interactive entertainment is relatively high for the college-age subjects in the study, subjects’ 

rating their experiences as “enjoyable” (Mean 3.89/5.00, SD 0.80) on a five-point Likert 

scale suggests that the system is reasonably entertaining.  Similar results were obtained for 

“engagement,” “taking time to explore the virtual environment,” and “interacting with 

characters to learn more about them.”  Exit interviews revealed that the users clearly enjoyed 

their interactive experience.  Second, the results of the participant interaction times are 

summarized in the following tables: Table 6-4 shows the average amount of time participants 

spent interacting in the environment, Table 6-5 shows the average number of actions 

participants executed while interacting in the virtual environments, Table 6-6 shows the 

average number of manipulative actions participants executed while interacting in the 

storyworld, and Table 6-7 shows the average number of movement-based actions participants 

executed while interacting in the environment. 
Table 6-4: Participant Interaction Time 

 Mean Interaction 
Time (seconds) Standard Deviation 

Structured 
Narrative 
System 

1180.85 411.78 

Unstructured 
Narrative 
System 

1403.69 380.62 

Table 6-5: Number of Participant Actions in the Environment 

 Total Number of 
User Actions Standard Deviation 

Structured 
Narrative 
System 

405.67 170.03 

Unstructured 
Narrative 
System 

504.88 160.07 
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Table 6-6: Number of Manipulative Participant Actions in the Environment 

 Number of 
Manipulative User 

Actions 
Standard Deviation 

Structured 
Narrative 
System 

187.29 76.44 

Unstructured 
Narrative 
System 

240.29 88.79 

Table 6-7: Number of Movement-Based Participant Actions in the Environment 

 Number of 
Movement-Based 

User Actions 
Standard Deviation 

Structured 
Narrative 
System 

218.37 100.69 

Unstructured 
Narrative 
System 

264.58 80.42 

 

A series of standard t-tests were used to compare the results of the structured narrative 

system to the unstructured narrative system.  The results of the t-tests are given in Table 6-1. 
Table 6-8: Results of t-tests 

Interaction Time t = 1.946 p < 0.0288 

Number of User 
Actions t = 2.081 p < 0.0214 

Number of 
Manipulative User 
Actions 

t = 2.216 p < 0.0158 

Number of 
Movement-Based 
User Actions 

t = 1.756 p < 0.0428 

 

Based on the results of the t-tests there is a statistically significant difference between the 

numbers of manipulative user actions executed by the participants using the two systems. 
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6.3.3 Discussion 
The U-DIRECTOR architecture appears to provide useful guidance to users interacting in the 

virtual environment allowing them to successfully accomplish their goals within the story in 

fewer actions and in less time while not impairing their narrative experience.  We are also 

pleased with the overall reception of the CRYSTAL ISLAND storyworld from participants in the 

study.  Participants agreed that the sounds and graphics of the virtual environment seemed 

appropriate for the story setting, they felt the events in the story made sense, and they 

enjoyed their experience in the storyworld.  Although it remains to be seen whether these 

results will carry over to more complex learning tasks in exploratory learning environments, 

we are optimistic that narrative planners, such as the one embodied in the U-DIRECTOR 

architecture, may provide the scaffolding students’ need while exploring narrative-centered 

learning environments. 
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Chapter 7 
 
Conclusion 

 
Decision-theoretic narrative planning offers a unified approach to dynamically guiding 

narratives in a storytelling environment.  This dissertation describes a narrative planner based 

on a decision-theoretic director agent that has been implemented for a narrative-centered 

learning environment in which the user plays the role of a medical detective.  By providing a 

principled approach to coping with the intrinsic uncertainty of interactive narrative, decision-

theoretic director agents can systematically draw inferences about the broad range of factors 

affecting an unfolding story.  It can thereby reason about narrative objectives, the state of the 

storyworld, and the state of the user to direct the course of the plot and the behaviors of the 

semi-autonomous characters, all with the result of creating engaging interactive narrative 

experiences. 

User goal recognition is a central problem in interactive narrative.  Equipping narrative 

planners with the ability to infer users’ intent on a moment-by-moment basis could contribute 

to their ability to craft story experiences that are all the more engaging.  With effective goal 

recognition, narrative planners might be able to more accurately assess plot threats, 

opportunistically interleave narrative objectives with user goals in dynamic plot construction, 

We are the hero of our own story. 

—Mary McCarthy 
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and ensure that steady plot progress is made.  Probabilistic approaches to recognizing users’ 

goals can cope with the inherent uncertainty in the task.  They also offer the advantage of 

being automatically acquired rather than being manually constructed, and they are highly 

efficient.  By combining evidence from sequences of observations of the narrative state and 

users’ locations and actions, probabilistic goal recognizers can predict users’ most likely 

current goal; they can also furnish the top k predictions ranked by likelihood.  Empirical 

studies of n-gram models, suggest that probabilistic approaches can perform keyhole user 

goal recognition that is accurate and incrementally converging. 

Narrative offers much promise for exploratory learning.  Given the importance of 

exploration and experimentation in exploratory learning, creating story-based exploratory 

learning environments for science education has significant potential.  By creating 

dynamically constructed narratives featuring students as protagonists whose role is to solve 

science mysteries, narrative-centered learning environments could create vivid, motivating 

interactive problem-solving experiences with stimulating plots and captivating characters. 

The HTN-based architecture for guided exploratory learning addresses three critical 

requirements for narrative-centered learning environments.  First, it balances plot 

advancement and tutorial goal achievement seamlessly by the built-in coordination of the two 

planning spaces via the lower-level tutorial constraints and the upper-level narrative goals.  

Second, it customizes narratives for individual students by basing both tutorial and narrative 

planning on the student model and unfolding tutorial and narrative state.  Third, it interleaves 

planning and execution by operating in the four phases of construction, execution, 

monitoring, and replanning; it satisfies the real-time performance requirements through the 

efficiency provided by HTN planning.  The architecture introduced in this dissertation 

represents an initial step towards the goal of creating motivating interactive problem-solving 

experiences with stimulating plots and captivating characters. 

7.1 Limitations 
The principal contribution of this work is a decision-theoretic narrative planner for guided 

exploratory learning environments.  The narrative planner is unique in several ways: (1) it 

takes a principled approach to coping with the intrinsic uncertainty of interactive narrative, 
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(2) it bases its narrative decisions on a probabilistic assessment of the user’s goals, and (3) it 

combines both narrative and tutorial planning to provide a balanced experience for the user. 

Although the narrative planner is unique, there are several limitations of the model.  First, 

due to the computational complexity of probabilistic reasoning, the granularity at which 

actions are represented by the planner are necessarily high.  Thus a delicate balance must be 

struck by domain engineers to ensure that the narrative planner can reason about the key 

aspects of the story but do so in a reasonable time.  Second, although the decision-theoretic 

approach to narrative planning provides a framework for encoding an author’s aesthetic by 

way of utility nodes, a well reasoned methodology for their specification is needed.  Third, a 

methodology for combining authored prior and conditional probabilities with those learned 

from data should be addressed.  Finally, the narrative planner should be informed by 

cognitive models of authoring, comprehension, and affect.  In its current form, it is able to 

generate engaging stories, but it may be the case that its stories would be more effective 

(both as stories per se and as instruments of learning) if they were generated in a cognitively 

plausible manner and if their form and content were tailored to the specific needs and 

problem-solving abilities of individual users. 

7.2 Future Work 
Several areas of future work are particularly intriguing.  For director agent DDNs, the 

prospect of learning the conditional probabilities holds much appeal over the current 

approach of relying on canonical interactions to automatically specify the network 

parameters.  The models of goal recognition we have investigated are based on the 

simplifying assumption that the user is pursuing a single goal.  Users often pursue more than 

one goal at the same time, so models accommodating multiple simultaneous goals need to be 

studied.  In some narrative situations, it is appropriate for characters to approach the user and 

ask her what she is doing.  Thus, it will be interesting to develop techniques for dynamically 

relaxing the keyhole requirement.  It will be important to create techniques for identifying 

such situations and integrating the resulting information into the goal monitoring system.  

Although, narrative goal recognition provides an important source of information about the 

user to narrative planners, it will be important to incorporate much more expressive student 

modeling techniques that can be used for plan recognition in “narrative diagnosis,” i.e., how 
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to most accurately predict a user’s current plans and goals given the openness of the 

interactive narrative environments but exploiting the model of narrative on which the 

unfolding story is based. 

Narrative-centered exploratory learning raises fundamental education questions that call 

for empirical evaluation.  First, how effective can story-based science education be?  

Investigating issues of effectiveness entails using measures as simple as recall and as 

challenging as near and far transfer.  Second, how efficient can story-based science education 

be?  Efficiency is an important concern, for exploratory -based learning is known to suffer 

from efficiency issues: exploratory learning, even guided exploratory learning, often is more 

time consuming than more didactic approaches.  One expects to find a trade-off between 

effectiveness (especially motivational effectiveness) and efficiency, and it will be interesting 

to see how the trade-off plays out in practice.  Third, how motivating is narrative-based 

learning for students?  To what degree is narrative-based science education engaging to 

students over short term and longer term interactions.  Finally, how can narrative-centered 

exploratory learning be seamlessly integrated into the science curriculum?  The content of 

CRYSTAL ISLAND is being targeted to specific objectives set forth in the middle school 

science curriculum, and one of the key goals of this line of work is to offer students core 

subject matter presented in engaging stories that draw them into becoming active participants 

in the scientific enterprise. 

Affect plays an important role in narrative and tutoring.  However, the current narrative 

planner includes only an impoverished representation of the user’s affective state.  

Introducing more sophisticated techniques for incorporating models of affect that support 

students, both with respect to their interactions with characters in the virtual world and their 

problem-solving activities per se, could significantly extend the planner’s ability to 

accurately assess the user’s engagement and motivation, which could directly contribute to 

its ability to create more engaging experiences. 

7.3 Concluding Remarks 
Because narrative has such a captivating influence on those who participate in it, designing 

learning experiences that revolve around narrative holds much appeal.  Learning 

effectiveness may benefit from the active role that learners can play as co-constructors of 
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narrative, while motivation may be significantly enhanced by narrative’s almost unique 

ability to transport us to other worlds.  We believe that the most promising means of pursuing 

the goal of narrative-centered learning environments is to adopt a strongly empirical 

approach.  By employing an iterative process of designing learning environments, 

implementing prototypes, and conducting empirical studies, we can begin to explore the 

parameters of narrative-centered learning and identify their ramifications for a refined 

pedagogy. 
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Appendix A 
 
Outbreak Specification 

This appendix gives the planning domain and problem specification for the OUTBREAK 
scenario. 

A.1 Domain Specification 
(defdomain Outbreak ( 
 
  ;;========================================================================== 
  ;; 
  ;; Utility Operators, Methods, and Axioms 
  ;; 
  ;;========================================================================== 
  
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  ;; This axiom proves if two structures are the same or not  
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:- (equals ?x ?x) nil) 
 
  ;;========================================================================== 
  ;; 
  ;; Narrative Planning Operators, Methods, and Axioms 
  ;; 
  ;;========================================================================== 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::Initialize) 
    nil 
    () 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::PlanStory) 
    nil 
    ((NP::PlanBackstory) 
     (NP::PlanInteractivity) 
    ) 
  ) 
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  ;;========================================================================== 
  (:method (NP::PlanBackstory) 
    nil 
    ((NP::SelectOutbreakIllness) 
     (NP::DetermineSourceOfIllness) 
     (NP::InfectOtherCharacter) 
     (NP::InfectFriendCharacter) 
    ) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::SelectOutbreakIllness) 
    ((SD::Illness ?illness)) 
    ((!NP::SelectOutbreakIllness ?illness)) 
  ) 
 
  (:operator (!NP::SelectOutbreakIllness ?illness) 
    nil 
    () 
    ((SS::Illness ?illness)) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::DetermineSourceOfIllness) 
    ((SS::Illness ?illness)) 
    ((NP::SelectFoodSource ?illness)) 
  ) 
 
  (:method (NP::SelectFoodSource ?illness) 
    ((SD::Contaminable ?object) (SD::PotentialSource ?illness ?object)) 
    ((!NP::SelectIllnessSource ?illness ?object)) 
  ) 
 
  (:operator (!NP::SelectIllnessSource ?illness ?object) 
    nil 
    () 
    ((SS::IllnessSource ?illness ?object)) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::InfectFriendCharacter) 
    (and (SD::Role ?user user) (SD::Friend ?user ?person) 
        (SD::Infectable ?person) (not (SS::Infected ?person ?illness)) 
        (SS::Illness ?illness)) 
    ((!NP::Infect ?person ?illness)) 
  ) 
 
  (:method (NP::InfectOtherCharacter) 
    (and (SD::Role ?user user) 
        (SD::Infectable ?person) (not (SS::Infected ?person ?illness)) 
        (not (SD::Friend ?user ?person)) 
        (SS::Illness ?illness)) 
    ((!NP::Infect ?person ?illness)) 
  ) 
 
  (:operator (!NP::Infect ?person ?illness) 
    nil 
    () 
    ((SS::Infected ?person ?illness)) 
  ) 
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  ;;========================================================================== 
  (:method (NP::PlanInteractivity) 
    nil 
    ((!NP::Interactivity begin) 
     (NP::InteractiveCycle) 
     (!NP::Interactivity end) 
    ) 
  ) 
 
  (:method (NP::InteractiveCycle) 
    (not (SS::MysterySolved)) 
    ((:unordered 
       (NP::TryLearnAboutIllPerson) 
       (NP::TryLearnAboutSymptomsOfPerson) 
       (NP::TryInformNurseAboutSymptoms) 
       (NP::TryLearnAboutIllnessDetails) 
       (NP::TryDetermineIllness) 
       (NP::TryInvestigatePerson) 
       (NP::TryDetermineIllnessSource) 
       (NP::TrySolveMystery)) 
      (NP::InteractiveCycle)) 
    nil 
    () 
  ) 
 
  (:operator (!NP::Interactivity ?state) 
    nil 
    () 
    () 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TryLearnAboutIllPerson) 
    ;; Have the user learn about a friend being sick first 
    (and 
      (forall (?user) ((SD::Role ?user user) (SD::Friend ?user ?person)) 
        (not (SS::UserKnows (ill ?person)))) 
      (and  
        (SD::Role ?user user) (SD::Friend ?user ?person) 
          (SS::Infected ?person ?illness) 
          (not (SS::UserKnows (ill ?person))))) 
    ((!NP::LearnsPersonIsIll ?person)) 
 
    ;; Once the user knows a friend is sick others can occur in any order 
    (and (SS::Infected ?person ?illness) 
      (not (SS::UserKnows (ill ?person)))) 
    ((!NP::LearnsPersonIsIll ?person)) 
 
    ;; User knows about everyone that's sick 
    nil 
    () 
  ) 
  
  (:operator (!NP::LearnsPersonIsIll ?person) 
    nil 
    () 
    ((SS::UserKnows (ill ?person))) 
  ) 
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  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TryLearnAboutSymptomsOfPerson) 
    ;; To learn about symptoms first the person must be sick 
    ;; and we have to have noticed that they are ill 
    (and (SS::Infected ?person ?illness) 
      (SS::UserKnows (ill ?person)) 
      (not (SS::UserKnows (symptoms ?person ?illness)))) 
    ((!NP::LearnsSymptomsOf ?person ?illness)) 
 
    ;; User knows about the symptoms of people she knows are sick 
    nil 
    () 
  ) 
 
  (:operator (!NP::LearnsSymptomsOf ?person ?illness) 
    nil 
    () 
    ((SS::UserKnows (symptoms ?person ?illness))) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TryInformNurseAboutSymptoms) 
    ;;  
    (and 
      (SS::UserKnows (symptoms ?person ?illness)) 
      (not (SS::NurseKnows (symptoms ?person ?illness)))) 
    ((!NP::InformNurseAboutSymptoms ?person ?illness)) 
 
    ;; User doesn't know of any more symptoms to tell the nurse about 
    nil 
    () 
  ) 
 
  (:operator (!NP::InformNurseAboutSymptoms ?person ?illness) 
    nil 
    () 
    ((SS::NurseKnows (symptoms ?person ?illness))) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TryInvestigatePerson) 
    ;;  
    (and 
      (SS::NurseKnows (symptoms ?person ?illness)) 
      (not (SS::UserInvestigated (person ?person)))) 
    ((!NP::InvestigatePerson ?person)) 
 
    ;;  
    nil 
    () 
  ) 
 
  (:operator (!NP::InvestigatePerson ?person) 
    nil 
    () 
    ((SS::UserInvestigated (person ?person))) 
  ) 
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  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TryLearnAboutIllnessDetails) 
    ;;  
    (and 
      ;; 03/20/2006: Changes to SS::Illness instead of SD::Illness so only the 
      ;; main illness is required 
      (SS::Illness ?illness) 
      (not (SS::UserKnows (illness-details ?illness)))) 
    ((!NP::LearnAboutIllnessDetails ?illness) (NP::TryLearnAboutIllnessDetails)) 
 
    nil 
    () 
  ) 
 
  (:operator (!NP::LearnAboutIllnessDetails ?illness) 
    nil 
    () 
    ((SS::UserKnows (illness-details ?illness))) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TryDetermineIllness) 
    ;;  
    (and 
      (SS::Illness ?illness) 
      (SS::UserKnowsIllnessDetails) 
      (SS::UserKnowsSymptomsOfIllPeople) 
      (not (SS::UserKnows (illness ?illness)))) 
    ((!NP::DetermineIllness ?illness)) 
 
    ;; User isn't ready to determine what the illness is 
    nil 
    () 
  ) 
 
  (:operator (!NP::DetermineIllness ?illness) 
    nil 
    () 
    ((SS::UserKnows (illness ?illness))) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TryDetermineIllnessSource) 
    ;;  
    (and 
      (SS::IllnessSource ?illness ?object) 
      (SS::UserKnows (illness ?illness)) 
      (SS::UserInvestigatedIll) 
      (not (SS::UserKnows (illness-source ?illness ?object)))) 
    ((!NP::DetermineIllnessSource ?illness ?object)) 
 
    ;; User isn't ready to determine what the illness is 
    nil 
    () 
  ) 
 
  (:operator (!NP::DetermineIllnessSource ?illness ?object) 
    nil 
    () 
    ((SS::UserKnows (illness-source ?illness ?object))) 
  ) 
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  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:method (NP::TrySolveMystery) 
    ;;  
    (and 
      (SS::Illness ?illness) 
      (SS::IllnessSource ?illness ?object) 
      (SS::UserKnows (illness ?illness)) 
      (SS::UserKnows (illness-source ?illness ?object))) 
    ((!NP::SolveMystery)) 
 
    ;; User haven't solved the mystery yet. 
    nil 
    () 
  ) 
 
  (:operator (!NP::SolveMystery) 
    nil 
    () 
    ((SS::MysterySolved)) 
  ) 
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  (:- (SS::UserKnowsAboutAllIllPeople) 
    (forall (?p ?i) (SS::Infected ?p ?i) (SS::UserKnows (ill ?p)))) 
 
  (:- (SS::UserKnowsSymptomsOfIllPeople) 
    (forall (?p ?i) (SS::Infected ?p ?i) (SS::UserKnows (symptoms ?p ?i)))) 
 
  (:- (SS::UserKnowsIllnessDetails) 
    ;; 03/20/2006: Changes to SS::Illness instead of SD::Illness so only the 
    ;; main illness is required 
    (forall (?i) (SS::Illness ?i) (SS::UserKnows (illness-details ?i)))) 
 
  (:- (SS::UserInvestigatedIll) 
    (forall (?p ?i) (SS::Infected ?p ?i) (SS::UserInvestigated (person ?p)))) 
 
)) 

A.2 Problem Specification 
(defproblem problem Outbreak 
  ( 
    ;;======================================================================== 
    ;; Storyworld Domain: 
    ;;======================================================================== 
 
    ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
    ;; Information about the storyworld characters 
    ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
    (SD::Character al) 
    (SD::Character alex) 
    (SD::Character audrey) 
    (SD::Character bryce) 
    (SD::Character elise) 
    (SD::Character jin) 
    (SD::Character quentin) 
    (SD::Character rich) 
    (SD::Character teresa) 
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    (SD::Role al foreman) 
    (SD::Role alex user) 
    (SD::Role audrey field-scientist) 
    (SD::Role bryce scientist) 
    (SD::Role elise lab-technician) 
    (SD::Role jin nurse) 
    (SD::Role quentin cook) 
    (SD::Role rich lab-technician) 
    (SD::Role teresa scientist) 
 
    ;; Only the follow characters can be infected 
    (SD::Infectable teresa) 
    (SD::Infectable al) 
    (SD::Infectable audrey) 
    (SD::Infectable bryce) 
    (SD::Infectable elise) 
    (SD::Infectable rich) 
 
    ;; Alex considers her father and teresa to be friends 
    (SD::Friend alex bryce) 
    (SD::Friend alex teresa) 
 
    ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
    (SD::Illness salmonellosis) 
    (SD::Illness cholera) 
 
    (SD::Contaminable oranges) 
    (SD::Contaminable eggs) 
    (SD::Contaminable water) 
    (SD::Contaminable bananas) 
    (SD::Contaminable milk) 
 
    (SD::PotentialSource salmonellosis eggs) 
    (SD::PotentialSource cholera milk) 
    (SD::PotentialSource cholera water) 
  )  
 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  ;; Tasks to be achieved for planning out the story's plot graph 
  ;; - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - 
  ((NP::Initialize) 
   (NP::PlanStory) 
  ) 
) 
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Appendix B 
 
Evaluation Materials 

During the structured narrative evaluation participants were initially given a keyboard and 

mouse control reference sheet (Figure B.1), a controlled backstory about CRYSTAL ISLAND 

(Figure B.2), a character profile sheet listing the character’s names, their photos, and their 

role in CRYSTAL ISLAND (Figure B.3), and a labeled map of the CRYSTAL ISLAND 

environment (Figure B.4).  Once the subjects completed interacting with the prototype 

system they were given a post-experiment questionnaire about their experience within the 

storyworld (Figure B.5).  The questionnaire consisted of forty statements about the 

participant’s experience in the virtual environment which was rated on a five point Likert 

scale from “strongly disagree” to “strongly agree.”  The questionnaire also contained three 

open-ended questions asking the student to recount the story they experienced in the virtual 

environment as well as to specify two things they liked about the environment and two things 

they disliked about the environment and to explain why. 
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Figure B.1: Keyboard and Mouse Control Handout 

Interacting with the Virtual Environment 
 
 

Keyboard Controls 
 
 
Q – Examine object  W – Move forward  E – Use object (pickup/open) 
 
A – Move left (strafe)  S – Move backward  D – Move right (strafe) 
 

Spacebar – Jump    CTRL – Duck 
 
P – Overhead map 

 
 
Mouse Controls 
 

Left Mouse Button – Drop object  
 

 
Mouse up – Look up 

 
Mouse left – Turn left     Mouse right – Turn right 

 
Mouse down – Look down 
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Figure B.2: Crystal Island Backstory Handout 

Crystal Island Storyworld 
 
The CRYSTAL ISLAND storyworld is situated on a recently discovered volcanic island where a 
research station (Figure 1) has been established to study the island’s unique flora and fauna.  
There are nine characters in the CRYSTAL ISLAND storyworld (see the “Crystal Island Characters” 
handout): Rich Campbell (laboratory scientist), Elise Johnson (lab research), Jin Lee (camp 
nurse), Teresa Moore (research scientist), Quentin Nash (cook and maintenance engineer), Audrey 
Newsome (field scientist), Alex Reid (user controlled character), Bryce Reid (lead research 
scientist), and Al Schmidt (camp foreman).  The user plays the role of Alex Reid visiting her 
father, Bryce Reid, who serves as the research station’s lead scientist. 
 

 
Figure 1: Crystal Island Research Station 

 
The research camp includes the following buildings (see the “Crystal Island Virtual Environment 
Map” handout): Bryce’s House, the Dining Hall, the Infirmary, the Laboratory, the Men’s 
Quarters, the Restrooms, and the Women’s Quarters. 
 
The prototype CRYSTAL ISLAND virtual environment features a science mystery in which the user 
plays the role of a “medical detective” as Alex Reid, the daughter of Professor Bryce Reid.  As 
members of the research team fall ill, it is her task to discover the cause of the outbreak and its 
source. 
 
You will be given 30 minutes to interact with the CRYSTAL ISLAND virtual environment.  The 
amount of time you have remaining will be displayed in the lower left-hand corner of the screen 
in red.  Feel free to use the “Interacting with the Virtual Environment” handout (describing the 
keyboard and mouse controls), as well as the “Crystal Island Virtual Environment Map” handout 
and the “Crystal Island Characters” handout, throughout your interaction. 
 
If you have any questions at this time, please ask. 
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Figure B.3: Crystal Island Character Handout 

Crystal Island Characters 

 
Al Schmidt 

(Foreman) 
 

 
Alex Reid 

(User Character) 
 

 
Audrey Newsome 

(Field Scientist) 
 

 
Bryce Reid 

(Lead Scientist) 
 

 
Elise Johnson 
(Lab Technician) 

 

 
Jin Lee 
(Nurse) 

 

 
Quentin Nash 

(Cook and Maintenance) 
 

 
Robert Campbell 

(Lab Scientist) 
 

 
Teresa Moore 

(Research Scientist) 
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Figure B.4: Map Handout of the Crystal Island Environment 

Crystal Island Virtual Environment Map 

 
 

Bryce’s House:   Living quarters for Bryce 
Dining Hall:   Camp’s dining facilities 
Infirmary:   Medical facilities for the camp 
Laboratory:   Research lab facilities 
Men’s Quarters:  Living quarters for Al, Quentin, and Rich 
Women’s Quarters:  Living quarters for Audrey, Elise, Jin, and Teresa 
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Figure B.5: First Page of the Crystal Island Virtual Environment Survey 

Crystal Island Virtual Environment Survey 
This is a survey to learn more about the Crystal Island virtual environment and your 
experience interacting therein.  Please provide your honest assessments.  There are no right 
or wrong answers and you are not being evaluated. 
 
INSTRUCTIONS: For the following survey items, please indicate your agreement or 
disagreement with the statement by circling one of the five options: strongly disagree, disagree, 
undecided, agree, or strongly agree. 

1. I usually knew what action to take in the virtual environment. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

2. The events in the story made sense to me. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

3. At times, I felt enjoyment while interacting in the virtual environment. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

4. I felt my experience in the virtual environment was suspenseful. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

5. I was concerned about the welfare of Bryce and Teresa. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

6. I felt engaged in the virtual environment activities. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

7. I felt there was no overall goal to the story in the virtual environment. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

8. The graphics in the virtual environment were appropriate for the story setting. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 

9. The characters in the virtual environment were helpful. 

Strongly Disagree Disagree Undecided Agree Strongly Agree 
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