
 

ABSTRACT 
 

HA, EUN YOUNG. Modeling Discourse Structure and Temporal Event Relations for 
Automated Document Summarization with Markov Logic Networks. (Under the direction of 
James C. Lester.) 
   
Recent years have seen significant progress in natural language processing. A key challenge 

posed by many natural language applications ranging from text summarization to question 

answering and machine translation is designing an effective discourse processing framework. 

Linguistic phenomena that hold across sentence boundaries are still not well understood, 

even though they provide crucial knowledge for integrating the information communicated 

by individual sentences. Our work addresses automatic processing of natural language 

spanning multiple sentences. More specifically, it concerns modeling discourse structure and 

temporal event relations in support of automated document summarization. 

The models for discourse structure and temporal event relations are learned from 

natural language corpora in a supervised manner by utilizing the Markov logic machine 

learning framework. Markov logic is a probabilistic extension of first-order logic that allows 

formulae to be violated. In contrast to first-order logic in which a possible world has a binary 

value (true or false), Markov logic assigns a weight to each formula, reflecting the strength 

of the constraint the formula represents. A Markov logic network is a set of weighted first-

order clauses that represent objects in the domain, together with constants. An implemented 

prototype of a document summarizer utilizes a discourse structure model and a temporal 

event relation model in order to identify salient content from a given document and to 

structure the identified salient content into a coherent summary. The discourse structure 

model is learned from the RST-DT corpus, which consists of a collection of newspaper 

articles that are manually annotated with rhetorical structure based on Rhetorical Structure 

Theory. The temporal event relation model is learned from the TempEval-2 corpus, which 

contains a set of newpaper articles that are manually annotated with events and time 

expressions following the TimeML specifications for events and temporal relations. 



 

Evaluations suggest that the Markov logic network can effectively model discourse structure 

and temporal event relations.  
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CHAPTER 1    

Introduction 

Language is believed to be a window into human intelligence. Naturally, making computers 

understand human language is one of the fundamental problems within the field of artificial 

intelligence (AI). As a subfield of AI, natural language processing (NLP) concerns automatic 

processing of either written or spoken human language by computers.  

NLP has many practical application areas. For instance, automated text 

summarization aims to automatically generate concise summaries of text. Machine 

translation translates text written in one language into another language. Information 

extraction aims to automatically extract from text certain facts that are related with an entity 

of interest (i.e., extracting time, location, and participants for an event described in a text). 

Question-answering automatically answers a question that is given in natural language. 

Information retrieval returns documents that are relevant to the natural language queries 

posed by humans. Despite the difference in the targeted tasks, the common theme in these 

applications is to make information content more easily consumable, which will help both 

human and computers process information content more efficiently.  

Over the past several decades, significant progress has been made in NLP techniques. 

However, most successful work to date has focused on the analysis of individual sentences 

such as syntactic parsing, in which the grammatical structure of a given sentence is analyzed 

(e.g., Charniak, 2000), and semantic role labeling, in which the arguments associated with 

the predicate of a sentence are identified (e.g., Pradhan et al., 2004). The linguistic 
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phenomena that hold across sentence boundaries are still understudied, even though they 

provide crucial knowledge for combining the information contained in individual sentences.  

This dissertation addresses automatic processing of human language at a level that is 

beyond individual sentences. More specifically, the research described in this dissertation 

concerns automated text summarization. With increasing volume of digital information, 

automated text summarization techniques promise much appeal as they can condense 

important information content into a concise representation. Given a single document at a 

time, the goal of the proposed summarizer is to generate a concise summary of the original 

document. Generating a document summary requires both understanding the original 

document and generating a new summary text. The proposed summarizer utilizes the 

knowledge about the discourse structure of a given document in order to understand its 

content. In order to generate a summary of the document, the summarizer refers to the 

temporal relations among the events described in the document. 

1.1 Motivation 

Automated text summarization is concerned with automatically generating summaries that 

abstract essential content from one or more documents (Mani, 2000). With the increasing 

volume of information available in the form of digital documents, there is growing demand 

for advanced technologies for automated text summarization. As stand-alone systems, 

automatic summarizers help people digest information content more easily by highlighting 

only essential content of the original documents. An automatic text summarizer also can 

serve as a module in a larger system, in which the resulting summaries become an 

intermediate representation of the original document that can be further processed by other 

modules. For instance, Chase et al. (1998) suggest that automated text summarization can be 

combined with a visualization technique to build a system that can represent semantic 

relatedness of documents graphically.  
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The first step of automated summarization is to analyze the meaning of the original 

document in order to recognize important content. The automatic summarizer described in 

this dissertation utilizes the analyzed discourse structure of the original document in order to 

extract salient content that will be included in the summary. Discourse structure is what 

makes a coherent text distinguishable from a random collection of sentences (Marcu, 2000). 

In other words, discourse structure is an implicit mechanism by which sentences and 

paragraphs are semantically related with each other to form well-written text. Therefore, 

acquiring knowledge of this implicit structure is an essential requirement for the 

comprehensive understanding of text. Previous research (Daumé and Marcu, 2002; Clarke, 

2008) has shown that knowledge of the discourse structure of a document plays an important 

role in identifying salient information within it.  

Another important step of automated summarization is structuring the extracted 

content into a summary. Many genres of human-written text, such as news articles, children’s 

stories, and criminal reports, describe the sequences of events that occur along a certain 

timeline. Mani (2005) suggests the temporal order of events is a natural way of structuring 

the content of the summary when there are inherent temporal semantics in the original 

content. Adopting this suggestion, the automatic summarizer described in this dissertation 

structures the content of the summary according to a chronological order of the events.  

Previous work on single document summarization (Daumé III and Marcu, 2002) has 

primarily focused on identifying salient content that will constitute the summary, without 

paying much attention to how to structure the identified content in the summary. The 

extracted content can simply be placed in the summary in the same order as it appeared in the 

original document. However, temporally re-organizing the summary content has several 

potential advantages. First, it provides a principled strategy for structuring content not only 

for single document summarization, but also for multi-document summarization. In multi-

document summarization, the content is extracted from multiple source documents. 
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Therefore, finding an effective strategy for ordering the extracted content is often challenging 

(Mani, 2001). Second, temporal ordering could reduce the cognitive burden on readers by 

removing ambiguities in temporal relations that are often present in human-written text 

(Mani, 2005). Third, when the summarizer is used as a module in a larger system, it could 

provide richer semantic information (i.e., temporal relations among events) to other modules.   

1.2 Challenges 

This work proposes a novel approach to automated single document summarization. Given a 

single document at a time, the proposed summarizer aims to generate a summary of the 

document by extracting salient content based on the discourse structure of the original 

document and then by structuring the extracted content in a chronological order. The 

proposed task poses a number of challenges, which are described in the following sections. 

1.2.1 Modeling Discourse Structure 

Among the computational theories of discourse structure for text, rhetorical structure theory 

(RST) (Mann and Thompson, 1988) has been one of the most influential frameworks. RST 

explains coherence of text in terms of the functional role that is played by each discourse 

unit. A discourse unit can be as small as a phrase, a clause, or a sentence. Two adjacent 

discourse units can be combined into a larger unit by a rhetorical relation (e.g., elaboration, 

contrast). Each discourse unit also has an associated nuclearity, according to its relative 

importance within a given rhetorical relation: the nucleus is an essential unit, whereas the 

satellite is peripheral. The complete RST structure for a document is a tree whose root 

corresponds to the document, whose leaves are the smallest discourse units, and whose 

internal nodes are larger discourse units that combine two smaller units by a rhetorical 

relation. 
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Although discourse modeling within the RST framework has been extensively studied 

in previous work, it still remains an unsolved problem (Marcu, 2000; Reitter, 2003; Soricut 

and Marcu, 2003; LeThanh et al., 2004; Sporleder and Lascarides, 2004; Sporleder and 

Lapata, 2005; duVerie and Prendinger, 2009). In fact, the only discourse parser publicly 

available today is limited to intra-sentence discourse phenomena, meaning the discourse 

phenomena that hold beyond the sentence level is not being well understood yet (Soricut and 

Marcu, 2003). One line of research has addressed discourse analysis of entire documents 

(LeThanh et al., 2004; duVerie and Prendinger, 2009). However, these approaches have not 

yet achieved the same level of performance as in other fields of NLP. The accuracy of the 

state-of-the-art discourse parser (duVerie and Prendinger, 2009) is below 60% in terms of the 

F1 measure, on building complete rhetorical structure trees, while syntactic parsing has 

already achieved over 80% accuracy for newspaper articles (Charniak, 2000). 

There are many linguistic cues that show certain properties of discourse structure. For 

example, tense can signal temporal relations. The presence of a proposition in one sentence 

and the referred noun phrase in another sentence can imply the semantic relatedness of the 

two sentences. However, these cues are often ambiguous or absent. For instance, duVerie and 

Prendinger (2009) find that using an explicit set of about 300 discourse-signaling cue phrases 

suggested by Oberlander et al. (1999) did not improve the performance of their discourse 

parser.    

1.2.2 Modeling Temporal Relations 

Computational analysis of temporal relations involves anchoring events to a certain time 

point and determining relative orders between events. When events are anchored with 

explicit time expressions (e.g., yesterday, in 1972, at the same time), computing their orders 

is relatively easy. However, explicit temporal expressions are not always present in a text.  
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One line of research has focused on recognizing the different knowledge sources that 

contribute to inferring the temporal relations among events (Passoneau, 1988; Webber, 1988; 

Hwang and Schubert, 1992; Kamp and Reyle, 1993; Lascarides and Asher, 1993; Hitzeman 

et al., 1995; Kehler, 2000). Among the recognized features are temporal adverbials, tense and 

aspect of verbs, rhetorical relations, pragmatic conventions, and background knowledge. 

However, the mapping between these knowledge sources and the temporal relations is not 

always straightforward, as can be shown in the following two examples.1  

 

Max stood up. John greeted him.                 (1.1) 

 

Max fell. John pushed him.                                                 (1.2) 

 

While these two examples have the same tense structure (past tense followed by 

another past tense), they represent different temporal relations. In example 1.1, the order of 

the sentences follows the chronological order of the two events (Max’s standing up occurs 

BEFORE John’s greeting max). However, in example 1.2, the order of the sentences is 

reversed (Max fell AFTER John pushed him). In other words, example 1.1 follows a pragmatic 

convention of describing events chronologically, while this convention is overridden in 

example 1.2 by a rhetorical relation (explanation). Also, according to Lascarides and Asher 

(1993), humans use commonsense to reason about the temporal relations in 1.2. However, a 

commonsense database that is large enough for automatic temporal reasoning for the general 

domain does not exist and building a new one is both time- and cost-expensive.  

                                                
1 These examples are from (Lascarides and Asher, 1993).  
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1.3 Research Questions and Hypotheses 

To address the challenges described in the previous section, this dissertation aims at 

answering the following research questions. 

 

Research Question 1: What properties of discourse are useful for identifying 

important content to be included in the summary? 

Hypothesis 1: Because the notion of salience of meaning is reflected in the 

nuclearity information within RST, the nuclearity structure of documents can 

inform the relative importance of content (Sections 4.2, 4.3, 7.2). 

 

Research Question 2: How can the structure of discourse be modeled when explicit 

discourse markers may be ambiguous or absent? 

Hypothesis 2.1: The discourse structure of documents can be modeled in a 

data-driven way using statistical machine learning techniques with shallow 

linguistic features, such as lexical, punctuational, syntactic, and organizational 

features, instead of using explicit discourse markers (Sections 3.2 - 3.6, 7.1). 

Hypothesis 2.2: The task of modeling discourse structure can be decomposed 

into smaller subtasks, such as determining rhetorical relatedness of two 

discourse units, assigning a nuclearity to a discourse unit, and identifying 

rhetorical relation that hold between the two related discourse units.  Because 

these subtasks are related with one other, jointly modeling these subtasks 

improve the quality of the learned model by ensuring consistency among the 

subtasks (Sections 3.5, 7.1). 
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Research Question 3: How can temporal relations be modeled when the temporal 

expressions may be abstract or absent? 

Hypothesis 3.1: A temporal relation model can be modeled in a data-driven 

way, using a statistical machine learning technique with a variety of features, 

such as surface features (e.g., word tokens and stems), manually annotated 

semantic attributes of events and time expressions, syntactic features, and 

lexical relations (Sections 5.2 - 5.5, 7.3). 

Hypothesis 3.2: Analyzing temporal relations among events often requires 

commonsense reasoning. Because lexical ontologies provide commonly 

agreed semantic relations between words, they will provide important clues to 

temporal relation identification (Section 5.3, 7.3) 

Hypothesis 3.3: Temporal relations are transitive. That is, if event A happens 

before event B and B happens before event C, then it also holds that A happens 

before C. Imposing the transitive property of the temporal model as global 

constraints improves the quality of the learned model (Sections 5.4, 7.3). 

 

1.4 Approach 

To generate concise and coherent summaries from original documents, automated text 

summarization requires three phases of processing: analysis, refinement, and synthesis (Mani 

et al., 1998). In the analysis phase, the summarizer analyzes the overall structure of the 

original documents to extract salient content to be included in the summary. The refinement 

phase transforms the extracted content into sentences that will appear in the summary. The 

final synthesis phase organizes these sentences into a coherent summary text. The approach 
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described in this dissertation addresses each of these as follows. The domain is newspaper 

articles. 

• Analysis (Chapter 3). This phase analyze the nucelarity structure of the original 

document by referring to a model of nuclearity structure. Using a supervised 

machine learning approach, the nuclearity structure model is learned from a corpus 

of newspaper articles that is manually annotated with discourse structure. Markov 

logic (Richardson and Domingos, 2006) is used as the learning framework in order 

to jointly model the rhetorical relatedness of two adjacent discourse units and the 

nuclearity assignment to individual discourse units. This phase addresses hypotheses 

2.1 and 2.2.  

• Refinement (Chapter 4). The refinement phase transforms the original sentences 

into new sentences, which will be placed in the summary. A sentence compression 

technique (Knight and Marcu, 2000) is adopted. Sentence compression aims to 

summarize individual sentences only by deleting certain words from the original 

sentence. Based on the inferred nuclearity structure from the analysis phase, the 

refinement phase removes all the satellites from the original sentences. Simple post-

processing rules are additionally applied after the deletion of the satellites to improve 

the grammaticality of the resulting compressed sentences. This phase addresses 

hypothesis 1. 

• Synthesis (Chapters 5): The transformed sentences from the refinement phase are 

ordered in the summary following the temporal orders among the events described in 

the original document. The temporal relation model is learned from a corpus of 

newspaper articles that are manually annotated with temporal information. Markov 

logic is used as a learning framework. Markov logic allows imposing global 

constraints over a set of related local classifiers. Hypotheses 3.1 and 3.2 are 

addressed in this step. 
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1.5 Contributions 

This dissertation makes the following contributions to the field of NLP. 

 

• Joint modeling for discourse structure. The Markov logic approach for the 

nuclearity structure of text jointly models the rhetorical relatedness of two adjacent 

discourse units and the nuclearity assignment to individual discourse units. Previous 

work has shown joint modeling approaches improve the performance of learned 

model for many NLP tasks (Poon and Domingos, 2008; Meza-Ruiz and Riedel, 

2009; Yoshikawa et al., 2009). 

• Discourse-based sentence compression. The sentence compression technique based 

on the nuclearity structure of text can be used to recognize important content from 

the original document and to transform the original sentences by removing the 

satellites. The empirical evaluation with human judges shows that the discourse-

based sentence compression approach can effectively identify important content 

from the original documents. 

• Joint modeling for temporal relations of events. Temporal relations of events can 

be effectively modeled with Markov logic using a variety of features, including 

lexical ontologies. Joint modeling improves the overall performance of the learned 

model, by imposing global constraints for the transitivity of temporal relations over 

the local temporal relation models (Ha et al., 2010a; Ha et al., 2010b). 

• Identifying effective features for modeling temporal relations. The effectiveness 

of lexical ontologies on temporal relation prediction is explored. An experimental 

result suggests that statistically significant improvement is achieved by adding 

lexical ontology features such as the semantic distance between two words and the 

semantic relations between two verbs (Ha et al., 2010b). 
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• Temporal ordering as a strategy for structuring summary content. The 

usefulness of temporal ordering as a strategy for structuring summary content is 

explored. A prototype single document summarizer that utilizes the temporal strategy 

was implemented as a proof-of-concept. 

 

1.6 Organization 

The remainder of this document is structured as follows. Chapter 2 presents background and 

related work on discourse parsing, sentence compression, modeling temporal relations of 

events, and the Markov Logic statistical relational learning framework. Chapters 3 and 4 

describe proposed approaches to modeling discourse structure of documents using Markov 

logic and a sentence compression technique that utilizes a learned discourse structure model 

of document, respectively. Chapter 5 presents our approach to temporal analysis of events 

based on Markov logic. In Chapter 6, we show how the tree components, a discourse parser, 

a sentence compressor, and a temporal analyzer can be integrated into a single system that 

generates a summary of a given document. The evaluation results of the proposed approaches 

are reported in Chapter 7. Chapter 8 concludes and discusses future work. 
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CHAPTER 2    

Related Work and Background 

The work presented in this dissertation draws on several lines of research in computational 

linguistics that have been developed independently of each other, including discourse 

parsing, sentence compression, and modeling temporal relations of events. The following 

sections provide overviews of each of these areas. We also introduce the Markov logic 

statistical relational learning framework, which forms the technical backbone of our work. 

2.1 Discourse Parsing 

Much discourse parsing work to date has employed the Rhetorical Structure Theory 

framework (Marcu, 2000; Reitter, 2003; Soricut and Marcu, 2003; LeThanh et al., 2004; 

Sporleder and Lascarides, 2004; Sporleder and Lapata, 2005; duVerie and Prendinger, 2009), 

which explains the rhetorical structure of a text in terms of semantic relations (rhetorical 

relations) that hold between adjacent text spans and the salience (nuclearity) of a text span in 

relation to another text span. Some of these efforts have addressed full tasks of discourse 

parsing, including 1) segmenting text into elementary discourse units (edus)2, 2) combining 

smaller text spans into a larger span with a rhetorical relation, 3) identifying the type of 

rhetorical relation that combines two smaller text spans, and 4) assigning nuclearity (either 

nucleus or satellite) to the text spans.  

                                                
2 Elementary discourse unit (edu) is defined as a minimal unit of the discourse that represents a single concept (Mann and 
Thompson, 1988). 
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Marcu (2000) proposed the first data-driven approach to full discourse parsing based 

on decision-tree classifiers, where discourse parsing proceeds in two steps: first, identifying 

edu boundaries with a discourse segmenter, and second, building up the hierarchical 

discourse tree of an entire text with the parsing model. The discourse segmenter was trained 

using a decision-tree classification technique with a total of twenty-five features, including 

the part-of-speech (pos) tags within a 5-word window of context, discourse markers, and 

punctuation marks. Given a list of edus, the parsing model builds up the rhetorical structure 

tree by applying shift and reduce operations adopted from syntactic parsing algorithms. 

The rule-based discourse parser of LeThanh et al. (2004) similarly decompose the 

task of building discourse tree into two levels of analysis, sentence-level and text-level. The 

sentence-level discourse parser first segments edus and builds the discourse structure of 

sentences with edus. In the next step, the text-level discourse parser aggregates the sentence-

level discourse structures and into a single hierarchical tree structure. A beam search is used 

to determine the best discourse structures. The rules used by the discourses parses at both 

levels are based on syntactic information and cue phrases, and cohesive devices such as 

synonyms and hyponyms. 

Reitter (2003) views parsing as a series of classification decisions. As a chart parser 

proceeds one segment at a time, it tries to determine the best hypothesis for the rhetorical 

relation between the text spans that have been identified thus far. Rhetorical relations are 

modeled with support vector machines (SVMs) using a rich set of features at different 

linguistic levels, such as punctuation, parts-of-speech of the words at the boundary of text 

spans, length of text spans, and lexical chains (Hirst and St-Onge, 1998). However, in that 

work the parsing algorithm that employs the rhetorical relation classifiers is only 

conceptually proposed but never implemented. 

The key aspects of Reitter’s work are adopted by duVerie and Prendinger (2009), 

whose system consists of two sets of SVM classifiers using more than 100,000 features. One 
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set is used for predicting the relatedness of two adjacent text spans and another is used to 

predict the rhetorical relation. The classifiers are repeatedly applied in an alternating manner 

to build up a hierarchical discourse tree from a given set of edus. The set of 18 rhetorical 

relations considered by their system is expanded to 41 unique labels that augment rhetorical 

relations with possible combinations of nuclearity.  

Several attempts have focused exclusively on the discourse structure at a specific 

level of text organization. For instance, Soricut and Marcu (2003) are concerned with 

sentence-level discourse structure. They build statistical models for discourse segmenting 

and discourse parsing based on the concept of dominance set.  The dominance set is a feature 

representation of a lexicalized syntactic tree for an edu, which includes the syntactic and the 

lexical contexts of the edu at its boundary. Using this information, the discourse segmenter 

determines whether to insert a discourse boundary after each token in the sentence. The 

discourse parser searches through the space of all legal discourse parse trees based on the 

learned discourse model in a bottom-up manner. 

Similar to Soricut and Marcu (2003), Sporleder and Lapata (2005) present a discourse 

chunking technique that operates at the sentence level. While Soricut and Marcu’s discourse 

parser builds a complete discourse hierarchy of individual sentences by annotating each node 

in the discourse tree with both rhetorical relations and nuclearity, Sporleder and Lapata’s 

discourse chunker assumes a flat structure of sentence-level discourse and labels each edu 

with its nuclearity. Their proposed chunking algorithm proceeds in two steps, segmentation 

and labeling. The models for segmenting and labeling are built with a variety of linguistic 

features, including tokens, parts-of-speech, syntactic chunks, clause information, discourse 

connectives, token position and context. 

Sporleder and Lascarides (2004) focus on paragraph-level discourse structure, 

addressing the problem of determining the relatedness of inter-paragraph text spans. 

Analyzing high-level discourse structure poses additional challenges, because many 
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linguistic cues that signal rhetorical relations in smaller text spans such as inter-sentential 

level are not valid in larger text spans. Also, training instances become more sparse. The 

proposed approach utilizes a hierarchical clustering technique to build a tree structure with a 

set of paragraphs. This technique uses segment position, segment length, term overlap, 

punctuation, tense, cue phrases, and lexical chains. 

Several efforts have leveraged the utility of other frameworks outside of RST for 

discourse parsing. Forbes et al. (2001) propose a full discourse parser based on Lexicalized 

Tree Adjoining Grammars (XTAG-Group, 1995). A rule-based parser of Polanyi et al. 

(2004) is based on the Linguistic Discourse Model framework (Polany, 1988), which 

provides a semantic account of discourse structure. Baldridge and Lascarides (2005) develop 

a probabilistic head-driven discourse parser for dialogue based on Segmented Discourse 

Representation Theory (Asher and Lascarides, 2003). Wellner et al. (2006) build a maximum 

entropy classifier of rhetorical relations based on the Graphbank corpus (Wolf and Gibson, 

2005), which represents informational discourse relations as a graph. Subba and Di Eugenio 

(2009) propose a full discourse parser for instructional text trained on a corpus whose 

annotation is based on both the coding scheme for explanatory dialogue (Moser et al., 1996) 

and RST.  

Like the majority of the previous work, our approach is based on RST. However, it 

differs from previous work in that our focus is on the explicit construction of the nuclearity 

structure of entire texts as an independent subtask of discourse parsing, separate from 

rhetorical relation classification. Our approach is the first to employ joint modeling for 

discourse parsing.  

2.2 Sentence Compression 

A large body of work has addressed sentence compression with techniques ranging from 

decision-trees (Knight and Marcu, 2000), the noisy-channel model (Knight and Marcu, 2000; 
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Turner and Charniak, 2005; Galley and McKeown, 2007), and maximum entropy (Riezler et 

al. 2003) to support vector machines (Le Nguyen et al., 2004), large-margin online learning 

(McDonald, 2006), and Integer Linear Programming (Clarke, 2008; Filippova and Strube, 

2008). 

Knight and Marcu (2000) are among the first who propose a data-driven approach to 

sentence compression based on a noisy-channel model. This model assumes that the 

sentences were originally a shorter string (the compression) and then optional words and 

phrases were added to the original string. The goal of this approach is to identify the original 

string from which a given sentence was derived. The noisy-channel model consists of three 

components: a source model, a channel model, and a decoder. Based on probabilistic context-

free grammar (PCFG) rules and a bigram language model, the source model assigns to every 

string a probability that this given string is generated as an original short string. The channel 

model assigns every pair of strings a probability that one is an expansion of the other, in 

which the channel probability is calculated as the product of the probability for each required 

transformation to expand the short string to the long string. The decoder searches for a short 

string that maximizes the probability of the short string given a long string.  

To address the lack of training data, Turner and Charniak (2005) propose an 

unsupervised approach to sentence compression based on the noisy channel model of Knight 

and Marcu (2000). Because a parallel corpus of original sentences and compressions is no 

longer available, their unsupervised model modifies the channel model to use joint rules 

approximated from Penn Treebank (Marckus et al., 1999). 

To improve probability estimation for compression rules, Galley and McKeown 

(2007) extend the noisy-channel approach of Knight and Marcu (2000) through lexicalized 

head-driven Markovization of synchronous context-free grammars (SCFG). SCFG can be 

viewed as context-free grammars (CFGs) whose production rules have pairs of strings on 

their right-hand side, one for the source and the other for the target. Within the context of 
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sentence compression, the target-side string (the compression) is restricted as a substring of 

the source-side string (the original long sentence). Markovization factorizes n-ary grammar 

productions into products of n right-hand side probabilities. 

While the noisy-channel technique is a generative method that models the joint 

probability of a given sentence and its compression, a different line of research has proposed 

a discriminative approach. Riezler et al. (2003) presents a method based on a maximum 

entropy classification technique. To produce a compressed version of a sentence, their system 

first parses the sentence using Lexical Functional Grammar for English, producing a set of 

packed functional structures (f-structure) for an ambiguous sentence. In the next step, a 

transfer component modifies the parser output to reduced f-structures, which are then filtered 

by a generator to determine syntactic well-formedness. Using a maximum entropy 

disambiguator trained on parsed and manually disambiguated f-structures for pairs of 

sentences and their compressions, the most probable reduced f-structure is selected. A string 

(compression) is generated from this f-structure.  

Le Nguyen et al. (2004) propose a probabilistic method for sentence compression 

based on SVMs. Their goal is to generate globally optimal compressions, in which the 

aggregated compression probability for an entire document is maximized. Compression rules 

are learned with SVMs using syntactic, semantic, and operation features.  

McDonald (2006) criticizes Knight and Marcu’s approach (2000) for relying heavily 

on the output of a noisy parser to estimate the probability of the compression. Instead, he 

argues that the parse trees should be considered as a source of evidence to be balanced with 

other evidence, but not a gold standard. The presented approach proposes a discriminative 

large-margin learning framework for sentence compression, coupled with a decoding 

algorithm that searches the entire space of all compressions. New features are introduced, 

which include bigrams in the compression and deleted words and phrases from the original 

sentence. 
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Clarke (2008) and Filippova and Strube (2008) utilize Integer Linear Programming 

(ILP) (Vanderbei 2001) for sentence compression. Clarke (2008) views sentence 

compression as an optimization problem, in which a compression is a substring of a given 

long sentence that maximizes a scoring function. The scoring function is a language model 

combined with a set of constraints that ensures grammaticality of the output compression. 

Within the ILP framework, these language model and constraints are encoded as linear 

inequalities. 

Filippova and Strube (2008) present an approach that compresses dependency trees of 

a given word, not strings of words. Similar to Clarke (2008), they consider sentence 

compression an optimization problem, which is solved using ILP. Taking syntactic 

constraints and the importance of a word to a given topic into account, the proposed method 

compresses sentences by removing dependency edges from the dependency tree of a given 

sentence.     

Despite the diversity of the techniques employed, most approaches rely primarily on 

syntactic features derived from the syntactic parse structure of a sentence to determine which 

sentence constituents (e.g., words, phrases, or clauses) to remove. While relying on syntactic 

structure offers the advantage of assuring the grammaticality of resulting compressions, 

syntactic structure alone does not provide much information about the semantic importance 

of a given sentence constituent.  

Several attempts have been made to address this lack of semantic awareness. Jing 

(2000) uses lexical relations between words defined in WordNet (Fellbaum, 1998) such as 

synonymy, antonymy, meronymy, entailment, and causation to identify the focus of meaning 

in the local content. Hori and Furui (2004) describe a technique to compute the importance of 

a topic word (e.g., noun) without an external knowledge base such as WordNet. They define 

word significance score based on the frequency of a given topic word within a document and 
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within a training corpus, indicating the relative significance of the topic word. Similar 

techniques are adopted in later work (Clarke, 2008; Filippova and Strube, 2008). 

In contrast to these approaches that compute the focus of meaning only at a local 

lexical level, Sporleder and Lapata (2005) propose a sentence compression technique that 

computes the focus of meaning in terms of discourse salience based on the RST framework. 

Using a discourse chunker trained on a corpus annotated with nuclearity information 

(Carlson et al., 2002), each edu in a sentence is assigned a nuclearity label whose value is 

either nucleus or satellite. Following the widely accepted assumption that satellites can often 

be deleted without harming discourse coherence, their sentence compressor removes all the 

satellites and generates a compression by concatenating remaining nuclei.  

While conceptually appealing, this approach has the drawback that it does not employ 

any additional mechanisms to ensure the grammaticality of the resulting compression. For 

example, there are cases in which an edu that includes the main subject and the main verb of 

a sentence is a satellite. In such cases, removing the satellite is likely to result in an 

ungrammatical compression. Another limitation is that the discourse chunking technique 

attempts to model only sentence-level discourse structure. While this is not necessarily a 

problem with the task of sentence compression, it limits the scope of the applicability of the 

approach.  

In contrast, it would be desirable to model both sentence-level and document-level 

discourse structure in a unified framework. Because sentence compression is frequently 

performed in the context of document compression, a unified formalism could effectively 

support both tasks. The approach proposed in this dissertation (Chapter 4) is inspired by 

Sporleder and Lapata (2005). It uses a similar notion of discourse salience within an RST-

based Markov Logic framework for sentence compression to address the limitations of the 

earlier work. 
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2.3 Modeling Temporal Relations 

With the recent emergence of the TimeBank corpus (Pustejovsky et al., 2003b), data-driven 

approaches to modeling temporal relations are gaining momentum. Boguraev and Ando 

(2005) is the first to address temporal relation recognition based on the TimeML markup 

language for events and temporal relations (Pustejovsky et al. 2003a), which the annotation 

scheme for the TimeBank corpus complies with. Boguraev and Ando apply semi-supervised 

learning using a word profiling technique, which uses features based on word co-occurrence 

counts to recognize events and to infer temporal relations between time expressions and their 

anchored events in TimeBank.  

Mani et al. (2006) focus on the prediction of six types of temporal relations 

(simultaneous, before, immediately before, begins, ends, and includes) between events as 

well as between events and time expressions.  They train maximum entropy classifiers on the 

combination of TimeBank and the Opinion Corpus3 using gold standard features. To address 

data sparseness, they expand training data by computing the transitivity of temporal relations, 

which improves the accuracies of the prediction.   

The TempEval-1 shared task challenge (Verhagen et al., 2007) proposes three 

standard tasks for analyzing temporal relations of events, which includes indentifying 

temporal relations between events and time expressions within the same sentence; events and 

document creation times; and events in adjacent sentences. Six types of temporal relations 

(before, before-or-overlap, overlap, overlap-or-after, after, and vague) are considered.  

To address this challenge, the participants of TempEval-1 investigate a variety of 

features. Bethard and Martin (2007) approach the task of temporal relation identification as 

pair-wise classification tasks and introduce syntactic features generated by a phrase-based 

syntactic parser. An SVM classifier is trained for each of the three temporal relation 
                                                
3 Available at http://www.timeml.org. 
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identification tasks with syntactic parse-driven features as well as manually annotated 

semantic attributes of the events and time expressions. To ensure consistency between the 

classifier decisions, the classifiers are pipelined such that the output of one classifier is 

provided as an input to the other two classifiers. 

Cheng et al. (2007) present a sequence-labeling approach to temporal relation 

classification that utilizes a sequence labeling technique. The features to represent the target 

instances are derived from dependency parse trees, indicating the position of the target node 

in relation to other nodes in the dependency parse tree. The sequence labeling model is 

trained using HMM-SVM4. 

In contrast to the other participants in TempeEval-1 who take a machine-learning 

approach, Puscasu (2007) incorporates a knowledge base into statistical techniques. The 

proposed approach relies on the syntactic structure of the sentences, as well as the 

propagation of the temporal relations between syntactic constituents in a bottom-up manner. 

They use syntactic and lexical properties of the constituents and the relations between them. 

While most machine learning approaches model temporal relations as local pairwise 

classifiers that ignore possible inconsistencies among predicted temporal relations, Chambers 

and Jurafsky (2008) show that adding global constraints over local classifiers improves 

model accuracy by enforcing consistency between local classification decisions. Using ILP, 

they model two-way (before and after) temporal relations between events.  

Similarly, Yoshikawa et al. (2009) show that joint modeling improves temporal 

relation classification based on the Markov logic framework. Using TempEval-1 data, they 

address three subtasks including prediction of 1) temporal relations between events and 

temporal expressions in the same sentence, 2) between events in a document and the 

document creation time, and 3) between two main events in consecutive sentences.  

                                                
4 Available from http://svmlight.joachims.org/svm_struct.html 
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Our work is most closely related to Yoshikawa et al. (2009) in that Markov logic is 

used for joint modeling of temporal relations. However, our approach is different from their 

work in two primary respects. First, we introduce new lexical relation features derived from 

two English lexical ontologies, WordNet (Fellbaum, 1998) and VerbOcean (Chklovski and 

Pantel, 2004), as effective predictors of temporal relations between two events. Second, our 

model addresses a new task introduced in TempEval-2, which is to identify temporal 

relations between main and syntactically dominated events in the same sentence. We also 

employ phrase-based syntactic features (Bethard and Martin 2007) rather than dependency-

based syntactic features. 

2.4 Markov Logic 

Markov logic is a statistical relational learning framework (Getoor and Taskar, 2007) that 

focuses on joint inference of statistical variables by incorporating global correlations that 

hold between them. Markov logic is a probabilistic extension of first-order logic that allows 

formulae to be violated. In contrast to first-order logic that assigns a possible world either 1 

(when a world satisfies all the formulae) or 0 probability (when a world violates one or more 

formulae), Markov logic assigns a weight to each formula, reflecting the strength of the 

constraint the formula represents. Thus, Markov logic is equivalent to first-order logic in its 

syntax except that each formula has an associated weight. Semantically, Markov logic 

formulae represent a probability distribution over possible words. From the probability 

perspective, Markov logic offers a compact language by which large Markov networks can 

be specified, allowing a modular approach to incorporate knowledge bases into them. From 

the first-order logic perspective, Markov logic provides a mechanism to handle uncertainty 

and contradictory knowledge.  

A Markov logic network (MLN) is a set of weighted first-order clauses. Together with 

constants that represent objects in the domain, an MLN defines a Markov network in which 
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each ground predicate has a corresponding binary node and each ground formula is a feature. 

The value of a binary node is 1 if the ground predicate is true; otherwise it is 0. Similarly, the 

value of a feature is 1 if the ground formula is true; otherwise it is 0. The probability of a 

state 

€ 

x  in a MLN is given by 

 

€ 

P(X = x) =
1
Z
exp ω ini(x)
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F  is the number of formulae in the MLN, 
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ω i  is the weight of the 
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i th clause 

€ 

fi in 
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ni(x) is the number of true groundings of 

€ 

fi  in 

€ 

x , and 

€ 

Z  is a normalization constant. MLNs 

define probability distributions over possible worlds. An MLN can be viewed as a template 

by which one can construct Markov networks. Different sets of constants result in different 

Markov networks, but there are certain regularities across different Markov networks that are 

maintained by the structure of the MLN.  

Figure 2.1 shows a graphical structure of a ground MLN, which is constructed by 

applying constants A and B to the MLN in Table 2.1.5 Each node in this graph is a ground 

atom. There is an edge between two nodes in the MLN if and only if there is at least one 

grounding of one formula in which the two ground atoms appear together.   

 

 

 

 

 

 

                                                
5 This example is taken from (Richardson and Domingos, 2006). 
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Table 2.1. Example of a first-order knowledge base and corresponding MLN 
 

First-Order Logic Clausal Form Weight 

€ 

∀xSmokes(x)⇒ Cancer(x) 
Smoking causes cancer. 

€ 

¬Smokes(x)∨Cancer(x)  1.5 

€ 

∀x∀yFriends(x, y)⇒ (Smokes(x)⇔ Smokes(y))
If two people are friends, either both 
smoke or neither does. 

€ 

¬Friends(x,y)∨Smokes(x)∨¬Smokes(y)  

€ 

¬Friends(x,y)∨¬Smokes(x)∨Smokes(y)  
1.1 
1.1 

 

Friends(A, B) 

Friends(A, A) Friends(B, B) 

Friends(B, A) 

Smokes(A) Smokes(B) 

Cancer(A) Cancer(B) 

Figure 2.1. Graphical structure of MLN in table 2.1 



 

 

 

25 

Recently, Markov logic has been successfully applied to several natural language 

problems including coreference resolution (Poon and Domingos, 2008), semantic role 

labeling (Meza-Ruiz and Riedel, 2009), and temporal reasoning (Yoshikawa et al., 2009). 

Markov logic also constitutes the technical backbone of the work presented in this 

dissertation; we use it to model discourse structure of a document (Chapter 3) and the 

temporal relations between events (Chapter 5). The choice of Markov logic as a learning 

technique for these tasks is motivated both theoretically and practically. Theoretically, it is a 

statistical relational learning framework that does not assume random variables are 

independently and identically distributed (i.i.d). This is a desirable characteristic for complex 

problems such as modeling discourse structure and temporal relation classification, as well as 

many other natural language problems, in which the features representing a given problem 

are often correlated with one another. Practically, Markov logic allows us to build both 

individual and joint models in a uniform framework; individual models can be easily 

combined together into a joint model with a set of global formulae governing them. 
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CHAPTER 3    

Discourse Parsing with Markov Logic 

It is widely agreed that text is not merely a sequence of clauses and sentences but exhibits a  

complex discourse structure. While the discourse structure of text is not explicitly visible at 

the level of word strings, its presence is perceived by readers as the coherence of the text 

(Marcu, 2000). When this structure is absent, text becomes difficult to understand. In other 

words, discourse structure is an implicit mechanism by which individual phrases and 

sentences are glued together. To be able to correctly understand the meaning of text, natural 

language systems should be able to infer discourse structure of the text. Discourse parsing 

aims at automatically deriving this implicit discourse structure of text, which requires the 

recognition of basic building blocks of discourse and creating a structure with those building 

blocks. 

The problem of automatically understanding discourse structure has recently attracted 

significant attention for its potential benefits for a broad range of application areas. For 

instance, a document summarizer may depend on rhetorical relations (e.g., background, 

contrast) (Mann and Thompson, 1988) that hold between sentences to decide whether to 

include certain sentences in the summary (Marcu, 2000). The nucleus structure of discourse 

could guide a document summarizer to recognize more important information in the 

document (Sporleder and Lapata, 2005). Discourse-level knowledge can benefit information 

extraction systems in identifying co-referring events (Humphreys et al., 1997). Discourse 

models could also improve question-answering systems by interpreting the user’s question in 
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the context of preceding questions (Chai and Jing, 2004; Sun and Chai, 2007). In an 

automated essay scoring system, discourse models learned from well-written text could be 

used to score coherence of student-written essays (Burstein and Marcu, 2003).  

However, discourse parsing remains a hard problem. A publicly available discourse 

parser that is capable of analyzing a full document has not emerged yet. Current state-of-the-

art accuracy for discourse parsing is still low (duVerie and Prendinger, 2009). The linguistic 

cues that signal different discourse properties are not fully understood yet.  

Addressing these challenges, this chapter proposes a data-driven approach to 

modeling discourse structure. Our approach utilizes a supervised machine learning approach 

to automatically analyze the nuclearity structure of text, based on RST (Mann and 

Thompson, 1988). RST is among the most influential computational frameworks for 

discourse analysis for text. It has been applied to many different areas of natural language 

processing including text generation, parsing, summarization, argument evaluation, machine 

translation, and essay scoring (Taboada and Mann, 2006).  

3.1 Rhetorical Structure Theory 

RST represents a text as a tree structures whose leaf nodes are elementary discourse units 

(edus) and whose internal nodes specify rhetorical relations between subtrees. At the leaf 

level, rhetorical relations are applied to adjacent edus, combining rhetorically related edus 

into a single larger text span. The same process is recursively applied to the resulting larger 

text spans, building up into a tree that represents the rhetorical structure of an entire text. 

Although it is possible that non-adjacent text spans are rhetorically related to one another, 

RST only considers relations that hold between adjacent text spans. Each text span in RST is 

either a nucleus or satellite, according to its importance in achieving the communicative 

intent. Nuclei are more essential than satellites: it is often difficult to comprehend the satellite 

without the nucleus, but the nucleus is still understandable to a certain extent after removing 
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the satellite. Relations could be either mononuclear or multinuclear. Mononuclear relations 

hold between two text spans when one text span (the nucleus) is more important than the 

other text span (the satellite). Multinuclear relations hold among two or more text spans that 

are equally important. 

Figure 3.1 shows an example discourse structure of the sentence consisting of three 

edus, “But their 1987 performance indicates that they won’t abandon stocks unless 

conditions get far worse.”6 In this sentence, the second and the third edus are combined by 

the rhetorical relation CONDITION, forming a larger text span [2, 3]. The text span [2, 3] is 

again combined with the first edu by another rhetorical relation ATTRIBUTION. The text span 

[2, 3] is the nucleus of the ATTRIBUTION relation, and the first edu is the satellite. The second 

and the third edus are the nucleus and the satellite, respectively, of the CONDITION relation. 

 

 

 
                                                
6 This sentence is extracted from the RST Discourse Treebank (Carlson et al., 2002).  

Figure 3.1. Example discourse tree 

[EDU 1] But their 1987 
performance indicates 

[EDU 2] that they 
won't abandon stocks 

[EDU 3] unless 
conditions get far worse. 

CONDITION 
 [2, 3] 

Nucleus 

Satellite 

ATTRIBUTION 
 [1, 3] 
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To build such a tree structure from raw text, a discourse parser needs to address 

several inter-related subtasks: identifying edu boundaries; determining whether a given text 

span is rhetorically related with its adjacent text span; assigning appropriate rhetorical 

relations to related text spans; and inferring the nuclearity of each text span.  

3.2 Modeling Discourse Structure 

Recent data-driven approaches to discourse parsing have often treated the task of inferring 

the nuclearity of a text span as a part of rhetorical relation assignment. These approaches 

augment each rhetorical relation with possible combinations of nucleus and satellite, then use 

these augmented rhetorical relations as the target classification labels the system attempts to 

predict (Soricut and Marcu, 2003; duVerie and Prendinger, 2009).7 Thus, the nuclearity 

structure of text is only implicitly modeled via the rhetorical relations model.  However, this 

approach is undesirable for certain applications that require only nuclearity information but 

do not require rhetorical relations (e.g., Sporleder and Lapata, 2005). In addition, the 

increased number of rhetorical relations the system needs to consider would render the 

problem of classifying rhetorical relations unnecessarily more difficult because the training 

data for each relation instance would become more sparse. 

To address the shortcomings of previous approaches and to support a more modular 

approach to discourse parsing, this dissertation proposes an alternate approach that treats 

modeling the nuclearity structure of text as a standalone discourse parsing task, independent 

of modeling rhetorical relations. The approach involves focusing on two tasks of discourse 

parsing: (1) determining whether two adjacent text spans are rhetorically related, and (2) 

inferring the nuclearity of each text span. Taking a supervised machine-learning approach 

                                                
7 For example, given a rhetorical relation attribution, two sub-relations, attribution-NS and attribution-SN, are 
considered separately, where prefixes -NS and -SN specify the order of the nucleus (N) and the satellite (S) 
within this relation. 
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with the Markov Logic statistical relational learning framework (Richardson and Domingos, 

2006), we model these two tasks jointly. In contrast to pipelined approaches, in which 

decisions made in earlier stages of the pipeline are propagated to later stages without a means 

of incorporating feedback from the later stages, a joint modeling approach allows 

communication among different tasks during inference. We show in later sections that joint 

modeling improves the performance of the learned nuclearity structure model. Moreover, our 

best-performing joint model uses much simpler features than the current state-of-the-art and 

yet achieves comparable results.   

3.3 The Corpus 

We take a supervised machine learning approach to modeling the nuclearity structure of text. 

We use the RST Discourse Treebank (RST-DT) corpus (Carlson et al., 2002) to both train 

and test our models. RST-DT consists of 385 Wall Street Journal articles that are taken from 

the Penn Treebank (Marcus et al., 2009). The length of an article varies between 31 and 2124 

words, with an average of 458.14 words per article. The entire corpus consists of more than 

176,000 words. The corpus is partitioned into a training set of 347 articles consisting of 6132 

sentences and a test set of 38 articles containing 991 sentences. The corpus is manually 

annotated with discourse structure following the RST framework. The corpus contains 

21,789 edus with an average of 56.59 edus per article. The average length of an edu is 8.1 

words. 

Four kinds of information are available from the annotation: (1) the boundary of 

individual edus, (2) whether two adjacent text spans are combinable into a larger text span, 

(3) rhetorical relations that hold between two adjacent text spans, and (4) the nuclearity of 

each text span. Among these, we are interested in learning (2) and (4). While Sporleder and 

Lapata (2005) treat identifying edu boundaries and assigning nuclearity to the edus as a 

single combined task, we follow the common practice of other discourse parsing research 
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(Marcu, 2000; Soricut and Marcu, 2003; LeThanh et al., 2004; duVerie and Prendinger, 

2009) that treats edu boundary identification as a separate task. We assume this task is 

performed by an external discourse segmenter such as SPADE (Soricut and Marcu, 2003) 

and focus on learning hierarchical nuclearity structure of discourse. 

3.4 Features 

To model the nuclearity structure of text, each text span (equivalently, each node in the RST 

tree) is represented with three types of features: surface, syntactic, and organizational. These 

features are extracted from each edu. The internal nodes of the RST that consist of more than 

one edus are represented by the edus at the boundary (i.e., the beginning and the end of the 

internal node). The following sections describe each of these types of features more in detail.   

3.4.1 Surface Features 

The words at the boundaries of a given text span are used as features. This is our relaxed 

approach to discourse markers. Discourse markers have been shown to be good predictors of 

discourse structure (Marcu, 2000) and tend to be placed at the boundary of a text span. 

However, rather than manually composing the list of discourse markers, we simply use word 

tokens at the boundaries. To keep the feature space to a manageable size, we consider only 

three tokens at each boundary and use stems of words instead of word token themselves. We 

also take punctuation into account. Punctuation at the boundaries of text spans is used as a 

feature along with its position (either beginning or end) in the given text span. 

 

 •   begin_word_3: the stems of the first three word tokens at the beginning of an edu 

 •   end_word_3: the stems of the last three word tokens at the end of an edu 

 •   punctuation_begin: the type of punctuation at the beginning of an edu 

 •   punctuation_end: the type of punctuation at the end of an edu 
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3.4.2 Syntactic Features 

For syntactic features, we consider part-of-speech (pos) tags of both the first and the last 

three word tokens of an edu, as well as dominance set whose concept was introduced by 

Soricut and Marcu (2003). The pos tags at the boundaries are a syntactic generalization of the 

corresponding surface features (begin_word_3 and end_word_3) described in the previous 

section. Dominance set represents syntactic characteristics at edu boundaries, which consists 

of a head node and a corresponding attach node. A head node of an edu is defined as the 

node at the highest position (e.g., the distance to the root of the syntactic parse is the shortest) 

in a syntactic parse that has one of the words in the given edu as its lexical head (Figure 3.2). 

A corresponding concept is an attachment node, which is defined as the parent node of the 

head node. A head node and its attachment node always belong to different edus, thus 

providing important clues for sentence-level discourse structure. We use the stems of lexical 

heads and the syntactic categories of both head nodes and attachment nodes as features.  

 

•  begin_pos_3: the pos tags of the first three word tokens at the beginning of an edu 

•   end_pos_3: the pos tags of the first three word tokens at the end of an edu 

 •   head_word: the stem of the lexical head of a given edu’s head node 

 •   head_synCat: the syntactic category of a given edu’s head node 

 •   attach_word: the stem of the lexical head of a given edu’s attach node 

 •   attach_synCat: the syntactic category of a given edu’s attach node 
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Figure 3.2. Illustrated example of head node and attachment node 
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head node  
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3.4.3 Organizational Features 

These features encode the organizational levels of text, such as sentences and paragraphs. 

Previous work has found a strong correlation between different organizational levels of text 

and the structure of RST trees (Marcu, 2000). In addition, both the absolute and relative 

position of a given text span are used. Absolute position of a text span is represented by an 

offset from the beginning of the text in terms of three different units: paragraph, sentence, 

and token. Relative position is a “bucketized” version of the absolute position when the text 

is divided into five equal-sized buckets. The value of relative position is also given in terms 

of paragraph, sentence, and token. 

 

•   begin_of_sentence: a binary feature indicating a given edu begins a sentence 

•   end_of_sentence: a binary feature indicating a given edu is ends of a sentence 

•   same_sentence: a binary feature indicating two adjacent edus belong to the same                                 

    sentence 

•   begin_of_paragraph: a binary feature indicating a given edu begins a paragraph 

•   end_of_paragraph: a binary feature indicating a given edu ends a paragraph 

•   same_paragraph: a binary feature indicating two adjacent edus belong to the same  

    paragraph 

•   position_in_paragraph: an absolute offset of an edu from the beginning of the text  

    in terms of number of paragraphs 

•   position_in_sentence: an absolute offset of an edu from the beginning of the text in  

    terms of number of sentences 

•   position_in_token: an absolute offset of an edu from the beginning of the text in  

    terms of number of tokens  

•   relative_position_in_paragraph: the bucket an edu belongs to when the text is  

    divided into 5 equal-sized buckets in terms of paragraph  
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•   relative_position_in_sentence: the bucket an edu belongs to when the text is  

    divided into 5 equal-sized buckets in terms of sentence  

•   relative_position_in_token: the bucket an edu belongs to when the text is divided  

    into 5 equal-sized buckets in terms of token  

3.5 The Markov Logic Network 

To represent our MLN, a set of predicates is defined as the basic building blocks from which 

formulae are composed (Table 3.1). There are two types of predicates, hidden and observed. 

Hidden predicates are those that are not directly observable during test time. Instead, 

they are predicted by inference. In other words, hidden predicates are what we want to 

predict with the learned model. We define two hidden predicates, ISNODE(b,e) and 

NODETYPE(b,e,t). The predicate ISNODE(b,e) represents the proposition that a text span [b, e] 

is a legitimate node in the RST tree that is being built for a given text. Note that a node in an 

RST tree is either an edu at the leaf level, or a larger text span combining smaller text spans 

at an intermediate level. Thus, ISNODE(b,e) models whether or not two adjacent text spans 

could be combined together. NODETYPE(b, e, t) represents that the type of a text span [b, e] is 

t, where the value of t is either nucleus or satellite. This hidden predicate models the 

nuclearity of a node in the RST tree.   

Observable predicates are those that can be fully observed during test time. We define 

thirteen observable predicates to represent the features described in the previous section. 

Note that SPAN(b, e) is a special predicate representing a candidate text span [b, e] in the RST 

tree that is being built, through which we examine every possible node in the RST tree. To 

constrain the search space, we follow the previous convention (Marcu, 2000; LeThanh et al., 

2004; Sporleder and Lascarides, 2004) and assume the structure of an RST tree corresponds 

to the organization of the text whose discourse structure it represents; that is, the node in an 

RST tree respects sentence and paragraph boundaries. 
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Table 3.2. Hidden and observable predicates in the proposed MLN 

Predicate Description 

ISNODE(b, e) A text span [b, e], which is a legitimate node in the RST 
tree that is being built 

H
idden NODETYPE(b, e, t) A text span [b, e] having a nuclearity t 

EDU(b) An edu b 

SENTENCE(b, e) A sentence spanning over edus b through e 

PARA(b, e) A paragraph spanning edus b through e 

SPAN(b, e) A candidate text span [b, e] (ensures b ≤ e) 

POSITION(b, p, s, t) Position of an edu b as the offset from the beginning of the 
text in terms of paragraph (p), sentence (s), and token (t)  

RELPOSITION(b, d, s, 
t)  

Relative position of an edu b when a text is divided into 5 
equal-sized buckets in terms of edu (d), sentence (s), and 
token (t) 

BEGINWORD(b, u, v, 
w) 

Stems of the 3 words at the beginning of an edu b 

ENDWORD(b, u, v, w) Stems of the 3 words at the end of an edu b 

BEGINPOS(b, x, y, z) pos tags of the 3 words at the beginning of an edu b 

ENDPOS(b, x, y, z) pos tags of the 3 words at the end of an edu b 

HEAD(b, w, c) Head node of an edu b having a lexical head w whose 
syntactic category is c 

ATTACH(b, w, c) Attachment node of an edu b having a lexical head w 
whose syntactic category is c 

O
bservable 

PUNCT(b, c, i) A punctuation c at position i (i is either begin or end) of 
edu b 
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 Local formulae are those that contain only one hidden predicate. An example of a 

local formula in the MLN is  

 

SPAN(b, e) 

€ 

∧  b ≤ e 

€ 

∧ BEGINP(b, x, y, z) 

€ 

⇒ NODETYPE(b, e, t)    (3.1) 

 

Given a candidate text span [b, e], this formula looks at the first three words of the first edu b 

belonging to this candidate span to determine the nuclearity of this potential RST node.  

Global formulae contain more than one hidden predicate. To maintain consistency 

across the two hidden predicates, several global formulae are defined as hard constraints, 

such as: 

 

ISNODE(b, e) 

€ 

⇒ |

€ 

∃ t: NODETYPE(b, e, t)| = 1      (3.2)      

   

NODETYPE(b, e, t) 

€ 

⇒ ISNODE(b, e)                 (3.3) 

 

Formula (3.2) asserts that if a candidate text span [b, e] is a legitimate node in the RST tree, 

then it should be assigned exactly one nuclearity. Formula (3.3) enforces the constraint that if 

a candidate text span has an assigned nuclearity, it must also be a legitimate RST node.  

3.6 Model Training 

With the given task formulation in Markov logic, model training refers to learning weights 

for each formula in our defined MLN. The first step of model training is to extract features 

from the training corpus to represent each target instance to learn (e.g., ISNODE and 

NODETYPE predicates). To extract these features, the training data are preprocessed in several 

steps. First, all the n-ary relations (e.g., multinuclear relations such as JOINT) in the corpus 

are converted to binary relations by adding new intermediate nodes to a given n-ary subtree 
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and cascading the nuclearity information down to the newly added nodes. The resulting new 

structures are right-branching binary subtrees (Figure 3.3). In the following step, the data are 

stemmed and syntactically parsed with the Porter Stemmer implementation in NLTK (Bird 

and Loper, 2004) and the Charniak Parser (Charniak, 2000). The syntactic parse trees are 

then lexicalized by applying a set of canonical head-projection rules (Magerman, 1995).  

After preprocessing, features are extracted by pairing the preprocessed training data 

with their corresponding RST trees. The training process computes weights of each formula 

in the MLN, reflecting the importance of a given formula in predicting the value of grounded 

hidden predicates, as observed from the training data. The resulting set of learned weights 

along with the MLN definition constitute a model. 

 

 

 

Figure 3.3. Binary conversion of n-ary relations 

 

 At runtime, an input text is segmented into a set of edus by the SPADE discourse 

segmenter (Soricut and Marcu, 2003). Similar to the training process, features are extracted 

for each edu by processing the input text with the stemmer, the syntactic parser, and the 
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head-projection rule. The final result is a set of predicted hidden predicates along with their 

associated ground constants that violate the learned model least. Figure 3.4 illustrates the 

training and runtime procedures. 

 

 
 

Figure 3.4. Training and Runtime Procedures 
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3.7 Summary of Chapter 

Discourse structure is an implicit mechanism by which individual phrases, sentences, and 

paragraphs are semantically related with one another. Automatically analyzing discourse 

structure of text poses significant challenges, as the linguistic cues that signal certain 

discourse properties are often ambiguous or absent. This chapter described a data-driven 

approach to modeling discourse structure of text, based on the notion of nucelarity in RST. 

Using Markov logic, the proposed approach models the nuclearity structure of a document. 

Each discourse unit is represented with a set of automatically extracted linguistic features, 

which includes surface, syntactic, and organizational features. The task of modeling the 

nuclearity structure of text is decomposed into two subtasks, determining relatedness of two 

adjacent discourse units and identifying the nuclearity of a given discourse unit. These two 

subtasks are jointly modeled using Markov logic. The proposed approach is the first to 

employ joint modeling for discourse parsing, and it offers greater modularity than previous 

approaches. An  evaluation of the learned discourse models is reported in Chapter 7. 
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CHAPTER 4    

Discourse-Based Sentence Compression 

Sentence compression is a text-to-text generation task that aims to generate a concise 

summary of a single sentence. The compressed sentence should preserve the salient meaning 

of the original sentence as well as being grammatical (Jing, 2000). Automatic sentence 

compression holds much appeal for many application areas. For example, sentence 

compressors could be used within audio scanning devices that convert text to the audio 

signals for the visually impaired (Grefenstette, 1998). For the visually imparied, it is difficult 

to quickly navigate a document by listening to what a machine reads. Sentence compression 

would make the navigation easier by removing non-essential information from the sentences. 

Sentence compression can also contribute to improving automated document summarizers 

(Lin, 2003). Most automated document summarizers are extractive, which assume the 

minimal unit of content is a sentence (Radev et al., 2000). Summaries are generated by 

extracting important sentences from multiple sources of document and then by linearly 

organizing the extracted sentences. Sentence compression can further process the extracted 

sentences to remove redundant information. 

The task of sentence compression poses several challenges. First, the length of the 

compressed sentence should of course not exceed that of the original sentence. Second, the 

most important information from the original sentence should be retained in the compressed 

sentence. Third, the compressed sentence should be grammatical. To address these 

challenges, the approach described in this chapter proposes a sentence compression technique 
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that is based on the salient structure of discourse. The proposed approach draws on the notion 

of nuclearity in RST to identify essential content in a sentence. After redundant content is 

removed from a sentence based on its nuclearity, the compressed sentence is post-processed 

with a set of simple syntax-based rules to improve the grammaticality of the final output. 

4.1 Task Definition 

The most general formulation of the sentence compression task requires operations such as 

reordering, substituting, deleting, and inserting words (Cohn and Lapata, 2008). However, 

most work on sentence compression focuses only on a simplified approach that involves 

word deletion (Knight and Marcu, 2000; Le Nguyen et al., 2004; Sporleder and Lapata, 2005; 

Turner and Charniak, 2005; McDonald, 2006; Galley and McKeown, 2007; Clarke, 2008; 

Filippova and Strube, 2008). Like the previous work, the approach described in this chapter 

defines sentence compression in terms of word deletion. Under this simplified approach, 

sentence compression is defined as8:  

 

Given a sentence X = x1, …, xn, where xi is the ith word in X, find a substring 

Y = y1, …, ym, such that yi 

€ 

⊂{x1, …, xn}, |X| > |Y|, and each pair of words in 

Y preserves the relative orderings between the pairs of words in X.           (4.1) 

 

The following examples show sentence compressions that comply with the given 

definition. Both the compressed Sentences 1 and 2 were generated only by deleting certain 

words from the original sentence. Both of these sentences are also grammatical. However, 

the content conveyed by these two sentences are different. While the compressed Sentence 1 

preserves the most important content (i.e., the fact that the securities get top credit ratings) 

                                                
8 Adopted from (McDonald, 2006). 
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from the original sentence, the compressed Sentence 2 fails to convey this important content 

and focuses on peripheral information.  

 

 [Original Sentence] 
These securities get top credit ratings because the 

issuers have put aside U.S. bonds that will be sold 

to pay off holders when the municipals are retired. 

 

[Compressed Sentence 1] 

These securities get top credit ratings because the 

issuers have put aside U.S. bonds that will be sold 

when the municipals are retired. 

 

[Compressed Sentence 2] 

The issuers have put aside U.S. bonds that will be 

sold to pay off holders.  

 

 Although sentence compression in terms of word deletion considers only a limited 

aspect of general sentence compression, it still remains a challenging task. For example, the 

deletion of certain words may result in the loss of important information or render the 

resulting sentence ungrammatical. The goal of sentence compression is to generate a 

grammatical summary of a sentence, such as the compressed Sentence 1 in the above 

example, which retains the most important content from the original sentence. To achieve 

this goal, sentence compressors should be able to identify salient content in the sentence. In 

addition, sentence compressors should have knowledge of grammar in order to generate 

understandable summaries. There is also a trade-off between conciseness and the retention of 
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meaning. The more words that are deleted form the original sentence, the more concise the 

resulting compression becomes, but the deletion may result in the loss of important content. 

The converse is also true. The balance between this trade-off depends on the requirements of 

the application. 

4.2 Discourse-Based Sentence Compression 

Empirical evidence suggests that information at the discourse level plays an important role in 

human summarization (Endres-Niggemeyer, 1998). Based on this evidence, a promising line 

of investigation utilizes models of discourse to identify important sentences in a document 

(Barzilay and Elhadad, 1997; Marcu, 2000; Daumé III and Marcu, 2002; Teufel and Moens, 

2002). Analogous discourse-level information is potentially effective for sentence 

compressors to identify important text units (e.g., words, phrases, and clauses) within a 

sentence. However, the utility of discourse-level information for sentence compression has 

not been extensively explored. Most work to date on sentence compression has primarily 

relied on syntactic and lexical information to determine whether to remove a certain word, 

phrase, or clause to compress a sentence (Knight and Marcu, 2000; Le Nguyen et al., 2004; 

Turner and Charniak, 2005; McDonald, 2006; Galley and McKeown, 2007; Filippova and 

Strube, 2008). Notable exceptions are found in work by Sporleder and Lapata (2005), as well 

as the approach described in Clarke (2008). Sporleder and Lapata (2005) describe a sentence 

compressor that identifies important content based on the nuclearity structure of discourse. 

Clarke’s work (2008) focuses on the lexical coherence across sentences to identify important 

content.  

 This chapter attempts to examine the utility of a discourse model for sentence 

compression. The proposed approach is based on the rhetorical structure of text (Mann and 

Thompson, 1988) that is encoded in Markov Logic (Richardson and Domingos, 2006). RST 

represents text structure in terms of rhetorical relations (e.g., Elaboration, Background) that 
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hold between adjacent text spans, which are hierarchically built up into larger text spans. 

RST also characterizes each text span in terms of nuclearity, according to its importance 

within a given rhetorical relation. The nucleus is central to a given rhetorical relation, while 

the satellite is auxiliary.  

The approach described in this chapter focuses on this notion of nuclearity in RST, 

and hypothesizes that the nuclearity information can effectively guide a sentence 

compressor’s decision making about whether to remove a certain text unit in a sentence. In 

the proposed approach, the sentence compressor first analyzes the nuclearity structure of a 

given sentence based on a hierarchical nuclearity structure model. The nuclearity structure 

model was learned from an annotated corpus, as described in Chapter 3. From the analyzed 

nuclearity structure of the sentence, the sentence compressor removes text units that are 

recognized as satellite. In the following phase, the remaining nuclei are post-processed using 

syntax-based rules in order to improve the grammaticality of the resulting compression. The 

final summary is generated by concatenating the post-processed nuclei. 

The idea of utilizing nuclearity structure to identify important content is not new. 

Sporleder and Lapata (2005) exploit a similar idea based on their discourse chunking 

technique. However, the work described in this chapter extends their initial attempt in three 

aspects. First, an improved nuclear structure model is employed. Having an accurate 

nuclearity structure model is crucial because the sentence compressor’s decision on whether 

to delete a certain text unit depends on this model. Second, while Sporledear and Lapata 

(2005) employ a linear structure, the nuclearity structure employed in this work is 

hierarchical. A hierarchical nuclearity structure provides a potential advantage that the 

amount of content retained in the summary can be adjusted.  For instance, example 4.1 shows 

a hierarchical nuclearity structure of a sentence that consists of 3 pieces of content. If the 

satellite is removed at depth 1, the entire subtree that has Content 2 and Content 3 as its 

children will be removed, thus only Content 1 will be retained in the summary. In contrast, if 
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the satellite is removed at depth 2, only Content 3 will be removed and both Content 1 and 

Content 2 will be retained in the summary. Third, the proposed approach employs a post-

processing phase before concatenating remaining nuclei, to improve the grammaticality of 

the resulting summary. 

 

 

 

 
 

 

4.3 Architecture 

The proposed sentence compressor consists of five main components: a discourse parser, a 

discourse model, an executive compressor, a post-processor, and a set of post-processing 

rules (Figure 4.2). Given a sentence, the discourse parser first analyzes the nuclearity 

structure of the sentence, referring to the discourse model. Next, the executive compressor 

removes all the satellites from the original sentence. Finally, the post-processor applies post-

Figure 4.1. Hierarchical nuclearity structure  

Content 1 Content 2 Content 3 

Nucleus 

Satellite 
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processing rules to the remaining nuclei and concatenates them, generating the final 

summary. 

As discussed in the previous section, the hierarchical nuclearity structure allows 

varying degree of conciseness of summary. Removing satellites at a shallower level (i.e., 

closer to the root) will result in more concise summary than removing at a deeper level, but 

with the potential cost of losing some important content. In general, there is a trade-off 

Discourse Parser 

Executive Compressor 

Post Processor 

Discourse Model 

Syntax-based Rules 

Hierarchical Discourse 
Structure 

Satellites removed 

Original Sentence 

Compressed Sentence 

Figure 4.2. Architecture of Sentence Compressor 
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between the amount that a sentence is compressed and the amount of content that is 

preserved (McDonald, 2006). An effective sentence compressor is one that can balance this 

trade-off according to the demands of its application context. In the proposed sentence 

compressor, the default level of depth is set to the maximum depth of the nuclearity structure 

tree, in favor of retaining more content. 

A common situation in which removing satellites leads to an ungrammatical 

compression is when the main clause of a sentence is satellite and the first remaining nucleus 

is a clause that begins with a connective. Figure 4.3 depicts such an example. In this 

example, the main clause “New federal legislation requires” is satellite. By removing this 

satellite, the sentence is compressed as “that all thrifts divest themselves of such speculative 

securities over a period of years”, which results in a dangling connector  “that” at the 

beginning of the summary. To address this issue, the post-processor inspects the syntactic 

parse tree and removes a dangling connective at the beginning of the summary.  

4.4 Summary of Chapter 

This chapter described a discourse-based approach to sentence compression. The goal of 

sentence compression is to generate a concise summary of a given sentence. The generated 

summary should preserve important content from the original sentence as well as be 

grammatical. Following previous approaches, sentence compression is defined in terms of 

word deletion, which aims to compress the original sentence only by deleting certain words. 

The proposed sentence compression technique is based on the discourse structure of a given 

sentence. First, the hierarchical nucelarity structure of the given sentence is analyzed. From 

the analyzed structure, satellites are removed. After post-processing the remaining nuclei 

with syntax-based rules, the final summary is generated by concatenating the nuclei. 

Section 7.2 reports the results of a study conducted with human subjects to evaluate the 

proposed sentence compression approach. 
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CHAPTER 5    

Modeling Temporal Relations with Markov Logic and Lexical 

Ontology 

Many types of human-written text (e.g., news articles, children’s stories, criminal reports) 

contain descriptions of event sequences that occur along a certain timeline. Correctly 

recognizing the temporal orders of the events is an essential part of understanding such text. 

However, human-written text does not always follow a chronological order of events. Thus, 

proficient natural language systems should be able to infer temporal orders among the events 

described in the text.  

There has been an increasing awareness of the importance of temporal information 

processing for various practical NLP applications. For example, Mani (2005) suggests 

temporal order of events as a way of ordering sentences in a summary of narrative 

documents. In multi-document summarization, it would be helpful to know the temporal 

orders among events in order to merge the information from multiple sources into a coherent 

summary (Mani et al., 2006). Information extraction systems need to extract temporal 

information, such as time, date, and year, that are relevant to a certain event of interest 

(Surdeanu et al., 2003). Similarly, question-answering systems should be able to answer 

questions that ask when a certain event happened or what events happened at a certain point 

in time (Harabagiu and Bejan, 2005; Moldovan et al., 2005; Sauri et al., 2005).  
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Previous research has recognized different knowledge sources that contribute to 

inferring temporal relations among events, such as temporal adverbial (e.g., yesterday), tense 

(past, present, and future) and aspect (simple, perfect, and progressive), rhetorical relations 

(e.g., elaboration, background), pragmatic conventions (i.e., events are described in their 

chronological order), and commonsense (e.g., somebody’s pushing john happens before 

John’s falling down) (Passoneau, 1988; Webber, 1988; Hwang and Schubert, 1992; Kamp 

and Reyle, 1993; Lascarides and Asher, 1993; Hitzeman et al., 1995; Kehler, 2000). 

However, the mappings between these knowledge sources and temporal relations are not 

one-to-one. Also, some of these knowledge sources (i.e., commonsense) are not available as 

a computational resource.  

To address these issues, this chapter proposes a data-driven approach to temporal 

relation modeling. Using a supervised machine-learning technique, temporal relations are 

modeled with a set of linguistic features, which include automatically extracted features such 

as word tokens and syntactic features, manually annotated semantic features, and semantic 

relations between words that are derived from lexical ontologies. 

In recent data-driven approaches, temporal relations have been modeled as local pair-

wise classifiers. The drawback of the localized approach is that the transitive nature of 

temporal relations cannot be ensured. For instance, a localized classifier predicts the temporal 

relations for pairs of events, A and B, B and C, and A and C, independently from one other. 

Thus, the resulting predictions could be inconsistent (i.e., A happens BEFORE B, B happens 

BEFORE C, and C happens BEFORE A). To address this issue, this approach proposes joint 

modeling of temporal relations with Markov logic. In this approach, individual local 

classifiers’ predictions are affected by global constraints in order to make sure the 

consistency among the local predictions. 



 

 

 

52 

5.1 Task Definition 

A recent series of shared task evaluation challenges proposed a framework with standardized 

sets of temporal analysis tasks, which includes identifying the temporal entities mentioned in 

text, such as events and time expressions, as well as identifying the temporal relations 

holding between the temporal entities (Verhagen et al., 2007; Pustejovsky and Verhagen, 

2009). As a follow-up to the first TempEval competition, TempEval-2 continues addressing 

the challenge of temporal reasoning of events. The TempEval-2 evaluation challenge 

proposes six distinct but related subtasks of temporal reasoning of events:  

 

1. Recognizing events and their attributes 

2. Recognizing time expressions and their attributes and identifying temporal relations 

between them 

3. Recognizing events and time expressions in the same sentence 

4. Identifying events in a document and the time the document was created 

5. Extracting two main events in consecutive sentences 

6. Recognizing two events in the same sentence when one (main event) syntactically 

dominates another (dominated event).  

 

This chapter focuses on the three temporal relation identification tasks, 3, 5, and 6 above.  

Consider the following example from the TempEval-2 corpus, which is marked up 

with a time expression t1 and three events e1, e2, and e3, where e1 and e2 are the main 

events of the first and the second sentences, respectively, and e3 is syntactically dominated 

by e2: 
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But a [minute and a half]t1 later, a pilot from a 

nearby flight [calls]e1 in. Ah, we just [saw]e2 an 

[explosion]e3 up ahead of us here about sixteen 

thousand feet or something like that. 

 

In the first sentence, t1 and e1 are linked by a temporal relation overlap. Temporal relation 

after holds between the two consecutive main events: e1 occurs after e2. The main event e2 of 

the second sentence overlaps with a dominated event e3. With the given task definition, this 

work is concerned with predicting such temporal relations for a given pair of events or for an 

event and a time expression. 

5.2 The Corpus 

This work uses the TempEval-2 corpus for English in order to model temporal relations. The 

TempEval-2 corpus for English is a subset of the TimeBank corpus, which includes 162 

news articles as the training set and another 11 news articles as the test set. The training set 

totals about 53,000 tokens. Following the TimeML specification (Pustejovsky et al., 2003a), 

the Tempeval-2 corpus is labeled with events, time expressions, and temporal relations. Each 

labeled event is further annotated with six types of semantic and syntactic attributes, which 

include polarity, modality, part-of-speech (pos), tense, aspect, and class (Table 5.1). 

Similarly, each time expression is annotated with its type (Table 5.2) and its normalized 

value (e.g., 1980-xx-xxxx). Adopted from the original TimeML specification, six types of 

temporal relations are considered: before, after, overlap, before-or-overlap, overlap-or-after, 

and vague. 
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Table 5.1. Event attributes defined in TimeML 

 
Event Attribute Possible Values 

polarity negative, positive 

modality English modal verbs such as should, would, etc. 

pos adjective, noun, verb, preposition, other 

tense future, infinitive, past, past participle, present, present participle, 
none 

aspect progressive, perfective, perfective_progressive, none 

class occurrence, perception, reporting, aspectual, state, intentional state, 
intentional action 

 

 
 

Table 5.2. Types of time expressions 
 

Type Definition Examples 

date a calendar time Oct of 1963, yesterday, last week 

time time of the day five to eight, late last night 

duration a duration 2 months, all last night, 3 hours 

set a set of time twice a week, every 2 days 
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5.3 Features 

In this work, temporal relations are represented using features derived from several 

information sources: basic, syntactic, and lexical relation features. Basic features are the 

information directly available from the original training data and include surface features and 

semantic attribute features; syntactic features are extracted from automatically generated 

phrase-based syntactic parses of raw sentences; and lexical relations are derived from two 

English lexical ontologies, VERBOCEAN (Chklovski and Pantel, 2004) and WordNet 

(Fellbaum, 1998).  

5.3.1 Surface Features 

Surface features include the word tokens and stems of the words. In the TempEval-2 data, an 

event always consists of a single word token, but time expressions often consist of multiple 

tokens. Two versions of surface features are investigated for time expressions. In one version 

(timex-word and timex-stem), each word in a time expression is treated as a different feature, 

assuming independence among individual word tokens in a given time expression. For 

example, two word features, ‘this’ and ‘afternoon’, are extracted from a given time 

expression ‘this afternoon’. Another version (timex-word-all and timex-stem-all) treats the 

entire string of words in a given time expression as a single feature.  

 

•   event-word: the word token of a given event 

•   event-stem: the stem of the an event word token  

•   timex-word: a word token that constitutes a given time expression 

•   timex-stem: the stem of a word constituting a given time expression 

•   timex-word-all: the entire extent of a given time expression 

•   timex-stem-all: the stemmed version of timex-word-all  
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5.3.2 Semantic Attributes 

These features describe the semantic attributes of individual events and time expressions as 

described in Section 5.2. This work uses the gold-standard values for these features that were 

manually assigned by human annotators in the training and the test data. These features can 

be automatically derived with a data-driven approach similar to the one proposed here, but 

the work reported here focuses on the problem of modeling temporal relations, leaving the 

other problem for future work. The value attributes of time expressions are treated as 

symbolic features, rather than being decomposed into actual integer values representing dates 

and times. 

 

•   event-polarity: either positive or negative, indicating the polarity of a given  

    event 

•   event-modal: the modality of a given event, such as should, might, etc.  

•   event-pos: a coarse grammatical category of a given event word, such as  

    noun, verb, adjective, and adverb 

•   event-tense: the tense of an event, (i.e., past, present, or future) 

•   event-aspect: either progressive or perfect 

•   event-class: the class of a given event as defined in TimeML 

•   timex-type: the type of a given time expression, such as date, year,  

    duration, etc., as defined in TimeML 

•   timex-value: the value of a given time expression 

 

5.3.3 Syntactic Features 

The syntactic features draw upon the features previously shown to be effective for temporal 

relation classification (Bethard and Martin, 2007), including the following: 



 

 

 

57 

 

•   pos: the part-of-speech tags of the event and the time expression word   

    tokens assigned by Charniak parser (Charniak, 2000), which is more fine-  

    grained than the values of the event-pos feature 

•  gov-prep: any prepositions governing the event or time expression such as  

    ‘for’ in ‘for ten years’ 

•   gov-verb: the verb governing the event or time expression, similar to gov- 

    prep 

•   gov-verb-pos: the pos tag of the governing verb 

 

Bethard and Martin (2007) also show that the syntactic path between an event and a time 

expression is an effective predictor of their temporal relation models; however, these features 

do not improve the accuracy of the proposed models on the development data held out from 

the original training data (about 10% of the training data) and hence are excluded.  

5.3.4 Lexical Relations 

VerbOcean is a graph of semantic relations between verbs. There are 22,306 relations 

between 3,477 verbs that have been mined using Google searches for lexico-syntactic 

patterns. VerbOcean contains five different types of relations (Table 5.3). Verbs are stored in 

the lemmatized forms and senses are not disambiguated. A connection between two verbs 

indicates that the relation holds between some senses of the verbs. VerbOcean’s database is 

presented as a list of verb pair relations, along with a confidence score.  

 Previous work (Mani et al., 2006; Cheng et al., 2007) investigated the usefulness of 

VerbOcean for similar temporal relation modeling tasks, but their attempts were not 

successful mainly due to data sparseness: there were only a few matching verb relation 

instances for their training data. To avoid a similar problem, the original verb relation data in 
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VerbOcean is expanded by computing symmetric and transitive closures. Both the transitive 

and symmetric closure over the relations is taken before storage in a SQLite database for 

queries. The transitive closure is calculated using the Warshall algorithm (Agrawal and 

Jagadish, 1990). The confidence score for the new arc is calculated as the average of the two 

constituents, and the symmetric closure is calculated using a simple pass. The confidence 

score is the same as the reflected edge for symmetric relations. A set of VerbOcean features 

is calculated for each target event pair within each of the temporal relations tasks, and each 

verb is lemmatized prior to being compared against the database.   

 

Table 5.3. Semantic relations between verbs in VerbOcean9 
(‡ Symmetric relation. † Transitive relation) 

 
Relation Example  

SIMILARITY ‡† produce :: create 

STRENGTH † wound :: kill 

ANTONYMY ‡ open :: close  

ENABLEMENT  fight :: win 

HAPPENS-BEFORE † buy :: own 
 

 

Rather than focusing only on the HAPPENS-BEFORE relation as in Mani et al. (2006), 

all five verb relations are considered in two different versions, unweighted (verb-rel) and 

weighted (verb-rel-w). The unweighted version is a binary feature indicating the existence of 

                                                
9 Examples are taken from http://demo.patrickpantel.com/Content/Verbocean/. 
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an arc between the two target verbs in the expanded VerbOcean database. The value of the 

weighted version is the confidence score associated with the relation 

In addition to VerbOcean, WordNet is used for its conceptual relations. WordNet is a 

large lexical database, which contains information on verbs, nouns, adjectives and adverbs, 

grouped into hierarchically organized cognitive synonym sets (synsets). WordNet is accessed 

through the WordNetCorpusReader module of NLTK (Loper and Bird, 2002). For each 

target event pair within each of the temporal relations tasks, a semantic distance between the 

associated tokens is computed using the path-similarity metric present within the API. The 

synset chosen is simply the first synset returned by the reader. Similar to the VerbOcean 

features, both unweighted (word-dist) and weighted (word-dist-w) versions are considered. 

  

•   verb-rel: the type of semantic relation between the verbs associated with a  

    given pair of events 

•   verb-rel-w: a double value representing the confidence of the semantic  

    relation between the verbs associated with a given pair of events 

•   word-dist: a binary feature representing the existence of a conceptual  

    relation between two words associated with a given pair of events or an  

    event and a time expression 

•   word-dist-w: a double value between 0 and 1 representing the conceptual  

    distance between two words associated with a given pair of events or an  

    event and a time expression 

 

5.4 The Markov Logic Network 

The temporal relations are modeled with Markov logic (Section 2.4). Markov logic provides 

a convenient framework to jointly model related tasks. The basic building blocks of Markov 
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logic are predicates, from which logical formulae are constructed. To define a MLN, two 

types of predicates are required, which includes the hidden and the observable predicates. 

Hidden predicates are those that are not directly observable during test time, but predicted by 

inference. In other words, hidden predicates are what we want to predict with the learned 

model. In contrast, observable predicates are those that can be fully observable during test 

time. Each of the features that are used to model temporal relations is represented through the 

observable predicates.  

A hidden predicate is defined for each task: RELEVENTTIMEX(d, e, t, r), 

RELMAINEVENTS(d, e1, e2, r), and RELMAINSUB(d, e1, e2, r). RELEVENTTIMEX(d, e, t, r) 

represents an event e and a time expression t in a same sentence in a document d has a 

temporal relation r. Similarly, RELMAINEVENTS(d, e1, e2, r) and RELMAINSUB(d, e1, e2, r) 

represent a temporal relation r holds between two events e1 and e2 in a document d, where e1 

and e2 are the main events in two consecutive sentences for RELMAINEVENTS(d, e1, e2, r) and 

the main and a dominated events in the same sentence for RELMAINSUB(d, e1, e2, r). Twenty-

one observable predicates are defined to represent the features described in the previous 

section. Among these observable predicates, EVENTTIMEX(d, e, t), EVENTSMAIN(d, e1, e2), 

and EVENTSMAINSUB(d, e1, e2) represent either an event and a time expression pair or two 

events that are being considered. Table 5.4 shows a full list of hidden and observable 

predicates defined in the proposed MLN for temporal relations.  
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Table 5.4. Hidden and observable predicates in the proposed MLN 

Predicate Description 

RELEVENTTIMEX(d, e, t, r)  An event e and a time expression t in a document d has 
a temporal relation r 

RELMAINEVENTS(d, e1, e2, r) Main events e1 and e2 in two consecutive sentences in 
a document d has a temporal relation r 

H
idden 

RELMAINSUB(d, e1, e2, r)  A main event e1 and a dominated event e2 in a 
document d has a temporal relation r 

WORD(d, x, w)  Either an event or a time expression x in a document d 
has a word w in its extent 

STEM(d, x, s)  Either an event or a time expression x in a document d 
has a stem s in its extent 

WORDALL(d, t, wa)  A time expression t in a document d consists of a list 
of words wa 

STEMALL(d, t, sa)  A time expression t in a document d consists of a list 
of words whose stems are sa  

POLARITY(d, e, pol)  An event e in a document d has a polarity pol 
MODALITY(d, e, mod)  An event e in a document d has a modality mod 
POSCOARSE(d, e, posc)  A coarse grammatical category of the word associated 

with an event e in a document d is posc 
TENSE(d, e, ten)  An event e in a document d has a tense ten 
ASPECT(d, e, asp)  An event e in a document d has an aspect asp 
CLASS(d, e, cla)  An event e in a document d belongs to a class cla 
TYPE(d, t, typ)  The type of a time expression t in a document d is typ 
VALUE(d, t, val)  The value of a time expression t in a document d is val 

O
bservable 

POSFINE(d, x, posf)  A fine-grained grammatical category of the word 
associated with either an event or a time expression x 
in a document d is posf 
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Table 5.4. Continued 

GOVPREP(d, x, p) Either an event or a time expression x in a document d 
is syntactically governed by a preposition p 

GOVVERB(d, x, v) Either an event or a time expression x in a document d 
is syntactically governed by a verb v 

GOVVERBPOS(d, x, vpos) Either an event or a time expression x in a document d 
is syntactically governed by a verb whose grammatical 
category is vpos 

VERBREL(d, e1, e2, vr, conf) The verbs associated with two events e1 and e2 in a 
document d has a semantic relation vr with an 
associated confidence conf 

WORDDIST(d, x1, x2, dist) The words associated with either an event or a 
temporal relation x1 and x2 in a document d are 
conceptually related with a distance dist 

EVENTTIMEX(d, e, t)  An event e and a time expression t in the same 
sentence in a document d 

EVENTSMAIN(d, e1, e2)  Two main events e1 and e2 in consecutive sentences in 
a document d 

O
bservable 

EVENTSMAINSUB(d, e1, e2)  A main event e1 and a dominated event e2 in a 
document d  

 

 

The hidden and the observable predicates are conjoined to form local and global 

formulae. Local formulae involve only a single hidden predicate while global formulae 

involve more than one hidden predicate. An example local formula used in the MLN is: 

 

EVENTTIMEX(d, e, t) 

€ 

∧ EVENTWORD(d, e, w) 

      

€ 

→ RELEVENTTIMEX(d, e, t, r)         (5.1) 
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The predicate EVENTTIMEX(d, e, t) represents the existence of a pair of event e and time 

expression t in a document d. Given this pair, Formula 5.1 tries to predict the value of the 

temporal relation r between e and t, based on the value of the word w associated with e. 

Because local formulae include only one hidden predicate, the predictions are made in 

isolation from the other tasks, thus resulting in potential inconsistencies among the 

predictions or different tasks. For example, two of the three subtasks of temporal relation 

identification that are considered in this work, the temporal relations between an event and a 

time expression in the same sentence and between a main and a dominated events, are not 

independent of each other. That is, if a main event e1 happens before a certain time t and a 

dominated event e2 happens after the time t, that it should also hold that the event e1 happens 

before the event e2. 

To enforce consistencies among the temporal relations predicted by local formulae, a 

set of global formulae are defined, similar to previous approaches (Chambers and Jurafsky, 

2008; Yoshikawa et al., 2009).  

 

EVENTSMAINSUB(d, e1, e2)

€ 

∧ RELEVENTTIMEX(d, e1, t, r1) 

  

€ 

∧ RELEVENTTIMEX(d, e2, t, r2) 

€ 

→ RELMAINSUB(d, e1, e2, r3)          (5.2) 

 

Formula 5.2 is global because it jointly concerns more than one hidden predicate at the same 

time: it includes three hidden predicates, RELEVENTTIMEX(d, e1, t, r1), RELEVENTTIMEX(d, e2, 

t, r2), and RELMAINSUB(d, e1, e2, r3). This formula ensures consistency between the predicted 

temporal relations r1, r2, and r3 given a main event e1, a dominated event e2, and a time 

expression t shared by both of these events.  

 

EVENTSMAINSUB(d, e1, e2)

€ 

∧RELMAINSUB(d, e1, e2, r3)  

 

€ 

∧ RELEVENTTIMEX(d, e2, t, r2) 

€ 

→   RELEVENTTIMEX(d, e1, t, r1)    (5.3) 
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EVENTSMAINSUB(d, e1, e2)

€ 

∧RELMAINSUB(d, e1, e2, r3) 

  

€ 

∧ RELEVENTTIMEX(d, e1, t, r1) 

€ 

→   RELEVENTTIMEX(d, e2, t, r2)   (5.4) 

 

Two additional global Formulae (5.3 and 5.4) are defined to ensure similar consistency. 

Combined together, this set of global formulae can correctly handle temporal transitivity 

such as if event e1 happens before time t and event e2 happens after time t, then e1 happens 

before e2. 

5.5 Model Training 

To train a temporal relation model, the training corpus is processed in several steps. First, the 

words associated with events and time expressions are stemmed and lemmatized with the 

Porter Stemmer and the WordNet lemmtizer in NLTK. Second, syntactic parse trees are built 

for each sentence using Charniak Parser. Then the manually annotated gold standard values 

for the event and the time attributes are extracted. Finally, verb relations and semantic 

distances between synsets are calculated for each given pair of target events in the data. 

An important step involved in model training is feature optimization. For this, a held-

out development data set is used, which consists of approximately 10% of the entire training 

set. Each feature is examined individually and removed if the accuracy of the model in terms 

of F1 score is not improved after including the feature. A preliminary experiment has 

explored a local optimization strategy for the feature selection, in which the feature set is 

optimized for individual task in isolation from the others (Ha et al., 2010a). With the local 

optimization approach, the individual task models achieved relatively high performances. For 

instance, the model for a main event and its syntactically dominated event (MS) achieved the 

highest performance (66%) in terms of F1 score among the participants of the TempEval-2 

shared task competition (Pustejovsky and Verhagen, 2009). The model for an event and a 
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time expression in the same sentence (ET) also achieved the highest performance (63%) in 

terms of F1 and the second highest in terms of precision. However, the performance of the 

task models was degraded by a large margin when the individual models were combined by 

global constraints to form a joint model, which was perhaps caused by the incompatibilities 

among the independently optimized feature sets. 

An alternative to the local optimization approach is to optimize a task’s feature set in 

relation with the other tasks. However, feature optimization requires multiple iterations of 

alternation between the model-training and the model-testing phases, which is usually time-

consuming for a full joint model. Because of this practical reason, in this work the feature set 

for each of the three tasks is optimized at the same time on an approximate joint model. The 

approximate joint model is an MLN that includes all the local formulae in the proposed MLN 

but no global formulae. Following Yoshikawa et al. (2009), features are selected to improve 

overall accuracy of the model combining all three tasks. Table 5.5 shows the resulting feature 

set selected for each of the three temporal relation models, which includes temporal relations 

between event and time (ET), main events in adjacent sentences (MM), and main and 

syntactically dominated events in a sentence (MS). The feature marked with an asterisk (*) is 

extracted only from the second event in the pair being compared. 
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Table 5.5. Optimized feature sets for each task 
 

Task 
Feature 

ET MM MS 
event-word √ √ √ 
event-stem √ √ √ 
timex-word  NA NA 
timex-stem  NA NA 
timex-word-all √ NA NA 

Surface  
Featurese 

timex-stem-all √ NA NA 
event-polarity √ √ √ 
event-modal √ √ √ 
event-pos √ √   √* 
event-tense √ √ √ 
event-aspect √ √ √ 
event-class √ √ √ 
timex-type √ NA NA 

Semantic  
Attribute 

timex-value √ NA NA 
pos √ √ √ 
gov-prep √ √ √ 
gov-verb √ √ √ 

Syntactic  
Features 

gov-verb-pos √ √ √ 
verb-rel NA √ √ 
verb-rel-w NA   
word-dist NA √  

Lexical  
Relations 

word-dist-w NA   
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5.6 Summary of Chapter 

This chapter described a data-driven approach to modeling temporal relations. Many genres 

of human-written text, such as news articles and children’s stories, describe sequences of 

events that occur along a certain timeline. Identifying the temporal relations among the 

described events is an essential subtask of automatically understanding such text. Previous 

research has recognized various knowledge sources that play an important role in identifying 

temporal relations. However, the mapping between such knowledge sources and temporal 

relations are not one-to-one. Moreover, certain knowledge sources are not available as a 

computational resource.  

To address these issues, this chapter proposed a supervised machine learning 

approach using Markov logic. In the proposed approach, temporal relations for pairs of 

events and pairs of an event and a time expression are modeled using surface, semantic, 

syntactic, and lexical relation features. Three subtasks of temporal relation modeling are 

addressed, which includes recognizing (1) events and time expressions in a same sentence; 

(2) two main events in consecutive sentences; and (3) two events in a same sentence when 

the main event syntactically dominates another. Each of these subtasks was modeled as a 

local classifier. To ensure consistency among the local predictions, global constraints were 

added. The proposed temporal relation model was trained using the training set of the 

Tempeval-2 corpus. In Section 7.3, the learned temporal model is evaluated with the test set 

of the same corpus.  

 



 

 

 

68 

 
 

CHAPTER 6    

An Implemented Document Summarization System 

This chapter reports on an implemented prototype for the document summarizer proposed in 

Chapter 1. Given a single document at a time, the goal of the implemented summarizer is to 

generate a concise summary of the original document. As suggested by Mani et al. (1998), 

the summarizer processes a given document in three phases: analysis, refinement, and 

synthesis. The analysis phase analyzes the input document in order to recognize salient 

content. The refinement phase constructs sentences for the recognized salient content. 

Finally, the synthesis phase generates the output summary by structuring the constructed 

sentences in a coherent way. The three individual components described in the previous 

chapters, which includes the nuclearity structure model (Chapter 3), the sentence compressor 

(Chapter 4), and the temporal relation model (Chapter 5), are integrated in the implemented 

prototype, which performs each of the three phases of summary generation.  

6.1 Architecture 

Figure 6.1 illustrates the architecture of the implemented summarizer. The summarizer 

consists of five major components: a discourse parser, a sentence compressor, a temporal 

analyzer, a temporal sequencer, and an MLN inference system. Input to the summarizer is a 

document written in English and the output is a summary of the input document. The system 

takes a single document at a time. 
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Figure 6.1. Architecture of the integrated system 
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The discourse parser and the sentence compressor are connected with each other in a 

pipelined manner, in which output from the previous component is provided to the next 

component as an input. The temporal analyzer and the temporal sequencer are connected to 

form another pipeline. The two pipelines are independent of each other and do not interact 

until their outputs are merged at the end of the process to generate the final summary. 

The discourse parser consists of an off-the-shelf discourse segmenter10 (Soricut and 

Marcu, 2003), a feature extractor, and a learned discourse model. The discourse segmenter 

identifies the elementary discourse units (edus), such as phrases and clauses, within a 

sentence and converts each sentence in a given document to a list of edus. From each edu, the 

feature extractor extracts the surface, syntactic, and organizational features described in 

Section 3.4, by calling external NLP modules such as the Porter stemmer and the Charniak 

parser. The discourse structure model was learned from the manually annotated nuclearity 

structure of the RST-DT corpus as described in Chapter 3. The discourse structure model is 

referred by the MLN inference system at runtime for the prediction of the hierarchical 

nuclearity structure of a given document.  

The analyzed hierarchical nuclearity structure of the input document is given to the 

sentence compressor. The sentence compressor consists of an executive compressor, a post 

processor, and a set of syntax-based post-processing rules. Taking one sentence at a time, the 

executive compressor removes the edus that are recognized as satellite, as described in 

Chapter 4. The post processor applies the syntax-based post-processing rules to the 

remaining nuclei, in order to detect and remove any dangling connectives at the beginning of 

the compression. 

The temporal analyzer contains two components, a feature extractor and a learned 

temporal relation model. Similar to the feature extractor for the discourse parser, the feature 

                                                
10 Available from http://www.isi.edu/licensed-sw/spade/. 
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extractor for the temporal analyzer linguistically processes the input document by calling 

external NLP modules and querying the verb relation database. The surface, semantic, 

syntactic, and lexical relation features described in Section 5.3 are extracted for each pair of 

events or an event and a time expression in the document. Six relations are used by the 

model: BEFORE, AFTER, OVERLAP, BEFORE OR OVERLAP, OVERLAP OR AFTER, and VAGUE. The 

temporal relation model was learned from the training set of the Tempeval-2 corpus as 

described in Chapter 5.  

The temporal sequencer consists of an executive sequencer and a set of sequencing 

rules. The temporal relations predicted by the temporal analyzer are pairwise partial orders. 

The temporal sequencer applies the sequencing rules to compute a complete order of the 

events from a set of pairwise partial orders predicted by the temporal analyzer. 

For the MLN inference system, an off-the-shelf tool is used.11 This is the same tool as 

was used to learn the discourse structure and the temporal relation models. A Maximum A 

Posteriori (MAP) inference, which computes the most likely possible world given some 

evidence, is performed with Cutting Plane Inference technique (Riedel, 2008). Cutting Plane 

Inference instantiates fractions of the complete MLN in an incremental manner, whose exact 

solutions are computed with Integer Linear Programming. The MLN inference system is 

shared by the discourse parser and the temporal analyzer. 

6.2 Three Phases of Document Summarization 

Automated document summarization is a complex text-to-text generation task that involves 

automatically understanding a given document and generating a new document that is a 

concise summary of the original document. Mani et al. (1998) recognize three phases of 

automated document summarization (Figure 6.2). First is the analysis phase, in which the 

                                                
11 Available from http://code.google.com/p/thebeast/. 
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input document is analyzed in order to identify salient content. In the implemented prototype, 

the discourse parser (Chapter 3), takes charge of the analysis phase. Based on the notion of 

nuclearity in RST, the discourse parser analyzes the nuclearity structure of the document. 

The text units that are classified as nuclei are extracted to be included in the summary.  

 

Figure 6.2. Three Phases of Automated Summarization 

Analysis 

• Discourse structure model 

• Identify salient content  

 

Refinement 

• Sentence compressor 

• Construct sentences from content 

 

Synthesis 

• Temporal relation model 

• Structure output summary 

 

Summary 

Document 



 

 

 

73 

 

 Next is the refinement phase. This phase transforms the extracted content into a 

sentence that will appear in the summary. The sentence compressor (Chapter 4) in the 

implemented prototype is responsible for this phase. The sentence compressor constructs new 

sentences from the salient content that was extracted from the previous phase, by post-

processing the nuclei to remove dangling connectives and by concatenating the nuclei as 

described in Section 4.3.  

The last phase is synthesis. In this phase, the constructed sentences are linearly 

organized to form the final summary. The implemented prototype organizes the content 

according to the chronological order of events described in the original document. Inferences 

about temporal relations are drawn by the MLN inference system by referring to the temporal 

relation model (Chapter 5).  

6.3 An Illustrated Procedure 

The summarizer takes an English document as input. It is assumed that the input document is 

annotated with the semantic attributes of events and time expressions. As explained in 

Section 5.3, the semantic attributes of events include polarity, modality, part-of-speech, 

tense, aspect, and class. The time expressions are characterized with two semantic attributes, 

type and value. In the implemented prototype, a given input document is analyzed and 

transformed as it goes through two parallel procedures. Figure 6.3 shows an input document 

(a) that consists of a set of sentences. Each of the first three sentences is illustrated as a 

horizontal block with an associated numerical ID (1-3). The first sentence contains two 

events, e1 and e2. The second and the third sentences contain events, e3 and e4 and events, e5 

and e6, respectively. 
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e1             e2 

e3      e4 

e5           e6 

1. 

2. 

3. 

…
 

(a) Original Document 

e1 

e3 

e5 

1. 

2. 

3. 
…

 

e2 

e4 

e6 

(b) Sentence Compression 

        e1 > e2 1. 

        e3 < e4 2. 

        e5 = e6 3. 

…
 

e1 ≥ e3 

e3 < e5 

(c) Temporal Sequencing 

e1 1. 

…
 

2. e4 

e5 3. e6 

(d) Summary 

Figure 6.3. Illustrated Procedure of Summary Generation 
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While performing the sentence compression procedure, the sentences are decomposed 

into edus and their nuclearity structures are analyzed by the discourse parser. In Figure 

6.3 (b), each of the horizontal blocks represents an edu along with its nuclearity: the 

horizontal blocks in solid line are nuclei and the ones in dotted line are satellite. Among the 

eight edus that were identified from the sentences 1-3, six are preserved to form the summary 

after deleting the two edus that are satellite.  

Parallel to the sentence compression, the input document also goes through the 

temporal sequencing procedure (Figure 6.3 (c)). First, by referring to the temporal relation 

model, the MLN inference system reasons the temporal relations for the pairs of events 

within the same sentence (shown within a horizontal block) as well as main events in 

adjacent sentences (shown between two horizontal blocks). The temporal relation model uses 

six types of temporal relations: BEFORE (<), AFTER (>), OVERLAP (=), BEFORE OR OVERLAP (≤), 

OVERLAP OR AFTER (≥), and VAGUE. The temporal relation VAGUE means that no explicit 

temporal relation is recognized for the given pair of event, therefore there is no a well-

defined approach to treat this temporal relation. Taking a simplified strategy, the temporal 

sequencer in the implemented prototype treats the temporal relation VAGUE the same as 

OVERLAP. The temporal relations predicted by the temporal relation model are pairwise 

partial relations. To combine the partial temporal relations into a complete sequence, a 

greedy approach is taken: the order of the sentences that will appear in the summary is 

locally determined based on the temporal relations between the main events of adjacent 

sentences. For instance, to compute a complete order for the two local temporal relations, e1 

≥ e3, e3 < e5 illustrated in Figure 6.3 (c), first, the two events e1 and e3 are reordered 

chronologically (e3 ≤ e1). Next, the position of e5 is determined only based on the local 

context of the second temporal relation, placing e3 directly before  e5. The complete order for 

these three events is determined as e3 < e5  ≤ e1.  
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6.4 Summary of Chapter 

This chapter described an implemented prototype of an automatic document summarizer. The 

summarizer consists of five major components, including a discourse parser, a sentence 

compressor, a temporal analyzer, and a temporal sequencer, as well as a MLN inference 

system. Each of these components contributes to the three phases of the automated 

summarization, which include analysis, refinement, and synthesis. The discourse parser 

contributes to the analysis phase, in which the discourse parser analyzes the nuclearity 

structure of the input document to identify salient content. The sentence compressor is 

responsible for the refinement phase, in which the satellites are removed and the nuclei are 

concatenated after removing any dangling connectives at the beginning of the compression. 

The temporal analyzer plays a key role in the synthesis phase, in which the temporal relations 

of the events described in the document are analyzed. The MLN inference system is shared 

by the discourse parser and the temporal analyzer. Taking a locally greedy approach, the 

temporal sequencer computes a complete order among the events from the pairwise local 

temporal relations predicted by the temporal analyzer. The sentences are linearly organized 

in the summary according to the computed complete temporal order of the events. 
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CHAPTER 7    

Evaluation 

The previous chapter described an implemented prototype for a document summarizer, which 

integrates a discourse structure model (Chapter 3), a sentence compressor (Chapter 4), and a 

temporal relation model (Chapter 5). The summarizer recognizes salient content in the 

original document based on the discourse structure model. The sentence compressor 

constructs new sentences from the extracted salient content. The constructed sentences are 

structured into a summary by following a chronological order of events that is inferred by the 

temporal relation model. This chapter evaluates the performance of each of these three 

components. The performance of the discourse structure model and the temporal relation 

model are evaluated with widely used automatic metrics: recall, precision, and F1 measure, 

which compare the answers predicted by a model to the gold-standard answers. The quality 

of sentence compression was judged by human subjects.   

7.1 Evaluation of Learned Discourse Model 

Based on the MLN described in Section 3.5, four different systems were constructed, 

including one that utilizes a local model only, two that utilize partial joint models, and one 

that utilizes a full joint model. The systems were constructed using an off-the-shelf tool12 for 

Markov logic (Riedel, 2008). Preserving the original split of training and test sections of the 

RST-DT corpus, these systems were trained on the entire training data and evaluated on the 
                                                
12 Available at http://code.google.com/p/thebeast/ 
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test data. For testing, the gold-standard edu splits that accompany the corpus were used. The 

weights of the proposed MLN formulae were estimated using the one-best MIRA Online 

Learning method (Crammer and Singer, 2003) along with Cutting Plane Inference (Riedel, 

2008), which is the default learning method of the employed Markov logic tool. Each model 

was trained for ten epochs.  

7.1.1 Evaluation Metrics 

Two automated metrics that are widely used to evaluate the performance of syntactic parsers 

are labeled recall and precision. Labeled recall (Equation 7.1) is a metric that reflects the 

portion of labeled constituents that are correctly identified by a system with respect to the 

total number of labeled constituents in the gold standard answer. Labeled precision (Equation 

7.2) measures the portion of correct labels with respect to the total number of labels predicted 

by a system. Recall and precision are usually considered together because, in an extreme 

case, one can be exaggerated at the cost of the other. For example, a very conservative 

system that makes predictions only when its confidence level is above 90% will achieve high 

precision but its recall will be likely very low. On the contrary, a very relaxed system that 

makes duplicate predictions with different labels for given candidate constituents could 

achieve high recall but the precision will be low. F1 measure, also known as balanced F-

score, combines these two metrics. It is the harmonic mean of recall and precision 

(Equation 7.3). 

   

 

                                   

           

      

Labeled Recall = 
Total number of correct labels predicted by system 

Total number of labeled constituents 
(7.1) 

Labeled Precision = 
Total number of correct labels predicted by system 

Total number of labeled predicted by system 
(7.2) 
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 Following Marcu (2000), recall, precision, and F1 are used to evaluate the discourse 

parser described in Chapter 3. The nuclearity structure tree generated by the system is 

evaluated at two different levels of increasing complexity: blank tree structure (structure) and 

tree structure with nuclearity (nuclearity). The evaluation of structure only concerns the 

accuracy of the predicted hierarchical tree structure, ignoring nuclearity assignments to given 

the tree nodes. The evaluation of nuclearity concerns the accuracy of the nuclearity 

assignments to the tree nodes, as well as the tree structure. 

7.1.2 Systems 

Based on the MLN described in Section 3.5, four systems were constructed, each leveraging 

different sets of global formulae. 

 • Local model (Local): This model consists of only one hidden predicate, 

 NODETYPE(b, e, t), and its related local formulae. Because this model examines the 

 nuclearity over all candidate text spans through the given hidden predicate, 

 conceptually it can be viewed as an implicit joint model of the relatedness of text 

 spans and their nuclearity. However, this system does not explicitly model the 

 relatedness of text spans with the hidden predicate ISNODE(b, e). To avoid multiple 

 assignments of nuclearity to a single text span, the following hard constraint is added: 

 

SPAN(b, e) 

€ 

∧  b ≤ e  

€ 

⇒ |

€ 

∃ t: NODETYPE(b, e, t)|  ≤ 1           (7.4) 

 

 

F1 = 2 · 
Precison · Recall 

Precision + Recall 
(7.3) 
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This formula represents a constraint that each candidate text span can be assigned at 

most one nuclearity type. 

• Partial joint models (Partial1 and Partial2): Two partial joint models are 

constructed to evaluate the effectiveness of each global formula in the proposed MLN 

separately. In addition to the formulae in the Local model, these partial models 

include the hidden predicate ISNODE(b, e) and its related local formulae, thus 

explicitly attempting joint prediction of the rhetorical relatedness of text spans (by 

ISNODE(b, e)) and the nuclearity (by NODETYPE(b, e, t)). The only difference between 

the two partial models is the global formula employed by each of them. Partial1 

employs the global Formula 7.5, first introduced in Section 3.5. Note that this formula 

allows a one-way communication between the two hidden predicates, from 

NODETYPE(b, e, t) to NODETYPE(b, e, t). Thus Partial1 is analogous to a pipeline 

model that first combines related text spans into an internal RST node and then 

assigns the nuclearity to the new node, an approach that is similar to duVerie and 

Prendinger (2009). In contrast, Partial2 employs the global Formula 7.6 that assures 

communication of the two hidden predicates in the other direction. 

 

ISNODE(b, e) 

€ 

⇒ |

€ 

∃ t: NODETYPE(b, e, t)| = 1      (7.5)    

     

NODETYPE(b, e, t) 

€ 

⇒ ISNODE(b, e)                 (7.6) 

 

• Full joint model (Full): This model is the full implementation of the proposed 

MLN, which includes both of the hidden predicates and their related local formulae, 

as well as the two global formulae.   
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7.1.3 Results and Discussion 

Table 7.1 shows the performance of the four models on blank tree structure and nuclearity. 

Bold-faced font represents the highest score in the given column. The first column reports the 

overall performances of the models evaluated on the entire test data. To further examine the 

effectiveness of the learned models at different granularity of text spans, the following 

columns report model performance decomposed into three different levels of text: at the 

individual edu level, (EDU), at the sentence-level (Intra-Sentential), and at the level beyond 

individual sentences (Inter-Sentential).  

 The full joint model achieves the best performance in terms of F1 for both structure 

Table 7.1. Performance of learned models  
 

Performance (Precision / Recall / F1) 
Model 

Overall EDU Intra-Sentential Inter-Sentential 

Structure 87.0/ 73.9/80.0 100.0/99.9/100.0 91.5/86.2/88.8 76.9/53.2/62.9 
 Local 

Nuclearity 69.1/58.7/63.5 83.0/82.9/82.9 78.7/74.1/76.4 47.2/32.6/38.6 

Structure 85.0/79.2/82.0 100.0/100.0/100.0 89.8/91.0/90.4 75.8/59.4/66.6 
 Partial1 

Nuclearity 67.4/62.8/65.0 83.8/83.8/83.8 76.8/77.9/77.4 47.7/37.4/41.9 

Structure 85.7/78.9/82.2 100.0/100.0/100.0 89.6/90.8/90.2 76.9/58.7/66.6 
 Partial2 

Nuclearity 68.0/62.6/65.2 83.6/83.8/83.7 76.7/77.8/77.2 48.4/37.0/41.9 

Structure 85.7/79.3/82.3 100.0/99.9/100.0 91.2/89.8/90.5 76.7/59.4/66.9 
 Full 

Nuclearity 68.1/63.0/65.4 84.2/84.1/84.1 78.0/76.8/77.4 48.9/37.9/42.7 
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and nuclearity predictions, at all four levels. Both of the partial joint models also achieve 

better performance than the local model at all four levels. McNemar’s test (McNemar, 1947) 

was conducted for each pair of models on nuclearity prediction at all four levels. Statistical 

significance was found between all three joint models and the local model (at the inter-

sentential level, p < 0.01 between the full joint model and the local model, p < 0.05 between 

Partial1 and the local model, and no statistical significance between Partial2 and the local 

model; at the other levels, p < 0.001 between all joint models and the local model). No 

statistical difference was found among the three joint models.  

Interestingly, the joint models’ recall performance tends to surpass that of the local 

model. It is hypothesized this is due to the communications between the two hidden 

predicates allowed in the joint models, thus complementing each other. Another observation 

to note is that at the inter-sentential level, the performances of all four models degrade by 

relatively large margins (19% and 35% drop in F1 for structure and nuclearity in the full joint 

model). This implies that the features used in the proposed approach are not as useful for 

predicting larger text spans as for smaller text spans. The structure prediction at the edu level 

is somewhat trivial because edus are always legitimate nodes in the RST tree; however, these 

scores are reported as well for completeness. 

Table 7.2 compares the best-performing full joint model with the reported 

performance of other systems on the same test data. It shows that the performance achieved 

by the proposed system is either comparable to those achieved by the current state-of-art 

system (V&P), on structure prediction, or slightly less accurate, on nuclearity prediction 

(duVerie and Prendinger, 2009). Note that V&P was trained with manually annotated 

syntactic parse trees directly extracted from the Penn Treebank corpus (Marcus et al., 1999). 

In contrast, the model described in this work was trained on syntactic parse trees that were 

automatically generated by a statistical parser (Charniak, 2000) and thus are noisy. Charniak 

(2000) reports that the parser achieves 90.1% average precision for sentences of length 40 
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and less, and 89.5% for sentences of length 100 and less when tested on the standard test 

sections of the Wall Street Journal Treebank. Also, V&P employs a much more complex set 

of features than those used in work, including structural information from RST subtrees. The 

number of features used in this work is about half of those used by V&P; the models 

described in this work use approximately 50,000 features while V&P uses approximately 

100,000 features.  

The other two comparison systems are Sporleder and Lapata’s (2005) sentence-level 

discourse chunker (S&L) and Soricut and Marcu’s (2003) sentence-level discourse parser 

(S&M). The scores of S&M shown in Table 7.3 are those reported in (Sporleder and Lapata, 

2005). Even though the model proposed in this work achieves higher scores both in precision 

Table 7.2. Comparison with other systems 
 

Performance (Precision / Recall / F1) 
System 

Overall EDU 

Structure 85.7 / 79.3 / 82.3 100.0 / 99.9 / 100.0 
Full 

Nuclearity 68.1 / 63.0 / 65.4 84.2 / 84.1 / 84.1 

Structure 83.0 / 83.0 / 83.0 
V&P 

Nuclearity 68.4 / 68.4 / 68.4 
N/A 

Structure 97.4 / NA / 88.3 
S&L 

Nuclearity 
N/A 

78.3 / NA / 78.4  

Structure 93.5 / NA / 87.1 
S&M 

Nuclearity 
N/A 

79.2 / NA / 80.9 
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and F1, direct comparisons with these systems should be avoided because these two systems 

use automatically segmented edus while the approach proposed in this dissertation uses gold-

standard edu splits. 

7.2 Sentence Compressor Evaluation 

Since the initial work by Knight and Marcu (2000), human judgments on the quality of 

output summaries have become a standard method to evaluate sentence compressors (Turner 

and Charniak, 2005; McDonald, 2006; Galley and McKeown, 2007; Clarke, 2008; Filippova 

and Strube, 2008). The generated compressions are scored with respect to two aspects, 

grammaticality and the importance. Grammaticality measures the linguistic well-formedness 

of a compression and importance measures how well the compression preserves the core 

meaning of the original sentence. Following previous work, the performance of the sentence 

compressor described in Chapter 4 was evaluated with four human subjects. For performance 

comparison, an additional simple baseline compressor was implemented.  

7.2.1 Systems 

The baseline compressor and the MLN compressor were implemented as described below. 

•  Baseline Compressor: Following the approach used in previous sentence 

compression work (Jing, 2000; Sporleder and Lapata, 2005), the baseline sentence 

compressor always removes prepositional phrases, clauses, to-infinitives, and 

gerunds. Without any semantic knowledge incorporated, this baseline system is a 

simple representative of purely syntactic compressors. Always removing certain types 

of syntactic categories from sentences might seem to be a rather rudimentary 

approach; however, it is a reasonable first step toward more sophisticated approaches 

when other resources are not available. For example, Grefenstette (1998) suggests 

removing phrases in sentence to generate a telegraphic text for an audio scanning 
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service for the blind, and Corston-Oliver and Dolan (1999) propose to remove clauses 

from sentences for an information retrieval system. Jing (2000) reports this baseline 

compressor achieves a 43.2% match with human-generated compressions in terms of 

the remaining syntactic parse structure. The baseline compressor was implemented 

based on the syntactic parse trees generated by Charniak Parser (Charniak, 2000). 

•    MLN Compressor: This is the implementation of the discourse-based sentence 

compressor described in Chapter 4. The MLN compressor consists of a discourse 

parser, a main compressor, and a post processor. The discourse parser employs MLN 

model for hierarchical nuclearity structure of discourse to identify important content 

in a given sentence. 

7.2.2 Procedure 

For each sentence in the test set of the RST-DT corpus, compressions were generated as 

described in Chapter 4, using the gold-standard edu splits in the corpus. From the test set, 30 

sentences were randomly selected along with their compressions generated by each of the 

two compressors (the baseline and the MLN compressor).  

The compressions were presented to four human subjects who were all native English 

speakers. Following Knight and Marcu (2000), the subjects were asked to rate a given 

compression in terms of grammaticality and importance, each on a 5 point Likert scale. 

Grammaticality measures the linguistic well-formedness of a compression and importance 

measures how well the compression preserves the core meaning of the original sentence. 

Higher scores are given to better compressions. To avoid proximity and order confounds, 

each sentence was paired with only one compression at a time. Thus each of the original 

sentences appeared twice in the study material. The order of their appearance in the material 

was randomized. Four dummy items were also added at the beginning of the material so that 
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subjects could become familiar with the rating task. In total, the resulting material consisted 

of 64 (30 

€ 

×  2 + 4) pairs of an original sentence and its compression.  

The study was conducted remotely with a web-based evaluation tool. The participants 

were first presented with an instructional material containing examples (Appendix C), which 

was adopted from Clarke (2008). They were told that all the compressions were 

automatically generated with a computer program. 

7.2.3 Results and Discussion 

The average ratings across the four human subjects were computed for the baseline and the 

MLN compressor, excluding the dummy items described in Section 7.2.2. The results are 

summarized in Table 7.3. Compression rates were computed, as the ratio of the total number 

of words in the compression to the total number of words in the original sentence, averaged 

over the entire test data. It is not surprising that the baseline compressor received relatively 

high ratings (3.14) for grammaticality because it removes syntactic constituents that are often 

adjuncts to a given sentence. However, without any means for drawing inferences about 

semantics, the baseline compressor was rated low for its ability to preserve important 

information. The MLN compressor achieves an improvement of 44% over the performance 

of the baseline compressor for grammaticality and by 77% for importance. A paired-samples 

t-test confirmed that the findings are statistically significant (t(29) = -5.64, p < 0.001 for 

grammaticality and t(29) = -8.46, p < 0.001 for importance). 
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Table 7.3: Average ratings by human subjects and compression rates  
 

System Grammaticality Importance Compression Rate 
(%) 

Baseline 3.14 1.83 46 

MLN 4.51 3.24 65 
 

 

Table 7.4 shows three examples of the compressions that were generated by the two 

compressors and used in the study. The first two are the examples of good compression. In 

these examples, the MLN compressor effectively identifies the most important part of the 

given sentence and produces grammatical compressions. The third is an example of a bad 

compression. The generated compression is ungrammatical because the syntactic structure of 

the original sentence was more complex than the MLN compressor’s post-processor could 

handle. Even though the results are preliminary because of the small number of human 

subjects, the findings are significant and consistent with the hypothesis that the structure of 

discourse salience as captured by nuclearity can effectively guide a sentence compressor’s 

decision making about which text units to remove from a given sentence. 
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Table 7.4: Example compressions shown to human judges 
 

Input British government restrictions prevent any 
single shareholder from going beyond 15% be-fore 
the end of 1990 without government per-mission. 

Baseline British government restrictions prevent any 
single shareholder. 

MLN British government restrictions prevent any 
single shareholder from going beyond 15% be-fore 
the end of 1990. 

Input The comptroller's office also said that of 
37,000 complaints it received since January 
1987, only 16 alleged racial discrimination in 
real estate lending. 

Baseline The comptroller's office also said. 

MLN Of 37,000 complaints only 16 alleged racial 
discrimination in real estate lending. 

Input But the important factory-jobs segment, which 
last month plunged by 103,000 positions and 
raised recession fears, is most likely to be 
skewed by the month's unusual events.  

Baseline But the important factory-jobs segment, is most 
likely. 

MLN But the important factory-jobs segment, and 
raised recession fears, is most likely to be 
skewed by the month's unusual events. 
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7.3 Evaluation of Learned Temporal Relation Model 

This section evaluates the performance of the temporal relation model described in Chapter 

5, focusing on the effectiveness of lexical relation features and the comparison with state-of-

the-art results. To explore the effectiveness of lexical relations for identifying temporal 

relations, two temporal models were implemented. One model (Full) included the full set of 

features described in Section 5.3. The other model (NoLex) used only surface, semantic, and 

syntactic features, excluding the lexical relation features. The weights of the MLN formulae 

were estimated using the one-best MIRA Online Learning method (Crammer and Singer, 

2003) along with Cutting Plane Inference (Riedel, 2008). Both of these models were trained 

on the entire training set of the Tempeval-2 corpus and tested on the test set of the same 

corpus. The results of the better performing model are compared with the state-of-the-art 

results. 

7.3.1 Systems 

For comparison, two temporal relation models were learned. These two models differ only in 

the feature set that was used. 

•   Full: This system is the implementation of the full MLN illustrated in Section 5.4. 

This model uses the full set of features. The full feature set was jointly optimized as 

described in Chapter 5.5. 

•  NoLex: This model was created by removing the formulae involving lexical 

relation features (i.e., verb-rel and word-dist predicates) from the full joint model 

after feature optimization. The other features remain same as the full joint model. 
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7.3.2 Results and Discussion 

To isolate the potential effects of global constraints, the accuracies of the Full and the NoLex 

model were compared before global constraints are added. Table 7.5 reports the accuracies of 

the two models in terms of F1. An asterisk denotes statistical significance at p<0.05 from a 

two-tailed paired t-test. The Full model achieves relative 12% and 3% improvements over 

the NoLex model for temporal relation between events and time expressions (ET) and 

between two main events in consecutive sentences (MM), respectively. The improvement for 

MM was statistically significant (p<0.05) from a two-tailed paired t-test. Note that the ET 

task itself does not use lexical relation features (Table 5.5), but still achieves an improved 

result compared to the Full model. This is an effect of joint modeling where hidden 

predicates share features with other hidden predicates. There is a slight degradation (relative 

2%) in the accuracy for temporal relations between main and syntactically dominated events 

(MS); however, this is compensated by the larger relative improvements from the other tasks, 

resulting in a relative 5% overall improvement. 

Table 7.6 compares the performance of the two models trained on the entire training 

set and tested on the test set after the global formulae were added. The result is consistent 

Table 7.5. Results of joint models without global constraints 

Without Global constraints (F1) 
Task 

NoLex Full 

Overall 0.60 0.63 (+5%) 

ET 0.52 0.58 (+12%) 

MM 0.65 0.67 (+3%)* 

MS 0.66 0.65 (- 2%) 
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with the result reported in Table 7.5 in that the Full model improves the overall accuracy of 

the temporal model. However, no statistical significance was found on these improvements 

when tested with a McNemar’s test (McNemar, 1947).  

Note that no improvement is shown in the Full model for the MS task in terms of F1 

score. This finding violates the expectation that, because most of the events in the data are 

verbs, some semantic relations between these verbs would be captured by the lexical relation 

features, thereby improving accuracy for this task as was the case with the MM  task. A closer 

investigation of this phenomenon reveals an interesting finding. Table 7.7 shows a confusion 

matrix for the MS task predicted by the two models. Approximately the same number of 

misclassifications occurred from Incorrect to Correct (about 16% of the total predictions 

made by the two models) as misclassifications from Correct to Incorrect (about 15% of the 

total predictions between the two models). This observation confirms that adding lexical 

relation features did have an impact on the Full model, but its positive and negative effects 

cancelled each other. 

Table 7.6. Results of joint models with global constraints 
 

With Global constraints (F1) 
Task 

NoLex Full 

Overall 0.59 0.61 (+3%) 

ET 0.62 0.65 (+5%) 

MM 0.52 0.56 (+8%) 

MS 0.66 0.66 (+0%) 
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Finally, Table 7.8 compares the performance of the Full model with the state-of-the-

art results achieved by the TempEval-2 participants in terms of F1. The Full model improves 

the state-of-the-art results on the ET and the MM task by relative 3% and 2%, respectively. 

The Full model achieves the same accuracy as the state-of-the-art on the MS task, which was 

achieved by the same model whose features were optimized differently (Ha et al., 2010a). 

 

Table 7.7: Confusion matrix for predicted temporal relations 
 

NoLex  

Correct Incorrect Total 

Correct 70 (50%) 22 (16%) 92 

Incorrect 21 (15%) 27 (19%) 48 

Full 

Total 91 49 140 

Table 7.8. Comparisons with the state-of-the-art 
 

Task Full State-of-the-art 

ET 0.65 0.63 

MM 0.56 0.55 

MS 0.66 0.66 
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7.4 Summary of Chapter 

The performance of the three components integrated in the prototype summarizer were 

evaluated. The discourse structure model and the temporal relation model were assessed with 

three automated metrics, recall, precision, and F1, which compare the answers predicted by a 

learned model with the gold-standard answers. The sentence compressor was evaluated in a 

human-subjects study in which four human judges scored the quality of the automatically 

generated compressions in terms of two aspects: grammaticality, which measures the 

linguistic well-formedness of the compression, and importance, which concerns the retention 

of important content in the compression. 

To evaluate the discourse structure model, four MLNs were constructed: one that uses 

the full features, two partial models that use only one of the two global constraints, and the 

baseline that uses only local formulae. The performance of the full and the two partial models 

were statistically significantly better than the baseline. The proposed MLN sentence 

compressor was compared to the baseline compressor that removes certain syntactic 

categories. The MLN compressor achieved 44% improvement for grammaticality and 77% 

improvement for importance over the baseline. The proposed temporal relation model was 

compared with the one that did not use lexical relation model, in which the proposed 

temporal relation model achieved statistically significant results. The proposed temporal 

relation model achieved state-of-the-art results for all three subtasks that were addressed. 
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CHAPTER 8    

Conclusion 

While most successful work in NLP to date has focused on the analysis of individual 

sentences, the linguistic phenomena that cross sentence boundaries provide crucial 

information to combine the information contained in the individual sentences. For instance, 

discourse structure provides information about the coherence of a given document. Temporal 

event relations play key semantic roles in many genres of human-written text, such as news 

articles and children’s stories. The research described in this dissertation has proposed data-

driven approaches to modeling discourse structure and temporal event relations. By utilizing 

the Markov logic machine learning framework, the models were learned in a supervised 

manner from natural language corpora. The discourse structure model was learned from the 

RST-DT corpus, which is manually annotated with discourse properties based on the 

Rhetorical Structure Theory (RST). Focusing on the notion of nuclearity in RST, the 

discourse structure was learned by jointly modeling the rhetorical relatedness of two adjacent 

text units and the nuclearity assignment for a given text unit. The temporal event relation 

model was learned from the TempEval-2 corpus, which is manually annotated with events 

and temporal relations. Three related temporal relations were jointly modeled, which 

included temporal relations between (1) an event and a time expression; (2) two main events 

in adjacent sentences; and (3) a main event and its syntactically dominated event.  

The learned models were incorporated into an implemented prototype document 

summarizer, which consists of three primary components: a discourse parser, a sentence 
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compressor, and a temporal relation model. The discourse parser analyzes the discourse 

structure of a given document in order to identify salient content; the sentence compressor 

compresses each sentence in the document by removing the satellites; and the temporal 

relation model analyzes a chronological order of the events, by which the selected content is 

structured into a summary. 

8.1 Hypotheses Revisited 

The research presented in this dissertation has produced evidence that supports the following 

hypotheses. 

• Hypothesis 1: Because the notion of salience of meaning is reflected in nuclearity 

information within RST, the nuclearity structure of documents can inform the 

relative importance of content. 

o Two sentence compressors were constructed. One is the proposed 

MLN compressor, which removes all satellites from a given sentence. 

The other is a baseline compressor, whose content selection relies only 

on syntactic properties of text units. A human evaluation found that the 

output quality of the MLN compressor outperformed that of the 

baseline compressor (Section 7.2). This finding suggests the nuclearity 

information is an important predictor of the salience of content.  

• Hypothesis 2.1: The discourse structure of documents can be modeled in a data-

driven way using statistical machine learning techniques with shallow linguistic 

features, such as lexical, punctuational, syntactic, and organizational features, 

instead of using explicit discourse markers. 

o Utilizing the ML framework, the discourse structure was learned in a 

supervised manner from the RST-DT corpus. The learned model 

achieved an accuracy on the nuclearity structure prediction that is 
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comparable to the previous data-driven approach to discourse 

modeling (Soricut and Marcu, 2003 ;Sporleder and Lapata, 2005; 

duVerie and Prendinger, 2009) (Section 7.1). Reconfirming the 

findings from previous research, this result suggests discourse 

structure can be modeled with shallow linguistic features instead of 

explicit discourse markers. 

• Hypothesis 2.2: The task of modeling discourse structure can be decomposed into 

smaller subtasks, such as determining rhetorical relatedness of two discourse units, 

assigning a nuclearity to a discourse unit, and identifying rhetorical relations that 

hold between the two related discourse units.  Because these subtasks are related 

with one other, jointly modeling these subtasks improves the quality of the learned 

model by ensuring consistency among the subtasks. 

o Leveraging the ML framework, the task of predicting nuclearity 

structure was decomposed into two related subtasks, predicting the 

relatedness of adjacent text units and assigning nuclearity to a text unit 

(Chapter 3). The consistency between these two subtasks was enforced 

by means of global constraints.  Three joint models were constructed, 

which varied only in the global constraints. All three joint models 

achieved significant improvement over a non-joint model that does not 

decompose nuclearity structure prediction into subtasks (Section 7.1). 

This result suggests that the joint modeling approach provides benefits 

to discourse modeling by decomposing the given task into subtasks 

whose complexity is lower than the original task. 

• Hypothesis 3.1: Temporal relations can be modeled in a data-driven way, using a 

statistical machine learning technique with a variety of features, such as surface 
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features (e.g., word tokens and stems), manually annotated semantic attributes of 

events and time expressions, syntactic features, and lexical relations. 

o Leveraging the ML framework, temporal event relations were modeled 

in a supervised manner from the TemEval-2 corpus (Chapter 5). Each 

target pair of events or an event and a time expression was represented 

with a set of features, which include both automatically extracted 

features and manually annotated ones. The proposed model achieved 

the state-of-the-art results on the addressed temporal relation tasks. 

(Section 7.3) The results demonstrate that the temporal relations can 

be modeled in a data-driven way. 

• Hypothesis 3.2: Analyzing temporal relations among events often requires 

commonsense reasoning. Because lexical ontologies provide commonly agreed 

semantic relations between words, they will provide important clues to temporal 

relation identification. 

o Two temporal models were constructed (Section 7.3). One model 

(Full) utilized the full set of the features, which include surface, 

semantic, syntactic, and lexical relation features. The other (NoLex) 

utilized only surface, semantic, and syntactic features and excluded 

lexical relation features. Evaluated with a ten-fold cross validation on 

the training data, the Full model outperformed the NoLex model by a 

statistically significant margin. The same trend was observed when the 

two models were trained on the entire training data and tested with the 

entire test data. These findings demonstrate the lexical relations 

provide important clues to temporal relation identification. 

• Hypothesis 3.3: Temporal relations are transitive. That is, if event A happens 

before event B and B happens before event C, then it also holds that A happens 
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before C. Imposing the transitive property of the temporal model as global 

constraints improves the quality of the learned model. 

o The performances of the models before and after adding the global 

constraints were compared (Sections 5.4, 7.3). Adding global 

constraints improved the model accuracies for two among the three 

addressed subtasks of the temporal relation identification for the Full 

model. This finding suggests that imposing global constraints 

improves the quality of the learned model.  

8.2 Summary 

The implemented prototype generates a summary of a given document by proceeding in three 

phases: analysis, refinement, and synthesis. The analysis phase analyzes the given document 

in order to recognize salient content. The refinement phase constructs new sentences from the 

selected salient content. Finally, the synthesis phase structures the sentences into a coherent 

summary. In the prototype, three components are integrated to handle each of the three 

phases. A discourse parser analyzes the discourse structure of the given document (the 

analysis phase); a sentence compressor constructs new sentences from the selected content 

(the refinement phase); and a temporal relation model analyzes the order in which the 

sentences will be placed in the summary (the synthesis phase).  

Discourse parsing concerns analyzing the discourse structure of document. Based on 

the notion of nuclearity in RST, the work described in this dissertation has presented a 

Markov Logic approach to nuclearity structure prediction. In the proposed approach, the 

rhetorical relatedness of two adjacent text spans and the nuclearity of each text span are 

modeled jointly from the RST-DT corpus. The proposed approach is the first to employ joint 

modeling for discourse parsing and it offers greater modularity than previous approaches. 

Compared with a local nuclearity model that does not explicitly model the rhetorical 
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relatedness of text spans, the proposed joint models yielded statistically significant 

improvements. 

Sentence compression is a text-to-text generation task that must address the dual 

challenges of meaning preservation and grammaticality maintenance. The sentence 

compressor presented in this dissertation leverages the learned nuclearity structure model to 

identify salient content from a given sentence. The sentence compressor generates a 

summary of a given sentence by removing all the satellites from the given sentence, applying 

a grammaticality post-processor, and concatenating the remaining nuclei. An evaluation with 

human judges demonstrated the effectiveness of the proposed sentence compressor with 

respect to both the importance (meaning preservation) and the well-formedness 

(grammaticality) of the resulting compressions.  

Temporal relations were modeled with Markov Logic using lexical ontologies, as 

well as surface, syntactic, and semantic features. Three tasks relating to the TempEval-2 data 

were addressed: predicting temporal relations (1) between events and time expressions in the 

same sentence, (2) between two main events in consecutive sentences, and (3) between two 

events in the same sentence when one syntactically dominates the other. An evaluation 

suggests that utilizing lexical relation features derived from VERBOCEAN and WordNet is 

effective for modeling temporal relations. 

8.3 Limitations 

This dissertation research has proposed a novel approach to automated document 

summarization, which integrates discourse parsing, sentence compression, and temporal 

analysis of events. There are several limitations of the research.  

First, the accuracy of the learned nuclearity structure model needs improvements. 

Although the best-performing joint model achieves comparable performance to the current 

state-of-art, the performance at the inter-sentential level remains low. Incorporating new 
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features may further improve the performance of our model. For instance, Sporleder and 

Lascarides (2004) suggest features such as lexical chains, tense patterns, and word co-

occurrence that contribute to effective structure prediction at the inter-paragraph level.  

Second, the capabilities of the grammaticality post-processor for the sentence 

compressor should be extended. The current post-processor is effective in detecting dangling 

connectives at the beginning of a compression, but is not able to handle other types of 

ungrammaticality. Devising more robust grammaticality error detection and correction 

functionalities, either linguistically inspired or discovered in a data-driven fashion, will 

further improve the performance of the sentence compressor. 

Third, the current temporal relation model is only able to reason over pairwise partial 

orders of events. Because of this limitation, the temporal sequencer in the implemented 

prototype takes a greedy approach to compute a complete order of the events, in which it 

determines the order of compared events only in a local context. However, without a global 

timeline that applies to the entire set of the events that are being compared, it is possible that 

the greedy approach introduces incorrect temporal orders among events. 

8.4 Future Work 

There are several promising lines of future work. First, the discourse structure model needs to 

be enriched. The current discourse model utilizes only nuclearity structure, even though the 

RST framework provides much richer information about document structure by means of 

rhetorical relations. Rhetorical relations define the types of semantic relations (e.g., 

elaboration, background) that hold between adjacent text units. The correct recognition of 

rhetorical relations holding between text spans is crucial for deeper understanding of 

discourse. 

Second, it will be important to extend the sentence compression technique from the 

sentence level to the document level. In the current prototype, a summary of a given 
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document is generated by summarizing each individual sentence and then reordering them. 

Therefore, the resulting summary contains the same number of sentences as in the original 

document. However, it is often found that a summary contains fewer sentences than the 

original document. By design, the RST-based discourse model treats sentence- and 

document-level discourse phenomena in a uniform manner, thereby paving the way to 

effective document compression. By applying the notion of salience at the level of an entire 

document, it will be possible to generate a more concise summary of a given document.  

Third, the current temporal relation model assumes events and time expressions are 

already marked within the data in order to focus exclusively on the task of identifying 

temporal relations that link different events, or events and time expressions, together. To 

construct a fully automatic temporal relation identification system, the current work needs to 

be extended to include models that recognize events and time expressions mentioned in text 

as well as their semantic attributes. A data-driven approach similar to the one described in 

this dissertation (Chapter 5) may be feasible for this new modeling task. It will entail 

exploring a variety of features to further understand the complexity underlying the problem 

of temporal event analysis  

8.5 Concluding Remarks 

Over the past two decades, there has been significant progress in many areas of NLP,  due in 

large part to data-driven approaches. For example, statistical syntactic parsing has achieved 

the level of performance that allows embedding syntactic parsers in real-world applications. 

However, the computational analyses of linguistic phenomena that go beyond individual 

sentences are still understudied. Data-driven approaches to discourse parsing and modeling 

temporal event relations have only begun to exploit linguistic clues that can signal target 

relations. Based on a statistical machine learning technique, the research described in this 

dissertation has explored the utility of discourse-level linguistic phenomena in the context of 
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automated summarization. However, the NLP literature suggests that the potential benefits of 

discourse-level analysis of linguistic phenomena can contribute to a multitude of language 

processing tasks such as machine translation, question answering, and information retrieval. 

The research described in this dissertation represents a first step toward a data-driven 

approach to automatically understanding human-written documents at the discourse-level. 
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APPENDIX A: Predicate Definition for the Discourse Structure 

MLN 

/* 
   MLN Model Definition for RST parsing, which includes 
   1. Predicates (observed, hidden, and global) 
   2. Declaration of observed or hidden for the predicates 
*/ 
 
 
/* 1. Define predicates */ 
 
// (1) Observed predicates 
// (1.1) Input 
predicate edu: Int; 
predicate sentence: Int x Int x Int; 
predicate paragraph: Int x Int x Int; 
predicate span: Int x Int; // a span is a candidate node in the RS tree 
 
// (1.2) Textual Organization 
predicate position: Int x Int x Int x Int; // edu id, paragraph id, sentence id, token id 
predicate relPosition5: Int x Int x Int x Int; 
predicate max: Int x Int x Int; // max edu id, sentence id, token id 
predicate sameSentence: Int x Int; 
predicate beginSentence: Int x Int; 
predicate endSentence: Int x Int; 
predicate beginPara: Int x Int; 
predicate endPara: Int x Int; 
 
// (1.3) Lexical features 
predicate beginWord3: Int x Word x Word x Word; 
predicate endWord3: Int x Word x Word x Word; 
predicate beginPos3: Int x SynCat x SynCat x SynCat; 
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predicate endPos3: Int x SynCat x SynCat x SynCat;  
 
// (1.4) Dominance Sets 
predicate headNode: Int x Word x SynCat; 
predicate attachNode: Int x Word x SynCat; 
 
// (1.5) Punctuation 
predicate punct: Int x SynCat x Int; 
 
// (2) Hidden predicates 
predicate isNode: Int x Int; 
predicate nodeType: Int x Int x SpanType; 
 
 
/* 2. Load the MLN formulae (local and global ones) */ 
 
include "rst-global.pml"; 
include "rst-local-isNode.pml"; 
include "rst-local-nodeType.pml"; 
 
 
/* 3. Define which predicates are hidden or observed */ 
 
observed: edu, sentence, paragraph, span, position, relPosition5, max, sameSentence,  
 beginSentence, endSentence, beginPara, endPara, beginWord3, endWord3, 
 beginPos3, endPos3, headNode, attachNode, punct; 
 
hidden: isNode, nodeType;



 

 

 

117 

 

APPENDIX B: Predicate Definition for the Temporal Event 

Relations MLN 

/* 
   MLN Model Definition for temporal relation classification, which includes 
   1. Predicates (observed, hidden, and global) 
   2. Declaration of observed, hidden, global for the predicates 
*/ 
 
 
/* 1. Define predicates */ 
 
predicate event: DId x EId x Int x Word x Stem x SynCat; 
predicate eventAtt: DId x EId x Pol x Mod x Pos x Ten x Asp x Cla; 
predicate timex: DId x EId x Int x Word x Stem x SynCat; 
predicate timexAtt: DId x EId x Typ x Val; 
predicate timexUnigram: DId x EId x Int x Word x Stem x SynCat; 
predicate govPrep: DId x EId x Word; 
predicate govVerb: DId x EId x Word; 
predicate govVerbPos: DId x EId x SynCat; 
predicate govSub: DId x EId x Word; 
predicate modal: DId x EId; 
predicate aux: DId x EId x Str; 
predicate interPathParts: DId x EId x EId x Path x SynCat x Path; 
predicate verbRel: DId x EId x EId x Double x VRel; 
predicate wordDist: DId x EId x EId x Double; 
 
predicate dctEvent: DId  x EId  x EId; 
predicate timexEvent: DId x EId x EId; 
predicate subEvent: DId x EId x EId; 
predicate mainEvent: DId x EId x EId; 
 
predicate tlinkDctEvent: DId x EId x EId x Rel; 
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predicate tlinkTimexEvent: DId x EId x EId x Rel; 
predicate tlinkSubEvent: DId x EId x EId x Rel; 
predicate tlinkMainEvent: DId x EId x EId x Rel; 
 
 
/* 2. Load the MLN formulae (local and global ones) */ 
 
include "te-local-e-mainEvent.pml"; 
include "te-local-f-subEvent.pml"; 
include "te-local-c-timexEvent.pml"; 
 
 
/* 3. Define which predicates are hidden or observed. */ 
 
observed: event, eventAtt, timex, timexAtt, timexUnigram, govPrep, govVerb, govVerbPos, 

govSub, modal, aux, interPathParts, verbRel, wordDist, dctEvent, timexEvent, subEvent, 
mainEvent; 

 
hidden: tlinkTimexEvent, tlinkSubEvent, tlinkMainEvent; 
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APPENDIX C: Instruction for Sentence Compression Human 
Evaluation Questionnaire 

 
 

Sentence Compression: Human Evaluation13 
 

In this experiment you will be asked to judge how well a given sentence retains the meaning 

of an original sentence after it has been compressed. You will see a series of sentences 

together with their compressed versions. All compressed versions were generated 

automatically by a computer program.   

Your task is to judge the quality of a compressed sentence according to two criteria: (a) 

grammaticality and (b) importance. The grammaticality judgment is based on whether the 

sentence is grammatical. To judge the grammaticality of a compressed sentence, try to ask 

the following question: 

• Does the compressed sentence seem to be linguistically well-formed? 

The importance judgment relates to how well the compression preserves the most 

important information of the original sentence and whether it is adequately compressed.  

To judge the importance of a compressed sentence, try to ask the following questions: 

• Does the compressed sentence preserve the most important bits of information from the original 

sentence? 

• Has the compressed sentence removed information you deem not to be very important to the original 

sentence? 

                                                
13 This instruction has been adopted from Clarke (2008). 
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Remember that a high score of importance is given to a compression that retains important 

information and removes unimportant information. 

Both judgments are rated on scales from 1 (very poor) to 5 (very good).  

Some sentences may score low in grammaticality but high in importance, or vice versa. 

Consider the following examples of compressed sentences (A-C) given the same original 

sentence. 

• [Original Sentence] Nonetheless, FBI director Louis Freeh has today ordered a change – this is being 

reported by the New York Times – ordering new restrictions on the sharing of confidential 

information with the White House. 

• [Compression A] Nonetheless, FBI director ordered change new restrictions sharing confidential 

information with White House. 

The compression A would probably receive a low grammaticality score (e.g., 1 or 2) as it is 

difficult to understand. However it should receive a high score for importance (e.g., 4 or 5) as 

it is possible to get the gist of the original.  

• [Compression b] FBI director Louis Freeh has today ordered a change – this is being reported by the 

New York Times. 

On the contrary, compression B would receive a higher grammaticality score (e.g., 4 or 5) but 

a low importance score (e.g., 1 or 2) because it removes an important piece of information (the 

content of the change) while preserving a less important information (the fact that the New 

York Times is reporting).  

• [Compression c] FBI director Louis Freeh ordered new restrictions on sharing confidential 

information with the White House. 

Compression C would receive a high number (e.g., 4 or 5) for both grammaticality and 

importance because it is understandable and shortens the original sentence while retaining 

important pieces of information.  

 


