
 

ABSTRACT 

HASHEMI, HASHEM. Core-Selectable Chip Multiprocessor Design. (Under the direction of 
Dr. Eric Rotenberg). 
 

Hitherto, in the design of microprocessors, a major barrier to greater single-thread 

performance has been the inevitable limitation of a single microarchitectural solution being 

used to execute all types of applications. However, with technology feature-sizes shrinking to 

the point that it is now possible to package multiple processing cores in a single 

microprocessor, an opening to this barrier is becoming visible. Although this increase in the 

number of cores has primarily been viewed as a means to provide thread-level and task-level 

parallelism, it also provides the opportunity to improve single-thread performance through 

the incorporation of diversely microarchitected processing cores. 

What is more, the aggregate die area taken up by the cores in multicore microprocessors, or 

Chip Multiprocessors (CMPs), is shrinking in proportion to that of the non-core portion. 

What this essentially means is that it is becoming cheaper to stamp-out more cores into the 

design of a CMP – as long as the cores need not be fully interconnected. Thus, a promising 

design approach, that forms the central proposal of this thesis, is to incorporate more than 

one core at each port to the interconnect, gear the microarchitectural design of these cores to 

distinct workload characteristics, and provide the ability to dynamically select which core to 

actively employ at each port depending on the immediate application. This solution, which 

will be referred to as core-selectability, retains the design symmetry that is essential to 

scalable multithreaded performance (but lost when unique core designs are spread out across 



 

the system), while providing the microarchitectural diversity that is essential to single-thread 

and multiprogrammed performance. 

With this approach, the more customized the different core designs are to the behavior of 

their constituent workload behavior, the more potential there is for performance gain. Thus, 

accurately studying the potential of this design solution requires accurate understanding of 

(a) how the microarchitectural design space should be explored, (b) how the workload space 

should be split up between different core designs, (c) how circuit-level propagation delays 

should be modeled and accounted for, (d) how overall system performance should be 

evaluated, and (e) how variability in application phase behavior can be dealt with. These are 

the issues that are addressed in this thesis. 

Among other results, it is revealed that in splitting up the workload space between different 

core designs, doing so based on the Euclidian distance of applications in their raw workload 

behavior can lead to suboptimal design choices. It is shown that, in the evaluation of the 

overall performance of CMP designs, accounting for task arrival behavior can be critical to 

accuracy. It is shown that core-selectability has the potential to provide notable overall 

performance benefit to both multi-programmed workloads with different task arrival patterns 

and multi-threaded workloads. Moreover, it is shown that by extending core-selectability to 

exploit fine-grain changes in application behavior, with a technique called architectural 

contesting, it is possible to achieve even greater single-thread performance enhancement. 
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CHAPTER 1: Introduction 
 

A major hurdle to better microprocessor performance is the sheer generality of application 

behavior for which the centralized microarchitectural units necessary for the extraction of 

instruction-level parallelism (such as the issue-queue, load/store queue and reorder buffer) 

must be designed for. If it were possible to dynamically change these microarchitectural units 

to suit the characteristics of the application at hand, notable instruction-level performance 

could be gained. The inherent criticality of these units, however, renders practically 

infeasible the option of designing them to be dynamically changeable – due to the circuit-

level overheads it would entail.  

A more feasible solution that has been proposed in prior art is the incorporation of different 

fixed processing cores, each designed for different types of application behavior, with the 

ability to somehow route applications to cores based on suitability. This approach, however, 

in its own, is not a scalable solution. Adding to the diversity of the core designs without 

increasing the number of cores results in degradation of the system’s effectiveness in 

executing multithreaded applications. And increasing the number of cores requires an 

increase in the provisioned cache and interconnection resources (to accommodate all of the 

cores) – resulting in an outweighing increase in complexity and degradation of efficiency. 

Moreover, from a high-level standpoint, this solution results in a design that is irregular, 

asymmetric and non-homogeneous. 

Meanwhile, the actual processing cores in Chip Multiprocessors (CMPs) have been 

consuming progressively smaller portions of the total physical layout. This trend is a result of 
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a number of factors: (i) merely scaling the size of the ILP-extracting units does not 

necessarily improve general performance, (ii) increasing the amount of cache and 

interconnection bandwidth can at the very least improve data throughput, and (iii) increasing 

in the number of cores, in a well-provisioned manner, requires accompanying increase in the 

cache capacity and interconnection bandwidth. In layman’s terms, giving more die area to the 

cores either results in no performance benefit (when used to scale microarchitectural 

structures) or it necessitates more die area to also be given to the non-core portion of the 

design (when used to increase the number for cores). 

Evidence of this trend can be observed in Figure 1-1, which illustrates the ratio of die area 

consumed by the actual processing cores in chip multiprocessors over the past years. A 
sdcdfsdcsdvcsdfvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvvsdc  

 
 

Figure 1-1: Percentage die area consumed by processing cores in commercial 
microprocessors over the years1

                                                 
1 These estimates are slightly subjective as they were extracted through observation of die 

photographs of different processors, and visually distinguishing the actual cores from the non-core 
portion (including all levels of cache). 
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separate recent study [12] also forecasts this shrinking trend to continue. 

The goal of this thesis is to study how this trend in the aggregate die area consumed by cores 

might open an avenue to a different form of instruction-level performance enhancement; by 

enabling the availability of alternative core designs in the system without complicating the 

non-core portion of the design. Specifically, a solution is proposed in which each core in the 

CMP is replaced with a cluster of multiple differently designed cores, forming what will be 

referred to as a node, with the option to dynamically select which core in each node to 

actively employ (depending on the application at hand). The purpose of these different cores 

is to provide microarchitectural diversity, rather than concurrency. Thus, only one core in 

each node need be actively employed at any time.  

This solution allows for the cores to share the complex resources that interconnect nodes 

together in the CMP, while maintaining the original provisioning of these resources. In other 

words, the cache and interconnect need only be provisioned for the number of nodes, rather 

than the number of cores. A chip multiprocessor with such a design will be referred to here as 

a core-selectable design [38], as the fundamental benefit this design solution provides is the 

ability to select the microarchitectural design to employ.  

This approach is a scalable solution to exploiting the increase in availability of transistors to 

enhance performance without overly increasing design complexity, verification effort or 

power consumption. It allows for the microarchitecture design to be partitioned and focused 

on specific types of workload behavior, rather than pack everything into a single design 

solution that attempts to eke out performance with complex all-inclusive design tricks.  
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As illustrated in Figure 1-2, core-selectability provides the potential for the system to 

dynamically transform between:  

• Different homogeneous configurations (each employing a different core design) 

• Different heterogeneous configurations (each employing a different combination of core 

designs) 

Employing a suitable core design in the homogeneous configuration enables better multi-

threaded performance. Employing a suitable combination of core designs in the 

heterogeneous configuration enables greater throughput to multiprogrammed workloads [87] 

and better performance to critical-section intensive multithreaded workloads [62]. As 

illustrated in Figure 1-3, this is all achieved while retaining overall design symmetry. 

 

 
Figure 1-2: The configuration options in a Core-selectable system. 

 
 
The value of this paradigm can be better understood in contemplation of the following 

layman’s question: What has been preventing microprocessor manufacturers from employing 

a larger number of processing cores? Each additional core consumes minimal die area 

(compared to the other circuitry that has recently been brought on-chip, e.g. the memory                                

. 
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Figure 1-3: Examples of how the cores in a Core-selectable CMP can be employed. 
(a) (b): Homogeneous configurations. (c) (d) (e): Heterogeneous configurations.   

 
 
controller). Moreover, merely replicating the cores themselves consumes no extra design or 

verification effort. Thus, the answer must lie in the power budget, and the complexity fully-

interconnected cores introduce to the interconnection network and cache hierarchy. 

As illustrated in Figure 1-4, in conventional chip multiprocessor design, increasing the 

number of cores in the system necessitates more interconnection bandwidth and overall cache 

capacity. This extra circuitry increases core-to-core propagation delay, the system’s power 

consumption and manufacturing cost, in addition to design and verification effort. In general, 

the major problem with on-chip networks is that they simply do not scale very well.  
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Figure 1-4: Complexity of the interconnection in a conventional CMP design. 
 

Nevertheless, the issue of concern here is not cost per se (as it is natural for greater 

performance to entail higher cost), but rather, it is an issue of wastefulness. It is wasteful to 

dedicate further resources (e.g. power budget, design effort) to any portion of the design 

before that portion has been fully exploited. However, a large portion of workloads tend to 

underutilize the cache and interconnect. The major reason for this is that workloads that place 

high demand on these resources are more dominant in influencing what entails a well 

provisioned design – as insufficient provisioning for them dramatically degrades their 

performance (and consequently overall performance). 

It is important to recognize that adding cores to a system without increasing the provisioned 

interconnection resources can alternatively be achieved by splitting the existing resources 

among the cores (i.e. splitting the channel bit-width in crossbar-based interconnect, and the 

bisection-width in tile-based designs). However, if doing so were to yield better overall 

performance, it would indicate that the interconnect portion of the original design was over-

provisioned to begin with. More importantly, the overhead of this naive form of increasing 
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concurrency permanently impacts system performance – such that applications that are 

inherently less scalable permanently observe performance degradation.  

Therefore, it is the confluence of a number of factors that motivates core-selectability. Figure 

1-5 summarizes how these factors can be viewed as leading to each other. The fact that the 

cache and interconnect need to be provisioned for the number of simultaneously-operable 

cores (the provisioning factor), coupled with all cores currently being of the same design (the 

one-size-fits-all factor), leads to the fact that the cores are in aggregate consuming a 

diminishing portion of die area (the shrinking factor). This, coupled with the fact that there is 

single-thread benefit in employing diversely designed cores for different applications (the 

diversity-is-beneficial factor), leads to the benefit in the incorporation of diversely designed 

cores such that they need not all be simultaneously operable (the presence-is-beneficial 

factor). This, coupled with the fact that for many applications the actual performance 

bottleneck is not the cache or interconnect (the underutilization factor), and that port sharing 

has been shown to be a feasible design option (the port-sharing factor), lead to the solution 

of incorporating similar clusters (or nodes) of differently designed cores such that all the 

cores in a cluster share a single port to the cache and interconnect (core-selectability).  
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Figure 1-5: The confluence of factors that motivate core-selectable design. 
 

Figure 1-6 illustrates the basic schematic of a two-way core-selectable design. Within each 

node, the active core takes over the port to the L1 data cache. Note that this figure only 

shows the multiplexing of the address signals to the L1 cache, not how the data paths are 

directed to both cores.  

 

 

Figure 1-6: Complexity of the interconnection in a core-selectable CMP design. 
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The true value of core-selectability lies in its simplicity and the absence of microarchitectural 

invasiveness. In fact, the microarchitectural adjustments needed for implementing this design 

solution lie only in the back-end and front-end of the core designs. This simplicity is vital to 

minimizing design and verification effort. 

The ability to employ different core designs opens the door to a much broader overall system 

design space, and the potential for considerable performance gain and improvement in power 

efficiency. However, a number of questions surrounding this design solution need to be 

addressed. For instance, there are the details of exactly how inactive cores can be awoken 

and execution transferred to them. There are issues that need to be addressed with regards to 

which portions of the different core designs should be shared among the cores, and which 

should be kept private. There are questions surrounding the design space exploration of such 

a system, and how the workload space should be split up among the cores. There are also 

questions regarding the effect of fine-grain change in application behavior, and the effect of 

the pattern with which applications tend to arrive at the system. The follow chapters address 

these issues. 

The next chapter provides an overview of related work. Chapter 3 addresses how the 

workload space can be split up between differently designed cores in order to enhance overall 

performance. Moreover, it provides insight into how the microarchitectural design space of 

the processing cores should be explored, and the importance of accurately accounting for 

circuit-level details in this exploration. 

With the evaluation background setup, an in-depth study of various implications of core-

selectability is presented in Chapter 4. Results are presented that show that, even when 
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limiting the diversity between core designs to only the sizing of microarchitectural structures, 

core-selectability has the potential to provide notable performance enhancement to scalable 

multithreaded applications, without the need to extract thread-level concurrency. In addition, 

it is shown that core-selectability can provide greater throughput to multiprogrammed 

workloads by providing the potential for the system to transform into a heterogeneous design. 

Chapter 5 addresses the opportunity for performance enhancement presented by frequent 

changes in application behavior, and how a core-selectable system is inherently suited to 

exploit this. An implementation solution is proposed that enables speedy transfer of effective 

execution between the differently designed cores in a node. This solution will be referred to 

as Architectural Contesting. Chapter 6 provides a summary, and outlines future directions for 

the continuation of this work. 
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CHAPTER 2: Background and Related Work 
 
 
 
Prior work has shown that there is significant performance benefit in employing customized 

core designs for different workload behavior [88] [87]. Nevertheless, when limited to a single 

core design, the best solution is one that provides reasonable performance across a wide 

range of workload behavior. Thus, the different units of a general-purpose processing core 

need to be designed in anticipation of typical workload behavior. Such a system will perform 

suboptimally when the actual workload being executed on the system displays atypical 

behavior – with undersized structures degrading IPC and oversized structures wasting 

propagation time.  

The characteristics of the employed technology can also impact the best tradeoffs in the 

design of a processing core. For instance, extracting greater parallelism requires more 

complex logic (and longer propagation delays), which either results in deeper pipelining or 

an increased clock period. While increasing the clock period can directly degrade 

performance, deeper pipelining can adversely impact parallelism by impacting the cycle 

delay between the wakeup of back-to-back dependent instructions. 

Moreover, intricate circuit-level details can dramatically sway the best design tradeoffs for a 

given workload behavior. For instance, the unified clock period intertwines the different 

microarchitectural design units. Thus, in a high-performance design, the scaling of any unit 

must either result in change in the pipeline depth of that unit or it must be accompanied by 

proportional scaling in the propagation delay of all other units (to enable frequency scaling). 

To make things even more complicated, different units of the design tend to scale differently 
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and are not ideally pipelinable. This can result in pipeline slack, which increases effective 

propagation delay, and degrades performance.  

The ability to employ different core designs opens the door to a much broader overall system 

design space. One aspect of this design space is the manner in which the workload space 

should be split up among the cores, for each to be customized to [35]. Another aspect is the 

customization of core designs to their constituent workload behavior. Correctly exploring this 

design space requires core customization in which intricate circuit-level details are accurately 

accounted for. In this design space, abstracting away the circuit-level details can lead to 

inaccurate assessments and the adoption of severely suboptimal design solutions. The 

following sections focus on these issues. 

2.1. A High-Fidelity Circuit-Level Model 

In order to be able to account for detailed circuit-level propagation delays, and conduct 

accurate core customization, we have developed a fully-synthesizable Verilog model of a 

contemporary pipelined out-of-order superscalar processor – referred to as Fabscalar [77]. 

This model has parameterized microarchitectural features, and is aimed at high-fidelity 

design space exploration. It enables evaluation of the effect of the propagation delay and 

pipeline depth of different microarchitectural units on overall performance under different 

technology characteristics. The results presented in the analysis of the performance of core-

selectability are based on results attained from the synthesis of different configurations in 

45nm technology. Other results are based on propagation delays estimated with the CACTI 

modeling tool [98]. 
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As an example, Figure 2-1 shows the propagation delay of the select logic, extracted from the 

model, when the issue-queue size and issue width are scaled. These results show that, for a 

specific propagation delay, there is a tradeoff between the size of the issue queue and the 

issue width. The best tradeoff depends on the workload behavior. Thus, without knowing the 

characteristics of the technology, and that of the applications, it not possible to accurately 

determine the best core configuration for executing a given set of applications.  
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Figure 2-1: Propagation delay of the selection logic in 45nm technology, when the issue 

width and issue-queue size vary. 
   

2.2. The Infeasibility of Gaining Performance from Reconfigurability/Adaptability 

One approach to enabling different workloads to be executed on suitable core designs is 

through reconfigurability or adaptability. In implementing reconfigurability or adaptability, 

there is a tradeoff between the flexibility of the design and the overhead introduced to the 

system. Adaptable architectures [16] have less overhead, but provide less flexibility in the 

design. In contrast, FPGA-based reconfigurability [97] provides high flexibility at the cost of 
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large overheads. Nevertheless, in critical microarchitectural units the overhead of even the 

most inflexible forms of adaptability can outweigh the would-be benefit. 

Although prior studies have proposed adaptable implementations of various 

microarchitectural units, their focus tends to be on reducing power consumption when 

needed, with minimal performance degradation. Achieving performance enhancement 

through adaptability, however, is more challenging. The following subsections address why 

this is. 

2.2.1. Reconfigurability/Adaptability in the Logic 

An example of the difficulty in implementing reconfigurability (or adaptability) can be 

observed in the superscalar wakeup logic. The main component of propagation delay in the 

wakeup logic is the load on the rails that broadcast newly issued instruction tags to the 

comparators that compare them with those of waiting instructions.  

Downsizing the effective issue-queue size can, in theory, be achieved by switching off the 

load of the unwanted comparators. In practice, however, switching off the capacitance can 

only be achieved through buffering a portion of the broadcasting rail. Such buffering will 

provide the effect of a repeater when the issue-queue is not downsized [16]. But, since the 

buffer will need to be large enough to drive the rest of the broadcasting rail, it will 

permanently place a large extra load on the rail, increasing the propagation delay of the 

downsized portion.  

Using the optimal repeater placement of SoC Encounter, it was found that in 45nm 

technology the best design for a 128-entry issue-queue consists of 4 large buffers, each with 

9fF input capacitance, driving all the issue-queue comparators in a tree structured layout. 
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Implementing the ability to downsize the issue-queue within this circuitry results in a notably 

larger propagation delay compared to custom downsized issue-queue designs.  

Table 2-1 shows the propagation delay of the wakeup and select logic in a 4-wide issue-

queue with a maximum size of 128 entries that can dynamically be downsized. Also shown 

in this table is the propagation delay for custom downsized issue-queue designs. These 

results show that, the reconfigurable design, at its full size (of 128 entries) is 15% slower 

than a same-sized custom design. For smaller issue-queue sizes, the reconfigurable design 

becomes even slower relative to same-sized custom designs – with 46% longer propagation 

delay for the 16-entry size. Therefore, although there may be some benefit in this form of 

reconfigurability, it is far from the true benefit of customization.  

 
Table 2-1: Effect of Issue-Queue Size on Propagation Delay With and Without 

Reconfigurability. 
Issue-Q size Wakeup Delay (ns) Select Delay (ns) Wake & Select Delay (ns) Reconfig. Delay (ns) 

16 0.55 0.54 1.09 1.55 
32 0.635 0.59 1.38 1.89 
64 0.67 0.65 1.62 2.1 
128 0.82 0.76 2 2.3 

 

Implementing reconfigurability in the issue width is even more challenging. The dependent 

instruction tags of waiting instructions are connected to as many comparators as there is issue 

width. The extra load of the unnecessary comparators in the downsized setting cannot be 

dynamically removed from the circuit without inserting extra buffering. This buffering 

introduces extra load in the system, which degrades performance.  

Nevertheless, the direct overhead in propagation delay is not the only factor limiting 

performance gain from such reconfigurability. 
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2.2.2. Reconfigurability/Adaptability in the Pipeline Structure 

Even if certain microarchitectural units were to somehow be made optimally changeable at 

the logic-level, the most difficult factor in attaining performance benefit from such 

changeability would be in conjunction with the tightly-coupled pipeline stages feeding to and 

from that unit.  

For instance, selectability, as a general concept (providing the ability to select from among 

different implementations), can be incorporated to emulate ideal changeability in any 

microarchitectural unit. In addition, adaptability in caches [80] has also been shown to be 

implementable with fairly low overheads. However, it is challenging to draw performance 

from such confined changeability without causing slack and imbalance in the pipeline 

structure. The reason for this is that different design units scale differently and some do not 

scale at all.  

For instance, the operation of the functional units is determined by the ISA and is unaffected 

by the microarchitectural configuration. Moreover, the functional units reside within the 

feedback loop of any microarchitecture, and are central correct functionality. Thus, any extra 

circuitry in their design will impact the raw performance of the system, and dramatically 

increase the verification effort of the system. Moreover, if such critical portions of a 

changeable core design were to be kept unchangeable, they would need to observe pipeline 

slack in low clock frequency configurations, for correct functionality in high frequency 

configurations.  

Dynamic pipeline scaling (DPS) provides the potential for variable depth pipelining of a 

microarchitectural unit [52]. This can, in theory, enable the independent scaling of different 
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design units, while preventing slack in any pipeline stage. In practice, however, DPS 

introduces overheads in the form of extra latch propagation delay and extra power 

consumption. More importantly, it is only practical for multiplying or dividing the clock 

frequency, which dramatically limits the viable design space.  

2.2.3. The Verifiability of Reconfigurability/Adaptability 

Design verification needs to be accounted for in high level design choices as it has become 

the major consumer of man-hours in the development of modern processors [86]. It has been 

shown that design symmetry reduces verification cost by mitigating the effective number of 

functional states that need to be accounted for [4].  

Reconfigurability, however, desymmetrizes the design of a processing core by creating 

differences between portions of the microarchitecture that would otherwise be identical. For 

instance, in the implementation of an adaptable issue-queue, the entries that are disabled in 

the down-sized mode differ from those that are never disabled. In addition, the logic that 

implements reconfigurability itself is inherently not symmetric. This can lead to an explosion 

in the number of states, and a potentially dramatic increase in verification effort. 

Note that the potential for dramatic increase in verification effort is not exclusive to 

reconfigurable/adaptable designs. Most of the microarchitectural innovations of the past 

decade that attempt to push the envelope of overall single-thread performance inevitably end 

up complicating and desymmetrizing the design. For instance, techniques that attempt to 

make better use of critical structures such as the issue-queue or ROB, by temporarily 

decongesting them (i.e. draining stalled instructions from them) [7] [2] desymmetrize the 

design by introducing irregular control logic and data-paths to the system. Techniques that 
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attempt to exploit locality in data values [71] end up desymmetrizing the design with extra 

irregular circuitry necessary to recover from misspredictions. And Techniques that attempt to 

speculatively execute future code in advance [13] [15] desymmetrize the design with 

irregular circuitry necessary to monitor for changes to the input set. Core-selectability, 

however, allows for performance gain while keeping the complexity of each core design to a 

minimum by focusing it on only the constituent workload behavior of that core. 

2.3. Related Work 

2.3.1. Approaches to Splitting up the Space of Application Behavior 

Numerous prior studies have analyzed different aspects of commercial benchmark suites [91] 

[105] [31] [30]. Other related studies have focused on understanding the similarities between 

different benchmarks [60] [40] with the objective of reducing the amount of simulation 

required to evaluate architectural innovations. For instance, Joshi et al. propose a 

methodology for measuring the similarities between programs based on microarchitecture-

independent characteristics [3]. Hoste et al. use workload similarity to predict application 

performance [56]. Vandierendonck et al., rank SPEC2000 integer benchmarks based on 

whether they exhibited different speedups on different machines, and use this as a guideline 

for identifying similar workloads [39].  

Yi et al. present a thorough summary of workload subsetting approaches [54], and propose a 

statistically rigorous approach based on the Placket-Burman design [85]. A similar technique 

is proposed by Dujmovic et al [46]. In these approaches, the execution of different workloads 

is evaluated on different processor designs in order to expose their architectural bottlenecks – 

which are considered to be indicative of similarity. An underlying assumption on which these 
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approaches are built is that interaction between the different workload characteristics (and 

their corresponding architectural units) is negligible. 

In recent work Lee and Brooks comprehensively examine the problem of splitting up the 

workload space between differently designed cores, from a statistical standpoint [9]. An 

intriguing aspect of their study is the point that the workload space may be split up for very 

different overall figures of merit – an aspect that is unfortunately not addressed in this thesis. 

Navada et al. [102] also look at the potential of criticality analysis in achieving more efficient 

superscalar design space exploration. A central goal of such studies, however, is expedition 

of the exploration process. Alternatively, the present thesis remains focused on accuracy – as 

expedition of the exploration process can be achieved by means of a more tractable solution 

than recondite statistical analysis: simply employing more simulation resources. 

Also, an aspect that is lacking in the evaluation methodology of such prior studies is the 

importance of accounting for the pattern with which tasks/applications tend to arrive at the 

system [37]. 

2.3.2. Solutions to the Dynamic Employment of Differently Designed Cores 

The Conjoined-core [90] approach to Chip Multiprocessor design has been proposed as a 

solution to efficiently increase concurrency. The approach is a tradeoff between simultaneous 

multithreading [23] and single-chip multiprocessing [61]. Multiple homogeneous cores are 

added to the processing nodes of a CMP, and the cores time-share resources such as the 

floating-point unit, instruction cache, data cache and crossbar ports. In this manner, 

concurrency can be increased with fewer resources. The CASH architecture [83] is a similar 

approach.  
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In the implementation of core-selectability, resources are also shared between cores. 

However, the objective is to enhance performance through dynamically changing the 

employed core, rather than concurrency. In fact, while the sharing of resources is part of the 

objective in the conjoined-core and CASH techniques, it is more of an imposition in core-

selectability. 

Core-fusion [26], Composable Lightweight Processors [14], and CoreGenesis [96] are 

similar techniques to enable reconfiguration of the cores in a chip multiprocessor by 

combining smaller cores or subcomponents, to form larger cores (i.e. sharing core resources). 

This enables the cores to dynamically vary and become more suitable for the application at 

hand. However, these techniques are not aimed at providing performance benefit to scalable 

multithreaded applications, as maximizing the number of available cores would provide the 

best overall performance to such applications. More importantly, the reconfiguration 

overhead of implementing both techniques manifests itself in the microarchitectural units that 

are most critical to ILP extraction, i.e., the issue-queue, ROB and LSQ. Salverda and Zilles 

have also shown that there are fundamental obstacles to achieving good performance through 

core-fusion with in-order cores [79]. Moreover, as our circuit-level estimates indicate (see 

Section 2.2.1), even simple forms of adaptability are largely suboptimal compared to custom 

design solutions – let alone techniques that share time-critical units. 

Previous studies have demonstrated the performance and power benefit of heterogeneity over 

homogeneity in CMPs designed for multi-programming environments [88] [89] [34] [87]. 

Heterogeneity entails the employment of differently designed cores for the execution of tasks 

with different workload behavior. However, it has also been shown that heterogeneity can 
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degrade the performance predictability and scalability of multi-threaded applications [99]. In 

panel talks, Patt [49] has suggested the abstract notion of employing large specialized units 

that can be powered down when not needed (the “Refrigerator” analogy), as a power-

efficient approach to putting the growing availability of transistors to use. However, to the 

best of our knowledge, no prior work has looked at the option of employing complete 

processing cores that are differently designed with the intent to employ only one at a time.  

In a recent study, Lue et al. [112], among other analysis, evaluate the potential of a very 

interesting form of core-selectability (that is unfortunately not addressed in this thesis); core-

selectability between SMT and non-SMT cores. This form of core-selectability expands the 

potential of this technique to the realm of dynamic customization in the thread-level 

concurrency provided by the system. 

2.3.3. Solutions to Bringing About Change in the Core Configuration  

One approach to enabling dynamic change in the employed core microarchitecture is 

intuitive: make the microarchitecture dynamically changeable. Designs based on this 

approach are referred to as adaptable (when flexibility in the dynamic change attainable is 

traded for less circuit-level overhead) or reconfigurable architectures (when circuit-level 

efficiency is traded for more flexibility in the dynamic change attainable). There are, 

however, fundamental technology limitations with any such approach.  

Reconfigurable computing [55] exploits field-programmable technology to build processors 

that can fundamentally transform their architecture. Such approaches can provide flexible 

changeability. However, the implementation of a specific architecture in reconfigurable 

technology is prone to severe sub-optimal fixed-configuration performance. By trading in 
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some flexibility it is possible to ameliorate the circuit-level overheads. However, in doing so, 

dynamically maintaining a balanced pipeline is rendered extremely challenging. This 

imbalance is a result of the fact that all microarchitectural units are tied to a common pipeline 

structure. 

2.3.4. Solutions to Detecting the Most Suitable Configuration for an Application 

A plethora of prior work has studied different approaches to enable aspects of a processor 

microarchitecture to change and become more suitable for the immediate workload behavior 

in order to achieve better power efficiency. Ponomarev et al. [21] and Folengnani et al. [18] 

propose approaches to learning the optimum issue queue size, and Yang et al. [104] propose 

cache miss-rate as a metric for determining when to downsize or upsize an adaptable I-cache. 

In Complexity Adaptive Processing (CAPs) [16], a single processor is architected such that 

the tradeoff between IPC and clock-rate can be dynamically altered. An essential component 

of the CAP architecture is the “configuration control” unit which selects the optimal 

configuration for the immediate workload through a heuristic learning technique or profiling 

information. Dhodapkar and Smith [1] and Balasubramonian et al. [80] propose tuning 

processes for identifying the best-suited configuration for the immediate code. Temporal 

approaches, such as the Rochester algorithm [80] or signature based approaches [1], require 

lengthy tuning processes. Positional approaches [110] enable faster adaptation, and have 

been found to be more effective, yet they are unsuitable for fine-grain switching due to the 

drastic increase in storage requirement. 

Dropsho et al. [93] propose the separation of microarchitectural units, in what is referred to 

as the Globally-Asynchronous Locally-Synchronous (GALS) design. In this approach, 
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different units are asynchronous to each other, thus allowing each to be scaled independently. 

This allows for more predictability in the effect of independently scaled units on overall 

performance. Thus, it relieves the system of the need for an exhaustive tuning process that 

tries out different configurations.  

Chen et al. [59] investigate the potential of employing pipelines of different widths and 

dynamically directing work to them based on local ILP. They use the parallelism metrics 

gathered from a dynamic Data Dependence Tracking mechanism to steer windows of 

instructions to suitable pipelines. In order to avoid most of the inter-cluster penalty, they limit 

switching between clusters to coarse granularities and continuously forward values to the 

disabled pipeline. However, data dependence tracking takes a two-prong view of the 

microarchitectural design space, consisting of either simple pipelines that can be clocked at 

high frequencies or wide superscalars that can be clocked at lower frequencies.  In reality, a 

large range of microarchitectural parameters affect overall performance. After all, even a 

wide superscalar processor can be clocked at a high frequency if it is pipelined deeply.  

2.3.5. Solutions to Accurately Modeling Circuit-level Details  

Integral to our evaluation methodology is the circuit-level modeling of the propagation delay 

of different microarchitectural units in the design of processing cores. The freely available 

HDL processor models, Opencores [42] and Opensparc [43], do not represent the complexity 

of an out-of-order superscalar microarchitecture. 

The Illinois Verilog Model (IVM) [41] is functionally the closest to Fabscalar, although it is 

not fully synthesizable. Moreover, IVM has not been developed to model arbitrary core 

designs – a key feature of Fabscalar. Most importantly, Fabscalar includes different pipeline 
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depths and superscalar widths, which is unprecedented for superscalar HDL models, while 

being crucial to comprehensive design space exploration.  
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CHAPTER 3: Splitting Up the Workload Space 
 
 
 
A key dimension of designing a core-selectable system is the question of how the workload 

space should be partitioned for different cores to be customized to. It is this design challenge 

– which will be referred to as the communal customization problem – that adds to the 

importance of understanding the nature of workload similarity. Communal customization is 

akin to the more established notion of workload subsetting [54]. However, the objective of 

subsetting is to identify workloads that, in the space of workload characteristics, have 

relatively less Euclidian distance between each other. An underlying assumption is that such 

workloads are affected similarly by the architectural configuration – thus providing potential 

for less simulation-based evaluation cost. In contrast, communal customization involves the 

identification of workloads that can attain close-to-optimal performance with the same 

architectural configuration.  

In general, characterizing and understanding the behavior of common workloads is an 

essential facet of computer architecture research. But the commercial advent of the chip 

multiprocessor (CMP) in recent years has added to the value of understanding the similarities 

(and differences) between workloads, as it has increased the viability of employing 

differently design cores. In the context of this chapter, a heterogeneous CMP is a chip 

multiprocessor in which the cores are architected differently, each sacrificing general-

purpose performance for better workload-specific performance – so as to in commune 

achieve an overall performance that would not be attainable with uniform core designs. 
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The major argument presented in this chapter is that, in the design of a core-selectable CMP, 

or any heterogeneous multi-core system, viewing workload subsetting as a substitute for 

communal customization – or even as a preliminary step to reduce exploration complexity – 

may direct the ultimate design towards suboptimality. The fundamental reason for this is that 

there are complex interdependencies between the different units of a processor design. These 

interdependencies cause different components of the optimal processor configuration to be 

affected by the workload behavior as a whole (rather than distinct characteristics). In 

addition, these interdependencies are influenced by the physical properties of the underlying 

technology and are thus not reflected in the workload characteristics alone. 

Workload characteristics that pertain to functionally independent subcomponents of a 

processor design are commonly viewed as independent gauges of the optimal configuration 

of those subcomponents. Metrics for the biasness of branches, memory access localities and 

the distribution of dependent instructions are microarchitecture-independent examples of 

such characteristics that respectively relate to the branch predictor, data caches and the 

scheduling unit. However, the optimal configuration of each of these units is influenced by 

the clock period of the system, while the optimal clock period itself depends on the dynamics 

of how the different units scale. Thus, in the search for an optimal design, the unified clock 

period intertwines the different subcomponents.   

For instance it is ill-conceived to consider similar optimal L1 cache configurations for two 

workloads based solely on the fact that they have similar spatial/temporal locality of memory 

access and working-set size. This is because other characteristics of the workloads (such as 

the control-flow behavior) affect the best configuration for other aspects of the design (such 
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as the processor width and pipeline depth), including the clock period. The clock period 

determines the number of cycles necessary for accessing a cache unit with a particular 

configuration, which in turn influences the attainable IPC. Also the physical properties of the 

technology in which the system is implemented determine how the different design aspects 

scale relative to each other. These properties are not reflected in the raw characteristics of a 

workload. Moreover, it is not correct to assume that these interdependencies are of mere 

second-order effect as they involve issues as critical as the latency between back-to-back 

dependent instructions.  

3.1. An Illustrative Example  

As an illustrative example, consider three workloads α, β, and γ that have equal importance 

weights. The workloads have mostly similar characteristics, other than workloads β and γ 

having much larger working-sets than α, and γ having greater branch biasness and less dense 

dependence chains than α and β. Considering the Kiviat graphs of these workloads to be 

those displayed in Figure 3-1. It is evident that from the standpoint of raw workload 

characteristics, α and β are relatively more similar – as they differ only in the size of their 

working-set. Thus, a naive observation may conclude that customizing one of the two cores 

for workloads α and β, and the other for workload γ, will result in the best overall single-

thread performance. 

However, optimal performance with workload β may require a large L1 cache, due to its 

larger working set, and any compromise may severely degrade performance, while any 

increase in the L1 cache size may severely degrade the performance of workload α due to the 

high frequency of loads. Although workload γ also has a large working set, due its less dense 
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dependence chains and higher branch predictability, it will from an IPC standpoint be able to 

better tolerate cache misses. Therefore, depending on how the different units scale in the 

given technology, workload γ may be more suitable than β for execution on a configuration 

that is also suitable for α. 
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Figure 3-1: Kiviat graphs of three sample workloads for the architecture-independent 
characteristics of: A) Working-set size, B) Branch predictability, C) Density of 
dependence chains, D) Frequency of loads, E) Frequency of conditional branches – all 
normalized to a scale of 0~10. 
 
 
3.2. Configurational Workload Characterization 

For the purpose of communal customization, an effective form of workload characterization 

would more transparently reflect how relatively suited different workloads are for being 

executed on the same core design – rather than how relatively similar their raw 

characteristics are. It is the characteristics of the best microarchitectural configuration for a 

workload that encapsulate this. Such characterization allows for direct and accurate 

measurement of how well different workloads perform on each other’s customized 

architectures. Moreover, the best microarchitectural configuration for a workload 

encapsulates the effect of all the different facets of raw workload behavior on the optimal 

configuration for the microarchitectural units in a given technology. 
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It is undoubtedly more costly to determine the best configuration for a workload – which 

requires numerous cycle-accurate simulations of the execution of code – than it is to extract 

the workload behavior. However, knowing the best microarchitectural configurations for 

individual workloads enables the best combination of core configurations to become 

extractable through a systematic task of reducing the set of workloads/configurations.  

Moreover, determining the best configurations for workloads can be performed prior to the 

design phase that is critical for time-to-market demands, as the physical properties of future 

generation technologies are often predictable before commercial feasibility. 

Although the discussion presented here is framed around the design of core-selectable CMPs, 

the notion of characterizing workloads based on their customized architectural configurations 

can have broader implications for processor architecture research in general. For instance, the 

solidity of conventional methodologies in the evaluation of microarchitectural techniques has 

long been scrutinized [50]. This is in part due to the fact that when any component of the 

workload characteristics, architectural configuration or technology characteristics change, it 

shifts the balance between workloads. In actuality, it is this shift in balance that should be 

considered representative of the effect of a microarchitectural technique – rather than the 

‘speedup’ it provides on a given baseline microarchitecture. In other words, the customized 

processor configuration of a workload can be viewed as an atomic entity representing this 

balance between workload behavior and microarchitectural configuration. Standardizing the 

customized configurations of popular benchmark suites can pave the way to a more standard 

evaluation methodology – the need for which is also stressed in [50]. 
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Nevertheless, this issue is of less practical significance in the domain of general-purpose core 

design, as such designs are constrained on multiple fronts by widely diverse workload 

behavior. It is when the workload space is to be split among different processing cores that 

this issue gains true significance. 

In this chapter, a simulated-annealing exploration process is employed to explore the design 

space of the superscalar processor for each of the C integer benchmarks from the SPEC2000 

suite, and determine their configurational characteristics. The contributions of this chapter 

are threefold: 1) Introducing a superscalar design-space exploration framework based on the 

popular Simplescalar simulator [106] and CACTI modeling tool [98]. 2) Determining the 

configurational characteristics of the integer SPEC benchmarks in a specific technology. 3) 

Illustrating how configurational workload characterization can enable the coherent and 

systematic extraction of the best cores to employ in a heterogeneous CMP. 

3.3. Background 

3.3.1. The Interdependence of Pipeline Stages 

Under realistic design constraints the pipelined nature of traditional processor design brings 

about interdependence in the configuration of seemingly uncorrelated architectural units.  

The uniform clock period determines the pipeline depth and the slack observed in different 

stages. Pipeline slack can greatly impacts the performance of non-linear pipelines such as the 

superscalar processor. Figure 3-2 illustrates how the unified clock can affect the optimal 

sizing of the issue queue and L1 cache. In each scenario the solid lines represent the delay of 

the issue queue, the dashed lines represent the access delay of the L1 cache, and the scales at 
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the bottom represent the clock cycles. The propagation delay of the issue queue and the delay 

of the L1 cache are based on a representative sizing of these units.  

 

Figure 3-2: Illustrative scenarios for the design of a processor with different clock 
periods, issue queue and L1 cache sizes. 
 
 
In scenario a, access to the L1 cache observes considerable slack. The overall slack can be 

reduced by changing the clock period, as displayed in scenario b. Doing so, however, 

deepens the pipeline which may improve or degrade overall performance. So is the case in 

scenario c, where the slack is further reduced by downsizing the issue queue size. Finally in 

scenario d, instead of scaling down the clock period, the size of the L1 cache is increased to 

make full benefit of the available two cycles. Depending on the working set of the 

application this extra L1 cache capacity may not be of any value, and scenario b or c may be 

of better overall performance.  

3.3.2. Two Approaches to Communal Customization 

The focus of this chapter revolves around the question of how workloads should be 

‘characterized’ for this purpose and what the criterion for ‘commonality’ should be. To the 
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best of the author’s knowledge, there are only two relevant prior studies that touch upon the 

issue of communal customization.   

Kumar et al. [87] reduce the set of benchmarks based on similarity in workload 

characteristics. By doing so, and limiting the architectural diversity of the cores, an 

exhaustive search of different core-combinations across different groupings of workloads is 

made feasible. This approach is ad hoc in that there is no solid justification (other than 

exploration cost) to reduce the benchmark set to a specific size.  

Lee and Brooks [10] use regression modeling to enable fast exploration of the 

microarchitectural design space. Then, through an iterative process (K-means clustering) 

centroids are identified for the customized architectures. The closest centroid to the 

customized architecture of each benchmark is assigned as the compromise architecture of 

that benchmark. This approach is also ad hoc in that its outcome is highly dependent on how 

the different architectural parameters are normalized and weighed. It is, however, the most 

related approach to that proposed here, and addresses the major focus of this chapter.  

Therefore, as illustrated in Figure 3-3, there are two general approaches to communal 

customization. One is to initially extract a small enough subset of the essential workloads for 

it to be feasible to conduct an exhaustive exploration of the workload-architecture 

combinations. The other is to initially determine the optimal architectural configuration for 

each considered application and then reduce the set of resultant architectures to a 

representative subset. With the availability of the optimal configuration for each workload 

the true closeness between them can systematically and accurately be measured and the most 

representative subset determined. 
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                  (a)                                                                    (b) 

 
Figure 3-3: Two general approaches to identifying the optimal core combination for a 
heterogeneous CMP: (a) An exhaustive search – which for feasibility requires selection 
of representative workloads, (b) Determining the customized architectures of 
applications and then reducing the set of architectures. 
 
 

3.3.3. Automated Design Space Exploration 

Due to the sheer size of the superscalar processor design space, determining the optimal 

architectural configuration for a workload is itself a demanding task. A wide spectrum of 

studies have focused on developing tools to enable efficient exploration of the design space 

with different degrees of accuracy and architectural variability [67] [45] [113] [20]. 

At one end of the spectrum are approaches that are more concerned with specific design 

details. For instance, AMPLE [67] is a wire-driven microarchitectural design space 

exploration framework in which the size of different units and the floor-planning are 

customized to workload behavior. Initial microarchitecture parameters for the initial search 
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point of each application are determined based on the application’s characteristics. The clock 

period is not among the customizable design parameters and different design units are not 

pipelinable (it only weighs the power benefit of downsizing against its performance 

degradation).  

Due to the non-discrete nature of the clock period, considering it as a customizable parameter 

considerably increases the processor design space. It is for this reason that prior design 

exploration studies either limit the design space to a set of pre-designed configurations [87] 

[46] or consider a fixed clock period across variability in other architectural parameters [67]. 

Both effectively diminish the true performance potential of customization (and 

heterogeneity).  

On the other end of the spectrum are approaches that are more concerned with the speed of 

performance evaluation (and exploration). For instance, Lee and Brooks introduce a non-

linear microarchitectural regression model, and propose its use to enable fast exploration of 

the processor design space [10]. While pipeline depth is among the customizable design 

parameters, it is employed as a speed-power factor and not necessarily a parameter 

influencing the sizing of different units in a balanced pipeline design. 

However, the major issue with such mathematical models is the space in which their 

accuracy is verified. In general, misleading conclusions may be drawn on the accuracy of a 

model if the evaluation is conducted in a distorted space. This can occur when the evaluated 

space is a subset of the actual space due to the absence of variability in certain parameters, or 

is its superset due to the absence of the enforcement of certain restrictions – or a combination 

of both factors. The problem in evaluating superscalar regression models is that accounting 
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for independent variability in the pipeline depth of different units and enforcing the 

constraints imposed by a global clock period results in a design space that cannot be 

concisely delineated (its shape and bounds specified) in parametric form. 

Therefore, there is more difficulty in evaluating the accuracy of such models than meets the 

eye. However, inaccuracy in this area can lead to incorrect conclusions when the model is 

employed for design-space exploration, principle component analysis or clustering. The 

advocates of using regression models for design-space exploration argue that employing full-

blown simulation is too time consuming and costly. However, the process is highly 

parallelizable and that with sufficient resources (which are typically available in large 

development groups) a design space exploration with reasonable rigor should be achievable 

in a matter of days. For this reason basing the exploration process on recondite regression 

models serves little benefit to such a study. 

3.4. XP-Scalar: A Superscalar Design-Exploration Framework  

A light-weight superscalar design-space exploration framework named xp-scalar has been 

developed. The major component of the framework consists of a tool that employs a 

simulated annealing process to find the best superscalar architectural configuration for 

executing a specific workload. Also available is a tool for visualizing the performance of the 

benchmarks on each other’s customized configurations, which eases the identification of 

discrepancies and can help expedite the exploration process. The source code of the 

framework and directions for use are accessible at http://www4.ncsu.edu/~hhashem/xpscalar.htm. 

The tool employs the Simplescalar v.4 simulator to perform execution-driven simulations, 

and the CACTI model to approximate the access latency of the different units of the 
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superscalar processor. Both Simplescalar and CACTI can be employed with or without any 

modification, as long as the format of the input and output does not change.  

In each iteration, either the clock period is varied, and the size of the issue queue, register-

file/ROB, load-store queue, L1 and L2 caches, and processor width adjusted to make their 

access times fit within the number of pipeline stages assigned to them, or the number of 

pipeline stages of a unit is varied and its configuration appropriately adjusted. Table 3-1 

displays the manner in which the tool uses the CACTI output parameters to estimate the 

access latency of different architectural units. Note that the issue queue delay consists of 

wake-up (an associative component) and select (a direct mapped component) delays. 

 
Table 3-1: The CACTI parameters used to determine the access latency of various units 
based on architectural parameters. 

 

Unit 
 

Line size 
 

Associativity 
 

No. of sets 
 

No. read ports 
 

No. write ports 
 CACTI output component  

`L1 d-$  line size  assoc. of cache no. of sets of cache 2 2 Access time 

L2 d-$  line size  assoc. of cache no. of sets of cache 2 2 Access time 
 
Wakeup 8 bytes 

 
fully associative 

 2 x size of issue queue Issue width 
 

0 
 

Tag comparison 
 

Select 
 8 bytes 

 
direct mapped 

 
size of issue queue 

 
Issue width 

 
0 
 

+ Total data-path without 
output driver 

reg. file  8 bytes direct mapped size of ROB 2 x issue width issue width Access time 

LSQ 
 

8 bytes 
 

fully associative 
 

size of LSQ 
 

2 
 

2 
 

Total data-path without 
output driver 

 

After the different units are scaled to fit the product of the clock period and their pipeline 

depth, minus the aggregate latch latency, the benchmark is executed on the sim-mase 

simulator (from the Simplescalar toolset) configured correspondingly. If a configuration 

executes the workload with greater IPT (Instructions per Time-unit) than the best observed 

until that point in the exploration, the configuration is recorded as the new optimal solution. 

When a configuration is reached for which the IPT is less than half that of the optimal 

configuration, the exploration process rolls back to the optimal solution and is continued. 
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In this study, power and die area are not considered in the evaluation process, and optimum 

design is concerned only with performance. It is however found that under realistic 

assumptions for the access latency to different superscalar subcomponents, these aspects of 

the optimum architectural configuration remain within acceptable limits. Extending the tool 

to conduct exploration based on a metric that represents some combination of performance, 

power and die area should not be exceptionally difficult.   

3.5. Exploration Results 

3.5.1. Methodology 

The workloads evaluated are the C integer benchmarks from the SPEC2000 suite compiled 

for the PISA instruction-set. The exploration process was conducted on a quad-core hyper-

threaded blade for a period of three weeks. During this period, each workload was also 

executed on the customized architectures of the other workloads. If a workload was found to 

perform better on some other workload’s optimal configuration, that configuration would 

replace its own configuration in order to expedite the exploration process. The evaluation of 

each architectural configuration during the exploration process consists of the execution of a 

100-million instruction Simpoint [74]. A considerably large number of such evaluations need 

to be conducted for each benchmark in order for the evolutional process to approach the 

optimum design. Therefore, in the initial stages of the exploration, each evaluation was 

limited to the first 10 million instructions. 

Three microarchitecture-independent technology-dependent factors were found to be 

influential on the ultimate customized configurations attained for the benchmarks. Table 3-2 

displays the values considered for these parameters in this study. The memory access latency 



38 
 

determines the amount of time required to access the main memory, i.e., the latency of a load 

that misses in all cache levels. The front-end latency is the amount of time required for an 

instruction to be retrieved, decoded and renamed, i.e., the extra branch misprediction penalty 

in the Simplescalar simulator. CACTI does not produce accurate modeling for block sizes 

smaller than 8 bytes. Therefore, in this thesis this lower bound is considered as the width of 

the issue-queue entries. Another important design constant is the latch latency which affects 

the optimum pipeline depth of different subcomponents. These values are in general 

accordance with common processor designs. 

Table 3-2: Fixed design parameters across all configurations. 
memory access latency 50ns 

front-end latency 2ns 
bit-width of IQ entries 64 

latch latency 0.03ns 
 

Table 3-3 displays the initial architectural configuration employed across all benchmarks. 

Note that only the access latencies (in clock cycles) of the caches are indicated. This is 

because the cache configurations are randomly varied to fit the product of the clock period 

and number of access cycles during the first iteration of the exploration process if the default 

does not fit. 

Table 3-3: Initial configuration used across all benchmarks. 
No. of cycles for memory access 172 
No. of pipeline stages of front-end 6 
Dispatch, issue, and commit width 3 
ROB size 128 
Issue queue size 64 
Min. lat. for awakening of dep. instr. 1 
Pipeline depth of Scheduler/Reg-file 1 
Clock period (ns) 0.33 
L1D access latency 4 
L2D access latency  12 
Load-sotre ques size  64 
Pipeline depth of LSQ 2 
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3.5.2. Individual Customized Core Designs 

Table 3-4 displays the characteristics of the optimum architectural configuration for each of 

the considered benchmarks. The optimum processor width is observed to vary between 3 and 

7. The optimum ROB size varies between 64 and 1024. The optimum clock frequency varies 

between 1.72 GHz and 5.2 GHz. The optimum size for the L1 cache capacity is in the range 

of 8K to 256K, while that of the L2 cache is in the range of 128K to 4M bytes. 

 Table 3-4: The customized architectural configurations for the SPEC2000 benchmarks. 

 bzip crafty gap gcc gzip mcf parser perl twolf vortex vpr 
No. of cycles for memory access 112 321 173 186 198 120 198 321 172 213 172 
# front-end pipeline stage 4 12 6 7 7 4 7 12 6 8 6 
Dispatch, issue, and commit width 5 8 4 4 4 3 4 5 5 7 5 
ROB size 512 64 128 256 64 1024 512 256 512 512 256 
Issue queue size 64 32 32 32 32 64 32 32 64 32 64 
Min. lat. for awakening of dep. Instr. 0 3 1 1 1 0 1 3 1 2 1 
Scheduler/Reg-file pipeline depth  1 3 1 2 1 1 2 4 2 4 2 
Clock period 0.49 0.19 0.33 0.31 0.29 0.45 0.29 0.19 0.33 0.27 0.3 
L1D associativity 2 1 1 1 1 2 1 1 8 4 2 
L1D block-size 32 8 8 8 128 128 64 8 64 32 32 
L1D no. of sets 1k 16k 2k 32k 256 1k 2k 2k 128 1k 128 
L1D access latency 2 5 2 4 3 5 3 3 3 5 2 
L2D associativity 4 16 4 8 1 4 8 16 4 16 8 
L2D block-size 64 64 256 64 128 128 512 64 128 128 128 
L2D no. of sets 8k 128 128 1k 4k 8k 32 128 2k 128 1k 
L2D access latency 15 7 4 6 5 27 12 7 12 6 12 
LS-queue size 128 64 256 256 128 64 256 128 256 256 64 

 

Please see the Fascalar website for more up-to-date results from further evolution of 

exploration process, and the effect of improvements in the accuracy of modeling the latencies 

of different units – a process that with feedback from the community will be on-going. 

Nevertheless, the major conclusions drawn here are unlikely to be annulled with greater 

accuracy in the modeling of the propagation delay of different microarchitectural units. 
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3.6. Measuring the Merit of Communal Customization 

3.6.1. Cross-Configuration Performance  

Once a customized architectural configuration for each benchmark has been established, the 

performance of each benchmark on the configuration of other benchmarks can be 

determined. This allows for the performance difference between different architectures to be 

extracted, and the architectures that provide close-to-optimal performance across numerous 

benchmarks identified. The best core configurations are not necessarily among the workload-

customized cores. However, the broader the workload diversity, the better coverage there 

will be of the design space. 

Table 3-5 displays the IPT of each of the SPEC2000 benchmarks executed on the optimal 

architecture of all the other benchmarks. From these results, the percentage slowdown of 

each benchmark when executed on the architectures of other benchmarks over the 

performance on its own architecture can be extracted. The importance of carefully choosing 

the cores of a heterogeneous CMP is evident in these results – with up to ~50% slowdown 

(for the execution of mcf) observed. 

 
Table 3-5: The performance of each benchmark (rows) on the customized architectures 
(columns) of other benchmarks. 
 

  bzip crafty gap gcc gzip mcf parser perl twolf vortex vpr 
bzip 3.15 2.02 1.73 2.41 2.11 2.56 2.09 2.03 3.05 2.24 2.95 

crafty 0.78 2.31 1.15 2.11 1.91 0.48 1.97 2.06 1.29 2.12 1.30 
gap 1.39 2.75 3.02 2.60 2.92 0.89 2.89 2.79 2.00 2.47 2.05 
gcc 1.17 2.17 1.42 2.27 2.03 0.75 2.02 1.63 1.79 2.06 1.80 
gzip 1.78 2.56 2.02 2.88 3.13 1.28 3.01 2.14 2.39 2.57 2.37 
mcf 0.74 0.40 0.30 0.45 0.29 0.93 0.32 0.41 0.52 0.42 0.52 

parser 1.86 2.11 2.19 2.08 2.47 1.32 2.62 1.86 2.39 2.15 2.30 
perl 0.85 2.02 0.90 1.81 1.67 0.54 1.65 2.07 1.32 1.81 1.30 

twolf 1.65 0.98 0.81 1.26 0.88 1.18 1.10 0.91 1.83 1.16 1.77 
vortex 1.68 2.98 2.55 3.09 2.91 1.07 3.41 2.78 2.61 3.43 2.54 

vpr 1.56 1.33 1.13 1.72 1.09 1.05 1.36 1.29 2.00 1.51 2.09 
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3.6.2. Overall Figures of Merit 

Before the best set of core configurations to employ in a heterogeneous system can be 

identified, the design-goal needs to be determined and a figure of merit that represents that 

design goal. 

If the goal is to minimize the total execution time of a set of consecutive benchmarks, as is 

customary in single-core miroarchitecture research, a representative figure of merit is the 

harmonic-mean of the performance of each benchmark when run on the most suitable core 

available for it. Such a design goal however does not account for core-contention. It may thus 

cause preference towards adoption of configurations that perform extremely well with a few 

benchmarks without considering the burden this may place on other more general 

configurations.  If the objective is to increase the average performance with which an 

arbitrary benchmark from a set of benchmarks will be executed when submitted in isolation 

to the system, a representative figure of merit is the average performance of each benchmark 

on its most suitable core available. 

A more real-world design goal is to minimize the total execution time of a set of benchmarks 

that can be executed concurrently on separate cores (if available). A representative figure of 

merit for this can be attained by first dividing the performance of each benchmark when run 

on the most suitable core available for it, by the number of benchmarks with which it shares 

that core, and then taking the harmonic mean. This will be referred to as the contention-

weighed harmonic-mean.  

 



42 
 

3.6.3. The Performance of Different Core Combinations 

Table 3-6 displays the best set of cores to employ for different core-counts, in order to 

maximize the harmonic-mean, average and contention-weighed harmonic-mean of the IPT 

(respectively represented by har, avg and cw-har) of the integer SPEC2000 benchmarks. 

These results were attained from the results of Table 3-5, by conducting a complete search of 

all possible core-combinations. A tool for automating this task is also part of the xp-scalar 

framework. These results show that a well-designed two-core heterogeneous CMP, can 

provide ~10% and ~20% speedup in average and harmonic-mean IPT respectively, over the 

best single-core configuration. 

 
Table 3-6: The best core combinations and their performance. 

 customized core(s) avg. IPT har. IPT 
best config for avg. & har. IPT gcc 2.06 1.57 

2 best configs for avg. IPT parser, twolf 2.27 1.76 
2 best configs for har. IPT gcc, mcf 2.12 1.88 

2 best configs for cw-har. IPT bzip, crafty 2.18 1.87 
3 best configs for avg. IPT crafty, parser, twolf 2.35 1.82 
3 best configs for har. IPT crafty, mcf, twolf 2.27 2.05 

4 best configs for avg. & har. IPT crafty, mcf, parser, twolf 2.32 2.08 
each benchmark on its own customized architecture - 2.38 2.12 

 

 

 

Figure 3-4 displays the single-thread performance attainable from executing the benchmarks 

when the number of core configurations available is limited. These results show that the 

choice of available configurations can greatly impact individual benchmark performance. For 

instance, the benchmarks twolf and parser displays around 40% and 25% speedup 

respectively over the best single configuration when the best two configurations for average 

IPT are employed. Similarly, the benchmark mcf attains close to 2x speedup over the best 

single configuration when the best two cores for harmonic mean performance are available.  
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Figure 3-4: The IPT of the execution of different benchmarks on the best available core, 
with different configurations. 
 

However, the availability of the customized architectural configuration of mcf provides 

hardly any benefit for the other benchmarks (only bzip attains a slight performance 

enhancement). This shows how other parameters, such as the importance-weight of 

benchmarks, can influence the best core combination. For instance if mcf were to have a 

considerably lower importance-weight than the other benchmarks, the best two 

configurations for harmonic-mean performance would potentially be different. 

More importantly, using workload characteristics to eliminate benchmarks from the 

exploration process in the design of a heterogeneous system can lead to suboptimality in the 

final design solution. If gzip is assigned as the representative benchmark for bzip, a 

reevaluation of the dual-core combination for harmonic-mean IPT finds the configurations of 

bzip and crafty to be the best solution. These two configurations however result in a 

harmonic-mean IPT of ~1.87, and a ~0.5% slowdown compared to when gcc and mcf are 
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employed. Although the effect is small, this example shows the effect of excluding a single 

benchmark based on subsetting, and proves how relative similarity in workload 

characteristics can be misleading if interpreted incorrectly.  

The regions of code and compilation settings employed in the aforementioned studies may 

differ from that employed here. Nevertheless, relative similarity in workload behavior is a 

discrete property and major similarities are not expected to be affected by minor variations in 

the characteristics. Therefore, as long as the regions of code are roughly representative of the 

whole benchmark, such a cross-publication comparison can be considered legitimate. 

3.7. Chapter Summary 

A superscalar design space exploration tool that allows variation in the sizing of different 

units of the superscalar processor is employed to determine the optimal architectural 

configuration for each of the integer SPEC benchmarks. The best core combinations to 

employ based on different criterions were determined, and it is shown that through initially 

reducing the set of workloads based on similarity in raw characteristics, may result in lower 

performance. This shows that the optimal architectures for executing workloads provide a 

more valuable source of information about the similarities between the workloads with 

respect to their resource needs.  
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CHAPTER 4: Core-Selectability in Chip Multiprocessors 
 

In the design of a chip multiprocessor (CMP), if the balance in resource provisioning is to be 

maintained, an increase in the number or performance of processing cores requires an 

increase in the cache and interconnection resources. This does not necessarily mean that all 

applications utilize the provisions to the fullest extent, however. By overcoming the 

instruction-level bottlenecks of applications that underutilize the cache and interconnect, it is 

possible to enhance their execution performance, and yet maintain the balance in provisioned 

resources. This will result in better utilization of provisioned cache and interconnect. 

A major factor that inhibits instruction-level performance enhancement is the one-size-fits-all 

approach to the design of the centralized units necessary for extracting instruction-level 

parallelism (ILP), e.g., the issue-queue, load/store queue (LSQ), reorder buffer (ROB). This 

is a result of the inherent criticality of these units, which renders them impractical for 

dynamically changeable design solutions (i.e., reconfiguration). If it were possible to 

genuinely adjust the configuration of these units to suit the application at hand, notable 

instruction-level performance could be gained.  

This chapter investigates the implications and benefits of implementing core-selectability in a 

general-purpose chip multiprocessor. In the experimental evaluation, the considered core 

designs are based on propagation delays observed for different microarchitectural structures 

attained from a detailed synthesizable HDL model of a superscalar processor in 45nm 

technology. 
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4.1. Considerations in the Implementation of Core-selectability 

The fundamental mechanisms required to implement core-selectability, e.g. port sharing, 

have been proposed in prior work, and employed in commercial products. Thus, the novelty 

of core-selectability lies in the purpose for which such mechanisms are employed, rather than 

the mechanisms themselves. 

In the front-end, the cores can share a port to the instruction cache. However, it is important 

that each core possess a dedicated fetch engine, as this unit is closely tied to the functional 

units that determine branch outcomes. In the back-end, the data-paths of differently designed 

cores need to share a port to the data cache. Only the core that is selected for active 

employment will have access to these ports.  

The cores can be made selectable at the L1 cache level or the port to the shared L2 cache. 

Implementing selectability at the L1 level has the advantage of better utilization of die area. 

Selectability at the L2 level has the advantage of enabling L1 cache customization, and 

places no overhead on the more critical L1 cache accesses. This study focuses on 

implementing core-selectability at the L1 level. The design of the Rock processor [28] 

ensures that, at the very least, port-sharing is physically implementable at this level. 

Another option in the implementation of core-selectability is whether or not to allow the 

different cores to have different clock frequencies. Customizing the clock frequency allows 

for the pipeline depth of the core designs to be customized to the characteristics of the 

workload, and can considerably increase the viable design space of the processing cores.  
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Another implementation issue that needs to be addressed is the mechanism for activating and 

deactivating cores in a node, i.e., transitioning from one configuration to another. When the 

operating system scheduler chooses to schedule a task on a core other than the currently 

active core, it first needs to finish up what it is doing on the currently active core and then 

executes a final instruction on the currently active core, that simultaneously configures the 

currently active core to be deactivated and asserts an external interrupt signal of the core to 

be activated. This implies that (1) a core needs to be able to assert the activation interrupt 

signal of any other core and (2) a core’s external interrupt unit needs to always be active 

whether or not the core is active. When an inactive core receives an activation interrupt, it 

needs to vector its program counter to an interrupt handler that will start the task. All other 

user-level and system-level instructions need only execute on the currently active core. 

4.2. Evaluation Methodology 

4.2.1. Customizing the Core Design 

The goal of core customization is to find a global design optimum that captures the interplay 

between workload characteristics, the microarchitecture, and the physical implementation. 

Thus, propagation delays of microarchitectural units are fundamental to this exercise. To this 

end, we have developed a synthesizable Verilog model of an out-of-order superscalar 

processor. Details of this model are available in a preliminary report [77]. Major components 

or features are either parametrically configurable (e.g., structure sizes) or different 

configurations for them have been explicitly designed (e.g., number of superscalar ways in 

each pipeline stage). Different designs were synthesized with Synopsis Design Compiler 
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V2005.09-SP3 and placed-and-routed with Cadence SoC Encounter V7.1, using the 

FreePDK OpenAccess 45nm Standard Cell Library [48]. 

Since a superscalar processor makes use of many specialized and highly-ported RAMs (e.g., 

rename map table, architectural map table, shadow map tables, free-list, active-list, physical 

register file, etc.), a register file compiler has also been developed as part of the Fabscalar 

infrastructure. It uses custom layouts of multi-ported bit-cells and peripheral circuits to 

generate RAMs and characterize their access times (SPICE model extraction). 

4.2.2. Multicore Simulation Setup 

We explore the core design space and evaluate the effect of core-selectability with full-

system simulation using the Virtutech’s Simics simulator [44] extended with the Wisconsin 

GEMS and OPAL [75] simulators. The GEMS simulator provides a detailed memory system 

timing model, and the OPAL simulator provides a detailed microarchitectural timing model 

of a processor with the Sparc ISA. The cache and interconnection characteristics considered 

in all studies are shown in Table 4-1.  

Table 4-1: Cache and Interconnection Characteristics. 
NETWORK TOPOLOGY HIERARCHICAL SWITCH 

COHERENCE PROTOCOL MOESI 
DATA BLOCK BYTES 64 

L1 CACHE ASSOC 2 
L1 CACHE NUM SETS BITS 9 

L2 CACHE ASSOC 4 
L2 CACHE NUM SETS BITS 12 

 

A diverse set of multithreaded benchmarks from the Splash-2, Java-grande and SpecJbb 

benchmark suites, and the Blast biometric benchmark, are accounted for. The benchmarks 
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and the employed input parameters are listed in Table 4-2. The benchmarks were compiled 

using the PARMACS [82] library from UPC. 

4.2.3. The Core Designs 

A major factor in the evaluation of core-selectability is the design of the cores employed in 

the system. The different microarchitectural parameters were explored under the constraint 

that the propagation delays of different units remain within a certain number of clock cycles. 

The performance of each design solution was evaluated for the benchmarks detailed in Table 

4-2. 

The benchmarks were executed on the multithreaded simulation setup detailed in the 

previous section for 10 million instructions. This was preceded by skipping the initialization 

phase of each benchmark to arrive at the main execution loop, and warming up the caches for 

10 million instructions.  

Table 4-2: Benchmarks with Input Parameters 
Suite Benchmark + input parameters 

 barnes 8192 123 0.025 0.05 1.0 2.0 5.0 0.075 0.25 4 
 cholesky -p4 -B128 -C16384 < tk29.o 
 fft -m22 -p4 -n65536 -l4 

 
fmm two cluster plummer 8192 1e-6 4 5 .025 0.0 cost 
zones 

 lu -p4 -n2048 -b64 
Splash2 ocean –n258 -p4 -e1e-07 -r20000 -t28800 

 radiosity -p 4 -room –batch 
 radix -p4 -n2621440 -r2048 -m524288 
 raytrace -a8 -p4 teapot.env 
 volrend 4 head 
 water_spatial < input.p4 
 java -cp .:/RayTracer/jg JGFRayTracerBenchSizeA 4 

Java-Grande java -cp .:/MoldDyn/jg JGFMolDynBenchSizeA 4 
 java -cp .:/MonteCarlo/jg JGFMonteCarloBenchSizeA 4 

Specjbb java -classpath  -propfile specjbb.props 
Blast blastall -p blastn  -d ecoli_nt -a 4 < alu.n 
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The microarchitectural attributes of the best core design found for average execution time 

across all the benchmarks are listed under the label Core-U in Table 4-3. Two other core 

designs were also extracted that, compared to Core-U, provide notably higher performance 

on different subsets of the benchmarks. The microarchitectural attributes of each of these two 

core designs, which we will refer to as Core-A and Core-B, are also listed in Table 4-3. Each 

core design attains higher performance on a subset of benchmarks at the cost of lower overall 

performance across all benchmarks. In choosing these core designs, care was also taken to 

limit the design space to a fixed clock period, equal to that of Core-U (0.6 nanoseconds). 

This was necessary to preserve lucidity in the difference between the designs, and prevent the 

need for asynchronous buffering or adaptable caches. 

 
Table 4-3: Configuration of Cores. 

 Core-U Core-A Core-B 
FETCH STAGES 4 3 5 
DECODE STAGES 1 1 1 
RETIRE STAGES 2 2 2 
ISSUE WIDTH 3 2 5 
ROB SIZE 512 1024 512 
IWINDOW SIZE 64 128 32 
Clock period .6ns .6ns .6ns 

 
 
Core-A provides higher performance to applications that have hard-to-access ILP. It has a 

large issue-queue and yet has limited issue width. This allows for the propagation delay of 

the wakeup-select logic to be focused on looking further ahead in the dynamic instruction 

stream to find the limited ILP. Core-B, on the other hand, provides higher performance to 

applications that have easier accessible local ILP. It has a smaller issue-queue, yet it has 

wider issue width. This allows for the propagation delay of the wakeup-select logic to be 
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focused on issuing more instructions per cycle. Figure 4-1 shows the average execution time 

of Core-A and Core-B across all the benchmarks, normalized to that of Core-U. 
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Figure 4-1: Average execution time across all benchmarks for different core designs 

normalized to that of Core-U. 
 

Note that Core-A and Core-B are not truly the best core designs for core-selectability. 

However, they do present a scenario in which the source of performance difference between 

the cores is more lucidly discernable. Moreover, the manner in which the different 

benchmarks display preference towards being executed on these cores provides a convenient 

scenario to explain a few factors that need to be considered in the incorporated core designs. 

4.3. Multithreaded Results 

Figure 4-2 shows the execution time of individual benchmarks on Core-A and Core-B 

normalized to the execution time on Core-U. These results show that while Core-U displays 

the best overall performance across all benchmarks, it can display considerably suboptimal 

performance under individual benchmarks. The results also show that for all the benchmarks, 

other than RayTracer, either Core-A or Core-B performs better than Core-U. In addition, for 

all benchmarks, other than the biometric benchmark (Blast), either Core-A or Core-B 

performs worse than Core-U.  
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Core-selectability allows for the user to dynamically pick and choose the employed core 

design. Thus, a two-way core-selectable design that employs Core-A and Core-B, will be 

able to perform better than Core-U across almost all benchmarks. However, for the 

benchmark RayTracer, this solution will perform 20% worse than Core-U alone.  This 

highlights the importance of good design space exploration for the employed cores. Ideally, 

the core designs should provide higher performance than the best single design to collectively 

exhaustive subsets of the workload space. In addition, the more mutually exclusive the 

subsets are, the more potential there will be for performance gain. 
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Figure 4-2: Execution time of each benchmark on each core design normalized to the 

execution time on Core-U. 
 

The benchmarks for which Core-A and Core-B provide higher performance than Core-U are 

almost mutually exclusive and almost collectively exhaustive. Nevertheless, it may be of 

importance that absolutely none of the benchmarks display lower performance than the 
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baseline design (even if average performance is improved). If that is the case, the core design 

space needs to be explored more rigorously. One option is to increase the number of 

selectable cores, and employ one that is customized for RayTracer. A more straightforward 

solution is to employ Core-U as one of the selectable core designs.  

Figure 4-3 shows the average execution time for three combinations of two-way core-

selectable designs normalized to the execution time of the baseline design, Core-U. These 

results show that the best overall performance for two-way core-selectability is attained with 

Core-A and Core-B, showing an average performance enhancement greater than 10%. Core-

selectability between Core-U and Core-B, will not display performance lower than the 

baseline design on any benchmark. But it attains a smaller overall performance enhancement, 

of close to 7%, compared to Core-U alone. 
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Figure 4-3: Execution time of core-selectability with different combinations of cores, 

normalized to that of Core-U. 
 

Another option is core-selectability between all three core designs (Core-A, Core-B and 

Core-U). The average decrease in execution time for this scenario (also shown in Figure 4-3) 

is over 11%, while not displaying performance less than the baseline design under any of the 

benchmarks. However, increasing the number of selectable cores will increase the overhead 

in propagation delay.  
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4.3.1. The Overhead of Selectability 

As discussed in the implementation section, core-selectability can introduce minor overheads 

to the front-end and back-end of the core designs.  

Accounting for the multiplexing of address signals to the L1 data cache and the extra wire 

load, the propagation delay in the back-end was found to not be increased by more than 26ps. 

This delay is conveniently less than the slack observed in the L1 cache access time for all 

core designs. Although this cannot be generalized to an arbitrary design, cache access time 

does vary in steps (with the associativity or number of sets) and the optimal core clock period 

is dependent on many microarchitectural parameters.  

We do not repeat such an evaluation here, as the effect of increased propagation delay in the 

front-end has been studied elsewhere, and the core designs considered here are not the very 

best for core-selectability anyway.  

4.3.2. The Source of Performance 

We investigated the source of performance enhancement by looking at the code of the 

benchmark that displays the largest performance gain from a customized core design, 

MolDyn (from Java-Grande). This benchmark simulates molecular dynamics. The main 

program loop of the application performs force calculations between only particles that are 

within a certain distance of one another. There is little local ILP within each iteration of the 

main loop of the application. But with a large enough window it is possible to reach future 

iterations [65], which are mostly independent. It is for this reason that the application gains 

such large performance through increasing the issue-queue size at the cost of narrower issue 

width. 
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One may argue that this form of distant parallelism may be better extractable with 

simultaneous threads [23]. But we argue that the performance gain of core-selectability is 

orthogonal to that of simultaneous multithreading. This is because, even with simultaneous 

multithreading (SMT), upsizing the issue-queue will yield better performance with such a 

benchmark (compared to the best design across all benchmarks), as it will enable the 

extraction of parallelism within individual threads. Of course, this is assuming that the 

scalability of the application is not such that SMT just happens to finish off all remaining 

parallelism. However, due to the lack of simultaneous multithreading in the OPAL simulator, 

we were unable to quantitatively verify this. 

Although there is thread-level parallelism in this application, it has been shown that it is 

difficult to extract without speculation support [65]. Core-selectability enables extraction of 

this parallelism without burdening the design components that affect general performance. 

4.4.  Multiprogrammed Results 

At a higher level, core-selectability can also be viewed as providing selectability between a 

homogeneous or heterogeneous multi-core design. 

As pointed out in the related work section, it has been shown that a heterogeneous 

multiprocessor design can provide better throughput in a multiprogrammed environment. 

But, it has also been shown that heterogeneity can degrade the performance of multithreaded 

workloads. Therefore, a design that can transform between heterogeneity and homogeneity 

will have a degree of robustness in performance that is unachievable by other design 

solutions. In this section, we investigate the potential performance benefit of such robustness.  
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Note that, from a stochastic standpoint, what renders multithreaded applications unsuitable 

for heterogeneity is the fact that they cause tasks (i.e., threads) with the same workload 

behavior to arrive at the system in bursts. This is opposed to the more normal distribution of 

task arrival in a multiprogrammed environment (see [37] for a more detailed study of the 

importance of accurately accounting for the task arrival pattern). 

4.4.1. Methodology 

In order to stochastically model a multiprogrammed environment, we simulate the queuing 

and occupation of different processing cores for different workload types. Tasks of different 

workload types are generated according to a random process with a normal distribution.  

Tasks are primarily placed in the dedicated task queue of the core with the most suitable 

microarchitecture for the task’s workload type. If the most suitable core is occupied, the task 

is directed to the next best core. If all cores are in use, the task waits for the most suitable 

core to become available. When there are cores with the same architectural configuration in 

the system (homogeneous), tasks are randomly assigned to them based on availability. Once 

the core is free, the task at the head of the task queue is consumed by the core for a given 

amount of time. 

The amount of time it takes each task to be executed by a specific core depends on the design 

of the core and the task workload behavior. In this analysis, the workload behavior that a task 

may display is limited to that of the Simpoints [109] of the integer SPEC2000 suite of 

benchmarks. The considered core designs are the same three derived in Section 4.2.3 (Core-

U, Core-A and Core-B), but simulated with sim-mase from the Simplescalar V4.0 toolset 

[27]. 



57 
 

All tasks are considered to consist of 3.2 billion instructions no matter what the workload 

type. The amount of time a core is occupied by a task is determined by the rate with which 

the task’s workload type is executed on the microarchitectural configuration of that core. As 

an example, a task that executes on a specific core design at a rate of β instructions per 

nanosecond is executed on that core in 3.2÷β seconds. 

4.4.2. Evaluation Results 

In order to evaluate the potential of core-selectability under different task arrival patterns, we 

compare the task turnaround time of systems with different combinations of core designs. 

Figure 4-4.a displays the average turnaround time of tasks submitted to two such quad-core 

systems. One system is homogeneous, and consists of four cores of the Core-U design. The 

other is heterogeneous, and consists of two cores of the Core-A design and two cores of the 

Core-B design. Results are presented across the spectrum of the task arrival rate, from low-

contention to saturation. Tasks of different workload types arrive independently of each 

other. Thus, this task arrival pattern can be considered to be more representative of a 

multiprogramming environment.  

These results show that the heterogeneous design results in around 25% lower task 

turnaround time in low arrival rates compared to the homogeneous design. Moreover, it 

displays roughly 14% higher execution bandwidth (the task arrival rate at which task 

turnaround time increases unboundedly). Therefore, employing 2-way core-selectability can 

provide such performance enhancement to multiprogramming environments. This is while, 

contrary to a fixed heterogeneous design, core-selectability does not degrade the performance 

of multithreaded applications, as it can switch back to a homogeneous design (and even 
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provide higher performance than a fixed homogeneous design, as observed in the prior 

section). 

For comparison, Figure 4-4.b displays the average turnaround time of tasks submitted to the 

same two differently designed quad-core systems. Here, however, tasks of different workload 

types arrive in bursts of four tasks of the same workload type. Thus, this task arrival pattern 

can be considered to be more representative of a multithreaded environment. These results 

show that under this task arrival pattern the heterogeneous design results in 10% higher task 

turnaround time in low arrival rates, and lower execution bandwidth, compared to the 

homogenous design. A core-selectable design enables the system to transform into the best 

quad-core solution for the task arrival pattern at hand. 
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   (a)                                                                (b) 

Figure 4-4: Average task turnaround time for (a) normal traffic, and (b) bursty traffic. 
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4.5.  Discussion 

4.5.1. The Limitations of this Study 

The evaluation results presented here are by no means conclusive enough to place a solid 

verdict on the notion of core-selectability, as the results may potentially be biased by some 

subtle circuit-level details. Nevertheless, we believe that in conjunction with the qualitative 

merits outlined here, a compelling enough argument emerges to warrant further investigation 

of this technique.  

It is also important to note that the results presented here do not represent an upper bound on 

the performance enhancement attainable from core-selectability.  For instance, the 

customized core designs we consider display limited diversity (for demonstration purposes 

and limitations in simulation). In actual implementation, not only can the cores differ in their 

microarchitectural parameters, but also in fundamental functionality and even ISA.  

A chief benefit of core-selectability is the fact that it allows for the instruction-level 

performance enhancement of different types of workload behavior to be separated from each 

other. This is an aspect of core-selectability that we do not quantitatively evaluate here, as it 

pertains to design and verification effort, which is challenging to quantify.  

We do not present results for a head-on performance comparison of core-selectability with 

the option of using the die area of the added cores for other purposes, e.g., more cache. 

Although such comparison has become commonplace in the academic arena, we believe that 

the assumption that it is die area that limits the sizing of structures is out-dated. If added 

cache were to be of performance benefit, it would already be provisioned in a well-designed 

baseline system. If it is not, it is because the increase in access latency would outweigh the 
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benefit. Note that in the evaluations caches equivalent to those of modern processors are 

employed. 

What does need to be evaluated in future work is the potential of core-selectability in the 

presence of simultaneous multithreading for multithreaded workloads. Although core-

selectability is aimed at enhancing the extraction of ILP, a portion of this parallelism may be 

extractable through fine-grain threading. 

An intriguing twist, that is not investigated here, is to employ core-selectability in 

conjunction with adaptable caches and cores with different clock domains. This can allow for 

much broader diversity in the design of the selectable core designs without introducing slack 

to the cache accesses. 

4.5.2. Future Trends and Potential Drawbacks 

Core-selectability exploits the increasing trend of transistors available on dies. It also does 

not exacerbate the trend of increasing power consumption and verification effort that 

alternative approaches to performance enhancement entail. This is because it enables the 

separation of the circuitry and design complexity necessary for dealing with different types 

of workload behavior, without drastically adding to the interconnection complexity.   

There are two main potential drawbacks to the implementation of core-selectability. One is 

the added cost of engineering multiple core designs.  The effort of designing a single core 

that has been tweaked to attain high performance across a wide range of applications may 

turn out to be less than that of designing multiple cores that are customized to specific 

workload behaviour, although not tweaked as much. 
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The other potential drawback is the added propagation delay at the shared ports to the 

system. Although with the technology library and the detailed baseline architecture employed 

in the evaluations of this study, the extra propagation delay was of negligible impact, it is not 

out of the question that it may be problematic in other settings. Whether the performance 

gain of core-selectability exceeds the potential loss due to increased propagation delay at the 

shared ports is a question that needs to be addressed in the context of the characteristics of 

the technology and development setup in which it is to be implemented.  

4.6.  Chapter Summary 

This study investigates a potential solution to increasing the utilization of existing 

provisioning in the cache and interconnection resources of a chip multiprocessor. The 

approach is to place a number of differently designed cores (with different ILP-extracting 

units) within each node, and provide the ability to select which core to use depending on the 

characteristics of the applications at hand. 

With the technology library considered in this study, it is shown that employing this 

technique with two core designs that focus on different ILP behavior, can result in better 

performance across a wide range of parallel applications, compared to a conventional design 

employing the best core design for overall performance across the same benchmarks. It is 

also shown that this design solution can provide greater throughput under multi-programmed 

workloads, by enabling the system to transform into a heterogeneous design when needed, 

i.e., providing selectability between homogeneity and heterogeneity. 
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CHAPTER 5: Architectural Contesting 
 

A major impediment to the effectiveness of microarchitectural techniques is their high 

dependence on the workload behavior. It is for this reason that previous studies have 

proposed techniques that enable the employed microarchitecture to dynamically change and 

become more suitable for the immediate workload behavior. Such techniques can be broadly 

categorized as either adaptational or migrational approaches. Adaptational approaches are 

based on a single processor design with adjustable design features (e.g. [15]). Migrational 

approaches are based on a number of differently designed processing cores, i.e., a 

heterogeneous multi-core (e.g. [23]).  

Regardless of the approach, the rate at which the employed architecture can be effectively 

changed depends on the rate at which 1) change in workload behavior can be detected, 2) the 

most suitable architecture for the new code region can be determined, and 3) the change can 

be performed. The challenge with adaptational techniques is in determining when and how 

the architecture should change. Similarly, the challenge with migrational techniques is in 

determining when and to which core execution should be transferred. 

In this chapter, we show that the speed of adjusting to change in workload behavior that is 

essential for high performance enhancement, is too fine-grain to be achieved with prior 

approaches. However, the availability of multiple cores can be exploited to enable the speedy 

transfer of execution to the most suitable architecture. In the proposed approach, code is 

simultaneously executed on a number of cores, each architected for optimum performance 

under a different class of workload behavior. With each core broadcasting its instruction 



63 
 

results to the other cores, completion of instructions can be expedited in cores that are not 

suitable for the immediate code region. Thus, upon change in the workload behavior, the core 

that is most suitable for the new workload behavior will be able to automatically take the 

lead. In other words, detecting changes in workload behavior, determining the best 

architectural configuration, and transferring execution to that configuration, all take place 

automatically and fluidly with minimal latency. We refer to this technique as architectural 

contesting (or simply contesting). 

Contesting is orthogonal to other sources of single-thread performance enhancement, as it 

exploits a unique source of performance enhancement, namely, fine-grain customization. 

Moreover, like other redundant threading architectures, it can be employed on a need-to-have 

basis, providing robustness in how resources are employed (throughput or single-thread 

performance) and how performance and power are balanced. 

Below are some highlights from the results and analysis presented in the following sections: 

o 2-way contesting yields an average speedup of 15% (maximum speedup of 25%) over a 

benchmark’s own customized core. 

o For most benchmarks, most of the performance enhancement of contesting comes from 

heterogeneity in the microarchitecture, although the benefit of heterogeneity in the L2 caches 

is noticeable in a few cases. For both sources, it is contesting that enables this heterogeneity 

to be exploited at a fine granularity. 

o The speedup of contesting is even more pronounced in constrained heterogeneous CMPs: 

contesting yields an average speedup of 22% compared to executing the benchmark on the 

most suitable available core. The availability of fewer available core types reduces the extent 
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to which application-level heterogeneity can be exploited. Contesting compensates for this 

deficit by additionally exploiting fine-grain switching within applications. 

o Compared to the best homogeneous CMP design, a constrained heterogeneous CMP design 

achieves an average speedup of 11% without contesting and 34% with contesting. In other 

words, contesting triples the single-thread performance advantage of heterogeneity in this 

system. 

o Compared to the best homogeneous CMP design, contesting between only two core types 

yields the same or higher single-thread performance enhancement as executing on the best of 

three core types. Therefore, in terms of maximizing single-thread performance, contesting 

may be a more cost-effective approach than increasing the number of core types in the CMP. 

o The design of a constrained heterogeneous CMP involves compromises, by virtue of 

limiting the number of core types and optimizing for one figure of merit or another. 

Contesting provides a degree of performance robustness that compensates for certain side-

effects of these compromises. For example, while a constrained heterogeneous CMP design 

improves single-thread performance for the benchmark suite as a whole compared to a 

homogeneous CMP design, specific benchmarks may nonetheless perform worse. Contested-

execution of these benchmarks makes up for this performance deficit. 

5.1. Motivation: The Speed of Change 

For each SPEC2000 benchmark we evaluate the ability to switch execution between two 

microarchitectural configurations. The configurations are chosen from among eleven 

configurations, each customized for one of the SPEC2000 benchmarks. They were extracted 
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through a simulated annealing exploration process for 70nm technology (see Section 3.4 for 

further details).  

The execution of each benchmark’s 100-million instruction Simpoint [74] was simulated on 

the customized configuration of each benchmark and the number of cycles to retire every 20 

dynamic instructions was logged. Then, for each benchmark and every combination of two 

configurations, every 20-instruction region was considered to be retired at the rate of the 

faster of the two for that region – while factoring in the clock periods. The time spent in each 

region was then aggregated to determine the total execution time and from that the best two 

configurations for each benchmark. The same process was repeated for 40-instruction 

regions, by summing the execution time of neighboring 20-instruction regions. The whole 

process was repeated for regions of up to 83 million instructions. 

Figure 5-1 illustrates the speedup attained for each benchmark over the performance of its 

own customized architecture by switching execution between two core configurations at 

different rates. Also indicated in these graphs are the two configurations that provided the 

best speedup (at the finest granularity). The different data-point symbols indicate different 

two-core combinations. While the best pair of cores for switching execution between rarely 

varies across different granularities for benchmarks such as bzip, it is highly dependent on 

the granularity of switching in benchmarks such as crafty. At the coarsest granularity (i.e. the 

whole Simpoint), each benchmark achieves its best performance on its own customized 

configuration and attains no speedup.  
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Figure 5-1: Percentage speedup of switching execution between two different 
configurations at different granularities, normalized to the performance of each 
benchmark’s own customized configuration. 
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These results illustrate that the greatest potential of being able to dynamically adjust the 

microarchitecture to the workload is attainable at granularities of less than a thousand 

instructions. While the benchmarks gcc and gzip attain a modest portion of their maximum 

speedup in coarser granularities, most benchmarks display little or no performance 

enhancement with coarser switching of the microarchitecture. The knee in the curve in most 

of these benchmarks occurs near the 1280-instruction granularity. For instance the graph for 

average speedup displays a mere 5% speedup for granularities in this range, while displaying 

up to ~25% speedup for finer granularities. Previously proposed approaches to dynamically 

adjusting the architecture to the workload are unable to exploit such fine-grain change in 

workload behavior. 

In most cases the customized microarchitecture of a benchmark is among the best two cores 

to switch execution between. However, for twolf, the benchmark that attains the largest fine-

grain speedup, the customized architectures of vortex and parser are the best two. This is 

notable as an application-level customized architecture is forced to compromise performance 

in fine-grain regions in order to attain good overall performance. This infers that switching 

execution between architectures that are custom designed for applications may not 

necessarily provide the best performance enhancement from fine-grain switching. 

Nevertheless, these architectures are good candidates for improving application-level 

performance and multi-programming throughput – issues of general importance in a CMP 

design.  
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5.2. Related Prior Work 

The slipstream paradigm [58] employs two simultaneous execution streams of the same code 

that interact to improve overall single-thread performance. One execution stream is expedited 

through speculatively skipping ineffectual work, but needs to be checked by a redundant 

stream. However, the redundant stream itself is also expedited as the speculative stream 

passes it highly accurate branch and value predictions. More recent related work is the 

Paceline leader-checker microarchitecture [11]. In this approach a leader-core runs the thread 

at a higher-than-rated frequency, while passing execution hints and prefetches to a safely-

clocked checker core.  

In both these techniques, the leading core is fixed (Paceline occasionally swaps cores’ roles 

for temperature control) and is expedited in a manner that needs to be checked for 

correctness, thus the need for forwarding instruction results to a checker. In contesting 

however, the leading core varies depending on the workload behavior, and gains lead purely 

because it is more suitable for the immediate region of code. Thus, there is no need for it to 

be checked. Instruction results are forwarded to the other cores not for checking, but rather to 

keep them from falling behind so they can take lead as swiftly as possible when the workload 

behavior changes. 

The Datascalar paradigm [17] enables single thread performance enhancement through 

enabling the distribution of the program data-set across the local memory of multiple cores. 

Frequency scaling techniques [107] provide variability in the performance-power tradeoff.  
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5.3. Implementation Details 

The implementation of a contesting system resembles other redundant-execution leader-

follower architectures, such as Slipstream [58], SRT [100], AR-SMT [28], Paceline [11], 

Datascalar [17], etc. The main novelty of contesting is not in the employed mechanisms, but 

rather the purpose for which they are employed. This section describes the implementation of 

a contesting system. While the description is generalized for N-way contesting, the following 

results are for a 2-way contesting system. 

5.3.1. Leveraging Results from Other Cores 

Figure 5-2 illustrates an architectural contesting multi-core system. The different cores 

concurrently attempt to execute the same code. Each core broadcasts the results of its retired 

instructions to the other cores via a dedicated global result bus (GRB). A core receives 

results from incoming GRBs into result FIFOs. 

A core maintains a counter in its fetch unit that is incremented for each fetched instruction 

(not shown in Figure 5-2). Likewise, the core maintains a counter per result FIFO that is 

incremented for each received result. These locally generated counts enable determining 

whether instructions in the receiving core are ahead of or behind a result FIFO in terms of 

logical position in the dynamic instruction stream. 
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Figure 5-2: A generalized architectural contesting multi-core system. 

 
If the fetch counter and a result FIFO counter match, the receiving core is unequivocally 

trailing the sending core, and the result is popped from the result FIFO and used in lieu of 

executing the instruction. The instruction is completed early in the fetch stage (if it is a 

branch) or the rename stage (if it is a register-producing instruction). Early completion in the 

fetch stage is implemented by overriding the branch prediction logic. Early completion in the 

rename stage is implemented by directly writing a value into the destination physical register. 

On the other hand, for as long as a result FIFO counter is less than the fetch counter, results 

are popped and discarded. However, an incoming branch result is not automatically 

discarded. If the count of the incoming branch result matches the fetch count of an 
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unresolved branch in the core (the branch’s fetch count is saved in its checkpoint), the 

unresolved branch is resolved early. Whether a mispredicted branch is resolved early (using a 

result FIFO) or normally (using local execution), the fetch counter is restored to the fetch 

count of the mispredicted branch, which was saved in its checkpoint. Wrap-around of the 

counters is not a problem because the maximum count value is larger than the maximum 

allowed distance between leading and lagging cores. 

By leveraging the result FIFOs in this way, execution in the lagging cores will never fall too 

far behind. Thus, when the code phase changes, all the cores will be contested fairly in the 

new phase without the need for actually detecting the change of phase, and the core that is 

best suited will automatically be able to take lead.  

How far behind a lagging core is depends on the physical propagation delay between cores. 

When the characteristics of the code change, it is this lagging distance that a core needs to 

catch-up on before it can become the head of the pack and commence effective execution. 

Note that it is not necessary for all the lagging cores to receive the result of a retired 

instruction in the same cycle. This issue is of convenience, as different cores may be at 

differing distances from each other. 

Although the frequencies and retirement widths of the cores may differ, the peak rate at 

which instruction results are retired by any core – in instructions-per-second (IPS) – must be 

sustainable by all other cores. That is, the peak retirement rate (in IPS) of any core must be 

less than or equal to the peak rate (in IPS) at which instruction results can be written to the 

register file and memory in any other core. Without this condition, a lagging core may 

unboundedly fall behind, resulting in excessive catch-up time and therefore defeating the 
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purpose of architectural contesting. We refer to a lagging core that cannot keep-up with the 

leading core as a saturated lagger. This scenario can be dealt with simply by disabling 

contesting mode for the saturated lagger. 

5.3.2. Handling Stores 

Stores are redundantly performed in the private cache levels of the cores. The private cache 

levels are configured to use the write-through policy to simplify contesting (this does not 

preclude using the write-back policy in non-contesting modes). To prevent lagging cores 

from incorrectly observing future stores of less-lagging cores, stores stop short of writing 

through to the shared cache level. Here, we employ a synchronizing store queue similar to 

SRT’s store queue [100].  

In SRT, the store queue waits for both instances of a store (the leading and trailing threads’ 

instances), before performing a single merged instance to the L1 cache, and loads from the 

leading thread search the store queue in addition to the L1 cache. Similarly, the 

synchronizing store queue employed for contesting buffers stores and keeps track of which 

cores have privately performed each store. When the oldest store has been privately 

performed by all cores, a single merged instance is performed to the shared cache level. 

5.3.3. GRB Implementation 

Each core’s GRB is pipelined to sustain the maximum throughput of retired instructions from 

that core. Also, since different cores may have different clock frequencies, asynchronous 

buffering is employed at the receiving cores to synchronize communication. This 

asynchronous buffering, unlike that in a GALS architecture [93], will not affect fixed-
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configuration performance as it is placed between processors not between different units of a 

single processor. 

The GRBs form the main artery of a contesting system. They determine the point-to-point 

latency between cores, and therefore the lagging distance of cores depending on which one is 

the leader. Therefore, optimizing the design of the GRBs (and the core layout) is critical to 

the performance enhancement of contesting. 

5.4. Measuring Up to the Very Best 

5.4.1. Methodology 

The sim-mase simulator from the Simplescalar V4.0 toolset has been modified to model the 

contesting implementation described in Section 5.3. 

The simulator was modified to enable time-synchronous execution of multiple simulator 

instances that model different proportional clock periods. In order to model time-

synchronous execution, the simulator instances perform handshaking in a round-robin 

arrangement. Receiving a handshaking signal signifies the passing of a base time-unit 

(specifically 0.01ns). Each simulator instance executes an iteration of its top-level simulation 

loop upon the passing of as many time-units as there are in the clock period it is modeling. 

For example, a simulator instance modeling a 3GHz core will execute one iteration of its top-

level simulation loop every 33 time-units.  

The benchmarks used throughout are the 100-million instruction Simpoints [74] of the 

SPEC2000 integer benchmarks (except for eon, which we were unable to compile with the 

Simplescalar compiler). 
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In this study, we consider the pool of prospective cores in the heterogeneous CMP to consist 

of cores that are customized for individual SPEC2000 integer benchmarks in 70nm 

technology. We used the XP-Scalar design-space exploration framework (described in 

Chapter 3), which employs a simulated-annealing exploration process, to arrive at the 

benchmark-customized cores. XP-Scalar varies multiple design parameters, including 

superscalar width, register-file/ROB size, issue-queue size, load-store queue size, L1 and L2 

cache configurations, and clock frequency. The depth of pipelining of various architectural 

units/stages is consistent with the processor’s frequency and the complexity of these 

units/stages. The customized core of each benchmark and its performance with respect to all 

benchmarks are the same as those documented in Table 3-5. 

5.4.2.  Results 

We limit our evaluation to 2-way architectural contesting (contesting between two cores). An 

issue of importance is the considered core-to-core latency, or the time it takes for an 

instruction result to travel from one core to another. In this part of the study, a one 

nanosecond (three cycles of a 3 GHz processor) core-to-core latency is initially considered. 

The effect of scaling this latency is later evaluated.  

Figure 5-3 shows the performance (instructions per time, IPT) of contesting, for each 

benchmark. For each benchmark, the two cores that are contested (from among all 

benchmark-customized cores) are those two which give the highest performance when 

contested; the pair of contesting cores used by a given benchmark is labeled above its bar in 

the graph. For comparison, the IPT of each benchmark on its own customized core is also 

shown. Contesting yields an average speedup of 15% over a benchmark’s own customized 
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core. The largest speedup is attained for the benchmark gcc at 25%. Four out of the eleven 

studied benchmarks attain more than 18% speedup.  

 

 
Figure 5-3: IPT of each benchmark for 1) execution on its own customized core and 2) 
contesting between two cores that maximize contested-execution performance (the two 
contested cores are shown above the bars). 
 
 

The averaged results in Figure 5-1 show that achieving speedups in the range of 15% over a 

benchmark’s own customized configuration requires the ability to switch execution between 

configurations at a rate of around 100 instructions. This number of instructions is 

proportional to the number of instructions in the pipeline of an average configuration at any 

instance. However, using previously proposed techniques to detect changes in workload 

behavior, determine a suitable configuration, and transfer execution to it, can probably be 

achieved at a rate of a few thousand instructions at the very best – which drastically 

diminishes the benefit of being able to adjust the microarchitecture. 
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5.4.2.1. The source of performance enhancement 

A question that may arise is how integral heterogeneity in the microarchitecture of the cores 

is to this performance enhancement, and whether the origin is heterogeneity in the cache 

configurations. Differentiating the heterogeneity in the caches from that in the 

microarchitecture of the cores can provide insight into the origin of the performance 

enhancement. However, note that the best cache configuration for a workload is not 

independent of other microarchitectural design factors. 

In order to address this question, each benchmark is executed with contesting between two 

cores that differ only in their L2 caches. One of the cores is one of the best two cores for 

contesting. The other is the same core, but with its L2 cache (configuration and access 

latency) replaced with that of the other best core for contesting. For example, bzip was 

originally contested between the customized cores of bzip and parser (contesting these two 

cores yielded the highest performance). For the modified experiment, bzip is contested 

between two bzip cores, except that one of these otherwise identical cores has the L2 cache 

of the parser core. This experiment is repeated with two parser cores, one of which has 

bzip’s L2 cache. The higher performing trial of these two trials is used. 

Figure 5-4 shows the speedup of contesting. The total height of each bar represents the 

speedup of contesting in the original experiment (heterogeneity in both the microarchitecture 

and L2 cache). The bottom fraction of each bar represents the speedup of contesting in the 

modified experiment, isolating the performance enhancement due to heterogeneous L2 

caches. These results show that, for most of the benchmarks (other than gcc and parser), only 

a minor portion of the performance enhancement can be attributed to only heterogeneity in 
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the L2 cache. All the same, it is contesting that enables this heterogeneity to be exploited at a 

fine granularity.  
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Figure 5-4: Isolating the contribution of L2 cache heterogeneity to the performance 
enhancement of contesting. 

 
 

5.4.2.2. The effect of core-to-core latency 

Figure 5-5 shows the effect that the latency of transmitting instruction results from core to 

core has on the average speedup of contesting between the best two cores for each 

benchmark over its performance on its own customized core. These results show a decrease 

in the performance enhancement of contesting as this latency increases. At a latency of 

around 100ns the performance benefit reduces to around 6%. These results show the 

importance of the speed of the GRB. 
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Figure 5-5: The average speedup of contesting over customized cores for different core-
to-core latencies. 
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5.5. Evaluation with Limited Core Types  

Section 5.4 evaluated the performance enhancement attainable from contesting between the 

best two core types for fine-grain switching, for each benchmark. Since the best pair of 

contesting cores differs from one benchmark to the next, the previous evaluation implies that 

the customized core types of all benchmarks are available in the heterogeneous CMP. 

However, there may be fewer core types in a realistic heterogeneous CMP. In Section 5.5.1, 

we first address general heterogeneous CMP design and what influences the best set of core 

types to employ when the number of core types is limited. In Section 5.5.2, we apply these 

principles to design heterogeneous CMPs with only two core types. Finally, in Section 5.5.3, 

we evaluate the performance enhancement of contesting between the cores of the 

systematically designed dual-core heterogeneous CMPs. 

5.5.1. The Design Goal 

The best combination of microarchitectural configurations to employ in a heterogeneous 

system depends on the design goal. 

If the design goal is to minimize the total execution time of a set of benchmarks when 

submitted to the system one-by-one – as is customary in single-core microarchitecture 

evaluation – a representative figure of merit is the harmonic-mean of the performance 

(instructions per time unit, IPT) of all benchmarks when each is executed on the most 

suitable core available. This figure of merit is improved if the benchmarks are weighted by 

the frequency with which they occur in the system. Without these weights, benchmarks that 

run infrequently but have long run-times may have disproportionate influence on the 

perceived-best core types.  
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Benchmark weights may not be available, however. In this situation, it may be desirable to 

use the average (arithmetic-mean) of IPTs as the figure of merit. Average IPT focuses on raw 

throughput instead of total time, which may lead to more performance-robust core types in 

the face of uncertain benchmark frequencies. 

Neither of these metrics (harmonic-mean IPT and average IPT) accounts for core-contention 

between jobs and may thus bring about imbalance in the number of benchmarks better suited 

for the different core types. For example, if the design goal is simply to maximize either the 

harmonic-mean IPT or average IPT for ten benchmarks on two core types, the ultimate CMP 

design may be guided toward one core type that is favored by nine benchmarks and one core 

type that is favored by one benchmark. While this CMP design is optimum when there is no 

contention between jobs, it is not necessarily optimal when there is contention.  

If contention between jobs is a concern, the best combination of core types to employ in the 

system is influenced by 1) the rate and distribution of job submissions and 2) how jobs are 

scheduled. Below, a figure of merit is developed that accounts for contention based on two 

simplified assumptions regarding job distribution and scheduling, respectively. Firstly, we 

consider a uniform distribution of job submissions. That is, jobs have an equal probability of 

belonging to one of the considered workload types (i.e., one of the benchmarks). Unevenness 

in the distribution can be modeled by assigning importance weights that are proportional to 

the probability of a workload type being submitted to the system. Burstiness in the arrival of 

jobs of the same workload type decreases the value of heterogeneity. Secondly, we consider a 

scheduling policy that directs a job to the core type for which it is best suited, even if all 
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cores of that type are currently busy and the job must be queued, instead of directing it to the 

best available core. This policy is reasonable if all cores are heavily loaded. 

In this setting, the arrival rate of jobs at the job-queue of a specific core will be proportional 

to the number of job types that prefer that core. Therefore, according to Little’s law, the 

average number of jobs in a job-queue will also be proportional to the number of job types 

that prefer the corresponding core. Therefore, a representative figure of merit can be attained 

by dividing the performance (IPT) of each benchmark when executed on the most suitable 

core type in the CMP design by the number of benchmarks that share the core type, and then 

taking the harmonic mean. We refer to this figure of merit as the contention-weighted 

harmonic-mean IPT.  

5.5.2. Exploring Combinations of Core Types 

The best combination of core types to employ in a heterogeneous CMP is determined by 

searching all the possible combinations of core types for one that maximizes the considered 

figure of merit. Once again we limit the pool of prospective core types to the customized 

cores for individual SPEC2000 integer benchmarks. In addition, the number of core types in 

the heterogeneous CMP is limited to only two. This does not limit the total number of cores, 

that is, conceivably there could be multiple instances of each core type. 

Since we separately consider three different figures of merit – average IPT (avg), harmonic-

mean IPT (har), and contention-weighted harmonic-mean IPT (cw-har), as discussed in the 

previous section – we arrive at three different heterogeneous CMP designs, HET-A, HET-B, 

and HET-C, respectively. These designs are displayed in the first three rows of Table 5-1. 

The table shows which two core types comprise each of HET-A, HET-B, and HET-C. A core 
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type is identified by the name of the benchmark for which it is customized, e.g., the 

customized core type for the gcc benchmark is named “gcc”. HET-A is comprised of the 

parser and twolf core types, HET-B is comprised of the gcc and mcf core types, and HET-C 

is comprised of the bzip and crafty core types. 

Since this chapter is ultimately concerned with single-thread performance (the benefit of 

contesting), regardless of the figure of merit used to arrive at a CMP design, the last column 

of Table 5-1 shows the harmonic-mean of the IPTs of all benchmarks when each is run on 

the most suitable core of a given design. Since HET-B was designed using this figure of 

merit to begin with, as expected, it has the highest harmonic-mean IPT among HET-A, HET-

B, and HET-C. 

Two other designs are included in the last two rows of Table 5-1. The first of these, HOM, is 

a homogeneous CMP design with only one core type, namely, the core type that gives the 

best performance on average for all benchmarks. Of all the customized core types, the gcc 

core type is the best overall (it maximizes both average IPT and harmonic-mean IPT). The 

last design, HET-ALL, is a heterogeneous CMP comprised of all the customized core types, 

so that each benchmark runs on its customized core. 

While the gcc core is the best individual performer among the benchmark-customized cores, 

it is possible for there to be an even better core that is explicitly customized for the 

benchmark suite as a whole. We conducted an exploration of the design space for the 

aggregate performance across all benchmarks using the XP-Scalar exploration process. The 

customized core that was attained provided negligible overall performance enhancement over 

that of the gcc core. 



82 
 

Table 5-1: Five CMP designs and their performance. 
CMP design 

 

Designed based on 
which figure of merit? Constituent core types 

 
Harmonic-mean of IPT 

 

HET-A avg parser & twolf cores 1.76 
HET-B har gcc & mcf cores 1.88 
HET-C cw-har bzip & crafty cores 1.87 
HOM avg or har gcc core 1.57 

HET-ALL Not applicable customized cores of all 
benchmarks 2.1 

 
 

 
The performance results in the last column of Table 5-1 show that, when exploited at the 

application level, unconstrained heterogeneity can provide up to a 34% increase in harmonic-

mean IPT (HET-ALL compared to HOM). With only two core types, HET-C provides a 19% 

increase in harmonic-mean IPT (HET-C compared to HOM). In other experiments, not 

shown here, we determined that the overall performance of a heterogeneous CMP with four 

core types is within 2% of the performance of HET-ALL.  

Figure 5-6 displays the IPTs of individual benchmarks on the five CMP designs of Table 5-1. 

For a given CMP design, a benchmark is run on the most suitable core type available in that 

design. These illustrate the importance of the available core types. 
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Figure 5-6: IPT for each benchmark when executed on the most suitable core type 
available in the CMP, for five CMP designs. 
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5.5.3. Evaluation of Contesting with Limited Core Types 

In this section, we evaluate the single-thread performance enhancement of contesting on top 

of the HET-A, HET-B, and HET-C CMP designs from the previous section. The chief 

purpose of this exercise is to study contesting in the context of a heterogeneous CMP that 

was systematically designed to exploit application-level heterogeneity with a limited number 

of core types, and not explicitly for the purpose of fine-grain switching within an application. 

This is the expected setting in which contesting might be deployed. 

Figure 5-7 shows the performance (instructions per time unit, IPT) of each benchmark, for 

three scenarios: 1) execution on HOM (“HOM”), 2) execution on the most suitable core type 

of HET-A (“HET-A, no contesting”), and 3) contested execution between the two core types 

of HET-A (“HET-A, contesting”). 
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Figure 5-7: Performance of each benchmark on HOM, HET-A without contesting, and 
HET-A with contesting. 
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Contesting on HET-A yields an average speedup of 16% and a maximum speedup of 41% 

(for gcc) compared to not contesting. An interesting result is that, while the benchmarks gcc, 

perl, and crafty observe lower performance on the better of the two cores of HET-A 

compared to the overall best core provided by HOM, their contested execution with them 

more than compensates for the deficit. 

Figure 5-8 shows the IPT of each benchmark under the same three scenarios, except that the 

HET-B CMP design is used instead of the HET-A CMP design. From Table 5-1, HET-B is 

comprised of the gcc and mcf core types. Due to the long clock period of the mcf core, it 

tends to become a saturated lagger in the contested execution of half of the benchmarks, 

resulting in little benefit for these. Nevertheless, contesting on HET-B yields an average 

speedup of 13% and a maximum speedup of 39% (for twolf) compared to not contesting. 
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Figure 5-8: Performance of each benchmark on HOM, HET-B without contesting, and 
HET-B with contesting. 

 
 

The highest overall speedup is attained for contesting between the two core types of the 

HET-C CMP design (featuring the bzip and crafty core types). Figure 5-9 shows the results 
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for HET-C. Contesting on HET-C yields an average speedup of 22% and a maximum 

speedup of 50% (for vpr) compared to not contesting. For the benchmarks gzip, vortex, and 

vpr, contesting prevents performance from dipping below that of the overall best core 

provided by HOM, and even boosts performance significantly above it. These speedups are 

attained through active participation of both cores in the effective computation. 

With contesting, HET-C achieves an average speedup of 34% over HOM. In contrast, 

without contesting, HET-C achieves an average speedup of 11% over HOM. Therefore, 

contesting has roughly tripled the single-thread performance advantage of heterogeneity in 

this system. HET-C was primarily designed with heavy-loading of the system in mind. Thus, 

contesting can be viewed as a technique that provides robustness to heterogeneity – allowing 

a system to be primarily designed for heavy loading, yet not compromise single-thread 

performance when the system is lightly loaded (this issue is further addressed in the next 

section). 
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Figure 5-9: Performance of each benchmark on HOM, HET-C without contesting, and 
HET-C with contesting. 



86 
 

5.6. Discussion 

5.6.1. Combination of Core Types for Contesting 

The prior sections considered clear-cut figures of merit for the design of a heterogeneous 

CMP with a constrained number of core types. However, the truly best design goal may be 

more involved. For instance, an issue that may be of concern is certain benchmarks 

performing worse than they would have in a homogeneous system, despite heterogeneity 

improving single-thread performance on the whole. This can be reflected in the figure of 

merit by penalizing it when that is the case. Another issue may be the robustness of the 

design to perform well both when the system is loaded (throughput) and unloaded (single-

thread performance). Combining simpler figures of merit can reflect such hybrid design 

goals. 

The design of a constrained heterogeneous CMP involves compromises, by virtue of limiting 

the number of core types and optimizing for one figure of merit or the other. The above 

results showed that contesting provides a degree of performance robustness that compensates 

for certain side-effects of these compromises. Here we discuss two examples: 

o Section 5.5 showed that a constrained heterogeneous CMP design improves single-thread 

performance for the benchmark suite as a whole compared to a homogeneous CMP design, 

but that specific benchmarks may nonetheless perform worse. The results showed that 

contested-execution of these benchmarks makes up for this performance deficit. 

o The cw-har figure of merit, like the avg and har figures of merit, tries to steer the design of 

a constrained heterogeneous CMP towards higher single-thread performance, but it balances 

this goal with the need to distribute job types (benchmarks) evenly among the core types in 
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anticipation of a heavily loaded system. Thus, while this figure of merit does exploit 

application-level heterogeneity for higher single-thread performance, it may not do so to the 

same extent as the other narrower figures of merit. The results in 5.5 showed that contesting 

boosts single-thread performance of the heterogeneous CMP that was designed taking into 

account heavy loading (HET-C), compensating for any deficit with respect to the other 

designs (HET-A, HET-B). Thus, for systems that observe periods of heavy loading, HET-C 

with contesting as an available (but optional) mode of execution is a better design point than 

the other considered CMPs, because it is more robust, handling both periods of heavy and 

light loading well.  

5.6.2. Customizing Cores for Contesting 

Cores that are customized for application-level performance are not necessarily suitable for 

fine-grain regions of code. Architectural contesting will provide its greatest advantage when 

the cores are customized not for applications, but for fine-grain regions of code. In other 

words, the true single-thread performance potential of contesting can only be achieved when 

the cores are customized with contesting in mind. On the other hand, cores that are 

customized for fine-grain regions of code-will not necessarily be the best for application-

level performance. Thus, a heterogeneous CMP consisting of such cores may hamper the 

benefit of “lower hanging fruit”: throughput improvement. 

Determining the best core designs for contesting is much more complex than determining the 

best core design for an application, as the different core designs need to be explored together 

in contesting pairs (or contesting trios, etc.) – resulting in an explosion in an already vast 

overall design space. In addition, conducting design exploration across this design-space is a 
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slower process, as measuring the performance of design points involves simulation of 

contested execution (which is more time-consuming than simulation of conventional 

execution). 

5.6.3. Contesting vs. More Core Types 

We introduce a fourth constrained heterogeneous CMP design, HET-D, which is comprised 

of three core types instead of just two. The har figure of merit was used to select the three 

core types (maximizes harmonic-mean IPT of the benchmarks). HET-D is comprised of the 

customized cores of twolf, crafty, and mcf. 

For each benchmark, Figure 5-10 compares the performance of contesting between the two 

core types of HET-C (“HET-C, contesting”) to the performance of executing the benchmark 

on the most suitable core type of HET-D (“HET-D, no contesting”). In addition, the 

performance of executing the benchmark on its own customized core (“HET-ALL, no 

contesting”) is shown for comparison.  
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Figure 5-10: Comparison of dual-core contesting vs. employing more cores. 
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These results show that, on average, contesting between only two core types can yield as 

much single-thread performance enhancement as a heterogeneous system with all eleven core 

types (and typically more for a majority of benchmarks), and slightly more than a system 

with three core types. Therefore, in terms of maximizing single-thread performance, 

contesting may be a more cost-effective approach than increasing the number of core types in 

the system. 

5.7. Chapter Summary 

This chapter showed that workload behavior tends to vary considerably at fine granularities. 

Architectural contesting leverages the differently-designed cores in a heterogeneous multi-

core to automatically and fluidly transfer effective execution to the most suitable core, 

exploiting workload variations that are too fine-grain to be handled by previous adaptational 

and migrational approaches. In addition to evaluating two-way contesting in a relatively 

unconstrained heterogeneous multi-core (as many core types as benchmarks), the chapter 

explored the interplay between contesting and the number of core types in more constrained 

heterogeneous multi-core designs. This exposed the broader issue of constrained 

heterogeneous multi-core design and how it influences, and may be influenced by, 

contesting.  
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CHAPTER 6: Conclusions and Future Work 
 

This thesis has addressed the issue of providing microarchitecturally diverse core designs in a 

chip multiprocessor, how to do so efficiently, what needs to be considered when splitting up 

the workload space between the differently designed cores, and how fine-grain changes in 

application behavior can be exploited. There remains, however, considerable work to be done 

surrounding this issue. 

6.1. Design Diversity over Circuit-Level Design Rigor 

An important question that was not feasible to accurately address with available resources for 

this thesis is whether selectability between cores that are not as rigorously optimized at the 

circuit-level can outperform a regular homogeneous system with a rigorously designed core. 

If so, it would be indicative of the potential for a radical shift in microprocessor design 

methodology.  

The current conventional approach to designing processors in effect favors rigorous circuit-

level design, at the expense of sloppy high-level design (employing a single core design for 

all types of application behavior). The ability to efficiently incorporate numerous core 

designs in a microprocessor, however, may change this dynamic. In fact, under a fixed 

budget for design effort, an extreme approach would be to achieve feasibility in the 

incorporation of numerous differently microarchitected cores by employing core designs that 

are automatically synthesized, rather than custom designed. Such a design methodology, 

which can be labeled as exploiting “Sloppy Circuit-level Design”, would shift product 
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development effort from circuit-level custom design to the high-level design of different 

cores suited for different types of application behavior. 

It should be noted that although the pretext of a fixed budget for design effort presents an 

intriguing angle for the analysis of core-selectability, it should not be viewed as the be-all 

and end-all context. A more relevant question might be whether core-selectability provides 

better return for the same increase in design effort.  Ultimately, there are strong indications 

of there being little overall single-thread performance to be gained through tweaking any one 

general-purpose design, no matter how much design effort is put into it. And there are strong 

indications of there being notable single-thread performance to be gained through the 

incorporation of microarchitectural designs that are geared towards the behavior of the 

applications they execute. 

6.2. Greater Microarchitectural Diversity 

Another lacking aspect of the analysis presented in this thesis is the scope of 

microarchitectural diversity between the different cores. In the results presented in this thesis 

the diversity was limited to the sizing of microarchitectural features, while staying within the 

boundaries of a canonical superscalar processor design. However, there are indications that 

there is greater performance to be gained from more ingrained microarchitectural diversity. 

Examples of such differences would be in the incorporation of Checkpoint Processing and 

Recovery (CPR) [33], Value Prediction [71], Instruction Collapsing [114], Continual-Flow 

Pipelining (CFP) [103] and Trace Caching [29] – enabling these techniques to be employed 

when beneficial and their overhead to be completely removed from the active critical units 
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when not beneficial. Although such techniques may render individual core designs more 

complex, the point is that the complexities will be separated from each other.  

It is important to realize that the benefit of adding such dimensions to the microarchitectural 

design space will not be limited to the potentially meager benefit that may have been 

documented for them in general purpose settings. This is a result of the fact that the 

incorporation of such techniques can shift how different design units scale relative to reach 

other – and thus the entire landscape of the design space. For instance, the benefit of value 

prediction [71] is not limited to reducing the average access time to data by means of 

speculation, at the expense of the overhead of the circuitry necessary to deal with 

misspeculations. It can also change the best issue-queue and ROB size of the design. Thus, 

for the true potential of such a technique to be exposed, the entire microarchitectural design 

needs to be geared towards application behavior for which it is beneficial – something that is 

infeasible when constrained to a single design solution.  

In other words, the benefit of the incorporation of more ingrained microarchitectural 

diversity will be in the context of the application behavior for which each design solution is 

beneficial, when the entire design of the core is geared towards that type of application 

behavior. 

6.3. Exploiting Detachability/Unpluggability 

All in all, core-selectability is an approach to provide the ability to dynamically employ more 

suitable core designs depending on the behavior of the application(s) at hand. It achieves this 

with low overhead by moving the extra circuitry necessary for implementing changeability 

out of the critical structures of the cores. Nevertheless, it does entail a small overhead at the 
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point of port-sharing between the different cores in a node. Moreover, it does not provide a 

means to dynamically customize the non-core portion of the design (e.g. the interconnection 

network). Meanwhile, considerable performance gain has been shown to be achievable 

through customization of on-chip interconnection networks to the behavior of applications 

[76].  

If it were possible to move the overhead of implementing changeability even further out of 

the design, for instance to the level of the entire Chip Multiprocessor, not only would core-

selectability be achievable, so would selectability in the interconnection network. The only 

caveat in such an approach (which can be labeled “CMP-selectability”) is that, unlike the 

cores in Chip Multiprocessors, the interconnection networks are not consuming progressively 

smaller portions of the die area (i.e. the “shrinking factor” of Figure 1-5). However, if at this 

level of the design the frequency of the need for changeability could be limited (through the 

incorporation of mechanisms within the different CMPs that deal with finer-grained 

changeability, e.g. core-selectability), it may be extremely beneficial to implement CMP-

selectability by moving the different CMP designs onto separate dies and employing 

unconventional technology to enable low-overhead change in which CMP is actively 

employed. As a long standing packaging feature of processors manufactured for desktop and 

server environments has been the potential to physically detach (or unplug) the chip from the 

computer in which they are employed, such an unconventional approach as “mechanical” 

replacement of the CMPs may be worth investigation [36].   
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