
ABSTRACT

NORMAN, MATTHEW ROSS. Characteristics-Based Methods for Efficient Parallel

Integration of the Atmospheric Dynamical Equations. (Under the direction of Dr. Fredrick H.

M. Semazzi.)

The social need for realistic atmospheric simulation in weather prediction, climate change

attribution, seasonal forecasting, and climate projection is great. To obtain realistic simulations,

we need more physical processes included in the model with greater fidelity and finer spatial

resolution. Spatial resolution primarily drives the need for computational resources because

reducing the model grid spacing by a factor f requires f 4 times more computation (assuming

3-D refinement). This compute power comes from large parallel machines with 10,000s of

separate nodes and accelerators such as graphics processing units (GPUs) making efficiency a

complicated problem.

Efficiency parallel integration algorithms need low internode communication, minimal

synchronization, large time steps, and clustered computation. To this end, we propose new

characteristics-based methods for the atmospheric dynamical equations with these properties

in mind. These schemes are capable of simulating at a large CFL time step in only one stage

of computations, needing only one copy of the state variables. They are implemented in a 2-

D non-hydrostatic compressible equation set in an x-z (horizontal-vertical) Cartesian plane to

simulate buoyancy-driven flows such as rising thermals and internal gravity waves.

The schemes are implemented to run on CPU and multi-GPU architectures using Nvidia’s

CUDA (Compute Unified Device Architecture) language to test relative efficiency. Even with-

out memory tuning, the GPU code showed roughly 2.5x (5x) better performance per Watt.

With optimization, this could increase by an order of magnitude.

The methods can use any spatial interpolant, so two major formulations are proposed and

tested. One uses WENO interpolants which are pre-computed, and the other uses standard



polynomials and computes them on-the-fly. The advantage of on-the-fly calculations is a sig-

nificant reduction in the volume of data communicated to and from the GPU’s slow global

memory. In some cases, the runtime on GPUs of the same problem size cut in half because of

this reduction in the amount of data communicated.

Regarding accuracy, a series of modifications were proposed and implemented in the hopes

of improving accuracy. These included higher-order accurate trajectories and inclusion of the

gravity source term in the characteristic variables and trajectories. When testing the compara-

tive accuracies in a smooth gravity waves test case, the modifications showed from 10% to 20%

improvement. Particularly, higher-order accurate trajectories yielded the best improvement for

computational cost. It was found, however, that the amount of diffusion included in the scheme

controlled the accuracy the most.

Overall, these schemes have proven viable for atmospheric simulation up to a CFL value

near two when the hyperdiffusion is properly tuned. Compared to a three-stage scheme that

sub-cycles fast waves twice per stage (for CFL = 2), this method requires one-sixth the synchro-

nization points, one-third the communication, and one-half the memory requirements. Also,

all computations are clustered into a single stage.

Beyond CFL values near two, instabilities require diffusion levels that overdamp the smaller

scales to an unacceptable level. The potential causes of these instabilities are discussed, and

future work is proposed to ascertain the cause and address it. Also, the role of these methods

within a full 3-D non-hydrostatic dynamical core is discussed, and the milestones for extension

to a full atmospheric model are given.
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Chapter 1

Motivation

1.1 Society’s Need For Atmospheric Models

There are many socioeconomic applications of atmospheric modeling including weather fore-

casting, climate projections, attribution of climate changes, and seasonal to decadal predic-

tions. All applications share the ever-increasing hunger for more realistic simulations, whether

through increases in spatial resolution or inclusion / improvement of more physical phenom-

ena, e.g. cloud schemes (to simulate mesoscale structure), aerosol-cloud interactions, and other

atmospheric chemistry.

Socially and politically, the impacts of climate changes whether due to anthropogenic influ-

ences or natural internal variability are immense. Particularly, as changes in time-mean climate

regimes alias onto seasonal and annual cycles, water budget changes alone may relocate en-

tire regions if resources fall below the ability to support current populations. Also, the ability

to forecast seasonally averaged properties such as precipitation, temperatures, growing degree

days, and extreme event frequency better than climatology (e.g. for either irrigating or dig-

ging trenches responding to below or above normal precipitation respectively) would enable

adaptation on scales that most immediately impact local societies [1].

1



Though the inclusion of more spatial scales and more phenomena in modeling invariably

increases the amount of uncertainty, one can more confidently approximate the range of future

climate regimes, including both the bounds and the probability distribution within. With in-

crease uncertainty one would be unwise not to also increase the number of ensembles to ensure

as large of a sampling rate as is computationally feasible so that at least our confidence in what

we think we know can increase.

All of this requires computational resources as well as models that are well-suited to run

on the available resources as they evolve. This is the ultimate goal toward which this study

contributes: devising numerical modeling algorithms with the computational hardware in mind

to unlock the immense resources available to help answer the pressing questions of science and

society. Specifically, we will be working on one part of atmospheric models which tends to set

the stage for the rest of the model’s computational efficiency as it defines the resolvable spatial

scales in simulation.

The next section defines this component of atmospheric models, how it is different from

the rest of the model, and the role it plays in the overall coupled simulation in which each

component’s individual realism and interaction with the other components is paramount to

produce a sound overall simulation.

1.2 Description of Atmospheric Dynamical Cores

Atmospheric models are ideologically (and practically) split into two components: (1) the

dynamical core (hereafter, dycore) and (2) the physics packages. The dycore integrates the dry

(only meaning no precipitants or clouds, water vapor is still included) fluid dynamical equations

of the stratified atmosphere in a rotating reference frame on the sphere (Earth’s surface) as

well as transports quantities used by the physics packages. It deals with Coriolis force, the

Earth’s curvature, acceleration due to gravity (implicitly including the “apparent” centrifugal
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acceleration), and all resolved dynamics that occur in this context [2].

The physics packages include everything that is not resolved by the dycore and can gen-

erally be broken into two parts. First, the physics includes all phenomena not resolved by the

dycore due to discretization because they occur on smaller spatial or temporal scales. This

would include phenomena such as dry convective adjustment, gravity wave drag, and eddy dis-

sipation. Second, the physics includes all phenomena not resolved at all by the dynamical core

equation set such as moist physics, radiative forcings, biogeochemical cycles and feedbacks,

and couplings with other model components. Another aspect of modeling the full climate sys-

tem is the coupling of multiple physical components of the climate system, mainly grouped

into four models: atmosphere, ocean, land surface, and cryosphere [3]. These are treated in

similar manner to the physics as far as the dycore is concerned.

It would be wrong to assume to any extent that the dycore and physics are actually separate

or that one is more important than the other. Of course, in reality we have a set of extremely

complex and non-linear differential / integral relationships closed with empirically / stochas-

tically derived closures which evolve together continuously in space and time. Since they are

separate in the discrete models usually in both development and implementation, one must re-

spect the spatio-temporal scales of coupling as well as properly tune the physics parameters to

the various properties of the dycore integration.

Unfortunately, this tuning process is extremely difficult and necessarily relies upon the ex-

pertise and scientific intuition of well-experienced senior modelers. One cannot simply tune

parameters of many of the model components to physical experiments in many cases for two

reasons. First, physical experiments may not be possible for many of the closure models be-

cause the parameters arise out of a mathematical model and perhaps not a physically realizable

quantity. Second, due to discretization errors, when components interact, many of the scales

of interaction are severely altered, and many of the quantities do not retain physically realiz-

able values in the discretization. Due to this difficulty and the immense number of tunable
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parameters in complex coupled models, tuning physics packages and dycores to one another is

both individual to the schemes and components used and is not necessarily a physically-based

process.

This study is concerned only with the dycore, and thus the discussion of physical packages

and tuning will be left to the above paragraphs. The dycore integrates a set of partial differ-

ential equations of a special form known as conservation laws (though many models operate

on altered equation sets that are not in conservation form). Conservation laws relate the time

rate of change of a physical quantity to the spatial divergence of some physically relevant flux

which is a function of that quantity. Natural to the name, the physical quantities in question

are conserved (meaning the global integral of the quantity must not change in the absence of

source terms). One should think of the flux as a function linking the local spatial distribution

of the conserved quantity to the local temporal evolution.

For example, consider the one-dimensional transport of mass per unit volume (i.e. density):

∂tρ +∂x (ρu) = 0. (1.1)

The change in density, ρ , in time at a given point is related to gradient of the flux, ρu, at that

point where u is the wind velocity. If the gradient of ρu is large in the local surroundings, then

ρ will change very quickly, but if

dρu

dx
= 0 (1.2)

it will not change at all.

This makes physical sense. Suppose instead we considered

∂tT +∂x (Tu) = 0 (1.3)
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where T is temperature. Supposing u ≡ u is uniform in space, the equation becomes:

∂tT +u∂xT = 0. (1.4)

The equation shows two ways of having the temperature change quickly at a location. Even if

temperature is changing slow in space, if the wind is very strong, then the local temperature will

change quickly. Secondly, even if the wind is weak, if the temperature changes very strongly

with space in the local surroundings, the local temperature change will be large. Therefore, the

product of the two has a natural interpretation. Not all conservation laws are so intuitive, but

this provides a simple example to see how the flux relates spatial surroundings with the local

change in time.

The dycore is designed to conserve mass, momentum, and a thermodynamic variable (often

energy, but sometimes a quantity known as potential temperature) [4]. Note that some dycores

rather conserve wind instead of momentum though the modern trend is to conserve momen-

tum. Along with this, dycores also conserve all of the physical quantities used by the physics

packages (which are called “tracers” in short) in a form similar to mass conservation (i.e. they

are evolved by the wind). For instance, to conserve a mixing ratio of water vapor q, the tracer

transport conservation law would be:

∂t (ρq)+∂x (ρuq) = 0. (1.5)

In micro-scale / cloud-scale dycores, the only thing added to this set of equations is a grav-

ity source term to the vertical momentum conservation law. Though seemingly only a small

change, this addition changes the entire character of the flow because stratified fluids (where

density changes by orders of magnitude over the vertical column) behave much differently than

non-stratified fluids. All vertical dynamics are dominated by the balance of vertical pressure
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gradient force and gravity, known as hydrostatic balance. Also, phenomena such as gravity

waves and unstable convection arise out of stratification [5]. Unstratified fluids (i.e. much

smaller vertical length scales) undergo gravity acceleration largely as a whole, meaning the

effect of gravity can often be ignored as a source of interesting dynamics.

As the horizontal spatial scale increases, other processes become important such as Corio-

lis force and Earth’s curvature. In these cases, equation sets must take into account the Earth’s

curvature, typically through some metric transformation into a more convenient computational

space. Also, the momentum equations are affected by Coriolis forcing (an apparent force

arising out of integrating in a rotating reference frame). Technically, the vertical momentum

equation should include a Coriolis forcing term, but by scale analysis, this term is often de-

clared insignificant and left out of the simulation. Therefore, Coriolis becomes a dominant

player but only in the horizontal dynamics.

As with gravity to the vertical momentum equation, Coriolis completely changes the char-

acter of the horizontal flow. Instead of fluid flowing from high pressure to low pressure, in

large scales, the fluid rather rotates around the extrema in pressure in the mid- to high-latitudes.

This is described by the well-known geostrophic balance between Coriolis forcing and pres-

sure gradients. [6] Because of geostrophic balance, horizontal dynamics in the atmosphere are

dominated by non-divergent flow regimes. With weak Coriolis forcing in the tropics, divergent

flows again become more significant.

Geostrophic and hydrostatic balances dominate the atmospheric state, and an effective dy-

core must respect the intricate interplays between fluxes and these important source terms.

More to the point, an effective dycore must accurately resolve the perturbations from these

balances which form the motions of interest for atmospheric dynamics. Given a grid spacing,

it is desired that a dycore resolve the smallest scales possible meaning the lowest amount of

implicit numerical diffusion while retaining numerical stability.
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1.3 Meeting Computational Demands

Atmospheric models increase in realism (in a broad sense) by the inclusion of more physical

phenomena, the improvement of existing simulated phenomena, and the increase of spatial

resolution. These improvements are fueled by increases in computational power, meaning that

the ability of the model to use the latest advanced hardware directly determines the simulating

capabilities. In the past, computing power increased mainly on single nodes through various

means including: faster chips, instruction level parallelism (pipelining, speculative execution,

Streaming Scalar Extensions, etc), and shared memory parallelism. Speed-up on these ma-

chines was nearly automatic, and together with algorithmic advances such as semi-implicit,

semi-Lagrangian (SISL) and explicit sub-cycled models (to be discussed in section 2.2), great

advances in model efficiency and thus realism occurred.

Eventually, the price of these vector-type machines was undercut by a popular design of

using cheap commodity hardware units and linking them with network interconnect. These

machines are called distributed memory because memory is now distributed among various

nodes, and data is communicated over a network. This brought a new constraint to the table:

communication cost. The algorithms well-suited for shared memory parallelism required sig-

nificant amounts of communication over distributed memory machines and no longer scaled

efficiently. Explicit sub-cycled methods require less communication than do SISL methods, so

they attained better parallel efficiency on distributed memory machines.

Today, the amount of distributed memory parallelism is enormous. For instance, Jaguar

1 from Oak Ridge National Laboratory (ORNL) has 18,000 nodes, each with two hex-core

processors each (about 250,000 processing cores in all). Communication across 18,000 nodes

takes a lot of time, and it is best to do this as little and least often as possible. New algo-

rithms (specifically of the finite element type) have been developed to deal with this problem,

1http://www.nccs.gov/computing-resources/jaguar/ December, 2010
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communicating very small amounts of data per time step. The spectral element method in

particular has shown great success for the atmosphere simulating at a grid spacing of about

14km at reasonable model throughputs (almost 5 simulated years per day (SYPD) [personal

communication with Dr. Mark Taylor, Sandia National Laboratory, 2010].

The new problem is that these commodity machines are using up too much power. For

instance, ORNL’s Jaguar uses 7 Megawatts to achieve 2 Petaflops 2 (2 quadrillion operations

per second) of computational processing. To reach exascale (a roughly 500 fold increase),

this means around 5 Gigawatts of power will be consumed by the machine if it scales linearly

(i.e. in a “perfect world”). Regardless, a few Gigawatts is the total power output of many

power plants. Therefore, we need a paradigm change. On this note various accelerators such

as the IBM Cell Broadband Engine (Cell BE) chips and Graphics Processing Units (GPUs) are

entering the supercomputing market at an opportune time.

GPUs are used for computer gaming, and they mainly handle mapping graphical textures

to game surfaces as well as much of the game physics. They are constructed for applications

that follow the “single instruction multiple data” or SIMD paradigm, meaning they are good

at performing the same operation on lots of different data. Luckily for modelers, atmospheric

modeling fits this bill pretty well. Physically, one could think of GPUs as a collection of multi-

processors where processors can coordinate within a multiprocessor but not between separate

multiprocessors. In some ways, it marks the return to the general vector machine paradigms

with some added constraints for efficiency (discussed later). The difference is that GPU tech-

nology is driven by the gaming market, making these “desktop supercomputers” highly acces-

sible cost-wise.

GPUs (or similar accelerators) have already been included in many supercomputers. As a

case in point, China’s new “Dawning Nebulae” machine is built using GPUs and falls in as the

world’s fastest computer (up to December 2010 so far) and also one of the most energy efficient

2http://www.top500.org/ December, 2010
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3 4. Given the changes that have already occurred in supercomputing and the changes that are

likely to occur very soon, atmospheric models have a long way to go before they will run well

on these new machines. This is where the present research fits in: to design an integration

algorithm well-suited for these distributed memory accelerator-based platforms.

1.3.1 Notions of Scaling

When someone mentions an application “scaling” well, this can carry a variety of meanings.

Here, we will define some of those notions.

1.3.1.1 Strong scaling and Amdahl’s Law

Suppose we have an atmospheric model running at 1◦ resolution globally and we want to

get the model running as fast as possible at that resolution by spreading it among as many

processors as possible. This is what is known as “strong scaling”: reducing the runtime of a

fixed problem size as much as possible by increasing the number of processing elements used.

More specifically, linear (or perfect) strong scaling means that a process that takes t time in

serial will take t/p time on p processors. Strong scaling is nearly always sub-linear because

of communication latencies, parts of the code that cannot be parallelized, and portions of code

that must be duplicated among more than one process.

Amdahl’s law [7] sets the maximum scalability given the ideal scenario of instant internode

communication based on the proportion of the code that is parallelizable. Suppose p is the

parallel proportion of the code. Thus, the serial proportion, s, is s = 1− p. Assume a serial

runtime, ts. If the parallel portion is broken into n pieces performed perfectly in parallel, this

3http://www.top500.org/ December, 2010
4http://www.green500.org/ December, 2010

9



code will have a parallel runtime, tp, of

tp =
pts

n
+ sts (1.6)

time. Speed-up, S is defined as the ratio of the serial runtime to the parallel runtime: S = ts/tp.

This gives a speed-up (in an ideal case) of:

S =
ts

pts
n
+ sts

=
1

p
n
+1− p

. (1.7)

Another useful metric is efficiency which gives the average percent use of each processor:

E = S/n. Fig. 1.1a shows the best possible speed-up and efficiency for a range of parallel pro-

portions, p, over a range of processor numbers, n. As one increases the number of processors

to infinity, the maximum speed-up is defined by Smax = 1/s.

This means that a code that is 99% parallelizable even with infinite processors working

will get a speed-up of only 100 via strong scaling even in a perfect world communication

wise. In fact, the situation is much worse than this. Assume we have a log2 n communication

time associated with each parallel piece of work (a very optimistic assumption on network

topology). The parallel time would now be

tp =
pts

n
+ cpts log2 n+ sts (1.8)

where c is the communication time between two nodes as the overhead for each parallel task.

For instance c = 0.1 would indicate that a parallel node will spend 10% communicating data

for every block of execution it performs (a 10% communication overhead). This gives a new

speed-up of:

S =
1

p
n
+ cp log2 n+1− p

. (1.9)
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to Amdahl’s law of strong scaling. All axes are log scale.
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Note that this asymptotes to zero as n → ∞. Plots of the maximum speed-up over a range

of communication overheads assuming a 100% parallelizable problem are given in Fig. 1.1b.

At this point, there is a global maximum in speed-up after which the overall runtime even

degrades.

To discuss the merits of reducing communication on very large systems, we can introduce

two new variables: fcm is the factor by which communication is reduced, and fcp is the factor

by which computation is increased (i.e. serial time is increased). Also, to accommodate more

realistic assumptions on network topology, we consider a
√

n communication model. The new

model mimicking these effects under Amdahl’s scaling is:

S∗ =
1

fcp


 1

p
n
+ cp

√
n

fcm
+1− p


 . (1.10)

The speed-up over an the original model associated with cutting communication can then

be given by: S∗/S. Suppose p = 0.99, n = 20,000, and c = 0.01. If the amount of overall

computation remains the same ( fcp = 1) and the communication cost is cut to a third ( fcm = 3),

the speed-up associated with reducing communication (S∗/S) is 2.10. Even if the amount of

computation increases by 50% (1.5), the speed-up associated with reducing communication is

still 1.4.

Though this model is far from robust (at least the parameter should be tuned to measured

values), it does still demonstrate the “flops for free” mentality that is growing in the High Per-

formance Computing community. In this mentality, if communication dominates the overall

runtime, one can increase the amount of computation significantly with relatively little overall

runtime penalty. Moreso, if additional computation can decrease the amount of communica-

tion, there will still be an overall decrease in runtime (i.e. increase in speed-up).
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1.3.1.2 Weak Scaling and Gustafson’s Law

Now, suppose it take one day to simulate five model years at 1◦ resolution. If we wish to solve

bigger problems in the same amount of time, refining the grid spacing and distributing among

more processors at the same time. This is known as “weak scaling”: scaling the problem size

with the number of processors at equal rates for a fixed total runtime. Constant (or perfect)

weak scaling means that if n grid points are simulated in a given runtime t, then pn grid points

can also be simulated in time t when distributed over p processors. This is the more realistic

scenario of the two because we always want more information in the same amount of time.

Gustafson’s law [8] sets the maximum scalability assuming the problem size is increased

at the same rate as the number of processors. Assume that the execution time on a parallel

computer is split into a serial time, s, and a parallel time, p
′

(noting that p
′

is not the same as

section 1.3.1.1). Also assume for simplicity that the total time takes one unit: tp = s+ p
′
= 1.

This problem on a serial computer with no parallel overhead (i.e. perfect world), would be

ts = s+np
′
. Since we assumed the parallel time was 1, then we can say p

′
= 1− s and

S =
ts

tp
= s+n(1− s) . (1.11)

Plots of this scaling relation are given in Fig. 1.2a. Clearly, the speed-up is much closer to

linear when the problem is scaled along with the number of processors.

Using the same communication model as before, the parallel time would become: tp = s+

p
′
(1+ c log2 n)= 1. Then, the serial time is: ts = s+np

′
. Now we can set: p

′
=(1− s)/(1+ c log2 n).

This gives a final scaled speed-up of:

S = s+
n(1− s)

1+ c log2 n
. (1.12)

Note also that the communication overhead is significantly reduced in a relative sense com-
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pared to Amdahl’s law. This scaling relationship assumes that the serial time is independent

of the number of processors which usually is not the case. Also, the parallel communication

overhead is typically much more stringent than the log profile used for both of these scaling

laws.

1.3.2 Efficiency On Distributed Memory GPU-Based Machines

The initial goal of this dissertation research at inception was to develop methods efficient on

large CPU-based distributed memory architectures. However, given the overwhelming adop-

tion of GPUs in supercomputing, we have added on GPU efficiency as another constraint for

the methods herein. GPUs add additional constraints to those already given by past distributed

memory architectures, so we will begin with traditional efficiency constraints. Low commu-

nication requirements are key for distributed memory machines because of how costly it is to

send data over network. Spectral element and discontinuous Galerkin methods have shown the

merit in lowering communication. Also, one cannot forget the traditional wisdom that an ex-

pensive scheme (flop-wise) must have a payoff (spatial resolution or larger time step perhaps)

for the extra flops.

As for GPUs, they are a collection of multi-processors with 8-16 processors each. One

launches a program on a GPU as a very large collection of threads (we have used over 10 mil-

lion), and they coordinate together in “blocks” of up to 512 threads per block. Blocks are a soft-

ware abstraction which physically maps to a multi-processor on the GPU device. Each block

has about 16 - 32 thousand registers (the fastest on-chip memory) to split up among threads

and about 16 - 48 Kb of shared memory (another source of very fast memory) to share between

the threads. These are the biggest efficiency constraints because the main “global” memory

(typically between 1-6 Gb) is very slow. Threads must have low enough local memory require-

ments to fit required data within these local, fast memory reservoirs, and there must be enough
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reuse of these values in the integration algorithm to warrant the use of local memory.

Also, threads must be “compute intensive” meaning they do a lot of computation with data

grabbed from global memory. One of the tricks GPUs use is to switch between threads when

they request global memory and try to do useful work while waiting on the memory access.

This is a form of pipelining which almost entirely erases the amount of time it takes to access

global memory when there is enough available work either by large compute intensity or a

large number of threads. But it is only effective if one uses local fast memory to reuse data

taken from global memory and if the data retrieved feeds a lot of computation. In this sense,

one should actually try to increase the flop count per time step, but only if the extra operations

add to the spatial resolution. This gives higher-order accurate methods an advantage.

1.4 Purpose Statement

The purposes of this dissertation are to discuss the issues plaguing the efficient use of modern

supercomputing for atmospheric simulation, to develop characteristics-based theory for low

communication, large time step, and compute intensive integration, to discuss how the new

methods address these traditional computational problems, and to test this theory via imple-

mentation and test cases.
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Chapter 2

Review and Background Material

This chapter is intended to provide the building blocks for the theory and motivation for the

next chapter on newly contributed characteristics-based methods. Though some of the content

is necessarily segmented, we try to enforce a flow to the ideas. Whenever possible, as various

material is introduced, it will be linked to the goals of this study to demonstrate why it is or is

not used for integration herein.

2.1 The Equation Set And Physical Bases

The equation set used in this study is a 2-D stratified compressible non-hydrostatic equation

set simulating buoyancy-driven dynamics in an x-z (horizontal-vertical) rectangular Cartesian

plane. This equation set conserves mass, momentum, and potential temperature with a gravity

source term. This is chosen because it contains minimal source terms (gravity only) and allows

a broad range of smooth and non-smooth flow for testing the stability and viability of the

methods introduced herein. In reality these methods are intended mainly for the horizontal

domain wherein the vertical dimension would likely be handled by an implicit method. But it

is more complex to implement a spherical model curvature with Coriolis forcing than it is to
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implement this equation set in rectangular Cartesian geometry.

2.1.1 2-D Stratified Compressible Non-Hydrostatic Atmospheric Model

The dycore, as mentioned in Section 1.2, must integrate the gas phase equations of fluid dy-

namics for a stratified fluid on a rotating sphere as well as transport the physics tracers. To

keep this study contained, we will only consider the integration of a stratified fluid in two di-

mensions. This is intended mainly as a prototype testbed. The equations are described by

conservation laws which conserve mass, momentum, and a thermodynamic variable according

to various physical principles guiding how their flux functions should be specified. Mass for

instance is guided by continuity dictating that it may not be created or destroyed. Momentum

arises from Newton’s second law of motion stating that a particle’s acceleration is given by

the sum of forces acting upon it. The thermodynamic equation is governed by the first law of

thermodynamics stating the conservation of energy and its transitions among internal energy,

potential energy, and work.

The conservation laws used in this study conserve mass, momentum, and potential tem-

perature with a gravity source term. This system of equations is known as the inviscid Euler

system of equations, but it differs from the traditional Euler equation set in that it conserves a

different thermodynamic variable. These are the same equations used in [9].

∂U

∂ t
+

∂F(U)

∂x
+

∂H(U)

∂ z
= S (2.1)

U =




u1

u2

u3

u4



=




ρ

ρu

ρw

ρθ



, F(U) =




f1

f2

f3

f4



=




ρu

ρu2 + p

ρuw

ρuθ



, H(U) =




h1

h2

h3

h4



=




ρw

ρwu

ρw2 + p

ρwθ



, S(U) =




s1

s2

s3

s4



=




0

0

−ρg

0




(2.2)

where ρ is the density, u is the horizontal wind, w is the vertical wind, p is the pressure, and θ

18



is the potential temperature which is related to the temperature, T , by

θ = T (p0/p)Rd/cp . (2.3)

The equation set is closed by the equation of state: p = C0 (ρθ)γ where the constant C0 is

defined by: C0 = R
γ
d p

−Rd/cv

0 . The constants are γ = cp/cv ≈ 1.4, Rd = 287 Jkg−1 K−1, cp =

1004 Jkg−1 K−1, cv = 717 Jkg−1 K−1, and p0 = 105 Pa.

For any that are unfamiliar with potential temperature, like any “potential” variable, it is

conserved for a particular subset of motion. In this case, the potential temperature of a parcel of

air is conserved for adiabatic buoyant motions in the vertical dimension in a stratified fluid. It is

commonly used as a thermodynamic variable in meteorological models because of its immedi-

ate relevance to flows in large-scale atmospheric regimes [10]. Most notably, in the absence of

diabatic heating (i.e. only work due to expansion and contraction as the parcel buoyantly rises

and falls can change the internal energy), horizontal flow must follow lines of constant poten-

tial temperature. In fact, many models that include liquid and ice water conserve a “water-ice

equivalent potential temperature” which is conserved during all latent heat releasing ascent and

descent [11]. Here, however, only single-phase (gas) flow is considered.

It could cause some confusion that u is the horizontal wind velocity while ui is the ith

component of the state variable vector. Consider u1,u2,u3,u4 to always refer to components

of the state variable vector and u by itself to mean the horizontal wind velocity. Similarly,

characteristic variables w1,w2,w3,w4 will be introduced. Consider w to always refer to the

vertical wind while w1,w2,w3,w4 always refers to characteristic variables.

Many times it is convenient to express the fluxes directly in terms of state variables as
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follows:

F(U) =




f1

f2

f3

f4




=




u2

u2u2/u1 +C0u
γ
4

u2u3/u1

u2u4/u1




, H(U) =




h1

h2

h3

h4




=




u3

u3u2/u1

u3u3/u1 +C0u
γ
4

u3u4/u1




(2.4)

The purpose of showing the fluxes this way is that they will later be differentiated with respect

to the state variable vector, and this provides the reader with a convenient way to see this, since

the flux vector is indeed a direct function of the state variables.

Throughout, in equations, we use bold face to represent vectors (in terms of a list of vari-

ables, not in terms of space). The vector U will be called the state variable vector because it

holds the physical state variables being conserved. The vector F will be called the flux vector,

and the notation F(U) is intended to explicitly convey that the flux is strictly a function of state

variables, something required by conservation laws. A spatial vector will always be shown in~

notation. For instance, the describing the spatial vector of the flux would be written as:

~F = Fî+Hk̂ (2.5)

where î and k̂ are unit vectors in the horizontal and vertical dimensions, respectively. Note that

the flux vector is not a function of the independent variables x, z, or t or any derivatives of the

state variables.

2.1.2 Characteristic Theory

Characteristic theory can be reviewed further along with more theory on hyperbolic systems

from other texts [12, 13]. This could be introduced at a later time, but it seems convenient to

introduce it here because characteristic theory reveals the nature of the Euler equation set (2.1)
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in a compact manner. Any set of conservation laws including (2.1) can be placed into what

is called characteristic form by applying the chain rule to the flux spatial derivatives. We will

ignore the source term at the moment because it does not come into play here.

∂U

∂ t
+

∂F

∂U

∂U

∂x
+

∂H

∂U

∂U

∂x
= 0 (2.6)

where the terms ∂F/∂U and ∂H/∂U are matrices of partial derivatives known as Jacobians,

given as follows:

∂F

∂U
=




∂ f1/∂u1
∂ f1/∂u2

∂ f1/∂u3
∂ f1/∂u4

∂ f2/∂u1
∂ f2/∂u2

∂ f2/∂u3
∂ f2/∂u4

∂ f3/∂u1
∂ f3/∂u2

∂ f3/∂u3
∂ f3/∂u4

∂ f4/∂u1
∂ f4/∂u2

∂ f4/∂u3
∂ f4/∂u4




,
∂H

∂U
=




∂h1/∂u1
∂h1/∂u2

∂h1/∂u3
∂h1/∂u4

∂h2/∂u1
∂h2/∂u2

∂h2/∂u3
∂h2/∂u4

∂h3/∂u1
∂h3/∂u2

∂h3/∂u3
∂h3/∂u4

∂h4/∂u1
∂h4/∂u2

∂h4/∂u3
∂h4/∂u4




(2.7)

To establish that a matrix-vector product is being shown here, the expanded version of equation

set (2.6) is as follows:

∂

∂ t




u1

u2

u3

u4



+




∂ f1/∂u1
∂ f1/∂u2

∂ f1/∂u3
∂ f1/∂u4

∂ f2/∂u1
∂ f2/∂u2

∂ f2/∂u3
∂ f2/∂u4

∂ f3/∂u1
∂ f3/∂u2

∂ f3/∂u3
∂ f3/∂u4

∂ f4/∂u1
∂ f4/∂u2

∂ f4/∂u3
∂ f4/∂u4




∂

∂x




u1

u2

u3

u4



+




∂h1/∂u1
∂h1/∂u2

∂h1/∂u3
∂h1/∂u4

∂h2/∂u1
∂h2/∂u2

∂h2/∂u3
∂h2/∂u4

∂h3/∂u1
∂h3/∂u2

∂h3/∂u3
∂h3/∂u4

∂h4/∂u1
∂h4/∂u2

∂h4/∂u3
∂h4/∂u4




∂

∂x




u1

u2

u3

u4



=




0

0

0

0




(2.8)

This is for the reader’s convenience as this notion is not particularly common in meteorology.

From here out, vector notation will be exclusively used.

Often, the flux Jacobians are written as Ax ≡ ∂F/∂U and Az ≡ ∂H/∂U. As with any square

matrix, we can attempt a process called diagonalization: A= L−1ΛL where L is a matrix known

whose rows are called “left eigenvectors”, Λ is a diagonal matrix whose diagonal components

are eigenvalues, and R≡ L−1 is a matrix whose columns are called “right eigenvectors”. Unfor-

tunately, the rationale for diagonalizing flux Jacobians is substantiated only by the results only
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after having already performed it. But to briefly mention why, it places the equations into a

form that demonstrates more clearly the fundamental behavior of fluids modeled by these equa-

tions. If both the eigenvectors and eigenvalues are guaranteed to be real (i.e. non complex),

then the system of conservation laws is given the label: “hyperbolic”. Hyperbolic systems of

conservation laws form a special subset of conservation laws because they are amenable to

special treatment known as characteristic theory [14].

From the form of the fluxes given in (2.4), the Jacobians are:

Ax ≡
∂F

∂U
=




0 1 0 0

−u2 2u 0 c2
s/θ

−uw w u 0

−uθ θ 0 u




, Az ≡
∂H

∂U
=




0 0 1 0

−uw w u 0

−w2 0 2w c2
s/θ

−wθ 0 θ w




(2.9)

There are various methods to diagonalize a matrix. We chose to first find the eigenvalues which

are {u,u,u− cs,u+ cs} which we denote symbolically as λp for the pth eigenvalue. Note that p

is used as an index into a vector as well as the symbol for pressure. When it is describing the pth

component of a vector or is a subscript, the p describes an index. When used as a stand-alone

variable, p refers to pressure. This can be done by setting Arp = λprp =⇒ (A− Iλp)rp = 0.

For non-trivial solutions (i.e. rp 6= 0), we set det(A− Iλp) = 0 to find the values of λp. To

find the right eigenvectors, we use the same relation (A− Iλp)rp = 0 with the eigenvalues

plugged in. A reduced row echelon form will give the components of each right eigenvector,

and we find it most convenient to do this with symbolic mathematical software such as Maple

or Mathematica.

rp is a so-called right eigenvector because it is on the right of A in the matrix-vector mul-

tiply. Thus it takes the matrix dimension (row × column) of 4× 1. A left eigenvector lp is

computed via lpA = lpλp and thus has the matrix dimension 1× 4. From here it is a little
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clearer how rp forms a column of R and lp forms a row of L. However, the left eigenvectors

are not computed this way because we need to ensure that R and L are inverses of each other.

Each vector rp forms a column of the matrix R earlier mentioned. As L = R−1, a symbolic

inverse of R gives L right away, and the diagonalization is complete. One must ensure that

both R and L exist at all times for this theory to be useful. For instance, if a component of the

wind falls into the denominator of L (which can happen in rotated or curvilinear coordinates),

one must ensure that that component is non-zero or another form of L or R must be used. The

diagonalization in the Cartesian case at present are:

Rx =




1 0 1 1

u 0 u− cs u+ cs

0 1 w w

0 0 θ θ




, Lx =




1 0 0 − 1
θ

0 0 1 −w
θ

u
2cs

− 1
2cs

0 1
2θ

− u
2cs

1
2cs

0 1
2θ




, Λx =




u 0 0 0

0 u 0 0

0 0 u− cs 0

0 0 0 u+ cs




(2.10)

Rz =




0 1 1 1

1 0 u u

0 w w− cs w+ cs

0 0 θ θ




, Lz =




0 1 0 − u
θ

1 0 0 − 1
θ

w
2cs

0 − 1
2cs

1
2θ

− w
2cs

0 1
2cs

1
2θ




, Λz =




w 0 0 0

0 w 0 0

0 0 w− cs 0

0 0 0 w+ cs




(2.11)

These are guaranteed to be real and existent because cs and θ will be guaranteed non-zero.

Therefore this system of equations is considered hyperbolic. Now that we know this system

can be successfully diagonalized with real eigencomponents, we can manipulate the equation

set to get some more information as to what the system is fundamentally describing. We will

proceed from here in only one spatial dimension at a time for simplicity. Again, the rationale

for these manipulations is justified by the end result in the next paragraph. Considering the

horizontal dimension, substituting the diagonalization Ax = RxΛxLx into the equation gives:

∂U

∂ t
+RxΛxLx

∂U

∂x
= 0 (2.12)
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Left multiplying this system by the matrix of left eigenvectors, Lx, gives

Lx
∂U

∂ t
+ΛxLx

∂U

∂x
= 0 (2.13)

because Lx = R−1
x =⇒ LxRx = I where I is the identity matrix. From here, if we assume the

Jacobian is constant in time and uniform in space (and thus the eigenvectors and eigenvalues

as well), we can pull Lx inside the derivatives to give the following:

∂W

∂ t
+Λx

∂W

∂x
= 0 (2.14)

setting W ≡ LxU. This system now describes a decoupled set of four conservation equations,

conserving a vector W in exactly the same form as mass conservation. It might make this a

little more obvious by splitting it into components and use Lagrangian form for the material

derivatives:

Dw1

Dt
= 0,

Dw2

Dt
= 0,

Dw3

Dt
= 0,

Dw4

Dt
= 0 (2.15)

So equation set (2.1) describes a set of four “waves”, wi, which are conserved following

their respective path xi (t) which is constrained by the ODE (Ordinary Differential Equation)

x
′
i (t) = λi, meaning they travel at speed λi. These speeds are u, u, u− cs, and u+ cs in the

x-direction. So two of the waves travel at the speed of advection u, and two of the waves travel

much faster (at least in the meteorological context) at the speed of sound cs. In the atmosphere,

the maximum speed of wind in an upper tropospheric jet streak is on the order of 100ms−1

while the maximum speed of sound at the surface is about 350ms−1. All hyperbolic equation

sets describe simply a set of waves traveling at known speeds. The (perhaps non-linear) inter-

action of these waves can take on a variety of characters, but a set of waves traveling at finite

speed is the nature of all hyperbolic systems nonetheless. At the incompressible limit wherein
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sound waves travel at infinite speed (i.e. instantaneous acoustic adjustment), the system is no

longer hyperbolic though the finite speed of waves traveling at the speed of wind can still be

treated in a hyperbolic manner via an operator splitting approach.

Because the characteristic variable vector is given by: W = LU, left multiplying the vector

of of characteristic variables by the matrix of right eigenvectors retrieves the vector of state

variables, U = RW, again because R = L−1. From an algorithmic integration standpoint, char-

acteristic theory answers one crucial question: “what is the value of U at a given point in space

at another time?”. By tracing the characteristics upstream (i.e. back in time) to their departure

points, sampling them there, and multiplying the right eigenvectors, we can estimate the value

of U at a point in space at a different point in time. It will be shown later how the answer to this

question can be used to allow lower communication frequency, larger time steps, and higher

compute intensity in the integration procedure.

Various improvements in accuracy can come from high-order accurate trajectories, finer

sampling frequency, and also relaxing the constant Jacobian assumption initially made. These

details will be covered in the next chapter, but characteristic theory serves as the basis for all

integration methods used in this dissertation.

In component form, the pth characteristic variable is computed as the dot product wp =

lp ·U where the vector lp is the pth row of L. Recomputing U from the characteristic variables

in component form is:

U = ∑
p

wprp (2.16)

where rp is the pth column of R. What is interesting about this form is that U is a weighted

sum of right eigenvectors where those weights are characteristic variables. This is the another

way to think about the theory characteristics: the right eigenvectors serve as a basis to span the

state variable vector, the weights of which are characteristic variables.

One of the problems with mathematically showing the computation of characteristic vari-
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ables as a matrix-vector multiply LU is that it is not immediately clear what is happening

from this alone. At face value, it seems that there is no merit in computing U = RLU because

R = L−1 makes it look as if we are simply equating U to itself. What is happening in practice

though is that wp = lp ·U (the dot product of a row of L and U) is traveling at a different speed

for different p (i.e. coming from a different place). Therefore, U is being computed at different

locations as it is multiplied by each row of L. Therefore, LU is not a face value matrix-vector

multiply because U changes for each row of L as it is sampled from a different location (depar-

ture point). Therefore R(LU) computed over a time step gives the value of U at the same point

in space but at a future time (the end of the time step).

2.1.3 Primitive Variable Formulation

For each of the equation sets presented, it is at times more convenient to carry out the char-

acteristic theory on primitive variables in which the primitive variable vector [ρ,u,w, p]⊤ is

explicitly evolved rather than [ρ,ρu,ρw,ρθ ]⊤. In the 1-D case, [ρ,u, p]⊤ is evolved instead of

[ρ,ρu,ρθ ]⊤. The derivation is straightforward, using the continuity equation and the equation

of state p =C0 (ρθ)γ to obtain the primitive equation set for the 2-D model is:

∂Q

∂ t
+Ax

∂Q

∂x
+Az

∂Q

∂ z
= S (2.17)

where

Q =




ρ

u

w

p




, Ax =




u ρ 0 0

0 u 0 1
ρ

0 0 u 0

0 γ p 0 u




, Az =




w 0 ρ 0

0 w 0 0

0 0 w 1
ρ

0 0 γ p w




, S =




0

0

−g

0




(2.18)
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First, this is the exact same set as obtained from the energy-conserving equation set, show-

ing the equality (in continuous form) of the two sets. Notice that the primitive equation set is

in characteristic form. In fact, there is no conservative / flux form of this equation set. So we

have in essence skipped a step in the characteristic theory. From here, we can diagonalize both

matrices as follows:

Ax = RxΛxLx =




ρ 1 0 ρ

−cs 0 0 cs

0 0 1 0

ρc2
s 0 0 ρc2

s







u− cs 0 0 0

0 u 0 0

0 0 u 0

0 0 0 u+ cs







0 − 1
2cs

0 1
2ρc2

s

1 0 0 − 1
c2

s

0 0 1 0

0 1
2cs

0 1
2ρc2

s




(2.19)

Az = RzΛzLz =




ρ 1 0 ρ

0 0 1 0

−cs 0 0 cs

ρc2
s 0 0 ρc2

s







w− cs 0 0 0

0 w 0 0

0 0 w 0

0 0 0 w+ cs







0 0 − 1
2cs

1
2ρc2

s

1 0 0 − 1
c2

s

0 1 0 0

0 0 1
2cs

1
2ρc2

s




(2.20)

After diagonalizing these matrices, left-multiplying by the matrices of left eigenvectors, and

assuming locally frozen Ax and Az, we obtain the familiar forms in the x- and z-directions:

∂Wx

∂ t
+Λx

∂Wx

∂x
= 0,

∂Wz

∂ t
+Λz

∂Wz

∂x
= 0 (2.21)

where Wx = LxQ and Wz = LzQ.

At the onset, it was mentioned that this form of the equations is preferable when possible.

This is because the matrices Ax and Az are much simpler that the flux Jacobians from before.

In fact, they are mostly zero components. This makes extensions to characteristic theory such

as new handlings of source terms and bicharacteristic theory much simpler. The downsides to

the primitive form is that there is no flux / conservative form of the equations available and you
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are not directly solving for the original state variables via characteristics. However, one can

convert to primitive form, solve in primitive form, and then convert back to compute the fluxes

and maintain a conservative method.

2.2 Integrating the Equations

The equation set (2.1) must be integrated in time in order to obtain the state variable values at

a future time according to the dynamics set forth in the fluxes and source terms. There are a

host of methods for doing this, and this study proposes a new method bearing the constraints

of modern parallel computation in mind. But first, some of the prominent existing methods

will be reviewed for comparison and motivation purposes. We will attempt to categorize the

typical approaches to integration, but the categorizations will often have gray areas where a

given method can be derived from several different approaches.

2.2.1 Spatio-temporal Integration

2.2.1.1 Spatial Categorizations

The overall integration of the conservation laws could be grouped into two categories: handling

of space and handling of time. For some methods these two are intimately tied together while

for others they are orthogonal to one another. We will first consider the handling in terms of

the spatial derivatives. When the underlying equation set is in terms of first-order time and

first-order space derivatives as is the case with conservation laws, one can either attempt to

represent the spatial derivatives directly or one could integrate in space to bring them to the

zeroth-moment before integrating in time. The advantage of the latter is that derivatives need

not exist because the equation set was integrated in continuous form before discretizing.
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Finite Difference Finite difference methods will be thought of as those which handle the

spatial derivatives by splitting them directly into finite differences about a point in space. This

method solves the original set (known as the “strong” form) of conservation laws which means

that the spatial derivatives of fluxes must actually exist. If there is a sharp gradient (or C0

discontinuity in the extreme case) in the flux function, then a finite difference method will be

computationally unstable and break. One can often alleviate some of the problems by adding a

diffusive term after the fact. Regardless, the constraint that derivatives must exist (or are well

constrained numerically) is difficult to satisfy for many flows including atmospheric flows.

Because of the lack of inherent conservation and the requirement for flux derivatives to

exist, we will not consider finite difference methods for this study. In fairness, diffusion is

practically required in some form for all meteorological models. However, the conservation

issue is more severe. Climate models that do not keep the global integral of total energy well-

bounded (preferably and in practice completely conserved to machine precision in fact) will

experienced a “drift” in global climate behavior [15], and fluxes of energy between model com-

ponents is also of utmost importance. Therefore, having a method that is capable of conserving

anything necessary is crucial. One can apply energy “fixers” after the fact, but they are ad

hoc, result in global transports of energy, and they require global communication patterns in a

parallel context which becomes a severe bottleneck at large levels of parallelism[16].

Finite Volume To help alleviate the need for flux derivatives to exist, finite volume methods

will integrate the entire equation set in space over a computational cell in continuous form

[12, 17, 18, 19, 20, 21].

∂U

∂ t
+∇ ·~F(U) = S =⇒

ˆ

Ω

∂U

∂ t
dΩ+

ˆ

Ω

∇ ·~F(U)dΩ =

ˆ

Ω

SdΩ (2.22)
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where Ω is the domain of the computational cell and the arrow overset describes a directional

vector in space. To link this to the 2-D x-z equation set earlier,

~F = Fı̂+Hk̂ (2.23)

where ı̂ and k̂ are unit vectors in the x- and z-directions, respectively. The spatially integrated

equation set is known as a “weak” form because spatial derivatives of the flux are no longer

required to exist to obtain a solution. To show this more explicitly, the Gauss divergence

theorem is applied to the integrated flux divergence term.

ˆ

Ω

∂U

∂ t
dΩ+

˛

∂Ω

~F(U) · n̂dΓ =

ˆ

Ω

SdΩ (2.24)

where ∂Ω describes the cell boundary, n̂ is a unit vector that is everywhere normal to (and

oriented outward from) the cell boundary, and Γ is an infinitesimal line segment along the cell

boundary, ∂Ω, oriented in the positive angular direction (counter-clockwise). From this, it is

clear that derivatives are no longer required to exist for the flux function in order to solve the

weak form of the equation. Also, finite difference methods are not guaranteed to conserve the

domain integral of conserved quantities. Finite volume methods on the other hand are always

guaranteed to conserve the domain integral both globally and locally.

Another note on finite volume methods is that the flux at a cell interface is usually multi-

valued. To show this, the order of differentiation and integration is swapped for the first term of

(2.24), and we use the fact that the integral of a quantity is equal to the product of the integrated

average and the size of the domain of integration.

∂U

∂ t
+

1

Ω

˛

∂Ω

~F(U) · n̂dΓ =
1

Ω

ˆ

Ω

SdΩ (2.25)
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In this case, we are now evolving cell means. In a first-order accurate approach, the cell means

will be different (in general) for two adjacent cells. This means (thinking in 1-D) the boundary

flux will have two different values: one built from the left cell mean state variables and one

built from those of the right cell. Any multi-valued flux represents a jump discontinuity, and it

must be resolved (using physically justifiable means) what the actual single-valued flux is from

these two states.

This situation exists with higher-order accurate spatial methods as well (meaning the func-

tional profile of U within a cell can be non-constant), and the handling of this situation provides

for much of the disparity between various finite volume methods. Traditionally, time-explicit

atmospheric codes compute a high-order polynomial built from a stencil of surrounding cell

means and sample it at the interface to interpolate a value [22, 23]. This is an example of

a “central” type of method. Another (more rigorous) example would be the Lax-Friedrichs

flux function. Many other CFD codes will rather use characteristic information from within

the equation set to determine which information in the fluid comes from which side of the

interface to resolve the single values flux. These solvers are called Riemann solvers and are

inherently “upwind” because they track information in the fluid upstream to where it came

from.

In this study, we choose to use finite volume methods because they are inherently both

globally and locally conservative, and both the time integration and spatial handling are quite

flexible. For the large time steps and low communication frequency goals, we need to be able

to choose a time integration procedure that has as few synchronization and halo swap points as

possible as well as one that can track information over large time steps. The extreme flexibility

of methods that can arise out of a finite volume formulation give room for these choices.

Finite Element Finite element methods, similar to finite volume methods, will eventually in-

tegrate the equation set spatially into a weak form. However, first a “test function” is multiplied
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to the equation set to place it into what is called “variational” form[24, 25, 26, 27, 28, 29, 30,

31, 32, 33, 34, 35, 36]. Note that “weak” and “variational” used often synonymously in much

finite element literature, while the integrated equations alone are usually called a “weak” form

in finite volume literature. Take the equation set from before for instance. A test function vec-

tor, B, is multiplied to the equation set, and it is then integrated in space over a computational

cell.
ˆ

Ω

∂U

∂ t
·BdΩ+

ˆ

Ω

[
∇ ·~F(U)

]
·BdΩ = 0 (2.26)

Applying integration by parts gives:

ˆ

Ω

∂U

∂ t
·BdΩ+

˛

∂Ω

[
~F(U) ·B

]
· n̂dΓ−

ˆ

Ω

~F(U) ·∇BdΩ = 0 (2.27)

Notice that in none of these terms do we need the derivative of of the flux. This is the

essence of calling this type of formulation a “weak” formulation. It removes some of the

requirements on the solution space. The test functions must be a sufficiently differentiable

finite dimensional space (for example, a polynomial, spectrum of polynomials, or trigonometric

series). Then, the solution is assumed to belong to this same finite dimensional space, one

solves for the coefficients of the finite dimensional space, and the state variable profile inside

a computational cell is retrieved from these coefficients. This is the essence of finite element

type methods, and there is a host of rigorous mathematical theory to accompany these types

of methods. Included in this general treatment are Galerkin methods such as discontinuous

Galerkin and also spectral element methods.

Because the coefficients of the finite dimensional space to which the solution is assumed

to belong (and be well-approximated by) are evolved in these methods, there are multiple

“moments” of the state variables available in each computational element. Methods such as

discontinuous Galerkin and spectral element take advantage of this to produce an entirely local
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high-order reconstruction of the inner-cell variation without communication with neighboring

cells. This is why these methods are so low in communication and have shown excellent scaling

on large distributed memory architectures. A disadvantage of this type of method tends to be

the time step requirement for stability at higher orders of spatial accuracy when integrating

explicitly in time.

There is no definitive evidence that a finite volume treatment can afford greater parallel

efficiency than a finite-element type method such as spectral element. However, there has not

been a large amount of research into low synchronization, large time step finite volume meth-

ods, and we are trying aid in filling in this area. Though there is some flexibility in the temporal

integration of finite-element type methods such as the time-space Galerkin methods, we found

the flexibility of the finite volume framework to be more suited to lowering synchronization

and enlarging time steps.

2.2.1.2 Temporal Categorizations

Fully Discrete and Semi-Discrete The handling of the temporal derivative can be catego-

rized in a number of ways. First, we will consider the notion of fully discrete versus semi-

discrete. This is mostly a philosophical difference which usually leads to different methods,

but one can arrive at the same method using both approaches in a few cases. Semi-discrete

methods (as the name suggests) discretize in space but not in time, leaving the time derivative

as is [37]. Then, any desired ordinary differential equation (ODE) solver can be applied to the

problem because it has been essentially turned into an ODE. This category includes Runge-

Kutta, Adams-Bashforth, and leapfrog methods. The “method of lines” is also a commonly

used term to describe this same philosophy as semi-discrete.

A fully discrete method will be thought of as one that directly applies an integral in time,

leading to a formulation that qualitatively looks like a forward Euler method [38]. For all cases

of which we are aware, a high-order accurate fully discrete method (i.e. not the Euler method)
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must find some way of propagating spatial information into the temporal domain often (but not

always) using the method of characteristics to some extent. Also, the flux Jacobian is always

used at some point whether it admits a real-valued diagonalization or not.

We choose not to use semi-discrete methods for reasons stated in the next section on multi-

stage and multi-step methods (the two categories of semi-discrete methods). In short, they

cannot be time-explicitly extended to large time steps, sometimes require multiple synchro-

nization points per time step, and sometimes have large memory requirements.

Multi-Stage and Multi-Step The camp of semi-discrete methods can be split up into

roughly two categories: multi-stage and multi-step methods. These are philosophically and

practically orthogonal to one another, meaning one can also use a combination of them (multi-

step and multi-stage). For high-order accuracy, we need multiple pieces of information to

reconstruct and integrate over. Multi-stage methods (such as Runge-Kutta) obtain the informa-

tion they need in a series of stages, reconstruct in time using that information, and integrate the

reconstruction over the time step.

In the end, this comes out as a series of weights applied to each of the previous stages. The

solution produced at each stage is a combination of the previous stages, and there is a large

section of literature dedicated solely to Runge-Kutta options and the various properties of each

choice [39, 40, 41, 23]. Multi-stage methods are well-known for their ability to obtain desir-

able stability properties by doing a numerical search for parameters. Multi-stage methods are

not used in this study, however, because as their name implies, they require multiple synchro-

nization points (and thus halo swaps and parallel communication steps) per time step which we

are trying to avoid.

Multi-step methods use past time steps of information as additional moments rather than

creating points within the time step. So a function is fit over the past times and extrapolated

forward over the time step in order to gain a high-order accurate guess of the temporal variation
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over the time step. The most popular family of time-explicit methods in this category are called

Adams-Bashforth methods [42]. This form of integration is not quite as versatile as far as

options as multi-stage methods are. Of course, one could use a combination of the two that are

both multi-step and multi-stage.

Multi-step methods are more optimal for a large parallel environment than are multi-stage

methods in that they do not require multiple synchronization points within the time step. We

still choose not to use these methods for several reasons. First, they involve linear computa-

tional modes that increase with the size of the time step which often become unstable. One

can always use diffusion to keep this at bay, and there is nothing wrong with that in principle.

More importantly, they cannot be extended to arbitrarily large time steps, and they require one

to store multiple time steps of information to construct the temporal reconstruction over which

to integrate. Because of the memory demands and inability to simulate time-explicitly at large

time steps, we rather choose to use the characteristics-based class of methods to be discussed

in more detail later.

Implicit and Explicit Another useful categorization of integration schemes is time-implicit

and time-explicit. Suppose we strip down an arbitrary method and notate it such that the state

variable vector at the next time step is computed as some arbitrary function of the state variables

at other times:

Un+1 = f
(
Un−r, . . . ,Un+s

)
. (2.28)

Explicit methods compute the state variables at the next time step based only on information

from current and past time steps: s = 0. Note that r = 0 for Runge-Kutta methods while it

is positive for Adams-Bashforth methods. Implicit methods compute the state variables at the

next time step based upon information from the next time step: s = 1 (thus setting up a linear

system to solve). Depending on the implicit method, r can certainly be non-zero (implicit

multi-step such as Adams-Moulton methods).
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Explicit methods are algorithmically much simpler both conceptually and implementation-

wise. However, they generally require the time step to be refined by the same factor as the grid

spacing. Therefore, as the grid spacing is refined by a factor f , the overall amount of work

that must be done is f d+1 where d is the number of spatial dimensions in the model. Implicit

methods are more complicated conceptually, but they enjoy the ability to use a lot of already

packaged and hardware-optimized linear algebra software for implementation, and they do not

require the time step to be refined with the grid spacing for computational stability purposes.

Still, the amount of work that must be done increases super-linearly with problem size because

of various complicating factors in solving the linear systems that result from implicit methods

(e.g. preconditioning and condition number related issues). Even if implicit methods were

to enjoy linear increase in work with increasing problem size, the physical time scales of the

system do not remain constant with spatial resolution. Thus, the time step will eventually need

to be refined regardless.

There is traditionally some debate within the atmospheric modeling community as to which

class of methods is currently the most efficient, and both camps have compelling arguments.

Implicit methods are traditionally cast in such a form that the fast dynamics are linearized

off and handled implicitly while the slow dynamics are handled explicitly with a Lagrangian

method to allow theoretically unrestricted time steps. There is some question as to whether

it is appropriate (from a coupling of scales standpoint) to perform this splitting and whether

a linear assumption is sufficient. However, the afforded efficiency is that one general matrix

solve (whether obtained spectrally or with a general residual minimization) is sufficient to

obtain the solution for the fast waves. These methods have unbeatable efficiency in terms of

spatial resolution at a given run time at low to moderate levels of parallelism because of the

large time steps allowed.

Explicit methods, however, can utilize very large machines with significantly greater paral-

lel efficiency (considering strong scaling) because there are no global communication require-
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ments. Therefore, as computing platforms continue to grow in size, and presuming that data

transfer bandwidths between nodes continues to grow very slowly, explicit methods should af-

ford the greater efficiency of the two. However, other issues such as global energy fixers and

poor computational grids (such as latitude-longitude) are currently delaying efficient scaling

on large distributed memory machines.

We choose to develop and implement an explicit finite volume method because of the po-

tential to gain both the benefits of low communication requirements and larger time steps than

are used by explicit methods currently. To simulate at a CFL of 2 is still significantly bet-

ter than current fully discrete explicit methods, and combined with low communication, this

may provide a competitive middle ground between the two extremes of traditional explicit and

traditional implicit methods.

We would like to mention that we believe it would be in error to ignore the arguments

of either class of integration method or to assume that future architectures would negate the

advantages of either. It does seem to be the case that any method with large communication re-

quirements will eventually lose its efficiency advantages because of the increasing gap between

system size and network bandwidth and latency.

However, one could actually envision a scenario in which accelerated architectures may

create a situation favorable to implicit methods. For instance, suppose some of the system

bandwidth bottlenecks are removed such as the need to transfer over a PCI bus within nodes

and improvement of interconnect bandwidth. With so much compute power available per node,

one may be able to get away with a system of, say, 1024 nodes. At this system size, it is again

possible to use log-n network topologies (where n is the number of nodes on the system) such

as fat trees or hypercubes.

This combined with high bandwidth intranode communication and high bandwidth, low

latency internode communication could create a system in which large amounts of data can be

transferred quickly, reducing the penalty for communicating data. In such a case, an implicit
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method may prove useful. If one reduces the throughput requirements by an order of mag-

nitude to allow an order of magnitude greater weak scaling, the slow model runtime can be

ameliorated by increasing the number of ensemble members running in true parallel fashion.

Such a setup may prove feasible or useful in the future.

The community at large should cover the full range of potentially efficient methods, consid-

ering all aspects of the problem including coupling of scales to arrive at a set of effective and

optimal (within each respective class) integration techniques. Should the landscape of com-

puting change in unforeseen ways, perhaps even for select applications such as climate, a gap

in research of integration techniques would delay the community’s ability to adapt quickly to

computing as seems currently to be the case.

Upwind and Central A time integration scheme can also be classified as either upwind [43,

44, 45, 46, 47, 48] or central[49, 50, 51, 52, 53, 54, 37, 55, 56, 57, 58, 59]. Upwind methods

are so-called because they only take in information from the upwind location. This necessarily

requires that there must be meaning to the term “upwind” regarding where information comes

from. Put more formally, upwind methods can only work on hyperbolic systems (or hyperbolic

parts of systems) because only hyperbolic systems have a theory in which known information

propagates at known speeds. Upwind methods are less diffusive than their central counterparts

although it is not clear if this is strictly due to upwinding per say or the single-stage nature and

near unity CFL time steps that most upwind methods enjoy.

Every other type of integration could be thought of as central. Often, meteorological models

will use the term “upwind” to describe their methods though this usually means only that in

the interpolation process, an upwind-biased stencil was used (upwind based on the local wind

velocity). There is a body of literature that uses the term “central” more distinctly to describe

methods that integrate over the Riemann fan of waves at a cell interface in order to determine

the flux over a time step between two cells[51]. Central methods enjoy the applicability to
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more general equation sets where perhaps only the fastest speed of propagation in the fluid is

known. For a central method to apply, the diagonalization of the flux Jacobian is not needed,

but some bound on the speed of information propagation is necessary.

Fully discrete central methods which integrate over the Riemann fan at an interface typi-

cally have a maximum stable CFL number of 1/2. These methods significantly improve their

resolving of discontinuities by using more detailed maximum and minimum wave speed in-

formation from the locally defined flux Jacobian. In semi-discrete form, central methods give

way to a Lax-Friedrichs type flux function from states on either side of the interface. These

Lax-Friedrichs methods also usually have a maximum CFL of 1/2. In the meteorological con-

text, using an interpolation at the interface, the semi-discrete ODE solvers in time can afford

larger time steps than this, but they are still limited. We choose to use an upwind explicit finite

volume method because of the ability to follow information explicitly upwind for an arbitrarily

large time steps which is not possible with a central method.

Eulerian and Lagrangian Another way to classify an integration technique for solving the

atmospheric conservation laws is Eulerian or Lagrangian, and this is classifying the frame of

reference relative to fluid flow used to solve the equations. In an Eulerian formulation, the

equations are solved at spatial locations that are fixed in time relative to the fluid flow such that

the grid is held in place spatially while the fluid flows through it. Equation set (2.1) for instance

is in Eulerian form.

In a Lagrangian formulation, the equations are solved at spatial locations that follow the

fluid flow, and the grid deforms as the fluid dictates. Transforming equation set (2.1) into a
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Lagrangian reference frame gives:

D

Dt




ρ

ρu

ρw

ρθ




=




−ρ∇ ·~V

−ρu∇ ·~V −∂ p/∂x

−ρw∇ ·~V −∂ p/∂y−ρg

−ρθ∇ ·~V




(2.29)

Ideologically, the variables are conserved along their trajectory subject to a forcing which

includes divergent motions, pressure gradient forces, and gravity. There are a host of semi-

Lagrangian [60, 61, 62, 63, 64, 65, 66, 67, 68, 69] methods which only trace fluid flow over a

single time step from fixed grid points, then map the solution back to the fixed grid. These do

not suffer from unrestrained grid deformation for deformational flow regimes.

Rather than restricting the discussion to the entire equation set, it is more useful to consider

Eulerian and Lagrangian methods as general philosophy that can be combined. This is done

in all semi-Lagrangian models which keep a fixed Eulerian grid but solve the equations in

a Lagrangian form, tracing outward form this fixed grid each time step and remapping the

results back to that grid. A more intricate mixing of the two, for instance, is the flux-form

semi-Lagrangian technique in which the fluxes are obtained in a Lagrangian fashion and then

plugged into the Eulerian form of the equation set to compute local time derivatives. This is

exactly the philosophy we use here. So we use the Eulerian equation set but choose to obtain

the flux using a Lagrangian philosophy, that is, following the fluid flow using characteristic

speeds describing the rate at which characteristic information travels.

2.2.2 Operator Splitting

In integrating a complicated system of partial differential equations, it is not always possible,

convenient, or efficient to consider all aspects of the problem at once. When this is the case (and
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it often is), one handles the system in pieces, a process known formally as operator splitting.

Consider integration in multiple dimensions, for instance

∂tU+∂xF(U)+∂zH(U) = 0. (2.30)

Often times, one can apply a sophisticated integration technique in a single dimension that

is not directly extensible to multiple dimensions. In this case, it is more suitable to split the

problem into two problems:

∂tU+∂xF(U) = 0 (2.31)

and

∂tU+∂zH(U) = 0. (2.32)

How one goes about solving these two split problems such that the overall integration is still

faithful to reality is an active topic in literature.

Dimensional splitting is not the only reason for operator splitting. Many very efficient inte-

gration algorithms split the problem based on how fast information propagates in the equation

set. Remember that the characteristic theory of equation set (2.1) showed that half of the in-

formation propagates at the speed of sound while the other half only travels at the speed of the

wind. In this case, it would be preferable to handle the fast dynamics differently than the slow

dynamics. This is also a form of operator splitting which is employed in semi-implicit and

split-explicit methods. Source terms are another reason to split the problem into multiple parts

because they are often not convenient to handle along with the conservation laws with which

they interact [70, 71, 72, 73, 74, 75, 76, 77, 78, 79, 50, 80, 81].

There is some fairly complicated literature on how to handle this splitting to guarantee cer-

tain properties. However, one particularly convenient and simple option is what is commonly

called the alternating Strang splitting (which is second-order accurate in time). Consider the
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following PDE system:

∂tU+∂xF(U)+∂zH(U) = S(U) (2.33)

and that we wish to split this based on spatial dimension and source term into three separate

problems:

∂tU+∂xF(U) = 0, (2.34)

∂tU+∂zH(U) = 0, and (2.35)

∂tU = S(U) (2.36)

. To help the explanation, let us assume we wish to solve it in a fully discrete manner. The

alternating Strang splitting would solve this problem over two time steps as follows:

U∗ = Un −
tn+∆t
ˆ

tn

∂xF(Un) , U∗∗ = U∗−
tn+∆t
ˆ

tn

∂zH(U∗) , Un+1 = U∗∗−
tn+∆t
ˆ

tn

S(U∗∗)

(2.37)

U∗ = Un+1 −
tn+∆t
ˆ

tn

S
(
Un+1

)
, U∗∗ = U∗−

tn+∆t
ˆ

tn

∂zH(U∗) , Un+2 = U∗∗−
tn+∆t
ˆ

tn

∂xF(U∗∗)

(2.38)

So you can see from this that we reverse the order in which we handle each part for each time

step. For one time step we integrate in the order: (1) x-direction, (2)z-direction, (3) source. For

the next time step we integrate in the order: (1) source, (2) z-direction, (3) x-direction. The

choice of original order is not important, but one must reverse whatever order is chosen each

time step.

Philosophically, the main error in splitting is the fidelity of the coupling of the split compo-

nents. Sometimes this error is not dominant, and sometimes it is even unstable. At times, the

poor coupling is unrealistic to the point of inhibiting scientific reliability, and this is not an issue

to take lightly. Computationally, there is another difficulty with coupling: it adds synchroniza-

tion points to the time step. After each component in the splitting, halos are usually required to
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be exchanged, and the system must be globally synchronized. If one can remove the splitting,

one also removes the synchronization and usually also reduces the communication amounts.

This is particularly important regarding dimensional splitting.

Because of the difficulty of removing the dimensional splitting, that will not be addressed

in this study, being considered beyond the scope of this dissertation. The source term splitting

will be addressed in the theory section, but because of the non-trivial difficulties obtaining an

accurate characteristics-based estimate of perturbation density (to be discussed later), it will

not be implemented and analyzed. To solve this will require future research.

2.2.3 Summary Of Categorizations Chosen Herein

Here we will summarize the choices made for this study along with brief rationale. Regarding

the spatial discretization, we have chosen a finite volume method because spatial flux deriva-

tives need not exist, quantities are conserved both globally and locally, and there is significant

flexibility in the choice of spatial interpolants and time discretization.

Regarding time discretizations, we have chosen an explicit, fully discrete, and upwind time

discretization of the Eulerian equation set using a Lagrangian method to determine the fluxes.

We choose an explicit method because it allows me to minimize the amount of internode com-

munication in distributed memory parallel architectures. We choose a fully discrete method to

minimize the number of synchronization and communication points within a time step. The

upwind choice is to allow following information upstream over arbitrary amounts of time, al-

lowing a large time step. We solve the Eulerian equation set because of the ease of ensuring

conservation in finite volume form, and in upstream manner, a Lagrangian philosophy is used

for determining the interface fluxes arising from the finite volume formulation.

As for splitting, we choose to use a second-order accurate alternating Strang splitting for

dimension and source term. This means three split components in all. This is not necessarily
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ideal for minimizing synchronization points and communication, but the difficulty of removing

these places them beyond the scope of this study.

Again, the goals of this study are to develop an integration method that is low in commu-

nication amount and frequency, low in the number of synchronization points, high in compute

intensity, and also preferably low in memory requirements.

2.2.4 Time-Explicit Fully Discrete Finite Volume Framework

Here we will describe the time-explicit, fully discrete finite volume framework that is used

throughout this study. A finite volume method is always characterized by solving the inte-

gral form of the atmospheric PDEs by integrating over a computational cell domain before

proceeding. In the 2-D model, this equates to:

ˆ

Ω

∂U

∂ t
dΩ+

ˆ

Ω

∂F(U)

∂x
dΩ+

ˆ

Ω

∂H(U)

∂ z
dΩ =

ˆ

Ω

SdΩ (2.39)

where Ω represents a computational cell domain. After exchanging the temporal derivative

with the spatial integral in the first term, applying the Gauss divergence theorem to the flux

divergence terms, and dividing by the volume of the cell, this becomes:

∂U

∂ t
+

1

VΩ

˛

∂Ω

F(U)
(
î · n̂
)

dΓ+
1

VΩ

˛

∂Ω

H(U)
(
k̂ · n̂
)

dΓ = S (2.40)

where

U =
1

VΩ

ˆ

Ω

UdΩ (2.41)

with the same notation as in section 2.2.1.1. We now assume a rectangular Cartesian mesh

where cell Ci, j is defined inside Ci, j ∈
[
xi−1/2, j,xi+1/2, j

]
×
[
zi, j−1/2,zi, j+1/2

]
with cell midpoint

(
xi, j,zi, j

)
where xi−1/2, j = xi, j −∆xi, j/2 and zi, j−1/2 = zi, j −∆xi, j/2. On this mesh, the update
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becomes:

∂Ui, j

∂ t
+

Fi+1/2, j −Fi−1/2, j

∆xi, j
+

Hi+1/2, j −Hi−1/2, j

∆zi, j
= Si, j (2.42)

Typically, in atmospheric models this “semi-discrete form” would be solved in time by

using an ODE solver with the fluxes and source term as forcing. In the present model though a

fully discrete method is used which means the time integral is applied directly as follows:

U
n+1
i, j = U

n

i, j −
1

∆xi, j

tn+1
ˆ

tn

(
Fi+1/2, j −Fi−1/2, j

)
dt − 1

∆zi, j

tn+1
ˆ

tn

(
Hi+1/2, j −Hi−1/2, j

)
dt +

tn+1
ˆ

tn

Si, jdt (2.43)

Since an integral can be replaced by the product of the integrated average and the size of the

domain, this can furthermore be cast as:

U
n+1
i, j = U

n
i, j −∆t

(
F̂i+1/2, j − F̂i−1/2, j

∆xi, j
−

Ĥi+1/2, j − Ĥi−1/2, j

∆zi, j
+ Ŝi, j

)
(2.44)

where the notation of hat represents a time-averaged quantity over a time step and a super-

script n represents the time index. Up to this point, no approximations to the original con-

servation laws have been made. If the cell-averaged quantities are initialized exactly and the

time-averaged fluxes and source term are exact, the method itself is exact. The accuracy of this

form of finite volume method lies entirely in the computation of the average flux through an

interface and the average source term over a time step. The focus of this dissertation is mainly

on the fluxes with some theory given on alternative handling of the source terms.

2.2.5 Discontinuous Flux Evaluations

In the finite volume method, cell mean state variables change in time based upon fluxes through

the cell interfaces, and these fluxes are functions of the state variables. There are inherent

discontinuities across the cell interfaces because the cell means are different on either side

of an interface, and this makes the computation of the fluxes non-trivial. Most commonly,
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a continuous central method is used where an interpolant is constructed from the cell mean

state variables surrounding an interface, and the interpolant is directly sampled at the interface.

Then, the flux is created as a function of the sampled interface state variables. This method

only allows infinitesimal sampling of the reconstruction, and therefore it is necessarily tied to

semi-discrete frameworks. Again, because semi-discrete methods are limited to CFL numbers

near unity, we choose not to take this traditional route for explicit atmospheric models.

An upwind method for a non-linear set of equations must make some use of a charac-

teristic decomposition of the equation set. The two general types of discontinuous methods

are 1) central methods and 2) upwind methods. Central methods avoid explicitly integrating

characteristics by instead integrating over the interface region, and they only need to know the

maximum wave speed: max(λ p). In a semi-discrete framework, central fluxes reduce to the

well-known Lax-Friedrichs flux. They, however, are only stable out to a CFL number of 1/2,

and thus are not suitable for the present study which is investigating methods stable at near

unity CFL numbers and larger ([53, 58, 49, 54, 55, 56, 37, 57, 50, 51, 52]). Upwind methods

make full use of the characteristic decomposition but require that the underlying equation set

be hyperbolic. We use an upwind approach here.

The main benefit of characteristic decompositions as discussed in section 2.1.2 is that they

give a mechanism of knowing what information comes from where. Therefore, it is no longer a

problem that the state variable has discontinuous definitions across an interface. The equation

set can be decomposed into linearly propagating waves (after a local linearization), and the

correct information can be taken explicitly from the correct location. This is the exactly what

the well-known Roe solver does to compute cell interface fluxes ([82, 83, 14]). Discontinu-

ous methods, and especially upwind methods, are able to capture and maintain discontinuities

better than continuous / central methods ([84]). The next section will describe methods that

determine the flux value in a discontinuous manner.
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2.2.6 Approximate Riemann Solvers

A Riemann solver is any method that solves a Riemann problem. The Riemann problem defines

a domain that is split into two halves, and different spatially uniform fluid states are defined

on each half with a single discontinuity in the center. This applies to the finite volume context

because this is the situation that exists with cell-averaged means on either side of an interface.

The Riemann solver’s role is to determine the evolution of the fluid that is initialized in this

manner. Riemann solvers typically use characteristic information from the underlying equation

set to determine the time evolution for a set of conservation laws, though again some integrate

over the Riemann fan and are termed “central” methods.

The original Godunov scheme used what is called an exact Riemann solver to compute

interface fluxes for finite volume methods which requires non-linear Newton iterations ([85]).

This has been applied to atmospheric simulation before in [86]. Because of the requirement for

Newton iterations, however, it is not computationally efficient. For this reason, many approxi-

mate Riemann solvers have been developed, and most assume linear interactions of character-

istic waves over a single time step. Riemann solvers that solve the original Riemann problem

are by definition first-order accurate in time and space because they assume piecewise constant

states on either side of an interface.

The generalized Riemann problem allows the state on either side of the center discontinu-

ity to vary according to an arbitrary function, and for this, approximate Riemann solvers are

typically used and often coupled with spatial reconstructions for the left and right states in

space along with a semi-discrete solver in time to achieve high-order accurate integration. Of

particular interest here is the Roe-type linearized solver it has been extended in a fully discrete

fashion to up to fourth-order accuracy over a decade ago via Taylor series with limiters of the

van Leer type ([87]) to keep the reconstructions monotonic ([38]).

The method given in the next chapter will also be an approximate Riemann solver solving
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the generalized Riemann problem according to the Roe type of solver which will be described

in the following subsection.

2.2.6.1 Flux Difference Splitting

To compute the state variables at the interface from discontinuous states to the left and right

of the interface, the Roe scheme first computes eigenvectors and eigenvalues at the interface

using a special “Roe averaging” of the left and right states to ensure overall conservation of

the state variables. See [82] for details regarding this averaging which so far has not been

created for the atmospheric Euler equations that conserve potential temperature rather than total

energy. Consider l̂i−1/2,p and r̂i−1/2,p to be the p-th Roe-averaged left and right eigenvectors

(respectively) at interface i− 1/2, and consider λ̂i−1/2,p to be the p-th Roe-averaged wave

speed at the same interface.

The Roe scheme is what is known as a “flux difference splitting” because the difference in

the state variables across a cell interface is decomposed into characteristic variables (CVs). So,

the jump in the state variables across the interface is decomposed into CVs:

wi−1/2,p = l̂i−1/2,p ·∆Ui−1/2 (2.45)

where

∆Ui−1/2 = Ui −Ui−1. (2.46)

What this does is split the interface jump in U into left-going (λ̂p < 0) and right-going (λ̂p > 0)

fluctuations which will act as updates to the left and right cells over the time step. Then, the
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update is performed as:

U
n+1
i = U

n
i −

∆t

∆x


 ∑

p:λ̂i−1/2,p>0

λ̂i−1/2,pwi−1/2,pr̂i−1/2,p + ∑
p:λ̂i+1/2,p<0

λ̂i+1/2,pwi+1/2,pr̂i+1/2,p




(2.47)

And this makes physical sense. The i-th cell mean is updated by the waves entering the cell

which are the right-going waves at the left interface and the left-going waves at the right inter-

face. It is important to note that this is not standard finite volume form with a single-valued

interface flux although one can be obtained from these fluctuations. Higher-order accuracy can

be achieved in this method by expanding the Taylor series, and limiters can be applied to keep

the solution monotonic or non-oscillatory ([12]).

2.2.6.2 An Alternative Approach

This is not the typical “flux vector” splitting from literature, but it shares the fact that a vector

is split into characteristics rather than a difference across an interface. Here, we show a way to

use characteristics to determine the state variables at an interface upon which the interface flux

can be built. Using the same Roe-averaged eigenvectors and eigenvalues, we can cast the left

and right states into CVs rather than the jump across the interface:

wi−1,p = l̂i−1/2,p ·Ui−1 (2.48)

and

wi,p = l̂i−1/2,p ·Ui. (2.49)
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Then, the state variable vector at the interface can be stated as:

Ui−1/2 = ∑
p:λ̂i−1/2,p>0

wi−1,pr̂i−1/2,p + ∑
p:λ̂i−1/2,p<0

wi,pr̂i−1/2,p + ∑
p:λ̂i−1/2,p=0

w̃i−1/2,pr̂i−1/2,p

(2.50)

Then, the flux can be defined as: Fi−1/2 = F
(
Ui−1/2

)
. You will notice a third term handling

the case of a standing wave of zero speed. The tilde is intended to represent a point value

sampled from an interpolant from surrounding cells such as an average of the left and right

CVs: w̃i−1/2,p = (wi−1 +wi)/2. Because the wave is not moving, the time average is equal to

the point value. This method is guaranteed to be conservative because no matter what kind of

averaging is used for the eigenvalues and eigenvectors, a single-valued flux vector is obtained

and used in standard finite volume form. Thus, a Roe average is not needed. This method will

not in general give identical results as the flux-difference splitting.

We use this approach in this study because it allows explicit reconstruction of the CVs in the

upstream cell so that any spatial interpolant can be used to integrate over. Also, in this manner

one can trace the cells out to arbitrary distances. The next section deals with reconstructing the

state variables to obtain a high-order accurate representation of the variation within a cell.

2.2.7 Reconstruction

Numerical schemes integrating conservation laws will invoke reconstruction for high-order

accuracy in space and in time. This looks different with different schemes, but in the end, a

high-order accurate representation of the state variable variation has usually been computed.

Reconstruction in general is discussed here.
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2.2.7.1 High-Order Accurate Reconstruction

The term “high-order accurate” is a loose term quantitatively, but it we will take it here to

mean anything better than first-order accurate. Consider the spatial truncation error (thinking

in terms of a truncated Taylor series) to have a dominant term that is a function of the grid

spacing: E = ∆xn. A method, then, is high-order accurate in space if n ≥ 2. Likewise, consider

a method as high-order accurate in time if the dominant truncation term in time is E = ∆tn and

n ≥ 2.

In order to be high-order accurate, somewhere in the integration, an interpolation procedure

must be performed on the state variables to reconstruct the variation below the grid scale.

This is done even in a leapfrog finite difference scheme because the leapfrog finite difference

assumes a linear profile to whatever derivative it is approximating. So interpolation is often

performed informally. The concept of interpolation / reconstruction is inductive in nature where

multiple pieces of information are fused together to approximate how the data behaves over a

given interval.

More specifically, one imposes an a priori guess on what model the data should fit and then

constrains that model’s parameters using the pieces of information gathered. It is not possible

to constrain the model if there is not enough information to constrain all of the parameters (an

under constrained problem). However, many find it useful to over constrain the parameters

of the model by obtaining a fit that minimizes some norm of the error (or residual). This is

typically performed using a least squares minimization of the residual, and it usually results in

a smoothing effect on the interpolation. The more the information available, the more complex

the model that can be used (i.e. more parameters), and for this reason, more information nearly

always leads to more accurate interpolation.

The a priori choice of model used to interpolate the data is not necessarily a small one. For

instance, if the data is piecewise constant with a jump discontinuity, attempting to interpolate
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with a polynomial will cause spurious oscillations. In this case, there are piecewise discontin-

uous approximations available. It is difficult to find any single interpolant that matches all of

the data profiles that present themselves in a simulation. One of the reasons polynomials are

so popular is that (per Taylor’s theorem), given enough terms, they will eventually look like

whatever profile they must interpolate given that profile is smooth. For non-smooth functions,

oscillations occur, and many more terms are necessary to achieve a sharp representation of the

discontinuities. There have been attempts at adaptive schemes with some moderate success.

Note that constraining a non-linear model (where the parameters are not combined in a linear

function) is more difficult than constraining a linear model (like a polynomial).

Information used to constrain interpolation model parameters comes in various forms. In

some methods, a cell gathers cell-averaged state variable values from surrounding cells to de-

termine the sub-grid variation within itself. In others, derivative information is used. In others,

cell means and interface point values are used. It is best to keep the notion of interpolation or

reconstruction general because the implementations vary so significantly among methods. The

rules of thumb though that are usually true are as follows: (1) the more the information, the

more accurate the reconstruction, and (2) the closer the information to the interval / point in

question, the more accurate the reconstruction.

2.2.7.2 Polynomial Interpolation

The vast majority of interpolants are in fact polynomials. A polynomial of degree n is given

by:

P(x) =
n

∑
i=0

αi (x− xC)
i (2.51)

where {αi} : i = 0 . . .n is a set of coefficients which needs to be fit to the data and xC is the

spatial center of the domain over which the polynomial is being fitted. When fitting the data to a

set of point-data pairs (
{

x j,u j

}
: j = 1..m), the most general way to determine the coefficients
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is to set up a linear system of the form:




(x0 − xC)
0 (x0 − xC)

1 · · · (x0 − xC)
n

(x1 − xC)
0 (x1 − xC)

1 · · · (x1 − xC)
n

...
...

. . .
...

(xm − xC)
0 (xm − xC)

1 · · · (xm − xC)
n







α0

α1

...

αn




=




u0

u1

...

um




(2.52)

The matrix on the left-hand-side is called the Vandermonde matrix, and it is notoriously ill-

conditioned when large. Luckily, in atmospheric modeling, we rarely use polynomial inter-

polants larger than around order 4 or 5. Regardless, the set of points
{

x j

}
: j = 1 . . .m is

usually known beforehand, so this matrix can often be inverted analytically for smaller n, get-

ting rid of the error due to a numerically ill-conditioned matrix. If the points where data lie are

at irregularly spaced intervals, the analytical matrix inverse can be very messy, but for regularly

spaced intervals it is always simple.

If m = n, we have a exactly constrained system, and the polynomial P(x) will exactly

match each of the points
(
x j,u j

)
. If m < n, then there is not enough data to fully constrain the

polynomial, and it cannot be computed. If m > n, we have what is called an over constrained

system because there is more data than there are parameters in the interpolant to fit [88]. In

this case, usually one will compute the “least squares” solution which minimizes the squared

residual of the fit, that is, solving the following problem:

min
α j

[

∑
j

(
u j −P

(
x j

))2

]
(2.53)

The most convenient way to do this is via some linear algebra tricks. If the system (2.52) is

described as Ax = b, the least squares solution is obtained as follows. First, left multiply by A⊤:

A⊤Ax = A⊤b. Then, invert A⊤A to solve: x =
(
A⊤A

)−1
A⊤b. As with before,

(
A⊤A

)−1
A⊤ can

be precomputed analytically to save from ill-conditioned numerical errors. In the least squares
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/ over constrained situation, P(x) will in general not match any of the data but will be as close

as possible to all of them so as to globally minimize the squared error.

If we have a finite volume method, it is no longer point samples that are being fit to the

polynomial but rather cell means over spatial domains. In this case, we need a more general

derivation of the linear system. If we have cell means u j defined over a series of spatial domains

Ω j, then we first generate a vector m expressions, integrating P(x) over Ω j. Call this vector d:

d =




1
Ω0

´

Ω0
P(x)dΩ

1
Ω1

´

Ω1
P(x)dΩ

...

1
Ωm

´

Ωm
P(x)dΩ




(2.54)

Now, the Jacobian of d with respect to the vector of coefficients α gives us our finite volume

Vandermonde matrix, giving the following linear system:




∂d0
∂α0

∂d0
∂α1

· · · ∂d0
∂αn

∂d1
∂α0

∂d1
∂α1

· · · ∂d1
∂αn

...
...

. . .
...

∂dm

∂α0

∂dm

∂α1
· · · ∂dm

∂αn







α0

α1

...

αn




=




u0

u1

...

um




(2.55)

Again, if the domains Ω j are all of equal size, this Jacobian is a matrix to invert analytically, as

well as the least squares solution if m > n. This is how all polynomials in this dissertation are

computed. Note that this Jacobian method only works if the coefficients are combined linearly.

This is not a valid method for non-linear interpolants, and in general, solution methods for

non-linear interpolants are ad hoc and usually more complex.

Direct linear system is not the only way to obtain an interpolant. Instead of using the basis

given in (2.51), we can use a different polynomial basis, giving rise to interpolants such as
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Lagrange, Legendre, Hermite, or Chebyshev polynomials for instance. Each of these has a

different basis which usually either simplifies the interpolation process (i.e. not requiring a

matrix inverse) or guarantees a given property (such as orthogonality over a given domain in

some norm). As for interpolation of data at a spatial point or interval that is known a priori,

all polynomial interpolants reduce to a weighted sum of the nearby data points. However, if

the actual function is needed over an interval, the coefficients either need to be pre-computed

over the cell or computed on the fly per sampling point. In general, if a polynomial interpolant

of degree n is computed from n+ 1 data points and each data point is at least (n+1)th-order

accurate, then the polynomial interpolant will be (n+1)th-order accurate across the interval

over which it is constructed [89].

2.2.7.3 Reconstructing Derivative Information

This is a natural topic to follow that of the polynomial interpolation because most derivative

interpolations come from differentiating a polynomial interpolant of the values. Once an inter-

polant P(x) has been obtained using any of the aforementioned methods, assuming an order

n polynomial is (n+1)th-order accurate, then P(k) (x) will be an (n+1− k)th-order accurate

approximation to the kth derivative of the data over the same interval of the original polynomial

interpolant.

2.2.7.4 Total Variation, Monotonicity, and Oscillations

Oscillations are a well-known phenomenon in atmospheric models (and any fluid model for

that matter). They not only cause noise which masks the underlying realistic solution but they

collect energy at the grid scale and become unstable (usually very quickly). There are generally

two different philosophies on how to handle oscillations.

One option is to allow them to develop in the underlying numerical discretization and then

damp the entire grid with tuned diffusion via a post-hoc filter. There are several downsides
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to this approach. First, an extra halo exchange is required to damp the oscillations reducing

scalability. Also, the entire grid is damped for the sake of relatively few local discontinu-

ities. Finally, this has no way of guaranteeing that positive tracers remain non-negative. The

beneficial aspects are that oscillatory polynomials have very low numerical diffusion and the

damping (usually via hyperdiffusion to selectively damp smaller scales) can be tuned to get

optimal spectra (typically kinetic energy) over low wavelengths.

The other option is to limit the reconstructions used in the numerical discretization. This

usually avoids an additional halo exchange and provides a direct method of ensuring the pos-

itivity of positive definite tracers. Also, numerical accuracy is only reduced in regions of

discontinuities while full accuracy is retained in smooth flow.

There are different flavors of pre-limiters mainly collected into two camps: monotonic

and non-oscillatory. Monotonic methods guarantee the reconstruction will never overshoot

or undershoot neighboring values. Non-oscillatory methods guarantee that the overshoots are

bounded. These concepts are related to total variation. Total variation (TV), mathematically

speaking, is the square of the L2 norm of the first derivative:

TV =

ˆ

Ω

(
∂U

∂x

)2

dΩ (2.56)

TV in discrete form quantifies how much a function changes from cell to cell over the entire

domain. A monotonic method is called total variation diminishing (TVD) because it guarantees

that in time, the total variation will always decrease from one time step to the next:

TVn+1 ≤ TVn ≤ ·· · ≤ TV0 (2.57)

56



Non-oscillatory methods guarantee that the total variation is bounded by a constant:

TVn ≤ κTV0 ∀n (2.58)

For positive species (e.g. relative humidity), it is very important that positivity be maintained

throughout the simulation to avoid unphysical values (which tend to crash parameterization

suites). Therefore, a monotonic method would be used for these species. For other species

where small oscillations are acceptable, accuracy can be gained (especially near local extrema)

by using a non-oscillatory method instead which still ensures that unphysical (and unstable)

values are not obtained.

All limited reconstructions are non-linear. Therefore, the linear modes which plague tra-

ditional methods (such as Lagrange interpolation) do not necessarily plague non-oscillatory or

monotonic reconstructions. Godunov’s theorem proves that any higher-than-first order accu-

rate method in space will lead to oscillations that could become unstable [90]. Slope limiters

of the van Leer type ([91, 92, 93]) are popular ways to keep the total variable either bounded or

guaranteed diminishing by essentially limiting the slope (or in some later extensions, higher or-

der moments) of interpolants. Another popular class of non-oscillatory reconstructions which

is used herein is described in section 2.2.7.6.

2.2.7.5 Non-Oscillatory Reconstructions

The overwhelming majority of reconstructions are based on straightforward polynomial mod-

els. One of the innate problems with polynomial interpolation is that polynomials oscillate

wildly in the presence of discontinuities. Discontinuities are a fact of life in meteorological

models as well as in many other physical systems. In order to deal with them, it is common to

let the polynomials oscillate and produce spurious oscillations in the solution and then damp

them later with a hyperdiffusion filter. Hyperdiffusion is of the form κ∇pU where p is even
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and greater than 2, and κ is a constant of diffusion. It selectively damps the smaller scales

more than the larger scales to handle oscillations.

The other option for handling oscillations is to prevent them from forming in the first place,

known as non-oscillatory reconstruction. This comes in a variety of forms, but for an interpolat-

ing procedure to be called non-oscillatory, it must be proven that the oscillations are bounded.

There are non-polynomial forms [64, 94] (hyperbolic, logarithmic, and rational) as well as non-

oscillatory polynomials. A popular polynomial procedure is called the Weighted Essentially

Non-Oscillatory (WENO) method which computes polynomials over multiple stencils, gives

the most oscillatory polynomials the lowest weights, and then takes the weighted sum as the

interpolant.

2.2.7.6 Weighted Essentially Non-Oscillatory (WENO) Interpolants

Standard polynomial interpolation has the well-known problem of producing oscillations which

not only cause noise in a simulation but inevitable collect energy at the grid scale and render

the simulation unstable. This type of instability is also easily shown through linear analysis.

[95] showed a method of overcoming this problem by using a non-linear interpolation method

known as Essentially Non-Oscillatory (ENO) reconstruction. The basic premise is to construct

polynomials over multiple stencils which are all valid for the grid point or cell in question.

The oscillatory properties of each polynomial is then evaluated. The most popular method for

doing this is to use a total variation (or body integral of the squared derivative) estimate across

all non-zero derivatives of the polynomial. Then, the polynomial with the least total variation

(lowest oscillation tendencies) is chosen as the interpolant.

An update of this method was given by [96] where instead of choosing one polynomial,

a weighted combination of all of the polynomials is used such that the most oscillatory are

weighted the least. This allows for higher-order accuracy and a smooth transition lower-order

to optimal-order accuracy. The interpolant used here is identical to the one presented in [51].
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Some studies using WENO schemes include [97, 51, 45, 55, 56, 57, 58, 98, 99, 100, 96].
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Chapter 3

Mathematical Formulations: New

Characteristics-Based Methods

The role of the previous chapter was to provide background material and motivations for the

choice of method developed in this study. Here, we will present a series of ideas for integrat-

ing the atmospheric dynamical equations. Some will be pieced together into various model

formulations for validation and analysis in the next chapter for various non-hydrostatic test

cases. The organization of this chapter is as follows. First, we will describe what we label the

“original” formulation which is what has been recently accepted for publication in the Journal

of Computational Physics in section 3.1. Next, we analyze this formulation in terms of vari-

ous parallel efficiency constraints and algorithmic assumptions. Finally, a series of potential

modifications to the original formulation is given in the next section.
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3.1 Original Formulation: The Flux-Based Characteristic

Semi-Lagrangian Method

Here, we will present the model as originally formulated and accepted for publication in the

Journal of Computational Physics ([101]). This method is called the “Flux-Based Character-

istic Semi-Lagrangian” (or FBCSL) method because it formulates the characteristic variables

(CVs) in a different manner than presented in section 2.2.6. The FBCSL method is not neces-

sarily tied to this formulation specifically but is more of a paradigm which allows room for a

variety of different options (for instance the spatial reconstruction used). This method is built

on the fully discrete formulation shown in section 2.2.4, repeated below for convenience.

U
n+1
i, j = U

n
i, j −∆t

(
F̂i+1/2, j − F̂i−1/2, j

∆xi, j
+

Ĥi, j+1/2 − Ĥi, j−1/2

∆zi, j
+ Ŝi, j

)
(3.1)

The FBCSL method uses an operator splitting approach as mentioned in section 2.2.2 for

both spatial dimensions and for the source term. Therefore, only the x-direction will be shown

here, and the source term will be neglected as well (dropping the j subscripts for convenience).

This gives the simpler form:

U
n+1
i = U

n
i −

∆t

∆xi

(
F̂i+1/2 − F̂i−1/2

)
(3.2)

Regarding temporal discretizations, this looks aesthetically like a forward Euler step, but higher

than first-order accuracy is obtained by performing the temporal averaging of the fluxes (again,

denoted by the overhat symbols) to high-order accuracy. The main question for accuracy in

this discretization is “what is the time-averaged flux over the time step?”. This is similar to the

question answered by characteristic theory in section 2.1.2.

The integration involved in the time averaging can be formulated with a point sampling
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method (e.g. Gauss quadrature or Simpson’s rule), giving:

F̂i−1/2 =
nG

∑
m=1

ωmF
(
U
(
xi−1/2, tm

))
(3.3)

where ωm and tm are the mth integration weight and time for the integration rule of nG points

in time. Now, we can now ask “What is U at point xi−1/2 at time tm?” which is exactly the

question characteristic theory can answer. With existing theory, we could compute this as:

U
(
xi−1/2, tm

)
= ∑

p

(
lp · Ũ(xp (tm))

)
rp (3.4)

where Ũ denotes a reconstruction of U and xp (tm) is the upstream location of the pth character-

istic wave at time tm by integrating the trajectory equation using eigenvalues (wave velocities),

dxp/dt = λp (t) , (3.5)

backward in time.

To compute the characteristic variables, we assume that the flux Jacobian ∂F/∂U is “locally

frozen”, meaning that it is held uniform in space and constant in time, but only locally so

and for only one time step (refer to section 2.1.2). When implemented, any value for the

Jacobian that is representative of the local surroundings will suffice. In our case, we compute

an interpolant valid for the surrounding cells and sample it at the cell interface to compute the

Jacobian (and thus the eigenvectors and eigenvalues).

This treatment works fine as is in the horizontal direction, but there are difficulties with this

treatment in the vertical direction because of solid wall boundary conditions in the presence

of hydrostatic balance. At this point, characteristic variables are being computed from state

variables. The switch to flux-based characteristic variables (indicated by the method’s name)

eases the handling of hydrostatic balance.
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3.1.1 Boundary Conditions

The boundaries of the 2-D non-hydrostatic compressible model are periodic in the horizontal

direction and solid wall in the vertical direction. As far as implementation is concerned, ghost

cells are used past the physical domain to hold boundary values for the state variables U. As

for characteristic trajectories, they are carried through the horizontal domain boundary. In the

vertical direction, characteristics are reflected off of the solid wall boundaries back into the

domain with the state variables mirrored and ρw negated (so that w at the top and bottom

boundaries is zero). Refer to Figure 4 of [102] for an example of the ghost cell treatment.

3.1.2 Hydrostatic Balance and Solid Wall Boundary Conditions

For density stratified fluids, hydrostatic balance (defined by

∂ p/∂ z ≈−ρg, (3.6)

a balance between the vertical pressure gradient and gravity source term) dominates the ver-

tical momentum equation. Solid wall (material surface) boundary conditions in the vertical

direction can be difficult to maintain in the presence of hydrostatic balance. A traditional (and

the simplest) technique for implementing solid wall boundaries in the vertical direction while

maintaining high-order accuracy down to the surface is to enter “ghost cell” values past the

boundary which mirror the interior dynamics. This enforces a gradient of zero for density,

transverse momentum, potential temperature, and pressure, and it enforces zero normal veloc-

ity. In the case of hydrostatic balance, the pressure gradient is clearly non-zero at the material

surfaces, making this technique invalid.

Typically for non-hydrostatic models, hydrostatic balance is subtracted from the vertical

momentum equation (see e.g. [103]), leaving only perturbations from hydrostatic balance for
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the vertical pressure gradient and for density in the gravity source term. This is done for many

reasons, the dominant reason being that in the presence of terrain, large cancellation errors can

occur otherwise which would lead to a poor representation of the pressure gradient forcing (be-

cause the vertical gradient dominates). When the dominant balance is removed, we again have

similar gradient magnitudes in the horizontal and vertical direction. Also, with perturbations

from hydrostatic state, we can then assume that the vertical gradient of the pressure perturba-

tion is zero (at least for this flat geometry, not sloping terrain necessarily), enabling a simplistic

ghost cell treatment of the boundaries. We adopt this technique, giving the following equations

instead of (2.1):

∂

∂ t




ρ

ρu

ρw

ρθ




+
∂

∂x




ρu

ρu2 + p

ρuw

ρuθ




+
∂

∂ z




ρw

ρwu

ρw2 +(p− pH)

ρwθ




=




0

0

−(ρ −ρH)g

0




(3.7)

Handling the source term is trivial because we only need the cell mean perturbation by

subtracting off the cell-mean hydrostatic state. However, handling the pressure term in the

vertical flux vector is not as straightforward. We need a high-order accurate approximation to

the perturbation along arbitrary characteristic trajectories. We found it sufficient to perform an

initial reconstruction of the hydrostatic basic state of potential temperature ˜(ρθ)H (z) (where an

H subscript is a hydrostatic basic state and a “∼” superscript is a reconstruction) and compute

a hydrostatic pressure from this

pH (z) = p
(
˜(ρθ)H (z)

)
. (3.8)
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Then, the difference can be computed along the trajectory at quadrature points as

p− pH = p
(

ρ̃θ (z)
)
− p

(
ρ̃θH (z)

)
(3.9)

at each quadrature point along the upstream trajectory. The perturbation flux is then used to

compute CVs. If the present method is insufficient for curvilinear geometry or other factors

in another application, then the perturbations will need to be computed cell-wise and then

reconstructed (rather than separately reconstructed and sampled), increasing computational

requirements.

As for the characteristics and their interaction with material boundaries, the normal slow

waves (i.e. those traveling at the speed of the wind w) should never reach the material bound-

ary. This is because the normal velocity is identically zero at the boundary, meaning the

wave asymptotically may not reach it. There are ways of handling this, standard in the semi-

Lagrangian model literature (see, e.g. [104]). We do not currently need to employ this because

our Mach numbers are sufficiently small that for the CFL numbers we are using, the slow waves

will not reach the material boundaries anyway. As for the the acoustic waves, algorithmically

we reflect them back into the physical domain, (to emulate mirrored ghost cell reconstructions),

and we negate the normal velocity to ensure it is zero at the boundary.

3.1.3 Flux-Based Characteristic Variables

The need to simulate pressure perturbation in the vertical flux renders difficulties for the state

variable based characteristic variable treatment. We need not only the state variables ρ , ρu, ρw,

and ρθ , but we need the hydrostatically balanced background state of potential temperature

(ρθ)H to compute

p
′
= p− pH =C0 (ρθ)γ −C0 (ρθ)

γ
H . (3.10)
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The state variables are what we obtain from the standard characteristic treatment, not (ρθ)H

which means a workaround is needed for state variable based characteristics with perturbation

quantities. Characteristic handling of background-state quantity in a balanced manner is a

highly non-trivial issue to solve.

Rather than using a state variable based characteristic approach, one can directly split the

flux into characteristic variables [12]. That is, the flux can be described as a weighted sum

of right eigenvectors: F = ∑p wprp. The weights wp of this sum (the characteristic variables)

are given by wp = lp ·F(U). To briefly show why this is possible mathematically, the original

equation set is left multiplied by the flux Jacobian and manipulated as follows:

∂U

∂ t
+

∂F

∂x
= 0 =⇒ ∂F

∂U

∂U

∂ t
+

∂F

∂U

∂F

∂x
= 0 =⇒ ∂F

∂ t
+

∂F

∂U

∂F

∂x
= 0 (3.11)

The result looks exactly like the equation we started with in the original characteristic

theory. So diagonalizing the flux Jacobian, left multiplying by the matrix of left eigenvectors,

and assuming a locally frozen Jacobian to bring the left eigenvectors into the temporal and

spatial derivatives gives:

∂LF(U)

∂ t
+Λ

∂LF(U)

∂x
= 0 (3.12)

where L and Λ are as defined in 2.1.2. And we now have flux-based characteristic variables

being conserved along characteristic trajectories.

The reason this simplifies the treatment of the perturbations is that the perturbation itself

can be brought directly into the characteristic treatment: wp = lp ·
[
ρw,ρwu,ρw2 + p

′
,ρwθ

]⊤
.

This is the reason we use flux-based characteristic variables in the original formulation, giving

rise to the method’s name: the Flux-Based Characteristic Semi-Lagrangian (FBCSL) method.
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So, the time-averaged fluxes are directly computed as:

F̂i−1/2 =
nG

∑
m=1

ωm

(
4

∑
p=1

[
lp ·F

(
Ũ(xp (tm))

)]
rp

)
(3.13)

The summation for p has four components because there are four waves in question because of

a system of 4 equations with 4 state variables. Again, when p is used as an index or a subscript,

it refers to the pth index wave, but when used in a stand alone fashion, p refers to pressure.

Code-wise, the only change in this formulation is that the flux is computed before multiplying

the left eigenvectors.

Rearranging the terms in (3.13) gives an extra measure of algorithmic flexibility.

F̂i−1/2 =
4

∑
p=1

nG

∑
m=1

(
ωm

[
lp ·F

(
Ũ(xp (tm))

)])
rp =

4

∑
p=1

ŵprp (3.14)

where ŵp is the pth time averaged flux-based characteristic variable passing through the cell

interface. In this treatment, each characteristic wave can now be treated separately (and dif-

ferently), allowing separate treatment of the faster waves and slower waves. For instance, the

quadrature for faster waves can be performed over more integration points than the slow waves

(for greater accuracy over the longer trajectories). This allows a form of “split-explicit” nature

to the computation of fluxes.

Furthermore, for computing the time-averaged characteristic variables, ŵp, another simpli-

fication can be made from the previous assumption that the Jacobian (and thus eigenvectors)

are locally constant:

ŵp = lp ·
nG

∑
m=1

ωmF
(

Ũ(xp (tm))
)

=⇒ ŵp = lp · F̂ (3.15)

So now, all that is needed is the spatially averaged flux along characteristic trajectories to

compute the time-averaged flux at a cell interface over a time step. This gains a measure of
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computational efficiency because the dot product between the pth left eigenvector and flux

vector does not need to be computed for each integration point but only for each wave p. With

the constant eigenvalues, the trajectory equation is simple to integrate:

xp (t) = xi−1/2 −λp (t − t0) (3.16)

where t0 is the time at the beginning of the time step.

In the central computational step in equation (3.15), we need a reconstruction from which

to sample (i.e. Ũ) for each integration point. For this, the original FBCSL formulation uses

the 3rd- to 5th-order accurate WENO reconstruction mentioned in section 2.2.7.6. Important to

note is that WENO interpolants are sufficiently expensive to compute that they are precomputed

before running the flux computation routine rather than on the fly.

3.1.4 Flux Computation Summary

Here, we summarize the algorithm for computing an interface flux. In the vertical direction,

assume a reconstruction of a hydrostatic basic state potential temperature, ρ̃θ H , is subtracted

from the cell mean potential temperature ρ̃θ for the pressure computation in step 2.→(a)→ii.

1. Form left & right eigenvectors and eigenvalues (wave speeds) by averaging left and right

limits from Ũ at the interface

2. For each of the four waves

(a) For nG quadrature points in time

i. Trace quadrature point upstream in time using eigenvalues: xk,p = xi−1/2 −
´ tn+1

tn
λp (t)dt

ii. Compute state variables at upstream point from reconstruction Ũ: Uk,p =

Ũ
(
xk,p

)
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Figure 3.1: Schematic of the process for computing time-averaged characteristic variables with

CFL=1.5 for the interface with a red dashed line. The blue arrow is the upwind trajectory,

and the violet dashed line is the departure location. Dark green circles denote quadrature

points at which the flux is calculated from reconstructions to compute characteristic variables

at locations xm,p. Note separate quadrature within each cell.

iii. Compute flux vector at upstream point from Uk,p: Fk,p = F
(
Uk,p

)

(b) Compute time-averaged flux vector from point samples of the flux in time: F̂p =

∑
nG

k=1 ωkFk,p

(c) Compute time-averaged CV for this wave: ŵp = lp · F̂p

3. Sum the four flux updates to compute the time-averaged interface flux: F̂i−1/2 =∑p ŵprp

Figure 3.1 shows a schematic of this procedure performed with a CFL > 1.

3.2 Analysis of the Original FBCSL Formulation

3.2.1 Communication Needs

An exhaustive comparison of overall performance on large parallel platforms is certainly be-

yond the scope of this study. However, it is useful to provide a quantitative discussion of the

communication needs of our method compared to a multi-stage method. There are design con-

straints when considering a parallel algorithm via domain decomposition such as how many
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communications are performed and how much duplication of work there is. Regarding the for-

mer, consider the communication burden as proportional to the total amount of communication

required per amount of time in simulation.

For the latter, multiple scenarios for each algorithm will be considered. For the FBCSL

algorithm, there are two scenarios: (1) no duplicated work and (2) duplicated reconstructions.

Only duplicated reconstructions are considered for scenario 2 because the flux stage is more

expensive than the reconstruction stage. For the multi-stage algorithm, there are also two

scenarios: (1) no duplicated work and (2) duplicated reconstruction and fluxes. This is not

overly optimistic for the multi-stage communication patterns because the reconstructions and

fluxes are both relatively cheap in a communication dominated context. Quantitative details of

the scenarios are given in the following itemization.

Consider n to be the number of variables per cell, c to be the CFL number, and s to be the

number of stages for the multi-stage solvers. The variable c arises to account for the fact that

the FBCSL methods can perform at large CFL numbers and thus need to communicate more

than one cell of information. For instance, suppose our reconstruction requires 5 cells in total

(the cell in question plus two on either side). The halo region would be 2 cells. A method

limited to CFL < 1 will only need to reconstruct the cell adjacent to a domain decomposition

boundary (DDB). Therefore, in all, 3 cells are communicated to reconstruct that adjacent cell.

If the CFL is raised to CFL < 3, now we need to reconstruct 3 cells past the DDB. Thus, in all,

5 cells are communicated for the purpose of reconstruction. So generalizing this, c+2 (where

2 is the halo region) cells must be communicated for reconstruction. Here, we will use the term

“float” to refer to a 4-byte floating point variable and “double” to refer to an 8-byte floating

point variable.

• FBCSL Scenario 1

2n floats (2 cells of state vectors) are communicated across a DDB to form the recon-

structions. Then 5nc floats (c cells of reconstructions) are communicated to form fluxes
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at large CFL numbers. Finally n floats (one flux vector) are communicated for updating.

Doing this in two directions gives a total of 2n(5c+3) floats of communication.

• FBCSL Scenario 2

(2+ c)n floats (enough state vectors to reconstruct c cells) are reconstructed to compute

reconstructions. Then, n floats (one flux vector) are communicated to update. Doing this

in two directions gives a total of 2n(c+3) floats of communication.

• Multi-stage Scenario 1

Each stage will need to communicate 2n floats (two cells of state vectors) for reconstruc-

tion, n floats for the interpolated interface state vector, and n floats for the flux vector.

With s stages and two directions, this would be: 2c(4ns).

• Multi-stage Scenario 2

Each stage will need to communicate 2n floats for reconstruction, and the interpolation

and flux computation will be duplicated. In s stages, this is 2ncs communications. In two

directions, this is: 4ncs.

Assuming a 3-stage method (typically 3rd-order accurate), we will compare only like scenarios

for fairness. Computing the ratio of communications for Scenario 1, there is a ratio (FBCSL

/ multi-stage) of about 0.417+ 0.25/c. The ratio for scenario 2 is 0.167+ 0.5/c. One can

see that simulating at higher CFL number (larger c) is relatively more effective for scenario

2 than it is for scenario 1. Regardless, however, the FBCSL method requires at most 2/3 the

amount of communication required by the 3-stage solver. For CFL number values of 2 to 3,

the FBCSL methods requires only 1/3 to 1/2 as much communication. The question of overall

efficiency regarding the trade-offs of duplication and communication and the overall cost of the

two algorithms will be highly machine and implementation dependent and is, again, beyond

the scope of this study. This demonstrates that the FBCSL method can operate with lower
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overall communication requirements.

3.2.2 Memory Requirements

The memory requirements of the original FBCSL formulation are not necessarily ideal because

of the need to precompute the WENO interpolants. When implementing, the variables that

scale with problem size are the state variables ( 4NxNz ), the fluxes ( 4(Nx +1)(Nz +1) ), and

the reconstructions ( 20NxNz ). Boiling it down to one number, the memory requirement is

asymptotically 28NxNz. Here, Nx and Nz are the number of cells in the x- and z-directions,

respectively. The requirements for storing the reconstructions are the same as a 6-point multi-

step method! This is a serious problem that will be addressed in the modifications given in

section 3.3.

If the reconstructions are removed from the memory requirements, though, this method has

optimal memory requirements (asymptotically 8NxNz), only needing to store the fluxes and one

set of the state variables. Only one time step of state variables is necessary because they are

overwritten when updated by the fluxes. This is better than even optimal memory multi-stage

methods which require two times of state variable storage.

3.2.3 Assumptions and Inaccuracies

The major assumptions for the original FBCSL formulation are listed below:

1. Constant flux Jacobians over a time step (∆t) and cell domain (∆x)

(a) Constant eigenvalues

(b) Constant eigenvectors

2. Dimensional operator splitting
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3. Source term operator splitting

4. First-order accurate in time handling of source term (forward Euler handling of gravity)

The constant eigenvalues will lead to inaccurate trajectories, meaning characteristic informa-

tion will be sampled from the wrong spatial location. This error will become worse with in-

creasing time step. Also, the assumption of constant eigenvectors means the characteristics do

not interact with each other and that there is no non-linearity in their propagation. The dimen-

sional splitting can be a large source of error for large time steps because different phenomena

(either in different directions or in source term versus fluxes) are evolved independent of one

another over the time step. As for the handling of the source term, only the cell average at the

beginning of the time step is currently used in its dimensionally split context which means this

is temporally first-order accurate. All of these are sources of error and likely interact with one

another in the full integration procedure.

3.2.4 Synchronization, Compute Intensity, and Local Memory

One of the difficulties introduced by precomputing the WENO reconstructions is that it reduces

the compute intensity of the algorithm and increases the synchronization needs. This is mostly

a problem on GPUs where global synchronizations are costly and lack of compute intensity

is even more so. There is a global synchronization inserted between the WENO interpolant

computation stage and the flux computation stage, meaning they must be launched in separate

kernels. Also, together, the stages likely have enough computation to hide the global memory

accesses, but separately they do not.

The number of GPU global memory accesses for the total reconstruction+flux computation

operation is more than 6x more with the precomputed reconstructions. If there were not pre-

computed reconstructions, there would be 4 state variables per cell read from global memory

and 4 flux components written. With the precomputed interpolants, 20 variables per cell (5
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moments per state variables and 4 state variables) are written and read on top of the 8 global

memory accesses mentioned in the previous sentence. On top of this, we have to store 20

variables per cell in fast local memory for efficiency which is a large amount of local memory,

limiting the number of threads that can be run on a given Streaming Multi-processor at a time

(thus limiting efficiency and global memory access time hiding). Because of this, the original

formulation will not be as ideal on current GPUs as it could be.

3.3 Modifications In This Study

Here, we will discuss some incremental improvements to the accuracy and / or efficiency of the

original formulation. Specifically, the largest change in efficiency will come from reworking

the scheme to address the synchronization, local memory, and compute intensity problems

mentioned in section 3.2.4. As for accuracy, we will give theory for relaxing the constant

Jacobian assumptions regarding eigenvalues. Also, an alternate handling of the source term

using characteristics is proposed.

3.3.1 Modifying the Interpolation of the Original Formulation

Section 3.2.4 details the challenges of implementing an efficient code for GPUs with the orig-

inal FBCSL formulation. The fact that the WENO interpolants are precomputed causes in-

creased memory demands, local memory requirements (for GPU kernels), synchronization,

and communication. Also, even though the state variables are guaranteed to be non-oscillatory

by the WENO treatment, it is not necessarily guaranteed that the flux integral will be non-

oscillatory (particularly at large CFL values). This is because the flux is a non-linear function

of the state variables. Therefore, well-bounded (or even monotonic) state variables do not gen-

erally guarantee a well-bounded flux integral. This will be shown in the results section as some

phenomena occur at large CFL in the original FBCSL formulation due to not having enough
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damping.

3.3.1.1 On the Fly Interpolation

Given some of the inefficiencies of the original formulation, it is useful to investigate an al-

ternative approach to high-order accuracy in which interpolation is performed on the fly by

simpler standard (and oscillatory) polynomials computed as in section 2.2.7.2. In this case,

oscillations will develop which must be damped by a diffusive term. We will use fifth-order

accurate interpolation of the state variables for each of the temporal quadrature points. This

means full fifth-order spatial accuracy rather than third- to fifth-order accuracy obtained by

the WENO approximation (at least, before diffusion is applied). Also, for fifth-order accurate

polynomial interpolants, the dominant error in the Taylor truncation is hyperdiffusive. This will

aid the stability of the method by adding a small amount of implicit diffusion that selectively

damps only smaller scales.

This treatment will increase the overall amount of necessary computation at larger CFL

values. However, the increased efficiency on GPUs regarding memory will likely outweigh

this for an overall smaller compute time. Also, in a distributed memory context, the amount of

data transferred decreases substantially, further increasing the efficiency and speed-up on large

distributed memory machines. For this modification, FBCSL Scenario 2 from section 3.2.1

describes the amount of communication required.

In this treatment, there is no longer a need to integrate separately over each individual cell

because the oscillations which develop will be damped after-the-fact anyway. The quadrature

rules need to be subdivided for the fast waves to increase the accuracy over the long trajectory

distances. It will turn out that this subdivision also affects the stability as well. This is one of

the advantages of the formulation given in equation (3.14), the fast waves can be subdivided

while the slow waves are not.
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3.3.1.2 Hyperdiffusion

As for the diffusive process, it is best to use something hyperdiffusive (meaning an even-

ordered derivative term of order higher than 2) because smaller scales are preferentially damped,

leaving the larger scale amplitudes less effected. For instance, consider the fourth-order hyper-

diffusion given below:

∂q

∂ t
=−κ

∂ 4q

∂x4
(3.17)

where κ is the coefficient of fourth-order hyperdiffusion and q is the quantity being diffused.

A second-order accurate finite-volume approximation to the fourth-order derivative can be ob-

tained by computing a sixth-order accurate polynomial interpolant centered about the cell in

question using surrounding cell means and taking the integrated average of the fourth-order

derivative of the interpolating polynomial over the cell in question.

This gives the following approximation (approximating the temporal integration with a

forward Euler step:

qN+1
I = qN

I − κ∆t

∆x4

(
qN

I−2 −4qN
I−1 +6qN

I −4qN
I+1 +qN

I+2

)
(3.18)

where a superscript N denotes the quantity being valid at time level N∆t and a subscript I

denotes a quantity being valid at spatial point I∆x. Making a harmonic assumption on the

variations of q: q(x, t) = q̂ei(Ik∆x−Nω∆t) where i =
√
−1 and plugging into the discretization

gives the following:

qN+1
I =

[
1− κ∆t

∆x4

(
e−2ik∆x −4e−ik∆x +6−4eik∆x + e2ik∆x

)]
qN

I (3.19)

where k is the spatial wave number (2π/λ , λ being the wavelength), and ω is the temporal
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frequency. So it is the absolute value of

A ≡ 1− κ∆t

∆x4

(
e−2ik∆x −4e−ik∆x +6−4eik∆x + e2ik∆x

)
(3.20)

that determines the change in amplitude due to this discretization from one time step to the

next.

Since the wavelength comes in increments of the grid spacing, n∆x, with a minimum of

2∆x, we know that k∆x ∈ [−π,π], and we need |A| ≤ 1 within this range. Additionally, we

want |A| to be monotonically decreasing as |k∆x| increases to π . This is the case only if

κ ∈
[
0,2−4∆t−1∆x4

]
. (3.21)

With κ = 0, there is no diffusion at all, and with κ = 2−4∆t−1∆x4, |A| has the profile shown

in Figure 3.2. Similar analysis of 2nd-order accurate approximations to other hyperdiffusion

regimes shows the following bounds on diffusion coefficients. The hyperdiffusion defined by:

∂q

∂ t
= (−1)n/2+1 κn

∂ nq

∂xn
(3.22)

will have a coefficient within the bounds of

κn ∈
[
0,2−n∆t−1∆x4

]
(3.23)

with a forward Euler step. Here, we apply a parameter β to simplify the specification of a

diffusion coefficient:

κn = β2−n∆t−1∆x4 (3.24)

where β ∈ [0,1] is a tunable parameter. As seen from Figure 3.2, the 2∆x spatial scales are

damped by a fraction β with each forward Euler time step. These manipulations are similar to

77



those in .

Another factor to consider is that a higher-order hyperdiffusion, though it more selectively

damps the smaller spatial scales, also requires a larger halo of cells for computation. There-

fore, high-order hyperdiffusion does have a limit as far as scalability on distributed memory

machines. One can always add together different orders of hyperdiffusion as well:

∂q

∂ t
= ∑

n

(−1)n/2+1 κn
∂ nq

∂xn
(3.25)

subject to the constraints: ∑n βn = 1 and 0 ≤ βn ≥ 1 : ∀n. This will give a hybrid damping

profile with much more flexibility than one of them alone. In practice, we have found that

sixth-order hyperdiffusion is not always sufficient to maintain stability, but a hybrid where

the lower order hyperdiffusions are weighted lower performs sufficiently regarding stability

without sacrificing too much of the larger scale amplitudes.

What we have found useful to do in implementation (for simplicity in using the hyperdiffu-

sion) is to let the user specify two parameters: (1) the scale of separation, s, between orders of

hyperdiffusion and (2) the amount to damp 2∆x waves, d̂, in a time step. The second parameter

is similar to β but now operates on the entire hybrid profile. The parameter s specifies that

β4 = sβ2 and that β6 = sβ4 = s2β2. This defines the coefficients as:

βn = d̂sn/2−1

(
nmax/2−1

∑
k=0

sk

)−1

: n = 2,4, ...nmax (3.26)

For this study, nmax = 6. Figure shows a plot of the second- through sixth-order standard hy-

perdiffusion amplitude profiles along with some hybrid profiles with the above specifications.

The parameter s must be in the domain s ∈ (0,∞). As s → 0, the hybrid profile approaches

second-order diffusion. As s → ∞, the hybrid profile approaches sixth-order hyperdiffusion.

For a mass conserving model, it is best not to destroy mass conservation by performing the
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(a) β = 1

(b) β = 0.5

Figure 3.2: Plots of the amplitude fraction over range spatial scales after applying a second-

order accurate hyperdiffusion of orders ranging from 2 to 8 with a forward Euler time step.
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Figure 3.3: Plots of the amplitude fraction over range spatial scales after applying standard

hyperdiffusion and hybrid hyperdiffusion over a range of scale separation parameters s. For all

standard hyperdiffusion plots, β = 1, and for all hybrid hyperdiffusion plots, d̂ = 1.

hyperdiffusion step in a non-conservative manner. Therefore, the hyperdiffusion is transformed

using the finite volume ideology:

∂qi

∂ t
= ∑

n

(−1)n/2+1 κn
1

∆x

xi+1/2
ˆ

xi−1/2

∂

∂x

∂ n−1q

∂xn−1
dx (3.27)

∂qi

∂ t
= ∑

n

(−1)n/2+1 κn
1

∆x

(
∂ n−1q

∂xn−1

∣∣∣∣
i+1/2

− ∂ n−1q

∂xn−1

∣∣∣∣
i−1/2

)
(3.28)

So now, for the 2nd-, 4th-, and 6th-order hyperdiffusions, we actually need the 1st-, 3rd-, and

5th-order derivatives, respectively, evaluated at the interfaces. In the model implementation,

hyperdiffusion is only applied the momentum and not on density or potential temperature.

3.3.2 Higher-Order Accurate Trajectories

Currently, the velocity is held constant as characteristic trajectories are computed, meaning

characteristic variables are being traced to inaccurate locations when the flux Jacobian gradi-

ent is large. The trajectory is governed by the ordinary differential equation: dx/dt = λ (t).
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Therefore, the general trajectory (tracing backward in time) is:

x(t) = xi−1/2 −
t
ˆ

tn

λ (t)dt (3.29)

With the constant eigenvalue assumption, the trajectory is simple: x(t) = xi−1/2 −λ t, which is

a second-order accurate trajectory, assuming the estimate of λ is at least first-order accurate. A

Taylor expansion of the velocity in time will give higher-order accuracy for the trajectory:

x(t) = xi−1/2 −
t
ˆ

tn

m

∑
k=0

λ (k) (tn)
(ξ − tn)

k

k!
dξ = xi−1/2 −

m

∑
k=0

λ (k) (tn)

t
ˆ

tn

(ξ − tn)
k

k!
dξ = xi−1/2 −

m

∑
k=0

λ (k) (tn)
(t − tn)

k+1

(k+1)!
(3.30)

At this point, all we need for higher-order accurate trajectories are temporal derivatives

of the wave velocities, λ . For the first derivative, we can use chain rules to cast this in

terms of temporal derivatives of the state variables. Creating a vector of wave speeds ~λ =

[λ1,λ2,λ3,λ4]
⊤ = [u,u,u+ cs,u− cs]

⊤, we can use the Jacobian of~λ with respect to U:

∂~λ

∂ t
=

∂~λ

∂U

∂U

∂ t
(3.31)

This can be modified further by using the original definition of the conservation laws (neglect-

ing the source term because it is assumed to be split off):

∂U

∂ t
+

∂F(U)

∂x
= 0 =⇒ ∂U

∂ t
=− ∂F

∂U

∂U

∂x
(3.32)

Plugging this in gives the final expression of the wave speed derivatives in terms of the spatial

derivatives of state variables (which we obtain readily from the reconstructions)

∂~λ

∂ t
=−

(
∂~λ

∂U

∂F

∂U

)
∂U

∂x
(3.33)

Higher-order temporal derivatives can be obtained by successive application of derivative
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chain rules and product rules along with using the original conservation law definition to trans-

fer everything into spatial derivatives of U. This is an extremely tedious computation, and it is

best to use symbolic mathematical software and perform the computation component-wise on

the wave speeds. We leave the use of higher-order derivatives to future research.

For the 2-D non-hydrostatic system, in the x-direction, the first temporal derivative of the

wave speeds is:

d

dt




u

u

u− cs

u+ cs




=




1
ρ

(
u2 du1

dx
−udu2

dx
− c2

s

θ
du4
dx

)

1
ρ

(
u2 du1

dx
−udu2

dx
− c2

s

θ
du4
dx

)

du
dt
− cs

2ρ

(
uγ du1

dx
− (γ −1) du2

dx
− γu

θ
du4
dx

)

du
dt
+ cs

2ρ

(
uγ du1

dx
− (γ −1) du2

dx
− γu

θ
du4
dx

)




(3.34)

In the z-direction, the first temporal derivative is:

d

dt




w

w

w− cs

w+ cs




=




1
ρ

(
w2 du1

dx
−w

du3
dx

− c2
s

θ
du4
dx

)

1
ρ

(
w2 du1

dx
−w

du3
dx

− c2
s

θ
du4
dx

)

dw
dt

− cs

2ρ

(
wγ du1

dx
− (γ −1) du3

dx
− γw

θ
du4
dx

)

dw
dt

+ cs

2ρ

(
wγ du1

dx
− (γ −1) du3

dx
− γw

θ
du4
dx

)




(3.35)

3.3.3 Characteristic Handling of the Gravity Source Term

With the original formulation, the source term is being split off with a second-order accurate

Strang (alternating) splitting method along with the dimensional splitting between the x- and

z-dimension updates. On top of this, it is only being handled with a first-order accurate method

in time, using data at the initial time to be valid for the entire time step. A synchronization and

step of communication are both required before the source term updates in distributed memory

paradigms for this splitting method. To compute the source term updates in the same step as

the z-direction update would get rid of this synchronization point and step of communication.
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Also, characteristic (thus higher-order accurate in time) handling may be more accurate.

Starting with the original fully discrete finite volume system with only the z-direction fluxes

and source term:

U
n+1
j = U

n
j −∆t

(
Ĥ j+1/2 − Ĥ j−1/2

∆z
+ Ŝ j

)
(3.36)

Using quadrature to compute the temporal and spatial averages of the source term gives:

Ŝ j = ∑
k

∑
l

[
ωk,lS(U(zl , tk))

]
(3.37)

In this formulation, the state variable vector U at spatial and temporal quadrature points is

necessary to compute the source term, and characteristic theory can be used for this. In fact, all

that is needed is a characteristics-based estimate of ρ
′
= ρ −ρH at quadrature points in space

and time for the 2-D x-z equation set.

If a given problem can be cast such that one can use state variable-based characteristic vari-

ables rather than flux-based characteristic variables, then this integration can be simplified via

Simpson’s rule. If U at integration points in time is computed already at cell interfaces, then

Simpson’s rule can reuse that information for the source term, needing only to compute U at

temporal integration points out from the cell’s spatial midpoint to complete the spatial inte-

gration. If second-order spatial accuracy is sufficient, then no more computation is necessary.

This would substantially reduce the total amount of computation.

It turns out that a characteristic handling of the gravity source term in this equation set is

very difficult. We will use the primitive variables (only the vertical direction) to explain why

this is the case. In order to characteristically compute ρ
′
, one can subtract off the hydrostatic
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basic state from the conservation of mass equation to give the following:

∂

∂ t




ρ
′

u

w

p




+




w 0 ρ 0

0 w 0 0

0 0 w 1
ρ

0 0 γ p w




∂

∂ z




ρ
′

u

w

p




=




−w
∂ρH

∂ z

0

0

0




(3.38)

As given before, the diagonalization of the vertical Jacobian:




w 0 ρ 0

0 w 0 0

0 0 w 1
ρ

0 0 γ p w



=




ρ 1 0 ρ

0 0 1 0

−cs 0 0 cs

ρc2
s 0 0 ρc2

s







w− cs 0 0 0

0 w 0 0

0 0 w 0

0 0 0 w+ cs







0 0 − 1
2cs

1
2ρc2

s

1 0 0 − 1
c2

s

0 1 0 0

0 0 1
2cs

1
2ρc2

s




(3.39)

Doing the typical manipulations to develop a characteristic theory, one eventually obtains the

following:

D

Dt




1
2ρ̄ c̄s

2 (p− ρ̄ c̄sw)

ρ
′ − p

c̄s
2

u

1
2ρ̄ c̄s

2 (p+ ρ̄ c̄sw)




=




0

−w
∂ρH

∂ z

0

0




(3.40)

A matrix vector multiply between the matrix of right eigenvectors and the characteristic vari-

ables gives the final perturbation density: ρ
′
= ρ̄ (w1 +w4)+w2. Because the final value of ρ

′

does not depend on the third characteristic variable, it does not need to be computed.

Doing a quick scale analysis of these equations, let us place in representative values of

the surface: c̄s = 350 m s−1, p = 105 Pa, ρ̄ = 1 kg m−3, ∂ρH/∂ z = 10−4 kg m−3 m−1, w =

1 m s−1. Keeping only the highest order of magnitude terms, clearing out the order one terms
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gives, and ignoring the third CV which does not come into play gives:

D

Dt




p

2c̄s
2

ρ
′ − p

c̄s
2

p

2c̄s
2




≈ D

Dt




2
5

ρ
′ − 4

5

2
5




≈




0

0

0




(3.41)

Remember that the density perturbation is retrieved from these CVs by the following: ρ
′ ≈

w1 +w4 +w2. It is clear that the two fast wave terms need to properly cancel with the slow

wave term in order to get a proper estimate of the perturbation density for computing the source

term. The smaller the scale of the perturbation density (e.g. the smoother the flow), the greater

the relative inaccuracy of the characteristic approach will be. And in practice, as the CFL

increases to 2 or 3, inaccuracies (particularly near the top and bottom boundaries) begin to

dominate the solution for the non-hydrostatic gravity waves test case.

Because of the difficulties in obtaining an accurate representation of perturbation density

via a characteristic approach to compute the source term, we will not be able to include this

particular method in the accuracy analysis. Future research will be required to find a way of

getting a balanced and accurate estimate of perturbation density via the method of characteris-

tics. It is uncertain as of yet whether this type of source term handling will be accurate in other

geophysical flows such as shallow water dynamics and the Coriolis source terms.

Though this is a high-order accurate treatment of the source term, the splitting would still

be first-order accurate in nature because the source term and fluxes do not interact with one

another over the time step. This is dealt with in the next section.
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3.3.3.1 Inclusion of Gravity Source Term in the Characteristics

The handling of the gravity source term just given does not couple the flux and source term

calculations together, and thus the splitting would technically be first-order accurate. The fluxes

and the source term each give their contributions to the change in U over the time step, but they

do not interact with one another. One way to allow interaction between them is to leave the

source term in when developing characteristic theory.

State Variable-Based The system of conservation laws in the vertical direction with the

gravity source term is:

∂U

∂ t
+

∂H(U)

∂ z
= S (3.42)

Applying the chain rule to the flux term to obtain the flux Jacobian, diagonalizing the flux

Jacobian, left multiplying by the matrix of left eigenvectors, and assuming a locally frozen

Jacobian to bring the left eigenvectors into the temporal and spatial derivatives gives:

DW

Dt
= LS (3.43)

where W is the vector of characteristic variables, and a final trajectory constraint constraint is

added for the Lagrangian (material) derivative:

dzp

dt
= λp (3.44)

As mentioned in section 2.1.2, the matrix form of characteristic theory is not the most

forthcoming about what is actually going on. So in component form this is:

Dwp

Dt
= lp ·S (3.45)
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Therefore, each characteristic variable is conserved along its path as before except that there is

a “forcing” along this path now:

wtn+∆t
p

(
z j−1/2

)
= wtn

p


zi−1/2 −

tn+∆t
ˆ

tn

λ (t)dt


+

tn+∆t
ˆ

tn

lp ·Sdt (3.46)

The last integral on the right-hand-side must be computed for each integration point in time,

making it in effect a double integral with regard to the time-averaged interface flux we are

ultimately after. As far as the actual values of LS, they are very simple:

LzS =




0

0

ρ
′
g

2c̄s

−ρ
′
g

2c̄s




(3.47)

Flux-Based So far, this theory only computes a value U at a different point in time under the

influence of both the fluxes and the source term:

D(LU)/Dt = LS(U) . (3.48)

This is sufficient for computing the gravity source term under this characteristic handling.

However, since the vertical fluxes must be computed (at this point, anyway) with flux-based

characteristic variables, this theory directly will not necessarily apply. To get a theory valid for

flux-based characteristic variables, we must alter the derivation given in section 3.1.3.

Starting with the temporal derivative of the flux, we have:

∂F(U)

∂ t
=

∂F

∂U

∂U

∂ t
=

∂F

∂U

(
−∂F(U)

∂x
+S(U)

)
=− ∂F

∂U

∂F(U)

∂x
+

∂F

∂U
S(U) (3.49)
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∂F(U)

∂ t
+

∂F

∂U

∂F(U)

∂x
=

∂F

∂U
S(U) (3.50)

Now, to diagonalize the flux Jacobian, left multiply the equation by the matrix of left eigenvec-

tors, and assume a locally frozen Jacobian to bring the left eigenvectors inside the derivatives:

∂LF(U)

∂ t
+Λ

∂LF(U)

∂x
= ΛLS(U) (3.51)

Putting the left-hand-side into a Lagrangian / material derivative form gives the final form for

this characteristic theory:

DLF(U)

Dt
= ΛLS(U) (3.52)

Curiously, this is the same form as the state variable based characteristic theory except the

source term has the matrix of wave speeds multiplied to it. Substituting in L∗ = ΛL, the com-

ponent form of this is:

Dlp ·F(U)

Dt
= l∗p ·S(U) (3.53)

where l∗p is the pth row of L∗. L∗ is as follows:

L∗ = ΛL =




0 w 0 −wu
θ

w 0 0 −w
θ

w(w−cs)
2cs

0 −w−cs

2cs

w−cs

2θ

−w(w+cs)
2cs

0 w+cs

2cs

w+cs

2θ




(3.54)

L∗S =




0 w 0 −wu
θ

w 0 0 −w
θ

w(w−cs)
2cs

0 −w−cs

2cs

w−cs

2θ

−w(w+cs)
2cs

0 w+cs

2cs

w+cs

2θ







0

0

−ρ
′
g

0




=




0

0

ρ
′
g(ŵ−ĉs)

2ĉs

−ρ
′
g(ŵ+ĉs)

2ĉs




(3.55)

Even though an accurate characteristic treatment of the source term is difficult and not
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worthwhile to implement for accuracy comparisons for this equation set, it is still worthwhile

to include the effects of gravity on the CVs as they travel from source to destination, and this is

one of the modifications included in the accuracy comparison later. The reason this is easy to

implement accurately as opposed to the characteristic handling of the source term is that here,

ρ
′

is computed directly at a single point. To have the greatest accuracy, a stencil of density

perturbations is gathered, and that stencil is interpolated (rather than taking the difference of

separate interpolations).

Affecting Trajectories So far, the source term has not altered the trajectory. To allow this,

the higher-order accurate characteristic trajectory treatment of section 3.3.2 can be modified:

∂~λ

∂ t
=

∂~λ

∂U

∂U

∂ t
=

∂~λ

∂U

(
− ∂F

∂U

∂U

∂x
+S(U)

)
=−∂~λ

∂U

∂F

∂U

∂U

∂x
+

∂~λ

∂U
S(U) (3.56)

Now, there is a new term modifying the previous definition of the first derivative of the wave

speeds.

It is important to ensure that the final term on the right-hand-side makes physical sense

since it is modifying the wave velocities due to gravity.

∂~λ

∂U
S(U) =




−ρ
′

ρ g

−ρ
′

ρ g

−ρ
′

ρ g

−ρ
′

ρ g




(3.57)

This is saying that the source term now accelerates all trajectories according to the perturbation

density. A density greater than the background state will accelerate downward, and a density

less than the background state will accelerate upward.

With these treatments combined, the entirety of the characteristic tracing is now under the
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influence of both the fluxes and the gravity source term, so that the two are more coupled during

the time step. Using this characteristic theory for both the fluxes and the source term allows a

coupled simulation of both in one step without the need for communication or synchronization.

Something good about the source term inclusion for characteristics is that the derivative of the

source vector is not needed. Because of this, the Jacobian ∂S/∂U does not have to exist. So S

can include derivatives or independent spatial variables (x or z) as well (e.g. the Coriolis source

term which depends on latitude).

3.3.4 Algorithmic Handling of Characteristic Source Terms

To handle the presence of a source term within the characteristic treatment, the following will

be the procedure. First, the characteristic variable will be computed at the foot of the trajectory

path (the departure point) using left eigenvectors valid at the cell interface in question. Then,

the source terms will be integrated along the trajectory back to the arrival point (the cell inter-

face). At the arrival point (also the cell interface), and the product of the modified characteristic

variable (computed at departure and modified by source terms) and the right eigenvector valid

at the cell interface will give that wave’s contribution in the characteristic handling.

The most natural way to compute the integral since it is going to be computed for successive

quadrature points in time is to form an accumulation while traveling successively outward from

the cell interface over quadrature points. So, for the first quadrature point in time (closest to

the interface), the integrated source term from departure to arrival is stored. Then, for the next

quadrature point, only the integral between the first and second quadrature point is computed,

and it is summed to the previously stored value. The process continues until the last temporal

quadrature point is reached.
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Chapter 4

Numerical Results and Discussion

4.1 Model Formulations and Test Cases

4.1.1 Model Formulations

Theory was presented in the previous section, and in this chapter the theory will be imple-

mented and tested. A set of model formulations is defined in a succinct manner in Table 4.1.

All of the modifications in the table denoted by the letter ’M’ can be added to one another

seamlessly, and more than one modification coupled together will take the form M##. For ex-

ample, M124 will compute interpolations on the fly, use third-order accurate trajectories, and

include gravity effects in the trajectories. There is one constraint: M4 can only be used in con-

junction with M2 because gravity exerts no effects on the velocity’s zeroth-order moment but

only on its derivatives. Also, none of the modifications M2 - M4 are used without M1 because

of the difficulty of implementing them without on-the-fly interpolations.
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Table 4.1: List of model formulations for the 2-D non-hydrostatic model.

Label Description

O This is the original formulation described in section 3.1.

M1

Uses on-the-fly interpolations, 5th-order accurate

polynomials are used, and hyperdiffusion is added to damp

oscillations.

M2 Uses third-order accurate trajectories.

M3
Includes gravity effects on characteristic variables as they

travel from source to destination.

M4
Includes gravity effects on third-order accurate trajectory

computations.

4.1.2 Test Cases

Some standard benchmark test cases are performed to evaluate the ability of the proposed

solver to effectively simulate non-hydrostatic atmospheric dynamics: a rising convective ther-

mal, a density current, and internal gravity waves in the non-hydrostatic regime. These are the

same test cases as in [9, 105] and references therein. The convective bubble test case embodies

a phenomenon of great interest to mesoscale type flows. The Straka density current mimics

cold outflow from a convective system and tests a methods ability to control oscillations when

run without numerical viscosity. Finally, the internal gravity waves test case tests a model’s

resolution of a smooth phenomenon on non-hydrostatic scales which transfers sizable amounts

of energy on both mesoscales and global scales.

Because these test cases have no analytical solution, they must be evaluated qualitatively

with some quantitative portions of that analysis. Actually, since the gravity waves test case

is smooth (in this case meaning non-turbulent) without explicit numerical viscosity, it has a

grid-refined solution which can serve as an exact solution, and it allows high-order accurate

convergence. This test case is used for error norms and convergence estimates. Full conserva-

tion was achieved in all state variables in each test case except the density current because the

diffusion prescribed for the test case was not in conservation form.
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Hydrostatic Initialization

There are two vertical base state profiles in hydrostatic balance which arise in this model. They

are profiles defined by a constant potential temperature throughout the column and profiles

defined by a constant Brunt-Vaisala frequency throughout the vertical column. Constant po-

tential temperature profiles will not permit internal gravity waves due to an exactly neutral

atmosphere with respect to buoyant accelerations. Constant Brunt-Vaisala frequency profiles

are stably stratified and therefore do allow internal gravity waves.

Constant Potential Temperature To initialize hydrostatic balance, it is easiest to obtain a

vertical profile for Exner pressure, π , rather than pressure directly. Exner pressure is a function

of pressure only, given by:

π =

(
p

p0

)Rd/cp

(4.1)

And its hydrostatic balance equation is given in terms of only potential temperature:

dπ

dz
=− g

cpθ
(4.2)

The first two test cases assume a constant potential temperature basic state. Therefore, the

hydrostatically balanced Exner pressure profile is trivial:

π (z) = πs f c −
gz

cpθ0
(4.3)

where we assume πs f c = 1 meaning p = p0 at the surface.

Constant Brunt-Vaisala frequency In the gravity wave test case, a constant Brunt-Vaisala

frequency, N0, is specified. The Brunt-Vaisala frequency is given in terms of fractional vertical
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gradient of potential temperature: √
g

θ

dθ

dz
= N0 (4.4)

Therefore,

θ (z) = θs f ce
N2

0
g z

(4.5)

Plugging this into (4.2), we eventually obtain the following vertical profile:

π (z) = πs f c −
g2

cpN2
0

(
θ (z)−θs f c

θ (z)θs f c

)
(4.6)

We set the constants as follows: πs f c = 1, θs f c = 300 K, and N0 = 10−2 s−1.

Pressure can be obtained from (4.3) or (4.6) by the Exner pressure equation, (4.1). Then,

density may be extracted from the pressure by the equation of state. Many studies use the cell

mid-point value for initialization (at most second-order accurate) in a FV context. In this study,

however, a five-point (ninth-order accurate) Gauss-Legendre quadrature is used to initialize the

cell means to ensure sufficient initial accuracy. Perturbations for the various test cases are

included in the quadrature for a high-order accurate initialization. Also, hydrostatic balance

is not restored after addition of the perturbations in this case, so the initial thermal should be

interpreted as an instantaneous shock to the hydrostatically balanced system.

4.1.2.1 Convective Thermal

The convective thermal uses a hydrostatic balance based on a uniform potential tempera-

ture, θ0 = 300 K, and then adds the following perturbation in potential temperature: θ =

θ0 + ∆θ max(0,1−D/R) where R is the radius of the bubble, and D is the distance from

the center of the bubble given by: D =

√
(x− x0)

2 +(z− z0)
2. For this test case, we define

∆θ = 2 K, R = 2 km, x0 = 10 km, and z0 = 2 km. The model domain is [0,20]× [0,10] km.

This test case is run out to a time of 1,000 seconds, and a traditional grid spacing is 125m.
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4.1.2.2 Straka Density Current

This test case uses a hydrostatic balance, again based on a uniform potential temperature,

θ0 = 300 K, and then adds the following perturbation in potential temperature:

θ =





θ0 i f L > 1

θ0 +∆θ [cos(πL)+1]/2 i f L ≤ 1
(4.7)

L =

√(
x− x0

xR

)2

+

(
z− z0

zR

)2

(4.8)

We define ∆θ =−15 K, xR = 4 km, zR = 2 km, xc = 0 km, and zc = 3 km. The model domain

is [−26.5,26.5]× [0,6.4] km with a grid spacing varying from 25m to 400m. This test case is

run out to a time of 900 seconds.

Traditionally, explicit diffusion is added to this test case to assure a grid converged solution.

The horizontal momentum, vertical momentum, and potential temperature diffusion terms are

given, respectively, by ρK (uxx +uzz), ρK (wxx +wzz), and ρK (θxx +θzz) where K = 75m2s−1

is the coefficient of diffusion. This is implemented with centered second-order accurate finite

differences and a forward Euler step, sufficient due to the convectively dominant character of

the flow.

4.1.2.3 Non-Hydrostatic Internal Gravity Waves

This case tests the proposed scheme in its handling of Internal Gravity Waves (IGWs) on a

non-hydrostatic scale. The domain is initialized hydrostatically with a constant Brunt-Vaisala

frequency of N = 10−2 s−1 to admit IGWs. A potential temperature perturbation is added to

the potential temperature field as follows:

θ = θ0 (z)+∆θ
sin(πz/H)

1+(x− x0)
2 /a2

(4.9)
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where H = 10 km, ∆θ = 10−2 K, a = 5 km, and x0 = 100 km. The simulation is run for 3,000

seconds on a domain of [0,300]× [0,10] km. The initial vertical wind is set to 0 m s−1, and

the initial horizontal wind is set to 20 m s−1 to advect the entire IGW train in the positive

x-direction.

4.1.2.4 Bubble Collision

This is not a literature standard test case, but we created and included it to produce a large

amount of turbulence and a full cascade of energy for tuning the hyperdiffusion. This flow

includes large gradients and provides a fairly rigorous test of a method’s stability. The kinetic

energy spectrum is not expected to follow the k−3 slope (where k is the wavenumber) found in

the real atmosphere because this is a stratified 2-D model, not a stratified 3-D model. However,

it is still useful to see how different methods of damping / implicit damping affect the range of

scales of motion. In this test case, the setup is exactly the same as for the convective thermal

(see section 4.1.2.1) test case except that two bubbles are initialized. One is initialized with

∆θ =−20 K, R= 2 km, x0 = 10 km, and z0 = 18 km, and another is initialized with ∆θ = 20 K,

R = 2 km, x0 = 10 km, and z0 = 2 km. The bottom bubble is convectively positively buoyant

and will rise while the top bubble is convectively negatively buoyant and will fall. Thus, they

collide into each other at large velocities, and a turbulent flow regime forms. This test case is

run for 700 seconds.

4.2 Results For The Original Formulation

Below are the results from the literature standard test cases which have been accepted for

publication in the Journal of Computational Physics[101]. They were all run with the original

model formulation.
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4.2.1 Convective Thermal

The thermal is simulated at a maximum Courant number of 0.98. The potential temperature

perturbations, horizontal wind, and vertical wind with a grid spacing of 125m are contoured in

Fig. 4.1. Time traces (sampled every 10 seconds) of the domain maximum potential tempera-

ture perturbation and vertical wind are also given in Fig. 4.2. The maximum wave speed at all

four resolutions was
∣∣∣~V
∣∣∣+ cs ≈ 349ms−1.

Qualitatively, the simulation matches well with other studies, and because we initialize cell

averages and not cell midpoints, the results will not be exactly alike. The flow at this time and

on these scales exhibits no large-scale turbulence, leading to a sense of convergence as the grid

is refined. We run at multiple resolutions to show how the standard resolution (125m) for this

test case compares to a higher resolution solution (31.25m). We start with a time step of 0.35

seconds at ∆x = 125m and decrease it linearly with the grid spacing from there.

Time traces in Fig. 4.2 seem to show oscillations, but they occur because the maximum

in a variable may be split between two cells at one time and in a single cell at another time.

This is further supported by the observation that they decrease substantially as the grid spacing

decreases. With 31.25m grid spacing, the domain maximum potential temperature exceeds

the initial value towards the end of the simulation. This is not numerical instability because

we ran the simulation out to 2,000 seconds stably, and it is not entirely overshooting either

because the flow is not non-divergent. Convergent flow is increasing the potential temperature

in spots and decreasing it in others. There is considerable agreement at all resolutions for the

domain maximum vertical wind until about 650 seconds. At this point, the higher resolutions

are resolving smaller-scale flows which concentrate the potential temperature near the top of

the “mushroom.”

Fig. 4.3 gives a plot of the potential temperature perturbations for a convective thermal test

case run with a maximum CFL number of 1.96 with 125m grid spacing and differences from the

97



(a) Potential temperature perturbations (b) Horizontal wind

(c) Vertical wind

Figure 4.1: Plots for the convective thermal test case with a 125 m grid spacing after 1,000 sec

of simulation. x- and y-axes are in km, potential temperature perturbations are in K, and winds

are in m s−1.
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(a) Domain maximum potential temperature perturbation (b) Domain maximum vertical wind

Figure 4.2: Domain maximum potential temperature and vertical wind traces for the convective

thermal test case over a range of grid spacings. x-axis is time in seconds and y-axis is K for

potential temperature trace and ms−1 for vertical wind trace.

(a) Potential temperature perturbations (b) Potential temperature perturbation differences from

the CFL=0.98 run.

Figure 4.3: Plots for the convective thermal test case with a 125 m grid spacing after 1,000

sec of simulation with a CFL number of 1.96. x- and y-axes are in km, potential temperature

perturbations are in K.
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previous run. The largest magnitude difference from the previous run is 0.27 which represents

about a 13% departure at that location. Given the likelihood that the 0.98 CFL number run

is more accurate, we can take from this that there probably needs to be some adjustments to

the trajectory accuracy in order to increase the accuracy of the overall simulation. Stability is

achieved with the larger CFL number despite any accuracy concerns.

Fig. 4.4 shows the kinetic energy power as a function of spatial wavenumber along a

horizontal line averaged in the vertical. Holding wave number constant, the relative change in

kinetic energy power decreases as the grid spacing become smaller which numerically suggests

that this method is converging. We were required to stop at a grid spacing near 4.7m (roughly

9 million cells) because the GPU devices on our system were running out of memory at finer

grid spacings.

4.2.2 Straka Density Current

This test case is simulated at a maximum Courant number of 0.97 and a maximum wave speed

of
∣∣∣~V
∣∣∣+ cs ≈ 385ms−1 . This is a good test case for examining the oscillatory properties of a

scheme because of the many strong gradients in both the wind and potential temperature. For

proper grid convergence, the test case prescribes a dynamic viscosity. Even though viscosity is

present, we use free slip boundary conditions at the domain bottom (meaning the wind is not

forced to zero there).

Fig. 4.5 shows potential temperature perturbation contours for resolutions at 400m, 200m,

100m, 50m, and 25m. Table 4.2 gives the maximum and minimum potential temperature

perturbation at 900 seconds of simulation. The lack of a 0 K perturbation contour is solely for

the sake of plot clarity. We start with a time step of 1 second at ∆x = 400m and decrease it

linearly with the grid spacing from there.

The plots are in line with other studies. One thing to keep in mind which makes this simu-
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Figure 4.4: Plot of the kinetic energy power at a given wavenumber for the rising thermal test

case over a broad range of grid spacings.

Table 4.2: Maximum and minimum potential temperature perturbation at 900 seconds for the

Straka density test case with diffusion.

Grid Spacing 400m 200m 100m 50m 25m

Time Step (s) 1 0.5 0.25 0.125 0.0625

Max θ
′
(K) 1.52e-1 5.20e-2 9.59e-3 6.52e-3 1.22e-07

Min θ
′
(K) -6.09 -7.45 -8.48 -8.70 -8.74
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(a) 400m

(b) 200m

(c) 100m

(d) 50m

(e) 25m

Figure 4.5: Plots for the Straka density current test case after 900 seconds with diffusion for

grid spacings ranging from 25m to 400m. x- and y-axes are in km and potential temperature

perturbations are in K.
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lation slightly different than others is that we initialize the model with cell averages computed

via quadrature and not cell midpoint values. Therefore, our minimum potential temperature

perturbation will be slightly smaller in magnitude than other studies. We remark that a max-

imum potential temperature perturbation above zero does not necessarily indicate oscillations

because the flow is not non-divergent. Note first that the potential temperature itself ranges

from 290K to 300K initially. Lagrangian conservation of θ (which is the mathematical con-

straint here) is typically thought to require that no new extrema may develop. However, if the

flow is convergent, trajectories then intersect, and the solution is the linear superposition of in-

tersecting waves. Therefore, new extrema may in fact develop but only if trajectories intersect

(e.g. when the flow is convergent).

We also ran this test without explicit viscosity to demonstrate the stabilizing properties

of the WENO interpolant at Courant numbers near 1 and near 2. Fig. 4.6 shows a plot of

the density current test case with only implicit numerical viscosity run at a maximum CFL

number of 0.98 and 1.95. We ran the near-unity CFL number test case with a time step of

0.126 seconds, and both runs had a grid spacing of 50m. The gradients are much stronger,

and even more so than visible in the plot because we contoured at an interval of 0.5 instead of

0.25 for visual purposes. This creates even more difficulty for a numerical method to remain

stable, but the WENO interpolants provide sufficient implicit diffusion for stability. For the

simulation without explicit diffusion at CFLmax=0.98, the minimum θ
′

was -12.1 K and the

maximum θ
′
was 0.383 K. There are noticeable differences between the two runs at near unity

CFL number and larger CFL number which demonstrate the potential advantages of improving

trajectory calculations. Still, for a turbulent flow they are similar, and stability was maintained

at the higher CFL number without explicit diffusion.
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(a) CFLmax=0.98

(b) CFLmax=1.95

Figure 4.6: Contours of potential temperature perturbation for the Straka density current test

case without explicit numerical viscosity after 900 seconds with a grid spacing of 50m. x- and

y-axes are in km and potential temperature perturbations are in K. For visual clarity, they are

plotted with half the number of contours as Fig. 4.5.
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Table 4.3: Error norms in the potential temperature field compared to 25m results.

∆z 400m 200m 100m 50m

L1 0.422339 0.156702 0.0236569 0.00172828

L2 0.449548 0.187334 0.0356143 0.00300876

L∞ 0.480062 0.234141 0.0703918 0.00899815

4.2.3 Non-Hydrostatic Internal Gravity Waves

The simulation is run with a maximum Courant number of 1. We ran this simulation at three

vertical grid spacings ranging from 50m to 200m. The horizontal grid spacing is always ten

times greater than the vertical in this test case. We ran with a time step of 0.54 seconds for

∆z = 200m and decreased it linearly with grid spacing from there.

Fig. 4.7 gives contour plots of the potential temperature perturbation, and Fig. 4.8 gives

the potential temperature perturbations along the line z = 5km after 3,000 seconds. These

results agree well with previous studies, and it is the only test case which really converges to a

solution as the grid is refined without requiring diffusion. Therefore, we use this test case to get

some notion of the numerical convergence of the scheme as both grid and time step are refined

using the 25m grid spacing as the “exact” solution. If we consider the error as a function of

grid spacing, E (∆x) = C (∆xn) with C being a constant with respect to ∆x, then the order of

convergence is given by

n = ln(E (∆x)/E (∆x/ f ))/ ln f . (4.10)

We estimate error norms by regridding the 50m potential temperature perturbations to the

coarser grid. Table 4.3 summarizes the error norms, and Fig. 4.9 shows a log-log plot with

the slope showing the convergence. The L1 error norms seem to be asymptoting to near fourth-

order convergence, and the L∞ norms converge more slowly which is typical. We note that this

test case is very smooth, and this sort of convergence is very unlikely in realistic flows.

We also ran the 100m (vertical) grid spacing run with CFLmax=2, and the potential tem-
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(a) ∆z=200m

(b) ∆z=100m

(c) ∆z=50m

Figure 4.7: Plots for the internal gravity waves test case after 3,000 seconds with a range of

grid spacings with CFLmax=0.99. ∆x = 10∆z for all simulations. The x- and y-axes are in km

and potential temperature perturbations are in K.
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Figure 4.8: Plot of potential temperature perturbations along the line z = 5km for the internal

gravity waves test case after 3,000 seconds with a range of grid spacings. ∆x = 10∆z for all

simulations. The x-axis is in km and the y-axis is in K.
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Figure 4.9: Log-log plot of potential temperature errors (increasing upward) as a function of

grid spacing (decreasing to the right). We used the 25m run to represent the exact answer and

add lines whose slopes show visually the order of convergence.
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(a) ∆z=100m, CFLmax=1.99

(b) Differences between CFL=1.99 and CFL=0.99

Figure 4.10: Plots for the internal gravity waves test case after 3,000 seconds with a maximum

CFL number of 2. ∆x= 10∆z= 1,000 m. The x- and y-axes are in km and potential temperature

perturbations are in K.

perature shaded contours are given in Fig. 4.10 along with the differences from the previous

100m run. The maximum deviation from the previous run was only 1.5×10−5K which rep-

resents 0.5%. Because this is such a smooth flow with such small changes in characteristic

velocities, we also ran the test case at a CFL number of 3 and 4 with plots shown in Fig. 4.11

and Fig. 4.12. For CFLmax=3 and CFLmax=4, the maximum deviations from the standard run

were 1.1% and 2.0%, respectively. The fact that we obtained better results for smoother flows

in which characteristic trajectory gradients are small supports the hypothesis made in [66, 61]

regarding accuracy, CFL number, and characteristics gradients.

With the runs of CFL > 1, there are vertically-oriented oscillations of wavelength 2CFLmax∆z
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(a) ∆z=100m, CFLmax=2.99

(b) Differences between CFL=2.99 and CFL=0.99

Figure 4.11: Plots for the internal gravity waves test case after 3,000 seconds with a maximum

CFL number of 3. ∆x= 10∆z= 1,000 m. The x- and y-axes are in km and potential temperature

perturbations are in K.
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(a) ∆z=100m, CFLmax=3.99

(b) Differences between CFL=3.99 and CFL=0.99

Figure 4.12: Plots for the internal gravity waves test case after 3,000 seconds with a maximum

CFL number of 4. ∆x= 10∆z= 1,000 m. The x- and y-axes are in km and potential temperature

perturbations are in K.
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in the difference plots. We hypothesize by the wavelength scale and vertical orientation that

the errors must be related to something unique about the vertical direction. We see two things

unique about the vertical direction: (1) there is a gradient in the acoustic wave speed, and (2)

the gravity source term. The error from the first situation could arise from assumed constant

trajectories (from freezing the Jacobian). As the CFL increases, this effect will also increase

linearly. The second situation with the gravity source term could mean the error is arising from

time step to time step imbalances as the source term and pressure forcing are split further apart

with large CFL. Therefore, either more accurate trajectories or a better handling of the source

term should reduce this error. We note, however, that dimensional splitting is the other major

assumption in this discretization and likely plays a role in determining this error as well, or at

least amplifies the error arising from the aforementioned issues.

4.3 Implementing A Multi-GPU Code

Here, the process of implementing a code to run on multiple GPUs will be described. First,

all codes which were originally written in Fortran 90 were ported to C so that the free CUDA

(Compute Unified Device Architecture) compiler from Nvidia could be utilized. This is not

a necessity in practice because Portland Group has released CUDA Fortran compilers which

keep the Fortran language in tact with a few additions for creating CUDA code. Without access

to licensing for these compilers though, we were forced to port all of our code to C for CUDA

development. The main work in this step besides syntax is switching from column-major to

row-major array addressing and from 1-based to 0-based array indexing. In preparation for

porting to CUDA, all multi-dimensional arrays were inlined into a 1-dimensional array and

were indexed via a function macro for simplicity.

Porting the code to run on GPUs involved making copies of all working variables on the

GPU’s memory. Next, all functions that operate on working variables are transformed into
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kernels. Whereas a function will specify the a given task in its entirety, a kernel only describes

the work done by a single arbitrary thread (among potentially millions of threads). Therefore,

instead of looping over all of the memory space as is done in a function, a kernel will make

use of a unique ID within the grid of threads to determine the data on which a given thread will

operate. After making GPU copies of working variables and changing functions to kernels, the

last step is handling the flow of memory between the host (CPU) and device (GPU). Note that

we will use “host” and “CPU” interchangeably and “device” and “GPU” interchangeably.

For a single GPU, the initial state variable data must be transferred from host memory to

device memory before the GPU kernels operate on that data. Because reconstructions, fluxes,

and source terms are all working memory (i.e. are not saved from one step to the next), they are

not even allocated on host memory but only on device memory and thus need not be transferred

at any point. The only subsequent transfers necessary on a single GPU implementation are

before file output and before mass checking.

The system setup for most current GPU-accelerated hardware platforms is a separate mem-

ory address space for CPU and GPU, and these physical memories are connected by a bus

(currently usually a PCIe, that is PCI express, bus). The bandwidth of data transfer on a mod-

ern GPU is on the order of 100-200 Gigabytes / second 1 while the typical PCI bus is only on

the order of up to 10 Gigabytes / second 2. Therefore, the transfer of data between CPU and

GPU is probably a first-order constraint of efficiency for hybrid CPU-GPU programs. Since

all data fits on the GPU device for all problem size run herein, we only transfer data before file

I/O and before mass checking.

There are several options one can use to code for multiple GPUs. CUDA requires a separate

host thread for each GPU. To accomplish this, one could use a threaded language extension

such as OpenMP (Open Multi-Processing) or one could use separate processes (for instance,

1http://www.nvidia.com/object/product_geforce_gtx_480_us.html , December 2010
2http://www.pcisig.com/news_room/faqs/pcie2.0_faq/ , December 2010
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MPI, Message Passing Interface). Since CUDA is relatively in an immature stage, this one-to-

one connection between a CPU thread and a GPU makes an OpenMP code difficult.

The typical way to implement an OpenMP code is to parallelize major loops in which

most of the work is done via “directives.” Directives are either pre-processing statements or

comments in the code which are ignored when OpenMP is not available / not specified in

a compilation. However, when OpenMP is available and requested, the loop proceeding the

directive is split into multiple threads to perform the work in parallel and share the task. At

the beginning of such a loop, multiple threads are created, data is copied as needed, and each

thread computes on its respective section of memory. At the end of each loop, the threads (from

a coder’s point of view) are destroyed.

However, the threads may or may not actually be destroyed depending upon the specific

OpenMP implementation (and usually they are not). In many implementations, the threads are

actually saved in a thread “pool” to get rid of some of the thread construction overhead each

time an OpenMP parallel directive is given. In these cases, when linking to a GPU from a given

CPU thread, if the link is already made, another attempt at linking throws an error and ends the

program. Every example given by Nvidia of an OpenMP-based multi-GPU code to date places

the entire code (a very small code) inside a single OpenMP parallel directive. After addressing

this issue on community forums, it appears that currently the only way to reliably perform

multi-GPU simulation with OpenMP is to have the whole code inside a parallel directive. This

is not currently a constraint when using another GPU coding language called OpenCL (Open

Computing Language), but learning a new language is not a small task.

Given that the code is much larger than these simple examples, the benefits from a coding

standpoint of using OpenMP are now mute compared to the difficulties of having the entire

code inside a parallel directive. MPI is meant from the onset to have each code as a separate

process wherein the whole code lives inside a parallel context. So if the whole code must

be in a parallel context, it might as well be done with MPI which can be spread across cores
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within a node as well as across nodes in a distributed memory system. The downside to an MPI

implementation regarding efficiency for multi-core simulation is the extra overhead of message

passing within a single memory address space. However, it pays off in the overall effort to use

MPI because of its flexibility.

With the MPI implementation, as is standard, a domain decomposition was performed, and

the CUDA parallelism was performed on each segment of the total domain. For this disserta-

tion, only the x-dimension was decomposed for MPI because it simplified memory manage-

ment and message passing a well as the decomposition process itself. We only have 2 GPUs

to work with, so the domain is split in half. In the future (with a 3-D model), the domain

would certainly be decomposed in the x- and y-dimensions for greater efficiency via a surface-

to-volume ratio argument for computation and communication.

The data transfer between host and device memory and between different MPI processes

now becomes more involved. Each time an operation needs a “halo” (data from adjacent cells

due to stencil calculations), this data must be passed from one GPU’s memory space to the

other’s. There is no current method of passing data between two GPU memory address spaces

directly (at least not on our system). Rather, data must be transferred from device memory to

host memory, then passed via MPI message from one host memory space to another’s, and then

from the other host’s memory to the other device’s memory.

For the original formulation, this must be done for reconstructions after they are con-

structed, then for fluxes after they are computed, and finally for the state variables after the

cells are update. The modification M1 gets rid of the need for transferring the reconstruction

but adds the need to re-communicate the state variables after a hyperdiffusion is added to the

mix. This is a net decrease in communication needs because the reconstructions contain 5

times more data than the state variables for the fifth-order accurate reconstructions used herein.

So it pays of to use the modified version, at least regarding runtime.
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4.4 Complexity and Runtimes of Model Modifications

Here, the more robust and accessible results will be given: that is, the time it takes for the

various model formulations to run. Also considered roughly are the differing computational

complexities of the formulations. The logic behind the M1 modification is that most geophys-

ical models when ported directly to GPUs are “communication bound.” This term is meant to

indicate that the cost (in terms of runtime) of communicating data dominates the cost of the

computations significantly.

Much can certainly be done regarding the efficiency of global memory accesses such as

the use of shared memory and making the accesses coalescible (meaning multiple memory

requests are placed on the bus at the same time, filling the available bandwidth). However,

it also stands to reason that decreasing the amount and frequency of global memory accesses

on the GPU device (even if it increases the amount of computation) will result in an overall

performance gain. The results herein are not an actual comparison of the various formulations

in their fully optimized form on GPUs but rather are indicative of their potentials. For instance,

both codes could be optimized by the use of shared memory (particularly the M1 modification).

4.4.1 Computational Complexities

Here, only the original the M1 formulations will be considered because this represents the most

significant difference in computational behavior among the modifications. Even though the

characteristic source term handling modification is significant in terms of computing required,

it can be implemented without additional global memory accesses on a GPU, and therefore,

they may not actually affect the runtime overall. Also, we will only focus on the reconstruction

phase because the flux computation is equivalent. Thus, the differences in context of the whole

code are “damped” by the common runtimes in other components.
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4.4.1.1 Original Formulation

In the original formulation, WENO interpolants are pre-computed and then sampled (essen-

tially a weighted sum of a 5-point stencil). To compute WENO interpolation weights for a cell,

three quadratic polynomials and one quartic polynomial are computed over a 5-point stencil.

Each quadratic requires 9 multiplies and 6 adds, and the quartic requires 25 multiplies and 20

adds. In total, this is 52 multiplies and 38 adds to compute the various polynomials weights.

Next, a “bridge” polynomial is computed such that when included in a convex sum with the

three quadratics renders the full quartic solution. This requires 9 adds and 14 multiplies. Com-

puting the total variation requires 20 multiplies and 8 adds.

Computing the normalized weights from the total variations requires 12 multiplies and 8

adds, and finally the computation of the full WENO weights from these requires 14 multiplies

and 9 adds. In total, the WENO procedure, then, requires 112 multiplies and 72 adds. This

is performed for every cell and for every state variable (and we have 4 state variables), so this

procedure costs in total 448nxnz multiplies and 288nxnz adds.

To sample a WENO reconstruction (or any 5-point reconstruction) costs 5 multiplies and

4 adds per sample. If we say c is the CFL number, nI is the number of integration points, we

will sample the reconstruction 3(nx +1)(nz +1)cnI times per variable. The value 3 comes

from the fact that there are three wave speeds at which the flux is averaged in time. We will

ignore the edge boundaries for a limit estimate assuming nx and nz are large to give a final

operation count of (448+15cnI)nxnz multiplies and (288+12cnI)nxnz adds. Obviously, the

sampling cost depends greatly upon the number of integration points and the CFL number. A

typical number for the number of integration points would be NI = 2, and we will use this value

throughout to give a simpler estimate of (448+30c)nxnz multiplies and (288+24c)nxnz adds.

Thus, the sampling cost is only roughly 6-7% of the reconstruction cost for c = 1, meaning the

reconstruction cost dominates the overall compute requirements.
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4.4.1.2 M1: On The Fly Interpolation

For on the fly interpolation, 35 multiplies and 20 adds are required to compute the weights

(which are valid for all variables, depending only on spatial location) and 5 multiplies and 4

adds are required to sample per variable. This means a sampling cost of 20 multiplies and

16 adds for all variables, thus 55 multiplies and 36 adds per sampling point. As before, there

are 3(nx +1)(nz +1)cnI sampling points, and again assuming nx and nz are large, we have

an estimate of 165cnInxnz multiplies and 108cnInxnz adds in total. Again assuming nI = 2 as

before, this simplifies to 330cnxnz multiplies and 216cnxnz.

Now, the cost of hyperdiffusion must be added to this to make a fair comparison. Assuming

we go with a 4th-order hyperdiffusion, the way it is formulated in this implementation to hold

communications to a minimum, the compute requirement is 14 multiplies and 10 adds per cell

per variable. It is only computed on the momentum equations (2 variables), so the overall

compute requirement is: 28nxnz multiplies and 20nxnz adds. So the final compute requirement

for this modification is (330c+28)nxnz multiplies and (236c+20)nxnz adds. Therefore, for

c = 1, M1 requires roughly 25% fewer computations for reconstruction, and so by a compute

expectation, it would run less than 25% faster than the original formulation (depending upon

the proportion of time taken up by the reconstructions in each formulation). For c = 2, this

modification requires roughly 35% more computations for reconstruction, and should take less

than 35% more time than the original formulation by a compute expectation alone (ignoring

memory and synchronization effects).

Computationally, the merits of precomputing are clear for large CFL. However, busing 5

doubles per variable per back and forth from main memory for the precomputed reconstruction

is a heavy burden on the GPU in which the aggregate compute throughput is significantly larger

than the memory throughput.
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(a) Image of the Nvidia GF100 architecture (b) Schematic of the Nvidia GF100 Architecture

Figure 4.13: Image and Schematic of the Nvidia GF100 GPU chip. The image can be

found at http://benchmarkreviews.com/images/reviews/processor/NVIDIA_Fermi/

nvidia-fermi-gf100-graphics-processor-high-resolution.jpg (December, 2010),

and the schematic can be found at http://www.thinkdigit.com/FCKeditor/uploads/

GF100.png (December, 2010).

4.4.2 Runtimes Of The Model Formulations

4.4.2.1 GPU Set-up Choices

The GPU simulations are being run on the GF100 architecture from Nvidia which has 32 cores

per multi-processor and 15 multiprocessors (see Figure ), each with 32K registers, and 64Kb

of fast on-chip memory which (by the coder’s choice) can be divided up into 16Kb of shared

memory and 48Kb of L1 cache or 48Kb of shared memory and 16Kb of L1 cache. The L1

cache is handled entirely by the device, transparent to the coder while the shared memory is

managed entirely by the coder. Also, on the GF100 architecture, main memory has an L2 cache

(off-chip, but faster than main memory accesses) attached to it as well.

The coder also has the choice of whether or not to cache memory loads into L1 memory.

To not cache loads into L1 memory may seem odd, but non-caching loads are brought in at
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a finer granularity of 32 bytes per access while caching loads are brought in at 128 bytes per

access. If memory accesses in the application are scattered, for instance, this could reduce the

percentage of non-useful memory locations transferred over the bus.

The problem is broken up into either 16 x 8 blocks of cells (where a thread acts on one

cell) or into 16 x 16 blocks. For 640 x 320 cells, this means 40 x 40 blocks or 40 x 20 blocks.

Now, multiple blocks can be placed on a given multiprocessor during execution if there are

enough resources (i.e. registers and shared memory). In the CUDA code, one can constrain

the resources to allow up to 4 blocks per multiprocessor while respecting a maximum of 1024

threads per multiprocessor and register and shared memory constraints.

With a block specification of 16 x 16 (256 total threads per block), up to four of these

can be placed on a given multiprocessor. In this extreme case, we still have (640 x 320) /

1024 = 200 groups to layer among the 15 multiprocessors which is more than enough work to

keep the device busy. For this reason, we choose the 640 x 320 cell test case (using a rising

convective thermal for initial conditions) for the runtime simulations to give the GPU devices

a good chance to express efficiency. Also, for these test cases, the multi-GPU setup tends to

simulate 100 seconds of model time in only about 10 seconds of runtime.

As for the choices of the size of the L1 cache relative to shared memory, since we are

not making use of shared memory, we choose to have a larger L1 cache which according

to experimentation at this problem size gives us an overall speed-up. Also, we choose to

use caching loads because in general there is a large degree of spatial locality (as would be

expected) in this problem. We found at least a 15% decrease in performance when using non-

caching loads which confirmed this suspicion.

Another basic design choice for implementation on the GPU is how many blocks to place on

a multiprocessor (which can be specified as an option when implementing a kernel in CUDA).

At first view, it seems a clear advantage to have as many threads per multiprocessor as possible

so that latencies in memory and computation can be hidden by thread switching. However,
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as one increases the number of blocks per multiprocessor (and thus the number of threads per

multiprocessor), one also spreads the very limited amount of registers across a larger number

of threads, meaning fewer registers per thread.

Reducing the number of registers per thread has several consequences. First, variables that

were previously stored on registers can be “spilled” into local memory which resides physically

in main DRAM on the GPU and is thus very high latency (order 400-800 cycles per fetch).

This would reduce performance significantly in the case that the L1 cache is not effective in

offsetting this effect. Also, with fewer registers, data such as constants and cached values must

be moved to and from registers whereas they could have resided permanently in registers were

more of them available.

With the 32K registers available per multiprocessor on the GF100 architecture, and the

maximum of 64 registers per thread, one can have up to 512 threads per multiprocessor without

adding register pressure to the individual threads. After this point, individual thread speed

will decrease due to lower register numbers though there may be more efficient hiding of

global memory accesses. Experiments showed that adding register pressure gave an overall

performance degradation for a 640 x 320 cell problem size as currently implemented. For this

reason, we run the 640 x 320 and 1280 x 640 cell test cases with 512 threads per block and one

block per SM to ensure the whole device is utilized for both 1 GPU and 2xGPU experiments.

All times expressed in this section are end-to-end wall timers without file I/O.

4.4.3 Discussion of Runtimes

From the runtimes in Table 4.4, we would first point out that even though it takes more flops

per time step to evolve at larger CFL values, fewer time steps are taken which clearly results

in an overall performance win. It is interesting that even on a CPU, though the M1 model at

CFL≥2 has greater flop counts than the original formulation (and much more so for CFL≥3),
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Table 4.4: Runtimes in seconds of the original and M1 formulation in simulating the convective

thermal test case for 100 seconds.

Max.

CFL

640 x 320 1280 x 640

Double Precision Single Precision Double Precision Single Precision

CPU GPU 2xGPU GPU 2xGPU CPU GPU 2xGPU GPU 2xGPU

Original Original

1 138.94 30.64 16.73 21.73 11.71 1114.67 240.31 124.90 164.55 84.82

2 101.33 20.19 10.97 13.28 7.20 819.32 157.18 81.15 100.39 51.94

3 88.90 16.97 9.09 10.67 5.75 721.83 131.54 67.18 80.54 41.15

M1 Modification M1 Modification

1 102.06 16.91 9.27 9.54 5.46 861.48 128.08 66.56 68.75 36.03

2 84.60 12.73 7.04 7.01 4.03 708.07 97.75 50.44 50.59 26.28

3 81.27 11.97 6.53 6.63 3.73 676.92 91.01 46.82 48.86 25.48

the runtime is still lower. This is likely due to the lowered amounts of main memory being

fetched.

This effect is even greater on the GPUs on which CFL=1 runtimes are roughly twice as fast

for the M1 case whereas computation alone would suggest a speed-up of less than 25%. This

already demonstrates the merits of reducing the volume of data being communicated by GPU

kernels, and the memory accesses have not even been tuned explicitly. There may be some

effect of the L1 and L2 caches coming into play.

These kernels still need significant memory tuning because all values are currently being

requested from global memory for each operation. Surely some of these are hitting the L1 and

L2 caches, but not enough to allow computation to dominant the overall kernel runtime. In the

cases of taking a single resolution and running at successively higher CFL values, even though

the number of computations is increasing, so are the number of main memory requests. What

is necessary for a truly optimal kernel is to store the necessary stencils of state variables in

shared memory across a block and access it many times for larger and larger CFL values. This

way, computation can increase without increasing the number of main memory accesses, and

much of this computation will thus come for free.
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Notice that the gain in going from low CFL to large CFL increases modestly on the GPUs

compared to the CPU. We would expect a greater difference were the memory accesses op-

timized via the use of shared memory. The speed-ups of 1 GPU over 1 CPU in this case (a

computation highly dependent on the individual hardware) are quite modest due to the inop-

timal memory accesses, ranging from around 5x in double precision to around 10x in single

precision.

In all cases, near linear speed-up is obtained in the 2xGPU simulations which is slightly

surprising given that the CPU parallelization is done via MPI and not OpenMP. MPI has over-

heads compared to OpenMP in communicating data, but the surface to volume ratio is so small

in this case that the effects are negligible. This means roughly 10x speed-ups in the double

precision cases and 20x speed-ups in the single precision cases when comparing 2 GPUs to

one CPU.

In all of these comparisons, there are two factors that dominate in the comparison: price

efficiency and power efficiency. On the machine these benchmarks were run, the processor

is a quad-core Intel i7 960 processor wherein each core runs with a clock rate of 3.2 GHz.

The power consumption of processors is not directly released but rather the “Thermal Design

Power” (TDP) is given which is a measure of the amount of heat the system must dissipate due

to the chip. This processor has a 1,000 count price of $562 and a worst-case TDP of 130 Watts.

The Nvidia GTX 480 has a list price of $499 with a maximum TDP of 250W. Therefore,

since the GPU performs roughly 5x better in double precision and 10x better in single precision,

the price / performance is in favor of the GPU by roughly 5-10x depending up on the precision

used / required. The power / performance is in favor of the GPU by only roughly 2.5 - 5x

depending upon the precision. This is a major benefit, but it is not the order of magnitude

required to comfortably reach the 10s of petaflops range for this application. If the memory is

tuned properly in kernels, the number of accesses to global memory will reduce significantly,

and this would provide the leverage needed for GPUs to be the solution for the next jump in
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computational power.

4.5 Quantitative Accuracy Comparison Among Model For-

mulations

To compare the accuracy of the different formulations, the non-hydrostatic gravity waves test

case was run at 12.5m resolution in the vertical (125m in the horizontal) which was a 2400 x

800 (roughly 2 million cells). This is to serve as an “exact” solution to be compared against

resolutions of 100m, 200m, and 400m. Given that the “exact” solution is on an 8x finer grid, its

deviation from the exact answer should be much smaller than the error of the 100m simulations

and higher.

Accuracy comparisons between the various modifications are performed with the gravity

waves test case because it is smooth and does not require diffusion for computational stability.

Because the WENO diffusion is adaptive in nature (meaning less diffusion for smoother parts

of the flow), we run the modifications without any hyperdiffusion. This inherently means that

a “fair” comparison is not possible between the original formulation and the modifications be-

cause diffusion, whether implicit or explicit, controls the majority of the accuracy. However,

since the WENO simulations are stable and accurate it stands to assume that the M1 modifica-

tions run with an appropriate level of diffusion will also be at least stable for any meteorological

flow regime, and we have confirmed this with the collision test case flows.

Also, the whole point of going with “on-the-fly” interpolations was to get rid of the mem-

ory transfers coming from precomputing the WENO interpolants. However, nothing precludes

a block-wise precomputation of WENO interpolants which would give less overall computing

than on-the-fly as well as the adaptive diffusiveness of WENO without increasing global mem-

ory accesses. Therefore, the accuracy of WENO is still attainable in such a setup, but this is
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considered as beyond the scope of this investigative study.

What is also of value though is how the further modifications compare to the on-the-fly

modification (M1), and these comparisons are indeed fair since they are all without explicit

diffusion. Typical error norms are given in Table 4.5. The L1, L2, and L∞ error norms are

defined as:

L1 =
1

NxNz

Nx

∑
i=1

Nz

∑
j=1

(∣∣θi, j −θ ∗
i, j

∣∣) (4.11)

L2 =

√√√√ 1

NxNz

Nx

∑
i=1

Nz

∑
j=1

(
θi, j −θ ∗

i, j

)2
(4.12)

L∞ = max
∀i, j

(∣∣θi, j −θ ∗
i, j

∣∣) (4.13)

where θ ∗ is the “exact” potential temperature. The L1 error directly represents the mean ab-

solute error and is the most straightforward of the error norms. The L2 error norm represents

the error in the familiar least squares sense, giving quadratic preference to larger errors. The

L∞ error represents the largest error found on the grid. In order to obtain these errors, we first

interpolate the exact solution to the numerical grid of the coarser grid spacing runs. This repre-

sents the exact solution on the coarser grid for comparison. It does not matter in this case what

interpolant we use because each grid is refined by a factor of 2, meaning they fit exactly inside

one another, leaving the exact interpolation as an averaging procedure.

To visually aid the interpretation of error norms, Figure 4.14 give scaled barplots of each

of the modifications M1, M12, M13, and M123 to show the relative changes between formula-

tions. When visually comparing the formulations, keep in mind that Figures 4.14a, 4.14b, and

4.14c are scaled such that the differences appear 1.7, 5.3, and 10.7 times larger than they are in

reality, respectively.
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Table 4.5: Error norms for formulations O, M1, M12, M13, and M123. Formulations M124

and M1234 are omitted because including gravity forcing within the trajectories had negligible

effects on the error norms such that they are identical at the 3 digits of precision as given here.

Original Modification M1

∆z
L1 L2 L∞

∆z
L1 L2 L∞

CFL=0.86 CFL=0.86

100m 1.27×10−5 2.94×10−5 2.38×10−4 100m 6.08×10−6 1.58×10−5 1.12×10−4

200m 8.61×10−5 1.55×10−4 6.84×10−4 200m 3.94×10−5 8.41×10−5 4.24×10−4

400m 2.30×10−4 3.68×10−4 1.35×10−3 400m 1.38×10−4 2.44×10−4 9.68×10−4

CFL = 1.72 CFL =1.72

100m 1.30×10−5 2.91×10−5 2.30×10−4 100m 7.23×10−6 1.59×10−5 1.09×10−4

200m 8.48×10−5 1.54×10−4 6.77×10−4 200m 4.23×10−5 8.37×10−5 4.16×10−4

400m 2.29×10−4 3.67×10−4 1.35×10−3 400m 1.44×10−4 2.43×10−4 9.42×10−4

CFL = 2.58 CFL 2.58

100m 1.47×10−5 2.97×10−5 2.24×10−4 100m 9.64×10−6 1.71×10−5 1.03×10−4

200m 8.55×10−5 1.54×10−4 6.76×10−4 200m 4.85×10−5 8.57×10−5 4.03×10−4

400m 2.30×10−4 3.64×10−4 1.33×10−3 400m 1.61×10−4 2.50×10−4 9.09×10−4

Modification M12 Modification M13

∆z
L1 L2 L∞

∆z
L1 L2 L∞

CFL=0.86 CFL=0.86

100m 5.29×10−6 1.50×10−5 1.12×10−4 100m 5.91×10−6 1.52×10−5 1.13×10−4

200m 3.68×10−5 8.31×10−5 4.24×10−4 200m 3.81×10−5 8.24×10−5 4.27×10−4

400m 1.33×10−4 2.42×10−4 9.69×10−4 400m 1.38×10−4 2.42×10−4 9.65×10−4

CFL =1.72 CFL =1.72

100m 6.36×10−6 1.51×10−5 1.09×10−4 100m 7.50×10−6 1.52×10−5 1.12×10−4

200m 3.95×10−5 8.26×10−5 4.15×10−4 200m 3.99×10−5 8.03×10−5 4.22×10−4

400m 1.39×10−4 2.41×10−4 9.47×10−4 400m 1.41×10−4 2.40×10−4 9.32×10−4

CFL 2.58 CFL 2.58

100m 8.68×10−6 1.62×10−5 1.03×10−4 100m 9.92×10−6 1.64×10−5 1.09×10−4

200m 4.55×10−5 8.42×10−5 4.00×10−4 200m 4.41×10−5 7.97×10−5 4.13×10−4

400m 1.54×10−4 2.46×10−4 9.08×10−4 400m 1.52×10−4 2.42×10−4 9.01×10−4

Modification M123

∆z
L1 L2 L∞

CFL=0.86

100m 5.10×10−6 1.44×10−5 1.13×10−4

200m 3.53×10−5 8.13×10−5 4.27×10−4

400m 1.32×10−4 2.40×10−4 9.66×10−4

CFL =1.72

100m 6.63×10−6 1.42×10−5 1.12×10−4

200m 3.67×10−5 7.89×10−5 4.21×10−4

400m 1.33×10−4 2.37×10−4 9.38×10−4

CFL 2.58

100m 8.95×10−6 1.53×10−5 1.09×10−4

200m 4.06×10−5 7.77×10−5 4.11×10−4

400m 1.41×10−4 2.36×10−4 8.88×10−4
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(a) Comparison of L1 error norms. Due to scaling of the y-axis, differences

appear 1.7x larger than they are in reality.
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(b) Comparison of L2 error norms. Due to scaling of the y-axis, differences

appear 5.3x larger than they are in reality.
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(c) Comparison of L∞ error norms. Due to scaling of the y-axis, differences

appear 10.7x larger than they are in reality.

Figure 4.14: Visual comparison of accuracy via a bar plot of L1, L2, and L∞ error norms for

the gravity waves test case after 3,000 seconds. Plots are scaled as mentioned in the subfigure

captions for visual clarity.
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4.5.1 Discussion

We do not retain the original formulation in the accuracy discussion because as mentioned

earlier, it includes a measure of implicit damping which makes comparison with the undamped

model unfair. As always, the notion of accuracy first requires that one clearly define what they

mean. There are as many errors as there are grid points, and these error form a distribution

ranging from small to large. Looking at the L1 errors first to get a picture of the average

error, the increase from CFL=1 to CFL=3 is close to linear. For CFL ≤ 1, all of the further

modifications gave an L1 improvement to M1. For larger CFL values, the M3 modification

tended to increase the error rather than decrease it (which pulls the merit of this modification

somewhat into question).

In the L2 norm, however, the M3 modification gave an error decrease as large as the 2nd-

order accurate trajectories. Because the M3 modification lowered the L2 more than the L1, we

can surmise that it preferentially damps the larger errors which may retain its merit. Because

the L∞ norm increase (only modestly) with M3, it did not act on the largest domain error.

Curiously again, the L∞ norm consistently decreases as the CFL number is raised. Again, the

plots are exaggerated via scaling for visual purposes.

The improvements upon M1 are roughly up to about 10% in the L2 norm and up to about

20% in the L1 norm, taking the best among M12, M13, and M123. It is unclear how these

values will scale out to more rigorous flows in which explicit error norms are not able to be

calculated because the flow is not guaranteed to converge with decreasing grid spacing. As

for the amount of computation required, it seems that improving the trajectories gives the best

value.
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4.5.2 Damping and the Tuning of Hyperdiffusion

To “tune” the hyperdiffusion coefficients, we ran the WENO simulation at a CFL value be-

low unity and use hyperdiffusion coefficients that match the WENO kinetic energy spectrum

as closely as possible. A quick grid search of the scale separation parameter s and the damp-

ing coefficient parameter d̂ show that the M1 formulation (and by presumption all M1-based

modifications) match the WENO spectrum with s = 1.5 & d̂ = 0.05 for CFL ≈ 1, s = 1.25 &

d̂ = 0.1 for CFL ≈ 2, and s = 1.25 & d̂ = 0.2 for CFL ≈ 3.

Figure 4.15 shows an overlay of the kinetic energy spectra of the M1 modification run with

the s and d̂ parameters stated in the previous paragraph on top of the original WENO simulation

at near-unity CFL. The profiles match nearly exactly for large scales (low wave numbers), but

at the smaller scales, the hyperdiffusion simulations tail off in kinetic energy. This is because

of the well-known property of hyperdiffusion that it selectively damps smaller scales as shown

in section 3.3.1.2. Though the hyperdiffusion can be tuned, the small scales will necessarily

suffer in order to obtain stability.

Overall, we believe the WENO interpolants may be a more effective diffusive stabilizing

process than hyperdiffusion because smoother flows do not suffer along with the non-smooth

flows. One can attain a higher resolution simulation with hyperdiffusion by tuning to specific

regimes, but in a heterogeneous flow environment, smoother flow will dominate one region

while non-smooth flow dominates another, and the hyperdiffusion will not (in general) change

across the overall domain. Running the gravity waves test case with the diffusion tuned to the

collision test case gets rid of the finer scales entirely while the WENO scheme is stable for

both the collision test case and highly accurate for the WENO test case without any changes.

Because of this, the type of diffusive stabilization of the numerical scheme has much more to

do with overall accuracy than any of the modifications given in the preceding sections.

Shown in Figure 4.16 is the rising thermal experiment at a variety of CFL numbers and
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Figure 4.15: Kinetic energy power spectra for the original formulation (labeled “WENO”)

and for the M1 modification (labeled “Hyper Diffusion”) at varying CFL values using the

hyperdiffusion parameters s and d̂ given in section 4.5.2.
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damping mechanisms / levels to demonstrate that diffusion amount and character does indeed

control the accuracy. Notice that the WENO interpolants of the original formulation are not

enough to keep the solution from developing unstable oscillations at large CFL numbers. This

could be due to a variety of reasons, not the least of which is that the WENO interpolants only

guarantee bounded state variable vectors, not fluxes. It works fine for lower CFL, but at values

larger than 2, more diffusion is necessary.

The cause of this is not clear, but any inaccurate assumption in an approximation can lead

to instability, and the operator splitting applied to the dimensions and the source term is po-

tentially a significant source of inaccuracy at large CFL values. The higher-order accurate

trajectories do not seem to aid the situation much regarding stability, so it is possible that the

splitting is indeed the problem at these large time steps. Another possibility is that at large

time steps, the assumption of linear superposition of eigenvectors is too far from reality for an

accurate simulation.

Clearly, the M1 modification can run without any diffusion for CFL ≤ 1, but as the CFL is

raised to 3, extra damping is necessary. Notice the changes from d̂ = 0 to d̂ = 0.05. It stabilizes

the higher CFL runs for M1, but for CFL=1, the hyperdiffusion even at this small level diffuses

out the small-scale resolution of the two main rotors. Also, the M1 CFL=2 simulation could

run stably at an even lower damping value aids in better resolution of the rotors. Consider

Figure 4.17 for instance which shows the M1 model at CFL=2 with d̂ = 0.01 compared to

CFL=1 with no hyperdiffusion.

It is likely that a large factor in why more hyperdiffusion is needed for larger CFL runs is

that it is applied less often. The diffusion does scale with the time step for a given damping

parameter, but successive applications of diffusion tend to result in a greater amount even with a

smaller coefficient. This is also why the M1 CFL=1 runs damp much more than the higher CFL

M1 runs: the diffusion is being applied 2-3x more often. But this is not the only reason more

hyperdiffusion is needed because clearly the increased need for diffusion in the M1 CFL=3
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(a) CFL=1, WENO
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(b) CFL=2, WENO
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(c) CFL=3, WENO
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(d) CFL=1, d̂=0
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(e) CFL=2, d̂=0
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(f) CFL=3, d̂=0
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(g) CFL=1, d̂=0.05
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(h) CFL=2, d̂=0.05
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(i) CFL=3, d̂=0.05
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(j) CFL=1, d̂=0.2

5 10 15
0

2

4

6

8

10

X Location (km)

Z
 L

o
c
a

ti
o

n
 (

k
m

)

 

 

0

0.5

1

1.5

2

(k) CFL=2, d̂=0.2
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(l) CFL=3, d̂=0.2

Figure 4.16: Visual comparison of various diffusion mechanisms and levels for the rising ther-

mal test case after 1,000 seconds. The top line is the original formulation with WENO inter-

polants. The bottom three lines are the M1 modification with varying damping coefficients as

shown. All hyperdiffusion damping scales for M1 runs are set to s = 1.5.
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(a) M1, CFL=1, d̂ = 0
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(b) M1, CFL=2, d̂ = 0.01

Figure 4.17: Potential temperature contours of the rising thermal test case after 1,000 seconds

with the M1 formulation with varying hyperdiffusion damping coefficients.

cases is beyond a linear extrapolation of CFL=1 and CFL=2. In fact, the amount of diffusion

for the M1 CFL=3 run is quite large, damping 2∆x waves by 20% each time step. So something

about the larger CFL values is exciting oscillatory motions on the smaller scales.

Figure 4.18 shows the Straka density current run with various diffusion amounts. For the

M1 formulation, the CFL=3 runs crashed at lower diffusion rates due to accumulation of energy

at the grid scale. Even with d̂ = 0.1, it will not be long after the snap shot shown at 900s that

this will crash as well. The spectral estimate of d̂ = 0.2 appears to be a good estimate for

stability as drawn from a comparison to the WENO scheme in the collision test case. Notice

how similar Figure 4.18f is to Figure 4.18i. This is an example showing how greatly diffusion

controls the accuracy and behavior of the solution. For something as turbulent as the density

current, a nearly identical solution is found with double the CFL limit by changing the damping

coefficient.

Figure 4.19 shows the Straka density currents simulated with the originally specified second-

order diffusion with a coefficient of 75 m2 s−1 applied to u, w, and θ . The higher CFL WENO
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Figure 4.18: Visual comparison of various diffusion mechanisms and levels for the Straka

density test case after 900s. The top line is the original formulation with WENO interpolants.

The bottom three lines are the M1 modification with varying damping coefficients as shown.

All hyperdiffusion damping scales for M1 runs are set to s = 1.5. Missing figures indicate

inability to run stably with the specified hyperdiffusion damping parameter.
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(i) ∆x=25m, CFL=3

Figure 4.19: Visual comparison of Straka density currents after 900 seconds with the originally

specified diffusion of 75 m2 s−1 simulated with the M1 formulation.

simulations are clearly displaying less diffusion, leading to a solution farther away from the

true grid-converged solution. This effect is much less as the grid is refined, but adding in hy-

perdiffusion along with the specified diffusion will likely aid in reducing this problem. Overall,

however, this may bode well for the CFL=3 simulations in reality because of subgrid turbulence

closures exerting sometimes strong diffusive influences on the fluid.
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Chapter 5

Concluding Remarks and Future

Directions

5.1 Conclusions

Toward the goal of improving efficiency on large distributed memory parallel machines, we

have developed theory for a class of new characteristics-based methods for integrating the at-

mospheric dynamical equations, implemented it in a 2-D non-hydrostatic model, and tested it

with benchmark non-hydrostatic test cases. The main constraint for efficiency on these ma-

chines is the penalty for communication because of limited network resources on such a large

system. The frequency of data transfer must be reduced because of network latencies, and the

volume of data communicated must decrease because of limited network bandwidth.

Toward this end, the characteristics-based methods only require one stage of computations

per time step (improving upon multi-stage schemes regarding communication), only requires

one copy of the state variables (improving upon multi-step methods regarding memory require-

ments), and can be extended stably to larger CFL time steps without sub-stages of communi-

cations so that more model time is simulated between successive communications (improving
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upon split-explicit schemes regarding communication).

A further constraint for future supercomputing will be the almost certain presence of an

accelerator of some flavor, whether it be GPUs or something similar. For GPUs, this places

strict efficiency requirements on the amount of communication with between GPU memory and

main memory, the amount of communication between GPU threads and GPU global memory,

and the amount of computation clustered between successive GPU global memory accesses in

a thread. This required an algorithmic reworking to rid the pre-computed reconstructions that

were declustering computations and vastly increasing thread access to GPU global memory.

Characteristics-based methods are actually quite accurate for CFL values of less than unity

because they explicitly resolve the discontinuities using information from the equation set. The

main concern for this characteristics-based treatment though (at large CFL values anyway) is

maintaining a proper level of accuracy as the time step is extended. The standard polynomial

formulation and WENO formulation both required required additional amounts of diffusion at

large CFL values for stability, and it is this diffusion that is of the utmost priority regarding

accuracy.

It is not yet clear what is the main cause of the instabilities seen in the higher CFL simu-

lations of all formulations. Neither higher-order accurate trajectories nor inclusion of gravity

source term effects in the characteristics and trajectories solved the instability problem at higher

CFL values. Only additional diffusion enabled stable simulation consistently and robustly for

all flow regimes. This proved a viable solution for CFL values near 2 and lower, but when

the CFL was raised to 3, the amount of diffusion required to stabilize the simulation was large

enough that it damped the small scales to an unacceptable level.

The results of this study indicate that the characteristics-based methods presented herein,

particularly the modified versions with tunable hyperdiffusion, are viable candidates for simu-

lation up to a CFL value near 2. This is verified by the ability to obtain very similar solutions as

low CFL simulations for even complicated flow regimes given the proper tuning of the diffu-
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sion. The amount of hyperdiffusion necessary for the rising thermal and Straka density current

test cases was low, meaning the small scales would not be sacrificed in the process of obtain-

ing stability. These methods are not viable for larger time steps nearing the CFL range of 3

or higher, but the future improvements given in the next section will address what may allow

larger time steps.

5.2 Further Improvements

What is of primary importance in moving forward with the large CFL characteristics-based

methods developed herein is to find the cause of the instabilities found in the testing phase at

CFL values near 3 and larger. In this dissertation, it has been shown that they are not due to

trajectories or 1-D source term effects alone. Therefore, the cause must be (1) a poor resolution

of the dominant hydrostatic balance, particularly near boundaries, (2) accuracy loss due to

the dimensional splitting, (3) accuracy loss due to the source term splitting, or (4) inaccurate

assumptions of linearly superimposed eigenvectors as they propagate over one another. Of

course, the problem could be a combination of these as well.

To find the cause of instability, it is most useful to remove the first possibility from the mix

by simulating in the horizontal dimension in which the equation set involving shallow water

flow on the sphere and Coriolis forcing along with Earth’s curvature does not require perturba-

tion quantities. Because of the magnitude of this change, it is left to future investigation. After

the method is ported to a shallow water context, genuinely multidimensional methods can be

implemented to remove the dimensional splitting, and a characteristic handling of the Coriolis

source term can be used. Both of these tasks are large in magnitude as well.

This would leave only the linearly superimposed eigenvectors assumption untested which

would be more difficult to circumvent. It is possible that a mathematical theory could be

developed in which the eigenvectors have a spatial gradient before moving into the familiar
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characteristic form, but only future investigation will tell.

What is of second most importance is developing a smarter diffusive process to include

within the simulation. If the source of the instability is addressed properly, this may no longer

be a problem at CFL values of 3, but it likely need to be addressed at some point as time

steps are increased. This more intelligent diffusive process would need the adaptiveness of

non-oscillatory reconstructions such as WENO along with an extension to address the com-

plications of going to a larger CFL value. Perhaps a hyperdiffusion or even a more adaptive

diffusion source term could be included in the characteristic variables similar to the M13 modi-

fication for the gravity source term. This may also include a different point sampling integration

method such as a Runge-Kutta type movement along the trajectory path.

5.3 Future Extension to Other Models

The overall goal of this study is to evaluate the viability of some new characteristics-based

techniques for atmospheric simulation in some roughly realistic test cases. The goal of the

methods is to increase efficiency on modern and future hardware architectures, respecting both

massive amounts of distributed memory and the presence of accelerating coprocessors such as

Graphics Processing Units (GPUs).

However, the scheme will not be doing this in the vertical direction in particular. For global

scale models, the aspect ratio of horizontal to vertical grid spacing is very large (around 100:1

or larger). In this case it is most lucrative to use an implicit method for the vertical dimension

(hopefully using full non-linearly implicit methods due to the very large CFL numbers). The

present characteristics-based methods are meant for use in the horizontal direction of a 3-D

global model to reduce communication between nodes in the horizontal direction.

In the path toward this end, it is most common to test a method in a global shallow water

context including Earth’s curvature and Coriolis forcing. We will likely choose the central
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gnomonic equiangular cubed-sphere grid for this because the cell areas are all nearly equal,

and the singularities at the poles of a latitude-longitude grid are spread out into eight points

on the cubed-sphere grid [20, 106]. Most importantly, the computational grid is logically a

square grid, making interpolation processes significantly easier. The only catch is that the grid

is non-orthogonal, and the metric Jacobian has significant gradients near the edges and points

of the cubed sphere’s six panels.

Presuming adequate performance in the shallow water test cases, the next logical move

would be to implement a hydrostatic model as a “stack” of shallow water models, then coupled

in the vertical via a vertically Lagrangian coordinate system [107]. Finally, the model would

move into a non-hydrostatic 3-D model simulating all relevant dynamics of the Earth’s system

in the gas phase, later to be coupled to physics packages and tuned for accuracy.

5.3.1 Global, 3-D, Energy Conserving Non-Hydrostatic Model

Climate models that do not conserve energy strictly tend to “drift” into modes that are unreal-

istic [15]. In reality, the Earth system does not conserve energy in any given column or even

when integrated over the sphere at the top of the atmosphere at a snapshot in time. Perhaps

over long periods of time, the energy would balance roughly, but climate is never in exact

equilibrium even over decadal scales [4].

Even still, for the computational realism aspect, strict energy conservation is crucial. There-

fore, it would likely be wise to switch to an energy conserving form of the 3-D Euler equations

which conserve total energy instead of potential temperature. There is a massive amount of

energy stored in potential energy in the roughly hydrostatically balanced vertical profile which

may pose some problems resolving the energy perturbations away from this balance. However,

this problem is going to be present in some form for any equation set in, if nothing else, the

balancing of vertical pressure gradient and gravity. And at least one study suggests that this
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equation set has an accuracy advantage over the potential temperature formulation [84].

Retaining the non-hydrostatic equation set is a priority for future models. This could seem

unnecessary given that scale analysis reveals non-hydrostatic dynamics becoming important at

a spatial scale of around 10km which models would likely not really resolve until 2.5-5km grid

spacings are achieved. However, it is also a future priority to build models capable of adaptive

mesh refinement and nesting. Given these possibilities, resolutions of 5km or even much less

in at least some parts of the grid are quite likely. In this manner, non-hydrostatic motions are

crucial for accuracy in the simulation.

As mentioned in the introductory paragraph to this section on future work, the characteristics-

based methods herein will be used in the horizontal directions, leaving the vertical direction for

an implicit method to handle the very large vertical CFL numbers. It is hoped that in the end,

these characteristics-based methods will lead to large time step and highly efficient simulations

on current and future massively parallel architectures to enable greater social applications of

atmospheric modeling output.
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