
ABSTRACT

PINTO, LIFFORD ANAND. Visualizing Ensembles Using Screen Door Tinting. (Under
the direction of Christopher G. Healey.)

An ensemble is a collection of related datasets. Each dataset, or member, of an

ensemble is normally large, multidimensional, and spatio-temporal. Ensembles are used

extensively by scientists and mathematicians, for example, by executing a simulation

repeatedly with slightly different input parameters and saving the results in an ensemble

to see how parameter choices affect the simulation. To draw inferences from an ensemble,

scientists need to compare data both within and between ensemble members. We propose

a technique to support ensemble exploration and comparison. The screen door tinting

method visualizes subsets of members using screen space subdivision. We demonstrate

the capabilities of the technique, first using synthetic data, then with simulation data of

heavy ion collisions in high-energy physics. Results show that the technique is capable

of supporting meaningful comparisons of ensemble data.
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Chapter 1

Introduction

As an immediate effect of the rapid advancement of computer technology, including the

increased affordability of disk storage space, the world is experiencing what some schol-

ars define as information explosion. Mazza suggests that it is not really an explosion

of information that we are witnessing as much as it is the explosion of data [1]. Infor-

mation is the derivative of the analysis and elaboration of data. The intricacies of the

data nowadays make this analysis process a non–trivial activity. One of the promising

approaches to analyze data is visualization.

1.1 Visualization

Although the human activity of visualization predates computing by hundreds of years,

visualization in the field of science has a shorter yet distinguished history with graphs and

maps being used to elucidate hypotheses, make predictions, and understand theories [2].

The simultaneous development of powerful workstations capable of displaying interactive

graphics and algorithms that make large datasets more tractable, stimulated interest in
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visualization.

Dictionaries define visualization as the process of recalling or forming mental images

or pictures. Today, visualization has evolved from being internal to the mind to an

external visual representation of data facilitating decision making [3]. The process of

visualization starts with data acquisition. Data is procured from several diverse sources,

measured, sensed remotely or calculated. This data is often not in the form the visual-

ization software/hardware is expecting. Preprocessing of data involves steps like parsing,

filtering and mining. Once the data is in an appropriate format it is passed on to the

graphics algorithms and/or graphics hardware to render the visualization. Sometimes

users can interact with the visualization. Interactions include operations like zooming in

for more detail or changing the viewpoint [4].

At a very high level, visualization serves two related yet distinct purposes [5]. One is to

represent an idea (assuming the idea already exists). The other is to use the visualization

to discern the idea itself. Some advantages of visualization are summarized below.

1. Visualization can enable us to understand large amounts of data in a very short

span of time.

2. Visualization reveals spatial patterns in the data across multiple dimensions that

could be difficult to detect algorithmically.

3. Visualization can help expose discrepancies in the data itself.

4. Visualization enables the discovery of new hypotheses.

The power of visualization can be attributed to the inherent organizing function of the

visual system [6]. A very common example that is suggestive of this organizing function is

our ability see shapes among clouds in the sky. The bandwidth, the information carrying
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capacity, of the visual system is greater than for any other sense. The visual system can

pre–attentively perform information processing tasks that our conscious self can then use.

1.2 The Problem and Proposed Solution

Progress in the field of science and technology has given way to the development of

complex and dynamic systems. Given the complexity of these systems, it is often expen-

sive, hazardous and maybe even impossible to perform experiments with the real system.

Simulations are often a good tool to explore phenomenon that are difficult to otherwise

reproduce in a laboratory [7]. The validity of the outcome of such simulations, however,

cannot easily be guaranteed. Simulations are therefore executed and re-executed with

varying parameters and starting conditions to enable scientists to reduce the model’s

uncertainty and to measure its parameter sensitivity. We refer to the aggregate of the

results of such a collection of simulation runs, each with slightly different parameters and

execution environments, as an ensemble. An individual result is called a member of the

ensemble.

Scientists need efficient methods to analyze ensembles that are typically large, multi-

variate, multivalued and spatio–temporal in nature. Although data mining and statisti-

cal analysis may be considered as viable approaches, the several benefits of visualization

make it an equally promising approach to study data of this kind. Visualization and

visual exploration of ensemble data has been difficult in the past. This can be attributed

to insufficient resources and computational power. However, the evolution of computers,

software and hardware alike, is making possible a medium of graphics with dramatically

improved rendering and real-time interactivity [5]. We need techniques that summa-

rize the data and also bring to light, quickly and effectively, noteworthy features of the
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ensemble.

In order to gain more insight into the problem of ensemble visualization we collabo-

rated with scientists in mathematics, high-energy physics, astrophysics and meteorology.

From this association we learned the following requirements of ensemble visualization.

1. For each attribute of each member of the ensemble, scientists need to be able to

identify values and their distributions across both space and time.

2. When the members of the ensemble can be represented as a volume, scientists need

to able to discern the differences in surface contours for each member.

3. Scientists need to be able to quickly identify outliers in the data.

4. Scientists need the ability to compare values, shapes, and outliers across multiple

members.

When we started our design, we derived motivation from the fact that we needed a

visualization technique that provided a means to compare attribute values within and

between members of the ensemble while simultaneously being able to see differences in

shape between the members in the spatial context of the data. Our approach, screen door

tinting, superimposes similarities and differences of any one attribute during one time

step between m members of the ensemble and a reference member using variations in hue

and luminance. This approach was driven by the success of attribute block visualizations

of multivariate data. Existing visualization techniques handle the size and complexity of

ensembles by visualizing statistical summaries that compromise on the level the detail

often omit spatial context of the data.

We performed several iterations of preliminary research to gain insight into the dif-

ferent aspects of our final design. We tested our method on two sets of ensembles. The
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first contains simulated volumes with predefined data patterns, allowing us to evaluate

our method’s strengths and weaknesses in a known context. The second contained vol-

umes from a simulation of quark-gluon plasma during heavy ion collisions, to test our

technique on real world data. Based on results from our tests, we were able to make the

following contributions:

� Extend attribute blocks to multidimensional ensemble data.

� Visualize comparisons to a user-chosen chosen reference member, allowing a viewer

to see the shape of the reference member.

� Highlight where the reference member and each comparison member differ in at-

tribute values.

� Visualize the projected outlines of the comparison members volumes when there is

a significant overlap between the comparison members and the reference volume.

� Support effective exploration in both synthetic and real-world ensembles of volu-

metric data.

1.3 Thesis Organization

The remainder of this thesis is organized as follows. Chapter 2 describes ensemble data

and its properties. Chapter 3 reviews existing research in the field of large multivariate

data visualization and ensemble visualization. Chapter 4 describes the proposed tech-

nique in further detail. Chapter 5 highlights implementation details of the technique.

Chapter 6 summarizes the results we obtained from the application of the technique to

real-world data. We conclude and discuss possible avenues of future work in Chapter 7.
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Chapter 2

Ensemble Datasets

Nowadays simulations are a key problem–solving methodology for the solution of many

real–world problems [8]. Although they are not flawless, simulations provide several

advantages over laboratory experiments. The equivalent of repeating the experiment can

be as simple as re-running the software. Initial parameters and environmental conditions

can be tweaked with relative ease. Also, events such as high energy particle collisions

that happen on nanosecond scales may be decelerated, facilitating their effective analysis.

The efficacy of simulations in studying complex phenomena is directly associated with

the inferences that can be derived from the analysis of the data that is generated.

2.1 What is an ensemble?

The process of generating an ensemble begins with modeling the real–world phenomenon.

Unfortunately every stage, from the initial starting point and beyond, is susceptible to

approximation error [7]. The result is different models of the process of interest and one

or more sets of input parameters. The dataset produced as a result of executing a model
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with one set of input parameters is called a member. A collection of members compose

an ensemble. Ensembles are often:

� Large – Ensembles are potentially tens of gigabytes to hundreds of terabytes in

size. These numbers are only going to increase with the growth of technology and

the more complex systems being modeled.

� Multivariate – Each member of an ensemble has multiple attribute values. Sci-

entific simulations usually have on the order of a hundred state variables.

� Multivalued – In addition to being multivariate ensemble members have multiple

values for each variable at each point in the dataset.

� Spatio–temporal – Each data point in a member is usually associated with a

two or three dimensional spatial coordinate. Moreover, the generation of ensemble

data involves the study of the behavior of a system over time, adding a temporal

dimension to the data.

2.2 Relativistic heavy ion collider ensemble

Physicists at Michigan State University and Duke University are collaborating to con-

struct models of the behavior of quark–gluon plasma (QGP). Quarks and gluons are the

basic constituents of protons and neutrons. Although quarks and gluons are normally

held together due to nuclear forces, high temperature or high density plasma allows them

to roam freely outside of the protons and neutrons. Two types of simulations are being

studied:

� Relativistic fluid dynamics (RFD) model – Applies best in the equilibrium and

hydrodynamic expansion stages when the system is uniform, hot and dense.
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� Microscopic transport model – Applies best in the pre–equilibrium or hadronic

phases when the system either has not yet obtained equilibrium or begins to cool

and discrete particles emerge in the form of hadrons.

We used ensemble data generated from models based on a hybrid approach. Two

models are run consecutively or a single model is run that transitions from an RFD

model to a microscopic transport model. The models were used to study the evolution of

a head–on gold on gold collision at a center of mass energy of 200 gigaelectronvolts (GeV)

per nucleon. The difference between the members are based on two parameters concerning

the initial conditions for the evolution. One parameter defines the starting time, i.e. how

long the RFD model is run before transitioning to the microscopic transport model. The

other defines the size of the lumps in the initial conditions. Each member of the ensemble

is a collection of data points. At each data point the x, y and z coordinates and a set

of nine attribute values are recorded—the fraction of quark–gluon plasma, temperature,

pressure, energy density, baryon (particles made up of three quarks) chemical potential,

net baryon density, velocity in the x and y directions, and longitudinal velocity.
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Chapter 3

Background

Given their multivariate nature existing visualization techniques could conceivably be

used to visualize ensembles. An ensemble could be viewed as a multidimensional dataset,

with each member representing one dimension. Since our ensembles contain volumetric

data, some extension of direct volume rendering might be appropriate. Finally, a number

of methods for visualizing ensembles have been previously proposed. We focus here on

techniques that motivated the screen door tinting design proposed in this thesis.

3.1 Volume Rendering

Volume rendering is a method of displaying volumetric data as a two–dimensional image.

Due to the increase in desktop computing power, volume rendering has become more

accessible to scientists, engineers and students [9]. Once used almost solely in medical

imaging, volume rendering now finds its application in areas like dynamics, meteorology,

failure analysis, and molecular modeling. Direct volume rendering (DVR) is one approach

that maps volume data to 3D volumetric elements, called voxels, using transfer functions.
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Transfer functions make the volumetric dataset visible by mapping renderable optical

properties to numerical values that comprise the dataset [10]. The simplest transfer

functions are one dimensional mappings of the range of data values to color and opacity.

Incorporating other dimensions into the transfer function, such as gradient magnitude,

facilitates finer control and more refined visualization [11]. Transfer functions that use

statistical properties, i.e. the mean and standard deviation, and texture–based transfer

functions, have performed better than 1D and 2D transfer functions in separating different

materials in volume datasets [12, 13]. Figure 3.1 shows a comparison of lung data rendered

using one-dimensional and texture–based transfer functions.

(a) (b)

Figure 3.1: Visualizations of the lung dataset using: (a) 1D transfer function; (b)
texture–based transfer function

Rendering techniques have been proposed to visualize multiple overlapping volumes

as well. Bruckner and Groller used two–dimensional transfer functions to control the

appearance of inter–penetrating objects for direct multi–object volume visualization [14].
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Interrante et al. suggested methods for texturing transparent surfaces with a set of

uniformly distributed opaque strokes that assisted the visualization of multiple layered

surfaces and the depth distance between them [15]. Weigle et al. in a user study showed

the effectiveness of surface glyphs and cast shadows in enhancing perception of inter–

surface distance [16]. Unfortunately, it is challenging to accurately represent properties

like interpenetration or surface order, even for two volumes. Applying these approaches

to an ensemble with numerous members would produce significant occlusion and on–

screen clutter, making it difficult or impossible to identify and compare properties of

individual members.

3.2 Multidimensional Visualization

Another approach is to treat an ensemble as a multidimensional dataset, where each

member represents one or more data attributes. Existing visualization techniques could

then be used to visualize the ensemble as a multidimensional image.

3.2.1 Glyphs based techniques

A common approach to multidimensional visualization is to represent data elements with

geometric shapes, or glyphs. The visual properties of a glyph are varied to visualize its

data element’s attribute values. For example, a meteorological dataset could use squares

to represent weather readings, with a square’s hue and size varied to show temperature

and pressure values.

Many multidimensional visualization techniques use glyphs. An early example is

Chernoff faces, where faces represent data elements and facial expression such as the

length of the nose, the curvature of the mouth, etc. represent attribute values [17]. The
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rationale behind using Chernoff faces to represent multivariate data lies in the under-

standing that humans are sensitive to changes in facial characteristics [18]. Figure 3.2

show a visualization using Chernoff faces. The size of the eyes, the size of the nose,

the shape of the mouth, and the shape of the face represent four social indicators: the

percentage of service employees, voting rate, adult employment, and mean housing price,

respectively. Although Chernoff faces provide a fairly straightforward means of visualiz-

ing data, a drawback of Chernoff faces is when certain parameters represent large values,

other parameters may be obscured [19]. Also, experimental analysis showed that Chernoff

face feature perception is a serial process and does not take advantage of pre-attentive

visual processing [20].

In a more recent effort to use glyphs for multivariate visualization, Bokinsky devised a

technique called Data–Driven Spots (DDS) [21]. Here each attribute is represented using

a layer of uniquely colored spots. The spots on each layer are spaced such that lower layers

are mostly visible between the spots on upper layers. The size of a spot visualizes the

value for the spot’s attribute, at the spot’s location in the dataset. Through a user study

Bokinsky showed that the technique is effective for binary data with simple shapes and

that it is significantly better than equivalent data visualized as side–by–side images. Feng

et al. extended Bokinsky’s technique to 3D with Scaled Data–Driven Spheres (SDDS)

[22]. Spheres replaced spots to represent data in three dimensional space. The color and

radius of the sphere is mapped to variable type and value, respectively.

3.2.2 Texture based techniques

Advances in texture synthesis techniques have made the use of textures a viable approach

for multivariate data visualization. In 1995, Ware and Knight developed a mathematical
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Figure 3.2: Visualization using Chernoff faces. Facial features indicate the social and
economic characteristics of the constituencies in the 1983 United Kingdom general elec-
tions
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Figure 3.3: Texture encoding scheme: Background texture brightness, orientation and
scale mapped to temperature, precipitation and pressure, respectively. Foreground tex-
ture density mapped to wind speed.

model of three principal orderable dimensions, orientation, size and contrast, of visual

texture [23]. Other texture dimensions exist, for example, hue, luminance, scale, regu-

larity and transparency [24]. Interrante proposed the use of natural textures that are

intricate and rich in detail for data visualization [25]. Tang et al. proposed a multi–layer

texture synthesis method for displaying weather data [26]. Separately synthesized fore-

ground and background textures were combined together for display. Figure 3.3 shows

an example of a dual layer texture encoding scheme. Background texture dimensions, i.e.

brightness, orientation and scale, are mapped to temperature, precipitation and pressure,

respectively while foreground texture density is mapped to wind speed.

Healey et al. applied perceptual guidelines on the use of color and texture to generate

highly salient glyph patterns [27]. They used pexels, perceptual texture elements, to

represent data elements. Attribute values are mapped to five separate texture dimensions
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— luminance, hue, height, density and regularity. Figure 3.4(a) shows a visualization of

weather conditions over Japan where wind speed, pressure and precipitation are mapped

to height, density and hue, respectively. Figure 3.4(b) shows typhoon Amber (one of the

region’s major typhoons) as it moves through Taiwan. The expected strong winds, low

pressure and heavy rains are easily identified as tall, dense, red and purple pexels. In a

more recent approach, Healey et al. used nonphotorealistic textures with one or more

brush strokes that vary their appearance to encode data [28].

3.2.3 Attribute blocks

In 2007, Miller designed attribute blocks, a new technique to visualize multiple con-

tinuously defined attributes across a single region on a map [29]. This overcame the

inefficiency of approaches such as multivariate choropleth maps to represent more than

two or three variables. Attribute blocks visualize multiple attributes to facilitate the

discovery of patterns of interest in multivariate datasets. An attribute block is a kr × kc

array of configurable “lenses” each allowing a single attribute to be seen at a specific

location. The attribute block is then tiled across the entire map. The interactive con-

trols of Miller’s system enabled dynamic alteration of fields of view, attribute block sizes

and positions, and relative positions of lenses. Quick response times to these interactions

were key to their success in uncovering patterns and relationships in the data. Through

this effort, Miller also delved into analyzing the extent to which multiple attributes could

be represented using a single planar projection in the absence of dynamic rotations.

Attribute blocks have been used to successfully visualize climatology. Figure 3.5 shows

a visualization of water balance for the month of January using a 2 × 2 attribute block

that encodes precipitation, temperature, soil moisture holding capacity and potential
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(a)

(b)

Figure 3.4: Tracking typhoon Amber across Southeast Asia during the summer of 1997:
(a) weather conditions over Japan, wind speed, pressure and precipitation are mapped
to height, density and color, respectively; (b) typhoon Amber over Taiwan seen as tall,
dense pexels colored red and purple representing high precipitation.
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evapotranspiration. Each attribute was colored using color scales that are not uncommon

in climatology applications: blue for precipitation, red for temperature, green for soil

holding capacity and cyan for evapotranspiration. In the west and northwest, saturated

blue blocks are immediately visible indicating the significant influence of precipitation in

these regions. Similarly in the upper Midwest the saturated green blocks highlight the

strong impact of soil holding capacity.

Figure 3.5: Attribute block visualization of water balance for the month of January

The technique can also be used to visualize uncertainty in modeled results by pro-

viding a means to compare different datasets. This is achieved by assigning the same

attribute from different datasets to each element of the block, and using a common color

scale to visualize the attribute values. Areas of differing values are highlighted by ir-

regularly colored block patterns, as opposed to the constant shading in areas that have
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near equal values. Figure 3.6 shows temperature uncertainty in India for the month of

January. The checkboard–like pattern in the Northeast is indicative of the disagreement

in the temperature values there.

Figure 3.6: Temperature uncertainty in India for the month of January

3.3 Ensemble-Vis

Various techniques and systems have been proposed to visualize ensembles. One com-

mon approach is to use side–by–side visualizations, one for each member, often aug-

mented with linking or brushing to allow viewers to highlight data in a common spatial

region within each member [7]. Scientists at Sandia National Laboratory, Lawrence Liv-

ermore National Laboratory, and the University of Utah provided a general framework,
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Ensemble-Vis, for the visual exploration of ensemble data by combining several statis-

tical visualization techniques and high level user interaction [30]. Ensemble-Vis allowed

scientists to analyze the data at different levels of abstraction, isolate areas of interest,

highlight uncertainty associated with the data, and investigate ensemble behavior. This

framework provides several linked views of the data as opposed to displaying as much

information as possible in a single display. The different views are briefly described below.

Spatial-Domain summary views provide a visualization of statistical summarization

such as mean and standard deviation at a point in time. Standard deviation is typically

indicative of the uncertainty present in the data. Mean and standard deviation can

be represented using color scales with overlaid contours as shown in Figure 3.7. In

cases where variables are better represented using contours, the user can toggle between

representations. In order to see the evolution of data over time, the framework provides

Figure 3.7: Illustration showing color representing mean and overlaid contour represent-
ing standard deviation.
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a filmstrip view (Figure 3.8). This is essentially a set of snapshots of the data that the

user can quickly scroll through them. These snapshots are normally provided at a lower

resolution to facilitate quick traversal and examination across time steps.

Figure 3.8: Each frame in the filmstrip view shows a single time step from the ensemble.

To display more detail about the behavior of the ensemble over time, the framework

provides two types of trend charts. Quartile trend charts (Figure 3.9(a)) display the

minimum, maximum, 25th quartile, 75th quartile and the median of a particular variable

over time. The advantage of this view is the quick identification of the upper and lower

bounds on the data and a notion of where most of the data members fall. For multimodal

distributions, the framework provides plume charts (Figure 3.9(b)). A plume chart dis-

plays the behavior of each ensemble member separately by computing the mean over the

specified region. Each simulation model type is represented with a different color with

similar models having similar colors. The mean across all the models is shown in black.

The advantage of this view is the detection of outliers and multimodal and non-normal

distributions.

Another approach, adopted by researchers from Mississippi State University for visu-

alizing weather model ensemble uncertainty, builds isocontour “spaghetti plots” to high-

light similarities and differences across members [31]. For n members, n isocontours for
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(a) (b)

Figure 3.9: (a) a quartile trend chart displays the minimum, maximum, 25th, 75th
percentiles and median of a particular variable in a selected region over time; (b) a
plume chart shows the behavior of each ensemble member over time.

a user chosen attribute and value are constructed. The isocontours are assigned unique

colors, then visualized. If the contours cluster together into a bundle (Figure 3.10(a)),

the given attribute value follows a similar spatial distribution across the members. If the

contours diverge (Figure 3.10(b)), the attribute value distributions differ.

3.4 Issues

Although it is tempting to try to select an existing multidimensional or ensemble visu-

alization technique for our data, certain shortcomings of these approaches and specific

requirements of our users makes this difficult. For example, glyph based multidimen-

sional visualizations begin to break down when n increases beyond even a small number.

Identifying a sufficient number of visual features, and combining them in effective ways,

is a significant challenge. SDDS and attribute blocks also suffer as n grows. More at-

tributes means more spheres are needed to capture each attribute’s distribution of values,

increasing occlusion and on-screen clutter. Attribute blocks need to increase in size, re-
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(a) (b)

Figure 3.10: Spaghetti plot visualization with single isocontour from each ensemble
member: (a) coherent bundles when the members are in agreement; (b) Differing at-
tribute value distributions causing the contours to diverge.

ducing the total number of data elements that are displayed, and significantly increasing

the difficulty in matching an individual cell to its parent attribute. These issues suggest

that the techniques are best applied to ensembles with only a small number of members.

Ensemble visualization systems are specifically designed to handle a large number of

members. Unfortunately, this is normally done by compressing the data, for example,

by visualizing statistical summaries, or by focusing on only a specific value of a specific

attribute. Our scientists need to compare individual data elements both within and

between members, so approaches that hide this level of detail cannot be used.

Given these challenges, we were faced with two alternatives: to try to modify and

extend existing techniques to visualize our data in ways that support our user’s needs,

or to design a completely new ensemble visualization technique. In the end, we decided

on a combination of these two approaches. Specifically, we use attribute blocks as a

motivation and a starting point for a new method to visualize ensembles in ways that
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support data and member-level comparisons.
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Chapter 4

Design

In this chapter we briefly explain the motivation behind the decisions we made and

conclude with a detailed explanation of the final design.

4.1 Motivation

Our current design is the result of many decisions that were made as a part of our

preliminary research. We were motivated by the success of attribute block visualizations

in representing multivariate data. We attempted to extend the basic approach to visualize

ensembles. The initial design involved tessellating the screen space into square regions

called blocks. We define a block to be a p×q array of screen doors. Every screen door acted

as a lens, allowing data of a single member to be visible through it. We implemented

and tested this design using a sample ensemble of fruit shaped members: an apple, a

banana, a cherry, and a pear. We used fruits because they come in a variety of shapes,

and because they should be recognizable to most viewers. The rendering produced by

the implementation of this design is shown in the Figure 4.1(e). We experimented with
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screen doors of different sizes as shown in Figure 4.2. We used hue to easily identify

which member each screen door displayed. The hue was not intended to be indicative

of any scalar value of the data but merely to act as a visual channel to focus on each

individual member.

(a) (b) (c) (d)

(e)

Figure 4.1: Four simulated ensemble members whose volumes represent an apple, a ba-
nana, a cherry, and a pear combined into a single ensemble visualization:(a) apple volume;
(b) banana volume; (c) cherry volume; (d) pear volume; (e) ensemble visualization.

Our intuition was that we would be able to compare data from individual members

25



(a) (b)

(c) (d)

Figure 4.2: Visualization using the initial design with screen doors of different sizes:(a)
8× 8 pixels; (b) 16× 16 pixels; (c) 32× 32 pixels; (d) 64× 64 pixels.
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at the boundaries of the screen doors. A smooth rendering would reveal a relatively sim-

ilar data distribution in those regions across members whereas a “checkerboard” pattern

would suggest differences in the data. Larger screen doors would better expose surface

properties of each member and smaller screen doors would be helpful in discerning the

silhouettes of the individual volumes representing the members. Although the jagged

outline of the rendering highlighted differences in the shapes of the volumes, the conclu-

sion, was that combining the volumes in this manner was largely distracting and it was

difficult to derive any other valuable inferences about the ensemble.

The pitfalls of our initial design provided positive motivation for our final design.

Here we select one reference member to represent its similarities and differences with the

other comparison members from the ensemble using variations in hue and luminance.

4.2 Technique

We applied concepts from attribute blocks in an effort to improve our initial design.

We decided to use one member from the ensemble, then visualize its relationship with

the other members. We call the first member the reference member, and the other m

members comparison members. The projected screen area of the reference member’s

surface is subdivided into blocks of p × q screen doors, m = pq. In contrast to what we

attempted to do before, each screen door is first assigned a comparison member and a

unique hue to identify the member. The screen door then acts as a lens, tinting every data

point of the reference member that is visible through it with the comparison member’s

hue, while encoding information about their attribute value relationship by means of

saturation.

The process starts by choosing a member from the ensemble to be the reference
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member. This reference could be randomly chosen from among the members of the

ensemble or could be an “interesting” member as deemed by the user or scientist. This

is followed by tessellating the screen space into blocks of screen doors. Each screen door

in a block is then assigned a specific comparison member and hue. This assignment is

consistent across all blocks. For example, assuming a sequential ordering, 1 . . .m of the

comparison members, if the upper–left screen door of a block is assigned to member i,

with hue h, then all upper–left screen doors of every block are assigned to member i with

hue h.

As mentioned earlier, each screen door acts a lens. We use this analogy because, if we

perform transformations on the reference member, changing its orientation, position etc.,

the data points that are now visible through the screen door will be subject to the effect of

the lens. This is similar to the Magic Lenses proposed by Bier et al. [32]. Through their

“see–through interface”, they provided viewing filters called Magic Lens. Positioning

the Magic Lens over the desired object performed operation such as “magnification”

or “render in wireframe” over the region of the object visible through the lens. In

contrast, our screen door lenses are fixed and we instead interact with the reference

member beneath them. During visualization, the volume of space in the reference member

that projects onto a screen door identifies which part of the reference member is visible

through that screen door, as shown in Figure 4.3.

For every point of the reference member visible through a screen door, we search for

a matching point in the comparison member assigned to that screen door. This search

is for an exact match, i.e. a point in the comparison member that has the same spatial

coordinates. For all matched pairs of points we compute the absolute difference between

the attribute values at those points and visualize this difference on the reference member’s

point using saturation. An absolute difference of zero will render no tint, producing a
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Figure 4.3: Illustration of the identification of data points visible through one screen
door.

white reference point. More saturated tints identify larger differences. Points in the

reference member with no matching point for comparison are shaded gray. Appropriate

hues can be chosen to distinguish the comparison between different members. To avoid

the checkerboard effect across the surface of the reference member, we can set a threshold

value that determines whether or not a point is tinted. This restricts tinting to areas

where the differences are significant.

Figure 4.4(d) shows an example of screen door tinting applied to a three member

ensemble containing an apple, a banana, and a pear. The apple has low attribute values

throughout its volume. Both the banana and the pear have large attribute values. The

apple member is selected as the reference member and therefore the visualization shows

an apple shape. Each attribute block contains a 1× 2 array of cells for two comparison

members: the left cell is assigned to the banana member, and the right cell is assigned
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to the pear member. A yellow tint is used to visualize differences between the apple

and the banana, and a red tint is used for differences between the apple and the pear.

Figure 4.4(d) shows a gray apple, implying that from this viewpoint all the visible data

points of the apple have no matching points for comparison in either the pear or the

banana. Rotating the visualization about the y–axis by 180◦ produces comparisons with

the pear member represented by saturated red cells. This new viewpoint still produces

no comparisons with the banana member. This could mean one of two things, either the

banana member has no data points in common with the apple member or data points

of the apple member that are tinted yellow are being occluded. A vertical cross–section

through the visualization confirms the latter as shown in the Figure 4.4(f). The yellow

and red checkerboard patterns show large differences in attribute values between the apple

and the two comparison members. Since attribute values differ at almost all locations

between the members, the outlines of the yellow and red regions show the silhouettes of

the two comparison volumes.
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(a) (b) (c)

(d) (e) (f)

Figure 4.4: Three simulated ensemble members whose volumes represent an apple, a
banana, and a pear combined into a single ensemble visualization with difference between
members visualized using yellow tint for banana, red tint for pear, and gray for regions
in the apple that do not overlap either comparison member:(a) apple volume; (b) banana
volume; (c) pear volume; (d) ensemble visualization; (e) visualization rotated about the
y–axis by 180◦; (f)slice through the visualization normal to the z–axis.
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Chapter 5

Implementation

We used ParaView, an open source, freely available program for parallel, interactive,

scientific visualization, to implement our design. This required us to write a Python

script to take advantage of some of the features that ParaView does not expose through

its default user interface. We furnish the details in this chapter.

5.1 ParaView

ParaView is a multi-platform analysis and visualization application for scientific datasets,

particularly those that are spatio-temporal in nature [33]. The ParaView Framework

solves the large data visualization problem using several approaches that include parallel

processing and client/server separation [34]. ParaView is built on top of the Visualiza-

tion Toolkit (VTK). Implemented in C++, VTK is an open-source, portable and object-

oriented software system for 3D computer graphics, visualization, and image processing

[35]. VTK supports several data representations including images, volumes, unorganized

point sets and polygonal data. For the purpose of data exchange with other applications,
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VTK has readers/importers and writers/exporters. VTK also supports a variety of vi-

sualization algorithms and advanced modeling techniques including polygon reduction,

mesh smoothing and contouring [36].

Paraview provides access to a fully featured visualization library in a convenient

and flexible graphical user interface [37] providing the data manipulation and display

processing that is needed to analyze complex data. It has many salient features that

made it a good choice for implementing our design [38].

� In order to inspect either the whole dataset or the selected subset as raw numbers,

ParaView provides a spreadsheet view of the data.

� In addition to providing many data sources and filters by default, ParaView also

provides support for programming user-defined filters through an extensible Python

interface.

� A sub–region of a dataset can be extracted by slicing or clipping the data with an

arbitrary plane. For volumetric datasets, this feature is useful to explore data on

the “inside” of a volume.

In addition to these features we also derived significant motivation from the fact that

our collaborators use ParaView to render their visualizations, so our filter will fit directly

into their current workflow.
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5.2 Workflow

5.2.1 Tessellating the screen space

We implemented screen tessellation based on the assumption that the only transformation

we will perform on the reference member is rotation. Given this assumption we can

identify a bounding region on the screen that encloses the reference member at all times,

irrespective of how the reference member is oriented. We choose the upper-left coordinate

of this region to be (−α, α), where we define α as:

α = max(max(|x1|, |x2|, ..., |xn|),max(|y1|, |y2|, ..., |yn|),max(|z1|, |z2|, ..., |zn|))

Clearly, based on our assumption, every data point of the reference member when

projected onto the screen will be below and/or to the right of (−α, α) and above and/or

to the left of (α,−α). We then tessellated the screen enclosed in the bounding region

using a given block size and number of comparison members.

5.2.2 Comparison and tinting

During visualization, the volume of space that projects onto a screen door is identified in

both the reference and the comparison member. Sample points in the reference member

are compared to corresponding points in the comparison member. To do this we construct

point locators using the vtkPointLocator class. The attribute value difference between

the points is used to vary the saturation of the reference members point: the larger

the attribute value difference, the stronger the “tint” applied to the point. Reference

member points that have no corresponding comparison point are shaded gray. As the

reference members points are projected, they tint the cell to show both the distribution
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of individual differences, seen as the spatial frequency of the saturation pattern in the

cell, and the overall difference between attribute values for the given cell, seen as the

average saturation across the cell.

We used ParaView’s support for coloring data points by attribute value to tint each

data point in the reference member. However, the same saturation values need to be

represented with different hues depending on which member the reference data point is

compared to. To address this issue we adjusted tint values to fall into different ranges or

bins and produced a diverging color scale as shown in Figure 5.1 using ParaView’s color

scale editor.

Figure 5.1: Color scale used to tint the reference member. The gray at the end of
the scale is used to color points in the reference member that have no corresponding
comparison point.
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Chapter 6

Results

We tested our techniques in two stages. First, we generated synthetic data with pre–

defined shapes and attribute value distributions. Visualizing synthetic data allowed us

to evaluate how well our techniques represent known shapes and data patterns. Next, we

visualized an ensemble generated by our physics collaborators that models quark-gluon

plasma flow during heavy ion collisions.

6.1 Synthetic data

Our synthetic volumes approximate fruit shapes. The sample points that make up each

fruit volume are systematically assigned attribute values to produce a desired data distri-

bution. Using these fruit volumes we created sample ensembles and applied our technique

in the following scenarios.

� Scenario 1: Same shape, different attribute values.

� Scenario 2: Different shape, same attribute values.
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6.1.1 Same shape, different attribute values

We examined this scenario with two test ensembles. Shown in Figure 6.1, our first test

ensemble contains two apple members, each with their own attribute value distribution

represented using a white (low) to red (high) diverging color scale The first apple, Fig-

ure 6.1(a), has large attribute values in the upper-left and small attribute values in the

lower-right. The second apple, Figure 6.1(b), reverses the distribution, with small values

in the upper-left and large values in the lower-right.

Figure 6.1(c) shows a screen door tinting visualization of the two members, with the

first apple member acting as the reference member. In the case of this two member

ensemble, clearly, the choice of reference member is inconsequential as the members have

the same shape. Since there is only one member to compare to, each block is essentially

a screen door. We do not see a block pattern because differences with the comparison

member are represented using one hue, in this case red, producing a visualization that

is equivalent to a heat map. We see large attribute value differences in the upper-left

and the lower-right regions of the reference member, shown in red and a diagonal strip

of small attribute value differences shown as near saturated whites in between the two

regions. This represents an overlap between the small value regions in the two members.

Our second test ensemble, shown in Figure 6.2 and represented using the same white to

red color scale as before, contains five apple members. The first apple has uniformly small

attribute values throughout the volume. The second apple has uniformly large attribute

values throughout the volume. The third and the fourth have large attribute values along

an upper-left to lower-right and an upper-right to lower-left diagonal, respectively, with

uniformly small values everywhere else. The fifth apple has large attribute values in the

lower half of the volume.
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(a) (b)

(c)

Figure 6.1: (a) apple volume with large attribute values in the upper-left and small
attribute values in the lower right. (b) apple volume with large attribute values in the
lower-right and small attribute value in the upper-left. (c) screen door tinting visual-
ization of the two members, showing large attribute value differences in red everywhere
except along the diagonal strip of common values.
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(a) (b)

(c) (d)

(e)

Figure 6.2: A five apple member test ensemble with: (a) small attribute values through-
out; (b) large attribute values throughout; (c) small attribute values throughout except
along the upper-left to lower-right diagonal strip; (d) small attribute values throughout
except along the upper-right to lower-left diagonal strip; (e) large attribute values in the
lower half of the volume.
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Figure 6.3 shows a screen door tinting visualization of the five members, with the first

apple member acting as the reference member. Since there are four comparison members

each attribute block contains a 2 × 2 array of cells. We used green, yellow, red, and

blue tints to compare the reference member against the second, third, fourth and fifth

members, respectively. The following observations can be made:

� The absence of data points on the reference member that are tinted gray indicates

that all the members of the ensemble have the same apple shape.

� Saturated green cells across the reference member, confirming the large attribute

value differences between the reference member and the second apple member.

� The third apple member is mostly similar to the reference member, shown as un-

saturated cells except along the yellow diagonal where the large difference exists.

A similar observation can be made with respect to the fourth apple member whose

differences with the reference member are represented in red.

� Saturated blue cells over the lower half of the reference member show large attribute

value differences with the fifth apple member.

Figure 6.4 show the same ensemble rendered using the second and fifth apple members

as references, respectively. In Figure 6.4(a) we used blue, yellow, red and green to

highlight differences between the reference member and the first, third, fourth and fifth

members, respectively. We see:

� Saturated blue cells across the reference member confirm the large attribute value

differences between the reference member and the first apple member.

� The third apple member is similar to the reference member along the diagonal

shown as unsaturated cells. Everywhere else the large difference produce saturated
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yellow cells. A similar observation can be made with respect to the fourth apple

member whose differences with the reference member are represented in red.

� Saturated green cells over the upper half of the reference member show large at-

tribute value differences with the fifth apple member.

In Figure 6.4(b) we used blue, green, yellow and red to highlight differences between

the reference member and the first, second, third, and fourth members, respectively.

Similar inferences can be derived to the ones made above.

Figure 6.3: The five apple member volumes from Figure 6.2 with different attribute value
distributions visualized using screen door tinting. Apple volume in Figure 6.2(a) with
small attribute values across the volume is the reference member. Green, yellow, red and
blue tints show difference with the apple volumes in Figure 6.2(b) thru Figure 6.2(e),
respectively.
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(a) (b)

Figure 6.4: Screen door tinting visualization of the five member ensemble in Figure 6.2
rendered using: (a) the second apple member(Figure 6.2(b)) as reference and blue, yellow,
red and green to compare the reference member against the first, third, fourth and fifth
members, respectively; (b) the fifth apple member (Figure 6.2(e)) as reference and blue,
green, yellow and red to highlight difference between the reference member and the first,
second, third, and fourth members, respectively.

6.1.2 Different shape, same attribute values

To analyze this scenario we created a new two member test ensemble (Figure 6.5), con-

taining a pear volume and an apple volume. The pear has medium attribute values

where it overlaps with the apple, and large attribute values where its sample points are

unique. The apple has medium attribute values where it overlaps with the pear, and

small attribute values where its sample points are unique.

Figure 6.6(a) shows a screen door tinting visualization of the two members with the

apple member acting as the reference member. These images are rendered to allow

gaps between the projected sample points, producing a visualization with a pointillism-

like style. As in Figure 6.1(c), there is only one member to compare to, producing a

42



(a) (b)

Figure 6.5: Two member ensemble with: (a) apple volume; (b) pear volume; (c) visu-
alized using screen door tinting, similarities between the two members are seen as white
regions, areas in the apple that do not overlap the pear are seen as gray regions.

visualization that looks like a heat map. Values within the overlap between the apple

and the pear are identical, so the overlapping shape of the pear appears within the apple,

drawn in fully unsaturated white. Parts of the apple that do not overlap the pear have

no comparison sample points, and are therefore shown in gray. A similar result occurs

when the pear volume acts as the reference member as shown in Figure 6.6(b). However,

since the much of apple volume is outside pear volume, the non-overlapping region of the

apple volume is hidden during visualization.

6.2 RHIC Ensemble

We conclude our tests with visualizations of an ensemble created by our physics colleagues

at Duke University. This ensemble contains four members, representing four simulation
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(a) (b)

Figure 6.6: Two member ensemble in Figure 6.5 visualized using screen door tinting,
similarities between the two members are seen as white regions, areas that do not overlap
are seen as gray regions: (a)apple as reference member; (b) pear as reference member.

results from a hydrodynamic calculation of the quark–gluon plasma created during gold-

gold collisions in the Relativistic Heavy Ion Collider (RHIC) at Brookhaven National

Laboratory [39]. Figure 6.7(a)-(d) visualize the surfaces of the four members, and Fig-

ure 6.7(e)-(h) visualize temperatures in a vertical slice through each member. These

visualizations show that the members have different shapes, and different distributions

of temperature values throughout their volumes.

The screen door tinting visualizations of the RHIC ensemble when viewed along the

−z, z, −x and x axes are shown in Figure 6.8. We selected the first member as the

reference, with green, red, and blue tinting used to compare against the second, third,

and fourth members, respectively. Even though there are three comparison members

each attribute block is an 2 × 2 array of cells. The upper-left and lower-right cells are

assigned to the second member. The upper-right and lower-left cells are assigned to the
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 6.7: RHIC simulation ensemble with four members: (a-d) isosurface visualiza-
tions of the members surfaces; (e-h) visualization of temperatures in a slice through the
center of each member, blue for cold to red for hot

third and fourth members, respectively. In Figure 6.8(a) we see a region of darker green,

red and blue cells in the upper-right region of the visualization indicating a region of

large temperature difference between the three comparison members and the reference

member. We see a similar region of large temperature difference in Figure 6.8(b) at

the lower left of the visualization. In both Figure 6.8(c) and Figure 6.8(d) we see several

gray cells at the top and the middle regions of the rendering suggesting that the reference

member has a greater extent than the comparison members.

In order to analyze the interior of the volume that is hidden due to occlusion we

sliced through it. Figure 6.9 show 18 slices of the visualization. The normal of the slicing

plane is parallel to the +z–axis. Using ParaView’s animation feature to view the slices

in sequence, we were able to make the following observations:

� In slices a–d and o–r the temperatures of the four volumes at points of comparison

are similar shown by the absence of fully saturated green, red or blue cells.
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(a) (b)

(c)

(d)

Figure 6.8: RHIC ensemble visualized with screen door tinting, the first member is
the reference member, green tint shows differences with the second member, red tint
shows differences with the third member, and blue tint shows differences with the fourth
member, viewed along: (a) −z–axis and; (b) z–axis: (c) −x–axis; (d) x–axis.
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� We see patterns of white cells in slices a–d and m–p indicating similar temperatures

between the four volumes in those regions.

� We notice saturated red cells in slice g–j showing large temperature differences

between the third member and the reference.

� A disconnect in the fourth volume is apparent from the absence of blue cells in the

slices g–j.

Figure 6.10 shows a slice through the visualization when viewed along the +x–axis

(Figure 6.8(c)). Similar volume and data attribute properties can be seen:

� The gray region at the top of the visualization shows that the base volume extends

higher than any of the other volumes.

� The green and gray checkerboard pattern, i.e. the presence of the green cells and

the absence of red and blue cells, in the center of the slice shows that the second

volume is larger than the third and fourth volume.

� The narrowing in the centers of the third and fourth volumes are shown as an

absence of red and blue cells in the center of the visualization.

� There are regions of small temperature difference between all four members, shown

as curved paths of fully unsaturated white on both the left and the right of the

reference member.

� There is a region of large temperature difference between all four members, shown

as saturated green, red and blue cells in the middle of the reference member.

Given the tasks of shape and attribute value comparison, our approach shows posi-

tive results. Regions of large and small attribute value differences were pre–attentively
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(a) z = −6.72 (b) z = −5.88 (c) z = −5.04 (d) z = −4.20

(e) z = −3.36 (f) z = −2.52 (g) z = −1.68 (h) z = −0.84

(i) z = 0 (j) z = 0.84 (k) z = 1.68 (l) z = 2.52

(m) z = 3.36 (n) z = 4.20 (o) z = 5.04 (p) z = 5.88

(q) z = 6.72 (r) z = 7.56

Figure 6.9: 18 vertical slices of the screen door tinting visualization of the RHIC ensemble
viewed along the z–axis at regularly spaced z intervals.
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Figure 6.10: Center slice normal to the x–axis
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visible. The different shapes of the members was also apparent in our results. This was

primarily due to the high percentage of overlap between the members, enabling adequate

comparison. Our technique is still limited to comparing only a small number of members

at any given time. As the number of members increases, so too does the block size, which

reduces the total number of blocks—that is, the number of comparison points—that can

be shown. If blocks become too large, the underlying attribute value distributions become

distorted, or lost entirely.
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Chapter 7

Conclusion

This thesis proposes a screen door tinting method that presents differences between en-

semble members using screen space subdivision and saturation tinting. We have investi-

gated the capabilities of these approaches using both synthetic data with known attribute

value patterns, and simulated data of quark-gluon plasma flow caused by heavy ion colli-

sions in the Relativistic Heavy Ion Collider. The technique supports comparing attribute

values both within and between ensemble members.

Although our results show that the technique is capable of supporting meaningful

comparisons of ensemble data several limitations and areas of improvement are evident.

� Currently the user decides an appropriate block size for the visualization. A better

approach would be to have the system analyze the underlying data and suggest an

appropriate block size.

� The technique could benefit from better interactivity. Instead of having the user

provide the viewing direction as input to the programmable filter, we could allow

the user to interact directly with the reference member using an input device to
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specify the viewing direction. That way the visualization would be re–rendered

dynamically in response to rotations and/or translations.

� The effectiveness of the technique is directly dependent upon the number of compar-

ison points between the reference member and the comparison members. Assuming

the members of an ensemble do not have any overlap, the visualization would show

the reference member with every data point tinted gray, providing no useful infor-

mation. Incorporating a nearest neighbor algorithm for such situations could prove

helpful. This might interfere with shape detection as the presence or absence of

gray tint is used for this task.

� To address the temporal dimension of an ensemble, our intuition is that we could

animate the screen door tinting visualization across time at a particular spatial

location (or slice) of the reference member.

� Our technique works best for ensembles with a few members. Future work will

therefore focus mainly on handling ensembles with a larger number of members.

We plan to investigate the use of mathematical or statistical approaches to re-

duce the number of members in an ensemble, for example, to combine subsets of

highly similar members in ways that preserve only the areas of significant difference

between them.
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