
Abstract

HOLLEY, ADAM TARTE. Ultracold Neutron Polarimetry in a Measurement of the β
Asymmetry. (Under the direction of Albert Young.)

Ultracold neutrons (UCN) are neutrons with energies on the order of 100 neV, which is
comparable to the bulk averaged nuclear Fermi pseudo-potential of many materials. This is
also the energy scale that characterizes the potential energy of a neutron in both the earth’s
gravitational field and a magnetic field of 1 T. The characteristic low energy of UCN allows
novel approaches to UCN polarimetry which are complementary to the techniques commonly
practiced with higher-energy neutrons, and which have now been utilized in the first mea-
surements of the β asymmetry using UCN. The β asymmetry (A), which parameterizes the
asymmetry between the emission direction of the electron and the spin of the neutron in
polarized neutron decay, provides a value for the axial-vector weak coupling constant, an
important input to the Standard Model (SM). When paired with a measurement of the neutron
lifetime, A also serves as a sensitive probe for new physics at the TeV scale. The β asymmetry
has been measured with a precision of ∼0.4% using cold neutrons, but disagreements in
those measurements necessitate a technique with complementary systematics. The UCNA
collaboration is meeting that need by performing a measurement of A using UCN, an ap-
proach that has the capability of achieving a precision comparable to the best cold neutron
experiments. The polarimetry techniques that UCN make possible contribute significantly to
the complementarity of UCNA to the previous efforts. This work details the construction of a
birdcage resonator for high field adiabatic fast passage spin flipping of UCN for the UCNA
experiment, the subsequent testing of that spin flipper as part of the UCNA polarization
system, and the development and implementation of precision polarimetry techniques for
UCN which are required in a precise determination of the β asymmetry. These techniques
allow in situ measurements of the neutron polarization in UCNA at the per mille level, and
experience with the current system points the way to an order of magnitude increase in
sensitivity, an achievement which would have important ramifications for other low-energy
fundamental physics measurements.
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CHAPTER 1

The Interaction of Neutrons with Matter

1.1 Introduction

The free neutron is at once an important system for low energy precision tests of fundamental
natural law and an excellent tool for the experimental investigation of material structure. Its
importance for low-energy fundamental physics is in many cases due to the fact that free
neutron decay

n→ p + e− + ν̄e (1.1)

is undistorted by considerations of nuclear structure and incorporates both the Weak force,
which facilitates the decay, and the Strong force, which provides structure to the hadrons that
participate. In this case one typically seeks to make measurements of either neutron decay
observables or other neutron behavior with high precision in order to look for the presence of
subtle effects which are directly tied to fundamental properties of Strong and Weak interactions
as well as to physical laws which are not yet part of the Standard Model. Being a neutral,
massive particle also means that the neutron is able to penetrate deeply into condensed matter
systems without significantly disturbing them, which makes it an ideal probe of such systems.
Neutron studies of condensed matter systems therefore use the neutron as an effective probe to
help elucidate bulk atomic structure and dynamics, surface characteristics, magnetic ordering,
and even the microstructure of biological and industrial materials. Traditionally the overlap
between these two ways of utilizing the neutron has been minimal. However, an approach
to fundamental physics measurements that uses a gas of ultracold neutrons (UCN) possessing
kinetic energies below a few hundred neV is gaining popularity as the number and intensity
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of UCN sources continues to grow. One interesting feature of this approach is that it depends
for its practical application on much of the theoretical framework and many of the empirical
results established by neutron studies of condensed matter systems. What is more, it is
expected that the experience gained from using UCN to carry out low energy fundamental
physics experiments will in turn lead to techniques which use them as a sophisticated probe
of surface physics in condensed matter systems.

The involvement in UCN physics of concepts from the study of neutron scattering, the
theoretical framework behind the myriad of techniques used to examine condensed matter
systems with neutrons, arises first and foremost in the problem of creating practically useful
UCN sources; the most efficient sources constructed so far depend on the interaction of
neutrons with the phonon-roton spectrum of superfluid 4He or the phonon spectrum of solid
deuterium (SD2) [29]. What is more, the defining characteristic of UCN – in fact the criterion
which sets the upper limit of the UCN energy scale – is that they be reflected from typical
materials for all angles of incidence. This basic property means that, unlike neutrons with
warmer spectra, UCN are often stored in physical bottles (constructed, for example, from
stainless steel, Cu, Be, or 58Ni). The low characteristic UCN energy which allows them to be
contained by materials also means that UCN are strongly affected by the gravitational force,
which for a neutron (on earth) produces a potential energy change of approximately 100 neV
per meter of height change, clearly significant for neutrons with total energies no greater than
a few hundred neV. As a result, the classical trajectory of a UCN in vacuum is essentially
ballistic in nature, which in turn means that UCN will in practice undergo repeated collisions
with the material walls used to guide or confine them.

It is feasible to bottle UCN in a way that minimizes interactions with material surfaces.
This is possible because like gravity, magnetic forces strongly affect UCN via the neutron
magnetic moment. In particular, the potential seen by a neutron due to a static magnetic field
amounts to +60 neV/T when the neutron’s spin is anti-aligned with the local field direction
and −60 neV/T when the neutron’s spin is aligned with the local field direction. This means
that a sample of polarized UCN can be contained by fields with magnitudes no greater than
7 T, a value achievable in the laboratory. For such a technique to work, however, a sample of
polarized UCN must either be produced in a converter material, in which case interactions
between the UCN and moderator must be understood, or the UCN must be polarized and
guided into the magnetic bottle after production, in which case there will again be material
interactions with the added complication that the UCN population is now polarized so that
it becomes important to understand the magnetic scattering of UCN off the surfaces they
encounter. What becomes clear, then, is that an understanding of how neutrons interact with
condensed matter is a necessary component when working with UCN. This chapter lays the
groundwork for how that physics is both exploited to create UCN sources as well as applied
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Table 1.1: Naming conventions for neutron energy scales with corresponding speeds and
wavelengths indicated. For comparison, x-rays typically have wavelengths between 0.1 Å and
100 Å while visible light includes wavelengths from 3900 Å to 7500 Å.

Designation Energy [eV] Speed [m/s] Wavelength [Å]
Fast 100× 103 - 10× 106 4.37× 106 - 4.37× 107 9.05× 10−4 - 9.05× 10−5

Slow ∼ 1× 103 ∼ 4.37× 105 ∼ 9.05× 10−3

Epithermal ∼ 1 ∼ 1.38× 104 ∼ 0.286
Hot 100× 10−3 - 500× 10−3 4.37× 103 - 9.77× 103 0.905 - 0.405
Thermal 10× 10−3 - 100× 10−3 1.38× 103 - 4.37× 103 2.86 - 0.905
Cold 0.1× 10−3 - 10× 10−3 138 - 1.38× 103 28.62 - 2.86
Ultracold < 400× 10−9 < 8.74 > 452.5

to the particular case of UCN interactions with material surfaces by developing some key
features of neutron scattering theory. Such interactions must be well understood in order to
design and carry out precision fundamental physics measurements with UCN.

1.2 Energy Scales of Neutron Physics and Neutron Moderation

There are two predominant sources of free neutrons for both fundamental physics measure-
ments and neutron scattering work: reactors, where copious numbers of neutrons are produced
by the fission reaction, and charged particle accelerators where neutrons are generally pro-
duced by spallation, i.e. by directing a high energy beam of charged particles (e.g. 800 MeV
protons) into a high-Z (e.g. tungsten, lead, or mercury) target. These two approaches result in
qualitatively different neutron spectra (see Fig. 1.1) with the maximum neutron energy inside
a thermal reactor typically a few MeV and the maximum neutron energy from a spallation
source typically hundreds of MeV (essentially the energy of the charged particle beam). Since
in a single facility it is possible to deal with neutrons from the MeV range down to the neV
range, a conventional naming scheme for neutron energy ranges is often used. [41, 45] This
scheme is indicated in Table 1.1, where the neutron energy and speed are related by

v =

√
2E
m
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Figure 1.1: Top: Neutron spectrum in proximity to the core of a typical thermal reactor, in
this case the 1 MW water-cooled research reactor at North Carolina State University measured
via foil activation [65]. Bottom: Neutron spectrum typical of unmoderated spallation, in this
case of 800 MeV protons on a Pb target measured with a time-of-flight technique [11].
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Table 1.2: Typical results of nuclear capture. Here the standard notation Ni(pi, p f )N f for an
interaction pi + Ni → p f + N f between a particle p and nucleus N has been used but with the
designation of an initial and final nucleus suppressed.

(n, γ) electromagnetic
(n, p) or (n, d) or (n, α) charged
(n, n), (n, 2n), . . . neutral
(n, f ) fission

with m the neutron mass, and the neutron wavelength in Angstroms (1Å = 10−10 m) is

λ =
h
p
=

h√
2mE

=
6.626× 10−34m2 kg

s√
2× 1.675× 10−27kg× 1.6× 10−22 J

meV × E
=
(

9.05 Å
√

meV
)

E−1/2.

Given that atoms in solids typically have spacings on the order of Angstroms, Table 1.1
indicates that neutron scattering experiments, which often seek to resolve individual atomic
positions, are likely to utilize neutrons with energies near the thermal energy range since
these thermal neutrons have a wavelength commensurate with the length scale of the systems
under consideration. Fundamental physics neutron beam experiments typically utilize even
slower cold neutrons, and of course UCN-based physics utilizes neutrons which are slower still.
Fig. 1.1 therefore demonstrates that for both reactor and spallation sources to be useful in
neutron physics, the spectra they produce must be slowed or moderated. This is straightforward
to accomplish down to the cold neutron regime due to the fact that scattering is the prevalent
form of interaction between neutrons and many nuclei. In general, a neutron encountering
an atom must either interact directly with its nucleus or undergo a dipole-dipole interaction
with the magnetic moment of an unpaired atomic electron. Since the latter is typically a weak
effect, nuclear interactions tend to dominate. A direct interaction with a nucleus results in
either neutron capture or scattering, where the scattering can be elastic or inelastic.1 Scattering
results in a change to the scattered neutron’s momentum (thus its energy and direction), while
the end result of a neutron capture is varied, with typical outcomes listed in Table 1.2.

Intuitively, the fact that such a rogue’s gallery of interactions can be dominated by scattering
is due to the fact that neutron capture is more likely for neutrons which spend more time near
the nucleus, i.e. for slower neutrons. It therefore stands to reason that scattering should in

1Inelastic scattering off a free nucleus implies that the internal state of the nucleus has changed. However, when
the scattering nucleus interacts with neighbor nuclei as is the case in a solid or liquid, inelastic scattering also
refers to the situation in which the recoil energy of the nucleus is transferred to potential energy associated with
interactions between nuclei.
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Figure 1.2: Energy dependence of the cross sections for a neutron to interact with various
free nuclei. Solid curves are total cross sections, dotted curves are elastic cross sections, and
(away from resonances) σcapture = σtotal − σelastic since the neutron energy is insufficient to
induce nuclear transitions. (Cross section data obtained from [57].) Note the typical 1/v
dependence of the total cross section for low neutron energy.

general dominate over capture for energetic enough neutrons. Fig. 1.2, which shows the energy
dependence of the total cross section and elastic cross section for a variety of nuclei, supports
this intuition. In cases where elastic scattering dominates in the interaction of a neutron with
a nucleus, the most probable consequence of an interaction between a sufficiently energetic
neutron and a nucleus (vn � vnucleus) will be a loss of energy by the neutron (appearing as
recoil energy of the nucleus and ultimately as an excitation, e.g. a phonon, in systems where
the nuclei interact). As a result, if a neutron population interacts with nuclei that possess a
scattering-dominated cross section for neutron interactions, the mean speed of the neutron
population will decrease. The rate of moderation, at least in the case of free nuclei, depends
on the atomic mass A of the nuclei, with lighter nuclei leading to faster moderation since
conservation of linear momentum and energy require that lighter nuclei recoil with greater
energy, thus providing greater energy loss per interaction for the neutron.2 Eventually, as the
speed of the neutrons becomes equivalent to the speed of the nuclei (so that the nuclei may

2Hydrogen, as well as plastics like polyethylene which contain large amounts of hydrogen, are therefore good
neutron moderators. To set the scale, getting 2 MeV neutrons into the thermal energy range requires about eighteen
interactions for 1H, about twenty-five interactions for 4He, and about one hundred and ten interactions for 12C
[41].
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Figure 1.3: Neutron energy distributions produced by moderators of the indicated tempera-
tures. Shaded regions correspond to the different neutron energy ranges. Note in particular
that the energy spectrum which peaks in the thermal energy range corresponds to a moderator
temperature of around 300 K, which explains the name.

no longer be considered stationary), the sharing of energy during a collision depends on the
relative speed between the nuclei and neutron. This is a familiar situation from kinetic theory
[35], and results in the neutron spectrum becoming described by the Maxwell-Boltzmann
distribution

ρMB(E) =
2πn

(πkBT)3/2 E1/2 e−E/kBT, (1.2)

where n is the number of neutrons per unit volume, E is the neutron energy, kB = 8.62×
10−5 eV/K is Boltzmann’s constant, and T is the temperature of the system of atoms whose
nuclei are moderating the neutrons. What this means is that by allowing neutrons to interact
with a suitable moderator material held at a temperature T, the neutron energy spectrum may
be cooled to coincide with a desired energy range. Fig. 1.3 illustrates this correspondence
between neutron energy regime and moderator temperature. It is this correspondence which
allows a neutron spectrum that has been moderated (and so follows the Maxwell-Boltzmann
distribution) to be described in terms of a temperature. So, despite the fact that typical primary
neutron production sources create neutrons well beyond the thermal range – typically the
highest energy range utilized for neutron science – neutron populations may be effectively
moderated by arranging for the neutrons to come into thermal equilibrium with a moderator
held at a suitable temperature.
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1.3 Describing Neutron Interactions with Bulk Matter

1.3.1 The Fermi Pseudo-Potential

The microscopic neutron-nucleus interaction for neutrons with energies less than about 1 keV
is well approximated simply as scattering off an absorbing hard sphere with radius Re(a)
and absorption characterized by Im(a) where a is the scattering length. (See Appendix A for a
discussion of this fact.) Despite the simplicity of this spherical square well approximation, it
creates significant complication when utilized in a description of neutron scattering from bulk
matter due both to the existence of interior and exterior solutions for the scattered neutron as
well as to the near-field behavior of the exterior solution. Considerable simplification would
result if there was actually no near-field to worry about, i.e. if the scattered wave everywhere
in space was simply a spherical wave. Given that the range of the nuclear potential is generally
on the order of a Fermi while atomic spacings are on the order of Angstroms, it seems
reasonable to expect that such an approximation might be appropriate when considering the
scattering of neutrons from a bulk sample. In fact, its appropriateness can be made precise by
recalling Eq. (A.19), the integral equation for the scattering amplitude in the large-r limit. This
equation is often used as a basis for the well-known Born approximation, where the first-order
term in the perturbation series (the first-order Born approximation) is obtained by using the
zeroth-order solution (an incident plane wave) for 〈r′|ψ(+)〉 under the integral, giving

f (1)(k′,k) = −2µ

h̄2 (2π)3
∫

d3r′
e−ik

′·r′

(2π)3/2 U(r′)
eik·r

′

(2πh̄)3/2 (1.3)

(µ the reduced mass) where we have taken the sign appropriate for an outgoing wave. In the
case where experimental results do not depend strongly on near-field behavior, there should
be little effect in replacing the actual potential with a delta function. In particular, let us take

UFermi(r) ≡
2πh̄2

µ
a δ(r), (1.4)

where a is so far an arbitrary complex parameter which sets the strength of the potential. We
then note that using Eq. (1.4) in Eq. (1.3) gives

f (1) = −a =⇒ σel = 4π |a|2 . (1.5)

Comparing this result to Eq. (A.65) shows that if we take a to be the scattering length then the
potential of Eq. (1.4), called the Fermi pseudo-potential, produces scattering in the first-order
Born approximation which is equivalent to the actual scattering. In other words, we have found
a potential which by definition has only far-field behavior and which nevertheless produces
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results identical to the results of Section A.5. We expect Eq. (1.4) to faithfully represent
neutron-nucleus scattering as long as conditions appropriate for applicability of the first-order
Born approximation are met, i.e. that the incident neutron energy is not significantly smaller
than the relevant Fermi potential averaged over the bulk sample (and the interaction is not
dominated by a resonance). Since ah̄2/µ is typically on the order of 10−28 neV·m3, we expect
Eq. (1.4) to be an adequate model for capturing the observable effects of neutron-nucleus
interactions across the range of neutron energies which interest us.

It is important to note that in general the Born approximation is not applicable to neutron
scattering since the perturbation expansion it generates is in powers of the potential and
therefore requires that the potential be small compared to the incident energy, which is
certainly not the case here! The Fermi pseudo-potential, then, is an artificial potential which in
the limited context of the first-order Born approximation gives the correct result for scattering;
since it is not an actual physical potential it cannot be used as the basis for higher-order terms
in the Born approximation. Nevertheless, it provides a conceptually (and importantly) simple
picture of neutron scattering off of bulk matter in which each nucleus presents a delta-function
potential that reacts to an incident wave by producing an outgoing spherical wave centered on
its location. Superposition of the incident and all such scattered waves forms the scattered
neutron wavefunction and thus determines how the bulk sample scatters the incident neutrons.
This scenario is just the usual wave mechanics expression of multiple scattering: when a
plane wave illuminates a sample of nuclei, the actual wavefunction impinging on a particular
nucleus comes from the incident plane wave as well as the spherical waves produced by the
other nuclei, with the importance of the scattered waves at a particular nucleus related to the
probability of a neutron interacting with that nucleus after first interacting with other nuclei.

We begin a formulation of scattering from bulk matter by imagining a plane wave illuminat-
ing a collection of nuclei. An expression for the wavefunction incident on a particular nucleus
in the collection may be obtained by considering first that nucleus in isolation. Assuming an
incident plane wave, Eq. (A.15) in the first-order Born approximation (i.e. with the potential
UFermi) gives that the total wavefunction from a lone scatterer at ri is

ψlone
i (r) =

eik·r

(2πh̄)3/2 −
2µ

h̄2

∫
d3r′

eik|r−r
′|

|r− r′|
2πh̄2

µ
ai δ(r′ − ri)

eik·r
′

(2πh̄)3/2

=
eik·r

(2πh̄)3/2 −
4π

(2πh̄)3/2
eik|r−ri |

|r− ri|
ai eik·ri . (1.6)

Thus, we may take the total incident wavefunction at the location of the jth nucleus to be
the sum of the wavefunctions that would be produced in isolation by each nucleus in the
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collection:

ψj(rj) =
eik·r

(2πh̄)3/2 −
4π

(2πh̄)3/2 ∑
i 6=j

eik|rj−ri |

|rj − ri|
ai eik·ri . (1.7)

Utilizing Eq. (A.15) in the first-order Born approximation but now with the incident wavefunc-
tion given by Eq. (1.7) and summing over all nuclei gives the total wavefunction produced by
the collection of nuclei to be

ψ(r) =
eik·r

(2πh̄)3/2 +
16π2

(2πh̄)3 ∑
j

eik|r−rj|

|r− rj|
aj ∑

i 6=j

eik|rj−ri |

|rj − ri|
ai eik·ri . (1.8)

Unfortunately, even within the first-order Born approximation this double sum is not tractable,
so an additional approximation due to Foldy [21] is generally used: the wave scattered from
the jth nucleus is included in the expression for the wavefunction incident on the jth nucleus.
In other words, the wavefunction incident on each individual nucleus is approximated by the
total wavefunction. This allows the total scattered wavefunction to be written as

ψ(r) =
eik·r

(2πh̄)3/2 −∑
i

eik|r−ri |

|r− ri|
ai ψ(ri). (1.9)

Transforming this result to an integral equation by describing the arrangement of nuclei
via a number density nl(r) for each nuclear species l then provides an integral equation
which forms the basis for a perturbation series (based, essentially, on the number of scatters
considered):

ψ(r) =
eik·r

(2πh̄)3/2 −
∫

d3r′ nl(r
′)

eik|r−r
′|

|r− r′| ai ψ(r′). (1.10)

It is important to keep in mind that Eq. (1.10) provides a perturbation expansion of a solution
which is only valid in the first-order Born approximation. In other words, even if Eq. (1.10)
were used to solve for ψ(r) exactly, the result would still be accurate only at the level of the
first-order Born approximation.

We can check that Eq. (1.10) provides a reasonable description of the scattered wavefunction
by noting that we expect the resulting total scattered wave in the first-order Born approximation
to be scattered from the volume averaged potential, i.e. the bulk sample should on average
present to the incident neutrons a potential

2πh̄2

µ ∑
i

ai δ(r− ri) −→
2πh̄2

µ ∑
l

∫
d3r′ nl(r

′) al δ(r− r′) = 2πh̄2

µ ∑
l

nl(r) al . (1.11)

If this is indeed the case then we expect Eq. (1.10) to result from scattering off this potential,
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which may be verified by plugging Eq. (1.10) into(
∇2 + k2 − 4π ∑

l
nl(r) al

)
ψ(r) = 0 (1.12)

and using Eq. (A.11). The potential of Eq. (1.11), often called simply the Fermi potential or
more correctly the material potential, is a single constant potential which the assembly of nuclei
present to incident neutrons. Note that this is the basis for the congruence between descriptions
of both photon and neutron interactions with matter: in both instances the interaction may be
treated as a change in the wavenumber k resulting from a change in potential. In the case of
light one typically thinks in term of the change in wavenumber and so defines an index of
refraction, while in neutron physics one often focuses on the potential. The two approaches
are interchangeable and lead to the same effects.

In what follows we will ignore multiple scattering so that Eq. (1.5), obtained for scattering
from a single nucleus in isolation, applies to a nucleus surrounded by other nuclei as well.
This amounts to using the incident plane wave only as the wavefunction incident on a nucleus,
and is a valid approximation only if the probability of scattering from any particular nucleus is
small. We know, in fact, that this is the case: the Fermi pseudo-potential is small (as it must be
to utilize the first-order Born approximation) so that the scattering must be small. In reality, of
course, it is not the nuclear potential which is small but rather its range (the pseudo-potential
simply allows us to express this fact more conveniently in terms of the strength of an effective
potential). The effect, however, is the same: on average the interaction of a neutron with matter
is weak.

1.3.2 Scattering from a Collection of Fixed Nuclei: Coherent and Incoherent Scat-
tering

As we have seen, an assembly of nuclei on average present a constant potential to an incident
neutron. However, if we ultimately wish to understand the dynamics of such interactions, we
are forced to retain positional information about the Fermi pseudo-potential produced by each
nucleus. We will therefore write the potential presented by a bulk sample of matter as

U(r) =
2πh̄2

µ ∑
i

ai δ(3)(r−Ri), (1.13)

where Ri is the location of the ith nucleus. Note that since all the nuclei in a given sample are
generally not the same (and when nuclei have spin, even identical nuclei will not typically
have the same spin orientation), the value of the scattering length will depend on the particular
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nucleus. This variation of the scattering length (and thus potential) with position generally3

results in scattering with two identifiably different characters. The first, called coherent
scattering, is the result of scattering off of the average potential experienced by a neutron
wavefunction. Since this is effectively scattering off a single potential, coherence is maintained
so that interference effects are possible; it is coherent scattering, for example, which leads to
the Bragg scattering of neutrons. The other type of scattering, called incoherent scattering, is the
scattering off of fluctuations in the average potential, in essence the scattering off of individual
nuclei. Since this type of scattering comes from localized and randomly distributed centers
it is naturally incoherent and so does not lead to interference effects. In a bulk sample, the
distribution of scattering lengths determines the size of the two types of scattering so that in
some materials coherent scattering dominates while in others incoherent scattering is more
important. In deuterium, for example, the majority of the scattering is coherent, while in
hydrogen the scattering is almost entirely incoherent. [45]

In order to see explicitly how these two types of scattering emerge, we may proceed to
calculate the differential cross section for scattering from a bulk material. In a real sample the
nuclei interact with one another and so are neither completely free nor completely bound.
However, the coherent/incoherent distinction exists for the case of completely bound nuclei
(where the scattering is purely elastic) and so we will first consider a system of bound nuclei.
We may implement this condition simply by working in the limit of infinite nuclear mass,
i.e. in the limit that µ = m. Note that as we begin discussing nuclei which are not always
free to recoil (and which also do not all have the same mass) we are faced with the problem
that our basic potential Eq. (1.4) depends on the reduced mass of the neutron-nucleus system
whose value in some sense depends on the recoil behavior of the nucleus (e.g. it is m when the
nucleus does not recoil) and hence the energy of the incident neutron. In order to remedy this
problem we redefine the Fermi pseudo-potential in terms of the neutron mass alone, i.e. as

UF(r) =
2πh̄2

m
ab δ(r), (1.14)

where m is the neutron mass and
ab ≡

m
µ

a (1.15)

is called the bound scattering length. The theory of neutron scattering from bulk matter will
be formulated in terms of this bound scattering length so that when scattering lengths are
determined from experimental data it is these bound scattering lengths which are automatically
being determined.4 Since in most cases we will use the bound scattering length, we will drop

3But not always. When quantum exchange forces are significant, for example, the correlation between spin and
position states for identical nuclei removes the distinction.

4See [45] for a derivation of the differential cross section for scattering from an unbound nucleus; it is this
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the b subscript so that from now on a will refer to the bound scattering length unless otherwise
noted.

So, for a collection of fully bound nuclei we write the potential presented by the system as

UF(r) =
2πh̄2

m ∑
i

ai δ(3)(r−Ri), (1.16)

where Ri is the location of the ith nucleus and ai is the (bound) scattering length of the
ith nucleus. Using this potential in Eq. (1.3) (so that we are ignoring multiple scattering)
immediately gives (via Eq. (A.25)) that

dσel

dΩ
=

∣∣∣∣∣∑i
ai eiQ·Ri

∣∣∣∣∣
2

= ∑
ij

aia∗j eiQ·(Ri−Rj), (1.17)

where Q ≡ ki − k f . Of course, when a detector sees a neutron it is not known from what type
of nucleus it was scattered nor the relative spin state between the neutron and the nucleus at
the time of scattering. The detected signal (and so the measured differential cross section) will
therefore be an average over some assumed distribution of spins and nuclei. If we assume
that the incident neutrons have a well-defined energy (and thus k), then since the nuclei are
fixed no averaging of the exponential term is required and we have, representing isotopic and
spin averaging with a bar,

dσel

dΩ
= ∑

ij
aia∗j eiQ·(Ri−Rj). (1.18)

Assuming a random distribution of isotopes and spins, there is no correlation between the ith

and jth sites so that

aia∗j = ai a∗j = |a|2 (i 6= j) (1.19)

aia∗j = aia∗i = |a|2 (i = j), (1.20)

expression which would be used to determine a from an experiment where neutrons were scattered from, for
example, a gas. Note that in the quasi-bound case µ could, in principle, be "measured" by separate experimental
determinations of a and ab.
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which means that we can write Eq. (1.18) as

dσel

dΩ
= ∑

ij
eiQ·(Ri−Rj)

[
|a|2 + δij

(
|a|2 − |a|2

)]
= |a|2 ∑

ij
eiQ·(Ri−Rj) + N

[(
|a|2 − |a|2

)]

= |a|2
∣∣∣∣∣∑i

eiQ·Ri

∣∣∣∣∣
2

+ N|a− a|2, (1.21)

where N is the total number of scatterers. We see, then, that for a random distribution of
relative spins and isotopes the differential scattering cross section separates into two parts
with very different characters: The first term clearly represents coherent scattering since the
phase of the wave reaching the detector from each scatterer enters into the expression. This
scattering length, called the coherent scattering length and defined by

acoh = |a| , (1.22)

can be thought of as arising from scattering off an array of nuclei uniformly possessing the
mean spin/isotope distribution. The second term carries no phase information and so the
effective scattering length associated with it is called the incoherent scattering length and is
defined as

ainc =
(
|a− a|2

)1/2
. (1.23)

Incoherent scattering can be thought of as scattering from randomly distributed nuclei (hence
no phase coherence) whose spin/isotope distribution represents the local fluctuation away
from the average. The total differential cross section for scattering off a bulk sample with
randomly distributed spin and isotope distributions is the sum of the coherent and incoherent
parts:

dσ

dΩ
=

(
dσ

dΩ

)
coh

+

(
dσ

dΩ

)
inc

= a2
coh

∣∣∣∣∣∑i
eiQ·Ri

∣∣∣∣∣
2

+ Na2
inc. (1.24)

Since neutron scattering from bulk matter may be characterized (at least in the case where
the spin and isotope distribution is random) by scattering with two different characters,
scattering from bulk samples with fixed nuclei exhibit four different types of scattering:
coherent elastic, incoherent elastic, coherent inelastic, and incoherent inelastic scattering. As
we consider the more realistic case where nuclei interact with one another (we will describe
such nuclei as quasi-bound), these will be joined by additional scattering channels corresponding
either to the sharing of kinetic energy between the nucleus and the neutron or to interactions
with phonons. Despite the fact that the sharing of kinetic energy between a neutron and a
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nucleus is an elastic interaction, it has become customary in the field of neutron scattering
to denote only processes for which the neutron kinetic energy remains constant (rather than
the total kinetic energy) as elastic, thereby emphasizing the macroscopic interaction rather
than the microscopic one. As a result, the sharing of kinetic energy between a neutron and a
quasi-bound nucleus is classified as an inelastic process.5 The following table summarizes the
basic types of interactions which are available to a neutron when encountering bulk matter in
terms of this scheme:

Interaction ∆Enucleus ∆Esample Classification

Elastic Neutron-Nucleus Scattering
= 0 6= 0 inelastic
= 0 = 0 elastic

Inelastic Neutron-Nucleus Scattering 6= 0 = 0 inelastic

It is the "inelastic" piece of elastic neutron-nucleus scattering which is responsible for neutron
moderation in solids and liquids.

1.3.3 Scattering from Interacting Nuclei

The basic formalism for dealing with scattering from interacting (quasi-bound) nuclei is
largely due to Van Hove [34], who approaches the problem in the context of time-dependent
perturbation theory, i.e. as an application of Fermi’s Golden Rule

dW =
2π

h̄
|〈 f |U |i〉|2 ρ(ε f )dε f δ(E f + ε f − Ei − εi), (1.25)

where W is the probability of transition from an initial state |i〉 to a final state | f 〉 per unit
time (constant in the Golden Rule approximation), ε represents the energy of the neutron, E
the energy of the scattering system, and ρ is the density of final neutron states, i.e. the number
of possible final neutron states between ε f and ε f + dε. Recall that Fermi’s Golden Rule is
equivalent to the first-order Born approximation for elastic scattering [70], but also allows the
straightforward incorporation of inelastic processes. Therefore it is consistent to use the Fermi
pseudo-potential for an assembly of moving nuclei (i.e. Eq. (1.16) with R no longer fixed)

UF(r) =
2πh̄2

m ∑
i

ai δ(3) [r−Ri(t)] (1.26)

in Eq. (1.25). Since it is more convenient to deal with plane waves than spherical waves, we
imagine our system to be enclosed in a large box of volume L3 and take both the initial and

5This perhaps isn’t quite the complete misuse of a perfectly good term as it might appear to be: the distinction
between elastic and inelastic interactions clearly becomes somewhat muddied when the nuclei have interactions,
and especially when they are studied in a time-independent way.
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final neutron states to be plane waves:6

〈r|ki〉 =
eiki ·r

L3/2 with εi =
h̄2k2

i
2m

(1.27)

〈r|k f 〉 =
eik f ·r

L3/2 with ε f =
h̄2k2

f

2m
. (1.28)

If we represent an energy eigenstate of the scattering system by |E〉 (where we will assume
that {|E〉} forms a complete set) then we have that initial and final states of the combined
system are

|i〉 = |Ei〉 |ki〉

(1.29)

| f 〉 = |E f 〉 |k f 〉 .

In order to apply Fermi’s Golden Rule, we must first determine the density of final neutron
states ρ(ε f ). Recall that an energy eigenstate of a particle-in-a-3D-box is characterized by three
integers {nx, ny, nz} with

kx =
2πnx

L
, ky =

2πny

L
, kz =

2πnz

L
.

Therefore, the volume in k-space of an individual state is simply (2π/L)3. For sufficiently
large L, the volume of k-space enclosed between k =

√
k2

x + k2
y + k2

z and k + dk is

4πk2dk = k2dΩdk

so that the number of available states between k and k + dk is

k2dΩ dk
(2π/L)3 . (1.30)

Using dk = dk
dε dε and ε = h̄2k2

2m in Eq. (1.30) then gives

ρ(ε f )dε f =
m
h̄2

(
L

2π

)3

k dΩ dε f . (1.31)

We also need to relate the transition rate W to the value measured in an experiment, i.e. the

6Certainly a good approximation for a spherical wave at a point far away from the scattering system. Remember
as well that a spherical wave may also always be realized as a superposition of plane waves.
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differential cross section. Since the incident neutron plane wave has a flux (from Eq. (A.22)) of

h̄ki

mL3

the transition rate automatically gives the number of particles scattered into dΩ per unit time.
Eq. (A.24) thus gives that

dσ =
dW

h̄ki/mL3 .

Using this result and Eq. (1.31) in Eq. (1.25) gives us the "doubly" differential cross section

d2σ

dΩ dε f
=

m2L6

(2πh̄2)2

k f

ki
|〈 f |U|i〉|2 δ(E f + ε f − Ei − εi). (1.32)

We may calculate the effect of the scattering system on the incident neutrons by using
Eq. (1.29) and Eq. (1.26) in Eq. (1.32), which in the Schrödinger picture (so that R̂i is a
time-independent operator) gives

d2σ

dΩ dε f
=

1
N

k f

ki

∣∣∣∣∣∑i
〈E f |aieiQ·R̂i |Ei〉

∣∣∣∣∣
2

δ(E f + ε f − Ei − εi), (1.33)

where we have divided by N, the total number of scattering nuclei, since typically cross
sections are given per atom. A scattering system is likely to be found in any number of
states |Ei〉,7 so we will let PEi be the probability of finding the system in state |Ei〉, normalized
so that ∑ PEi = 1. Since the initial state of the scattering system is unobserved, we must
average Eq. (1.33) over these initial states. Furthermore, if we assume that all the states |E f 〉
which are commensurate with a particular final neutron state are observed, then we must
sum Eq. (1.33) over these final states.8 Finally, we must also average over the distribution of
isotopes and spins (assuming the incoming neutrons are unpolarized), which we will represent
as in Eq. (1.18) by a bar. Including these sums and averages gives

d2σ

dΩ dε f
=

1
N

k f

ki
∑

Ei ,E f

PEi

∣∣∣∣∣∑i
〈E f |aieiQ·R̂i |Ei〉

∣∣∣∣∣
2

δ(E f + ε f − Ei − εi). (1.34)

Eq. (1.34) contains the physics necessary for describing neutron scattering from a real
scattering system, but does not clearly illuminate the expected physical elements of the result.

7In thermal equilibrium, for example, the probability of a scattering system occupying a particular state is
proportional to e−Ei/kBT , with kB Boltzmann’s constant and T the temperature of the system. [35]

8Note that it is here that the coupling between statistical mechanics and nuclear physics occurs. See Appendix B
for more details about the subtleties introduced by this coupling.
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We expect, in particular, that since the neutron does not couple strongly to matter, the observed
scattering should represent the scattering system rather than a convolution of the scattering
system and the effects of the neutron on the system. Thus, it is reasonable to expect the
scattering to be given by

d2σ

dΩ dε f
=

(
neutron

kinematics

)
×
(

coupling between
neutron and system

)
×
(

structure and dynamics
of scattering system

)
.

(1.35)
We wish to make this structure explicit. Recalling that for bound nuclei the distribution of
isotopes and spins led to two essentially different ways for neutrons to couple to the scattering
system, we first isolate the average over those distributions

d2σ

dΩ dε f
=

1
N

k f

ki
∑

Ei ,E f

PEi ∑
ij

aia∗j 〈Ei|e−iQ·R̂i |E f 〉 〈E f |eiQ·R̂j |Ei〉 δ(E f + ε f − Ei − εi), (1.36)

which in turn allows us to perform the sum over final scattering system states:

d2σ

dΩ dε f
=

1
N

k f

ki
∑
ij

aia∗j ∑
Ei

PEi 〈Ei|e−iQ·R̂i eiQ·R̂j |Ei〉 δ(E f + ε f − Ei − εi). (1.37)

Since we are assuming that εi is fixed, we are free to associate an angular frequency ω

with the energy transferred to or from the neutron via h̄ω = εi − ε f and so to express the
energy-conserving delta function as

δ(E f − Ei − h̄ω) =
1

2πh̄

∫ ∞

−∞
dt e−iωt/h̄ e−iEit/h̄ eiE f t/h̄. (1.38)

Employing Eq. (1.38) in Eq. (1.37) and moving the energy exponentials into the expectation
value then gives

d2σ

dΩ dω
=

1
2πN

k f

ki

∫ ∞

−∞
dt e−iωt/h̄ ∑

ij
aia∗j ∑

Ei

PEi 〈Ei|e−iQ·R̂i eiH t/h̄ eiQ·R̂j e−iH t/h̄|Ei〉 , (1.39)

where H is the Hamiltonian of the scattering system. Expanding the middle term of

eiH t/h̄ eiQ·Rj(t) e−iH t/h̄

and using the definition of a Heisenberg-picture operator shows that in the Heisenberg picture
this operator is simply

eiQ·R̂j(t)
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so that with the states |Ei〉 and |E f 〉 now taken as states in the Heisenberg picture we have

d2σ

dΩ dω
=

1
2πN

k f

ki

∫ ∞

−∞
dt e−iωt/h̄ ∑

ij
aia∗j ∑

Ei

PEi 〈Ei|e−iQ·R̂i(0) eiQ·R̂j(t)|Ei〉 .

But, the quantity

∑
Ei

PEi 〈Ei|e−iQ·R̂i(0) eiQ·R̂j(t)|Ei〉 ≡ 〈e−iQ·R̂i(0) eQ·R̂j(t)〉

is just a correlation function of two operators,9 so we have that

d2σ

dΩ dω
=

1
2πN

k f

ki
∑
ij

aia∗j

∫ ∞

−∞
dt e−iωt/h̄ 〈e−iQ·R̂i(0) eQ·R̂j(t)〉 . (1.40)

Notice that we now begin to see explicitly the three contributions to scattering: The neutron’s
kinematics enters through k f /ki while the effect of the scattering system is contained in the
Fourier Transform of the correlation function, with the coupling between the scattering system
and the neutrons provided via ∑ aia∗j . By utilizing Eqs. (1.19)-(1.20) to again separate the
scattering into a coherent part and an incoherent part, the coupling between the scattering
system and the scattered neutrons may be reduced to a single coupling constant. Just as in the
case of scattering from a system of bound nuclei, this gives the total differential cross section
as the sum

d2σ

dΩ dω
=

(
d2σ

dΩ dω

)
coh

+

(
d2σ

dΩ dω

)
inc

where (
d2σ

dΩ dω

)
coh

=
a2

coh
2πN

k f

ki

∫ ∞

−∞
dt ∑

ij
e−iωt/h̄ 〈e−iQ·R̂i(0) eiQ·R̂j(t)〉

≡
a2

coh
N

k f

ki
Scoh(Q, ω) (1.41)

and (
d2σ

dΩ dω

)
inc

=
a2

inc
2πN

k f

ki

∫ ∞

−∞
dt ∑

i
e−iωt/h̄ 〈e−iQ·R̂i(0) eiQ·R̂i(t)〉

≡ a2
inc
N

k f

ki
Sinc(Q, ω). (1.42)

9Note that the operators e−iQ·R̂i(0) and eQ·R̂j(t) do not commute so that it is not possible to combine them into

e−iQ·(R̂i(0)−R̂j(t)).
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The functions S(Q, ω) so-defined are called scattering laws or dynamic structure factors or
sometimes response functions and are the quantities directly measured by a neutron scattering
experiment. They clearly contain both structural and dynamical information about the
scattering system since they are related to a space-time correlation function between all
pairs of nuclei in the scattering system.10 The science of neutron scattering is essentially a
collection of different experimental techniques which allow the measurement of scattering
laws for various sectors of (Q, ω)-space. As we will see, however, the more relevant issue for
fundamental science with UCN is the reverse: given knowledge about a scattering system, i.e.
its scattering laws, how does that system affect incident neutrons. One important example for
us is embodied in the principle of detailed balance.

1.3.4 The Principle of Detailed Balance

Conceptually, the principle of detailed balance is a statement of the fact that when a neutron
population interacts with a scattering system which is in thermal equilibrium, the rate of any
particular transition |i〉 −→ | f 〉 is equal to the rate of the reverse process | f 〉 −→ |i〉, i.e. there
is a "detailed" equilibrium between individual scattering channels rather than an equilibrium
in some average sense. This behavior is a direct consequence of a fundamental symmetry of
the scattering law:

S(−Q,−ω) = e−h̄ω/kBT S(Q, ω). (1.43)

This symmetry relation may be verified by writing the scattering law as (cf. Eq. (1.36))

S(Q, ω) =
h̄
N ∑

i=j or ij
∑

Ei E f

PEi 〈Ei|e−iQ·R̂i |E f 〉 〈E f |eiQ·R̂j |Ei〉 δ(E f − Ei − h̄ω),

where the sum over i = j gives the incoherent scattering law and the sum over i, j gives
the coherent scattering law. Since the presence of the δ-function means that we may take
Ei = E f + h̄ω, and the condition of thermal equilibrium means that

PEi =
e−Ei/kBT

Z
10Note that while the space-time correlation function is the fundamental quantity of interest, it is often expressed

in terms of its Fourier components. As we have already seen, for example, the scattering law is just an expression
of the correlation function in terms of its frequency Fourier components since experimentally Q and ω are the
quantities which are directly controllable. Understanding what a measured scattering law means physically about
the sample, however, is generally simpler in terms of the space-time Fourier components of the correlation function,
generally denoted G(r, t). See [29] and [45] for further discussion of these functions.
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(where Z is a proportionality constant; the partition function for the scattering system), we
have that

S(Q, ω) =
h̄
N

e−h̄ω/kBT ∑
i=j or ij

∑
Ei E f

PE f 〈Ei|e−iQ·Ri |E f 〉 〈E f |eiQ·Rj |Ei〉 δ(E f − Ei − h̄ω).

Note that in both of the double sums the two indices take on the same set of values, so nothing
is changed by permuting those indices. As a result, we have that

S(Q, ω) =
h̄
N

e+h̄ω/kBT ∑
j=i or ji

∑
E f Ei

PEi 〈E f |e−iQ·Rj |Ei〉 〈Ei|eiQ·Ri |E f 〉 δ(Ei − E f − h̄ω)

=
h̄
N

e+h̄ω/kBT ∑
j=i or ji

∑
E f Ei

PEi 〈Ei|eiQ·Ri |E f 〉 〈E f |e−iQ·R f |Ei〉 δ(−Ei + E f + h̄ω)

= e+h̄ω/kBT S(−Q,−ω),

which verifies Eq. (1.43).
Now, consider the cross section for a particular transition |i〉 −→ | f 〉, which by Eq. (1.41)

or Eq. (1.42) is proportional to the scattering law:

σ(Ei −→ E f , Ωi −→ Ω f ) ∼
k f

ki
S(Q, ω).

The cross section for the reverse process is

σ(E f −→ Ei, Ω f −→ Ωi) ∼
ki

k f
S(−Q,−ω)

=
k f

ki
e−h̄ω/kBT S(Q, ω)

k2
i

k2
f

so that

E f e−E f /kBT σ(E f −→ Ei, Ω f −→ Ωi) = Ei e−Ei/kBT σ(Ei −→ E f , Ωi −→ Ω f ). (1.44)

This is the principle of detailed balance. We may apply it to the situation of a neutron
population in equilibrium with a scattering system by recalling Eq. (1.2), which gives the
probability density for finding a neutron with energy in [E, E+dE]. Using Eq. (1.2) in Eq. (1.44)
gives that

ρMB(Ei) σ(Ei −→ E f , Ωi −→ Ω f ) = ρMB(E f ) σ(E f −→ Ei, Ω f −→ Ωi). (1.45)
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In other words, the number of neutrons at the energy Ei making the transition |i〉 −→ | f 〉 is
equal to the number of neutrons at energy E f making the transition | f 〉 −→ |i〉. This means
that the cross sections for forward and backward processes must be such that they precisely
offset the difference between the probability of finding a neutron with energy around Ei and
the probability of finding a neutron around E f .

1.4 Neutron Scattering from a Lattice

In experiments where the neutron is the object of interest rather than simply a probe particle,
it is often the case (especially, as we shall see, for experiments utilizing UCN) that the nuclei
which scatter the neutrons are encountered in a crystal. In such a case the nuclei are quasi-
bound so that they exhibit random thermal motion about an equilibrium position but can
only undergo energy transfer with a neutron when phonon creation or annihilation is allowed.
It is useful, then, to apply the results of Section 1.3 to this particular case. As one might
expect, the subject of lattice dynamics itself is quite extensive (it is a rich quantum field
theory) so that its coupling to the neutron scattering formalism presented so far results in a
complex theory whose detailed exposition is not warranted here:11 since we are primarily
interested in the effect on neutrons due to their scattering from a crystal rather than in how to
determine crystal properties from their effect on neutrons, we do not require, for example,
the direct connection between the characteristics of the inter-atomic forces which define a
crystal and the lattice dynamics elucidated through neutron scattering. The result which does
prove important for us – that coherent neutron-phonon scattering conserves momentum while
incoherent scattering does not – is motivated in Appendix B. Essentially this is due to the
fact that coherent scattering excites phonon states of definite momentum while incoherent
scattering excites complex superposition states so that momentum is not transferred to a
particular normal mode (phonon).

Practically, the difference between coherent and incoherent scattering means that coherent
scattering can only occur when the neutron has both energy and momentum commensurate
with some branch of the phonon dispersion curve, while incoherent scattering has no such
limitations. Fig. 1.4 depicts the situation: If we imagine a neutron making a transition ki −→ k f

then the "free neutron dispersion curve"

E =
h̄2k2

2m
11See [19] for a very gentle introduction to lattice dynamics which includes a nice section on neutron scattering

and [45] for a more rigorous exposition of the overlap between lattice dynamics and neutron scattering.
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Figure 1.4: Intersection of the free neutron dispersion curve and phonon dispersion curve
giving the allowed region for one-phonon coherent scattering. Adapted from [29].
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tells us that the change in the neutron’s energy must be

∆E =
h̄2(k2

f − k2
i )

2m
.

The parabolas plotted in Fig. 1.4 are simply ∆E(k f ) for down-scattering and its reflection
across the x-axis. Since energy must be conserved, the phonon energy h̄ω(k, ν) must be equal
to the energy gained or lost by the neutron, i.e.

h̄2

2m
(k2

i − k2
f ) = ±h̄ω(k, ν).

However, since momentum is also conserved it must additionally be that the change in
neutron momentum Q is the momentum associated with the phonon, i.e. that k = Q so that
ω(k, ν) = ω(Q, ν). If we consider only Bravais lattices then there are only acoustic modes (see
Appendix B) so that the frequency goes to zero linearly with k. So, for a particular mode we
may take ω(Q) = cνQ, where cν is the wave propagation speed for the mode ν. Since

Q = |ki − k f | =
√

k2
i + k2

f − 2kik f cos θ

we have that for single phonon emission or absorption

∆E = ±h̄cν

√
k2

i + k2
f − 2kik f cos θ,

which for a given ki defines a region in (∆E, k f )-space as theta varies from (0, 2π). The shaded
region depicted in Fig. 1.4 corresponds to the positive sign (down-scattering). (The region
corresponding to the negative sign is not drawn; since it is simply a reflection across the x-axis,
reflection of the free neutron dispersion curve accomplishes the same thing.) Single phonon
coherent scattering can only occur where the free neutron dispersion curve intersects one of
these regions.12

1.5 Conclusion

This chapter has provided a brief introduction to the fundamental physical concepts which
are relevant for understanding the interaction of unpolarized neutrons with matter. It is upon
these concepts that an understanding of both the production of UCN and their interaction
with matter are based, as we will see in the next chapter. The formalism developed here (and

12Note that in spite of this additional constraint on coherent scattering, generalizations about the relative strength
of coherent and incoherent scattering can not be made. See, for example, Table 2.1. This fact can be traced in part
to the complex dispersion relations exhibited by actual materials.

24



in Appendix A and Appendix B) will also prove important when the interaction of polarized
neutrons with matter is investigated in Chapter 3.
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CHAPTER 2

The Interaction of Ultracold Neutrons with Matter

2.1 Ultracold Neutrons

We will now turn our attention specifically to neutrons in the ultracold regime (UCN), whose
low characteristic energy gives them properties which differ significantly from neutrons
with higher energies. These properties, which lie behind the interest in UCN for precision
fundamental physics research as well as for materials characterization and which lie at the
heart of the challenges faced in such experiments, include the following:

UCN are reflected for all angles of incidence. A large fraction of the UCN spectrum will be
reflected from the surface of many materials for all incident angles. This is a consequence
of the fact that the collective effect of the nuclei in a material is to produce the constant
potential given by Eq. (1.11) (the material potential). Recalling the definition of the
coherent scattering length, Eq. (1.22), and the relation between the scattering length and
the bound scattering length, Eq. (1.15), we see that this potential may be written as

UF =
2πh̄2

m ∑
l

nlal , (2.1)

where nl is the average number density of nuclei of type l in the material, m is the neutron
mass, and al is the bound coherent scattering length for a nucleus of type l. Since by
definition UCN have energies less than 400 neV, a quick glance at Table 2.1 demonstrates
that UCN encountering a typical solid surface are quite likely to find that the material
potential presented to it is larger than its total energy. Quantum mechanically this means
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Table 2.1: Bound coherent and incoherent (elastic) scattering lengths, material potential,
nuclear absorption cross section for 2200 m/s neutrons, and number density for selected
materials. Note that the imaginary part of the material potential includes both inelastic
upscattering and capture cross sections. acoh, ainc, and σabs were taken from [75]. The real
part of the material potential was calculated via (2πh̄2/m)nacoh and the imaginary part was
then obtained from values of η = Im(UF)

Re(UF)
tabulated in [29]. Scattering lengths are appropriate

for unpolarized UCN. See Appendix C for an example of how spin and isotopic averaging is
performed and how molecules such as H2O are handled. aAt 300 K. bFor pure ortho D2. cAt
2.4 K.

Material acoh [fm] ainc [fm] UF [neV] σabs [b] n ×1022 [cm−3]
Al 3.45 0.256 54− i 0.0012 0.231 6.02
Be 7.79 0.12 250− i 0.00125a 0.0076 4.88
12C 6.65 0 195− i 0.0012 0.0035 5.34
63Cu 6.43 0.22 142− i 0.022 4.50 7.11
58Ni 14.1 0 342− i 0.029 4.6 6.59
1H -3.74 25.27 - 0.333 -
2H 6.67 4.04 102b 0.00052 10.2b

4He 3.26 0 19c 0 2.18c

H2O -1.68 50.54 -14.6 - 18.0

that the incident UCN wavefunction can exist inside the material only evanescently and
must therefore be fully reflected. This is in contrast to the case of higher-energy neutrons
which are only reflected from material surfaces for sufficiently shallow (depending on
transverse neutron energy) angles of incidence. It is this property of reflection for all
angles of incidence which allows UCN to be contained in material bottles and which
also means that they do not sample materials in bulk, i.e. their interaction with materials
is determined by the 1/e length of the evanescent wave, which is typically on the order
of 100 Å.

UCN have an additional loss channel. Because any UCN encountering a material does have
some overlap with nuclei at the surface of the material (elastic scattering, after all, is
the source of the material potential), UCN are subject to nuclear capture as well as
inelastic scattering.1 Since the UCN energy is so small, inelastic scattering is invariably
upscattering and results in the UCN gaining sufficient energy to leave the UCN energy
range. Therefore, unlike the case with higher-energy neutrons where nuclear capture
is the dominant form of neutron loss, UCN effectively have two loss modes when they

1In the sense of section 1.3.3. UCN have insufficient energy to induce inelastic nuclear scattering.
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encounter a material: absorption and inelastic scattering.2

UCN behave like a (semi-) classical gas. The gravitational potential energy associated with
a neutron (on earth) is 100 neV/m. UCN energies being what they are, it is therefore clear
that gravitational effects are significant for UCN; a UCN traveling 5 m/s, for example,
will fall about 20 cm in 1 m of horizontal travel. Practically, this means that UCN will
invariably reflect numerous times from the material surfaces which confine them and as
a result will typically behave more like a non-interacting gas than a beam of particles. In
contrast with higher energy neutrons, for example, collimation of UCN is not practical
over long distances, one result being that the time-of-flight techniques typically used for
determining neutron energy become considerably harder to interpret for UCN. Since
in the majority of cases the UCN wavelength is significantly smaller than the physical
dimensions of the structures used to confine them, UCN in free space are often treated
classically, i.e. as point particles following ballistic trajectories. When they encounter a
confining material, however, quantum mechanical processes come into play since they
may be absorbed, inelastically scattered, or reflected, either specularly or non-specularly.
As a result, modeling of UCN dynamics often requires a semi-classical approach using
results from kinetic theory to specify overall evolution and from quantum mechanics to
determine boundary effects.

2.2 UCN Production

Practical experiments seeking to utilize UCN certainly require that they be copiously produced.
Approaching the problem of creating a UCN source as one would the production of neutrons
in any other energy regime, e.g. by allowing the neutron flux from a reactor to come into
thermal equilibrium with a cooled, low-Z, low neutron absorption cross section material,
one immediately sees a problem: UCN have a characteristic temperature of a few mK, but
in practice it is difficult to maintain a moderator temperature below a few tens of K when
the moderator is bathed in a significantly warmer neutron flux. Direct thermal moderation
therefore requires that UCN be extracted from the tail of the Maxwell-Boltzmann distribution
resulting from moderation of the neutrons to a temperature T which is considerably higher
than the UCN temperature. Doing so produces an absolute maximum UCN density in the
moderator (ignoring absorption in the moderator material as well as wall and transport

2Due to their slow speed, the capture cross section for UCN is actually quite large compared to higher energy
neutrons. If their energy is below the material potential of the material, however, the fact that their overlap with
the nuclei is generally small means that the overall probability for a capture can be quite small.
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effects3) which scales as one over T to some power.4 What is more, Liouville’s theorem5

precludes any technique based on the application of a conservative potential to alter neutron
energies (e.g. gravitational cooling or reflection off a moving surface as utilized at the Institut
Laue-Langevin (ILL) in France) from changing the UCN phase space density which exists in
the moderator.

Despite inherently limited production rates, the extraction of UCN from a traditionally
moderated neutron population was the sole method realized in practice for the production
of UCN until 1983 when a source based on the idea of a superthermal moderator, initially
proposed in 1977 by Golub and Pendlebury, [28] was constructed. [27] This superthermal
technique arranges for incident neutrons to be downscattered directly into the UCN energy
range (rather than requiring multiple interactions) and then to exit the moderator with a
very small probability of inelastic scattering. Since this keeps the UCN population far from
equilibrium while in the moderator, the scaling laws which pertain to traditional equilibrium
moderation no longer apply. The advantage that the lack of equilibrium provides can be seen
by an application of the principle of detailed balance, Eq. (1.44). If for simplicity we consider a
scattering system which has a ground state with energy E0 and a single excited state of energy
E1, then neutrons of energy E = Eucn + ∆E, where ∆E = E1 − E0, may be downscattered into
the UCN regime, while UCN interacting with the scattering system may be upscattered out of
the UCN energy range. If the scattering system is itself in thermal equilibrium at temperature
T then Eq. (1.44) relates the cross sections for upscattering and downscattering:

σ(Eucn −→ Eucn + ∆E) =
Eucn + ∆E

Eucn
e−∆E/kBTσ(Eucn + ∆E −→ Eucn). (2.2)

The important point is that as long as σ(Eucn + ∆E −→ Eucn) does not increase significantly
with decreasing temperature, then if ∆E� kBT the upscattering rate will be very small. The
scaling law implied by this behavior is obtained by noting that at a particular incident neutron

3See [29] for a discussion that includes these effects.
4Specifically, the density will scale either as (1/T)2 for the case that the characteristic length a neutron can

travel in the moderator before being absorbed (the diffusion length) is much larger than both the moderator size
and the distance over which the neutron must travel before it comes into thermal equilibrium with the moderator
(the moderation length), or as (1/T)3/2 for the case that the diffusion length is much smaller than the moderation
length and the moderator size. The first case amounts to cooling the incident neutrons at constant flux since
the moderator is effectively transparent to the incoming neutrons. The second case corresponds to cooling the
incident neutrons at constant density. The two scaling laws are obtained simply by calculating

∫ Emax
0 ρMB dE in the

limit that Emax � kBT, i.e. that the UCN population comes from the low-energy tail of the Maxwell-Boltzmann
distribution, and then expressing the result in terms of the average neutron flux or density. Note that the mean

Maxwell-Boltzmann speed at temperature T is v =
√

8kBT
πm and that the average flux and average density are related

by Φ = v n.
5See [35] for a discussion of Liouville’s theorem. Note that for its application to the problem of UCN densities,

a single UCN is imagined to constitute a system so that the UCN population of interest is represented by the
ensemble, i.e. by a volume in phase space (see, for example, [29]).
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energy, the rate of downscattering will be proportional to Φ0σdown where Φ0 is the incident
flux at that energy, while the rate of upscattering will be equal to ρucnvucnσup, where vucn is the
UCN speed and ρucn is the density of UCN with that speed. Thus, the maximum equilibrium
UCN density (for this one particular energy) is just

σdown

σup

Φ0

vucn
.

Using Eq. (2.2), we see that the maximum UCN density of a superthermal source should scale
as

ρs ∼
Φ0

vucn

Eucn

∆E
e∆E/kBT, (2.3)

where we have assumed that Eucn � ∆E.6 This is clearly a significant improvement from the
situation where equilibrium is maintained; not only is it possible to achieve greater density for
the same T, but since equilibrium is no longer necessary much lower moderator temperatures
are achievable as well. Of course, a moderator like this only works as long as scattering
channels which would allow UCN to come into thermal equilibrium with the moderator are
small, i.e. the moderator material needs to have its diffusion length very long compared to its
(thermal) moderation length. The maximal UCN density achievable in a superthermal source
is less than that indicated by Eq. (2.3) since:

(1) A moderator which presents a large incoherent elastic scattering cross section to UCN will
make it harder for the UCN to escape, leading to a higher chance of upscattering before
leaving the moderator.7

(2) The moderator material may have a non-zero absorption cross section.

(3) Neutrons will be lost due to interactions with the moderator vessel and through beta
decay.

(4) When a UCN leaves the moderator and enters vacuum it will receive an energy boost since
it will typically be moving from a region of positive material potential into a region of
zero material potential. There will therefore be losses associated with UCN which are
boosted to energies beyond the material potential of the confining walls.

The delay between the development of the superthermal concept and its first implemen-
tation in a production source indicates the scale of the technical hurdles which had to be

6Note that if the temperature of the incoming neutrons is T̃ then Φ0 ∼ e−E/kB T̃ . Thus the incoming neutron
temperature needs to be higher than the moderator temperature.

7The effect of coherent elastic scattering is limited to refraction from the constant material potential and Bragg
scattering (although the UCN wavelength is too large for Bragg scattering in typical systems). Besides the usual
incoherent scattering of Section 1.3.2, scattering associated with macroscopic inhomogeneities in the moderator,
e.g. voids, can also lead to a reduction of the mean free path in a moderator.
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overcome. The initial efforts by Golub to demonstrate the principle [27] focused on superfluid
4He as a moderator, but also resulted in the observation that thin layers of frozen deuterium
could function as a superthermal moderator. Following the initial work by Golub, Yoshiki
developed a spallation-driven superfluid 4He source [95], while Serebrov and Pokotilovski
recognized that a bulk crystal of frozen deuterium could make an effective UCN source despite
its non-zero absorption cross section. [62] [78] [77] Taking up this idea, researchers at Los
Alamos Nation Laboratory began work on a prototype UCN source using solid deuterium
(SD2), whose cryogenic requirements are less demanding than a superfluid 4He design. After
initial problems associated with losses due to deuterium condensation on a window placed
above the deuterium crystal were remedied, the realization by C.-Y. Liu that para-deuterium in
the crystal produces an unacceptable upscattering rate (see below) [43] led to the development
of a prototype source which demonstrated a UCN density about three times better than
the best "traditional" production source. [72] A production source based on that prototype
currently provides, at the time of writing, the highest-density UCN source in the world.

To date there are only two moderator materials which have been (or are being) utilized in
the construction of production UCN sources: superfluid 4He and SD2.8 Superfluid 4He is the
simpler system. Not only does it possess exactly the requirements for a true superthermal
source since its absorption cross section is zero and it does not scatter incoherently (so its
temperature scaling is not limited by innate losses in the moderator), but it also effectively
provides the two-level system described above. This happens because for pure coherent
scattering energy and momentum are both conserved (Section 1.4), which means that incident
neutrons will only be able to downscatter via the production of a phonon at a point where
the neutron’s dispersion curve crosses a branch of the superfluid 4He dispersion curve. Since
as a liquid the dispersion curve of superfluid 4He is relatively simple (it is isotropic, for
example), it turns out that (ignoring multiphonon effects) there is only one such crossing point
at 1 meV (8.9 Å). [29] As a result, only neutrons in a narrow band around this energy have the
opportunity to downscatter (see Section 1.4), and so to first order neutrons see the superfluid
4He as a two-level system.

Solid deuterium, on the other hand, is a more complicated moderator material. Its major
features which relate to UCN production are:

(1) SD2 has a non-zero absorption cross section which contributes a lifetime time of about
150 ms.9

8There are other materials (especially solid oxygen) which are also good candidates for UCN sources, but no
production sources have yet been constructed using these moderators.

9By lifetime we mean the 1/e time of an exponential process driven by a rate r = 1/τ. Note that lifetimes
combine in parallel so that for several competing processes each with a lifetime τi, the total lifetime is 1/τ = ∑ 1/τi.
The lifetime is related to the diffusion length by ld = vτ.
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(2) Since SD2 is a crystal, the number of inhomogeneities in a particular moderator (and thus
the mean free path lm) depend on how the crystal was frozen. The state of a particular
crystal can in principle run the gamut from a perfect single crystal (no inhomogeneities)
to a polycrystal (a collection of small randomly oriented perfect crystals).

(3) The deuteron is a spin-one nucleus so that it will scatter neutrons both coherently and
incoherently (see, for example, Appendix C). What is more, while it is true that coherent
scattering is limited to points where the free neutron dispersion curve crosses a branch
on the crystal dispersion curve, solid deuterium is not isotropic so that the ability of
a neutron with a given energy and momentum to excite a phonon through coherent
scattering depends on the orientation of the crystal, which in turn means that the strength
of the coherent scattering channel depends on the nature of the crystal as well as the
spatial distribution of neutron flux.

(4) Deuterium occurs as a diatomic molecule which has a total spin angular momentum

S = 0, 2 (ortho-deuterium)
S = 1 (para-deuterium)

This in itself leads to increased incoherent scattering. However, a transition from
one of the rotational states of ortho-deuterium to a rotational state of para-deuterium
has a transition energy of 7.5 meV, with ortho being the ground state. This transition
provides an additional scattering channel which does not involve a phonon and so is not
suppressed by the cooling of the moderator in the same way that processes which do
involve a phonon are suppressed.10 The result is a lifetime in pure para-deuterium of
about 1.5 ms, considerably shorter than the lifetime due to absorption alone. As room
temperature deuterium is 33.3% para, the para-to-ortho ratio must be minimized in
order to maximize UCN density from an SD2 moderator. [43]

(5) Commercially available deuterium is generally contaminated with hydrogen (which ap-
pears together with a deuterium atom to form HD). Since hydrogen has a considerably
larger absorption cross section than deuterium, optimizing the performance of an SD2

UCN source requires reducing this hydrogen contamination.

As a result of these effects, the best UCN lifetimes in deuterium which have been achieved in
practice are about 25 ms - 50 ms.

10The idea is that cooling the moderator reduces the number of phonons available to upscatter a UCN. This is
expressed by detailed balance, but may also be seen directly from Eq. (B.16) since the phonon occupation numbers
follow Bose-Einstein statistics. A process which does not involve a phonon is not suppressed in the same way by
lowering the temperature of the moderator. The reaction still obeys detailed balance, but the effective temperature
in Eq. (2.2) is higher than the moderator temperature.
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Both superfluid 4He and SD2 moderators have proved efficacious. Superfluid 4He allows
only a narrow band of incident energies to be downscattered, but the ultimate density is not
limited by absorption in the moderator. A deuterium moderator, on the other hand, must deal
with absorption so that geometry becomes especially important for such sources, but it has
many more scattering channels available (some, unfortunately, predominantly in the wrong
direction). Superfluid 4He sources tend to operate more consistently than deuterium sources
since there is no issue with repeatably growing the same type of crystal, but the cryogenics
requirements are much less for deuterium, which only needs to be cooled to about 5 K as
opposed to the <0.5 K temperatures required for superfluid 4He sources. Since the lifetime of
UCN in superfluid 4He is very long, it can take approximately the beta decay lifetime (∼886 s)
for such a source to reach equilibrium (assuming good walls) so that superfluid 4He sources
seem to be best suited for use with a constant neutron flux (i.e. at a reactor such as the ILL
where, for example, a superfluid 4He source provides UCN to the gravitational spectrometer
GRANIT). This also means that superfluid 4He can be utilized as an in situ source, i.e. where a
UCN experiment is performed inside a bath of superfluid 4He. Deuterium, on the other hand,
reaches equilibrium in 50 ms or so, which means that such a source could be effectively driven
by a continuous or pulsed (as from spallation) source of neutrons. In pulsed mode, however,
some sort of shutter separating the moderator from the UCN storage volume is critical to
preserve the UCN density between pulses since exposing UCN to the moderator material will
result in losses.

2.3 UCN Interaction with Surfaces

Once produced, UCN will invariably interact with the surfaces that surround them. Experi-
ments which are conducted inside a superfluid 4He moderator and utilize magnetic trapping,
such as one of the neutron lifetime experiments [59], minimize such interactions, but the vast
majority of work with UCN involves a substantial degree of surface interaction, with some
experiments specifically designed to study surfaces by observing their effect on UCN. As a
result, understanding the nature of these interactions is crucial. Since the UCN lifetime in
any room temperature material is generally quite short, the basic situation which must be
studied is that of a UCN incident on the surface of bulk matter from vacuum. The physics
which describes such interactions has already been reviewed in Chapter 1 and Appendix A;
we must now simply apply that physics to the special case of UCN.
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Figure 2.1: Scattering vectors describing UCN incident on a material interface.

2.3.1 UCN Reflection from Smooth Surfaces

Typically the physical dimensions of the structures that contain UCN are much larger than the
UCN wavelength so that we need not worry about how we represent the wavefunction of a
UCN incident on the materials which contain it, i.e. the plane wave or particle in a (large) box
wavefunctions of Chapter 1 are completely reasonable. We may also regard the bulk matter as
presenting an infinitely large area. Since the thickness of the materials which contain UCN are
generally much larger than the mean free path of a UCN inside the material, we are further
free to imagine the UCN as incident on bulk matter of infinite depth. (One exception to this is
the case of a thin foil, considered separately.) Taking the +z-axis to be normal to the surface
of the confining material and pointing into it (see Fig. 2.1), we will take the wavefunction of a
UCN with wave vector k incident on the material at angle ϑi to the normal as a plane wave of
definite energy E = h̄2k2/2m

ψucn(r) = A eikxx eikzz = A eikx sin ϑi eikz cos ϑi ,

where we have chosen our coordinate system so that the plane defined by k and ẑ coincides
with the y = 0 plane. The static potential seen by the UCN (i.e. the potential which accounts
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for elastic scattering) is, from Eq. (2.1),

UF =

{
2πh̄2

m ∑ nl (ar − iai) ≡ V − iW z ≥ 0
0 z < 0

, (2.4)

where we have explicitly written out the real and imaginary parts of the scattering length and
defined real and imaginary parts of the material potential.

We know from Appendix A that the presence of the imaginary part of the scattering length
allows us to account empirically for neutron capture as a loss mechanism when a neutron
interacts with a nucleus. In the case of UCN we must include an additional loss mechanism
since any UCN which is inelastically scattered by the bulk material will gain sufficient energy
to leave the UCN regime and thus will no longer be confined by the materials surrounding it.
This is easily done11 by recalling Eq. (A.67) which relates the imaginary part of the scattering
length to the total non-elastic cross section. For UCN, then, we have that

ai =
k

4π

(
σcap + σinel

)
, (2.5)

where σcap is the capture cross section and σinel is the total cross section for inelastic scattering
of any kind. σinel is typically calculated using Eq. (B.16) and Eq. (B.17) (see [29] for details12),
but in practice unless the goal of the study is to understand the material surface, empirical
values are generally used. Note that the imaginary part of the scattering length, and hence
the imaginary part of the potential, seems to depend on energy through the presence of k
in Eq. (2.5). Recall from Chapter 1, however, that for neutrons in the UCN energy range the
capture cross section scales as 1/v. Since the inelastic scattering cross sections (Eq. (B.16) and
Eq. (B.17)) also scale as 1/v, ai does not actually depend on the UCN speed.

In order to correctly describe the process of UCN reflection and absorption at a material
interface we must find solutions to Eq. (1.12) with the potential Eq. (2.4).13 For the perfectly
smooth interface described by Eq. (2.4), the solution is straightforward:

ψ(r) =

{
eikx sin ϑi eikz cos ϑi + R eikx sin ϑr e−ikz cos ϑr z < 0

T eik
′x sin ϑt eik

′z cos ϑt z ≥ 0
, (2.6)

where ϑr and ϑt are the angles made by the reflected and transmitted waves, respectively, to

11Assuming the probability of a reverse process is small, which is the case here.
12The fact that the UCN wavefunction inside the material is usually decaying does not affect the results.
13The scattering process is not captured by taking the results from Section 1.3.3 and specializing to the case

of bound nuclei. Not only does this limit the scattering to elastic only, but those calculations were performed
under the assumption of single scattering, and the material potential, as we observed in section 1.3.1, is a multiple
scattering effect. Only by starting with Eq. (1.12) do we obtain the (first-order Born approximation to) the correct
behavior.
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the z-axis (see Fig. 2.1) and

k =

√
2mE

h̄2 (2.7)

k′ =

√
2m(E−V + iW)

h̄2 . (2.8)

Ensuring continuity of ψ and ψ′ at the interface then requires ϑi = ϑr, i.e. that the reflection is
specular, gives

k sin ϑi = k′ sin ϑt

(Snell’s Law), and determines R and T which in turn allows computation of the ratio of
reflected flux to incoming flux (the reflection coefficient r) and the ratio of transmitted flux to
incident flux (the transmission coefficient t):

r =
∣∣∣∣ kk
∣∣∣∣ |R|2 =

∣∣∣∣ k cos ϑi − k′ cos ϑt

k cos ϑi + k′ cos ϑt

∣∣∣∣2 (2.9)

t =
∣∣∣∣ k′k
∣∣∣∣ |T|2 =

∣∣∣∣ k′k
∣∣∣∣ ∣∣∣∣ 2k cos ϑi

k cos ϑi + k′ cos ϑt

∣∣∣∣2 . (2.10)

Referring to Table 2.1, we see that for many materials the ratio η ≡ W/V � 1. In that limit
we have that14

r = 1− 2η

√
E cos2 ϑi

V − E cos2 ϑi
. (2.11)

Since any UCN which actually penetrates such a material will have a very small chance of
being scattered back into vacuum before being absorbed or upscattered, the probability of a
UCN being lost during an interaction is just µ(E, ϑi) = 1− r. Defining

E⊥ ≡
h̄2k2

z
2m

=
h̄2k2 cos2 ϑi

2m
,

we obtain the simple expression

µ(E, ϑ) = 2η

√
E⊥

V − E⊥
. (2.12)

So, a UCN which is incident from vacuum on a perfectly smooth thick surface will be
specularly reflected with high probability as long as its speed into the surface is small enough.

14See [53] for a slightly more user-friendly version of Eq. (2.9) along with a discussion of the limiting case for a
strong absorber.
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Figure 2.2: Probability of UCN loss upon interaction with a thick, perfectly smooth material
as a function of E⊥ for η = 10−5.

As E⊥ approaches the potential of the material, the probability of loss increases sharply as
depicted in Fig. 2.2.

In reality the surfaces with which UCN come into contact are not perfectly well defined
in composition. Unless specially treated, for example, the walls in a vacuum system are
typically contaminated with layers of hydrocarbons and/or water. What a UCN encounters at
a confining wall, then, is likely to be a substrate of bulk material covered by layers of other
substances. In fact, it is often the case in work with UCN that a coating is used to increase
the material potential seen by UCN.15 Thus, a UCN is likely to encounter a material potential
which varies substantially before settling down to the constant value expected for the material
from which the wall is constructed, and some methods for calculating the reflection and
absorption properties of such surfaces are presented in [29]. In practice, however, it is often
the case that either very little is known about the exact nature of the surfaces which confine
UCN so that a priori calculations are not possible, or the surfaces are treated in such a way
(e.g. by the addition of a thick coating of Fomblin, a high material potential vacuum grease)
that they approach the ideal case.

2.3.2 UCN Reflection from Rough Surfaces

Even in the case of a compositionally uniform surface, deviations from smoothness will still
create a variation of material potential with depth, and as one would expect from optics
such surfaces will cause some degree of non-specular reflection. This non-specular scatter

15A common example is the coating of quartz, valued for its smoothness, with diamond-like carbon (DLC),
which when a few hundred nm thick can produce a material potential as high as 299 neV. [49]
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can be quite important for UCN since it affects the transmission through neutron guides
[81] as well as determines the nature of UCN trajectories in bottles and thus how quickly
bottled populations approach the isotropic distribution [84] which figures so prominently
in many analytical treatments of their evolution (see Chapter 4). The usual treatment of
non-specular scattering from rough surfaces [85, 80] focuses on the case of microroughness,
where the length scale characteristic of deviations from perfect flatness is less than or on the
order of the wavelength of the incident neutron so that there is constructive interference of
waves scattering from different depths. This limit can pertain well to UCN since they have a
wavelength greater than 450 Å, while mechanically and electrolytically polished Cu tubes, a
common type of high-quality UCN guide, have a roughness height profile with a characteristic
length on the order of 35 Å. [81] It is in this microrough limit that we will examine the effect of
roughness on UCN scattering.

Since it is unreasonable to expect the exact contour of every square meter of surface area
to be known precisely, surfaces are considered to be the same when their contours display the
same statistical properties, and so it is in terms of these statistical properties that scattering
from rough surfaces must be formulated. An isotropic rough surface, therefore, is generally
characterized by a stationary16 random variable Ξ with a probability distribution

ρΞ = ρΞ(z1, z2, δ)

[
with δ =

√
(x2 − x1)2 + (y2 − y1)2

]
,

which gives the probability of measuring the height of the surface at two points (x1, y1) and
(x2, y2) separated by a distance δ to be, respectively, z1 and z2. While there are a wide variety of
statistical properties of Ξ implied by ρΞ which are routinely used (in atomic force microscopy,
for instance) to characterize a surface, it turns out [81] that the surface’s autocorrelation
function, defined as

s(δ) =
∫ ∞

−∞

∫ ∞

−∞
dz1 dz2 z1 z2 ρΞ(z1, z2, δ),

16The probability distribution does not depend on the location of the origin.
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is the one germane to our problem.17 For solid surfaces one typical model for s(δ) is [85]

s(δ) = 〈h2〉 e−δ2/2∆2
,

where ∆ is called the (lateral) correlation length and h is the height distribution function. For
mechanically and electrolytically polished surfaces, typical values of the the mean square
roughness amplitude

√
〈h2〉 are on the order of 50 Å, while the correlation length is generally

on the order of 250 Å. Note that this model of s involves only the second moment of h (z = 0
is chosen so that 〈h〉 vanishes) so that there are a variety of height distribution functions
which generate the same autocorrelation. In other words, to understand the reflection of
UCN, assumed always to be above the critical angle for total external reflection, it is not
necessary to know the full depth profile, only the average amplitude of height variations
and the average length scale over which that average changes.18 Of course, since it is the
magnitude of the neutron wave vector relative to the roughness dimensions which controls
the degree of non-specular scatter, it isn’t s(δ) which we expect to appear in the expression for
non-specular scattering, but its Fourier transform

S(κ) =
1

(2π)2

∫
d2δ s(δ) e−iκ·δ =

〈h2〉∆2

2π
e−κ2∆2/2. (2.13)

In order to calculate the effect of this roughness we again require an approach which
incorporates refraction and yet which also allows the roughness to be treated perturbatively.
The distorted-wave Born approximation (DWBA) or the equivalent method of distorted
Greene’s functions fulfills this requirement, and calculations of non-specular scattering have
been performed using both techniques. [81, 80] Both approaches take the wavefunction for the
smooth case to be the zeroth-order solution (scattering from the volume V0 which has material
filling up the half-space z > 0) and determine the wavefunction which results from scattering
off of the thin volume V1 = Vphy −V0, where Vphy is the true volume that would be occupied
by the material (if it were infinitely thick). The most recent calculation [84] goes to second
order using the distorted Greene’s function approach, whose mechanics are exactly like the

17The definition given here is the usual fundamental definition of autocorrelation. However, one often defines a
random variable h(x, y) called the height distribution function which gives the probability of finding the surface
at an elevation of z = h at the point (x, y) and whose statistical properties may be computed from ρΞ. Since the
random variable h(x, y) is stationary, if heights in a region of area A are measured then one may imagine that each
pair of points a distance δ apart gives a value of z1z2 from a different ensemble so that the autocorrelation may be
estimated as

s(δ) =
1
A

∫
dA h(x, y) h(x + δx, y + δy).

The estimation should then become exact as A −→ ∞. This way of expressing the autocorrelation is often used in
the literature instead of the definition given above.

18See [85] for a discussion of other depth profile models and their effect on scattering.
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usual Born approximation (see Appendix A) except that a new Greene’s function must be
calculated which takes into account refraction in the material.19 The result, correct to order
〈h2〉2 and η1 and valid for √

〈h2〉 ki cos ϑi < 1

√
〈h2〉 kr cos ϑr < 1

√
〈h2〉 ks cos ϑs < 1


(2.14)

(the condition of microroughness), is that the probability of specular reflection becomes

Ps(E, ϑi, ϑ, ϕ) = 1− µ(E, ϑi)− 4πV 〈h2〉 µ(E, ϑi)− P(0)
dif [1− µ(E, ϑi)]

+ 4πVk2 cos ϑi

∫
z<0

dΩ µ(E, ϑ) S(q), (2.15)

while the probability for non-specular scatter is

Pns(E, ϑi, ϑ, ϕ) = 4k4 cos ϑi cos2 ϑ S(q)
[

1− 1
2

(
µ(E, ϑi) + µ(E, ϑ)

)]
, (2.16)

where ϑ and ϕ are, respectively, the polar and azimuthal angle of the non-specular scatter,
q ≡ (ks − kr)‖ is the momentum transfer parallel to the interface so that

q = k
√
(sin ϑ− sin ϑi)2 + 4 sin ϑ sin ϑi sin2 ϕ

2
,

and P(0)
dif is the total probability for diffuse scatter in the absence of wall loss (i.e. for η = 0),

given by

P(0)
dif = 4k4 cos ϑi

∫
z<0

dΩ cos2 ϑ S(q). (2.17)

UCN (which have k < 0.01 Å−1) incident on a surface with
√
〈h2〉 ∼ 50 Å are well within

the limits imposed by microroughness, i.e. Eqs. (2.14), and indeed the η = 0 predictions have
been tested experimentally with UCN as well as with cold and thermal neutrons (in which

19Imagine using the usual Born approximation applied to volume elements of V1, i.e.

dσel
dΩ

= a2n2
∫ ∫

dV1 dV′1 eiQ·(R−R
′) = a2n2

∫ ∫
dx dy dx′ dy′ h(x, y) h(x′, y′) eiQ·(R−R

′)

(cf. Eq. (1.17)). Averaging over the random variable h then gives

dσel
dΩ

= a2n2
∫ ∫

dx dy d2δ s(δ) eiQ·δ = Aa2n2
∫

d2δ s(δ) eiQ·δ ,

the Fourier transform of s(δ). This is the essence of what is involved in the calculation except that Greene’s
functions appropriate for the presence of the material [81] must be utilized to obtain a new version of Eq. (1.17).
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case the forward scattering probabilities must also be calculated) and found to be in good
agreement with observations. [81, 80] We see from Eq. (2.16) that non-specular scattering
is minimized for glancing incidence and that it is distributed as cos2 ϑ (as opposed to cos ϑ

for pure diffuse, i.e. Lambertian, scattering). Recalling Eq. (2.13) and noting that q = 0
for specular scatter, we see also that if the correlation length is large then the non-specular
scattering falls off quickly away from the direction of specular scatter, i.e. the non-specular
scatter is concentrated around the direction of regular reflection. Observe as well that Eq. (2.15)
can be used to determine how roughness affects the loss probability upon reflection. In the
"dense microroughness" limit (∆→ 0) the effect turns out to be an increase in the probability
of loss on the order of 25%. [29]

The question of whether an approximate scattering distribution such as Eq. (2.16) respects
detailed balance is crucial, especially in the use of such distributions for modeling purposes,
since if detailed balance is not satisfied then a UCN population subject to such scattering will
not reach an isotropic equilibrium as expected. In order for a scattering distribution to satisfy
detailed balance it must be proportional to cos ϑ (for pure diffusive scattering) times a function
which is symmetric in ϑi ↔ ϑ and ϕi ↔ ϕ. [84] Since Eq. (2.16) satisfies this requirement we
expect it to produce realistic equilibrium UCN populations.

2.4 UCN Transmission Through Windows

It is often the case in work with UCN that thin sheets of material (typically called foils or
windows) are used either to separate vacuum systems20 or to alter the UCN velocity distribution.
(Alternatively, the transmission of UCN through foils can be used to study the material itself.
[82]) It is important, therefore, to have a model for calculating the transmission of UCN
through such foils. In general, the appropriate model depends on whether the foil is "thick"
or "thin". If the thickness of the foil d is much larger than the neutron wavelength λ then
interference effects from reflections off the internal surfaces of the foil may be neglected, while
for d . λ interference effects become important.

The first case may be handled straightforwardly as in [83] if we imagine the foil to be
still thin enough that any component of k parallel to the foil may be ignored. We will retain
some dependence on the incident angle by imagining the foil to have an effective thickness
d̃ = d/ cos ϑi, but otherwise take k = kz and k′ = k′z. Then we may use Eq. (2.10) and Eq. (2.9)

20Typical materials for vacuum applications are Al, due to its low material potential, or Zr which has a slightly
higher material potential but is stronger and so may be made thinner.
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to give (for both surfaces bounding the foil):

t =
4kzk′z

(kz + k′z)2

r =
(kz − k′z)2

(kz + k′z)2 .

We will also take η = 0 and include absorption in the foil via the usual macroscopic cross
section Σ = n(σcap + σinel) (n the the atomic number density) by defining an attenuation factor

α = e−Σd̃ = e−Σ0d̃/v′

where the 1/v dependence of σcap and σinel has been indicated explicitly (v′ = h̄k′/m). Since we
are assuming that d� λ, the total transmission and absorption are obtained by an incoherent
sum of probabilities. The transmission, for example, is given by calculating the probability for
one, three, five, etc. trips through the foil and summing the results, which gives:

ttot = tαt + tαrαrαt + · · · = t2α
[
1 + α2r2 + (α2r2)2 + · · ·

]
=

αt2

1− α2r2 .

Using the above definitions of t and r in this expression then gives

ttot =
16αk2k′2

(k + k′)4 − α2(k− k′)4 . (2.18)

Similarly, we get for the total reflection21

rtot = r
1 + α2(t2 − r2)

1− α2r2 . (2.19)

Assuming normal incidence, the second case where d . λ is a one-dimensional step
potential barrier problem which requires matching boundary conditions at the two interfaces.
The resulting transmission is given in [82] for the case of η = 0 to be

t =


4ζ2(ζ2−1)

4ζ2(ζ2−1)+sin2
(

κ
√

ζ2−1
) for ζ > 1

4ζ2(1−ζ2)

4ζ2(1−ζ2)+sinh2
(

κ
√

1−ζ2
) for ζ < 1

(2.20)

where ζ = k/k̂ and κ = k̂d with k̂ =
√

2mUF/h̄2 (the wave vector corresponding to a neutron
with energy equal to the material potential of the foil). We see in this case that for UCN

21This is different from the result in [83].
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with E⊥ > UF interference of reflected waves inside the foil produces oscillations in the
transmission as a function of E⊥. The shape of the transmission curve, therefore, can be used
to determine both the thickness and potential (i.e. coherent scattering length) of the material
as described in [82].

In both these cases we have assumed a smooth homogeneous foil. Inhomogeneities will
cause incoherent elastic scattering, which have been observed to produce a departure from the
usual 1/v scaling of the loss cross section.22 [64] Roughness of the foil will lead to non-specular
reflections as well as scattering inside the foil around ϑt, and has been observed in some cases
(e.g. unpolished Cu [82]) to also cause a departure from the 1/v scaling of the loss cross section.
Detailed calculations of the effect due to roughness on thin foil transmission and reflection are
clearly involved, but some estimates are given in [81]: For the case that λ � 4π

√
〈h2〉 and

λ < ∆ (so that the conditions of microroughness apply), probabilities for one pass through
the foil are summed incoherently to determine the transmission and reflection. When the
conditions for microroughness do not apply, if λ & 4π

√
〈h2〉 then for E⊥ > V scattering

close to ϑt may be calculated by considering waves from a single interface only when they
add coherently, and then adding the scattering from the two interfaces incoherently. In the
microrough case it seems that corrections to the transmission for a smooth foil on the order of
10% are to be expected.

22Incoherent elastic scattering is typically included in the imaginary part of the material potential since it leads to
increased losses. Even for large inhomogeneity scattering, however, the effect on W is small, although it introduces
a dependence on ϑi. [82]
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CHAPTER 3

Ultracold Neutron Spin Dependent Interactions

Spin can be an important degree of freedom for UCN since it provides the neutron with a
magnetic moment whose interaction with moderate-sized magnetic fields can easily have
characteristic energies greater than that of the UCN itself. As a result, spin dynamics can
become closely coupled to UCN kinematics in the presence of magnetic fields. This behavior
has the advantage of providing a very simple method for producing populations of highly
polarized UCN, and makes it possible to confine them entirely with magnetic fields [36], but
it also means that understanding spin dynamics, most notably relaxation processes, can be
important for a complete description of UCN evolution. This chapter will review the spin
dependent interactions experienced by the neutron, introduce the basic formalism used to
describe the result of those interactions, and then examine what is currently known, both
experimentally and theoretically, about the various relaxation mechanisms associated with
them.

3.1 The Magnetic Interaction

Classically, the magnetic field far from a closed circuit carrying a current I is dipolar and
hence of the form [38]

B(r) =
µ0

4π

[
3r̃ (r̃ ·µ)−µ

r3

]
(3.1)

for r̃ ≡ r
r . The quantity µ, called the magnetic moment, contains all the pertinent geometrical

information about the circuit. For a planar loop of area A, for example, µ = IA where the
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direction of A follows from the right hand rule applied to the direction of current flow. [38]
When placed in an external magnetic field, a circuit with magnetic moment µ will experience
(for spatial variations in the field small relative to the size of the circuit [38]) a force

FB = ∇(µ ·B) (3.2)

and a torque
N = µ×B. (3.3)

The associated interaction energy between the circuit and the external field is therefore

UB = −µ ·B. (3.4)

Note that a uniform magnetic field exerts no net force on such a circuit so that the interaction
energy is associated with its orientation through Eq. (3.3). Objects which obey these relations
exactly are called dipoles.

Since charged leptons and both charged and uncharged1 hadrons are observed to behave
in a magnetic field like a dipole, their magnetic interactions are fully described by a magnetic
moment, with the link between the particle’s fundamental properties and its magnetic moment
provided by the angular momentum. Classically, this connection occurs because the magnetic
moment for a circular current loop of radius R may be expressed as

µ = IA =
qv

2πR
πR2 =

q
2m

mvR =
q

2m
L,

where a single particle of mass m, speed v, and charge q moving in a circle of radius R is
assumed to be creating the current, and L is the (orbital) angular momentum of the particle.
In order to generalize this relationship to cases where there is no obvious circulation of charge,
one defines the gyromagnetic ratio to be

|γ| = |µ||L|

(so that classically γ = q/2m). If we take S to be the spin angular momentum of a particle, its
magnetic moment is therefore defined by

µ = γS, (3.5)

where the sign of γ determines whether the angular momentum and magnetic moment are
aligned or anti-aligned. The gyromagnetic ratio may be calculated perturbatively for leptons

1Since they are composed of charge-carrying quarks.
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in QED, but such calculations are difficult for hadrons so that γ is generally taken to be an
empirical value, which is often expressed as

|γ| = g
|e|
2m

with e the electron charge and where g, called the g-factor, encodes the departure of γ from
its classical value (due primarily to relativistic effects). The scale of the electron magnetic
moment (both intrinsic and orbital) is set by the Bohr magneton, given by

µb =
|e|h̄
2me

= 9.274× 10−24 J · T−1.

In particular, since the g-factor for an electron is approximately two, the magnetic moment
associated with the electron spin is

µe = −|γe|
1
2

h̄ = −2
|e|

2me

1
2

h̄ = −µb. (3.6)

For nucleons the magnetic moment is on the order of the nuclear magneton, given by

µn =
|e|h̄
2mp

= 5.051× 10−27 J · T−1

(mp the proton mass), and the neutron magnetic moment is approximately µ = −1.91µn,
corresponding to a gyromagnetic ratio

γn = −1.8325× 108 1
s · T

(g-factor of 3.82). [30] In order to avoid confusion in what follows we will define the constant
γ by

γ ≡ |γn|

so that the sign of the gyromagnetic ratio will be explicitly represented. We have, therefore,
that the quantum mechanical magnetic moment operator for a neutron is given by

µ̂ = −γŜ = − h̄γ

2
σ̂, (3.7)

where

σ̂ = σ̂x x̃+ σ̂y ỹ + σ̂z ỹ =

(
0 1
1 0

)
x̃+

(
0 −i
i 0

)
ỹ +

(
1 0
0 −1

)
z̃

are the usual Pauli spin matrices. The interaction operator which describes a neutron in a
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(classical) magnetic field is therefore

ÛB = +
h̄γ

2
(σ̂ ·B) . (3.8)

Note that this interaction energy is minimized when the neutron spin and magnetic field are
anti-aligned, and has a magnitude

6.24151× 1027 neV
J

[
(1.05454× 10−34 J · s) (1.8325× 108 1

T·s )

2

]
= 60.307

neV
T

which is on the order of the UCN kinetic energy. This demonstrates that the presence of
magnetic fields in excess of 0.1 T (1000 G) can have a significant effect on UCN kinematics, an
effect which is directly tied to the neutron’s spin state.

The coupling between the UCN spin state and its kinematics has a number of important
applications, perhaps the most important for current experimental work with UCN being
the ability to confine them in magnetic bottles and to straightforwardly polarize them. The
latter, for example, can be accomplished by sending a flux of UCN through a sufficiently
large static longitudinal magnetic field. Projecting the spin state of an incident UCN onto
a basis |±〉 with quantization axis parallel to the field axis, Eq. (3.8) indicates that the |−〉
components will experience an attractive potential while the |+〉 components will experience
a repulsive potential as shown in Fig. 3.1. Assuming the magnetic field region is long enough
that the probability for tunneling can be considered negligible, UCN with kinetic energies
below the magnetic potential will have zero amplitude for transmission of the |+〉 component
through the field region. Since a 7 T field corresponds to an ∼ 420 neV potential, a field of that
magnitude will completely polarize an incident population of UCN by allowing only UCN
which have their spins anti-aligned with the field to pass through. Because UCN are typically
guided (not to mention often confined) by material potentials, this sort of coupling between
spin and kinematics in the presence of magnetic fields necessitates an accurate model for the
evolution of UCN spin which incorporates spin dependent interactions with matter. It is to
this issue that we now turn.

3.2 Spin Dependent Interactions with Matter

The incorporation of spin dependence into the formalism of low-energy neutron scattering
developed in Chapter 1 is accomplished simply by including a wider array of interaction
potentials in the theory. We have already observed, for example, that in the case of a nucleus
which possess spin, the spin dependence of the Strong Force manifests itself as different
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Figure 3.1: A depiction of the potentials seen by the two spin states in an unpolarized flux of
UCN into a static longitudinal magnetic field. If the maximum field is larger than about 6 T
the flux emerging from the field region with energies below 340 neV will be one-half of the
incident flux below that energy and will be fully polarized with the UCN spins anti-aligned to
the field.
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scattering lengths a(±) for the two possible relative orientations of the nuclear and neutron
spins. In the case of unpolarized neutrons and nuclei, this dependence is simply incorporated
in the averages which produce the coherent and incoherent scattering lengths. In the case
that either the neutrons, the nuclei, or both are polarized, however, that simple averaging
procedure is no longer adequate and a spin-dependent term must be added to the effective
nuclear potential. Scattering caused by the interaction of the neutron magnetic moment
with the magnetic fields produced by unpaired electrons surrounding a nucleus, which is
called magnetic scattering and can have a strength comparable to nuclear scattering, must
also be included in any description of spin dependent neutron scattering, as must magnetic
scattering due to motion through the electrostatic field of the atom (Mott-Schwinger scattering).
Scattering from the magnetic field created by the nucleus, however, is typically ignored since
the associated scattering lengths are on the order of 10−4 smaller than for magnetic scattering.
[46]

3.2.1 Spin Dependence of the Nuclear Potential

Recall from Chapter 1 that in the context of the first-order Born approximation the effective
nuclear potential is simply a delta-function with a strength proportional to the (bound)
scattering length (cf. Eq. (1.14)). It is therefore natural to incorporate the spin dependence of
the nuclear interaction by defining a scattering length operator

â = A +
h̄
2

B σ̂ · Î , (3.9)

where Ŝ = h̄
2 σ̂ is the neutron spin operator and Î is the nucleus spin operator. This scattering

length operator simply encodes the empirical fact that the scattering length depends on the
relative spin orientations of neutron and nucleus.2 The potential describing a bound nucleus
at the origin is therefore

Un(r) =
2πh̄2

m

[
A +

1
2

B σ̂ · Î
]

δ(r). (3.10)

In terms of the empirically determined scattering lengths a(±), we have that [94]

A =
1

2I + 1
[
(I + 1)a+ + Ia−

]
(3.11)

B =
2

2I + 1
(
a+ − a−

)
. (3.12)

2It does not carry any new physics, in other words; the triplet scattering length a(+) and the singlet scattering
length a(−) or, equivalently, A and B, are still empirical inputs to the formalism.
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Note that when the spin state of either the incident neutrons or the target nuclei are completely
random, we have that â = A so that Eq. (3.11) agrees with Eq. (C.1), which means that A
encodes information about coherent scattering. In this case it is also true that

|â|2 = |A|2 + 1
4
|B|2 I(I + 1) =

1
2I + 1

[
(I + 1)(a+)2 + I(a−)2] , (3.13)

so that recalling Eq. (C.2) we see that B encodes information about (spin) incoherent scattering.

3.2.2 Electronic Interaction

The magnetic field due to a single electron moving with velocity ve is [46]

B = ∇×
[
µe ×R
|R|3

]
+

(−|e|)
c

ve ×R
|R|3 , (3.14)

where c is the speed of light and R is a vector which points from the electron to the position
in space where the field is measured. Taking h̄

2 ŝ to be the electron spin operator we may
therefore write (cf. Eq. (3.6))

µ̂e = −µbŝ,

so that from Eq. (3.8) and after the usual operator symmetrization we have that the interaction
operator between a neutron and the magnetic field produced by a single electron is

Ûm =
h̄γ

2

{
−µbσ̂ ·

[
∇×

(
ŝ×R
|R|3

)]
− |e|

2mec

(
p̂e ·

σ̂ ×R
|R|3 +

σ̂ ×R
|R|3 · p̂e

)}
, (3.15)

where p̂e = −ih̄∇e is the electron momentum operator. The first term gives the interaction
between the neutron magnetic moment and the magnetic moment of the electron, while the
second term describes the interaction between the magnetic moment of the neutron and the
magnetic moment created by the orbital motion of the electron.

The effect of this interaction on scattering is determined by the matrix element from
Eq. (1.32), where we no longer assume that the incoming neutrons are unpolarized. As a
result, we now take (cf. Eq. (1.29))

|i〉 = |Ei〉 |χi〉 |ki〉

| f 〉 = |E f 〉 |χ f 〉 |k f 〉 ,

where |χ〉 represents the neutron spin state. Calculation of the momentum space matrix
elements of Eq. (3.15) is more involved than for Eq. (1.26), and Lovesey [46] provides the
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details of the calculation, which results in

〈k′|Ûm|k〉 = −1.91r0σ̂ · Q̂⊥, (3.16)

with
Q̂⊥ = ∑

i
eiQ·ri

[
Q̃× (ŝi × Q̃)− i

h̄|Q| (Q̃× p̂i)

]
. (3.17)

Here

r0 =
e2

mec2

is the classical electron radius, Q̃ = Q
|Q| , (recall from Chapter 1 that Q ≡ k− k′), and ri is

the position vector of the ith electron. It is not hard to imagine the complexity which results
when considering systems with multiple unpaired electrons that possess non-zero orbital
angular momentum, or in cases where the electrons are not localized around a particular
nuclear site. Cases such as these are covered in detail in [46]. Many principle features of
spin dependent scattering are contained, however, in the scattering that results from simpler
systems with a single unpaired electron which is localized to a particular nuclear site and for
which the expectation value of the radial wave function is significantly smaller than |Q|−1

(dipole approximation).3 In this case the matrix element in Eq. (3.16) may be written [46]

〈k′|Ûm|k〉 = −1.91r0
g
2

F(Q) σ̂ ·∑
i

[
Q̃× (Ĵi × Q̃)

]
eiQ·ri , (3.18)

where ri is the single electron’s position vector, J = L+S is the total angular momentum of
the electron (orbital plus spin), g is the Landé splitting factor

g = 1 +
J(J + 1) + S(S + 1)− L(L + 1)

2J(J + 1)
,

and F(Q) is a form factor which accounts for the electron distribution about the nucleus. Note
that while this approximation is applicable to the case of an ionic crystal, it is not valid in the
analysis of, for example, transition metals such as Cu where the (conduction) electrons are not
confined to lattice sites and have energy levels which are part of a continuous band. See [46]
for a treatment of scattering in this limit, called Korringa scattering.

3For notational simplicity we will also assume a Bravais lattice so that the electron index also indexes the lattice
sites.
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3.2.3 Electrostatic Interaction

The total charge density in a solid is

n(r) = |e|
[
∑

i
Zδ(r−Ri)−∑

j
δ(r− rj)

]
,

where Ri is the location of each nucleus (assumed to all have the same atomic number Z) and
rj is the position vector of the atomic electrons. This charge density creates an electrostatic
field E inside the solid so that a neutron moving in the solid experiences a magnetic field
since in its rest frame it sees a changing electric field. The resulting interaction potential is [46]

Ûe(r) =
1.91µn

mc
σ̂ ·E × p+ 1.91h̄µn

2mc
∇ ·E, (3.19)

where the second term accounts for the contact interaction between the nucleus and the
(s-wave) neutron.4 Lovesey [46] provides the details of calculating the Fourier transform of
this interaction so that it can be utilized in the scattering formulae, obtaining

Ûe(Q) = −1.91
(

me|e|
2m

)
r0

[
i(ñ · σ̂) cot

θ

2
− 1
] [

Z ∑
i

eiQ·Ri −∑
j

eiQ·rj

]
, (3.20)

where θ is the angle between k and k′ and the unit vector ñ is defined by

ñ ≡ k′ × k
k2 sin θ

.

3.2.4 General Magnetic Interaction Operator

Note that the nuclear, magnetic (dipole approximation), and electrostatic interaction operators
all possess the same general form, namely

û = α̂ + κ̂ · σ̂. (3.21)

The explicit inclusion of spin into the scattering formalism of Chapter 1, then, results in the
following doubly differential cross section

d2σ

dΩ dε f
=

1
N

k f

ki
∑

Ei ,χi

PEi Pχi ∑
E f ,χ f

∣∣∣ 〈E f | 〈χ f | 〈k f | (α̂ + κ̂ · σ̂) |ki〉 |χi〉 |Ei〉
∣∣∣2 δ(E f + ε f − Ei − εi),

(3.22)

4This term is the analog of the Darwin interaction contribution to the atomic fine structure.
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where χi represents the initial neutron spin state and χ f is |+〉 or |−〉. This is a straightforward
generalization of Eq. (1.34) where the bar represents both averaging over nuclear species as
well as an average over nuclear spins, and it forms the basis for interpreting polarized neutron
scattering experiments. It allows one to calculate, for example, the probability of a spin flip
when a polarized beam of neutrons is scattered from a surface,5 an issue that we have seen is
of particular relevance for systems of polarized UCN. While Eq. (3.22) is ideal for predicting
the outcome of a particular measurement (e.g. the probability of finding a scattered neutron
in one of two orthogonal states), it is not well suited to a more general description of a spin
system, especially when the system undergoes some evolution prior to being measured. The
first step toward more naturally incorporating such situations will be to cast Eq. (3.22) in a
basis-independent form.

3.3 Describing Systems of Spin

Application of the scattering theory from Chapter 1 to the interaction potentials of Section 3.2
allows for the calculation of cross sections for a large range of spin dependent scattering
processes. However, especially in the case of UCN, describing the evolution of a system
undergoing such interactions is often necessary. The essential information required for such a
determination is clearly provided by the scattering theory, but the paradigm for scattering
calculations is measurement-centric, i.e. it provides insight into the states which will be
observed following a particular interaction and so does not naturally incorporate the evolution
of a continuously interacting system typified, for example, by the interaction of UCN with
confining matter. Here we will briefly describe the density matrix formalism which when
combined with the scattering theory already presented is particularly effective for describing
the evolution of such systems. Although the formalism is widely applicable, we will introduce
it here in the context of a system of spins since that is the particular application of interest.

3.3.1 Polarization and the Density Matrix6

A system of spins which is completely characterized by a single quantum state is said to be in
a pure state. When two systems characterized by different pure states are combined, however,
or when spins in a pure state interact with an unobserved external system,7 the spin system is

5See, for example, [94] for an explicit calculation of the spin-flip and non-spin-flip probabilities due to nuclear
scattering. A more general analysis of this important scattering mechanism is presented below.

6This discussion of the density matrix follows [10], to which the interested reader should refer for additional
details.

7The interaction between a spin and an external system must obey certain conservation laws. After an
interaction, the allowed states of the spin system therefore depend on (are entangled with) the state of the external
system. Thus, if the external system is unobserved the spin system cannot be represented by a single quantum
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no longer describable by a single quantum state and is said to be in a mixed state. In this case, a
system of spins is often represented by a statistical ensemble of states (rather than by treating,
for example, each spin as an individual degree of freedom) so that the average state of the
system, provided by the polarization vector, completely describes the observable information
contained in the system.

Specializing to the case of a system of spin-1/2 particles, we will first define the polarization
vector for a pure state, which is given by

P = 〈σ̂x〉 x̃+ 〈σ̂y〉 ỹ + 〈σ̂z〉 z̃. (3.23)

An arbitrary pure state may be represented as a complex superposition of basis states

|χ〉 = c+ |+〉+ c− |−〉 , (3.24)

where

|+〉 =
(

1
0

)

represents a spin whose component along the z-axis is + 1
2 h̄ and

|−〉 =
(

0
1

)

represents a spin whose component along the z-axis is − 1
2 h̄. Removing as usual an overall

phase factor and assuming that |χ〉 is normalized so that |c+|2 + |c−|2 = 1, we may write |χ〉
in terms of two real constants as

|χ〉 =
(

cos θ
2

eiδ sin θ
2

)
(3.25)

so that the components of the polarization vector appear as

Px = sin θ cos δ

Py = sin θ sin δ (3.26)

Pz = cos θ.

Note that |P | = 1 (the polarization is said to be 100%), which is due to the fact that the
ensemble is in a pure state (all the spins are in the same state |χ〉). Notice also that θ and

state.
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δ correspond to the usual spherical polar coordinate description of a vector’s direction. A
system with all spins polarized along the +z-direction (i.e. in the |+〉 state), for example, has
θ = 0 and δ = 0 so that P = ẑ.

Let us now generalize the definition of P to a system described by a mixed state. The
simplest example is a system of spins where some fraction f1 of the spins are in the state |χ1〉
while the rest of the spins are in the state |χ2〉 (so that |χ2〉 represents a fraction f2 = 1− f1 of
the total number of spins). Since such a system is not describable in terms of a single state it
satisfies the mixed state criterion, and although it is not immediately apparent how one might
specify the overall state of such a system, calculating the polarization vector is straightforward
since all that is required is to calculate an average over the ensemble, i.e. we have that

P = f1 〈χ1|σ̂|χ1〉+ f2 〈χ2|σ̂|χ2〉 . (3.27)

The components of the polarization vector in this case are

Px = f1 sin θ1 cos δ1 + f2 sin θ2 cos δ2

Py = f1 sin θ1 sin δ1 + f2 sin θ2 sin δ2

Pz = f1 cos θ1 + f2 cos θ2,

which for a system of N total spins, N1 in the state |χ1〉 and N2 in the state |χ2〉, produces a
polarization (magnitude of the polarization vector)

P =
1
N

√
N2

1 + N2
2 + 2N1N2 [cos θ1 cos θ2 + cos(δ1 − δ2) sin θ1 sin θ2] .

For θ1 = 0 and θ2 = π (a system comprised of spins either "up" or "down" relative to a
common axis) this reduces to the usual expression for the polarization

P =
|N1 − N2|

N
.

In general, a state with P > 0 is called polarized while a state with P = 0 is called unpolarized.
The question remains as to how a system in a mixed state should be described quantum

mechanically. Since it can not be represented by a unique state vector, the alternative is to
create an operator which provides all possible observable information about such a system
when it is allowed to act on a common basis. In light of Eq. (3.27), if we know that a system is
comprised of a mixture of states such that the probability of finding the particular state |χi〉 is
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pi, we are naturally led to define the "statistical" operator

ρ̂ = ∑
i

pi |χi〉 〈χi| , (3.28)

which is called the density matrix. Keep in mind that the states |χi〉 do not have to be
orthonormal and may be completely uncorrelated. It is not difficult to show [10] that ρ̂ has the
following properties, which suffice to demonstrate that it does indeed contain all observable
information about the mixed system:

(1) ρ̂ = ρ̂†, i.e. ρ̂ is Hermitian so that it provides a valid observable (it provides real expectation
values).

(2) The probability of measuring the system to be in the state |ψ〉 may be computed from the
density matrix as 〈ψ|ρ̂|ψ〉.

Furthermore, the density matrix has a number of important primary features [10]

(3) tr(ρ̂) = 1 (normalization condition)

(4) The expectation value of any system observable may be computed as

〈Q̂〉 = tr(ρ̂Q̂). (3.29)

(5) Given a common basis {|bi〉} for the system, i.e. a basis in which all the |χi〉 can be
expanded, a matrix representation of ρ̂ may be constructed with the usual elements
[ρ̂]ij ≡ 〈bi|ρ̂|bj〉. The diagonal elements of this matrix give the probability of finding the
system in the basis state |bi〉. Off-diagonal elements indicate the existence of correlations
between basis states required to define individual states of the mixture. If, for example,
two independent beams, one in the pure state |+〉 and the other in the pure state |−〉,
are combined, the density matrix will be diagonal. If, however, two independent beams,
one in the state |−〉 and the other in the state |+〉 − i |−〉, are combined, the density
matrix will have off-diagonal elements since a definite phase relationship exits between
the |+〉 and |−〉 states in the second beam.

The nature of the density matrix may be further elucidated by specializing to the case of
a spin-1/2 system which is an independent mixture of Ni spins in state |χi〉. The resulting
density matrix is given by

ρ̂ =
1
N ∑

i
Ni |χi〉 〈χi| (N ≡∑

i
Ni), (3.30)
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which in the |±〉 basis has the explicit representation

ρ̂ =
1
2

(
1 + Pz Px − iPy

Px + iPy 1− Pz

)
=

1
2
(1 +P · σ̂) . (3.31)

Notice that ρ̂ depends only on three parameters as expected (it is Hermitian and has a
normalization condition) despite the fact that the mixed system may be composed of many
components. This means that many different mixed systems will be represented by the same
density matrix (and so are fundamentally indistinguishable). Note also that this representation
of ρ̂ makes it easy to see that the diagonal elements contain information about the mixture of
basis states in the system while the off-diagonal elements indicate the presence of coherence
between the basis states in the mixture since polarization in the x- or y-direction can only be
produced by the inclusion of states which are coherent superpositions of the basis states. Since
a pure state is characterized by P = 1, it is furthermore true that the density matrix represents
a pure state if and only if tr(ρ̂2) = 1.8

3.3.2 Density Matrix Formulation of Spin Dependent Scattering

The density matrix provides an ideal way to generalize Eq. (3.22) and leads to a more natural
method of determining changes in the polarization due to spin dependent scattering.9 In
particular, following [46] we note that the spin-dependent part of the squared amplitude in
Eq. (3.22) appears as

∑
χi ,χ f

Pχi 〈χi|û†|χ f 〉 〈χ f |û|χi〉 . (3.32)

If we assume that the density matrix is diagonal then there are no correlations between the
basis states used to describe the system (i.e. the |χi〉 may themselves be taken as part of a
basis) so that

Pχi = 〈χi|ρ̂|χi〉 .

In this case we have that

∑
χi ,χ f

Pχi 〈χi|û†|χ f 〉 〈χ f |û|χi〉 = ∑
χi

〈χi|û†ûρ̂|χi〉 = tr ρ̂û†û, (3.33)

8This is in general true for any density matrix. In particular, if the normalization condition is relaxed then
tr(ρ̂2) = (tr ρ̂)2 is a necessary and sufficient condition for the system described by ρ̂ to be in a pure state. [10]

9Using only Eq. (3.22), one can compute the relative probability for a polarized beam to undergo a spin flip, but
determining the polarization vector which results in a scattering experiment is significantly more cumbersome.
Put in an experimental context, Eq. (3.22) is ideal for describing an experiment with longitudinal polarization
analysis, while its generalization using the density matrix is necessary for an efficient description of an experiment
which involves spherical polarization analysis.
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where we have used ∑ |χ f 〉 |χ f 〉 = 1, the fact that ρ̂ is diagonal so that

〈χ f |ρ̂|χi〉 = δχi ,χ f 〈χi|ρ̂|χi〉 ,

and the cyclic property of the trace, e.g. that tr(ABC) = tr(CBA). Importantly, the final result
is independent of the basis used to express ρ̂ and so must be true even when ρ̂ is not diagonal.
Using Eq. (3.33) in Eq. (3.22) therefore leads to an expression for the differential cross section
which does not depend on the chosen quantization axis:

d2σ

dΩ dε f
=

1
N

k f

ki
∑

Ei ,E f

PEi tr

{
ρ̂
∣∣∣ 〈E f | 〈k f | (α̂ + κ̂ · σ̂) |ki〉 |Ei〉

∣∣∣2} δ(E f + ε f − Ei − εi). (3.34)

The result, Eq. (3.34), allows the probability of a particular scattering process to be
calculated, but we also need to know the resulting effect on the polarization. An expression
for the final polarization vector of a spin system after scattering may be obtained simply by
evolving the density matrix with the transition operator for the scattering process. Since in
the first-order Born approximation the transition operator and the interaction operator are
identical (up to a phase; see, for example, [70]), we have that the density matrix describing the
scattered system is

û†ρ̂û.

Using Eq. (3.29) and the definition of the polarization vector, Eq. (3.23) therefore gives that

P f =
tr ρ̂û†σ̂û
tr ρ̂û†û

, (3.35)

where the denominator is a normalization constant equal to the total probability of a transition.
Lovesey [46] explicitly works out expressions for tr ρ̂û†σ̂û and tr ρ̂û†û, with the result that

tr ρ̂û†û = κ̂† · κ̂+ α̂†α̂ + α̂†(κ̂ ·Pi) + (κ̂† ·Pi)α̂ + iPi · (κ̂† × κ̂) (3.36)

and

tr ρ̂û†σ̂û = α̂†κ̂+ κ̂†α̂ + α̂†α̂Pi + κ̂
†(κ̂ ·Pi) + (κ̂† ·Pi)κ̂−Pi(κ̂

† · κ̂)

− iκ̂† × κ̂+ iα̂†(κ̂×Pi) + i(Pi × κ̂†)α̂, (3.37)

where Pi is the initial polarization vector. Equations (3.36) and (3.37) combined with the
expressions given in Section 3.2 for the various spin dependent interaction potentials allow
both the direct effect of scattering from those potentials as well as interference effects to be
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calculated, and Lovesey shows the details of a number of such calculations. [46] Among the
calculations he presents is the case of purely nuclear elastic scattering from randomly oriented
nuclei. In that case, taking the Fourier Transform of Eq. (3.10) gives

α̂nucl. elas. = ∑
i

eiQ·Ri A

and
κ̂nucl. elas. = ∑

i
eiQ·Ri

1
2

BÎ

so that using Eqs. (3.36) and (3.37) and averaging over the distribution of nuclear spins (so
that terms linear in κ̂nucl. elas., i.e. linear in the nuclear spins Î , vanish), Eq. (3.35) gives

P f =
|A|2 − |A|2 − 1

12 |B|2 j(j + 1)

|A|2 − |A|2 + 1
4 |B|2 j(j + 1)

Pi, (3.38)

where the averaging is now only over the isotopic distribution. This result demonstrates the
well-known fact that neither coherent nuclear scattering (i.e. the scattering due to A) nor
incoherent nuclear scattering due to the presence of different nuclear species (represented by
the |A|2 term) changes the polarization, while 2/3 of the incoherent nuclear scattering due to
the random orientations of the nuclear moments is spin-flip scattering.10 Note that since the
spin-flip scattering is entirely incoherent it will necessarily be into 4π even for UCN (recall
from Chapter 1 that it is coherent scattering which is responsible for the material potential) so
that half of the spin-flip scattering will result in depolarized UCN reflecting back from the
medium while the other half will be lost. A similar calculation for elastic magnetic scattering
results in [46]

P f = −Q̃(Q̃ ·Pi). (3.39)

In this case we see that magnetic scattering of polarized neutrons results in a polarization
parallel to the scattering vector except in the case that Q is perpendicular to Pi, in which case
the emerging neutrons are unpolarized.

Generalizations of the inelastic scattering formalism from Chapter 1 and Appendix B to the
case of polarized neutrons is detailed in [46] and results in, among other things, a description
of the excitation of spin waves (known as magnons when quantized). Since one of the primary
reasons to study spin dependent scattering here is to understand the effect of such scattering
on UCN polarization, it is important to recognize that in the case of inelastic scattering only

10This explains, for example, why hydrogen, whose large incoherent scattering length is due to nuclear spin,
significantly depolarizes neutrons. The result also makes good intuitive sense because the relevant parts of the
amplitude are 〈±| σ̂x Îx + σ̂y Îy + σ̂z Îz |±〉 so that 1/3 of the interaction (i.e. the part involving σz) connects the same
spin state while 2/3 of the interaction connects opposite spin states.
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scattering mechanisms which do not lead to loss of the neutron from the UCN energy range
can effectively contribute to a change in the UCN polarization. The energy scales associated
with such inelastic scattering in the presence of an external field (invariably present when
dealing with polarized neutrons due to the necessity of maintaining the spin state) are roughly
given by

• Electron spin flip Zeeman interaction: 12× 104 neV/T

• Nuclear spin flip Zeeman interaction: 60 neV/T

• Hyperfine transition: ∼ 104 − 105 neV (The hyperfine splitting of the electronic ground
state of 63Cu, for example, was measured in [86] to be 48535 neV.)

As a result, inelastic scattering involving a hyperfine transition is expected to heat a neutron
out of the UCN range, while inelastic scattering involving an electron spin flip appears to be a
viable relaxation mode for UCN only in ambient fields below about about 2 mT. On the other
hand, scattering that involves nuclear spin transitions appears as if it will contribute to UCN
relaxation except in very large fields, although for fields below about 0.1 T it may be safely
approximated as elastic scattering.11

3.3.3 Reduced Density Matrix and the Pauli Master Equation12

Not only does the density matrix provide an efficient mechanism for calculating the result of
spin dependent scattering, but it is the basis for describing the evolution of a system which
finds itself in a mixed state by dint of interacting with another system whose state is not
precisely known. In particular, since the density matrix provides a complete description of a
mixed quantum system, the dynamics of such a system will be captured by the Heisenberg
evolution of this operator, i.e. by the usual Heisenberg picture equation of motion (where we
will assume the time dependence in ρ̂(t) is due only to unitary evolution, i.e. that there is no
explicit time dependence)

ih̄
∂ρ̂(t)

∂t
=
[
Ĥ(t), ρ̂(t)

]
, (3.40)

which in this context is called the Liouville Equation. This description of the evolution is
sufficient only if the system of interest S does not interact with another system (i.e. if it is
closed). If S interacts at any time with another system R then S is left in a mixed state, and
the Liouville Equation applies only to the overall (closed) system S + R and not the open

11In between the two extremes the scattering will be quasielastic, which can cause gradual heating of a UCN
population. However, if there is coupling between nuclear spin flips and hyperfine transitions then nuclear spin
flips would not be expected to contribute to UCN relaxation.

12The discussion of the reduced density matrix and the Pauli Master Equation follows [10], to which the
interested reader should refer for additional details.
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system S .13 When the system R is unobserved (e.g. S is a system of UCN interacting with
the walls of a material bottle which form R) then this is problematic since the evolution of
S which we wish to determine becomes dependent on R about which we have no detailed
information. In cases like this we are generally interested in determining 〈ÔS 〉 for an operator
which depends only on variables of the system S , in other words for an operator which
satisfies

〈Φi′ | 〈ϕj′ | ÔS |Φi〉 |ϕj〉 = 〈ϕj′ | ÔS |ϕj〉 δi′i, (3.41)

where Φi ∈ R, ϕi ∈ S , and the indices indicate variables of the associated system (which may
in general be continuous). Using Eq. (3.29), such an expectation value may be calculated in
terms of the density matrix as14

〈ÔS 〉 = tr
(

ρ̂(t)ÔS

)
= ∑

i,i′,j,j′
〈Φi′ | 〈ϕj′ | ρ̂(t) |Φi〉 |ϕj〉 〈Φi′ | 〈ϕj′ | ÔS |Φi〉 |ϕj〉

= ∑
j,j′

[
∑

i
〈Φi| 〈ϕj′ | ρ̂(t) |Φi〉 |ϕj〉

]
〈ϕj|ÔS |ϕj′〉 .

Note that because ÔS depends only on S , the result has no explicit dependence on the
variables of R; they have essentially been integrated out. This suggests that for studying the
evolution of S , it is the operator

ρ̂S ≡∑
i
〈Φi|ρ̂|Φi〉 (3.42)

which is important. This operator is called the reduced density matrix.15 The operation of
summing over all unobserved variables is important enough that for a general operator Ô
which depends on variables from both S and R, the shorthand notation

∑
i
〈Φi|Ô|Φi〉 ≡ trR

(
Ô
)

13This is not true for semiclassical approximations, the typical approach used when modeling relaxation, where
classical forces are allowed to act on a system without themselves being altered by the dynamics of the system. In
this case the system, while no longer closed, still obeys the Liouville equation.

14Note that here we are thinking in terms of the Schrödinger picture despite the fact that ρ̂ is shown as having
time dependence. Typically the Heisenberg and Interaction pictures are used when discussing the evolution of ρ̂,
but once the evolution of ρ̂ has been determined one thinks of it as an operator with explicit time dependence in
the Schrödinger picture. In fact, given the definition Eq. (3.28), it is to be expected that ρ̂ will possess explicit time
dependence in the Schrödinger picture since the definition is in terms of arbitrary states rather than basis states.

15If the Hilbert space of the total system is S ⊗R with basis |Φi〉 ⊗ |ϕj〉 ≡ |Φi〉 |ϕj〉 then using Eq. (3.28) in
Eq. (3.42) clearly results in an operator which is essentially ρ̂ projected onto the subspace S .
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is adopted so that, for example, we may write

ρ̂S = trR

(
ρ̂
)
.

This notation allows us to write the expectation value for an operator which depends only on
variables associated with S in the compact form

〈ÔS 〉 = tr
(

ρ̂S (t)ÔS

)
,

which makes it clear that to understand the evolution of S when it interacts with the
unobserved system R, we must be able to calculate the evolution of the operator ρ̂S . This is
accomplished by the Pauli Master Equation.

The ability to calculate the evolution of ρ̂S without specific knowledge about R depends on
the properties of R as well as its interaction with S . In particular, three general assumptions
must be made:

(1) The interaction between S and R is irreversible.

(2) The correlation time in R is much shorter than the characteristic time for changes in S

due to R. In other words, the coupling of S to R rapidly destroys knowledge about
the prior state of S so that the evolution of S is not dependent on its previous state.
(Markov Approximation)

(3) The time scale associated with unitary evolution of S is much shorter than the character-
istic time for changes in S due to R. (Secular Approximation)

There is a significant amount of literature about these approximations and their validity in
the context of Master Equations, and a good place to start for more details is [10]. Here we
will simply motivate the Pauli Master Equation, indicating how each of these approximations
enter without discussing their validity. Determining the evolution of ρ̂S follows the general
perturbative approach familiar from Chapter 1, which begins by writing the Hamiltonian for
the combined system S +R as

H = HS + HR + V, (3.43)

i.e. as the Hamiltonian for S alone plus the Hamiltonian for R alone, plus an interaction
term. In the Interaction picture, the Liouville (Hamilton) equation for the total system is

ih̄
∂ρ̃(t)

∂t
=
[
Ṽ(t), ρ̃(t)

]
, (3.44)

where the tilde is used here to indicate an operator in the Interaction picture. Transforming
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this into an integral equation for ρ̃(t) and plugging back into Eq. (3.44) then gives

˙̃ρ(t) = − i

h̄

[
Ṽ(t), ρ̃(0)

]
− 1

h̄2

∫ t

0
dτ
[
Ṽ(t),

[
Ṽ(τ), ρ̃(τ)

]]
. (3.45)

Since we are interested in the evolution of S , we apply trR to both sides, which results in

˙̃ρS (t) = − i

h̄
trR

[
Ṽ(t), ρ̃(0)

]
− 1

h̄2

∫ t

0
dτ trR

[
Ṽ(t),

[
Ṽ(τ), ρ̃(τ)

]]
. (3.46)

Note that while the evolution of the total (closed) system described by Eq. (3.45) is reversible,
the evolution of the sub-system S described by Eq. (3.46) is not necessarily reversible due to
the trace.

We will first assume that R has so many degrees of freedom that effects from the interaction
with S dissipate very rapidly; in that case changes in R due to its interaction with S do not
create additional changes in S . This means that we will consider S and R to be uncorrelated,
with R remaining always in thermal equilibrium (hence the system is irreversible). Recalling
the basic definition of the density matrix Eq. (3.28), this means that for

ρ̂ = ∑
N,n

WNn |N〉 |n〉 〈N| 〈n| (3.47)

(N indicating a state in R and n a state in S ), it must be true that

WNn = WNWn.

As a result, we can write the density matrix as

ρ̂ =

(
∑
N
|N〉 〈N|

)(
∑
n
|n〉 〈n|

)
, (3.48)

in other words as
ρ̂ = ρ̂(N)⊗ ρ̂(n) ≡ ρ̂R ρ̂S .

Since we assume R is always in thermal equilibrium, its density matrix at t = 0 must be the
same as its density matrix at any time t so that

ρ̃(t) ≈ ρ̃S (t) ρ̂R(0) = ρ̃S (t)
e−ĤR/kBT

Z
, (3.49)
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where kB is Boltzmann’s constant, T is the equilibrium temperature of R, and

Z = tr
(

e−ĤR/kBT
)

is the partition function for R.16 Applying this irreversibility assumption to Eq. (3.46) gives

˙̃ρS (t) = − i

h̄
trR

[
Ṽ(t), ρ̃(0)

]
− 1

h̄2Z

∫ t

0
dτ trR

[
Ṽ(t),

[
Ṽ(τ), ρ̃S (τ) e−ĤR/kBT

]]
. (3.50)

If we now assume that the interaction term in the total Hamiltonian has the form

V̂ = ∑
i

Q̂i F̂i, (3.51)

where Q̂i acts only on S and F̂i acts only on R, then since the correlation functions 〈Fi(t)Fj(τ)〉
can be shown to depend only on (t− τ), [10] Eq. (3.50) may be written as [10]

˙̃ρS (t) = − 1
h̄2 ∑

i,j

∫ t

0
dτ′

( [
Q̂i(t), Q̂j(t− τ′)ρ̃S (τ′)

]
〈F̂i(τ

′)F̂j〉

−
[

Q̂i(t), ρ̃S (τ′)Q̂j(t− τ′)
]
〈F̂j F̂i(τ

′)〉
)

, (3.52)

where we have made a change of variable τ′ = t− τ. The Markov approximation is applied
by replacing ρ̃S (τ′) under the integral by ρ̃S (t) and taking the upper limit of integration to
infinity. This replacement is clearly justified if the time over which we care about changes in
S is much longer than the correlation times for R since if that is indeed the case then we may
calculate the derivative in Eq. (3.52) over time steps ∆t such that 〈F̂i(τ)F̂j〉 ≈ 0. Applying such
a coarse-grained derivative17 allows Eq. (3.52) to be written as

˙̃ρS (t) = − 1
h̄2 ∑

i,j

∫ ∞

0
dτ′

( [
Q̂i(t), Q̂j(t− τ′)ρ̃S (t)

]
〈F̂i(τ

′)F̂j〉

−
[

Q̂i(t), ρ̃S (t)Q̂j(t− τ′)
]
〈F̂j F̂i(τ

′)〉
)

. (3.53)

Note that all the necessary information about R is contained in the correlation functions so
that explicit matrix elements of ˙̃ρS may now be calculated. In particular, for states in S , one

16See [35] for details on calculating the density function for a system in thermal equilibrium. The approximation
embodied in Eq. (3.49) is the assumption of irreversibility.

17Similar to the case in Electrostatics where one imagines spatial derivatives to be calculated over regions large
enough to average over discrete atomic sites.
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obtains [10]

〈m′| ˙̃ρS (t)|m〉 = −∑
n′,n
〈n′|ρ̃S (t)|n〉 Rm′mn′n ei(Em′−En′+En−Em)t/h̄, (3.54)

where the coefficients Rm′mn′n are linear combinations of terms like

1
h̄2 ∑

i,j
〈n|Q̂i|m〉 〈m′|Q̂j|n′〉

∫ ∞

0
dτ′ e−i(Em′−En′ )τ

′/h̄ 〈F̂i(τ
′)F̂j〉 .

If we choose the time interval ∆t for the coarse-grained derivative large enough that the
exponential factor in Eq. (3.54) makes very many oscillations, the only terms which will
contribute to the sum are ones with stationary phase, i.e. ones for which

Em′ − En′ + En − Em = 0.

Neglecting all other terms in Eq. (3.54) is the secular approximation and after transforming to
the Schrödinger picture results [10] in the Pauli Master Equation

〈m| ˙̂ρS (t)|m〉 = ∑
n 6=m

Γmn 〈n|ρ̂S |n〉 − 〈m|ρ̂(t)|m〉 ∑
n 6=m

Γnm, (3.55)

where

Γmn =
2π

h̄ ∑
N,N′

∣∣〈N| 〈m| V̂ |N′〉 |n〉∣∣2 〈N′| e−ĤR/kBT

Z
|N′〉 δ(EN′ − EN − Em + En) (3.56)

is the rate for S making a transition |n〉 → |m〉 while R makes a transition |N′〉 → |N〉,
averaged over the thermal distribution of R.

Recalling that the diagonal elements of the density matrix give the probability for finding
the corresponding state occupied at time t, Eq. (3.55) makes good intuitive sense; the occupation
of a particular state is governed by two terms, one which represents gain and the other which
represents loss. The gain term (first term in Eq. (3.55)) is obtained by adding up the probability
of finding S in each state |n〉 times the rate of transition from |n〉 to |m〉. The loss term
(second term in Eq. (3.55)) is the sum of the transition rates from |m〉 to any other state times
the probability of finding |m〉 occupied. This result allows one, for example, to describe UCN
loss and relaxation on an equal footing.
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3.4 Relaxation of UCN

An understanding of how interactions with magnetic fields and materials affect populations
of polarized UCN is important not only in correctly determining the evolution of those
populations as noted above, but is also critical in experiments, such as measurements of beta
decay angular correlation parameters, which depend on a precise knowledge of polarization.
The formalism presented above contains the basic methods with which questions about
changes in the polarization of UCN due to material interactions are addressed. The time-
dependent interaction of UCN with magnetic fields (where the fields themselves are changing
in time or the movement of the UCN through the fields creates time dependence) can also
lead to relaxation, and Chapter 6 provides some details about the treatment of such situations.
Here it will be sufficient to point out that such problems can often be handled by examining
the classical motion of magnetic moments [3], so that the question of UCN depolarization
comes down to assessing how well the neutron magnetic moment remains oriented relative to
the local magnetic field. The relevant criterion is called the adiabatic condition, which states
that a spin will retain its orientation relative to the local magnetic field (will not undergo
relaxation) as long as

γB� |Ḃ|
B

,

where γB is the frequency with which the spin precesses about the local magnetic field (the
Larmor precession frequency) and Ḃ is the rate of change of the magnetic field in the neutron’s
rest frame. [3] The relaxation probability due to violations of the adiabatic criterion has been
estimated to be [92]

e−πα for α ≡ γB2

|Ḃ|
,

i.e. exponentially small for α � 1. Another source of relaxation are regions where the
magnetic field is identically zero. Such field zeroes lead to depolarization since in these regions
no preferred direction exists on which the spin state can be projected.18 Relaxation produced
by a field zero is referred to as a Majorana spin flip since the process was first described in a
1932 paper by Ettore Majorana. [48]

The possibility of UCN relaxation through both violations of adiabaticity as well as
scattering leads to the following list of relaxation mechanisms which, along with Majorana
spin flips, are the primary candidates for UCN depolarization:

(a) Incoherent Nuclear Scattering. This should contribute very little relaxation for wall
materials with a small probability for spin incoherent scattering, e.g. Cu and diamond-

18In essence the spin "forgets" its direction, i.e. upon once again encountering a region of magnetic field its
amplitudes for being found spin up or down relative to the field are equal.
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like carbon (DLC), but as we have seen above, hydrogen (often present in the form of
frozen surface water layers on materials in vacuum, especially with insufficient baking)
can lead to significant depolarization.

(b) Paramagnetic Scattering.19 Oxygen is a strong paramagnetic scatterer and without very
special handling, oxide layers invariably form on many material surfaces used in con-
junction with UCN. One might therefore expect magnetic scattering to be an important
relaxation process. As we have seen, however, inelastic magnetic scattering is expected
in many cases to produce loss rather than changes to the UCN polarization. Especially
important, therefore, is the role of elastic scattering which, if present, would lead with
certainty to depolarization via Eq. (3.39). It is not entirely clear, however, that elastic
paramagnetic spin flip scattering is possible for UCN in the presence of an external field;
given that angular momentum must be conserved, a neutron spin flip would seem to
require a commensurate change in angular momentum in the crystal which should in
turn require a change in energy for a real crystal in an external field. Nevertheless, it is
conceivable that elastic scattering under these conditions is possible if either (1) coupling
to the external field provides angular momentum/energy or (2) thermal fluctuations in
the crystal are such that the scattered neutron does not couple to a state with definite
angular momentum.

(c) Korringa Relaxation. Depolarization due to inelastic magnetic scattering from conduction
electrons should be possible since the electron energies form a continuum.

(e) Field Depolarization. UCN velocities are low enough that for even small holding fields
(e.g. on the order of 10 G) high field homogeneity is not required to satisfy the adiabatic
criterion. Nevertheless, ferromagnetic impurities in either thin coatings or substrates
have the potential to produce local gradients which can violate adiabaticity.20 In addition,
the sudden change in direction which occurs when a UCN reflects from a material has
been linked to relaxation even in the presence of moderate gradients. [63]

Note that the physical characteristics of these mechanisms are quite different so that it should
in principle be possible to identify their relative contributions experimentally by observing
the dependence of depolarization and loss rates on temperature, field, and UCN energy.
There are four dedicated studies of UCN depolarization in the literature [76, 79, 49, 7], all
of which were performed at the ILL. However, because the general motivation for most of
these measurements was to characterize materials for use in other experiments, they were

19This is simply magnetic scattering from unpaired electrons in a paramagnetic material, i.e. a material which
does not develop a permanent magnetic moment.

20This effect can be seen, for example, in the depolarization which results when UCN traversing a thin fully
magnetized foil see rapidly fluctuating fields associated with magnetic domains. [36]
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not designed to make a careful investigation of the relaxation mechanisms responsible for the
observed depolarization rates.

The basic approach to UCN depolarization measurements essentially involves separately
counting the population of correctly polarized and depolarized UCN which exist in a storage
volume containing (or constructed from) a particular material to be tested. Typically the
largest difficulty in such experiments is obtaining the UCN energy spectrum and from that
an accurate estimate of the UCN collision frequency. The Serebrov measurements [76, 79]
used a 4.5 T longitudinal magnetic field and mechanical shutters in a horizontal geometry to
provide spin selection, while the measurement [49] incorporated an adiabatic fast passage spin
flipper for increased control over spin selection. The second Serebrov measurement examined
the temperature dependence and rough field dependence of depolarization, but the most
comprehensive experiment to date has been [7] which measured simultaneously depolarization
and loss probabilities at 300 K and 70 K. This experiment used a vertical geometry (allowing
one end of the UCN bottle to be closed gravitationally) with an ∼1.5 T magnetic shutter
providing spin selection. A fifth depolarization experiment conducted at the Los Alamos UCN
source [67] used a 6 T longitudinal field in a horizontal geometry to provide spin selection
and was designed specifically to study the field dependence of depolarization. Results from
these measurements are shown in Table 3.1
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Table 3.1: Depolarization probabilities per bounce for UCN measured in the experiments [79] (Serebrov), [49] (Makela), [7] (Atchison),
and [67] (Rios). All values are ×10−6. The results of [76] are not included since they were superseded by [79] in which better estimates
for wall collision frequencies were available. The results of the Rios measurement are preliminary. aElectropolished.

×10−6 Be Teflon Fomblin Cu SS Graphite BeO DLC
Substrate - Cu Al Quartz – – – – – – Al Poly Quartz Cu
Serebrov 15.8 - 21.7 12.0 12.0 – 6.0 6.1 7.3 - 17.0 – 5.9 - 10.6 37.5 – – – –
Makela – – – – – – – – – – – – < 1 –

Atchison – – 7.8 - 12.3 9.5 – – – – – – 0.7 14.1 - 15.2 – –
Rios – – – – – – 1.1a 3360 – – – – – 1.93
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and suggest that full control over all the variables which affect the depolarization per
bounce probability has not yet been achieved. This is not surprising considering the fact that
the presence of water either as a thin coating over surfaces or bound within the first few
layers of materials is a variable difficult to characterize in situ, as is the presence of oxide
layers. Also, none of the materials studied in these experiments were carefully probed for
ferromagnetic contamination. Nevertheless, taking the experimental observations so far at
face value suggests the following picture:

(a) The depolarization rate is temperature independent. [79, 7]

(b) The depolarization rate is field dependent, decreasing with increasing field. [67]

(c) The depolarization rate is unaffected by the addition of a frozen layer of water. [79]

(d) There is evidence that an oxide layer will significantly increase the depolarization rate.
[79]

(e) The depolarization rate due to interactions with coated substrates is strongly dependent
on the nature of the substrate. [79, 7]

(f) The depolarization rate on stainless steel is large. [67]

(g) The depolarization rate appears to be energy independent. [7]

No detailed models have been proposed which explore all these observations, but some
calculations have been performed. For example, a one-phonon exchange (Debye) model was
applied in [7] to the case of a hydrogen admixture in the top layers of a surface in order
to explain the temperature dependence of the UCN loss probability. When constrained by
the measured depolarization rate, however, this model produced hydrogen surface densities
which differed significantly from those measured. This, along with the observation from
[79] that there was no change in the depolarization rate when water was frozen onto sample
surfaces, might be taken to suggest that spin incoherent scattering on hydrogen is not a
primary mechanism for UCN relaxation.

Such a conclusion has so far been supported by ongoing calculations performed in collabo-
ration with Fridrikh Dzheparov using the Pauli Master Equation formalism. Specifically, these
calculations consider a system described by the Hilbert space

H = Ht ⊗Hs ⊗Hx,

where Ht represents the UCN translational degrees of freedom, Hs represents the UCN spin
degree of freedom, and Hx represents the degrees of freedom of a lattice with which the
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UCN interact. Choosing the z-direction to coincide with the direction of the UCN polarization
vector, the reduced density matrix for the UCN system S may be written as

ρ̂S = ρ̂0 ⊗
1
2

1 + ρ̂1 ⊗
h̄
2

σ̂z, (3.57)

where ρ̂0 accounts for the translational degrees of freedom and ρ̂1 describes correlations
between the UCN spin and translational degrees of freedom. Applying

trp |p〉 〈p| trsp

to Eq. (3.53) in order to isolate the translational-only part and

h̄
2

trp |p〉 〈p| trsp σz

to isolate the spin part (where trsp indicates a trace over the spin variables and |p〉 is a
free UCN momentum eigenstate) gives Master Equations (i.e. equations having the form of
Eq. (3.55)) with the transition rates (α ∈ {x, y, x})

Γheat
pp′ =

π

6
I(I + 1) ∑

i,α
gα(ωpp′)

∣∣∣ 〈p|Ûi|p′〉
∣∣∣2 (3.58)

Γdepol
α,pp′ =

π

6
I(I + 1) ∑

i
gα(ωpp′)

∣∣∣ 〈p|Ûi|p′〉
∣∣∣2, (3.59)

where i indexes the lattice sites, h̄ωpp′ = Ep− Ep′ with Ep the energy of the neutron momentum
eigenfunction |p〉, and gα(ω) is the Fourier Transform of the nuclear spin correlation function,
i.e.

〈Ii,α(τ)Ij,β〉 = δαβδij
I(I + 1)

3
gα(τ)

and
gα(ωpp′) =

1
2π

∫ ∞

−∞
dτ cos(ωpp′τ) gα(τ).

When Eq. (3.59) is used to calculate the transition between bound spherical particle-in-the-box
states which scatter elastically (so that we take gα(ω) = δ(ω)) from the potential21

Û(r) = U0 θ(r > R) + ∑
i

Ω U1 δ(3)(r− ri) S · Ii, (3.60)

21This potential incorporates only the nuclear interaction. The lattice is assumed to be Bravais and the nuclei to
be randomly oriented. Ω is the average volume occupied by a nuclear spin and is included so that U0 and U1
represent total interaction energies.
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the depolarization probability per interaction that results is

δ =
I(I + 1)

36π

(
U1

U0

)2 (Eucn

U0

)2 ( k3
0

4n

)
, (3.61)

where Eucn is the UCN (kinetic) energy in vacuum, n is the number density of the surrounding
lattice, and

k0 ≡
√

2mU0

h̄
.

As a specific example, taking the bound coherent scattering length for 9Be to be 7.79 fm
[31] and the bound coherent scattering lengths for 1H to be [31]

a(+) = 10.82 fm

a(−) = −47.42 fm,

Eqs. (3.11)-(3.12) give that

A ≈ 7.8 fm

B ≈ 58 fm,

where the contributions to A from 1H (which is negative) and to B from 9Be (which has
a(+) − a(−) = 0.24 fm [31]) are neglected. (In other words, we imagine that Be provides the
material potential which confines the UCN but that it does not contribute to relaxation, while
the water does not affect the material potential but provides all the spin incoherent scattering.
Note that oxygen has a negligible incoherent cross section.) Comparing Eq. (3.60) to Eq. (3.10)
gives that

U0 =
2πh̄2

m

(
1.21× 1023

cm3

)
A = 245 neV

U1 =
2πh̄2

m

(
6.69× 1022

cm3

)
B = 1014 neV

which results in a depolarization per bounce from Eq. (3.61) of

δ ' 3× 10−7
(

Eucn

U0

)2

.

Clearly this model does not support scattering from hydrogen as an explanation for the
Be values in Table 3.1, although taken as a limiting depolarization rate due to hydrogen
contamination it does suggest that the measurements from [49] indicate a significantly smaller
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depolarization rate for DLC on quartz. The model also provides an explanation for the lack
of change in relaxation probability after introduction of a frozen water layer in [79] since
changes at the 10−7 level would not have been significant in that experiment. Note further
that Eq. (3.61) depends on UCN energy, which is inconsistent with observation (g) above.
Currently, work to compare the UCN heating rate predicted by this model to the results of [7]
are underway as are efforts to calculate the effect of magnetic scattering.

While the experimental and theoretical evidence to date does not support scattering on
hydrogen as a primary relaxation mechanism, the fact that the depolarization rate seems to
decrease with increasing field suggests that lack of adiabatic transport, particularly during
material interactions, may in fact be important; increasing the ambient field might be expected
to align the magnetic domains in any impurities, for example, thereby reducing the likelihood
of UCN experiencing rapidly changing fields. This argument is suggested by [63] where
for appropriate magnetic field conditions the relaxation probability due to a UCN bounce
in the presence of local field gradients is estimated to be on the same order as measured
values. An assessment of the results from [63] in light of actual experimental geometries,
however, is necessary to fully understand the implications of the results. Furthermore, the
decrease in depolarization probability for increasing field could also be due to changes in
interaction energies induced by changes in the field. Such changes might, for example, enhance
the loss of magnetically scattered UCN or alter the behavior of the lattice time correlation
functions (by shifting hyperfine splittings, for example) which would alter the scattering cross
sections. Overall, while there are intriguing hints at possible explanations for observed UCN
depolarization rates, it is clear that additional work, both theoretical and experimental, is
required in order to develop a clear picture of the relevant mechanisms.
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CHAPTER 4

Modeling Ultracold Neutron Experiments

Abstractly, any experiment is characterized by a set of parameters P , a set of directly observed
quantities O which depend on the parameters P (e.g. count rates in detectors or time constants
associated with the variation of those rates), and a set of quantities of interest Q that the
experiment is attempting to measure. The dependence of O on P is described by a model M,
i.e.

M : P −→ O . (4.1)

The role of M in an actual experiment can be quite varied (depending, for example, on whether
Q ⊂ O or Q ⊂ P), and is often contingent on the goal of the experiment which is being
conducted.1 Specific realizations of M are also varied, but an understanding of P and O for a
given type of experiment suggests appropriate techniques. In the case of experiments with
UCN, the direct experimental observables are typically limited to the count rates measured
in detectors as a function of time (although in some cases detectors also provide spatial
resolution). The elements of P are numerous and include, for example, relevant physical
constants as well as all the usual suspects involved in any sort of particle detection process:
overall efficiency, linearity, response time, noise, and background.2 In addition, there are a
number of parameters which turn out to be ubiquitous in work with UCN:

1When an experiment seeks to measure a parameter, for example, M is often taken as proportional to the
probability distribution function for the experimental observables, which then forms the basis for Maximum-
Likelihood parameter estimation. [15]

2Since neutrons have no charge, UCN detectors utilize a conversion process to create charged particles which
can then be measured. One typical design uses neutron capture on 3He

n + 3He −→ p + 3H
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Macroscopic Geometry Since UCN behave like a gas, the detailed macroscopic volume de-
fined by an experimental apparatus, what we will call the macroscopic geometry, can have a
profound effect on the behavior of UCN and hence on the experimental observables.3 For
example, one method of measuring a UCN spectrum is with a gravitational spectrometer
which forces UCN to travel through a guide tube whose angle to the horizontal can
be changed. This results in an observable count rate that is strongly dependent on the
macroscopic geometry. The effect that gaps and cracks have on the ability to store UCN
in material bottles is another example of the pronounced effect that the macroscopic
geometry can have on observables. In the case of experiments with UCN, then, the
macroscopic geometry must be counted among the components of P .

Microscopic Geometry As we know from Chapters 2 and 3, we require microscopic physics
models in order to determine the effect on UCN of interactions with walls and local
(microscopic) magnetic fields. The parameters associated with these microscopic models
are automatically incorporated into P , and their values define what we will call the
microscopic geometry. Note that an attempt is generally made to use microscopic models
which contain the fewest parameters and yet still provide a fidelity commensurate with
the experimental precision. For example, if surfaces inside an experimental geometry
are treated as microscopically rough then we know from Chapter 2 that two parameters
are automatically introduced: the square of the roughness amplitude and the correlation
length. If the observables depend strongly on these parameters then their inclusion
is warranted. If, however, the observables are insensitive to these parameters then a
less-detailed microscopic model (e.g. giving simply a fixed probability for non-specular
scatter which is assumed to be purely diffuse) is potentially more desirable. As a rule
of thumb, the seven most common components of a microscopic geometry come from
models associated with:4

(a) Material potential

(b) Probability of loss per bounce µ

(c) Probability of specular reflection ς

(d) Non-specular scattering distribution

where the 3He gas, along with a stopping gas, is contained in a multi-wire proportional detector [54] which UCN
enter through an Al or Zr window. Solid state detectors are also used behind a conversion foil of, for example, LiF,
which interacts with a neutron via n(6Li, α)3H. [71] As a result, the energy detected by a typical UCN detector
represents the energy of the reaction products and not the energy of the UCN. Thus, calibration is not typically an
issue for UCN detectors.

3We will include any magnetic fields produced by macroscopic currents as part of the macroscopic geometry;
from Chapter 3 we know that such fields can also have a pronounced effect on the evolution of UCN.

4Models incorporating each of these parameters are discussed in Chapters 2 and 3.
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(e) Interaction with windows

(f) Probability of depolarization per bounce δ

(g) Probability of spin flip without material interaction

Models representing the lowest level of fidelity generally take the associated parameters
to be constant. More detailed models add dependence on time, position, energy, or
momentum as well as additional microscopic parameters.

UCN Spectrum The momentum and position (and in many cases spin state) of a UCN
entering an experimental geometry determines how it will interact with the micro-
and macro-scopic geometries, so that the phase space density ρ0(r,p,σ, t) of UCN
entering an experiment is an important input parameter for models of UCN evolution.
Unfortunately that distribution is not simple to measure. When empirical information is
available it often takes the form of a longitudinal velocity probability distribution ρz(vz)

or perhaps a full speed distribution ρ(v) with or without a separately measured angular
distribution ρξ(ξ) (ξ ≡ cos θ). It is quite rare that the distribution ρ(v, ξ) is available.

In order to incorporate these various parameters, the typical model M that characterizes
a UCN experiment often involves a hybrid classical, quantum mechanical approach: When
far away from material surfaces (and not in the presence of rapidly fluctuating magnetic
fields) UCN are treated as an ensemble of non-interacting classical point particles possessing a
magnetic moment oriented parallel to (+) or anti-parallel to (-) the local static magnetic field.
Their overall evolution in these regions is therefore described by a probability distribution
ρ(r,p,±, t), which is directly related to the UCN density. In the vicinity of bulk matter (or in
the presence of rapidly changing magnetic fields) that classical density is expressed quantum
mechanically (as an incoming plane wave, density matrix, or bound state wavefunction, as
appropriate, with spinor σ) in order to determine the local effect on ρ(r,p,σ, t) due to the
interface or field dynamics. This effect is expressed as a probability of loss per interaction
Pµ(r,p,σ, t) and the distribution of final momentum and spin P(ri,pi,σi; r f ,p f ,σ f ; t) for a
scattered UCN. In principle, then, a model M may be expressed as a differential equation
for ρ(r,p,±, t), where the evolution is driven by ρ0(r,p,±, t), gravity, and ambient static
magnetic fields, and boundary conditions are determined by the probabilities Pµ and P.

In practice, the true dependence of O on P is probably best captured with a Monte Carlo
model. This approach takes as inputs the macroscopic geometry, ρ0(r,p,σ, t), Pµ, and P
and from them generates an approximation of ρ(r,p,±, t) by iteratively sampling the given
probability distributions based on the classical evolution of a (magnetic) point particle. Monte
Carlo models have the advantage that the macroscopic geometry may be included in great
detail, and very detailed microscopic physics models are easily incorporated. As one would

76



expect, the penalty for such high fidelity is in increased complexity; a Monte Carlo simulation
can have a great number of model parameters, many of which (e.g. surface characteristics and
input spectrum) are not well known. What is more, since a Monte Carlo model operates in an
iterative fashion, there need be no a priori coupling between the geometry and observables.
This means that only by altering input parameters and observing the result, i.e. by scanning
through the (often large) parameter space, can the connection between input parameters and
observables be determined.5 The situation is further complicated by the fact that Monte Carlo
models can require substantial computer time to run.

At the other extreme are analytic models, which provide a solvable realization of M
and which for (very) well-designed UCN experiments can provide an adequate description
commensurate with the experimental precision. Analytical models have the advantage of
directly connecting experimental parameters with the observables, but suffer from a lack
of fidelity that, even when not sufficient to render the model useless, still miss out on low-
probability events which can many times be of interest. Situated between analytical models and
Monte Carlo models are numerical analytical models which solve a concrete realization of M
numerically, and Markov Chain models which determine ρ(r,p,±, t) essentially by averaging
the probability distributions Pµ and P over an idealized geometry and then iteratively tracking
the evolution of ρ based on a finite set of outcomes. In actual applications, the goal is to find
the simplest model which fully represents the experiment given the precision with which
the observables are measured. In order to realize that goal, it is often useful to compare
an analytical model (lowest fidelity) and a Monte Carlo model (highest fidelity); such a
comparison can be invaluable for discovering the minimum set of parameters required to
represent an experiment. In this chapter we will examine the behavior of various models in the
context of an ur-experiment with UCN which possesses the basic ingredients from which more
complicated measurements are composed. In this way typical approaches to modeling UCN
experiments will be introduced along with some important physical elements that characterize
work with UCN.

4.1 Toy UCN Experimental Geometry

Consider the toy geometry depicted in Fig. 4.1, which is composed of a horizontal, hollow
cylindrical volume V of length L and radius R with a circular hole of radius rin ≤ R centered
on the symmetry axis in one side and a similar hole of radius rout ≤ rin in the other side.
If we imagine the hole at z = 0 to be a UCN entrance port and the hole at z = L to be an

5It is for this reason that Monte Carlo simulations could in fact be called Monte Carlo experiments. While it is
the case that parameters are more easily changed in a Monte Carlo experiment, a physical experiment with a good
UCN source typically provides equivalent statistics in a much shorter time.
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Figure 4.1: Toy experimental UCN geometry.

exit port leading into a series of guides which conduct UCN to a 3He UCN detector, then
we have a basic geometry which encompasses many of the essential ingredients of real UCN
experiments. The UCN detector, for example, is located below the level of the exit port. This
is a common requirement, especially for wire chambers; since the chamber must be sealed
to retain the detector gas, UCN must traverse a foil to reach the active region of the detector.
This means that without a vertical drop to accelerate the UCN, detection efficiency will be
undesirably low.6 The Al or Zr foils used in such detectors [54] have material potentials on
the order of 100 neV, hence drops of about one meter are typical as that provides sufficient
gravitational acceleration for even a UCN which arrives above the drop with zero vertical
velocity to pass through the foil. An important point to keep in mind about this detection
scheme is that while the efficiency of a 3He UCN detector is generally close to 100% for UCN
which reach the active area of the detector, [54] the effective detector is actually comprised
of the active region plus the detector foil and the drop (blue in Fig. 4.1). As a result, the real
detection efficiency for UCN exiting the cylindrical volume will be less than 100%. The exact
efficiency will depend on the properties of the guiding surfaces and the detector foil.

By adjusting the parameters R, rin, and rout we can move continuously between the
two basic configurations from which more complicated experiments are comprised. When
rout � rin � R, the volume V will form a UCN bottle, with the exit port serving as a UCN
density monitor. In this case we intuitively expect the UCN density in V to increase up to some
saturation value if the entrance port is connected to a source of UCN for enough time, and then
for the UCN density to decay away when the entrance port in closed. What we expect to see in
the detector is a rate which is proportional to the density of UCN in V. If, on the other hand,

6Solid state detectors which utilize a conversion foil can avoid the necessity of a drop if the conversion foil has
a small material potential. [71]
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we have rin = rout = R, we might guess that the time it takes for the UCN density inside V to
reach saturation will be short, comparable to the time it takes a UCN to traverse the volume.
In this flow-through mode the quantity of interest is typically the saturation value itself, which
is related to the average probability of a UCN making it all the way through V, and V is
characterized by its transmission, measured by dividing the saturation value with V in place
by the saturation value obtained with the entrance aperture connected directly to the detector
stack.7 Note that while the same set of parameters (e.g. material potential, loss-per-bounce,
etc.) describes both bottling and flow-through, we intuitively expect that there could be some
variation in the relative importance of those parameters for the two different cases. In bottling,
for example, a UCN will sample the walls of V more often than in the flow-through case so
that a strong dependence on the material potential and the loss-per-bounce is expected. In
flow-through, on the other hand, whether a UCN makes it through V or not appears as if it
should depend most strongly on the probability and distribution of non-specular bounces.
Understanding such differences between the two geometries is fundamental to analyzing
more complicated experiments since real geometries are typically a superposition of these two
extremes.

4.2 Analytical Model: Temporal Evolution (Bottling)

We will first construct a simple analytical model to describe the bottling case (rout � rin � R).
Let us assume that F UCN per second (unpolarized) emerge from the entrance aperture into
the volume V, all of which have speed v. We will characterize the walls of V by assigning
them a constant probability of loss per bounce (µ) and by assuming that the probability for
non-specular reflection is 100%, distributed as for reflection from a completely diffuse surface.
The latter means that the angular distribution of the UCN entering V is inconsequential since
after the first bounce the direction of the momentum will be effectively randomized. We will
also ignore gravity, which means that the diffuse scattering should rapidly lead to an isotropic
phase space distribution of UCN inside V.

In order to write down a differential equation for the density ρ inside V, we need a
model for the frequency of wall collisions. Since we expect the UCN phase space density to be
isotropic, we may utilize the usual kinetic theory argument by considering an impermeable unit
cube containing ρ UCN. In one second a UCN strikes the +z face of the cube 1

2 vz =
1
2 〈v cos θ〉

times so that the collision rate on the +z face is just ρ 1
2 〈v cos θ〉. Since the distribution is

7In reality both quantities must be normalized by something proportional to UCN source output.
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isotropic, averaging cos θ over one hemisphere gives

〈cos θ〉 =
2π
∫ π/2

0 dθ cos θ sin θ

2π
∫ π/2

0 dθ sin θ
=

1
2

so that the flux density on the +z face is just

Jiso =
1
4

ρ 〈v〉 . (4.2)

Because the distribution is isotropic, this result must be independent of the shape or size of
the volume so that the frequency of wall collisions in V for an infinitesimal surface area dA is
simply

1
4

ρ 〈v〉dA =
1
4

ρvdA

since we are only considering one speed (and ignoring gravity). The total surface area available
for reflections is just ∫

dA = 2πRL + 2πR2 − πr2
in − πr2

out

so that the number of bounces per second against the walls of V we expect a single UCN to
have is

βwall =
1
N

1
4

ρv
[
2πRL + 2πR2 − πr2

in − πr2
out
]
=

v
4R2L

[
2RL + 2R2 − r2

in − r2
out
]

,

where N is the number of UCN inside the volume V. Similarly, the "collision" rate against the
input and exit apertures is given, respectively, by

βin =
vr2

in
4R2L

βout =
vr2

out
4R2L

.

If we assume that UCN which exit the entrance aperture never return to V and similarly that
UCN which exit the exit aperture also do not return to V, then the differential equation for
the number N of UCN inside V is just

dN = +F dt− µβwallNdt− βinNdt− βoutNdt,

which predicts the number of UCN inside V as a function of time to be

Nfill(t) = F τfill + K1e−t/τfill ,
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where
τfill =

1
µβwall + βin + βout

(4.3)

and K1 is an arbitrary constant determined by the initial conditions. At some point we may
close the entrance aperture, which corresponds to F → 0 and βin → −µβin (so that the
entrance hole is now considered part of the wall). These changes give

Nstore(t) = K2e−t/τstore

where
τstore =

1
µβ′wall + βout

with
β′wall =

v
4R2L

[
2RL + 2R2 − r2

out
]

.

(K2 is a second arbitrary constant determined by the initial conditions.) So, if we imagine that
we fill V (initially empty) for a time T and then close the entrance aperture, we expect the
number of UCN in V as a function of time to be

N(t) =

{
τfillF (1− e−t/τfill) (t ≤ T)
τfillF eT/τstore(1− e−T/τfill) e−t/τstore (t ≥ T).

Finally, if we let ε represent the detection efficiency (including that of the drop and detector
foil) then the rate in the detector (the direct experimental observable) is predicted to be

Dv(t) =

{
εβoutτfillF (1− e−t/τfill) (t ≤ T)
εβoutτfillF eT/τstore(1− e−T/τfill) e−t/τstore (t ≥ T).

(4.4)

Fig. 4.2 (blue curve) shows the resulting behavior, which is just simple exponential growth
and decay.

One of the glaring omissions in our current model is that we have assumed the UCN to
all have the same speed. In reality the UCN which enter V will have a distribution of speeds
and so pure exponential behavior is not actually expected. In such cases, however, it is quite
often true that actual detector spectra are well-represented by one (or two) time constants.
This observation can be understood by extending our model to include a distribution of input
speeds. Let ρ(v) give the probability for finding a UCN at the entrance aperture in the range
[v, v + dv]. All the UCN in this range are said to be in the same velocity class, and Eq. (4.4)
gives the contribution to the detector signal from a single such velocity class. When the input
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Figure 4.2: Predicted detector rate during filling for T = 60 s and subsequent storage. The red
curve (#1) assumes an input spectrum with ρ ∼ v2 and a maximum UCN speed of 800 cm/s.
The blue curve (#2) assumes all UCN enter with speed 600 cm/s, the average speed of the v2

spectrum. The green dashed line indicates the 1/e time for the stored population from the
v2 distribution. Geometry parameters for both models are rin = 7 cm, rout = 1 cm, R = 25 cm,
L = 100 cm, µ = 10−4. For the constant-speed case these give τfill = 8.231 s and τstore = 256.4 s.

speeds are distributed according to ρ = ρ(v), the total signal is therefore just

D(t) =
∫

dv ρ(v)Dv(t), (4.5)

and for ρ proportional to a power of v this integral is directly computable.8 Fig. 4.2 compares
the constant-speed model to the result from Eq. (4.5) for an input spectrum proportional to v2.
It shows that when we take a more realistic input spectrum into account, the population in
V during storage continues to demonstrate approximately single exponential behavior for a
duration of about τstore, but then begins to deviate from simple exponential behavior as the
average UCN energy decreases over time due to the fact that higher energy UCN undergo
more bounces per second and are thus lost at a faster rate.9 There is clearly a range, however,
over which simple exponential behavior is expected even in the case of a more realistic input
spectrum, consistent with observations from real experiments. In some situations, then, even
the simple constant-speed model must prove acceptable. When neither model suffices, these

8Since the density of states in phase space goes like v2 for small v (the reason, for example, that the Maxwell-
Boltzmann distribution of thermalized neutrons has a v2 dv distribution at low speeds), UCN spectra are often
modeled as having a v2 dependence. In the case of an SD2 source, however, this is modified by a convolution of
the source geometry and lifetime, which can result in a departure from the v2 dependence. Transport from the
source to the experiment further alters the spectrum, most notably causing it to cut off at some maximum energy
related to the material potential of the transport system.

9In real experiments this behavior can sometimes be misconstrued as a constant background.
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methods can be generalized to include, for example, gravity and energy-dependent wall
losses. When the UCN population being modeled is imagined to be composed of two distinct
polarization states, two differential equations, one for each polarization state, coupled by the
depolarization-per-bounce probability may be used to describe the evolution. In all these cases,
however, the resulting differential equation(s) will typically require numerical evaluation.

Notice that if we take this analytical model to the flow-through limit (rin = rout = R)
then τfill will typically become small (on the order of the transit time through V) so that
the saturation rate in the detector εβoutτfillF will quickly be reached. For µ � 1 this is
approximately εF /2 when the entrance port is open.10 Since high-quality UCN guides can
have transmissions approaching 100%, the bottling model is clearly not adequate in this case.
A more reasonable description of the flow-through limit must take into account variations in
density along the length of the volume V as well as specular scattering.

4.3 Diffusion Equation: Spatial Evolution (Flow-Through)

One common approach to modeling the way in which UCN traverse a region is via the
diffusion equation, which is obtained from the usual continuity equation

∂ρ

∂t
+∇ · j = − ρ

τ
, (4.6)

where ρ represents the UCN density, j the UCN current density, and τ provides for loss of
UCN density at a rate 1/τ. If we assume that j is proportional to the UCN density gradient
(Fick’s 1st Law)

j = −D∇ρ, (4.7)

where D is called the diffusion constant, and we focus on variations of the density only along
the length of a guide section, then the continuity equation becomes the one-dimensional
diffusion equation

d2ρ

dz2 =
1
D

dρ

dt
+

ρ

Dτ
. (4.8)

As we will see, it is now τ and D which characterize the transport properties of the region
being modeled. If we let β stand for the number of bounces per second that a UCN with

10So the volume V, now essentially a UCN guide, has a transmission of

εβoutτfillF

εF
= βoutτfill,

which is slightly less than one-half as one expects since a scattered UCN has equal chance of going forward or
backwards (we have assumed purely diffusive scattering), there is some absorption on the walls of V, and variation
of density along the length of V has not been considered.
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speed v experiences and µ represent the probability of loss per bounce, then we may put
1/τ = µβ. Since we are interested in the flow-through geometry where equilibrium is reached
very quickly, we will seek a steady-state solution,11 which is

ρ(z) = K3 sinh(z/
√

Dτ) + K4 cosh(z/
√

Dτ). (4.9)

The quantity
√

Dτ, called the diffusion length, gives the characteristic length scale over which
significant variations in the density occur. Using Eq. (4.7) we also have that the spatial variation
in the UCN current is given by

J(z) = πR2 j(z) = −K3
πR2D√

Dτ
cosh(z/

√
Dτ)− K4

πR2D√
Dτ

sinh(z/
√

Dτ). (4.10)

In order to apply these results to our toy geometry we must determine K3 and K4 by
selecting appropriate boundary conditions. Since it is simplest in practice to measure UCN
density at the inlet to an experimental geometry (as opposed to the net UCN flux into the
experiment), let us assume that we know the UCN density ρ0 at the entrance port.12 Because
we must allow for the fact that the detector stack may reflect some UCN back into V, we will
assume that the UCN distribution at the exit of V is isotropic and take the current into the
detector stack to be

J(L) =
1
4

πr2
out ρ(L) v (1− a),

where a is the fraction of UCN which reflect back from the detector into V. Using this
boundary condition along with ρ(0) = ρ0 then gives

ρ(z) = −ρ0

[
Υ sinh(z/

√
Dτ)− cosh(z/

√
Dτ)

]
J(z) =

πR2 Dρ0√
Dτ

[
Υ cosh(z/

√
Dτ)− sinh(z/

√
Dτ)

]
,

11Note, however, that fundamentally both position and time are incorporated naturally here. In principle, then,
a technique like time domain reflectometry (used to remotely study the properties of an rf network) could be
utilized, for example, to determine the location of problematic sections of guide in a complicated, closed system.

12A detector placed at the output of the guide feeding an experimental geometry will generally have a very
different reflectance than the experimental system itself and so will not correctly measure the net flux present
when the experiment (rather than the detector) is connected. A small hole in a guide at any point will, however,
give a signal proportional to the UCN density at that point in the system without significantly perturbing the UCN
dynamics.
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where

Υ =
sinh(L/

√
Dτ) + ζ cosh(L/

√
Dτ)

cosh(L/
√

Dτ) + ζ sinh(L/
√

Dτ)

and ζ =
r2

outv(1− a)
√

Dτ

4DR2 .

The rate observed in the detector is therefore given by

Dv = −ε
1
4

πr2
outv(1− a)ρ0

[
Υ sinh(L/

√
Dτ)− cosh(L/

√
Dτ)

]
, (4.11)

so that the transmission through V is

t =
Dv

Dv(L→ 0)
=

Dv

ADρ0ζ/
√

Dτ
=

1
ζ

[
Υ cosh(L/

√
Dτ)− sinh(L/

√
Dτ)

]
. (4.12)

If we wish to relate this result to our toy geometry we must connect the diffusion constant
D to the behavior of UCN in the system. This may be achieved by considering the transit
of UCN through V as a random walk. If we let η represent the probability per bounce of a
non-specular scatter, then the result (see [29]) is

D =
1
2

β l2
z

2− η

η
, (4.13)

where lz is the average longitudinal distance that a UCN travels before making a wall collision
in the diffuse scattering limit. Note that using Eq. (4.13) in Eq. (4.12) results in a transmission
which is speed independent so that this model predicts that the transmission will not depend
on the input spectrum as long as the energy dependence of the loss-per-bounce probability is
not included (and all the UCN energies are below the material potential of the wall). Taking
L = 100 cm, µ = 10−4, R = rin = rout = 7 cm (which gives β = v/2R), and lz = 2R/ 〈tan θ〉 =
2R/
√

3 gives the transmission values shown in Table 4.1 for the cases η = 1 (pure diffuse
scattering) and η = 0.001 (99.9% probability of specular scattering). Fig. 4.3 shows the
effect on the transmission of varying the guide length, specularity, and loss-per-bounce. As
expected, we see that density variations along the length of the guide are indeed sensitive
to the specularity. In particular, highly specular guides are characterized by large diffusion
lengths so that the density change along guides of practical length is small, resulting in large
transmissions. Comparing these results to bottling, we see that even though both geometries
are described by the same set of fundamental parameters, they have very different characters:

85



Table 4.1: Transmission and diffusion length calculated for a 100 cm long 14 cm diameter
guide.

η = 1 η = 0.001

D 1400 cm2/s 2.80× 106 cm2/s

τ 233.3 s 233.3 s
√

Dτ 571.55 cm 25554 cm

t 0.0849 0.9947
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#1 

#2 

#3 

non-specularity x 10-2  (#1) 
  L [cm]  (#2)!

loss-per-bounce  x 10-4  (#3) 

Figure 4.3: Transmission as a function of guide length (#2), loss-per-bounce (#3), and non-
specularity (#1) for a guide of diameter 14 cm. When not being varied, the length was 100 cm,
the non-specularity was one, and the loss-per-bounce was 10−4.

86



Bottling Flow-Through

temporal evolution dominates spatial evolution dominates
distribution of speeds important distribution of speeds less important

loss-per-bounce important loss-per-bounce less important
specularity less important13 specularity important

In practice, highly specular guides are often coupled together using devices that induce
significant reflection and which can possess specularities differing substantially from those
of the guides they connect. What is more, real geometries often fall somewhere between
the two extremes of bottling and flow-through. In those cases what is needed is a method
which simultaneously considers temporal and spatial variations while also providing for the
relatively straightforward development of models that incorporate multiple guide elements. It
turns out that the similarity noted above between UCN transport and electrical circuits, if made
concrete, fulfills just this requirement and allows the vast literature devoted to techniques in
circuit analysis to be applied in UCN transport problems.

4.4 Lumped Element Analysis

Realistic geometries are generally comprised of sections like our toy geometry connected
directly or through a window. As such, they may be modeled using Eq. (4.9) for each section,
with the integration constants determined by matching ρ(z) and J(z) at the boundaries.
Different polarization states may also be considered by letting δ represent the probability of
depolarization per wall interaction and then solving the system

d2ρ−
dz2 =

ρ−
Dτ

+ βδ
ρ−
D
− βδ

ρ+
D

d2ρ+
dz2 =

ρ+
Dτ

+ βδ
ρ+
D
− βδ

ρ−
D

for each section. Often the coupling term in one of the equations is dropped under the
assumption that the UCN population is close to 100% polarized and δ � 1, but it does not
require a very complicated geometry for such an approach to require numerical computation.
Since it is often the case that the diffusion length is significantly greater than the length of a
guide element, in many instances detailed information about the variation of density within
a particular guide may be ignored and the guide can be treated as a lumped element. This
approach leads to a natural synthesis of the flow-through and bottling geometries as may be

13This assertion has not actually been shown since specularity was not an element of the bottling model, but it
will be verified below.
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Figure 4.4: (Top) Distributed circuit model of a transmission line. (Bottom) Lumped element
electrical equivalent of a guide, a window with area A, transmission t, and reflection r
(r + t < 1) for UCN with speed v assuming an isotropic distribution on either side of the
window, and an aperture of area A with an isotropic UCN distribution on either side. (The
electrical analog of windows and apertures is derived in Appendix F.)

seen by comparing Eq. (4.6) and Eq. (4.7) written in terms of the UCN current, i.e.

−∂ρ

∂z
=

1
AD

J

−∂J
∂z

= A
∂ρ

∂t
+

A
τ

ρ,

where A represents the cross-sectional area of the guide, to the differential equations describing
the current and voltage along a transmission line (see Fig. 4.4) [39]

− ∂e
∂z

= Ri + L
∂i
∂z

− ∂i
∂z

= Ge + C
∂e
∂t

,

where i(z, t) is the current in the line, e(z, t) is the voltage, R is the resistance per unit length, L
is the inductance per unit length, G is the conductance per unit length, C is the capacitance per
unit length, and z is the distance from the voltage source. Comparing these sets of equations
shows immediately that, at least when modeled by diffusion theory, the evolution of UCN
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density is equivalent to a problem in electrical analysis14 with the following identifications

e←→ ρ i←→ J

R←→ 1
AD

C←→ A

G←→ A
τ

L←→ 0

The limit in which we may treat a guide section of length L as a lumped element therefore
corresponds to a realization of the transmission line shown in Fig. 4.4 as a lumped circuit,
which amounts to multiplying the distributed parameters by the length of the element:

Rs = RL =
L

AD
(4.14)

Rp =
1
GL

=
τ

AL
=

τ

V
(4.15)

C = CL = AL = V. (4.16)

So, a UCN guide may be modeled as the lumped circuit shown in Fig. 4.4 with a series
resistance Rs, parallel resistance Rp, and capacitance C determined by Eq. (4.14) - Eq. (4.16).
The fact that a UCN guide has a direct electrical analog suggests that other elements of a UCN
geometry have such analogs as well, and the electrical analogs of windows and apertures are
depicted in Fig. 4.4. These results allow us to represent complicated geometries in a manner
which allows for straightforward analysis of both their steady-state behavior and temporal
evolution. Our toy geometry, for example, may be represented by the circuit shown in Fig. 4.5.
Taking rout = R, a circuit analysis gives the guide transmission to be

16Dτ

8D(L + 2τ) + L(1− a)v(L + 4τ)
,

which agrees with Eq. (4.12) in the limit that τ � L.
One useful aspect of this approach is that it automatically incorporates reflections at

windows and guide couplings and therefore includes some coarse aspects of the macroscopic
geometry in a fairly simple model. Information about ambient magnetic fields may also be
accommodated since the circuit parameters are speed dependent, and results can be integrated
over initial speed and angular distributions as was done with the bottling model. What is
more, models for polarized UCN transport could in principle be developed by imagining two
circuits, one for each polarization state, which are resistively coupled; weak coupling between

14Thanks to Bob Golub for sharing an unpublished report [24] which develops the electrical analogy for use in
calculating window transmissions. In the study, calculations are performed by actually constructing a physical
circuit, which incidentally provides a nice example of analog computing in action!
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Figure 4.5: Electrical circuit analog to the toy UCN geometry.
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Figure 4.6: Schematic representation of a Monte Carlo model for UCN traveling in vacuum.

circuits would represent material depolarization while strong coupling at certain points would
be used to model, for example, a spin flipper. Despite their reliance on assumptions of isotropy,
such models often serve very well to describe the UCN evolution in real experiments. In cases
where isotropy is strongly violated or some detailed feature of an experimental geometry
has a strong impact on the experimental observables (relative to the measurement precision),
models such as these begin to loose efficacy and Monte Carlo simulations become necessary.
Even in that case, however, it is often quite important to implement some sort of mathematical
model in order to provide a backdrop against which the results of a statistical model can be
understood. Lumped element descriptions can serve well in that regard.

4.5 Monte Carlo Models

A Monte Carlo model is a model in the sense of Eq. (4.1). However, unlike a mathematical
model which uses a predetermined sequence of operations to link parameters and observables,
a Monte Carlo model builds up the map M statistically and so is inherently non-invertible.
When used to describe UCN evolution, the process is quite straightforward (see Fig. 4.6):

(1) A single UCN is "created" in some region of a defined geometry (in a model of an
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experiment fed by an SD2 source, for example, UCN would be created in the deuterium)
according to a probability distribution ρ(r,p,σ, t), which gives the probability density
for a UCN to be created at position r, with momentum p and spin σ at time t.

(2) The results of (1) are taken as initial conditions for the dynamical evolution of a classical
point particle. This evolution typically includes gravity, but may also include magnetic
field interactions or material interactions (in a material, such as SD2 for example, where
the loss probability does not dominate).

(3) The UCN trajectory is evolved until it arrives at some material interface, i.e. a region
with different material properties from the one in which it is currently moving. For
example, a UCN may have reached the boundary of a superfluid 4He bath (so that it
must make a transition from a region of positive material potential to vacuum), it may
have reached a wall, or it may have reached a foil. The behavior of the UCN at the
interface is determined by a probability distribution specific to the particular interface.
In general, the probability distribution will include the probability of UCN loss, the
probability of reflection at the interface, the probability of transmission through the
interface (which in the case of a wall would lead to loss of the UCN), and the probability
of a change in the UCN spin state. Typical probability distributions used are those from
Chapters 2 and 3 and so may depend on the incident UCN velocity and spin state.

(4) If the UCN is not lost, a new velocity and spin are determined from the relevant distribu-
tions and are used (along with the position of the encounter with the interface) as an
initial condition for evolving the UCN trajectory as in (2).

(5) Iteration of steps (3) and (4) is continued until the UCN is lost, and then the entire process
is repeated starting at step (1) with a "fresh" UCN.15

Each iteration of steps (1) - (5) clearly samples a very complicated probability distribution
formed from "local" distributions determined by the microscopic geometry convolved with
the macroscopic geometry via dynamical evolution of the UCN. By repeating this process
sufficiently many times and keeping track of each UCN’s history through the geometry, this
overall probability distribution may be approximated. In practice, the probability distribution
for some subset of possible outcomes, the distribution of arrival times in a detector, for
example, is typically of interest. Note that at its most basic level, a UCN Monte Carlo model
simply requires two operations: (1) evolution of a single UCN and (2) making choices based
on a probability distribution.

15Computational time can often be reduced by continuing the UCN’s evolution when it would otherwise be lost
due to an unobserved interaction and weighting the ultimate contribution to an observable by the product of the
loss probabilities for each such event. See [93] for a brief discussion.

91



4.5.1 UCN Evolution

There is quite a bit of variation in the techniques used to determine UCN trajectories between
material interactions, with the best choice typically depending on the specific application. The
simplest approach that incorporates gravity is to calculate a classical ballistic trajectory for a
UCN given its velocity and position following an interaction (or its creation). When traveling
in vacuum, the intersection of that trajectory with a feature of the defined geometry, e.g. a
wall or window, determines the location of the next material interaction.16 This approach may
be extended to the case of UCN evolution inside bulk matter by stepping along a projected
trajectory and sampling the interaction probability distribution at each step until the UCN
reaches an interface or an interaction occurs.17 Note that propagation into and out of such
regions requires that the change in potential be incorporated in the dynamics. A UCN traveling
through SD2, for example, is moving in a potential of about 100 neV so that if it exits to vacuum
its kinetic energy must increase by 100 neV, which appears as an increase in the velocity
component normal to the interface. Conversely, a UCN entering SD2 will loose kinetic energy.

The classical ballistic modeling of UCN trajectories may be extended to include ambient
magnetic fields as long as the spatial variation in the field is not too rapid, i.e. if it can be
well-approximated by a reasonable number of regions where the field changes linearly. In that
case, Eq. (3.2) indicates that the UCN will feel a constant force which may be incorporated
in a manner identical to gravity. In circumstances where the spatial variation in the field
is rapid, numerical integration of the classical dynamical equations is often preferable (e.g.
using Runge-Kutta). This method has the advantage that it is readily generalizable to the
evolution of the UCN spin (either classically or quantum mechanically) and so can be used
to incorporate time-varying magnetic fields such those associated with spin flippers (see
Chapter 6). However, except in cases where it can not provide acceptable fidelity, the classical
ballistic trajectory approach is favored because it is computationally simpler. Sophisticated
Monte Carlo models incorporate both approaches, using numerical integration in limited
regions and ballistic trajectories elsewhere.

4.5.2 Choosing Outcomes Based on a Probability Distribution

Each time a UCN interacts with matter, a Monte Carlo model determines the result with
a fresh "roll of the dice" (hence the name of the technique [52]). In other words, each time

16This requires, in general, the solution of a quartic equation.
17In practice, propagation of UCN through matter in this way is generally only necessary when modeling

sources (e.g. SD2 or superfluid 4He) or when the UCN is traveling through something of low density (such as
an ionization chamber filled with detector gas) since in such cases the mean free path is relatively long. A UCN
penetrating into normal bulk matter is typically automatically considered lost, and while the trajectory stepping
approach can be used to model windows, the quantum mechanical expressions for transmission and reflection are
generally preferred.
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an interaction occurs, a Monte Carlo model must choose an outcome consistent with some
probability distribution; more likely events must be chosen more often than less likely events.
While doing this can become a subtle issue for probability distributions which depend on
several variables, in straightforward cases there are two basic methods available; the first is
an analytical method that only works in particularly simple cases but is significantly faster
than the second, which is generally applicable and forms the basis for the evaluation of more
complicated probability distributions. [15]

Both approaches assume a known probability density function (pdf) ρ = ρ(ξ) which gives
the probability of finding a value of ξ in the interval [ξ, ξ + dξ]. We will assume that the
possible values of ξ are bounded, i.e. that ξ ∈ [ξi, ξ f ], and that ρ is normalized:

∫ ξ f

ξi

dξ ρ(ξ) = 1.

The analytical approach to choosing values consistent with ρ is based on the following
argument: If ρ(ξ) were a constant function, i.e. if it was equally probable to find ξ with any
value in [ξi, ξ f ], then if asked to choose a value of ξ consistent with the pdf ρ we would simply
generate a random number r ∈ [ξi, ξ f ] and set ξ̂ = r (where ξ̂ stands for a particular value of ξ

chosen based on ρ(ξ)). This works because by definition a number chosen randomly from
some interval is equally likely to be any number in the interval. On the other hand, if ρ is not
constant this will not work since each possible value of ξ is not equally likely. What we need
to do, then, is to find a variable Γ(ξ) that depends on ξ but which is known to be uniformly
distributed (i.e. thought of as a random variable itself Γ has a constant pdf). Given such a
variable, we may choose a value for Γ simply by generating a random number r, and can then
obtain a value for ξ consistent with ρ by solving Γ(ξ) = r. This is called the inverse transform
method and may be implemented in practice whenever the function Γ(ξ) is invertible. It turns
out, conveniently, that the cumulative distribution function (cdf) defined by

Γ(ξ) =
∫ ξ

ξi

dξ ′ ρ(ξ ′) (4.17)

is uniformly distributed over the interval [0, 1]18 so that if we generate random numbers r in

18Since Γ(ξ) is one-to-one, the probability that ξ is in [ξ, ξ + dξ] must be equal to the probability that Γ is in
[Γ, Γ + dΓ], i.e. it must be that

ρ(ξ)dξ = Υ(Γ)dΓ,

where Υ is the pdf for Γ. As a result,

Υ =
ρ(ξ)

dΓ/dξ
.

Using Eq. (4.17) immediately gives Υ = 1.
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Figure 4.7: Pictorial representation of the acceptance-rejection method.

the interval [0, 1] and solve the equation

r =
∫ ξ̂

ξi

dξ ′ ρ(ξ ′) (4.18)

for ξ̂ then the resulting values will be distributed according to ρ. As a simple example, consider
ρ(v) ∼ v2. If we assume UCN speeds up to vmax, the normalized pdf for v is:

ρ(v) =
3

v3
max

v2.

Values of v consistent with the pdf are thus obtained by solving the equation

r =
∫ v

0
dṽ

3
v3

max
ṽ2 =

v3

v3
max

.

In other words, we obtain a value for v consistent with ρ by generating a random number
r ∈ [0, 1] and using

v = vmax
3
√
r .

When Eq. (4.18) is not invertible, a second technique called the acceptance-rejection method19

may be utilized. This approach is illustrated in Fig. 4.7. First, a random number r1 uniformly
distributed in [ξi, ξ f ] is generated. This is a trial value for ξ̂. Next the pdf ρ is evaluated at that
point to obtain ρ(r1) and a second random number r2 uniformly distributed on [ρ(ξi), ρ(ξ f )]

19Originally used, it seems, by von Neumann.
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is generated. If r2 ≤ ρ(r1) then r1 is accepted as a value for ξ̂. If, however, r2 > ρ(r1) then r1 is
rejected as a value for ξ̂ and a new r1 is chosen. This process repeats until a trial value for ξ̂ is
accepted. In essence, we are choosing a random point inside the dotted rectangle indicated in
Fig. 4.7 and only accepting the value if it is under ρ; that this procedure results in values of ξ̂

drawn from the probability distribution ρ is not hard to understand since clearly trial values
for ξ̂ are more likely to be accepted when ρ is large.20 Since the acceptance-rejection method
requires multiple trials on average, the inverse transform method is generally preferred when
possible. Nevertheless, many probability distributions encountered in Monte Carlo models of
UCN are complicated enough that the acceptance-rejection technique finds ready application.

One common element of both the inverse transform and acceptance-rejection methods
is the need to generate random numbers. In practice it is difficult to generate a string of
truly random numbers, so Monte Carlo models are generally implemented with so-called
pseudo-random numbers which have approximately the statistical properties of true random
numbers despite the fact that they come from a deterministic process. Typically a series of
pseudo-random numbers is generated by an integer called a random seed so that given the
same seed, the same series is produced. The most important ramification of this fact in the
actual implementation of a Monte Carlo model is that in the case of multiple calculations with
the same set of parameters (as would be needed, for example, if more iterations of a particular
calculation were required) the random seed must be changed for each new calculation or else
the result will be identical to the previous calculation (i.e. it will not add any new statistical
information).21 Since pseudo-random numbers are only approximately random, there will
always be some bias to the distributions generated using them. However, for a reasonably
good pseudo-random number generator (as found on any modern computer system) this
generally does not pose a significant problem.

4.5.3 Typical Probability Distributions

There are a number of probability distributions that occur in UCN Monte Carlo modeling
which may be realized via the inverse transform method. What follows is a brief discussion
of each distribution and the inverse transform result for selecting values consistent with the

20The algorithm is more efficient if r1 is chosen from a distribution ρ̃(ξ̃) as close to ρ as possible (but one which
is realizable by the inverse transform method). Then the acceptance criteria becomes

r2 ≤
ρ(r1)

cρ̃(r1)

where c satisfies ρ(ξ)/ρ̃(ξ) ≤ c for ξ ∈ [ξi, ξ f ]. In practice, however, ρ̃ is often simply taken to be a uniform
distribution.

21This can sometimes be an advantage. For example, it is often the case that information about a particular type
of event is not recorded in order to reduce output file sizes. If it is later realized that the lost events are important,
the calculations can be repeated exactly by using the same random seed.
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distribution. ri (i = 0, 1, . . .) will be used to represent independent uniformly distributed
random numbers in [0, 1]:

(1) Initial UCN spectrum. The UCN energy spectrum prior to processing by transport is
often described as having a vn dv dependence. Generalizing the example calculation
above gives

v = vmax
1+n
√
r.

(2) Isotropic distribution into 4π. When creating UCN in a source, an initial angular distri-
bution must be assumed which in many cases is taken to be isotropic into 4π steradians.
Since an isotropic distribution means that any direction is equally likely, it is character-
ized by an equal probability for any infinitesimal solid angle dΩ = sin θ dθ dφ. In other
words, an isotropic distribution is characterized by sin θ and φ being selected from a
uniform distribution, or equivalently by φ being selected from a uniform distribution
while θ is selected from a distribution ρ ∼ sin θ. An isotropic distribution may therefore
be generated via

cos θ = 1− 2r1

φ = 2πr2.

(3) Isotropic distribution into 2π. Sometimes an isotropic distribution into 2π steradians
is desired. For instance, if there is a high probability of a UCN being lost when it is
produced heading into one half-space, computational time may be saved by producing
UCN only into the alternate half-space. In this case the distribution in (2) in unchanged
but the range of valid θ is reduced, leading to

cos θ = 1− r1

φ = 2πr2.

(4) Isotropic distribution illuminating an aperture or diffuse reflection from a surface. In
cases where a UCN energy spectrum has been measured, it is often convenient to create
UCN at an experiment’s entrance aperture rather than simulate transport from the UCN
source itself. (This eliminates from the calculation parameters associated with UCN
creation in the source, transport out of the source, and transport from the source to the
experiment.) In this case one might assume that the entrance aperture is illuminated
by an isotropic UCN flux. The angular distribution emerging from the aperture can
then be calculated by noting that an element of solid angle dΩ makes an angle θ with
the aperture so that the uniform flux through dΩ becomes a uniform flux through
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the projected area cos θ dΩ. As a result, UCN emerging from the aperture have their
polar angle θ distributed as cos θ sin θ, which is intuitively reasonable since UCN with
velocities parallel to the plane of the aperture will not pass through the aperture. Note
that the same argument also applies for completely diffuse scattering from a surface;
in this case UCN which scatter parallel to the surface (and thus essentially remain in
the outer layer of the surface) are expected to be lost. Since it is often observed that
transport along guides for distances large compared to the diameter of the guide causes
the angular distribution of UCN to become forward-directed, which may be modeled by
using higher powers of cos θ in the angular distribution, we give the result for the inverse
transform method applied to θ distributed as cosn θ sin θ in the half-space θ ∈ [0, π/2]:

cos θ = 1+n
√

1− r1 (4.19)

φ = 2πr2.

(5) Uniform spatial distribution in an aperture. Regardless of the angular distribution
assumed to illuminate an aperture, it is sometimes assumed that the spatial distribution
is uniform. Since UCN guides are typically tubes, this means that the polar coordinates r
and φ of a UCN in the plane of the aperture need to be chosen to ensure a uniform spatial
distribution. Since the area element r dr dφ is proportional to r, we require ρ(r) ∼ r to
generate a uniform spatial distribution. This gives via the inverse transform method that
starting positions within a circular aperture of radius rmax consistent with a uniform
spatial distribution inside the aperture may be obtained from

r = rmax
√
r1

φ = 2πr2.

(6) Non-specular scattering. The inclusion in a Monte Carlo model of scattering from micror-
ough surfaces provides an example of how more complicated probability distributions
can be handled. In particular, we have an expression for the probability of non-specular
scattering, Eq. (2.16), which depends on the UCN energy, incident direction, and fi-
nal direction. The first step in implementing that distribution is to choose whether a
scattering event will be specular or non-specular based on Eq. (2.16). This is done by
integrating Eq. (2.16) over all possible outgoing UCN directions (cf. Eq. (2.17)), which
gives the probability for a non-specular scatter as a function of the incident direction and
energy. Unfortunately, Eq. (2.16) can not be integrated in closed form, which necessitates
a numerical integration for each bounce to produce pns, the probability of a non-specular
scatter. Comparison of pns to a random number r1 ∈ [0, 1] allows the type of scattering
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event to be determined; if pns ≤ r1 then the scatter is taken to be non-specular while if
pns > r1 then the scatter is taken to be specular.22 In the case of a non-specular scatter,
the incident energy and direction can be used in Eq. (2.16) to produce a probability
distribution which describes the outgoing direction, and a specific direction may be
chosen using the acceptance-rejection method. While straightforward in principle, in
practical applications the numerical integrations required in this approach make the
overall Monte Carlo calculation too slow except in cases where each UCN undergoes
relatively few bounces. What is often done, then, is to assume that the microrough
surfaces have a very small correlation length so that Eq. (2.16) simplifies to [84]

Pns(θi, θ) =
2k4 〈h2〉∆2

π
cos θi cos2 θ (4.20)

which can be integrated over the incident half-space to give a total probability for
non-specular scattering of

pns =
4k4 〈h2〉∆2

3
cos θi.

This limit is only consistent with the microroughness limit when pns is small [84], but
scattering from well-polished guides is often found to be highly specular. In this limit we
have from Eq. (4.20) that θ is distributed as cos2 θ sin θ so that we may select non-specular
scattering angles using Eq. (4.19) with n = 2. In practice, since 〈h2〉 and ∆ are typically
not known, the probability of non-specular scattering is often taken to be

pns = (1− ς̃) cos θi, (4.21)

where ς̃ is an empirically determined specularity parameter.

4.5.4 Using Monte Carlo Models for Analysis

Each UCN produced in a Monte Carlo simulation is a single sample of a complex probability
distribution; unless the model is iterated an infinite number of times, the result only approx-
imates the true distribution of events which the model predicts. In some applications this
is not an issue since enough iterations can be accomplished that the precision with which
the model prediction is determined is significantly better than the precision with which
the experimental observables are known. In that case the degree of uncertainty associated
with model predictions has the same components as does the uncertainty associated with an
analytical model, i.e. uncertainty arises from imperfect knowledge of the input parameters

22In the case of a specular scatter, the outgoing UCN simply has the component of its momentum perpendicular
to the surface at the location of the interaction reversed.
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and from imperfections in the model itself. When the statistical precision of a Monte Carlo
model cannot be ignored, however, it is important to remember that Monte Carlo models carry
this additional component of uncertainty; even in the case where the input parameters are
perfectly known and the model is a perfect representation of reality, a Monte Carlo model will
still carry error bars related to the number of samples, i.e. the number of simulated UCN.
When using Monte Carlo modeling it is therefore important to understand the relative sizes
of these three uncertainty components, especially since it is not always possible to make the
statistical uncertainty of the Monte Carlo prediction smaller than the statistical uncertainty of
the data.

Actually employing a Monte Carlo model to understand data can be approached using sta-
tistical parameter estimation methods (i.e. fitting techniques). This means that undetermined
model parameters are varied in order to extremize some metric (e.g. a likelihood function)
which compares data to the results of the Monte Carlo model. Confidence intervals for those
"fitted" parameters are then determined by examining how the metric varies in the vicinity
of its extremum. In practice, the chi-squared function is often utilized as a metric and 68.3%
confidence intervals are established by determining χ2 =

(
χ2)

min + 1 contours.23 Since Monte
Carlo models of UCN experiments often contain a number of poorly-determined parameters
which are not of direct interest in the experiment, many of the parameters which must be
determined in this way are nuisance parameters.24

The program of determining a best set of parameters along with associated confidence
intervals (sometimes called calibrating the Monte Carlo) can, in principle, be completely
automated, i.e. a standard fitting routine can simply obtain the values it needs by supplying
the Monte Carlo model with a set of input parameters. As already noted, however, evaluation
of a Monte Carlo model for a single set of parameters is often quite time consuming and
standard fitting routines are not optimized for situations where evaluation of the model is
computationally expensive. In practice, then, the "fitting" procedure is typically done manually.
In this case, demonstration of the equivalence (for a given level of precision) between the
Monte Carlo model and an analytical model is quite beneficial as an analytic model (even a
numerical one) is more easily evaluated. Even in the case where a Monte Carlo model must
be utilized for central values and errors, correspondence with an analytical model can provide
useful estimates of correlations, which can be quite time-consuming to compute directly from
the Monte Carlo model when the parameter space is large.

23This is often done without clear justification of the underlying probability distributions. See [15] for a
discussion of this point and more general approaches which can be especially useful when dealing with Monte
Carlo models for which evaluation of even a single set of parameters is excessively time consuming.

24In a well-designed experiment the observables should be insensitive to such nuisance parameters so that one
expects the uncertainties on those parameters to be large. It would be helpful if the methods for dealing with
nuisance parameters in statistics could be adapted to such situations.
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Reg#   RType BP(x,y,z)       Dim[m]          Orient            Grad B [T/m]    Spec    Loss      Depol WPot[neV]   BPot[neV]   Surf/Scat    Absorb[1/s]    Det PM   SM   LM  DM
0         2            0.0,0.0,0.0      0.14,0.001      0.0,0.0,0.0      0.0,0.0,0.0 0.00     1.0e-4    0.0       500.0            0.0                0.0 0.0 0       0       0       0      0
1         2            *                     0.50,1.0          0.0,0.0,0.0      0.0,0.0,0.0 0.00     1.0e-4    0.0       500.0            0.0                0.0 0.0 0       0       0       0      0
2         2            *                     0.02,0.001      0.0,0.0,0.0      0.0,0.0,0.0 0.00     1.0e-4    0.0       500.0            0.0                0.0 0.0 0       0       0       0      0
3         2            *                     0.07,0.1          0.0,0.0,0.0      0.0,0.0,0.0 1.0       0.0         0.0 500.0            0.0                0.0 0.0 0       0       0       0      0
4         2            *                     0.07,0.1          0.0,45.0,0.0    0.0,0.0,0.0       1.0       0.0         0.0 500.0            0.0                0.0 0.0 0       0       0       0      0
5         2            *                     0.07,0.1          0.0,89.0,0.0    0.0,0.0,0.0       1.0       0.0         0.0 500.0            0.0                0.0 0.0 0       0       0       0      0
6         2            *                     0.07,0.1          0.0,89.0,0.0    0.0,0.0,0.0       1.0       0.0         0.0 500.0            0.0                0.0 1.0e7              1       1       0       0      0
7         2            *                     0.07,0.1          0.0,89.0,0.0    0.0,0.0,0.0       1.0       0.0         0.0 500.0            0.0                0.0 0.0 0       0       0       0      0
/

connex: The first region should be region 0, and a special-handling code must be used to specify how to treat its cut-plane.

-----------------------------------------------------------------------------------------------------------------------------

Region#     Connects through its own cut-plane to:     AND also to:     AND also to:     AND also to:    AND also to:     AND also to:

0,1             0                                               1                         /

1,5             0                                               2                         /

2,5             1                                               3                         /

3,5             2                                               4                         /

4                3                                              5                         /

5                4                                              6                         /

6                5                                              7                         /

7,1             6                                               /

UCN created here

Cylinder 
Region 

Specification

Diameter , Length
Angle down 

from horizontal Specularity Loss‐per‐bounce Wall Potential
Detector with 
absorbing 
detector gas

Denotes an 
absorbing 
cut‐plane

Denotes a lip

Figure 4.8: UCNtransport geometry file for the toy geometry.

4.5.5 Comparison to Analytical Models

A program, called UCNtransport, was developed to implement UCN Monte Carlo models for
user-defined geometries utilizing a variety of microscopic physics models. Specifics of the code
are described in Appendix D. Using UCNtransport, a Monte Carlo model of the toy geometry
from Section 4.1 was implemented by connecting together eight cylindrical regions. The base
geometry file for the bottling configuration is presented in Fig. 4.8, which shows, for example,
that the entrance and exit apertures (regions zero and two, respectively) were 1 mm thick,
that the walls were given a material potential of 500 neV, and that the detector stack (regions
three through seven) was composed of three 10 cm long perfectly specular, lossless guides
(regions three, four, and five) plus a foil-less detector (regions six and seven). The closing
of the entrance aperture was modeled by setting the bulk potential of region zero (i.e. the
material potential throughout the entire volume) to 500 neV. Ten thousand UCN were created
randomly between 0 s and 60 s in a plane parallel to the faces of region zero and located at
its center, with a distribution appropriate for the isotropic illumination of an aperture. Since
the analytical models of our toy geometry did not include beta decay, it was turned off in
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Figure 4.9: Monte Carlo calculation of the toy geometry in bottling mode for four different
cases (see text) compared to normalized analytical model results indicated by the dashed
curves. (Blue and red dashed curves correspond to the curves in Fig. 4.2.) The normalized
number of UCN in V is plotted as a function of time in both graphs rather than the detector rate
because too few counts were recorded in the detector for only ten thousand UCN propagated
through the geometry.

the Monte Carlo model. Gravity, however, was left turned on. Using this setup, Monte Carlo
calculation of the bottling geometry was performed for four different cases, with the results
shown in Fig. 4.9:

Blue All UCN created with speed 600 cm/s. Reflections in V are always non-specular and
purely diffuse.

Red UCN created with a v2 dv distribution of speeds cut off at 800 cm/s. Reflections in V are
always non-specular and purely diffuse.

Orange UCN created with a v2 dv distribution of speeds cut off at 800 cm/s. Non-specular
scattering happens with a fixed probability-per-bounce of 1%. Non-specular scatters are
purely diffuse.

Brown Identical to the previous case except that the material potential of the walls which
define V was reduced to 300 neV.

Observe that neither the presence of gravity nor realizing specific details of the geometry (e.g. a
cylindrical V, finite-sized apertures, an actual detector) resulted in a departure from analytical
model predictions at the level of precision of the Monte Carlo calculations for the constant
input spectrum case. In the more realistic case of a v2 dv input spectrum, however, there is
clearly a departure from the analytical model for times beyond the 1/e time. This is a result of
the presence of gravity, which causes the different velocity classes to experience the geometry
differently. UCN with energies below about 50 neV, for example, can not reach the top of V and

101



so the effective surface area and volume is reduced for these UCN.25 Nevertheless, for times
less than the 1/e time the behavior of the system is still well-captured by the analytical models.
Furthermore, note that going to the limit of highly specular surfaces inside V does not cause a
significant change (within the level of precision of the Monte Carlo calculation). Reducing
the material potential of the walls, however, leads to a substantial difference in the early-time
evolution, which demonstrates double-exponential behavior. This is sensible because now the
input spectrum contains UCN with energies both above and below the potential of the walls
and therefore contains two populations with very different probabilities of loss per bounce.

Monte Carlo calculations for the flow-through geometry were performed by setting the
radius of all regions in the bottling geometry to 7 cm and then recording the rate in the physical
detector during the entrance aperture open phase with the length of V (region one) set to
100 cm and 0.1 cm. Since all simulations used the same number of UCN, dividing the first rate
by the second gave the transmission through V. Transmissions were calculated in this way
for six cases as shown in Table 4.2. The results show that the transmission indeed appears
independent of UCN energy (even with energy-dependent wall losses) as predicted by the
diffusion model, and that in the diffuse limit the transmission predicted by the diffusion
model agrees with the results of the Monte Carlo model. We also see that not only does
specularity dramatically affect transmission in flow-through mode as we would expect, but
that the transmission is also sensitive to the particular specularity model used. Note that while
agreement with the diffusion model in the high-specularity limit is less good when comparing
results for precisely the same non-specularity values, that isn’t typically an issue in practice
since the specularity is generally determined empirically.

4.6 Conclusion

If we take the Monte Carlo model calculations of the last section to be indicative of reality then
we may begin to get a very rough feel for how well simple analytical models can represent the
evolution of real systems. It appears, for example, that real bottling systems can be expected
to exhibit simple (e.g. single or double) exponential behavior on time scales which are on the
order of the characteristic 1/e time, but that spectral effects should be expected to become
important on longer time scales. In cases where gravity will cause different portions of the
spectrum to experience the geometry differently we expect gravitational effects to be important.
We expect that flow-through geometries may be well-described by the diffusion equation but
that the diffusion constant will most likely need to be determined empirically.

The analytical models presented above can be extended to include a variety of additional

25There is also a small effect due to the energy dependence of the wall loss probability.
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Table 4.2: Transmissions calculated using a Monte Carlo model of the toy geometry for several
cases compared to analytical model predictions.

Description Transmission

Diffusion equation model with η = 1 8.5%

Diffusion equation model with η = 0.01 94.9%

Diffusion equation model with η = 0.001 99.5%

MC model, η = 1, non-specular reflection pure diffuse,
input spectrum v = 600 cm/s

(8.95± 0.27)%

MC model, η = 1, non-specular reflection pure diffuse,
input spectrum v2 dv with vmax = 800 cm/s

(8.95± 0.27)%

MC model, η = 0.01, non-specular reflection pure diffuse,
input spectrum v2 dv with vmax = 800 cm/s

(89.7± 1.0)%

MC model, η = 0.01, non-specular reflection for micror-
ough surfaces (cf. Eq. (4.21)), input spectrum v2 dv with
vmax = 800 cm/s

(92.5± 1.1)%

MC model, η = 0, input spectrum v2 dv with vmax =
800 cm/s

(99.1± 1.2)%

MC model, η = 0.01, non-specular reflection for micror-
ough surfaces (cf. Eq. (4.21)), input spectrum v2 dv with
vmax = 800 cm/s, loss-per-bounce probability set to 10−3

(91.0± 1.1)%
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effects such as gravity, but in complicated experiments there will be many details that are not
easily incorporated in an analytic model. A Monte Carlo model can be used to assess the
effect of those details on the experimental observables. If the effects are small relative to the
precision of the experiment then analytical models which do not incorporate them may still
be utilized. What that is not the case, an experiment may always in principle be analyzed
solely with a Monte Carlo model, but in reality that approach can sometimes be difficult if the
computational time required is great. In those cases sometimes an analytical model may be
utilized as the primary analysis tool and a Monte Carlo model used to calculate corrections to
the analytical model. In general, one typically finds that a judicious use of both analytical and
Monte Carlo models is often a necessary ingredient in the analysis of real UCN experiments.
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CHAPTER 5

The UCNA Experiment

The Standard Model (SM) currently forms the basis for our fundamental understanding of
nature, impressively successful as it agrees, overall, with empirical results at the ∼0.1% level.
[20] Despite its success, the SM is unable to predict many gross features of the universe, a
consequence of the many free parameters in the theory.1 The fact that the SM possesses a
large number of free parameters (the zero neutrino mass SM already has eighteen), as well as
the fact that the general phenomenological structure of the theory (e.g. the number of lepton
and quark generations) is not understood, suggests that there might be additional unifying
principles. Studying the SM is ultimately a search for these principles. It is hoped that this
beyond the SM physics will be elucidated by an increasing refinement of the SM itself, so an
extensive array of experiments are performed with that goal in mind.2 In particular, current
experimental work on the SM is primarily focused on the following issues:

(a) The origin of mass.

(b) Hierarchy problems, e.g. the fine-tuning required as a result of the quadratic divergence
of radiative (loop) corrections to the Higgs potential mass term. [5]

(c) The cause of discrete symmetry violation, e.g. P violation in beta decay and CP violation
in the decay of neutral kaons and B mesons.

(d) The character of the neutrino.
1See [13] for a nice discussion of how various parameters of the SM directly affect your life.
2Some of the current refinements or "extensions" of favor are supersymmetry (SUSY), left-right symmetric

models, technicolor, grand unified theories (GUTs), Kaluza-Klein theories, and string theories.
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(e) The role of gravity at high energies (unification).

(f) Running (energy dependence) of the Weak Mixing Angle θW.

(g) The internal structure of hadrons.

(h) Symmetry-breaking in QCD.

Given the current agreement between the SM and experiment, it seems likely that refinements
of the SM will have to come from measurements which either test the SM to precisions greater
than ∼1% or which explore heretofore unexplored regions of parameter space. Typically the
latter approach is equated with higher energy high-energy collider experiments since larger
energies allow the probing of shorter length scales and the possible production of increasingly
heavy fundamental particles (like the Higgs or SUSY superpartners). The high-precision
approach, on the other hand, is associated with experiments which, despite having energies
up to nineteen orders of magnitude smaller than collider experiments, still provide insight
into TeV-scale physics. Unlike their high-energy complements, these low-energy experiments
are performed across a rather large band of experimental energy ranges and utilize a very
diverse array of experimental approaches. Table 5.1 provides a sense of the variety inherent
in the low-energy precision approach to fundamental physics. This variety derives in part
from the complexity of the SM parameter space, but comes in equal measure from the fact
that precision measurements often require two or more complementary approaches in order
to help suss out the typically important systematic effects in such experiments. Table 5.1 also
indicates that a great deal of experimental work on the SM involves the Weak force (i.e. it
is performed in the Weak sector). This is because the non-perturbative nature of the Strong
sector makes it much more difficult to compare the results of experiment with theory.3 It
is also apparent that the free neutron system (blue entries in Table 5.1) plays a significant
role in low-energy SM tests. UCNA is such an experiment, using UCN to measure the beta
asymmetry in the decay of polarized free neutrons.

5.1 Beta Decay of the Free Neutron

The decay of the free neutron is mediated by the W boson and so is a charged current process
whose tree-level Feynman diagram appears as

3While sub one percent measurements in the Weak sector probe the perturbative regime (corresponding to
physics on the TeV scale), similar measurements in the Strong sector are far from providing access to that regime.
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Table 5.1: A list of low energy fundamental physics measurements. Entries in blue are
experiments utilizing the neutron. The table was compiled from [20] and [58], which provide
theoretical and experimental details about the entries.

Experimental  System	 Physics/New  Physics  Probed  	 Experiment  and/or  Method	

ν  sca;ering	
 SM  prediction  of  θW  below  the  Z-‐‑pole	 NuTeV,  CCFR,  CDHS,  CHARM  [ν N  à  ν X]  
CHARM  II,  E734  [ν e-‐‑  à  ν e-‐‑]	

atomic  parity  violation	 SM  prediction  of  θW  below  the  Z-‐‑pole	 spin  rotation/stark  interference	

lepton-‐‑hadron  sca;ering	 •   SM  prediction  of  θW  below  the  Z-‐‑pole	
•   strange  quark  form  factor,  nucleon  structure	

•   Q-‐‑weak  [ep  sca;ering]	
•   SAMPLE  (ep),  HAPPEX  (ep,  e  4He),  A4  (ep),  
E734  (ν 12C),  G0  (ep),  FINeSSE  (ν 12C)	

	

	


µ  decay	


•   best  determination  of  GF	

•   Michel  parameters  (spectral  shape,  β-‐‑asymmetry)  
[supersymmetry  (mass  limit  in  right-‐‑handed  vector  
bosons  406  GeV),  character  of  neutrino]	
•   lepton  flavor  non-‐‑conservation	

•   FAST,  µLan  (PSI)	
•   TWIST  (TRIUMF)	
	
•   MEGA  (µ ◊ e  +  γ),  SINDRUM  (conversion  
branching  ratio  for  Au)	

	

π  decay	


•   chiral  dynamics  in  the  strong  interaction	
•   determination  of  |Vud|  and  universality  (lepton  
coupling  constants  are  the  same  for  each  generation)	

	
•   PIBETA  {PSI}	

n  decay:  neutron  lifetime	                                                             	 cold  neutron  beam,  gravitational-‐‑magnetic  
trapping  of  UCN,  magnetic  trapping  of  UCN  

with  in  situ  detection  of  decay  products	

	
	
	
	
	

n  decay:  correlation  coefficients	

        A,  a  :  determination  of  gA	
a,  A,  B  :  right-‐‑handed,  scalar,	
                            and  tensor  currents	
        a+A  :  CVC  violation,  second	
                            class  currents	
                  b  :  non  V-‐‑A  (“induced”)	
                            currents  	
                D  :  sources  of  CP  (T)	
                            violation,  phase  of  λ	

        R  :  scalar/tensor  currents,	
                            T-‐‑violation	

	
	
	
	

emiT  (D),  PERKEO  II  (A,B),  UCNA  (A),  abBA  
(a,A,b,B),  aSPECT  (a),  aCORN  (a),  UCNb  (b),  

Nab  (a,b),  UCNB  (B),  Trine  (D)	

	
nuclear  β-‐‑decay	

•   determination  of  |Vud|	
•   ν  mass  limits	
•   Scalar  Interactions	
•   Conserved  Vector  Current  (CVC)  hypothesis	


•       0+  à  0+  super-‐‑allowed  decay	
•   KATRIN  (tritium  β-‐‑decay)	

	
neutron  optics  (n  sca;ering  from  nuclei)	

•   sources  of  CP-‐‑violation	
	
•   tests  of  QCD	

•   fivefold  correlation  at  low-‐‑energy  p-‐‑wave  
resonance	
•   precision  sca;ering  length  measurements  via  
interferometry	

determination  of	

|Vud|	

[universality,  right-‐‑
handed  currents]	
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Table 5.1 Continued

Experimental  System	 Physics/New  Physics  Probed  	 Experiment  and/or  Method	

	
nN  weak  interactions	

•   γ asymmetry	
•   spin  rotation  asymmetry	
•   heavy  nuclei  resonances	

[weak  probes  of  the  strong  force]	


• NPDGamma  (n  +  p  à  D  +  γ)	
	
•   TRIPLE  (LANSCE)	

	
gravitational  interaction  of  n	

quantum  mechanical  nature  of  gravity	
constraints  on  new  forces/extra  dimensions	

• Q-‐‑Bounce  (ILL)	
	
•   GRANITE  II  (ILL)	

κ  decay	
 •   determination  of  |Vus|	
•   determination  of  CP-‐‑violating  CKM  phase	

•   E865  collaboration  (BNL),  KLOE,  DAΦΝΕ	

•   NA48,  KTeV	

	
EDMs  in  e-‐‑,  µ,  n,  neutral  atoms	

search  for  non-‐‑SM  CP  (T)  violation  (i.e.  not  
associated  with  CKM  phase)  or  CP  violation  in  

strong  sector  (θQCD)	
[baryon  asymmetry/new  physics]	

n/atomic  EDM  à  strong  CP  violation  or  new  
physics  CP  violation  (nmr,  optical  trapping)	

lepton  EDM  à  new  physics  CP  violation  [solid  
state  (e),  atomic  beam  (e),  storage  ring  (µ)]	


	
	

solar  ν  oscillations	


	
	

|m2  –  m1|2	
ν  mixing  angles	

Homestake  mine  (Cl  detector),  SAGE  (Ga  
detector,  Russia),  GALLEX  and  GNO  (Ga  

detector,  Gran  Sasso),Kamiokande  and  Super-‐‑
Kamiokande  (water  Cherenkov  detector,  

Japan),  SNO  (heavy  water  Cherenkov  detector,  
Canada),  BOREXINO  (liquid  scintinllator  

detector,  Gran  Sasso)	

	
atmospheric  ν  oscillations	


|m3  –  m2|2	

ν  mixing  angles	
Kamiokande-‐‑II  (water  Cherenkov  detector,  

Japan),  IMB-‐‑3  (Cherenkov  detector,  Morton  salt  
mine,  Ohio),  Soudan-‐‑2  (Fe  calorimeter,  
Minnesota),  MARCO  (Gran  Sasso)	

	
accelerator  ν  oscillations	

	

Δm2	

ν  mixing  angles	


KARMEN  (England),  LSND  (LANSCE),  
BooNE  and  MiniBooNE  (Fermilab),  CHORUS  
and  NOMAD  (Cern),  K2K  (long  baseline,  KEK  
in  Japan),  MINOS  (long  baseline,  Fermilab),  
Opera  and  Icarus  (long  baseline,  Gran  Sasso)	

reactor  ν  oscillations	 Δm2	
ν  mixing  angles	


Bugey  and  Chooz  reactors  (short  baseline,  
France),  KamLAND  (long  baseline,  Japan),  
Palo  Verde  reactor  (short  baseline,  Arizona)	

	
neutrinoless  double  β-‐‑decay	

	
character  of  ν  (Dirac  or  Majorana)	

HM  (76Ge),  IGEX  (76Ge),  Gohhard  (136Xe),  
MIBETA  (130Te),  ELEGANTS  (100Mo),  GENIUS  
(76Ge),  Majorana  (76Ge),  EXO  (136Xe),  CUORE  

(130Te),  MOON  (100Mo)	

anomalous  magnetic  moment  of  µ (g-2)/2	
 CPT  conservation  test	
supersymmetry	

E281	
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The leptonic current (i.e. the e−, νe external lines and associated vertex factor) is of the form
[14]

∑
i

igw

2
√

2
ue Ôj

(
cj − c′jγ

5
)

uν, (5.1)

where gw is the weak coupling constant. In the SM, which incorporates the maximally parity-
violating V-A law, j = 1 only and the operator Ô1 is simply γα (giving the most general
Lorentz invariant vector coupling) with c1 = c′1 = 1. While there is not yet an empirical reason
to exclude the possibility of scalar or tensor couplings, i.e. Ô0 = 1 or Ô2 = i

2 [γ
α, γβ] = σαβ,

neither has there been evidence to support them.4 Setting c1 = c′1 = 1 gives rise to the helicity
projection operator (1− γ5) and so incorporates the empirically-observed maximally parity
violating nature of the Weak force, i.e. that it couples only to left-handed particles (and
so right-handed antiparticles). The presence of the (1− γ5) term means that the leptonic
current, Eq. (5.1), may be thought of as two parts: a parity-conserving vector interaction
(producing a Fermi transition) associated with the γα term and a parity-nonconserving axial-
vector interaction (producing a Gamow-Teller transition) associated with the γαγ5 term. A
Fermi transition occurs when the decay leaves the electron and antineutrino in a singlet state,
which means that the emission direction of the decay products will be isotropic, as shown
in Fig. 5.1. A Gamow-Teller transition, on the other hand, occurs when the electron and
antineutrino end up in a triplet state. Spatial anisotropy results from the Sz = 1 state (bottom
transition in Fig. 5.1) since conservation of spin angular momentum (taking the proton as
a point particle so that the decay products have no orbital angular momentum) forbids an
Sz = −1 state and thus determines the spin orientation of the electron and antineutrino,
whose helicities are fixed by the coupling. The spatial distribution of beta decay is therefore
characterized by both an isotropic and anisotropic part coming, respectively, from Fermi and
Gamow-Teller transitions.

4Finding evidence of such couplings is one experimental issue which the study of beta decay addresses.
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Figure 5.1: Comparison of Fermi and Gamow-Teller transitions in beta decay. Adapted from
[74].

Evaluation of the amplitude associated with the tree-level beta decay diagram requires the
W propagator, which in general is given by [14]

−i
(

gαβ −
kαkβ

m2
w

)
k2 −m2

w
, (5.2)

where gαβ is the metric tensor, mw is the mass of the W boson, and kµ is the (virtual)
W momentum. However, as the beta decay endpoint is 782 keV so that k ∼ 1 MeV while
mw ∼ 80 GeV, taking the propagator to be

igαβ

m2
w

(5.3)

is a good approximation for this process.5 Since this approximation effectively turns the
propagator into an additional vertex factor, it is traditional to combine the two factors of gw

which come from the two actual vertices in the beta decay Feynman diagram with the factor
in Eq. (5.3) to define a single vertex factor

GF =

√
2

8
g2

w
m2

w
(5.4)

called the the Fermi constant.
5Note that this makes beta decay look like a point interaction and is the reason that Fermi’s original theory of

beta decay worked (along with the fact that no one had yet seen parity violation).
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The hadronic current is more complicated than the leptonic current for two reasons: (1)
the proton and neutron have internal structure (which can not yet be computed from QCD)
and (2) the W boson couples to linear combinations of the quark mass eigenstates rather
than to the mass eigenstates themselves. The effect of the latter is encoded in the Cabibbo-
Kobayashi-Maskawa (CKM) matrix VCKM, which gives the appropriate linear combinations of
quark mass eigenstates to which the W couples. In particular, the weak interaction is thought
of as coupling to quark generations(

u
d̃

)
,

(
c
s̃

)
,

(
t
b̃

)
(5.5)

which are related to the usual (mass eigenstate) quark generations via6

 d̃
s̃
b̃

 =

 Vud Vus Vub

Vcd Vcs Vcb

Vtd Vts Vtb


 d

s
b

 . (5.6)

In the d→ u transition which occurs in beta decay, then, the strength of the coupling between
the W and the down quark is reduced by a factor of Vud since the W actually couples to

Vud |d〉+ Vus |s〉+ Vub |b〉 .

As a result, the hadronic vertex in the beta decay diagram must include a factor of Vud. In
order to account for the internal structure of the proton and neutron, form factors associated
with the possible Lorentz invariant couplings must be introduced. The current which results
(including the CKM matrix factor) is [14]

igw

2
√

2
Vud up

[
γα
(

gv(k2)− ga(k2)γ5
)
+

1
mp + mn

σαβkα

(
gm(k2)− gt(k2)γ5

)
+

ikα

mp + mn

(
gs(ks)− gp(k2)γ5

)]
un, (5.7)

where gv, ga, gm, gt, gs, and gp are, respectively, the vector, axial-vector, weak magnetism,
tensor, scalar, and pseudo-scalar form factors, each corresponding to one possibility for a
Lorentz invariant coupling. Since we are working in the low momentum transfer (k → 0)

6Since the CKM matrix must be unitary (it is a rotation), it may be represented by three real mixing angles and a
phase. (This phase and a phase in the QCD Lagrangian θQCD provide the only source of CP violation in the SM.)
The SM provides no information on the values that these parameters should take so that they are four of the SM
parameters and must be experimentally determined.
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limit, each of these form factors can be taken as constant.7 What is more, conservation
laws constrain some of them. The Conserved Vector Current (CVC) hypothesis, for example,
gives that gv(0) = 1,8 while gt(0) and gs(0) must be zero under the assumption of G-parity
conservation.9 [14] CVC also constrains gm to be µp − µn, where µp and µn are the anomalous
magnetic moments of the proton and neutron respectively. [14]

Combining Eq. (5.7) with the leptonic current to give a decay amplitude produces, via
Fermi’s Golden Rule, the following expression for the beta decay rate: [37]

dW ∝ G2
FV2

ud(g2
v+3g2

a)F(Ee)dEe dΩe dΩν

×
[

1 + a
pe · pν

EeEν
+ b

me

Ee
+ 〈σn〉 ·

(
A
pe

Ee
+ B

pν

Ee
+ D

pe × pν

EeEν

)]
, (5.8)

where F(Ee) is the Fermi function which gives the allowed shape of the electron energy
spectrum, σn is the neutron spin, and the beta decay observables a, A, b, B, and D are called
correlation coefficients or (expect for b) angular correlation coefficients. Defining

λ ≡
∣∣∣∣ ga

gv

∣∣∣∣ eiφ,

where φ is the phase angle between ga and gv (currently constrained to be 180.05± 0.08◦ by
measurements of the D coefficient [58]),10 these correlation coefficients have the following
properties:

Electron-antineutrino asymmetry a = 1−|λ|2
1+3|λ|2 allows a determination of λ (i.e. ga) and is

sensitive to the presence of scalar and tensor couplings as well as right-handed currents.

Beta asymmetry A = −2 |λ|
2+|λ| cos φ
1+3|λ|2 has a sensitivity to λ (i.e. ga) comparable to a and is

also the most experimentally accessible correlation parameter. Because |ga| is close to

7See [33] for a calculation of the second-order dependence.
8The vector and axial vector form factors are essentially (energy-dependent) corrections to the coupling (weak

charge) between the quarks/gluons inside the proton and the W. If quark/gluon interactions conserve the
appropriate weak charge then there will be no correction at zeroth order since for the proton overall this charge
will not be changing. The CVC theorem states that the vector part of the lepton current is conserved, i.e. that
the strong force conserves the vector weak charge (does not renormalize the coupling) so that |gv| = 1. The
axial-vector current, on the other hand, is only "partially" conserved, which means that the strong force symmetry
responsible for conserving the axial-vector current is broken.

9A G-parity transformation involves charge conjugation (C) followed by rotation in isospin space around the I2
axis by π. Since the strong force is invariant under C and isospin rotations it is also invariant under G-parity (in
the limit that isospin symmetry is a good symmetry). G-parity violating interactions associated with the hadronic
sector are often termed second class currents since they do not occur naturally in the SM.

10While it is true that CVC gives gv = 1, what is directly measured in nuclear beta decay is actually gv and ga
times a nuclear matrix element (which is one for free neutron decay) so that λ, which is independent of the matrix
element, has become a common parameter in expressions for the correlation coefficients. Note also that sometimes
instead of gv a value of Gv = gvVudGF is quoted (and similarly for ga). Dealing with λ also removes the necessity
of making a distinction.
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one (hadronic interactions do not significantly alter the axial vector weak coupling) and
φ ≈ π, A should be small, and has been measured to be approximately 11%. Note
that measurement of A requires polarized neutrons so that A and a are complementary
measurements of ga. Taken together they can place limits on possible CVC violation
as well as the presence of second-class currents (i.e. currents associated with G-parity
violation). [33]

Fierz interference b = 0 in the SM but non-zero scalar or tensor couplings would provide a
non-zero value.

Spin-antineutrino asymmetry B = 2 |λ|
2−|λ| cos φ
1+3|λ|2 is near one so it is not very sensitive to λ,

but is sensitive to extensions of the SM, most importantly certain classes of left-right
symmetric models. Measurement of B requires polarized neutrons.

T-odd triple product D = 2 |λ| sin φ
1+3|λ|2 not only allows a measurement of the phase φ, but since it

is T-odd (time-reversal violating) and P-even (parity conserving) it is a complement to
EDM searches for CP violation. Measurement of D requires polarized neutrons.

Along with the correlation coefficients and the beta decay spectrum itself, the neutron lifetime
is another beta decay observable, given by

τn =
2π3h̄7

m5
e c4

1
f (1 + δR)(g2

v + 3g2
a)

, (5.9)

where f is a theoretical phase space factor and δR accounts for radiative corrections to the
tree-level expression.11 τn has been measured to be about 886 s. Note that a value for Vud can
be obtained by combining a measurement of A (or a) with a measurement of the neutron
lifetime. This is one of the motivations for the measurement of angular correlations in beta
decay since knowledge of Vud allows the unitarity of the CKM matrix to be tested. (Vub is
very small and so does not contribute at the current level of precision and Vus is well known
from kaon decay.) A failure of this test would be indicative of beyond the SM physics, e.g.
additional quark generations, right-handed currents, or the existence of an addition Z boson.
[1]

11There are radiative corrections (and recoil order corrections dominated by ga, gv, and gm) to the correlation
coefficients as well. The relations given above for each correlation coefficient in terms of λ pertain to the
zeroth-order (uncorrected) value.
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5.2 Measuring the Beta Asymmetry in Free Neutron Decay

5.2.1 Why the Free Neutron?

Choosing to study neutron beta decay rather than nuclear beta decay can be advantageous
since it eliminates nuclear structure effects which contribute theoretical uncertainty to the
measurements. Free neutron decay, for example, provides the cleanest system for extracting λ

and hence (assuming CVC) ga. This value alone is useful since it is an important parameter in
effective field theories, in the calculation of solar fusion reaction rates, and plays an important
part in understanding nucleon structure. [44] As indicated above, when combined with the
neutron lifetime a value of λ also provides a measurement of Vud and thus an important input
to the CKM unitarity test. Despite the fact that 0+ → 0+ superallowed nuclear beta decay
currently provides the most precise values for Vud,12 a complementary measurement is essential
for cross checks on systematics. What is more, the 0+ → 0+ superallowed measurements are
at present limited by theoretical uncertainties, while the precision achievable with the free
neutron is currently limited only by the ability of the experimenters to control systematic
effects.

5.2.2 General Measurement Strategy

At the simplest level, all that is required to measure the β asymmetry in free neutron decay
is the ability to perform spectroscopy on the electrons emitted by a sample of polarized
neutrons. That this is true can be seen by averaging over everything but the electron energy
and momentum in Eq. (5.8) and normalizing by the total beta decay rate, which results in

W(Ee, θ) = F(Ee)
(

1 + A(Ee) 〈P〉 β cos θ
)

, (5.10)

where P is the neutron polarization, β is the electron speed divided by the speed of light, and
θ is the angle between the neutron spin and the electron momentum.13 Eq. (5.10) demonstrates
that the total forward (0 ≤ θ ≤ π/2) decay rate R f is expected to be different from the total
backward (π/2 ≤ θ ≤ π) decay rate Rb, with the difference proportional to A. In particular,

R f − Rb

R f + Rb
= A 〈P〉

∫
dθ cos θ∫

dθ

∫
dE β, (5.11)

where the range of the integrals is determined by the detector acceptance and energy response.
Thus, an observation of the total forward and backward rates along with knowledge of

120+ → 0+ superallowed decays are pure Fermi transitions and so do not involve ga, thus providing Vud directly.
13The energy dependence of A comes from the energy dependence of the form factors. In particular, A(Ee) =

A0(1 + a0 + a−1/Ee + a+1Ee)(1 + δ), where the a’s are recoil order terms and δ is a radiative correction. [22]
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Figure 5.2: The ur-design of a beta asymmetry measurement. Note that since A < 0, electrons
have a greater preference for emerging anti-parallel to the neutron spin.

the average neutron polarization constitutes a measurement of A. One approach to this
measurement, depicted in Fig. 5.2, is to place detectors on either side of a well defined decay
volume. Collection of all the β particles emitted into a particular half-space can then be
accomplished by providing a static ∼1 T magnetic field that is coaxial with the detectors and
permeates the decay volume; such a field provides sufficiently small Larmor radii that any
electron emerging into either half-space will be transported to the appropriate detector. (A 1 T
field is also more than adequate to maintain the neutron polarization).

The design depicted in Fig. 5.2 is unfortunately not sufficient for a precision measurement
of A since any asymmetry in the response of the two detectors will clearly distort the physics
asymmetry (i.e. the value of A). This problem can be overcome if it is possible to observe
decays with the neutron spins both parallel and anti-parallel to the magnetic field. Doing so
allows two different forward and backward rates to be measured, the rates R↓f , R↓b with the

neutron spins anti-parallel to the magnetic field and the rates R↑f , R↑b with the neutron spins
parallel to the magnetic field. With these four rates it is then possible to form various super
ratios which provide for the cancellation of detector efficiencies to first order. For example, a
common super ratio is

RS =

√
R↓f R↑b −

√
R↑f R↓b√

R↓f R↑b +
√

R↑f R↓b
=

1−
√

S
1 +
√

S
, (5.12)
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with

S ≡
R↑f R↓b
R↓f R↑b

. (5.13)

Eq. (5.12) reduces to Eq. (5.11) when the detector efficiencies are equal (i.e. when R↑f = R↓b and

R↑b = R↓f ), and can be shown to provide cancellation of differing efficiencies to first order.14

[44]

5.2.3 Typical Measurement Systematics

The generic systematic effects in an experiment like the one just described involve the polar-
ization, background, and event reconstruction. Imperfect polarization will directly affect the
measured value of A since the product A 〈P〉 appears in Eq. (5.11). The precision with which
the neutron polarization is known will therefore limit the ultimate precision to which A may
be determined. (A precise measurement of both the polarization efficiency and the efficiency
of the process used to reverse the direction of the spins relative to the two detectors is therefore
necessary in general.) The presence of an asymmetric neutron generated background will also
distort the measurement of A: The usual beam (or reactor) generated, ambient, and cosmic
ray backgrounds can in principle be carefully measured in each detector with neutrons absent
from the experimental geometry and then subtracted from the asymmetry data. There can,
however, be a background component which exists only when neutrons are present. This
background is associated with neutrons that encounter bulk matter and undergo nuclear
capture, emitting gamma rays which in turn produce electrons via Compton scattering (in both
active and inactive regions of the detector as well as in the decay volume). These Compton
electrons can end up being mistaken for electrons from beta decay, and since this type of
background only exists when neutrons are present, it can be difficult to separate from the
beta decay signal. The rate beyond the beta endpoint after normal background subtraction
is generally taken to be indicative of this neutron induced background, but provides no real
information about its structure (in particular its asymmetry) below the endpoint.

A more subtle systematic effect results from any process which allows a beta particle to be
scattered from one half-space into the other, giving it a chance to be counted in the wrong
detector. Such backscattering processes will reduce the actual physics asymmetry and must
certainly be controlled (or understood) to a level below the required precision in A. Even
more troublesome is the fact that such processes, as well as energy loss and scattering in
non-active regions (e.g. detector windows), act to make the detection efficiency a function
of electron energy and angle. This effect has implications for the extraction of A since the

14In terms of this super ratio, A 〈P〉
∫

dθ cos θ∫
dθ

∫
dE β = 1−

√
S

1+
√

S
.
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Figure 5.3: Comparison of the various beta asymmetry measurements. The UCNA08 result
[60] and UCNA10 result [44] are the first measurements of the beta asymmetry with UCN.
All other measurements utilized a beam of cold neutrons and, with the exception of the 2006
PERKEO II result, [55] are tabulated by the Particle Data Group. [56] Results are tabulated in
terms of A0, obtained from A by correcting for recoil order (∼ −1.8%) and radiative (∼ 0.1%)
effects.

integrals in Eq. (5.11) become coupled through the geometry. In addition, the same processes
shift the electron energy so that the observed energy Eobs is different from the true energy
of the beta particle Etrue. The two quantities must therefore be related through a detector
response function, i.e. a probability density Γ(Eobs; Etrue) (recall that the emission angle of the
beta particle is not recorded) which encapsulates the detector efficiency function and provides
the probability for obtaining Etrue given Eobs. This function must be well understood in order
to accurately carry out the integrals in Eq. (5.11), and couples uncertainties in the energy
reconstruction (i.e. the determination of Eobs) to the determination of A.

5.2.4 Why a Measurement of the Beta Asymmetry with UCN?

There are a variety of ways to actually realize the measurement described in Section 5.2.2,
and until recently all such approaches utilized beams of cold neutrons, with the most precise
result coming from the PERKEO II experiment. [2] As Fig. 5.3 demonstrates, however, the
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cold neutron measurements are not all in good agreement, a situation that clearly calls for
a new measurement of A with complementary systematics. It turns out that an experiment
with UCN provides just such a complementary measurement, as shown by the following
comparison of the dominant systematic effects inherent in the two approaches:

Neutron generated background Neutron generated backgrounds are a source of concern for
cold neutron beam experiments since cold neutrons will readily undergo neutron capture
when they encounter bulk matter. Of course, the decay volume and beam geometry
in such experiments are arranged to minimize these interactions, and the detectors are
well shielded. However, since it is difficult to directly measure the neutron generated
background it is difficult to ensure that these measures are adequate. Because UCN have
a very low probability for neutron capture when they encounter bulk matter, neutron
generated backgrounds should be smaller for an experiment with UCN, although if the
UCN are significantly bottled in the experiment then this advantage is lessened. Bottling,
however, also increases the length of time that a neutron spends in the decay volume so
that the flux of neutrons into the experiment can be less than that required for a beam
experiment with the same observed total decay rate.

Polarization The polarization of cold neutron beams can be accomplished by utilizing either
the spin-dependent 3He absorption cross section (maximum polarization ∼ 60% for
reasonable transmission through the device, although polarizations greater than 99%
are achievable with reduced flux) or spin-dependent reflection from magnetized layers
(supermirrors). [42] (The supermirror polarizers, which produce a maximum polarization
of ∼99.7%, are currently the state of the art). This is in contrast to the essentially 100%
polarization which can be simply achieved for UCN as discussed in Chapter 3. Cold
neutron beam experiments also typically use radio frequency (rf) spin flippers to reverse
the direction of the neutron spin. Since the efficiency of this technique is inversely
correlated with neutron energy (see Chapter 6), the reversal of UCN spin direction
should be achievable with greater efficiency. Counterbalancing these benefits is the
fact that UCN suffer from an additional source of depolarization since they interact
repeatedly with confining surfaces. Of course, while one would prefer to have 〈P〉 = 1 so
that no correction to A is required, it is the precision with which the absolute polarization
is known that ultimately limits the precision to which A is determined. In cold neutron
experiments a crossed polarizer analyzer arrangement is typically used to measure
〈P〉 for both flipped and unflipped spin directions, which requires disentangling the
polarizer, analyzer, and spin flipper efficiencies (see, for example, Chapter 6). While it is
conceivable to implement such a measurement concurrently with the acquisition of beta
decay data, there is no indication in the literature that this has been done with either
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cold neutrons or UCN. In the case of an experiment with UCN, however, there is an
additional method which allows a direct in situ measurement of 〈P〉 (see Chapter 7). It
provides a run-to-run monitor of the neutron polarization as well as a measurement of
the actual average polarization across an entire data set.

Backscattering/Response Function Until UCN sources with significantly higher fluxes are
available, UCN β asymmetry experiments will most likely be forced to operate in bottling
mode. This means that the β particles will be required to traverse additional material in
comparison to a beam experiment with equivalent detectors, which introduces additional
complications into the evaluation of backscattering corrections and the response function
that are not present in a cold neutron experiment.

The dovetailing of systematics indicated by the above comparisons was one of the primary
motivations for the UCNA experiment, which has taken β asymmetry data using UCN since
2007 and will continue running at least through 2012.

5.3 Description of the UCNA Experiment

5.3.1 UCN Source

The UCNA experiment is currently mounted at Los Alamos National Laboratory (LANL)
and coupled to a solid deuterium (SD2) UCN source driven by the Los Alamos Neutron
Science Center’s (LANSCE’s) 800 MeV linear proton accelerator which is used to produce
spallation neutrons from a He gas cooled tungsten target. These spallation neutrons are
captured by a beryllium flux trap and undergo moderation in room temperature and cold
(20 K - 100 K) polyethylene before reaching the SD2 converter, which contains 2 L (maximum)
of less than 1.5% para deuterium held at ∼5 K on the axisymmetric corrugated bottom of a
vertical 58Ni-coated cylindrical UCN guide of height ∼1.3 m and diameter ∼0.2 m. Liquid
helium (LHe) is squirted onto the bottom of the guide from the outside to provide cooling for
the deuterium, and the boil-off gas is directed both around the outside of the source guide to
help reduce the thermal gradient along the (vertical) length of the guide as well as through
regions which allow for cooling of the cold polyethylene. A schematic picture of the source is
provided in Fig. 5.4. A flapper valve is located above the SD2 and remains closed, separating
the SD2 from the storage volume above it, except for a short window around each proton
beam pulse. This enhances the lifetime of UCN in the storage volume whose loss would
otherwise be dominated by interaction with the deuterium. Approximately 1 m above the SD2,
UCN from the storage volume are horizontally extracted into a series of 10.16 cm diameter
electropolished stainless steel (EPS) guides which run ∼5 m through two separated 45◦ bends
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Figure 5.4: Schematic representation of the UCN source utilized by the UCNA experiment.

(which suppress gamma background) to emerge from the shielding stack at right angles to
the proton beam direction. UCN flux into the experimental area is controlled by a gate valve
just downstream of the shielding wall, and adding deuterium to the UCN source is done
by introducing deuterium gas immediately upstream of this gate valve and allowing it to
cryopump into the bottom of the source guide. Associated with the gate valve is a 0.635 cm
diameter monitor hole located on the bottom of a (horizontal) section of UCN guide. This
monitor hole opens to a ∼1 m drop onto a 3He UCN detector15 called the Gate Valve Monitor
Detector (GVmon) which provides a signal proportional to the UCN density just outside the
shield wall.

Following the gate valve, the diameter of the EPS guides is stepped down to 7.62 cm
and UCN are directed through a thin foil16 which sits ∼0.7 m from the gate valve in a static
longitudinal 6 T magnetic field generated by the superconducting Pre-Polarizer Magnet (PPM).
The purpose of the foil is to separate the vacuum systems associated with the source and the
experiment so that, for example, the source may remain cold while the experiment is open to
air.17 The magnetic field produced by the PPM serves to accelerate one spin state through the

15The position of this gate valve monitor hole was downstream of the gate valve in 2007 but was moved upstream
of the gate valve for subsequent years.

16Originally the foil was Al, but Zr was eventually substituted since its greater strength allowed the foil to be
made thinner.

17The foil also keeps the potentially explosive deuterium gas contained in the event that the source boils off
unexpectedly.
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Figure 5.5: Schematic overview of the UCNA experiment. The red arrow by the stairs
indicates the direction of the view in Fig. 5.6.

foil18 since otherwise an appreciable part of the UCN spectrum would be lost.19 See Fig. 5.5
and Fig. 5.6 for an overview of this configuration.

5.3.2 UCNA Guide Geometry

The guide following the PPM safety foil may be considered the feed guide for the UCNA
experiment. It runs ∼1 m into a 60◦ elbow which connects to a device called the Switcher
that enables either one of two short guide elements to be connected to the next section of
downstream guide. As Fig. 5.7 illustrates, one of the guide elements connects the feed guide
to the experiment and so allows the experiment to be loaded with UCN. The second guide

18Data demonstrating this effect is presented in Appendix E.
19Since the UCN need to be polarized for UCNA, the fact that this field makes it more difficult for UCN whose

spins are aligned with the magnetic field to pass through the foil is immaterial. However, with this configuration
depolarization between the PPM and the primary polarizing field can reduce the flux into the experiment by up
to one-half (which is already approximately one-half the unpolarized flux at the gate valve since polarization is
accomplished by rejecting the spin-parallel component). This potential reduction in flux will be minimized as long
as there is a smooth transition with no field zeros between the PPM field and the primary polarizing field (and
material depolarization is small). The two fields are set to point in the same direction relative to the UCN guide
axis to provide such an environment. In 2010 all EPS guides between the PPM foil and the primary polarizing
field were also replaced with EPCu to reduce material depolarization in this region.
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Figure 5.6: Overview of the UCNA experiment.

element connects the experiment to a 3He UCN detector (called the Switcher Detector) which
allows UCN exiting the experimental apparatus to be counted. It is this ability to switch
from loading UCN to counting them as they emerge from the apparatus which allows in
situ measurements of the UCN polarization as discussed in Chapter 7. Note that when the
switcher is set to allow UCN exiting the experiment to be counted (the down position), UCN
upstream of the switcher may enter the Al body of the switcher. Since there are inevitably gaps
between the fixed guides and the movable guide elements through which such UCN may find
their way into the guide system, the gate valve is typically closed whenever the switcher is set
to the down position to minimize this switcher leakage signal. Sheets of polymethylpentene
(TPX), a good neutron absorber, were affixed inside the switcher body and on the downstream
side of the gate valve to further minimize switcher leakage. The switcher guide elements have
a diameter of 7 cm so that there is a second step-down in guide diameter at the upstream
entrance to the switcher.

Following the switcher are five coupled segments of 7 cm diameter UCN guide running for
a total distance of about 4 m. These guides pass first through the static longitudinal 7 T primary
polarizing field for the UCNA experiment which is produced by the AFP Magnet. Downstream
of this high field region, the AFP Magnet generates a highly uniform 1 T region required
for operation of an rf spin flipper which coaxially surrounds a diamond-like carbon (DLC)
coated quartz guide section. (Chapter 6 contains a detailed descriptions of the AFP Magnet
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Figure 5.7: Schematic depiction of the switcher’s action. Note that when set to allow UCN
exiting the experiment to be counted, UCN still present in the upstream guides are emptied
into the Al body of the switcher and may find themselves able to enter the guide system
through gaps between the fixed guides and the movable guide elements.

123



and the rf spin flipper system.) Downstream of the AFP Magnet is a second monitor hole
which admits UCN to a ∼1 m drop onto a magnetized Fe foil above a 3He UCN detector. This
Fe Foil Monitor (FeMon) is used to monitor the performance of the spin flipper as described in
Chapter 6. Transition between the final guide in this run and the guides which form the decay
volume is accomplished by an approximately 71 cm×2.73 cm×5.73 cm (length×width×height)
ID rectangular guide called the Square Guide. Permanent magnets placed top and bottom in
recesses at the center of this guide ensure no field zeros exist in the transition region between
the AFP Magnet fringe field and the 1 T decay volume field. Guides are connected by pressing
them together end-to-end and then holding them in place with couplers that use O-rings to
form a vacuum seal against the outside of the guides.20 A circular ∼7 cm diameter Cu plate
with a rectangular aperture which matches the square guide ID is held by a plastic mount at
the upstream end of the square guide and provides the round-to-square transition.

The decay volume is composed of three 1 m long, 12 cm diameter cylindrical guides
press-coupled together (via clamps attached to the outside of the guides) and coaxial with
the 1 T static longitudinal field generated by the split-coil Superconducting Solenoidal Magnet
(SCS). These decay trap guides, which are supported by a rail system inside the SCS bore, are
perpendicular to the guides through the AFP Magnet and are press-coupled to the square
guide at a rectangular opening in the center of the decay trap.21 The ends of the decay trap
are capped by thin foils coated with Be that are held by a plastic collimator with an 11.7 cm
aperture, and a monitor hole in the bottom center of the decay trap opens to a ∼1 m drop onto
a 3He detector called the SCS Monitor (SCSMon) detector which allows the UCN density in
the decay trap to be monitored.

Other than the 1 m guide section through the spin flipper which was left unchanged from
2007 to 2010, all guides downstream of the AFP Magnet entrance were electropolished Cu for
2007 - 2008 and DLC-coated Cu for 2009 - 2010. Fig. 5.8 gives more detail about the basic UCN
guide geometry and its modification history.

5.3.3 Beta Spectrometer

Each end of the decay trap is observed by its own beta detector comprised of a multi-wire
proportional chamber (MWPC), which gives position information, backed by a 3.5 mm thick,
15 cm diameter plastic scintillator coupled to four magnetically shielded photomultiplier tubes.

20In the case of the two joins inside the AFP Magnet, coupling sleeves which facilitate alignment during assembly
are utilized. The upstream sleeve is an Al coupler with a step in it that clamps to the upstream guide via an O-ring,
while the downstream sleeve is simply a plastic cylinder. Vacuum seals are not required because the entire AFP
Magnet bore is kept under vacuum. The guides exiting the AFP Magnet are held in place by O-ring seals at the
upstream and downstream sides of the magnet.

21A rectangular penetration into the SCS bore is required to minimize the coil separation thereby reducing field
inhomogeneity caused by the split-coil design.
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Figure 5.8: Schematic representation of the various UCNA guide geometries by year. EP
indicates electrolytic polishing and DLC indicates a diamond-like carbon coating over a
mechanically and then electrolytically polished surface. S indicates a stainless steel guide.

A β particle produced in the decay trap which does not undergo backscattering must therefore
travel through three windows (the decay trap window, the front MWPC window, and the
rear MWPC window) and the scintillator dead layer before its energy is measured by the
scintillator. In order to reduce energy loss in the MWPC windows, they are made as thin
as possible22 and the SCS field is tailored so that its magnitude drops to 0.6 T between the
end of the decay trap and the detector. This reduces the pitch angle of the β particles (i.e.
makes them more forward-directed) so that they experience less material as they pass through
the windows. This field expansion region also provides the advantage that β particles which
backscatter from an MWPC window have a ∼60% probability of being magnetically mirrored
back into the correct detector.23 The basic geometry of the spectrometer is shown in Fig. 5.9.

Energy calibration of the spectrometer is performed by inserting sealed radioactive sources
(e.g. 139Ce, 113Sn, or 207Bi) mounted on thin films24 through a load-lock system attached to
a port on the opposite side of the SCS from the square guide. Xe irradiated while frozen in
place of deuterium at the bottom of the source guide and then released into the spectrometer
is also used as a full-coverage calibration source. Since the gain and linearity of the eight
primary PMTs are not expected to remain constant in time, they are monitored in several
different ways. Information about PMT linearity can be obtained from the regular source

22Nominally a 6 µm aluminized mylar foil with a kevlar mesh for support.
23It also means that the map of particle positions recorded by the WMPC is a stretched version of the actual

distribution leaving the decay trap.
24Typically composed of 0.5 mg/cm2 mylar.
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Figure 5.9: Schematic representation of the UCNA β spectrometer and detector trigger logic.

126



calibration runs since the line sources used span a reasonable range of energies relative to the
β spectrum. Additionally, in 2010 a LED-based linearity monitoring system was put in place
which allows essentially continuous monitoring of PMT linearity. From 2007 - 2009 PMT gain
was monitored with a combination LED/radioactive source system which proved ineffective
due to unacceptably large variations in LED intensity, so that gain was stabilized using a
combination of the beta decay endpoint and the muon spectrum. In 2010 a Bi pulser system,
which uses a tiny bit of radioactive Bi painted onto a small plastic scintillator to produce stable
light output, was fiber-optically coupled to the light guides which connect the β scintillators
to the PMTs. This system allows precise gain stabilization without recourse to the muon or β

spectrum.
The MWPCs, while not a required element of the ur-experiment described in Section 5.2.2,

are nevertheless crucial in obtaining high-precision results from UCNA. In particular, these
100 Torr neopentane-filled detectors, which have a 2 mm wire spacing (comparable to the β

particle Larmor radius) in both the x- and y-directions,25 allow the precise selection of a fiducial
volume, i.e. a decay trap volume from which counts are accepted, defined by a radial cut
that excludes data beyond some maximum radius. By choosing a fiducial volume sufficiently
far removed from the decay trap walls, neutron generated background is reduced, and beta
decay events which have the potential to scatter from the collimator aperture are excluded. In
addition, since the MWPCs have a very low efficiency for detecting gamma rays, they also
provide substantial background rejection (∼1/40) simply by requiring an MWPC/scintillator
coincidence. (For comparison, muon veto cuts and cuts around the proton beam bursts reduce
the background by a factor of five.) The position reconstruction that the MWPCs provide
also allows a position-dependent gain map to be measured, significantly enhancing energy
calibration of the spectrometer.

The spectrometer muon veto system consists of a 2.5 cm thick plastic scintillator (the backing
veto) which sits directly behind each of the β scintillators and is fiber-coupled to an external
PMT, along with muon detectors which cover the top and sides of the SCS. On the west end of
the SCS both the side and top muon detectors are sealed drift tubes, [68] while on the east end
the sides are covered with drift tubes while the top is monitored by a large scintillator paddle.

5.3.4 3He UCN Detectors

Each of the four 3He UCN detectors used in conjunction with UCNA are multi-wire pro-
portional chambers filled with a mixture of 3He (partial pressure ∼10 mbar) and a stopping
gas (partial pressure ∼1000 mbar) as described in [54]. See Fig. 5.10 for a picture of one of

25This provides a spatial resolution of at least 2/
√

3 mm for the cathode wire planes. In practice, calculating the
charge distribution centroid increases this resolution.
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Figure 5.10: One of the 3He UCN detectors used for UCNA and its associated electronics.

these detectors and its associated electronics, and Fig. 5.11 for a schematic of the internal
configuration and electronics connections. The switcher detector is the only of the four UCN
detectors for which stability and low noise are especially crucial since this is the primary
detector used to characterize the small depolarized population generated during a beta decay
measurement. As a result, it is shielded from ambient thermal neutron background by a
borated foam wrapping. Also, since neutron detection relies on a conversion process and so
provides no information about the UCN energy, there is really no a priori reason to operate
a UCN detector over the range of voltages which provides the greatest energy resolution.
Therefore, since larger amounts of gas gain enhance the signal relative to microphonic and
electronic noise, the switcher detector was modified prior to the 2008 run cycle so that it could
operate at voltages ∼2500 V (i.e. well into proportional mode).26 Fig. 5.12 shows the result of

26Gas counters typically have three ranges of operation: (1) Ion chamber mode where the acceleration afforded
to charged particles by the electric field is insufficient to induce further ionization so that there is no gas gain and
the signals are small (significantly less than 1 V, for example). Ion chamber mode is characterized by a relatively
long detector response time (on the order of 0.01 s) and so for sufficiently high rates such a chamber is operated
in current mode where the signal is taken as proportional to the rate incident on the detector. (2) In proportional
mode the detector voltage is high enough that accelerated charged particles further ionize the gas, resulting in
larger signals (≥1 V) which are still proportional to the energy of the original charged particles. The collection of
charge is faster as well so that the response time is shorter (on the order of µs) so that a chamber operating as a
proportional counter may be operated in pulse mode where signals from individual particles are observed. With
sufficient detector voltage the ionization saturates even for small particle energies so that the signal is no longer
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Figure 5.11: (Top) Typical electronics connections for a UCNA 3He UCN detector. (Bottom)
Schematic representation of a UCNA 3He UCN detector’s internal configuration.
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this change. Various pulse-shape discrimination circuitry was also utilized to further reduce
electronic noise, and a proton beam veto was eventually implemented in 2008 for elimination
of beam induced background during polarimetry measurements. The resulting background
rate in the Switcher detector during polarimetry runs was on the order of 0.015 s−1.

5.3.5 Data Collection

The main trigger for the UCNA data acquisition (daq) system is a two-fold coincidence
between any two primary PMTs on the same side (i.e. east or west side). When such a trigger
is generated, there is a ∼130 ns window during which the delay time of any additional trigger
is recorded by a time-to-digital converter (TDC) operated in common stop mode (see Fig. 5.9),
which allows backscattering events to be reconstructed. Any UCN detector recording a count
also triggers a read-out of the daq. Although the specific UCNA data collection protocol
continues to evolve as the balance between systematics-related measurements and asymmetry
data collection is refined, in general it is characterized by five distinct run types:

Beta decay Gate valve open, proton beam on, switcher in through position, spin flipper on or
off depending on the polarization direction required in the decay trap. Typically these
runs have a duration of approximately one hour.

Background Gate valve closed, proton beam on, switcher in through position, spin flipper on
or off depending on whether the background for a flipper-on or a flipper-off β run is
being measured. Typically these runs have a duration of less than ten minutes.

In situ polarimetry Gate valve closed, proton beam off (to reduce background in the switcher
detector), switcher in the down position, spin flipper changes state during the run.
These runs always immediately follow a β run and are used to measure the equilibrium
polarization of the UCN population which was under observation during the beta decay
measurement. These runs last about six minutes.

Calibration Proton beam off. These measurements currently involve removing a plug from
the side of the decay trap (directly opposite the opening through which UCN enter)
that opens a hole allowing the insertion and (horizontal) translation of a paddle holding
several radioactive sources. All operations are carried out through a load-lock system
which allows insertion and removal of the plug and paddle without breaking the decay
trap vacuum. Calibration runs are typically carried out once or twice each day.

proportional to the energy deposited in the detector gas. This is called Geiger-Muller mode. The shift from ion
chamber mode to proportional mode occurs around 1000 V. [41]
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Ex situ polarimetry This comprises a variety of runs, detailed in Chapter 7, which serve to
measure various polarimetry-related quantities as well as to increase statistics in the
determination of the equilibrium polarization, but they are not directly associated with
beta decay data collection. This type of run is carried out somewhat sporadically, but
should ideally occupy one or two weeknights each week.

Of these five types of runs, the beta decay, polarimetry, and background runs together form
the basic unit which comprises a β asymmetry measurement. In particular, a β asymmetry
run is characterized by two such units, one with the spin flipper off and the other with it on.
In order to cancel temporal (quadratic) drifts due to changing conditions in the experimental
area, β asymmetry runs are organized in an octet form with "A" and "B" quartets defined as
follows:

A : BonβonD → BoffβoffD → βoffDBoff → βonDBon

B : BoffβoffD → BonβonD → βonDBon → βoffDBoff

where the superscripts indicate whether the spin flipper is turned on or left off during the run.
A complete β asymmetry run segment is formed from either an A quartet followed by a B
quartet (an A→ B octet) or a B quartet followed by an A quartet (a B→ A octet). Especially
on weekends (when UCNA gets the beam both day and night), a run segment is begun by
randomly choosing the type of octet (A→ B or B→ A) with which to start and is completed
when both types of octets have been performed. A new run segment is then initiated by a new
random choice of beginning octet type.

Beta asymmetry measurements were performed as described above each year from 2007 to
2010. The data from 2007 and from 2008+2009 has been analyzed and the results are shown in
Fig. 5.3. The analysis of beta decay data from 2010 is ongoing, and UCNA is about to enter its
fifth year of β asymmetry data collection. Significant changes for this fifth year of running
include:

(a) Replacement of all the guides between the switcher and the SCS. The old guides were
degraded, apparently, when the spin flipper rf ionized neopentane present in the system
due to a leak in one of the MWPC windows. Careful replacement of these guides may
lead to smaller gaps in the section through the AFP Magnet, and will provide the first
opportunity to upgrade the DLC spin flipper guide to one with a thicker DLC coating
(and thus higher material potential).

(b) Installation of a shutter between the AFP and SCS magnet that will enhance the precision
with which polarimetry can be performed.
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CHAPTER 6

A High-Field Adiabatic Fast Passage Ultracold Neutron Spin Flipper for the

UCNA Experiment

Precision measurement of the β asymmetry in free neutron decay depends critically on some
method of reversing the neutron polarization direction. As discussed in Chapter 5, that
reversal allows, among other things, constant differences in detector efficiencies to be removed
to first order. In principle, reversal of the polarization direction can be accomplished by
changing the direction of the holding fields, but that procedure is typically slow (in UCNA
it would involve, at minimum, ramping the SCS twice as well as physically switching the
magnet leads) and more importantly can itself induce changes in the relative efficiencies of the
detectors which mitigates the effectiveness of the change. For this reason, the usual approach
is to employ a spin flipper, a device which reverses the direction of neutron spin relative to the
local magnetic field.1 In the case of an experiment with UCN, the use of such a device provides
the added advantage of allowing a direct in situ measurement of the equilibrium neutron
polarization following each beta decay measurement cycle (a topic taken up in Chapter 7).
Neutron spin flippers typically work by the application of spatially and/or temporally varying
magnetic fields superimposed on a static field, with temporal variations often generated by
radio frequency (rf) devices. This chapter reviews the physics of such devices and then details
the construction, initial testing, and continued use of the actual spin flipper employed in the
2007 - 2010 UCNA measurements.

1As long as the ambient field changes slowly enough, the ẑ-component of the spin then remains unchanged as
the neutron makes its way to the decay volume.
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6.1 Adiabatic Fast Passage Spin Flipping

Using a combination of static and dynamic magnetic fields to manipulate populations of spins
is the basis of nuclear magnetic resonance (nmr), and hinges on the well known fact that for an
object with spin angular momentum S in a magnetic field H , S ·H is an adiabatic invariant of
motion, i.e. spins tend to follow the local magnetic field as long as that field does not change
too rapidly. [3] The typical situation in nmr is to use a static holding field of magnitude H0 to
polarize a sample of spins, in conjunction with a smaller perpendicular field of magnitude
H1 rotating around H0 with angular frequency ω to manipulate them. The ability of the
smaller H1 field to affect the dynamics of the spins’ evolution is due to a resonance effect
which may be understood intuitively by viewing a spin from a frame which rotates around
H0 with angular frequency equal to the Larmor precession frequency ωL of the spin in H0

(ωL = −γH0, where γ = −1.832× 108 T−1s−1 is the gyromagnetic ratio for a neutron). In that
frame the field H0 must vanish since no precession of the spin due to H0 will be observed,
which means that if H1 is also rotating with angular frequency ωL it will appear static and
the spin will precess solely around it. In the lab frame the spin will be reoriented due to
both its precession around H1 and the rotation of H1 itself. H1 will continue to dominate the
spins’ evolution in the rotating frame (and thus have the ability to reorient the spin in the lab
frame) as long as ω−ωL is not too large, i.e. as long as the movement of H1 in the rotating
frame does not violate adiabaticity. For example, a rotation of the spins through an angle
θ = −γH1∆t = ω1∆t may be accomplished by turning on a perpendicular H1 field rotating
with angular frequency ω = ωL for a time ∆t. In the case of a monochromatic, collimated
polarized particle beam where the polarization state is maintained by a static holding field
B0, this technique finds application by simply arranging for a region of length ∆z = v∆t (v
the particle speed) along the beam path containing a B1 field rotating with angular frequency
ω = −γB0.

Despite its application to π-flips in, for example, the neutron resonance spin echo technique,
[25] the approach just described is not appropriate for continuous broad-spectrum neutron
beams and is thus especially difficult to apply to UCN with their slow characteristic speeds
and essentially gas-like behavior. In 1970 V. Luschikov suggested that another technique
from nmr called adiabatic fast passage, where the rotation frequency of the H1 field is swept
through the resonance at ω = ωL in order to produce a π-flip in a sample of spins, might be
utilized to produce in-beam spin flipping over a wide range of velocities and thus an effective
UCN spin flipper. [47] Instead of changing the H1 rotation frequency, however, the idea
was to give the holding field B0 a monotonic gradient so that as a neutron travels along the
region of non-zero B1 its Larmor precession frequency due to B0 is a single-valued function of
position, ωL = ωL(z), forcing its Larmor precession frequency to be either always increasing
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Figure 6.1: BII is the total field observed in a frame rotating with angular frequency ω (frame
II) which results from the superposition of a static field (B0) and a rotating field (B1) in the
laboratory frame (frame I).

or decreasing (depending on the direction of travel). If the rotation frequency ω of B1 is then
chosen to be equal to ωL(zr) at a point zr inside the region of non-zero B1, it turns out that a
spin which passes completely through the rotating-field region, regardless of the direction
of travel, will undergo a π-flip irrespective of its actual trajectory as long as adiabaticity is
maintained. If, on the other hand, the spin does not pass completely through the non-zero
B1 region, i.e. if it scatters back out the way it came, then its spin direction will remain
unchanged.

Abragam [3] demonstrates this effect by considering a region in empty space with a total
magnetic field given in the lab frame (frame I, see Fig. 6.1) by

BI = B0(z) ẑI + B1(z) [cos (ωt) x̂I + sin (ωt) ŷI] , (6.1)

where B1(z) ≡ 0 for z < z1 and z > z2, and with B0(z) monotonic on [z1, z2]. In a frame
rotating about the z-axis with angular frequency ω (frame II), the total magnetic field appears
as (taking the x̂I I-axis along B1) [3]

BII =

(
B0(z) +

ω

γ

)
ẑI + B1(z) x̂II (6.2)

so that in frame II the angle between BI I and the z-axis is given by (see Fig. 6.1)

tan θ =
B1(z)

B0(z) + ω
γ

. (6.3)
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Figure 6.2: Figure of merit considerations. Upper: Angle relative to the z-axis made by the
total field as observed from the rotating system (blue, #1) for a B0 gradient of 0.1 G/cm and a
varying B1-field profile (dashed plot) centered on the point where B0 = −γω. Superimposed
is a plot of the adiabaticity parameter α under the same conditions for a neutron with a
longitudinal speed of 500 cm/s (orange, #2). Lower left: Inefficiency envelopes predicted by
assuming a constant α equal to αmin for a constant B1 = 1 G case (blue, #2) and for the varying
B1 case depicted in the upper plot (orange, #1). Lower right: Spin flip inefficiency calculated
in the constant-α case as a function of B0 gradient for 500 cm/s UCN experiencing the constant
B1 field (blue, #2) and the varying B1 field (orange, #2).

Considering a location zr ∈
(
z1, z2

)
where ω = −γB0(zr) (i.e. the rotation frequency of B1

matches the spin’s Larmor precession frequency in B0) and noting that zr must be unique, we
see that so long as B1(z) 6= 0 until such time as

(
B0(z) + ω

γ

)
� B1(z), the field BII will rotate

through 180◦ for complete passage in either direction through the non-zero B1 region. This
occurs because while Eq. (6.3) demands that BII ‖ ẑI far enough from zr on either side of the
resonance (since B1 = 0 for z < z1 and z > z2), the denominator must change sign as the spin
passes through the point zr where B0 = −ω/γ. If this rotation of BII occurs slowly enough,
the spin will adiabatically follow BII, resulting in a π-flip since BII begins and ends parallel
to the ẑI-axis but must rotate through 180◦. Note that the direction of travel simply changes
whether BII is initially parallel or anti-parallel to the z-axis (and the spin), but not the fact that
the spin is rotated through 180◦. Fig. 6.2 shows the behavior of θ(z) for a single pass through
an adiabatic fast passage device with a spatially varying B1-field profile.
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The parameters which affect whether the change in BII is slow enough to maintain
adiabaticity are the speed of passage and the gradient of B0, since both control the rate at
which BII rotates, and the magnitude of B1 since larger fields might be imagined to hold spins
more effectively. In order to see how these parameters enter the problem explicitly we may
follow Robiscoe [69] (although here we take frame I as the lab frame, which simply amounts
to an additional phase) and solve the Schrödinger equation for the spin wavefunction of a
spin- 1

2 particle. This is most easily done by transforming to a system (frame III) in which the
ẑIII-axis is along BII. In this frame, where the spin simply precesses about BII with BII fixed in
direction, the dynamics of the spinor components are given by(

ṡ+III
ṡ−III

)
=

iγ

2
BII

(
s+III
−s−III

)
+

θ̇

2

(
s−III
−s+III

)
, (6.4)

where

BII(t) =

√(
B0(t) +

ω

γ

)2

+ B2
1(t) (6.5)

and

θ̇ = γ
−γB1Ḃ0 + Ḃ1 (ω + γB0)

(ω + γB0)
2 + (γB1)

2 , (6.6)

with the time dependence in B0(t) and B1(t) due to the spatial dependence of the field coupled
to the (classical ballistic) motion of the particle. The first term in Eq. (6.4), which does not
mix the spinor components, simply evolves the spin’s precession around BII; if it dominates
the evolution then the spin state will remain fixed relative to the ẑIII-axis (i.e. BII) and hence
the spin will be flipped upon passage through the B1-field region since the direction of the
ẑIII-axis rotates through π. The second term, on the other hand, mixes the spinor components
and so can lead to non-preservation of the spin state, i.e. to the spin not being flipped. It is
reasonable, then, to define the adiabaticity parameter

α =
|γ|BII∣∣θ̇∣∣ (6.7)

as the ratio of the magnitude of the two terms in Eq. (6.4). When the first term dominates,
i.e. when the Larmor precession frequency about the field observed in frame II is very large
compared to the rate at which that field is changing (α � 1), a spin flip is very likely. On
the other hand, if the Larmor precession frequency about BII is small compared to the rate of
change of BII (the second term dominates) a spin flip is unlikely.

In order to be quantitative about the probability of a spin flip, one can numerically integrate
the spin evolution equations for realistic spatial dependences in B0(z) and B1(z). It is useful,
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however, to have an analytic expression for the spin flip efficiency in order to gain some feeling
for the relative contributions of the physical parameters of importance, i.e. speed of passage,
B0 gradient, and B1 magnitude. In fact, a simple analytic expression for the spin flip efficiency
ε may be obtained under the assumption that passage through the B1-field region happens
with α = const. In particular, re-writing Eq. (6.4) in terms of the independent variable θ leads
to [69]

ε = 1− 1
κ2 sin2

(π

2
κ
)

, (6.8)

with
κ =

√
1 + α2, (6.9)

so that in this special case the spin flip efficiency ε is always greater than or equal to 1− 1/κ2.
Considering for a moment the case of a constant B0 gradient and a constant value of B1

(assumptions incompatible with a constant α), it follows from Eq. (6.5) that BII takes on a
minimum value at resonance, i.e. at the point zr. On the other hand Eq. (6.6) dictates that
θ̇ is maximum at resonance. As a result, the adiabaticity parameter α must necessarily be a
minimum there, i.e. it is at resonance that it becomes most difficult to satisfy adiabaticity.
Selecting this on-resonance value of α as the value to be used in Eq. (6.8) (i.e. pretending that
the smallest adiabaticity parameter for the constant B0 gradient, constant B1 case is actually
the adiabaticity parameter everywhere) and assuming the B0 gradient is small enough that
changes in the speed v with which the spin traverses the B1-field region may be neglected (an
important consideration for UCN) so that Ḃ0 = (OzB0) v, we obtain

ε > 1− (OzB0)
2 v2

(OzB0)
2 v2 + γ2B4

1

. (6.10)

The efficiencies predicted by Eq. (6.10) (or more generally by Eq. (6.8) in the non-constant
B1 case where the minimum α does not necessarily occur at the resonance point) are expected
to provide a lower bound for the actual spin flip efficiency and may be used as a figure of merit
for the evaluation of a particular adiabatic fast passage spin flipper system. Fig. 6.2 provides
some specific examples. Note that when the B1 field has a strong spatial variation, care must
be utilized when applying Eq. (6.10) as a figure of merit. In particular, while Eq. (6.10) makes
it appear that high spin flip efficiencies are correlated with small B0 gradients, in the case of a
spatially varying B1 field where the minimum α may be separated from the resonance point,
Eq. (6.6) indicates that decreasing the gradient too much can cause a decrease in the flipping
efficiency. Fig. 6.2 demonstrates this effect. Nevertheless, for a suitable B0-field gradient and
sufficiently large rotating fields, Eq. (6.10) suggests that the flipping efficiency for an adiabatic
fast passage scheme may be made quite high over a wide band of neutron speeds. In fact,
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practical adiabatic fast passage spin flippers have been constructed for use with UCN as well
as thermal and cold neutron beams. [9] Reported efficiencies for such cold neutron flippers are
ε = 0.99± 0.01 for a device used at the Nuclear Physics Institute in Saint-Petersburg (PNPI)
in, among other things, neutron decay angular correlation measurements with cold neutrons,
[9] and ε = 0.9993(1) (stat) for the flipper used with the PERKEO II spectrometer [61], in
which the highest-precision measurement of the β asymmetry to date using cold neutrons was
performed.

6.2 Theory of the Birdcage Coil

UCN are particularly amenable to adiabatic spin flipping due to their low characteristic speed
(cf. Eq. (6.10)), so that the success of the PNPI and PERKEO II cold neutron spin flippers
suggests that an adiabatic fast passage spin flipper would be ideal for the UCNA experiment.
The PNPI and PERKEO II flippers, however, operate in B0 fields of a few mT, requiring
operational frequencies in the kHz range. In the UCNA experiment, on the other hand, the fact
that field gradients can substantially alter the UCN kinetic energy in a spin-dependent way
must be recognized when selecting the B0 field for the flipping region, which sits between the
1 T SCS field and the 7 T polarizing field of the AFP Magnet. The AFP Magnet was therefore
designed to provide a spin flipping region with an ambient field of 1 T (see Fig. 6.3) so that the
UCN kinetic energy in the decay trap would be the same for both spin states. One consequence
of this choice is that the UCNA spin flipper must operate near 29 MHz, a frequency large
enough that highly efficient devices become necessary in order to produce reasonable B1-field
strengths with minimal rf input power. The UCNA spin flipper is therefore based on an rf
cavity, called a birdcage coil resonator, proposed initially by Hayes in 1985 for use in medical
magnetic resonance imaging (MRI) [32] and which has since become ubiquitous in both MRI
and nmr technology due to its high efficiency (implying an excellent signal-to-noise ratio in
receive mode) and superior field homogeneity.

The design of a birdcage resonator is predicated on the observation (easily verified via the
Biot-Savart Law) that a sinusoidal distribution of surface current

σ(φ, z) = σ0 sin (φ) ẑ (6.11)

on a cylindrical surface

S =


r = r0

0 ≤ φ ≤ 2π

−∞ < z < ∞
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Figure 6.3: A to-scale drawing of the experimental geometry showing the longitudinal B0-
field magnitude (calculated by scaling and combining profiles measured individually for
the main coil and each shim coil) with the linearized approximation used for Monte Carlo
calculations (upper plot) and an enlarged view of the uniform 1 T region for 0.1 G/cm shim
coil settings with the longitudinal rf field profile superimposed (lower plot). Dark shading
indicates electropolished stainless steel guides and light shading indicates DLC-coated quartz
guides.
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produces a transverse field everywhere inside S given by

B(r, φ, z) = Bt x̂, (6.12)

where the +x-axis is in the radial direction and passes through φ = 0. In other words, the
field everywhere inside the cylinder is uniform, with the field at the origin pointing towards
one of the current nodes. Varying the current density sinusoidally in time, i.e. forcing

σ (φ, t) = σ0 sin (φ) sin (ωt) ẑ, (6.13)

imposes the same variation on the transverse field, allowing it to be decomposed as

B = Bt sin (ωt) x̂ =
Bt

2

[{
sin (ωt) x̂ + cos (ωt) ŷ

}
−
{

sin (−ωt) x̂ + cos (−ωt) ŷ
}]

, (6.14)

i.e. as two fields of magnitude Bt/2 = B1 rotating in opposite directions with angular frequency
ω. Surrounding a longitudinal static field with this current density therefore provides the
requisite fields for adiabatic spin flipping as discussed in Section 6.1, albeit with an additional
B1 field rotating with angular frequency −ω. As can be seen from Eq. (6.2), however, as long
as B1 is small compared to B0 this counter-rotating field will be so far off resonance as to
produce virtually no effect.2

In essence, a birdcage coil creates a discretized approximation to the surface current of
Eq. (6.13) by evenly spacing N (N even) straight parallel conductors called rungs around the
surface of a cylinder (see Fig. 6.4) and providing coupling between neighboring rungs to
produce N meshes. There are a number of approaches to coupling the rungs together, but
although other possibilities exist they generally fall into two main categories: low-pass and
high-pass. Low-pass designs feature conducting end-rings at the top and bottom of the coil to
which the rungs are capacitively coupled. High-pass designs, on the other hand, capacitively
couple each rung at the top (or at both the top and bottom) to its two nearest-neighbor rungs
(forming a capacitor ring). In either case the connected structure is resonant, sustaining a
sinusoidal standing wave when driven at the appropriate frequency.

A lumped-element model is useful for understanding how such a device produces the
required current distribution. Fig. 6.4 presents a model of an eight-rung high-pass birdcage coil
similar to the UCNA resonator, where the impedances Zi are taken to be a series combination
of a capacitance Ci (corresponding to the capacitor connected physically between rungs) and
an inductance Li (corresponding to the self-inductance of a capacitor ring element). The rung

2Specifically, the counter-rotating field produces a relative shift in the resonance frequency of
(

B1
2B0

)2
, the

Bloch-Siegert shift, as well as the addition of higher order resonances for ω = γB0
2n+1 , n an integer. [3]
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Figure 6.4: The eight-rung high-pass UCNA birdcage resonator (left), a lumped-element
circuit model indicating connections for end- and rung- driving schemes (right), and the
birdcage rf shield (bottom) are shown. The impedance Zi = 1

iωCi
+ iωLi (representing a

capacitor and inductor in series), where Ci corresponds to the capacitance of the capacitor
connected physically between the rungs, Li represents the self inductance of the ith capacitor
ring element, and ω is the driving frequency. Mi represents a combination of the rung self
inductance and mutual inductance between adjacent meshes.
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inductances Mi account for both the rung’s self inductance and the mutual inductance between
the (i− 1)st and ith meshes. While perfect fidelity is not possible with the simple diagram in
Fig. 6.4, and a great deal of work has been done on calculating the effect of more detailed
couplings in such a geometry, [89] for the present purposes the model of Fig. 6.4 suffices
despite the fact that it explicitly ignores, for example, flux coupling between non-adjacent
meshes as well as any flux coupling between end-ring elements. Thinking of the circuit in
Fig. 6.4 for the moment as a transmission line formed by a series of identical π-sections, and
recalling that each π-section will impart a phase shift ϕ0(ω) to a traveling wave of angular
frequency ω, [51] it is clear that if Nϕ0 equals a multiple of 2π, the phase of a wave at the input
of the line will be equal to the phase at the exit. Since the birdcage geometry has the input and
output physically connected, it can therefore support standing waves, and a standing wave
with one wavelength spanning the network will provide the necessary current distribution in
the rungs.

Since a birdcage resonator is generally designed with some specific frequency target for
the fundamental (or nmr-useful) modes (29.2 MHz in the case of UCNA), and since exciting
modes other than the fundamental is to be avoided, it is important to know the resonance
spectrum in terms of model parameters. A mesh analysis of the lumped-element circuit in
Fig. 6.4 turns out to be a fruitful approach for accomplishing this task since it lends itself nicely
to understanding the unavoidable effects of broken symmetry in an actual device. Tropp [87]
carries out such an analysis for a low-pass birdcage. In the high-pass case, the mesh equation
for the nth mesh on a perfectly symmetric resonator (i.e. Ci = C, Mi = M, and Li = L for all i)
is

In

[
Cn Mn−1 + CnLn + Cn Mn −

1
ω2

]
− In−1 [Cn Mn−1]− In+1 [Cn Mn] = 0, (6.15)

where ω is the angular frequency of the excitation. The N mesh equations are equivalent to
an eigenvalue problem

Ĥ |j〉 = 1
ω2 |j〉 , (6.16)

where the kth component of Re [|j〉] gives the current in the kth mesh. Diagonalizing Ĥ gives
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eigenvectors and eigenvalues (for j = 1, . . . , N)

|j〉 = eiϕ0√
N



e
2πij

N

e2 2πij
N

e3 2πij
N

...

eN 2πij
N


ωj =

1√
C
[
2M+L−2M cos 2π j

N

] ,

(6.17)

where ϕ0 is an arbitrary phase which becomes fixed once the system is driven. Note that of
these N normal modes there are N/2− 1 degenerate pairs

{1, N − 1}, . . . , {N/2− 1, N/2 + 1}

corresponding to the two possible directions of wave propagation, plus two non-degenerate
modes {N/2, N}. Since |j〉k contains the current in the kth mesh, the current in the kth rung is

Ik
j = Re

[
|j〉k − |j〉k+1

]
=

4√
N

sin2
(

π j
N

)
cos

(
2π j
N

k + ϕ0 + ϕj

)
(6.18)

where ϕj is a mode-dependent phase (identical for any pair of degenerate modes). Note that
it is the fundamental modes j = {1, N − 1} which create the discretized current variation
we desire. Also note that these nmr-useful modes possesses the highest frequency of all the
degenerate modes. (In a low-pass resonator the nmr-useful modes appear at the smallest
degenerate-mode frequency.)

Since it is unlikely that the actual realization of a birdcage resonator will be perfectly
symmetric, i.e. that each mesh will be electrically equivalent, it is helpful during the design
process to have some idea of what to expect in the non-symmetric case. As the physical
capacitors might be expected to provide the largest source of an asymmetry, especially in
directly driven coils, it is reasonable to consider a perturbation of the kth capacitor

Ck −→ Ck(1− δ). (6.19)

The first-order shifts in eigenfrequency are then obtained via the standard techniques of
degenerate perturbation theory to be{

∆ωj = 0 for j = 1, 2, 3, . . . , N
2 − 1

∆ωj = ωj

(
1√

1−δ/4
− 1
)

for j = N
2 + 1, N

2 + 2, . . . , N − 1.
(6.20)
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Importantly, the perturbation does not disrupt the current distribution to first order (see Tropp
[87] for a discussion of the effect on the current distribution in second order), but it does fix
the polarization of the modes, i.e. the physical location of the current nodes. Specifically, for
the mode j the perturbed eigenstates are

|j+〉 = 1√
2
(|j〉+ |N − j〉) (∆ω 6= 0)

|j−〉 = 1√
2
(|j〉 − |N − j〉) (∆ω = 0)

(6.21)

which leads to rung currents for mode j of

Ik
j+ = 2eiφ0√

N

√
1− cos 2π j

N cos
( 2π

N jk + φj
)

Ik
j− = 2eiφ0√

N

√
1− cos 2π j

N sin
( 2π

N jk + φj
)

.
(6.22)

So, a non-symmetric N-rung birdcage coil is characterized by N non-degenerate modes with
the two nmr-useful modes {1, N − 1} being close in frequency and having their current nodes
separated by 90◦ so that they produce transverse magnetic fields at right angles to each other.

6.3 The UCNA Spin Flipper

6.3.1 Physical Construction of the Birdcage Resonator

The physical design of the UCNA spin flipper was predicated on several operational require-
ments, the primary one being the capability of producing transverse fields approaching 5 G (i.e.
a B1 field of 2.5 G), which Eq. (6.10) indicates leaves a good safety margin for 99.9% efficient
spin flipping of 8 m/s neutrons in a 0.5 G/cm B0-field gradient (the nominal gradient in the 1 T
region of the AFP Magnet without utilizing shim coils). This specification, in conjunction with
a required operational frequency near 29 MHz, meant that the device would likely need to
tolerate several hundred watts of input power. As a result, a high-pass design utilizing 1/4 in.
Cu tubing for the rungs and solid Cu segments for end-ring elements was selected to allow for
easy water cooling and to provide adequate thermal mass. (A low-pass coil in which capacitors
must be located between the rungs and the end-rings is not as straightforward to cool.) The
rungs were held in place by nylon manifolds which allow chilled water to be introduced
into one rung, flow serially through the intervening rungs, and then be extracted at the final
rung (see Fig. 6.4). Since maximizing the rf field seen by the neutrons for a particular input
power necessitates holding the Cu tubes close to the neutron guide, the plastic water-cooling
manifolds were designed to fit closely around a 6.985 cm OD diamond-like carbon (DLC)
coated quartz neutron guide tube. This resulted in the Cu tubes forming a cavity of diameter
8.74 cm.
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Table 6.1: The relative change in field magnitude between the center and end of a cylinder
of radius r with a continuous sinusoidal current distribution as described by Eq. (6.11) for
various cavity lengths. Also tabulated is the longitudinal distance from the center of the
cylinder which results in a 1% change in the field.

l = r l = 2r l = 4r

B1(0)−B1(l)
B1(0)

0.57 0.83 0.95

∆z such that ∆B1
B1(0)

∼ 0.01 0.10r 0.16r 0.40r

As Eq. (6.17) shows, the frequency of the fundamental mode in a birdcage is set by the
value selected for the capacitors as well as by the rung and end-ring inductances. Given a
required operating frequency, a value for the capacitors is typically chosen to get as close
as possible to the desired resonant frequency, and then fine tuning of the fundamental is
accomplished by changing the distance between the end-rings, thereby changing the value of
M. Often high-pass birdcage coil designs used for nmr feature capacitor rings on both ends
of the birdcage, which enhances longitudinal field homogeneity. However, since capacitor
rings in prototype models of the UCNA spin flipper turned out to be difficult to move along
the rungs without damaging the solder joints, the UCNA birdcage has an in-practice fixed
capacitor ring and a movable, solid Cu tuning ring clamped to the rungs. 820 pF capacitors
were chosen for the capacitor ring to yield a cavity (after adjustment of the tuning ring) whose
length was approximately twice the diameter. Keeping the volume of the cavity small had
the advantage of enhancing the field produced for a given input power as well as limiting the
distance over which the B0-field gradient needed to be controlled. The downside of a "short"
cavity is in reduced homogeneity (see Table 6.1), but as rf field homogeneity was of secondary
importance compared to field strength the trade-off was deemed acceptable.

The number of rungs used in the construction of the birdcage was an important design
criterion as well. Having more rungs enhances the fidelity of the discretized approximation to
the current distribution of Eq. (6.11) and thus the rf field homogeneity. However, increasing
the number of rungs also increases the number of lumped circuit elements and therefore
energy loss in the device. There seems to be no consensus in the literature as to an ideal
number of rungs since birdcage coils used in nmr are built for a wide variety of frequencies,
on a wide variety of scales, and for a number of different drive arrangements. Crozier et al.
[16] studied the effect that varying the number of rungs in high-pass birdcage resonators with
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dimensions similar to the UCNA birdcage had on the coil quality factor Q, defined as

2π × 〈energy stored〉 /(energy lost per cycle).

It was found that birdcages with twelve and sixteen rungs had Q-values roughly half of those
measured in eight-rung designs. Although the birdcages in the Crozier study were tuned
to resonate at ten times the frequency of interest for UCNA (as well as driven differently),
prototype UCNA birdcages of eight- and sixteen- rungs demonstrated a similar trend, with
the sixteen-rung versions producing about half the rf field as the eight rung varieties. As a
result, rf field magnitude was again selected over homogeneity for the UCNA birdcage, which
was built with eight rungs.

In order to further minimize energy loss, high-Q porcelain multilayer capacitors from
American Technical Ceramics (ATC100C821GMN1000XC) which are designed for high power
rf applications were used in construction of the UCNA spin flipper. It was possible to obtain
these capacitors with microstrip leads, which facilitated their connection between the solid Cu
elements forming the bulk of the capacitor ring and allowed for sufficient flexibility during
thermal expansion to prevent damage to the capacitor ring solder joints. Actual assembly of
the birdcage was relatively straightforward, although care was required to produce robust
and consistent solder joints between the capacitors and the Cu capacitor ring elements. Since
the capacitor rings were somewhat fragile when unsupported, the rungs were first connected
to the water cooling manifolds, the tuning ring installed to correctly align the rungs, and then
the capacitor ring was assembled in place on the rungs. Soldering was performed with a
resistance-soldering station and with the upper manifold immersed in water to prevent heat
damage to the plastic. Prior to attaching a capacitor between two capacitor ring elements, the
capacitor’s microstrip leads were trimmed and pre-tinned, the capacitor ring elements were
cleaned with alcohol, and flux was applied to the surfaces on which the microstrip leads were
to be attached. Following assembly of the capacitor ring and with the tuning ring removed, the
capacitance across each section of the birdcage was measured with a standard DVM in order
to check for any electrical asymmetries. Any section showing a variation from the nominal
value of 0.96 nF had its capacitor replaced. This process was repeated until each section’s
capacitance agreed to within the precision of the DVM (∼ ±0.005 nF).

6.3.2 Balanced Drive and the RF Shield

It is generally observed that a closely-coupled rf shield around a birdcage dramatically affects
the performance of the coil by, for example, reducing the Q-value of the system and causing
shifts in the resonance spectrum. [17, 18] Since the birdcage unit (outer diameter of 8.74 cm)
must fit inside the AFP Magnet bore (inner diameter 12.7 cm), the presence of the bore would
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certainly alter the operation of the coil, necessitating in situ tuning. The addition of a grounded
rf shield remedied this problem, not only allowing for stable, consistent operation regardless
of the surrounding environment, but also preventing contamination of β detector signals with
rf noise.

Fig. 6.4 shows the cylindrical Al rf shield used for the UCNA spin flipper, which has an
outer diameter of 12.065 cm (wall thickness 0.15875 cm). The four legs connect via bellows to
the exterior of the AFP Magnet bore, providing conduits for the power cables, connections
to a ∼ 2 cm diameter internal sensor loop which sits flush against the outside of the cavity,
connections to an rtd temperature sensor (Omega Engineering model# RTD-2-F3102-180-T-
B), and water cooling lines. Since the AFP Magnet bore is kept under vacuum during the
experiment, the rf shield creates a vacuum seal against the UCN guide passing through the
spin flipper. This allows the inside of the shield and thus the birdcage coil to remain at
atmosphere, which significantly aids in cooling the device and mitigates the possibility of
arcing. Bench tests of this shield configuration at 100 W of input power found the maximum
rf power radiated from the device at 2.5 cm to be 1 mW/cm2, while the radiated rf power
detected at the exit of the AFP Magnet bore with the spin flipper in place was an order of
magnitude less.

The quality of the rf shield’s ground was quite important to ensure stability and limit the
leakage of rf radiation. In particular, it was found that driving the shielded birdcage in a
balanced mode (i.e. where the two drive lines are forced to be 180◦ out of phase) was imperative
since unbalanced drive resulted in a system that was quite sensitive to the environment. In the
case of the UCNA spin flipper, balanced drive was accomplished via a Werlatone 180◦ hybrid
junction (model H1484-10) with the difference port (J2) of the junction fed by an amplified rf
signal and the sum port (J1) connected to a 50 Ω terminator (see Fig. 6.6). RG-142 coaxial cable
carried the resulting signal from the J3 and J4 ports of the junction, the center conductors of
the two drive lines being connected directly to the birdcage while the two braids formed the
rf ground and were connected to the rf shield using CuBe fingerstock at two points inside
opposite legs of the rf shield 43 cm from the ends of the cables.

6.3.3 Power Coupling

The question of how best to deliver power to a birdcage coil is important since forcing the
system sets boundary conditions that determine which portions of the spectrum described
previously are actually excited. A variety of approaches are used in practice, which include
both direct application of power across some part of the coil and inductive coupling schemes.
Given the space and shielding constraints imposed on the UCNA spin flipper by the exper-
imental geometry, a direct power coupling approach was judged to be the simplest, but a

148



clear choice of how best to couple power directly to the coil was not readily evident in the
literature. Two typical approaches include rung-drive where power is applied across a rung,
and end-drive where power is applied between two points on the capacitor-ring. Rung-drive
appears advantageous because a rung is driven directly, ensuring maximal rung currents (and
thus field magnitude). End-drive, on the other hand, especially in the case of a balanced drive
connected to the appropriate rungs 180◦ apart, naturally selects a single fundamental mode
(in a non-symmetric birdcage), thereby reducing the coupling of energy into other modes.

In order to compare these two particular drive schemes, a nodal analysis of the network is
convenient since in both cases the birdcage is driven by the direct application of voltage to
specific points in the circuit. The spectra resulting from such an analysis applied to the circuit
in Fig. 6.4 with the two indicated drive connections are compared with each other and with
the undriven spectrum in Fig. 6.5. As can be seen, end-drive allows for the excitation of all
possible natural modes except j=4, although the modes which occur at impedance minima
do not reproduce the expected current distributions. Rung-drive, on the other hand, not only
allows all natural modes except j=8 to be excited, but several additional superposition modes
(all impedance minima) can be excited as well. Fig. 6.5 also shows, as expected, that rung-drive
produces larger rung currents (and thus a greater rf field) for the same input voltage.

According to Eq. (6.10), the characteristic of a birdcage coil used as an adiabatic fast
passage neutron spin flipper which most directly affects the spin flip efficiency is the field
strength. This would seem to argue for rung-drive since it produces the largest rung currents.
In practice, however, bench testing of prototype spin flippers never demonstrated enhanced
fields for rung-drive, and since overall the end-driven spectrum was cleaner and seemed
generally more stable, the UCNA spin flipper was assembled using end-drive. In the final
version of the birdcage, the center conductors of the two drive lines were connected via ∼25 cm
of stranded 14 AWG wire to rungs 180◦ apart. Connections were made by clamping the wires
to the rungs using the tuning ring clamps since bench tests indicated an enhanced quality
factor for connections made at the tuning ring rather than at the capacitor ring.

6.3.4 Tuning the Birdcage

Since Eq. (6.21) indicates that the fundamental modes of a non-symmetric birdcage have
preferred polarizations, it stands to reason that there should be a preferred orientation for
exciting a fundamental mode (particularly for the chosen 180◦ end-drive arrangement) in a
real birdcage. The first step in tuning the UCNA birdcage, then, was to measure its spectrum,
identifying the fundamental modes and ascertaining the optimum drive orientation needed to
excite them. Since the presence of driving components necessarily distorts the spectrum, the
native spectrum of the UCNA birdcage was measured using weak inductive coupling. This
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Figure 6.5: (Top) Comparison of theoretical end-drive (blue) and rung-drive (red/dashed)
birdcage spectra for the circuit in Fig. 6.4 with C=820 pF, L=85.8 nH, and M=47.7 nH, where L
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(inset table) with Eq. (6.17). (It is presently not known if the resonance seen at 43.61 MHz
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was done by exposing the center conductor at the end of a length of RG-142 coaxial cable and
forming that conductor into a rectangle (approximately 10 cm× 4 cm) with the end connected
to the braid of the still-insulated section of cable. This formed an exciting antenna which
was placed 2.89 cm from the birdcage (long sides parallel to the rungs) and connected to an
HP4195A network analyzer supplemented by a power divider (Mini-Circuits ZFSC-2-1-N) and
a directional coupler (Mini-Circuits ZFDC-10-18-N) that together allowed measurement of
the complex S11 scattering parameter (denoted here by the complex reflection coefficient Γ),
which gives the ratio of power reflected from the input of the antenna to power incident on
the antenna (magnitude squared) and the relative phase of the reflected and input signal, all
as a function of frequency. Birdcage resonances were then identified with minima in the plot
of |Γ| versus frequency.

By rotating the birdcage about its symmetry axis in front of the antenna and observing the
relative strengths of the excitations, an optimum driving orientation for one of the fundamental
modes could be determined, characterized by the smallest value of |Γ| for the mode of interest
and, if the fundamental was split, a corresponding large value of |Γ| for the split mode. The
spectrum of the UCNA spin flipper (before final tuning ring adjustment) obtained in this
manner is the one indicated in Fig. 6.5, which also provides values of the birdcage inductances
obtained by fitting the spectrum with Eq. (6.17). Note that there is no resolvable splitting in
the modes of the UCNA birdcage, indicating a high degree of symmetry; this was by no means
always the case in prototype devices, and it is believed that improvements in consistency of
assembly are responsible for this result. Birdcage orientations which put a rung directly in
front of the antenna (the orientation which should place a current node on that nearby rung
since oppositely directed currents are induced in the adjacent meshes) were found to excite
the fundamental most strongly, indicating that drive points should be located at rungs rather
than between them. Values of |Γ| for these eight orientations differed by only 13% (as opposed
to previous cases where the modes were clearly split and some orientations did not excite
one of the fundamental modes at all). Since for 180◦ end-drive the current nodes are 90◦

around the birdcage from the drive points, the ideal rungs to use for the drive connections
are those 90◦ away from the rung nearest the exciting antenna in the optimal orientation.
However, since there was not a significant difference between the eight best orientations for
the UCNA spin flipper, a qualitative bench test where changes in the spectrum were observed
for different drive points was used to select the rungs for final power connections. Once the
drive connections were made, the driven spectrum was measured with the network analyzer
driving the hybrid junction and calibrated up to the J3/J4 ports using two sets of calibration
standards. The position of the tuning ring was then adjusted to produce a fundamental mode
frequency of approximately 29 MHz, which shifted to 28.6825 MHz once the birdcage was
placed in the rf shield. Driving was not observed to cause any splitting in the fundamental
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mode, indicating that either the drive connections did not significantly perturb the birdcage or
that the balanced 180◦ end-drive provided good isolation from a perpendicularly polarized
mode.

6.3.5 Impedance Matching

Providing impedance matching between the 50 Ω environment of the drive system and the
birdcage resonator is critical for ensuring maximum transfer of power to the coil and thus
maximum rf field magnitude for a given input power. Impedance matching is also important
for large input power since significant reflected power has the potential to damage rf amplifiers,
and a large voltage standing wave ratio (VSWR) can cause thermal damage to coaxial cables.
Impedance matching is generally accomplished with variable-reactance elements, which ideally
should be used near the coil in order to minimize the length of transmission line subject to
reflections, thereby minimizing power loss. [66] This was not considered feasible for the UCNA
spin flipper since the possibility existed that the matching elements would require adjusting
in situ and the spin flipper itself is inaccessible while the experiment is running. As a result,
the length of transmission line between the coil and matching elements (∼ 3.38 m) was chosen
to be long enough that the elements could be positioned outside of the AFP Magnet, and then
adjusted so that the required matching elements would be capacitors (which typically have
much higher quality factors than inductors) in the 5 pF− 500 pF range corresponding to the
vacuum variable capacitors (Jennings Technology CSV1-500-0005) selected for the application.
A balanced reversed L-section was used to perform the matching (see Fig. 6.6), with the
capacitors mounted in a sealed Al enclosure connected to the rf ground. Some enhancement
in the efficiency of the system is likely achievable by performing partial local matching as
described by Rath [66] (although connecting capacitors directly to the birdcage drive points
could potentially split the fundamental, requiring the addition of trimmer capacitors to restore
symmetry [88]), but is not currently implemented.

After connecting the matching circuit between the fully assembled shielded birdcage coil
and the hybrid junction, the matching capacitors were tuned using the network analyzer
calibrated up to the input of the matching circuit. As expected, for arbitrary settings of the
matching capacitors two frequencies producing a real reflectance coefficient were typically
observed in the vicinity of the fundamental birdcage mode. The first corresponded to the
minimum value of |Γ| while the second corresponded to the frequency which produced
a maximum field in the coil (measured with a pickup loop attached to a 50 Ω-terminated
oscilloscope channel). The variable capacitors were adjusted so that the maximum-field
frequency was matched to 50 Ω, leaving this as the only frequency near the fundamental
which caused the reflectance coefficient to be real. Once the matching capacitors were set and

152



RF Generator 100W AR Amplifier Bird Forward/Reflected 
Power Monitor

Oscilloscope

Temperature 
Monitor

RF Relay
Attenuator

Werlatone
Hybrid Junction

500W Terminator (50Ω)

Chilled H2O

RS‐242

LMR‐400

Grounded 
Al Enclosure

Grounded RF Shield

Stranded 
14 AWG

5pF – 500pF

J1 J2
J4

J3

Figure 6.6: Spin flipper system connections.

the Al matching box sealed, the impedance match was quite robust against changes in the
environment and relative positioning of the system elements, and the Q-value of the system
(shielded coil plus matching elements) at the fundamental mode frequency of 28.525 MHz was
measured to be approximately 300.

6.4 Testing the Spin Flipper

Testing of the UCNA spin flipper occurred just prior to the first measurement of the neutron β

asymmetry using UCN [60] during the 2007 run cycle of Los Alamos National Laboratory’s
800 MeV proton accelerator which was used to drive the solid deuterium (SD2) UCN source [72]
that provides UCN for the UCNA experiment. The goal of these studies was to evaluate the
spin flipper’s flipping efficiency by studying UCN transmission through a system comprised
of a longitudinal polarizing field plus spin flipper (the crossed polarizer) followed by a second
longitudinal field oriented identically to the first (the analyzer). In such a configuration,
UCN which see the first polarizing field as an attractive potential and then have their spin
reversed will see the second (analyzer) field as a retarding potential, resulting in an inverse
correlation between the transmission through the system and the spin flip efficiency. Overall,
there were three parts to the spin flipper tests: in situ characterization of the spin flipper
system, measurement of the longitudinal UCN spectrum, and crossed polarizer analyzer
measurements.
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Figure 6.7: Cutaway diagram of the AFP Magnet cryostat. Maximum current in the main
coil is 96.45 A which produces a maximum field of 7 T near the entrance (left side) of the
magnet and a uniform 1 T field with a ∼ 0.6 G/cm gradient (right side). Shim currents from
left (nearest the high field region) to right calculated to produce the field profile shown in
Fig. 6.3 were 0.864 A, 1.336 A, 4.000 A, 3.477 A, 3.561 A, -1.104 A, -3.231 A, 0.993 A, -0.978 A, and
1.269 A.

6.4.1 Characterization of the Spin Flipper System

The AFP Magnet was designed by American Magnetics (AMI) using a cryostat supplied by
Ability Engineering mounted on a translation system which permitted ∼10 cm of motion both
parallel and perpendicular to the magnet axis. The cryostat, shown in cutaway in Fig. 6.7, was
constructed of 316 stainless steel, and the total mass of the cryostat, magnet, and stand was
929.86 kg. The liquid He reservoir containing the superconducting windings had a capacity of
200 L and was thermally shielded by superinsulation, inner and outer liquid nitrogen jackets
coupled to a 46 L reservoir, and an outer vacuum jacket. With the magnet energized the
He boiloff rate into the recovery and liquefaction system was about 4 L/hour. The 194.9 cm
long, 12.7 cm diameter warm (although radiatively cooled by the inner liquid nitrogen shield)
bore passed through a set of main windings which generated the 7 T high field region at the
entrance to the magnet as well as the 1 T uniform field region (see Fig. 6.3) when energized to
a maximum current of 96.45A . Current was supplied to this main coil by an AMI 12100 power
supply controlled by the AMI 420 power supply programmer. Ten superconducting shim coils
spaced every ∼ 5.1 cm and centered on the 1 T region provided tailoring of the uniform field
and were controlled by an Oxford ISS 10 shim controller.

The spin flipper was installed in the AFP Magnet around a quartz tube coated inside with
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Figure 6.8: (Left) Comparison of the spin flipper internal pickup loop to an in-bore loop prior
to installation. (Right) Relationship between the rf field in the cavity calculated using the
in-bore pickup loop signal and the input power, with the corresponding internal pickup loop
signal voltages also shown (right axis, circles). Dashed curves are fits to the data (see text).

DLC which provided a high material potential surface for UCN while not screening the rf field,
[50] and rf power was supplied to the spin flipper from an Amplifier Research broadband
rf amplifier (AR150A) fed by a Wavetek precision frequency synthesizer (model# 5135A).
Cooling water was provided by a Neslab chiller outputting 10 gph at 20 psi, which kept the
equilibrium coil temperature stable to within ±1◦C for input powers up to 100 W, the highest
power utilized in these tests. (Based on prototype testing at higher powers using an additional
amplifier it is expected that stable operation should be possible for at least 500 W of input
power.) Coil temperature was maintained at approximately 12◦C. The cooling water used was
filtered tap water, and there were no observable changes in system performance associated
with the presence of the cooling water. Forward and reflected rf power were monitored using
a Bird Wattcher rf monitor/alarm (model# 3170A), and at the ideal driving frequency the
reflected power was < 1% of the forward power (with no changes to the matching capacitor
settings determined on the bench).

Prior to installing the spin flipper in the AFP Magnet (but with the DLC guide installed
through the cavity), a 1 cm diameter sensor loop placed at the center of the cavity and oriented
to create a maximum signal when connected to the 50 Ω-terminated input of an oscilloscope
was used to calibrate the spin flipper’s internal sensor loop (mounted flush against the outside
of one of the rungs 90◦ from the drive connections and just above the tuning ring). These
measurements are shown in Fig. 6.8 and indicate that the magnitude of the rotating B1 field
produced in the cavity (half the total field by Eq. (6.14)) depends on the power, P, reaching the
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cavity as approximately

B1 =
1
2

Brf = (0.15± 0.01 G/W0.52) P(0.52±0.02), (6.23)

and that the internal sensor loop has a linear response given by

B1 = (0.047± 0.001 G/V)Vpk2pk − (0.0003± 0.01 G), (6.24)

where Vpk2pk is the peak-to-peak voltage recorded on a 50 Ω-terminated oscilloscope channel
monitoring the internal sensor loop. In situ measurements of the rf field profile were not
possible at the time since it was feared that they would damage the DLC coating on the UCN
guides, but were later performed with the quartz DLC flipper guide coupled to the Cu guides
used for UCNA (see Fig. 6.3).

6.4.2 Crossed Polarizer Analyzer Experimental Geometry

UCN produced in 5 K SD2 via downscattering of spallation neutrons pre-moderated by ∼20 K
polyethylene [72] were horizontally extracted after rising about 1 m against gravity and then
transported through two separated 45◦ bends and approximately 5 m of electropolished
stainless steel (EPS) guide (∼10 cm diameter) to a gate valve outside the radiation shielding.
Just prior to the gate valve there was a small ∼0.635 cm diameter hole in the bottom of the
guide which was coupled to a 3He UCN detector [54] (the monitor detector) through a drop
of about 1 m, allowing the UCN density at that point in the system to be monitored. The
guide emerging from the gate valve had a diameter of 7.6 cm and transported UCN 1.71 m
through a ∼ 127 µm thick Al safety foil (isolating the vacuum system containing the SD2 from
the guides comprising the experiment) and then to an EPS 60◦ elbow connected to a shutter.
The purpose of the shutter was both to provide time-of-flight information and to significantly
reduce the number of multiple-pass UCN trajectories in the downstream guides. The latter
was accomplished by affixing three layers of 0.254 mm thick polymethylpentene (TPX), a good
neutron absorber, to the downstream side of the shutter. After the shutter, another ∼34.2 cm
of EPS guide was followed by a transition to 70 mm diameter EPS guide and then to 70 mm
diameter DLC-coated quartz guide. The DLC section, formed by five coupled guides including
the one installed through the spin flipper, ran for about 3.9 m, passing first through the AFP
Magnet and then through the meter long PPM (which for UCNA is normally positioned
upstream of the AFP Magnet around the Al/Zr safety foil).3 Fig. 6.3 provides an overview of

3A short guide section between the AFP Magnet and the PPM contained a small legacy monitor hole at its
midpoint. This hole was eventually covered with Cu foil, which caused no detectable difference in the experimental
observables.
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the experimental setup with the field profile created by the two magnets indicated. At the
downstream exit of the PPM, the final DLC guide was coupled to a 7.6 cm diameter, 30.4 cm
radius EPS 90◦ elbow which was connected through a 1 m drop to a second 3He UCN detector
(the main detector). This configuration contained the requisite elements to form a crossed
polarizer analyzer, with the AFP Magnet plus spin flipper serving as the crossed polarizer
and the PPM functioning as the analyzer.

6.4.3 UCN Longitudinal Spectrum Measurement

Neutrons for which the 7 T longitudinal field of the AFP Magnet presents a repulsive potential
barrier (low-field seeking UCN) but which have a longitudinal velocity high enough that no
classical turning points due to the potential exist will be able to pass through the polarizing
field. If those neutrons have their spin reversed by the spin flipper they will see the analyzing
field as an attractive potential and therefore not be stopped (analyzed) by the PPM regardless
of its maximum field. Since any population of this type creates a leakage signal through the
crossed polarizer analyzer, it is important to measure directly the size of this population. In
other words, a measurement of the polarizing efficiency (or polarizing power) is important
to properly interpret the results of a crossed polarizer analyzer measurement. Since the
spin flip efficiency in an adiabatic fast passage spin flipper depends on longitudinal speed, a
measurement of the longitudinal UCN spectrum is also important for understanding the action
of the spin flipper. For UCN, which are kinematically polarized, these two measurements are
equivalent.

Since UCN have complicated trajectories comprised of many bounces, it can be difficult to
recover even the longitudinal velocity spectrum from time-of-flight measurements typical of
neutron spectroscopy; despite the fact that UCN experience a non-specular bounce less than
1% of the time for good DLC guides, for example, bends such as the one downstream of the
PPM tend to mix velocity classes by converting longitudinal motion relative to the guide into
transverse motion. UCN spectra are thus often obtained using gravity as a retarding potential
analyzer. When working with polarized UCN, however, where a polarizing magnetic field is
invariably present, use of the polarizing field itself as a retarding potential is beneficial. In
this case, when transport effects (e.g. velocity dependent transmission) are negligible and the
incident UCN population is unpolarized, the transmission as a function of polarizing magnet
field (with the analyzer field held at 0 T and the spin flipper off) should behave as

T (B) =
1
2

∫ ∞
0 ρz(η) dη + 1

2

∫ ∞
v̂(B) ρz(η) dη

1
2

∫ ∞
0 ρz(η) dη + 1

2

∫ ∞
0 ρz(η) dη

, (6.25)

where ρz represents the probability density for finding a UCN with longitudinal speed v, and
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v̂(B) = κ
√

B (κ = 3.387 m/s · T1/2) gives the largest neutron speed which results in a classical
turning point for a low-field seeking UCN. The first term in Eq. (6.25) represents a background
comprised of UCN that see the polarizer field as an attractive potential (high-field seeking UCN)
and which is therefore present for all values of the polarizing field, while the second term
represents the low-field seeking UCN which are attenuated as the polarizing field is increased.
Taking the derivative of Eq. (6.25) gives

ρz(v) ∝ −v
dT
dB

∣∣∣∣
B=(v/κ)2

(6.26)

so that forming the differential spectrum from a polarizing field scan is expected to provide
direct information about the longitudinal velocity distribution and hence the polarization
of the UCN population reaching the spin flipper. In particular, a non-zero value of the
differential spectrum at vz = κ

√
Bmax (8.96 m/s for a 7 T polarizing field) would be evidence of

a polarization less than 100% which would show up as leakage through the crossed polarizer
analyzer.

A polarizing magnet scan of the type described was performed with the proton beam
pulsed at a rate of 1 Hz while the gate valve and shutter were opened for 1 s out of every 10 s.
Fig. 6.9 shows characteristic timing spectra for the main and monitor detectors and indicates
that the 10 s cycle time was sufficiently long to allow the system to empty prior to the next
cycle. With the PPM held at 0 T and the spin flipper off, total counts in the main and monitor
detectors over a number of consecutive 10 s cycles were recorded as a function of the maximum
AFP Magnet field. The background in the main detector was generally measured twice in
an eight-hour period with the proton beam on and the shutter cycling but the gate valve
closed. (Proton-beam-on backgrounds were not obtainable for the monitor detector since it
was located upstream of the gate valve. Typical rates in the monitor detector were ∼ 17 Hz,
however, significantly larger than the typical ∼60 mHz background rate for the 3He detectors,
and pulse height spectra were examined for any appearance of noise.) At each AFP field value
the background-subtracted main detector counts were normalized by the monitor counts,
and transmissions calculated by dividing the normalized main detector counts by the value
obtained with the AFP Magnet held at zero field. Fig. 6.10 shows the results along with the
calculated differential spectrum.

6.4.4 B0 Tuning

Prior to performing crossed polarizer measurements, the field in the 1 T region of the AFP
Magnet needed to be matched with the spin flipper drive frequency to ensure that the
resonance condition was met in the rf cavity. Since the AFP Magnet did not possess a power
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Figure 6.9: Typical raw timing spectrum representing one hundred twenty-eight shutter
cycles summed together for the gate valve detector (top) and the main detector (bottom; blue,
#2) with the AFP Magnet on, flipper off, and PPM off. The periodic spikes in the lower spectra
are beam induced background. The flipper on (red, #2) spectrum, whose peak has been
normalized to the flipper off spectrum, leads the flipper off spectrum due to the 120 neV total
energy boost UCN acquire when spin flipped in 1 T.

supply capable of simultaneously addressing all ten of its shim coils, this B0 tuning was
performed in two steps. First, with the PPM at 6 T, the spin flipper driven at the frequency f
which produced a minimum reflected power, and the shim coils held at 0 A, the AFP Magnet
current was continuously ramped while recording rates in the main and monitor detectors.
During this current scan, as the field in the rf cavity increased, the physical location of the
resonance point where γB0 = 2π f moved at a rate dependent on both the speed at which the
current was changed and the B0-field gradient through the cavity, producing the characteristic
curve shown in Fig. 6.11. Fine tuning of the spin flipper system was then accomplished by
setting the AFP Magnet current to coincide with the minimum value in the current scan,
setting the shim coils to achieve a desired field gradient through the rf cavity, and performing
a frequency scan where transmission through the system (calculated as described above) was
measured as a function of birdcage driving frequency. The results of these scans for various
B0-field gradients and input powers are shown in Fig. 6.12. As in the case of the current
scan, changing the frequency changed the location of the resonance point in the rf cavity4 so
that the shape of a frequency scan is determined by a folding together of the B0 and B1-field
profiles. Notice, for instance, that smaller field gradients correspond to wider flat regions in

4Albeit in the opposite direction; notice how the basic shape of the dip in Fig. 6.11 is reversed in Fig. 6.12.
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Figure 6.10: (Top) AFP Magnet spectrum scan compared to simulation. (Bottom) Longitudinal
velocity spectra resulting from the actual and simulated magnet scans from the upper plot
compared with the actual longitudinal velocity spectrum at the location of the maximum
field point (but with the field off) predicted by the simulation (red line). The flat tail at low
longitudinal speeds (cf. Fig. 6.15) is due to the presence of the Al safety foil downstream
of the gate valve. Also plotted for comparison is the spin flip efficiency as a function of
longitudinal velocity computed by integrating Eq. (6.4) using the measured rf field profile and
the measured B0 field combined with the measured individual shim coil responses scaled for
the 0.1 G/cm shim coil current settings.
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Figure 6.11: An AFP Magnet current scan (shim coils off) with no Cu foil in the PPM high
field region. As the current increases the resonance point moves through the capacitor ring
and towards the tuning ring.
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Figure 6.12: Frequency scans showing the effect of changing the B0-field gradient (by altering
shim coil settings) and the effect of changing the input power to the birdcage coil. As the
frequency is increased, the resonance point moves through the tuning ring and towards the
capacitor ring. A typical tuned flipper operation frequency was 28.527 MHz for an AFP Magnet
current of 93.76 A, which corresponded to a maximum polarizing field of 6.8 T.

the frequency scans, as would be expected. The operation frequency for the spin flipper at
the selected AFP Magnet current was generally chosen to be at the minimum of a frequency
scan performed at 5 W of input power as depicted in Fig. 6.12. (Frequency scans at 5 W were
utilized for tuning since at higher input powers it was increasingly difficult to resolve any
structure in the flat bottom of the scan.) In the event that the selected frequency resulted in a
reflected power greater than 1% of the input power, the AFP Magnet current could be adjusted
to shift the frequency closer to the reflected power minimum.

6.4.5 Crossed Polarizer Analyzer Measurements

The primary dependence to study with the crossed polarizer analyzer is the transmission
through the system as a function of input power; since spin flip efficiency should scale
with rf field magnitude (and hence spin flipper input power) according to Eq. (6.10) while
typical sources of leakage should not, such a measurement provides a way to separate these
effects. It is nevertheless important to minimize leakage, which means that not only must the
polarizing efficiency be high, but the polarizing and analyzing powers must be equivalent.
This equivalence requires (assuming no prior information about the UCN spectrum) that
the PPM provide a field of 9 T. The necessity of having the analyzer field be larger than the
polarizer field follows from the fact that when a high-field seeking UCN has its spin reversed
in the 1 T region of the AFP Magnet, the potential it sees changes from attractive to repulsive.
Since the kinetic energy remains constant during the absorption of a photon from the rf field
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in the cavity, the total energy of the UCN must undergo a change ∆E = +120 neV. (See Golub
et al. [26] for an interesting quantum mechanical treatment of this fact. See also Fig. 6.9
which demonstrates the effect in the case where the analyzing field is off so that in the region
following the spin flipper the total energy is transferred entirely to kinetic energy.) This means
that the potential barrier presented to spin-flipped UCN by the analyzer must be 120 neV
greater than the barrier presented by the polarizing magnet if the analyzing and polarizing
powers are to be the same. Recalling that the magnetic potential for neutrons is 60 neV/T, this
requires that the analyzer field be 2 T higher than the polarizing field for an ideal crossed
polarizer analyzer configuration. Analyzer fields lower than this have the potential to allow
some fraction of the spin-flipped UCN spectrum to pass, thus creating a source of leakage.

Unfortunately, the PPM is capable of a maximum field of only 7 T, and safety concerns
(primarily uncertainty about the effects of a PPM quench while in close proximity to the AFP
Magnet) limited the maximum PPM field for these measurements to 6 T. In order to combat
this significant lack of analyzing power, a 0.0127 mm thick Cu-coated Kapton foil (diameter
∼7 cm) was epoxied to a 1.1 cm thick Teflon ring (0.4 cm wall, 6.3 cm OD) which was installed
at the center of the PPM high field region. (Two pieces of BeCu 0.0762 mm diameter wire
approximately 53 cm long were attached to the downstream side of the Teflon ring to facilitate
removal of the foil.) Since Cu has a material potential of around 168 neV, this additional (spin
independent) potential barrier nominally raised the total analyzing potential to approximately
520 neV, just 20 neV below the potential presented by a 9 T field.

In order to directly assess the analyzing power of the PPM field plus Cu foil, analyzer field
scans were performed with and without the foil in place. These measurements (shown in
Fig. 6.13) were essentially the same as the spectrum measurement described in Section 6.4.3,
except that the AFP Magnet current was held constant (at the value determined during spin
flipper tuning) and the spin flipper was on while the PPM current was varied. Just as a non-
zero slope at maximum polarizing field in the AFP Magnet scan is indicative of an imperfect
polarizer, a non-zero slope in the crossed polarizer analyzer PPM scan result at maximum
analyzing field indicates imperfect analyzing power (so that the no-foil scan shown in Fig. 6.13
clearly demonstrates the importance of the foil for subsequent measurements). Finally, with
the foil in place, measurements of the transmission through the system as a function of flipper
driving power (power scans) were performed as depicted in Fig. 6.14.

6.5 Determination of the Spin Flip Efficiency

The spin flip efficiency in a spin flipper of the type described here depends on the longitudinal
speed of the flipped UCN (cf. Eq. (6.10)) so that what is actually measured by the transmission
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Figure 6.13: (Top) Retarding potential scans using the analyzer (PPM) field with the spin
flipper activated. Transmissions are calculated relative to the rate with the analyzer field at 0 T
and the flipper off, which results in transmissions greater than one due to velocity dependent
transmission effects. The circles show a scan without the Cu foil in the PPM high field region
and were performed at 50 W with the shutter always open, while the triangles show a scan
with the Cu foil in place and were performed at 40 W with the shutter operating normally.
(Bottom) Differential spectra resulting from the two scans depicted above. Comparing these
spectra to the spectrum in Fig. 6.10, the 120 neV boost caused by the action of the spin flipper
is clearly discernible. The importance of the Cu foil is also readily apparent in the inability of
the PPM field alone to fully analyze the spin-flipped spectrum.
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Figure 6.14: Comparison of power scans with shim coils set for 0.1 G/cm and 0 G/cm. Note that
an arbitrarily small gradient does not result in an enhanced spin flip efficiency. Fitting with a
model A

B+Pν +C, which has the form of Eq. (6.10) plus a constant, results in C = 0.0039± 0.0004,
giving a lower limit for the average spin flip efficiency of ε̄ > 99.6%. Monte Carlo simulations
with a constant spin flip efficiency produce the open circles (associated with the upper scale).
They include spectral and transport effects and so imply an actual average spin flip efficiency
of ∼99.8%, but do not include the velocity dependence of the flip efficiency.
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(T) through an ideal crossed polarizer analyzer is the average flip efficiency

ε̄(B1) =
∫ ∞

0
ρz(vz) ε(vz, B1) dvz = 1− T(B1). (6.27)

In the the case of an actually realizable crossed polarizer analyzer, there are potential sources
of leakage as well as transport effects so that the measured transmission is connected to the
spin flip efficiency via

T(B1) =
∫ ∞

0
ρz(vz)T(vz, B1) dvz =

1
2

∫ ∞

0
ρz(vz)Θ+(vz, B1)

[
1− ε(vz, B1) + ξ+(vz) + χ+(vz, B1)

]
dvz (6.28)

+
1
2

∫ ∞

0
ρz(vz)Θ−(vz, B1)

[
1− ε(vz, B1) + ξ−(vz) + χ−(vz, B1)

]
dvz,

where ± indicates the incident spin state, ξ represents B1-field independent sources of leakage,
χ represents B1-field dependent sources of leakage, and Θ incorporates transport corrections
(dependence on OzB0 has been suppressed and the incident UCN are assumed unpolarized).
Contributions to ξ include imperfect initial polarization, insufficient analyzing power, and
UCN depolarization (due to material interactions with the guides, Majorana spin flips, or
failures in adiabatic transport due to static field gradients), while a non-zero χ may be caused
by the existence of multiple positions in the system which satisfy the resonance condition
or UCN depolarization due to wall reflections in the presence of the B1 field. The transport
corrections Θ include effects such as multiple passes through the spin flipper (which for
increasing B1 field and therefore increasing flip efficiency tend to increase the transmission
by giving UCN which reflect from the analyzing potential an additional opportunity to be
incorrectly flipped) and velocity dependent transmission (caused by the fact that UCN with
higher longitudinal speeds tend to undergo fewer bounces and therefore a reduced loss per
meter of guide traversed).

In order to unfold the contribution of transport effects from the results of Fig. 6.14 as well as
to explore the magnitude of possible contributions to ξ and χ, the Monte Carlo UCN transport
code described in Appendix D was employed to provide a model of the entire experimental
geometry seen by UCN (including the SD2 source). For the purposes of this analysis, UCN
were assumed to have classical ballistic trajectories between bounces determined by both
gravity and, where appropriate, longitudinal magnetic forces due to gradients calculated
from linear approximations of measured longitudinal fields (see Fig. 6.3). Wall interactions
were modeled by a constant probability of specular scatter (with purely diffuse non-specular
scattering, distributed as ρ(θ, φ) ∼ sin θ cos θ into 2π), a constant probability of depolarization
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per bounce, and a constant probability of loss per bounce λ modified by an energy dependent
factor

Ploss(E) =

 2λ
√

E⊥
EF−E⊥

for E⊥ < EF
4λ2+1

1 for E⊥ ≥ EF
4λ2+1 ,

(6.29)

where E⊥ represents the kinetic energy associated with the velocity component perpendicular
to the surface at the location of the bounce. The Cu foil was modeled as presenting a fixed
material potential to an incident neutron but with a specified probability (the foil leakage
fraction) for the neutron to miss the foil entirely by passing through a pinhole in the foil or a
gap between the foil and the neutron guide. Neutrons experiencing the foil with E⊥ sufficient
to pass the resulting potential barrier then had their transmission probability through the foil
computed via

T =
16 e−r0∆tk′2k2

(k′ + k)4 − e−2r0∆t(k− k′)4 (6.30)

(which includes the incoherent sum of internally reflected waves [83]), where k and k′ are the
neutron wavenumber in vacuum and in the foil respectively, ∆t is the time spent in the foil,
and the reaction rate r0 is given by 2200 σln, where σl is the neutron absorption cross section at
2200 m/s (assumed to scale as 1/v and to dominate loss for UCN energies) and n is the number
density, averaged over the chemical formula for Kapton. UCN which were not transmitted
were assumed lost. Each UCN was created at the gate valve with an angular distribution
ρ(θ, φ) ∼ sin θ cos θ into the downstream half-space with a (normalized) distribution of speeds
(see Fig. 6.15) given by

ρ(v) ∼


[

2(1+n)
(1−n)vn+1

pk +(1+n)vn
pkvcut

]
vn (0 ≤ v ≤ vpk)[

2(1+n)
(1−n)vn+1

pk +(1+n)vn
pkvcut

] ( vn
pk

vcut−vpk

)
(vcut − v) (vpk ≤ v ≤ vcut),

(6.31)

whose form was chosen based on results from a study of the UCN spectrum at the gate valve
(see Appendix E). Creation of the UCN was uniformly distributed in time over an interval of
1.6 s with the gate valve opening at t = 0 s and closing at t = 2 s and the shutter opening at
t = 0.5 s and closing at t = 1.5 s. Communication with the SD2 source and guides upstream
of the gate valve was possible, but all UCN upstream of the shutter were killed off after the
shutter was closed in order to save computational time.

This Monte Carlo model was first applied to the polarizer spectrum scan of Section 6.4.3
by fixing model parameters for all EPS surfaces (specularity (spec) = 0.96, loss-per-bounce
(lpb) = 1.0× 10−5, and depolarization-per-bounce (dpb) = 1.0× 10−4)5 and then individually

5Loss-per-bounce on EPS is typically higher, on the order of 2× 10−4. Since this value has no discernible effect
on the observables, it was set artificially low to enhance the simulation statistics.
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Figure 6.15: Initial speed and longitudinal velocity spectra for the Monte Carlo calculations
generated by Eq. (6.31) with n = 2.85, vpk = 5.0 m/s, and vcut = 7.35 m/s, and an angular
distribution ρ(θ, φ) ∼ sin θ cos θ into the downstream half-space.

varying parameters in the set{
n, vpk, vcut, DLC spec, DLC lpb, DLC material potential

}
to minimize χ2 between model predictions and data. Model transmissions were calculated
based on counts reaching the main detector (assuming that UCN which passed through the Al
detector foil were detected with 100% efficiency) normalized by the number of UCN generated
in the simulation, and quadratic fits to the χ2(p) functions (with p the relevant parameter)
were used to establish a central value corresponding to the χ2 minimum and error intervals
corresponding to the points where χ2 =

(
χ2)

min + 1 (unless a physical parameter boundary
was encountered first). The results are shown in the upper block of Table 6.2 and in Fig. 6.10.
Note that this procedure does not include correlations in the error estimates nor does it
attempt to find the absolute global minimum χ2; the final quantities of interest determined
below, however, are insensitive to these parameters.

In order to establish values for the material potential and leakage fraction of the Cu
foil, the Monte Carlo model was set for a constant spin flip efficiency of 0.999 and used
to calculate transmissions for conditions corresponding to the analyzer magnet (PPM) scan
performed with the foil in place. Since the raw transmissions from the scan depend on all
sources of leakage, it is the slope of this scan close to the maximum analyzer field which
must be compared to model results in order to constrain the Cu foil potential and leakage
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Table 6.2: (Upper block) Model parameter values determined by the spectrum scan measure-
ments of Section 6.4.3 by individually varying the indicated parameter in order to determine
a minimum χ2 and an error interval. The error intervals indicate the range of parameter
values for which the model agrees with the experimental data at the 1σ level; hence larger
errors indicate reduced sensitivity to the central parameter value. (Lower block) Results of
minimizing χ2 between the differential spectrum of the analyzer field scan from Section 6.4.5
and simulation for simultaneous variations in the material potential and leakage fraction of the
Cu foil. All variations were performed with the other parameters fixed at the values recorded
in the right column.

Parameter Estimated Value
(
χ2/ν

)
min Base Value

n 1.25± 0.87 0.80 2.85

vpk [m/s] 4.55± 0.18 0.69 5.0

vcut [m/s] 7.32± 0.11 1.02 7.35

DLC Pot. [neV] 200± 80 0.98 150

lpb (1.35± 0.63)× 10−3 0.70 5.0× 10−5

spec 0.99997+0.00003
−0.004 0.5 0.990

dpb – – 2.0× 10−6

Foil Pot. [neV] 135+265
−6 1.4

Foil Leak 0.021± 0.005 1.4
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Figure 6.16: χ2/ν between the foil-in analyzer (PPM) field scan and resulting differential
spectrum from Fig. 6.13 and Monte Carlo calculations for two different constant spin flip
efficiencies. Note that as expected χ2 for the differential spectrum is insensitive to the constant
spin flip efficiency chosen for the Monte Carlo model.

fraction. (In other words, the differential spectrum carries information only about the fraction
of UCN which are actually analyzed and so depends strongly on the analyzing power – i.e.
the foil potential and leakage fraction – and not on the spin flipper efficiency.) So, χ2 between
the differential spectrum calculated from the data and the differential spectrum calculated
from the Monte Carlo model was repeatedly scanned over a range of foil leakage fractions
while the foil potential was varied. Taking χ2(u, f ) (where u is the foil potential and f is the
leakage fraction) to have a quadratic form, best parameter values were identified as those
corresponding to the χ2 global minimum, and parameter errors were determined by estimating
the corresponding χ2 =

(
χ2)

min + 1 error ellipse. The resulting values are shown in Table 6.2.
The effect of the constant flipper efficiency used in the determination of these parameters was
investigated by repeating some of the calculations with a constant spin flip efficiency of 0.995.
As Fig. 6.16 indicates, χ2(u, f ) computed for the differential spectrum was indeed insensitive
to the constant flip efficiency used in the model. As can be seen in Table 6.2, the foil potential
is reasonably well-constrained for values smaller than 135 neV, but is essentially unconstrained
for larger values. This is to be expected since once the foil material potential is great enough
to fully analyze the entire incident spectrum, increases in that potential should have no effect
on the behavior of the system. The upper limit for the foil material potential was therefore
selected to be 400 neV, corresponding to an energy just beyond the UCN range.
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After constraining the Monte Carlo model using the magnet scans (which effectively
determines the polarizing and analyzing power of the system), the remaining unknown
parameters were the depolarization probability per bounce on DLC, the UCN absorption
coefficient on the downstream side of the shutter, and also the exact form for the spin flip
efficiency (imagined here to incorporate all B1-field dependent effects), which must be taken as
unknown despite, for example, Eq. (6.4) since even with a perfectly determined B1 profile, the
theory does not incorporate the physics of bounces in the rf region. Since assuming a constant
spin flip efficiency is not commensurate with the results of UCNA polarimetry measurements
(see Chapter 8 and Appendix G), a quadratic model for the longitudinal velocity dependence
of the flip efficiency (cf. Eq. (6.10)) was used, which introduces a single additional parameter
c2 defined by

ε(ν) = 1 + c2 ν2, (6.32)

where ν is a small dimensionless parameter which depends on the longitudinal velocity
through

ν ≡ vz√
γ2B4

1

(OzB0)
2

=
100√

2.6244× 108
vz, (6.33)

for vz in m/s, B1 = 0.6 G, and OzB0 = 0.4 G/cm. Since no specific experimental input about the
depolarization per bounce on the DLC guides used in this measurement was available, a value
of c2 which put the transmission predicted by the model in agreement with the empirically
determined asymptotic transmission from Fig. 6.14 for the case of no material depolarization
and 100% absorption on the shutter was obtained by calculating the transmission through
the system as a function of c2, with the other parameters set to their previously determined
best values. The results of these calculations (shown in Fig. 6.17) were fit with a line, whose
intersections with the data central value and ±1σ values determined c2 to be 1.36± 0.2.

In order to incorporate the model parameter uncertainties into the error on c2, transmissions
Tp through the system were calculated with c2 = 1.36 and each parameter p separately varied
to include the ranges indicated in Table 6.2. The error induced in the determination of c2

due to the parameter variation was estimated by assuming the slope of transmission verses
c2 remained the same and projecting from Tp a new intersection point with the data central
value. The difference between the c2 for this point and c2 = 1.36 was then taken as the induced
variation in c2. The results of these calculations are shown in Table 6.3. Since these various
errors are almost certainly correlated, they were directly summed with the above error to give
c2 = 1.36+0.34

−0.48. Finally, by directly calculating the average spin flip efficiency for each of the
simulations represented in Fig. 6.17 and fitting the result with a line (shown in the figure), the
dependence of average spin flip efficiency on c2 was determined. Using this relationship, an

170



2c
1.1 1.2 1.3 1.4 1.5 1.6 1.7

T
ra

n
sm

is
si

o
n

0.0025

0.003

0.0035

0.004

0.0045

0.005

0.0055

0.006

fl
ip

 e
ff

ic
ie

n
cy

0.993

0.994

0.995

0.996

0.997

0.998

0.999

1

Simulated Transmission
Emperical Asymptotic Transmission
Average Flipper Efficiency from MC
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Table 6.3: Errors induced in the determination of c2 (assuming no material depolarization
and 100% absorption on the shutter) due to errors on the determined model parameters.

Parameter Low Value ∆c2 High Value ∆c2

Foil Pot. 129 +0.023 400 -0.061
Foil Leak 0.016 -0.025 0.026 +0.025

n 0.38 -0.100 2.12 +0.004
vpk 4.37 +0.007 4.73 -0.002
vcut 7.21 +0.017 7.43 -0.017

DLC Pot 120 +0.006 280 -0.006
lpb 0.72× 10−3 -0.067 1.98× 10−3 +0.027

spec 0.996 +0.028 1.0 -0.0002
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Figure 6.18: Average spin flipper efficiency consistent with the transmission data as a function
of depolarization per bounce on the DLC guides. Error on the average efficiency is assumed
to remain constant.

average spin flip efficiency of ε = 0.9985± 0.0004 was obtained, corresponding to the case of
no material depolarization and 100% absorption on the shutter. Calculating transmission with
no absorption on the shutter produced no significant effect, which left only the variation of
c2 with depolarization per bounce on DLC to be investigated. This variation was estimated
in the same manner that the errors on c2 induced by the other parameter variations were
previously determined. Converting the resulting c2 values to average flipper efficiencies
using the linear relation in Fig. 6.17 provides the curve shown in Fig. 6.18, which gives the
average spin flipper efficiency consistent with the empirical transmission for different possible
values of the depolarization per bounce on DLC. Note that previous experiments [7] have
measured depolarization per bounce on DLC to be 7× 10−7 - 2× 10−5, which is consistent
with measurements on similarly-coated guides performed by the UCNA collaboration. [49, 67]

The performance obtained here is adequate for the UCNA β asymmetry measurement,
especially since the experiment currently operates in a bottling mode so that the less efficiently
spin flipped (i.e. faster) components of the spectrum have shorter lifetimes in the system, with
the lifetime becoming significantly shorter for velocities much greater than ∼ 600 cm/s, the
speed above which the UCN energy exceeds the material potential of the decay trap bottle. As
a result, the equilibrium depolarized fraction is dominated by a slower part of the spectrum
which is flipped with higher efficiency than the average full-spectrum spin flip efficiency. Not
of direct importance to UCNA, then, but nevertheless still of interest, is the fact that the Monte
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Carlo model predicts a continuing decrease in transmission for increasing spin flip efficiency
in contradiction to the power scan results. There is also a discrepancy between the average
efficiency calculated by folding the result from integration of the spin equations (see Fig. 6.10)
with the longitudinal spectrum expected at the spin flipper,6 which gives ε > 0.9996, and the
results of the present measurement for reasonable values of the DLC depolarization per bounce.
These observations are believed to be generally related to characterization of the rf and B0

field maps: Since the effect of the shim coil settings used to produce particular gradients was
calculated rather than measured in situ, the average B0 gradient in the resonance region could
differ from expectations. What is more, given the precision with which the B0-field profile is
known, the existence of multiple resonance points inside the B1-field region can not be ruled
out. As long as there are an even number of such resonances along all possible trajectories, the
spin flip efficiency should still approach its theoretical limit for large enough B1-field strength,
but for an odd number of points satisfying the resonance condition the spin flip efficiency will
be degraded (potentially even decreasing for sufficiently large input power), with the exact
scaling dependent on the relative B1-field amplitudes and the local gradients at each point
satisfying the resonance condition. Of perhaps greater theoretical interest and not related to
precise determination of the fields is the additional possibility of depolarization associated
with bounces in the presence of the rf field. Improvements to the measurement techniques
described here, which would of necessity involve better characterization of the foil (or simply
utilizing an analyzing magnet capable of a larger field) as well as in situ depolarization studies,
better characterization of B0 and rf field profiles, and transmission measurements at higher
powers, should allow the relative contributions of these effects to be resolved and in some cases
mitigated. In particular, better field maps will allow for better optimization of the B0 gradient
relative to the rf field profile, which has the potential to enhance the spin flip efficiency of this
spin flipper. In addition, since a flipper of this type is capable of operating at significantly
higher powers than utilized in these tests, minimizing the cavity volume is not critical. This
provides the freedom to choose a cavity length, based on the precision of the B0-field map and
the chosen gradient, which minimizes the possibility of having an odd number of resonance
points inside the rf field region.

6.6 In Situ Spin Flipper Tuning

The original design of the UCNA experiment had a superconducting analyzer magnet on the
downstream side of the SCS to allow in situ crossed polarizer analyzer tests and to provide
a method of tuning the spin flipper. This feature was never realized (the downstream SCS

6This is the observed longitudinal spectrum accelerated by 60 neV (due to the 1 T field at the location of the
spin flipper). See, for example, Appendix G.
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port is now dedicated to the load-lock used for insertion and removal of β detector calibration
sources), so an alternate method of tuning and monitoring the spin flipper during UCNA
running was required. As magnetized foils are commonly used in neutron polarimetry to
produce polarizing and analyzing fields [12] and as spin rotators, [91] it seemed that placing
a magnetized Fe foil below a small (0.25 in. diameter) monitor hole downstream of the
spin flipper would serve this purpose since the magnetic field in the foil would analyze the
spin-flipped UCN. Despite the fact that the magnetic field inside an Fe foil is only on the
order of 2 T [91], which is insufficient to fully analyze the entire UCN spectrum, the overall
material potential presented by such a foil changes from ∼80 neV for neutrons whose spin is
anti-aligned with the internal field to ∼320 neV for neutrons whose spin is aligned with the
internal field. [8] It was expected, therefore, that a reasonable contrast (ratio between flipper
off and flipper on rates) would be possible.

Fully magnetizing the Fe foil is crucial to maximizing the contrast (and thus the analyzing
power of the foil) since without aligning the magnetic domains in the foil, a UCN can
experience strong fluctuations in the local field near the foil which violate adiabaticity and
lead to depolarization. The saturation field for pure Fe, i.e. the minimum applied field which
completely magnetizes the foil, is ∼200 G, [91] and it produces a maximal internal field in
the plane of the foil when it is itself applied in the plane of the foil. In order to provide an
external field of at least this size, permanent magnets were affixed as close as possible (several
cm) to opposite edges of the foil. Since the volume between the Fe foil and the monitor hole
forms a UCN bottle, maximizing the contrast also necessitated minimizing depolarization in
that volume. This required both minimizing material depolarization as well as ensuring that
the permanent magnets were oriented so as to reduce the possibility of their fields combining
with the AFP and SCS fringe fields to produce field zeros in the volume. The original design
featured an Fe-coated Si wafer held below a ∼2 cm long Cu guide press-coupled (via a saddle
cut) to the outside of the guide with the monitor hole. Below the wafer was an EPS drop
onto a 3He detector (the FeFoil monitor detector). Initial tests where the full UCN flux out of
the AFP Magnet was incident on the wafer compared this geometry to one where a pure Fe
foil was placed just above the UCN detector. These tests indicated superior contrast for the
Fe-coated Si geometry despite the fact that some of the unflipped spectrum would be blocked
by the wafer (due to the short drop) while some of the flipped spectrum would potentially be
able to penetrate the foil in the pure Fe foil geometry (due to the large drop). During final
realization of the full UCNA geometry, however, the Fe-coated Si geometry failed to produce
any contrast at all, so that the pure Fe foil geometry pictured in Fig. 6.20 was utilized. There
was insufficient beam time to determine the problem with the Fe-coated Si wafer design, but
it is quite likely that flipper tuning issues were to blame rather than a failure of the design
itself, so that a return to the Fe-coated Si geometry (especially after optimization of the drop
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Figure 6.19: The FeFoil detector stack.

distance) could enhance the FeFoil monitor contrast.7

Other than replacing the EPS drop below which the FeFoil monitor detector hangs at
the beginning of the 2009 run cycle, the FeFoil monitor system has remained essentially un-
changed since its construction following the crossed polarizer analyzer measurements in 2007,
apparently providing a robust monitor of spin flipper functioning as Fig. 6.21 demonstrates.
The procedure utilized to tune the spin flipper with the FeFoil monitor is exactly the same as
that described for the crossed polarizer measurements, i.e. via current scan and frequency
scan. (See Fig. 6.22 for a representative frequency scan using the FeFoil monitor.) Historically,
the tune point (i.e. AFP Magnet current and corresponding flipper frequency) has been rather
stable and insensitive to the state of the SCS. (The initial tune point for the UCNA geometry,
for example, was the same as for the crossed polarized analyzer measurements.) Shifts on the
order of 0.01 MHz between different tunes have occasionally been observed, but it may well
be that all such shifts are explainable by differences in shim coil currents caused by different

7There is a concern, however, that having the permanent magnets used to magnetize the foil so close to beam
height could produce field zeroes in the guides, a situation to be avoided at all costs.
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Figure 6.20: Comparison of the contrast factors between different FeFoil monitor geometries.

ramping procedures.8

8The shim coil controller can only address one shim coil at the time. As a result, ramping one shim coil can
induce current changes in the others. As long as the shim coils are always ramped to the same values in the same
order, the final field profile will at least be consistent, but changes in ramping procedure can clearly result in
differing field profiles. It is hoped that this problem was resolved by instituting use of the shim coil controller’s
ability to iteratively cycle the shims to their target values, which progressively corrects for current errors. However,
at some point between 2007 and 2010 one of the shim coil heater switches apparently ceased functioning. This coil
is now floating and so can not be consistently set.
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CHAPTER 7

UCNA Polarimetry

The gas-like behavior of UCN allows the polarization of bottled UCN populations to be
measured in ways that are quite different from the usual polarizer/analyzer approach common
for higher energy neutrons. As discussed in Chapter 3, one such technique employs a spin
flipper in conjunction with a polarizing field to selectively unload and count UCN whose
spins are either aligned or anti-aligned with the polarizing field. In this chapter, application
of that technique to determine the equilibrium polarization of the neutron population under
observation in the UCNA experiment is addressed, along with similar measurements which
provide additional information about the spin dependent behavior of UCN in the experiment.

7.1 Polarimetry Nomenclature

The full UCNA geometry divides naturally into two parts, a piece which delivers UCN to
the experiment and where UCN polarization is not critical,1 and a piece, which includes the
actual decay volume, where UCN polarization is crucial. This latter volume is comprised
of everything downstream of the polarizing high field region at the entrance to the AFP
Magnet, but we will enlarge it somewhat to include the guides from the switcher to the
high field region. We will take this volume to define the experimental UCNA geometry, shown
schematically in Fig. 7.1, and we will take the entrance aperture for the experiment to be at the
switcher exit. The UCN flux entering the experiment through this aperture is characterized

1Other than the fact that a high rate of depolarization between the PPM and the AFP reduces the UCN flux to
the experiment.
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Figure 7.1: Schematic depiction of the experimental UCNA geometry with important volumes
indicated. Blue regions represent stainless steel guides and brown regions represent Cu guides.

by probability distributions ρ±(r, ϕ,v), where (r, ϕ) are polar coordinates in the plane of the
entrance aperture about its center, v is the UCN velocity at the moment it is in the plane
of the aperture, and ± indicates the UCN spin state. A typical polarimetry measurement
cycle involves the UCN flux described by ρ±(r, ϕ,v) incident on the entrance aperture for an
interval ∆load, after which time the flux is blocked and the entrance aperture is connected to
the switcher detector via cycling of the switcher. The first of these phases will be termed the
loading phase, while the second comprises the measurement interval. The only changes which
occur during a measurement interval are alterations in the state of the spin flipper.

In order to be clear about the effect of the spin flipper’s action, let us assume that the
presence of a well-defined magnetic holding field within the experimental geometry means
that we may think of the UCN inside that volume as having a definite state of polarization,
i.e. as either having the ẑ-component of their spin parallel or anti-parallel to the local (static)
magnetic field. The polarization of the population may be defined as (see Chapter 3)

P =
N↑ − N↓
N↑ + N↓

, (7.1)

where N↑/N↓ represents the number of UCN with sz parallel/anti-parallel to the local magnetic
field. Note that with this definition, the sign of the polarization identifies the majority spin
state in the population. At the end of the loading phase we will let the sign of P for the
population of UCN in the decay volume define the majority spin state, and will call UCN
downstream of the spin flipper with a spin state identical to that majority population polarized
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or right-spin, while those downstream of the spin flipper which possess the same spin state
as the minority population in the decay volume will be called depolarized or wrong-spin.2 If
the spin state of a UCN in the experimental geometry changes during the measurement
phase (i.e. parallel sz 
 anti-parallel sz), then the cause of the change is due either to (1)
the expected action of the spin flipper or to (2) something else (e.g. material interactions,
interactions with gradients, or unintended effects of the spin flipper). In order to clearly
separate changes in spin state due to (1) and due to (2), we will extend the definition of
polarized and depolarized so that in the case of a spin flip due to (1) the UCN will retain its
designation as polarized/depolarized, while in the case of a spin flip due to (2) the UCN will
change its designation (polarized
depolarized).

7.2 Summary of Polarimetry-Related Measurements

The overall purpose of a polarimetry measurement interval is to quantify the relative size
of the depolarized population which develops in the decay volume during the acquisition
of beta decay data. Since the polarization of the neutron population under study is a major
systematic in the extraction of the β asymmetry, the hope is for the relative depolarized
population to be small. However, if this is in fact the case, a number of parameters required in
a determination of the depolarized population are difficult (or impossible) to measure at the
same time as the depolarized population itself. As a result, stand-alone measurements not
directly associated with the collection of beta decay data are required. In order to distinguish
this type of measurement from those which are integrated into β asymmetry running, we
will call those polarimetry measurements for which beta decay data is collected during the
loading phase in situ measurements, while stand-alone measurements will be termed ex situ
measurements.

7.2.1 UCNA Polarimetry Studies in General

Any approach to measuring polarization or polarization systematics in the 2008 - 2010 UCNA
geometry, whether in situ or ex situ, must be based, fundamentally, on a sequence comprised
of a single switcher cycle and an arbitrary number of spin flipper cycles.3 As a result, any

2The designation is less straightforward for UCN upstream of the spin flipper since it depends on whether
the spin flipper was off or on during loading. If the former, the stated rule applies. If the latter, however, the
designation is reversed. In other words, at the end of the loading period high-field seeking UCN upstream of the
spin flipper are always designated polarized and low-field seeking UCN upstream of the spin flipper are always
designated depolarized.

3This ceased to be the case in 2011 when a polarimetry shutter was added to the system between the SCS and
the AFP Magnet.
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standard measurement may be represented by giving an initial state for the spin flipper4 and a
sequence of times (T f

1 , Ts
2 , T f

3 , ...), each of which specifies the elapsed time between the moment
when UCN are first allowed into the experiment and the flipper (off
 on) or switcher (open→
closed) state changes (here represented by the superscripts f and s respectively).5 In practice,
since gaps between the switcher guides prevent an ideal seal between the upstream guides
and the switcher detector when the switcher is in the down position, the gate valve is actually
utilized to stop the flux of UCN from the source. Furthermore, whenever the gate valve is
closed, proton pulses are also (effectively) turned off in order to reduce detector backgrounds
for the polarimetry measurements. Therefore, any UCNA polarimetry measurement will have
a gate valve cycle (closing) time and proton beam off time as well, represented collectively by
a g superscript. Denoting the initial spin flipper state by on or off, a particular polarimetry
measurement may thus be expressed as, for example,

off : (T f ,s,g
1 , T f

2 , T f
3 , ...) (7.2)

or
on : (T f

1 , Ts,g
2 , T f

3 , ...). (7.3)

The first case represents a measurement where UCN are allowed to enter the experiment for a
time T1 during which the flipper is off (flipper-off loading). At the end of that time the switcher,
gate valve, and flipper all change state together, followed at later times by further flipper state
changes. In the second example, the duration of the loading phase is now T2 and the flipper
is initially on when the UCN flux is admitted to the experiment (flipper-on loading), but then
cycles to off at some point during the loading phase.

7.2.2 In situ studies

In the case of in situ measurements where the goal is to determine the relative depolarized
population, the selected approach was to generate two arrival time spectra, one related to
the polarized population and the other to the depolarized population which are both present
at the end of the associated β asymmetry measurement. The measurement cycle chosen to
accomplish this task was

off /on : (Ts,g
load→clean, T f

clean→unload), (7.4)

4The switcher must initially be in the through position (see Fig. 5.7) or else there would be few UCN to measure.
5In other words, the T’s are absolute times from the start of the run when a change occurs. For example,

off : [s(100 s), f (150 s)]

indicates that the experiment is loaded with UCN for 100 s and at the end of that interval the switcher is set to the
down position. 50 s later the spin flipper changes state.
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where the initial state of the spin flipper was always the same as that of the associated β

asymmetry measurement. Note that this measurement has three phases:

(1) The loading phase (during which beta decay data is collected) of duration ∆load =

Ts,g
load→clean generally lasting about one hour.

(2) A cleaning phase of duration ∆clean = T f
clean→unload − Ts,g

load→clean where the experiment is
connected to the switcher detector but the spin flipper remains in the same state as
during loading.

(3) An unloading phase of duration ∆unload during which the spin flipper state is opposite
from its state during loading. In practice the unloading phase lasted at least 100 s, but
was typically extended in order to measure a background.

This type of measurement will be termed the depolarization trapping (or DT) type. Fig. 7.2
provides a pictorial representation of the DT measurement timing.

In order to see how this measurement cycle produces the necessary spectra, first take note
of the following fact, based on our definition of polarized and depolarized UCN: Since a
polarized UCN is one which was loaded into the experiment (i.e. was able to pass through the
high field region) and whose spin can only have been changed by the spin flipper, a polarized
UCN downstream of the spin flipper will only have the ability to pass through the high field
region again if it encounters the spin flipper in the same state as it did when it passed through
the last time. A depolarized UCN downstream of the spin flipper obeys the opposite rule;
trapped when it sees the spin flipper in the same state it did on its previous trip through, free
when it sees the spin flipper in the opposite state.6 Given this observation, the measurement
represented by Eq. (7.4) is seen to work in the following way:

(1) During the loading phase the flux of UCN into the experiment (averaged over the proton
pulse spacing) will build up and maintain some constant equilibrium population of both
polarized and depolarized UCN.

(2) During the cleaning phase polarized UCN will be able to exit the experimental geometry
and be detected in the switcher detector, forming a signal related to the polarized
population. During this time depolarized UCN are unable to reach the switcher detector.

(3) During the unloading phase the spin flipper’s state has changed so that the remaining
polarized UCN downstream of the spin flipper are trapped, while the remaining depo-
larized UCN downstream of the spin flipper are now able to reach the switcher detector,
forming a signal related to the depolarized population.

6These rules only apply for the case where there is a single flipper transition.
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Gate  Valve/Protons	

Switcher	

Flipper  (R)	

Flipper  (DT)	
OFF	

CLOSED/OFF	

THROUGH	

OFF	

Depolarization  
Trapping	

Reload	

Figure 7.2: Timing for the depolarization trapping (DT) and reload (R) measurements used to
extract the equilibrium depolarized fraction.
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The effectiveness of such a measurement hinges on choosing the interval ∆clean propitiously,
where the optimal choice depends on both the placement of the spin flipper and the difference
between the characteristic time for a trapped UCN to be lost (the trapped lifetime τtrap) and
the characteristic time for a free UCN to reach the switcher detector (the free drain time
τdrain). Intuitively, this comes about because when the spin flipper changes state, only UCN
downstream of the flipper undergo the free 
 trapped transition so that there is always
some polarized contamination to the depolarized unload signal.7 In the ideal case where
τtrap � τdrain, one may simply extend ∆clean until the polarized signal has dropped to the level
of the noise, thereby ensuring (special cases of marginally trapped population etc. aside) that
any observed signal comes from the depolarized population. In this case, optimization of the
depolarized signal relative to the signal produced by polarized UCN plus background leads to
a particular value for ∆clean which ensures the greatest possible sensitivity to the depolarized
signal. In cases where τtrap ∼ τdrain, however, it may be that a simple optimized ∆clean does
not exist. (Appendix H provides a quantitative assessment of these issues.) In this case one
may choose a short cleaning time which will provide a larger depolarized signal at the cost
of large systematic corrections to the data (to remove the polarized contamination), a long
cleaning time which will reduce the polarized contamination but which will necessitate more
data collection to acquire a significant depolarized signal, or some cleaning time in between.
Optimizing this choice can depend strongly on the actual size of the depolarized population
as well as on the quality of one’s systematic corrections.

Since the UCNA geometry fell into the non-ideal category, depolarization trapping in
situ measurements with a variety of cleaning times were performed, although the primary
focus eventually shifted to 25 s cleaning times since it appeared that acquiring a significant
depolarized signal for longer cleaning intervals was impractical for realistic integrated mea-
surement times. While such a short cleaning time necessitated additional ex situ measurements
to accurately assess the large polarized background in the unload spectrum, it also caused
the population of polarized UCN trapped during the unload phase to be large enough that a
measurement of the trapped lifetime, which must be determined from ex situ measurements
in the case of longer cleaning times, was possible during in situ runs.8

7.2.3 Ex situ studies

As indicated above, depolarization trapping measurements alone are not sufficient to determine
the relative depolarized population since, for example, short cleaning times require separately
measuring a polarized background, while for longer cleaning times it becomes difficult to

7The addition of the polarimetry shutter in 2011 effectively eliminated this issue.
8The trapped lifetime must be known in order to accurately extrapolate the number of depolarized UCN

detected during the unload phase to the number present at the end of the loading period.
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extract the trapped lifetime from a DT measurement. However, ex situ studies are important
not only for these critical items, but also because there are a number of other investigations
that are incommensurate with a depolarization trapping measurement but which can be quite
helpful when trying to form a picture of the depolarized population’s evolution. The following
subsections describe the various ex situ measurements performed from 2008 - 2010. Since 25 s
cleaning time DT measurements formed the vast majority of depolarization data taken during
this time (allowing in situ extraction of the trapped lifetime), the only ex situ measurement
which figures directly in the extraction of the equilibrium polarization (Chapter 8) is the reload
measurement described below. Note that in what follows the off/on designation encodes the
fact that each measurement always has a flipper-on loading and a flipper-off loading variant.

Flipper Trapping

Because a very small relative depolarized population is expected, it is difficult to get an
accurate value for the depolarized trapped lifetime directly. Using the spin flipper, however, it
is possible to create artificially a large trapped population whose evolution can be observed
easily. This general category of measurement will be termed flipper trapping, of which there
are two distinct varieties:

FTa1→ off /on : (Tg
load, Ts, f

hold, T f
unload) (7.5)

FTa2→ off /on : (Tg,s
load, T f

hold, T f
unload) (7.6)

FTb→ off /on : (Tg
load, Ts, f

hold). (7.7)

By changing the state of the spin flipper almost immediately following the conclusion of
loading, the large population which in a depolarization trapping experiment would be free to
exit to the switcher detector becomes trapped by the polarizing field and may be observed
with the SCS monitor detector and the β detectors. (The smaller population which would
have remained trapped in a depolarization trapping measurement is free to exit).9 In this
type of measurement the cleaning phase is renamed the holding phase, and in the FTb variety
this is the final phase. In the FTa variety an unloading phase is provided after a time
∆hold = Tunload − Thold so that the trapped population surviving after the holding interval
may be counted in the switcher detector. An estimate for the trapped lifetime may then be
determined by varying the holding time ∆hold and fitting the counts recorded during the
unload phase (generally normalized by gate valve counts) as a function of ∆hold.

The FTa measurement has the disadvantage that it is time consuming since high-statistics

9The reason for a small delay between closing the gate valve and changing the spin flipper state is to limit the
number of UCN which pass downstream through the spin flipper immediately after it changes state. This reduces
the size of the population that is free to exit to the switcher detector after the flipper changes state.
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measurements with a number of different values for ∆hold are required. What is more, the
results can be skewed by the transport to the switcher detector, especially as the UCN spectrum
changes with time. However, these measurements also usefully encode that spectral evolution
(of both the free and trapped populations) in the way that time constants associated with the
holding and unloading signals change with time. The FTb variety sacrifices some information
on spectral evolution for a cleaner, more continuous (and more rapidly obtained) picture of the
trapped population’s evolution. It makes use of the SCS monitor detector and the β detectors
(the beta decay rate is proportional to the number of UCN present) to observe directly the
change in the trapped population over time. The FTb measurement can in principle also
be used to measure both the depolarization and the spin flipper efficiency. This is possible
because for on-loading, the trapped population is trapped with the flipper off so that after the
free UCN background signal has decayed away, counts in the switcher detector should come
only from detector background or trapped UCN which depolarize. In the case of flipper-off
loading (so that the flipper is on during holding), on the other hand, the rate in the switcher
detector will include both depolarized UCN and UCN whose spins are not reversed by the
spin flipper.

While these flipper trapping measurements (as well as observation of the trapped popula-
tion during the unload phase of a short cleaning time DT run) provide a valuable way to study
the time evolution of a trapped UCN population, it must be remembered that the trapped
populations studied in this manner are artificially created by the action of the spin flipper.
In particular, this means that the "depolarized" population thus examined is not necessarily
representative of a population actually trapped by depolarization since real depolarization
may occur anywhere in the geometry and through a number of different mechanisms, many of
which may differ substantially in their detailed action from the usual action of the spin flipper.
One question which arises, therefore, is exactly how to utilize the trapped lifetimes that are
extracted separately from on-loading and off-loading flipper trapping measurements.10 It is
not entirely clear, for example, that the obvious choice of using the on-loading lifetime to
analyze off-loading depolarization trapping data (and vice versa) is the best one.

Depolarization Calibration

Cycling the spin flipper during the loading phase of a standard DT measurement results
in the introduction of an additional minority spin state population whose size depends on
the length of the flipper cycle (∆cycle). Measurements like these form a continuum between
DT and FT measurements; in particular, changing ∆cycle from 0 s to ∆cycle = ∆load smoothly

10The +120 neV total energy change experienced by spin-flipped UCN in the on-loading case leads to a shorter
lifetime due, presumably, to enhanced losses in the low-field transition region, although these losses may well not
be symmetrical between upstream and downstream UCN currents

186



transforms from off-loading DT −→ on-loading FTa (or on-loading DT −→ off-loading FTa).
A depolarization calibration (or DC) measurement is one of those in this continuum where
∆cycle 6= 0 and ∆cycle 6= ∆load, and appears schematically as

DC→ off /on : (T f
cycle(1), T f

cycle(2), · · · , T f
cycle(n), Tg,s

clean, T f
unload), (7.8)

where ∆cycle = T f
cycle(2i) − T f

cycle(2i−1) and we define ∆duty = T f
cycle(2i+1) − T f

cycle(2i). These
depolarization calibration experiments allow the creation of an arbitrarily large artificial
depolarized population (in addition to the natural depolarized population). Of particular
interest are cases where ∆cycle � ∆load, which can yield an approximate expected response
for the true depolarized signal, provide an estimate of the sensitivity to the detection of
depolarized UCN inherent in the geometry, and provide a test of analysis techniques (or
given a well-vetted analysis scheme a way to investigate the difference between depolarized
populations artificially created using the flipper and true depolarized populations).11

The 2008 UCNA suite of polarimetry studies includes depolarization calibration measure-
ments of the following form only:

DC→ off /on : (T f
cycle, T f ,g,s

clean, T f
unload). (7.9)

A more comprehensive suite of DC measurements was performed in 2010, however, which
featured a flipper cycle of length ∆cycle = 0.1 s spaced evenly throughout the entire loading
phase with the length of ∆duty varied to change the size of the induced wrong-spin population.

Depolarization Trapping

Ex situ depolarization trapping measurements were performed in order to supplement the
DT measurement statistics obtained from beta decay running as well as to explore different
cleaning times while maintaining the consistency of in situ data. In particular, performing
additional DT studies for larger cleaning times provides information about the long-time
behavior of the clean spectrum as well as the ability to perform analysis consistency checks,
and a suite of such DT runs should in principle provide information on true trapped lifetimes
(thereby helping to quantify how well the FT-derived trapped lifetimes approximate the
evolution of the true depolarized population). Ex situ DT measurements were conducted in
exactly the same way as the in situ ones except that the load phase was shortened to ∼200 s.

11It is useful to note that an artificial depolarized population of arbitrary size but with characteristics different
from those produced in FT and DC measurements may also be created by varying the power and/or frequency of
the spin flipper. Studies of this type are useful in that they provide a well-controlled continuous source of minority
spin UCN as opposed to the pulse of depolarized UCN produced by a DC measurement.
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Reload

Especially in DT measurements with a short cleaning time where the number of free polarized
UCN present during the unload phase is large relative to the depolarized population, correcting
accurately for the polarized content of the unload timing spectrum’s long-time component
(intuitively the fraction of free polarized UCN at the beginning of the unload phase which
sample the decay trap before being detected) is of crucial importance. As a result, a direct
measurement of this reloaded population is necessary. One approach to such a reload (or R)
measurement involves the premature commencement of the unload phase during cleaning
followed by a return to the clean phase, i.e. by cycling the flipper state during cleaning. If
the duration of the flipper cycle ∆reload can be made long enough for reloading to occur but
short enough that (1) the depolarized population has sufficient time to recover its equilibrium
before the true unload and (2) the reloaded UCN become trapped at the end of the flipper
cycle, then the final unload spectrum should be approximately a sum of the signal from
remaining flipper-cycle reloaded UCN and the usual DT spectrum. Given a pair of DT and R
measurements, then, we have, roughly, that the DT and R unload spectra may be thought of,
respectively, as

SDT = depolarized + polarized

and
SR = depolarized + 2 × polarized

so that to zeroth order the depolarized unload timing spectrum is given by Sdepol = 2SDT − SR.
Alternatively, a reload measurement may be made by a brief flipper cycle during the

unload phase, which has the advantage of keeping both the R and DT cleaning intervals
identical. In this case, following the flipper cycle, the usual DT unload spectrum will be
perturbed by the signal observed during the flipper cycle in the same way that the depolarized
signal in a DT measurement is perturbed by the polarized contamination. In both approaches
to an R measurement, additional information may be gained by changing the time at which
the flipper cycle happens, or by adding additional cycles.12

In the suite of UCNA polarimetry runs performed in 2008, the following three classes of
reload measurements were performed:

Ra→ off /on : (Tg,s
clean1, T f

reload, T f
clean2, T f

unload) (7.10)

Rb→ off /on : (Tg,s
clean, T f

unload1, T f
cycle, T f

unload2) (7.11)

12With sufficient care, additional cycles could potentially lead to a direct extrapolation back to the case of zero
cycles, i.e. the DT case.
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Rc→ off /on : (Tg,s
clean, T f

unload1, T f
cycle1, T f

unload2, T f
cycle2, T f

unload3) (7.12)

Given the limited unload spectrum statistics realizable in practice, the Ra type of reload run
in which the whole of the unload spectrum is available as signal was chosen as the primary
method of measuring the polarized unload background. For these measurements the clean
phase divides into three parts:

∆(1)
clean = T f

reload − Tg,s
clean1 (7.13)

∆reload = T f
clean2 − T f

reload (7.14)

∆(2)
clean = T f

unload − T f
clean2 (7.15)

which are shown pictorially in Fig. 7.2.

Time-of-Flight

As it is the longitudinal component of UCN velocity which carries the relevant dynamical
information for questions involving spin-flip efficiency and polarization by magnetic potential,
in the limit of highly specular, straight guiding surfaces where the longitudinal velocity
spectrum is not appreciably processed, time-of-flight measurements can be of value for
considerations of polarimetry. An FT-type measurement can be altered to produce a sequence
of arrival time spectra for the trapped population using this technique. The approach is simply
to create a large trapped population as usual in an FTb measurement, and then to quickly
cycle the spin flipper at regular intervals (sufficiently spaced to avoid frame overlap). The
switcher detector signal will then be made up of a series of arrival time spectra (one for each
spin flipper cycle) sitting on the usual FTb free UCN drain curve. The measurement scheme
for one of these time-of-flight (or TOF) measurements appears as

TOF→ off /on : (Tg,s
a , T f

b , T f
1 , T f

2 , T f
3 , · · · , T f

2n), (7.16)

where T2i+1 − T2i = δ is the duration of a flipper cycle and T2i − T2i−1 = ∆ is the time between
the flipper cycles. Appendix E presents results from an initial exploration of this technique
conducted in 2009.
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7.3 General UCNA Polarimetry Runs Summary

During the 2008 run cycle13 four different spectrometer/decay volume geometries were
ultimately utilized for extensive β asymmetry measurements:

(a) 0.7µm Be-coated decay trap foils, 25µm MWPC windows, short SS SCS detector guide.

(a′) 0.7µm Be-coated decay trap foils, 25µm MWPC windows, long Cu SCS detector guide.

(b) 0.7µm Be-coated + 12.5µm mylar decay trap foils, 25µm MWPC windows, long Cu SCS
detector guide.

(c) 0.7µm Be-coated decay trap foils, 6µm MWPC windows, long Cu SCS detector guide.

For 2009, the decay trap and all Cu guides (including the upstream side of the square-to-round
transition plate but not including the guide to the SCS monitor detector) were coated with
DLC, resulting in geometry

(d) 0.7µm Be-coated decay trap foils, 6µm MWPC windows, long Cu SCS detector guide,
primary Cu guides DLC coated, new clamps on decay trap guides, upstream AFP guide
changed to electrolytically polished Cu.

This geometry was unchanged14 for running in 2010, but towards the end of the 2010 run the
guides were contaminated by neopentane apparently ionized by the spin flipper, resulting
in significant changes to UCN transport in the experiment. That final period of running will
therefore be designated geometry (d′).

In theory, all geometries other than (d) and (d′) should have looked identical to UCN
(with differences in (a) representing only a very tiny perturbation). In practice, however,
each geometry change required the removal of the decay trap, which in turn necessitated the
removal of the square guide and SCS monitor detector. Unfortunately, during re-installation
of these guide elements it proved difficult to consistently reproduce the size and shape of
the gap in the round-to-square transition (or, albeit with better tolerances, the gap between
the decay trap and the square guide). Re-installation generally required some movement of
the AFP Magnet as well, which could have opened up a gap in the upstream AFP Magnet
coupler (also potentially opened up in an attempt to level the beam line during the (a) →
(a′) transition). The current design of the SCS detector stack also prevents highly consistent

13Polarimetry in earnest began in 2008. The 2007 run cycle consisted of a limited number of DT measurements
with relatively long cleaning times, allowing only rough limits to be placed on the equilibrium polarization.

14The guides between the PPM foil and the switcher were replaced with Cu at the beginning of 2010, potentially
altering the spectrum into the experimental geometry. Unfortunately no spectrum scans were acquired.
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installation.15 As a result, the the four geometries can not be considered identical with respect
to their UCN transport properties, although (a) - (c) are most likely very similar with respect to
depolarization since the guide surfaces were not changed. Table 7.1 gives an overall summary
of the polarimetry runs which were performed in each geometry.

15It was found in 2009 that this problem, as well as many of the other alignment issues, can be significantly
mitigated by use of a borescope.
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Table 7.1: General UCNA Polarimetry Runs Summary. Run types in bold are in situ measure-
ments.

Run Type ∆load ∆clean/hold ∆cycle ∆unload

Geometry a:
DT - 125s - -
DC - 125s 5s -
FTa 40s + 3s 25s, 50s, 75s, 100s - -

Geometry a′:
DT - 25s, 125s - -
FTb 65s + 3s - - -
Rb - 10s - 20s + 3s
Rc 120s 10s - 20s + 3s + 20s + 3s
DC 100s 25s, 125s 2s, 5s -

Geometry b:
DT - 25s - -
DT 120s 50s, 75s, 100s - -
FTa 80s + 3s 65s - -
FTb 80s + 3s - - -

65s + 3s
Ra 120s 17s + 3s + 5s - -

12s + 3s + 10s
Geometry c:

DT - 25s - -
DT 120s 75s - -
Ra 120s 25s + 3s + 22s - -

37s + 3s + 35s
12s + 3s + 10s

TOF 80s + 3s 10s δ = 0.1s, ∆ = 20s -
Geometry d:

DT - 25s - -
DT 200s 25s - -
DT 100s ∞ - -
Ra 200s 12.5s + 3s + 9.5s - -

FTb 100s + 3s - - -
TOF 100s + 3s 20s δ = 0.1s, ∆ = 10s -

Geometry d′:
DT - 25s - -
Ra 200s 12.5s + 3s + 9.5s - -

DC
200s 25s 0.1s with ∆duty = 2s, 4s, 8s, 12.5s, 25s 300s
200s 12.5s + 3s + 9.5s 0.1s with ∆duty = 8s, 25s 300s
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CHAPTER 8

Analysis of the UCNA DT/R Polarimetry Data

Determining the polarization of the neutron population under observation during UCNA beta
decay data taking for 2008 through 2010 was accomplished by using flipper-off and flipper-on
DT measurements paired with R measurements to remove the reloaded background. Since
these measurements only give information about the polarization at the end of a loading
interval, assumptions about the temporal evolution of the polarization are required in order
to relate the results of a DT measurement to the instantaneous neutron polarization during
the measurement of beta decay.1 Also, because the precision available from a single DT
measurement was limited,2 multiple cycles (generally including ex situ runs) with the same
flipper loading state were required in order to determine the polarization with a precision
sufficient to ensure a negligible impact on the β asymmetry error budget. As a result, further
assumptions about the long-term consistency of the equilibrium polarization (and the reloaded
population) must be made.3 Here we will largely ignore issues relating to the short- and long-
term behavior of the equilibrium polarization and concern ourselves only with developing a
procedure to determine the instantaneous polarization at the end of a loading interval.

1The simplest assumption is that the polarization reaches an equilibrium value quickly compared to the length
of a beta decay measurement interval and then maintains that equilibrium value so that the polarization at the end
of the interval provides the average polarization throughout the interval.

2A singe DT measurement provided roughly a 200% (relative error) measurement of the depolarized fraction
(when paired with a many-cycle R data set).

3In this case the simplest assumptions are that the spin flipper efficiency does not change in time and that the
equilibrium polarization and UCN transport remain constant in time for a particular geometry.
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Specifically, what we will work to determine is the depolarized fraction

ξ =
Nd

Nd + Np
, (8.1)

where Nd represents the number of incorrectly polarized UCN in the decay trap at the
commencement of the DT measurement and Np indicates the number of correctly polarized
UCN in the decay trap at the commencement of the DT measurement.4 Since it is certainly
possible that there exist components of the UCN population whose efficiency for detection is
vanishingly small,5 the existence of undetected contributions to the depolarized fraction must
be considered. We will therefore decompose the actual depolarized fraction that we wish to
determine as

ξ = ξo + ξu,

where ξo is the piece which may in principle be determined from data and ξu is an undetected
piece. Fig. 8.1 provides an overview of the steps involved in determining the actual depolarized
fraction from a DT/R data set, which involves using the DT/R data (with some Monte Carlo
inputs) to obtain values for ξo in both flipper-off loading and flipper-on loading cases. These
values are then used to calculate an additional flipper inefficiency correction for the off-loading
case, and ξ is finally determined by including Monte Carlo estimates of ξu.

8.1 Understanding the DT/R Data

8.1.1 Data Observables

As indicated in Chapter 7, for 2008 through 2010 the UCNA experiment relied primarily
on DT/R pairs with a 25 s cleaning interval for a determination of the neutron polarization.
Table 7.1 indicates that these measurements break up naturally into four data sets if we
assume that transport properties and spin flipper efficiency remain unchanged during the
course of running in a particular geometry. Since each of these four data sets is comprised of
flipper-off loading and flipper-on loading measurements, there are eight sets of timing spectra
to analyze, which we will denote as 2008off, 2008on, 2009off, 2009on, 2010off(bc), 2010on(bc),
2010off(ac), and 2010on(ac), where (bc) indicates data obtained before the guide contamination
incident and (ac) indicates data obtained after the guide contamination incident. For each
of these data sets, same-type runs (i.e. DT or R) had their switcher timing spectrum, SCS

4The polarization is then given by 1− 2ξ.
5Such populations would include, for example, depolarized UCN whose trapped lifetime was much shorter

than the cleaning time or UCN in quasi-bound orbits with lifetimes substantially greater than the DT measurement
time.
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Figure 8.1: Flow chart of the steps used in determining the depolarized fraction implied by a
DT/R data set. Orange inputs are determined by Monte Carlo calculation. Red outputs are
values of interest but are not directly used in the determination of depolarized fractions.
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monitor timing spectrum, and the total decay rate seen by the β detectors as a function of time
histogrammed into one second bins and separately summed, with timing alignment provided
by the maximum in the switcher timing spectrum. When possible, the actual time at which the
switcher commenced its state change was examined for each individual run and was found to
occur on average within ±0.5 s of the leading edge of the bin just prior to the maximum (see
Fig. 8.2). (In cases where the information was available, run alignment via switcher spectrum
peak was superseded when necessary to ensure that the switcher firing time fell within the
gray band indicated in Fig. 8.2.) The results of this procedure are shown in Appendix I. Since
in principle there was no change in the experimental geometry between 2009 and 2010 (prior
to the guide contamination incident), Appendix I includes two additional data sets which
are produced by summing over the 2009 plus 2010(bc) data sets. Overall, then, the primary
2008 - 2010 polarimetry data results in ten sets of spectra to analyze.

All of the summed DT switcher timing spectra from Appendix I exhibit double exponential
behavior during both the cleaning phase and the unloading phase, so both segments of the
spectra were fit with a double exponential plus background

D(t) = A1eα1(t−t0) + A2eα2(t−t0) + bg, (8.2)

where A1, A2, α1, and α2 were taken as free parameters and the fixed background rate was
obtained from a 100 s interval at the end of the unload phase. The unload phase of the summed
R switcher timing spectra were also similarly fit so that twelve observables were extracted
from each DT/R pair. Since the physical movement of the switcher was not always consistent
and since UCN upstream of the switcher contribute to the signal during the switcher’s change
of state, the value of t0 in fits of the cleaning spectra was taken to coincide with the leading
edge of the maximum bin, and fits were performed over a series of subranges. Similarly, fits
to the unload spectra were performed over multiple subranges, although in the case of the
unload spectrum, t0 was taken to be the time of the actual flipper state change and the effect
of changing t0 by ±0.5 s was investigated. Appendix I summarizes the results of these fits,
and Table 8.1
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Gate  Valve/Protons	

Switcher	

Flipper  (R)	

Flipper  (DT)	
OFF	

CLOSED/OFF	

THROUGH	

OFF	

sum  alignment  feature	

Depolarization  
Trapping	

Reload	

Figure 8.2: General shape of the switcher timing spectra relative to the valve and flipper
state changes, with the timing alignment feature used for summing indicated. The vertical
gray band indicates the temporal range over which the switcher was actually commanded to
change state relative to the features of the timing spectrum.
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Table 8.1: Observables extracted from each of the ten sets of summed spectra. Fit errors were expanded to reflect variations induced
by alterations of the fit range when necessary. Fit errors on the unload time constants were also expanded when necessary to reflect
variations between the DT time constants and the corresponding R time constants since they are assumed in the analysis to be equal.
Note that the values for τtrap provided here are those taken to represent the wrong-spin population (trapped during the cleaning phase)
of the indicated measurement. (In other words, the trapped lifetimes given here are those measured in the decay trap during the
unloading phase of the corresponding DT sum with opposite flipper loading state.) Error bars on the trapped lifetimes have been
expanded to incorporate the difference between the values for the two flipper loading states since the equivalence between UCN
populations trapped by the flipper and trapped by other mechanisms has not yet been demonstrated.

Data Set Clean Unload τtrap

A1 τ1 A2 τ2 A2 τ1 τ2

2008off, DT 229139± 20132 2.02± 0.089 19789± 603 19.11± 0.614 58.94± 8.83 1.77± 0.431 19.45± 1.69 25.59± 6.16
2008off, R - - - - 26.13± 3.46 1.62± 0.391 17.62± 1.39 -
2008on, DT 127627± 32293 1.50± 0.228 13828± 571 15.77± 0.635 32.54± 4.00 3.04± 0.225 28.16± 2.22 37.91± 6.16
2008on, R - - - - 22.63± 2.61 2.59± 0.225 27.78± 2.28 -

2009off, DT 56842± 6405 1.71± 0.090 6474± 88 22.29± 0.480 19.24± 2.77 1.56± 0.485 23.52± 2.50 36.41± 6.99
2009off, R - - - - 40.25± 3.32 1.88± 0.295 24.60± 1.32 -
2009on, DT 39036± 7606 1.35± 0.170 5209± 152 17.57± 0.560 13.75± 2.28 2.21± 0.190 28.11± 3.49 50.38± 6.99
2009on, R - - - - 31.57± 2.64 2.47± 0.395 33.52± 2.71 -

2010off(bc), DT 86231± 780 1.88± 0.105 14695± 37 24.36± 0.475 29.75± 2.43 1.80± 0.098 33.61± 2.73 37.86± 6.71
2010off(bc), R - - - - 26.16± 2.20 1.64± 0.188 28.16± 2.73 -
2010on(bc), DT 28460± 7368 2.08± 0.280 10989± 331 20.28± 0.635 29.00± 2.19 2.22± 0.090 37.96± 2.14 51.28± 6.71
2010on(bc), R - - - - 4.93± 0.813 2.34± 0.366 37.82± 4.35 -

2010off(ac), DT 43673± 9569 1.26± 0.110 4491± 67 22.40± 0.530 5.50± 1.00 1.09± 0.250 40.37± 7.24 20.69± 9.08
2010off(ac), R - - - - 7.60± 1.43 1.59± 0.250 37.54± 6.46 -
2010on(ac), DT 29859± 3864 1.07± 0.065 2402± 36 16.53± 0.345 6.77± 1.60 1.78± 0.375 32.16± 6.61 38.84± 9.08
2010on(ac), R - - - - 6.99± 1.34 1.46± 1.26 40.85± 6.90 -

2009+2010off, DT 142024± 15625 1.82± 0.105 21177± 332 23.70± 0.490 47.15± 3.39 1.74± 0.120 30.51± 2.50 37.36± 6.80
2009+2010off, R - - - - 67.47± 3.97 1.76± 0.131 25.56± 2.50 -
2009+2010on, DT 52021± 3983 1.90± 0.075 15914± 111 19.69± 0.150 41.34± 2.88 2.23± 0.110 35.65± 1.86 50.96± 6.80
2009+2010on, R - - - - 36.55± 2.74 2.44± 0.310 34.00± 1.77 -
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Figure 8.3: Schematic representation of the experimental UCNA geometry with the volumes
and parameters relevant for an analytical treatment of DT/R measurements depicted.

gives the resulting values and errors for each data set. Two additional observables, which
measure the lifetime of UCN trapped in the experimental geometry, are obtained by fitting
either the summed SCS monitor timing spectrum or β detector (combined east and west)
timing spectrum with a simple exponential plus background

A e−t/τ + B

during the unload phase. In these fits A, B, and τ were all taken as free parameters. The
results of these fits (see Appendix I) were found to be insensitive (relative to the errors) to
variations in the fit range. It is these values which are taken to provide the trapped lifetime for
wrong-spin UCN trapped during the DT cleaning period. In particular, the value of τ obtained
in this way from a DToff measurement is used as the value of τtrap for the corresponding DTon
measurement and vice versa (see Chapter 7). Table 8.1 lists the values of τtrap used in the
extraction of the depolarized fraction for each data set.

8.1.2 Analytic Model

A simple analytic model is constructed to provide context for these measurements and to
demonstrate that the observed double exponential behavior has a basis in the expected physics.
We consider the UCNA geometry to be composed of two volumes V1 and V2 = Va ∪Vb ∪Vc

connected by an aperture of area a and transmission κ as in Fig. 8.3. We further imagine V2 to
be connected to a detector stack of overall efficiency ε through an aperture of area A. V1 here
plays the role of the decay trap, the aperture (a, κ) the role of the square guide, and V2 the role
of the guides from the switcher to the decay trap. Since V2 also encompasses the spin flipper
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and AFP Magnet high field region, it is subdivided into the three volumes Va, Vb, and Vc. If
we assume that the probability of a UCN making a transition into a from volume V1 in time
dt is given by dΓ1→a = α1 dt and similarly that dΓ2→a = α2 dt and dΓ2→A = α3 dt, and we let
λ1 dt (λ2 dt) be the probability of a UCN in V1 (V2) being lost in time dt, then the number of
UCN in V1 and V2 will develop according to{

dN1 = −(α1 + λ1) N1 dt + κ α2 N2 dt
dN2 = −(α2 + α3 + λ2) N2 dt + κ α1 N1 dt

.

The solutions to this system, which do indeed predict double exponential behavior, are{
N1(t; N0 f 1, N0 f 2) =

1
2γ

[
(N0 f 1(γ + α)− 2κα2N0 f 2)e−γ+t + (N0 f 1(γ− α) + 2κα2N0 f 2)e−γ−t]

N2(t; N0 f 1, N0 f 2) =
1

2γ

[
(N0 f 2(γ− α)− 2κα1N0 f 1)e−γ+t + (N0 f 2(γ + α) + 2κα1N0 f 1)e−γ−t]

where N0 f 1 represents the number of free UCN in V1 at t = 0 s and N0 f 2 the number of free
UCN in V2 at t = 0 s, and where in terms of the fundamental parameter set {α1, α2, α3, λ1, λ2, κ}
we have

γ =
√
(α1 + α2 + α3 + λ1 + λ2)2 − 4(λ1(α2 + α3 + λ2) + α1(α2(1− κ2) + α3 + λ2)) (8.3)

α = α1 − α2 − α3 + λ1 − λ2 (8.4)

γ+ =
1
2
(α1 + α2 + α3 + λ1 + λ2 + γ) (8.5)

γ− =
1
2
(α1 + α2 + α3 + λ1 + λ2 − γ). (8.6)

These equations model the evolution of UCN free to exit through aperture A into the detector,
whose response is then given by

D(t; N0 f 1, N0 f 2) = εα3N2(t; N0 f 1, N0 f 2). (8.7)

The presence of a spin flipper and polarizing field in V2 means that there can also be a
trapped population in V1 + Va + Vc. We will assume that the trapped and free populations do
not mix except at the time of a spin flipper state change (i.e. we assume a small depolarization
rate) and that the trapped population in V1 + Va + Vc evolves according to

Nt(t) = N0te−t/τtrap . (8.8)

Furthermore, we will assume that with the exception of ∆reload, all intervals are sufficiently
long for the trapped population density to reach equilibrium between V1 and V2. (For the
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flipper cycle in a reload measurement we assume that the trapped population in V2 reaches
an equilibrium, but that there is not sufficient time for V2 to come into equilibrium with V1.)
The mixing of trapped and free populations at the time of a spin flipper state change can be
modeled using the following set of volume coefficients:

ηTT = Vc
Va+Vc

ηFF = Vb
Va+Vb

ηTF = Va
Va+Vc

ηFT = Va
Va+Vb

If we define

N =

(
N f ree

Ntrapped

)
where N f ree represents the number of free UCN and Ntrapped the number of trapped UCN,
then the effect of a spin flipper state change is given by

N f = F ·Ni, (8.9)

where for V2 the matrix F is given by

F =

(
ηFF ηTF

ηFT ηTT

)
,

and for volume V1, which is downstream of the spin flipper and the high field region and
includes neither, we have

F =

(
0 1
1 0

)
.

Fig. 8.4 demonstrates that this model correctly reproduces the general behavior observed
in the data, although since it assumes that the system is always in equilibrium the detector
response exhibits discontinuous jumps when the flipper changes state.

In order to investigate the fidelity of this model, it can be used to extract an estimate for
the observed depolarized fraction using the DT data alone. In such an evaluation, it is evident
that the clean spectrum provides the greatest sensitivity for determining the initial correctly
polarized population, while the unload spectrum (especially the slow time component) is most
sensitive to the equilibrium depolarized population. Therefore, extraction of the depolarized
fraction was accomplished by fitting summed DT data sets with the analytic model in the
following manner:

(1) The clean spectrum was fit assuming that wall losses in V2 are negligible compared to
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measurements.
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losses through A (i.e. taking λ2 = 0) and leaving free the remaining non-geometrical
model parameters. Thus, the set of free parameters in the fit was taken as

{α1, α2, α3, λ1, κ, N0p1, N0p2},

where the initial UCN populations N0p1 and N0p2 are, respectively, the polarized popu-
lation in V1 and in V2 present at the end of the loading phase. Values for the volumes
used in the model are shown in Fig. 8.3, and ε was taken as unity.

(2) The unload spectrum was fit. This fit included an additional free parameter N0d, the
number of depolarized UCN present in V1 + Va + Vc at the end of loading. The other
parameters were again allowed to be free, although the possible values for N0p1 and
N0p2 were confined to a range defined by their respective errors from the fit to the clean
spectrum.

Table 8.2 shows the results of this approach applied to the 2008 and 2009 data sets. Note that
reasonable estimates for the depolarized fraction are obtained from this procedure despite the
fact that the information contained in the R data is not utilized, suggesting that the analytical
model does indeed capture much of the actual UCN dynamics.

8.1.3 Model Independent Description

Relying on multiple-parameter fits linked to a particular macroscopic physics model is not
the ideal manner in which to analyze the DT/R data, especially since incorporating spin
flipper inefficiency significantly increases the complexity of the model. The analytical model
does indicate, however, that we should expect the slow component of the unload spectrum
to carry most of the information about depolarized UCN in the decay trap, and that the
biggest contaminant to this depolarized signal is expected to be reloaded UCN. Removing
this background is the purpose of the R measurements, so what we want is a method which
allows us to determine ξo solely from the DT/R observables extracted in Section 8.1.1. It is the
development of such a model-independent6 approach to which we now turn.

It is reasonable to imagine (as well as supported by the analytical model) that the short-time
components observed in the clean and unload spectra are representative of UCN draining
from the guides (volume V2 = Va ∪Vb ∪Vc in Fig. 8.3) while the long-time components are
due to the presence of the decay trap (volume V1 in Fig. 8.3). Recall, however, that when the
switcher changes state at the beginning of the clean phase there will be a population of UCN

6At least model-independent given the observables from Section 8.1.1. Technically these observables come
from fitting with a particular model. Also, we will find that there are some fairly significant model-dependent
corrections involved in a final determination of ξo.
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Table 8.2: Best-fit model parameters and implied depolarized fractions for selected summed
DT data sets.

2008 DT25 flipper-off loading
Clean Fit over [52s,71s]
α1 = 0.02± 0.025 (50s) α2 = 0.130± 0.004 (7.7s) α3 = 0.335± 0.001 (2.99s)
κ = 0.93± 0.01 λ = 0.036± 0.0008 (27.7s)
N0p1 = 1088926± 22706 N0p2 = 626006± 10061
Unload Fit over [76s,170s]
α1 = 0.19± 0.005 (53s) α2 = 0.120± 0.04 (8.3s) α3 = 0.32± 0.04 (3.1s)
κ = 0.937± 0.005 λ = 0.033± 0.005 (30.7s)
N0p1 = 1074386± 28363 N0p2 = 626685± 13497

N0d = 3860± 3323⇒ ξ = 0.00225± 0.0019 (χ2/ν = 1.8)
2008 DT25 flipper-on loading
Clean Fit over [24s,44s]
α1 = 0.028± 0.0012 (35.9s) α2 = 0.192± 0.015 (5.22s) α3 = 0.346± 0.034 (2.89s)
κ = 0.91± 0.03 λ = 0.04± 0.001 (24.1s)
N0p1 = 621052± 25605 N0p2 = 264893± 14082
Unload fit over [55s,186s]
α1 = 0.019± 0.006 (53s) α2 = 0.090± 0.10 (11.1s) α3 = 0.218± 0.16 (4.6s)
κ = 0.86± 0.05 λ = 0.020± 0.010 (49.8s)
N0p1 = 643321± 38076 N0p2 = 272984± 17043

N0d = 714± 5668⇒ ξ = 0.00081± 0.0064 (χ2/ν = 1.6)
2009 DT25 flipper-off loading
Clean Fit over [205s,224s]
α1 = 0.02± 0.004 (50s) α2 = 0.43± 0.01 (2.3s) α3 = 0.094± 0.005 (10.7s)
κ = 0.86± 0.025 λ = 0.037± 0.002 (27.4s)
N0p1 = 1490838± 83380 N0p2 = 541370± 32590
Unload Fit over [229s,413s]
α1 = 0.020± 0.002 (51s) α2 = 0.40± 0.03 (2.5s) α3 = 0.030± 0.006 (33.0s)
κ = 0.86± 0.03 λ = 0.034± 0.002 (29.0s)
N0p1 = 1407558± 147419 N0p2 = 514407± 35042

N0d = 5213± 2580⇒ ξ = 0.0026± 0.0013 (χ2/ν = 1.2)
2009 DT25 flipper-on loading
Clean Fit over [205s,224s]
α1 = 0.05± 0.002 (20s) α2 = 0.50± 0.02 (2s) α3 = 0.048± 0.003 (21s)
κ = 0.99± 0.02 λ = 0.053± 0.003 (18.7s)
N0p1 = 524444± 50987 N0p2 = 609282± 40026
Unload fit over [235s,403s]
α1 = 0.008± 0.003 (129s) α2 = 0.26± 0.07 (3.9s) α3 = 0.03± 0.025 (32.5s)
κ = 0.95± 0.71 λ = 0.032± 0.006 (31.3s)
N0p1 = 495006± 61600 N0p2 = 575164± 60352

N0d = 14764± 13948⇒ ξ = 0.0129± 0.0122
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which are unloaded into the switcher body and detector from the upstream guides, as well
as a population of low-field seeking UCN in the guides between the switcher and the AFP
Magnet which are unable to pass through the high field region. Thus it is possible to have a
third component in the clean spectrum, although such a component is expected to be very fast
(due to TPX in the switcher body and on the downstream face of the gate valve) and have an
amplitude on the same order as the short-time (guide) component. Similarly, it is possible
that a third component exists in the unload signal as well due to the fact that the spin flipper
state change at the start of the unload phase happens essentially instantaneously compared
to any reasonable characteristic equilibrium time τeq. In other words, when the spin flipper
changes state the number of UCN free to exit the geometry and be detected in the switcher
detector changes discontinuously while the detector signal does not; one therefore expects an
additional component representative of the approach to equilibrium which connects the clean
spectrum to the equilibrium unload spectrum.7

Given these observations, the unload timing spectrum may reasonably be decomposed as
follows (taking t = 0 s as the start of the unload phase and recalling that during unloading
a majority of the remaining depolarized UCN are free to pass through the high field region
and reach the switcher detector while a majority of the remaining polarized UCN become
trapped):

DDT(t) = (−Cd + C−d + Cu) ŝ + (Cd + C+
d + Cr) l̂ + Ceq q̂, (8.10)

where ŝ(t) ≡ e−t/τs , l̂(t) ≡ e−t/τl , and q̂(t) ≡ e−t/τeq . The terms in this decomposition have
the following intuitive associations: Cd represents the free depolarized population coming
from the decay trap (hence it is an l̂, or long-time, component), and since a signal which arises
there must contribute zero to the detector response at t = 0 s, there must be an equal and
opposite ŝ (short) component. C−d represents the free depolarized population in the guides
which, on average, does not make it into the decay trap, and similarly Cu represents the free
polarized population in the guides which, on average, also does not make it into the decay
trap. C+

d then represents the free depolarized population in the guides which on average does
make it into the decay trap before returning to be detected in the switcher detector, while Cr

represents the free polarized population which on average enters the decay trap before being
detected in the switcher. In particular, we define the reloaded population as

∫ ∞
0 Cr l̂ dt. Note that

for flipper-off loading (hence flipper on during the unload phase) we could explicitly include
a component associated with polarized UCN coming from the decay trap, but here we will
assume that polarized UCN unloaded by spin flipper inefficiency simply enhance C+

d or C−d ,
i.e. that inefficiency in the spin flipper acts like a localized source of depolarization.

7Trial fits to the DT timing spectra using three exponential components indicate that such equilibrium behavior
is not resolvable given the statistical precision of the data.
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The reload measurement unload timing spectrum will have a similar form:

DR(t) = (−Kd + K−d + K′p + Ku) ŝ + (Kd + K+
d + Kp + Kr) l̂ + Keq q̂, (8.11)

where the intuitive meaning of similar super/sub-scripted terms is as in Eq. (8.10). The
new components Kp and K′p appear as a result of the extra flipper cycle during the reload
measurement. Kp represents the population of polarized UCN which were trapped by the
flipper cycle and ended up at the start of the unload phase either in the decay trap or in the
guides, but which (on average) enter the decay trap before being detected, while K′p represents
the population of polarized UCN which are trapped by the flipper cycle and end up in the
guides at the start of the unload phase and are detected without ever entering the decay trap.8

Note that in general the K’s and C’s are not equal due to the extra flipper cycle.
A first step in obtaining a value for the number of depolarized UCN present at the end

of the loading phase (N0d) is to extract the amplitudes Cd, C−d , and C+
d from DDT(t), which

is equivalent to obtaining estimates for Cu and Cr. Let us start with Cr, the estimation of
which will require use of the reload measurement. Specifically, if we form the difference
DR(t)−DDT(t) then we will have a spectrum with the long-time component

[DR(t)−DDT(t)] · l̂ = (Kd − Cd) + (K+
d − C+

d ) + Kp + (Kr − Cr). (8.12)

If the time interval ∆(2)
clean is reasonably long compared to τl then we expect that Kp � Kr, and

if the time ∆reload is reasonably short compared to τs we expect that Kr ∼= Cr, which means
that (Kr − Cr) can be ignored compared to Kp. If we assume that the initial polarization of
the UCN entering the experiment is > 99% and that the depolarization rate of UCN in the
experimental geometry is low (< 1× 10−5 depolarizations per bounce) then we expect the
number of depolarized UCN to be much smaller than the number of polarized UCN. Since it
is visually obvious from the comparisons between DT and R sums in Appendix I that a fairly
large fraction of the polarized population is trapped during the flipper cycle (and since we
have already established that Kp � Kr), we may conclude that Cd + C+

d � Kp. Since it also
must be that Kd + K+

d . Cd + C+
d (some depolarized UCN are unloaded during the flipper

cycle) we have also that (Kd − Cd) + (K+
d − C+

d )� Kp. As a result, we expect that

Kp ∼= [DR −DDT] · l̂. (8.13)

Since the component Kp represents an amplitude for the population of UCN reloaded by the

8Kp and K′p could in principle be decomposed as Kp = K0
p + K+

p and K′p = K−p − K0
p if it were useful to make

such distinctions.
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flipper cycle, it should be the case that

Cr = fKp

∫ ∞
0 l̂ dt∫ ∞
0 l̂ dt

= fKp, (8.14)

where f is a scaling factor which accounts for the differences between the flipper cycle reloading
and the actual clean to unload transition reloading. Specifically, f must account for the fact
that there are many more UCN present to be reloaded earlier in the clean phase as well as the
fact that the flipper cycle reloaded population remains trapped and thus decays away with the
characteristic trapped lifetime τtrap over the interval ∆(2)

clean. As a result, one factor in f will be

ζ = e−
(

∆reload+∆(2)
clean

)
/τl e∆(2)

clean/τtrap . (8.15)

f must also account for the fact that at the end of ∆reload some trapped UCN (and thus not
part of the reloaded population which during ∆reload is comprised of free polarized UCN) find
themselves between the flipper and the high field region and therefore remain trapped along
with the properly reloaded population. As these UCN are trapped at the beginning of the
reload flipper cycle and so would remain trapped during an actual unload transition, they
comprise a piece of Kp (the fake reloaded population) which is not related to reloaded UCN
and for which we must therefore correct. Finally, at some level f encodes the fact that the
population truly reloaded by the flipper cycle has some opportunity to equilibrate between
the decay trap and the guides during ∆(2)

clean so that Kp, once corrected for the fake reloaded
population, will be missing some fraction of the true reloaded (by the flipper cycle) population.

Issues about additional factors in f aside, Eq. (8.14) gives us an estimate for the amplitude
Cr which, upon subtraction from D · l̂, gives us an estimate for the long-time component
of the depolarized signal in the switcher detector. The estimate for the long-time polarized
component Cr also allows us to approximate the short-time polarized component Cu due to
the fact that at t = 0 s (the end of the clean phase and start of the unload phase) the detector
response must be overwhelmingly dominated by polarized UCN since formerly trapped UCN
can only begin to produce a signal in a time on the order of τeq. (Note that in the case of an
extremely short τeq and long ∆clean with τtrap � τl , it is possible for the depolarized signal to
dominate at the start of the unload phase.9 Of course in that situation determination of the
depolarized detector response is straightforward.) Recalling that ŝ(0) = l̂(0) = 1, we obtain
from Eq. (8.10)

DDT(0) ∼= Cu + Cr + Ceq (8.16)

9Addition of the polarimetry shutter between the SCS and AFP Magnet in 2011 effectively shifted the system to
this case.
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so that
Cu ∼= DDT(0)− Cr − Ceq ∼= DDT(0)− fKp − Ceq. (8.17)

Having obtained estimates for the short-time and long-time polarized components of the
detector response we can now calculate an approximate detector response for the depolarized
signal alone:

Dd(t) ≈ DDT(t)− (DDT(0)− fKp − Ceq) ŝ− fKp l̂ − Ceq q̂. (8.18)

Using Eq. (8.13) and Eq. (8.10) this becomes

Dd ≈ [AL(f+ 1)− fÃL](e−t/τl − e−t/τs), (8.19)

where AL ≡ DDT · l̂ is the amplitude for the long-time component of the depolarization
trapping measurement unload detector response and ÃL ≡ DR · l̂ is the amplitude for the long-
time component of the associated reload measurement unload detector response. Integrating
this function on [0, ∞] then gives an estimate for the unloaded depolarized population

ΣDd ≈ [AL(f+ 1)− fÃL](τl − τs), (8.20)

where note that for f = 1 we obtain

ΣDd ≈ Σ (2SDT − SR) (8.21)

which is the expected "zeroth" order result.

8.2 Analysis of the DT/R Data

After determining the DT and R observables, the remaining unknown in Eq. (8.20) is a value
for f. We may separate the more straightforward scaling for reload-able population and
trapped lifetime from the fake reloaded fraction by taking

f = (1− r)

[
e−
(

∆reload+∆(2)
clean

)
/τl e∆(2)

clean/τtrap

]
≡ (1− r) ζ, (8.22)

leaving r, defined as
Kreloaded

p = rKp, (8.23)

to represent the fake reloaded fraction. Given a value for r we are able to extract an estimate of
the observed equilibrium depolarized fraction as follows: For a particular DT/R pair, we first
normalize the R spectrum to have the same number of clean counts as the depolarization trap-
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ping spectrum on the interval [Tclean + 2s, Treload], giving a normalized long-time component
for the R unload spectrum Anorm

R = N AR. (See Appendix I for the values of N associated
with each summed R data set as well as comparison of the normalized R switcher spectrum to
the corresponding DT spectrum.) Applying Eq. (8.20) we then obtain

ΣDd
∼= (1− r) ζ (τl − τs) [ADT −N AR] + (τl − τs)ADT. (8.24)

Since the switcher detector is not 100% efficient, the actual number of depolarized UCN
incident on the detector system is actually ΣDd/ε, and after also accounting for transport
losses the actual number of depolarized UCN in the system at the beginning of the unload
phase is given by ΣDd/(ε ε̃d), where ε̃d is a transport-related efficiency. In order to get N0d,
we may make use of Eq. (8.8) which, for N0t = N0d and Nt(∆clean) =

ΣDd
ε ε̃d

, gives

N0d =
ΣDd

ε ε̃d
e∆clean/τtrap . (8.25)

An estimate for N0d is therefore provided by

N0d
∼=

e∆clean/τtrap

ε ε̃d
ζ (τl − τs)

{
(1− r) [ADT −N AR] + ADT

}
, (8.26)

which is half of the information needed to specify ξo.
Calculation of the depolarized fraction also requires knowledge of N0p, the polarized

population present at the end of the load phase. An expression for N0p can be obtained by
scaling the number of counts recorded in the switcher detector during the clean phase by
detector and transport efficiencies as well as by the fraction of counts missed by the finite
duration of the cleaning (a negligible contribution for longer cleaning times, but important
for shorter ones). This last correction is easily quantified; for a double exponential timing
spectrum integrated from zero over ∆ seconds we define the correction factor ς by

∫ ∞

0
(A1e−t/τ1 + A2e−t/τ2) = ς

∫ ∆

0
(A1e−t/τ1 + A2e−t/τ2), (8.27)

so that we have
ς =

A1τ1 + A2τ2

A1τ1(1− e−∆/τ1) + A2τ2(1− e−∆/τ2)
. (8.28)

Recall also that the total number of background subtracted counts recorded during the cleaning
phase in a DT data set is expected to overestimate the number of UCN in the experimental
geometry because of UCN initially draining into the switcher body from the upstream guides
and due to the presence of low-field seeking UCN between the AFP high field and switcher.
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In order to correct for this unwanted signal, the true clean spectrum is assumed to be correctly
represented by the double exponential fit from Section 8.1.1 which was performed over a
subrange of the clean spectrum. The number of clean counts, ΣDp, is therefore obtained by
integrating the results of that fit over the entire cleaning interval.10 The number of correctly
polarized UCN present in the experimental geometry at the end of the load period is therefore
estimated as

N0p ∼=
ςΣDp

ε ε̃p
, (8.29)

where ε̃p is a transport-related efficiency for polarized UCN (which may have spectral charac-
teristics different from depolarized UCN).

With estimates for both N0d and N0p, the observed depolarized fraction which we seek is
calculated as

ξo =
Nd

Np + Nd
≈ Nd

Np
=

ΣDd

εε̃d
e∆clean/τtrap

εε̃p

ςΣDp
. (8.30)

Taking the transport efficiencies for polarized and depolarized UCN to be approximately the
same (ε̃p ≈ ε̃d) we finally obtain

ξo ≈
e∆clean/τtrap (τl − τs)

{
ζ(1− r) [ADT −N AR] + ADT

}
ςΣDp

. (8.31)

Unfortunately, explicit calculation requires a value for r. The analytic model gives r ≈ 0.48,
but certainly excludes spectral effects due to boosts provided by the spin flipper. It seems
appropriate, therefore, to employ a Monte Carlo model for calculation of r. Note, however,
that by setting r = 1 we may obtain an estimate for ξo which is not corrected for the reloaded
background. Table 8.11 provides these uncorrected values for each set of observables in
Table 8.1.

8.3 Monte Carlo Calculations

Monte Carlo calculation of the fake reload fraction requires simulation of both DT and R
measurements and so also provides an opportunity to investigate biases in the general analysis
scheme. Such biases, for example, might stem from:

(a) Some R flipper cycle reloaded population which does not appear as part of Kp due to
equilibration between the guides and decay trap during ∆(2)

clean.

10One could just integrate the entire fit out to infinity rather than introduce the scaling factor ς, but it can be a
useful parameter when comparing data sets with different cleaning times.
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(b) It could be that the scaling

ζ = e−
(

∆reload+∆(2)
clean

)
/τl e∆(2)

clean/τtrap

is naive.

(c) The terms in Section 8.1.3 leading to Eq. (8.20) which were assumed to vanish may have
small residuals which would contribute a bias.

(d) The population of depolarized UCN which finds itself between the spin flipper and the
high field region at the beginning of the unload period will remain trapped and therefore
not contribute to the signal in the switcher detector.

(e) Differences in the efficiencies assumed to cancel in Eq. (8.31).

Monte Carlo calculations are also required for the assessment of spin flipper efficiency
corrections as well as to estimate contributions from unobserved populations. The purpose of
this section is to document these calculations.

8.3.1 General Description of the Simulations

Model Parameters

All Monte Carlo calculations were performed with the UCNtransport code described in Ap-
pendix D using a full implementation of the UCNA geometry (also provided in Appendix D).
The parameter space for these calculations was taken to consist of the following:

specCu Specularity of the Cu (or DLC-coated Cu) guides and the DLC-coated quartz guide.

specBe Specularity of the decay trap windows.

Tlpb Loss-per-bounce probability inside the decay trap.

Glpb Loss-per-bounce probability for all Cu (or DLC-coated Cu) guides outside the decay
trap as well as for the DLC-coated quartz guide.

CuPot Material potential for all Cu (or DLC-coated Cu) surfaces.

QPot Material potential for the DLC-coated quartz guide.

dpb Depolarization-per-bounce probability for all Cu (or DLC-coated Cu) surfaces and for
the DLC-coated quartz guide.
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c2 Parameter in the spin flip efficiency11 model ε(vz) = 1− c2(0.0061728vz)2.

Values for the stainless steel guide surfaces were fixed as follows:

lpb = 1.0× 10−5

spec = 0.993
material potential = 180 neV

with depolarization-per-bounce set to 1.0× 10−4 except in regions upstream of the AFP Magnet
where it was set to zero (in order to maximize statistics in the simulation by preventing
depolarization between the PPM and AFP Magnet). The decay trap windows were given a
material potential of 252 neV corresponding to the Be coating.

UCN were generated just downstream of the gate valve (at the region thirty cut-plane) all
having the same polarization state (high-field seeking) and with the initial velocity distribution
(see Fig. 8.5)

ρ(v/v) = A cos2.84(θ) dθ dφ for θ ∈ [0, π/2] and φ ∈ [0, 2π] (8.32)

and

ρ(v) =

{
0.00375v2.85 dv for v ∈ [0, 5.28] m

s

1.6673− 0.233v dv for v ∈ [5.28, 7.15] m
s ,

(8.33)

corresponding to the gate valve velocity distribution extracted from measurements using
the PPM as a retarding potential analyzer (see Appendix E). The UCN were produced in
twenty pulses spaced six seconds apart with each pulse containing the same number of UCN,
and each UCN was randomly assigned a starting time within three seconds following it’s
pulse.12 Created UCN were free to explore the entire UCNA geometry while the gate valve
was open, with the opportunity to encounter SD2 at the bottom of the source within 0.1 s
following a pulse and the closed flapper otherwise. Simulations were begun at t = 0 s with
the gate valve open and switcher in the through position, and both were cycled after 110 s.
Note that this allows for one pulse after cycling of the gate valve and switcher, and that the
final switcher-through pulse occurs at t = 108 s. UCN upstream of the gate valve after 110 s
were automatically dropped.

Material depolarization was modeled simply by a fixed probability of depolarization
per bounce, with all material depolarization events leaving kinetic energy constant. Wall
interactions were also modeled by a fixed probability of specular reflection. Non-specular

11Despite the results of Chapter 6, we will take the value of c2 here as a free parameter since it can be
independently extracted from the data.

12Simulations which started UCN in the source indicated that UCN pulses created in the SD2 arrive at the gate
valve with a temporal spread of about three seconds.
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Figure 8.5: Initial (unnormalized) UCN velocity distribution created at the gate valve by
Eq. (8.32) and Eq. (8.33). The upper plot gives the number of UCN created as a function of
initial speed and the lower plot presents the number of UCN created with a given longitudinal
velocity component.
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reflections were taken as completely diffuse (i.e. distributed in θ as cos θ sin θ dθ and randomly
distributed in φ). Wall losses were modeled with an energy-dependent loss probability

Ploss(E) =

 2λ
√

E⊥
EF−E⊥

for E⊥ < EF
4λ2+1

1 for E⊥ ≥ EF
4λ2+1 ,

(8.34)

where EF is the material potential of the wall and λ is the loss probability per bounce when
E⊥ = 1/5EF (λ corresponds to the value of Tlpb or Glpb).

The total parameter space described above, as is often the case for Monte Carlo simulations
of UCN experiments, is large and not well defined a priori. Ideally, then, the first step in
calculating the required analysis inputs would be to determine central values and error
envelopes for all free parameters using an approach similar to the one in Chapter 6, i.e. by
comparing Monte Carlo predictions to data at points on some regular parameter space grid.
Since the UCNA geometry involves significant bottling, however, generating simulations with
sufficient statistics is time consuming, making the exploration of parameter space a continuing
endeavor requiring significant interpretation and analysis in its own right quite apart from the
calculation of analysis inputs described below. The procedure being followed to find suitable
parameter values on which to base analysis input calculations and to investigate the constraints
placed on those parameters by the data is described in Appendix J. The calculations presented
below are performed using the most recent set of parameters determined by the ongoing
simulation program described therein. Specific values for these parameters are provided in
Table J.1 and Table J.2.

There are also a variety of physics models other than the ones indicated above which might
be utilized in the Monte Carlo calculations. These include more sophisticated models for
non-specular scattering, for the physics of depolarization, and for wall loss, as well as different
spin flipper inefficiency models. It is expected that completely accurate physics models will
not be required to reproduce a given data set within its measurement error. Nevertheless, just
as it is important to understand the constraints placed on the simulation parameter space by
the actual experiments and confirm that prior knowledge about the parameters is consistent
with those limits, it is also useful to examine the range of physics models consistent with the
data. To that end, the agreement between Monte Carlo simulations and data should also be
explored for pertinent physics models. This information is not only important for developing
confidence in the simulations, but is useful in that it helps elucidate the simplest applicable
physics models for a given situation.13 Table 8.3 gives a list of the physics models which
might be profitably explored in the context of the UCNA depolarization measurements, and

13This in turn helps in the design of future experiments where sensitivity (or insensitivity) to particular physics
may be desired.
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Table 8.3: Table of microscopic physics models appropriate for UCNA simulations.

Model Description Model#
Fixed Probability of Specular Bounce,
Diffuse Non-Specular Scattering

1

Steyerl Non-Specularity Model 2
Fixed Probability of Wall Loss 3
Energy-Dependent Wall Loss 4
Fixed Probability of Depolarization
with ∆KE = 0

5

Fixed Probability of Depolarization
with ∆KE 6= 0

6

Spin Flipper Inefficiency Models with
Different Dependancies on vz

7

Tables J.1 - J.2 reference these various models in their description of the simulations.

Extracted Observables

Since keeping full event files was impractical due to their large size, event information from a
particular simulation was reduced to a fixed set of histograms along with a database (a root
TTree) which maintained information about depolarization, spin flip, and reloading history. In
order to keep the number of histograms reasonably small, the UCNA geometry downstream
of the gate valve was divided into eight sections

Section Description UCNtransport Geometry Regions

0 Switcher Body 126
1 Decay Trap 96
2 Square Guide 93 - 94
3 Square Guide↔ Spin Flip 83 - 92
4 Spin Flip↔ High Field Region 73 - 82
5 High Field Region↔ Switcher 65 - 72
6 Switcher↔ PPM Window 36 - 63
7 PPM Window↔ Gate Valve 30 - 34

with information about the UCN populations, bounces per second, and time evolution of
UCN speeds in those sections as well as UCN fluxes between sections retained in histograms.
In all cases separate histograms were formed for each spin state. Arrival time spectra for
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each of the four UCN detectors in the UCNA geometry were also recorded, and additional
histograms recording the arrival time of correctly polarized and depolarized UCN detected in
the switcher detector were also created. An entry in the database was made each time a count
was added to one of the histograms, and Table 8.4 lists the event information recorded.

Separation of Fast and Slow Unload Time Constants

In order for the tagging criteria indicated in Table 8.4 to be useful in determining the fake
reload fraction, we must ascertain which criteria correlate with contributions to the fast and
slow components of the unload spectrum. In order to test this, switcher timing spectra were
generated depicting the signal produced by polarized UCN which at the start of the unload
phase were: (1) moving upstream or moving downstream (Fig. 8.6), (2) encountered the decay
trap before being detected or did not encounter the decay trap before being detected (Fig. 8.7).
As the figures indicate, there is sufficient scattering in the system that a UCN’s direction of
travel at the start of the unload phase is not well correlated with its appearance as part of
the unload spectrum fast or slow time component. Whether a UCN encounters the decay
trap during the unload phase, however, does appear to correlate with its contribution to the
unload spectrum (i.e. the two spectra demonstrate different characters). As a result, decay
trap tagging alone was utilized to identify the reloaded population and hence to determine
the fake reload fraction.14

8.3.2 Calculation of the Fake Reload Fraction and Assessment of Model Indepen-
dent Analysis Biases

Fake Reload Fraction

The fake reload fraction, defined by Eq. (8.23), is calculated by tabulating the number of counts
C1 and C2 recorded in the switcher during the unload phase of an R-simulation with the
following event database cuts

depol mflip Rrld Rtrap Frld Ftrap
C1 : 0 0 0 0 1 1
C2 : 0 0 1 1 0 0

and then forming the ratio

r =
C1

C1 + C2
.

14This is the most precise way to determine r. However, a second method is utilized to double check the efficacy
of the tagging approach. Ultimately an incorrect value for r will also show up as a bias in the determination, from
simulated spectra, of ξo.
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Table 8.4: Entries recorded in the UCNA simulation event database.

Variable Name Description

time Value of t added to a histogram.

pnum The particle number.

Urld Flag which is permanently set if the UCN is in section 4 or 5 at the
moment of a clean→ unload transition.

Rrld
Flag which is permanently set if the UCN is in section 4 or 5 at the
moment the flipper first changes state in the flipper cycle of an R-
measurement.

Frld
Flag which is permanently set if the UCN is in section 4 at the mo-
ment the flipper changes state at the end of the flipper cycle in an
R-measurement and the Rrld flag is not set.

Utagdir Flag indicating the longitudinal velocity direction (upstream or down-
stream) of the UCN at the moment the Urld flag is set.

Rtagdir Flag indicating the longitudinal velocity direction (upstream or down-
stream) of the UCN at the moment the Rld flag is set.

Ftagdir Flag indicating the longitudinal velocity direction (upstream or down-
stream) of the UCN at the moment the Frld flag is set.

Utrap Flag which is permanently set when a Urld-tagged UCN enters the
decay trap.

Rtrap Flag which is permanently set when a Rrld-tagged UCN enters the
decay trap.

Ftrap Flag which is permanently set when a Frld-tagged UCN enters the
decay trap.

tagloc Gives the section number in which the last tag (i.e. Urld, Rrld, or Frld)
took place.

curloc Gives the current section number of the UCN.

spin Indicates whether the UCN spin is parallel or anti-parallel to the local
magnetic field.

depol
A flag which is set when a UCN depolarizes (the value is the section in
which the depolarization occurred). It is reset if the UCN is re-polarized
by a subsequent depolarization event.

mflip Provides a count of the number of missed spin flips the UCN has
experienced.
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Figure 8.6: Comparison of the correctly polarized unload spectrum tagged as initially heading
upstream to the spectrum tagged as initially heading downstream.
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Figure 8.7: Comparison of the correctly polarized unload spectrum tagged as entering the
decay trap to the spectrum tagged as not entering the decay trap. Statistics are poor because
these are small parts of the total switcher detector unload spectrum, already a small signal.
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Table 8.5: Fake reload fractions calculated from the indicated simulations, whose parameter
values are shown in Table J.1 and Table J.2. Errors on r reflect the statistical precision of the
calculation.

Data Set r DTsim#/Rsim#
All, off 0.626± 0.065 93/94
All, on 0.783± 0.115 78/81

Here, the counts C1 are the number of UCN which are potentially part of the fake reload pop-
ulation created by the flipper cycle (Frld=1) and which end up actually having the opportunity
to contribute to the reloaded population, i.e. contribute to the slow time component of the
switcher unload spectrum (Ftrap=1). C2 represents the counts which are potentially part of
the reload spectrum (Rrld=1) and which are in fact reloaded into the decay trap (Rtrap=1) so
that they have the potential of appearing as part of the slow time component of the switcher
unload spectrum. Table 8.5 gives the results of these calculations.

A less direct (but more visual) approach to this same calculation which serves as a check
of the tagging approach utilizes the plot of free and trapped populations in the decay trap
during corresponding DT and R simulations (see Fig. 8.8), where the effect of reloading is
apparent. In the absence of reloading, the free population in the decay trap during the DT
unload phase should decrease as depolarized UCN are lost to the walls and the switcher
detector; the observed increase in free UCN in the decay trap at the start of the unload phase is
therefore a consequence of reloading. The magnitude of the reloading effect can be calculated
by fitting the free DT and R unload curves in Fig. 8.8 with a model

N(t) = (Cd + Cr) e−t/τl − Cr e−t/τs .

If the free population just prior to the DT unload phase (NDT) and just before the R flipper
cycle (NR) are also extracted, the fake reload fraction may be computed as

C(R)
d − C(DT)

d −Rtrue

C(R)
d − C(DT)

d

,

where the number of true reloaded UCN is estimated by

Rtrue =

(
C(DT)

r

NDT

)
NR.

219



Δreload

Δclean
(2)

Δclean
(1)

Depolarized (NDT)!

Depolarized + Reloaded by 
Flipper Cycle (NR)!

Cd
(R) +Cr

(R)( )e−t/τ l −Cr
(R)e−t/τ s

Cd
(DT ) +Cr

(DT )( )e−t/τ l −Cr
(DT )e−t/τ s

Figure 8.8: Free and trapped populations in the decay trap for DToff and Roff simulations.

The fake reload fraction so extracted from simulations ninety-three and ninety-four is r = 0.62
and from simulations seventy-eight and eighty-one is r = 0.72, both of which agree with the
directly extracted fake reload fractions from Table 8.5.
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Table 8.6: Analysis bias checks using particular DT/R simulation pairs from Table J.1 and Table J.2. Values listed are: (1) The actual
number of depolarized UCN detected in the switcher detector and (2) the number provided by the analysis of DT/R spectra using
Eq. (8.20). (3) The actual depolarized fraction in the decay trap (averaged over the last two seconds of the load) and (4) the actual
depolarized fraction in the experimental geometry (also averaged over the last two seconds of the load). (5) The depolarized fraction
obtained by analyzing DT/R spectra using the analysis scheme of Section 8.2 and perfectly correcting the flipper-off result for spin
flipper inefficiency. (6) The scaled detection efficiency ratio between polarized and depolarized UCN. (7) The fraction of depolarized
UCN which are trapped at the beginning of the unload phase and so can not be detected.

(1) (2) (3) (4) (5) (6) (7)

DT/R sim# Type ΣD
(tally)
d ΣD

(spec)
d Decay Trap ξ ξsim ξspec (ς/e∆clean/τtrap) (ε̃p/ε̃d) Trapped Depolarized

93/94 off-loading 110± 10.5 118.7± 40.9 0.001311± 0.000053 0.001045± 0.000035 0.002085± 0.001551 0.59± 0.09 0.032± 0.011

78/81 on-loading 115± 10.7 122.4± 39.3 0.005982± 0.000116 0.005905± 0.000090 0.005543± 0.001787 1.13± 0.11 0.0497± 0.0073
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Biases Associated with the Model Independent Depolarized Fraction Extraction

The data analysis scheme of Section 8.2 does not possess unlimited fidelity and so will
demonstrate bias at some level of precision due, for example, to one of the effects listed at the
beginning of this section. Discovery of such a bias would require a determination of its source
and the calculation of an appropriate correction (or a modification of the analysis scheme).
The search for such biases may be approached via two comparisons:

(1) Comparing the number of (simulated) depolarized UCN which actually reach the switcher
detector with the number predicted by Eq. (8.20) (using fits to the simulated timing
spectra) assesses biases such as those associated with the correction factor f as well as
ones which come from non-zero values of the small terms assumed to be negligible in
the derivation of Eq. (8.20).

(2) When not induced by (1), differences between the depolarized fraction extracted from
the simulated switcher spectra via the analysis method described in Section 8.2 and the
actual depolarized fraction at the end of the loading phase, which we will call ξsim and
obtain from the DT simulation by counting the number of polarized and depolarized
UCN in the experimental geometry at the end of the loading period, indicate a failure to
correctly extrapolate the number of polarized and depolarized UCN present at the end
of the loading phase from the number detected in the switcher.

Table 8.6 provides these comparisons for corresponding DT/R pairs from Table J.1 and Table J.2,
along with calculations of some specific potential sources of bias. As can be seen, there is no
detectable bias in the extraction of depolarized counts at the calculation’s level of precision,
and no significant evidence of bias in the extracted depolarized fractions. The observed
difference between the depolarized fraction in the decay trap and in the entire experimental
geometry is also well below the experimental measurement precision. At greater levels of
(measurement) precision, Table 8.6 suggests that the bias most likely to become important
stems from a failure of ε̃p and ε̃d to cancel in Eq. (8.31) (or a failure of the scalings used to
obtain the total number of polarized and depolarized UCN at the end of the loading phase).
This is apparent in the departure from unity of the scaled detection efficiency ratio defined
as (ς/e∆clean/τtrap) (ε̃p/ε̃d), whose components are calculated as follows: In the case of the
polarized signal, the scaled right-spin detection efficiency ςε̃p is determined by dividing the
number of polarized UCN present at the beginning of the clean phase calculated from fitting
the simulated clean spectrum and integrating to infinity by the number of UCN actually in
the system at the beginning of the simulated clean phase. In the case of DToff simulations, the
scaled wrong-spin detection efficiency e∆clean/τtrap ε̃d is calculated by extrapolating the actual
number of materially depolarized UCN detected in the switcher detector during the simulated
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unload back to the number at the end of the loading phase and then dividing by the number
of materially depolarized UCN actually present in the (simulated) experimental geometry
at the end of the load phase. The same procedure is used for DTon simulations except that
miss-flipped UCN are counted as well as materially depolarized UCN since miss-flipped
UCN form part of the actual depolarized population at the end of the loading phase for the
on-loading case. Values for the scaled detection efficiency ratio provided in Table 8.6 suggest
that the detection efficiencies for right-spin and wrong-spin UCN are essentially equivalent
in the on-loading case, but that there is a difference in the off-loading case. In particular, the
scaled detection efficiency for polarized UCN is about 0.1 for both off-loading and on-loading,
while for depolarized UCN it is about 0.1 for on-loading but about 0.25 for off-loading. The
cause of this asymmetry is being investigated, and Appendix K presents an analytical model
which demonstrates the effect of such an efficiency asymmetry. The bias it causes, however, is
only expected to become important to the analysis of off-loading data when the final reload
and flipper efficiency corrected depolarized fraction is determined with a relative error of
around 40%.

8.3.3 Corrections for Spin Flipper Inefficiency

The primary effect of spin flipper inefficiency is to generate additional depolarized popula-
tions.15 The relative size of these wrong-spin populations, however, is different for flipper-on
and flipper-off loading since the number of polarized UCN passing through the spin flipper
is significantly different when the spin flipper is active during loading and cleaning (flipper-
on loading) and when it is active during unloading (flipper-off loading). As a result, the
depolarized fractions extracted from the switcher spectra (represented by ξ ′, cf. Fig. 8.1)
may be thought of as functions of the average depolarization probability per bounce in the
experimental geometry as well as the spin flipper inefficiency. In other words, to lowest order
we have that

ξ ′off(δ, c2) = moffδ + foffc2 (8.35)

ξ ′on(δ, c2) = monδ + fonc2, (8.36)

where δ represents the average depolarization-per-bounce probability, and the coefficients of δ

for the two cases are taken to be different since UCN may not have identical evolution in the
two cases (due to spectral differences, for example). Given values for moff, mon, foff, and fon,
the two extracted values of ξ ′off and ξ ′on determine values for δ and c2. While these values are

15The analytical model of Appendix K provides a quantitative description of this effect.
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Figure 8.9: ξ ′ induced by material depolarization as a function of depolarization probability
per bounce and linear fits (see Table 8.7). The depolarized fractions were obtained by dividing
the number of materially depolarized UCN in the decay trap at the end of the loading period
by the number of correctly polarized UCN in the decay trap at the end of the loading period.
Values were calculated from simulations 93, 95, and 96 (off-loading) and 97, 98, and 99
(on-loading).

not of direct importance to the measurement of depolarized fractions,16 once obtained they
provide a value for the second term in Eq. (8.35), i.e. foff c2. Since this piece of the flipper-off
depolarized fraction is generated during the unload phase it is never observed during beta
decay measurements and therefore must be subtracted from ξ ′off, giving a flipper-off loading
flipper efficiency correction.

The inputs required to determine the size of this correction from the measured values of
ξ ′off and ξ ′on, i.e. the coefficients in Eqs. (8.35)-(8.36), were calculated by varying values of the
depolarization-per-bounce and c2 in simulation and observing the resulting changes to the
depolarized fractions induced. Fig. 8.9 shows the resultant scaling of the depolarized fractions
with depolarization-per-bounce and Fig. 8.10 shows the scaling of the depolarized fractions
with c2.17 Table 8.7 gives the results of the fits used to determine the coefficients.

The effects of spin flipper inefficiency considered here are leading-order effects since
they involve the interaction of relatively large populations with the spin flipper, namely the
correctly-polarized population trapped during the unload phase in the case of flipper-off

16Upon comparison with the results of Chapter 6 and PPM depolarization measurements [67] they do, however,
provide a valuable cross-check.

17It is assumed the scaling coefficients are independent of each other so that the same set of simulations is used
to calculate both m and f .
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Figure 8.10: ξ ′ induced by spin flipper inefficiency as a function of c2 and linear fits (see
Table 8.7). The depolarized fractions were obtained by counting the miss-flipped UCN detected
in the switcher detector during the unload phase (Cmf) and then applying Eq. (8.30) with
ΣDd = Cmf to provide a value for ξmf. Values were calculated from simulations 93, 95, and 96
(off-loading) and 97, 98, and 99 (on-loading).

Table 8.7: Scaling coefficients defined in Eqs. (8.35)-(8.36) determined from Fig. 8.9 by fitting
with ξ ′ = m δ + bδ and from Fig. 8.10 by fitting with ξ ′ = f c2 + bc2 .

Sim #s Flipper Load State m bδ χ2/ν f bc2 χ2/ν

93, 95, 96 off 1309± 38 0.000037± 0.000041 0.60 0.001345± 0.000315 0.000308± 0.000407 0.36
97, 98, 99 on 1357± 38 0.000095± 0.000042 0.04 0.003422± 0.000555 0.000268± 0.000675 0.02
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loading and the UCN flux incident on the experiment for flipper-on loading. Higher order
effects include the interaction of the smaller depolarized populations with the spin flipper. In
a DToff measurement, for example, spin flipper inefficiency will tend to reduce the observable
depolarized population by preventing some of the depolarized UCN from being detected
during the unload phase.18 Similarly, in a DTon measurement spin flipper inefficiency will
cause some of the depolarized population trapped during the clean phase to become free.
Since these are small fractions of the small depolarized populations they should be negligible,
and are also included at some level in the detection efficiency. Spin flipper inefficiency also
contributes by mixing polarized and depolarized populations during reload measurements,
during cleaning, etc. Since this mixing is already incorporated in the measured time constants
and also probed by the analysis bias checks above, specific corrections for these effects are not
considered relevant for the 2008 and 2009/2010 data sets.

8.3.4 Estimates of Unobserved Contributions to the Depolarized Fraction

Low-field seeking UCN which encounter the 7 T polarizing field with a longitudinal speed
greater than about 9 m/s have sufficient energy to pass through the potential barrier and so will
contribute directly to the minority spin population in the experiment, but will have residency
times in the system which should make their detection during DT measurements exceedingly
unlikely. These UCN, which we will call the super-AFP-barrier population, therefore contribute
directly to the unobserved depolarized population, the size of their contribution depending
on the overall flux of such UCN into the experiment and their residency time in the system.

We have seen already that the (fundamentally velocity-dependent) transport efficiencies in
Eq. (8.30) must cancel well enough so as not to introduce appreciable biases in our extraction of
the observable depolarized fraction at the current level of precision. This fact alone argues that
corrections for UCN in velocity classes where the transport efficiencies become very small are
not needed since the simulations utilize an empirically-determined UCN spectrum and should
therefore integrate the effects of all velocity classes present. Unfortunately, UCN spectrum
measurements also involve transport efficiency functions with finite support. As a result, they
have the potential to underweight or fail to detect the low transport efficiency velocity classes
which we would wish to be included in our simulations. It is necessary, therefore, to perform
specific calculations which quantitatively assess the impact that such velocity classes have on
the equilibrium polarization.

Given that surfaces in the UCNA experimental geometry are comprised almost entirely of
Cu (in 2008), the velocity spectrum naturally divides itself into three pieces:

18Spin flipper inefficiency also frees some of the UCN trapped between the flipper and the high field region
during the unload phase, but as this population is significantly smaller than the depolarized population this effect
will be of even higher order.
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v < 5.66 m/s (sub-Cu-barrier)
5.66 m/s < v < 9 m/s (super-Cu-barrier)
v > 9 m/s (super-AFP-barrier),

where 5.66 m/s corresponds to the material potential of Cu and 9 m/s corresponds to the
minimum speed a low-field seeking UCN must possess in order to pass through the potential
barrier presented by the 7 T polarizing field. The super-Cu-barrier/super-AFP-barrier sepa-
ration is made because the polarization characteristics of the two groups are very different:
super-Cu-barrier UCN are polarized as they enter the experiment and therefore must first
depolarize in order to contribute to the depolarized population, while super-AFP-barrier
UCN may enter the experiment as wrong-spin neutrons and can therefore contribute directly
to the depolarized population.19 UCN in the sub-Cu-barrier group possess relatively high
transport efficiencies so that they are expected to be well represented in empirical spectrum
measurements. UCN in the super-Cu-barrier group and super-AFP-barrier group, however,
have transport efficiencies which should rapidly tend towards zero with increasing speed so
that those groups will not necessarily be well represented in empirically determined energy
spectra.

Super-AFP-Barrier Depolarization Fraction Estimates

Since the detection efficiency in the switcher detector for super-AFP-barrier UCN is zero,
at least for the level of precision (. 10−3) in the simulations conducted, calculation of a
super-AFP-barrier correction amounts simply to a determination of the depolarized fraction
which is induced in the experiment due to a given fraction fafp+ of the input spectrum being
super-AFP-barrier. This calculation is performed by setting the input spectrum in a DToff or
DTon simulation to be unpolarized with a uniform distribution of speeds from 8 m/s to 15 m/s
and then recording both the equilibrium number of polarized and depolarized UCN in the
decay trap (N+

afp+ and N−afp+ respectively). The super-AFP-barrier correction, i.e. the decay
trap depolarized fraction which would be induced in a usual DToff or DTon measurement by
the (unobserved) presence of the super-AFP-barrier spectrum, is then calculated as:

∆ξafp+ =
N1N−afp+ + N−ref

N1N+
afp+ +N1N−afp+ + N+

ref + N−ref
−

N−ref

N+
ref + N−ref

≈ N1
N−afp+

N+
ref

, (8.37)

19Note that depolarization in the high field region can, for example, turn a wrong-spin super-Cu-barrier UCN
into a super-AFP-barrier UCN. Characterization of the input spectrum in terms of these three classes therefore
does not necessarily provide complete knowledge about the composition of the UCN flux emerging from the
polarizing field region.
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Figure 8.11: Depolarized fraction induced in UCNA when the input spectrum is composed
of a fraction fafp+ of super-AFP-barrier UCN.

where N+/−
ref is the equilibrium number of correctly polarized/incorrectly polarized UCN

in the decay trap for a reference simulation (of the type DToff or DTon corresponding to
the super-AFP-barrier simulation) which utilizes the empirically-determined input spectrum
(unpolarized), and

N1 =
fafp+S+

ref

(1− fafp+) 2S+
afp+

with S+
afp/ref representing the total number of UCN simulated in the correctly polarized part

of the super-AFP-barrier simulation spectrum or reference simulation spectrum respectively.20

As Fig. 8.11 indicates, this correction could be significant under the assumption that there
exists an appreciable unobserved super-AFP-barrier component to the input spectrum, but
even for fafp+ ∼ 0.5, the correction is insignificant at the current level of precision. Table 8.8
lists the super-AFP-barrier contributions calculated from simulations in Table J.1 and Table J.2.
Super-AFP-barrier UCN ultimately produce such a small correction because their residency
time in the system is very short (on the order of 0.1 s in the decay trap), so that the equilibrium
density they develop (proportional to their lifetime) is small.

20N1 serves to normalize the super-AFP-barrier simulation to the reference simulation, ensuring the correct ratio
of super-AFP-barrier to sub-AFP-barrier UCN between the two. The factor of two in the denominator reflects the
fact that the entire spectrum in the super-AFP-barrier simulation enters the experiment while only the polarized
part of the nominal input spectrum passes the polarizing field.
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Table 8.8: Contribution of super-AFP-barrier UCN to ξu obtained by averaging Eq. (8.37) over
the last 12 s of the loading interval. Here fafp+ was taken to be 0.5 so that the values represent
a generous upper limit on the depolarized fraction induced by super-AFP-barrier UCN.

sim# Reference sim# Flipper Load State ∆ξafp+

30 36 off 0.000119± 0.000011
123 125 off 0.000239± 0.000013
119 121 on 0.000213± 0.000012

Super-Cu-Barrier Depolarized Fraction Estimates

UCN which have an energy above about 168 neV but below 420 neV can only enter the experi-
ment if they are correctly polarized (modulo high field depolarization), but are nevertheless
expected to have a residency time in the system which is short enough that their detection
efficiency in DT measurements is small. As a result, depolarized UCN from this popula-
tion, called the super-Cu-barrier population, also contribute to the unobserved depolarized
population. The size of their contribution depends not only on the flux into the experiment
of super-Cu-barrier UCN (along with the probability for the creation of such UCN through
transport effects) and their natural residency time, but also the relative detection efficiency
of the super-Cu-barrier population in relation to the sub-Cu-barrier group. The dependence
on relative detection efficiencies is a result of the fact that while the detection efficiency for
super-Cu-barrier UCN may be assumed to be a rapidly decreasing function of velocity, the
average detection efficiency over the class may not be taken as zero. As a result, the relative
detection efficiency between the sub-Cu-barrier class and the super-Cu-barrier class must be
considered since it is only the undetected fraction of the depolarized super-Cu-barrier class
which contributes to ξu.

The primary concern with super-Cu-barrier UCN is that some of the faster velocity classes
within the super-Cu-barrier group will have very low transport efficiencies to the switcher
detector and yet long enough residency times in the decay trap that their increased rate
of depolarization (due to a larger frequency of wall collisions) could lead to a significant
unobserved depolarized population. This issue may be investigated directly by looking at
the depolarized fraction in the decay trap as a function of velocity class, shown in Fig. 8.12.
The figure suggests that this worrisome scenario is not a problem for the UCNA geometry
(at least in 2008 with Cu decay trap surfaces) since the depolarized fraction goes to zero
with increasing velocity. In fact, Fig. 8.12 indicates that a super-Cu-barrier correction, if
necessary, would act to decrease the observed decay trap depolarized fraction (especially in
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Figure 8.12: Depolarized fraction in the decay trap as a function of UCN speed (in 1 T).

the off-loading case) since ξo is effectively an average of ε(v) ξ(v) over Fig. 8.12, which must
under-weight the portion with v > 5.66 m/s (where the depolarized fraction is falling off)
since the assumption is that ε(v) becomes small for v > 5.66 m/s. (Recall that low detection
efficiency for a velocity grouping generally indicates low detection efficiency for both correctly
polarized and incorrectly polarized UCN so that it will be both polarized and depolarized
counts missing from the switcher spectrum.)

In order to calculate the super-Cu-barrier contribution to ξu averaged over the super-
Cu-barrier part of the spectrum, we may perform special DToff and DTon super-Cu-barrier
simulations where the input spectrum is fully polarized and characterized by a uniform
distribution of speeds from 5.66 m/s to 9 m/s. As in the case of the super-AFP-barrier correction,
the equilibrium number of correctly polarized and incorrectly polarized UCN in the decay
trap (N+

Cu+ and N−Cu+ respectively) may be extracted. An average detection efficiency may also
be computed via:

εCu+ =
N−Cu+∫
Dd dt

,

where
∫

Dd dt stands for the total number of depolarized UCN detected in the switcher
detector during the unload phase. The average unobserved depolarized fraction induced by
the super-Cu-barrier velocity group is then computed via:

ξCu+
u =

N2N−Cu+

N2N+
Cu+ +N2N−Cu+ + N+

ref + N−ref
≈

N2N−Cu+

N2N+
Cu+ + N+

ref
,
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Table 8.9: Super-Cu-barrier correction calculated from the indicated simulations. Averaging
was performed over 12 s and fCu+ = 0.17 was used as the fraction of incident spectrum in the
super-Cu-barrier category (see Appendix E).

sim# Reference sim# Flipper Load State εCu+ ∆ξCu+

31 36 off 0 −2.0× 10−6 ± 1.77× 10−4

124 125 off 0 1.22× 10−7 ± 3.03× 10−4

where as above the N+/−
Cu+/ref stand for the equilibrium number of correctly polarized and

incorrectly polarized UCN in the decay trap from the super-Cu-barrier simulation and a
reference simulation utilizing the nominal input spectrum (unpolarized) and having the same
flipper loading state as the super-Cu-barrier simulation, and

N2 =
fCu+S+

ref

(1− fCu+) S+
Cu+

(1− εCu+).

The super-Cu-barrier contribution to ξu is therefore given by

∆ξCu+ ≈
N2N−Cu+ + N−ref

N2N+
Cu+ + N+

ref
−

N−ref

N+
ref

. (8.38)

Table 8.9 shows the super-Cu-barrier contribution extracted in this manner. Despite the fact
that the corrections are small enough to be negligible at the current level of experimental
precision, the errors are nevertheless indicators of the level at which this correction might be
expected to become important.

8.4 Determination of UCNA Depolarized Fractions

Using the Monte Carlo calculations of the preceding section to supplement the data analysis
scheme of Section 8.2 allows for a final determination of the depolarized fractions from the
2008, 2009, and 2010 data sets.21 These values are obtained using the following steps:

(1) Using the values of r given in Table 8.5 and the observables recorded in Table 8.1, Eq. (8.31)

21We will separately extract depolarized fractions from the 2009 and 2010 data since the 2009 data has previously
been used for β asymmetry analysis [44]. Also, despite the fact that the 2009 and 2010 geometries should be the
same, a variety of changes, including guide surfaces, detector backgrounds, run protocol, and run quality all have
the potential to induce changes in the data. The behavior of the 2009+2010 data set can serve as a test of our ability
to take the 2009 and 2010(bc) geometries as identical.
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Table 8.10: The average depolarization per bounce and flipper efficiency model parameter c2
extracted from the difference between flipper-off and flipper-on reload-corrected depolarized
fractions for each data set.

Data Set dpb (×10−6) c2

2008 0.923± 1.96 0.313± 0.748
2009 1.330± 1.92 0.368± 0.723
2010(bc) −0.392± 2.72 1.074± 0.686
2010(ac) 2.830± 4.70 0.482± 1.917
2009+2010 −0.096± 2.37 1.086± 0.446

is utilized to calculate ξ ′off and ξ ′on for each data set. All errors are combined in quadra-
ture.

(2) The values from step (1) are used in Eq. (8.35) and Eq. (8.36) with the scaling parameters
from Table 8.7 to calculate values for the average depolarization-per-bounce and c2, with
all errors combined directly. The results of these calculations are shown in Table 8.10.
Note that these values are indeed consistent with the results from Chapter 6 as well as
measurements of the depolarization probability per bounce on DLC (see Chapter 3). For
each data set, the off-loading value for c2 and the corresponding value of foff are used
to calculate a flipper efficiency correction for the off-loading data set, which is applied
propagating the errors in quadrature. The depolarized fractions resulting from this step
are our estimates of ξo.

(3) ξ is obtained by adding ξo and ξu = ∆ξafp+ + ∆ξCu+ with all errors propagated in
quadrature.22

Fig. 8.13 shows the results of (1) and (2) for each data set. Note that the reload correction
increases the depolarized fraction in the 2010off(ac) data set. This is because the normalized
slow component amplitude for the R sum was smaller than the slow component amplitude for
the DT sum as is clear in the plot from Appendix I. This, it is believed, is due to the fact that the
guide contamination makes the probability for reloaded UCN quite small so that depolarized
UCN (which only have to make one pass through the contaminated region) form the bulk of
the slow unload signal in this case. (The reload correction is still applied, however, so that
all final results are determined equivalently. In this case the effect of the reload correction is
negligible relative to the measurement error anyway.) Recall that these measurements only
assess the depolarized fraction at the end of the loading period. Fig. 8.14 suggests, however,

22Recall that the polarization is then given by P = (1− 2ξ)± 2 δξ. Note that since the polarization is approxi-
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cut off at 8 m/s with a pulse every 6 s, has the depolarization per bounce probability in the
experimental geometry set to 5e-6, and has c2 = 1.36.
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that the actual decay trap depolarized fraction fluctuates around the average value at the
end of the loading interval by . 16%, which is well within the errors on all extracted values.
Table 8.11 provides the results at each step of the analysis process along with final polarizations
for each data set.

mately one, the relative error on the polarization is approximately 2δξ.
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Table 8.11: Values of the depolarized fraction and final polarization extracted from the 2008, 2009, and 2010 data sets. Each
column includes contributions from all previous columns. The super-AFP-barrier correction utilized was (1.9± 0.7)× 10−4 and the
super-Cu-barrier correction was assigned a value of (0± 3)× 10−4.

Data Set Uncorrected Reload Flipper Efficiency Super AFP Barrier Super Cu Barrier Polarization

2008off 0.003280± 0.002268 0.001682± 0.001163 0.001251± 0.001624 0.001441± 0.001625 0.001441± 0.001653 0.9971± 0.0033

2008on 0.003841± 0.001504 0.002449± 0.000959 0.002449± 0.000959 0.002639± 0.000962 0.002639± 0.001007 0.9947± 0.0020

2009off 0.003464± 0.001583 0.002309± 0.001055 0.001802± 0.001537 0.001992± 0.001539 0.001992± 0.001568 0.9960± 0.0031

2009on 0.004039± 0.001330 0.003210± 0.001057 0.003210± 0.001057 0.003400± 0.001059 0.003400± 0.001101 0.9932± 0.0022

2010(bc)off 0.003509± 0.004749 0.000947± 0.001282 -0.000532± 0.001826 -0.000342± 0.001827 -0.000342± 0.001852 1.0007± 0.0037

2010(bc)on 0.005948± 0.002319 0.003577± 0.001395 0.003577± 0.001395 0.003767± 0.001397 0.003767± 0.001429 0.9925± 0.0029

2010(ac)off 0.004622± 0.003046 0.004493± 0.002961 0.003830± 0.004075 0.004020± 0.004076 0.004020± 0.004087 0.9920± 0.0082

2010(ac)on 0.005434± 0.002089 0.005673± 0.002181 0.005673± 0.002181 0.005863± 0.002182 0.005863± 0.002203 0.9883± 0.0044

[2009+2010(bc)]off 0.003471± 0.002825 0.001366± 0.001112 -0.000129± 0.001478 0.000061± 0.001480 0.000061± 0.001510 0.9999± 0.0030

[2009+2010(bc)]on 0.005445± 0.001338 0.004025± 0.000989 0.004025± 0.000989 0.004215± 0.000991 0.004215± 0.001036 0.9916± 0.0021
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8.5 Improvements to Sensitivity and Precision

The reloaded background was the dominant systematic effect in the depolarized fractions
extracted above. Appendix H demonstrates, however, that this correction can be reduced
without adversely affecting the size of the depolarized signal if the free UCN drain time can
be reduced relative to the trapped lifetime. It is possible to accomplish such a change without
substantially altering the UCNA geometry by adding a mechanical polarimetry shutter between
the SCS and the AFP. A shutter in that location can be used during the cleaning interval to
separate the decay trap from the upstream guides, creating a long holding time (at least on
the order of the trapped lifetime measured using the spin flipper) for UCN downstream of
the shutter, and a small drain time (on the order of the fast time constant observed in the
switcher during a normal cleaning interval) for UCN upstream of the shutter. When the
shutter is opened at the commencement of the unloading interval, the correctly polarized
UCN which were trapped behind the shutter will remain trapped due to the spin flipper and
thus be prevented from contributing a background to the depolarized signal (assuming a
100% efficient spin flipper). A cleaning interval of sufficient length to empty only the guides
upstream of the shutter is therefore the maximum interval required to ensure a negligible
contribution to the depolarized signal from correctly polarized UCN.

A polarimetry shutter was incorporated into the UCNA geometry during the 2011 run
cycle, positioned immediately upstream of the square guide and providing the round-to-square
transition. It featured a DLC-coated Cu shutter plate to maximize the lifetime of UCN trapped
behind it and minimize its effect on depolarization, and high-tolerance construction, which
limited gaps between the moving shutter plate and the downstream guide to ∼ 0.05 mm.
Commissioning of this shutter took place in the fall of 2011, and involved three primary
measurements:

(1) A depolarization (D) measurement, which is the analog of a non-shutter DT measurement.
These D runs utilized the following timing scheme: After loading, the shutter was first
closed, followed shortly (∼1 s) afterwards by the cycling of the switcher.23 This marked
the beginning of the right-spin cleaning period, used to remove correctly polarized UCN
from the guides upstream of the shutter. It was followed by a shorter wrong-spin cleaning
period, initiated by changing the state of the spin flipper, whose purpose was to reduce
any population of UCN trapped upstream of the shutter during the previous phase.
After these cleaning intervals, the shutter was opened, beginning the wrong-spin unload
interval. Since the spin flipper state was already opposite its state during loading, this
phase allowed depolarized UCN, previously trapped behind the shutter, to reach the

23This gave the shutter time to close before the UCN flux was disrupted by cycling the switcher.
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switcher detector. Finally, the spin flipper state was changed again (back to its state
during loading) so that the remaining correctly polarized UCN trapped in the system
could be counted. A typical switcher timing spectrum from a D measurement is provided
in Fig. 8.15.

(2) A correctly polarized (P) measurement, which counts the population of right-spin UCN
trapped behind the shutter at the end of the cleaning intervals in a D run. This measure-
ment is important to ensure an adequate assessment of the right-spin population, which
is only measured after an appreciable delay in a D measurement. A P run proceeded
just as the D runs except that the spin flipper state was never changed. See Fig. 8.16 for
an example of the switcher timing spectrum resulting from this measurement.

(3) A shutter lifetime/drain time (SLD) measurement, designed to determine the shutter
trapped lifetime and the drain time for free UCN upstream of the shutter.24 In this case,
at the end of the loading period the shutter was closed and never reopened, and the
spin flipper never changed state. Note that this type of measurement, shown in Fig. 8.17,
also directly assess the size of any right-spin background present during the wrong-spin
unload interval of a D measurement.

24When a polarimetry shutter is utilized there are two trapped lifetimes for each flipper loading state; the usual
lifetime of UCN trapped by the spin flipper (the flipper trapped lifetime), and the lifetime of UCN trapped behind
the shutter (the shutter trapped lifetime). There are also two drain times; the drain time into the switcher for free
UCN upstream of the shutter when it is closed (the guide drain time), and the drain time that characterizes free
UCN downstream of the shutter once it opens (the system drain time).
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Figure 8.15: Depolarization (D) measurement utilizing the polarimetry shutter. This is the analog of a no-shutter DT measurement.
Note that in this case, however, the depolarized population is measured first and the correctly polarized population is measured second.
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Figure 8.16: Correctly polarized (P) measurement utilizing the polarimetry shutter. The purpose of this measurement is to observe the
correctly polarized population at the time that the depolarized population is determined in a shutter D measurement.

240



0 50 100 150 200 250 300 350 400 450

1

10

210

310

SLD  Measurement	

Time  [s]	

Sw
itc
he
r	

Sh
u6

er
  C
lo
se
s	

Sw
itc
he
r  D

ow
n	 Right-‐‑Spin  Guide  Clean	

Figure 8.17: Shutter lifetime/drain time (SLD) measurement utilizing the polarimetry shutter. This measurement determines the UCN
lifetime behind the shutter (using the SCS monitor detector and the beta detectors), as well as the drain time that characterizes the
guides upstream of the shutter. It also assesses the size of any residual correctly polarized background that might be present during a
shutter D measurement.
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Table 8.12 compares the time constants measured from these initial D, P, and SLD runs.
Note the significant improvement in trapped lifetime the shutter provides over the lifetime
of UCN trapped behind the spin flipper. This enhancement is believed due, in part, to the
fact that the shutter prevents trapped UCN from repeatedly sampling the round-to-square
transition, which sits in a low-field region. Note also the large difference between the shutter
trapped lifetimes and the guide drain times, which indicates that the shutter will significantly
enhance sensitivity to the wrong-spin signal. This is confirmed by Fig. 8.17, where it can be
seen that the size of any right-spin background during the wrong-spin unload interval is at
most on the order of the detector background. In particular, initial estimates suggest that with
the shutter, a precision equivalent to the non-shutter DT runs can be achieved with at least
five times fewer measurement cycles.

The implementation of a polarimetry shutter for UCNA will certainly shift the evaluation
of polarization from a statistics-limited regime to a systematics-limited one. As a result,
the ultimate precision achievable in a measurement of the polarization (and therefore the β

asymmetry) is likely to be governed by how well the transport properties of the geometry can
be constrained. It is expected, for example, that a better understanding of spin dependent
transport efficiencies and their relation to spectral evolution during the course of a measure-
ment will become important in understanding data obtained with the polarimetry shutter.
Regardless of the limitations on such information imposed by the current UCNA geometry, the
understanding which results from confronting these issues should provide strategies which
mitigate those limitations in new experimental designs. In that case, it is possible to envision
UCN experiments which measure polarization with an order of magnitude greater precision
than presently achievable for the free neutron.
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Table 8.12: Time constants measured during commissioning of the UCNA polarimetry shutter.
Guide drain indicates the drain time for UCN upstream of the shutter with the shutter closed,
and system drain indicates the drain time which results from first cleaning those UCN from the
system and then opening the shutter. The designation SCSmon or Beta means that the time
constant was obtained from fitting, respectively, the SCS monitor detector or Beta detector
timing spectrum. All other values were obtained by fitting the switcher timing spectrum.

Time Constant Flipper Load State Obtained from Value [s]

Guide Drain

off D 2.97± 0.05

off P 2.97± 0.05

off SLD 3.06± 0.05

on D 3.82± 0.14

on P 4.08± 0.13

on SLD 3.40± 0.06

System Drain
off P 28.29± 0.36

on P 22.16± 0.42

Flipper Trapped

off D, SCSmon 39.55± 7.95

off D, Beta 43.41± 4.60

on D, SCSmon 26.50± 6.30

on D, Beta 29.61± 2.67

Shutter Trapped

off SLD, SCSmon 54.55± 3.55

off SLD, Beta 54.97± 1.49

on SLD, SCSmon 46.36± 4.39

on SLD, Beta 48.50± 1.70
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APPENDIX A

The Neutron-Nucleus Interaction

A.1 Modeling the Neutron-Nucleus Interaction

The fact that both neutron scattering and fundamental neutron physics are typically performed
with thermal or colder neutrons means that the diverse array of techniques which exist in the
general theory of scattering can be winnowed down to a set that contains the basic physics
important for understanding neutron interactions with matter at low energy. One good starting
point is non-relativistic, time-independent scattering theory modified to incorporate the results
of neutron-nucleus cross section measurements. The ur-expression is the time-independent
non-relativistic Schrödinger equation for the combined system of a neutron and nucleus[

p̂21
2m1

+
p̂22

2m2
+ U(r1, r2)

]
ψ(r1, r2) = E ψ(r1, r2), (A.1)

where U represents the nuclear potential between the neutron and the nucleus created by the
strong nuclear force. (We ignore the magnetic interaction between unpaired atomic electrons
and the neutron magnetic moment which is covered in Chapter 3.) Given the energy of
the neutrons under study, it is not necessary to concern ourselves with details of the strong
interaction; in fact, a simple square-well potential captures the relevant details [41], which
in this case is the sole requirement since ultimately we will use measured values as model
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parameters rather than attempt from-first-principles calculations. Thus, we take1

U(r) =

{
−U0 for r ≤ r0

0 for r > r0
, (A.2)

with U0 on the order of 50 MeV and r0 ∼ (1.25 fm)A1/3 (where A is the nucleon number).
Since our model for the interaction potential depends only on the separation between the

nucleus and neutron we may profitably transform to coordinates

x ≡ x1 − x2 y ≡ y1 − y2 z ≡ z1 − z2

x̄ ≡ m1
m1+m2

x1 ȳ ≡ m1
m1+m2

y1 z̄ ≡ m1
m1+m2

z1

(A.3)

so that the Schrödinger equation becomes[
− h̄2

2(m1 + m2)

(
∂2

∂x̄2 +
∂2

∂ȳ2 +
∂2

∂z̄2

)
ψ

]
+

[
− h̄2

2µ

(
∂2

∂x2 +
∂2

∂y2 +
∂2

∂z2

)
ψ + U ψ

]
= E ψ, (A.4)

where
µ =

m1m2

m1 + m2
(A.5)

is the reduced mass. Eq. (A.4) is separable, having a solution of the form ψcm(x̄, ȳ, z̄)ψ(x, y, z),
where ψcm describes the behavior of the nucleus-neutron center of mass and ψ describes the
relative motion. Taking the laboratory frame as the one in which the nucleus is stationary and
defining the center-of-mass (CM) frame as the one in which the center of mass of the system
is fixed, the Schrödinger equation in the CM frame is simply

− h̄2

2µ

[
∇2ψ(r) + U(r)

]
ψ(r) = E ψ(r). (A.6)

We will work in the CM frame exclusively, which allows us to view the problem of a moving
neutron interacting with a moving nucleus as a single particle interacting with a central force
field.2 We can develop a general integral solution to Eq. (A.6) using Greene’s Theorem, [6]

1A more realistic potential is given by

U(r) =
−U0

1 + e(r−R)/a
,

where U0 is on the order of 50 MeV, the mean nuclear radius R = 1.25A1/2fm, and the skin depth a = 0.524 fm [41].
This potential forms the typical basis for a shell model approach.

2The differential cross section in the laboratory frame is related to the differential cross section in the CM frame
by [73] [

dσ

dΩ
(θ0, φ0)

]
lab

=
(1 + γ2 + 2γ cos θ)3/2

|1 + γ cos θ|

[
dσ

dΩ
(θ, φ)

]
cm
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which in this case is equivalent to the formal Lippmann-Schwinger solution [70]

|ψ(±)〉 = |ϕ〉+ 1
E− Ĥ0 ± iε

Û |ψ(±)〉 , (A.7)

where

Ĥ0 = − h̄2p̂2

2µ
, (A.8)

|ϕ〉 represents a solution to Eq. (A.6) in the absence of a potential (i.e. a solution to the
associated homogeneous equation), and ε is a small positive quantity which prevents the
solution from being singular and is taken to zero in the final result. In the position basis, then,
this becomes

〈r|ψ(±)〉 = 〈r|ϕ〉+
∫

d3r′ 〈r| 1
E− Ĥ0 ± iε

|r′〉 〈r′|Û|ψ(±)〉 . (A.9)

This integral equation is satisfied if the function

G±(r, r′) ≡ h̄2

2µ
〈r| 1

E− Ĥ0 ± iε
|r′〉 (A.10)

has the property that [
∇2 +

2µE
h̄2

]
G±(r, r′) = (4π) δ(3)(r− r′), (A.11)

i.e. that G(r, r′) is a Greene’s function for the Helmholtz equation. For boundary conditions
appropriate to the physical problem under consideration (i.e. boundary conditions corre-
sponding to outgoing (+) and incoming (-) waves) this Greene’s function can be shown [6] to
be

G±(r, r′) = − e±ik|r−r
′|

|r− r′| (A.12)

where k ≡ p/h̄ so that

E =
h̄2k2

2µ
.

Taking the state of the system in the absence of an interaction potential to be given by a plane

with

γ =

√
m1m3
m2m4

E
E + Q

for the reaction m1 + m2 → m3 + m4 where m2 is initially at rest and where Q is the amount of energy released
(Q > 0) or absorbed (Q < 0) by the nucleus.
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wave
〈r|ϕ〉 = 1

(2πh̄)3/2 eik·r, (A.13)

and letting
〈r|Û|r′〉 = U(r)δ(3)(r− r′), (A.14)

we may use Eq. (A.12), Eq. (A.14), and Eq. (A.13) in Eq. (A.9) to obtain

〈r|ψ(±)〉 = eik·r

(2πh̄)3/2 −
2µ

h̄2

∫
d3r′

e±ik|r−r
′|

|r− r′| U(r′) 〈r′|ψ(±)〉 . (A.15)

This is an integral solution for the wavefunction (in the CM frame) which results when a
neutron plane wave continuously illuminates a free nucleus. As is usual for such integral
solutions, it provides a starting point for a perturbative approach, which at this stage appears
useless since it relies on U being small relative to the incident neutron energy. While in
Chapter 1 we find that it is indeed possible for us to make limited use of this integral relation
for the perturbation series it provides, we are here interested in using Eq. (A.15) to help us
understand the observable effects of scattering.

A.2 Effect of Scattering on the State of the System

The basic process which we will consider is the case of a neutron initially far-removed from a
nucleus, i.e. in the region where U(r) = 0 (or for potentials which asymptotically approach
zero3 in a region where r � r0), which travels into the range of the nuclear potential, interacts
with the nucleus, and then returns to a point far-removed from the nucleus. What we wish to
compute is the effect on the neutron due to its encounter with the nucleus. The first term in
Eq. (A.15) is, by construction, the wavefunction of a neutron which has no interaction with a
nucleus. The second term must therefore represent the effect we seek. Since measurements
are generally carried out only when the neutron and nucleus are far-removed from each other,
experimental observations see only the large-r behavior of Eq. (A.15). For practical purposes,
then, it is the asymptotic (r → ∞) behavior of the second term in Eq. (A.15) which determines
the (observable) effect of the scattering. This notion can be made quantitative by examining
Eq. (A.15) in the large-r limit. Denoting the angle between r and r′ by α, we have that

|r− r′| =
√

r2 − 2rr′ cos α + r′2 = r

√
1− 2

r′

r
+
r′2

r2 ' r− r̂ · r′
(

r̂ ≡ r

r

)
. (A.16)

3All the results obtained here are valid for a potential which falls off faster than 1/r. The case of a 1/r potential,
important for Coulomb scattering of protons but not of concern for neutrons, requires special handling. [73]
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Therefore, we may take for r � r0

e±ik|r−r
′| ' e±ikre∓ik

′·r′

1
|r−r′| '

1
r

(A.17)

which allows us to write Eq. (A.15) as

〈r|ψ(±)〉 r large−−−−−−→ N

[
eik·r +

e±ikr

r
f (k′,k)

]
, (A.18)

where
f (k′,k) ≡ −2µ

h̄2 (2πh̄)3/2
∫

d3r′ e∓ik
′·r′U(r′) 〈r′|ψ(±)〉 (A.19)

is called the scattering amplitude and N is a normalization constant. Eq. (A.18) does not
directly help us effect a solution to Eq. (A.6), which can only be accomplished, in the end, by
solving Eq. (A.6) for r ≤ r0 and for r > r0 and requiring continuity of the solutions and their
first derivatives at r = r0.4 Instead, the usefulness of Eq. (A.18) is to provide a framework for
understanding the physical effect of scattering on actual measurements. In particular, it tells
us that we expect the actual wavefunction observed following a neutron’s interaction with a
nucleus (in the CM frame) to be

ψ(r)
r large−−−−−−→ ψobs(r) = N

[
eik·r +

e±ikr

r
fk(θ, φ)

]
(A.20)

(where we have chosen to align the z-axis with k). What this means is that there exists a
function of the relative energy and final direction (the scattering amplitude) which modifies
an outgoing spherical wave to produce the observed effect of the interaction between the
neutron and nucleus. Again, it is important to note that Eq. (A.19) is not useful for calculating
the scattering amplitude unless the wavefunction ψ(r) has already been determined; the
important result is Eq. (A.20) which tells what observable effect the interaction will have.

In order to make a fully quantitative connection between Eq. (A.20) and experimental
observables, we may calculate the probability current (density) J given by

J =
h̄

2im
[ψ∗∇ψ− (∇ψ∗)ψ] (A.21)

for the wavefunction of Eq. (A.20). In doing this, however, note that the use of a plane wave
with infinite extent to represent the initial state is a simplification; realistic situations involve
systems which are localized compared to the observation point. In other words, in the absence

4The usual perturbative approach based on Eq. (A.15) will not converge since U is not small relative to the
neutron energies we are considering.
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of scattering (so that f = 0) there is little probability for detecting a neutron far away from
its classical trajectory. As a result, the interference terms which arise when calculating the
probability flux of ψobs(r) are not typically observed.5 Since these terms arise from the cross-
terms obtained when Eq. (A.20) is plugged into Eq. (A.21), we can exclude interference effects
by calculating the probability flux for the two terms in Eq. (A.20) separately. Treating the two
terms separately, however, immediately raises a question about how the resulting currents are
to be interpreted physically. Since the first term in Eq. (A.20) is for practical purposes absent
at the observation point, we must interpret the current from the second term as describing the
entirety of the scattered wave. Since in this time-independent (i.e. steady-state) formulation
the incident wave must be present along with the scattered wave, the obvious interpretation of
the current from the first term is as representing the incident probability current. Calculation
of the probability current magnitude associated with the first term in Eq. (A.20) thus gives the
incident probability flux to be6

Jinc =
p
µ
|N |2 (A.22)

while the second term gives that to leading-order in r the scattered probability flux is

Jscat =

p
µ |N |2 | f (θ, φ)|2

r2 . (A.23)

These results allow us to make an immediate connection with empirical observables. Since the
differential cross section is defined as

dσ

dΩ
=

number of particles per unit time scattered into dΩ
number of incident particles per unit area per unit time

, (A.24)

and the probability flux should be directly related to the particle flux, we have that

dσ

dΩ
dΩ =

p
µ |N |2 | f (θ,φ)|2

r2 dA
p
µ |N |2

=
| f (θ, φ)|2

r2 r2dΩ = | f (θ, φ)|2 dΩ. (A.25)

This provides exactly the sought after quantitative connection between the asymptotic (i.e.
detected) wavefunction and the empirical effect of the scattering encoded by the differential

5The important point is that r is large. These interference effects are important for points close to the scattering
region or for a very small cone around θ = 0, accounting, for example, for the shadow behind a scattering center.
See [73] for further discussion of this point.

6A common normalization chosen based on Eq. (A.22) is N =
√

F /v, where F is the flux of incoming
particles and v is their speed. This normalization converts the current densities into currents, i.e. the J’s have units
of 1/s. Technically, wavefunctions with this normalization are not part of a Hilbert Space. Mathematical rigor
can be restored by utilizing a particle in a (large) box normalization, but for scattering theory the normalization
is typically not important since observables are generally calculated as ratios. (There are some subtleties in the
context of the Optical Model presented below, however. See [73] for further discussion.
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cross section.

A.3 The Optical Model

Since both the incident and scattered systems (neutron plus nucleus) have total energy
E = h̄2k2/(2µ), which must be equal to the kinetic energy outside the range of the potential,
the only scattering process included in our model so far is elastic scattering. This is not
surprising since we have made no allowance for internal degrees of freedom in the nucleus,
and it means that the scattering amplitude f = fk represents only scattering at one particular
energy. This interaction is typically called the elastic channel since it is an exclusive process,
i.e. an individual neutron and nucleus can not interact both elastically and in some other
(non-elastic) way. As a result, the inelastic scattering channel, along with neutron capture
(which itself represents a variety of different channels as indicated in Section 1.2), must share
the total observed flux of scattered particles. When channels besides elastic scattering are
available, the total flux of outgoing elastically scattered particles (which includes non-scattered
particles) must therefore be less than the total flux of incoming particles. Recalling the usual
conservation of probability relation

∂ρ(r, t)
∂t

+∇ · J(r, t) = 0, (A.26)

we note that the fact we are dealing with stationary solutions means that the net probability
flux must vanish: ∫

S
dA (J · n̂) =

∫
V

dV (∇ · J) =
∫

V
dV
(
−∂ρ

∂t

)
= 0. (A.27)

As a result, the total probability flux into the scattering region and out of the scattering region
must be equal. We will make use of the fact that the validity of Eq. (A.26) depends on the
potential U(r) being real to build in by hand the effect of non-elastic channels: If we allow our
potential to have an imaginary component, i.e. we let U(r) = Ur(r) + iUi(r) (with Ur and Ui

both real), then Eq. (A.26) becomes [73]

∂ρ(r, t)
∂t

+∇ · J(r, t) = −2Ui(r)

h̄
ρ(r, t). (A.28)

This means that when Ui > 0 there is a sink of probability (ρ > 0), i.e. that the probability flux
leaving the system is less than that entering it, since now

∫
S dA(J · n̂) < 0. In other words,

Ui gives us the ability to include in our scattering model the effect of scattering outside the
elastic channel without having to explicitly consider interactions between the neutron and the
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internal degrees of freedom of the nucleus. This approach is known as the Optical Model since
it is directly analogous to the use of complex indexes of refraction to model partially absorbing
optical media, and is applicable in situations where the probability for reverse processes (i.e.
gains in the elastic channel) is small. [73]

For simplicity, we will take the nuclear potential from Eq. (A.2) modified to include inelastic
processes as

U(r) =

{
Ur + iUi for r ≤ r0

0 for r > r0
(A.29)

with both Ur and Ui real constants.7 In regimes where elastic scattering dominates, Ui is
typically on the order of 10 MeV [41], but its actual value for a particular nucleus is chosen
to provide good agreement with measured cross sections. With the adoption of Eq. (A.29),
we now have the ability to model all possible interactions between a nucleus and neutron in
terms of two real (empirically determined) parameters Ur and Ui. Ur controls the observed
behavior of elastic scattering and Ui controls the disappearance of neutrons from the elastic
scattering channel (without providing any information as to where they go).

A.4 Series Solution: Partial Waves

We have determined how scattering affects a wave incident on a scatterer (or more precisely
how scattering affects the wavefunction representing a composite system), but this does not
spare us from the necessity of solving Eq. (A.6).8 In order to do so, thereby forging a con-
nection between the effect of scattering (the cross section) and the real and imaginary values
for our potential model, we will attempt a series solution. Since our problem is spherically
symmetric we are led immediately to a series solution in spherical polar coordinates involv-
ing the spherical harmonics Ylm. Since the spherical harmonics are position-representation
eigenfunctions of angular momentum states and since a series solution typically depends on
higher-order terms contributing progressively less to the series, we expect such a solution to
work if the scattering in systems with large angular momentum is small, which is true in this
case: Recall that, classically, a particle with angular momentum L has a distance of closest
approach to the origin (impact parameter) given by b = L/(mv). Extending this idea to the
semiclassical regime, one can argue that a quantum particle with impact parameter lh̄/p� r0

will be unlikely to experience the location r0. In particular, if U(r) is a finite-ranged potential

7See [41] for a discussion of typical non-constant forms for the imaginary part of the potential.
8Ultimately, to obtain an expression for the scattering amplitude.
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with range r0, a particle for which

r0 �
lh̄
p
⇒ kr0 � l (A.30)

will have a small chance of experiencing the potential, i.e. of being scattered. Taking
r0 = 1.25× 10−15 3

√
A and A = 10 we find that kr0 ∼ 1 for E ≈ 3 MeV, which is much more

energetic than the systems we are considering. It therefore appears that we can expect s-wave
(l = 0) scattering to dominate for thermal and colder neutrons, with states of progressively
higher angular momentum making correspondingly smaller contributions to the scattering,
exactly as we need for a series solution.

We pursue this notion by writing Eq. (A.6) as:

− h̄2

2µ

[
1
r2

∂

∂r

(
r2 ∂

∂r

)
+

1
r2 sin θ

∂

∂θ

(
sin θ

∂

∂θ

)
+

1
r2 sin2 θ

∂2

∂φ2

]
ψ + U(r)ψ = Eψ. (A.31)

The solution is via separation of variables, giving ψ(r, θ, φ) = R(r)Ylmθ, φ) with the radial
wavefunction R(r) given by

− h̄2

2µ

d2u
dr2 +

[
l(l + 1)h̄2

2µr2 + U(r)− h̄2k2

2µ

]
u(r) = 0 (A.32)

where u(r) ≡ R(r)/r. Without loss of generality, we take the z-axis to be in the direction of k,
i.e. in the direction of the incident plane wave, so that there can be no dependence on φ due to
the spherical symmetry of the problem. In that case the general solution to Eq. (A.31) is [73]

ψext(r, θ) =
∞

∑
l=0

(2l + 1)il [Al jl(kr) + Bl nl(kr)] Pl(cos θ) for r > r0 (exterior solution) (A.33)

ψint(r, θ) =
∞

∑
l=0

(2l + 1)il jl(κr)Pl(cos θ) for r ≤ r0 (interior solution) (A.34)

where

κ =

√
2µ(E−Ur − iUi)

h̄2 . (A.35)

(Recall that Ur = −U0 < 0.) Here the Pl are Legendre polynomials, the jl are spherical Bessel
functions, and the nl are spherical Neumann functions (which are singular at the origin and so
are not included as part of the interior solution). Requiring the interior and exterior solutions
and their derivatives to be continuous at r = r0 for each value of l determines the Al and
Bl up to an overall normalization constant, and those values in turn encode the effect of the
scattering. In order to connect the differential cross section with the Optical Model parameters,
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we must create a link between the values of Al and Bl and f (θ). This is done by comparing
the asymptotic form of Eq. (A.33) with Eq. (A.20). In order to make such a comparison we
need an expansion of the incident plane wave in spherical harmonics, which is [70]

eik·r =
∞

∑
l=0

(2l + 1)il jl(kr)Pl(cos θ). (A.36)

We also need to know the asymptotic forms of jl and nl , which are [73]

jl(ρ)
r large−−−−−−→ 1

ρ
cos

[
ρ− 1

2
(l + 1)π

]
(A.37)

nl(ρ)
r large−−−−−−→ 1

ρ
sin
[

ρ− 1
2
(l + 1)π

]
. (A.38)

Using Eqs. (A.36)-(A.38) in Eq. (A.20) and Eq. (A.33) gives us two asymptotic expressions for
the exterior solution of Eq. (A.6) (which we may think of as the general or conceptual form
appropriate for any local potential and the specific form appropriate for our spherical square
well potential) in a form which we may directly compare:

ψ(r, θ)
r large−−−−−−→ N

{
∞

∑
l=0

(2l + 1)Pl(cos θ)
1
kr

cos
[

kr− 1
2
(l + 1)π

]
+ f (θ)

eikr

r

}
(A.39)

ψ(r, θ)
r large−−−−−−→

∞

∑
l=0

(2l + 1)il
{

Al
1
kr

cos
[

kr− 1
2
(l + 1)π

]
+ Bl

1
kr

sin
[

kr− 1
2
(l + 1)π

]}
Pl(cos θ).

(A.40)

It is usual to combine the sin and cos in Eq. (A.40) using

A sin(z) + B cos(z) = C sin(z + δ)

so that now the arbitrary constants for each value of l which determine the specific exterior
solution are a magnitude and a phase:

ψ(r, θ)
r large−−−−−−→ N

{
∞

∑
l=0

(2l + 1)Pl(cos θ)
1
kr

cos
[

kr− 1
2
(l + 1)π

]
+ f (θ)

eikr

r

}
(A.41)

ψ(r, θ)
r large−−−−−−→

∞

∑
l=0

(2l + 1)il
{

Cl

kr
sin
[

kr− 1
2
(l + 1)π + δl

]}
Pl(cos θ). (A.42)

The connection between {Al , Bl} and {Cl , δl} comes from the equality of Eq. (A.40) and
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Eq. (A.42) for each l:

Al sin
(

ρ− lπ
2

)
− Bl cos

(
ρ− lπ

2

)
= Cl sin

(
ρ− lπ

2
+ δl

)
, (A.43)

which gives that

Al = Cl cos δl (A.44)

Bl = −Cl sin δl . (A.45)

Note that this means the exterior solution Eq. (A.33) now appears as

ψint(r, θ) =
∞

∑
l=0

(2l + 1)Cl i
l [cos(δl) jl(kr)− sin(δl) nl(kr)] Pl(cos θ) (r > r0). (A.46)

Finally, in order to put Eq. (A.41) and Eq. (A.42) in closer correspondence we may express the
occurrences of sin and cos in terms of complex exponentials, giving

ψ(r, θ)
r large−−−−−−→ N

{
∞

∑
l=0

(2l + 1)Pl(cos θ)
eikr − e−ikreilπ

2ikr
+ f (θ)

eikr

r

}
(A.47)

ψ(r, θ)
r large−−−−−−→

∞

∑
l=0

(2l + 1)e
π
2 il

Cl

2ikr

{
eiδl ei[kr− 1

2 (l+1)π] − e−iδl e−i[kr− 1
2 (l+1)π]

}
Pl(cos θ). (A.48)

The comparison between the two forms of the observed scattered wavefunction is ac-
complished by equating coefficients of eikr and e−ikr for each value of l, which provides the
connection between scattering (i.e. f (θ)) and the conditions imposed by matching the interior
and exterior solutions (i.e. the values of Cl and δl) which we seek. Namely, we find that

f (θ) =
∞

∑
l=0

2l + 1
2ik

(
e2iδl − 1

)
Pl(cos θ), (A.49)

which shows that it is the phases δl alone which determine the effect of the scattering. Some
additional insight may be obtained if we plug Eq. (A.49) into Eq. (A.47) to obtain

ψ(r)
r large−−−−−−→ N

∞

∑
l=0

[
e2iδl

eikr

r
− e−i(kr−lπ)

r

]
2l + 1

2ik
Pl(cos θ) (A.50)

since this demonstrates that for each l-value (called a partial wave) the plane wave which
describes the initial system is a superposition of incoming and outgoing spherical waves,
and that the effect of the scattering is to affect the phase of the outgoing spherical wave.
In other words, the requirement that the exterior solution joins to the solution inside the
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scattering potential forces the phase of the outgoing wave to be shifted relative to the case of
no scattering. One may therefore think of the presence of the potential as ’pushing out’ or
’pulling in’ (depending on the sign of δl) the radial wavefunction. Integrating the probability
flux associated with Eq. (A.50) over a sphere of radius r � r0 gives

∫
S
J · r̂ dA = − h̄π

m
2l + 1

k

(
1− e4i[δl−Re(δl)]

)
(A.51)

as the net probability flux (where the θ̂ and φ̂ components vanish in the limit of large r). This
shows immediately that the presence of non-elastic scattering (i.e. Ui 6= 0) corresponds to an
imaginary component in δl . Let us therefore write

δl = δ
(r)
l + iδ

(i)
l (A.52)

with
{

δ
(r)
l , δ

(i)
l > 0

}
∈ R and define

Sl ≡ e2iδl = e2iδ(r)l e−2δ
(i)
l (A.53)

so that |Sl | = 1 corresponds to elastic-only scattering while |Sl | < 1 indicates a combination
of elastic and non-elastic scattering. (Non-elastic scattering without a component of elastic
scattering in not possible in this model.)

What is of ultimate interest is how the elastic and non-elastic cross sections depend on our
choices for Ur and Ui. Let us determine that correspondence in two steps: first, by writing
expressions for those total cross sections in terms of the Sl , and then by obtaining values for
the phase shifts in terms of our potential. Since Eq. (A.25) computes the differential cross
section based on the number of neutrons which are scattered, and recalling that a neutron not
scattered in the elastic channel simply disappears in our model, Eq. (A.25), Eq. (A.49), and
Eq. (A.53) immediately give the total elastic cross section to be

σel = 2π
∫ π

0
| f (θ)|2 sin θdθ =

π

k2

∞

∑
l=0

(2l + 1)|1− Sl |2. (A.54)

In order to obtain the non-elastic cross section we may calculate the probability flux associated
with non-elastic scattering from Eq. (A.51) and use Eq. (A.24), which gives

σne =
π

k2

∞

∑
l=0

(2l + 1)
(
1− |Sl |2

)
. (A.55)
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Since the two processes are exclusive we then have that the total cross section is given by

σtotal = σel + σne =
2π

k2

∞

∑
l=0

(2l + 1) [1− Re(Sl)] . (A.56)

We now only need to determine the phase shifts in terms of the potential, which requires
that we deal with the actual (as opposed to asymptotic) solutions given by Eqs. (A.33)-(A.34).
Since the δl’s (formerly Al’s and Bl’s) are calculated by requiring continuity of the interior and
exterior solutions, as well as their derivatives, for each value of l, they are determined by:

ψ
(l)
ext(r0, θ) = ψ

(l)
int(r0, θ)

(A.57)

∂ψ
(l)
ext

∂r

∣∣∣∣∣
r=r0

=
∂ψ

(l)
int

∂r

∣∣∣∣∣
r=r0

.

Dividing the lower of Eqs. (A.57) by the upper removes multiplicative factors and gives the
phase shifts via solution of

tan δl =
κ j′l(κr0) jl(kr0)− kjl(κr0) j′l(kr0)

κ j′l(κr0) nl(kr0)− kjl(κr0) n′l(kr0)
, (A.58)

where prime indicates differentiation with respect to the argument. Unfortunately, even for
the simple case of a spherical square well potential, an exact form for δl in terms of Ui and Ur

is not obtainable. Recall, however, that the energy scale of the neutrons we are considering is
well within the kr0 � 1 limit so that we need concern ourselves only with δ0, which, as we
will see, may be calculated explicitly.9

A.5 Scattering Length

The fact that the scattering we wish to understand is low energy and therefore describable
by s-wave scattering alone (i.e. δ0 is the only relevant phase shift) puts us in a very simple
situation: From Eqs. (A.54)-(A.56) we see that the scattering will be isotropic. From Eq. (A.34)

9As noted previously, for any potential which falls off faster than 1/r the above analysis goes through since
the asymptotic forms of the wavefunction are unchanged. In practice, then, phase shifts are simply determined
numerically using Eq. (A.58). In cases of practical interest in nuclear physics where one attempts to fit data
with a particular potential model, solutions for ψ(r, θ) are generally determined numerically as well, so that the
determination of the phase shifts becomes wholly numerical.
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we see that the interior wavefunction is a simple oscillatory function since

j0(ρ) =
sin ρ

ρ
, (A.59)

while the l = 0 exterior wavefunction in the neighborhood of the potential for kr0 � 1 is

ψext ∼
(

cos δ0 −
sin δ0

kr

)
∼
(

1− tan δ0

kr

)
, (A.60)

where we have made use of the asymptotic forms [73]

jl(ρ)
ρ small−−−−−−→ ρl

(2l + 1)!!
(A.61)

nl(ρ)
ρ small−−−−−−→ − (2l − 1)!!

ρl+1 . (A.62)

Putting Eq. (A.59) and Eq. (A.60) into Eq. (A.58) therefore gives

tan δ0 ∼= −
j′0(κr0)
j0(κr0)|kκr2

0

κr0
j′0(κr0)
j0(κr0)| + 1

= − kr0(κr0 cot(κr0)− 1)
κr0 cot(κr0)

= −kr0

(
1− tan(κr0)

κr0

)
, (A.63)

so that from Eq. (A.54) we have (again using kr0 � 1 which implies that δ0 � 1)

σel = 4πr2
0

∣∣∣∣1− tan κr0

κr0

∣∣∣∣2 , (A.64)

a constant. Typically this is written
σel = 4π|a|2, (A.65)

with
a ≡ r0

(
1− tan κr0

κr0

)
. (A.66)

The complex quantity a is called the scattering length, and the real part of a represents the point
at which the exterior wavefunction extrapolated to r < r0 would become zero (see Fig. A.1).10

Since the boundary condition for a hard sphere has the exterior wavefunction equal to zero
on its radius, the real scattering length represents the radius of a hard sphere which would
produce the same exterior wavefunction and hence the same scattering that the actual potential
produces. What this means is that neutron scattering over the entire energy range of interest

10The choice of sign for a is conventional. Note that with this choice, plugging r = −a into Eq. (A.60) makes the
exterior wavefunction vanish.
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Figure A.1: S-wave interior and exterior solutions in the low energy limit (E = 300 neV) for
three potential depths demonstrating (a) positive (Ur = −54 MeV) and (b) negative (Ur =
−59 MeV) scattering lengths and (c) resonance scattering (Ur = −62.894 MeV).

to us is essentially just hard-sphere scattering!11 Note also that from Eq. (A.55) we have

σne = −
4π

k
Im(a), (A.67)

which demonstrates the typical 1/v scaling observed in Fig. 1.2. In practice, since the exact
details of nuclear potentials are generally not known, Eq. (A.66) is typically not used to
calculate scattering lengths a priori, but rather a is empirically determined by measuring cross
sections.

Scattering lengths typically have positive real parts12 and they do not depend in any
regular way on A. (1H, for example, has a = −0.37 fm while 2H has a = +0.67 fm). The
neutron-nucleus interaction is also spin dependent, so when a nucleus has spin, the scattering
length depends on the relative spin orientations of the nucleus and neutron. Since we are
considering only neutron states with l = 0, this means that for a nucleus with spin I, the total
angular momentum of the system can be either I + 1/2 or I − 1/2. As a result, there will be
two scattering lengths, a(+) and a(−), associated with nuclei that possess spin. (See Chapter 3
for more details.)

What we have accomplished here is a demonstration of the fact that for the energy scales
in which we are interested, the scattering of a neutron from a free nucleus may be imagined
essentially as hard sphere scattering with the possibility of absorption. This model has two

11Except in the case of resonances where, as shown in Fig. A.1, the scattering length goes to infinity. As indicated
in Chapter 1, however, resonances are uncommon for the energy ranges in which we are interested.

12Except for the case of hydrogen, κr0 > 3 so that the regions where Eq. (A.66) would provide a negative
scattering length are small. [29] As a result, there are only a few materials (e.g. Ti and Va) which produce negative
scattering lengths.
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parameters, the real and imaginary parts of the scattering length, which are determined
empirically. This is certainly a poor model if we are interested in nuclear structure since
there is no explicit connection provided between that structure and the scattering length.
The simplicity of the model presented here is imperative, however, when applying scattering
theory to the interactions of low energy neutrons with bulk matter, which is addressed in
Chapter 1.
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APPENDIX B

Single Phonon Lattice Scattering

A crystal may be pictured as being built up from an array of N identical repeating volume
elements called unit cells whose positions are given by a lattice vector

l = l1a1 + l2a2 + l3a3,

where the li are integers and the ai, called basic vectors, are non-coplanar (but not necessarily
orthogonal) vectors. For example, the following crystal structures are associated with the
indicated basic vectors: [45]

Lattice Type a1 a2 a3

Cubic a(1, 0, 0) a(0, 1, 0) a(0, 0, 1)
Body-Centered Cubic a

2 (−1, 1, 1) a
2 (1,−1, 1) a

2 (1, 1,−1)
Face-Centered Cubic a

2 (0, 1, 1) a
2 (1, 0, 1) a

2 (1, 1, 0)

Hexagonal a(1, 0, 0) a( 1
2 ,
√

3
2 , 0) a(0, 0, γ)

where in the first three examples a is called the lattice constant.1 Each unit cell contains j atoms
positioned identically relative to the cell. Given a particular set of basic vectors, if we denote a
particular lattice vector (i.e. a particular set {l1, l2, l3}) by an integer l, then the position of any
atom in the crystal (its lattice site) is uniquely specified by giving {j, l}.2 Any lattice is always

1The hexagonal lattice is composed of planes of hexagonal cells separated by γa.
2A lattice containing one atom per unit cell is called a Bravais lattice. A more complicated crystal may therefore

be imagined as a series of interpenetrating identical Bravais lattices.

267



in one-to-one correspondence with a reciprocal lattice which has lattice vectors τ satisfying

eiτ ·l = 1

for all l.
The forces between atoms that conspire to create the equilibrium positions of the lattice

sites are in general not easy to calculate a priori since there is often a strong dynamical
component to these forces. If we assume, however, that the energy of a crystal is a sum of the
interaction energy between all pairs of atoms, then taking the total potential energy of the
lattice to be zero when all atoms are in their equilibrium positions, we may imagine a total
potential energy function for the lattice V({ul j}), where ul j is the displacement of the atom at
the site l j away from its equilibrium position. If displacements from equilibrium are small
compared to the atomic spacings (e.g. in a cubic lattice u� a) then we can expand the lattice
potential energy V({ul j}) around the equilibrium. Since the potential energy is a minimum
when all atoms are in their equilibrium positions (and since we have defined the total potential
energy there to be zero), the first non-vanishing term is the quadratic one. Ignoring all higher
order terms we have that (assuming for ease of notation a Bravais lattice so that we may let
jl −→ l)

V({ul}) =
1
2 ∑

ll′
∑
αβ

f αβ
ll′ uα

l uβ
l′ , (B.1)

where the Greek indices reference the three spatial components of ul and the

f αβ
ll′ =

∂2V
∂uα ∂uβ

∣∣∣∣
{ul}=0

are called the force constants of the crystal. The neglect of higher order terms is called the
harmonic approximation since this approximation clearly puts the lattice interaction in the form
of N (or N × j for non-Bravais lattices) coupled harmonic oscillators.3 Given this model for
the lattice interactions and assuming the atomic electrons remain in equilibrium about their
cores even when the atoms are in motion,4 the excitations of such a system can be described
as superpositions of plane traveling waves:

u(l, t) = ∑
k,ν
A(l,k, ν)ei[k·r(l)−ω(k,ν)t]. (B.2)

3Neglecting the higher order terms ultimately has the effect of giving phonons in the lattice an infinite lifetime.
The higher order anharmonic terms, which couple phonon modes, are responsible not only for observed phonon
lifetimes [29], but are also required to recover, for example, the thermal expansion of crystals, the occurrence of
phase transitions, and finite thermal conductivities. [19]

4This is called the Born-Oppenheimer approximation. Its validity is especially important in the case of metals.
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Implicit in Eq. (B.2) are a number of important physical concepts about excitations in a lattice
which emerge naturally in the context of a full analysis (see [19]), but which may also be
reasonably motivated. It is these concepts which form the basis for an understanding of
phonons:

Dispersion Relation Note that the frequency ω(k, ν) in Eq. (B.2) depends on the wave vector
k. Dependence on the magnitude of k is expected since the speed of wave propagation
in the lattice will couple a specific excitation frequency to a particular wavelength. (The
wavelength is determined by how far the disturbance travels in the time it takes the
exciting atom to undergo a full cycle.) As a result, there will be a specific frequency
associated with any (allowed5) wavenumber. That the frequency also depends on the
direction of k makes sense as well because there is no reason to expect the propagation
speed in different directions to be identical except in specially symmetric cases. (The
hexagonal lattice is a good example; it is easy to imagine, for example, that the force
constants pertinent to wave propagation parallel to the planes are different from those
important for wave propagation perpendicular to the planes, causing the propagation
speed in the two directions to be different.) It turns out that the dispersion relation
ω(k) is periodic where, for example, crystals with a well-defined unit cell length have
dispersion relations which obey ω(k) = ω(k + 2π/a). (The first period of the dispersion
curve, taken to be comprised of wave vectors between −π/a and π/a for lattices with
well-defined unit cell lengths, is called the first Brillouin zone and contains all necessary
information about the dispersion relation.)

Modes In three dimensional lattices with one atom per unit cell, there are three fundamental
motions that can be supported for a particular k. These correspond to the atoms moving
either parallel (one possibility) or transverse (two possibilities) to k, and are termed
acoustic modes since they correspond to all the atoms moving in phase with one another
for small values of k (so that ω tends linearly to zero as k approaches zero.) If there
is more than one atom per unit cell then additional combinations of motions arise so
that for a lattice with J atoms per unit cell there are 3J modes available. Classically,
each equation of motion leads to a particular eigenfrequency and thus to a particular
dispersion relation, and these 3J dispersion relations are imagined as being different
branches of an overall dispersion curve. Of these 3J branches or modes, three are always
the three acoustic modes, with the remaining 3(J − 1) referred to as optic modes.6 In
Eq. (B.2) these different modes are represented by the index ν so that the frequency is

5Periodic boundary conditions on a lattice imply a discrete set of allowed values for k.
6The defining characteristic of the optic modes (named for their resemblance to the propagation of electromag-

netic waves in a medium) is that their dispersion relations remain finite as k approaches zero.
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properly a function of both the wave vector and mode ν. A general excitation may be
composed of a linear combination involving any allowed wave vector for any allowed
mode, which is why the sum in Eq. (B.2) is over k and ν. Note that in the case of
a Bravais lattice where J = 1, there are only three branches to the dispersion curve
corresponding to the three acoustic modes available for wave propagation.

Wave Amplitude The individual plane waves which combine to form the general excitation
described by Eq. (B.2) each have an energy associated with them that is related to the
wave’s amplitude. Upon quantizing the theory, the amplitude will correspond to the
number of phonons in the state represented by the plane wave, and as is well known
for a quantum harmonic oscillator, the energy of such a state is in turn related to the
number of phonons n through

E = h̄ω(n +
1
2
).

We therefore expect the amplitude of a basic excitation (plane wave) to depend on the
excitation frequency and thus on k and ν as indicated in Eq. (B.2). Note that since the
actual direction of motion of a particular atom as well as its relative phase will depend on
the particular atom and on the particular mode, A in general has complex components.

Taking Eq. (B.2) as a starting point, we may immediately decouple the problem (in the
sense of a Classical normal modes analysis) by introducing a new set of variables q:

u(l, t) =
1√
Nm

∑
k,ν
e(l,k, ν)eik·r(l)q(k, ν), (B.3)

where
q(k, ν) ≡ |A| e−iω(k,ν)t (B.4)

and e, called alternatively the displacement vector, mode eigenvector, or polarization vector, is a
unit vector7 parallel to A. In the sense of a classical coupled oscillator problem, the variables q
correspond to normal mode coordinates and the vectors e are the corresponding eigenvectors.
The Hamiltonian for the lattice in terms of the new coordinates therefore appears as [19]

Hcl =
1
2 ∑
k,ν

q̇(k, ν) q̇∗(k, ν) +
1
2 ∑
k,ν

ω(k, ν)2 q(k, ν) q∗(k, ν), (B.5)

7For non-Bravais lattices this displacement vector is normalized such that ∑unit cell |e|2 = 1.
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which is the Hamiltonian for a set of uncoupled harmonic oscillators. Promoting the variables
to operators8 provides a quantum mechanical Hamiltonian

Hqm =
1
2 ∑
k,ν

p̂(k, ν) p̂†(k, ν) +
1
2 ∑
k,ν

ω(k, ν)2 q̂(k, ν) q̂†(k, ν). (B.6)

A final variable change to the standard harmonic oscillator raising and lowering operators

â(k, ν) =
1√

2h̄ω(k, ν)

[
ω(k, ν) q̂(k, ν) + ip̂(k, ν)

]
â†(k, ν) =

1√
2h̄ω(k, ν)

[
ω(k, ν) q̂†(k, ν)− ip̂†(k, ν)

]
puts the Hamiltonian into the usual form

H = h̄ ∑
k,ν

ω(k, ν)

[
â†(k, ν)â(k, ν) +

1
2

]
(B.7)

and shows that an elementary excitation may be expressed as [19]

û(l, t) =
1√
Nm

∑
k,ν

√
h̄

2ω(k, ν)
e(l,k, ν)eik·r(l)

[
â(k, ν) + â†(−k, ν)

]
. (B.8)

The physics of neutron scattering from a lattice comes from "simply" working out the
consequences of using Eq. (B.8) in the expressions for the coherent and incoherent scattering
laws obtained in Chapter 1. Understanding the physical consequences of coupling neutrons to
a crystal turns out to be most straight forward if we use Eq. (B.8) in Eq. (1.36), so we first note
that we may separate Eq. (1.36) into coherent and incoherent parts:

(
d2σ

dΩ dω

)
coh

=
h̄
N

k f

ki
a2

coh ∑
E f ,Ei

PEi

∣∣∣∣∣∑i
〈E f |eiQ·R̂i |Ei〉

∣∣∣∣∣
2

δ(E f − Ei − h̄ω) (B.9)

(
d2σ

dΩ dω

)
inc

=
h̄
N

k f

ki
a2

inc ∑
E f ,Ei

PEi ∑
i

∣∣∣〈E f |eiQ·R̂i |Ei〉
∣∣∣2 δ(E f − Ei − h̄ω), (B.10)

where we have made the substitution ∆ε = −h̄ω. Taking

R̂i = ρi + ûi,

8Note that the operators q̂, p̂ are not Hermitian but rather satisfy q̂†(k, ν) = q̂(−k, ν) and p̂†(k, ν) = p̂(−k, ν).
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where ρ is the equilibrium position of the ith nucleus and ûi is the Schrödinger picture operator
corresponding to Eq. (B.8) with each position in the set l = {l1, l2, l3} mapped to an i, then
(apart from a phase eiQ·ρi ) we see that the coupling between neutrons and phonons enters
through the expectation value

〈E f |eiQ·ûi |Ei〉 .

Expanding the exponential in this expectation value and utilizing Eq. (B.8) gives

〈E f |eiQ·ûi |Ei〉 = ∏
k,ν
〈E f

∣∣∣1 + [c1 â + c∗1 â†
]
+
[
c2 ââ + c∗2 â† â† + |c2|2

(
ââ† + â† â

)]
+ · · ·

∣∣∣ Ei〉 ,

(B.11)
where the ci are complex constants which are computed in [45]. If we confine ourselves here
only to elastic scattering and one-phonon inelastic scattering, the c1 â+ c∗1 â† term corresponding
to one-phonon processes and the |c2|2(ââ† + â† â) term corresponding to elastic scattering9

are the only ones we need consider. In that case, the expectation values for elastic scattering,
single phonon absorption, and single phonon emission are

〈E f |eiQ·ûi |Ei〉el = ∏
k,ν

[
1 + |c2|2 (2nk,ν + 1)

]
(B.12)

〈E f |eiQ·ûi |Ei〉abs = c1
√

nk,ν (B.13)

〈E f |eiQ·ûi |Ei〉emis = c∗1
√

nk,ν + 1 . (B.14)

(Note that the raising and lowering operators for phonons with different (k, ν) commute so
that the product in Eq. (B.11) is nonzero only for the (k, ν) corresponding to the created or
annihilated phonon.) The expectation value for elastic scattering is generally written as

〈E f |eiQ·ûi |Ei〉el = e−W(Q)

where10

W(Q) =
1
2 ∑
k,ν

[
|c2|2 (2nk,ν + 1)

]
.

9It couples states with the same number of phonons and hence the same energy.
10The factor e−2W(Q) is called the Debye-Waller factor and gives the fraction of elastic scattering at the scattering

vector Q. Its presence attenuates the inelastic scattering rate, an effect which is due physically to the thermal
motion of the atoms around their equilibrium positions.
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With this definition we have that

(
d2σ

dΩ dω

)abs

coh
= Υcoh

∣∣∣∣∣∑i

√
h̄

2Nmω(k, ν)
iQ · e(k, ν)eiρi ·(Q+k)√nk,ν

∣∣∣∣∣
2

(
d2σ

dΩ dω

)abs

inc
= Υinc ∑

i

∣∣∣∣∣
√

h̄
2Nmω(k, ν)

iQ · e(k, ν)eiρi ·(Q+k)√nk,ν

∣∣∣∣∣
2

(
d2σ

dΩ dω

)emis

coh
= Υcoh

∣∣∣∣∣∑i

√
h̄

2Nmω(k, ν)
iQ · e(k, ν)eiρi ·(Q−k)

√
nk,ν + 1

∣∣∣∣∣
2

(
d2σ

dΩ dω

)emis

inc
= Υinc ∑

i

∣∣∣∣∣
√

h̄
2Nmω(k, ν)

iQ · e(k, ν)eiρi ·(Q−k)
√

nk,ν + 1

∣∣∣∣∣
2

where

Υcoh =
h̄
N

k f

ki
a2

cohPEi e
−2W(Q)δ(E f − Ei − h̄ω)

Υinc =
h̄
N

k f

ki
a2

incPEi e
−2W(Q)δ(E f − Ei − h̄ω).

It is the difference between coherent and incoherent scattering manifest here which leads
to an important difference in the conservation laws associated with the the two types of lattice
scattering. The crucial point is that coherent scattering is proportional to∣∣∣∣∣∑i

eiρi·(Q±k)
∣∣∣∣∣
2

.

The sum here can be quite large or quite small depending on Q± k. If, for example, the
wavelength associated with Q± k is an integral multiple of the lattice spacing (i.e. Q± k is a
reciprocal lattice vector) then the sum will be large. The farther from this condition Q± k is,
the more out of phase terms in the sum become, causing it to tend toward zero. For a large
crystal this effect is captured via the identity11

∣∣∣∣∣∑i
eiρi·(Q±k)

∣∣∣∣∣
2

= N
(2π)3

v ∑
τ

δ(3)(Q± k− τ ), (B.15)

where v is the volume of a unit cell and τ is any reciprocal lattice vector. In a large crystal,
therefore, if |E f 〉 in equations (B.9) and (B.10) corresponds to a state which differs from |Ei〉
by one phonon corresponding to (k, ν), then the double sums will pick out all the terms

11Neither [45] nor [29] have a proof of this fact, but [29] suggests seeing [90].
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from 〈E f |eiQ·ûi |Ei〉el except the one corresponding to (k, ν), along with the contribution from
〈E f |eiQ·ûi |Ei〉abs or 〈E f |eiQ·ûi |Ei〉emis (depending on the type of process). Since adding the
missing term back into 〈E f |eiQ·ûi |Ei〉el should not cause a significant change to the cross
section, we may take 〈E f |eiQ·ûi |Ei〉el to be given by e−W(Q) despite the missing term. With this
assumption we have that [45](

d2σ

dΩ dω

)
coh

= a2
coh

k f

ki
e−2W(Q) h̄(2π)3

2Nmv ∑
k,ν

|Q · e(k, ν)|2
ω(k, ν)

×


δ(3)(Q+q−τ )δ(h̄ω(k,ν)+h̄ω)

1−eh̄ω/kBT 〈nk,ν〉
δ(3)(Q−q−τ )δ(h̄ω(k,ν)−h̄ω)

eh̄ω/kBT−1
〈nk,ν + 1〉

 (B.16)

and(
d2σ

dΩ dω

)
inc

= a2
inc

k f

ki
∑
k,ν

h̄
2Nmω(k, ν)

e−2W(Q)|Q · e(k, ν)|2
{

〈nk,ν〉 δ(h̄ω(k, ν) + h̄ω)

〈nk,ν + 1〉 δ(h̄ω(k, ν) + h̄ω)

}
(B.17)

where the upper equations are for absorption of a phonon, the lower equations are for
the emission of a phonon, and the angled brackets stand for thermal averaging. The key
observation about these results is that coherent one-phonon scattering conserves both energy
and momentum while incoherent one-phonon scattering does not.12 Intuitively this occurs
because in coherent scattering the neutron interacts in essence with the entire crystal, producing
a state with well-defined momentum. Incoherent scattering, on the other hand, is a localized
event and so excites the crystal into a complicated superposition state that does not posses a
well-defined momentum.

12Momentum actually isn’t conserved in Eq. (B.16) due to the dependence on the reciprocal lattice vector τ .
However, the presence of τ is due to the fact that a neutron can be diffracted from the crystal after scattering. [29]
If we ignore this possibility then momentum is conserved.
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APPENDIX C

Scattering Length Averages

The calculation of coherent and incoherent scattering lengths requires averaging individual
scattering lengths over isotopic and spin distributions. If we represent the scattering length
for the lth isotope by al then an average over the isotopes present is given by

a = ∑
l

cl al ,

where cl represents the isotopic abundance of the lth nucleus. If the lth nucleus has nuclear spin
Il , then there are 2(Il + 1/2) + 1 states of total angular momentum Il + 1/2, and 2(Il − 1/2) + 1
states with total angular momentum Il − 1/2 (remember that we only need consider s-wave
scattering). So, if we represent the scattering length that results when a neutron and the lth

isotope are in the Il + 1/2 state by a(+)
l , the scattering length that results when a neutron and

the lth isotope are in the Il − 1/2 state by a(−)l , and we assume the neutrons are unpolarized,
then we have that the average over both relative neutron-nucleus spin and isotopic distribution
is given by

〈a〉 = ∑
l

cl

[
2(Il + 1/2) + 1

2(Il + 1/2) + 2(Il − 1/2) + 2
a(+)

l +
2(Il − 1/2) + 1

2(Il + 1/2) + 2(Il − 1/2) + 2
a(−)l

]
= ∑

l

c1

2Il + 1

[
(Il + 1) a(+)

l + Il a(−)l

]
.
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From Eq. (1.22) we therefore have that

acoh = ∑
l

cl

2Il + 1

[
(Il + 1) a(+)

l + Il a(−)l

]
. (C.1)

From Eq. (1.23) we see that the incoherent scattering length may be computed as

ainc =
(
〈|a− 〈a〉|2〉

)1/2
=
(
〈 |a|2〉 − |〈a〉|2

)1/2
, (C.2)

where from Eq. (C.1) the first term in the parentheses is given by

〈|a|2〉 = ∑
l

c1

2Il + 1

[
(Il + 1) |a(+)

l |
2 + Il |a

(−)
l |

2
]

. (C.3)

Taking naturally occurring hydrogen as an example, we have

1H(99.985% abundance, I = 1/2) −→
{

a(+) = 1.04× 10−12 cm
a(−) = −4.74× 10−12 cm

2H(0.015% abundance, I = 1) −→
{

a(+) = 0.95× 10−12 cm
a(−) = 0.10× 10−12 cm

so that
acoh = −4.048 fm.

Using this result and Eq. (C.3) we then get the incoherent scattering length to be

ainc =

[
6.42723× 10−24 −

(
−0.4048× 10−12

)2
]1/2

= 25.027 fm.

Each of these scattering lengths can generally be measured independently (e.g. the spin
and isotope averaged coherent elastic scattering length may be obtained directly via neutron
scattering on naturally occurring hydrogen with unpolarized neutrons), but it is nevertheless
instructive to see how the averaging is carried out explicitly. In the case of scattering off of
units containing different atomic species (e.g. molecules), scattering lengths for each atom
may be computed as above, and then typically a total scattering length for the entire unit is
obtained by combining the individual scattering lengths weighted by the relevant molecular
formula.1 We might assign to H2O, for example, a coherent scattering length of

acoh = 2× (−3.74 fm) + 1× (5.80 fm) = −1.68 fm

1This procedure is expected to be valid as long as the neutron wavelength is smaller than the size of the
molecule.
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based on

aH
coh = −3.74 fm

aO
coh = 5.80 fm.
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APPENDIX D

The UCNtransport Code and UCNA Geometries

UCNtransport is a general purpose Monte Carlo UCN transport code which was written to
allow the relatively straightforward creation and modification of non-trivial geometries. It
provides for propagation through bulk media and static longitudinal magnetic fields (as
long as they may be reasonably approximated by constant gradients), and while its current
implementation propagates UCN by solving for the intersection of ballistic trajectories with
the geometry, it is designed to accept a drop-in integrator for use in regions possessing
complicated magnetic fields, complex interactions with bulk matter, or which require detailed
spin transport. In this Appendix, a basic introduction to the code (version 30.6) is provided
along with a function/variable list, and examples of geometry files for the crossed polarizer
analyzer and UCNA geometries are given.

D.1 Basics of UCNtransport

UCNtransport uses two text files to specify a geometry: a regions file which specifies the
physical properties of elements (or regions) that comprise the geometry (e.g. a guide section
with uniform properties or a foil) and a connections file which specifies the topology of the
geometry (i.e. how the various regions are interconnected). A region can be a cylinder or box
(although additional shapes can be implemented) with a specified basepoint at one end and
a cut-plane associated with that basepoint which specifies the angle at which the base end
of each region is cut so that it joins properly with the adjoining region. Cut-planes define
the longitudinal boundaries of any region and become especially important in the case of
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Region  #1	

Cut-‐‑Plane  for  Region  #2	

Cut-‐‑Plane  for  Region  #1	

Region  #1  Basepoint	

Region  #2  Basepoint	

Figure D.1: The manner in which two regions with different orientations are joined using a
cut-plane.

differently oriented regions as shown in Fig. D.1.

D.1.1 Options/Format for the regions File

The basic structure of a regions file was presented in Chapter 4 (see also, for example, Sec-
tion D.3.1). What follows is a more complete description of the various entries. Note that the
UCNtransport global coordinate system is oriented so that

+z =⇒ the horizontal main beam direction ("downstream")

and
+y =⇒ the (upward) vertical direction.

The regions file must be terminated with a line containing only a / and no empty lines are
allowed between entries.

Reg#: This is simply the unique number for the particular region defined. The first region
should be number zero. Regions that connect end-to-end using the ∗ basepoint signal
(see below) must always have sequential region numbers.

RType: The type of region being defined:

1→ Box
2→ Cylinder
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Note that while two connected cylinder-regions may have differing orientations, two
connected box-regions as well as a connection between a box- and cylinder-region are not
currently allowed to have different orientations. (An error message will be output to the
console, but the geometry will still be run.) Also, there is currently no error-trapping for
attempting to connect same-type regions with different sizes and the same orientation.
The program automatically handles box-cylinder and cylinder-box connections by assum-
ing a lip whose material properties are associated with the region on whose cut-plane
the lip exists, but for same-type connections with different sizes special handling code
five (see connections file format below) must be utilized for the cut-plane separating the
regions.

BP(x,y,z): Global coordinate of the center of the region’s cut-plane. (A region’s cut-plane is
always defined at its upstream side.) An entry of ∗ should be used for regions which are
connected to the (downstream) end of the previous region. When defining a geometry
that includes T’s, define a set of regions that form a contiguous path from region zero to
an end region using ∗ entries, then explicitly specify a new basepoint and define another
contiguous path again using ∗ entries. Continue until all contiguous sections are defined.
Then, to indicate the interconnections (besides using a correct connections file) do the
following (see the geometries at the end of this appendix for examples):

1) For each set of contiguous regions which ENDS in the side of another region, replace
the ∗ for the last region’s basepoint with a <. This indicates that the region terminates in
the side of some other part of the geometry.

2) For a set of contiguous regions which BEGINS in the side of some region, place a
> in front (no space) of the entered basepoint. This indicates that the basepoint is the
beginning of a new set of contiguous regions which starts in the side of some other part
of the geometry.

Notes:
(a) The program uses a box-region’s y-dim to calculate the basepoint offset when a
box-region is T’ed into a cylinder region, which should be kept in mind when defining
the orientation of box regions in such circumstances.

(b) Region 0 should always be given a base point.

(c) Coordinates are in meters.
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Dim: For a box this should be xlength,ylength,zlength. For a cylinder this should be diame-
ter,length, where length is the distance from the center of the region’s cut-plane. All
distances should be in meters.

Orient: This specifies the three angles which define the orientation of a region. The format is
ψ, θ, φ where the order of rotations is as follows:

1) Rotation around global y-axis through ψ.
2) Rotation through θ around the direction of the global x-axis rotated as in 1).
3) Rotation through φ around the direction of the global z-axis rotated as in 1).

All angles should be in degrees. Note that the rotations are carried out in the order
specified. Physically, ψ allows you to change the orientation of a region in a plane
parallel to the floor. θ allows the beam direction to be aimed up towards the ceiling or
down towards the floor. φ then allows for rotations of the resulting geometry about
the horizontal beam axis (i.e. +z-direction after the ψ rotation but before the θ rotation).
Note that the signs of the angles are via the RHR so that, for example, a positive θ will
aim the +z-axis towards the floor. Also note that if a region with a non-zero φ orientation
is connected to a straight section (i.e. a region with θ equal to zero), the straight section
should be given the φ orientation of the previous region. (Subsequent straight sections
may then have φ equal to zero.)

Grad B: This specifies (constant) magnetic field gradients in a region of non-zero longitudinal
(only) magnetic field. The format is dB/dx, dB/dy, dB/dz, where the directions (x, y, z)
are relative to the region such that they would coincide with the global coordinate system
if the region orientation were ψ = 0, θ = 0, φ = 0. (The z direction therefore represents
the longitudinal direction relative to the region.) Units should be T/m. Note that gravity
is automatically included in the -y (global) direction.

Spec: Specifies a specularity parameter (e.g. the probability of a specular scattering event) for
the inner surface of the region.

Loss: Value of the loss-per-bounce probability for the inner surface of the region or, depending
on loss model (see below), the imaginary component of the material potential.

Depol: Value of the depolarization probability for the inner surface of the region.

WPot: Value of the material potential for the surface of the region (i.e. the walls), which
should be in neV.
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BPot: Value of the material potential for any bulk medium filling the region, which should be
in neV. Note that for scattering off the surface of a bulk medium, the wall values for that
region are used.

Surf/Scat: Allows the specification of a surface parameter (e.g. a coating thickness, roughness
parameter, or correlation length) OR the input of a mean free path (in meters) for the
case of scattering in a bulk medium.

Absorb: The probability of absorption due to interaction with a medium is calculated as
1− e−aT where T is the time between two interactions (wall collisions or scattering
events) along the particle’s trajectory in the medium and a, which is specified by this
entry, is an attenuation parameter related to the usual macroscopic cross section.1 Since
for UCN σa ∝ 1/v, Σ ∆x = n σ0v0

v ∆x = nσ0v0T where n is the number density and σ0 is
the neutron absorption cross section at a reference speed v0. a is therefore defined as
a ≡ nv0σ0.

Det: Indicates a region which corresponds to a detector:

0→ Not a detector region
#→ The region corresponds to detector number #

Any particle absorbed in a region designated as a detector region will cause a count to
be added to the timing histogram for that detector. At the end of a simulation a text file
is written out containing the timing histogram for all defined detectors.

PM: Indicates which propagation mode to use for bulk media:

0→ Medium has a material potential as specified in BPot.
1→ Absorbing medium. (Used, for example, with detectors and deuterium.)
2→ Propagation through a foil using the transmission formula that includes the incoherent

sum of reflections from inner surfaces, Eq. (2.18). NB: The material potential for the
foil is the potential specified in BPot, but it is assumed that there is vacuum on either
side of the foil.

3→ Bulk medium which scatters particles. The scattering is assumed elastic and isotropic
with a mean free path defined in ’Surf/Scat’.

4→ Bulk medium with scattering and absorption.

1Recall that the macroscopic cross section is defined as

Σ = (microscopic cross section× particle number density of medium)

so that the attenuation of a beam passing through a thickness of material ∆x is given by e−Σ ∆x.
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5→ Trajectory tracking for the region is turned on so that each particle’s dynamical
information is recorded at a fixed interval (rather than only when it intersects with the
geometry). It is generally advisable to enable trajectory tracking for a small number
of regions only since otherwise the events file can become very large. The reporting
interval is one of the execution parameters (see Section D.1.3).

SM: Indicates which scattering model to use in the region:

0→ Specified probability of specular bounce with diffuse surface reflection (cos θ sin θ dθ)
for non-specular bounces.

1→ Probability of a non-specular bounce is (1-spec) weighted by the cos of the angle
between the incident velocity and local normal. Outgoing distribution after a non-
specular bounce is cos2 θ sin θ dθ for the polar angle and random for the azimuthal
angle.

2→ User defined.

LM: Indicates which model to use in determining whether a particle is lost during a wall
collision:

0→ Specified probability of wall loss, no energy dependence.
1→ Energy dependent loss-per-bounce per Eq. (2.12).
2→ Energy and angle dependent wall loss using an imaginary wall potential and the

Morozov formula from [53], which is just one minus Eq. (2.9). The value of the
imaginary potential is obtained from the loss-per-bounce entry.

DM: Indicates which model to use in determining whether a particle is depolarized during a
wall collision:

0→ Specified probability of depolarization.
1→ User defined.

D.1.2 Format for the connections File

In each line of the connections file the first entry is a region number and subsequent entries are
the region numbers to which it is connected. These subsequent entries form the connection list
for the specified region and must be entered in such a way that the first connection indicated
is the connection through the specified region’s cut-plane. Region zero (the starting region) is
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an exception since there is no region connected to it through its cut-plane; the first entry in
region zero’s connection list should be zero. (Note that one of the special-handling instructions
described below must always be given to indicate how region zero’s cut-plane should be
treated.) A / should be placed in the first empty connection column. For each region, specify
all connections. If a cut-plane requires special handling (e.g. part of it needs to be a reflective
surface or there is a spin-flip resonance there), put a comma immediately (no spaces) after the
cut-plane’s region number in the first column of the connections file followed by a (no spaces)
special handling instruction identifier number. For example:

2,# 1 3 /

would indicate that the cut-plane associated with region two (which sits between region two
and region one) needs to be handled specially. For three guides connected end-to-end, for
example, the connections file might be:

0,1 0 1 /
1 0 2 /
2 1 /

Pre-programmed special handling codes are:

1→ Cut-plane is 100% absorptive.
2→ Special-handling instruction which allows the input of a value that will be associated

with the cut-plane. For example,

5 4, 2(38) 6

would associate the value 38 with region five’s cut-plane. Note the different location
of the special handling instruction for this particular code.

3→ Cut-plane represents a spin-flip resonance. Spin-flip efficiencies are defined as an
execution parameter (see Section D.1.3).

4→ Cut-plane is a monitoring detector (i.e. it doesn’t absorb the particle) which records
angular distributions.

5→ Cut-plane separates two dissimilar-sized same-type guides where there is a lip. The
lip is taken to have the same material properties as the cut-plane’s region.

D.1.3 Execution Parameters

There are a number of parameters that are not part of a geometry specification but which
are either related to some mechanism associated with a particular geometry, related to some
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microscopic model associated with the simulation, or are necessary inputs for the simulation
itself. These execution parameters can be specified in three different ways: (1) in the header of the
source code, (2) as command-line inputs, or (3) via a configuration file read in during execution
of the compiled binary. The typical execution parameters (defined in the UCNtransport header)
are:

Variable Name Description

N Number of UCN to propagate through the geometry per pulse.
PULSES The number of pulses to be simulated.
PPERIOD The time (in s) between pulses.
PSPREAD The time interval (in s) from the beginning of a pulse during which a

UCN may be created.
BATCH Turns batch mode (see below) on and off.
CHECK Turns on and off detailed reporting about trajectory intersection solu-

tions.
CONSOLE Controls whether both warnings and errors or only errors are output

to the console.
EVENTS Controls whether all events or only non-bounce events are reported to

the events file. In the latter case, limited bounce information is reported
to a bounces file.

EVFO Controls whether the events file is written to a text file or a Root TTree.
TRAJFLAG Turns on and off general trajectory tracking.
TRAJTS Sets the time step (general and region specific) for trajectory tracking.
MZERO The zero boundary used in mathzero.
TZERO The zero boundary used in timezero.
GZERO The zero boundary used in move to check for correct geometry inter-

sections.
AFPeff Efficiency of spin flip when an AFP resonance is included in the geom-

etry.
AFPONt Pulse-relative or absolute time (in s) that a spin flip resonance turns on.
AFPOFFt Pulse-relative or absolute time (in s) that a spin flip resonance turns off.
VCUTOFF Cutoff speed for a v2 dv distribution.
LIMIT1DEPOL Allows the number of times a UCN can change its spin state to be

limited.
FLAPOPENt Pulse-relative or absolute time (in s) that the flapper opens (UCNA

geometries only).

285



FLAPCLOSEt Pulse-relative or absolute time (in s) that the flapper closes (UCNA
geometries only).

GVOPENt Pulse-relative or absolute time (in s) that the gate valve opens (UCNA
geometries only).

GVCLOSEt Pulse-relative or absolute time (in s) that the gate valve closes (UCNA
geometries only).

SWITCHDOWNt Pulse-relative or absolute time (in s) that the switcher transitions to the
down state (UCNA geometries only).

PATH The path to which all output files should be written.
REGFILE The name of the regions file.
CONFILE The name of the connections file.

D.1.4 Batch Mode:

Batch mode allows an arbitrary number of batches to be run with each batch containing any
number of simulations. A specified set of geometry files is read in at the beginning of each
batch so that geometry changes may be implemented at the batch level. Each simulation run
in a batch allows one physics parameter to be changed. Note that the changed parameter is
returned to the original value before the next simulation is executed. The physics parameter
to be changed is specified by one of the following (case-sensitive) codes:

gradBx, gradBy, gradBz, spec, loss, depol, wpot, bpot, scat, abs, PM, SM, LM, DM.

In batch mode an additional output file is created for each batch which contains the integrated
counts in all real detectors for each simulation in the batch. Specification of the geometry files
for a batch and the physics parameter to change for an individual simulation are provided in
a text file which has the following format:
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Number of BATCHES to run:
2

--------------------------------------------------
Number of simulations this batch:
1

Geometry files this batch (regions connex):
regionsck connexck

Integrated counts filename for this batch:
counts1.sim

start region | end region | events filename | detectors filename | bounces filename | parameter name | parameter value
2 4 events1_1.sim detectors1_1.sim bounces1_1.sim spec 0.5

---------------------------------------------------
Number of simulations this batch:
2

Geometry files this batch (regions connex):
regionsck connexck

Integrated counts filename for this batch:
counts2.sim

start region | end region | events filename | detectors filename | bounces filename | parameter name | parameter value
3 4 events2_1.sim detectors2_1.sim bounces2_1.sim spec 0.8
1 1 events2_2.sim detectors2_2.sim bounces2_2.sim spec 1.0

----------------------------------------------------

The dashed lines must be present to separate batches, but the number of dashes is not
important. The "integrated counts filename", "events filename", and "detectors filename" can
be anything you wish, and "parameter name" should be one of the codes above. The "start
region" and "end region" designations indicate the range of regions for which the parameter
change is implemented.

D.2 UCNtransport Functions and Variables

Variables (the specification for array variables is index # : parameter description):

regions Holds the geometry information for each region.

0 : surface type
1 : Dim x or Diameter
2 : Dim y or Length
3 : Dim z
4 : θ orientation of the region in RADIANS
5 : φ orientation in RADIANS
6 : ψ orientation in RADIANS

basepoints Holds each region’s basepoint.
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0 : bpx
1 : bpy
2 : bpz

cplanes Holds the orientation and special-handling information for each cut-plane. A cut-
plane with θ = 0 and φ = 0 is defined to be perpendicular to the z-axis.

0 : θ orientation of cut-plane in RADIANS
1 : φ orientation of cut-plane in RADIANS
2 : special handling code
3 : special-handling code 2 value
4 : internal special handling code
5 : T cut-plane offset2

6 : region-shift flag3

7 : ψ orientation of cut-plane in RADIANS

Where the region-shift flags are:

0→ Region has not been changed
-1→ Region has been shrunk
1→ Region has been expanded

and the internal special handling codes are:

0→ No internal special handling
1→ Cylinder region to box region connection
2→ The region is T’ed into (i.e. a region connects into its side)
3→ The region T’s into another region, beginning in the side of a contiguous section
4→ The region T’s into another region, ending in the side of a contiguous section

rparams Holds the physics parameters for each region.

0 : dB/dx
1 : dB/dy
2 : dB/dz
3 : Spec

2This is necessary for a seamless connection when a contiguous region begins at a T-juntion.
3This is necessary for a seamless connection when a contiguous region ends at a T-juntion.
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4 : Losspb
5 : Depol
6 : Wall Potential
7 : Bulk Potential
8 : Surf/Scatt
9 : Absorption
10 : Det
11 : Prop Mode
12 : Scatt Model
13 : Loss Model
14 : Depol Model
15 : open slot for future

connex Holds the region connection information. For each region, recorded at index [0],
indices [1] through [7] hold up to six regions that are connected to it. A -1 is placed at
the first unused index.

struct particle This structure holds all the dynamical information about a particular particle:

double t → time
double x → global x coordinate
double y → global y coordinate
double z → global z coordinate
double vx → x-component of velocity (relative to global coordinate system)
double vy → y-component of velocity (relative to global coordinate system)
double vz → z-component of velocity (relative to global coordinate system)
double spin[3] → Three components of a unit vector pointing in the direction of the
particle’s spin.
int region→ Region number in which particle currently resides.
int xcode → This variable is set to -1 if the current intersection of the particle is with
the current region. It is set to -2 if the particle has no current intersection (e.g. it is
being propagated through a complex magnetic field). If the current intersection is with a
cut-plane then this is set to the region number associated with the cut-plane.
int num→ Particle number

Functions:

simexec Executes the main simulation logic. It allows file names for the three output files
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Create  a  UCN  (poof)	

Calculate  Trajectory  (trajmatrix)	

Find  intersection  (intersection)  	

Intersection  with  a  cut-‐‑
plane  (planesect)	

Intersection  with  a  wall  
(cylindersect/boxsect)	

Pass  UCN  through  cut-‐‑
plane  (cplanehandling)	

Determine  result  of  wall  
interaction  (loss)	 UCN  is  lost	

UCN  is  not  lost	

Bounce  the  UCN  (bounce)	

Determine  effect  of  any  bulk  
maFer  (propinmed)	

UCN  is  lost	

UCN  is  not  lost	

Figure D.2: Flowchart of the main simulation logic for UCNtransport. Relevant functions are
indicated in bold.

(events, detectors, and bounces) to be specified. The events file contains an entry for each
event (see the event function below) which gives the particle’s dynamical information
along with other event-specific information. The detectors file gives timing histograms for
each defined detector region, and the bounces file is used to output summary information
about bounces when bounce event reporting has been turned off to reduce the size of
the events file. See Fig. D.2 for a flowchart of the main simulation logic.

geomread Fills the corresponding arrays from the regions and connections files. The names of
those files are specified in the function arguments.

geomprint Writes the array values produced by geomread into a text file called geomout for
diagnostic purposes.

rota Rotates a vector in the following order:
1. Rotate by ψ around global y-axis.
2. Rotate by θ around x-axis that would result by rotating global x-axis via 1.
3. Rotate by φ around z-axis that would result by rotating global z-axis via 1.
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This carries out an active rotation and is also the inverse of the associated passive rotation.

rotp Rotates the global coordinate system in the following order:
1. Rotate by ψ around global y-axis.
2. Rotate by θ around the x-axis resulting from 1.
3. Rotate by φ around z-axis which resulted after step 1 (and before step 2).

This carries out a passive rotation which is also the inverse of the associated active rota-
tion.

solve2 Finds the smallest non-zero real root of

at2 + bt + c = 0.

solve4 Finds the smallest non-zero real root of

at4 + bt3 + ct2 + dt + e = 0 (D.1)

using the procedure in [4] (which requires solution of an associated cubic equation). The
variable permiserr set inside this function determines the allowable deviation from zero
when the final root in plugged back into Eq. (D.1). Especially in cases where a geometry
has a section of vertical guide, making this value too small will result in significant
unphysical losses since correct small-time solutions will be discarded. As a result, it is
often useful to set this value differently for different regions of a particular geometry,
which at this time must be done inside the function itself.

newton Applies Newton’s Method to a root of a polynomial of the form

t4 + a3t3 + a2t2 + a1t + a0 = 0.

This function is used to polish roots obtained from solve4 as well as to search for roots
if solve4 fails.

solve3 Finds the real roots of a complex cubic polynomial of the form

ax3 + bx2 + cx + d = 0.

ccuberoot Calculates the complex cube root of a complex number, which is needed in the
evaluation of solve3.

grn Returns a random number in [0, 1].
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timezero Checks to see if a double-precision number is consistent with zero (i.e. within a
certain range of zero) and if so sets the value exactly equal to zero. This function is used
when a zero result is expected but roundoff error might have left a small residual value.
(For example, any intersection time that is too small could be the result of roundoff
error allowing the solvers to find the current intersection as a very small non-zero time
solution.) The zero boundary set by timezero typically corresponds to distances of less
than an angstrom for particles with UCN-type speeds.

mathzero This function is exactly like timezero except that the zero boundary is defined
differently. This function is used for testing math parameters for zero consistency (e.g.
for sign determination in solve4) rather than to eliminate solutions with times that are
too small.

poof Creates a particle. The first two arguments are the following pieces of information:

Argument #1→ Region number in which to start the particle. NB: No error trapping
for an undefined region.

Argument #2→ This argument provides the distance into the region (from the basepoint)
at which the UCN is created (in a plane parallel to the region’s cut-
plane). Distance is in meters. NB: No error trapping for offsets longer
than the region.

A third argument allows one to select from different speed distributions:

0→ A v2dv distribution of speeds with the cutoff defined as an
execution parameter.

1→ A distribution (defined in the function) which needs to be
evaluated via the Monte Carlo method.

A fourth argument allows one to select from different angular distributions:

0→ A cos θ sin θ dθ distribution (appropriate for isotropic illu-
mination of a plane) directed into the upstream half-space.

1→ An isotropic distribution (sin θ dθdφ) directed into 4π.

Note that for 4π starting distributions one must always specify some non-zero initial
offset.

propagate Finds the smallest-time intersection of the particle’s trajectory with the geometry
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(using intersection) and then updates the particle’s dynamical variables, checks that the
particle is still in the geometry, and writes trajectory events if tracking is turned on (all
via move).

move Updates the particle’s position, velocity, and time. One of the function arguments
specifies a checking code so that move knows which geometry checks to perform:

0→ Ensure that particle has not left a region.
1→ Ensure that particle has not left a region AND check for a valid cut-plane intersection.

intersection Takes the particle’s current dynamical information and finds the earliest-time
intersection with any accessible region or cut-plane (using planesect, cylindersect, and
boxsect). It returns the elapsed time between the current location and the intersection.

trajmatrix Calculates the trajectory matrix cx
2 cx

1 cx
0

cy
2 cy

1 cy
0

cz
2 cz

1 cz
0


for a particle, which encodes the particle’s vector position equation r = c2t2 + c1t + c0
relative to the global coordinate system.

planesect Finds the intersection of a trajectory with accessible cut-planes. The function returns
the elapsed time from starting point to intersection.

cplanehandling Takes care of handling cut-plane intersections. It passes, bounces, etc. the
particle in accordance with the handling code.

boxsect Finds the intersection of a trajectory with accessible box regions. The function returns
the elapsed time from starting point to intersection.

cylindersect Finds the intersection of a trajectory with accessible cylinder regions. The
function returns the elapsed time from starting point to intersection.

bounce Performs a bounce based on the models and values specified for the region number.
The function returns -1 on error, 1 for wall penetration, 2 for physical wall loss, and 0
otherwise. The third argument is a flag indicating whether calculated normals should be
reversed, which needs to be done when the intersection with a cut-plane is from outside
the cut-plane’s region. The flag values are:
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1→ Calculated normal is an inward normal
-1→ Calculated normal is an outward normal

nsbounce Calculates the results of a non-specular bounce based on the selected scattering
model and sets the post-bounce particle velocity.

bouncetype Determines if a bounce is specular or non-specular.

loss Determines if a particle is lost during a wall collision.

depol Determines if a particle is depolarized during a collision and alters the spin as appro-
priate.

propinmed Handles propagation of a particle through a medium. Function arguments are
the time to the next intersection point and the particle’s trajectory matrix. The time step
for scattering is set here with the variable scattfuz. Note that making scattfuz too small
will result in very long execution times.

normal Calculates the (inward) normal vector to a point on a surface. For a cut-plane this
normal will always be given into the region associated with the cut-plane.

gsys2bsys Transforms the components of a vector relative to the global coordinate system
into a system with +x along the inward normal at the current point of intersection, +z
in the longitudinal direction, and +y consistent with a right-handed coordinate system.

bsys2gsys The inverse of gsys2bsys. Note that gsys2bsys and bsys2gsys can only be used as
inverses when applied at the same point in the geometry.

tjunc Determines whether the intersection with a region that is T’ed into happens at the
location of the T-junction.

cplaneshift Shifts the basepoint and/or length of a T-ing region depending on which side
of the cut-plane the particle is currently moving. The first argument should be +1 to
expand the T-ing region into the connecting region and -1 to shrink the T-ing region so
that it no longer penetrates the connecting region.

recdet Writes the detector histograms to a data file.

paramadjust Adjusts a physics parameter to a new value. The arguments are as follows:

(action, parameter name, start region, end region, new parameter value)
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where start region and end region define the range of regions for which the parameter
should change, and the action string is "set" or "reset", where "set" indicates to load the
passed value and "reset" indicates that the original value should be loaded.

event Writes an event into the events file for each occurrence listed below. The information
recorded in each event includes all of the particle’s dynamical information, the event
code indicated below, and four other values specific to the particular event (e.g. the
particle’s direction relative to a cut-plane detector’s local coordinate system), which are
passed as arguments to the function along with the event code.
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Event Code Event Description

-10 Error in transporting a particle through a change in material potential
-9 Error in determining the result of a non-specular bounce
-8 Error in determining polarization state after an interaction
-7 Error in determining bounce type
-6 Error in determining wall loss
-5 Attempt to call bounce with no velocity component into a wall
-4 Error in determining whether an intersection occurred at a T-junction
-3 Particle escaped the geometry
-2 Error in calculating particle propagation inside a bulk medium
-1 Error in calculating an intersection
0 Trajectory point recorded
1 Intersection with a region
2 Intersection with a cut-plane
3 Leaving a specular bounce
4 Leaving a non-specular bounce
5 Leaving a specular bounce where particle was depolarized
6 Leaving a non-specular bounce where particle was depolarized
7 Loss of particle upon wall interaction other than due to penetration
8 Absorption of particle in a region
9 Absorption of particle in a detector region (or detection by a cut-plane)
10 AFP spin flip
11 Beta decay of a neutron
12 Entering a bounce or checking for reflection off an increase in material

potential
13 Particle lost due to penetration into wall or penetrates a bulk medium
14 Creation of a new particle
15 Particle gets an energy shift due to interaction with a bulk medium
16 Intersection with a T-junction
17 Particle scattered inside a bulk medium
18 Particle trapped in switcher as it changed state (UCNA geometry only)
19 Missed AFP spin flip
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D.3 Basic Crossed Polarizer Analyzer Geometry Files

D.3.1 Regions File

Reg# RType BP(x,y,z)              Dim[m]                 Orient         Grad B [T/m]   Spec   Loss    Depol   WPot[neV] BPot[neV] Surf/Scat Absorb[1/s] Det PM SM LM DM 
0    2     0.0,0.0,0.0            0.20,0.0254            0.0,-90.0,0.0  0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  335.      335.      0.0       1.0e7       0   1  0  0  0 
1    2     *                      0.20,0.0762            0.0,-90.0,0.0  0.0,0.0,0.0    0.200  1.0e-5  1.0e-4  335.      108.      0.08      40.0        0   4  0  0  0 
2    2     *                      0.20,0.0762            0.0,-90.0,0.0  0.0,0.0,0.0    0.200  1.0e-5  1.0e-4  335.      0.0       0.0       0.0         0   0  0  0  0 
3    2     *                      0.20,0.1905            0.0,-90.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  1.0e-4  335.      0.0       0.0       0.0         0   0  0  0  0 
4    2     *                      0.20,0.003175          0.0,-90.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  1.0e-4  335.      0.0       0.0       0.0         0   0  0  0  0 
5    2     *                      0.20,1.3843            0.0,-90.0,0.0  0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  335.      0.0       0.0       0.0         0   0  0  0  0 
6    2     *                      0.20,0.0127            0.0,-90.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  1.0e-4  335.      335.      0.0       1.0e7       0   1  0  0  0 
7    2     >0.0,1.21539,0.10      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.800  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
8    2     *                      0.1016,0.1016          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
9    2     *                      0.1016,1.0             -45.0,0.0,0.0  0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
10   2     *                      0.1016,2.5e-4          -45.0,0.0,0.0  0.0,0.0,0.0    0.800  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
11   2     *                      0.1016,1.0             -45.0,0.0,0.0  0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
12   2     *                      0.1016,2.5e-4          -45.0,0.0,0.0  0.0,0.0,0.0    0.800  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
13   2     *                      0.1016,0.1016          -45.0,0.0,0.0  0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
14   2     *                      0.1016,0.1016          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
15   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.800  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
16   2     *                      0.1016,1.0             0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
17   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.800  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
18   2     *                      0.1016,1.0             0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
19   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.800  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
20   2     *                      0.1016,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
21   2     *                      0.1016,0.0127          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
22   2     *                      0.1016,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
23   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
24   2     *                      0.1016,0.08255         0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
25   2     *                      0.1016,0.0127          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
26   2     *                      0.1016,0.08255         0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
27   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
28   2     *                      0.1016,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
29   2     *                      0.1016,0.0127          0.0,0.0,0.0    0.0,0.0,0.0    0.500  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
30   2     *                      0.0762,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
31   2     *                      0.0762,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
32   2     *                      0.0762,0.598361        0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
33   2     *                      0.0762,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
34   2     *                      0.0762,1.27e-4         0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      70.       0.0       1000.       0   2  0  0  0 
35   2     *                      0.0762,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
36   2     *                      0.0762,1.0414          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
37   2     *                      0.0762,0.0254          0.0,0.0,0.0    0.0,0.0,0.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
38   2     *                      0.0762,0.042558       -4.0,0.0,0.0   0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
39   2     *                      0.0762,0.042558       -8.0,0.0,0.0   0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
40   2     *                      0.0762,0.042558       -12.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
41   2     *                      0.0762,0.042558       -16.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
42   2     *                      0.0762,0.042558       -20.,0.0,0.0   0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
43   2     *                      0.0762,0.042558       -24.,0.0,0.0   0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
44   2     *                      0.0762,0.042558       -28.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
45   2     *                      0.0762,0.042558       -32.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
46   2     *                      0.0762,0.042558       -36.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
47   2     *                      0.0762,0.042558       -40.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
48   2     *                      0.0762,0.042558       -44.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
49   2     *                      0.0762,0.042558       -48.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
50   2     *                      0.0762,0.042558       -52.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
51   2     *                      0.0762,0.042558       -56.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
52   2     *                      0.0762,0.042558       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
53   2     *                      0.0762,0.002          -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0     1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
54   2     *                      0.0762,0.02           -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
55   2     *                      0.0762,0.001          -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0     1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
56   2     *                      0.0762,0.342138       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
57   2     *                      0.0762,0.001          -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0     1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
58   2     *                      0.0700,0.00127        -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  168.      0.0       0.0       0.0         0   0  0  0  0 
59   2     *                      0.0700,0.084667       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
60   2     *                      0.0700,0.004          -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0     1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
61   2     *                      0.0700,0.084667       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
62   2     *                      0.0700,0.004          -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0     1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
63   2     *                      0.0700,0.084667       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
64   2     *                      0.0700,0.00254        -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  168.      0.0       0.0       0.0         0   0  0  0  0 
65   2     *                      0.0700,0.368681       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
66   2     *                      0.0700,0.250444       -60.0,0.0,0.0  0.0,0.0,3.2261  0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
67   2     *                      0.0700,0.09454        -60.0,0.0,0.0  0.0,0.0,3.2261  0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
68   2     *                      0.0700,0.19           -60.0,0.0,0.0  0.0,0.0,23.334  0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
69   2     *                      0.0700,0.05           -60.0,0.0,0.0  0.0,0.0,23.334  0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
70   2     *                      0.0700,0.03           -60.0,0.0,0.0  0.0,0.0,11.6667 0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
71   2     *                      0.0700,0.02           -60.0,0.0,0.0  0.0,0.0,-4.67   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
72   2     *                      0.0700,0.05           -60.0,0.0,0.0  0.0,0.0,-16.8   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
73   2     *                      0.0700,0.15           -60.0,0.0,0.0  0.0,0.0,-22.5   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
74   2     *                      0.0700,0.18           -60.0,0.0,0.0  0.0,0.0,-7.2    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
75   2     *                      0.0700,0.15           -60.0,0.0,0.0  0.0,0.0,-2.5    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
76   2     *                      0.0700,0.035          -60.0,0.0,0.0  0.0,0.0,-0.5463 0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
77   2     *                      0.0700,0.035          -60.0,0.0,0.0  0.0,0.0,-0.5463 0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
78   2     *                      0.0700,0.00254        -60.0,0.0,0.0  0.0,0.0,-0.10   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
79   2     *                      0.0700,0.28873        -60.0,0.0,0.0  0.0,0.0,-0.10   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
80   2     *                      0.0700,0.28873        -60.0,0.0,0.0  0.0,0.0,-0.10   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
81   2     *                      0.0700,0.156667       -60.0,0.0,0.0  0.0,0.0,-0.75   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
82   2     *                      0.0700,0.156667       -60.0,0.0,0.0  0.0,0.0,-4.0    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
83   2     *                      0.0700,0.156667       -60.0,0.0,0.0  0.0,0.0,-1.1    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
84   2     *                      0.0700,0.250444       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
85   2     *                      0.0700,1.27e-4        -60.0,0.0,0.0  0.0,0.0,0.0     0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
86   2     *                      0.0700,0.0254         -60.0,0.0,0.0  0.0,0.0,0.0     0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
87   2     *                      0.0700,0.132645       -60.0,0.0,0.0  0.0,0.0,4.0     0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
88   2     *                      0.0700,0.212645       -60.0,0.0,0.0  0.0,0.0,24.0    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
89   2     *                      0.0700,0.052645       -60.0,0.0,0.0  0.0,0.0,5.6     0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
90   2     *                      0.0700,0.155636       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
91   2     *                      0.0700,1.27e-5        -60.0,0.0,0.0  0.0,0.0,0.0     0.960  4.0e-4  2.0e-6  299.      168.      0.0       1000        0   2  0  0  0 
92   2     *                      0.0590,0.011000       -60.0,0.0,0.0  0.0,0.0,0.0     0.000  1.0     2.0e-6  123.      0.0       0.0       0.0         0   0  0  0  0 
93   2     *                      0.0700,0.119094       -60.0,0.0,0.0  0.0,0.0,0.0     0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
94   2     *                      0.0700,0.086784       -60.0,0.0,0.0  0.0,0.0,-3.0    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
95   2     *                      0.0700,0.173567       -60.0,0.0,0.0  0.0,0.0,-28.0   0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
96   2     *                      0.0700,0.173567       -60.0,0.0,0.0  0.0,0.0,-5.0    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
97   2     *                      0.0700,2.5e-4         -60.0,0.0,0.0  0.0,0.0,-5.0    0.960  4.0e-4  2.0e-6  299.      0.0       0.0       0.0         0   0  0  0  0 
98   2     *                      0.0762,2.5e-4         -60.0,0.0,0.0  0.0,0.0,-5.0    0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
99   2     *                      0.0762,0.0757         -60.0,0.0,0.0  0.0,0.0,-0.122  0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
100  2     *                      0.0762,0.03721        -60.0,10.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
101  2     *                      0.0762,0.03721        -60.0,20.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
102  2     *                      0.0762,0.03721        -60.0,30.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
103  2     *                      0.0762,0.03721        -60.0,40.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
104  2     *                      0.0762,0.03721        -60.0,50.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
105  2     *                      0.0762,0.03721        -60.0,60.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
106  2     *                      0.0762,0.03721        -60.0,70.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
107  2     *                      0.0762,0.03721        -60.0,80.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
108  2     *                      0.0762,1.0            -60.0,90.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
109  2     *                      0.0762,1.0e-4         -60.0,90.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  0  0 
110  2     *                      0.0762,0.1016         -60.0,90.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       1.0e7       1   1  0  0  0 
111  2     *                      0.0762,1.0e-4         -60.0,90.,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  0  0 
112  2 >-1.486409,1.16459,4.09884 0.00635,0.0508         0.0,90.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
113  2     *                      0.1016,7.938e-4        0.0,90.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
114  2     *                      0.1016,1.0             0.0,90.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  0  0 
115  2     *                      0.1016,1.0e-4          0.0,90.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  0  0 
116  2     *                      0.1016,0.1016          0.0,90.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      0.0       0.0       1.0e7       2   1  0  0  0 
117  2     *                      0.1016,1.0e-4          0.0,90.0,0.0  0.0,0.0,0.0     0.960  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  0  0 
/ 
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D.3.2 Connections File

connex: The first region should be region 0, and a special-handling code must be used to specify how to treat its cut-plane. 
----------------------------------------------------------------------------------------------------------------------------- 
Region#     Connects through its own cut-plane to:     AND also to:     AND also to:     AND also to:     AND also to:     AND also to: 
0,1         0                                               1                / 
1           0                                               2                / 
2           1                                               3                / 
3           2                                               4                / 
4           3                                               5                / 
5           4                                               6                7                 / 
6           5                                               / 
7           5                                               8                / 
8           7                                               9                / 
9           8                                               10               / 
10          9                                               11               / 
11          10                                              12               / 
12          11                                              13               / 
13          12                                              14               / 
14          13                                              15               / 
15          14                                              16               / 
16          15                                              17               / 
17          16                                              18               / 
18          17                                              19               / 
19          18                                              20               / 
20          19                                              21               / 
21          20                                              22               / 
22          21                                              23               / 
23          22                                              24               / 
24          23                                              25               / 
25          24                                              26               112               / 
26          25                                              27               / 
27          26                                              28               / 
28          27                                              29               / 
29          28                                              30               / 
30,5        29                                              31               / 
31          30                                              32               / 
32          31                                              33               / 
33          32                                              34               / 
34          33                                              35               / 
35          34                                              36               / 
36          35                                              37               / 
37          36                                              38               / 
38          37                                              39               / 
39          38                                              40               / 
40          39                                              41               / 
41          40                                              42               / 
42          41                                              43               / 
43          42                                              44               / 
44          43                                              45               / 
45          44                                              46               / 
46          45                                              47               / 
47          46                                              48               / 
48          47                                              49               / 
49          48                                              50               / 
50          49                                              51               / 
51          50                                              52               / 
52          51                                              53               / 
53          52                                              54               / 
54          53                                              55               / 
55          54                                              56               / 
56          55                                              57               / 
57          56                                              58               / 
58,5        57                                              59               / 
59          58                                              60               / 
60          59                                              61               / 
61          60                                              62               / 
62          61                                              63               / 
63          62                                              64               / 
64          63                                              65               / 
65          64                                              66               / 
66          65                                              67               / 
67          66                                              68               / 
68          67                                              69               / 
69          68                                              70               / 
70          69                                              71               / 
71          70                                              72               / 
72          71                                              73               / 
73          72                                              74               / 
74          73                                              75               / 
75          74                                              76               / 
76          75                                              77               / 
77          76                                              78               / 
78          77                                              79               / 
79          78                                              80               / 
80,3        79                                              81               / 
81          80                                              82               / 
82          81                                              83               / 
83          82                                              84               / 
84          83                                              85               / 
85          84                                              86               / 
86          85                                              87               / 
87          86                                              88               / 
88          87                                              89               / 
89          88                                              90               / 
90          89                                              91               / 
91          90                                              92               / 
92,5        91                                              93               / 
93,5        92                                              94               / 
94          93                                              95               / 
95          94                                              96               / 
96          95                                              97               / 
97          96                                              98               / 
98,5        97                                              99               / 
99          98                                              100              / 
100         99                                              101              / 
101         100                                             102              / 
102         101                                             103              / 
103         102                                             104              / 
104         103                                             105              / 
105         104                                             106              / 
106         105                                             107              / 
107         106                                             108              / 
108         107                                             109              / 
109         108                                             110              / 
110         109                                             111              / 
111         110                                             / 
112         25                                              113              / 
113,5       112                                             114              / 
114         113                                             115              / 
115         114                                             116              / 
116         115                                             117              / 
117         116                                             /
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D.4 Basic UCNA Geometry Files

D.4.1 Regions File

Reg# RType BP(x,y,z)              Dim[m]                 Orient         Grad B [T/m]   Spec   Loss    Depol   WPot[neV] BPot[neV] Surf/Scat Absorb[1/s] Det PM SM LM DM 
0    2     0.0,0.0,0.0            0.20,0.0254            0.0,-90.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     335.      335.      0.0       1.0e7       0   1  0  1  0 
1    2     *                      0.20,0.0762            0.0,-90.0,0.0  0.0,0.0,0.0    0.200  1.0e-5  0.0     335.      108.      0.08      40.0        0   4  0  1  0 
2    2     *                      0.20,0.0762            0.0,-90.0,0.0  0.0,0.0,0.0    0.200  1.0e-5  0.0     335.      0.0       0.0       0.0         0   0  0  1  0 
3    2     *                      0.20,0.1905            0.0,-90.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  0.0     335.      0.0       0.0       0.0         0   0  0  1  0 
4    2     *                      0.20,0.003175          0.0,-90.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  0.0     335.      0.0       0.0       0.0         0   0  0  1  0 
5    2     *                      0.20,1.3843            0.0,-90.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     335.      0.0       0.0       0.0         0   0  0  1  0 
6    2     *                      0.20,0.0127            0.0,-90.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  0.0     335.      335.      0.0       1.0e7       0   1  0  1  0 
7    2     >0.0,1.21539,0.10      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
8    2     *                      0.1016,0.1016          0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
9    2     *                      0.1016,1.0             -45.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
10   2     *                      0.1016,2.5e-4          -45.0,0.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
11   2     *                      0.1016,1.0             -45.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
12   2     *                      0.1016,2.5e-4          -45.0,0.0,0.0  0.0,0.0,0.0    0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
13   2     *                      0.1016,0.1016          -45.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
14   2     *                      0.1016,0.1016          0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
15   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
16   2     *                      0.1016,1.0             0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
17   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
18   2     *                      0.1016,1.0             0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
19   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
20   2     *                      0.1016,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
21   2     *                      0.1016,0.0127          0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
22   2     *                      0.1016,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
23   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.800  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
24   2     *                      0.1016,0.08255         0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
25   2     *                      0.1016,0.0127          0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
26   2     *                      0.1016,0.08255         0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
27   2     *                      0.1016,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.800  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
28   2     *                      0.1016,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
29   2     *                      0.1016,0.0127          0.0,0.0,0.0    0.0,0.0,0.0    0.010  0.5     0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
30   2     *                      0.0762,0.103188        0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
31   2     *                      0.0762,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
32   2     *                      0.0762,0.064961        0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
33   2     *                      0.0762,0.5334          0.0,0.0,0.0    0.,0.,11.243   0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
34   2     *                      0.0762,2.5e-4          0.0,0.0,0.0    0.,0.,11.243   0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
35   2     *                      0.0762,1.27e-4         0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      70.       0.0       1000.       0   2  0  1  0 
36   2     *                      0.0762,2.5e-4          0.0,0.0,0.0    0.,0.,-11.243  0.500  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
37   2     *                      0.0762,0.5334          0.0,0.0,0.0    0.,0.,-11.243  0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
38   2     *                      0.0762,0.508           0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
39   2     *                      0.0762,2.5e-4          0.0,0.0,0.0    0.0,0.0,0.0    0.500   0.5    0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
40   2     *                      0.0762,0.0254          0.0,0.0,0.0    0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
41   2     *                      0.0762,0.042558        -4.0,0.0,0.0   0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
42   2     *                      0.0762,0.042558        -8.0,0.0,0.0  0.0,0.0,0.0     0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
43   2     *                      0.0762,0.042558        -12.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
44   2     *                      0.0762,0.042558        -16.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
45   2     *                      0.0762,0.042558        -20.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
46   2     *                      0.0762,0.042558        -24.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
47   2     *                      0.0762,0.042558        -28.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
48   2     *                      0.0762,0.042558        -32.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
49   2     *                      0.0762,0.042558        -36.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
50   2     *                      0.0762,0.042558        -40.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
51   2     *                      0.0762,0.042558        -44.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
52   2     *                      0.0762,0.042558        -48.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
53   2     *                      0.0762,0.042558        -52.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
54   2     *                      0.0762,0.042558        -56.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
55   2     *                      0.0762,0.042558        -60.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
56   2     *                      0.0762,0.002           -60.0,0.0,0.0  0.0,0.0,0.0    0.500   0.8    0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
57   2     *                      0.0762,0.02            -60.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
58   2     *                      0.0762,0.001           -60.0,0.0,0.0  0.0,0.0,0.0    0.500   0.8    0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
59   2     *                      0.0762,0.342138        -60.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
60   2     *                      0.0762,0.001           -60.0,0.0,0.0  0.0,0.0,0.0    0.500   0.8    0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
61   2     *                      0.0700,0.00127         -60.0,0.0,0.0  0.0,0.0,0.0    0.01   0.990   0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
62   2     *                      0.0700,0.084667        -60.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
63   2     *                      0.0700,0.004           -60.0,0.0,0.0  0.0,0.0,0.0    0.01   0.990   0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
64   2     *                      0.0700,0.084667        -60.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
65   2     *                      0.0700,0.004           -60.0,0.0,0.0  0.0,0.0,0.0    0.01   0.990   0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
66   2     *                      0.0700,0.084667        -60.0,0.0,0.0  0.0,0.0,0.0    0.993  1.0e-5  0.0     180.      0.0       0.0       0.0         0   0  0  1  0 
67   2     *                      0.0700,0.00254         -60.0,0.0,0.0  0.0,0.0,0.0    0.01   0.990   0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
68   2     *                      0.0700,0.368681        -60.0,0.0,0.0  0.0,0.0,0.0    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
69   2     *                      0.0700,0.250444        -60.0,0.0,0.0  0.,0.,3.2261   0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
70   2     *                      0.0700,0.09454         -60.0,0.0,0.0  0.,0.,3.2261   0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
71   2     *                      0.0700,0.19            -60.0,0.0,0.0  0.,0.,23.334   0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
72   2     *                      0.0700,0.05            -60.0,0.0,0.0  0.,0.,23.334   0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
73   2     *                      0.0700,0.03            -60.0,0.0,0.0  0.,0.,11.6667  0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
74   2     *                      0.0700,0.02            -60.0,0.0,0.0  0.,0.,-4.67    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
75   2     *                      0.0700,0.05            -60.0,0.0,0.0  0.,0.,-16.8    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
76   2     *                      0.0700,0.15            -60.0,0.0,0.0  0.,0.,-22.5    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
77   2     *                      0.0700,0.18            -60.0,0.0,0.0  0.,0.,-7.2     0.960  4.0e-4  0.0     200.      0.0       0.0       0.0         0   0  0  1  0 
78   2     *                      0.0700,0.15            -60.0,0.0,0.0  0.,0.,-2.5     0.960  4.0e-4  0.0     200.      0.0       0.0       0.0         0   0  0  1  0 
79   2     *                      0.0700,0.035           -60.0,0.0,0.0  0.,0.,-0.5463  0.960  4.0e-4  0.0     200.      0.0       0.0       0.0         0   0  0  1  0 
80   2     *                      0.0700,0.035           -60.0,0.0,0.0  0.,0.,-0.5463  0.960  4.0e-4  0.0     200.      0.0       0.0       0.0         0   0  0  1  0 
81   2     *                      0.0700,0.00254         -60.0,0.0,0.0  0.,0.,-0.10    0.960  4.0e-4  0.0     200.      0.0       0.0       0.0         0   0  0  1  0 
82   2     *                      0.0700,0.28873         -60.0,0.0,0.0  0.,0.,-0.10    0.960  4.0e-4  0.0     200.      0.0       0.0       0.0         0   0  0  1  0 
83   2     *                      0.0700,0.28873         -60.0,0.0,0.0  0.,0.,-0.10    0.960  4.0e-4  0.0     200.      0.0       0.0       0.0         0   0  0  1  0 
84   2     *                      0.0700,0.47            -60.0,0.0,0.0  0.0,0.0,0.0    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
85   2     *                      0.0700,0.250444        -60.0,0.0,0.0  0.0,0.0,0.0    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
86   2     *                      0.0700,7.938e-4        -60.0,0.0,0.0  0.,0.,-0.75397 0.500   0.8    0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
87   2     *                      0.0700,0.86995         -60.0,0.0,0.0  0.,0.,-0.75397 0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
88   2     *                      0.0700,7.938e-4        -60.0,0.0,0.0  0.,0.,-0.75397 0.500   0.8    0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
89   2     *                      0.0700,0.13335         -60.0,0.0,0.0  0.,0.,-0.75397 0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
90   2     *                      0.0700,7.938e-4        -60.0,0.0,0.0  0.,0.,-0.75397 0.500   0.8    0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
91   2     *                      0.0700,0.093345        -60.0,0.0,0.0  0.,0.,-0.75397 0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
92   2     *                      0.0700,0.18415         -60.0,0.0,0.0  0.,0.,-0.75397 0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
93   1     *                    0.0273,0.0573,0.0015875  -60.0,0.0,0.0  0.,0.,1.616    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
94   1     <                      0.0273,0.0573,0.7112   -60.0,0.0,0.0  0.,0.,1.616    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
95   2 -7.405942,1.215390,8.085805  0.124638,0.003175    30.0,0.0,0.0   0.0,0.0,0.0    0.90   4.0e-4  0.0     252.      252.      0.0       1.0e7       0   1  0  1  0 
96   2     *                      0.124638,3.0           30.0,0.0,0.0   0.0,0.0,0.0    0.960  4.0e-4  0.0     168.      0.0       0.0       0.0         0   0  0  1  0 
97   2     *                      0.124638,0.003175      30.0,0.0,0.0   0.0,0.0,0.0    0.90   4.0e-4  0.0     252.      252.      0.0       1.0e7       0   1  0  1  0 
98   2 >-1.486409,1.16459,4.098835  0.00635,0.0508       0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
99   2     *                      0.1016,7.938e-4        0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
100  2     *                      0.1016,1.0             0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
101  2     *                      0.1016,1.0e-4          0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  1  0 
102  2     *                      0.1016,0.1016          0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      0.0       0.0       1.0e7       1   1  0  1  0 
103  2 >-4.763383,1.18039,8.295841   0.00635,0.005       0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  168.      0.0       0.0       0.0         0   0  0  1  0 
104  2     *                      0.0508,0.085598        0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  70.       0.0       0.0       0.0         0   0  0  1  0 
105  2     *                      0.0508,4.0e-5          0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  335.      0.0       0.0       0.0         0   0  0  1  0 
106  2     *                      0.0762,2.5e-4          0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  70.       0.0       0.0       0.0         0   0  0  1  0 
107  2     *                      0.0762,1.0             0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
108  2     *                      0.0762,1.0e-4          0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  1  0 
109  2     *                      0.0762,0.1016          0.0,90.0,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      0.0       0.0       1.0e7       2   1  0  1  0 
110  2 >-6.654354,1.15307,9.387593   0.0047625,0.005     0.0,90.0,0.0   0.0,0.0,0.0    0.900  1.0e-5  1.0e-4  168.      0.0       0.0       0.0         0   0  0  1  0 
111  2     *                      0.0762,2.5e-4          0.0,90.0,0.0   0.0,0.0,0.0    0.900  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
112  2     *                      0.0762,1.0             0.0,90.0,0.0   0.0,0.0,0.0    0.900  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
113  2     *                      0.0762,1.0e-4          0.0,90.0,0.0   0.0,0.0,0.0    0.900  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  1  0 
114  2     *                      0.0762,0.1016          0.0,90.0,0.0   0.0,0.0,0.0    0.900  1.0e-5  1.0e-4  180.      0.0       0.0       1.0e7       3   1  0  1  0 
115  2 -2.277809,1.215390,6.860794 0.0700,0.0254         120.,0.0,0.0   0.0,0.0,0.0    0.993  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
116  2     *                      0.0700,0.0508          120.,45.,0.0   0.0,0.0,0.0    0.993  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
117  2     *                      0.0700,0.004           120.,45.,0.0   0.0,0.0,0.0    0.01   0.990   1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
118  2     *                      0.0700,0.084667        120.,45.,0.0   0.0,0.0,0.0    0.993  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
119  2     *                      0.0700,0.002           120.,45.,0.0   0.0,0.0,0.0    0.01   0.990   1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
120  2     *                      0.0762,0.0762          120.,45.,0.0   0.0,0.0,0.0    0.993  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
121  2     *                      0.0762,0.0762          120.,75.,0.0   0.0,0.0,0.0    0.993  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
122  2     *                      0.0762,0.002           120.,75.,0.0   0.0,0.0,0.0    0.50    0.8    1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
123  2     *                      0.0762,0.470154        120.,75.,0.0   0.0,0.0,0.0    0.993  1.0e-5  1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
124  2     *                      0.0762,1.0e-4          120.,75.,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      70.       0.0       1000        0   2  0  1  0 
125  2     *                      0.0762,0.1016          120.,75.,0.0   0.0,0.0,0.0    0.950  1.0e-5  1.0e-4  180.      0.0       0.0       1.0e7       4   1  0  1  0 
126 1 -2.204485,1.215390,6.818460 0.215,0.215,0.215      -60.0,0.0,0.0  0.0,0.0,0.0    0.010  0.7     1.0e-4  180.      0.0       0.0       0.0         0   0  0  1  0 
127  1     *                      0.215,0.215,0.215      -60.0,0.0,0.0  0.0,0.0,0.0    0.010  0.7     1.0e-4  180.      180.      0.0       1.0e7       0   1  0  1  0 
/ 
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D.4.2 Connections File

connex: The first region should be region 0, and a special-handling code must be used to specify how to treat its cut-plane. 
----------------------------------------------------------------------------------------------------------------------------- 
Region#     Connects through its own cut-plane to:     AND also to:     AND also to:     AND also to:     AND also to:     AND also to: 
0,1         0                                               1                / 
1           0                                               2                / 
2           1                                               3                / 
3           2                                               4                / 
4           3                                               5                / 
5           4                                               6                7                 / 
6           5                                               / 
7           5                                               8                / 
8           7                                               9                / 
9           8                                               10               / 
10          9                                               11               / 
11          10                                              12               / 
12          11                                              13               / 
13          12                                              14               / 
14          13                                              15               / 
15          14                                              16               / 
16          15                                              17               / 
17          16                                              18               / 
18          17                                              19               / 
19          18                                              20               / 
20          19                                              21               / 
21          20                                              22               / 
22          21                                              23               / 
23          22                                              24               / 
24          23                                              25               / 
25          24                                              26               98                / 
26          25                                              27               / 
27          26                                              28               / 
28          27                                              29               / 
29          28                                              30               / 
30,5        29                                              31               / 
31          30                                              32               / 
32          31                                              33               / 
33          32                                              34               / 
34          33                                              35               / 
35          34                                              36               / 
36          35                                              37               / 
37          36                                              38               / 
38          37                                              39               / 
39          38                                              40               / 
40          39                                              41               / 
41          40                                              42               / 
42          41                                              43               / 
43          42                                              44               / 
44          43                                              45               / 
45          44                                              46               / 
46          45                                              47               / 
47          46                                              48               / 
48          47                                              49               / 
49          48                                              50               / 
50          49                                              51               / 
51          50                                              52               / 
52          51                                              53               / 
53          52                                              54               / 
54          53                                              55               / 
55          54                                              56               / 
56          55                                              57               / 
57          56                                              58               / 
58          57                                              59               / 
59          58                                              60               / 
60          59                                              61               / 
61,5        60                                              62               / 
62          61                                              63               / 
63          62                                              64               / 
64          63                                              65               / 
65          64                                              66               / 
66          65                                              67               / 
67          66                                              68               / 
68          67                                              69               / 
69          68                                              70               / 
70          69                                              71               / 
71          70                                              72               / 
72          71                                              73               / 
73          72                                              74               / 
74          73                                              75               / 
75          74                                              76               / 
76          75                                              77               / 
77          76                                              78               / 
78          77                                              79               / 
79          78                                              80               / 
80          79                                              81               / 
81          80                                              82               / 
82          81                                              83               / 
83,3        82                                              84               / 
84          83                                              85               / 
85          84                                              86               103               / 
86          85                                              87               / 
87          86                                              88               / 
88          87                                              89               / 
89          88                                              90               / 
90          89                                              91               / 
91          90                                              92               / 
92          91                                              93               / 
93          92                                              94               / 
94          93                                              96               / 
95,1        95                                              96               / 
96          95                                              97               94               110              / 
97          96                                              / 
98          25                                              99               / 
99,5        98                                              100              / 
100         99                                              101              / 
101         100                                             102              /          
102         101                                             / 
103         85                                              104              / 
104,5       103                                             105              / 
105         104                                             106              / 
106,5       105                                             107              / 
107         106                                             108              /                    
108         107                                             109              / 
109         108                                             / 
110         96                                              111              / 
111,5       110                                             112              / 
112         111                                             113              / 
113         112                                             114              / 
114         113                                             / 
115         115                                             116              / 
116         115                                             117              / 
117         116                                             118              / 
118         117                                             119              / 
119         118                                             120              / 
120,5       119                                             121              / 
121         120                                             122              / 
122         121                                             123              / 
123         122                                             124              / 
124         123                                             125              / 
125         125                                             / 
126         126                                             127              / 
127         126                                             / 
/ 
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APPENDIX E

UCN Spectrum Measurements

A variety of measurements targeted at better understanding the UCN energy spectrum
associated with the UCNA experiment were performed at various times from 2006 - 2009. This
Appendix provides some details about the four most complete data sets obtained, which are:

2006 PPM scan In this measurement the PPM (in its usual position) was used as a retarding
potential analyzer to provide information about the UCN spectrum at the gate valve
as well as the material potential of the PPM foil and UCN detector window. This was
accomplished by placing a detector immediately after the PPM both at the bottom
of a ∼1 m drop and alternatively at beam height, and data was taken with the PPM
foil in place and with it absent. All transport was stainless. The measurement was
performed after the DLC-coated quartz guides between the source and the gate valve
were replaced with EPS guides, and the purpose of the spectrum measurement was to
verify the performance of the new guides. The result of the spectrum measurement
was subsequently used in a majority of the UCNA simulations as the starting velocity
distribution at the gate valve.

2007 AFP Magnet scan This is the scan analyzed in Chapter 6 which was used to determine
the longitudinal velocity spectrum entering the AFP Magnet for the crossed polarizer
analyzer experiment.

2009 AFP Magnet scan This scan used the AFP Magnet as a retarding potential analyzer,
emulating the 2007 AFP Magnet scan. Its purpose was to look for alterations in the
spectrum as a result of changing to DLC-coated Cu guides in the experimental geometry
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(see Fig. 5.8). Unfortunately, the guide between the switcher and the AFP Magnet was
changed from EPS to EPCu after this measurement but before the commencement of
polarimetry and beta decay data collection.

2009 Trapped Time-of-Flight In this measurement the spin flipper was used as a shutter
to investigate the temporal evolution of the energy spectrum for UCN trapped in the
experimental geometry by the spin flipper. (See Chapter 7 for more details.)

E.1 PPM Scan

The three configurations utilized for these measurements are indicated in Fig. E.1. If we let
ρz(v) be the probability density for a UCN with longitudinal speed v to emerge from the gate
valve, and we let ṽ represent the cut-off speed of the UCN detector window,1 ṽ′ represent the
cut-off speed of the of the PPM foil, and

v̂(B) =
[

3.3880
m

sT1/2

]
B1/2,

where B is the magnitude of the PPM field, be the cut-off speed due to B for low-field
seeking UCN, analytic expressions (which neglect depolarization, non-specular scattering, and
transport effects and assume an unpolarized incident UCN flux) for the dependence of the
counts recorded in the detector as a function of the PPM field are, for each geometry:

CA =
1
2

∞∫
0

ρz(η)dη +
1
2

∞∫
v̂(B)

ρz(η)dη (E.1)

CB =
1
2

∞∫
ṽ

ρz(η)dη +
1
2

θ[ṽ− v̂(B)]
∞∫

ṽ

ρz(η)dη + θ[v̂(B)− ṽ]
∞∫

v̂(B)

ρz(η)dη

 (E.2)

CC =
1
2

∞∫
βr ≥ 0

ρz(η)dη +
1
2

∞∫
βw

ρz(η)dη (E.3)

1In other words, the speed of a UCN with energy equal to the material potential of the window.
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Figure E.1: The three configurations in which PPM scan data was acquired during the 2006
run cycle.
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Figure E.2: Example of simulated UCN speed and angular distributions at the gate valve
which result from creating UCN uniformly into 4π in the solid deuterium with a v2dv distri-
bution cut off at 9 m/s, scattering and absorption in the deuterium, and 180 neV transport with
a constant specularity of 0.993 out to the gate valve. These distributions have been fit with
the analytical expressions from Eq. (E.4) and Eq. (E.5) to demonstrate the approximate level
of fidelity between the analytical and non-analytical distributions. Note that the simulation
parameters which determine these distributions have not been optimized to reproduce em-
pirical data. In particular, it is expected that the shape of ρ(v) for speeds beyond the speed
corresponding to the peak in the distribution will be sensitive to these parameters, especially
to the guide material potential and to spatial variations in specularity.

where

βr ≡

√
(ṽ′)2 −

[
11.4788

m2

Ts2

]
B

βw ≡

√
(ṽ′)2 +

[
11.4788

m2

Ts2

]
B .

The distribution of UCN speeds emerging from the gate valve is not expected to be a simple
analytic expression since it depends on details of the transport in the solid deuterium and out
of the source, a fact which is illustrated in Fig. E.2. Because it is unwieldy to incorporate this
large parameter space2 in the model used to describe a scan of the type under consideration,
a simple (i.e. few-parameter) analytical model was instead selected to represent the velocity
spectrum expected at the gate valve. Specifically, it was assumed that the velocity of UCN

2Detailed modeling of this transport incorporates parameters associated with UCN production in the deuterium
and absorption and scattering of UCN inside the crystal, as well as the usual transport parameters (material
potential, loss probability, and specularity) for the guides leading from the crystal to the gate valve.
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emerging from the gate valve follows a distribution

ρv(v) =


a0 va1 v ∈ [0, v̂]

β (vc − v) + ν v ∈ [v̂, vc]

0 v ∈ [vc, ∞]

(E.4)

ρξ(ξ) = b0 ξb1 (E.5)

where ξ ≡ cos θ with θ representing the polar angle of a UCN velocity vector relative to an
axis normal to the plane of the gate valve. This reduces the large set of physical parameters
describing transport out of the source to a set of five generic parameters {a1, b1, ν, vc, v̂}, where
v̂ is the speed at which the maximum in the ρv distribution occurs and vc is the cut-off speed
of the distribution. a0 and b0 are determined by normalization, i.e. by requiring that∫ ∞

−∞
ρv dv = 1∫ ∞

−∞
ρξ dξ = 1,

and β is determined by continuity. Note that once the five parameters have been determined,
simulation can be utilized to connect source-transport parameters with these generic parame-
ters in order to test the compatibility of the assumed analytic distribution and set "allowed"
ranges for the microscopic parameters.

Since Eqs. (E.1)-(E.3) depend on the distribution of longitudinal speeds at the gate valve,
we require a way to compute ρz from Eqs. (E.4)-(E.5), which is accomplished via [23]

ρz(v) =
∫

ρv(v) ρξ

(vz

v

) 1
|v| dv. (E.6)

Using Eqs. (E.4)-(E.5) and Eq. (E.6) in Eqs. (E.1)-(E.3) provides models which can be fitted
directly to PPM scan data, effecting a determination of the parameters that define ρv and
ρξ . Alternatively, it is possible to obtain these generic parameters by fitting the differential
spectrum of a scan (obtained by assigning the slope between each adjacent pair of data points
to a value halfway between the two points and assuming that the dominant source of error
comes from the transmission values) with the derivative of Eqs. (E.1)-(E.3). Fig. E.3 shows
examples of scans taken in the three geometries, and Fig. E.4 presents the differential spectrum
which results from the discrete Geometry A scan. In general it was found that fitting the
differential spectrum was more robust than fitting the scan data directly, presumably due
to the simplification in the analytical models which results when they are differentiated.3

3Also, the approximately constant high-field seeking background is not present in the differential spectrum
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Figure E.3: PPM scans taken in the three different geometries. Blue points represent scans
where the PPM field was slowly changed while data was taken. Red points (whose error
bars are too small to see on the plot) were obtained by taking data with the PPM field at
a fixed value. Counts in the main detector were normalized by cold neutron counts (to
avoid UCN bottling effects on the normalization), and for all points the resulting ratio was
normalized by the ratio measured at 0 T. Multiple values for the same field in the lower
plot were taken at different times and indicate an unidentified systematic effect, potentially
coming from changes in source performance not seen by the cold neutron monitor. The
initially constant transmission observed in Geometry B is due to the fact that UCN are not
being accelerated by gravity through the detector foil which makes the detector blind to
UCN below the material potential of that window. As a result, until the PPM field is strong
enough to begin reducing the transmission of low-field seeking UCN with energies above the
detector window material potential, no change in the transmission is observed. The increase in
transmission with increasing field in Geometry C (where the PPM has a foil in the high field
region) demonstrates the effect for which the PPM exists, namely to enhance the transmission
of right-spin UCN through the safety foil. Note that the increased transmission of high-field
seeking UCN more than compensates for the loss in transmission of low-field seeking UCN
due to the PPM field.
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Figure E.4: Differential spectrum resulting from the Geometry A scan where the data was
taken at fixed PPM field values (red points), and the differential spectrum obtained from
simulated transmissions (calculated in the same way as the actual transmissions) where UCN
were produced at the gate valve with a spectrum determined by Eqs. (E.4)-(E.5) with a1 = 2.85,
b1 = 2.84, v̂ = 5.28 m/s, vc = 7.15 m/s, and ν = 0 (green points).

Fitting results for the empirical differential spectrum of Fig. E.4 and the differential spectrum
produced from a simulated scan are indicated in Table E.1.

As Table E.1 indicates, fitting simulated data which created UCN at the gate valve ac-
cording to Eqs. (E.4)-(E.5) did not reproduce the actual parameter values, especially in the
determination of a1 and b1.4 As a result, values extracted from the Geometry A differential
spectrum fit were used (along with some guidance obtained by looking at the gate valve
speed distribution obtained from simulations which started UCN in the source) as a starting
point for an exploration in simulation of the generic parameter space. The result was a set
of generic parameter values which produced a simulated scan whose differential spectrum
provided reasonable agreement with the empirical differential spectrum (χ2/ν = 2.2 for seven
degrees of freedom). This differential spectrum and the associated parameter values are
those shown in Fig. E.4. A more complete exploration of the generic parameter space in
order to find best-fit values and errors was not performed on this data set, but corresponding
parameter values obtained in the more complete analysis of the AFP scan associated with the

which increases sensitivity to flux actually being analyzed by the field.
4Probably the measurement sensitivity for a1 and b1 is not ideal. Errors on the fit parameters were not produced

during the original analysis, however, so it would be interesting to investigate whether this is true by generating
those error estimates. A study which examines the effect of specularity, material potential, loss probability, and
depolarization on the analytical analysis would also prove useful.
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Table E.1: Results of fitting the empirical differential spectrum from Fig. E.4 and the differen-
tial spectrum computed from simulated transmissions.

Fitted Spectrum a1 b1 v̂ [m/s] vc [m/s] ν

Geometry A Differential Spectrum 4.00 2.84 5.28 7.15 0

Simulation with
2.16 2.31 5.73 7.77 0a1 = 2.93, b1 = 1.56, v̂ = 5.6 m/s

vc = 8 m/s, ν = 0

crossed polarizer analyzer measurement of Chapter 6 produced similar results. It is worth
noting that in a more complete exploration of the PPM scan generic parameter space, the
relatively large depolarization measured on stainless steel guides (see Chapter 3) could well
be an important effect. In particular, while Eq. (E.1) and Eq. (E.2) predict that the ratio of the
signal at maximum PPM field (assuming that the spectrum is being fully analyzed) to the
transmission at 0 T should be one-half, the actual data shows differences of 10%.5

In principle, fitting the scans or resulting differential spectra taken in Geometry B should
allow an extraction of the detector window material potential (and similarly for Geometry
C the PPM foil material potential). However, a more direct determination of the detector
window material potential can be obtained by examining the difference between the scans
taken in Geometry A and Geometry B. According to Eq. (E.1) and Eq. (E.2), this difference (in
the absence of corrections due to bottling and transport) should decrease and then become
constant, with the crossover point occurring at the PPM field which prevents low-field seeking
UCN with a longitudinal energy equal to the detector window material potential from passing
through the high field region. Fig. E.5 shows this difference between the continuous scans
taken in Geometry A and in Geometry B. The 113 neV Al detector window material potential
implied by Fig. E.5 is significantly larger than the expected value of ∼50 neV, however, and
simulations are required to further understand this result. For example, the value obtained in
Fig. E.5 could be the result of transport effects and depolarization, and it could also contain a
contribution from an actual increase in the material potential due, for instance, to the presence
of a thick oxide layer.

5Some initial simulations suggested that variations in guide specularity (as well as detector window material
potential in Geometry B) could only account for departures from this ratio on the order of 1-2%. Significant
depolarization combined with sufficient bottling could, in principle, change the ratio by a factor of two.
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1.88T ⇒  113 neV

Figure E.5: Difference between the continuous scans taken in Geometry A and in Geometry B.
The scan from Geometry A was normalized so that the ratio between the constant transmission
reached at high field and the transmission at 0 T was the same between the two scans. The value
of the Al detector window material potential suggested is significantly higher than the expected
∼50 neV, possibly due to a combination of transport effects (e.g. bottling) and depolarization,
which is significant for the stainless steel guides utilized in these measurements.
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Figure E.6: Upper plot: AFP scan taken in 2009 after replacing upstream and downstream
AFP guides, as well as the FeFoil guide, with DLC-coated Cu, but prior to replacing the
switcher-to-AFP guide with an EP Cu guide. The main detector was mounted after the FeFoil
guide using a stainless elbow and ∼1 m stainless drop. This scan is compared to the AFP scan
presented in Chapter 6 which was measured in 2007 prior to the crossed polarizer analyzer
study. All points are normalized to the 0 T value. Lower plot: Differential spectra associated
with the scans in the upper plot.

E.2 AFP Magnet Scans

Fig. E.6 presents the AFP scan taken in 2009 after replacing the upstream and downstream
AFP guides, as well as the FeFoil guide, with DLC-coated Cu. While comparison of the
differential spectrum from this measurement with the one taken in 2007 (where the guides
through the AFP Magnet were DLC-coated quartz) does not show any significant difference
in the longitudinal spectra,6 the two scans do show a difference in transmission at large
field values. Since Eq. (E.1) is an appropriate model for this measurement (except that the
longitudinal spectrum at the entrance to the AFP is being measured rather than at the gate

6Although there is perhaps some indication that the 2009 spectrum falls off less steeply.
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valve), the expectation is that, neglecting transport and depolarization, the ratio between the
7 T transmission and the 0 T transmission should be one-half, an expectation which is met by
the 2007 data. The fact that the 2009 scan produces a larger ratio could be due to a number of
effects, generally related to polarization or transport.

Polarization: The 7 T to 0 T ratio is expected to be one-half only when the incoming UCN
population in unpolarized. A population with a higher fraction of high-field seeking UCN
would lead to a smaller ratio (with a 100% high-field seeking polarized flux producing, modulo
transport effects, no change in the transmission) while a population with a higher fraction of
low-field seeking UCN would lead to a larger ratio (with a 100% low-field seeking polarized
flux producing, assuming no super-AFP-barrier component, zero transmission at maximum
field). However, while the 2009 scan was taken following depolarization measurements where
several hundred Gauss fields were generated in the region between the PPM and AFP, it would
require a rather unlikely configuration of residual fields to produce a flux of UCN into the
AFP with an enhanced fraction of low-field seeking UCN. Enhanced material depolarization
in the high field region, on the other hand, could potentially cause this effect.

Transport: Decreased specularity or decreased material potential (or both) in the upstream
AFP guide could selectively reduce the transmission of high-field seeking UCN which are
accelerated in the high field region. This would act to decrease the transmission at large field
values. A Monte Carlo analysis to investigate the implications of the 2009 scan for specularity
and material potential would be potentially interesting for guide development, but has not yet
been attempted.

A rough estimate for the fraction of super-Cu-barrier UCN entering the experimental
geometry may be determined using the 2007 scan. As noted in Chapter 8, empirical methods
of determining above-barrier spectral contributions must be viewed skeptically since such
populations by definition have low transport efficiency and so are not readily detected.
However, assuming that the DLC-coated quartz guides in the 2007 scan geometry have a
significantly higher material potential than Cu, it is not entirely unreasonable to use that scan
in a determination of the super-Cu-barrier fraction.7 This can be done by fitting the 2007
differential spectrum with

ρ(v) =

{
c0(v− c1)

c2 v ∈ [1, 4.5]
c3v + c4 v ∈ [4.5, 7.5],

7Note that this only estimates the super-Cu-barrier fraction in the longitudinal spectrum.
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which results in

c0 = 2.184× 10−6, c1 = 1.714, c2 = 6.4 (χ2/ν = 1.15)

c3 = −8.95× 10−2, c4 = 0.632 (χ2/ν = 0.93).

An estimate for the super-Cu-barrier fraction may then be computed as∫ 7
5.67 ρ dv∫ 7
1 ρ dv

= 0.169.

While it is even more speculative to attempt an estimation of the super-AFP-barrier fraction
from measured spectra due to the vanishingly small transport efficiency expected for such
UCN, it is nevertheless useful to note that it is the slope of the high field portion of an AFP
scan which provides information about the number of UCN detected with longitudinal speeds
in the super-AFP-barrier range. Performing a linear fit to the final six transmissions obtained
in the 2007 scan, which were

AFP Field [T] Transmission

4.5 0.5063± 0.0092
5.0 0.5048± 0.0094
5.5 0.4935± 0.0091
6.0 0.4980± 0.0093
6.5 0.4960± 0.0093
7.0 0.4971± 0.0092

results in a slope of (−3.85± 4.42)× 10−3 (χ2/ν = 0.2). If we assume that this represents the
value of ρz between the observed cutoff and some true cutoff speed, then an upper limit on
the super-AFP-barrier fraction of the incident (longitudinal) spectrum can be computed, and
is shown as a function of the true cutoff speed in Fig. E.7.

E.3 Trapped Time-of-Flight

Understanding the UCN spectral evolution inside the experimental geometry is rather im-
portant since details of that evolution affect how the time constants and transport efficiencies
change with time as well as determine the relative contribution of different velocity classes
to the overall depolarized fraction. Since reliance purely on Monte Carlo simulations for
this information is not ideal, a time-of-flight measurement using the spin flipper as a shutter
(see Chapter 7) was carried out during the 2009 run cycle to test the feasibility of obtaining
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Figure E.7: An estimated upper limit on the fraction of incident UCN with (longitudinal)
speeds in the super-AFP-barrier category as a function of the true cutoff speed.

such information empirically. In this measurement the system was loaded for 100s and then
prepared in the following way:

t = 100 s : GVclosed, SWTdown, BeamOFF
t = 103 s : Flipper State Change
t = 123 s : First 0.1 s flipper pulse

After this initial phase, a 0.1 s flipper pulse occurred every 10 s for a total (including the initial
pulse) of twenty-eight pulses.

The resulting switcher timing spectra for flipper-on and flipper-off loading are shown in
Fig. E.8. The first peak in these spectra is due to UCN that are not trapped by the flipper state
change at 103 s draining into the switcher detector, and forms a background upon which the
following arrival time spectra sit. Fitting between 103 s and 123 s, subtracting the result, and
then plotting each arrival time spectrum as a separate frame results in the set of plots shown
in Fig. E.9 and Fig. E.10.
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Figure E.8: The raw summed flipper time-of-flight switcher timing spectra in 0.1 s bins.
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Figure E.9: Arrival time spectra extracted from each time-of-flight frame for the flipper-off loading data.
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Figure E.10: Arrival time spectra extracted from each time-of-flight frame for the flipper-on loading data.
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The increase in rate beyond the arrival time peak in the first few frames indicates that the
draining background has not been perfectly removed,8 and as a result, transformation of the
arrival time spectra into longitudinal speed distributions was limited to a range from about
0.5 s to 2 s. This transformation was accomplished by generating, for each count in a bin of the
arrival time distribution, a (uniformly distributed) random time between the upper and lower
limits of the bin. This randomly generated time was then used to calculate a corresponding
speed assuming a distance of 3 m between the spin flipper and the switcher detector. These
speeds were histogrammed with 1 m/s bins, producing the distributions shown in Fig. E.11
and Fig. E.12.

The extracted longitudinal speed distributions all show a peak at the 2 m/s to 3 m/s bin
even though the longitudinal input spectrum determined in Chapter 6 as well as the analysis
in Section E.1 appears to be peaked at ∼5 m/s. This could be due to the usual difficulties
caused by transport effects in the interpretation of UCN time-of-flight results (e.g. actual
mean travel distance being longer than the straight-line distance), but it could also imply that
the largest changes to the UCN spectrum occur during the initial 23 s holding period and so
were missed by the measurement. The fact that the distributions in Fig. E.11 and E.12 do not
demonstrate significant changes supports that possibility as well.

In order to investigate whether the extracted longitudinal speed distributions provide any
information at all about spectral evolution, the ratio of weights from the 2 m/s to 3 m/s bin and
the 3 m/s to 4 m/s bin was computed for each distribution. This ratio is plotted in Fig. E.13
verses time from the end of the load period. The plot shows the expected decrease of the
ratio as a function of holding time (since faster UCN are expected to have a shorter residency
time in the system than slower UCN). It also suggests that a population of low-field seeking
UCN trapped behind the spin flipper tends to lose its higher velocity component more rapidly
than a high-field seeking population (not an unexpected result due to the square-to-round
transition in the low field region between the SCS and the AFP Magnet), but that after ∼40 s
or so high-field seeking and low-field seeking populations tend to have similar evolutions.
Understanding the cause, if it is indeed a real effect, of the minimum in this ratio (especially
evident in the flipper-off loading case) can be accomplished by examining extant simulation
results but has not been attempted yet. Overall it appears that this measurement technique
can indeed provide valuable information, but that a cleaner measurement will result from
determining a single arrival time spectrum after a fixed delay and then altering the delay time
in separate runs.9

8It is also likely that there is some degree of frame overlap since the length of each frame is only several drain
times.

9The addition of a shutter between the SCS and AFP Magnet in 2011 should allow for a significant reduction of
the untrapped draining background thus further improving the sensitivity of such a measurement.
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Figure E.11: Longitudinal speed distributions computed from the arrival time spectrum for each time-of-flight frame extracted from
the flipper-off loading data.
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Figure E.12: Longitudinal speed distributions computed from the arrival time spectrum for each time-of-flight frame extracted from
the flipper-on loading data.
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Figure E.13: Ratio of the [3 m/s, 4 m/s] bin in the longitudinal speed distribution for each
frame to the [2 m/s, 3 m/s] bin in the same distribution.
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APPENDIX F

Electrical Analog of Windows and Apertures for the Diffusion Model

An arbitrary length of symmetrical transmission line is electrically equivalent to the T-section
depicted in Fig. F.1. [39] A T-section with appropriate impedances may therefore serve as the
electrical analog of a UCN window modeled by the diffusion equation. Intuitively, we expect
the series resistance to provide for reflection and transmission while the shunt resistance
represents absorption. In general, the response of such an element may be fully characterized
by knowing its input impedance with its output open- and short-circuited. Combining series
and parallel impedances as usual gives the total impedance of the T-section in Fig. F.1 for
these two conditions to be

Zopen =
1
2

Z1 + Z2

Zshort =
1
2

Z1 +
Z1Z2

2Z2 + Z1
.

Solving for Z1 and Z2 in terms of Zopen and Zclosed then gives

1
2

Z1 = Zopen −
√

Zopen(Zopen − Zshort) (F.1)

Z2 =
√

Zopen(Zopen − Zshort). (F.2)

Using this last set of relationships, we can obtain the impedances Z1 and Z2 which charac-
terize the window depicted in Fig. F.1 by performing a direct calculation of the impedances
Zopen and Zclosed using parameters appropriate for the UCN case. [24] In particular, if we
take the window to be characterized by a reflectance r and a transmission t and let the UCN
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Figure F.1: A UCN window and and its electrical equivalent, taken to be a T-section.

density on either side of the window be ρ1 and ρ2, then for an isotropic distribution of UCN
on both sides of the window, the UCN current will be as shown in Fig. F.1 (positive flow in the
direction of the arrows). An "open-circuited" window corresponds to the case that the UCN
current on the left side of the window is zero so that

ρ2 =
t

1− r
ρ1

which gives that the "impedance" of the window (as seen from the left) becomes

Zopen =
ρ1

J1
=

ρ1

Av/4 (ρ1 − rρ1 − tρ2)
=

4

Av
(

1− r− t2

1−r

) . (F.3)

A "short-circuited" UCN window corresponds to the case that the UCN density on the right of
the window is zero, giving the "impedance" to be

Zshort =
ρ1

J1
=

ρ1

Av/4 (ρ1 − rρ1 − tρ2)
=

ρ1

Av/4 (ρ1 − rρ1)
=

4
Av (1− r)

. (F.4)

Applying Eqs. (F.1) and (F.2) then provides the impedances which allow the electrical response
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of the T-section to be identical to the response of UCN to the window:

1
2

Zwin
1 =

4
vA

1− r− t
(1− r)2 − t2 (F.5)

Zwin
2 =

4
vA

t
(1− r)2 − t2 . (F.6)

Noting that an aperture is simply a window with no absorption, i.e. where t + r = 1, if we
let t + r = 1− ε and then take ε to zero we obtain

1
2

Zap
1 =

4
vA

1
2t

Zap
2 = ∞.

This result is consistent with our intuition that the shunt resistor represents loss in a window.
Since we can ignore the shunt resistor, note that an aperture is equivalent to two impedances
of Z1/2 in series, or a single impedance with

Zap =
4

vAt
. (F.7)
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APPENDIX G

Consequences for the Depolarized Fraction Induced by Spin Flipper Inefficiency

Due to UCN Bottling in the UCNA Geometry

When the spin flipper is activated to change the direction of neutron polarization in the UCNA
decay volume, flipper inefficiency degrades the absolute polarization of the UCN flux. What
is more, the fact that the decay trap is perpendicular to the input guides means that even
in the absence of decay trap windows, the decay trap will produce a bottling effect. As a
result, the densities of correctly and incorrectly polarized UCN will build up to saturation
levels proportional to their mean lifetimes in the trap. Since the incorrectly polarized UCN
(unflipped in the case of flipper-on loading that we are considering here) are trapped behind
the polarizing field of the AFP Magnet, their mean lifetime will in general be longer than
the lifetime of the correctly polarized UCN, leading to an enhancement in the depolarized
fraction induced by spin flipper inefficiency relative to that predicted simply from the spin
flip inefficiency alone.1 However, this enhancement in the depolarized fraction is mitigated
by the fact that slower, more efficiently flipped UCN spend more time in the decay volume
than faster, less efficiently flipped UCN. As a result, the correct figure of merit for spin flipper
performance in the context of UCNA is not the average spin flip inefficiency determined
in Chapter 6 weighted by the ratio of lifetimes and the relative loading efficiencies for the
two spin states, but rather requires an estimate of the actual depolarized fraction induced in
the decay trap by the spin flipper which takes into account spectral effects. Calculation of
this value requires folding together the UCN spectrum through the spin flipper, the spin flip

1In pure flow-though mode (as in the case of a cold neutron beam) the depolarized fraction induced by the
spin flipper is to a good approximation just given by the spin flipper inefficiency.
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Figure G.1: Comparison of the analytical model longitudinal spectrum determined empirically
in Chapter 6 (c.f. Eq. (6.31)) (blue) to its expected appearance in the 1 T ambient field of the
decay trap (red).

efficiency as a function of longitudinal speed, and the dependence of the decay trap lifetime
on UCN energy. Here a simple analytical model is used to calculate this figure of merit.

We must first transform the longitudinal input spectrum measured in Chapter 6 (see
Eq. (6.31), Table 6.2, Fig. 6.10, and Fig. 6.15) to what it would be in the 1 T ambient field which
exists at the location of the spin flipper and inside the decay trap. This is accomplished by
calculating the kinetic energy change due to a ∆U = - 60 neV change in potential energy (we
assume all wrong-spin UCN are rejected by the polarizing field), which appears as an increase
in longitudinal velocity. Specifically, for κ = 2

m ∆U (m the neutron mass) we have

v0T =
√

v2 − κ (G.1)

where v0T is the longitudinal speed in 0 T and v is the longitudinal speed in 1 T, so that the
normalized spectrum in 1 T becomes

ρ1T(v) =
ρ(
√

v2 − κ)∫ v̂
vmin

dv ρ(
√

v2 − κ)
for vmin ≤ v ≤ v̂, (G.2)

with ρ given by Eq. (6.31), v̂ =
√
(vcut)2 + κ, and vmin = κ1/2. A comparison of the 0 T and 1 T

distributions is given in Fig. G.1.
A model for the lifetime in the decay trap as a function of speed is also required. We will
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assume that the number of bounces per second scales as v and take (see Eq. (2.12))

τ−1(v; λ±) = v×

 2λ±

√
1
2 mv2

UF− 1
2 mv2 for 1

2 mv2 < UF
4λ2
±+1

1 for 1
2 mv2 ≥ UF

4λ2
±+1

(G.3)

where UF is the material potential of the decay trap and λ± is a dimensionless constant,
different for the two spin states, which can be determined using measured time constants.
Since we are interested in the depolarized fraction induced by the spin flipper in the case of
flipper-on loading, unflipped UCN will be trapped with a time constant given by a flipper-off
loading trapped lifetime measurement. We will therefore determine λ− by

1
τoff

trap
=

∫ v−max
vmin

dv [1− ε(v)] ρ1T(v) τ−1(v; λ−)∫ v−max
vmin

dv [1− ε(v)] ρ1T(v)
(G.4)

where v−max = 2
m

√
UF

4λ2
−+1 and ε(v) is the spin flipper efficiency. λ+ is determined in a similar

manner but using the measured lifetime of free spin-flipped UCN τon
drain:

1
τon

drain
=

∫ v+max
vmin

dv ε(v) ρ1T(v) τ−1(v; λ+)∫ v+max
vmin

dv ε(v) ρ1T(v)
, (G.5)

where v+max = 2
m

√
UF

4λ2
++1 .

Given values for λ±, the equilibrium depolarized population in the decay trap may be
computed as

ξ =

∫ v̂
vmin

dv [1− ε(v)] ρ1T(v)/τ−1(v; λ−)∫ v̂
vmin

dv [1− ε(v)] ρ1T(v)/τ−1(v; λ−) + α
∫ v̂

vmin
dv ε(v) ρ1T(v)/τ−1(v; λ+)

, (G.6)

where α is the relative loading efficiency between flipped and unflipped UCN, which may be
taken as the ratio of rates observed in the decay trap for flipper-on and flipper-off loading. If
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we take

n = 2.0

vpk = 455 cm/s

vcut = 732 cm/s

τoff
trap = 38 s

τon
drain = 20 s

α = 0.70

UF = 168 neV

then we obtain the following induced equilibrium depolarized fractions for the indicated
flipper efficiency models:

ε(ν) ε ξ

0.9985 0.9985 0.0040
1 - 0.042 ν 0.9985 0.0035
1 - 1.15 ν2 0.9985 0.0029
1 - 31 ν3 0.9985 0.0024

Note that the flow-through induced depolarized fraction in each case is 0.0015. The results
suggest that the velocity dependence of the flipper efficiency is an important input to un-
derstanding the depolarized fraction induced by spin flipper inefficiency during flipper-on
loading beta decay measurements once the depolarized fraction has been measured with
a relative error of . 40%. It is useful to observe that as the two lifetimes become closer
together (typically by reducing the trapped lifetime), the induced depolarized fraction is
reduced. Setting τoff

trap = τon
drain = 1 s and leaving everything else the same, for example, results

in ξ = 0.0016 for a ν2 efficiency model, which duplicates the flow-through result. Of course,
anything which increases α leads to reductions in the induced depolarized fraction as well,
so that for a large enough relative loading efficiency and close enough lifetimes, bottling
mode allows the depolarized fraction induced by the spin flipper to be reduced below the
flow-through value.
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APPENDIX H

Depolarization Measurement Interval Considerations

H.1 Cleaning Interval

One of the practical issues associated with the style of UCN polarimetry measurements
described in this thesis is optimizing the amount of time used to clean the system prior to
measuring the depolarized population. As discussed in Chapter 7, the ideal situation is when
the lifetime of trapped wrong-spin UCN is much longer than the drain time for free UCN. In
that case the signal from right-spin UCN during the wrong-spin measurement interval may
be made negligible, which eliminates the need for a right-spin background correction (such
as the reload correction of Chapters 7 and 8). However, even in this ideal case, and certainly
in less-than-ideal situations, there are two competing effects which need to be balanced
appropriately: longer cleaning reduces the right-spin background while shorter cleaning
produces a larger wrong-spin signal. One obvious figure of merit is the signal-to-noise ratio
for the wrong-spin counting interval. As we will see, however, optimizing the cleaning time
based on the signal-to-noise ratio is in fact not appropriate in all situations.

So that we may explicitly examine the behavior of various figures of merit as a function of
the cleaning time in a depolarization measurement, let us assume that during the cleaning
phase the right-spin population, which is free to exit the experimental geometry and be
detected, evolves as

Nr = N0e−t/τ (H.1)

while the wrong-spin population, which is trapped by the state of the spin flipper and the
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presence of the polarizer field, evolves as

Nw = N̂0e−t/τ̂. (H.2)

When the spin flipper changes state at the end of the cleaning period (beginning of the unload
period), the remaining wrong-spin UCN which are downstream of the spin flipper become
free, while the right-spin UCN upstream of the spin flipper remain free and so form the
right-spin background detected during the unload interval. Therefore, if we represent by ∆
the duration of the clean interval and define ν as

ν =
volume accessible to UCN between the spin flipper and detector

total volume accessible to UCN downstream of the detector
,

then the evolution of free right-spin and free wrong-spin UCN during the unload interval is
expected to be (t = 0 s now taken as the start of the unload interval)

Nr = νN0e−∆/τe−t/τ (H.3)

Nw = (1− ν)N̂0e−∆/τ̂e−t/τ. (H.4)

This result allows us to estimate the wrong-spin signal after the cleaning interval as well as
the right-spin background. We include detector background by taking it to be characterized
by a constant rate B. The total rate recorded during the unload phase, then, is estimated to be

D = ε
(1− ν)N̂0

τ
e−∆/τ̂e−t/τ +

[
ε

νN0

τ
e−∆/τe−t/τ +B

]
, (H.5)

where the terms in square brackets are the background to the wrong-spin counts we wish to
measure, and ε is an average detection efficiency (assumed to be the same for the different
populations.) If we let Λ represent the duration of the wrong-spin counting interval and
integrate the relevant terms in Eq. (H.5) to obtain the depolarized (d) and total background (b)
counts during that interval, we obtain

d = ε(1− ν)N̂0e−∆/τ̂(1− e−Λ/τ) = ε(1− ν) (ξN0) e−∆/τ̂(1− e−Λ/τ) (H.6)

b = ενN0e−∆/τ(1− e−Λ/τ) +BΛ, (H.7)

where ξ is the depolarized fraction at the end of the loading phase (assumed to be small).
The signal-to-noise ratio for the wrong-spin measurement is given by the ratio of Eq. (H.6)

to Eq. (H.7), and Fig. H.1 shows how this ratio varies with the cleaning time for the case where
there is a large difference between the drain time and trapped lifetime and for the case where
the difference is small (corresponding, roughly, to the UCNA experimental conditions prior to
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Figure H.1: Plots of the signal-to-noise ratio for the wrong-spin measurement interval (red),
square of the relative error in a determination of the depolarized fraction (blue), and measure-
ment limit (green) all as a function of cleaning time. The set of plots on the left correspond
to an experimental configuration with a large difference between the trapped lifetime and
the drain time (τtrap = 55 s and τdrain = 3s), while the set of plots on the right correspond
approximately to the conditions during UCNA measurements prior to 2011 (τtrap = 33 s and
τdrain = 22 s). Solid curves correspond to the case where the error on the detector background
is determined by the square root of the number of counts, while the dashed curves correspond
to the case where the background has been measured sufficiently well that its error is negligi-
ble. (Note that the red dashed signal-to-noise plot on the left was scaled down by a factor of
10−5.) In all cases the error on the right-spin background is taken to be given by the square
root of the number of counts since for a generic measurement the right-spin background is
not measured separately from the depolarized signal. The wrong-spin measurement interval
was taken to be 100 s and factors of (1− e−Λ/τ) have been ignored.
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2011). Notice how choosing the maximum signal-to-noise ratio selects larger cleaning intervals
as the drain time and the trapped lifetime become closer, which makes sense because the
right-spin background is not disappearing as quickly relative to the wrong-spin signal. It must
be remembered, however, that for actual measurements there is always some measurement
limit below which a signal can not be effectively resolved. A cleaning interval which is
so long that the depolarized signal drops below this threshold will not result in a useable
measurement since the signal, despite being as large as possible relative to the background,
is not detectable. It is important, therefore, to investigate how this measurement threshold
varies with the cleaning time.

A reasonable condition for the measurement threshold is that the number of counts
expected in the signal is equal to the error with which the background is determined, i.e.

d =
√

b (Measurement Threshold Condition),

since unless the signal is larger than the error on the background it can not be positively
identified. Using Eqs. (H.6)-(H.7) and this condition to solve for ξ results in an estimate for
the depolarized fraction measurement threshold

ξlim =
e∆/τ̂

√
ενN0e−∆/τ +BΛ
N0ε(ν− 1)

, (H.8)

where we have assumed that Λ is large enough that the (1− e−Λ/τ) terms are negligible.
Fig. H.1, which plots this measurement limit as a function of the cleaning interval, demonstrates
the negative impact on sensitivity caused by an arbitrarily large cleaning time. In the case that
there is a large difference between the drain time and trapped lifetime, the signal-to-noise
ratio maximum and the measurement limit minimum are in good correspondence. In the case
that the drain time and trapped lifetime are similar, however, the smallest measurement limits
occur for short cleaning times. In particular, the cleaning interval which corresponds to the
maximum signal-to-noise-ratio is given by

∆signal-to-noise maximum = τ ln
(

N0εν(τ̂ − τ)

BΛτ

)
(H.9)

while the cleaning interval which corresponds to the minimum measurement threshold is
given by

∆measurement limit minimum = τ ln
(

N0εν(τ̂ − 2τ)

2BΛτ

)
. (H.10)

This behavior is shown in Fig. H.2, which demonstrates that a significant divergence between
the maximal signal-to-noise ratio and minimum measurement limit begins at roughly the
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Figure H.2: Variation of the signal-to-noise ratio maximum (red), the measurement limit
minimum (green), and the minimum of the relative error squared (blue) as a function of
the drain time for a trapped lifetime of 55 s. Solid curves include a detector background
with non-negligible error while dashed curves assume the detector background has been
established with error negligible compared to the error on the signal. The transition between
the case where there is a minimum in the measurement limit and relative error at positive
cleaning intervals and where there is no minimum for positive cleaning intervals occurs at a
value equal to half the trapped lifetime.
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point where the drain time is half the trapped lifetime. In particular, especially for cases where
the drain time is greater than half the trapped lifetime, the signal-to-noise ratio is not a good
indicator of an optimal cleaning interval.

Another potentially useful quantity to examine is the relative error which a measurement
of the depolarized fraction produces. In order to estimate this, let us assume that relative
to the depolarized signal, the errors associated with determining the right-spin population
and extrapolating the depolarized signal back to the end of the loading phase are negligible.
In that case it is the error on the depolarized counts which dominates the measurement
error. Noting that the number of recorded depolarized counts is obtained by subtracting the
background from the observed signal s = d + b, we have that the relative error associated
with a determination of d = s− b is (assuming a sufficient number of counts to utilize Poisson
statistics) simply

δd
d

=

√
(δs)2 + (δb)2

d
=

√
s + b
d

=

√
d + 2b

d
.

Since multiplying and dividing by values with negligible error will not change the relative
error, we have that this result also gives an estimate of the relative error in a measurement of
the depolarized fraction, i.e.

δξ

ξ
=

√
d + 2b

d
, (H.11)

so that using Eqs. (H.6)-(H.7) in Eq. (H.11) and squaring gives(
δξ

ξ

)2

=
ε(1− ν)N̂0e−∆/τ̂(1− e−Λ/τ) + 2ενN0e−∆/τ(1− e−Λ/τ) + 2BΛ

ε2(1− ν)2N̂2
0 e−2∆/τ̂(1− e−Λ/τ)2

.

Assuming again that we will count wrong-spin UCN for a duration of at least several τ, we
may take (1− e−Λ/τ) ≈ 1, giving(

δξ

ξ

)2

≈ e∆/τ̂

ε(1− ν)ξN0
+

2νN0e−∆/τ

ε(1− ν)2(ξN0)2e−2∆/τ̂
+

2BΛ
ε2(1− ν)2(ξN0)2e−2∆/τ̂

. (H.12)

Fig. H.1 shows the behavior of this relative error as function of the cleaning interval, and
Fig. H.2 shows how the cleaning interval which corresponds to the minimum of the relative
error depends on the difference between the drain time and the trapped lifetime.1

Like the measurement limit,
(

δξ
ξ

)2
provides no guidance for optimizing the cleaning

1There is an important caveat to keep in mind here: It is assumed that the error in the right-spin background is
determined by counting statistics. It may well be that there are additional errors involved in determining that
background (such as in the case of the reload correction from Chapter 8), in which case the above analysis should
still provide a reasonable optimization criterion, but will underestimate the actual relative error on the depolarized
fraction.
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interval in cases where the drain time is greater than half the trapped lifetime. Since optimizing
the signal-to-noise ratio in such cases can easily result in a measurement scheme which,
depending on the amount of data it is feasible to collect,2 has an unacceptable precision,
the model we are considering is not able to determine an optimal cleaning time when the
drain time and lifetime are too close. This result is not unexpected, however, because in
such cases optimizing the cleaning interval must take into account the detailed method by
which the right-spin background will be removed. For more ideal cases, any of the three
metrics described above can be used to optimize the cleaning interval, although it makes
some sense to favor minimizing the square of the relative error since the result depends
less dramatically than the other figures of merit on the ultimate precision with which the
background is determined.3

H.2 Wrong-Spin Counting Interval

Optimizing the wrong-spin counting interval amounts to collecting a large fraction of the
available wrong-spin counts while incorporating as few unnecessary background counts as
possible. A reasonable condition, therefore, is to stop counting wrong-spin UCN when it is no
longer possible to separate the UCN rate from the background rate, i.e. when the wrong-spin
counting rate equals the error on the background counts recorded during the measurement
interval. If we assume that the right-spin background is negligible (either because the cleaning
interval is sufficiently long or some other measurement will allow it to be subtracted), the
wrong spin counting interval Λ can therefore be determined by the condition that

(1− ν)ξN0e−∆/τ̂e−Λ/τ =
√

BΛ . (H.13)

Note, however, that if this value for Λ does not satisfy (1− e−Λ/τ) ≈ 1, it should either
be increased or its effect on the optimization of the cleaning interval must be examined. It
is also important to keep in mind that the measurement interval suggested by Eq. (H.13)
is the maximum time for which the wrong-spin signal can profitably be measured. Other
considerations may certainly come into play. It is often the case, for example, that observables
requiring a longer counting time are also measured during this interval. On the other hand, if
many runs can be performed sequentially, the statistical benefit gained by obtaining counts in
the tail of the wrong-spin exponential signal is small enough that the time can sometimes be
better spent on additional measurement cycles.

2Remember that the measurement limit and relative error reduce as more data is taken.
3It also seems pointless to choose a measurement limit which is smaller than the expected error on the

measurement.
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H.3 Background Interval

Fig. H.1 demonstrates that it is advantageous to measure the detector background to a level
which makes its error negligible compared to the error on the wrong-spin UCN signal. The
usual approach is to choose the background measurement interval such that the ratio of
signal to background measurement times is equal to the square root of the ratio of signal to
background rates (see, for example, [40]). In other words, the background counting interval
should be selected to be

Tbg = Λ

√
Rb

Rs
= Λ

√
ΛB

ε(1− ν) (ξN0) e−∆/τ̂
, (H.14)

where again we have assumed that the wrong-spin counting interval is sufficiently long that
(1− e−Λ/τ) ≈ 1. Note that in some cases, and certainly for UCNA, detector backgrounds are
measured at the end of a polarimetry run since all UCN must be drained from the system prior
to the commencement of a new cycle anyway. The background measurement interval provided
by Eq. (H.14), however, does not include the time required to ensure that all remaining UCN
have exited the system. In practice, therefore, the background measurement interval often
must be made longer than the interval given by Eq. (H.14).
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APPENDIX I

Summary of Observables Extracted from the DT/R Data Sets

The following sections present the summed arrival time spectra from the switcher detector, the
SCS monitor detector, and the beta detectors (east and west detectors summed) for DT runs
and the summed switcher detector arrival time spectra for R runs, along with the fits (red lines)
used to extract the DT/R observables. Fits were performed for a variety of ranges as indicated
in the corresponding extracted observables table, with the highlighted row indicating the fit
shown.1 Double exponential fits were of the form

A1 e−α1(t−t0) + A2 e−α2(t−t0) + bg,

where the constant background bg was determined separately over the range indicated in the
extracted observables table and was not taken as a free parameter in the fit. Single exponential
fits (for the trapped lifetimes) were of the form

A e−t/τ + B,

where B was allowed to be a free fit parameter. The amplitudes extracted from the R spectra
are to be normalized by the factor given in the observables table, which was calculated by
taking the ratio of counts in the DT and R spectra over the indicated range. The lower left
plot in each section presents a comparison between the normalized R spectrum and the
corresponding DT spectrum. Note that all figures are plotted over the same interval so that
features of interest in one figure will not be compressed horizontally relative to the figures of

1Differences in the absolute fitting times are simply due to whether the first run in a sum was in situ or ex situ.
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other sections. Ex situ runs are indicated in bold in the run lists provided.
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I.1 2008 Flipper OFF Loading

155 DT cycles with total background rates computed on [171s, 271s]:
swt: 2.43± 0.156 s−1

SCSmon: 13.43± 0.366 s−1

Beta: 140.5± 1.19 s−1

32 R cycles with total background 0.36± 0.06 s−1 computed on [342s, 442s]
R spectrum normalization is 6.142, computed on [50s, 60s]

DT Clean [47s, 72s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

48 [48, 71] 219459± 347 2.241± 0.0032 15664± 41 25.113± 0.1150 204.2
48 [49, 71] 282757± 1545 1.792± 0.0096 22244± 271 17.0418± 0.221 6.87
48 [50, 71] 262511± 794 1.879± 0.00294 21144± 51 17.888± 0.0566 4.08
48 [51, 71] 229880± 959 2.012± 0.00366 19898± 49 18.980± 0.0642 1.26
48 [52, 71] 204709± 1176 2.122± 0.00462 19155± 49 19.708± 0.0697 0.543
48 [53, 71] 190554± 1525 2.183± 0.00582 18835± 49 20.039± 0.0724 0.48
48 [51, 72] 229139± 953 2.018± 0.00367 19789± 48 19.109± 0.0620 1.22
48 [51, 70] 230818± 5235 2.005± 0.0282 20041± 410 18.812± 0.426 1.31

DT Unload [72s, 171s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

72 [72, 171] 7110± 109 1.494± 0.0207 76.9± 6.79 16.929± 0.988 2.05
72 [73, 171] 6675± 229 1.547± 0.0338 71.883± 6.91 17.542± 1.092 2.04
72 [74, 171] 4883± 312 1.774± 0.0583 58.937± 6.18 19.445± 1.311 1.832
72 [75, 171] 4390± 516 1.847± 0.093 56.38± 6.37 19.89± 1.42 1.85
72 [76, 171] 2613± 454 2.213± 0.157 48.19± 6.23 21.53± 1.70 1.800
72 [77, 171] 1566± 361 2.635± 0.249 42.81± 6.10 22.826± 1.97 1.77
72 [74, 166] 4878± 312 1.776± 0.0582 58.68± 6.07 19.512± 1.295 1.85

71.5 [74, 171] 6472± 467 1.774± 0.0580 60.47± 6.30 19.445± 1.268 1.832
72.5 [74, 171] 3684± 203 1.774± 0.0582 57.44± 5.93 19.445± 1.311 1.83

R Unload [145s, 342s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

145 [145, 342] 1247± 53 1.278± 0.0500 30.759± 3.275 16.314± 1.0501 0.617
145 [146, 342] 934± 94 1.502± 0.099 27.181± 3.371 17.300± 1.310 0.57
145 [147, 342] 782± 160 1.623± 0.168 26.128± 3.46 17.616± 1.39 0.57
145 [148, 342] 723± 290 1.670± 0.275 25.875± 3.64 17.693± 1.45 0.57
145 [149, 342] 379± 234 2.060± 0.51 24.75± 3.81 18.03± 1.55 0.57
145 [150, 342] 1045± 1529 1.571± 0.613 25.606± 3.859 17.781± 1.51 0.56
145 [147, 337] 782± 160 1.623± 0.168 26.133± 3.46 17.614± 1.390 0.57

144.5 [147, 342] 1064± 251 1.623± 0.169 26.88± 3.62 17.616± 1.39 0.57
145.5 [147, 342] 575± 100 1.623± 0.168 25.397± 3.316 17.616± 1.39 0.57

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [74s, 271s]:
τscs = 37.51± 0.685s (χ2/ν = 1.05)
τbeta = 37.91± 0.599s (χ2/ν = 2.42)
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Comparison of DT and Normalized R Timing Spectra Run Numbers Included in Summed Spectra

DT

8672
8746
8860
9401
9475
9662
9739
9804
9971
10039
10152
10244
10313
10460
10588
10899
10968

8601
8674
8753
8862
9416
9503
9675
9746
9984
10048
10155
10246
10315
10471
10596
10596
10910
10977

8608
8684
8755
8989
9434
9505
9682
9748
9817
9992
10055
10163
10256
10324
10479
10603
10920
10991

8618
8703
8818
8991
9436
9516
9684
9758
9826
9999
10057
10171
10259
10332
10502
10689
10927

8622
8710
8820
9371
9443
9528
9702
9766
9833
10005
10067
10211
10268
10406
10504
10697
10929

8636
8712
8829
9378
9453
9532
9710
9777
9835
10015
10069
10218
10276
10414
10513
10860
10940

8648
8719
8839
9380
9457
9567
9722
9785
9947
10017
10121
10220
10285
10423
10521
10867
10948

8656
8727
8843
9392
9465
9581
9724
9792
9959
10027
10129
10227
10287
10442
10548
10869
10958

8665
8737
8851
9394
9472
9654
9731
9794
9968
10035
10132
10237
10304
10451
10584
10896
10960

R

10073 10074 11176 11177
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I.2 2008 Flipper ON Loading

156 DT cycles with total background rates computed on [196s, 296s]:
swt: 2.09± 0.163 s−1

SCSmon: 4.72± 0.205 s−1

Beta: 115.27± 1.074 s−1

48 R cycles with total background 0.40± 0.0632 s−1 computed on [342s, 442s]
R spectrum normalization is 4.372, computed on [23s, 33s]

DT Clean [20s, 45s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

21 [21, 44] 114454± 302 1.676± 0.0041 12500± 37 17.369± 0.0695 35.96
21 [22, 44] 144221± 1601 1.411± 0.013 14282± 172 15.31± 0.190 3.52
21 [23, 44] 127627± 784 1.503± 0.0043 13828± 40 15.77± 0.057 2.4
21 [24, 44] 108010± 1045 1.614± 0.0060 13474± 40 16.136± 0.0598 2.02
21 [25, 44] 77884± 1161 1.828± 0.0095 13015± 40 16.635± 0.064 1.59
21 [26, 44] 64100± 1448 1.958± 0.014 12819± 41 16.853± 0.066 1.65
21 [23, 45] 126090± 768 1.581± 0.00435 13640± 39 16.03± 0.056 2.72
21 [23, 43] 128686± 795 1.439± 0.0043 13961± 41 15.584± 0.058 2.35

DT Unload [45s, 196s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

45 [45, 196] 3112± 64 2.11± 0.047 65.57± 7.44 19.62± 1.38 2.42
45 [46, 196] 2306± 77 2.58± 0.068 42.24± 4.93 24.66± 1.83 1.8
45 [47, 196] 1708± 82 3.04± 0.097 32.54± 4.00 28.16± 2.22 1.42
45 [48, 196] 1736± 123 3.02± 0.122 32.87± 4.18 28.01± 2.26 1.43
45 [49, 196] 1787± 186 2.98± 0.153 33.31± 4.38 27.83± 2.28 1.44
45 [47, 191] 1708± 82 3.04± 0.097 32.60± 4.01 28.11± 2.22 1.44

44.5 [47, 196] 2013± 106 3.04± 0.097 33.12± 4.13 28.16± 2.23 1.42
45.5 [47, 196] 1449± 63 3.04± 0.097 31.96± 4.01 28.16± 2.26 1.42

R Unload [145s, 342s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

145 [145, 342] 777± 32 2.047± 0.085 26.74± 2.69 25.55± 1.65 0.64
145 [146, 342] 602± 43 2.41± 0.136 23.57± 2.58 23.57± 2.58 0.57
145 [147, 342] 527± 61 2.59± 0.195 22.63± 2.61 27.78± 2.02 0.56
145 [148, 342] 509± 93 2.63± 0.264 22.46± 2.69 27.88± 2.07 0.56
145 [149, 342] 449± 125 2.77± 0.373 22.05± 2.78 28.12± 2.16 0.56
145 [147, 337] 527± 61 2.59± 0.195 22.67± 2.61 27.74± 2.01 0.57

144.5 [147, 342] 639± 83 2.59± 0.195 23.04± 2.68 27.78± 2.02 0.56
145.5 [147, 342] 435± 45 2.59± 0.195 22.23± 2.54 27.78± 2.02 0.56

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [47s, 296s]:
τscs = 28.62± 0.907s (χ2/ν = 1.6)
τbeta = 25.59± 0.62s (χ2/ν = 2.1)
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DT

10872
10892
10904
10917
10924
10932
10943
10945
10955
10971
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10994

8604
8611
8614
8633
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8669
8677
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8700
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8722
8724
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8750
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8815
8825
8834
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8846
8848
8857
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9460
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9469
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9519
9524
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9564
9578
9590
9601
9634
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9659
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9688
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10045
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10060
10064
10116
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10135
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10208
10215
10223
10230
10232
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10249
10253
10262
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10282
10290
10299
10301
10327
10329
10409
10411
10418
10426
10446
10448
10455

10465
10474
10476
10507
10516
10518
10538
10558
10562
10581
10591
10593
10600
10692
10694
10754
10855
10864

R

10075 10076 10077 11178 11180 11181 11182
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I.3 2009 Flipper OFF Loading

63 DT cycles with total background rates computed on [415s, 515s]:
swt: 0.99± 0.0995 s−1

SCSmon: 3.87± 0.197 s−1

Beta: 33.25± 0.577 s−1

49 R cycles with total background 0.73± 0.085 s−1 computed on [415s, 515s]
R spectrum normalization is 1.038, computed on [203s, 213s]

DT Clean [200s, 225s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

201 [201, 224] 54526± 197 1.87± 0.0063 5769± 23 25.87± 0.195 21.8
201 [202, 224] 67771± 349 1.58± 0.0053 6674± 25 21.49± 0.133 2.0
201 [203, 224] 67783± 2305 1.58± 0.0328 6674± 129 21.49± 0.558 2.13
201 [204, 224] 56842± 679 1.71± 0.0081 6474± 25 22.29± 0.143 1.82
201 [205, 224] 44491± 804 1.88± 0.012 6290± 25 23.07± 0.154 1.7
201 [206, 224] 48458± 1368 1.82± 0.015 6332± 26 22.89± 0.152 1.8
201 [204, 225] 56080± 665 1.72± 0.0082 6419± 25 22.58± 0.140 1.8
201 [204, 223] 57301± 4236 1.70± 0.0633 6508± 163 22.11± 0.765 1.9

DT Unload [225s, 415s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 415] 3319± 108 0.905± 0.0256 31.40± 3.66 17.44± 1.53 1.3
225 [226, 415] 1709± 159 1.26± 0.0675 22.23± 2.88 21.56± 2.11 1.2
225 [227, 415] 1006± 194 1.56± 0.1456 19.24± 2.77 23.52± 2.50 1.2
225 [228, 415] 985± 363 1.63± 0.264 18.85± 3.01 23.80± 2.71 1.2
225 [229, 415] 365± 221 2.23± 0.581 16.78± 3.19 25.45± 3.29 1.2
225 [227, 410] 1005± 193 1.56± 0.146 19.20± 2.78 23.55± 2.52 1.2

224.5 [227, 415] 1386± 307 1.56± 0.146 19.65± 2.88 23.52± 2.51 1.2
225.5 [227, 415] 730± 120 1.56± 0.145 18.83± 2.68 23.52± 2.50 1.2

R Unload [225s, 415s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 415] 3324± 117 0.875± 0.0275 57.39± 3.62 20.39± 0.894 1.26
225 [226, 415] 1241± 115 1.49± 0.0907 43.41± 3.25 23.68± 1.20 0.91
225 [227, 415] 756± 132 1.88± 0.1834 40.25± 3.32 24.60± 1.32 0.88
225 [228, 415] 680± 223 1.96± 0.298 39.85± 3.50 24.72± 1.38 0.89
225 [229, 415] 572± 341 2.08± 0.505 39.43± 3.76 24.85± 1.46 0.89
225 [227, 410] 757± 132 1.87± 0.183 40.31± 3.32 24.57± 1.32 0.89

224.5 [227, 415] 897± 197 1.88± 0.184 41.08± 3.43 24.60± 1.32 0.88
225.5 [227, 415] 579± 87 1.88± 0.183 39.44± 3.22 24.60± 1.32 0.88

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [227s, 515s]:
τscs = 51.37± 1.02s (χ2/ν = 1.13)
τbeta = 50.38± 0.848s (χ2/ν = 1.13)
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I.4 2009 Flipper ON Loading

69 DT cycles with total background rates computed on [414s, 514s]:
swt: 1.16± 0.108 s−1

SCSmon: 1.74± 0.132 s−1

Beta: 32.61± 0.571 s−1

59 R cycles with total background 1.13± 0.106 s−1 computed on [415s, 515s]
R spectrum normalization is 0.9697, computed on [203s, 213s]

DT Clean [200s, 225s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

201 [201, 224] 35517± 295 1.45± 0.016 5034± 83 18.21± 0.372 2.07
201 [202, 224] 39036± 323 1.35± 0.0069 5209± 23 17.57± 0.109 1.16
201 [203, 224] 32767± 445 1.481± 0.0094 5057± 23 18.12± 0.116 0.73
201 [204, 224] 24576± 540 1.67± 0.015 4913± 23 18.66± 0.123 0.45
201 [205, 224] 23824± 849 1.69± 0.020 4905± 23 18.69± 0.124 0.49
201 [202, 225] 38890± 321 1.36± 0.0070 5171± 22 17.76± 0.106 1.19
201 [202, 223] 38994± 323 1.35± 0.0069 5198± 23 17.62± 0.115 1.22

DT Unload [225s, 414s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 414] 1635± 57 1.43± 0.048 24.43± 3.64 19.95± 2.12 1.24
225 [226, 414] 996± 72 1.92± 0.096 15.83± 2.52 25.89± 3.09 1.02
225 [227, 414] 736± 85 2.21± 0.147 13.75± 2.28 28.11± 3.49 1.00
225 [228, 414] 736± 145 2.21± 0.207 13.75± 2.41 28.11± 3.57 1.01
225 [229, 414] 658± 208 2.30± 0.303 13.42± 2.48 28.51± 3.74 1.02
225 [227, 409] 736± 85 2.21± 0.148 13.71± 2.29 28.18± 3.52 1.00

224.5 [227, 414] 924± 119 2.21± 0.147 14.00± 2.37 28.11± 3.45 1.00
225.5 [227, 414] 587± 60 2.21± 0.147 13.51± 2.25 28.11± 3.48 1.00

R Unload [225s, 415s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 415] 1696± 60 1.52± 0.055 42.28± 3.01 28.52± 1.49 1.25
225 [226, 415] 1004± 69 2.10± 0.106 34.11± 2.69 32.15± 1.85 0.96
225 [227, 415] 741± 81 2.47± 0.172 31.57± 2.64 33.52± 1.93 0.93
225 [228, 415] 581± 96 2.76± 0.257 30.25± 2.69 34.28± 2.05 0.93
225 [229, 415] 522± 128 2.89± 0.356 29.85± 2.77 34.52± 2.12 0.93
225 [227, 410] 741± 81 2.47± 0.172 31.51± 2.65 33.57± 1.94 0.95

224.5 [227, 415] 908± 111 2.47± 0.172 32.05± 2.71 33.52± 1.93 0.93
225.5 [227, 415] 605± 58 2.47± 0.171 31.10± 2.58 33.52± 1.93 0.93

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [227s, 514s]:
τscs = 39.06± 1.40s (χ2/ν = 1.34)
τbeta = 36.41± 0.92s (χ2/ν = 1.05)
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12638

12640
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R

12351 12352 12402 12408 12409 12410 12414 12415 12416
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I.5 2010 Before Guide Contamination Flipper OFF Loading

73 DT cycles with total background rates computed on [280s, 380s]:
swt: 1.6± 0.126 s−1

SCSmon: 6.9± 0.263 s−1

Beta: 38.35± 0.619 s−1

20 R cycles with total background 0.42± 0.065 s−1 computed on [415s, 515s]
R spectrum normalization is 3.645, computed on [69s, 78s]

DT Clean [66s, 91s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

67 [67, 90] 82145± 238 2.11± 0.0060 13177± 33 28.53± 0.152 39.88
67 [68, 90] 102938± 423 1.72± 0.0049 15181± 37 23.36± 0.101 2.14
67 [69, 90] 101269± 616 1.74± 0.0055 15111± 37 23.50± 0.102 2.25
67 [70, 90] 86231± 780 1.88± 0.0074 14695± 37 24.36± 0.110 1.66
67 [71, 90] 68182± 899 2.09± 0.0106 14278± 37 25.28± 0.119 1.26
67 [70, 91] 84984± 761 1.90± 0.0074 14559± 36 24.74± 0.108 1.68
67 [70, 89] 86351± 782 1.88± 0.0074 14709± 38 24.33± 0.116 1.79

DT Unload [91s, 280s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

91 [91, 280] 6560± 154 0.926± 0.0187 49.84± 3.59 24.37± 1.36 2.41
91 [92, 280] 2720± 159 1.45± 0.0506 33.25± 2.58 31.41± 1.89 1.57
91 [93, 280] 1619± 174 1.80± 0.0977 29.75± 2.43 33.61± 2.13 1.46
91 [94, 280] 1473± 287 1.86± 0.152 29.40± 2.49 33.85± 2.19 1.47
91 [95, 280] 1459± 525 1.87± 0.237 29.38± 2.59 33.87± 2.25 1.48
91 [93, 275] 1625± 174 1.79± 0.097 30.04± 2.43 33.29± 2.08 1.45

90.5 [93, 280] 2138± 261 1.80± 0.098 30.20± 2.49 33.61± 2.13 1.46
91.5 [93, 280] 1226± 114 1.80± 0.0976 29.31± 2.37 33.61± 2.13 1.46

R Unload [237s, 415s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

237 [237, 415] 1223± 60 1.10± 0.0501 30.35± 2.39 25.95± 1.46 1.11
237 [238, 415] 589± 67 1.64± 0.123 26.17± 2.15 28.15± 1.63 0.91
237 [239, 415] 587± 135 1.64± 0.188 26.16± 2.20 28.16± 1.66 0.92
237 [240, 415] 631± 292 1.60± 0.286 26.24± 2.24 28.11± 1.67 0.92
237 [241, 415] 1237± 1399 1.34± 0.411 26.57± 2.28 27.93± 1.66 0.92
237 [239, 410] 585± 134 1.64± 0.188 26.03± 2.20 28.29± 1.68 0.94

236.5 [239, 415] 796± 210 1.64± 0.188 26.63± 2.26 28.16± 1.66 0.92
237.5 [239, 415] 433± 87 1.64± 0.191 25.70± 2.15 28.16± 1.67 0.92

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [93s, 380s]:
τscs = 51.55± 0.920s (χ2/ν = 1.2)
τbeta = 51.28± 0.492s (χ2/ν = 1.3)
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13659
13685
13693
13703
13707
13714
13723
13731

13817
13819
13902
13907
13923
13930
13932
13942
13963

14082
14084
14091
14099
14137
14144
14154
14172
14175

14189
14196
14204
14208
14217
14229
14231
14243
14245

14252
14260
14361
14363
14370
14379
14402
14405
14402

14435
14446
14538
14547
14555
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14573
14582
14587

14595
14603
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14613
14620
14628
14635
14637
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14650
14658
14666
14703
14713
14721
14729
14764
14766

R

14675 14676 14683 14696
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I.6 2010 Before Guide Contamination Flipper ON Loading

77 DT cycles with total background rates computed on [279s, 379s]:
swt: 1.72± 0.131 s−1

SCSmon: 3.57± 0.189 s−1

Beta: 29.0± 0.539 s−1

4 R cycles with total background 0.090± 0.030 s−1 computed on [409s, 509s]
R spectrum normalization is 18.4037, computed on [68s, 77s]

DT Clean [65s, 90s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

66 [66, 89] 36841± 184 1.91± 0.0099 10942± 31 20.43± 0.0953 8.27
66 [67, 89] 44489± 334 1.60± 0.0083 11740± 33 18.89± 0.0810 2.14
66 [68, 89] 37568± 433 1.78± 0.0111 11391± 33 19.52± 0.0867 1.53
66 [69, 89] 28460± 481 2.08± 0.016 10989± 33 20.28± 0.0942 1.066
66 [70, 89] 22833± 542 2.34± 0.023 10729± 34 20.79± 0.100 1.01
66 [69, 90] 28814± 493 2.06± 0.016 11053± 33 20.13± 0.088 1.02
66 [69, 88] 28804± 493 2.06± 0.016 11055± 34 20.12± 0.097 1.12

DT Unload [90s, 279s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

90 [90, 279] 3838± 85 1.45± 0.028 40.00± 2.77 31.52± 1.64 2.07
90 [91, 279] 2371± 105 1.88± 0.054 31.81± 2.29 36.02± 1.95 1.39
90 [92, 279] 1646± 121 2.22± 0.0897 29.00± 2.19 37.96± 2.14 1.22
90 [93, 279] 1814± 225 2.13± 0.118 29.46± 2.26 37.63± 2.13 1.22
90 [92, 274] 1644± 120 2.22± 0.089 28.85± 2.18 38.15± 2.15 1.18

90.5 [92, 279] 1313± 86 2.22± 0.0897 28.62± 2.15 37.96± 2.14 1.22
89.5 [92, 279] 2063± 168 2.22± 0.0896 29.38± 2.24 37.96± 2.14 1.22

R Unload [225s, 409s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 409] 194± 18 1.73± 0.149 5.55± 0.855 35.50± 3.87 0.65
225 [226, 409] 125± 21 2.24± 0.265 4.99± 0.808 37.59± 4.27 0.60
225 [227, 409] 114± 31 2.34± 0.366 4.93± 0.813 37.82± 4.35 0.61
225 [228, 409] 133± 59 2.20± 0.459 4.99± 0.826 37.61± 4.33 0.61
225 [229, 409] 150± 112 2.11± 0.602 5.01± 0.837 37.52± 4.34 0.61
225 [227, 404] 114± 31 2.34± 0.366 4.96± 0.817 37.64± 4.33 0.62

225.5 [227, 409] 92± 22 2.34± 0.366 4.87± 0.796 37.82± 4.35 0.61
224.5 [227, 409] 141± 42 2.34± 0.367 4.998± 0.830 37.82± 4.34 0.61

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [92s, 379s]:
τscs = 38.79± 0.949s (χ2/ν = 1.28)
τbeta = 37.86± 0.520s (χ2/ν = 1.24)
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14757
14761
14769
14776

13653
13655
13697
13710
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13720
13728
13736
13814

13857
13859
13920
13936
13960
14079
14087
14094
14096

14132
14134
14141
14150
14157
14159
14179
14184
14192

14199
14201
14211
14214
14226
14236
14240
14248
14255

14257
14358
14366
14374
14376
14399
14408
14415
14417

14439
14442
14542
14544
14551
14561
14568
14570
14578

14590
14598
14600
14608
14616
14623
14625
14632
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14645
14653
14661
14663
14693
14699
14708
14716
14724

R

14677 14678 14680 14681
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I.7 2010 After Guide Contamination Flipper OFF Loading

51 DT cycles with total background rates computed on [185s, 285s]:
swt: 2.34± 0.153 s−1

SCSmon: 3.51± 0.187 s−1

Beta: 19.57± 0.442 s−1

68 R cycles with total background 2.30± 0.152 s−1 computed on [381s, 481s]
R spectrum normalization is 0.7695, computed on [8s, 17s]

DT Clean [5s, 30s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

6 [6, 29] 33899± 272 1.53± 0.016 4060± 69 25.80± 0.755 17.45
6 [7, 29] 48543± 385 1.21± 0.0056 4551± 20 22.02± 0.166 1.63
6 [8, 29] 43673± 606 1.26± 0.0074 4491± 20 22.40± 0.172 1.58
6 [9, 29] 38586± 970 1.32± 0.0111 4457± 20 22.61± 0.176 1.66
6 [10, 29] 29406± 1360 1.43± 0.0192 4417± 21 22.88± 0.180 1.76
6 [8, 30] 42458± 582 1.29± 0.0076 4418± 20 23.08± 0.174 1.92
6 [8, 28] 43137± 594 1.27± 0.0075 4458± 20 22.70± 0.186 1.61

DT Unload [30s, 185s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

30 [30, 185] 2139± 77 0.965± 0.0267 6.11± 1.07 37.41± 6.47 1.45
30 [31, 185] 1602± 166 1.09± 0.0563 5.495± 1.00 40.37± 7.24 4.41
30 [32, 185] 1636± 440 1.09± 0.104 5.51± 1.03 40.27± 7.3 1.42
30 [33, 185] 1608± 1211 1.09± 0.229 5.51± 1.10 40.31± 7.57 1.43
30 [34, 185] 721± 1436 1.33± 0.720 5.25± 1.26 41.67± 8.79 1.44
30 [31, 180] 1600± 166 1.09± 0.0564 5.434± 1.00 41.04± 7.53 1.40

30.5 [31, 185] 1014± 84 1.09± 0.0563 5.43± 0.982 40.37± 7.23 1.41
29.5 [31, 185] 2532± 303 1.09± 0.0529 5.56± 1.02 40.37± 7.22 1.41

R Unload [226s, 381s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

226 [226, 381] 2603± 87 1.01± 0.0281 12.63± 2.25 25.72± 4.33 1.63
226 [227, 381] 1962± 189 1.16± 0.0606 10.23± 1.86 30.24± 5.10 1.62
226 [228, 381] 878± 158 1.59± 0.134 7.60± 1.43 37.54± 6.46 1.54
226 [229, 381] 520± 151 1.92± 0.236 6.89± 1.34 40.24± 7.15 1.52
226 [230, 381] 423± 199 2.05± 0.359 6.74± 1.35 40.82± 7.39 1.53
226 [228, 376] 875± 157 1.59± 0.135 7.53± 1.42 37.96± 6.64 1.52

226.5 [228, 381] 641± 99 1.59± 0.134 7.50± 1.39 37.54± 6.46 1.54
225.5 [228, 381] 1202± 247 1.59± 0.135 7.70± 1.46 37.54± 6.46 1.54

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [32s, 285s]:
τscs = 37.88± 1.08s (χ2/ν = 1.57)
τbeta = 38.84± 0.564s (χ2/ν = 2.2)

350



Time [s]
0 50 100 150 200 250

 ]
-1

R
at

e 
[ 

s

1

10

210

310

410

Fits to DT Switcher Timing Spectrum

Time [s]
150 200 250 300 350 400 450

 ]
-1

R
at

e 
[ 

s

1

10

210

310

410

Fit to R Switcher Timing Spectrum

Time [s]
0 50 100 150 200 250

 ]
-1

R
at

e 
[ 

s

1

10

210

Fit to DT SCSmon Timing Spectrum

Time [s]
0 50 100 150 200 250

 ]
-1

R
at

e 
[ 

s

10

210

310

Fit to DT Beta Timing Spectrum

Time [s]
0 50 100 150 200 250 300

 ]
-1

R
at

e 
[ 

s

1

10

210

310

410

Comparison of DT and Normalized R Timing Spectra Run Numbers Included in Summed Spectra

DT

16188
16198
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14893
14910
14917
14957
14966
14974

14976
14984
15122
15132
15149
15183

15210
15239
15256
15263
15282
15287

15325
15328
15338
15340
15347
15713

15717
15735
15745
15762
15769
15788

15792
15813
15823
15840
15861
15877

15886
15896
15914
15948
15965
16099

16116
16123
16140
16150
16167
16171

R

15983
15984
15988
15990
14895

14902
15095
15118
15134
15141

15187
15202
15241
15248
15265

15274
15295
15302
15825
15733

15747
15754
15771
15780
15807

15825
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15859
15869

15884
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16114
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16159
16179
16186
16200
16207
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I.8 2010 After Guide Contamination Flipper ON Loading

50 DT cycles with total background rates computed on [185s, 285s]:
swt: 1.96± 0.14 s−1

SCSmon: 1.99± 0.141 s−1

Beta: 12.86± 0.359 s−1

65 R cycles with total background 1.93± 0.139 s−1 computed on [380s, 480s]
R spectrum normalization is 0.7405, computed on [7s, 16s]

DT Clean [4s, 29s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

5 [5, 28] 24135± 259 1.21± 0.0155 2264± 49 17.57± 0.497 3.39
5 [6, 28] 29859± 337 1.07± 0.0065 2402± 16 16.53± 0.146 1.34
5 [7, 28] 26866± 568 1.12± 0.0091 2375± 16 16.71± 0.149 1.38
5 [8, 28] 22322± 926 1.19± 0.0152 2354± 16 16.86± 0.152 1.46
5 [6, 29] 29538± 331 1.08± 0.00660 2361± 15 16.96± 0.146 1.66
5 [6, 27] 30050± 340 1.06± 0.00650 2426± 16 16.27± 0.148 1.28

DT Unload [29s, 185s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

29 [29, 185] 770± 50 1.03± 0.0606 9.86± 1.97 24.36± 4.61 1.18
29 [30, 185] 488± 84 1.31± 0.136 7.89± 1.69 28.82± 5.69 1.17
29 [31, 185] 237± 71 1.78± 0.279 6.77± 1.52 32.16± 6.61 1.15
29 [32, 185] 244± 137 1.76± 0.406 6.79± 1.55 32.10± 6.66 1.16
29 [33, 185] 269± 280 1.71± 0.590 6.82± 1.57 32.02± 6.68 1.17
29 [31, 180] 238± 72 1.77± 0.279 6.85± 1.52 31.74± 6.41 1.18

29.5 [31, 185] 179± 46 1.78± 0.279 6.67± 1.48 32.16± 6.60 1.15
28.5 [31, 185] 314± 108 1.78± 0.280 6.88± 1.56 32.16± 6.61 1.15

R Unload [225s, 380s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 380] 1009± 49 1.14± 0.0451 7.71± 1.19 37.92± 5.88 1.44
225 [226, 380] 1123± 153 1.09± 0.0766 7.96± 1.27 36.96± 5.86 1.44
225 [227, 380] 511± 158 1.46± 0.205 6.99± 1.22 40.85± 6.90 1.44
225 [228, 380] 1013± 1067 1.18± 0.377 7.48± 1.43 38.78± 6.91 1.42
225 [229, 380] 56.14± 47.17 3.61± 1.95 5.28± 1.67 50.02± 13.01 1.43
225 [227, 375] 506± 156 1.47± 0.206 6.86± 1.21 41.83± 7.28 1.45

225.5 [227, 380] 363± 95 1.46± 0.204 6.90± 1.19 40.85± 6.90 1.44
224.5 [227, 380] 720± 257 1.46± 0.206 7.07± 1.25 40.85± 6.90 1.44

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [31s, 285s]:
τscs = 20.80± 1.43s (χ2/ν = 1.03)
τbeta = 20.69± 0.631s (χ2/ν = 1.40)
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14907
14914
14961
14963
14979

14987
14989
15090
15125
15129
15146

15177
15236
15260
15279
15290
15322

15331
15335
15343
15350
15352
15710

15720
15738
15742
15759
15766
15785

15795
15816
15820
15837
15847
15864

15874
15893
15911
15945
15962
16102

16119
16126
16143
16147
16164
16174

R

15985
15987
15989
14898
14905
16203

14922
15092
15115
15137
15144

15193
15205
15244
15251
15268

15277
15292
15299
15708
15722

15730
15750
15757
15774
15783

15797
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15828
15835
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15901
15909

15953
15960
16104
16111
16128

16135
16155
16162
16176
16183
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I.9 2009 + 2010 Before Guide Contamination Flipper OFF Loading

136 DT cycles with total background rates computed on [414s, 514s]:
swt: 2.6± 0.161 s−1

SCSmon: 10.84± 0.0.329 s−1

Beta: 71.75± 0.847 s−1

69 R cycles with total background 1.22± 0.110 s−1 computed on [403s, 503s]
R spectrum normalization is 2.0245, computed on [203s, 212s]

DT Clean [200s, 225s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

201 [201, 224] 136438± 473 2.01± 0.011 19036± 203 27.56± 0.496 59.8
201 [202, 224] 170356± 1453 1.67± 0.0134 21881± 213 22.74± 0.319 3.033
201 [203, 224] 168278± 3495 1.68± 0.0231 21804± 244 22.84± 0.359 3.21
201 [204, 224] 142024± 1026 1.82± 0.00553 21177± 45 23.70± 0.0876 2.18
201 [205, 224] 111288± 1187 2.02± 0.0081 20564± 45 24.59± 0.0948 1.53
201 [204, 225] 139993± 1002 1.84± 0.0056 20986± 44 24.04± 0.0857 2.23
201 [204, 223] 142538± 1032 1.81± 0.00552 21227± 46 23.61± 0.0917 2.34

DT Unload [225s, 414s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 414] 9875± 187 0.920± 0.0150 79.65± 4.92 22.00± 1.06 2.65
225 [226, 414] 4363± 216 1.39± 0.0408 53.58± 3.56 28.22± 1.46 1.63
225 [227, 414] 2546± 234 1.74± 0.0818 47.15± 3.39 30.51± 1.68 1.49
225 [228, 414] 2239± 382 1.82± 0.1310 46.29± 3.71 30.84± 1.82 1.50
225 [229, 414] 1732± 529 1.98± 0.2281 45.18± 3.64 31.28± 1.85 1.51
225 [227, 409] 2550± 239 1.74± 0.0816 47.32± 3.36 30.40± 1.65 1.50

225.5 [227, 414] 1910± 153 1.74± 0.0812 46.38± 3.26 30.51± 1.66 1.49
224.5 [227, 414] 3394± 359 1.74± 0.0813 47.92± 3.45 30.51± 1.66 1.49

R Unload [225s, 403s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 403] 4505± 129 0.941± 0.0245 87.96± 4.27 22.18± 0.763 1.79
225 [226, 403] 1824± 131 1.54± 0.0735 69.93± 3.93 25.09± 0.969 1.23
225 [227, 403] 1355± 190 1.76± 0.1307 67.47± 3.97 25.56± 1.01 1.23
225 [228, 403] 1332± 365 1.77± 0.2057 67.39± 4.12 25.57± 1.03 1.24
225 [229, 403] 1571± 919 1.68± 0.3299 67.81± 4.32 25.50± 1.05 1.24
225 [227, 398] 1354± 190 1.76± 0.1308 67.38± 3.98 25.59± 1.01 1.26

225.5 [227, 403] 1020± 123 1.76± 0.1305 66.16± 3.85 25.56± 1.01 1.23
224.5 [227, 403] 1801± 289 1.76± 0.1310 68.80± 4.10 25.56± 1.01 1.23

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [227s, 514s]:
τscs = 51.46± 0.6861s (χ2/ν = 1.22)
τbeta = 50.96± 0.4315s (χ2/ν = 1.24)
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R spectrum normalization for comparison to other data sets:

Relative to 2009 DToff: 0.6456

Relative to 2010 DToff: 1.379
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I.10 2009 + 2010 Before Guide Contamination Flipper ON Loading

145 DT cycles with total background rates computed on [414s, 514s]:
swt: 2.88± 0.1697 s−1

SCSmon: 5.30± 0.2302 s−1

Beta: 60.94± 0.7806 s−1

63 R cycles with total background 1.24± 0.1114 s−1 computed on [409s, 509s]
R spectrum normalization is 2.7388, computed on [203s, 212s]

DT Clean [200s, 225s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

201 [201, 224] 71230± 261 1.68± 0.00622 16095± 39 19.48± 0.0728 8.5
201 [202, 224] 82341± 462 1.49± 0.0055 16937± 40 18.43± 0.0649 2.92
201 [203, 224] 68465± 608 1.66± 0.0075 16416± 40 19.05± 0.0695 1.70
201 [204, 224] 52021± 707 1.90± 0.0114 15914± 40 19.69± 0.0746 0.99
201 [205, 224] 44135± 899 2.05± 0.0159 15702± 41 19.96± 0.0770 0.96
201 [204, 225] 52100± 709 1.90± 0.0113 15924± 40 19.67± 0.0710 0.92
201 [204, 223] 51954± 4342 1.90± 0.0966 15904± 310 19.70± 0.4586 1.06

DT Unload [225s, 414s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 414] 5442± 102 1.45± 0.0254 60.43± 3.88 28.48± 1.41 2.46
225 [226, 414] 3340± 124 1.90± 0.0464 45.91± 3.04 33.56± 1.69 1.50
225 [227, 414] 2358± 146 2.23± 0.0766 41.34± 2.88 35.65± 1.86 1.30
225 [228, 414] 2515± 261 2.17± 0.1029 41.87± 2.98 35.39± 1.87 1.30
225 [229, 414] 2578± 452 2.15± 0.1457 42.00± 3.09 35.33± 1.90 1.31
225 [227, 409] 2355± 145 2.23± 0.0767 41.15± 2.88 35.81± 1.89 1.23

225.5 [227, 414] 1884± 107 2.23± 0.0801 40.77± 2.84 35.65± 1.86 1.30
224.5 [227, 414] 2952± 203 2.23± 0.0768 41.93± 3.17 35.64± 2.08 1.30

R Unload [225s, 409s]

t0 [s] Fit Range [s] A1 τ1 [s] A2 τ2 [s] χ2/ν

225 [225, 409] 1885± 63 1.54± 0.0522 47.57± 3.09 29.39± 1.39 1.42
225 [226, 409] 1127± 70 2.12± 0.0979 38.95± 2.75 32.86± 1.64 1.09
225 [227, 409] 858± 87 2.44± 0.1565 36.55± 2.74 34.00± 1.77 1.06
225 [228, 409] 714± 111 2.66± 0.2256 35.53± 2.80 34.52± 1.85 1.06
225 [229, 409] 664± 157 2.74± 0.3092 35.26± 2.88 34.66± 1.90 1.07
225 [227, 404] 858± 87 2.44± 0.1561 36.55± 2.75 34.01± 1.78 1.08

225.5 [227, 409] 699± 62 2.44± 0.1548 36.02± 2.68 34.00± 1.77 1.06
224.5 [227, 409] 1053± 119 2.44± 0.1546 37.10± 2.84 34.00± 1.78 1.06

Trapped Lifetimes from SCSmon and Beta DT timing spectra fit on [227s, 514s]:
τscs = 38.80± 0.7804s (χ2/ν = 1.48)
τbeta = 37.36± 0.4634s (χ2/ν = 1.13)
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R spectrum normalization for comparison to other data sets:

Relative to 2009 DTon: 0.8590*

Relative to 2010 DTon: 1.8798

*Run# 12509 is not included in the 2009+2010 DTon sum.
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APPENDIX J

UCNA Simulation Parameter Space Coverage

Ideally, for each pair of off and on summed data sets in Appendix I, a set of Monte Carlo
parameter values corresponding to a global simultaneous minimum χ2 between the switcher
and SCS monitor timing spectra and the Monte Carlo predictions of those spectra, along
with χ2 = (χ2)min + 1 error contours, should be determined. Performing the calculations
described in Section 8.3 at each set of parameter values so determined would then give the
necessary Monte Carlo inputs for the analysis of each data set. Unfortunately, execution and
data reduction of a single simulation with statistics sufficient to make reasonable comparisons
with data presently requires five days on available clusters, making a complete exploration of
the parameter space a lengthy task. As a result, an ongoing program of calculations designed
to produce initial results and then gradually refine them as additional simulations become
available is underway. The basic approach is as follows:

(1) Using physically sensible parameter values including the central value of c2 determined
in Chapter 6 and independent variations of lpb, dpb, and spec, tune the simulation so
that it reasonably reproduces the observed 2008on data set. In this initial coarse tune,
the goal is to get agreement between the experimentally determined time constants and
time constants extracted from the simulated spectra at the 20% level. Note that any
determination of dpb in this manner will be highly correlated with the value of c2 since
together they are responsible for roughly half of the slow component of the switcher
unload spectrum. This is the reason for choosing to tune the model using an on-loading
simulation; in this case the spin flipper does not contribute during the unloading phase
and its effect during the cleaning phase should be minimized since the switcher timing
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spectrum is dominated by the large polarized population.1

(2) Use the parameter values determined in (1) to obtain the Monte Carlo inputs required for
analysis up to the point of the flipper efficiency correction.2

(3) Perform DT simulations incorporating large independent variations to the values of Glpb,
Tlpb, CuPot, QPot, specCu, and specBe in order to aid in the determination of a more
refined set of parameters.

(4) Use the results of (3) and the values of dpb and c2 resulting from (2) to define a parameter
space grid over which to perform DT and R simulations which is expected to provide
analysis inputs for both the 2008 and 2009 geometries as well as provide error estimates
for those inputs.

Results from the final step may be used to further refine the parameter space grid, investigate
correlations between parameter values, and test the effect of different microscopic physics
models.

Starting with the results of step (1), all simulations completed at the time of writing are
listed in Table J.1 and Table J.2. Fig. J.1 shows a comparison between the simulations resulting
from this step and the 2008 DT and R switcher spectra, and Fig. J.2 presents a comparison
between the 2008 time constants and time constants extracted from these simulations. The
results of (3) are also provided on the following pages (Figs. J.3 - J.9). These plots show
how the time constants (as well as χ2/ν between data and simulation) depend on individual
parameters, and allow extraction of expanded parameter error estimates (via quadratic fits
to the plots of χ2/ν). Combining those estimates with the values in Table 8.10 suggests the
following initial parameter space grid for step (4):

Parameter Low Value Central Value High Value

CuPot [neV] 60 160 200
QPot [neV] 100 200 300

specCu 0.94 0.90 0.98
specBe 0.1 0.5 0.9
Glpb 7× 10−4 1× 10−4 1.5× 10−3

Tlpb 7× 10−4 1× 10−4 1.5× 10−3

dpb 1× 10−7 8× 10−7 2× 10−6

c2 0.1 0.4 1.4

1In the on-loading case the spin flipper can have a substantial effect on the depolarized population which
develops, but dpb will simply adjust to compensate. (At the level of precision in these calculations, differences
between the shape of the unload switcher timing spectrum from materially depolarized UCN and from miss-flipped
UCN is probably not significant.)

2This step corresponds to simulations 78, 81, and 93 - 99 in Table J.1 and Table J.2.
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Table J.1: Table of simulation parameter space coverage (part I). The parameter sets currently serving as baseline for the 2008 summed
data sets are highlighted in yellow. Values for χ2/ν are calculated between the simulation and the corresponding (i.e. DToff, DTon,
Roff, or Ron) background subtracted summed switcher timing spectrum. In all cases the simulated spectrum was normalized to the
background subtracted data spectrum based on the number of counts in the interval [4s,25s] (with 0 s the start of the clean interval).
Since the detailed behavior of the switcher dominates the short-time behavior of the clean spectrum, χ2/ν was calculated from 5 s after
the commencement of the clean phase to the end of the unload phase.

sim# CuPot [neV] QPot [neV] specCu specBe Glpb Tlpb dpb c2 Models Type 2008 χ2/ν 2009 χ2/ν

30
168 200 0.96 0.90 4e-4 4e-4 5e-6 0 1,4,5

DToff super-AFP-barrier
– –

31 DToff super-Cu-barrier
119

168 200 0.96 0.90 4e-4 4e-4
1e-6

0 1,4,5
DTon super-AFP-barrier

– –121 1e-6 DTon reference #1
120 3e-6 DTon super-Cu-barrier
127 3e-6 DTon reference #2
123

168 200 0.96 0.90 4e-4 4e-4 3e-6 0 1,4,5
DToff super-AFP-barrier

– –124 DToff super-Cu-barrier
125 DToff reference
78 DTon 4.64 3.40
81

168 200 0.96 0.90 4e-4 4e-4 2e-6 1.36 1,4,5
Ron 9.51 17.15

82 168 200 0.96 0 4e-4 4e-4 1e-6 1.36 1,4,5 DTon 4.84 4.82
83 100

200 0.96 0 4e-4 4e-4 1e-6 1.36 1,4,5 DTon
1.55 1.74

84 200 8.10 7.18
85

168 200
0.92

0 4e-4 4e-4 1e-6 1.36 1,4,5 DTon
2.59 2.50

86 1.0 28.65 14.60
87

168 200 0.96
0.5

4e-4 4e-4 1e-6 1.36 1,4,5 DTon
5.87 5.65

88 1.0 3.93 4.58
89

168 200 0.96 0
1e-4

4e-4 1e-6 1.36 1,4,5 DTon
6.71 9.19

90 1e-3 4.55 4.14
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Table J.2: Table of simulation parameter space coverage (part II). The parameter sets currently serving as baseline for the 2008 summed
data sets are highlighted in yellow. Values for χ2/ν are calculated between the simulation and the corresponding (i.e. DToff, DTon,
Roff, or Ron) background subtracted summed switcher timing spectrum. In all cases the simulated spectrum was normalized to the
background subtracted data spectrum based on the number of counts in the interval [4s,25s] (with 0 s the start of the clean interval).
Since the detailed behavior of the switcher dominates the short-time behavior of the clean spectrum, χ2/ν was calculated from 5 s after
the commencement of the clean phase to the end of the unload phase.

sim# CuPot [neV] QPot [neV] specCu specBe Glpb Tlpb dpb c2 Models Type 2008 χ2/ν 2009 χ2/ν

91
168 200 0.96 0 4e-4

1e-4
1e-6 1.36 1,4,5 DTon

40.18 31.13
92 1e-3 7.61 12.79
100

168 200 0.96 0.90 4e-4 4e-4
3e-6

1.36 1,4,5 DToff
10.19 77.27

101 4e-7 6.22 17.74
102

168 200 0.96 0.90 4e-4 4e-4 1e-6
0.75

1,4,5 DToff
6.88 17.68

103 2.09 7.68 75.26
108

168 200 0.96 0.90
4e-4

4e-4
8e-7 1.36

1,4,5 DToff
6.81 18.15

110 4e-4 1e-6 0.4 6.87 17.49
112 7e-4 1e-6 1.36 5.72 14.87
109

168 200 0.96 0.90 4e-4 4e-4
8e-7 1.36

1,4,5 DTon
5.68 6.20

111 1e-6 0.4 5.51 4.83
93

168 200 0.96 0.90 4e-4 4e-4

1e-6 1.36

1,4,5

DToff 6.78 74.30
94 1e-6 1.36 Roff 12.76 29.50
95 3e-6 0.75 DToff 9.50 74.92
96 4e-7 2.09 DToff 7.00 18.24
97 3e-6 0.75 DTon 5.66 6.80
98 4e-7 2.09 DTon 5.79 7.94
99 1e-6 1.36 DTon 6.06 6.91
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Figure J.1: Comparison of the 2008 DT and R switcher timing spectra (blue) and corresponding
simulations (red). The spectra are normalized to each other by requiring that the total number
of counts in the clean spectrum starting two seconds after the peak are the same. Note
that the poor agreement between the flipper-on clean spectra and the flipper-off unload
spectra suggests that better all-around agreement might be obtained by increasing spin flipper
efficiency and reducing dpb, as Table 8.10 suggests. Note also that the rapid drop in rate at the
commencement of the unload phase which the simulations predict is not seen in the 2008 data,
but is observed in the 2009 data. The cause of this feature change is still under investigation,
but it seems to be a transport effect and not related to timing jitter in the summed data sets.
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Figure J.2: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν
from Tables J.1-J.2 as a function of simulation number for the current baseline simulations.
Horizontal bands indicate the corresponding values (and errors) extracted from the 2008
summed data sets.
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Figure J.3: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν from
Tables J.1-J.2 as a function of the loss-per-bounce probability assigned to all surfaces between
the decay trap and the switcher. Horizontal bands indicate the corresponding values (and
errors) extracted from the 2008 summed data sets. Values presented are from simulations 82,
89, and 90.
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Figure J.4: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν
from Tables J.1-J.2 as a function of the loss-per-bounce probability assigned to the decay trap.
Horizontal bands indicate the corresponding values (and errors) extracted from the 2008
summed data sets. Values presented are from simulations 82, 91, and 92.
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Figure J.5: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν from
Tables J.1-J.2 as a function of the material potential assigned to all Cu surfaces. Horizontal
bands indicate the corresponding values (and errors) extracted from the 2008 summed data
sets. Values presented are from simulations 82, 83, and 84.
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Figure J.6: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν from
Tables J.1-J.2 as a function of the specularity assigned to all Cu surfaces. Horizontal bands
indicate the corresponding values (and errors) extracted from the 2008 summed data sets.
Values presented are from simulations 82, 85, and 86.
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Figure J.7: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν
from Tables J.1-J.2 as a function of the specularity assigned to the Be decay trap windows.
Horizontal bands indicate the corresponding values (and errors) extracted from the 2008
summed data sets. Values presented are from simulations 82, 87, 88, 93, and 99.
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Figure J.8: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν from
Tables J.1-J.2 as a function of the depolarization probability per bounce assigned all surfaces in
the experimental geometry. Horizontal bands indicate the corresponding values (and errors)
extracted from the 2008 summed data sets. Values presented are from simulations (93, 99, 100,
101) (circle), (95, 97, 102) (square), and (96, 98, 103) (triangle).
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Figure J.9: Comparison of the drain times, trapped lifetime, and the value of 2008 χ2/ν from
Tables J.1-J.2 as a function of the flipper efficiency coefficient c2. Horizontal bands indicate
the corresponding values (and errors) extracted from the 2008 summed data sets. Values
presented are from simulations (93, 99, 102, 103) (circle), (95, 97, 100) (square), and (96,98,101)
(triangle).
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APPENDIX K

The Effect of Transport Efficiency and Spin Flipper Inefficiency on UCNA

Polarimetry

The general analytical framework developed in Chapter 8 to determine the polarization during
UCNA beta decay measurements assumed that the spin flipper was perfectly efficient and
that the transport efficiencies to the switcher detector for wrong-spin and right-spin UCN
were approximately equivalent. Corrections due to departures from these ideal conditions
were then studied with Monte Carlo simulations. A more intuitive understanding of these
potential corrections may be developed by creating a simple analytical model which describes
the effects. The purpose of this Appendix is to present such a model.

Fig. K.1 depicts how detection of right-spin and wrong-spin UCN in both the flipper-
off and flipper-on case depends on the transport efficiencies through the low field region
between the SCS and the AFP Magnet and on the spin flipper efficiency. If N− represents
the equilibrium number of high-field seeking UCN at the end of a loading period and N+

represents the equilibrium number of low-field seeking UCN at the end of the same loading
period, then while the actual depolarized fraction at the end of the loading phase is (assuming
high spin flip efficiency and low depolarization) N+

N− for the flipper-off loading case and N−
N+

for
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Figure K.1: Pictorial representation of the different (first-order) histories which high-field and
low-field seeking UCN experience during flipper-on and flipper-off depolarization measure-
ment intervals. ε> and ε< represent, respectively, the transport efficiencies through the low
field region between the SCS and AFP Magnet for high-field seeking and low-field seeking
UCN, and ε represents the efficiency of the spin flipper.
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the flipper-on loading case, Fig. K.1 shows that the measured1 depolarized fractions are

ξoff = ε
N+

N−
ε<
ε>

+ (1− ε) (K.1)

ξon =
1
ε

N−
N+

ε>
ε<

, (K.2)

where we have assumed that N+ � N− in the flipper-on loading case. Note that the second
term in Eq. (K.1) represents the flipper efficiency correction necessary for a flipper-off loading
measurement. Notice also that in this simple model only the ratio of the transport efficiencies
enters, and that this ratio serves to make ξoff appear smaller while it makes ξon appear
larger. (In other words, if transport efficiency corrections are required they will act to increase
the measured flipper-off loading depolarized fraction and decrease the measured flipper
on depolarized fraction.) In real measurements, however, where the right-spin and wrong-
spin populations are measured at different times, one must remember that these transport
efficiencies are expected to change with time as the UCN spectrum evolves.

If we now let F represent the flux (UCN/s) into the experiment during the loading phase
of a particular measurement, then the equilibrium number of UCN which develop for the two
different loading states can be estimated as

N− = F τ−

N+ = F τ−βδτ(+)

}
Flipper-OFF Loading (K.3)

N+ = F τ+ε

N− = F τ−(1− ε) +F τ+εβδτ(−)

}
Flipper-ON Loading, (K.4)

where τ−/+ are the load equilibrium time constants for high/low-field seeking UCN, τ(−)/(+)

are the lifetimes for high/low-field seeking UCN trapped in the system by the spin flipper, β is
the average number of bounces per second a UCN in the experimental geometry experiences
(assumed for simplicity to be the same for both high- and low-field seeking UCN), and δ is
the average depolarization per bounce probability of UCN in the experimental geometry (also
assumed to be the same for high- and low-field seeking UCN). Using Eq. (K.3) in Eq. (K.1)
and Eq. (K.4) in Eq. (K.2) results in the following expressions for the depolarized fractions

1Note that here we mean the depolarized fraction "measured" at the end of the load. In reality, the polarized
and depolarized populations are measured at different times and so must be properly extrapolated back to what
would have been measured at the end of the loading period.
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Figure K.2: Actual and measured depolarized fractions predicted by Eqs. (K.3)-(K.4) and
Eqs. (K.5)-(K.6) for flipper-off and flipper-on loading as a function of spin flipper efficiency for
σ = 1.0 and σ = 0.7. The other model parameters were given the following values: β = 40,
τ− = τ+ = 25 s, τ(−) = τ(+) = 50 s, δ = 1× 10−6.

which would be measured immediately following the loading period:

ξoff = σ ε β τ(+) + (1− ε) (K.5)

ξon =
1
σε

τ−
τ+

(1− ε)

ε
+

1
σε

β δ τ(−), (K.6)

where σ ≡ ε<
ε>

.
While Eqs. (K.1)-(K.2) are the important ones for understanding the corrections which

must be made to raw depolarized fractions, Eqs. (K.5)-(K.6) are useful in predicting the
relative sizes of the uncorrected depolarized fractions obtained from flipper-off loading and
flipper-on loading measurements. This difference is important to understand because it is
directly observable and can be used (as in Chapter 8) to extract information about the size of
the spin flipper inefficiency correction from the depolarization measurements alone. Fig. K.2
shows the predictions of the model described here as a function of spin flipper inefficiency for
two different values of σ. The difference in ξoff and ξon from these predictions is plotted as a
function of spin flipper efficiency in Fig. K.3, and shows that some difference in the transport
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Figure K.3: Difference between the measured depolarized fraction in on-loading and off-
loading as a function of spin flipper efficiency for the two values of σ from Fig. K.2.

efficiencies is not necessarily bad in this context since it helps separate the measured values
of ξoff and ξon, allowing for a better determination of the spin flipper efficiency correction
(assuming that σ is known sufficiently well). Note also that the model described here predicts
that there will be combinations of σ and spin flipper efficiency such that the flipper-off loading
transport efficiency correction exactly cancels the spin flipper efficiency correction.

375


