
ABSTRACT 

DOZIER, GERRY VERNON. Constraint Processing Using Adaptive Microevolution
ary /Systematic Hill-Climbing. (Under the direction of James Anthony Bowen and 
Dennis Rex Bahler) 

Evolutionary Algorithms (EAs) are powerful search procedures based on the evo-

lutionary process of natural selection (survival of the fittest). Unlike most traditional 

search algorithms which operate on a single candidate solution (CS), EAs operate on 

a population of CSs. After an initial population of randomly generated CSs has been 

produced, each CS in this population is assigned a fitness by an evaluation function. 

CSs within the population are selected to be parents based on their fitness. The par-

ents create offspring (which are also CSs) by mating (recombining) with other parents 

and/or mutating themselves slightly. The offspring are then evaluated to determine 

their fitness and are added to the population, usually replacing less fit CSs. This 

process of selecting parents and allowing them to procreate based on their fitness is 

repeated until a satisfactory CS has been evolved. 

In this dissertation, we present a class of adaptive microevolutionary/systematic 

hybrids for solving CSPs which outperforms pure evolutionary search as well as pure 

hill-climbing. The most sophisticated hybrid in this class uses a technique known as 

opportunistic arc revision to reduce the size of the search space and to realize when 

to quit if a problem has no solution. 
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1 Introduction 

Evolutionary Search is the field of study devoted to the understanding and imple

mentation of problem-solvers based on natural evolutionary processes. Over the past 

30 years this field has seen a great amount of growth [48]. Evolutionary Search has 

been shown to outperform traditional search techniques on many problems. 

1.1 What is Evolutionary Search? 

Evolutionary Search is a problem-solving paradigm based on simulated evolution. 

Search algorithms based on this paradigm are commonly referred to as Evolutionary 

Algorithms (EAs). Unlike most search algorithms, which operate on a single candi

date solution (CS), EAs operate on a population of individuals where each individual 

represents a CS. The population of individuals maintained by a 'typical' EA may be 

as small as 20 or possi bly as large as few thousand. 

After an initial population of randomly generated individuals has been produced, 

each individual in this population is assigned a fitness by an evaluation function. 

Individuals within the population are selected to be parents based on their fitness. 

The parents create offspring (which are also individuals that represent CSs) by either 

mutating themselves slightly, mating with other parents or both. The offspring are 

then evaluated to determine their fitness and are added to the population, usually 

replacing lesser fit individuals in order to keep the population size constant. This 
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process of selecting parents and allowing them to procreate based on their fitness is 

repeated until an individual representing a satisfactory CS has been evolved. 

1.1.1 The Three Primary Evolutionary Search Concepts 

The field of Evolutionary Computation is basically composed of three primary 

Evolutionary Search concepts [19, 48]. They are as follows: 

1. Evolution Strategies [2], developed by Rechenberg, 

2. Evolutionary Programming [31], developed by Fogel and 

3. Genetic Search [39], developed by Holland. 

Each of these concepts were developed independently in the 1960's to solve a variety 

of optimization and machine learning problems [2, 19, 58] 

Evolution Strategies were originally developed as an evolutionary attempt for solv

ing function optimization problems. Growing interest in this concept is largely due 

to the pioneering work of Rechenberg [2], Schwefel [58] and others. Search algorithms 

based on the Evolution Strategy Concept are called Evolution Strategies (ESs). ESs 

discover solutions to function optimization problems by evolving populations of indi

viduals in the form of real-valued vectors via sexual reproduction and mutation, with 

mutation the primary means of reproduction [2, 29]. 

Evolutionary Programming was originally developed for solving problems involv

ing prediction by evolving populations of inp.ividuals in the form of finte-state ma

chines. This concept uses mutation exclusively [31]. Many experiments have been 
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conducted by Lawrence Fogel using various forms of sexual reproduction but his con

clusions suggest that sexual reproduction is of no practical benefit in the context 

of evolving finite-state machines. This evolutionary concept has been proven to be 

both a popular and versatile problem solving technique due in part by the pioneering 

research of Fogel's son, David Fogel, [29,58]. David Fogel has extended the Evolution

ary Programming concept to one that evolves populations of individuals in the form 

of real-valued vectors, similar to the type of individuals evolved by ESs, in addition 

to finite-state machines. Search algorithms based on the Evolutionary Programming 

concept are called Evolutionary Programs (EPs). 

Genetic Search was originally developed as an evolutionary attempt for solving 

a wide variety of problems through the use of evolutionary adaptation [18, 39] This 

concept, perhaps, is the most widely known of the three. Its populatity can be 

attributed primarily to the pioneering work of such researchers as Ackley [1], Davis 

[14], Dejong [16], Goldberg [35] and Grefenstette [36]. Search algorithms based on 

this Genetic Search concept are commonly referred to as Genetic Algorithms (GAs). 

GAs are adaptive systems that evolve populations of individuals in the· form of fixed

length strings and use sexual reproduction as their primary form of procreation. 

1.1.2 The Evolution of Evolutionary Search 

Since the development of the three primary evolutionary search concepts the whole 

notion of evolutionary search itself has evolyed. Researchers have developed addi

tional (hybrid) evolutionary search concepts by: 
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• combining two or more of the primary evolutionary search concepts, or 

• slightly modifying anyone of the primary evolutionary search concepts. 

Two of the more widely known new evolutionary search concepts to evolve from 

the primary three concepts are Genetic Evolutionary Programming [47] and Genetic 

Programming [42]. 

The concept of Genetic Evolutionary Programming was developed by Michalewicz 

and is a blend of the three primary Evolutionary Search techniques. This concept is 

very similar to Genetic Search except for the following differences: 

1. individuals in the form of data structures 'are evolved rather than fixed-length 

strings, and 

2. instead of using sexual reproduction as the primary method of procreation, 

mutation is used to a greater extent. 

Search algorithms based on this concept are referred to as Genetic- Evolutionary 

Programs (GEPs). 

The concept of Genetic Programming was developed by Koza and is very similar to 

Genetic Search. This concept is the result of applying Genetic Search as an evolution

ary means of software engineering. Instead of evolving fixed-length strings, Genetic 

Programming evolves individuals in the form of LISP code in an effort to develop 

LISP programs. Algorithms based on this concept are called Genetic Programs. 
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1.2 Some Applications of Evolutionary Search 

EAs have been applied successfully to a variety of areas such as function opti

mization [58], neural networks [51], classifier systems [6], scheduling [12, 67], aircraft 

design [9], pattern recognition [32], DNA analysis [44], NP-Complete problems [67], 

and machine learning [32], among others. Despite the promise and success of Evo

lutionary Search, only a few researchers have sought to apply EAs to the area of 

Constraint Processing in an effort to solve Constrained Optimization [12, 30, 47, 61] 

and Constraint Satisfaction [13, 22, 25, 38, 55] problems. 

1.3 What Then is Microevolutionary Search? 

Microevolutionary Search can be described as Evolutionary Search using EAs 

with very small population sizes (population size < 20 individuals) known as Mi

croevolutionary Algorithms (MEAs). Interest in Microevolutionary Search is rapidly 

increasing because it has been discovered that for some problems MEAs are able 

to find solutions quicker than EAs with larger population sizes. Rechenberg's orig

inal Evolution Strategy, (1 + 1 )-ES [2], is an example of one of the earliest forms of 

Microevolutionary Search; the (l+l)-ES algorithm used a population size of 2. 

The first GA researcher to study Microevolutionary Search was Goldberg [34]. 

His research suggested that the optimal population size for function optimizing GAs 

running on serial processors, regardless of the length of the individuals l evolved, 

1 Remember, GAs evolve populations of individuals in the form of fixed-length strings 
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should be 3. 

Other researchers have applied Microevolutionary Search in various ways. Kr

ishnakumar [43] developed a MEA which was successful at tracking non-stationary 

wind-shear evironments. Krishnakumar's MEA used a population size of 5. Karr 

[40, 41] developed MEAs for air-injected hydrocyclone optimization as well as for 

adaptive fuzzy logic control. Dozier et al. [22] developed two MEAs for solving small 

and large scale instances of the N-Queens Problem. Their MEAs used a population 

size of 6. Also Homaifar et al. [38] and Eiben et al. [25, 26] have experimented with 

MEAs which used population sizes of 10 to solve a variety of classical AI problems. 

1.4 Scope of the Work 

In this thesis, we illustrate how the concept of Microevolutionary Search can 

be combined with techniques borrowed from hill-climbing [49, 50, 52, 53] and arc 

consistency [46], two effective systematic search concepts, to form anew, robust, 

adaptive micro-evolutionary search technique for solving a wide variety of Constraint 

Satisfaction Problems (CSPs). The result of our work is a class of adaptive micro

evolutionary search hybrids which outperform pure adaptive evolutionary search as 

well as pure hill climbing search. 

These hybrids evolve populations of individuals in the form of stochastic hill

climbers rather than fixed-length strings or data structures, allow the parents them

selves to determine how they are to create pffspring based on experience inherited 

from ancestors and are capable of avoiding or escaping local optima. The most so-
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phisticated of these hybrids incorporate the concept of arc reVlSlon which lies at 

the heart of arc consistency algorithms [46] that are often used by systematic CSP 

problem-solvers. These hybrids use arc revision to opportunistically reduce the size 

of the search space and to realize when to terminate search if the problem at hand 

has no solution due to arc inconsistency. 

As noted earlier, only a few researchers have applied EAs to the area of Constraint 

Processing in an effort to solve CSPs. Most of these researchers have applied their 

EAs only to classical AI benchmark problems such as the N-Queens Problem, Graph 

Coloring, and the Zebra Problem. Until now, no one has applied EAs to solve a 

wide variety of CSPs in an effort to observe and document their performance. Our 

test suite consists of 18 small and large-scale instances of the N-Queens Problem, 50 

instances of a new benchmark called the Restricted Confused Queens Problem, and 

750 randomly generated CSPs. 

1.5 Previous EA Work on Constraint Satisfaction 

The pioneering researchers of Evolutionary Constraint Satisfaction and their work 

is as follows. Homaifar et al. [38] developed EAs that used a variety of sexual and 

mutation reproductive schemes to solve the 20, 50, 100 and 200-Queens Problem. 

The pepulation size of Homaifar's EAs ranged from 10-100 individuals. 

Crawford [13] used a well-known EA called GENITOR [68] to solve instances of 

the N-Queens Problem. This EA used specjal reproductive operators that are not 

applicable to a wide variety of Constraint Satisfaction Problems. Crawford's EAs 
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used population sizes of 1000 and 2000 individuals to solve the 10, 20, 50, 100, 150, 

200, 500 and 1000-Queens Problems. 

Eiben et al. [25, 26] developed a variety of heuristic-based sexual and asexual 

reproductive schemes. Eiben applied his EAs, which ranged in population size from 

10-400 individuals, to large-scale instances of the N-Queens Problem, the Graph Col

oring Problem, and the Zebra Problem. Eiben's EAs were able to find solutions to 

the most difficult Graph Coloring Problems 56% of the time and the Zebra Problem 

42%. 

Paredis [55] developed a co-evolutionary approach which evolved a population 

of individuals along with a competing population of parasites in an effort to solve 

general CSPs. He used this approach to solve the 50-Queens Problem. Although his 

co-evolutionary concept only solved the 50-Queens Problem 70% of the time, Paredis' 

work lays a firm foundation for future development in the area of co-evolutionary and 

ecological-based constraint satisfaction. 

1.6 Outline of Thesis 

The rest of this thesis is organized as follows. Chapter 2 provides a brief intro

duction to the area of Constraint Processing, Chapter 3 provides a brief introduction 

to a few systematic search techniques traditionally used to solve CSPs and Chapter 4 

provides the reader with an overview of the Genetic Search Concept. Chapters 5 and 

6 present in detail two MEAs, MEAl and MEA2, which evolve populations of partial 

hill-climbers. Chapter 7 describes two Microevolutionary /Hill-Climber hybrids that 
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use a Breakout Management Mechanism to escape local optima, Chapter 8 describes 

a microevolutionary hybrid that evolves a population of hill-climbers and Chapter 

9 describes two similar hybrids that differ only in the type of heuristic used by the 

population of hill-climbers evolved by each of these systems. Chapter 10 presents two 

fairly sophisticated hybrids that in addition to evolving populations of hill-climbers 

use information collected during the evolutionary search to opportunistically prune 

the search space at hand. The end result is that these two hybrids can realize when 

a problem has no solution and terminate their search. Chapter 11 presents our con

clusions as will as some interesting ideas for further research. 



2 An Overview of Constraint 
Processing 
2.1 What is a Constraint Network? 

A constraint network [7] is a triple (U, X, C) in which 

• U is a universe of discourse. 

• X is a non-empty, finite tuple of q non-recurring objects, and 

• C is a non-empty, finite set of r constraints, C1(T1 ), ••• , Cr(Tr), with the fol

lowing characteristics: 

1. Ck(Tk) E C restricts the values that may be assumed by the ak members 

of Tk , a sub-tuple of X; 

This definition admits the possibility that domains and constraints may be either 

finite or infinite sets and may be specified either extensionally or intensionally. The 

overall I).etwork constitutes an intensional specification of a q-ary relation on uq. 

This q-ary relation is called the intent of the network and may be defined as 

follows: the intent of a constraint network (U, X, C), written ITu,x,c, is the joint 

possibility distribution for the values of the objects involved in the network. That is, 

ITu,x,c = C1 (X) n ... n Cr(X), where, for each constraint Ck(Tk) in C, Ck(X) is its 
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cylindrical extension in uq. 

We can define three forms of Constraint Satisfaction Problem (CSP) based on 

constraint networks: 

1. The Decision CSP: Given a network (U, X, C), decide whether Ilu,x,c is non-

empty. 

2. The Exemplification CSP: Given a network (U, X, C), return some tuple from 

Ilu,x,c, if Ilu,x,c is non-empty, or nil otherwise 

3. The Enumeration CSP: Given a network (U, X, C), return Ilu,x,c. 

The rest of this thesis will focus on binary constraint networks1 , where every 

constraint has two arguments, and on the Exemplification CSP. A binary network 

can also be viewed as a graph where each object is a node and each constraint is an 

edge which connects two nodes. 

A binary constraint Ck(Xk,l,Xk,2) restricts the values that can be assigned to 

Xk,l and X k,2' The Tightness of Ck(Xk,b X k,2) is the ratio of the number of tuples 

disallowed by the constraint Ck(Xk,ll Xk,2) to the number of tuples in Dk,l x Dk,2' 

The Average Constraint Tightness of a binary constraint network is the sum of 

the tightness of each constraint divided by the number of constraints in the network 

[4]. 

The Density of a constraint network is the ratio of the number of constraints in 

the network to the total number of constraints possible [4]. The maximum possible 

1 Any Constraint Network can be transformed into a binary one. 
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number of constraints for a binary constraint network is (q2 - q)/2 and the density is 

2r/(q2 - q), where q is the number of parameters, and r the number of constraints, 

in the network. A network density of 1.0 means that the network is fully connected 

and that a value assigned to an object constrains the values that can be assigned to 

every other object. 

2.2 Our Test Suite 

The problem suite we employ to test our algorithms consists of 18 small and large 

scale instances of the N-Queens Problem, 750 Randomly Generated CSPs and 50 

instances of the Restricted Confused Queens Problem. 

2.2.1 The N-Queens CSPs 

Eighteen instances of the N-Queens problem [46, 54] were used to compare our 

MEAs with a well known hill-climbing algorithm. Instances of the N-Queens Problem 

are CSPs in which N queens must be placed on an N x N chessboard in a ~onfiguration 

such that none of the queens are able to attack any another. The N-Queens Problem 

has been used by many researchers as a bench mark for determining the effectiveness 

of a search algorithm. It has been widely used because it is easy to represent, the 

density of the constraint network is 1.0, and the tightness of each constraint varies 

between 0.0 to 1.0 for the N(N -1)/2 constraints. The set of constraints for instances 

of the N-Queens problem can be defined as follows, where V(qi) is the column in which 

the ith queen is placed, and C(i,j) represents the constraint between queens i and j 
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where i i- j: 

C(" ") _ {violated if V(qi) = v(qj) or Iv(qi) - v(qj)1 = Ii - jl 
Z,) - satisfied otherwise 

In instances of the N -Queens problem, the average constraint tightness decreases 

as N increases. The average constraint tightness I(N) for an instance of the N-Queens 

problem can be calculated by the following equation [54]: 

_() 7 2 
t N = 3N - 3N2' 

We divided instances of the N -Queens problem into small and large-scale CSPs. 

Instances for which N was less than 100 were considered small-scale CSPs [49] and 

instances for which N was greater than or equal to 100 were considered as large-scale 

CSPs. The average constraint tightness for the 18 instances of the N-Queens Problem 

used in our test suite are as follows: 

N -Queens Problem 
N I(N) N I(N) 
10 0.227 100 0.0232 
20 0.115 200 0.0117 
30 0.077 300 0.0078 
40 0.058 400 0.0058 
50 0.046 500 0.0047 
60 0.039 600 0.0039 
70 0.033 700 0.0033 
80 0.029 800 0.0029 
90 0.026 900 0.0026 

2.2.2 Randomly Generated CSPs 

In addition to the 18 instances of the N-Queens problem, we also created 750 

randomly generated CSPs. Each of the randomly generated CSPs used to test IDM 
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and our MEAs can be viewed as a triple (n, d, 1) where n is a randomly selected 

value within the interval 10 .. 20 and represents the number of parameters in the CSP 

as well as the domain size for each of those parameters, d is the network density 

and 1 is the average constraint tightness; values for d and 1 are taken from the set 

{0.1, 0.3, 0.5, 0.7,0.9}. 25 (d,1) classes of randomly generated CSPs were created. For 

each of these (d, 1) classes a total of 30 instances were randomly generated, making a 

total of 750 randomly generated CSPs. 

2.2.3 Restricted Confused Queens CSPs 

The Restricted Confused Queens Problem (RCQP) is a generalization of Nadel's 

Confused Queen's Problem (CQP) [54]. The Confused Queen's Problem is the com

plement of the N-Queens Problem. A solution to the CQP is a configuration where 

each queen is able to attack every other queen. The network density of the CQP is 

1.0 and the average constraint tightness of an instance of the CQP is 1 - t(N) where 

N is the number of queens. The average constraint tightness of instance~ of the CQP 

increases as N increases. 

In the RCQP, each queen has constraints imposed on it that restrict the number 

of queens it is permitted to attack as well as a queen's attack range. Queen A is said 

to have successfully attacked Queen B if A and B are allowed to attack one another 

and B is within the attack range of A. The objective in solving the RCQP is to place 

N queens on an N x M board in such a way that each queen can attack every other 

queen that it is permitted to attack. 
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By being able to determine which queens are permitted attack one another and 

the attack range for each set of queens, one can control the density and average 

constraint tightness of instances of the RCQP. The set of constraints for instances of 

the RCQP can be defined as follows, where v( qi) is the column in which the ith queen 

is placed, C(i,j) represents the constraint between queens i and j where i =I- j, A(i,j) 

indicates whether i and j can attack one another, R(i,j) is the attack range of qi and 

qj for C(i,j): 

{ violated A(i,j)andlv(qi) - v(qj)1 ;::: R(i,j) 
C( i, j) = satisfied otherwise 

One can vary the density of the network by varying the number of attacks in matrix 

A. Likewise, one can vary the tightness of each constraint C(i,j) by varying the value 

of R(i,j). Another desirable attribute of the RCQP is that all instances in which the 

constraint tightness of each constraint is less than 1.0 have at least one solution. These 

means that for the first time we can see how our algorithms perform on problem with 

I = 0.9. Also since the RCQP can be represented implicitly one can create large scale 

instances of the RCQP with varying averages of constraint tightness and density. 

A total of 50 instances of the RCQP were created to test IDM and three MEAs 

present~d in Chapters 8 and 9. Each of these instances has 50 parameters with the 

domain of each parameter consisting of 10 values. The constraints for each of these 

CSPs are all homogenous. This means that for each constraint C(i,j) the attack range 

for qi and qj was R(i,j) = Round((1 - I)(M - 1)/2) where i =I- j and M = 10 was 

the domain size of each parameter. 
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The 50 instances of the RCQP were divided into two classes of 25 instances each. 

Instances of the first class had a maximally even network topology. This means that 

the constraints of a network were distributed among the parameters as evenly as 

possible. Instances of the second class had a maximally uneven network topology, 

in which constraints of these networks were distributed among the parameters as 

unevenly as possible. Figure 2.1 presents some examples of maximally even and 

uneven network topologies for networks with five parameters V, W, X, Y, and Z. In 

Figure 2.1, a constraint between two parameters is represented by a an edge between 

the two parameters. The 25 instances of each of these classes correspond to a (d, I) 

subclass where d and 1 are again taken from the set {0.1,0.3,0.5,0.7,0.9 }. 
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Network Topologies 

Maximally Even Maximally Uneven 

4 Constraints V"-...... z1tw z w 

\ / 
Y--X Y X 

5 Constraints z/ v"-......w V .............. 

z1\/ \ / 
Y--X Y X 

6 Constraints z(\"/ z7Xl 
Y--X Y X 

7 Constraints z()?;w ~v 

Z /x/ 
Y--X Y X 

Figure 2.l. Examples of Maximally Even and Uneven Network Topologies 
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3 An Overview of Some 
Systematic Search Techniques 

In this chapter we will present a brief overview of two classes of systematic search 

techniques which have been applied to constraint processing. These two classes are: 

1. Backtrack Search Algorithms and 

2. Hill-Climbing Algorithms. 

They are referred to as systematic search techniques because they search in a deter-

ministic fashion. 

3.1 Backtrack Search Algorithms 

Backtrack search algorithms instantiate each parameter of a CSP sequentially 

from the ordered values representing their respective domains. If a value is found that 

does not conflict with any previously instantiated parameter then bac~track search 

tries to instantiate the next parameter in sequence. In backtrack search, instantiated 

parameters are called past parameters while the parameter that the algorithm is trying 

to find C!-n instantiation for, at any time, is called the current parameter. 

If all values within the domain of the current parameter violate at least one con

straint between the current parameter and some past parameter then the algorithm 

"backtracks" and tries to reinstantiate a past parameter by examining values of its 

domain that were not examined before the past parameter was last instantiated. 
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Many backtrack search algorithms have been devised. Three of the most well 

known are chronological backtracking, dependency-directed backtracking and back

marking. 

Chronological backtracking [54] is the simplest and most widely known backtrack 

search algorithm. When a current parameter cannot be instantiated the chronolog

ical backtracking algorithm tries to reinstantiate the most recent past parameter. 

Although chronological backtracking is simple, if is capable of causing a large num

ber of redundant constraint checks. For example, if the chronological backtracking 

algorithm were trying to instantiate parameter X4 and was unable to do so because 

every value in the domain of X4 violated a binary constraint with Xl, then the chrono

logical backtracking algorithm would try to reinstantiate X3. Once it reinstantiated 

X3 it would still fail to instantiate X4' Eventually, the chronological backtracking algo

rithm would backtrack to Xl and reinstantiate it, but at the cost of many unnecessary 

constraint checks. This behavior of making redundant constraint checks is known as 

thrashing. 

Dependency-directed backtracking [20, 21] was developed in an effort to reduce 

thrashin,g. Dependency-directed backtracking gets its name because it tries to rein

stantiate the most appropriate past parameter. Once the appropriate past parameter 

has been selected to be reinstantiated, every past parameter that was instantiated 

after the selected past parameter was last instantiated has its instantiation removed. 

Then the selected past parameter becomes the current parameter. 
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Backmarking [54] is another backtrack search algorithm developed to reduce thrash

ing. Backmarking uses a look-up table to record which values within the domain of 

each parameter of the CSP do not need to be re-examined. If a value within the 

domain of a current parameter Xc has violated a constraint between Xc and some 

past parameter Xp and the instantiation of Xp has not changed then the value within 

the domain of Xc will violate this constraint again. This value does not need to be 

re-examined. Similarly, if a value within the domain of Xc has satisfied a constraint 

between Xc and Xp and the instantiation of Xp has not changed then the value within 

the domain of Xc will satisfy this constraint again. This value also does not need to 

be re-examined. 

Of the three backtracking algorithms discussed, backmarking is most efficient in 

that it thrashes the least. However, the size of the look-up table needed in order for 

this algorithm to keep track of which parameter values do not need to be re-examined 

could be enormous. This makes backmarking impractical for use on CSPs with large 

numbers of parameters having large domain sizes. 

3.1.1 Arc Consistency Preprocessing 

As qiscussed above, backmarking and dependency-directed backtracking mech

anisms were developed to reduce the amount of thrashing that can take place in 

backtrack search. Mackworth [46] developed the concept of arc-consistency prepro

cessing. He used arc-consistency preprocessing on constraint networks before applying 

backtrack search and greatly reduced the amount of thrashing. 
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Before discussing Mackworth's basic arc-consistency algorithm it is important to 

understand what an arc is and how an arc can be revised or made partially consistent 

[46]. In the definition given in Chapter 1 for a constraint network, it was said that a 

network can be viewed as a graph where the parameters form vertices of the graph 

and the constraints form the edges connecting the vertices. An alternative view of an 

edge (within a binary constraint network) is to treat it as two directed arcs. One arc 

originates at one vertex, called the tail of the arc, and points to another vertex, called 

the head of the arc. The other arc does the same except the head and tail of the arc are 

reversed. Figure 3.1 shows two representations of a network with two constraints and 

three parameters. The first representation of this network, Figure 3.1 (a), represents 

the edges between A, B, and C as described in Chapter 1. Notice that each parameter 

has its domain listed below it. For the purposes of later discussion, the restrictions 

imposed by the two constraints in this network are: C1(A, B) = {(X, Y) : X + Y < 4} 

and C2(B, C) = {(X, Y) : X + Y > 6}. The second representation of the network, 

Figure 3.1(b), uses arcs to represent the edges between parameters. AB represents 

the arc going from parameter A to parameter B where A is the tail of AB and B is 

the head and B A represents the other arc going from parameter B to parameter A 

where B is the tail of BA and A is the head. 

Mackworth published several arc consiste~cy algorithms [46], the best known of 

which is called AC-3 and is shown in Figure 3.2. The basic operation of arc-consistency 

preprocessing is called arc revision. In AC-3, this is performed by a function called 
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Figure" 3.1. Two Representions of Constraints 

22 



begin 
Q ~ arcs( (U, X, C)); 
while Q not empty do 

begin 

select and delete any arc km from Q; 

if REVISE(km) then - -
Q~Q U{ik I ike arcs((U,X,C)), i<>k, i<>m}; 

end 
end 

Figure 3.2. The AC-3 Arc Consistency Algorithm 

REVISE (see Figure 3.2). When an arc is revised, every value in the domain corre-

sponding to the parameter at the tail of the arc is checked as follows. Each value 

in the domain of the tail parameter that cannot be paired with at least one value in 

the domain of the head parameter to satisfy the constraint between the head and tail 

parameters is removed from the domain of the tail parameter. The values that are 

removed from the domain of the tail parameter are said to be unsupported values. 

Put more succinctly, when an arc is revised the domain corresponding to the tail of 

the arc is reduced by eliminating all unsupported values. Figure 3.3 shows the domain 

of A before and after arc AB it is revised. To achieve a fully arc-consistent network 

an arc may need to be revised a number of times, as will be seen in the following 

discussion. 

AC-3 initially places all the arcs of a constraint network in a queue Q. As long as 

Q is not empty, AC-3 selects an arc from Q and applies the REVISE function. The 

REVISE function returns a value of true if it was successful in reducing the domain 
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Figure 3.3. Arc Revision 

of the parameter corresponding to the tail of the arc and a value of false otherwise. If 

an arc has been revised all arcs that have as their head the parameter corresponding 

to the t.ail of the revised arc are added to Q if they are not already in Q. When Q 

contains no more arcs, AC-3 terminates leaving an arc-consistent network. 

Figures 3.3 - 3.7 show how arc-consistency is achieved in the network whose initial 

state is given in Figure 3.1 using Mackworth's AC-3 algorithm. 

Initially, Q contains four arcs { AB, BA, BG, GB}. Figure 3.3 shows the result of 
4 
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revising A-B, the elimination of three values from the domain of A. Since the domain 

of A has been reduced each arc whose head is A must be added to Q except for BA. 

The contents of Q after AB has been revised is { BA, BC, C B }. Figure 3.4 shows 

the result of revising BA, the elimination of the same three values from the domain 

of B as were eliminated from the domain of A. Q is now { BC, C B }. Figure 3.5 

shows the result of revising BC, the elimination of one value from the domain of B. 

At this point, AB is added to Q even though it has already been revised. This is 

because once the domain of B was reduced a second time when BC was revised some 

values in the domain of A lost their support. After the revision of BC, Q is { C B, 

AB }. In Figure 3.6, C B is revised. Four values from the domain of C are removed. 

Even though every arc has been revised once, careful inspection of Figure 3.6(b) will 

show that the network is only partially arc-consistent: the value 3 in the domain of A 

is not supported by any value in the domain of B. This is provided for, since Q is not 

empty; it still contains AB. Figure 3.7 shows the result of revising AB a second time. 

At this point, Q becomes empty. This arc-consistent network is a smaller version of 

the original CSP and is less prone to cause backtrack search to thrash. 

3.1.2 Hybrid Partial Arc-Consistency Algorithms 

Mackworth intended that arc revision should be used to create fully arc-consistent 

networks before backtrack search was applie~. However, one can visualize revising 

arcs during search; that is, after a current parameter has been instantiated during 

search, the resultant network can be subjected to a consistency analysis with the aim 
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of ebmiD&lilil from lbe domaiu of currently uDiut.aDti&led parameters any values 

dldl cy"", ~ part of a _uboD. AD alprithm which iDterleaves iDllaDtiatioD aDd 

caDliet.cy checkiqlib dais is caUed a hybrid arc-coaaialeilcy Ie&I'Cb alpithm. 

Nadel IMJ cIewJoped 13 hybrid alpritluns. Thae alJorithml differed in th~ d~ 

of CODSi8teDcy they achieved baweeo p&rameU!r' iDllaDtiatiODI. The resultl of Nadel'. 

work .howed that tbe bybrids which reviad fewer arcs performed better thaD thoee 

bybrids which reviled a larpr number of arcs. 

3.2 Hill-Climbing Algorithms 

HiU-climbin& alJorithms [45J pt their name because of the way they investigate a 

IeMch lpace. Hill-climbers can be thought of AI . hikers trying to find tbe bighest peak 

iD a raqe of hills. Tbe hiken .tart by randomly selecting a st.art.ing point wit.hin the 

raqe of hills and climb unt.il t.hey reach the t.op of a hill and can climb no furt.her. 

U tM peak they discover il not the highest. t.hen t.hey restart the climbing process 

by randomly .electing another place wit.hin t.he range of hills and begin. their upward 

UCftlt once more. 

The raqe of hills can be thought of AI t.he landscape of a search space and all 

peaks tor rat.her the coordinates thereof) within t.he landscape of a search space are 

c~lIed equilibrium points. The altitudes of the peaks that are not the highest peaks 

aft called local maxima while the altitude of .the hipat peak or peab is called the 

Pobal maximum. 

HiU-dimben haft hem auClCeldully applied &0 a variety of opt.imization problema. 
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"-hm uW'd to IK)h~ minimization problems hill-climbin~ al~orithms seek to find th~ 

Iownt point in a vaJl~y of tb~ landsape of a Ie&I'Ch space_ Tbis type of hill-climber is 

known as a d~t bill-climber because it trys to climb downwards. In the landscape 

of a Ie&l'ch .pace when soh.·in~ minimization problems, every point on a valley floor 

within thf' IADdscapt" of a search space is known as an equilibrium point. The depths 

of th~ valley floon that are not the deepest are called local minima while the depth 

of the lowest valley floor or Boon is known the ~lobal minimum_ Once a descent hill

climber discovers AD f'quilibrium point that does not correspond to a global minimum, 

the al~orithm is restarted by randomly generating another point to start its search. 

Each point within thf' search space is called a candidate solution. Hill-climbing 

al~orithms generate an initial candidate solution by randomly assigning a value to 

each parameter. This initial candidate solution is then saved as the current best 

solution. Although many hill-climbing algorithms have been developed to solve CSPs, 

ther~ ar~ two have enjoyed a fair amount of notoriety because of their ability to 

solve CSPs quickly and efficiently. These two algorithms are the Min-Conflicts HiIl

Climbing algorithm and the Iterative Descent Method. 

3.2.1 Min-Conflicts Hill-Climbing Algorithm 

The Min-ConBicts Hill-Climbing (MCHC) algorithm [49, 50] is a very effective 

bill-climber for solviug CSPs. It differs from conventional hill-climbers in that it 

U8eI a preproceuor which returns an initial current best solution that is close to the 

optimal solution rather than randomly generating an initial current best solution. 

31 



MCHC il rdftT'ed to as a i&eratiw improvement hill-climbin« al~rithm b«au~ it 

tries to find a bftle1' CSt by J)ftformin« value reusi«nment on only one parameter at 

a time. Each .uccessive current best solution is similar to the previous best solution 

in all but one paramet.er value usi«nment. 

MCHC Ulel a simple heuristic to search for better candidate solutions: it only 

.elects parameters that are involved in constraint violations to be current parameters; 

that is, when it is randomly selecting a parameter to undergo value reassignment it 

only .elects from among those which are involved in constraint violations. 

Once a parameter is selected to undergo value reassignment, MCHC tries to find 

a candidate solution that is better than the current best solution by examining all 

the candidate solutions that can be made by instantiating the current parameter with 

values within its domain. Once all such candidate solutions have been examined the 

best one is selected &5 the current best solution. 

The MCHC al«orithm must be restarted each time an equilibrium point is discov

ered that is not a global optimum. However, it has been shown that MCHC works 

very effectively on instances of the N -Queens problem where N ~ 100. This is pri

marily due to the fact that the aver&«e constr~nt ti«htne81 of the N -Queens problem 

decreues as N increases (22). MCHC has a tendency to get trapped in local minima 

when the size of N is small. 
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3.2.2 Iterative Descent Method 

Th~ Itnativ~ Descent M~tbod (IDM) [52. 53] is also a heuristic-based iterativ~ 

improvemmt bill-climber. To date it is the best overall hill-climbing strategy for 

IOlving lennal CSPI. It bu outperformed MCHC and many other constraint satis-

faction algorithms on a variety of CSPs. IDM quickly finds solutions to the N-Queens 

Problem. the Zebra Problem' and the hardest known Graph Coloring Problems2 [11] 

100% of the time. 

10M Ullel the same heuristic to guide the search as MCHC. However, when a cur-

rent parameter is selected, candidate solutions that can be made by instantiating the 

("ur~nt parameter with different values of its domain are examined until a candidate 

solution is found that is better than the current best solution. 

Unlike MCHC, IDM is capable of escaping local minima. 10M uses a list of 

bre&kouts to help it escape local minima." A breakout has two parts. The first 

part is a 2-tuple that violates a constraint; such 2-tuples are called n~good tuples. 

The second part of a breakout is a number called its weight, whose purpose will be 

dilCuased below. 

Wh~n 10M gets trapped in a local minimum it invokes a Breakout Management 

Mechanism (BMM). At least one constraint must be violated by a parameter in-

Itantia&ed at this equilibrium point or else the point would be a global minimum; 

I Eibea '. EA (21] fuacillOlutiODl &0 the Zebra Problem oDly 4~ of the time. 

J MCHC fiocillOluLiooa Lo ,b~ problema 18~ of 'he Lime and Eibeo's EA fioda IOlutioDl &0 theR 
prob ...... 5d 01 the Lime (25]. 
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twlaEWI'. it i. typical that ~ tban OH cooltraint is violatH. Tb~ BMM creat .. 

a breakout for each oopod of tbe equilibrium point that hu never appeared in any 

p~ioully dilCOVft'ed equilibrium point. The weisht of each newly created breakout 

initially il usiped a \-alue of one. Breakouts containilll noSoodl of an equilibrium 

point that allO appeared in some previously discovered equilibrium point have their 

weiShli incremented by one. 

After a candidate solution is evaluated, each 2-tuple of the candidate solution is 

checked with the list of breakouts. A breakout is said to be violated if its nogood tuple 

is present in tht" candidatt" solution. The evaluation function used in IDM evaluates a 

candidate solution based on the number of evs it causes plus the sum of the weights 

of the breakouts it violates. 

This method of escaping local minima alters the original landscape of the search 

space and elevates a local minimum by increasing the weights of the breakouts violated 

by tbe equilibrium point. This can also be viewed as increasing the penalty on all 

order-2 schemata [34, 47] of an equilibrium point which can never be part of a global 

minimum. A schema is a similarity template that resembles a CS with the value of 

each parameter being either the 'don't care' symbol, #, or a value from it domain. 

Schemata are capable of defining one or more ess. The order of a schema refers 

to th~ num~r of parameten the are &IIign~ non-# values. Let q be the number 

of parametftl of a CS. An order-} schema would be one that that has exactly one 

paramelft .. iped a value from its dom&in and hu the other q - } parameten 
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Ullped ltw value tf.. An order-n IChema (where n S 9) would be ODe lhat has 

exactl,. n pU"anaften _peel values from their respedive domainl and has the other 

9 - n parameien usiped the value ,. 

Iterative De.ceat Search il elective beaUle, unlike other hill-climbins alsorithms, 

it il abl~ to eacape from local minimL This ability quickly to escape local minima 

depend. upon the breakouts created by the BMM. If there are q parameters in a CSP 

and the e&rdinality of each domain is d then each breakout which penalizes an order-2 

ach~a tbu. implicilly penalizes d'-2 candidate solutions. This method of implicitly 

penaliziq candidate solutions increuinsly reduces the possibility of discovering a 

new local minimum that matches schemata of previously discovered local minima. 

One advantage of iterative descent le&rch is that it is significantly faster than 

tbe tree aearch algorithms discussed above. 10M can be used on very large-scale 

conltraint networks and it is also simple to implement. 

One diaadvantage of iterative descent le&rch is that problems with a large number 

of local minima may cause a larse number of breakouts to be created. A large list of 

breakouts can cause th~ algoritbm to slow down because each nogood of a candidate 

solution must be checked with this list. Also, a large list of breakouts may become a 

probl~ in terms of storage space required. 

Another di&&dvantage of iterative deacent ~ch is that it only changes the value 

of ODe parameter at & time. Becau.e of thie, 10M is unable to 'jump' to other parts 

0( t~ search space tbat may be more promising. Among the advantages presented 
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by tbe Dat daII of alpritlunllo be coaaidered ia tbat tbey caD jump more freely 

uvuDd tbe IeU'Ch ~. 



4 An Overview of Genetic 
Algorithms 

In thf" pr~\'ious chaptt"r w~ talkf'd about backtrack and hill-climbing algorithms 

two subcluses of syst~matic search algorithms. In this chapter we will introduce 

and provid~ a brief overview of a non-systematic search technique called the Genetic 

Algorithm (GA). 

G As differ from must search algorithms in that they work with a number of can-

didat~ solutions rath~r than just one candidate solution or a partial solution. Each 

C&Ddidat~ solution of a problem is represented by a data structure known as an in-

dividual. As shown in Fi~re 4.1 an individual has two parts: a chromosome and a 

fitn"s. Th~ chromosom~ of an individual is made up of genes. The values that can 

~ assigned to a gent" of a chromosome are called the alleles of that gene. A group of 

individuals collectively comprise what is known as a population. For most GAs, the 

siu of th~ population remains constant. 

Individual 

Chromosome I 
Fitness 

Ficure 4.1. T~mplat~ of an Individual 
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Children art" crealed by fint Idectill3 individuals as parents from the curl'!'nt pop

ulation hued 00 their fitness. Individuals with above aver. fitness have an above 

awr&«e chana' of beinS wleded. After the parents have been selected, reproductive 

operalon IUch &I CfOUO\'er and mutation are applied to the parents. In crossover, 

pareou cootribute copies of their senel to create a chromosome for a child. This is 

analosoul to the way off.prinS of livin8 or8anisms are created as a 8enetic mixture of 

their pareot •. Mutation requires only one parent. An offspring created by mutation 

ulually resembles ib parent with the exception of a few altered genes. 

After the children have been created, the candidate solutions that they represent 

are evaluated and each child receives a fitness. Before the children can be added to 

the population, some individuals in the current population must die and be removed 

to make room for the children. This is done in order to keep a constant population 

size. Usually these individuals are removed based on their fitness. Below average 

individuals have an above average chance of being selected to die. 

This process of allowing individuals to procreate or die based on their relative 

fitness is called natural selection. Individuals that are more fit are allowed to live 

looser ud procreate more often. An interesting upeet about GAs is that the initial 

population of individuals need not be very 800d. In fact, each individual of the 

initial population represents a randomly ~er~ candidate solution. By repeatedly 

applyill3 lelection and reproduction a population of individuals is allowed to evolve 

until a satisfactory solution is discovered. 
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GA. CAD b. daar.c\eriaod ia &ftmS of aiae basic aUribulea: 

J ttM- Gmt"tiC" RrJlff'Wnt.tion of Candidatr Solutions. 

2. t~ Population Siu 

3. the EvaluatioD Fundioo, 

4. tbr Genrtic Operaton, 

S. tbr Operalor r ~r Rates, 

6. the Selection Alcoritbm, 

7. tbe Generation Gap, 

8. tbr Amount of Elitism used and 

9. the Number of Duplicates Allowed. 

Tbeae attributes will now be explained and commonly used values of these attributes 

will be presented. 

4.1 The Genetic Representation of Candidate So
lutions 

For IDOIt GAs, C&Ddidate lOlutiODl (CSs) are repreaeoted by either binary or real-

coded c:Juomc.ome.. In binary-coded chrom~mes [35], every sene has two alleles. 

The number of poa in tbe chromoeome depends on tbe size of tbe domain of each 

object. Fipres 4.I(a) and 4.I(b) show two ways in which the CS (A = O. B = 
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2. C = 6) of the arc consistent network in Figure 3.7 can be represented using binary

coded chromosomes. Figure 4.1(a) shows one type of binary-coded representation of 

(A = 0, B = 2, C = 6). In this type of representation, the number of genes in a 

chromosome is a function of the overall size of the CSP search space. For the network 

shown in Figure 3.7, this size is 27, since the search space of a CSP is the cardinality 

of the cartesian croslS-product of the parameter domains, each of which in Figure 3.7 

contains three values. Since there are 27 CSs in the search space of Figure 3.7 only five 

genes are needed to represent each CS because 5 bits give us more than 27 different 

patterns. The idea behind this first type of binary-coded representation is to view the 

search space as a sequence of CSs arranged in lexicographical order. The chromosome 

00101 is Figure 4.1{a) represents the sixth CS in the lexicographical sequence of CSs. 

Notice that when this type of binary-coded representation is used there can be more 

chromosomes than CSs. In the case of the network in Figure 3.7, there are only 27 

points in the search space, but 5 bits provide 32 binary representations; the last five 

binary representations have no CS to represent. These unassigned representations 

are called monsters [24]. 

Figure 4.1 (b) shows another type of binary-coded representation of (A = 0, B = 

2. C = 6). The idea behind this second type of binary-coded representation is to 

allocate enough genes for each object to represent every value in the domain of an 

object. Since in the network shown in Figure 3.7 each object has three values in its 

domain, two genes will be needed to represent a value assigned to an object. As we see 

40 



in Figure 4.1(b) the chromosome has six genes. The first two genes represent a value 

for object A, the next two genes represent a value for object B and the last two genes 

represent a value for object C. Again notice that when this second type of binary

coded representation is used there can be more chromosomes than ess. In fact, since 

this representation uses six genes there are 37 monsters because 26 - 27 = 37. Indeed, 

when we use this representation for this problem, there are actually more monsters 

than ess. 

In real-coded chromosomes [14, 27, 47] each object of a constraint network is 

represented by one gene. The alleles of a gene correspond to the domain of the object 

represented. Figure 4.1{c) shows an example of.a real-coded chromosome. The value 

of the first gene represents A = 0, the value of the second gene represents B = 2 and 

the value of the third gene represents C = 6. Notice that regardless of the number of 

objects, the size of their domains, or the size of the search space the the number of 

chromosomes is equal to the number of ess; there are no monsters. 

It is difficult to compare these three type of representation because depending on 

the type of problem one representation may be more appropriate than another. How

ever, on~ advantage of using a binary coded representation is that most research on 

GAs has been done 011 GAs with binary-coded representations. Another advantage 

is that most of the genetic operators have b~n developed for binary-coded repre

sentations. A disadvantage is that one must devise an effective method of handling 

monsters that may come as a result of using binary-coded representations. Real-coded 
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reprf"sentations have the advantages of being closer to the way a CS is expressed in 

a problem and they can be used to represent CSs of a problem without causing 

monsters. A disadvantage of using real-coded representations is that new genetic 

operators may need to be developed for the problem at hand. 

4.2 Population Size 

The population size [16, 34, 60] is the number of individuals that are allowed in 

the population maintained by a GA. If the population size is too large then the GA 

tends to takes a longer amount of time to converge upon a solution. This is because 

larger populations usually have more diversity. However, if the population size is 

too small the GA is in danger of premature convergence upon a suboptimal solution. 

This is because there may not be enough diversity to allow the GA to escape a local 

optimum. 

4.3 Evaluation Function 

The evaluation function of a GA is what determines the fitness of CSs and it is 

problem specific. Figures 4.3 and 4.4 show the process that most GAs go through in 

assigning a fitness to an individual. The evaluation function used in Figures 4.3 and 

4.4 determines the fitness of an individual to be the number of constraint violations 

(CVs) caused by the CS that an individual ~epresents. In Figure 4.3, the binary

coded chromosome of an individual must first be decoded to obtain the candidate 

solution that the individual represents. Then the CS is evaluated, and the fitness of 
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Chromosome: 

00101 

(a) Binary-Coded Representation 
Based on the Size of the Search 
Space 

Chromosome: 

00111 

(b) Binary-Coded Representation 
Based on the Size of the Domain 
of Each Object 

Chromosome: 

026 

( c) Real-Coded Representation 

Figure·4.2. large Binary and Real Coded Representations of the Candidate Solution 
(A = 0, B = 2, C = 6) to the CSP whose network is shown in Figure 2.7. 
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Individual 
Individual 

Chromoaome 

00101 

I Fitneu I 0 

I Chromoeome 
00101 

LSJs 
A=O _ 
8=2 
C=6 

Evaluation FUnction 

Number of CV. caUied by CS 

Figure 4.3. Process of Assigning Fitness to an Individual 

the CS is assigned to the fitness of the individual representing that CS. In Figure 4.4, 

the real-coded chromosome of an individual closely resembles the CS it represents. 

The process of decoding chromosomes using real-coded representations is much easier 

than the decoding process needed for binary-coded representations. 

4.4 Genetic Operators 

Offspring of individuals are created by applying genetic operators to previously 

existing individuals. There are basically two classes of operators used in genetic 

algorithms: Crossover and Mutation [14, 35, 39]. Crossover and Mutation operators 

can be either static or dynamic. Static operators are unable to change the way they 

create offspring; however, dynamic operators do periodically change the way they 

create offspring. The six genetic operators ~escribed below are only a few of the 

many variations of genetic operators that have been developed [5, 14, 27, 47. 59, 65], 

Genetic operators tend to be problem specific; however, the first three operators 
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I~I 
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Evalualion Funclion 

Individual 
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C=6 

Figure 4.4. Process of Assigning Fitness to an Individual 

I 

that will be presented have enjoyed a fair amount of success on a variety of different 

problems. These operators, which are static, were originally developed for binary-

coded representations but can be applied to real-coded representations as well. The 

last three operators are dynamic and will be briefly discussed in lesser detail. 

4.4.1 Single-point Crossover 

The most common type of crossover operator is called single-point crossover [35]. 

This operator takes two parents and randomly selects a single point between the 

genes to cut both chromosome into two parts. This point is known as a cutpoint. 

The crossover operator then takes the first part of the first parent and combines it 

with the second part of the second parent to create the first child. Then, in similar 

fashion, the crossover operator takes the secon~ part of the first parent and combines 

it with the first part of the second parent to create a second child. Figure 4.5 gives an 

example of how the single-point crossover operator works. The cutpoint in Figure 4.5 
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ParentI 1 
Parent2 1 

Child} 1 
Child2 1 

o 0 0 0 1 
1 1 0 0 0 

00000 
1 1 0 0 1 

o 
1 

} 

o 

Figure 4.5. An Example of Single-point Crossover Between the Third and Fourth 

Genes 

is between the third and fourth genes. The first three genes of ParentI are combined 

with the last four genes of Parent2 to create Child 1. To create Child2, the first 

three genes of Parent2 are combined with the last four genes of ParentI. Notice 

that Single-point crossover can only generate a subset of all possible offspring of two 

parent individuals. This is because two parents can only be crossed over at one point. 

For example, ParentI and Parent2 are unable to produce 1010011 because this would 

require more than one cutpoint. Actually, it would take three cutpoints to produce 

1010011. The first cutpoint would have to be between the second and third genes, a 

second cutpoint would have to be between the fifth and the sixth genes and a third 

cutpoint would have to be between the sixth and the seventh genes. Figure 4.6 shows 

how single-point crossover can be applied to. real-coded representations. In Figure 

4.6 the alleles for each gene are taken from the set {0,1, ... ,9}. As in Figure 4.5 the 

cutpoint is between the third and fourth genes. 
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ParentI 0 1 
Parent2 7 8 

Childl 
Child2 

o 1 
7 8 

2 
9 

3 4 
o I 

5 6 
2 3 

2 0 1 2 3 
93456 

Figure 4.6. An Example of Single-point Crossover Between the Third and Fourth 

Gene Applied to Real-Coded Chromosomes 

ParentI 1 0 0 0 0 1 0 
Parent2 1 1 1 0 0 0 1 

Childl 1 0 1 0 OIl 

Figure 4.7. An Example of Uniform Crossover 

4.4.2 Uniform Crossover 

Another type of crossover used in many GAs is called uniform crossover [64]. In 

uniform crossover, the value of each gene of an offspring is taken from either the first 

or the second parent based on a uniform probability distribution. This process is 

repeateq to create a second offspring. This type of crossover is able to produce all 

possible offspring of two parents. Notice in Figure 4.7 that the value of each gene of 

Child 1 has been taken randomly from one of the corresponding genes of the parents. 

Also notice that Childl could not be created using single-point crossover. Figure 4.8 

shows how uniform crossover can be applied to real-coded chromosomes. 
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ParentI 0 1 
Parent2 7 8 

234 
901 

5 6 
2 3 

Child I 0 8 9 3 I 5 6 

Figure 4.8. An Example of Uniform Crossover Applied to Real-Coded Chromosomes 

4.4.3 Mutation 

There are two types of mutation that can be used in GAs. The first type of 

mutation is called embedded mutation because it is used as an integral part of the 

application of another genetic operator namely, crossover. The second type of muta-

tion is called pure mutation because it is used as an independent operator. 

Embedded Mutation. Most operators mutate each gene of an offspring they cre-

ate with a probability known as the embedded mutation rate of that operator [35] For 

example, if a GA uses both single-point crossover and uniform crossover then each 

operator would have its own embedded mutation rate. Genes of binary-coded rep-

resentations are mutated differently than genes of real-coded representations. When 

a gene of a binary-coded representation is mutated, its value is complemented; how-

ever, when a gene of a real-coded representation is mutated it is randomly assigned 

a value from its set of alleles. So, it is possi~le for a mutated gene of a real-coded 

representation to to have the same value it had before it was mutated. In Figure 

4.9 Childl and Child2 are created by single-point crossover with embedded mutation. 
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ParentI 1 
Parent2 1 

o 0 0 0 
1 100 

1 
o 

o 
1 

Childl 
Child2 

1001001 
o 1 1 0 1 1 0 

Figure 4.9. An Example of Single-point Crossover Between the Third and Fourth 

Genes with a Mutation Rate of 0.01 

The cutpoint is between the third and fourth gene. Each gene of each offspring is 

mutated with a mutation rate of 0.01. Notice that Childl was 1000001 after ParentI 

and Parent2 were crossed but had its fourth gene mutated making it 1001001. Sim-

ilarly, Child2 was 1110010 after ParentI and Parent2 were crossed but had its first 

and fifth genes mutated making it 0110110. Notice that even though the mutation 

rate is 0.01 it is possible for more than one gene to be mutated because every gene 

is mutated with the same probability. Figure 4.10 is the same as Figure 4.9 except 

that single-point crossover with a mutation rate of 0.01 is performed on real-coded 

chromosomes. Notice that the fourth gene of Child 1 and the first and fifth genes of 

Child2 are mutated by randomly selecting a value from alleles of those genes. 

Pure Mutation. Some GAs use a mutation operator [14,47] that creates offspring 

by replicating a parent and mutating each gene. of the offspring based on the mutation 

operator's mutation rate. In Figure 4.11, an offspring is created using a mutation 

operator with a mutation rate of 0.01. Figure 4.12 shows how the mutation operator 
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ParentI 0 1 
Parent2 7 8 

Child 1 
Child2 

o 1 

4 8 

234 
9 a 1 

5 6 
2 3 

2 5 1 2 3 
9 3 0 5 6 

Figure 4.10. An Example of Single-point Crossover Between the Third and Fourth 

Genes with a Mutation Rate of 0.01 Applied to Real-Coded Chromosomes 

Parent 1 1 1 a a a 1 

Child 1 0 1 a a 1 1 

Figure 4.11. An Example of a Mutation Operator with a Mutation Rate of 0.01 

can be applied to real-code chromosomes to create an offspring. As with Figure 4.11, 

the mutation rate of the mutation operator is 0.01. 

4.4.4 Dynamic Operators 

Most genetic operators, like the ones discussed earlier, are static in that they create 

offspring in the same manner each time the operator is applied. Dynamic operators 

are able to change the way in which they produce offspring. Two researchers that 

have developed and experimented with dynamic operators are Zbigniew Michalewicz 

and Terrence C. Fogarty. 

Michalewicz's [47] Non-Uniform mutation operator was developed for GAs using 
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Parent 9 8 7 6 5 4 3 

Child 9 2 7 6 5 6 3 

Figure 4.12. An Example of a Mutation Operator with a Mutation Rate of 0.01 

Applied to a Real-Coded Chromosome 

real-coded representations in an effort to solve constrained optimization problems. 

Non-Uniform mutation initially starts out as conventional mutation; however, as the 

number of generations increase the number of alleles that a gene may be assigned 

when mutated decreases. 

Fogarty's crossover operator [28] works on binary-coded representations. Before 

discussing his crossover operator we must explain the concepts of high-ordered genes 

and low-ordered genes. The leftmost gene of a chromosome representation is called 

the high-order gene while the rightmost gene is called the low-order gene. The genes 

that are to the left of the center of a chromosome are called high-ordered genes while 

the genes to the right of the center of a chromosome are called the low-ordered genes. 

These terms are analogous to high-ordered and low-ordered bits of bit vectors. 

Fogarty discovered that by exponentially reducing the the embedded mutation 

rate of crossover each generation and/or muta:ting lower-ordered genes with a expo

nentially increasing mutation rate than higher-order genes increases the performance 

of genetic search. 
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4.5 Operator Usage Rates 

A GA may incorporate a variety of crossover and mutation operators. The usage 

rate of an operator [14,35] is a real number ranging from 0.0 to 1.0 that represents the 

percentage of the time the operator is selected to be used. The sum of the operator 

usage rates may not exceed 1.0; however, their sum may be less than 1.0. When this 

is the case it is possible for none of the operators to be selected. In the event that no 

operator is selected, each parent creates an offspring by duplicating itself. 

4.6 Operator Usage Rate Adaptation 

Usually the operator usage rates of most GAs remain static once they are set; 

however, Davis [14], has developed a method for adapting the operator usage rates 

of genetic operators of a GA. He developed an operator evaluation function which 

assigns an operator a fitness value based on how good the offspring are that it was 

used to create. Operators are then rewarded based on their fitness simil;:tr to the way 

G As work on a population of individuals. This method causes the genetic operators 

to compete with one another. As the performance of an operator decreases relative 

to the o.ther operators so does the rate at which it is used. 

4.7 The Selection Algorithm 

Every GA has a subprocedure, called its selection algorithm [3], which is used to 

select parents from the current population to be mated with one another to create 
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children which are then e\'a!uated and included in the next population of indi\·iduals. 

The selection of an individual to become a parent is primarily based on its fitness. 

The larger the fitness assigned to an individual the better is its fitness and the greater 

is the chance it has of being selected. The rate at which a selection algorithm selects 

indi\iduals \\ith above average fitness is commonly referred to as its selective pressure 

[-Ii]. The rate at which individuals with below average fitnesses are selected is com

monly referred to as the algorithm's diversity of selection. H the selection algorithm 

does not prO\ide enough selective pressure the population of individuals will fail to 

converge upon a solution. H there is too much selective pressure the population of 

individuals may not have enough diversity. causing the population to be in danger of 

converging prematurely upon a suboptimal solution. 

GA researchers have developed a range of selection algorithms that prO\ide the 

type of harmony between selective pressure and diversity needed to enable GAs to 

search more efficiently and robustly. There are basically three types of selection that 

a selection algorithm may use: 

1. Proportionate Selection. 

2. Linear Rank Selection and 

3. Non-Linear Rank Selection. 
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4.7.1 Proportionate Selection 

In proportionate selection [3], individuals are selected based on their fitness rela

tive to all other individuals in the population. Let 5 be the sum of the fitnesses of 

the individuals in a population. Then a number R is randomly selected within the 

interval 1..5. Once R has been randomly selected, the fitness of individuals chosen 

at random are added to an accumulator T until T ~ R. The individual whose fitness 

when added to T causes T ~ R is selected to be a parent. To select another parent 

another R is randomly selected, T is reset to zero, and the process is repeated. 

This process of selecting parents is similar to spinning a roulette wheel to deter

mine which individual is chosen to be a parent. The better is an individual's fitness 

the bigger is the piece of the roulette wheel that is taken up by the individual and 

the greater is the probablity that it will be selected as a parent. 

Figure 4.13 shows an example of how proportionate selection may be used for a 

constraint processing GA. Proportionate selection is primarily used in. maximizing 

GAs. When it is used in constraint processing GAs the objective is to maximize the 

number of constraint satisfied rather than the number of constraints violated. The 

number .of constraints in the network used to the determine the fitnesses in Figure 

4.13 is 28. One can see in Figure 4.13 that proportionate selection gets its name. 

It selects individuals in proportion to their fi.tness. In Figure 4.13 an individual's 

selection probability is computed by dividing an individual's fitness by the sum of all 

the individual's fitness within the population. Notice in Figure 4.13 that Individuall's 
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selection probability is 26/86 :::::: 0.30. 

To compute the selective pressure when proportionate selection is applied to a 

population, one must compute the average fitness of the population and then sum the 

selection probabilities of the individuals with above average fitness. In Figure 4.13 the 

average fitness of the population is 14.33. The selective pressure when proportionate 

selection is applied to this population is 0.73 because the first three individuals have 

a higher fitness than 14.33. 

Notice that the selective pressure of proportionate selection varies from one pop

ulation to another just as the distribution of fitness varies from one population to 

another. Figure 4.14 shows proportionate selection being applied to a different pop

ulation. The average fitness of the population shown in Figure 4.14 is also 14.33. 

However, the selective pressure of proportionate selection when applied to the popu

lation in Figure 4.14 is 0.52. 

One advantage of using proportionate selection, for some problems, is that its 

selective pressure varies with the distribution of fitness within a population. A dis

advantage is that as the population converges upon a solution the selective pressure 

drops to 0.0. This loss of selective pressure may not allow the GA to find a better 

solution: 

4.7.2 Linear Rank Selection 

In linear rank selection [3, 14, 35, 47, 68] the current population of individuals is 

first sorted from best to worst by order of the fitness they received from the evaluation 
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Population CVs Fitness Selection Probability 
Individual 1 2 26 0.30 
Individual 2 7 21 0.24 
Individual 3 12 16 0.19 
Individual 4 17 11 0.13 
Individual 5 22 6 0.07 
Individual 6 22 6 0.07 

Figure 4.13. An Example of Proportionate Selection 

Population CVs Fitness Selection Probability 
Individual 1 4 24 0.28 
Individual 2 7 21 0.24 
Individual 3 14 14 0.16 
Individual 4 16 12 0.14 
Individual 5 19 9 0.11 
Individual 6 22 6 0.07 

Figure 4.14. An Example of Proportionate Selection Applied to Another Population 
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function. Then each individual in the population is assigned a new fitness, called its 

subjective fitness (to distinguish it from the CS's basic fitness which is often called 

its objective fitness), based on applying a linear ranking function to the rank of the 

individual within the current population. Equation 4.1 provides an example of a 

linear ranking function where max and min represent the maximum and minimum 

subjective fitnesses determined by the user, r is the rank of an individual, P is the 

population size and sfl(r) is the subjective fitness assigned to the individual ranked 

r in a population: 

max - mzn . 
sJI(r) = (P - r) P + mm. 

-1 
(4.1) 

The slope of the above linear ranking function is (max - min) / (P - 1). By assigning 

values to max, min, and P the user is able to determine to slope of the linear ranking 

function which in turn determines the selective pressure of linear rank selection. 

Once subjective fitnesses are assigned to the individuals in a population, parents 

are selected by spinning a roulette wheel similar to the roulette wheel.used in pro-

portionate selection with the only difference being that the fitnesses used are the 

subjective fitnesses as determined by the linear ranking function rather than the 

objectiv.e fitnesses determined by an evaluation function. 

Figure 4.15 shows an example of how linear rank selection may be used. For 

the subjective fitness function sfl max and ~in are equal to 4 and 1 respectively. 

Notice in Figure 4.15 that an individual's fitness indirectly determines its probability 

of being selected to be a parent. The better an individual's fitness is relative to all 

57 



Population CVs Fitness r sJI(r) Selection Probability 
Individual 1 2 26 1 4.0 0.27 
Individual 2 7 21 2 3.4 0.23 
Individual 3 12 16 3 2.8 0.19 
Individual 4 17 11 4 2.2 0.15 
Individual 5 22 6 5 1.6 0.10 
Individual 6 22 6 6 1.0 0.06 

Figure 4.15. An Example of Linear Rank Selection 

Population CVs Fitness r sfl{r) Selection Probability 
Individual 1 4 24 1 4.0 0.27 
Individual 2 7 21 2 3.4 0.23 
Individual 3 14 14 3 2.8 0.19 
Individual 4 16 12 4 2.2 0.15 
Individual 5 19 9 5 1.6 0.10 
Individual 6 22 6 5 1.0 0.06 

Figure 4.16. An Example of Linear Rank Selection Applied to Another Population 

other individuals of the population the higher its ranking will be and the greater its 

chance of being selected. 

To determine the selective pressure of a ranking function one must .compute the 

average subjective fitness awarded by the ranking function and then sum the selection 

probabilities associated with above average subjective fitnesses. Notice in Figures 

4.15 an~ 4.16 that the selective pressure of linear rank selection remains constant 

even though the fitness distributions of the population in Figures 4.15 and 4.16 are 

different. This is because the subjective fitness associated with an individual ranked 

r remains the same regardless of the individual's objective fitness. 

One advantage of using linear rank selection is that the selective pressure, once 
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Population CVs Fitness r S!2( r) Selection Probability 
Individual 1 2 26 1 16.0 0.37 
Individual 2 7 21 2 11.6 0.26 
Individual 3 12 16 3 7.8 0.18 
Individual 4 17 11 4 4.8 0.11 
Individual 5 22 6 5 2.6 0.06 
Individual 6 22 6 6 1.0 0.02 

Figure 4.17. An Example of Non-Linear Rank Selection 

determined by the user, remains constant. One disadvantage is that the population 

must be sorted. Another disadvantage is that individuals with the same fitness do 

not have the same probability of being selected. One can observe this in Figure 4.15. 

Notice that Individua.l 5 and Individual 6 have the same fitness; however, Individual 

5 has a 0.10 probablity of being selected while individual 6 has a 0.06 probability. 

4.7.3 Non-Linear Rank Selection 

Non-linear rank selection [47] is analogous to linear rank selection with the only 

difference being that a non-linear ranking function is used to the determine the sub-

jective fitness of the individuals in a population. Non-linear rank selection is able to 

provide higher selective pressures. The subjective fitness function used in Figure 4.17 

is as follows: 

By comparing the selective pressure of the line~r rank selection in Figure 4.15 and the 

selective pressure of non-linear selection in Figure 4.17, we can see that the selective 

pressure of linear rank selection is 0.69 compared to 0.81 for non-linear rank selection. 
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One advantage of non-linear rank selection is that it can provide larger amounts 

of selective pressure in comparison with proportionate and linear rank selection. Like 

linear rank selection a population must be sorted and individuals with the same fitness 

do not receive the same probability of being selected. 

4.8 Generation Gap 

The generation gap [14, 35,47] is a real number between 0.0 and 1.0 which repre

sents the fraction of the current population that gets replaced by the offspring. For 

example, let the population size be 20 and the generation gap be 1.0. This means 

that each generation 20 offspring will be created and that these 20 offspring will 

replace the 20 individuals of the current population. When the generation gap is 

somewhere between 0.0 and 1.0 it is necessary to determine which individuals in the 

current population die. Various approaches have been developed [65] for selecting 

which individuals will be allowed to be present in the next population and which 

individuals will be replaced. The most common and probably the easiest strategy 

would be to replace the worst individuals of a population. Early GAs usually used a 

generation gap of 1.0 but newer GAs tend to use generation gaps less than 1.0. It is 

not uncqmmon to see GAs which only replace one or two individuals per generation. 

These types of GAs are called steady-state GAs. 

One problem with selecting individuals to die based on their fitness is that the 

best individual in the current population occasionally gets replaced. This can be 

very frustrating particularly if it has taken numerous generations to converge upon a 
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very good solution only to see it replaced in the next generation. This prompted GA 

researchers to develop the concept of elitism [14, 35, 47]. 

4.9 Elitism 

Elitism can also be considered as a real value between 0.0 and 1.0. This value 

represents the fraction of the best individuals of a population that will not get selected 

to die. For example, if the population size is 20 and the elitism is 0.1 the best two 

individuals of the current population do not get replaced. 

4.10 Duplicates 

Individuals that represent the same candidate solution are known as duplicates. 

It has been shown [14,68] that eliminating duplicates increases the effieiency of a GA 

and reduces the danger of premature convergence. Of course, eliminating duplicates 

comes at a cost; each time it is proposed to enter a new individual into a population 

it is necessary to compare the individual with the other members already in the 

population to ensure no duplicates. 

4.11 Settings for a Simple Genetic Algorithm 

The Simple Genetic Algorithm (SGA) [35] is a well known class of GA. SGAs are 

called simple because they use a binary-coded r~presentation, proportionate selection, 

single cutpoint crossover with embedded mutation, a generation gap of 1.0 and elitism 

of 0.0 and they allow an unlimited number of duplicates. In SGAs, the only attribute 
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values that vary from one instance to another are the population size, the crossover 

usage rate and the embedded mutation rate. Once these parameter are set they 

remain static. 

SGAs like all GAs are complex systems. Appropriate parameter settings are 

important. Although parameter settings depend on many issues, GA researchers 

have been able to discover a range of robust settings which allow an SGA to perform 

very well across a wide spectrum of problems. These parameter settings [16, 36, 60] 

are as follows: 

Attribute Setting (Ranges) 
Genetic Representation Binary-Coded 
Population Size 20 .. 50 
Selection Algorithm Proportionate Selection 
Evaluation Function Problem Specific 
Crossover: 

Operator Single-point 
Usage Rate 0.6 .. 0.95 
Mutation Rate 0.01..0.09. 

Generation Gap 1.0 
Elitism 0.0 
Duplicates Allowed yes 

4.12 Genetic Search 

The Schema Theorem [39] has been used by many GA researchers [3, 10, 14,35,37] 

to explain quick and efficient search of GAs. A schema is similarity template that 

resembles a chromosome with the value of each gene being either the 'don't care' 

symbol, #, or a value from the set of alleles of that gene. Schemata are capable of 

defining one or more chromosomes. Chromosomes that belong to the set defined by 

a schema are called instances or representatives of that schema. A schema has six 
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properties: its base, its defining length, its order, the number of instances it defines, 

the number of intances it defines within a population, and the average fitness of the 

instances it defines within a population. 

The base of a schema is the cardinality of the largest domain of values (or set of 

alleles) for a parameter (or gene) of a CS (or chromosome). For example, schemata 

represented by binary coded chromosomes are base 2 schemata. This means that each 

position of a base 2 schema can take on one of 3 values which make up its alphabet: 

the two values in the set of alleles for each gene and the don't care symbol #. In 

general, base n schemata are represented by chromosomes where the cardinality of 

the set of alleles for each gene is n. This means that each position of a base n schema 

can take on one of (n + 1) values which make up its alphabet: the n values in the set 

of alleles for each gene and the don't care symbol #. 

To illustrate the other five properties of schemata, let #1##10 be a base 2 schema 

with the alphabet {#,0,1} that we will refer to as H. The defining length.of H, h(H), 

is the distance between the outermost non-wildcard values. The defining length of H 

is 6 - 2 = 4 because the outermost non-wildcard values correspond to the second and 

the sixth positions when counting from left to right. The order of a schema, o(H), 

is the number of non-wildcard symbols in the schema. Therefore o(H) = 3. The 

number of instances of a schema is a function ~f its the defining length and order. A 

schema H defines exactly 21- o(H) binary-coded instances where 1 is the length of each 

chromosome. The number of instances of a schema, denoted m(H, t), and the average 
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fitness of those instances, denoted f(H, t), for any population t are two properties of 

a schema that are dynamic. As individuals of a population die and are replaced, the 

number of instances that some schemata have within a population may increase while 

the number of instances that other schemata have within a population decrease. The 

same goes for the average fitness of a schema. 

To demonstrate how SGAs search based on the Schema Theorem, let f{t) represent 

the average fitness of all schemata with one or more instances in population t, let Pc 

represent the rate at which single-point crossover with embedded mutation is used 

and let Pe represent the embedded mutation rate of single-point crossover. Also, for 

this demonstration please remember that better fit individuals have larger fitness 

values assigned to them. 

A selection algorithm that selects binary-coded individuals based on fitness also 

implicitly selects schemata based on their average fitnesses. If a individual has an 

above average fitness, then that individual has an above average chance of being 

selected to reproduce. Similarly, if a schema has a 'better than average' average fitness 

then it has a 'better than average' chance of being present in the next generation. For 

now let us envision an SGA with no genetic operators. The selection algorithm of this 

SGA selects a new population from the old population. For example, if the population 

size were 20 then the 20 parents selected would ~orm the next population. Since SGAs 

allow duplicates, a population would eventually evolve where every member has the 

same fitness. For this SGA, we can predict the number of instances of schema H 
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there will be in a population at time t + 1 by the following equation: 

f(H, t) 
m(H, t + 1) = m(H, t) f(t) . (4.2) 

The fraction f(H, t)/ f(t) represents the probability that an instance of H will be 

selected to be a parent. 

Since better than average individuals have a better than average chance of being 

selected to be a parent, let us suppose that in some population at time t there exist 

a schema H such that its average fitness exceeds the average fitness of all schemata 

within the population by some constant e (where e > 0). We can rewrite the previous 

equation as: 

m(H t + 1) = m(H t)., M + eM 
, 'f(t) 

(4.3) 

By factoring out f(t) we can reduce Equation 4.3 to: 

m(H, t + 1) = m(H, t)(l + e). (4.4) 

Now suppose that there is at least one instance of H at time t = 0. Then m(H, 0) > 

0, and we can rewrite Equation 4.4 in the following manner: 

m(H,t) = m(H, 0)(1 + e)t. 

The .last equation shows that a selection algorithm that selects individuals in 

proportion to their fitness actually allocates exponentially increasing trials to above 

average schemata. In GAs, this process of all?cating exponentially increasing trials 

to above average schemata is done for a large number of schemata at the same time 

and is referred to by Holland as implicit parallelism [37, 66]. 
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GAs need to use genetic operators in order to create new individuals; however, 

genetic operators disrupt schemata. A disrupted schema is a schema that in a previous 

population had instances but due to selection and the application of genetic operators 

has no instances in the population at time t + 1. In order to predict how many 

instances of a schema will be present in a population at time t + 1, the probability 

that a schema does not get disrupted by the genetic operators must be figured into 

Equation 4.2. Since SGAs use only one genetic operator, single-point crossover with 

embedded mutation, this will be the operator that will be figured into Equation 4.2. 

Let Pc represent the probability that this operator is applied and let Pe represent its 

mutation rate. 

The probability of a schema H being disrupted by using single-point crossover 

without embedded mutation depends on the number of cut-points within an indi-

vidual's chromosome, the defining length of H, 8(H), and Pc. A chromosome with 1 

genes has I - 1 cut-points. A schema is disrupted via single-point crossover when a 

cut-point is generated between its two defining positions. Embedded mutation can 

also disrupt a schema when it changes the value of a non-wildcard symbol within 

the schema. This depends on the order of the schema and pe. The probability of 

disrupting H via single-point crossover with embedded mutation is: 

8(H) 
D(H) = Pc 1 _ 1 + o(H)PcPe. (4.5) 

The first part of Equation 4.5 expresses the probability that a schema H will be dis-

rupted by single-point crossover only, while the second part of Equation 4.5 expresses 
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the probability of H being disrupted by embedded mutation. 

By figuring the probability that a schema will not be disrupted by single-point 

crossover with embedded mutation into Equation 4.2, we can predict a lower bound 

on the number of instances of a schema that will be in the population at time t + 1 

by the following equation: 

m(H, t + 1) > m(H, t)f(H, t) [1 - D(H)]. 
- f(t) 

(4.6) 

Equation 4.6 is called the Schema Theorem. It is also known as the fundamental 

theorem of Genetic Algorithms. By observing Equation 4.6 more closely one can see 

that some schema have a greater probability of losing instances while others have a 

greater probability of gaining instances. In fact, one can see that the schemata with 

the greatest probability of gaining instances are those schemata that have a short 

defining length, a low-order, and have an above average fitness. From this observation 

a hypothesis called the building block hypothesis has emerged. This hypothesis states 

that GAs converge upon solutions by actually building them. This is similar to the 

way a child would build a house or any structure using wooden blocks. The building 

block hy'pothesis has no restrictions on the size of building blocks. Depending on the 

problem, the building-blocks could be a variety of sizes. The Fundamental Theorem 

of Genetic Algorithms can be extended to sh~w how building-blocks of a particular 

problem are placed together to build larger building blocks ultimately resulting in the 

GA's convergence upon a solution. 
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4.13 Advantages and Disadvantages of Genetic 
Search 

One disadvantage with Genetic Search is that one can never be sure if the solution 

the algorithm has converged upon is an optimal solution. Genetic algorithms have 

no known mechanism for breaking out of local extrema. However, GAs are very good 

at finding promising parts of a search space to converge upon. They also have been 

successful in solving problems for which other well known search algorithms had been 

unable to produce satisfactory solutions. With the use of sharing functions [33] and 

niche formation schemes [63] GAs can search for multiple solutions in parallel. 
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5 Evolutionary Algorithm I 

Microevolutionary Algorithms (MEAs) [34, 40, 41, 43] are Evolutionary Algo-

rithms that use very small populations, containing less than 20 individuals. In this 

chapter we have developed an MEA which solves exemplification CSPs. This MEA 

uses a heuristic to guide its function, therefore we regard it as a Heuristic MEA. The 

MEA presented in this chapter will be referred to as MEAL 

In this chapter we will briefly discuss and provide settings for five attributes of 

MEAl which are as follows: the genetic representation of candidate solutions, the 

population, the evaluation function, the heuristic-based mutation operator and the 

selection algorithm. We will then compare the performance of IDM and MEAl on 18 

instances of the N-Queens Problem and on 750 randomly generated CSPs. 

5.1 Genetic Representation of Candidate Solu
tions 

Figure 5.1 shows a template of the individuals used to represent CSs. An individ-

ual can be viewed as a data structure with three fields. The first field is a chromosome 

which contains a gene corresponding to each parameter. The second field contains 

the fitness of the individual. The final field of ~n individual is a pointer to one of the 

genes in the chromosome, called the pivot gene. The pivot gene is the gene that the 

heuristic mutation operator mutates to created an offspring of a parent. 
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Individual 

Chromosome 

I Genet I I Gene21 ... I Geneq I 

Figure 5.1. A Template of Individuals Used to Represent Candidate Solutions 

Each gene of a chromosome is a data structure with four fields as shown in Figure 

5.2. The first field is the name of the parameter whose participation in the CS the 

gene describes. The second field is the value assigned to the parameter in the CS. 

The third field is the number of CVs in which the parameter is involved in the CS. 

The last field of a gene is a number, called an h-value, that is used in determining the 

pivot gene of an individual. The pivot gene is selected by adding the values of the 

cvs and h-value fields for each gene and selecting the gene with the largest sum. All 

ties are broken randomly. How an h-value for a gene is determined will be discussed 

in greater detail later. 

5.2 The Population 

MEAl maintains a population size of six individuals. The initial population is 

formed by creating five single-gened mutations of a randomly generated individual. 
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Gene 

Name 

Value 

cvs 

h-value 

Figure 5.2. A Template of a Gene Used to Represent a Parameter 

The generation gap is 0.33 which means that two offspring are added to the population 

in each subsequent genera.tion. The elitism is 0.67 which means that the two worst 

individuals in the population are replaced each generation. The population may 

contain duplicate individuals. 

5.3 The Evaluation Function 

The evaluation function used by MEAl determines a structure's objective fitness 

by calculating the number of constraints satisfied by the CS it represents. 

5.4 Singlepoint Heuristic Mutation 

The only operator used by MEAl is called ~inglepoint Heuristic Mutation (SHM). 

In the chromosome of an offspring created by SHM, each gene, with one exception, is 

exactly the same as the corresponding gene in the parent. SHM is called a singlepoint 
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operator because it mutates only one gene; the exception mentioned above is the 

single gene which is mutated. This is the gene in the offspring's chromosome which 

corresponds to the parent's pivot gene. 

The notion of a pivot gene is central to the concept of the SHM operator and 

must be explained before the operator is described in detail. For any individual 

in a population, its pivot gene is the only gene which, if the individual is selected 

to produce an offspring by mutation, does not directly transmit the contents of its 

Value field to the corresponding gene in the resultant offspring. In other words, 

an individual's pivot gene is the gene which is changed when an offspring is being 

derived by mutation. SHM is called a heuristic operator because the selection of an 

individual's pivot gene is based on a heuristic, called the Distributed Resettable Most 

Involved First (DRMIF) heuristic. 

To explain the DRMIF heuristic, it is easier to explain first another heuristic, 

called the Most Involved First (MIF) heuristic. The MIF heuristic is. based on a 

subtle twist to the intuitively appealing idea that, when a candidate solution is being 

modified to generate a new candidate, progress towards an acceptable candidate is 

most likely to be achieved by changing the value of the parameter which is involved 

in the largest number of CV s. The additional twist involved in the MIF heuristic is 

based on the observation that, just because the current value assigned to a parameter 

PI is violating several constraints, this does not mean that it should be easy, or even 

possible, to find an alternative value in PI'S domain which violates fewer constraints. 
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For example, it may actually be the case that, by changing the value of a second 

parameter P2 that is involved in a binary constraint with PI, a larger subset of the 

first parameter's domain becomes admissible. Indeed, it may even be the case that, 

by changing the value of a parameter P3 that is not directly connected to PI, a larger 

subset of PI'S domain eventually becomes admissible; this may happen because of 

a propagation effect by which larger subsets become admissible of the domains of 

parameters which lie along a sequence of constraints between P3 and Pl. Thus, the 

MIF heuristic is based on the notion of tempering the instinct to search through 

the domain of the parameter that is involved in the most CVs with the knowledge 

that, sometimes, greater progress may be achieved by altering the values of other 

parameters which are less obviously causing trouble. 

The MIF heuristic may be expressed as follows. When searching for improvements 

to a candidate solution, first try to make progress by modifying the assignment of 

the parameter which is involved in the largest number of CVs (its CV count) and 

continue doing so until the number of attempts made is equal to the number by which 

the parameter's CV count exceeds the CV count of the parameter which is involved 

in the s~cond largest number of CV s. At that stage, give equal consideration to 

altering both parameter assignments, by randomly choosing which parameter should 

have its assignment modified. If chance should have it that the first parameter is 

yet again chosen for modification but the new assignment still does not produce a 

candidate with improved fitness, then on the next attempt try to make progress by 
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altering the assignment of the second parameter. If modifying the second parameter 

does not lead to a more fit candidate solution, then alternate trials between the 

first and second parameters until the number of attempts made to make progress by 

modifying the assignment of the second parameter is equal to the number by which 

the second parameter's CV count exceeds the CV count of the parameter which is 

involved in the third largest number of CVs. At that stage, give equal consideration 

to making progress by modifying the values of the first, second and third parameters. 

If necessary, continue alternating between modifications to the assignments for these 

three parameters until the parameter with the fourth highest CV count becomes a 

contender for having its assignment changed, and so on, until eventually the situation 

is reached where parameters that are not involved in any CVs are contending to have 

their assignments changed. At this stage, the effect of using the MIF heuristic is very 

similar to using a regular singlepoint mutation operator, in that any parameter could 

have its assignment mutated, the difference being that, while a regular singlepoint 

mutation operator could change the assignment of some parameter on two successive 

applications, the MIF heuristic would enforce a regime of alternating trials between 

the different parameters. 

The DRMIF heuristic which is implemented in MEAl is actually a member of a 

class of heuristics, called the Resettable Most I~volved First (RMIF) heuristics, which 

differ from the basic MIF heuristic in that, each time the mutation operator is about 

to be applied, consideration is given to mutating once again the parameter with the 
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highest CV count and resetting to zero the counter which notes how many trials of 

this parameter have been made. Each RMIF heuristic involves usage of a function, 

called its reset probability function, which computes the probability that the RMIF 

heuristic will reset itself and return its focus to the parameter involved in the most 

CVs. The reset probability function used in the DRMIF is given by 

1 
"I k = -:--:-:----

101+2 

where 0 represents the set of parameters involved in CV s in the CS represented by 

the current parent. 

The DRMIF heuristic is implemented as follows. The pivot gene of an individual's 

chromosome is the gene which scores highest when, for each gene in the chromosome, 

the number of CVs in which the parameter represented by the gene is involved is added 

to the gene's h-value. The h-value of a gene is established as follows. In the initial 

population, every gene in the chromosome for each individual in the population is set 

to zero and, consequently, the pivot gene for an individual in the initial population 

is that gene which represents the parameter that is involved in the most CVs, all 

ties being broken randomly. In subsequent populations, the objective fitnesses of the 

offspring and its parent are compared. If the offspring has a better objective fitness 

than its parent, then that gene in the offspring which corresponds to the pivot gene 

of the parent is selected as the pivot gene of t~e offspring. Otherwise, the h-value of 

the offspring's gene corresponding to the pivot gene of its parent is decremented and 

a new pivot gene is selected. 
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It may be helpful to view the DRMIF heuristic in terms of an exploration metaphor. 

Using the DRMIF heuristic on a population causes each individual to become an inde

pendent explorer. An explorer explores the search space in one direction by creating 

offspring. If the explorer discovers that he is is going in the right direction (in that 

it develops an offspring that is better than itself) then it instructs its offspring to 

proceed in the same direction by continuing to mutate the same gene. However, if 

the explorer discovers that he may not be going in the right direction it informs its 

offspring of this and encourages the offspring to venture in a different direction. In 

either case an offspring of an explorer inherits the cumulative experience of its par

ent, grandparent, great-grandparent and so on. Once in a while, an offspring called a 

'paradigm breaker' is created by an explorer. A 'paradigm breaker' is an individual 

which discards the tradition and experience of its ancestors in favor of exploring a di

rection which seems more natural, in the light of its own circumstances, by mutating 

the gene which represents the parameter involved in most CVs in the CS which the 

'paradigm breaker' represents. 

5.5 Operator Usage Rate 

The usage rate of SHM is 1.00. This means that, on each generation, the offspring 

produced is created by mutation, rather than by simply copying the parent. 
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5.6 The Selection Algorithm 

MEAl uses linear rank selection as discussed in Section 2.3.6. The subjective 

fitnesses are determined by the following function where r represents an individual's 

rank within the population and P represents the population size: 

S II (r) = P - r + 1. (5.7) 

A disadvantage of linear rank selection is that when the population is sorted, individ

uals with the same objective fitness are ranked differently. Because of this, different 

subjective fitnesses are assigned to individuals with the same objective fitness, which 

in turn causes them to have different probabilities of being selected. One can observe 

this in Figure 4.15. The linear ranking algorithm used by the HMEAs has been mod

ified to allow individuals with the best fitness within the population to swap position 

of rank with a probability of 0.5. 

5.7 .Summary of Attribute Settings for MEAl 

Below is a summary of the attributes settin~s for MEAL In the summary, lR,5M 

represents one randomly generated individual and five mutations. The five mutations 

were created by randomly mutating one of the q genes of the first individual created. 
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Attribute Setting 
Population: 

Size 6 
Initialization lR,5M 
Generation Gap 0.33 
Elitism 0.66 
Duplicates Allowed Yes 

Operator: 
SHM 

Usage Rate 1.0 

5.8 Tests, Results and Discussion 

In this section we will apply MEA 1 to 9 instances of the IV-Queens problem and 

along with five other EAs similar to MEAl except that they have population sizes 

ranging from 3 individuals to 50 individuals. The performances of IDM and MEAl 

on 18 instances of the N-Queens Problem and 750 randomly generated CSPs are 

compared. 

S.B.1 The N-Queens CSPs 

Figure 5.3 shows the results of applying five EAs with population sizes of 3, 6, 12, 

25 and 50 individuals to 9 small scale instances of the N-Queens Problem. A point 

on the axis 'N' represents an instance of the IV-Queens problem. The algorithms were 

run on each of the 9 small scale instances of the N-Queens problem 100 times. A 

point on the axis labelled 'Evaluations' represents the number of evaluations needed 

to find a solution. Each of the five EAs was run 100 times on each of the nine 

small scale instances. These EAs never failed to find a solution for any of the nine 

problems. Plotted in Figure 5.3 are the first, second and third quartiles of the number 
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of evaluations that each of the five EAs performed in order to find a solution. 

In comparing the five algorithms we first observed the number of evaluations 

performed by the algorithms at the second quartile. The algorithm which performed 

fewer evaluations is declared the winner for that esp. If the two algorithms tie at 

the second quartile we break the tie by looking at the number of evaluations the 

algorithms performed at the third quartile. If the performances of the algorithms 

are still the same at second and third quartiles we observe the performance of the 

algorithms at the first quartile. 

One can see in Figure 5.3 the MEAl outperforms the other EAs on seven of 

the nine problems. MEAl is outperformed by :rS25 on the IO-Queens Problem and 

by PSl2 on the 50-Queens Problem. Upon closer inspection of the performances of 

MEAl and PS25 on the lO-Queens Problem, one can see that MEAl performs fewer 

evaluations than PS25 at the first and third quartiles. Also, the distance between the 

first and third quartiles seems slightly less for MEAl than for PS25. 

Notice that in the case of the 50-Queens Problem that the distance between the 

first and third quartiles is also slightly less for MEAl than for PS12. The performances 

of MEAl and PS12 seem to be very close; however, PS12 narrowly outperforms 

MEAL 

Figures 5.4 and 5.5 show our results whe~ applying IDM and MEAl to the 18 

instances of the N-Queens problem shown above. A point on the axis labelled 'N' 

represents an instance of the N -Queens problem. The algorithms were run on each 
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Preliminary Test: The N-Queens Problem 

10000 

Figure 5.3. Performance of Five EAs on Small Scale N-Queens CSPs 
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of the 18 instances of the 1\. -Queens problem 100 times. As in Figure 5.3, a point on 

the axis labelled' EValuations' represents the number of evaluations needed to find 

a solution. Plotted in these figures are the first, second and third quartiles of the 

number of evaluations that 10M and MEAl performed in order to find a solution. In 

comparing the two algorithms, we applied the same method used earlier to compare 

the performances of the five EAs. 

In Figure 5.4 one can see that MEAl outperforms 10M on each of the small 

scale instances except for the 10-Queens problem. However, the performance of the 

algorithms in the first quartile seem to be identical. The results shown in Figure 5.4 

seem to suggest that as N increases (and as t(N) decreases) MEAl outperforms IDM. 

Figure 5.5 shows a more dramatic difference in the performance of IDM and 

MEAL These results are consistent with our hypothesis. Also notice that as N 

increases the difference between the first and third quartiles of IDM seem to increase 

faster than the difference between the first and third quartiles of MEA 1. 

5.8.2 Randomly Generated CSPs, 

Figure 5.6 shows the performance of IDM and MEAl on the set of randomly 

generated esps. The results are organized into a matrix where each location in the 

matrix corresponds to a specific pair of values for density and average tightness. Each 

location of the matrix contains results for the, two algorithms which show the first, 

second and third quartiles of the number of evaluations each algorithm performed 

when run 100 times on each of the 30 instances of that particular class of esp, 
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making 3000 runs for each problem class. Also recorded is the percentage of the runs 

in which an algorithm found a solution. If this eutry for a varticular alguritlull is 

blank it means that the algorithm found a solution 100% of time for that class of 

CSP. Each run of an algorithm was given a maximum of 50,000 evaluations to find a 

solution. If a run exceeded this amount it was terminated and recorded as failing to 

find a solution. 

In selecting the better performance for each class of CSP we first observed the 

percentage of the 3000 runs on which a solution was found and selected the perfor

mance with the highest percentage. To break any ties we select the algorithm that 

performed the fewest evaluations at the second quartile. If there is still a tie then we 

select the algorithm that performed the fewest evaluations at the third quartile. If the 

performance of the algorithms are still the same at second and third quartiles we ob

serve the performances of the algorithms at the first quartile. The better performance 

of each class based on the above criteria will be highlighted in Figure 5.8.2. 

In Figure 5.6 one can see that the average constraint tightness is more important 

than density in determining how difficult a CSP is. However, both must be taken into 

consideration. Notice that the algorithms perform better on the (d = 0.1, t = 0.5) 

class than on the (d 2:: 0.5, t = 0.3) classes which have a lower t. The results suggest 

that the most difficult classes of CSPs are (d. 2:: 0.7, t = 0.5}, (d 2:: 0.3, t = 0.7) 

and (d 2:: 0.1, t = 0.9). The following are classes of CSPs not shown in Figure 

5.6 and represent the classes in which the algorithms were unable to hnd a solution: 
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(d? 0.5, t = 0.7), (d? 0.9, 1= 0.7) and (d? 0.1, t = 0.9). 

Figure 5.6 shows that IDM outperforms MEAl on every class of CSP with the 

exception of (d = 0.3, 1 = 0.3) and (d = 0.5, 1 = 0.3). It seems as though IDM's 

escape mechanism is instrumental in IDM's ability to converge more frequently to 

solutions in the classes of CSPs with higher averages of constraint tightness. 
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6 Evolutionary Algorithm II 

In this chapter we will discuss the development of a slightly different MEA that 

is similar in many respects to MEAL We will refer to this new MEA as MEA2. 

MEA2 differs from MEAl primarily in that it uses a crossover operator that has 

been specifically designed for real-coded crossover. In this chapter we will discuss the 

rationale behind the design of this operator and the other differences between MEA2 

and MEAl. 

We conclude this chapter by comparing the performance of IDM, MEAl and 

MEA2 on the 18 instances of the N-Queens Problem and on 750 randomly generated 

CSPs. 

6.1 Real-Coded Crossover 

The crossover operator used in MEA2 is a uniform crossover operator developed by 

Radcliffe [56] specifically for real-coded genetic representations in which the number of 

alleles for each gene is greater than two. In this section we will briefly examine some 

probleI11s with using standard uniform crossover, an operator which was originally 

developed for binary-coded genetic representations, on real-coded representations. 

Genetic operators, like GAs, tend to be problem specific [14,47]. It is important 

to develop operators which take advantage of the way CSs are represented as well as 

any insights or heuristics that can also be used. Because the representations used by 
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real-coded GAs varies from problem to problem, crossover in real-coded GAs cannot 

be done the same way as it is done with binary-coded GAs. 

Figure 6.1 shows an example of standard uniform crossover applied to the chromo

somes of two real-coded parents. To keep the illustration simple, we assume a simple 

CSP involving only two parameters, A and B, each of which takes its value from the 

domain {O .. 7}. Notice that the parents have different values assigned to the first gene 

and different values assigned to the second gene. The number of corresponding genes 

with differing values between two chromosomes is known as the hamming distance 

between those chromosomes. In Figure 6.1, the hamming distance between the chro

mosomes of parentI and parent2 is 2, because the values, 0 and 5, that are assigned 

to the first gene of the parents are different and the values, 7 and 4, assigned to the 

second gene of both parents are also different. 

Given the hamming distance between two parents, one can compute the number of 

possible offspring that can be created as a result of using standard uniform crossover. 

This number can be determined by the following expression, where H represents the 

hamming distance between two parents to be crossed: 

2H - 2, for H > o. (6.8) 

U sing the above expression we can determine that two distinct offspring can be created 

as a result of applying uniform crossover to the. real-coded parents as shown in Figure 

6.1. 

Figure 6.2 shows the possible offspring that can be created by applying standard 
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parent1 
parent2 

offspring 1 
offspring2 

Chromosome 
04 
57 

Chromosome 
07 
54 

CS 
A=O, B=4 
A=5, B=7 

CS 
A=O, B=7 
A=5, B=4 

Figure 6.1. Uniform Crossover on Real-Coded Genetic Representations 

uniform crossover to binary-coded representations of the same two CSs represented by 

the parents in Figure 6.1. Since the domains of parameters A and B have eight values, 

a total of six genes will be needed to represent each CS. In Figure 6.2, the first three 

genes represent the value assigned to parameter A and the last three genes represent 

the value assigned to parameter B. The hamming distance between the chromosomes 

of the two parents is four because the chromosomes have different values assigned to 

the first, third, fifth and sixth genes. Using H = 4 in expression 6.8 we find that 

14 different offspring may result from applying standard uniform-crossover on the 

binary-coded parents. These 14 possible offspring are shown in Figure 6.2. 

By comparing the number of possible offspring that can be created by using stan-

dard uniform crossover in Figures 6.1 and 6.2, one can see that using standard uni-

form crossover on the real-coded representations as in Figure 6.1 drastically limits the 

number of potential offspring that can be created when compared with the number of 

potential offspring that be created using this same operator on binary-coded represen-

tations. This observation provides a good reason for abandoning the use of crossover 
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parentI 
parent2 

offspring 1 
offspring2 
offspring3 
offspring4 
offspring5 
offspring6 
offspring7 
offspringS 
offspring9 
offspring10 
offspring11 
offspring12 
offspring13 
offspring 14 

Chromosome 
000100 
101111 

Chromosome 
000101 
000110 
000111 
001100 
001101 
001110 
001111 
100100 
100101 
100110 
100111 
101100 
101101 
101110 

CS 
A=O, B=4 
A=5, B=7 

CS 
A=O, B=5 
A=O, B=6 
A=O, B=7 
A=1,B=4 
A=l, B=5 
A=l, B=6 
A=l, B=7 
A=4, B=4 
A=4, B=5 
A=4, B=6 
A=4, B=7 
A=5, B=4 
A=5, B=5 
A=5, B=6 

Figure 6.2. Uniform Crossover on Binary-Coded Genetic Representations 

operators that originally have been designed for binary coded-representations when 

developing real-coded GAs. 

To further illustrate that standard uniform crossover or any other crossover de-

signed for binary-representations is poorly suited for real-coded representations, let 

Xn represent the ratio of the number of base n schemata represented by two parents 

to the total number of base n schemata, with a chromosome length 1 and a hamming 

distance of H: 

for H 2:: O. (6.9) 

In order to compute the maximum efficiency of a representation, h must be equal to 
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1 which is the maximum hamming distance that can exist between two parents. This 

means that the chromosomes of the two parents have different values assigned to each 

of their corresponding genes. 

Using Equation 6.9 we can see how effective standard uniform crossover is when 

applied to binary-coded representations relative to its effectiveness when applied to 

real-coded representations. Let us suppose that a problem to be solved has q pa-

rameters. Let D represent the size of the domain from which the q parameters are 

assigned values, let n = 2 represent the number of alleles in a binary alphabet, and 

let H = 1 = q log2(D). Substituting these values in Equation 6.9 yields the following 

equation: 

X2 = --3q-:1-og-2"""'(D="')-- (6.10) 

Similarly, we can substitute the appropriate values in Equation 6.9 corresponding to 

a real-coded representation of the problem stated above by letting h = I = q and 

n = D to get the following equation: 

2(q+1) - 1 
XD = (D + 1)q . (6.11) 

By comparing Equations 6.10 and 6.11 it would seem as though binary-coded 

represen.tations are more efficient in terms of implicitly representing schemata than 

real-coded representations for all values of q . Equation 6.9 suggests that the smaller 

the alphabet the more schemata that can be represented implicitly. This is because 

it only takes into account the hamming distance between two parents. 

An alternative and more powerful crossover operator for real-coded representations 
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would be one that not only takes into account the hamming distance between the 

chromosomes of two parents but also the interval between the values assigned to 

corresponding genes of each parent. To illustrate this concept, let us again look 

at Figure 6.1. If we envision an interval being constructed for each gene by using 

the values assigned to each corresponding gene of the parents, we could see that an 

alternate form of uniform-crossover would consist of randomly selecting a value from 

within the interval corresponding to the gene. For example, if the first gene of the 

parents in Figure 6.1 was to be crossed then we would randomly generate a value 

within the interval 0 .. 5 because 0 and 5 are the values assigned to the first gene of the 

parents. Likewise, if the second gene these parent was to be crossed then we would 

randomly generate a value within the interval 4 .. 7. 

If one devised a crossover operator following this concept the number of possible 

offspring that could be created by it would be I(Pl, P2) the number of individuals that 

are within the intervals formed by parents PI and P2. I(Ph P2) can be expressed in the 

following equation where Pl(i) represents the value of the ith gene of the-chromosome 

of parentI and P2(i) represents the value of the ith gene of the chromosome of parent2: 

(6.12) 

In Equation 6.12, the number of values within each of the q intervals formed by two 

parents are multiplied together to compute the total number of individuals that can 

be created. Using the parents of Figure 6.1 we see that 24 possible individuals are 

capable of being created. This is because the interval corresponding to the first genes 
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of the parents 0 .. 5 has six values and the interval corresponding to the second genes 

of the parents 4 .. 7 has four values; however, two of the 24 individuals that can be 

created are duplicates of the parents. 

The maximum number of schemata that two parents can represent using this form 

of uniform crossover occurs when the interval created by each of corresponding genes 

of each parent represents the same interval expressed by the domain of that gene. 

Thus, the maximum number of schemata that have a possibility of being represented 

by two parents is Dq when the domain size for each of the q parameters is D. This is 

the case when two parents form q intervals with d values in each of the intervals. 

Using the above equation we can compute y(q, D) the ratio of the maximum 

number of schemata represented by two parents to the total number of schemata 

allowed by an alphabet D and a chromosome length q for a real-coded representation 

using the interval uniform crossover operator as follows: 

Dq 
y(q, D) = (D + 1)q (6.13) 

By observing the above equations, we see that real-coded representations can be 

just as powerful as binary-coded representations in terms of the number of individu-

als that. can be created as a result of crossing two parents and their representational 

efficiency when being crossed. With all of the above observations in mind a crossover 

concept for real-coded representations has bee~ developed by Radcliffe [56] and gen-

eralized by Eshelman and Shaffer [27]. It will be referred to as uniform interval 

crossover. 

93 



6.2 Uniform Interval Crossover 

In uniform interval crossover (VIC) [27], each gene of an offspring is randomly 

assigned a value from within the interval formed by the values assigned to the cor

responding gene of the parents. Figure 6.3 shows the number of possible offspring 

that can be created using VIC given the same parents used in Figures 6.1 and 6.2. 

Notice also the candidate solutions represented by the offspring in Figure 6.2 seem to 

have their value taken from the intervals created by the values assigned to the CSs 

the parents represent. 

6.3 The Population 

MEA2, like MEAl, maintains a population of six individuals. MEA2 uses crossover 

so it is important to have as much diversity in the population as possible because 

crossover loses efficiency as a population loses diversity. As the individuals in a pop

ulation resemble one another more closely it becomes increasingly more difficult for 

crossover to create offspring which are not duplicates of individuals already in the pop

ulation. If crossover is applied to a population with little diversity, the GA will waste 

a large ij.mount of time evaluating duplicates. Because of this, the initial population 

is formed by randomly generating six individuals. Also, duplicates are discouraged. 

If an offspring is a duplicate of an individual in the population, the offspring replaces 

the individual and the individual is reassigned a subjective fitness which will guar

antee that it will be the worst fit individual. On the subsequent generation, that 
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parentI 
parent2 

offspring 1 
offspring2 
offspring3 
offspring4 
offspring5 
offspring6 
offspring7 
offspring8 
offspring9 
offspring 10 
offspringll 
offspring 12 
offspring13 
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offspring15 
offspring16 
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offspring18 
offspring19 
offspring20 
offspring21 
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16 
17 
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25 
26 
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35 
36 
37 
44 
45 
46 
47 
54 
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56 

CS 
A=O, B=4 
A=5, B=7 

CS 
A=O, B=5 
A=O, B=6 
A=O, B=7 
A=I, B=4 
A=I, B=5 
A=I, B=6 
A=I, B=7 
A=2, B=4 
A=2, B=5 
A=2, B=6 
A=2, B=7 
A=3, B=4 
A=3, B=5 
A=3, B=6 
A=3, B=7 
A=4, B=4 
A=4, B=5 
A=4, B=6 
A=4, B=7 
A=5, B=4 
A=5, B=5 
A=5, B=6 

Figure 6.3. Uniform Interval Crossover on Real-Coded Genetic Representations 
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indi,·iduaJ. because it is the worst fit individual in the population. dies in order to 

make room for another offspring. 

6.4 Heuristic Uniform Interval Crossover 

Heuristic Vniforlll Interval Crossover (HVIC) is a heuristic-based version of VIC 

described above. The heuristic used in HVIC is the same heuristic used in IDM and 

MCHC. The heuristic is simply to change values of genes which represent parameters 

involved in one or more CVs. This heuristic is not concerned with the number of CVs 

a parameter is involved in. 

In HVIC, an offspring receives the values of all corresponding genes of the first 

parent selected, k, that do not represent parameters involved in CVs. Each gene of k's 

chromosome which represents a parameter involved in one or more CVs is crossed with 

probability Pcro .. which is determined by the following equation where 101 represents 

the number objects that are involved in CVs in the first parent selected: 

Pcro .. = 0.5(1 + 101-1 ). 

Offspring created using HVIC have their h-values set to zero. This is because 

HVIC can be viewed as an operator which ra,ndomly places an offspring of two ex

plorers in a new and possibly unexplored region of a search space. The experience 

gained by the offspriug's parents cannot help it. 
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6.5 Operator Usage Rates 

When HVIC and SHM are used together their operator usage rates are updated 

every few generations during the evolution process [14]. This is because HUIC and 

SHM work better at different stages of the evolution process. Crossover operators 

generally work better at the beginning of the evolution process when the population 

is diverse. Other operators like single-point mutation generally work better when 

there is a loss of pOIJulation diversity. 

HVIC, like most crossover operators, loses its usefulness as a population loses 

diversity. The usefulness of HVIC between operator updates is determined by c, the 

ratio of the number of successful gene crosses to the total number of genes crossed by 

HVIC. A successful gene cross is one in which an interval can be constructed by the 

values of the corresponding gene of the parents. 

The operator usage rates of HVIC and SHM are updated as follows. Between 

updates, if an offspring's objective fitness is better than that of its parent. the operator 

used to create the offspring is awarded the difference between the offspring's and the 

parent's objective fitness. The accumulated award for each operator is called the 

fitness of that operator. Let Iu and I, represent the operator fitness for HVIC and 

SHM respectively. 

If both operators have created at least one offspring since the last update, the 

operator usages rates ~i for i E {u, s} are updated using the following equation, where 

0", and 0, represent the number of offspring created by the HUIC and SHM operators 
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Attribute MEAl MEA2 
Population: 

Size 6 6 
Generation Gap 0.33 0.17 
Elitism 0.67 0.83 
Duplicates Allowed Yes No 

Operators: 
HUIC 

Parents Selected 0 2 
Initial Usage Rate 0.0 0.5 

SHM 
Initial Usage Rate 1.0 0.5 

Usage Rate Updates: 
Generations Between (Q) 0 6 
Amount of Change (6) 0.0 0.1 

Figure 6.4. Summary of Attribute Settings for MEAl and MEA2 

between updates, f, = 1,/0, represents the expected value of SHM, fu = c/u/ou 

represents the adjusted expected value for HUIC and 6 is a real number between 0.0 

and 1.0 which represents the amount of change allowed to take place between the 

current operator usage rates and the updated operator usage rates: 

The updated operator usage rates are adjusted so that their sum is 1.0 and both 

are at least 0.01. 

6.6 Summary of Attribute Settings for MEA2 

Figure 6.4 provides a summary of attribute settings for MEA2. 
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6.7 Tests, Results and Discussion 

MEA2 will be applied to the same 18 instances of the N-Queens problem that 

10M and MEAl were applied to in the previous chapter. The performance of MEA2 

will be compared with the performance of 10M and MEAl on the these CSPs as well 

as on 750 randomly generated problems. 

6.7.1 The N -Queens CSPs 

The results showlI in Figures 6.5 and 6.6 are very similar to the results shown 

in Chapter 4, with the exception that the performance of MEA2 on the 10-Queens 

CSP is closer to the performance of 10M. However, based on the criteria we defined 

in the last chapter, 10M outperforms MEA2 on this CSP but does so marginally. 

Comparing 10M and MEA2 on the lO-Queens Problem, MEA2 outperforms 10M at 

the first quartile, ties 10M at the second quartile and gets outperformed by 10M at 

the third quartile. 

MEA2 seems to outperform MEAl on most of the small scale instances; however, 

again the differences seem to be small. On the large scale instances MEA2 seems to 

outperform MEA I 011 all the instances except for the 700-Queens CSP. The differences 

in performance agaiu seem to marginal. 

6.7.2 Randomly Generated CSPs 

Fi~re 6.7 shows that 10M outperforms MEAl and MEA2 on every class of CSP 

with the exception of (d = 0.3, 1= 0.3) and (d = 0.5, 1=0.3). MEA2 outperforms 
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MEAl on ~v~ry clas!i of CSP except for (d = 0.9, t = 0.5) and (d = 0.1. t = 0.7) and 

(d = 0.3, i = 0.7). 

Onc~ AAain, it seems as thoush 10M's escape mechanism is instrumental in 10M's 

ability to converse more frequently to solutions in the classes of esps with higher av

erAAei of constraint tightness. This is an attribute that we will bootstrap on to MEAl 

and MEA2 in the next chapter to see if it is capable of increasing the performance of 

HMEAs. 
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7 Microevolutionary Breakout 
Hybrids 

In this chapter we will discuss two microevolutionary Ihill-climbing hybrids, MEBA 1 

and MEBA2. MEBA is an acronym for MicroEvolutionary Breakout Algorithm. 

These hybrids are exactly the same as the MEAs described in the previous chapters 

except that they incorporate a breakout management mechanism (BMM) similar to 

IDM's escape mechanism (see section 2.2.2). We will describe how the BMM is used, 

provide the attribute settings for the MEBAs and compare the performance of these 

MEBAs with the other algorithms on the N-Queens and randomly generated CSPs. 

7.1 How the BMM is Used 

The BMM used ill MEBAI and MEBA2 is very similar to the BMM used in IDM. 

The chief difference is due to the fact that while IDM performs systematic. search, EAs 

search stochastically. Thus IDM can detect when it is trapped at a local optimum 

when each value within the domain of each parameter involved in one or more CVs 

has been examined without creating a CS that is better than the current CS. Since it 

is not the nature of EA's to investigate each value within the domain of a parameter 

in order to discover a better CS, it is difficult fo~ them to accurately detect wheu they 

are trapped. EAs must approximate when it is likely that they are trapped at a local 

optimum. One way that this can be done is by specifying a number of generations in 
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which thf' best fitness within thf' population remains thf' same. If a better individual 

is not discovered within the specified number of generations the EA can tentatively 

conclude that a local optimum has been detected. 

The MEBAs calculate a threshold value which represents the number of genera

tions to evolve before invoking the BMM. This threshold is determined by summing 

the number of values of the domain of each parameter involved in one or more CVs of 

the CS represented by the highest ranked individual in the population and dividing 

this sum by the number of offspring created each generation. 

A counter is used to count the number of consecutive generations that have been 

added to the population without improving the the fitness of the best ranked indi

vidual. If an offspring is produced which has a better fitness than the highest ranked 

individua.l before the counter reaches the threshold value, the counter is reset to zero 

and a new threshold value is computed. However, if no offspring is produced with 

a better fitness than the fitness of the highest ranked individual before the counter 

equals the threshold value, the BMM is invoked. 

Once the BMM is invoked, it creates breakouts for the nogood tuples of CSs of 

all indi\'iduals that hAve the same fitness as the highest ranking individual within the 

population. If a nogood tuple of a preexisting breakout is present in a CS represented 

by one of the individuals with the best fitness, the weight of this preexisting breakout 

is incremented by one. 

Once the breakouts are created or the weights of the preexisting breakouts are 
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incremented, the fitness of each individual within the population is updated based on 

the breakouts they violate, the number of generations to evolve before invoking the 

BMM again is re-calculated and the counter is reset to zero. 

7.2 The Evaluation Function 

The evaluation function for the MEBAs determine an individual's objective fitness 

by subtracting the weights of all violated breakouts from the number of constraints 

satisfied by the CS the structure represents. 

7.3 MEBAl and MEBA2 

The only difference between the MEBAs and the MEAs is that MEBAs uses the 

BMM described above. Figure 7.1 provides a summary of the attribute settings for 

MEBAs. 

7.4 Tests, Results and Discussion 

MEBAI and MEBA2 will be applied to the 18 instances of the N-Queens Problem 

as well as the 750 randomly generated CSPs. The performances of these algorithms 

will be compared with IDM, MEAl and MEA2 using the criteria described in Sections 

4.8.1 and 4.8.2 

7.4.1 The N-Queens CSPs 

In Figure 7.2 it is difficult to see whether the BMM has given the MEBAs any 

advantage at all. For the 10-Queens CSP on can observe that the difference between 
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Attribute MEAl MEA2 MEBAl MEBA2 
Population: 

Size 6 6 6 6 
Initialization 1R,5M 6R 1R,5M 6R 
Generation Gap 0.33 0.17 0.33 0.17 
Elitism 0.67 0.83 0.67 0.83 
Duplicates Allowed Yes No Yes No 

Operators: 
HUIC 

Parents Selected 0 2 0 2 
Initial Usage Rate 0.0 0.5 0.0 0.5 

SHM 
Initial Usage Rate 1.0 0.5 1.0 0.5 

Usage Rate Updates: 
Generations Between (a) 0 6 0 6 
Amount of Change (b) 0.0 0.1 0.0 0.1 

BMM Used No No Yes Yes 

Figure 7.1. Attribute Settings for the HMEAs 

the first and third quartiles is larger for the MEAs than it is for the MEBAs or 

IDM. This is an encouraging sign because in the last chapter we observed that as the 

average constraint tightness increased, IDM outperformed the MEAs. Of the nine 

small scale instances, MEBA2 has the best performance on six of them, based on our 

criteria. MEA2 has the best performance on two instances the 40-Queens and the 

20-Queens CSP while IDM still outperforms the HMEAs on the lO-Queens CSP. 

On the large scale instances the performance of all the HMEAs seem to be about 

the same in Figure 7.3. This is also a positiv~ sign because we see that the BMM 

does not adversely affect the performance of the MEBAs when the average constraint 

tightness is very low. These results suggest that for N -Queens CSPs genetic search 
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is more efficient than hill-climbing search. 

7.4.2 Randomly Generated CSPs 

In the previous chapter, Figure 6.7 showed that IDM outperformed MEAl and 

MEA2 on every class of randomly generated CSPs except for two. Figure 7.4 shows 

similar results when comparing the MEBAs with the MEAs. As the average con

straint tightness increases the MEBAs outperform the MEAs. The results shown in 

Figure 7.4 also suggest that as the average constraint tightness increases that MEBA2 

outperforms IDM. 

These results show that penalyzing order-2 schemata which can never be part of 

a solution can increases performance and efficiency of genetic search. These results 

also suggest that for higher values of average constraint tightness, genetic search 

outperforms hill-climbing search. At lower average constraint tightness, the results 

show that hill-climbing search has a statistically significant advantage over genetic 

search; however, it is of no practical significance. 

Although MEBA2 is the algorithm that performs the best on the CSPs it has 

been tested on so far, it is inefficient (as are all of the HMEAs presented so far) in 

that it frequently creates and evaluates duplicate individuals. In the next chapter we 

present a concept which will allow our HMEAs to search more efficiently. 
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Figure't.3. Performance of IDM, MEAl, MEA2, MEBAI and MEBA2 on the Large 
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AlgQrithms d t = 0.1 t =0.3 
Ql Q2 Q3 % Ql Q2 Q3 % 

MEDA2 6.0 7.0 10.0 16.0 24.0 37.0 
MEA2 6.0 7.0 10,0' 17.0 25.0 36.0 

MEDAl 0.1 8.0 10.0 14.0 22.0 32.0 46.0 
MEAl 8.0 10.0 12.0 22.0 32.0 46.0 
10M 2.0 4.0 6.0 13.0 23.0 37.0 

MEDA2 7.0 10.0 14.0 39.0 70.0 115.0 
MEA2 7.0 9.0 14.0 39.0 69.0 110.0 

MEDAl 0.3 10.0 14.0 20.0 46.0 76.0 126.0 
MEAl 10.0 14.0 20.0 46.0 78.0 126.0 
10M 4.0 7.0 11.0 39.0 81.0 137.0 

MEDA2 10.0 16.0 23.0 73.0 148.0 283.0 
MEA2 9.0 16.0 23.0 72.0 150.0 280.0 

MEDAl 0.5 12.0 20.0 30.0 80.0 164.0 296.0 
MEAl 12.0 20.0 30.0 80.0 160.0 300.0 
10M 7.0 13.0 21.0 80.0 181.0 363.0 

MEDA2 13.0 20.0 30.0 152.0 341.0 835.0 
MEA2 13.0 20.0 30.0 141.0 332.5 909.5 96.5 

MEDAl 0.7 18.0 26.0 38.0 162.0 366.0 934.0 
MEAl 18.0 26.0 38.0 154.0 358.0 1ll6.0 95.9 
10M 10.0 18.0 28.0 184.0 404.0 1020.0 

MEDA2 20.0 32.0 46.0 235.5 1319.0 4944.5 98.2 
MEA2 20.0 31.0 44.0 154.0 517.0 2353.5 70.3 

MEDAl 0.9 24.0 38.0 54.0 236.0 1326.0 5370.0 97.4 
MEAl 26.0 38.0 54.0 162.0 504.0 3066.0 68.0 
10M 17.0 30.0 45.0 250.0 1404.0 4901.0 98.1 

Figure 7.4: Results of applying 10M, MEAl, MEA2, MEDAl and MEDA2 
on the 750 Randomly Generated CSPs 

t = 0.5 t =0.7 t =0.9 
Ql Q2 Q3 % Ql Q2 Q3 % QI Q2 Q3 % 

53.0 97.0 170.0 318.0 708.0 1735.0 99.9 50000 50000 50000 0.0 
51.0 95.0 170.0 272.0 638.0 2161.0 84.2 50000 50000 50000 0.0 
60.0 110.0 188.0 344.0 787.0 1983.0 99.8 50000 50000 50000 0.0 
60.0 110.0 188.0 302.0 698.0 2812.0 84.6 50000 50000 50000 0.0 

47.0 89.0 155.0 335.5 951.0 3124.5 99.2 50000 50000 50000 0.0 
18~.0 388.0 8~ 7.0 517.5 1123.0 2489.0 1~.7 50000 50000 50000 0.0 
196.0 390.0 1026.0 95.5 440.0 1342.0 4903.5 12.6 50000 50000 50000 0.0 
210.0 428.0 962.0 516.0 1194.0 2796.0 16.7 50000 50000 50000 0.0 
204.0 448.0 1190.0 95.5 482.0 1559.0 7165.0 13.4 50000 50000 50000 0.0 
212.0 457.0 1042.0 557.0 1299.0 3074.5 16.7 50000 50000 50000 0.0 

4'b.U 1422.U ~jY~.~ 82.8 50000 50000 50000 0.0 50000 50000 50000 0.0 
314.5 811.5 2886.0 48.9 50000 50000 50000 0.0 50000 50000 50000 0.0 
521.0 1604.0 5708.0 81.9 50000 50000 50000 0.0 50000 50000 50000 0.0 
348.0 974.0 4336.0 48.5 50000 50000 50000 0.0 50000 50000 50000 0.0 
498.5 1539.0 5462.0 82.3 50000 50000 50000 0.0 50000 50000 50000 0.0 

1O~8.5 2394.0 52b4.0 1~.7 213.0 347.0 554.5 3.3 50000 50000 50000 0.0 
454.0 987.0 3088.0 5.3 231.0 348.0 590.0 3.3 50000 50000 50000 0.0 

1355.0 3210.0 7097.0 16.7 250.0 430.0 590.0 3.3 50000 50000 50000 0.0 
452.0 1444.0 4452.0 5.2 245.0 352.0 647.0 3.2 50000 50000 50000 0.0 

1211.5 2478.0 4938.0 16.7 200.5 300.0 425.0 3.3 50000 50000 50000 0.0 
207.0 333.0 555.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 
227.0 379.0 596.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 
251.0 358.0 583.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 
252.0 372.0 784.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 

229.5 332.0 481.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 



8 Evolving Populations of 
Hill-climbers 

In the previous chapter we observed that MEBA2 outperformed IDM on most 

instances of the N -Queens and randomly generated CSPs. Even though MEBA2 

seems to perform quite well when compared with IDM it tends to create and evaluate 

more candidate solutions than necessary when solving a CSP because of the follow-

ing. Since no record is kept of how many offspring an individual has created using 

singlepoint mutation, the number of offspring an individual produces may exceed the 

number of alleles of the individual's pivot gene. Also, since each individual searches 

in only one direction throughout its existence, a population may experIence some 

difficulty in migrating to different regions of the search space. 

The new HMEA that we will present in this chapter will be referred to as MEHA 1 

(a MicroEvolutionary Hill-climbing Algorithm). MEHAI uses a variation of the con-

cept of family [35] in a effort to incorporate two attributes of MCHC and IDM, namely, 

the ability for individuals to keep track of which alleles of a pivot gene have not been 

assigned .and the ability to search in multiple directions. In this chapter we describe 

the family concept used by MEHAI and compare MEHAI with the other algorithms 

discussed so far. The test suite used to compare these algorithms will be composed 

of the N -Queens CSPs, the 750 randomly generated CSPs and 50 instances of a new 

problem called the Restricted Confused Queens Problem. 
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8.1 The Family Concept Used in MEHAI 

The concept of family is not new to evolutionary search. Researchers [35, 57, 63] 

have used variations of family or relatedness as mechanisms to reduce the number 

of duplicates within a population, to allow convergence upon multiple optima and 

to promote diversity for crossover. To our knowledge no one has applied the family 

concept to constraint processing EAs in an effort to reduce the number of redundant 

evaluations. Presented below is a variation of the family concept which when applied 

to constraint processing EAs increases their efficiency by reducing the number of 

redundant CS evaluations they perform. 

A family can be defined as a collection of unique individuals which all have the 

same pivot gene and which differ only in that they have different values for the pivot 

gene. That is, although individuals of a family are unique, most of their genetic 

material is identical with the other members of their family because q - 1 of their q 

genes are identical. 

In MEHAl, a population can be viewed as a collection of representatives of one or 

more families. Each family records and updates information about the members that 

have alr~ady been created. This information is used by parents in the population to 

create unique offspring. When all the individuals that can belong to a family have 

been created, each individual belonging to that family which exist in the current 

population creates a new different family by selecting a new pivot gene. 

This concept of family is implemented by using a Family Table (FT) to keep a 
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record of each family represented in the population. The FT is a data structure 

containing an entry for each family that has at least one member in the population. 

Each entry in the FT can be regarded as a distinct hill-climber and contains the 

following information about a particular family: 

• an order-( q - 1) schema which defines the family, 

• the family's pivot gene, 

• a Family Identification Number (FIN), 

• a set of values that have not yet been assigned to the family's pivot gene by 

any member of the family 

• a count of the number of family members in the current population. 

Members of a family are all instances of the same order-( q - 1) schema, have the 

same gene as their pivot, and are assigned the same FIN, which is used to quickly 

identify which family an individual is a member of. When a parent create~ an offspring 

using singlepoint mutation, the parent randomly selects a value from the family's set 

of values that has not yet been used by any other member of the family to create an 

offspring. 

The number of family members in the population fluctuates. Each time a family 

member is removed from the population the family's count is decremented. Each 

time an offspring is created which is a member of one of the families with an entry 

in the FT, that family has its count incremented. When an individual in the current 
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population must select a new pivot gene, it selects the gene with the next highest 

sum of the h-value and cvs fields. 

8.2 Testing, Results and Discussion 

The performance of MEHAI will be compared with the performances of the other 

MEAs discussed previously for the N-Queens CSPs. The performances of IDM, 

MEBA2 and MEHA 1 will be compared on the randomly generated CSPs and on 

50 instances of a new class of CSP called the Restricted Confused Queens Problem 

(RCQP). 

8.2.1 N-Queens CSPs 

In Figure 8.1, MEHAI clearly outperforms the four MEAs presented so far. Recall 

in Chapter 5 that the performances of MEA2 and IDM were identical on the lO-queens 

CSP. However, IDM was declared the winner because its third quartile performance 

was better than the third quartile performance of MEA2. Notice in Figure 8.1 that 

the third quartile performance of MEHAI on the 10-queens CSPs is almost the same 

as second quartile performance of MEA2 and that the second quartile performance 

of MEHA,l is almost the same as the first quartile performance of MEA2. This is 

encouraging news because we hope to have an even more dramatic values of average 

constraint. MEHAI outperforms the other MEAs on all nine small scale instances. 

Comparing the performances of the MEAs on the large scale N-Queens CSPs 

III Figure 8.2, one can see that MEHAI outperforms the other MEAs on all but 

115 



III 
c: 
.2 
i 
::::J 
iii 
> 

UJ 

Small Scale N-Queens CSPs 
8000~~----~--~~--~-----r----.-----r----'r----.--. 

7000 

6000 

5000 

4000 

3000 

2000 

1000 ,~ 
0 

10 20 30 40 

I 

50 60 70 
N 

I 

MEA1 ........-t 
MEA2 I-I--l 

MEBA1 H3--i 
MEBA2 1*-1 
MEHA1 I-A--l 

80 90 

Figure ~.1. Performance of MEAl, MEA2, MEBAl, MEBA2 and MEHAI on Small 

Scale N -Queens CSPs 
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the 400 and 600-Queens CSPs. But even on these instances MEHA1 does not get 

outperformed by much. 

8.2.2 Randomly Generated CSPs 

One can see in Figure 8.3 that MEHA1 outperforms IDM and MEBA2 on all of 

the classes except for those classes where t = 0.1 and (d = 0.1, t = 0.3). As t increases 

the difference in the performance of MEHA1 when compared with the performances 

of IDM and MEBA2 become more dramatic. Also notice that the intervals between 

the first and third quartiles for MEHA1 are smaller than for IDM on all classes of CSP 

except for (d = 0.3, t = 0.1). This suggests that on each run in which a solution was 

discovered the number of CSs needed to find a solution varied less from run to run for 

MEHA1 than for IDM. The results show that evolving populations of hill-climbers 

can increase the performance of genetic search by reducing the number of redundant 

function evaluations. The results also show that hybrid genetic/hill-climbing search 

is more effective than hybrid genetic/partial-hill-climbing search and hill-climbing 

alone. 

8.2.3 Restricted Confused Queens CSPs 

Notice in Figure 8.5 that if the density is held constant each algorithm performs 

more evaluations as the average constraint ti~htness increases. This is consistent 

with what we have experienced with the randomly generated CSPs. Notice also that 

if you follow the diagonal from (d = 0.1, t = 0.1) to (d = 0.9, t = 0.9) that each 
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Figure ~.2. Performance of MEAl, MEA2, MEBAl, MEBA2 and MEHAI on Large 
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Algorithms I d I 1=0.1 t = 0,3 
QI Q2 Q3 % QI Q2 Q3 % 

MEHAI 6,0 7,0 9,0 17,0 25,0 36,0 
MEBA2 0,1 6,0 7,0 10,0 16,0 24,0 37,0 

10M 2,0 4,0 6,0 13.0 23.0 J7,0 
MEHAI 7,0 11.0 15,0 
MEBA2 0,3 7,0 10,0 14,0 

10M 4,0 7,0 l1,0 
MEHAI 10,0 16,0 24,0 
MEBA2 0,5 10,0 16,0 23,0 

10M 7,0 ao 21.0 
MEHAI 15,0 21.0 31.0 
MEBA2 0,7 13,0 20,0 30,0 

10M 10,0 1~,0 2~,0 

MEHAI 21.0 32,0 44,0 
MEBA2 0,9 20,0 32,0 46,0 235,5 1319,0 4944,5 98,2 

10M 17 ,0 JO,O 45,0 250,0 1404,0 4901.0 98,1 

Figure 8,3: Performance of 10M, MEBA2 and MEHAI on the 750 Ran
domly Generated CSPs 

t = 0,5 t = 0,7 t = 0,9 
QI Q2 Q3 % QI Q2 Q3 % QI Q2 Q3 % 

4~,0 ~~,O m,o 254,0 5~0,0 1312,0 50000 50000 50000 0,0 
53,0 97,0 170,0 318,0 708,0 1735,0 99,9 50000 50000 5000 0 0,0 
47,0 89,0 155,0 335,5 951.0 3124,5 99,2 50000 50000 5000 0 0,0 

50000 50000 50000 0,0 
517,5 1123,0 16,7 50000 50000 50000 0,0 
557,0 1299,0 16,7 50000 50000 5000 0 0,0 
50000 50000 0,0 50000 50000 5000 0 0,0 

82,8 50000 50000 0,0 50000 50000 5000 0 0,0 
82,3 50000 50000 0,0 50000 50000 5000 0 0,0 

50000 50000 5000 0 0,0 
3,3 50000 50000 5000 0 0,0 
3,3 50000 50000 50000 0,0 
0,0 50000 50000 5000 0 0,0 

207,0 ' 333,0 555,0 0,0 50000 50000 5000 0 0,0 
229,5 332,0 481.0 0,0 50000 50000 5000 0 0,0 



algorithm increasingly performs more evaluations. This also is consistent with what 

we have seen before when the algorithms were run on the randomly generated esps. 

However, if you hold I constant for I 2: 0.5, the number of evaluations decreases as 

the density increases. The results shown in Figure 8.5 suggest that for some esps 

increased density may be instrumental in making the problem easier to solve. 

Notice that the algorithms seemed to have a problem finding solutions to the 

problem (d = 0.3, I = 0.5). This may suggest that these problems, even though they 

have solutions, may be more deceptive than the other classes of problems. These 

problems may have long blind alleys that end with a local optima. This causes IDM 

to spend a large number of evaluations escaping from a local extrema. The MEBAs 

perform better because they create more breakouts for more than one es. In the case 

where every member of the population has the same fitness then the BMM of the 

MEBAs will create six times as many breakouts as IDM's BMM. This means that 

the MEBAs escape local optima more quickly than IDM. MEHA1 outperforms IDM 

and MEBA2 on each of the 25 esps. 

The results in Figure 8.6 show that IDM dramatically outperforms MEBA2 and 

MEHA1., the exact opposite of Figure 8.5. However, again we see that as t is increased 

the algorithms perform more evaluations in finding a solutions. Also, one can see again 

that increased density seems to make these i~stances of the ReQP easier to solve. 

Observing the results along the diagonal from (d = 0.1, t = 0.1) to (d = 0.9, t = 0.9), 

one can see that increasing the density along with the average constraint tightness 
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Algorithms I d J i =0.1 i = 0.3 
QI Q2 Q3 % QI Q2 Q3 

MEHAI 16.5 20.5 27.0 86.0 103.5 132.5 
MEBA2 0.1 17.5 23.0 27.0 100.5 117.0 155.0 

10M 16.0 19.0 23.5 180.0 234.0 295.0 
MEHAI 
MEBA2 

10M 
MEHAI 
MEBA2 

10M 
I MEHAI 

MEBA2 
. 10M 
MEHAI 
MEBA2 I 0.91 68.0 77.0 87.5 

10M 169.5 217.5 333.5 
1111.0 121.0 134.5 

814.5 1122.0 1480.5 

Figure 8.5: Performance of 10M, MEBA2 and MEHAI on the 25 instances 
of the Restrictive Confused Queens Problem with Maximally Even Network 
Topolo~es 

% 
i = 0.5 i = 0.7 i = 0.9 

QI Q2 Q3 % QI Q2 Q3 % QI Q2 Q3 % 
159.0 201.0 333.5 362.5 598.0 994.5 1143.5 1115.0 2609.0 
203.5 290.0 518.0 537.5 776.5 1463.0 1830.5 2571.5 3587.5 
692.0 1046.5 1718.5 2705.0 4321.5 6938.5 4480.0 6706.0 9091.5 

1172.5 189.0 208.0 
1510.0 1833.5 2418.0 

1307.0 336.5 369.5 
2360.5 2730.5 3210.0 

I 563.0 616.5 675.0 
2138.0 2618.5 3408.5 



causes the algorithms to perform more evaluations in finding solutions. The results 

suggest that on maximally uneven network topologies, IDM outperforms the MEBAs 

when d < t. Notice that for (d = 0.3, t ~ 0.7) and (d = 0.5, t ~ 0.7) that the 

MEBAs find very few solutions. 

The problem with MEBA2 and MEHA1 is that they expend too much effort 

working with parameters that are involved in a large number of constraint violations. 

When a parameter is involved in a large number of constraint violations, it may be 

difficult to find a value for that parameter that can reduce the number of CVs it is 

involved in. For instance, the parameter involved in the most CV s may be connected 

to as many as 49 other parameters. The proba~ility of randomly generating a value 

that will be compatible with most of the values assigned to the other 49 parameters 

is small. If no better solution is found (as in MEBA2), or if we exhaust the domain 

of the pivot gene (as in MEHA1), the algorithm will check the parameter involved in 

the second largest number of CV s. This parameter may be connected to as many as 

48 parameters. 

Our analysis shows that when working with maximally uneven network topologies 

it would be better to select the parameter involved in the least number of CVs first. 

This suggests that perhaps a better heuristic for MEHA1 would be one that takes 

into account the total number of constraints .a parameter is involved in as well as 

the number of constraints it violates. By using a heuristic like this, MEHA1 would 

allow its individuals to select the most appropriate parameter first rather than the 
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most involved first. In selecting the most appropriate parameter as the new pivot, 

this new heuristic would cause an individual to select the parameter involved in the 

greatest number of CVs when the network topology is maximally even, and select 

the parameter involved in the least number of CVs when the network topology is 

maximally uneven. 
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Algorithms I d I 1 =0.1 1 =0.3 
QI Q2 Q3 % QI Q2 Q3 % 

MERAI 20.0 27.0 34.0 221.5 201.0 333.5 
MEBA2 0.1 20.0 30.0 40.0 185.5 342.5 491.5 

10M 20.0 33.0 47.5 97.5 128.5 167.5 
MERAI 
MEBA2 0.3 

10M 
MERAI 
MEBA2 0.5 

10M 

I MERAI 
MEBA2 0.7 66.0 74.5 84.0 109.5 122.0 136.0 
. 10M 149.5 187.0 288.0 757.5 995.5 1374.0 
MERAI 
MEBA2 I 0.91 68.5 77.5 87.0 

10M 169.5 217.5 333.5 
1107.0 122.0 136.5 

876.0 1219.0 1534.5 

Figure 8.6: Performance of 10M, MEBA2 and MERAI on the 25 instances 
of the Restrictive Confused Queens Problem with Maxim~ly Uneven Ne~ 
work Topolo~es 

t = 0.5 
QI Q2 Q3 % 

904.5 1178.0 1422.5 
888.5 1247.50 1969.5 

198.5 245.5 342.5 
3362.5 5187.0 7540.5 
3003.5 7861.5 16019.5 92.0 
563.0 840.5 1271.0 

177.0 203.5 224.0 
1353.0 1688.0 2291.5 

1175.5 192.5 210.5 
1582.0 1929.0 2380.5 

·1=0.7 1=0.9 
QI Q2 Q3 % QI Q2 Q3 % 

1898.0 2178.0 2398.0 4758.0 5079.5 5814.0 
2333.5 3329.5 5379.5 7146.0 11349.0 15318.5 
324.5 433.0 573.5 455.5 568.5 873.5 

7563.05 9624.0 12145.5 50000.0 50000.0 50000.0 0.0 
32078.5 50000.0 50000.0 38.0 50000.0 50000.0 50000.0 0.0 
1001.0 1523.5 2045.0 931.5 1329.5 1740.5 
50000.0 50000.0 50000.0 20.0 50000.0 50000.0 50000.0 0.0 
2432.5 8431.0 50000.0 67.0 50000.0 50000.0 50000.0 0.0 

1517.0 2158.0 2638.5 1306.0 1796.0 2495.5 
5 . 41v\Io 

289.0 331.0 
2037.5 2564.0 

I 297.0 323.0 350.5 
2267.5 2685.0 3343.0 

I 548.5 591.5 668.5 
2225.5 2666.0 3042.5 



9 Other Hill-climbing Heuristics 

In the previous chapter, we observed that MEHA1 outperformed IDM on CSPs in 

which· the network topology was either randomly or evenly distributed. We concluded 

that the reason for MEHA1 's poor performance on networks with maximally uneven 

topologies was that the NMI heuristic for selecting a new pivot gene concentrated too 

much attention on parameters involved in a large number of constraint violations. One 

of the biggest problems with the NMI heuristic is that it doesn't take into account 

how many constraints a parameter is involved in. 

For example, let's suppose we have a constraint network where parameter A is 

involved in 50 constraints but the value assigned to a causes A to violate 10 constraints 

while parameter B is involved in 5 constraints all of which are violated by the value 

assigned to B. The NMI heuristic would select the gene representing parameter A 

as the next pivot (assuming that all h-values are have the same value). Actually, 

the better decision would be to select the gene which represents parameter B. The 

reasoning behind this decision is that the value assigned to parameter A already 

satisfies .80% of the constraints it is involved in while the value assigned to parameter 

B satisfies 0%. Changing the value of parameter A would probably do more damage 

than good, while changing the value of parameter B could in no way decrease the 

total number of constraints satisfied. 

In this chapter we will present two heuristics that take into account the number 
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of constraints a parameter is involved in (CI) as well as the number of constraints 

a parameter satisfies when selecting a new pivot gene for an individual. These two 

heuristics are called Filtered Next Most Involved (FNMI) and Connected Filtered 

Next Most Involved (CFNMI). MEHA2 and MEHA3 are similar to MEHAI with the 

exception that in MEHA2, the FNMI heuristic will be used instead of NMI and in 

MEHA3 CFNMI will be used instead of NMI. MEHA2 and MEHA3 will be compared 

with IDM and MEHAI on the same tests used in Chapter 7. 

9.1 Filtered Next Most Involved Heuristic 

The FNMI Heuristic filters out the genes that represent parameters that are in-

volved in the highest CV -to-CI ratio and randomly selects one of these filtered genes 

to be the new pivot gene. Once an individual selects a new pivot gene the individual 

is discouraged from selecting it again to be a pivot until every other gene that has 

not been a pivot becomes one. 

9.2 Connected Filtered Next Most Involved Heuris
tic 

The CFNMI heuristic operates exactly the same as FNMI except that only genes 

that represent parameters connected to the parameter represented by the old pivot 

gene are considered and filtered. Again, once a gene is selected to be a pivot an 

individual is discouraged from selecting it again to be a pivot until every other gene 

that has not been a pivot becomes one. However, this does not always keep an 
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individual from selecting a gene that was a pivot previously as its next pivot before 

the other genes have had a chance to become the pivot. This is because CFX~II only 

considers the parameters connected to the parameter represented by the pi\·ot gene. If 

the parameter represented by the current pivot is connected only to parameters that 

have already been pivots then the next pivot gene will be a gene that has already 

been a pivot. 

9.3 Testing, Results and Discussion 

The performances of IDM, MEHAI. MEHA2 and MEHA3 will be compared on 

the randomly generated and RCQ CSPs. MEHA2 and MEHA3 will not be tested 

with the lV-Queens CSPs because when the network density is 100% NMI. FNMI. 

and CFNMI are exactly the same. 

9.3.1 The Randomly Generated CSPs 

In Figure 9.1 it is difficult to determine which heuristic outperforms the others. 

MEHA3 and MEHA2 have the best performance on five classes. For MEHA3 the 

classes ~e: (d = 0.1. t = 0.5), (d = 0.1. t = 0.7). (d = O.i. t = 0.3). (d = o. i. t = 

0.7) and (d = 0.9. t = 0.5). MEHA2 had the best performance on the following 

classes: (d = 0.3, t = 0.3), (d = 0.3. t = 0.5), (d = 0.3. t = O.i), (d = 0.5. t = 0.5) 

and (d = 0.7. t = 0.5). However. both MEHA3 and MEHA2 outperform MEHAI 

and IDM. 
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t-' 
t-:> 
00 

Algorithms d t = 0.1 1 =0.3 
Q1 Q2 Q3 % Q1 Q2 Q3 % 

MEHA3 6.0 7.0 9.0 17.0 25.0 37.0 
MEHA2 0.1 6.0 7.0 9.0 17.0 25.0 36.0 
MEHA1 6.0 7.0 9.0 17.0 25.0 36.0 

IDM 2.0 4.0 6.0 13.0 23.0 37.0 
MEHA3 8.0 11.0 15.0 38.0 65.0 102.0 
MEHA2 0.3 7.0 10.0 14.0 37.0 65.0 101.0 
MEHA1 7.0 11.0 15.0 37.0 65.0 103.0 

IDM 4.0 7.0 11.0 39.0 81.0 137.0 
MEHA3 10.0 17.0 24.0 63.0 123.0 207.0 
MEHA2 0.5 10.0 17.0 24.0 61.0 122.0 212.0 
MEHA1 10.0 16.0 24.0 62.0 121.0 213.0 

IDM 7.0 13.0 21.0 80.0 181.0 363.0 
MEHA3 15.0 22.0 31.0 113.0 224.0 505.0 
MEHA2 0.7 14.0 21.0 30.0 114.0 224.0 525.0 
MEHA1 15.0 21.0 31.0 114.0 233.0 534.0 

IDM 10.0 18.0 28.0 184.0 404.0 1020.0 
MEHA3 21.0 33.0 45.0 155.0 724.0 2976.5 99.4 
MEHA2 0.9 21.0 32.0 45.0 146.0 732.0 2955.5 99.3 
MEHA1 21.0 32.0 44.0 149.0 784.0 2811.0 99.6 

IDM 17.0 30.0 45.0 250.0 1404.0 4901.0 98.1 

Figure 9.1: Performance of IDM, MEHAl, MEHA2 and MEHA3 on the 
750 Randomly Generated CSPs 

1=0.5 t =0.7 t = 0.9 
Q1 Q2 Q3 % Q1 Q2 Q3 % Q1 Q2 Q3 % 

46.0 83.0 143.0 229.0 494.0 1090.0 50000 50000 50000 0.0 
47.0 85.0 143.0 232.0 518.0 1181.0 50000 50000 50000 0.0 
48.0 88.0 155.0 254.0 580.0 1312.0 50000 50000 50000 0.0 
47.0 89.0 155.0 335.5 951.0 3124.5 99.2 50000 50000 50000 0.0 

139.0 265.0 534.0 307.0 653.0 1319.0 16.7 50000 50000 50000 0.0 
136.0 261.0 534.0 295.0 605.0 1203.0 16.7 50000 50000 50000 0.0 
138.0 268.0 566.0 319.5 771.0 1455.0 16.7 50000 50000 50000 0.0 
212.0 457.0 1042.0 557.0 1299.0 3074.5 16.7 50000 50000 50000 0.0 
289.0 844.0 3362.0 84.8 50000 50000 50000 0.0 50000 50000 50000 0.0 

290.0 849.0 3310.0 84.4 50000 50000 50000 0.0 50000 50000 50000 0.0 
302.0 848.0 3347.0 84.8 50000 50000 50000 0.0 50000 50000 50000 0.0 
498.5 1539.0 5462.0 82.3 50000 50000 50000 0.0 50000 50000 50000 0.0 
611.0 1503.0 3060.0 16.7 l38.0 187.0 257.0 3.3 50000 50000 50000 0.0 

698.5 1461.0 2999.5 16.7 152.5 217.0 291.0 3.3 50000 50000 50000 0.0 
736.5 1578.0 3168.0 16.7 165.0 245.0 355.0 3.3 50000 50000 50000 0.0 

1211.5 2478.0 4938.0 16.7 200.5 300.0 425.0 3.3 50000 50000 50000 0.0 
150.0 207.0 288.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 
152.5 244.0 369.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 
142.5 209.0 256.5 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 
229.5 332.0 481.0 3.3 50000 50000 50000 0.0 50000 50000 50000 0.0 



9.3.2 The Restrictive Confused Queens CSPs 

The results shown in Figure 9.2 of the performances of IDM, MEHAl, MEHA2 

and MEHA3 on the 25 instances on the RCQ CSPs shows that MEHA2 and MEHA3 

outperform MEHAI on most of the classes. MEHA3 had the best performance on 

13 classes, MEHA2 had the best performance on 7 classes, MEHAI had the best 

performance on 4 classes and IDM had the best performance on one class. The results 

suggest that CFNMI heuristic is the best heuristic to use when solving instances of 

the RCQ CSPs with maximally even network topologies. 

In the previous chapter we observed that the RCQ CSPs with maximally uneven 

topologies posed a great challenge for MEHAl. In Figure 9.3, IDM outperforms the 

MEHAs on the classes (d = 0.1, t ~ 0.3) and (d = 0.3, t = 0.9). This is because 

the individuals of the MEHAs use the MIF heuristic to select their initial pivot gene. 

However, notice that MEHA2 and MEHA3 perform less than half the evaluations 

of MEHAI on these classes. Also notice that for classes (d = 0.3, t. = 0.9) and 

(d = 0.5, I ~ 0.7) that MEHA2 and MEHA3 find solutions 100% of the time. These 

results provide more evidence that CFNMI and FNMI are more effective heuristics 

for selecting new pivots then NMI. In Figure 9.3, MEHA3 had the best performance 

on 4 classes, MEHA2 on 9 classes, MEHAI on 7 classes and IDM on 5 classes. 

The results shown in Figures 9.2 and 9.3. suggest that possibly a combination 

of CFNMI, FNMI, NMI heuristics along with a heuristic which randomly selects 

a gene representing an object involved in one or more CVs should be used when 
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Algorithms I d I 1=0.1 i =0.3 1=0.5 l = 0.7 l =0.9 
Q1. Q2 Q3 % Q1 Q2 Q3 % Q1 Q2 Q3 % Q1 Q2 Q3 % Q1 Q2 Q3 % 

MEHA3 17.0 21.0 26.0 84.5 100.5 120.5 166.0 229.5 459.0 324.5 417.5 610.5 889.5 1410.5 2000.5 
MEHA2 0.1 18.5 22.0 26.5 80.0 102.0 122.0 154.0 194.5 329.0 1073.5 1548.0 2335.5 
MEHA1 16.5 20.5 27.0 86.0 103.5 132.5 159.0 201.0 333.5 1143.5 1715.0 2609.0 

IDM 16.0 19.0 23.5 180.0 234.0 295.0 692.0 1046.5 1718.5 4480.0 6706.0 909l.5 
MEHA3 53.0 59.5 72.5 101.0 122.5 149.5 161.5 193.0 512.5 908.0 1321.5 
MEHA2 0.3 49.0 57.0 65.5 96.5 114.5 140.5 152.5 178.5 558.0 878.5 1434.5 
MEHA1 53.0 60.5 67.5 100.0 122.5 159.0 165.0 196.0 537.5 1030.5 1783.0 

IDM 67.5 83.0 94.5 615.5 697.5 875.0 3918.0 8460.5 17398.0 
MEHA3 63.5 71.5 82.5 98.0 116.0 139.0 415.0 475.0 916.5 
MEHA2 0.5 60.0 72.0 82.0 98.5 109.5 135.5 99.0 147.0 170.0 244.5 281.0 356.0 417.5 494.5 1169.0 
MEHA1 58.0 71.0 82.5 97.5 108.5 129.0 99.0 153.0 176.5 204.5 99.0 253.0 281.0 349.0 402.0 455.0 831.0 

I--' 

"" IDM 124.0 158.0 201.5 746.5 1001.5 1301.0 90.0 1403.5 1755.0 2458.0 83.0 1982.0 2417.5 3183.5 2428.0 3422.5 8149.0 99.0 0 

MEHA3 62.0 70.0 80.5 240.5 266.0 290.0 
MEHA2 0.7 61.0 66.5 79.0 96.0 107.5 122.5 146.0 163.5 176.0 230.0 249.0 284.0 
MEHAI 60.0 69.0 80.0 

IDM 180.0 245.0 327.0 
MEHA3 
MEHA2 0.9 59.5 67.0 75.5 95.0 105.5 115.5 144.0 160.0 172.0 233.0 255.0 280.5 393.5 421.0 449.0 
MEHA1 62.5 69.5 77.5 99.0 101.0 116.0 137.0 157.0 176.5 234.5 257.0 279.0 393.5 421.0 459.0 

IDM 169.5 217.5 333.5 814.5 1122.0 1480.5 1510.0 1833.5 2418.0 2360.5 2730.5 3210.0 2138.0 2618.5 3408.5 

Figure 9.2: Pedormance of IDM, MEHA1, MEHA2 and MEHA3 on the 
25 instances of the Restrictive Confused Queens Problem with Maximally 
Even Network Topolo~es 
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Algorithms d i = 0.1 i = 0.3 
Q1. Q2 Q3 % Q1 Q2 Q3 % 

MEHA3 22.0 28.0 37.0 87.5 160.0 208.0 
MEHA2 0.1 21.0 27.0 34.5 38.0 155.0 202.0 
MEHA1 20.0 27.0 J4.0 221.5 201.0 333.5 

IDM 20.0 33.0 47.5 97.5 128.5 167.5 
MEHA3 36.0 44.0 55.0 74.5 99.5 125.0 
MEHA2 0.3 39.5 46.5 57.0 78.5 97.5 HO.O 
MEHA1 39.0 46.0 53.5 84.0 104.0 267.5 

IDM 53.0 68.5 102.0 315.5 426.0 537.0 
MEHA3 48.0 56.5 67.0 93.0 103.5 119.0 
MEHA2 0.5 50.5 59.0 66.5 83.0 100.5 118.5 
MEHA1 46.5 55.5 62.5 86.0 98.0 111.0 

IDM 95.0 131.0 165.0 559.0 763.5 1038.0 
MEHA3 57.0 M.O 73.0 94.5 105.0 116.5 
MEHA2 0.7 55.5 67.5 74.0 88.5 100.0 110.5 
MEHA1 57.5 65.0 72.0 94.0 103.5 116.0 

IDM 149.5 187.0 288.0 757.5 995.5 1374.0 
MEHA3 60.0 69.0 78.0 96.5 105.5 116.5 
MEHA2 0.9 58.0 66.0 73.0 92.0 104.5 118.0 
MEHA1 56.6 65.5 74.5 91.0 105.5 118.0 

IDM 169.5 217.5 333.5 876.0 1219.0 1534.5 

Figure 9.3: Performance of IDM, MEHA1, MEHA2 and MEHA3 on the 
25 instances of the Restrictive Confused Queens Problem with Maxim~ly 
Uneven Network Topolo~es 

i = 0.5 i = 0.7 i = 0.9 
Q1 Q2 Q3 % Q1 Q2 Q3 % Q1 Q2 Q3 % 

308.0 418.5 502.0 855.5 941.0 1052.5 2134.0 2331.5 2495.0 
339.5 419.0 535.5 855.0 988.5 1072.0 2213.5 2359.0 2521.5 
904.5 1178.0 1422.5 1898.0 2178.0 2398.0 4758.0 5079.5 5814.0 

198.5 245.5 J42.5 J24.5 m.o 5715 455.5 568.5 8715 
221.0 281.5 319.0 535.5 615.0 688.5 1615.0 1735.0 1858.0 

192.5 256.5 J16.0 555.5 617.0 679.5 1584.5 1707.5 1847.0 
3362.5 5187.0 7540.5 7563.05 9624.0 12145.5 50000.0 50000.0 50000.0 0.0 
563.0 840.5 1271.0 1001.0 1523.5 2045.0 931.5 B29.5 1740.5 
147.0 174.5 201.0 328.0 372.5 431.5 1060.0 1139.0 1272.5 
143.5 165.5 194.0 m.o J69.5 427.5 1027.0 1119.5 1192.5 

H5.0 156.0 200.5 50000.0 50000.0 50000.0 20.0 50000.0 50000.0 50000.0 0.0 
1135.0 1437.5 2073.0 1517.0 2158.0 2638.5 1306.0 1796.0 2495.5 
150.5 171.0 184.0 234.0 258.0 277.5 411.0 439.5 486.5 
144.5 161.5 180.0 234.0 259.5 288.0 408.5 4J8.5 479.5 

140.5 157.0 169.0 2)6.0 253.5 290.5 413.0 463.5 915.0 
1353.0 1688.0 2291.5 2037.5 2564.0 3252.5 1635.5 2200.0 2622.5 
149.5 161.5 176.0 234.5 256.5 281.0 393.5 428.5 465.5 

141.0 157.0 171.5 223.5 252.0 275.5 403.5 441.5 488.0 
146.5 158.5 177.0 239.0 266.0 280.0 399.0 439.0 464.0 

1582.0 1929.0 2380.5 2267.5 2685.0 3343.0 2225.5 2666.0 3042.5 



solving CSPs with maximally uneven network topologies. The results also show that 

these heuristics should also be used when individuals select their initial pivot gene 

as well. These results are further confirmation that the MIF heuristic works well 

on maximally even network topologies but works very poorly on maximally uneven 

network topologies. 
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10 Arc Revising 
Microevolutionary Hybrids 

This chapter introduces our last two microevolutionary hybrids. This new hybrid 

uses information collected during evolutionary search opportunistically to reduce the 

size of the search space, by recognizing when the domains of objects in the CSP may 

be pruned through applying the concept of Arc Revision which lies at the heart of the 

consistency algorithms [46] that are often used by systematic CSP problem-solvers. 

In addition to improving the efficiency of subsequent evolutionary search, pruning 

object domains in this way also has the effect that eventually the EA recognizes that 

a CSP is based on a network which admits no consistent assignment because the 

network is arc-inconsistent [46]. 

10.1 Arc Revision 

In Chapter 2 we stated that a binary constraint can be viewed as an edge between 

two vertices. An alternative view of a constraint between two vertices A and B is one 

where t~e constraint is represented as two directed arcs. One arc originates at vertex 

A and points towards vertex B while the other originates at B and points towards A. 

A value in the domain of the object at the head of an arc is said to support a value 

in the domain of the object at the tail of the arc if the directed pair containing these 

values is present in the relation corresponding to the directed arc. 
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Arc Revision [46] is a method of constraint processing which removes from the 

domain of the object at the tail of an arc any value which is not supported through 

the arc by at least one value in the domain of the object at the head of the arc. 

Arc revision is an important constraint processing technique because, by reducing 

the domains of objects in a esp, it reduces the size of the search space. It can 

also detect when some exemplification esps admit no consistent assignment, which 

happens when arc revision leads to the removal of all members from some object's 

domain. When this occurs, the constraint network is said to be arc inconsistent. 

EAs have a disadvantage in that they cannot determine when a problem they 

are working on has no solution. Usually, if no solution is found they will continue 

their search indefinitely or until a user-specified stopping criterion is reached. In 

this chapter we present two MEAs that perform Opportunistic Arc Revision (OAR). 

These MEAs perform OAR to make their search more efficient by eliminating values 

from domains that can never be part of an optimal solution and by discovering when 

a CSP has no solution. 

The two MEAs, AMEHAI and AMEHA2 (Arc revising Micro-Evolutionary/Systematic 

search Algorithm), developed in this chapter use a modified Family Table to record 

information that can be used to perform OAR. These algorithms are compared with 

IDM, MEHA2 and MEHA3 on the 750 randomly generated CSPs. 
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10.2 The Modified Family Table 

The family table used by the AMEHAs is similar to the Family Table described 

in Chapter 8; however, each family table entry is modified to have an additional field 

called an incompatibility vector. The incompatibility vector is a set of counters; one 

counter corresponds to each non-pivot gene of the family. These counters are used 

to record the number of values in the domain of the parameter represented by the 

pivot gene that are incompatible with the value assigned to parameters represented 

by non-pivot genes. 

10.3 How the AMEHAs Perform OAR 

The AMEHAs performs OAR in the following way. The incompatibility vector 

of a family contains one counter associated with each non-pivot gene of the schema 

defining the family. When the family entry is first established in the IT, each of 

these "incompatibility counters" is set to zero. Then, as the various members of the 

family arrive in the population and the constraints are checked. each non-pivot gene's 

counter is incremented each time it is found to be incompatible with the pivot gene 

value of.a new arrival belonging to the family. Thus, if it happens that all members of 

the family enter the population during one continuous representation of the family in 

the population, the incompatibility counter for each non-pivot gene will indicate how 

many of the values in the pivot domain were incompatible with the current assignment 

of the corresponding non-pivot gene. If any such counter has a value equal to the 
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cardinality of the pivot domain, then the current value of the corresponding non-pivot 

gene is not supported by any value in the pivot gene's domain; thus, the current value 

of the non-pivot gene may be removed from its domain. 

Pruning gene domains in this opportunistic fashion reduces the search space for 

subsequent evolutionary search, since the search space is the cross-product of the 

domains. Of course, if any domain gets pruned to the empty set, the AMEHAs 

terminate their search since they recognizes that the overall search space is also empty. 

Finally, it is important to note that this opportunistic pruning comes at no extra cost 

in terms of evaluations or constraint checks above those done by the MEHAs. 

10.4 AMEHAI and AMEHA2 

AMEHAI is similar to MEHA2 in that the individuals that it evolves use the FNMI 

heuristic to select their next pivot gene. The only difference between AMEHAI and 

MEHA2 is the AMEHAI performs OAR. Individuals evolved by AMEHA2 use the 

CFNMI heuristic to select their next pivot gene. AMEHA2 is similar to MEHA3 with 

the only difference being that AMEHA2 performs OAR. 

10.5 Testing, Results and Discussion 

Figure 10.1 shows the performances of MEHAI, MEHA2, MEHA3, AMEHAI 

and AMEHA2. Again the algorithm with the best performance for a given class is 

highlighted. For the AMEHAs, a CSP is successfully solved if the algorithms can find 

a q-tuple which satisfies all the the constraints or if they can determine that a CSP 
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has no solution. 

The performances of MEHA2 and MEHA3 are almost identical with the perfor

mances of AMEHA1 and AMEHA2 for classes (d ~ 0.11 < 0.7) and (d = 0.11 = 0.7). 

However, on the nine other classes of CSPs the AMEHAs dramatically outperform 

the MEHAs. This is because the AMEHAs, through the use of arc revision, can de

tect when a CSP has no solution. On the nine classes in which the AMEHAs are able 

to determine when CSPs have no solutions, AMEHA2 seems to narrowly outperform 

AMEHA 1 six classes to three. 

Notice in Figure 10.1 that the performances of MEHA1 and MEHA2 are very 

similar with the performance of MEHA3 while the performance of AMEHA1 is very 

similar to the performance of AMEHA2. Figures 10.2 and 10.3 show a three dimen

sional graph of the performances of the MEHA3 and AMEHA2. In these figures, the 

x-axis represents the average constraint tightness, the y-axis represents the network 

density and the z-axis represents the percentage of the 3000 runs in which MEHA3 or 

AMEHA2 failed to solve a CSP for a particular class, where by failure we mean fail

ure either to find a consistent tuple of object assignments or to find that the problem 

was arc-inconsistent. 

Notice in Figure 10.2 the sharp cliff between those classes for which MEHA3 

solves a large percentage of CSPs and those classes for which it solves very few CSPs. 

When one compares Figure 10.2 with 10.3 the difference in the performances of the 

AMEHAs and the MGIDAs is much clearer. 
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Alpithma I d I t =0.1 1=0.3 I =O.S 1=0.7 1=0.9 
QI Q2 Q3 I QI Q2 Q3 I QI Q2 Q3 'I QI Q2 Q3 'I QI Q2 Q3 % 

AME8A2 6.0 7.0 10.0 17.0 25.0 37.0 47.0 86.0 144.0 229.0 508.0 1121.0 1909.0 4150.0 7598.0 97.6 
AMEBAI 8.0 11.0 IS.O 17.0 25.0 37.0 4a.o 83.0 146.0 231.0 494.0 1070.5 1922.0 4132.0 7509.0 96.6 
MEDAl 0.1 6.0 7.0 9.0 17.0 25.0 37.0 46.0 83.0 143.0 229.0 494.0 1090.0 50000 50000 50000 0.0 
MEW 6.0 7.0 9.0 17.0 25.0 36.0 47.0 SS.O 143.0 232.0 S18.0 1181.0 50000 50000 50000 0.0 
MDIAI 6.0 7.0 9.0 17.0 25.0 36.0 48.0 88.0 IM.O 254.0 580.0 1312.0 50000 50000 50000 0.0 

AME8A2 8.0 11.0 IS.O 38.0 &U 102.0 
AMEBAI a.o 11.0 1&.0 37.0 65.0 100.0 137.0 265.0 U4.0 IIm.s 11889.0 25363.S 60.7 1954.0 4282.5 6646.5 98.4 
MEIlAl OJ U 11.0 IS.o 38.0 65.0 102.D ID.O 265.0 S34.0 m.o 653.0 1319.0 16.7 50000 50000 50000 0.0 
MEIlA2 7.0 10.0 14.0 n.o 65.0 101.0 131.0 2&1.0 U4.0 295.0 605.0 1203.0 16.7 50000 50000 50000 0.0 
MEllAI 7.0 11.0 15.0 n.o 65.0 103.0 138.0 •. 0 581.0 319.5 771.0 14&5.0 16.7 50000 50000 50000 0.0 

AMEBA2 1946.0 3670.0 6199.5 98.8 
AMEBAI 123.0 ml.s 64,3 1933.5 3662.0 6298.0 99.2 
MEIlA3 0.5 10.0 17 .0 24.8 123.0 3m.0 0.0 50000 50000 50000 0.0 
MEIlA2 10.0 17 .0 24.0 1210 3310.0 0.0 50000 50000 50000 0.0 ..... 

10.0 16.0 24.0 ~ MEllAI 121.0 3347.0 0.0 50000 50000 50000 0.0 
00 

AMEILU 14.0 21.8 3t.o 113.8 2%7.0 MU 158&.0 3288.5 1&.7 IS23.0 2465.S 3950.0 98.5 
AMEBAI 14.0 21.8 3t.o 115.0 224.0 595.5 1362.0 3212.5 16.7 70.1 1542.5 2473.0 3927.0 98.8 
MmAl 0.7 IU 22.8 31.0 113.8 224.0 • .0 &1 t.o 1503.0 •. 0 5mI 50000 50000 0.0 
MEIlA2 14.0 21.0 1.0 114.8 224.8 m. 1111.5 14&10 381.5 U 5mI - 50000 0.0 
MElIA I IU 21.1 31.8 114.8 233.0 U4. 7lU 1578.0 318.0 U 5mI 5mI 50000 0.0 

AMEILU 2t.o 32J 4&.0 141.8 7l4.0 ••• J IJU 111.1 217.0 1340.0 2330.0 4139.0 98.8 
AMEBA I 21.0 32.0 44.0 148.1 m j 21110 •. 1 11.0 113.0 236.0 Ml.O 1D277.0 31m.S 73.2 1348.0 2296.0 4136.0 99.2 
MmAl OJ 21.1 33.0 4U liU 724.0 B1U •. 4 15110 1170 .0 U SImI SImI SImI 0.0 5mI - 50000 0.0 
MEIlA2 21.1 JU 45.0 14&.1 m..e au .J 1515 2440 •. 0 U SImI SImI SImI 0.0 5mI 5mI 50000 0.0 
MElIA I 21.1 JU 44.1 141.8 7I4J 2111.8 ... 14U •. 0 251.5 U SImI SImI SImI 0.0 5mI - 50000 0.0 

rip!! 10.1 I'abIs.cr !lMEIIAI. MEW, MEW, AMEllAI ud 
AMEIlA2 ... ne ....." r..r.I ~I'I 
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Figure 10.2. Percentage in which MEHA3 Fails to Solve a Class of CSPs 

The results shown in Figure 10.3 suggests that using this form of opportunistic 

arc revision can help determine when some CSPs with higher averages of constraint 

tightness have no solutions. Figure 10.3 also shows some classes of CSPs which are 

very difficult to solve. If one looks closely two ridges can be detected. The larger ridge 

can be seen at Tightness = 0.5 and the other at Tightness = 0.7. However, the most 

difficult CSPs seem to be in the classes (d 2! 0.7, I = 0.5). These classes correspond 

to Smith's "mushy region" [62] and represent a phase transition [11] between classes 

of CSPg that have solutions and those classes of CSPs with no solutions. 
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11 Conclusions 

In this thesis we have developed a class of adaptive microevolutionary /systematic 

hybrids which quickly and efficiently solve a wide variety of CSPs. All of the hybrids 

that we have developed outperform pure adaptive evolutionary search. Our most 

sophisticated algorithms, MEHA2, MEHA3, AMEHA2 and AMEHA3, outperform 

IDM on most of the problems within our test suite. 

11.1 Contributions 

During the course of our research we have made a number of significant contribu

tions to the area of Evolutionary Computation and Constraint Processing. First and 

foremost, we have shown that classical approaches to constraint satisfaction can be 

combined with newer, non-traditional forms of search. We have shown that the evolu

tionary and systematic search concepts presented in this thesis are complimentary in 

nature, thus allowing for the development of hybrid concepts which provide the best of 

both worlds. In fact, it would be very difficult to develop an evolutionary/systematic 

hybrid which would perform worse than its antecedents! 

Our approach of evolving small populations of a classical systematic search strat

egy is just one of the myriad ways in which evolutionary and systematic search can 

be successfully combined. Our hybrids are successful because: 

1. Small population size is used and 
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2. Multiple instances of systematic search are evolved. 

Since a small population size is used, one does not have the large overhead in pro

cessing time which is typically associated with large population EAs. MEAs converge 

quicker than EAs with larger population sizes. When used properly, MEAs can find 

solutions with fewer evaluations than their large population counterparts. Since mul

tiple instances of systematic search are evolved, one is able to rapidly explore different 

portions of the search space simultaneously. Additional contributions resulting from 

our research are as follows: 

• A new heuristic-based asexual reproductive scheme, 

• A modified mechanism for escaping local optima, 

• A new form of partial arc consistency, and 

• Greater insight into the performance of evolutionary and hill-climbing search 

with respect to a given problem's average constraint tightness, network density 

and topology. 

It is interesting to note that each of these additional contributions can easily incor

porated into anyone of the evolutionary or systematic search concepts discussed in 

this thesis. 

11.1.1 New Heuristic-Based Reproductive Schemes 

Although SHM and MHIC were developed for evolutionary search, the concept on 

which they were based can be incorporated into hill-climbing search. Hill-climbing 
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problem solvers can 'jump' to different parts of a search space by recombining and/or 

mutating parts of previously discovered solutions to produce a new climbing point. 

For some problems, this could be more economical (in terms of the number of evalu

ations needed) than randomly generating a new climbing point. 

11.1.2 A Modified Mechanism for Escaping Local Optima 

The Breakout Management Mechanism used by most of the MEAs described 

10 this thesis differs from Morris' Breakout Algorithm in that the MEAs use an 

estimation-invoked breakout mechanism rather than a discovery-invoked breakout 

mechanism. An estimation-invoked breakout mechanism may be used by non-iterative 

improvement problem-solvers which find it impractical or impossible to confirm when 

they are trapped at local optima. 

11.1.3 A New Form of Arc Consistency 

Opportunistic Arc Revision is a concept that can be easily employed by any itera

tive improvement method whether hill-climbing or evolutionary-based. This concept 

takes advantage of information that has already been processed by the iterative im

provem~nt search algorithm. OAR will enable any iterative improvement method 

to effectively reduce the size of the search space at no extra cost in terms of CSs 

evaluated. Note that even backtrack search algorithms can effectively use OAR. In 

fact, Nadel [54] concluded, for basic backtracking/consistency hybrid search, that 

"the fewer consistency checks the better the algori thm." Based on Nadel's research, 
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OAR is the optimal form of partial arc consistency to be used in conjuction with 

backtrackingf consistency search. 

11.1.4 Analysis of Evolutionary and Hill-Climbing Search 

Until now, no one has provided a detailed analysis of the performance of Iterative 

Improvement Hill-Climbing or Evolutionary Search on a large test suite of randomly 

generated CSPs with varying degrees of network density and average constraint tight

ness. Our research has also confirmed the theoretical results of Cheeseman [11] and 

empirical results of Smith [62]. What is most interesting is that Cheeseman and 

Smith obtained their results using backtrack-based CSP problem-solvers. 

11.2 Future Work 

During the couse of this research we have come across a number of interesting 

ideas and topics that time would not allow us to properly investigate. Our research 

can be extended for the development of: 

• Additional Evolutionary fConsistency Hybrids, 

• Evolutionary Hybrids for Fuzzy Constraint Satisfaction, 

• Co-Evolutionary Search Algorithms, and. 

• EAs which escape local optima using reverse evolution. 
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11.2.1 Additional Consistency Hybrids 

The most sophisticated MEAs developed in this thesis use OAR as a method 

of reducing the size of the search space. OAR was shown to be very effective and 

economical. However, the MEAs using OAR, AMEHA2 and AMEHA3 are not ca

pable of determining 100% of the time when a CSP is based on an arc-inconsistent 

network. Two additional consistency concepts that may be incorporated into the 

AMEHA algorithms are 

1. Opportunistic Path Revision (OPR) and 

2. Localized Arc Consistency (LAC) 

Opportunistic Path Revision 

In order to define the concept of Path Revision, consider a network containing 

three objects, F, G and H, with domains DF = {fl,!2,h}, Da = {9I,92,93} and 

DH = {hI, h2, h3}' respectively. Suppose that 

CI(F, G) = {(Il,9l), (12,92), (h,93)} 

Cm(F, H) = {(II, hI), (12, h2), (h, h3)} 

Cn ( G, HJ = {(9l, h2)' (92, hI), (93, h3)} 

Arc revision cannot remove any value from any domain in this situation. Note, how

ever, that, although (iI,9l) E CI(F, G), there is no value h E DH such that (iI, h) E 

Cm(F, H) A (9I, h) E Cn(G, H). Similarly, although (i2,92) E CI(F, G), there is no 

value h E DH such that (I2,h) E Cm(F,H) A (92, h) E Cn(G,H). Thus, the intent 

145 



of the network would not be altered by removing the pairs (fb91) and (12,92) from 

C,(F, G). Modifying a constraint relation in this fashion is the basic operation of path 

revision used in the path consistency algorithms [46]. Path consistency algorithms, 

which must use the path revision operation many times, are computationally expen

sive, but we can reduce the search space in a less expensive manner if we use the 

path revision operation sparingly and interleave its application with opportunistic 

applications of arc revision [8]. For example, in the above example, the operation 

of replacing C,(F, G) by Cf(F, G) = {(h, 93)} can be followed by applications of arc 

revision which result in replacing DF, DG and DB by DF = {h}, Do = {93} and 

DB = {h3}' respectively. 

By using a form of Path Revision known as Opportunistic Path Revision along 

with OAR one can develop opportunistic consistency hybrids that are more complete 

in terms of detecting CSPs that have no solution. 

Localized AC3 Hybrids 

Another way in which the AMEHAs can be modified to be more efficient in terms 

of detecting CSPs with no solution would be to develop Local Arc Consistency (LAC) 

Hybrid~. This method would be more economical the using full arc consistency as a 

preprocessing method. All one would need to develop a LAC hybrid would be OAR 

and AC3. When OAR revises the domain of an object all arcs for which that object 

is the head are placed in the AC3 queue. Then the AC3 algorithm could be invoked. 

The AC3 algorithm would then perform localized arc consistency because only arcs 
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local to the object whose domain was revised would be processed by AC3. 

11.2.2 Fuzzy Constraint Satisfaction 

All the algorithms described can be extended in an effort to solve fuzzy constraint 

satisfaction problems. A fuzzy constraint network can be briefy defined using the 

following definition. 

A fuzzy constraint network [8] is a quadruple (D, X, C, P) in which D is a non

empty, finite tuple of q domains, X is a tuple of q non-recurring objects, each Xi of 

which takes its value from the corresponding domain Di , C is a non-empty, finite set 

of r constraints, CI(TI@PI(TI )), ... , Cr(Tr@Pr(Tr )) where Tk is a sub-tuple of X and 

P is a non-empty, finite set of r possibility distribution functions, PI (Td, ... ,Pr(Tr ), 

which assign a truth value from the semi-open interval [0,1) to each instance of Tk 

admitted by constraint Ck. 

Consider a Fuzzy Constraint Network (D,X,C,P) where X = {E,F,G}, DE 

{eI, e2,e3}, DF = {fI,h,h}, DG = {9I,92,93}, C = {CI,C2,C3 } and P = 

{PI, P2 , P3 }. Suppose that the constraints CI, C2 , C3 are as follows: 

CI((E, F}@PI(E,F)) = {(el' fl}@0.3, (eI, h}@0.6, (e2' h)@0.9} 

C2( (E, G}@P2 (E, G)) = {(eI,91}@0.2, (eI,92}@0.7, (e2,92}@0.8} 

C3 ( (F, G)@P3 (F, G)) = {(II, 91)@1.0, (II, 92)@0.8, (h, 92)@1.0}. 

The intent of a fuzzy constraint network, aIID,x,c,p, given a threshold value a is the 

set of all q-tuples whose minimal truth value (min(PI(T~), ... ,Pr(Tr )) is greater than 

a. For example, in the fuzzy constraint network above, 
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o.oIlD,x,c,p = {(ell it, 91)@0.2, (ell II, 92)@0.3, (ell h, 92)@0.6, (e2' h, 92)@0.8}, 

O.3 Il D,X,C,P = {(ell h, 92)@0.6, (e2' h, 92)@0.8}, 

o.sIlD,x,c,P = {(ell h, 92)@0.6, (e2' h, 92)@0.8}, 

O.7IlD,X,C,P = {(e2' h, 92)@0.8} and 

1.0IlD,X,C,P = D· 

Notice that the q-tuple (ebIb91) (also known as a candidate solution) has been as-

signed a truth value of 0.2 because min{P1{eb II), P2 {eb 91), P3 (fb 9d = min{0.3, 0.2,1.0) = 

0.2. 

11.2.3 Co-Evolutionary Search 

The breakouts used by the MEAs described iIi this thesis can be viewed as parasites 

[55, 57] that attack and weaken individuals within a population. The MEAs devel

oped in this thesis that use the BMM can be viewed as rudimentary co-evolutionary 

constraint satisfaction algorithms. When the BMM creates a breakout, that breakout 

is allowed to exist indefinitely, resulting in what could be very large populations of 

breakouts. 

An interesting line of research would be to determine the optimal size of the 

list of ~reakouts based on the characteristics of the problem being solved. Another 

interesting line of research would be one that investigates how different selection 

strategies may be incorporated into the BMM in order to keep the population of 

breakouts constant. This work would be closely related to the work of Paredis [55] 

work. However, Paredis uses constraints rather than breakouts as parasites. 
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11.2.4 Escaping Local Optima via Reverse Evolution 

Reverse Evolutionary Search (RES) can be thought of as Evolutionary Search in 

the opposite direction. Rather than seeking optimal solutions, RES seeks to find the 

worst possible solution available. 

Through the course of this thesis we have shown that evolutionary search can 

quickly and efficiently find solutions to CSPs. Our MEAs rapidly converge upon a 

local optimum, then use the BMM to escape it. To us it seems rather unnatural to 

use one form of search to quickly converge upon an optima and another form of search 

to escape an optima when it is discovered that it is local. It is our speculation that if 

evolution search can get trapped at local optima then reverse evolution can be used 

to escape local optima. 

Although this is a very simple common sense idea, no one to our knowledge has 

experimented with reverse evolution. This oversight can be attributed possibly to the 

nature of the primary evolutionary search concepts. One of the most dominant means 

of escaping local optima in the evolutionary programming and evolution strategies 

communities is to use increasingly higher rates of mutation in an effort to 'leap' out 

of a local optima. This method does provide some assurance of escaping local optima. 

However, higher rates of mutation can turn evolutionary search into random search. 

Because previously discovered local optima generally are not remembered, EAs that 

'leap' out of a local optima can also 'leap' back into one. 

Most researchers in the GA community feel very confident that large population 
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sizes provide some guarantee of avoiding local optima. Since mutation is used infre

quently in genetic search, GAs are not capable of reverse evolution. The longer a 

population is allowed to evolve, the smaller the chance that it will be able to escape 

local optima. 

An interesting line of research would be to combine the concept of Morris' break

outs, which are used to record undesirable parts of local optima, with the concept 

of reverse evolution. We would then have a hybrid mechanism that could mark and 

remember undesirable attributes of a local optima, then rapidly move away from that 

local optima with the speed and efficiency of an EA. 
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