
 

 

Abstract 

FOSTER, GARRETT DANIEL. Efficient Optimization of Product Lines with Design 
Prohibitions. (Under the direction of Dr. Scott Ferguson.) 

Customers are no longer satisfied with a one-size-fits-all approach to product design. To 

be competitive in this new market landscape, companies must better differentiate their 

offerings from the rest of the field. Product line optimization provides a simple method 

to design for this challenge. While a great deal of research has already been performed 

to consider many of the interactions between the engineering and marketing disciplines 

during product line optimization, the consideration of design prohibitions is one avenue 

that has not received enough attention. Including design dependencies in a product line 

optimization is expected to have significant computational impact as more infeasible 

designs are evaluated. Further, large‐scale applications of product line optimization, 

such as those faced in the automotive industry, are likely to render an optimization 

intractable without technological breakthroughs. This research investigates two 

important research questions related to these challenges. The first question looks to 

identify the best approach for considering design prohibitions in a product line 

optimization problem. The results suggest that design prohibitions should be included 

as constraints in the optimization and that there is a potential benefit to considering 

design prohibitions when estimating customer preference models. The second research 

question investigates how the added computational cost of either including design 

prohibitions or looking at large-scale optimization problems can be reduced. The 

results show that strategically creating the initial population helps to considerably 

improve the rate of convergence for both cases.  
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1. Motivation and Introduction of Research Questions 

1.1 Introduction 

“Gone is the convenient fiction of a single, homogeneous market” states McKenna                     

(1988). In today’s market, customers are no longer satisfied with a one-size-fits-all 

approach to product design. Instead they want products that better meet their diverse 

set of individual needs, while also maximizing their “value-for-money” (Prahalad and 

Mashelkar, 2010). These heterogeneous customer preferences have led to a 

proliferation of niche markets (Michalek et al., 2011). To increase customer satisfaction 

in this new market landscape, companies must better differentiate their offerings from 

the rest of the field. This sentiment is echoed by Pine (1993) who states that “new 

products must be different from what is already in the market and must meet customer 

needs more completely”. 

1.2 Product Line Design 

Firms seeking to reach a broad range of customers in a heterogeneous market need to 

offer multiple product variants since a single product will only appeal to a subset of 

potential customers. This change in thinking – from designing a single product for the 

masses to designing multiple product variants for different market niches – has spurred 

the development of new tools and techniques. Yet, some firms still rely on ad-hoc 

procedures to increase product variety by developing one product at a time (Meyer and 

Lehnerd, 1997). Often this “one product at a time” strategy relies on the designers’ 

experience and fails to consider the different business factors that will influence a 

product’s success. For instance, a firm may develop a new product variant that 

maximizes market share. However, this new product not only competes with products 

offered at other firms, but it also competes with the firm’s existing product variants. 
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This new product can then divert customers from the firm’s existing product variants 

(i.e. cannibalization), causing the firm to gain far fewer customers than originally 

anticipated (Guide, Jr. and Li, 2010).  

An alternative strategy, termed product line design, calls for the simultaneous 

development of multiple product variants. A product line is defined as a set of product 

variants offered by a single firm with similar structures and functions but with different 

configurations (Kwong et al., 2011). Considering the full spectrum of product offerings 

at the same time can help to minimize cannibalization. This is something typically not 

done with a “one product at a time” strategy (Mather, 1995). The different 

configurations allow a product line to appeal to customers from a variety of market 

niches. Designing a product line involves determining the configuration of each product 

variant in the product line based on the preferences of the potential customer base and 

any competing products. Each configuration is defined by the values or feature levels 

(e.g. components) chosen for each product attribute.  

1.3 Product Line Optimization 

As the number of attributes or feature levels increase, so does the number of possible 

configurations for each product variant. In fact, the number of possible configurations 

can be exponential in the number of feature levels (Hauser, 2011). This means a 

moderately-large number of feature levels can lead to an enormous number of product 

configurations; Tsafarakis et al. (2011) cite an automotive example consisting of 7 

attributes – each containing 6 feature levels – that had 279,936 discrete solutions for a 

single automobile. Moreover, a product line consisting of just 2 product variants for the 

same automotive example would have over 39 billion possible product line 

configurations. 
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With such vast design possibilities, it is not reasonable to expect a designer to be able to 

infer what product configurations will create the best product line. Instead, 

optimization is used to assist the designer locate an optimal (or near optimal) solution. 

Product line optimization can be traced back to Green and Krieger (1985), who selected 

products that maximized buyer welfare from a candidate set of designs. Before an 

optimization algorithm can search for product line solutions, mathematical 

formulations and related analysis codes must be developed.  

These analysis codes must consider the interactions between the engineering and 

marketing disciplines. Within the engineering discipline, the cost (Fujita et al., 1999) 

and feasibility (Gonzalez-Zugasti et al., 2000; Michalek et al., 2008) of the different 

configurations should be modeled. Meanwhile, heterogeneous customer preferences 

(Ferguson et al., 2011; Kumar et al., 2009; Michalek et al., 2011; Sullivan et al., 2011; 

Turner et al., 2011) and competition (Li and Azarm, 2002) should be modeled for the 

marketing discipline.  

1.4 Market-Based Product Design 

The inclusion of a heterogeneous customer preference model in a product line 

optimization is a fairly recent advancement. However, product design decisions driven 

by utility and preferences have been an active area of research over the last 30 years. 

Engineering design methods that leveraged customer preference models began to 

mature with the utilization of conjoint analysis (Green and Rao, 1971; Green et al., 

1972) and the S-Model (Cook and DeVor, 1991). Meanwhile, work in the area of 

decision-based design initially focused on designer utility for engineering options 

(Thurston, 1991), but quickly evolved to include consumer utilities (Hazelrigg, 1998) 

and identify solutions that maximized the net present value of profit (Marston and 

Mistree, 1998). 
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Choice-based conjoint studies and discrete choice analysis (Ben-Akiva and Lerman, 

1985; Louviere et al., 2000; Train, 2009) provided additional realism by considering 

product selection from a set of alternatives. This led to the first applications of a logit 

model within engineering design (Michalek et al., 2005; Wassenaar et al., 2003). 

However, these works focused on the design of a single product.  

To consider product lines, more advanced customer preference representations were 

needed that captured the heterogeneity in the marketplace. Li and Azarm (2002) 

accomplished this by fielding conjoint surveys and fitting utility functions at the 

respondent level. Recently, models with continuous representations of heterogeneity 

have become more prevalent in market‐based engineering design. This includes 

random utility models such as the nested logit (Kumar et al., 2009, 2006), latent-class 

multinomial logit (Ferguson et al., 2011; Michalek et al., 2011; Sullivan et al., 2011), and 

hierarchical Bayes mixed logit (Foster et al., 2014; Turner et al., 2011). 

These advancements, as well as increased computational capabilities, have made 

possible the optimization of richer product line design problems. Yet, several new 

challenges and avenues for research were also introduced. Two such challenges are 

discussed in following sections. 

1.5 Research Question #1 

Early estimation of heterogeneous customer preference models allow market-based 

design strategies to be formed when products have the maximum amount of design 

freedom to be “adjusted while still meeting design requirements” (Simpson et al., 1998). 

For example, surveys can be created that allow a firm to ask potential customers about 

hypothetical feature and product offerings. A customer preference model estimated 

from responses to such a survey could then be used to gauge customer response and 

determine which features should be further developed.  
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During the development of promising features, design prohibitions may be identified 

which cause certain product configurations to be deemed infeasible. Design 

prohibitions include feature incompatibility and dependency. Once a firm is ready to 

optimize the mix in their product line, they have to decide how to handle these design 

prohibitions to ensure the technical feasibility of identified solutions. Previous research 

has assumed design prohibitions should be handled solely as constraints in the 

optimization formulation (Gonzalez-Zugasti et al., 2000; Michalek et al., 2006; Rai and 

Allada, 2003). Each constraint is typically represented by a separate function in the 

optimization formulation, increasing the complexity of the optimization. 

However, if a customer preference model could also capture the preference for feasible 

product configurations, it is possible that the need for design prohibition constraints 

could be eliminated and the complexity of the product line optimization would be 

reduced. While it is unlikely that a respondent would know which configurations were 

infeasible, responses where infeasible configurations were purposely avoided could 

lead to a customer preference model that was biased towards feasible product 

configurations. A similar property may also be found in customer preference models fit 

to responses from a survey designed to show only feasible configurations.  

If such a property is found, the designer is left with a decision as to whether they should 

use the existing customer preference model or re-field the survey so no infeasible 

configurations are shown and fit a new customer preference model. The former may 

not exhibit increased preference towards feasible configurations since it was made it in 

the early phases of design when little may be known regarding which feature levels can 

and cannot go together in a product. In such a situation, it is reasonable to assume that 

all possible product configurations are feasible during survey creation. 
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The first research question investigates three approaches for handling design 

prohibitions in a product line optimization: solely in the heterogeneous customer 

preference model, solely as constraints in the optimization formulation, or in both. It 

looks to identify the most efficient approach to identify feasible optimal solutions.  

RQ1:  How should design prohibitions be handled in a product line optimization problem 

that includes a heterogeneous customer preference model? 

1.6 Research Question #2 

Identifying the most effective product configurations is made more difficult by design 

prohibitions since they can lead to increased computational cost as more evaluations 

are spent evaluating infeasible designs. Further, problems with many prohibitions 

could cause the optimization to prematurely converge as it struggles to find feasible 

solutions. Rai and Allada (2003) noted that including compatibility constraints in an 

agent-based optimization of a modular power screwdriver product line made the 

optimization inefficient at generating feasible solutions. 

Even if the product line optimization does not consider design prohibitions, large‐scale 

applications such as those faced in the automotive industry will likely render the 

optimization intractable without technological breakthroughs due to excessively large 

quantities of potential configurations. For example, Pontiac advertised its G6 model 

(General Motors, 2006) with the claim that “the Pontiac G6 series offers more 

combinations of options and accessories than there are drivers in America.” 

Additionally, the Volvo C30 was touted as having over 5 million different 

configurations, yet was planned for yearly sales of only 8000 vehicles (Bedard, 2007).  
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Siedlecki and Sklansky (1989) defined a product line problem as being large when the 

number of binary variables exceeded 20. More recently, Lou (2011) stated that small-

scale product line problems have 1-3 product variants with 4-8 design variables per 

variant, while large-scale product line problems have 6-8 products with 20-24 variables 

per variant. This latter definition results in at least 1.8e33 unique product line 

configurations. Determining which product line solution is most desirable from such a 

vast set of possibilities is a challenge due to the high computational cost involved. 

This computational cost is highlighted by Belloni et al. (2008) who cite a problem with 

approximately 5e15 feasible product line solutions that would take over 5,000 years to 

solve using complete enumeration, and over 1 week to solve using a branch-and-bound 

algorithm – at a rate of 30,000 evaluations per second. They go on to state that most 

managers would consider 1 week of computation to be impractical. To limit this 

optimization to one day of computation, only 43.2 million evaluations could be used. 

This accounts for only 8.6e-7 percent of the total solution space. Restricting the product 

line search to such a small proportion of possible configurations means the 

optimization must be extremely efficient.  

As product development times shorten (Sanderson and Uzumeri, 1995) it is critical that 

the product line search successfully complete in a reasonable amount of time. The 

second research question explores techniques to improve the efficiency of large-scale 

product line optimizations that may or may not consider design prohibitions. The 

resulting technique(s) will allow firms and other researchers to consider more complex 

product line optimization problems. 

RQ2:  How can large-scale product line optimization problems that include a 

heterogeneous customer preference model be searched more efficiently? 
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1.7 Dissertation Organization 

To investigate the two research questions introduced in the two previous sections, this 

dissertation is divided into eight chapters. Chapter 1 discussed the motivation behind 

this research and introduced the research questions being addressed. Chapter 2 will 

investigate how design prohibitions can affect heterogeneous customer preference 

models, while Chapter 3 will study different techniques for handling design 

prohibitions in a product line optimization. Chapter 4 continues the development of 

promising initialization techniques for large-scale product line optimization problems. 

Then Chapter 5 extends the initialization technique to handle a profit objective and 

Chapter 6 adapts the initialization technique for problems containing variable pricing. 

In Chapter 7 the initialization technique is expanded to accommodate product line 

optimization problems with multi-objective formulations. Finally, Chapter 8 concludes 

this dissertation with a discussion of the research questions and areas of future work. 
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2. Considering Design Prohibitions during the Creation of 

Heterogeneous Customer Preference Models 

2.1 Introduction 

Within the engineering design literature, heterogeneous customer preference models 

have been fit to either stated preference data (Michalek et al., 2005) or revealed 

preference data (Wassenaar et al., 2006). Stated preference data comes from responses 

to survey questions which are used to learn how people are likely to respond to new 

features or products. Revealed preference data refers to a respondent’s actual choice 

behavior that is observed in real choice situations (e.g. actual purchase data). This 

research focuses on heterogeneous customer preference models fit to stated preference 

data, since surveys allow a firm to ask about hypothetical feature and product offerings. 

If design prohibition information is known ahead of time, surveys can be developed that 

deter respondents from choosing infeasible configurations. Controlling whether a 

respondent chooses infeasible configurations in a survey is expected to impact 

customer preference estimation. Of interest is the possibility that the selection of only 

feasible configurations could influence the estimated customer preferences to value 

feature levels that commonly lead to feasible configurations. Such a property could 

eliminate the need to include design prohibition constraints in the optimization of the 

product line. 

A review of product line design literature found only a few publications that considered 

both design prohibitions and customer preferences. Rai and Allada (2003) used sets of 

performance targets for different market segments to identify the optimal combination 

of modules for a power screwdriver product line, while combinatorial constraints were 

used to impose compatibility between the modules. Meanwhile, Michalek et al. (2006) 
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used a heterogeneous customer preference model to predict demand for a line of dial 

readout scales. A series of constraints were used to ensure that components in the scale 

would fit together. By handling the design prohibitions with constraints, neither article 

was able to provide insight into the effects design prohibitions could have on the 

estimation of customer preferences. Therefore, this chapter investigates how the 

consideration of design prohibitions during either survey creation or survey response 

influences the estimation of customer preferences. 

2.2 Representing Design Prohibitions 

For design prohibitions to be considered during survey creation they first have to be 

defined. Design prohibitions encompass feature incompatibility and dependency. 

Incompatibility occurs when the inclusion of one or more features restricts the 

inclusion of an additional feature. This could be due to a lack of space or proper 

interfaces, insufficient power, and/or restrictions placed on combining high-end and 

low-end features from a marketing perspective. Meanwhile, dependency occurs when a 

feature requires the inclusion of one or more additional features. This can take place 

when a feature requires a certain energy source, functionality, and/or interface type to 

function properly.  

The literature has established building blocks for representing design prohibitions that 

can be leveraged and/or extended. Directed graphs (Pearl and Verma, 1987) offer one 

of the more visually appealing approaches for representing design prohibitions. In a 

product configuration setting, a directed graph uses nodes to represent features and 

lines to indicate a direct interaction between a pair of features. Dependency 

information can be depicted by including an arrow at the end of the line to indicate 

which direction the dependency flows.  
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While a directed graph is suitable for visualizing and developing a model of design 

prohibitions, it is not well suited for use in computer algorithms as the data structure is 

not machine-readable. Individual constraint functions are a popular machine readable 

alternative. However, each design prohibition requires its own constraint function, 

making this representation somewhat burdensome. Instead, a design structure matrix 

(DSM) offers a more compact representation since a single binary matrix can indicate 

the combinatorial constraints between all features (Browning, 2001; Steward, 1981). 

A typical compatibility matrix is a DSM where a 1 indicates compatibility between two 

features and a 0 indicates incompatibility (Singhal and Singhal, 2002). Table 2.1 shows 

a compatibility matrix where features A and C are incompatible with one another. One 

downside of this representation is that incompatibility between a single feature and a 

group of features is difficult to show. This binary representation was later extended to 

four levels: mutually compatible, mutually incompatible, strictly incompatible, and 

mutually incomparable (Hohenegger et al., 2007). Maurer et al. (2012) used a similar 

set of levels with numeric values to create sanitation system alternatives. 

 

Table 2.1 - Example compatibility matrix where features A and C are incompatible 

 A B C 

A - 1 0 

B 1 - 1 

C 0 1 - 

 

A more traditional use of a DSM is to show dependencies between features. In a 

dependency matrix a 1 indicates that the feature in the column depends on the feature 

in the row. Table 2.2 shows a dependency matrix where feature B is dependent on 

feature A. One limitation of this representation is that it is difficult to represent 
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situations where a single dependency can be satisfied by different features (Matos et al., 

2007). Clarkson et al. (2004) use this representation to estimate risk during product re-

design. Bettig and Gershenson (2006) later defined several new interface types that 

better capture how different features interact inside a DSM. Asikoglu and Simpson 

(2012) then use these new interface types to calculate the strength of the connection 

between features and estimate a features resistance to change. 

 

Table 2.2 - Example dependency matrix where feature B depends on feature A 

 A B C 

A - 1 0 

B 0 - 0 

C 0 0 - 

 

2.3 Modeling Customer Preferences 

To understand how consideration of design prohibitions could affect customer 

preference estimation, this section describes the process this research uses to model 

customer preferences. Since it is impractical to poll a large customer base regarding 

their preference toward every potential product configuration, customer preference 

models allow the desirability of different product configurations to be more easily 

gauged using statistical approaches. A customer preference model should capture the 

heterogeneity in preferences amongst the customer population. Shiau and Michalek 

(2009) established that absent heterogeneity, product line design decisions can be 

unrealistically made without regard to price or competition. 

As mentioned in Section 2.1, this research focuses on heterogeneous customer 

preferences fit to stated preference data (i.e. survey responses). A popular survey 
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approach is choice-based conjoint (CBC) analysis (Giesen et al., 2011; Raghavarao et al., 

2011) which extends traditional conjoint analysis (Green and Rao, 1971; Green et al., 

1972) by asking respondents to choose the product they most prefer, if any, from a set 

of hypothetical product profiles. CBC analysis has gained significant attention as it more 

realistically represents a shopping experience of choosing an option from a finite set of 

choices in a marketplace (Sawtooth Software, 2013a). 

To model customer preferences using a statistical approach, it is assumed that a 

product can be represented by a group of attributes. Values for a product attribute can 

be a continuum or exist only at discrete levels. However, for the purposes of fielding a 

CBC survey, a discrete number of levels must be defined. Table 2.3 provides an example 

of a hypothetical product with two independent attributes – color and size – and one 

dependent attribute – price. Price is considered a dependent attribute since its value 

will depend on which feature level of color and size are chosen to ensure the product is 

not sold at a loss. The color attribute has two feature levels: black and white, while the 

size attribute has three feature levels: small, medium, and large. The number of levels 

for each attribute represents the number of discrete options offered, or the granularity 

with which a continuous attribute (e.g. price) was observed. 

 

Table 2.3 - Levels for hypothetical product attributes and price 

Color Size Price 

Black Small $50 

White Medium $100 

 Large $150 

 

To field a CBC survey a series of choice tasks (i.e. questions) must be created. The 

design of these choice tasks is akin to a design of experiments, where the goal is to 



14 

maximize the efficiency of the survey such that an accurate model fit is possible with a 

minimal amount of information. While it is possible to create a CBC by hand, often times 

the task is best handled by software (Sawtooth Software, 2013b; Qualtrics, 2014). An 

example choice task for a hypothetical product is shown in Table 2.4. Here, the first two 

options represent hypothetical products while the last option (i.e. the “none” option) 

represents the option of buying neither product. 

 

Table 2.4 - Example choice task for hypothetical product 

Which product would you choose from these options? 

White Black  
Small Medium None 
$100 $50  

□ □ □ 

 

Once the survey responses are collected, the next step is to estimate the parameters of a 

model capable of representing heterogeneous customer preferences. Random utility 

models allow heterogeneous customer preferences to be estimated for a product line 

design problem. Random utility models are derived under the assumption that, when 

shown a set of possibilities, the alternative with the greatest utility will be chosen by a 

respondent. Utility in a compensatory model can be expressed as shown in Equation 

2.1, where     is respondent  ’s overall utility for product variant  . Utility can be 

decomposed into an observable component (   ) and an unobservable component (   ). 

 

             Equation 2.1 
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The observable component of utility (   ) is a summation of the part-worth (    ) 

estimates for the active levels (    ). If an attribute were to be treated as continuous 

(e.g. price), interpolation could be used to calculate the appropriate part-worth value 

between two levels. For each product variant there are    attributes with   
  levels per 

attribute. In Equation 2.2,   denotes the current respondent,   the current product 

variant,   the current attribute, and   the current level.  

 

               

  
 

   

  

   

 Equation 2.2 

 

The unobservable component (   ) serves as an error term that accounts for the 

difference between the model and the respondent’s actual responses. Discrete choice 

models can essentially be distinguished by the choice of distribution for the error term. 

Popular choices are normal distributions (i.e. probit model (Thurston, 1927)) or 

extreme value distributions (i.e. logit model (Bradley, 1954)). The logit model is 

expected to perform slightly better, because of the more realistic fat tail assumption of 

the underlying distribution (Giesen et al., 2011). Also, it is preferable since it is quick 

and precise to calculate. 

Applying the assumption that the error term follows an extreme value distribution 

(Ben-Akiva and Lerman, 1985; Train, 2009), a probabilistic choice rule can be defined. 

As shown in Equation 2.3, the probability (   ) of a respondent ( ) choosing a product 

variant ( ) is calculated by dividing the exponential of that product’s observed utility 
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(   ) by the sum of the exponentials of the observed utility for all the product variants 

(  ) and all the competing products (  ) including the part-worth of the “none” option. 

 

      
    

       

           

   

 Equation 2.3 

 

Equations 2.1 thru 2.3 are the basic form from which many other discrete choice 

models (Ben-Akiva and Lerman, 1985; Louviere et al., 2000; Train, 2009) are derived. 

The most recent advancements have evolved the formulations of these models to more 

advanced forms capable of better representing customer heterogeneity. These 

formulations include the nested logit (Kumar et al., 2009, 2006), latent-class 

multinomial logit (Ferguson et al., 2011; Michalek et al., 2011; Sullivan et al., 2011), and 

hierarchical Bayes mixed logit (Foster et al., 2014; Turner et al., 2011). 

While any of these model forms can be used to represent heterogeneous customer 

preferences in a product line optimization problem, research in market-based product 

design has highlighted the rich heterogeneous preference information captured when 

product attribute part-worths are estimated using hierarchical Bayes (HB) mixed logit 

models (Huber et al., 1998; Michalek et al., 2011; Sullivan et al., 2011). For this reason, 

this work estimates preferences at the respondent level using an HB model and 

Sawtooth Software’s CBC/HB module (Sawtooth Software, 2009a). 

After fitting an HB model to the stated preference data (i.e. survey responses), a set of 

part-worth mean and standard deviation estimates are created. For the purposes of this 

work, only the estimated part-worth means (i.e. point estimates) are reported and used. 

A common representation of these part-worth means is a matrix where the rows 
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correspond to each respondent and the columns correspond to the levels within each 

attribute. An example HB estimation of a hypothetical product’s part-worth means for 

three respondents is shown in Table 2.5. Part-worth values cannot be compared across 

respondents; however these values can be compared for a single respondent to indicate 

attributes of greater importance. Since a “none” option was present in the example 

survey, a part-worth value for the “none” option was also estimated. For this research, a 

respondent’s part-worth values sum to zero within each attribute. 

 

Table 2.5 - Example representation of heterogeneous estimates 
of part-worth means for hypothetical product 

 

Attributes 

None 

Color Size Price 

Black White Small Medium Large $50 $100 $150 

R
es

p
o

n
d

en
t #1 2 -2 0 1 -1 3 -1 -2 8 

#2 -1 1 -3 1 2 4 1 -5 2 

#3 -4 4 2 -1 -1 1 0 -1 4 

 

2.4 Considering Design Prohibitions during Survey Creation 

The goal when designing a CBC survey is typically to maximize the survey’s efficiency so 

the amount of response data needed for a given level of accuracy is reduced. However, 

when design prohibitions are considered during the design of a CBC survey, certain 

combinations of feature levels are prevented from appearing together in the same 

product configuration. This essentially restricts certain product configurations from 

ever appearing in a survey, and often results in decreased statistical efficiency (Johnson 

and Orme, 2003) – a measure of how much information a survey can capture.  
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A survey with lower statistical efficiency needs more respondents and/or choice tasks 

to get the same quality of fit (i.e. accuracy) to the preference data as a more efficient 

survey (Chrzan et al., 2002). If too many prohibitions, or a particular pattern of them, 

are defined it may become impossible to design an efficient CBC (Johnson and Orme, 

2003). In some cases, severe usage of design prohibitions can result in the inability of 

the model to correctly estimate even main effects (Chrzan et al., 2002). 

There are multiple avenues to improve the resulting accuracy of the HB models. 

Increasing the number of choice tasks in a survey offers a simple approach to 

counteract decreased survey efficiency and improve the accuracy of the resulting model 

(Sawtooth Software, 2009b). Partial-profile survey designs are more robust to design 

prohibitions than full profile designs (Sawtooth Software, 2008). This is due to 

prohibitions restricting only part of a full product configuration, meaning the feasible 

portion of a previously restricted configuration can still be shown. Lastly, when dealing 

with attributes that have an a priori preference order (e.g. price), strategic selection of 

prohibitions can actually enhance the efficiency of main-effect estimation by preventing 

configurations with undesirable level combinations from being shown (e.g. high price 

and low performance) (Chrzan et al., 2002).  

2.5 Experimental Procedure 

This section describes the experimental procedure used to investigate the effect of 

deterring respondents from choosing infeasible configurations in a CBC survey on HB 

customer preference estimation. Two strategies for influencing respondent choice were 

investigated: 
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1) Preventing configurations with infeasible feature combinations from appearing 

in a CBC survey 

2) Encourage respondents to avoid configurations with infeasible feature 

combinations when they are shown in a CBC survey 

Since it is unlikely that a respondent would know which configurations were infeasible, 

the feasibility of each option could be indicated in the choice tasks. Both strategies 

could lead to estimated customer preferences that exhibit higher preference towards 

feasible configurations. An eight step process used to investigate the effect of each 

strategy is outlined below. Each step is discussed further in the following subsections: 

1) Create CBC surveys 

2) Create virtual respondent part-worth values 

3) Use CBC surveys (from step 1) and virtual respondent part-worth values (from 

step 2) to create stated preference data 

4) Fit HB models to stated preference data (from step 3) 

5) Create supplemental choice tasks 

6) Use supplemental choice tasks (from step 5) and virtual respondent part-worth 

values (from step 2) to create actual choice data 

7) Use supplement choice tasks (from step 5) and respondent-level part-worth 

means from HB models (from step 4) to create predicted choice data 

8) Compare actual choice data (from step 6) to predicted choice data (from step 7) 

Creating CBC Surveys 

To investigate the effects of preventing configurations with infeasible feature 

combinations from appearing in a CBC survey, two versions of a CBC survey were 

created. Version A surveys acted as a baseline by showing both feasible and infeasible 

product combinations, while version B surveys showed only feasible designs. 
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A) Choice tasks show feasible and infeasible configurations 

B) Choice tasks show only feasible configurations 

To study the effects on the estimated customer preferences at different levels of 

accuracy, each survey was replicated with different quantities of choice tasks. 

 12 (the default setting) 

 25 (the total number of levels in the case study) 

 100 

This resulted in 6 unique surveys as shown in Table 2.6. Each survey in this table was 

created using Sawtooth Software’s SSI Web program (Sawtooth Software, 2013b). The 

design of each survey was performed with either a complete enumeration or balanced 

overlap strategy based on which one gave the highest strength of design (i.e. D-

Efficiency (Kuhfeld et al., 1994)). Each choice task within a survey contained four 

alternatives and a “none” option.  

 

Table 2.6 - Summary of surveys created 

Survey Shows Infeasible Configurations Number of Choice Tasks 

A12 Y 12 

A25 Y 25 

A100 Y 100 

B12 N 12 

B25 N 25 

B100 N 100 

 

For the purposes of this research, the “none” option was reserved for situations where 

the respondent did not want to choose an infeasible configuration, but all the product 
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configurations in a choice task were infeasible. Typically a “none” option is used to give 

respondents a way to indicate the options are too expensive or that they like an outside 

good – their current product or a competitors – better (Sawtooth Software, 2013b). 

Using the “none” option for a single purpose made its selection easier to interpret. 

Creating Virtual Respondents 

Each survey needed to be taken by the same group of respondents with the same set of 

preferences. Unfortunately, human respondents tend to suffer from fatigue (Bradley 

and Daly, 1994) and their preferences can be inconsistent from survey to survey. 

Further, when testing the second strategy for influencing respondent choice, it is not 

guaranteed that a human respondent will always choose a feasible option (or the 

“none” option when all the options are infeasible). 

To eliminate these factors, a group of virtual respondents were created by generating 

part-worth values. The specifics of this process will be described later in Section 0. 

These virtual respondents offered a consistent set of preferences and were able to 

consistently choose a feasible option when instructed. Also, to ensure the virtual 

respondents chose the “none” option only when all the product configurations in a 

choice task were infeasible, no preference was defined for an outside good. 

Creating Stated Preference Data 

To create stated preference data (i.e. answers to the choice tasks), the virtual 

respondents needed to choose an option for each choice task in each survey. Two 

different respondent behaviors were used investigate the effects of preventing 

respondents from choosing configurations with infeasible feature combinations. 

 Choose most preferred option 

 Filter out infeasible options prior to choosing most preferred option 
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The first respondent behavior acted as a baseline, while the second respondent 

behavior simulated the second strategy for influencing respondent choice. A first choice 

rule was used to choose the most preferred option. This rules states that the 

configuration with the highest observed utility (Equation 2.2) is selected. 

Both respondent behaviors were used to answer version A surveys, while only the 

“choose most preferred option” behavior was used to answer version B surveys. In the 

version B surveys there were no infeasible options to filter out, meaning the stated 

preference data would be the same for both behaviors. This resulted in nine sets of 

stated preference data. A summary of the settings used to generate each set of stated 

preference data is shown in Table 2.7.  

 

Table 2.7 - Settings used to generate stated preference data 

Stated Preference Data Survey Used 
Respondents Filter 
Infeasible Options 

A12N A12 N 

A25N A25 N 

A100N A100 N 

B12N B12 N 

B25N B25 N 

B100N B100 N 

A12Y A12 Y 

A25Y A25 Y 

A100Y A100 Y 
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Fitting HB Models 

Once all the stated preference data was generated, Sawtooth Software’s CBC/HB 

program (Sawtooth Software, 2009a) was used to fit nine HB models to the data – one 

model for each set of stated preference data – with the following non-default settings: 

 Dependent attributes constrained to be monotonic  

 50,000 iterations of burn-in 

 25,000 iterations after burn-in 

 Task weight = 1.0 

Further, when fitting the models for datasets A12N-A100N and B12N-B100N no part-

worth values for the “none” option were estimated since it was never chosen in any of 

the datasets. Meanwhile, the models for the A12Y-A100Y datasets did estimate a part-

worth value for the “none” option since it was occasionally chosen in those datasets. 

Creating Supplemental Choice Tasks 

To assess how each of the strategies for influencing respondent choice affected the 

estimate customer preferences, supplemental choice tasks were created. Responses to 

the supplemental choice tasks were used to determine a models bias towards feasible 

configurations. They were also used to assess model accuracy by comparing how often 

a model predicted a respondent’s actual choice. 

These supplement choice tasks are similar to holdout questions, which are choice tasks 

included in the CBC survey that the respondent answers but are not used when fitting 

the model (Johnson and Orme, 2010). The main difference is instead of including a 

different set of holdout questions in each of the six surveys (Table 2.6) only two sets of 

supplemental choice tasks – one for each survey version – were needed to gather the 

same information. 
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With fewer sets of choice tasks (and virtual respondents that didn’t fatigue), more 

choice tasks could be included in each set for improved reliability on the measured 

values. Each set contained 1,000 supplemental choice tasks. Similar to the CBC choice 

tasks, each supplemental choice task contained four alternatives and a “none” option. 

The four alternatives were randomly chosen from a list of configurations. In the version 

A supplemental choice tasks, the list contained all possible configurations, while the list 

for the version B supplemental choice tasks contained only feasible configurations. 

Creating Actual Choice Data 

To create actual choice data, the part-worth values for the virtual respondents were 

used to select the configuration with the highest observed utility (Equation 2.2) for each 

supplemental choice task. Additionally, to account for the settings used to create models 

A12Y-A100Y, the “filter infeasible then choose” respondent behavior was used to select 

an option for each version A supplemental choice task. As before, there were no 

infeasible options for respondents to filter out in the version B supplemental choice 

tasks. This resulted in 3 sets of actual choice data. A summary of the settings used to 

generate each set of actual choice data is shown in Table 2.8. 

 

Table 2.8 - Settings used to generate actual choice data 

Actual 
Choice Data 

Supplemental 
Choice Task Version 

Respondents Filter 
Infeasible Options 

A-N A N 

B-N B N 

A-Y A Y 
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Created Predicted Choice Data 

To create predicted choice data, the part-worth values for each HB model were used to 

select the configuration with the highest observed utility (Equation 2.2) for each 

supplemental choice task in both sets. Note that HB models contain only part-worth 

estimates and cannot impose any additional response behaviors. With 2 sets of 

supplemental choice tasks and 9 HB models, 18 sets of predicted choice data were 

created. Table 2.9 shows a summary of the settings used to generate each set of 

predicted choice data. 

 

Table 2.9 - Settings used to generate predicted 
choice data 

Predicted 
Choice Data 

Supplemental 
Choice Task Version HB Model 

A-A12N A A12N 

A-A25N A A25N 

A-A100N A A100N 

A-B12N A B12N 

A-B25N A B25N 

A-B100N A B100N 

A-A12Y A A12Y 

A-A25Y A A25Y 

A-A100Y A A100Y 

B-A12N B A12N 

B-A25N B A25N 

B-A100N B A100N 

B-B12N B B12N 

B-B25N B B25N 

B-B100N B B100N 

B-A12Y B A12Y 

B-A25Y B A25Y 

B-A100Y B A100Y 
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Comparing Actual Choice Data to Predicted Choice Data 

To compare the predicted choice data to the actual choice data a few values were 

calculated. The first of these values was the percentage of respondents that chose 

feasible configurations, infeasible configurations, and “none” options for a single 

supplemental choice task. Then an average of these percentages was calculated for all 

the choice tasks. 

The next value calculated was hit rate (i.e. accuracy). Hit rate is measured by comparing 

how often an HB model predicts a respondents actual choice to the same question. 

Equation 2.4 shows how to calculate the hit rate (   ) between a predicted choice 

dataset (     ) and an actual choice dataset (     ) for the same supplement choice 

task ( ). Note that hit rate cannot be calculated between different supplemental choice 

tasks. The hit rate for a single supplemental choice task was calculated by comparing 

how often the predicted response matched the actual response. The numerator returns 

the number of matches for all the respondents using the cardinality operator, while the 

denominator divides this value by the total number of respondents (  ). Hit rate (i.e. 

rate of agreement) between two sets of choice data can be found by averaging the hit 

rate for each supplemental choice task. 

 

     
             

  
      Equation 2.4 

 

When a model is inaccurate, an odds ratio (Train, 2009) between the actual choice and 

the predicted choice can be used to assess the magnitude of the inaccuracy. The odds 

ratio (  ) is equal to the probability of choosing (Equation 2.3) the actual choice over 
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the probability of choosing the predicted choice. However, this simplifies to the 

exponential of the observed utility (Equation 2.2) for the actual choice (   ) over the 

exponential of the observed utility for the predicted choice (   ) as shown in Equation 

2.5. This means the value is independent of the other options shown in the choice task. 

The result can be interpreted as the relative odds of choosing the actual choice over the 

predicted choice. When the actual choice and the predicted choice are the same the 

odds ratio is equal to 1. When they are not the odds ratio is less than 1. An odds ratio of 

0 occurs if the actual choice is the “none” option but the HB model lacks a part-worth 

value for the “none” option. 

 

    
    

     Equation 2.5 

 

Since the hit rate could only be calculated between the predicted choice datasets and 

the actual choice dataset made from the same supplemental choice tasks, comparisons 

were only made between compatible sets of data. Table 2.10 shows which actual choice 

datasets (Table 2.8) were compared with which predicted choice datasets (Table 2.9). 

 

 

 

 

 



28 

Table 2.10 - Mapping of comparisons between 
predicted choice sets and actual choice sets 

Predicted 
Choice Dataset 

Actual Choice Dataset 

A-N B-N A-Y 

A-A12N Y  Y 

A-A25N Y  Y 

A-A100N Y  Y 

A-B12N Y  Y 

A-B25N Y  Y 

A-B100N Y  Y 

A-A12Y Y  Y 

A-A25Y Y  Y 

A-A100Y Y  Y 

B-A12N  Y  

B-A25N  Y  

B-A100N  Y  

B-B12N  Y  

B-B25N  Y  

B-B100N  Y  

B-A12Y  Y  

B-A25Y  Y  

B-A100Y  Y  

 

2.6 Bicycle Case Study Attributes, Design Prohibitions, and Virtual 

Respondent Profiles 

A hypothetical bicycle product line problem where variety is introduced through 

variations in the drivetrain was used to test the procedure outlined in Section 0. A 

bicycle drivetrain serves as a source of design prohibitions since it is made of several 

components that need to accommodate each other for proper functionality. Four major 

components were chosen from the drivetrain as independent attributes: front 

derailleur, rear derailleur, front crankset, and rear cassette. When gauging customer 
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response to a potential product, the designer is often interested in the tradeoff between 

what the respondents want and what they are willing to pay. For this to happen, price 

has to be dependent on the features chosen. However, when shopping for a bicycle, 

customers often consider the weight of the bicycle as well as its price. Since both weight 

and price depend on which components are chosen, they included as dependent 

attributes. Within each attribute several realistic levels were chosen as shown in Table 

2.11. The price and weight levels listed are for a full bicycle and not just the drivetrain. 

 

Table 2.11 - Levels for bicycle drivetrain attributes, bicycle price, and bicycle weight 

Front Derailleur Rear Derailleur Front Crankset Rear Cassette Price Weight 

None None Single 1 speed $200 20 lbs 

Double 7 speed Double 7 speed $300 21 lbs 

Triple 8 speed Triple 8 speed $400 22 lbs 

 

9 speed 

 

9 speed $500 

 10 speed 10 speed 
 

11 speed 11 speed 

 

In a bicycle drivetrain there are instances of incompatibility between the front 

derailleur and the crankset as well as between the rear derailleur and cassette. The 

incompatibility in the front portion of the drivetrain occurs when a front derailleur 

designed for a smaller application is paired with too large of a crankset. For example a 

front derailleur designed for a double crankset will cause issues if used with a triple 

crankset since its range of motion is too small to reach all three chainrings. Meanwhile, 

a front derailleur designed for a larger application is compatible with a smaller 

crankset. The resulting compatibility matrix between the front derailleur and crankset 

is shown in Table 2.12. 
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Table 2.12 - Compatibility between front derailleur and crankset options 

 
Front Crankset 

Single Double Triple 

Front 
Derailleur 

None 1 0 0 

Double 1 1 0 

Triple 1 1 1 

 

In the rear portion of the drivetrain a similar set of incompatibilities occur; a rear 

derailleur designed for a smaller application is incompatible with a larger cassette. 

Unlike the front portion of the drivetrain, a larger rear derailleur will not work with 

every cassette that is smaller. By looking at compatibility charts from Shimano and 

SRAM, it was noticed that, in general, a rear derailleur is compatible with a cassette that 

is either the same size or one size smaller. A caveat is that most 9 speed rear derailleurs 

are designed to work with 7 speed cassettes. The resulting compatibility matrix 

between the rear derailleur and cassette is shown in Table 2.13. 

 

Table 2.13 - Compatibility between rear derailleur and cassette options 

 

Rear Cassette 

1spd 7spd 8spd 9spd 10spd 11spd 

Rear Derailleur 

None 1 0 0 0 0 0 

7spd 1 1 0 0 0 0 

8spd 1 1 1 0 0 0 

9spd 1 1 1 1 0 0 

10spd 1 0 0 1 1 0 

11spd 1 0 0 0 1 1 

 

There is also a dependency relationship between the front derailleur and the rear 

derailleur. A front derailleur depends on the rear derailleur to pick up and let out slack 
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in the chain. Thus, without a rear derailleur a bicycle cannot have a front derailleur. 

This dependency is shown in Table 2.14. 

 

Table 2.14 - Dependencies between front and rear derailleur options 

 

Front Derailleur 

None Double Triple 

Rear 
Derailleur 

None 0 0 0 

7spd 0 

1 1 

8spd 0 

9spd 0 

10spd 0 

11spd 0 

 

As mentioned, it is difficult to represent situations where a single dependency can be 

satisfied by more than one component. A set of rear derailleurs options satisfies the 

dependencies of the double and triple front derailleur options. To represent this 

behavior in the DSM, cells were merged to form a set of and a 1 was placed in the 

merged cells to indicate that the set could satisfy the dependencies of the double or 

triple front derailleur. 

The software used in this research (Sawtooth Software, 2013b) specified that all 

prohibitions have to be represented by compatibility matrices. This meant all 

dependency matrices needed to be converted to compatibility matrices. To convert the 

dependency matrix in Table 2.14 to a compatibility matrix, it was assumed that a 

product is comprised of a single level from each attribute. This assumption is valid for 

this work since a bicycle does not need more than one front or rear derailleur.  
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Under this assumption any option that prevents a dependency from being fulfilled is 

deemed incompatible, while all other options are feasible. To provide an example, 

consider a product containing the rear derailleur option “none” and the double front 

derailleur option. Since a rear derailleur option has been selected no other rear 

derailleur can be included and the dependency in this situation goes unmet. This means 

these options – the rear derailleur option “none” and the double front derailleur option 

– are incompatible. Meanwhile, in the first column there are zero dependencies 

meaning all combinations are compatible since no choice will cause a dependency to go 

unmet. The resulting compatibility matrix is shown in Table 2.15. 

 

Table 2.15 - Compatibility between front and rear derailleur options 

 

Front Derailleur 

None Double Triple 

Rear 
Derailleur 

None 1 0 0 

7spd 1 1 1 

8spd 1 1 1 

9spd 1 1 1 

10spd 1 1 1 

11spd 1 1 1 

 

The preference models for this problem were estimated using responses from 200 

virtual respondents. The part-worth values for each virtual respondent were created 

using one of three basic profiles. The profiles varied based on the level of importance 

given to the different types of attributes – price (PR), weight (WT), and drivetrain 

components (DT). Table 2.16 shows the breakdown of the virtual respondent 

population for each profile. 
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Table 2.16 - Breakdown of virtual respondent population 

Profile Quantity 

Attribute Importance Rank 

1st 2nd 3rd 

PR 100 Price Drivetrain Weight 

DT 50 Drivetrain Weight Price 

WT 50 Weight Price Drivetrain 

 

Each part-worth value was created by choosing a random value from a uniform 

distribution. The bounds on the uniform distribution were used to control importance. 

The part-worth values with the highest importance had bounds from 0 to 3, while the 

bounds for the second most important were from 0 to 2 and third most important from 

0 to 1. To reflect consumer preference towards multiple gears on a bicycle, the upper 

bound for a one speed rear cassette (i.e. single speed bike) was scaled by a factor of ½. 

Then within the price and weight attributes the bounds were evenly staged to create a 

series of part-worth values that were monotonically decreasing (i.e. favored lower price 

and lower weight). Table 2.17 shows the upper (top cell) and lower (bottom cell) bound 

on the uniform distribution for each type of respondent profile. The shading in Table 

2.17 indicates attribute importance, black with white text is the most important, gray 

with black text is the second most important attribute, and white with black text the 

third most important attribute. 
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Table 2.17 - Uniform distribution bounds used to create virtual respondent part-worths 

Profile 
Front 

Derailleur 
Rear 

Derailleur 
Front 

Crankset Rear Cassette Price Weight 
0 2 3 0 7 8 9 10 11 1 2 3 1 7 8 9 10 11 200 300 400 500 20 21 22 

PR 
U 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2 2 2 2 3 2.25 1.5 0.75 1 0.67 0.33 

L 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 2.25 1.5 0.75 0 0.67 0.33 0 

DT 
U 3 3 3 3 3 3 3 3 3 3 3 3 1.5 3 3 3 3 3 1 0.75 0.5 0.25 2 1.33 0.67 

L 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0.75 0.5 0.25 0 1.33 0.67 0 

WT 
U 1 1 1 1 1 1 1 1 1 1 1 1 0.5 1 1 1 1 1 2 1.5 1 0.5 3 2 1 

L 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1.5 1 0.5 0 2 1 0 

 

2.7 Results 

This chapter investigates whether the consideration of design prohibitions during 

survey creation or survey response influences the estimation of customer preferences. 

Previous research discussed in Section 0 stated that preventing configurations 

containing design prohibitions from being shown in a CBC survey would likely decrease 

its efficiency. Table 2.18 shows three values used to investigate this effect. 

The first set of values is the breakdown of the percent of feasible configurations shown 

in each choice task for the CBC surveys as well as the average percent of feasible 

configurations shown for the entire survey. The “none” option was not considered in 

any of these calculations. The breakdown shows that most of the version A choice tasks 

contained between 0 and 2 feasible configurations, with the most likely case being 1 

feasible configuration. Within the version B surveys, all the configurations were feasible 

by design. Next, the average percent of feasible configurations was close to the 

proportion of single product configurations that were feasible – 1092 out of 3888 (i.e. 

28.1%). The fact that each version A survey had a zero after the decimal and that there 

was an increasing trend as the number of choice tasks increases was a random 
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occurrence. Re-generation of these surveys could cause the values and the trends to 

change slightly.  

The final value in Table 2.18 is the CBC’s strength of design, which is used to gauge the 

efficiency of the survey design. The strength of design ratio for two CBCs reflects the D-

Efficiency of one design relative to the other. D-Efficiency provides a relative measure of 

how much information a CBC design can capture compared to another CBC design 

(Kuhfeld et al., 1994). As expected, the strength of design increases as the number of 

choice tasks increase. However, for CBCs with the same number of choice tasks, the 

version showing all designs always received a larger strength of design. For example, 

the B12 survey was 69% as efficient as the A12 survey with the only difference being 

the B12 survey considered design prohibitions. 

 

Table 2.18 - Effect of considering design prohibitions on survey efficiency 

Survey 

Percent of Feasible Configurations 

Strength of Design 0 1 2 3 4 Average 

A12 25.0% 50.0% 25.0% - - 25.0% 547 

A25 28.0% 40.0% 28.0% 4.0% - 27.0% 6,317 

A100 19.0% 49.0% 25.0% 7.0% - 30.0% 27,284 

B12 - - - - 100.0% 100.0% 377 

B25 - - - - 100.0% 100.0% 4,244 

B100 - - - - 100.0% 100.0% 17,587 

 

Once state preference data was created using these surveys, HB models were fit using 

the settings described in Table 2.7. Figure 2.1 - Figure 2.9 show the behavior of each fit. 

The figures show that as the number of choice tasks increased, the stability of the fit 

improved. For cases with only 12 choice tasks, a lack of data leads to larger variation 

during the fitting process. More iterations (e.g. 200,000 iterations of burn-in) were 
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attempted to try an overcome this, however no improvement was seen. This is likely a 

case where too little data is present to get a stable fit. 

In the last three figures corresponding with the A12Y-100Y models (Figure 2.7 - Figure 

2.9), a part-worth value for an outside good (i.e. “none” option) was also estimated. It 

appears near the top of each plot as a maroon line; however it is easier to locate its 

mean-beta (i.e. population average part-worth value). In the numbers below each plot, 

the mean-beta for the outside good is the last value shown. As the number of choice 

tasks increased, it shrunk. This was due to the scale of the model shrinking and the 

model having difficulty deciding what to do with the 1 speed rear cassette option. Its 

mean-beta was one of the 2 highest values in each figure. From a feasibility standpoint 

it is the best rear cassette option as it is feasible with all the rear derailleur options 

(Table 2.13), yet from a customer preference standpoint it is one of the lowest values 

due to the range of the uniform distribution used (Table 2.17). Early on, feasibility of 

the option is more important as most choice tasks contain only 1 feasible configuration 

(Table 2.18).  However, as the number of choice tasks increases, options with the single 

speed rear cassette begin to show up with other feasible solutions more often. This 

causes the option with the single speed rear cassette to be chosen less often, leading to 

stated preference data that contains conflicting choices. 
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Figure 2.1 - Fitting HB model A12N 

 
 
 

 
Figure 2.2 - Fitting HB model A25N 
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Figure 2.3 - Fitting HB model A100N 

 
 
 

 
Figure 2.4 - Fitting HB model B12N 
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Figure 2.5 - Fitting HB model B25N 

 
 
 

 
Figure 2.6 - Fitting HB model B100N 
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Figure 2.7 - Fitting HB model A12Y 

 
 
 

 
Figure 2.8 - Fitting HB model A25Y 



41 

 
Figure 2.9 - Fitting HB model A100Y 

 

Once HB models were fit, supplemental choice tasks were created to assess how the 

consideration of design prohibitions affected the estimate customer preferences. Two 

versions of supplemental choice tasks were created corresponding to the original CBC 

survey versions used to create stated preference data. The version B supplemental 

choice tasks contained only feasible configurations, while version A contained choice 

tasks that were both feasible and infeasible.  A breakdown of the percentage of feasible 

choices in each chose task is shown in Figure 2.10. With 1 feasible option per choice 

task occurring most often, the distribution looks similar to the distribution observed for 

the CBC surveys in Table 2.18. 

Once the supplemental choice tasks were answered, the compatible choice data was 

compared in Table 2.19 - Table 2.21 . The values in each table show the 95% confidence 

interval on the mean for the 1,000 supplement choice tasks. For reference, the hit rate 
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between two random choices (i.e. random chance) would be 6.25% if the “none” option 

was not considered and 4% if it was. The black row at the top indicates the actual 

choice results, while the remaining rows show how each HB model compared. 

Table 2.19 shows how the choices predicted by the HB models compared to the actual 

choices of a respondent choosing their most appealing options from choice tasks that 

contain both feasible and infeasible configurations. These results show how the HB 

models perform under “normal” circumstances (i.e. normal survey type and 

compensatory respondent behavior) and are applicable to a product line optimization. 

 

 
Figure 2.10 - Distributions on the number of feasible options for version A supplemental 

choice tasks 
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Table 2.19 - Comparison of predicted choice sets to actual choice set where respondents 
chose the most appealing option 

Choice Set Chose Feasible Chose Infeasible Chose None Hit Rate Odds Ratio 

A-N 25.5% ± 1.7% 74.5% ± 1.7% 0.0% ± 0.0% 100.0% ± 0.0% 100.0% ± 0.0% 

A-A12N 24.7% ± 1.9% 75.3% ± 1.9% 0.0% ± 0.0% 69.1% ± 0.5% 76.1% ± 0.4% 

A-A25N 24.8% ± 1.8% 75.2% ± 1.8% 0.0% ± 0.0% 78.8% ± 0.3% 85.0% ± 0.2% 

A-A100N 25.4% ± 1.7% 74.6% ± 1.7% 0.0% ± 0.0% 92.3% ± 0.2% 95.1% ± 0.1% 

A-B12N 30.3% ± 2.1% 69.7% ± 2.1% 0.0% ± 0.0% 64.2% ± 0.6% 70.8% ± 0.5% 

A-B25N 26.7% ± 1.9% 73.3% ± 1.9% 0.0% ± 0.0% 72.4% ± 0.4% 78.4% ± 0.4% 

A-B100N 25.6% ± 1.7% 74.4% ± 1.7% 0.0% ± 0.0% 84.9% ± 0.3% 88.2% ± 0.2% 

A-A12Y 47.2% ± 3.1% 36.6% ± 2.9% 16.2% ± 2.2% 22.9% ± 1.3% 23.7% ± 1.3% 

A-A25Y 49.5% ± 2.9% 22.6% ± 2.3% 28.0% ± 2.5% 17.6% ± 1.2% 21.7% ± 1.2% 

A-A100Y 52.3% ± 2.9% 28.8% ± 2.5% 19.0% ± 2.1% 24.1% ± 1.3% 38.9% ± 1.3% 

 

The results show that models A12N-A100N displayed the highest hit rate and odds ratio 

for a specified number of choice tasks. All the hit rates exceeded the thresholds for 

random chance, indicating that the models demonstrate some ability to accurately 

predict respondent choice. Next, the odds ratio correlated with hit rate in all models 

indicating that as the models became more accurate their “misses” were lower in 

magnitude. As the number of choice tasks increased, the A12N-A100N and B12N-

B100N models also became more accurate (i.e. hit rate increased).  

The A12Y-A100Y models did not show this tendency, but also displayed the lowest hit 

rates. Those hit rates were partially affected by those models picking the “none” option 

around 20% of the time – something the virtual respondents would not do for the 

actual choice. The hit rates were also partially affected by the increased ability of these 

models to avoid infeasible configurations and choose feasible solutions.  

Models B12N-B100N also showed this increased ability. However, it goes away as the 

accuracy hit rate (i.e. accuracy) improves. This suggests that there is a tradeoff between 

the accuracy of a model and its ability to avoid infeasible solutions. Figure 2.11 shows 
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this tradeoff for the values in Table 2.19. For reference the actual choice results from 

the virtual respondents (VR) are also included in the plot. The ideal performance would 

be at the top left corner where 0% of infeasible solutions are chosen and the hit rate is 

100%. This tradeoff plot indicates that while the strategies for preventing respondents 

from choosing infeasible configurations do improve the ability of a model to avoid 

infeasible solutions, they also lead a drop in accuracy (i.e. hit rate). Further, of the 

strategies, the one where respondents are instructed to not choose infeasible 

configurations impacts the ability to avoid infeasible solutions the most. Meanwhile, 

adopting a strategy of not showing infeasible configurations in the survey was only able 

to improve the ability of the model to avoid infeasible solutions when few choice tasks 

were used. 

 

 
Figure 2.11 - Tradeoff between HB model accuracy and infeasible solution avoidance 
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Table 2.20 compares the choices predicted by the HB models to the actual choices of a 

respondent choosing their most appealing option from choice tasks that contain only 

feasible configurations. These results show how the HB models perform when they no 

longer have to consider infeasible solutions, which is more common in a market 

simulation. 

 

Table 2.20 - Comparison of predicted choice sets to actual choice set where respondents 
chose the most appealing option from feasible options 

Choice Set Chose Feasible Chose Infeasible Chose None Hit Rate Odds Ratio 

B-N 100.0% ± 0.0% 0.0% ± 0.0% 0.0% ± 0.0% 100.0% ± 0.0% 100.0% ± 0.0% 

B-A12N 100.0% ± 0.0% 0.0% ± 0.0% 0.0% ± 0.0% 68.9% ± 0.5% 76.0% ± 0.4% 

B-A25N 100.0% ± 0.0% 0.0% ± 0.0% 0.0% ± 0.0% 78.0% ± 0.4% 84.5% ± 0.3% 

B-A100N 100.0% ± 0.0% 0.0% ± 0.0% 0.0% ± 0.0% 92.1% ± 0.2% 95.0% ± 0.1% 

B-B12N 100.0% ± 0.0% 0.0% ± 0.0% 0.0% ± 0.0% 68.9% ± 0.5% 75.7% ± 0.4% 

B-B25N 100.0% ± 0.0% 0.0% ± 0.0% 0.0% ± 0.0% 77.4% ± 0.4% 83.3% ± 0.3% 

B-B100N 100.0% ± 0.0% 0.0% ± 0.0% 0.0% ± 0.0% 89.3% ± 0.2% 92.3% ± 0.2% 

B-A12Y 98.5% ± 0.7% 0.0% ± 0.0% 1.5% ± 0.7% 27.5% ± 1.3% 28.5% ± 1.4% 

B-A25Y 97.5% ± 0.7% 0.0% ± 0.0% 2.5% ± 0.7% 24.4% ± 1.1% 31.3% ± 1.2% 

B-A100Y 98.8% ± 0.5% 0.0% ± 0.0% 1.2% ± 0.5% 29.4% ± 1.2% 47.6% ± 1.3% 

 

As expected, the results show a large increase in the number of feasible options chosen. 

Only the A12Y-A100Y models failed to choose a feasible solution 100% of the time. This 

was due to these models containing a part-worth value for an outside good. However, 

the part-worth value for the outside good wasn’t very large, as each model only chose 

the “none” option around 2% of the time. This allowed the hit rate to improve 

(compared to Table 2.19) for the A12Y-A100Y models since choices were not being 

diverted to the “none” option as often. The hit rate for the B12N-B100N models also 

improved, which was expected. Those models were estimated using the same set of 

circumstances – no infeasible solutions shown and best option chosen – as the ones 
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used to create the actual choices in these results. As with the previous results, the A25N 

and A100N models still show slightly higher hit rates. This indicates that design 

prohibitions should not be considered if the model is to be used in a market simulator. 

The final table, Table 2.21, compares the choices predicted by the HB models to the 

actual choices of a respondent filtering out infeasible configurations prior to selecting 

their most appealing option. These results show how well HB models can predict 

respondent choice when they filter on technical feasibility – assuming infeasible 

configurations could be produced and sold. 

In these results the actual choices was the “none” option 25.7% of the time. However, 

since the A12N-A100N and B12N-B100N models did not contain a part-worth estimate 

for the outside good they were unable to choose the “none” option and their hit rates 

were significantly lower. The odds ratios also decreased for these models. To calculate 

the odds ratio for these models when the actual choice was the “none” option, a value of 

negative infinity was assigned to the observed utility for the actual choice. This led to an 

odds ratio of 0. Finally, unlike the previous two sets of results, the A12Y-A100Y models 

displayed the highest hit rate. Those models were estimated using the same set of 

circumstances – filter infeasible configuration prior to choosing best option – as the 

ones used to create the actual choices in these results. This suggests that the HB model 

is somewhat capable of modeling a choice behavior that isn’t strictly compensatory. 
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Table 2.21 - Comparison of predicted choice sets to actual choice set where respondents 
filtered infeasible options prior to choosing the most appealing option 

Choice Set Chose Feasible Chose Infeasible Chose None Hit Rate Odds Ratio 

A-Y 74.3% ± 2.7% 0.0% ± 0.0% 25.7% ± 2.7% 100.0% ± 0.0% 100.0% ± 0.0% 

A-A12N 24.7% ± 1.9% 75.3% ± 1.9% 0.0% ± 0.0% 22.0% ± 1.6% 26.3% ± 1.8% 

A-A25N 24.8% ± 1.8% 75.2% ± 1.8% 0.0% ± 0.0% 23.1% ± 1.6% 27.0% ± 1.8% 

A-A100N 25.4% ± 1.7% 74.6% ± 1.7% 0.0% ± 0.0% 24.8% ± 1.7% 26.7% ± 1.7% 

A-B12N 30.3% ± 2.1% 69.7% ± 2.1% 0.0% ± 0.0% 27.1% ± 1.8% 31.3% ± 2.0% 

A-B25N 26.7% ± 1.9% 73.3% ± 1.9% 0.0% ± 0.0% 24.8% ± 1.7% 28.5% ± 1.8% 

A-B100N 25.6% ± 1.7% 74.4% ± 1.7% 0.0% ± 0.0% 24.9% ± 1.7% 26.7% ± 1.7% 

A-A12Y 47.2% ± 3.1% 36.6% ± 2.9% 16.2% ± 2.2% 43.2% ± 2.7% 44.4% ± 2.7% 

A-A25Y 49.5% ± 2.9% 22.6% ± 2.3% 28.0% ± 2.5% 50.6% ± 2.5% 58.1% ± 2.3% 

A-A100Y 52.3% ± 2.9% 28.8% ± 2.5% 19.0% ± 2.1% 49.6% ± 2.4% 68.3% ± 1.9% 

 

2.8 Summary 

This chapter investigated how the consideration of design prohibitions during either 

survey creation or survey response influences the estimation of customer preferences. 

The results show that both strategies can influence an HB model to avoid infeasible 

solutions. However, this comes at the cost of model accuracy – the ability to predict a 

respondent’s actual choice. The tradeoff found was non-linear and showed that 

instructing respondents to not choose infeasible configurations in a CBC survey – 

assuming feasibility is indicated – will result in models with the greatest ability to avoid 

infeasible solutions but the lowest accuracy. Meanwhile, if a CBC survey simply 

prevents any infeasible configurations from appearing a slight improvement in the 

model’s ability to avoid infeasible configurations is achieved.  

In a market simulation, only feasible product configurations are considered, meaning 

the ability to avoid infeasible solutions adds no value. Therefore, HB models used in a 

market simulation should be created from response to choice tasks that are allowed to 
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show any configuration by respondents that are instructed to not screen on technical 

feasibility when choosing. Meanwhile, a product line optimization may benefit from the 

ability to avoid infeasible solutions if it eliminates the need include design prohibition 

constraints and the tradeoff in accuracy doesn’t change the final solution. The next 

chapter investigates the potential benefits for product line optimization. Future 

research should investigate whether non-compensatory preference models would be 

able to exhibit higher preferences towards feasible products without sacrificing 

accuracy.  
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3. Considering Design Prohibitions during Product Line 

Optimization 

3.1 Introduction 

To ensure the feasibility of the final solution, product line optimizations must consider 

constraints stemming from aesthetics (Nordin et al., 2011), engineering (Gonzalez-

Zugasti et al., 2000; Michalek et al., 2008), manufacturing (Michalek et al., 2006), and 

marketing (Rusmevichientong et al., 2006). As more constraints are added the difficulty 

of the optimization increases. Rai and Allada (2003) noted that including compatibility 

constraints made an agent-based optimization of a modular power screwdriver product 

line inefficient at generating feasible solutions. 

There is an opportunity to reduce the number of constraints needed by allowing the 

heterogeneous customer preference model to handle a subset of these constraints 

termed design prohibitions. Chapter 2 showed that it is possible to develop HB models 

that are more likely to avoid infeasible product configurations. However, a tradeoff was 

exhibited between this behavior and model accuracy (Figure 2.11). This chapter 

investigates whether those HB models are able to reduce computational effort and still 

identify desirable product lines. Three different strategies for handling design 

prohibitions are tested: 

1) Consider design prohibitions in the heterogeneous customer preference model 

only. Potentially lowering the complexity of the optimization. 

2) Consider design prohibitions as a constraint in the product line optimization 

only. The default approach. 

3) Consider design prohibitions in both the heterogeneous customer preference 

model and as a constraint in the product line optimization. 
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Each strategy was tested for its ability to reduce the number of infeasible product lines 

created and improve rate of convergence to the optimum. Within the 2nd and 3rd 

strategies, combinatorial constraints are added to the optimization to manage any 

design prohibitions. There have been numerous implementations of techniques 

presented in the literature that lessen the computational impact of these combinatorial 

constraints in a combinatorial optimization problem. A subset these techniques 

applicable to genetic algorithms is tested as an additional means of reducing 

computational cost. 

Yamada et al. (2002) proposed an efficient branch and bound based algorithm that 

begins by producing an initial feasible solution and then using a 2-opt coordinate ascent 

to improve it. Meanwhile, Zimmermann (2005) described a grand canonical Monte 

Carlo method to ensure good feasible solutions were sampled with greater frequency. 

In particle swarm optimization, the permutation function has been modified to avoid 

non-valid design strings (Kemmoé Tchomté and Gourgand, 2009). Similar techniques 

exist to handle such constraints in a genetic algorithm. For instance, a proactive 

strategy is to use crossover and mutation operators that only modify the genetic 

information such that the constraints are always satisfied (van Kampen et al., 1996). 

Meanwhile, an effective reactive strategy is to repair infeasible design strings prior to 

evaluating them (Orvosh and Davis, 1994). 

3.2 Algorithms for Product Line Optimization 

Prior to testing each strategy, an efficient optimization algorithm needed to be selected. 

Analytical optimization methods, like linear programming (Hanson and Martin, 1996; 

McBride and Zufryden, 1988) and analytical target cascading (Michalek et al., 2006), 

have been used with reasonable success in product design problems. However, product 

line design problems deal with discrete choices (i.e. the absence or presence of certain 
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features), making combinatorial optimization methods better suited to assist in the 

selection of features during the detailed design phase. This specific type of 

combinatorial optimization problem is considered NP-hard (Kohli and Sukumar, 1990) 

meaning exact algorithms like the popular branch-and-bound approach (Wang et al., 

2009) will struggle to efficiently identify an optimal solution. 

To better accommodate these problems, an increasing amount of research has turned to 

heuristic optimization techniques. Early efforts demonstrated that greedy approaches 

(Green and Krieger, 1985) and other rule-based techniques (Dobson and Kalish, 1993; 

Kohli and Krishnamurti, 1987; Nair et al., 1995; Sudharshan et al., 1987; Thakur et al., 

2000) could efficiently identify single product solutions. To identify promising product 

line solutions, recent work has turned to other heuristic approaches, such as simulated 

annealing (Fujita et al., 1999), particle swarms (Tsafarakis et al., 2011), and genetic 

algorithms (Turner et al., 2012). 

Of these, this research focuses on genetic algorithms (GA) (Goldberg, 1989). As noted by 

Simpson (2004), a GA is ideally suited to tackle the combinatorial nature of product line 

design problems. For these types of problems, a GA is also fairly robust (Steiner and 

Hruschka, 2003) and has an appealing tradeoff between computational effort and 

performance when compared to other algorithms (Belloni et al., 2008). Furthermore, a 

GA can easily be extended to handle problems with multiple competing objectives 

which allow designers to explore tradeoffs. The advantages of multi-objective problem 

formulations will be further discussed in Chapter 7. 

3.3 Base Genetic Algorithm 

A genetic algorithm is a type of evolutionary algorithm that can be broken down into 

four main steps that mimic the process of natural evolution: initialization, selection, 

reproduction, and termination. Initialization is primarily focused on the construction of 
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the initial population. This population is then modified throughout the remainder of the 

algorithm. Selection specifies which members of the initial population are chosen for 

reproduction. Then reproduction modifies the specified design strings specified by 

selection, typically though operations such as crossover and mutation. Finally, 

termination determines if the algorithm should stop or if the updated population should 

be returned to the selection step causing the evolution process to continue. 

A base GA was developed to serve as a consistent baseline in this research. It allowed 

derivative versions of the GA to be quickly created to test the effects of a proposed 

modification. Of the numerous multi-objective evolutionary optimization algorithms, 

SPEA2 (Zitzler et al., 2001) and NSGA-II (Deb et al., 2002) have become the standard 

approaches. However, newer self-adaptive approaches such as the Borg MOEA 

(Woodruff et al., 2012) are showing promising results for product line design problems.  

Since testing the effects of different modifications is easier if the algorithm did not self-

adapt, the NSGA-II algorithm served as a starting point for the base GA used in this 

research. The base GA was written in Matlab (The MathWorks, Inc., 2008) and included 

a few modifications. First, the base GA used a Latin hypercube sampling to create the 

initial population instead of a pure random sampling since it provides a more uniform 

representation of each possible variable setting. Next, an archiving feature was included 

to make it easier to track which designs had already been evaluated and prevent re-

evaluation. The resulting archive also prevented good designs strings from being lost 

and allowed the data to be post-processed. Advantages of this include assessing un-

modeled objectives or searching for alternatives with similar performance but a much 

different design configurations (Foster and Ferguson, 2013). 

To represent a design in a GA, design variables can be encoded using a real-number, 

integer, or binary scheme. However, the feature levels within each product attribute 

were represented as discrete options, making integer or binary design variables the 



53 

only reasonable choices. A design string made from binary variables uses 1’s to indicate 

the presence of features and 0’s to indicate unused features. Meanwhile, integer 

variables indicate which level within an attribute is chosen. Figure 3.1 shows a binary 

representation of a hypothetical product line with two variants, while Figure 3.2 shows 

an integer representation of the same product line. Since the chosen customer 

preference model assumes each product contains just a single level from each attribute, 

a binary representation must be constrained to ensure that only one level within an 

attribute is selected per product. This research uses an integer representation since it 

contains fewer design variables and does not require additional constraints. 

 

 
Figure 3.1 - Example binary design string for hypothetical product line with two variants 

 
 
 

 
Figure 3.2 - Example integer design string for hypothetical product line with two variants 

 

To determine if a design string had already been evaluated, a pre-evaluation check was 

performed. Two approaches were considered for this check. The first and simplest 

approach was to check and see if the exact same sequence of design variables had 

already been evaluated (exact match). The second approach involved checking that the 

same product line had not already been evaluated regardless of the order of the 

products (unique line).  
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To better understand the differences between the approaches consider a design string 

with product configurations   and  . The exact match approach would say that 

            but            , while the unique line approach would say that 

            and            . This means the unique line approach results in 

higher computational saving, but has the potential to restrict the spread of genetic 

information since other permutations of the same product line wouldn’t be considered 

and therefore could never take part in crossover. A potential fix for this is to randomly 

re-order the products with the line each time the product line is chosen for crossover. 

To compare computational savings, the number of possible designs strings was 

calculated for both the exact match approach (   ) and the unique line approach (   ). 

Equation 3.1 shows the formula used for the exact match approach, while Equation 3.2 

shows the formula for the unique line approach. In each equation     is the number of 

unique product configurations for a single product and    is the number of product 

variants. Comparing the equations shows that the unique line approach has       fewer 

possible design strings. Figure 3.3 provides a graphical representation of these savings 

for a product line containing between 2 and 10 product variants (  ) constructed from 

a product with 10 unique configurations (    ). 

 

     
     

          
  Equation 3.1 

 
 
 

     
     

             
  Equation 3.2 
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Figure 3.3 shows a log-scale of the number of possible design strings on the y-axis. The 

plot for the exact match approach shows the near exponential growth associated with 

these combinatorial problems. As expected, the plot for the unique line approach is 

below it. Interestingly, the number of possible design strings actually decreases once 

the number of variants is greater than half the number of unique product combinations. 

Since a goal of this research is to maximize the efficiency of the product line 

optimization, this research uses the unique line approach. 

 

 
Figure 3.3 - Number of possible design strings for a product line containing between 2 and 

10 product variants constructed from a product with 10 unique configurations 
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The rest of the base genetic algorithm is fairly standard. The default settings are shown 

in the list below. 

 Population Size: Fixed at ten times the number of design variables 

 Initialization: Latin hypercube sampling (Tang, 1993) 

 Selection: Tournament with four candidates 

 Crossover: Uniform with a mixing ratio of 0.5 

 Mutation: Random with each bit having a 5% chance 

 Evaluation: Only unique product lines, no re-evaluation 

 Termination: 100 generations 

3.4 Algorithms for Combinatorial Constraint Techniques 

To help the base GA handle combinatorial constraints a subset of the techniques 

introduced in Section 3.1 that were compatible with a GE were chosen for development. 

The three techniques chosen were: 

1) feasible initial population (Yamada et al., 2002) 

2) crossover operator that promotes feasibility (van Kampen et al., 1996) 

3) infeasible design string repair (Orvosh and Davis, 1994) 

To allow each constraint handling technique to be implemented efficiently, this research 

assumes each product in the design string is able to be manipulated independently of 

the other products in the line. This is a valid assumption for this research since each 

product variant is represented as an independent segment of design variables within 

the design string (Figure 3.2).  

Additionally, a matrix operation was derived to efficiently check the feasibility of 

individual products. The inputs to the feasibility check are the full compatibility matrix 
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(  ) and a binary representation of an individual product’s design string ( ) as a row 

vector. The operation used to calculate the number of design prohibitions (   ) a 

design string violates is shown in Equation 3.3. Symmetry in the compatibility matrix 

causes each compatibility violation to count twice (i.e. A is incompatible with B and B is 

incompatible with A), hence the 2 in the denominator. 

 

      
           

 
 Equation 3.3 

 

To apply the “feasible initial population” technique, an algorithm was developed to 

generate an initial population containing nothing but feasible product line design 

strings. Pseudo code for the algorithm is shown in Figure 3.4. The basic idea is to find 

feasible product variants and then randomly combine them to form feasible product 

lines. Products are chosen randomly to encourage a diverse mix of products. The do-

while loop helps to ensure no product repeats inside the same line. 

The “crossover operator that promotes feasibility” technique was implemented using a 

uniform crossover algorithm. The basic idea is that the modified crossover operator will 

attempt to make the resulting design strings (i.e. children) feasible. Since the crossover 

operator introduces the bulk of new designs in the GA, it has the potential to greatly 

reduce the number of infeasible designs created and evaluated. Pseudo code for the 

algorithm is shown in Figure 3.5.  

To improve the efficiency of the technique, the feasibility of each product variant was 

checked individually as opposed to checking the entire product line at once. This 

reduced the number of configurations to check for feasibility from       
 to       
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where    is the number of attributes per product and    is the number of product 

variants. The number of configurations can be further reduced to 
      

 
 if one of the 

bits is not allowed to crossover; the same set of children can be produced by mirroring 

any crossover scheme. For example, consider a pair of products with three attributes. 

Swapping the first two bits in each string will produce the same configurations (i.e. 

children) as swapping just the last bit in each string. 

The “infeasible designs string repair” technique was implemented in an algorithm that 

checked each design string for feasibility, repaired them if necessary, and then sent 

them off for evaluation. The pseudo code for the algorithm is shown in Figure 3.6. The 

algorithm worked by replacing only the portion of the string specifying an infeasible 

product configuration with a feasible product configuration that was maximally similar. 

This helped to minimize the modification of the genetic information. Since each variable 

is an integer value representing some level in an attribute (i.e. nominal numbers), 

similarity is measured using hamming distance (Deza and Deza, 2009), which indicates 

the number of variables which are different between two design strings. 

 

Specify size of initial population = pop_size 
Specify number of product variants = num_prod 
Initialize empty initial population = pop 
Create list of all feasible individual products = prod_list 
While size of pop < pop_size 
  Do 
    Choose num_prod random products from prod_list = prod_set 
  While number of unique products in prod_set < prod 
  Combine prod_set to form a new product line = prod_line 
  Add prod_line to pop 
End 
 

Figure 3.4 - Pseudo code for generating a feasible starting population 
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Get two design strings to crossover = parents 
Initialize two empty design strings = children 
For each pair of products in parents 
  Enumerate list of crossover schemes = scheme_list 
  Sort scheme_list randomly 
  For each scheme in scheme_list 
    Remove scheme from scheme_list 
    Apply scheme to products = new_products 
    If new_products are feasible 
      Add new_products to children 
      Exit scheme checking loop 
    End 
  End 
End 
 

Figure 3.5 - Pseudo code for uniform crossover operator that promotes feasibility 
 
 
 

Get design string to be evaluated = design_string 
If design_string is infeasible 
  For each product in design_string 
    If product is infeasible 
      Find most similar feasible product = prod 
      Replace product with prod 
    End 
  End 
End 
 

Figure 3.6 - Pseudo code for repairing an infeasible design string 

 

3.5 Experimental Procedure 

This section describes the experimental procedure used to investigate the 

computational cost and performance of three different strategies to handle design 

prohibitions. The effectiveness of each was explored by modifying a GA and running 
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several product line searches. Since a genetic search is a stochastic process, 10 runs 

were performed for each setup to allow for average behavior to be assessed. The goal of 

each optimization run was to maximize market share of preference for the entire 

product line as seen in the optimization formulation in Equation 3.4. When market size 

is not known, market share of preference is a useful surrogate for sales volume. 

 

 

Max: Share of Preference (Equation 3.5) 
Change: Feature levels (    ) 

Subject to: Bounds on price levels 
No identical product variants in same product line 
Bounds on number of feature levels per attribute 
Compatibility of chosen feature levels 

Equation 3.4 

 

The share of preference (    ) for a single product variant ( ) can be calculated using 

Equation 3.5. The numerator sums the probability of choice (   ) (Equation 2.3) for all 

the respondents ( ), while the denominator average the value over the entire 

respondent base (  ). Share of preference for an entire product line can be found by 

summing the share of preference for all the product variants. 

 

       
    

  

   

  
 Equation 3.5 

 

A summary of all the setups tested is shown in Table 3.1. Cells highlighted in gray 

indicate settings expected to help the optimization algorithm handle design 

prohibitions. Models A25N, B25N, and A25Y (from Chapter 2) were used since they 
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were created using a realistic number of choice tasks, while also providing diversity in 

the tradeoff between accuracy and infeasible solution avoidance (Figure 2.11). 

 

Table 3.1 - Summary of GA setups tested 

Setup  Model Constraints Initialization Crossover Evaluation 

1 A25N 

No 

LHS 

Uniform 

Only New Product Lines 

2 B25N 

3 A25Y 

4 A25N 

Yes 

5 B25N 

6 A25Y 

7 A25N 

Feasible 8 B25N 

9 A25Y 

10 A25N 

LHS 

Feasible 11 B25N 

12 A25Y 

13 A25N 

Uniform 

Repair Infeasible 
Products  

14 B25N 

15 A25Y 

16 A25N 

Feasible Feasible 17 B25N 

18 A25Y 

 

3.6 Bicycle Case Study Product Line Definition, Compatibility Matrix, and 

Dependent Attribute Calculation  

The bicycle case study introduced in Section 0 also serves as the case study for the 

experiment described in Section 0. To provide competition, a single speed bike (i.e. 

design string of [1,1,1,1]) was chosen since it is both the cheapest and the lightest 
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option. For all runs using model A25Y, the utility of the “none” option is also included as 

competition since it was estimated in the HB model. 

Next, a product line was defined that contained three bicycles with different drivetrains 

(i.e. variants) since the HB models developed in Chapter 2 contained estimates for three 

virtual respondent profiles. Without prior knowledge of the number of unique 

respondent profiles, a technique similar to the one employed by Turner et al. (2011) 

could have been used to choose the number of product variants. This resulted in an 

integer design string with 12 design variables – 3 products with 4 independent 

attributes each. Also, a single bicycle had 324 possible configurations, meaning a 

product line containing three product variants had 5,616,324 unique product lines (i.e. 

design strings) according to Equation 3.2. 

To quickly check the feasibility of each product in the product line, Equation 3.3 

specified that a compatibility matrix be defined. The full compatibility matrix for a 

single bicycle drivetrain is shown in Table 3.2. This results in 91 of the 324 single 

product configurations being feasible, which is just over 28%. Using this updated value 

in Equation 3.2 shows that the number of unique product lines that are feasible is 

reduced to 121,485, or just over 2% of the total possible design string combinations, 

indicating that this problem is highly constrained. 

When evaluating each bicycle configuration in the product line, price and weight have 

to be calculated since they are dependent on the feature levels chosen. To calculate the 

price of a bicycle configuration a cost-plus pricing scheme was used. It ensures that 

products are always sold at a profit – assuming costs are accurately represented. In this 

scheme, price is determined by applying a fixed margin to the cost of the product. For 

example, if a product costs $10 and the firm wants to operate at a 50% margin, $5 (i.e. 

$10×50%) is added to the cost to arrive at a sales price of $15. To apply this pricing 

scheme, fixed cost estimates need to be defined for each feature level in Table 2.11.  
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Table 3.2 - Compatibility between all drivetrain components in bicycle case study 

 Front 
Derailleur 

Rear Derailleur 
Front 

Crankset 
Rear Cassette 

0 2 3 0 7 8 9 10 11 1 2 3 1 7 8 9 10 11 

Front 
Derailleur 

0 1 0 0 1 1 1 1 1 1 1 0 0 1 1 1 1 1 1 

2 0 1 0 0 1 1 1 1 1 1 1 0 1 1 1 1 1 1 

3 0 0 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 

Rear 
Derailleur 

0 1 0 0 1 0 0 0 0 0 1 1 1 1 0 0 0 0 0 

7 1 1 1 0 1 0 0 0 0 1 1 1 1 1 0 0 0 0 

8 1 1 1 0 0 1 0 0 0 1 1 1 1 1 1 0 0 0 

9 1 1 1 0 0 0 1 0 0 1 1 1 1 1 1 1 0 0 

10 1 1 1 0 0 0 0 1 0 1 1 1 1 0 0 1 1 0 

11 1 1 1 0 0 0 0 0 1 1 1 1 1 0 0 0 1 1 

Front 
Crankset 

1 1 1 1 1 1 1 1 1 1 1 0 0 1 1 1 1 1 1 

2 0 1 1 1 1 1 1 1 1 0 1 0 1 1 1 1 1 1 

3 0 0 1 1 1 1 1 1 1 0 0 1 1 1 1 1 1 1 

Rear 
Cassette 

1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 

7 1 1 1 0 1 1 1 0 0 1 1 1 0 1 0 0 0 0 

8 1 1 1 0 0 1 1 0 0 1 1 1 0 0 1 0 0 0 

9 1 1 1 0 0 0 1 1 0 1 1 1 0 0 0 1 0 0 

10 1 1 1 0 0 0 0 1 1 1 1 1 0 0 0 0 1 0 

11 1 1 1 0 0 0 0 0 1 1 1 1 0 0 0 0 0 1 

 

Cost can be broken down into fixed and variable costs. Fujita et al. (1999) note that 

fixed cost consists primarily of facility costs as well as design and development costs 

while variable cost is comprised mainly of production costs. While these values are able 

to be calculated for an existing system, newer systems may lack data to be able to make 

a reliable prediction. Both of these quantities become even more difficult to ascertain 

when parameter uncertainty is considered as demonstrated by Li and Azarm (2002). 

Table 3.3 shows the cost per feature for each independent attribute – front derailleur, 

rear derailleur, front crankset, and rear cassette – in the bicycle case study. Also in this 

table is a base cost, which accounts for un-modeled components. The values in this table 
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were found using different bike shop websites (Competitive Cyclist, 2014; Performance 

Bicycle, 2014) to gauge the range in values as well as the behavior of changing from one 

option to the next. 

 

Table 3.3 - Corresponding cost per level within each bicycle drivetrain attribute 

Front Derailleur Rear Derailleur Front Crankset Rear Cassette Base Cost 

$0.00 $0.00 $53.33 $13.33 

$70 

$10.00 $13.33 $66.67 $20.00 

$36.67 $20.00 $80.00 $26.67 

 

$33.33 

 

$40.00 

$50.00 $60.00 

$66.67 $80.00 

 

Equation 3.6 shows how the price for product variant   is calculated using a cost-plus 

pricing scheme and the cost table (Table 3.3). Product price (  ) is a function of the 

static cost (    ) for the features included in the current product variant (    ). For each 

product variant there are    attributes with   
  levels per attribute. In this equation,    

is the base cost and   is the value for markup. 

 

                  

  
 

   

  

   

        Equation 3.6 

 

Weight is also a dependent attribute, meaning the relationship between each drivetrain 

option and the weight levels defined in Table 2.11 had to be defined. As with the cost 
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table (Table 3.3), the values in the mass table (Table 3.4) were found using different 

bike shop websites (Competitive Cyclist, 2014; Performance Bicycle, 2014) to gauge 

both the range in values and the output when changing from one option to the next. 

Note that since most bike parts list mass it was used instead of weight. To calculate the 

weight of a bike simply add up the mass of the selected feature levels, add the base 

mass of 8500 grams, and divide by a conversion factor of 453.59 grams/lb.  

 

Table 3.4 - Corresponding mass per level within each bicycle drivetrain attribute 

Front Derailleur Rear Derailleur Front Crankset Rear Cassette Base Mass 

0g 0g 700g 20g 

8500g 

100g 325g 750g 140g 

200g 300g 800g 160g 

 

275g 

 

180g 

250g 200g 

225g 220g 

 

3.7 Results 

In this section, the results from the testing procedure outlined in Section 0 are reported. 

Table 3.5 shows the 95% confidence interval on the mean for the computational cost 

and performance of each optimization run outlined in Table 3.1. A computer with a 2.83 

GHz processor and 8GB of RAM was used for each run. Note that the confidence 

intervals in the second column were omitted since they were all 0.0. 

The share value (column 2) is calculated using the share of preference formula 

(Equation 3.5) and the part-worth values generated for the virtual respondents. A 

sample set of these part-worth values is shown in Table 2.17. By re-evaluating all the 

designs using the preferences of the virtual respondents the actual performance of each 
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final solution could be compared. The results show that the optimization runs using the 

B25N model with constraints (setups #5, 8, 11, 14, and 17) found the best performing 

feasible solution. The results for the time to find the best product line (column 3) shows 

that using a feasible starting population and/or string repair (setups #8 and 14) 

reduced the time needed to find the best performing solution compared to just adding 

the design prohibitions as a constraint (setup #5). A similar trend was also found for 

models A25N and A25Y showing that the improvement is repeatable. 

 

Table 3.5 - Summary of optimization results with 95% confidence intervals 

# 
Share of best 

product line (%) 
Time to find best 
product line (s) Total time (s) 

Time per 
eval (ms) 

Percent of 
children infeasible 

(%) 

1 80.3* 1.9 ± 0.6 14.8 ± 0.4 3.6 ± 0.1 99.9 ± 0.0 

2 79.8* 1.1 ± 0.2 13.9 ± 0.3 3.5 ± 0.0 99.8 ± 0.0 

3 62.1 1.3 ± 0.3 13.0 ± 0.6 3.9 ± 0.2 30.7 ± 1.2 

4 70.4 2.3 ± 0.8 15.5 ± 0.3 3.4 ± 0.0 39.9 ± 1.6 

5 70.9 1.7 ± 0.2 14.1 ± 0.2 3.5 ± 0.0 33.1 ± 0.4 

6 62.1 1.5 ± 0.9 13.2 ± 1.0 3.8 ± 0.3 16.2 ± 0.3 

7 70.4 1.5 ± 0.3 14.7 ± 0.2 3.3 ± 0.0 38.4 ± 0.8 

8 70.9 1.4 ± 0.4 13.4 ± 0.2 3.5 ± 0.0 30.9 ± 0.5 

9 62.1 0.6 ± 0.0 11.7 ± 0.1 3.7 ± 0.0 13.8 ± 0.3 

10 70.4 2.0 ± 0.5 15.5 ± 0.2 4.5 ± 0.1 20.6 ± 0.2 

11 70.9 2.0 ± 0.6 17.0 ± 1.6 5.1 ± 0.5 21.0 ± 0.2 

12 62.1 2.2 ± 0.2 15.0 ± 0.2 4.4 ± 0.0 12.5 ± 0.3 

13 70.4 1.2 ± 0.4 12.7 ± 0.1 4.1 ± 0.0 40.5 ± 0.7 

14 70.9 1.0 ± 0.1 12.0 ± 0.1 4.4 ± 0.1 32.8 ± 0.3 

15 62.1 0.8 ± 0.1 11.0 ± 0.1 4.1 ± 0.0 15.8 ± 0.3 

16 70.4 1.4 ± 0.6 14.0 ± 0.6 5.6 ± 0.2 18.6 ± 0.4 

17 70.9 1.5 ± 0.5 14.9 ± 0.9 6.2 ± 0.4 19.0 ± 0.2 

18 62.1 1.1 ± 0.2 13.8 ± 0.1 5.3 ± 0.1 10.0 ± 0.2 

*Contains infeasible product variants 

 



67 

 The final three columns are calculated for the full 100 generations. The results for total 

time (column 4) show that adding constraints increased the computational cost of the 

optimization as expected (setups #1-3 versus #4-6). Meanwhile, the results for time per 

evaluation (column 5) show that the feasible crossover technique (setups #10-12) and 

the string repair technique (setups #13-15) added a significant amount of 

computational effort per evaluation to the constraint only setup (setups #4-6). The 

feasible crossover technique was able to use this extra effort to dramatically reduce the 

percent of infeasible children (column 6) that made it to the evaluation step (setups 

#10-12 versus #4-6). The percent of infeasible children (column 6) was measured after 

the mutation operator but before evaluation. The results show that using a model with 

high infeasible solution avoidance (setup #3) led to a feasible solution without any 

constraints. Unfortunately, the low accuracy of the A25Y model led to a solution that 

performed poorly when re-evaluated using the preferences of the virtual respondents. 

Table 3.6 shows the best product lines found for each optimization run. In total 5 

unique products were found. The products found for setups #1 (model A25N) and #2 

(model B25N) were infeasible. Once the compatibility constraints were added the 

feasible optimal product was found for both model A25N and B25N. Unexpectedly, the 

share of preference for the product line found using model B25N was slightly better 

than the product line found using model A25N. Recall that model A25N had a higher 

accuracy than model B25N as shown in Table 2.18. A closer look at the last two product 

lines in Table 3.6 provides some insight towards the difference in preferences between 

model A25N and B25N. Both product lines share the [1,3,1,3] product configuration, 

while the other two configuration differ only in rear derailleur choice (2nd element). 
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Table 3.6 - Summary best product lines found 

# Bicycle #1 Bicycle #2 Bicycle #3 Share 

1 1 1 1 4 1 1 2 2 2 1 1 3 80.3%* 

2 1 1 1 4 2 1 1 3 3 1 1 2 79.8%* 

3,6,9,12,15,18 2 4 1 1 3 3 1 1 3 4 1 1 62.1% 

4,7,10,13,16 1 3 1 3 1 4 1 2 2 3 1 2 70.4% 

5,8,11,14,17 1 2 1 2 1 3 1 3 2 4 1 2 70.9% 

*Contains infeasible product variants 

 

Table 3.7 shows the share of each configuration evaluated using the part-worth means 

in different models. The gray boxes in indicate which model was used for each setup. 

For example, setup #1 used model A25N, while setup #2 used model B25N. The results 

show that the configurations found for each setup did perform best in their original 

model indicating that the difference in share between setups #4,7,10,10,16 and setups 

#5,8,11,14,17 was not due to the optimization prematurely converging. The results 

show that using either model A25N or B25N results in similar share values as the 

virtual respondent. Meanwhile, model A25Y results in dramatically different share 

values suggesting it shouldn’t be used for the product line optimization. 

 

Table 3.7 - Share of best products in each model 

# 

Share using part-worth from 

VR A25N B25N A25Y 

1 80.3%* 85.5%* 85.0%* 0.0%* 

2 79.8%* 84.6%* 87.6%* 0.1%* 

3,6,9,12,15,18 62.1% 42.4% 49.4% 100.0% 

4,7,10,13,16 70.4% 62.7% 63.8% 98.1% 

5,8,11,14,17 70.9% 62.0% 67.1% 99.1% 

*Contains infeasible product variants 
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3.8 Summary 

This chapter investigated several strategies for reducing the computational impact of 

dealing with design prohibitions (i.e. combinatorial constraints) in a product line 

optimization. The results show that HB models (i.e. heterogeneous customer preference 

models) that favored feasible configurations were able to reduce computational effort, 

but were not able to consistently ensure a feasible product line solution was identified. 

Adding constraints to the optimization ensured the identified product line solution 

were feasible, but also increased the amount computational effort (e.g. time) needed to 

find the solution. Implementing either the feasible starting population or the string 

repair technique in the optimization algorithm reduced the time needed to find the 

optimum. The best solution was found using an HB model created from a survey where 

infeasible product configurations were not shown. This last finding was surprising since 

that HB model did not have the highest accuracy of the models used; it was assumed 

that customer preference models with higher accuracy would find the best solutions. 

These results indicate that design prohibitions cannot be handled solely in an HB model 

and that constraints should be included. To counteract the increased computational 

cost of considering the constraints the optimization should start with a feasible initial 

population and implement a string repair mechanism. To further improve the efficiency 

of the optimization an HB model created from a survey where infeasible product 

configurations were not shown can also be used. Future research is needed to 

investigate how accurate such a model needs to be and if it consistently leads the 

optimization to better solutions.  
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4. Initializing Large-Scale Product Line Share Optimization 

Problems 

4.1 Introduction 

Large‐scale product line optimization problems pose a computational challenge due to 

excessively large quantities of potential configurations (i.e. design strings). For example, 

Luo (2011) provides a definition of large-scale product line problems that translates to 

a minimum of 1.8e33 unique product line configurations. Adding constraints to handle 

design prohibitions in a large-scale product line optimization problem will further 

increase its complexity. The second research question asks how to efficiently search 

large-scale product line optimization problems that may consider design prohibitions.  

Towards this goal, the previous chapter identified two techniques – creating a feasible 

initial population and repairing infeasible design strings prior to evaluation – that 

improve the rate of convergence for a small-scale product line optimization problem 

that considered design prohibitions as constraints. To allow a GA to efficiently optimize 

large-scale product line optimization problems that may consider design prohibitions, 

additional improvements are needed. Previous research indicates that the concept of 

improving the initial population has the potential to also improve the optimization of 

large-scale product line problems that may or may not consider design prohibitions. 

Research efforts exploring the design of the initial population often champion the use of 

random draws or points that are equally distributed in an effort to maximize genetic 

diversity in the design variable space (Garcia-Arnau et al., 2007; Jaberipour and 

Khorram, 2011; Karci, 2004; Maaranen et al., 2004; Rafique et al., 2011). This strategy is 

often accepted because there is rarely insight into how the starting population should 

be tailored. However, when information is known – either from heuristic rules (Bruha, 
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2005; Chong et al., 2008; Kuczapski et al., 2010) or knowledge of problem aspects 

(Bennett et al., 2004; Lin, 2012; Nakamura et al., 2005; Sadrzadeh, 2012; Togan and 

Daloglu, 2008) – tailoring the initial population can lead to improvements in solution 

quality and/or computational cost. Building on these efforts, this chapter evolves the 

“feasible initialization technique” (Figure 3.4) to improve the efficiency of a population-

based large-scale product line optimization. 

4.2 Targeted Initialization Approach 

As noted in Section 1.2, a firm develops a product line to appeal to customers in a 

variety of market niches. Ideally, the firm would like to maximize marketplace appeal 

(e.g. market share of preference (Equation 3.5)) with a minimal number of product 

variants to keep costs low. Anderson and Pine (1997) share this view by stating that 

“the imperative today is to understand and fulfill each individual customer’s 

increasingly diverse want and needs – while meeting the co-equal imperative for 

achieving low cost”. 

To meet these goals, the product variants that make up a product line need to be 

desirable and also avoid competing with each other for the same customers to avoid 

cannibalization. One avenue to get product lines with these properties is to use a 

solution from a previous optimization run. Previous research has shown that seeding 

the initial population of the genetic algorithm with previously identified near-optimal 

solutions can accelerate the rate of convergence and increase solution quality 

(Balakrishnan et al., 2006, 2004; D’Souza and Simpson, 2003; Gandibleux et al., 2001; 

Simpson and D’Souza, 2002). Alas, it is not practical to solve an optimization twice – 

once to find the seed and another time to refine the seed.  

This research proposes an alternative approach to creating product line design strings 

using a set of heuristic rules. The first rule states that each individual product variant in 
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the same product line design string should target a different market segment. By 

targeting different market segments, cannibalization is reduced. Then to encourage the 

product line to appeal to as much of the marketplace as possible, the second rule states 

that each product variant should be highly desirable within its chosen market segment. 

Using these rules, a general approach – termed targeted initialization – can be created. 

The resulting targeted initialization approach has four basic steps: 

1) Define the number of product variants 
2) Choose a different segment for each product variant to target 
3) Identify a product configuration that is desirable for each chosen segment 

(i.e. targeted product) – one per segment. 
4) Combine targeted products to form a product line 

To implement the targeted initialization approach, this research leverages a few key 

elements. The first key element is a heterogeneous customer preference model that 

represents customer preferences at the level of the respondent (e.g. HB model (Table 

2.5)) or group since it facilitates the modeling of multiple market segments. A segment 

can be modeled as the estimated part-worth values for a single respondent or a group 

of respondents with similar preferences. The other key element is a design string that 

allows product variants to be manipulated independently of one another. As discussed 

in Section 3.4, the structure of the design string defined in this research (Figure 3.2) 

supports this type of usage since each product variant is assigned its own fixed location. 

To identify a targeted product configuration that is maximally desirable, this research 

formulates a single objective sub-optimization. Then to minimize the computational 

effort needed for each sub-optimization, the segment targeted by each product variant 

is comprised of a single respondent. Additionally, the sub-optimization considers only 

the part-worth values corresponding to the chosen segment (i.e. respondent). 

These choices save computational effort in two ways. First, they allow the desirability of 

any product configuration to be measured using only observed utility (Equation 2.2). If 
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a segment contained part-worth estimates for multiple respondents, desirability would 

have to be calculated using a slightly more expensive metric like share of preference 

(Equation 3.5). Second, the number of utility calculations performed each evaluation is 

reduced from a maximum of   (the total number of respondents) to 1.  

The downside of having each sub-optimization consider only the part-worth values of a 

single respondent is that desirability of a product configuration is only assessed for the 

given respondent and not the entire respondent base. This means a solution to a sub-

optimization is not guaranteed to be desirable at the market level. However, it is 

reasonable to expect other respondents with similar preferences will prefer the 

targeted product configuration over a randomly generated one. 

Pseudo code for an algorithm that implements the targeted initialization approach is 

shown in Figure 4.1. It is adapted from the pseudo code used for the feasible 

initialization strategy (Figure 3.4). The biggest change is the list of products contains an 

optimal configuration for each respondent instead of all the feasible configurations. 

 

Specify size of initial population = pop_size 
Specify number of product variants = num_prod 
Initialize empty initial population = pop 
Create a list of each respondent’s optimal product = prod_list 
While size of pop < pop_size 
  Do 
    Choose num_prod random products from prod_list = prod_set 
  While number of unique products in prod_set < num_prod 
  Combine prod_set to form a new product line = prod_line 
  Add prod_line to pop 
End 
 

Figure 4.1 - Pseudo code for generating a targeted initial population 
 



74 

Note that this pseudo code is only one of many possible implementations for the 

targeted initialization approach (i.e. the four steps outlined above). More efficient 

implementations would not pre-allocate a list of optimal product configurations. This 

specific implementation was chosen as it provides for easy visualization and testing of 

the targeted initialization approach. Figure 4.2 demonstrates how the pseudo code in 

Figure 4.1 would construct a hypothetical product line. It shows the targeted product 

configurations for respondents #2 and #3 being chosen from the list of optimal 

products and then combined to form a product line with two product variants.  

 

 
Figure 4.2 - Using targeted initialization approach to create a hypothetical product line 

with two product variants 

 

4.3 Targeted Product Sub-Optimization 

The formulation of the sub-optimization used to find each respondent’s optimal product 

(i.e. targeted product configuration) – step #3 in Section 4.2 – is shown in Equation 4.1. 
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Its lone objective is to maximize observed utility (Equation 2.2) by changing which 

feature levels are chosen for each attribute. Note that only one product configuration is 

being found in the sub-optimization, hence the lack of a   subscript. 

 

 

Max: Observed utility (Equation 2.2) 
Change: Feature levels (   ) 
Subject to: Part-worth values of chosen respondent 
Bounds on number of feature levels per attribute 

Equation 4.1 

 

Many different optimization techniques can be used to search for a single targeted 

product. Belloni et al. (2008) provide insight as to which algorithms would be efficient 

for single product searches. That article compares six methods of optimization that are 

able to search for a single product configuration: 

 1-opt Coordinate Ascent 

 2-opt Coordinate Ascent 

 3-opt Coordinate Ascent 

 Genetic Algorithm 

 Lagrangian Relaxation (i.e. Branch-and-Bound) 

 Simulated Annealing 

Table 4.1 republishes the results from Belloni et al. (2008) for a problem using 

simulated data, while Table 4.2 republishes their results for a problem using real 

conjoint data. The data shows that in both experiments, the 3-opt coordinate ascent and 

Lagrangian relaxation methods produce results that are weakly dominated by at least 

one other method. For this reason they are crossed out in the tables below and not 

given further consideration. 
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Table 4.1 - Comparison of sub-optimization methods on simulated data 

Algorithm Average Percent Optimal CPU time (sec) 

1- opt Coordinate Ascent 94.4% < 0.1 

2-opt Coordinate Ascent 96% 0.6 

3-opt Coordinate Ascent 95.7% 22.2 

Genetic Algorithm 99.9% 11.8 

Lagrangian Relaxation 100% 659.4 

Simulated Annealing 100% 131.8 

 
 
 

Table 4.2 - Comparison of sub-optimization methods on real conjoint data  

Algorithm Average Pct Optimal CPU time (sec) 

1- opt Coordinate Ascent 91.7% 0.2 

2-opt Coordinate Ascent 98% 5.4 

3-opt Coordinate Ascent 98.1% 302.8 

Genetic Algorithm 99% 16.5 

Lagrangian Relaxation 100% 604,800 

Simulated Annealing 100% 128.7 

 

Figure 4.3 and Figure 4.4 provide a visualization of the tradeoff remaining between the 

remaining sub-optimization methods in Table 4.1 and Table 4.2 respectively. In both 

figures, the genetic algorithm and the 2-opt coordinate ascent provide appealing 

tradeoffs between computational effort and optimality of the final solution. 

The coordinate ascent algorithm (Green et al., 1989) is a single objective search that is 

guaranteed to find a locally optimal solution. It begins by evaluating an initial design 

string. The method then cycles through each product attribute in a randomly chosen 

order. All possible permutations of the current design string with the levels of the 

current attribute are tested. The best product remains and the others are discarded. 

The algorithm continues to cycle through attributes until they no longer yield an 

improvement in the objective value. The simple “one-opt” version of this algorithm only 
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tests a single attribute change at a time, while the “two-opt” and “three-opt” versions of 

the algorithm simultaneously test two and three attributes changes at a time 

respectively.  

 

 
Figure 4.3 - Tradeoff between optimality and computational cost for 

sub-optimization methods on simulated data 
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Figure 4.4 - Tradeoff between optimality and computational cost for 

sub-optimization methods on real conjoint data 
 

As discussed in the previous section, the sub-optimization considers a reduced set of 

part-worth values to save computational effort. However, the cost of the sub-

optimization cannot be ignored when comparing a product line optimization that used 

the targeted initialization approach to a product line optimization that uses an 

initialization approach without sub-optimization (e.g. random initialization).  

To allow for a fair comparison, computational cost of the sub-evaluations can be 

measured using either time or the number of sub-evaluations. This is then added to the 

cost of the product line optimization. Measuring time is a straightforward process; 

however it can vary from computer to computer. Sub-evaluations on the other hand will 
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remain consistent from computer to computer, though the total number of sub-

evaluation is not directly comparable to the total number of product line evaluations. 

To convert the cost of a sub-evaluation to that of a regular product line evaluation, this 

research uses the difference in the number of observed utility calculations (Equation 

2.2) each performs. This is a conservative estimate as a product line evaluation will 

conduct additional calculations beyond observed utility (e.g. share of preference 

(Equation 3.5)). A product line evaluation calculates each respondent’s observed utility 

for each product variant (i.e.       calculations), while a targeted product sub-

evaluation calculates 1 respondent’s observed utility for a 1 product (i.e. 1 calculation).  

Equation 4.2 uses this relationship to calculate the total number of equivalent product 

line evaluations (  ) performed by the targeted initialization approach. In this equation 

   represents the total number of sub-evaluations performed,    the total number of 

respondent, and   the total number of product variants. 

 

    
   

     
 Equation 4.2 

 

4.4 Experimental Procedure 

This section describes the experimental procedure used to test the ability of the 

targeted initialization approach to improve the efficiency of large-scale product line 

optimizations. First, the base GA (Section 3.3) was modified to use the proposed 

implementation of the targeted initialization approach (Figure 4.1). All operators other 

than initialization were not changed, meaning the remainder of the genetic search was 
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executed in a manor identical the base GA. Next, two versions of the modified GA were 

created to explore the impact of sub-optimization algorithm choice. One version used a 

GA-based sub-optimization while the other used 2-opt coordinate ascent (2OPT); 

Section 0 showed that both provided an appealing tradeoff between computational cost 

and solution optimality. Both sub-optimizations converged when the number of stall 

generations exceeded the number of variables in the design string. For comparison, the 

base GA was also tested. This resulted in three product line optimization setups being 

tested: 

 Base GA (BASE) 

 Base GA using targeted initialization and GA sub-optimization (TAR-GA) 

 Base GA using targeted initialization and 2OPT sub-optimization (TAR-2OPT) 

Since the targeted initialization approach was formulated around improving 

marketplace appeal, the effectiveness of each setup was tested by finding a product line 

that maximized share of preference (Equation 4.3) for two vastly different sized 

problems: a small-scale MP3 case study (Section 0) and a large-scale automotive feature 

packaging case study (Section 0). The different sizes were used to check the scalability 

of the targeted initialization approach. The formulation of each optimization run is 

shown in Equation 4.3. Note that compatibility constraints were not included since 

design prohibitions were not modeled for either case study. 

 

 

Max: Share of Preference (Equation 3.5) 
Change: Feature levels (    ) 

Subject to: Bounds on price levels  
No identical product variants in same product line 
Bounds on number of feature levels per attribute 

Equation 4.3 
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Each setup was run on each problem 10 times to allow average behavior to be assessed; 

this resulted in 30 for each problem. Table 4.3 shows a summary of all the optimization 

runs performed.  

 

Table 4.3 - Number of experimental runs 

Problem Optimization Setup Number of Runs 

MP3 BASE 10 

MP3 TAR-GA 10 

MP3 TAR-2OPT 10 

Vehicle BASE 10 

Vehicle TAR-GA 10 

Vehicle TAR-2OPT 10 

 

4.5 MP3 Case Study 

An MP3 player product line problem serves as the small-scale problem in this research. 

The customer preference model for the MP3 problem was constructed from 205 choice-

based conjoint surveys containing 12 choice tasks each. Table 4.4 shows the breakdown 

of the 7 product attributes and the price levels used in the survey. Sawtooth CBC/HB 

software was used to fit the HB model. This model was fit using the default settings, and 

the part-worth values for the price levels were constrained to be monotonically 

decreasing (i.e. the part-worth for $49 is greater than the part-worth for $99). For each 

respondent, 55 total part-worth values were estimated; 46 for the feature levels, 8 for 

the price levels, and 1 for the outside good or “none” option. Enumeration of all possible 

feature combinations yields 393,216 possible MP3 players (i.e. single product 

configurations). 
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Table 4.4 - Levels for MP3 player attributes and price 

Photo, Video, 
& Camera 

Web, 
App, & 

Ped 
Input 

Screen 
Size  

Storage Color Overlay Price 

None None Dial 
1.5” 
diag 

2 GB Black 
No pattern or 

graphic overlay 
$49 

Photo Web Touchpad 
2.5” 
diag 

16 GB White 
Custom 

pattern overlay 
$99 

Video App Touchscreen 
3.5” 
diag 

32 BG Silver 
Custom 

graphic overlay 
$199 

Photo & 
Video 

Ped Buttons 
4.5” 
diag 

64 GB Red 
Custom 

pattern & 
graphic overlay 

$299 

Photo & lo-
res camera 

Web & 
App 

 

5.5” 
diag 

160 GB Orange 

 

$399 

Photo & hi-
res camera 

App 
&Ped 

6.5” 
diag 

240 GB Green $499 

Photo, video, 
& lo-res 
camera 

Web & 
Ped 

 

500 GB Blue $599 

Photo, video, 
& hi-res 
camera 

Web, 
App, & 

Ped 
750 GB Custom $699 

 

The cost breakdown for each feature level and the base cost is shown in Table 4.8. It 

was constructed by allocating the difference in the manufacturer’s suggested retail 

price (MSRP) of different Apple iPods to the various features in Table 4.7 and then 

dividing those values in half. This assumes that the MSRP of an iPod is a 100% markup 

of its cost. As an example, consider two similar iPods that vary only in storage size. The 

incremental cost of increasing storage size is estimated as half of the difference in the 

MSRP of these two iPods. Note that iPods were used to build the cost model as they 

presented a large amount of feature diversity from a single manufacturer. A base price 
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of $25 and a markup of 50% ensured that the price (Equation 3.6) of all potential 

product configurations fell within the price levels used in the survey ($49-$699). 

 

Table 4.5 - Corresponding cost per level within each MP3 player attribute and base cost 

Photo, Video, & 
Camera 

Web, App, & 
Ped 

Input 
Screen 

Size  
Storage Color Overlay 

Base 
Cost 

$0.00 $0.00 $5.00 $7.50 $10.00 $5.00 $0.00 

$25 

$2.50 $10.00 $10.00 $12.50 $22.50 $5.00 $2.50 

$5.00 $10.00 $20.00 $22.50 $60.00 $5.00 $5.00 

$7.50 $5.00 $2.50 $30.00 $100.00 $5.00 $7.50 

$8.50 $20.00 

 

$35.00 $125.00 $5.00 

 
$15.00 $15.00 $40.00 $150.00 $5.00 

$16.00 $15.00 
 

$175.00 $5.00 

$21.00 $25.00 $200.00 $10.00 

 

A lineup of three products similar to the popular iPod product line (i.e. Touch, Nano, 

and Shuffle) served as competition. Table 4.6 shows the feature levels and price for 

each product. Note that the iPod Shuffle does not come with a screen, however there 

was no feature level corresponding to “no screen”. Instead the smallest screen (1.5”) 

was used and the price (normally $49) was raised by $10 to cover the added cost. 

Three product variants were chosen for an MP3 product line using the procedure 

outlined by Turner et al. (2011). Figure 4.5 shows the logit transformation on share of 

preference (Equation 3.5) for the MP3 case study. This figure shows a “knee” 

corresponding to 3 product variants. Equation 3.2 indicates that for 3 product variants 

the number of unique product lines (i.e. possible design strings) is over 1e16. 
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Table 4.6 - Attribute levels chosen for competition in MP3 player problem 

 Product #1 Product #2 Product #3 

Photo, Video, & Camera Photo, video & hi-res camera Photo & video None 

Web, App, & Ped Web, App, & Ped Ped None 

Input Touchscreen Touchscreen Buttons 

Screen Size 3.5” diag 2.5” diag 1.5” diag 

Storage 32 GB 16 GB 2 GB 

Background Color Black Silver Silver 

Background Overlay None None None 

Price $299 $149 $59 

 
 
 

 
Figure 4.5 - Decreasing improvement in the logit transform on share of preference 

as the number of product variants increases in MP3 problem. 
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4.6 Vehicle Feature Packaging Case Study 

A vehicle feature packaging problem serves as the large-scale problem in this research. 

The customer preference model for this problem was estimated using 2275 survey 

responses. As in the previous problems, part-worth estimates were obtained using the 

Sawtooth CBC/HB software with default settings. For each respondent, 73 part-worth 

values were estimated; 60 for the features, 12 for the price levels, and 1 for the outside 

good or “none” option. Table 4.7 shows the breakdown of the 19 product attributes and 

the price levels used in the survey, while Table 4.8 shows the breakdown of costs. Due 

to the proprietary nature of this problem the feature breakdown is generalized, while 

the prices and costs are normalized according to the maximum possible price level. The 

markup chosen is the same as the previous two example problems – 50%. Enumeration 

of all possible feature combinations yields 1,074,954,240 possible feature packages. 

 

Table 4.7 - Generalized levels for automotive feature packaging  
attributes and normalized price 

A B C D E F G H I J K L M N O P Q R S Price 

A1 B1 C1 D1 E1 F1 G1 H1 I1 J1 K1 L1 M1 N1 O1 P1 Q1 R1 S1 0.00 

A2 B2 C2 D2 E2 F2 G2 H2 I2 J2 K2 L2 M2 N2 O2 P2 Q2 R2 S2 0.04 

A3  C3 D3  F3 G3  I3  K3  M3 N3 O3 P3 Q3 R3  0.08 

  C4 D4     I4    M4   P4 Q4   0.13 

  C5 D5                0.17 

   D6                0.21 

                   0.25 

                   0.33 

                   0.42 

                   0.63 

                   0.83 

                   1.00 
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Table 4.8 - Corresponding normalized cost per level within each automotive  
feature package attribute and normalized base cost (all values at 1e-2) 

A B C D E F G H I J K L M N O P Q R S Base Cost 

0.8 0 5.0 0.5 0.5 0.6 1.1 2.2 2.3 1.9 2.2 0.5 1.0 0.1 5.1 0.4 1.3 0.9 2.0 

0 

2.2 0 5.0 1.3 0 3.3 2.4 0 3.0 0 5.0 0 1.0 0.6 5.3 0.6 1.3 5.9 0 

3.2  5.0 1.4  0 0  3.1  0  2.1 0 0 0.6 2.7 0  

  5.1 1.9     0    0   0 0   

  0 2.7                

   0                

 

Unlike the other case studies, no external competition is added. Only the “none” option 

was used when calculating probability of purchase (Equation 2.3). Note that the “none” 

option is present in the MP3 case study as well. Using the procedure outlined by Turner 

et al. (2011) the number of product variants for this problem was chosen to be 4. As 

seen in Figure 4.6, the increase in the logit transform on share of preference is slightly 

less pronounced after 4 product variants. According to Equation 3.2, this results in over 

5.56e34 unique product lines (i.e. possible design strings). 
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Figure 4.6 - Decreasing improvement in the logit transform on share of preference 
as the number of product variants increases in vehicle feature packaging problem. 

 

4.7 Results 

This section shows the results from the experimental procedure outlined in Section 0. 

The first set of results show the computational cost of initializing each optimization 

setup. Table 4.9 shows the results for the MP3 case study, while Table 4.10 shows the 

results for the vehicle feature packaging case study. Due to the excessive time needed 

for some of the sub-optimizations a single table was built for the two targeted setups 

(TAR-GA and TAR-2OPT) and re-used for each run. Both tables show that the TAR-GA 

setup took the longest to initialize. Note that the time reported is for finding targeted 

products in a serial fashion (i.e. one after the other). Surprisingly, the 2-opt algorithm 
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required more sub-evaluations than the GA in the MP3 case study (Table 4.9). However, 

the time was shorter indicating the 2-opt algorithm may have less overhead than the 

GA. The results for the vehicle feature packaging case study (Table 4.10) showed the GA 

required more evaluations than the 2-opt algorithm. In fact the GA required over 10 

times as many sub-evaluations to find all the targeted products, leading to a 

significantly longer initialization time. The majority of the initialization expense is due 

to pre-allocating a list of targeted products and these values serve as a worst-case 

scenario. If targeted products were generated on the fly the initialization cost could 

reduced since only a subset of the products might be used. 

 

Table 4.9 - Cost of initialization in MP3 case study 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.2 0 0 

TAR-GA 26.7 50,706 82.4 

TAR-2OPT 16.5 74,295 120.8 

 
 
 

Table 4.10 - Cost of initialization in vehicle feature packaging case study 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.4 0 0 

TAR-GA 2,805.1 5,415,193 595.1 

TAR-2OPT 266.59 528,315 58.1 

 

The next set of results compares the distribution of initial solution quality for the 

product lines generated using each setup. The expectation was the targeted 

initialization approach would consistently improve initial solution quality. Figure 4.7 

shows a set of box plots (Reese, 2005)for the MP3 case study and Figure 4.8 shows a set 

of box plots for the vehicle feature packaging case study. The box plots show the 



89 

quartiles of share as well any outliers that fall outside 1.5 times the inter-quartile range 

for 2100 (210 × 10) initial product lines in the MP3 case study and 7600 (760 × 10) 

initial product lines in the vehicle feature packaging case study. 

 

 
Figure 4.7 - Initial share distribution in MP3 case study 
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Figure 4.8 - Initial share distribution in vehicle feature packaging case study 

 

The results show that in both cases the targeted initialization approach improved the 

initial solution quality. In fact over 75% of the product lines constructed using either 

targeted initialization setup had a higher share of preference than 75% of the product 

lines created randomly in the BASE setup. Of the two targeted setups, the targeted setup 

using the GA sub-optimization created product lines slightly higher median share of 

preference. This is likely due to the GA being able to locate configurations that are 

slightly more optimal as originally presented in Section 0. 

To see if the improvement in initial solution quality led to improved convergence, the 

average share was plotted against time and against the number of product line 

evaluations for each of the setups tested. For the MP3 case study, average share versus 
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time is shown in Figure 4.9 while average share versus the number of product line 

evaluations is shown in Figure 4.10. A similar set of plots is shown for the vehicle 

feature packaging problem in Figure 4.11 and Figure 4.12. For each figure the 

initialization cost of each setup was accounted for by shifting the corresponding curve 

to the right. The values in Table 4.9 were used for the MP3 case study while the values 

in Table 4.10 were used for the vehicle feature packaging case study. 

The performance of the TAR-GA and TAR-2OPT setups were very similar in both case 

studies. In the MP3 case study this caused the product line optimization to converge in 

fewer generations/evaluations (Figure 4.10). When this improved convergence is 

plotted against time (Figure 4.9) the TAR-2OPT setup finds the best identified solution 

well before the TAR-GA setup. In Figure 4.9, the BASE setup actually converges to the 

best identified solution before either targeted setup completes their initialization phase. 

Meanwhile, in Figure 4.12 both targeted setups reach higher share values than the BASE 

setup in the allotted 100 generations. When all three setups are plotted against time 

(Figure 4.11), the TAR-2OPT setup starts faster than the TAR-GA setup and finds 

solutions with much higher share than the BASE setup. 
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Figure 4.9 - Average share versus time in MP3 case study 

 
 
 

 
Figure 4.10 - Average share versus evaluations in MP3 case study 
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Figure 4.11 - Average share versus time in vehicle feature packaging case study 

 
 
 

 
Figure 4.12 - Average share versus evaluations in vehicle feature packaging case study 
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Figure 4.9 and Figure 4.11 shift each curve by total amount of sub-optimization time 

indicated in Table 4.9 and Table 4.10 respectively. As mentioned, the time reported in 

those tables was for the case where each targeted product was found in a serial fashion. 

However, modern computers often have more than 1 processor. In fact the computer 

used in this research had 8 cores. Assuming these 8 cores were used to find the targeted 

product in a parallel fashion, the shift would be far less dramatic. To visualize this, the 

average share was re-plotted against time and each targeted curve was shifted 1/8th of 

the amount as in the previous figures. The updated plots are show for the MP3 case 

study in Figure 4.13 and for the vehicle feature packaging case study in Figure 4.14. In 

Figure 4.13 the TAR-2OPT setup converges to the best reported solution in the least 

amount of time on average. Then in Figure 4.14, the TAR-2OPT setup still locates better 

solutions than the BASE setup. However, the time to initialize those setups reduced 

from less than 4.5 minutes to a little over 30 seconds. 

To capture the variation between runs, the 95% confidence intervals on the mean for a 

few key values are reported. A summary of these values is shown in Table 4.11 for the 

MP3 case study and Table 4.12 for the vehicle feature packaging case study. The results 

indicate that all of the setups exhibited a similar amount of variation between runs. For 

the MP3 case study (Table 4.11) all the setups converged to the same value (88.4% 

share). Meanwhile, in the vehicle feature packaging case study (Table 4.12), both 

targeted setups found a better solution than the BASE setup. 
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Figure 4.13 - Average share versus time in MP3 case study with parallelized initialization 

 
 

 
Figure 4.14 - Average share versus time in vehicle feature packaging case study with 

parallelized initialization 
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Table 4.11 - Summary of results for MP3 case study 

Setup 
Total 

Time (sec) 
Total Product 

Line Evaluations 

Average Share of Preference (%) 

Gen 1 Gen 10 Gen 100 

BASE 15.1 ± 0.4 16,142.1 ± 242.0 52.3 ± 2.2 79.7 ± 0.7 88.4 ± 0.0 

TAR-GA 41.4 ± 0.8 15,131.5 ± 385.5 79.6 ± 0.6 86.2 ± 0.5 88.4 ± 0.0 

TAR-2OPT 31.0 ± 0.3 15,264.9 ± 384.3 79.1 ± 1.4 85.9 ± 0.6 88.4 ± 0.0 

 
 
 

Table 4.12 - Summary of results for vehicle feature packaging case study 

Setup 
Total Time 

(sec) 
Total Product 

Line Evaluations 

Average Share of Preference (%) 

Gen 1 Gen 10 Gen 100 

BASE 211.4 ± 5.7 75,547.5 ± 126.3 56.6 ± 0.6 63.9 ± 0.3 73.5 ± 0.6 

TAR-GA 471.3 ± 2.6 74,025.7 ± 237.8 71.9 ± 0.3 72.4 ± 0.3 75.4 ± 0.1 

TAR-2OPT 3,009.1 ± 2.3 75,024.5 ± 284.5 72.1 ± 0.3 72.5 ± 0.2 75.4 ± 0.1 

 

4.8 Summary 

This chapter investigated whether an initialization technique could be used to improve 

the efficiency of large-scale product line optimizations that consider market share of 

preference as an objective. The results from a smaller-scale MP3 case study and a 

larger-scale vehicle feature packing study suggest that a targeted initialization 

approach can improve both the solution quality of the initial population and the 

convergence rate of the product line optimization with comparable computational cost 

as a randomly initialized product line optimization. Comparison with a randomly 

initialized genetic algorithm showed that product line optimizations initialized with 

targeted product lines either identified solutions with higher share of preference values 

or converged to the same solution in fewer evaluations.  

Additionally, two sub-optimization algorithms were tested for use within the targeted 

initialization approach. The results indicate while product configurations found using a 
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genetic algorithm had slightly higher median share of preference, the computational 

cost (time and evaluations) was often higher than a 2-opt coordinate ascent algorithm. 

Overall, the tradeoff between initial solution quality and computational effort is more 

appealing for the 2-opt coordinate ascent algorithm as it requires far less time to 

identify near-optimal targeted products. Future research should see if the order in 

which the 2-opt search progresses impacts the performance of the algorithm. Previous 

research showed that the order that design variables are considered can impact the 

performance of a branch-and-bound search (Foster et al., 2014).  
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5. Initializing Large-Scale Product Line Profit Optimization 

Problems 

5.1 Introduction 

While the advantage of the product line design paradigm is the ability to design 

products that appeal to a variety of segments in a heterogeneous market (i.e. maximize 

market share of preference) with minimal cannibalization, often times the ultimate goal 

of a firm is to maximize profit. Luo (2011) introduced an approach to concurrently 

consider marketing and engineering criteria while searching for a product line that 

maximizes profit. Similarly, Deng et al. (2014) describe a methodology for integrating 

product line design with supplier selection to maximize profit.  

The results in the previous chapter demonstrated the effectiveness of the targeted 

initialization approach for small and large-scale product line optimization problems 

that consider market share of preference as an objective. However, that approach was 

formulated around share of preference maximization. This chapter will adapt this 

approach to also work with a profit objective. 

5.2 Targeted Initialization Approach for Profit Objective 

In the previous chapter targeted products were identified that were highly desirable 

(i.e. maximized observed utility). These targeted products were then randomly 

combined to form product lines with improved initial share of preference. 

Unfortunately, high desirability does not guarantee high profitability since an increase 

in utility or share could be achieved by simply lowering product prices (i.e. lowering the 

margin). Instead, a product line that maximizes profit will contain product variants that 

are both highly desirable and have high margins. In this research the profitability of a 
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product is approximated using contribution margin per person in the market (i.e. per 

capita). This metric – termed per capita contribution margin (PCCM) – acts as a 

surrogate for profit as it does not account for investments, other fixed costs, or the time 

value of money. 

The formulation of the PCCM metric for a single product is shown in Equation 5.1. To 

calculate PCCM for a product line, simply sum the PCCM of each individual product 

variant. PCCM for product   is calculated by finding the margin of the product – the 

price of the product (  ) (Equation 3.6) minus the cost of the product (  ) – and 

multiplying it by the share of preference for that product (    ) (Equation 3.5). This 

ensures that only products with high share and high margin are deemed profitable. It 

also allows aggregate contribution margin to be estimated by simply multiplying PCCM 

by market size. 

 

                    Equation 5.1 

 

The targeted initialization approach described in Section 4.2 can still be used since 

targeting different respondents reduces cannibalization and encourages more market 

coverage. However, to ensure the targeted products have high share and high margin 

the sub-optimization should use a profit objective like PCCM instead of just utility when 

identifying targeted product configurations – step #3 in Section 4.2. The updated sub-

optimization formulation is shown in Equation 5.2.  
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Max: Per Capita Contribution Margin (Equation 5.1) 
Change: Feature levels (   ) 
Subject to: Part-worth values of chosen respondent 
Bounds on number of feature levels per attribute 

Equation 5.2 

 

5.3 Experimental Procedure 

To improve convergence when searching for a product line that maximizes profit, this 

chapter investigates the impact of updating the targeted initialization approach to 

identify targeted products that possess both high share and high margins (i.e. maximize 

PCCM). To study this, three different setups were tested. The 2-opt sub-optimization 

algorithm was chosen as it provided a good tradeoff between initialization cost (e.g. 

evaluations) and initial performance in the previous chapter. 

 Base GA (BASE) 

 Base GA using targeted initialization and 2OPT sub-optimization and observed 

utility as the sub-objective (TAR-UTIL) 

 Base GA using targeted initialization and 2OPT sub-optimization and PCCM as 

the sub-objective (TAR-PCCM) 

As in Chapter 4, each setup was run on the small-scale MP3 case study (Section 0) and 

the large-scale vehicle feature packaging case study (Section 0). The goal of each 

optimization was to maximize PCCM (Equation 5.2). The formulation for each product 

line optimization is shown in Equation 5.3. 
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Max: Per Capita Contribution Margin (Equation 5.2) 
Change: Feature levels (    ) 

Subject to: Bounds on price levels  
No identical product variants in same product line 
Bounds on number of feature levels per attribute 

Equation 5.3 

 

Each setup was run on each problem 10 times to allow average behavior to be assessed; 

this resulted in 60 total runs. Table 5.1 shows a summary of all the optimization runs 

performed. 

 

Table 5.1 - Number of experimental runs 

Problem Optimization Setup Number of Runs 

MP3 BASE 10 

MP3 TAR-UTIL 10 

MP3 TAR-PCCM 10 

Vehicle BASE 10 

Vehicle TAR-UTIL 10 

Vehicle TAR-PCCM 10 

 

5.4 Results 

This section shows the results from the experimental procedure outlined in Section 0. 

Note that all PCCM results for the vehicle feature packaging problem are normalized 

according to the maximum price level to protect sensitive information from the 

industry partner. The first set of results show the computational cost of initializing each 

optimization setup. Table 5.2 shows the results for the MP3 case study, while Table 5.3 

shows the results for the vehicle feature packaging case study. In both tables the 

number of sub-evaluations (and equivalent product line evaluations) is similar for both 
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targeted setups. However, the PCCM objective had more sub-evaluations and an 

increased time of initialization due its additional complexity and expense. Again, the 

majority of the initialization expense is due to pre-allocating a list of targeted products. 

 

Table 5.2 - Cost of initialization in MP3 case study 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.2 0 0 

TAR-UTIL 17.6 73,356 119.3 

TAR-PCCM 26.3 77,447 125.9 

 
 
 

Table 5.3 - Cost of initialization in vehicle feature packaging case study 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.4 0 0 

TAR-UTIL 268.2 533,025 58.6 

TAR-PCCM 374.7 617,900 67.9 

 

The next set of results compares the distribution of initial solution quality for the 

product lines generated using each setup. Figure 5.1 shows the distributions for the 

MP3 case study and Figure 5.2 shows the distributions for the vehicle feature packaging 

case study. Both figures show the distributions for all the product lines generated, 2100 

(210 × 10) in total for the MP3 case study and 7600 (760 × 10) in total for the vehicle 

feature packaging case study. In the MP3 case study (Figure 5.1) both targeted 

approaches improved initial solution quality, with the targeted approach using the 

PCCM sub-objective having the highest median PCCM. Similar results were seen for the 

vehicle feature packaging case study (Figure 5.2). These results indicate that both 

targeted initialization approaches improved the initial performance of the population. 
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However, the targeted product lines created using the PCCM sub-objective had the 

highest median PCCM. 

The next set of figures shows the convergence of the PCCM objective for each setup 

tested. As in Section 0, the initialization cost of each setup was accounted for by shifting 

the corresponding curve to the right. For the MP3 case study, Figure 5.3 shows average 

PCCM versus time assuming parallelized initialization and Figure 5.4 shows average 

PCCM versus the number of product line evaluations. A similar set of figures is shown 

for the vehicle feature packaging problem in Figure 5.5 and Figure 5.6 respectively. In 

the MP3 problem, the targeted approach using a PCCM sub-objective converged to the 

best identified solution before the other two setups. In the vehicle feature packaging 

case study, the TAR-PCCM setup started the best and converged quickly. However, it 

found a slightly less profitable product line on average in the given 100 generations. 

Since the convergence improved early on, this issue is outside the realm of initialization. 

It could possibly be overcome by tuning other parameters of the GA such as mutation 

rate. 
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Figure 5.1 - Initial PCCM distribution in MP3 case study 

 
 
 
 

 
Figure 5.2 - Initial profit distribution in vehicle feature packaging case study 
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Figure 5.3 - Average PCCM versus time in MP3 case study with parallelized initialization 

 
 
 

 
Figure 5.4 - Average PCCM versus evaluations in MP3 case study 
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Figure 5.5 - Average PCCM versus time in vehicle feature packaging case study with 

parallelized initialization 
 
 

 
Figure 5.6 - Average PCCM versus evaluations in vehicle feature packaging case study 
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To capture the variation between runs, the 95% confidence intervals on the mean for a 

few key values are reported. A summary of these values is shown in Table 5.4 for the 

MP3 case study and Table 5.5 for the vehicle feature packaging case study. The results 

indicate that all of the setups exhibited a similar amount of variation between runs. In 

both case studies all three setups found product lines with similar profitability on 

average. In the MP3 case study, the targeted setup with the PCCM sub-objective 

converged faster than the other two setups. Similar behavior was observed in the 

vehicle feature packaging case study. As seen the difference in the final contribution 

margin at generation 100 was roughly 0.04% between the two targeted setups.  

 

Table 5.4 - Summary of results for MP3 case study 

Setup 
Total 

Time (sec) 
Total Product 

Line Evaluations 

Average PCCM ($/person) 

Gen 1 Gen 10 Gen 100 

BASE 16.9 ± 2.0 15,474.8 ± 710.1 41.5 ± 2.8 72.3 ± 2.0 82.8 ± 0.2 

TAR-UTIL 33.8 ± 0.8 14,801.1 ± 811.0 68.4 ± 1.3 79.9 ± 0.5 82.8 ± 0.2 

TAR-PCCM 41.4 ± 0.6 13,942.2 ± 525.0 73.0 ± 1.1 82.1 ± 0.3 83.0 ± 0.1 

 
 
 

Table 5.5 - Summary of results for vehicle feature packaging case study 

Setup 
Total Time 

(sec) 
Total Product 

Line Evaluations 

Average Normalized  
Contribution Margin (1e-3) 

Gen 1 Gen 10 Gen 100 

BASE 189.2 ± 5.5 73,533.6 ± 365.6 105.4 ± 1.3 122.8 ± 0.6 129.3 ± 0.1 

TAR-UTIL 465.5 ± 3.0 73,400.1 ± 366.4 116.6 ± 0.7 124.6 ± 0.4 129.4 ± 0.1 

TAR-PCCM 570.3 ± 4.1 71,572.0 ± 143.6 126.9 ± 0.2 128.0 ± 0.2 129.0 ± 0.0 
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5.5 Summary 

This chapter adapted the targeted initialization approach introduced in Chapter 4 to 

handle large-scale product line optimization problems that consider profit (i.e. per 

capita contribution margin) as an objective. The results from a smaller-scale MP3 case 

study and a larger-scale vehicle feature packing study suggest that re-formulating the 

sub-optimization to maximize a profit objective will lead to targeted product lines with 

better initial performance than using the existing utility sub-objective in product line 

optimization problems where the overall objective is profit. There is however a slight 

increase in cost for using the profit sub-objective instead of the utility sub-objective. 

Overall, this suggests that the objective used in the sub-optimization should correlate 

with the objective of the overall product line optimization problem. Future work should 

look at adapting the targeted initialization approach for even more objectives such as 

commonality (Simpson and D’Souza, 2002).  
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6. Initializing Large-Scale Product Line Profit Optimization 

Problems with Variable Markup 

6.1 Introduction 

Up to this point, markup has been designated as a fixed value of 0.5 (i.e. 50%) for all 

case studies. However, a pre-determined markup may not be optimal for the objective 

of interest. For example, if the sole objective was to maximize market share of 

preference (Equation 3.5), then the optimal markup would be 0.0 (i.e. 0%) – assuming 

typical customer behavior where lower price is preferred to higher price. This means 

the firm would sell the most products if they priced each product variant equal to the 

cost to produce it. 

For a profit objective (Equation 5.1), it is not as obvious what the optimal markup 

would be. Previous research has considered price as a design variable along with the 

configuration design variables for product line profit maximization problems (Kumar 

and Chatterjee, 2013; Nichols et al., 2005; Qian and Ben-Arieh, 2009). By treating price 

(e.g. markup) as a variable in the design string, the product line optimization can 

simultaneously identify both the optimal price and the configuration of each product 

variant. 

The inclusion of pricing variables also increases the number of possible design strings 

and can make the problem mixed-integer. This can result in a search that takes longer 

to identify promising product line solutions. While the targeted initialization approach 

should be able to help counteract this increased problem complexity, it wasn’t 

originally formulated to handle design strings with pricing variables. The rest of this 

chapter advances the targeted initialization approach to accommodate product line 

profit maximization problems that include pricing variables. 
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6.2 Targeted Initialization Approach for Variable Markup 

Before the targeted initialization approach can be extended, the design string needs to 

be updated to include pricing variables. To add pricing variables to the design string, 

the procedure used to calculate the price of a product must first be determined. As 

discussed in Section 0, this research uses a cost-plus pricing scheme (Equation 3.6). 

That means for this scheme, markup variables need to be added to the design string in 

order to calculate price.  

While a single firm-level markup adds the fewest design variables, additional control 

can be gained by adding markup variables for each product, segment/respondent, 

attribute, or feature level. Correspondingly, Figure 6.1 through Figure 6.5 show what 

the product line design string for a hypothetical product line problem would look like 

with each of those markup types. Markup variables are in gray boxes, while the active 

feature levels are in the white boxes. 

 

 
Figure 6.1 - Hypothetical product line design string with a firm-level markup variable 

 
 
 

 
Figure 6.2 - Hypothetical product line design string with markup variables per product 
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Figure 6.3 - Hypothetical product line design string with markup variables per respondent 

 
 
 

 
Figure 6.4 - Hypothetical product line design string with markup variables per attribute 

 
 
 

 
Figure 6.5 - Hypothetical product line design string with markup variables per feature 

level 

 

The major challenge when adding markup variables to the design string is determining 

the best strategy to combine targeted product configurations into a product line – step 

#4 in Section 4.2. Figure 6.6 shows how this might be accomplished when markup is 

defined per product, while Figure 6.7 shows how markup can be added per respondent. 

Values with a strike-out in each figure represent product configurations and markup 

variables not used in creating the targeted design. 
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Figure 6.6 - Using targeted initialization approach on problems where there is one markup 

variable per product 
 
 
 

 
Figure 6.7 - Using targeted initialization approach on problems where there is one markup 

variable per respondent 



113 

In both cases a single markup variable is added when finding the targeted product 

configuration for each respondent (i.e. single product) – step #3 in Section 4.2. Then the 

markup variables for either the selected product variants (Figure 6.6) or all the 

respondents (Figure 6.7) are added to the design string. In both cases the product 

variants can be manipulated independently of one another. 

For the other three cases – firm-level markup, markup per attribute, and markup per 

feature level – each product variant depends on the same markup variables. While the 

product configurations can be manipulated independently, a change in the markup 

variables affects all the product variants. Figure 6.8 shows an example of this challenge 

when trying to use the targeted initialization approach to create a product line with a 

firm-level markup variable. As before, the configurations for respondents #2 and #3 are 

randomly chosen and combined to form a product line with two product variants. 

However, when it comes to the markup variable, there is only one “slot” for the markup 

variable and two options – 0.2 and 0.8. Since both options cannot be chosen an 

additional strategy is needed to determine the markup of the product line. 
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Figure 6.8 - Challenge of using targeted initialization approach on problems with firm-

level markup variables 

 

The rest of this chapter focuses on strategies to determine markup for design strings 

that add a firm-level markup variable since it is the type of markup that has been used 

in the previous chapters. Nevertheless, the strategies discussed could be easily adapted 

to design strings that add markup per attribute or per feature level. 

Targeted Initialization with Random Optimal Markup Selection Strategy (TAR-RAND) 

The most straightforward strategy to determine the firm-level markup for the product 

line configuration is to randomly choose from the possible markup options. In the case 

of Figure 6.8, the markup would be randomly chosen to be either 0.2 or 0.8. The 

advantage of this strategy is that each markup variable has an equal chance of 

appearing in the initial population, while the disadvantage is that only one of the 

product variants is guaranteed to be matched up with its optimal markup setting. 
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Targeted Initialization with Average Optimal Markup Strategy (TAR-AVG) 

Another simple strategy is to average the possible markup options. For the example in 

Figure 6.8, the resulting markup would be 0.5. The advantage of this strategy is the 

markup is better matched to all the chosen configurations, while the disadvantage is 

that markup values at the extremes (high or low markup) would be less likely to occur 

and would instead be biased toward central values. 

Targeted Initialization with Minimal Optimal Markup Distance Strategy (TAR-DIST) 

To overcome the disadvantages of the previous two strategies, a third strategy would 

bias the selection of targeted product configurations – step #2 in Section 4.2 – based on 

the distance (2-norm) between their optimal markup values. Using the example in 

Figure 6.8, the targeted product configuration and markup for respondent #3 would be 

randomly chosen first. Then the product configuration with the closest (i.e. most 

similar) markup would be used for the second product configuration. In this case, the 

targeted configuration for respondent #1 would be chosen since 0.5 (markup for 

respondent #1) is closer to 0.8 (markup for respondent #3) than 0.2 (markup for 

respondent #2). The resulting product line design string would be [0.8|2,1|1,2]. The 

disadvantage of this strategy the additional cost needed to calculate the distance 

between the chosen markup variables and the remaining markup variables. 

Targeted Initialization with Uniform Initial Markup Strategy (TAR-UNIF) 

To eliminate the added cost of calculating distance while still ensuring products with 

similar markup are matched together, an alternative strategy would have all the 

targeted product configurations found at a pre-determined markup that was uniform 

across all the respondents. This means prior to identifying the targeted product 

configuration – step #3 in Section 4.2 – an initial markup value would need to be 
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defined. The disadvantage of this strategy would be a lack of markup diversity within 

the initial population as all the markup variables would be the same. An example of this 

strategy is shown in Figure 6.9. Each targeted configuration would have been found at 

0.5 (i.e. 50%) markup making the choice of markup for the product line configuration 

straightforward. Note that markup variables are would be allowed to change within the 

product line optimization. 

 

 
Figure 6.9 - Using targeted initialization approach with a uniform markup strategy to 

create a hypothetical product line 

 

Targeted Initialization with Mixed Initial Markup Strategy (TAR-MIX) 

To increase diversity using the previous strategy, targeted product configurations could 

be found at multiple uniform markup settings. By picking multiple different initial 

markup settings a mix of different markups would exist in the initial population. The 

disadvantage of this approach is the additional computational cost needed to find 
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targeted configurations for each respondent at more than one markup setting. Figure 

6.10 shows an example of this approach where product configurations have been found 

at 0.5 and 1.0 markup settings. Then the 1.0 markup setting and the configurations for 

respondents #2 and #3 are combined to form a product line. 

 

 
Figure 6.10 - Using targeted initialization approach with a mixed markup strategy 

 

6.3 Experimental Procedure 

This section describes the experimental procedure used to test the effectiveness of the 

different markup determination strategies described in the previous section. To study 

this, the base GA (Section 3.3) using the targeted initialization approach for product line 
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profit optimization problems (Chapter 5) was modified to use each of the markup 

determination strategies described in Section 6.2. As with the previous chapters, all 

operators other than initialization were unchanged. A base genetic algorithm without 

targeted initialization (BASE) was also tested to provide a baseline result. 

Each setup was run on the small-scale MP3 case study (Section 0) and the large-scale 

vehicle feature packaging case study (Section 0). The goal of each optimization was to 

maximize PCCM (Equation 5.2). The formulation for each product line optimization is 

shown in Equation 6.1.  

 

 

Max: Per Capita Contribution Margin (Equation 5.1) 
Change: Markup ( ) and Feature levels (    ) 

Subject to: Bounds on price levels  
No identical product variants in same product line 
Bounds on number of feature levels per attribute 
Bounds on markup variable 

Equation 6.1 

 

To ensure that no product configuration exceeded the maximum price level used in the 

initial choice-based conjoint survey, the bounds on markup were set from 0.0 to 1.0. For 

the TAR-UNIF strategy, these bounds were used to choose two different initial markup 

settings that represented the central (0.5) and maximum (1.0) markup settings 

available – labeled TAR-0.5 and TAR-1.0 respectively. The 0.0 markup setting was not 

considered since it would result in a PCCM of $0 for every product line. Also, the results 

from the TAR-0.5 setting should be partially comparable to results in the previous 

chapter since they both create the initial population with the same initial markup. 

Each optimization setup was run on each problem 10 times to allow average behavior 

to be assessed; this resulted in 140 total runs. Table 6.1 shows a summary of all the 
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optimization runs performed. To reduce variability, three targeted product lists were 

created and re-used: one at 0.5 markup, one at 1.0 markup, and one with optimal 

markup for each respondent. The TAR-0.5 setup used only the targeted products at 0.5 

markup while the TAR-1.0 setups used only the products at 1.0 markup. The TAR-MIX 

strategy used the targeted products from this list found at both the 0.5 and 1.0 markup. 

Finally, the TAR-RAND, TAR-AVG, and TAR-DIST setups used the targeted product lists 

where markup was optimal for each respondent. 

 

Table 6.1 - Number of experimental runs using 0.0 to 1.0 markup bounds 

Problem Optimization Setup Number of Runs 

MP3 BASE 10 

MP3 TAR-0.5 10 

MP3 TAR-1.0 10 

MP3 TAR-MIX 10 

MP3 TAR-RAND 10 

MP3 TAR-AVG 10 

MP3 TAR-DIST 10 

Vehicle BASE 10 

Vehicle TAR-0.5 10 

Vehicle TAR-1.0 10 

Vehicle TAR-MIX 10 

Vehicle TAR-RAND 10 

Vehicle TAR-AVG 10 

Vehicle TAR-DIST 10 

 

To find the targeted products for each setup, the sub-optimization formulation shown 

in Equation 6.2 was used. The biggest change in this formulation from the previous 

chapter (Equation 5.2) is the addition of a single markup variable to the design string. 
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Since the 2-opt coordinate ascent operates on discrete variables, markup was 

discretized at intervals of 0.1. 

 

 

Max: Per Capita Contribution Margin (Equation 5.2) 
Change: Markup ( ) and Feature levels (   ) 
Subject to: Part-worth values of chosen respondent 
Bounds on number of feature levels per attribute 
Bounds on markup variable 

Equation 6.2 

 

6.4 Results 

This section investigates the initial performance and convergence rate caused by using 

each of the markup determination strategies introduced in Section 6.2. Note that all 

PCCM results for the vehicle feature packaging problem are normalized according to the 

maximum price level to protect sensitive information from the industry partner. The 

first set of results show the computational cost of initializing each optimization setup. 

Table 6.2 shows the results for the MP3 case study, while Table 6.3 shows the results 

for the vehicle feature packaging case study. In both tables the TAR-MIX setups 

required the most resources to initialize since it used multiple targeted product lists.  

Meanwhile, the targeted product list with optimal markup (TAR-RAND, TAR-AVG, and 

TAR-DIST) took more resources than either of the targeted product lists using the 

uniform markup strategy (TAR-0.5 and TAR-1.0). The number sub-evaluations 

increased by roughly 56% in the MP3 case study and roughly 45% in the vehicle feature 

packaging case study. This is due to the addition of 11 markup settings (0.0 to 1.0) 

compared to only 1 markup setting for uniform markup. The increase is larger for the 

MP3 case study since it has fewer unique product line configurations to begin with. 
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Table 6.2 - Cost of initialization in MP3 case study with 0.0-1.0 markup bounds 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.2 0 0 

TAR-RAND 35.4 103,976 169.1 

TAR-AVG 35.4 103,976 169.1 

TAR-DIST 35.5 103,976 169.1 

TAR-0.5 24.4 66,585 108.3 

TAR-1.0 24.7 66,875 108.7 

TAR-MIX 49.1 133,460 217.0 

 
 
 

Table 6.3 - Cost of initialization in vehicle feature packaging case study with 0.0-1.0 
markup bounds 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.4 0 0 

TAR-RAND 468.9 866,786 95.3 

TAR-AVG 468.9 866,786 95.3 

TAR-DIST 469.2 866,786 95.3 

TAR-0.5 368.3 590,250 64.9 

TAR-1.0 366.7 594,377 65.3 

TAR-MIX 735.0 1,184,627 130.2 

 

The next set of results compares the distribution of initial performance for the product 

lines generated using each setup. Figure 6.11 shows the distributions for the smaller 

case study and Figure 6.12 shows the distributions for the larger case study. Both 

figures show the distributions for all the product lines generated, 2200 (220 initial 

product lines × 10 runs) in total for the MP3 case study and 7700 (770 initial product 

line × 10 runs) in total for the vehicle feature packaging case study. The box plots within 

each figure are ordered from highest median value to lowest; however some setups 

result in higher upper quartiles due to increased variability. In both figures, all the 

targeted setups led to increased initial performance over the BASE setup. Further, the 
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TAR-1.0 setup had the highest median PCCM while the TAR-0.5 setup had the smallest 

median PCCM improvement in both figures. This suggests that higher markup 

corresponds with higher PCCM in both problems. Meanwhile, the TAR-MIX setup ended 

up with a performance between the TAR-1.0 and TAR-0.5 setups in both figures 

indicating that that a mixture strategy will likely result in a compromise in initial 

performance amid the markup values chosen.  

As for the other setups, the TAR-RAND, TAR-DIST, and TAR-AVG all performed similarly 

in the smaller case study. However, in the larger case study the TAR-AVG setups did not 

perform as well as the TAR-RAND and TAR-DIST setups even though it pulled designs 

from the same targeted product table. This may be due to the TAR-AVG setup biasing 

the markup values towards the center of the markup bounds.  

 

 
Figure 6.11 - Initial PCCM distribution in MP3 case study with 0.0 to 1.0 markup bounds 



123 

 
 
 

 
Figure 6.12 - Initial PCCM distribution in vehicle feature packaging case study with 0.0 to 

1.0 markup bounds 

 

With the TAR-1.0 setup having low initial cost and the highest initial performance it 

appears that it is the best strategy. However, a fully targeted population using that 

setup would lack markup variable diversity – they would all be 1.0. The next set of 

results investigates if the lack of markup diversity in the initial population adversely 

affects the optimization by plotting the convergence of the PCCM objective for each 

setup. To help make each convergence plot more readable the strategies were divided 

into two lines and plotted separately. Part A of each set of plots pertains to the 

strategies that use each respondent’s optimal markup (TAR-RAND, TAR-AVG, and TAR-
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DIST), while part B pertains to the strategies that specify and initial markup value 

(TAR-0.5, TAR-1.0, and TAR-MIX). 

Average PCCM is plotted against time for the MP3 case study in Figure 6.13 (part A) and 

Figure 6.14 (part B). Next, Figure 6.15 (part A) and Figure 6.16 (part B) show the 

average PCCM versus number of product line evaluations for the MP3 case study. For 

the vehicle feature packaging case study the average PCCM versus time is shown in 

Figure 6.17 (part A) and Figure 6.18 (part B), while Figure 6.19 (part A) and Figure 6.20 

(part B) show average PCCM versus product line evaluations. The initialization cost of 

each setup was accounted for by shifting the corresponding curve to the right. 

When looking at the plots for average PCCM versus product line evaluations, all the 

targeted initialization approaches improve performance compared to the BASE setup. 

Next, the part A figures show that all the strategies using the product list with optimal 

markup per respondent had virtually indistinguishable performance. Meanwhile, the 

part B figures show that when specifying initial markup the TAR-1.0 setup does the 

best. Overall, the TAR-1.0 setups had the quickest convergence rate of the targeted 

setups in both case studies. However, the other TAR-UNIF setup (TAR-0.5) was the 

worst of the targeted setups in both case studies, indicating its sensitivity to initial 

markup choice. 
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Figure 6.13 - Average PCCM versus time in MP3 case study with parallelized initialization 

and 0.0-1.0 markup bounds (part A) 
 
 

 
Figure 6.14 - Average PCCM versus time in MP3 case study with parallelized initialization 

and 0.0-1.0 markup bounds (part B) 
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Figure 6.15 - Average PCCM versus evaluations in MP3 case study with 0.0-1.0 markup 

bounds (part A) 
 
 

 
Figure 6.16 - Average PCCM versus evaluations in MP3 case study with 0.0-1.0 markup 

bounds (part B) 
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Figure 6.17 - Average PCCM versus time in vehicle feature packaging case study with 

parallelized initialization and 0.0-1.0 markup bounds (part A) 
 
 

 
Figure 6.18 - Average PCCM versus time in vehicle feature packaging case study with 

parallelized initialization and 0.0-1.0 markup bounds (part B) 
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Figure 6.19 - Average PCCM versus evaluations in vehicle feature packaging case study 

with 0.0-1.0 markup bounds (part A) 
 
 

 
Figure 6.20 - Average PCCM versus evaluations in vehicle feature packaging case study 

with 0.0-1.0 markup bounds (part B) 
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To capture the variation between runs, the 95% confidence intervals on the mean for a 

few key values are reported. A summary of these values is shown in Table 6.4 for the 

MP3 case study and Table 6.5 for the vehicle feature packaging case study. The results 

indicate that all of the setups exhibited a similar amount of variation between runs in 

the MP3 case study. In the vehicle feature packaging case study, the TAR-AVG setup had 

a large amount of variation in total time, while the TAR-1.0 setup had a relatively large 

amount of variation in total product line evaluations.  

For the MP3 case study the best product line found had a PCCM of $111.6452, while the 

best product line found for the vehicle feature packaging case study had a normalized 

PCCM value of 0.2333. By generation 100 all the setups were near these respective 

values. Investigation of the design strings for the best solution in for each problem 

shows that the markup value was 1.0 in both cases, likely explaining why the TAR-1.0 

setup did so well despite its initial population lacking markup variable diversity. 

Reviewing all the results shows that the TAR-UNIF and TAR-RAND markup 

determination strategies appear to be the most promising as both were able to perform 

well in both case studies with reasonable initial cost. While the TAR-DIST strategy had 

similar performance as the TAR-RAND strategy, it requires additional overhead to 

calculate the distance between markup values for each targeted product configuration. 

Further, that overhead (i.e. initial cost) has the potential to grow as the quantity of 

respondents or markup variables increases. As for the other two approaches, the TAR-

MIX strategy had the highest initial cost, while the TAR-AVG strategy had the largest 

variance in runtime and a significantly lower initial PCCM value than the TAR-1.0, TAR-

RAND, and TAR-DIST strategies for the large-scale vehicle feature packaging problem. 

Finally, since the performance of the TAR-UNIF strategy appears to be sensitive to 
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initial markup choice, the next section attempts to identify an approach to choose a 

good initial markup value prior to solving for an optimal product line. 

 

Table 6.4 - Summary of results for MP3 case study with 0.0-1.0 markup bounds 

Setup 
Total 

Time (sec) 
Total Product 

Line Evaluations 

Average PCCM ($/person) 

Gen 1 Gen 10 Gen 100 

BASE 16.5 ± 0.6 17,274.7 ± 607.8 42.3 ± 2.9 89.8 ± 2.3 111.6 ± 0.1 

TAR-RAND 51.6 ± 0.4 16,921.1 ± 545.8 94.5 ± 2.4 108.7 ± 0.8 111.6 ± 0.1 

TAR-AVG 51.2 ± 0.3 16,778.2 ± 466.8 93.1 ± 1.0 109.0 ± 0.8 111.6 ± 0.0 

TAR-DIST 51.9 ± 0.2 17,233.3 ± 206.4 92.5 ± 1.6 108.0 ± 1.0 111.6 ± 0.0 

TAR-0.5 40.8 ± 0.2 17,397.1 ± 289.6 72.6 ± 1.0 101.5 ± 2.2 111.6 ± 0.0 

TAR-1.0 40.9 ± 0.2 17,047.9 ± 255.7 93.9 ± 2.2 109.0 ± 1.2 111.6 ± 0.0 

TAR-MIX 65.2 ± 0.4 17,103.9 ± 481.3 92.0 ± 2.2 107.9 ± 1.5 111.6 ± 0.0 

 
 
 

Table 6.5 - Summary of results for vehicle feature packaging case study with 0.0-1.0 
markup bounds 

Setup 
Total Time 

(sec) 
Total Product 

Line Evaluations 

Average Normalized  
Contribution Margin (1e-3) 

Gen 1 Gen 10 Gen 100 

BASE 182.4 ± 0.6 75,011.4 ± 180.8 167.3 ± 4.1 217.3 ± 1.3 233.1 ± 0.0 

TAR-RAND 679.0 ± 9.2 72,680.3 ± 460.7 230.2 ± 0.3 231.3 ± 0.2 233.1 ± 0.1 

TAR-AVG 703.3 ± 24.5 72,446.3 ± 322.5 230.4 ± 0.3 231.4 ± 0.1 233.1 ± 0.0 

TAR-DIST 657.2 ± 1.2 72477.1 ± 235.6 230.3 ± 0.4 231.5 ± 0.1 233.2 ± 0.1 

TAR-0.5 550.2 ± 1.1 72,513.8 ± 371.5 126.9 ± 0.1 229.9 ± 0.7 233.1 ± 0.1 

TAR-1.0 558.5 ± 3.4 73,122.9 ± 712.7 230.4 ± 0.3 231.6 ± 0.2 233.2 ± 0.1 

TAR-MIX 923.2 ± 0.9 72,314.3 ± 274.8 229.9 ± 0.4 231.2 ± 0.3 233.2 ± 0.1 
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6.5 Investigating Approaches to Choose Initial Markup when using 

Targeted Initialization with Initial Uniform Markup Strategy 

This section investigates a few approaches to choose an initial markup value when 

using the TAR-UNIF setup. In the previous section, setting initial markup to the 

maximum value (TAR-1.0) led to better performance than setting initial markup to the 

central value (TAR-0.5). To investigate whether using the maximum markup setting is 

always the best approach with the TAR-UNIF strategy the upper markup bound was 

increased from 1.0 to 2.0. Then a TAR-UNIF setup with a different central initial markup 

value (TAR-1.0) and a different maximum initial markup value (TAR-2.0) were tested. 

Conveniently, the central markup value for this investigation matches the maximum 

markup value used in the previous section – 1.0. For comparison the BASE and TAR-

RAND setups were also tested.  

Each setup was run on both the MP3 (Section 0) and vehicle feature packaging (Section 

0) problems 10 times to allow average behavior to be assessed; this resulted in 80 total 

runs or 40 for each problem. Table 6.6 shows a summary of all the optimization runs 

performed. Increasing the maximum markup to 2.0 also meant that it was possible for 

create product configurations that were price above the maximum level used in the 

initial survey for both problems. When this happened the evaluation would use the 

part-worth for the maximum price level and indicate the amount the product exceeded 

the maximum price as a constraint violation. 

The first set of results show the computational cost of initializing each optimization 

setup. Table 6.7 shows the results for the MP3 case study, while Table 6.8 shows the 

results for the vehicle feature packaging case study. As expected the TAR-2.0 setup had 

a similar initialization cost to the TAR-1.0 setup. Interestingly, the initial cost of the 
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TAR-RAND setup increased from the previous section due to the larger range of the 

markup variable – 11 settings to 21 settings. 

 

Table 6.6 - Number of experimental runs using 0.0 to 2.0 markup bounds 

Problem Optimization Setup Number of Runs 

MP3 BASE 10 

MP3 TAR-1.0 10 

MP3 TAR-2.0 10 

MP3 TAR-RAND 10 

Vehicle BASE 10 

Vehicle TAR-1.0 10 

Vehicle TAR-2.0 10 

Vehicle TAR-RAND 10 

 
 
 

Table 6.7 - Cost of initialization in MP3 case study with 0.0-2.0 markup bounds 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.2 0 0 

TAR-RAND 46.4 149,032 242.3 

TAR-1.0 23.0 65,249 106.1 

TAR-2.0 26.5 76,719 124.7 

 
 
 

Table 6.8 - Cost of initialization in vehicle feature packaging case study with 0.0-
2.0 markup bounds 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.4 0 0 

TAR-RAND 570.3 1,110,257 122.0 

TAR-1.0 373.5 587,178 64.5 

TAR-2.0 323.9 509,766 56.0 
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As with the previous section, the distribution of initial performance for the product 

lines generated using each setup were shown for both the MP3 case study (Figure 6.21) 

and vehicle feature packaging (Figure 6.22) case study. Again, the box plots within each 

figure are ordered from highest median value to lowest. 

Since product configurations that exceeded the maximum price level used in the initial 

survey were marked as infeasible, both figures include only the initial product lines that 

did not exceed the maximum price level used in the survey. Table 6.9 shows the number 

of solutions plotted for each box plot in each figure. 

 

Table 6.9 - Number of initial solutions within survey price levels using 0.0 to 2.0 markup 
bounds 

 Smaller Case Study Larger Case Study 

BASE 1,912 6,674 

TAR-RAND 1,480 4,540 

TAR-1.0 2,200 7,700 

TAR-2.0 2,198 7,683 
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Figure 6.21 - Initial PCCM distribution in MP3 case study with 0.0 to 2.0 markup bounds 

 
 
 

 
Figure 6.22 - Initial PCCM distribution in vehicle feature packaging case study with 0.0 to 

2.0 markup bounds 
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The results in both figures show that once again all the targeted setups offer improved 

initial performance over the BASE setup. However, unlike the results in the previous 

section the setup initialized with maximum markup (TAR-2.0) did not lead the highest 

median PCCM value in both case studies. This suggests that a different approach will be 

needed to choose the initial markup setting when using the TAR-UNIF strategy. 

Further, while the TAR-1.0 setups in Figure 6.21 and Figure 6.22 had a similar 

distribution as the TAR-1.0 setups in the previous section (Figure 6.11 and Figure 6.12), 

the distribution for the TAR-RAND setups changed. In the smaller case study the 

median decreased and in the larger case study the median increased. This is caused by 

the TAR-RAND setup creating product lines with higher than 1.0 markup. As seen by 

comparing the box plots for the TAR-1.0 and TAR-2.0 setups in each figure, 

configurations with higher than 1.0 markup perform well in the vehicle feature 

packaging case study but do not perform as well in the MP3 case study. 

The next set of figures shows the convergence of the PCCM objective for each setup 

tested. For the MP3 case study, Figure 6.23 shows average PCCM versus time assuming 

parallelized initialization. Figure 6.24 shows average PCCM versus the number of 

product line evaluations. A similar set of figures is shown for the vehicle feature 

packaging problem in Figure 6.25 and Figure 6.26 respectively. The initialization cost of 

each setup was accounted for by shifting the corresponding curve to the right. 

When looking at just the plots for average PCCM versus product line evaluations, the 

setup with the best initial performance had the fastest convergence in both case studies 

– TAR 1.0 in the MP3 case study and TAR-2.0 in the vehicle feature packaging case 

study. Also, in both case studies the TAR-RAND setups had the second fastest 

convergence even though the TAR-1.0 setup had a higher median PCCM initially in the 

vehicle feature packaging case study. It appears the lack of markup diversity creates 

challenges for the TAR-1.0 setup in the case study as even the BASE setup did better. 
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Figure 6.23 - Average PCCM versus time in MP3 case study with parallelized initialization 

and 0.0-2.0 markup bounds 
 
 

 
Figure 6.24 - Average PCCM versus evaluations in MP3 case study with 0.0-2.0 markup 

bounds 
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Figure 6.25 - Average PCCM versus time in vehicle feature packaging case study with 

parallelized initialization and 0.0-2.0 markup bounds 
 
 

 
Figure 6.26 - Average PCCM versus evaluations in vehicle feature packaging case study 

with 0.0-2.0 markup bounds 



138 

 

As in the previous section, the 95% confidence intervals on the mean for a few key 

values are reported to capture the variation between runs. A summary of these values is 

shown in Table 6.10 for the MP3 case study and Table 6.11 for the vehicle feature 

packaging case study. The results indicate that the variability in both problems was 

similar with the exception being the total number of product line evaluations for the 

TAR-1.0 setup. 

Increasing the maximum markup bound from 1.0 to 2.0 led to solutions with higher 

PCCM to be identified for both case studies. For the MP3 case study the PCCM of the 

best product line increased slightly to $111.9904 while in the vehicle feature packaging 

case study case study the normalized PCCM of the best product line increased 

dramatically to 0.3186. By generation 100 all the setups in the MP3 case study were 

near best found PCCM value. Meanwhile, in the vehicle feature packaging case study, the 

TAR-1.0 setup struggled to find solutions with high PCCM values. 

Investigating the design strings for the best solution to each problem showed that the 

markup value was 1.1 for the MP3 case study and 2.0 for the vehicle feature packaging 

case study. These values correlate well with the best performing setup for each case 

study – TAR 1.0 in the MP3 case study and TAR-2.0 in the vehicle feature packaging case 

study. 

Overall, these results suggest that the best initial markup setting is not always at 1.0 or 

at the maximum markup bound. When initial markup is chosen incorrectly, the lack of 

markup variable diversity can lead to poor convergence properties. However, if markup 

can be chosen close to the optimum the performance increase can be dramatic; better 

than a random optimal markup selection (TAR-RAND) strategy. 
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Table 6.10 - Summary of results for MP3 case study with 0.0-2.0 markup bounds 

Setup 
Total 

Time (sec) 
Total Product Line 

Evaluations 

Average PCCM ($/person) 

Gen 1 Gen 10 Gen 100 

BASE 16.4 ± 0.7 16,736.7 ± 880.0 39.8 ± 4.4 87.8 ± 1.9 111.9 ± 0.1 

TAR-RAND 62.2 ± 0.6 17,082.0 ± 706.0 88.6 ± 2.0 105.8 ± 1.8 112.0 ± 0.1 

TAR-1.0 39.5 ± 0.3 17,502.0 ± 217.5 93.0 ± 2.6 108.4 ± 1.3 112.0 ± 0.1 

TAR-2.0 42.0 ± 0.7 16,576.1 ± 1,077.9 72.9 ± 2.9 101.3 ± 2.2 112.0 ± 0.1 

 
 

Table 6.11 - Summary of results for vehicle feature packaging case study with 0.0-2.0 
markup bounds 

Setup 
Total Time 

(sec) 
Total Product 

Line Evaluations 

Average Normalized  
Contribution Margin (1e-3) 

Gen 1 Gen 10 Gen 100 

BASE 194.6 ± 3.6 76,980.1 ± 2.0 228.0 ± 6.1 269.5 ± 2.3 307.9 ± 1.6 

TAR-RAND 760.9 ± 6.5 77,100.5 ± 3.1 279.8 ± 4.2 283.0 ± 2.5 309.4 ± 2.1 

TAR-1.0 563.9 ± 4.2 76,397.2 ± 395.8 230.6 ± 0.3 234.2 ± 2.9 262.9 ± 5.5 

TAR-2.0 515.1 ± 1.5 77,036.7 ± 2.7 298.7 ± 1.6 298.7 ± 1.6 313.4 ± 1.8 

 

To see if it is possible to predict what the best initial markup setting should be, a few 

candidate values were calculated and are shown in Table 6.12. The first set of values 

(column #3) are the markup variable for the best found solution. Since this value is the 

result of an entire product line optimization it is impractical to use it in an initialization 

scheme. However, it does provide a reference for determining good candidate values.  

The next set of values (columns #4-7) was calculated using the markup from the 

targeted product list where markup is optimal per respondent. The lower quartile, 

median, upper quartile, and mode of those markup values are reported. Note that the 

markup values were found using a sub-optimization (Equation 6.2) meaning each 

evaluation considered only a single product and a single respondent. Of the values 

shown, the median and the mode appear to be the closest to the actual values; however 

the mode is sensitive to the discretization applied to the markup variable.  
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The final column shows the markup found when using a sub-optimization to identify a 

single product configuration for the average of all the respondents’ part worth values 

(i.e. mean betas). This approach would be practical since the evaluations performance 

are for a single product and a single row of part-worth values (i.e. not costly). 

Unfortunately, the markup values found were not close to the best found markup for 

the larger case study – demonstrating the limitations of using an aggregated logit model 

to represent heterogeneous customer preferences. Further, the markup values didn’t 

increase as the markup bounds increased. 

 

Table 6.12 - Candidate values for initial uniform markup  

Markup 
Bounds 

Case 
Study 

Best 
Found 

Markup 

Values from Optimal Targeted Product Table  
Mean 
Beta 

Lower 
Quartile Median 

Upper 
Quartile Mode 

0.0-1.0 
MP3 1.0 1.0 1.0 1.0 1.0 1.0 

Vehicle 1.0 0.9 1.0 1.0 1.0 0.7 

0.0-2.0 
MP3 1.1 1.0 1.2 1.8 2.0 1.0 

Vehicle 2.0 0.9 1.4 1.7 2.0 0.7 

 

With no clear winner from the candidate values in Table 6.12, the distribution of the 

markup values from the targeted product list where the optimal markup is determined 

for each respondent were plotted. The markup distribution when using the 0.0-1.0 

markup bounds is shown in Figure 6.27 for the MP3 case study and Figure 6.28 for the 

vehicle feature packaging case study. Similarity, the markup distribution when using 

the 0.0-2.0 markup bounds is shown in Figure 6.29 for the MP3 case study and Figure 

6.30 for the vehicle feature packaging case study. Looking at each distribution it 

becomes easier to “guess” what a good initial markup value might be for both case 
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studies and both markup ranges. Figure 6.29 provides a bit of a challenge as there 

appears to be two modes, one around 1.2 and another around 2.0.  

 

 
Figure 6.27 - Distribution of markup in MP3 case study using 0.0 - 1.0 markup bounds 
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Figure 6.28 - Distribution of markup in vehicle feature packaging case study using 0.0 - 1.0 

markup bounds 

 

 
Figure 6.29 - Distribution of markup in MP3 case study using 0.0 - 2.0 markup bounds 
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Figure 6.30 - Distribution of markup in vehicle feature packaging case study using 0.0 - 2.0 

markup bounds 

 

6.6 Summary 

This chapter expanded the ability to use targeted initialization for profit maximization 

problems that include pricing variables. This involved encoding a design string that 

included markup (i.e. pricing) variables, developing strategies to determine a markup 

setting, and updating the formulation of the sub-optimization procedure. The results 

from a smaller-scale MP3 case study and a larger-scale vehicle feature packing study 

suggest that a uniform initial markup strategy can be used to improve the product line 

search when there is some prior knowledge as to what the optimal markup may be. 

Otherwise a slightly less efficient but more robust strategy is to use the random optimal 

markup selection strategy. The random optimal markup selection strategy encourages 

markup variable diversity and should naturally be biased towards the optimal markup 
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variable setting. It may be possible to enhance this bias through some type of weighted 

selection process instead of the uniform random selection process currently used. 

In Section 0 it was possible to create product configurations that were priced above the 

maximum price level used in the initial survey. The current approach to handle this is to 

use the part-worth for the maximum price level and indicate the amount the product 

exceeded the maximum price as a constraint violation. Future work should consider 

alternative approaches to handle such a scenario. This could lessen the computational 

impact of considering “infeasible” design strings and further improve the rate of 

convergence. 
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7. Initializing Large-Scale Multi-Objective Product Line 

Optimization Problems 

7.1 Introduction 

The targeted initialization approach described in the previous three chapters was 

formulated around single objective product line optimization problems. However, firms 

may be interested in more than one objective during a product line optimization. To 

accommodate this, multiple objectives could be aggregated into a single metric – 

assuming the importance of each objective is known a priori. Since this is typically not 

possible, multi-objective problem formulations are used as they allow the decision 

maker to develop their preference towards each objective gradually by visualizing 

(Stump et al., 2009, 2004) and “shopping” (Balling, 1999) from the solution space.  

Besharati et al. (2006, 2004)offer an example of how a multi-objective solution space 

can be used to explore the tradeoffs present between share and share variation due to 

uncertainty. Other tradeoffs of interest can include platform performance versus 

product commonality (Khajavirad et al., 2009; Simpson et al., 2001), design objectives 

versus market share (Luo et al., 2005), or market share versus development cost and 

time (Kwong et al., 2011).  

Adding objectives to the problem formulation increases computational expense as more 

objectives have to be considered during each evaluation. This chapter expands the targeted 

initialization approach to accommodate product line optimization problems with multi-

objective formulations and fixed markup with the goal of improving search efficiency 

(i.e. research question #2). A fixed markup value, similar to Chapters 4 and 5, is used to 

simplify the analysis and eliminate potential confounding effects of variable markup. 
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7.2 Searching Product Line Optimization Problems with Multi-Objective 

Formulations 

This research has formulated product line optimizations around two different 

objectives: share of preference (Equation 3.5) and profit (i.e. per capita contribution 

margin (Equation 5.1)). An ideal solution would simultaneously maximize both objectives. 

However, Figure 7.1 and Figure 7.2 show that this is not possible due to the objectives 

conflicting. Figure 7.1 shows that the performance of the best share configuration found 

in Chapter 4 does not coincide with the performance of the best profit configuration 

found in Chapter 5 for the MP3 case study. A similar finding is shown for the vehicle 

feature packaging case study in Figure 7.2.  

 

 
Figure 7.1 - Performance of best share configuration and best PCCM configuration in MP3 

case study 
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Figure 7.2 - Performance of best share configuration and best PCCM configuration in 

vehicle feature packaging case study 
 

 

Without a single optimal configuration for both objectives, the decision maker is left 

with a tradeoff decision. As discussed in the previous two chapters, firms are typically 

focused on profit maximization. Still, they may be willing to give up some short-term 

profitability to increase market penetration (i.e. share of preference). For instance, 

video game consoles are commonly sold for little or no profit so that the higher market 

share will maximize royalties from later software sales.  

Between the two points in both Figure 7.1 and Figure 7.2 exists a set of non-dominated 

solutions called the Pareto set (1971). An attractive characteristic of a Pareto set is a 

wide spread of solutions over of the range of objective function values as it provides the 

designer with a broad variety of potential options to consider during tradeoff 

exploration (Wu and Azarm, 2000). Effectively sampling possible product combinations 
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to find the Pareto set in a product line optimization problem with a multi-objective 

formulation requires the use of a multi-objective optimization approach. 

While a weighted sum approach (i.e. multiple single objective searches) is easier to 

implement, it is incapable of generating solutions in the non-convex region of the non-

dominated set, does not create a solution set with an even spread in the objective space, 

and is computationally expensive (Foster and Ferguson, 2014; Kim and Weck, 2005). 

For example, consider the two solutions in Figure 7.1 and Figure 7.2. These results are 

the solution to two single objective optimizations. Yet, the ability to describe the tradeoff 

between the share of preference and profit objectives is extremely limited in both figures.  

Instead, this research searches for product line configurations in problems with multi-

objective formulations using a multi-objective genetic algorithm (MOGA). NSGA-II (Deb 

et al., 2002) is a popular type of MOGA. One of the biggest differences between a GA and 

a MOGA is the ability to determine which solutions are non-dominated. The base GA 

discussed in Section 3.3 incorporates a fast non-dominated sorting algorithm developed 

for NSGA-II for this purpose.  

7.3 Targeted Initialization Approach for Multi-Objective Formulations 

The investigation in Chapter 5 showed that the objective used in the sub-optimization 

should correlate with the objective of the overall product line optimization problem. 

However, a multi-objective problem formulation will have more than one objective. 

When the targeted initialization approach searches for a respondent’s optimal product 

the expectation is that a single product configuration will be identified – step #3 in 

Section 4.2. Formulating the sub-optimization as a multi-objective problem will cause 

each evaluation to become more expensive and the search to identify more than one 

targeted product. 
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To remedy this, a single objective formulation should be used for the sub-optimization 

problem. The objective chosen could be any of the problem level objectives, some 

weighted aggregation of those objectives, or a related metric such as using observed 

utility for share of preference. This chapter will investigate different approaches that 

use either the problem level objectives (e.g. PCCM) or a related metric (e.g. observed 

utility). 

The simplest approach is to pick a single objective from the available options and 

construct all the product lines using product configurations targeted at that objective. 

For this research this approach is tried with observed utility (Equation 2.2) – termed 

TAR-UTIL – and per capita contribution margin (Equation 5.1) – termed TAR-PCCM. 

These mimic the targeted initialization approaches used in Chapters 4 and 5 

respectively. The benefit of this approach is low initial cost as only one targeted product 

list needs to be created. The downside is the initial population is enhanced for only one 

of the objectives in the problem. 

To better address all objectives in the problem, an alternative approach identifies a 

targeted product configuration for each objective – step #3 in Section 4.2. This results 

in multiple targeted product lists. Product lines can then be constructed so that all the 

products in the same line enhance the same objective (TAR-SAME) by randomly 

choosing a single list ahead of time. Figure 7.3 shows an example of a product line being 

constructed using this approach. In this figure, the targeted product configurations for 

the PCCM objective are randomly chosen, and the targeted product configurations for 

respondent #2 and #3 are combined. 

With multiple product lines in the initial population, each objective should be 

represented – assuming there are more population members than objectives. This 

approach should create an initial population that has enhanced performance at the 
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edges of the performance space. The product line optimization would then be used to 

fill region between these solutions in the performance space. 

 

 
Figure 7.3 - Using targeted initialization approach to create a hypothetical product line 

that enhances the same objective 

 

For a more uniform representation of each objective, targeted product configurations 

can be chosen randomly from all the targeted product lists (TAR-ALL). Figure 7.4 shows 

an example of a product line being constructed using this approach. In this figure, 

respondent #1’s targeted product configuration for the observed utility objective and 

respondent #3’s targeted product configuration for the PCCM objective are randomly 

chosen and combined. If a pre-allocated targeted list is used, the TAR-SAME and TAR-
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ALL approach have the disadvantage of added initial cost since targeted products have 

to be found for each objective (i.e. multiple targeted product lists). However, if targeted 

products are found on the fly, the initial cost may be comparable to the TAR-UTIL and 

TAR-PCCM approaches. 

 

 
Figure 7.4 - Using targeted initialization approach to create a hypothetical product line 

that enhances all objectives 

 

7.4 Experimental Procedure 

The section describes the experimental procedure used to test each of the multi-

objective targeted initialization approaches described in the previous section. For each 
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targeted initialization approach in Section 7.3 a variation of the base GA (Section 3.3) 

was created. Since the base GA was originally developed to handle multi-objective 

problem formulations (i.e. it is actually a MOGA), all settings and operators other than 

initialization were unchanged. Each setup was run on both the small-scale MP3 case 

study (Section 0) and the large-scale vehicle feature packaging case study (Section 0). 

The goal of each optimization was to simultaneously maximize share of preference 

(Equation 3.5) and PCCM (Equation 5.1). The formulation for each product line 

optimization is shown in Equation 7.1.  

 

 

Max: Share of Preference (Equation 3.5) 
Per Capita Contribution Margin (Equation 5.1) 
Change: Feature levels (    ) 

Subject to: Bounds on price levels  
No identical product variants in same product line 
Bounds on number of feature levels per attribute 

Equation 7.1 

 

Each optimization setup was run on each problem 10 times to allow average behavior 

to be assessed. Including a base GA setup resulted in 100 total runs or 50 for each 

problem. Table 7.1 shows a summary of all the optimization runs performed. To reduce 

variability, two targeted product lists that were created and re-used: one created using 

the observed utility sub-objective (Equation 4.1) and on created using the PCCM sub-

objective (Equation 5.2). The TAR-UTIL setup used only the targeted products found 

using the observed utility sub-objective while the TAR-PCCM setup used only targeted 

products found using the PCCM sub-objective. Meanwhile, the TAR-SAME and TAR-ALL 

approaches used the targeted product configurations from both.  
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Table 7.1 - Number of experimental runs for multi-objective problem formulations 

Problem Optimization Setup Number of Runs 

MP3 BASE 10 

MP3 TAR-UTIL 10 

MP3 TAR-PCCM 10 

MP3 TAR-SAME 10 

MP3 TAR-ALL 10 

Vehicle BASE 10 

Vehicle TAR-UTIL 10 

Vehicle TAR-PCCM 10 

Vehicle TAR-SAME 10 

Vehicle TAR-ALL 10 

 

7.5 Results 

This section shows the results from the experimental procedure outlined in Section 0. 

As in the previous two sections, the PCCM results for the vehicle feature packaging 

problem are normalized according to the maximum price level to protect sensitive 

information from the industry partner. The first set of results show the computational 

cost needed to initialize each optimization setup. Table 7.2 shows the results for the 

MP3 case study, while Table 7.3 shows the results for the vehicle feature packaging case 

study. In both tables the TAR-UTIL and TAR-PCCM setups had the lowest initial cost out 

of the targeted setups, with the TAR-UTIL setup being faster due to less overhead. The 

TAR-SAME and TAR-ALL approaches had identical initial cost values since they both 

used the same set of targeted product lists. 
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Table 7.2 - Cost of initialization in MP3 case study 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.2 0 0.0 

TAR-UTIL 18.4 74,222 120.7 

TAR-PCCM 25.6 72,384 117.7 

TAR-SAME 44.0 146,606 238.4 

TAR-ALL 44.0 146,606 238.4 

 
 
 

Table 7.3 - Cost of initialization in vehicle feature packaging case study 

Setup Time (sec) Sub-Evaluations Equivalent Product Line Evaluations 

BASE 0.0 0 0.0 

TAR-UTIL 233.4 525,911 57.8 

TAR-PCCM 336.4 620,543 68.2 

TAR-SAME 569.8 1,146,454 126.0 

TAR-ALL 569.8 1,146,454 126.0 

 

The next set of results show the initial coverage in the performance space due to each 

setup. To increase readability, each plot is broken up into three figures. Part A figures 

show the BASE, TAR-UTIL, and TAR-PCCM setups, while part B figures show just the 

BASE and TAR-SAME setups and part C figures show just the BASE and TAR-ALL setups. 

The initial coverage for the MP3 case study is shown in Figure 7.5 (part A), Figure 7.6 

(part B), and Figure 7.7 (part C). Similar plots for the vehicle feature packaging case 

study are shown in Figure 7.8 (part A), Figure 7.9 (part B), and Figure 7.10 (part C). 

Within each plot the performance of every product line created in the 10 runs is shown. 

For the MP3 case study there are 2100 points per setup – 210 initial product lines × 10 

runs – and for the vehicle feature packaging case study there are 7600 points per setup 

– 760 initial product lines × 10 runs. Additionally, the performance of the solutions 
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found in Chapter 4 – maximum share of preference – and Chapter 5 – maximum PCCM – 

are shown to indicate the maximum value on each axis. 

The behavior displayed by each setup in the figures is similar to what was anticipated 

during the development of each approach in Section 7.3. As shown in Figure 7.5 and 

Figure 7.8, targeting just observed utility leads to product lines that are biased towards 

high share of preference. Meanwhile, the same set of figures shows that targeting just 

PCCM causes the opposite to occur – bias towards high PCCM.  

Not surprisingly, when an initial population includes a mix of product lines that target 

one of the objectives (TAR-SAME) the initial population is able to push towards the 

edges of the performance space as shown in Figure 7.6 and Figure 7.9. Also as expected, 

the TAR-ALL setup provides a more uniform coverage in the performance space. As 

shown in Figure 7.7and Figure 7.10 the initial population created by the TAR-ALL 

approach will have better coverage in the “middle” of the performance space and less 

coverage on the edges. 

To further analyze the results, a hypervolume metric (While et al., 2006) was used to 

quantify the quality of coverage in the performance space. This metric was chosen as it 

captures both the distance and the spread of the frontier in a single value. The theory is 

that the larger the value the better the frontier (i.e. set of non-dominate points). For a 

two-objective case study problem, this metric is equal to the amount of area underneath 

the curve using the origin as a reference point. Figure 7.11 provides an example using 

the best share of preference and profit configurations. Since profit and share both have 

to be above 0, the (0,0) point is used when measuring hypervolume. 
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Figure 7.5 - Initial performance space coverage in MP3 case study (part A) 
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Figure 7.6 - Initial performance space coverage in MP3 case study (part B) 
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Figure 7.7 - Initial performance space coverage in MP3 case study (part C) 
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Figure 7.8 - Initial performance space coverage in vehicle feature packaging case study 

(part A) 
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Figure 7.9 - Initial performance space coverage in vehicle feature packaging case study 

(part B) 
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Figure 7.10 - Initial performance space coverage in vehicle feature packaging case study 

(part C) 
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Figure 7.11 - Example hypervolume for MP3 case study using best share configuration and 

best PCCM configuration 

 

The next set of results compares the distribution of initial solution quality (i.e. 

hypervolume) for the product lines generated using each setup. Figure 7.12 shows the 

distributions for the MP3 case study and Figure 7.13 shows the distributions for the 

vehicle feature packaging case study. Both figures show the hypervolume distribution 

for all 10 runs. The box plots within each figure are ordered from highest median value 

to lowest; however some setups result in higher upper quartiles due to increased 

variability between runs. 

For this research, the hypervolume is divided by the maximum possible hypervolume to 

create a hypervolume fraction that is bounded between 0 and 1. For the MP3 case study 

the maximum possible hypervolume would be the area between the origin (0%, $0) and 
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the utopia point (88.42%, $83.05), which represents the best possible performance in 

each objective. For the vehicle feature packaging case study the utopia point exists at 

(75.5%, 0.1295). 

 

 
Figure 7.12 - Initial hypervolume distribution in MP3 case study 
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Figure 7.13 - Initial hypervolume distribution in vehicle feature packaging case study 

 

 

In both figures, all the multi-objective targeted initialization approaches created initial 

populations that had higher initial hypervolume than the BASE setup. Of the targeted 

setups, the TAR-SAME setup produced the highest median hypervolume while the TAR-

UTIL setup produced to lowest median hypervolume in both case studies. Meanwhile, 

the TAR-PCCM and TAR-ALL setups had similar performance in both case studies. 

After validating that the updated targeted initialization approach was able to initialize 

the genetic algorithm with a better starting population, the next set of results 

investigated the convergence properties of the search. For the MP3 case study, Figure 

7.14 shows average hypervolume fraction versus time assuming parallelized 

initialization and Figure 7.15 shows average hypervolume fraction versus the number 
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of product line evaluations. A similar set of figures is shown for the vehicle feature 

packaging problem in Figure 7.16 and Figure 7.17 respectively. In all four figures, the 

initialization cost of each setup was accounted for by shifting the corresponding curve 

to the right.  

In all of the figures except Figure 7.14, the results for targeted setups showed better 

convergence properties than the BASE setup. In Figure 7.14 only the TAR-PCCM setup 

showed a faster rate of convergence than the BASE setup – all the other setups required 

a similar amount of total time as the BASE setup to converge. Given this performance, it 

was surprising to see the TAR-PCCM setup display the worst convergence properties of 

all the targeted initialization setups in the vehicle feature packaging case study. The 

results for the vehicle feature packaging case study also show that all the targeted 

initialization techniques found frontiers with greater hypervolume than the base setup 

in the allotted 100 generations. Finally, the TAR-SAME and TAR-ALL setups performed 

similarly in both case studies even though the TAR-SAME setup had a higher initial 

median hypervolume. 
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Figure 7.14 - Average hypervolume versus time in MP3 case study with parallelized 

initialization 
 
 

 
Figure 7.15 - Average hypervolume versus evaluations in MP3 case study 
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Figure 7.16 - Average hypervolume versus time in vehicle feature packaging case study 

with parallelized initialization 
 
 

 
Figure 7.17 - Average hypervolume versus evaluations in vehicle feature packaging case 

study 
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To better visualize the convergence of each setup, the active population at the 1st, 10th, 

and 100th generation were plotted for each setup in each case study. In each figure all 

the product lines active during a given generation for all 10 runs are shown for the 

specified generations. For the MP3 case study each generation shows at least 2100 

points per generation and for the vehicle feature packaging case study there are at least 

7600 points shown per generation. 

To improve readability each setup is shown in its own figure. For the MP3 case study 

the convergence of the BASE setup is shown in Figure 7.18, the TAR-UTIL setup in 

Figure 7.19, the TAR-PCCM setup in Figure 7.20, the TAR-SAME setup in Figure 7.21, 

and the TAR-ALL setup in Figure 7.22. For the vehicle feature packaging case study the 

convergence of the BASE setup is shown in Figure 7.23, the TAR-UTIL setup in Figure 

7.24, the TAR-PCCM setup in Figure 7.25, the TAR-SAME setup in Figure 7.26, and the 

TAR-ALL setup in Figure 7.27. 

All the targeted setups show a relatively large jump from generation 1 to generation 10 

for the MP3 case study. This correlates with the quick convergence observed in Figure 

7.14 and Figure 7.15 shown earlier. Also in the MP3 case study there seems to be some 

type of void between the high PCCM product configurations and the bulk of the design 

configurations on the right of the plots. A possible explanation is the bimodal price 

sensitivity observed in Figure 6.29.  

In the vehicle feature packaging case study, all the targeted setups appear to do a better 

job of finding product line configurations with high share of preference; however they 

can all still improve. Further, all the targeted setups identify a non-convex region of the 

performance space – something the BASE setup was unable to do. Finally, a closer 

inspection of the TAR-PCCM setup for the vehicle feature packaging case study (Figure 
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7.25) suggests that the slow convergence seen in Figure 7.16 and Figure 7.17 was due 

to the population struggling to improve in the share of preference objective. 

To capture the variation between runs, the 95% confidence intervals on the mean for a 

few key values are reported. A summary of these values is shown in Table 7.4 for the 

MP3 case study and Table 7.5 for the vehicle feature packaging case study. The tables 

show that all the setups were able to reach a 0.99 hypervolume fraction in the MP3. In 

the vehicle feature packaging problem the final hypervolume fraction was different for 

each setup, indicating that it likely needed more than 100 generations to fully converge.  

In both tables the TAR-ALL approached a final frontier with the best identified 

hypervolume fraction 0.9891 in the MP3 case study and 0.9657 in the vehicle feature 

packaging case study. The TAR-SAME had similar performance in both case studies, 

except its best frontier in the vehicle feature packaging case study had a hypervolume 

fraction of 0.9622. This suggests that both offer a robust approach to find the best final 

frontier. Further, if initial cost is neglected, both offer the quickest convergence rate. 
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Figure 7.18 - Convergence of BASE setup in MP3 case study 
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Figure 7.19 - Convergence of TAR-UTIL setup in MP3 case study 
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Figure 7.20 - Convergence of TAR-PCCM setup in MP3 case study 
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Figure 7.21 - Convergence of TAR-SAME setup in MP3 case study 
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Figure 7.22 - Convergence of TAR-ALL setup in MP3 case study 
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Figure 7.23 - Convergence of BASE setup in vehicle feature packaging case study 
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Figure 7.24 - Convergence of TAR-UTIL setup in vehicle feature packaging case study 
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Figure 7.25 - Convergence of TAR-PCCM setup in vehicle feature packaging case study 

 



178 

 
Figure 7.26 - Convergence of TAR-SAME setup in vehicle feature packaging case study 
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Figure 7.27 - Convergence of TAR-ALL setup in vehicle feature packaging case study 
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Table 7.4 - Summary of results for MP3 case study 

Setup 
Total Time 

(sec) 
Total Product 

Line Evaluations 

Average Hypervolume Fraction 

Gen 1 Gen 10 Gen 100 

BASE 19.4 ± 0.6 16,520.5 ± 397.5 0.28 ± 0.02 0.77 ± 0.02 0.99 ± 0.00 

TAR-UTIL 40.8 ± 2.7 15,491.6 ± 488.1 0.73 ± 0.02 0.90 ± 0.01 0.99 ± 0.00 

TAR-PCCM 43.6 ± 0.6 14,260.4 ± 204.5 0.75 ± 0.01 0.92 ± 0.01 0.99 ± 0.00 

TAR-SAME 64.9 ± 1.9 15,495.8 ± 629.7 0.77 ± 0.02 0.92 ± 0.02 0.99 ± 0.00 

TAR-ALL 63.6 ± 1.5 15,131.8 ± 522.2 0.75 ± 0.01 0.93 ± 0.01 0.99 ± 0.00 

 
 
 

Table 7.5 - Summary of results for vehicle feature packaging case study 

Setup 
Total Time 

(sec) 
Total Product 

Line Evaluations 

Average Hypervolume Fraction 

Gen 1 Gen 10 Gen 100 

BASE 182.5 ± 0.8 75,619.5 ± 118.2 0.60 ± 0.01 0.76 ± 0.01 0.92 ± 0.01 

TAR-UTIL 416.1 ± 1.4 75,839.9 ± 97.2 0.85 ± 0.01 0.88 ± 0.00 0.95 ± 0.00 

TAR-PCCM 522.7 ± 0.9 75,789.7 ± 177.2 0.90 ± 0.00 0.90 ± 0.00 0.94 ± 0.00 

TAR-SAME 754.5 ± 0.8 76,014.4 ± 39.0 0.91 ± 0.00 0.92 ± 0.00 0.95 ± 0.00 

TAR-ALL 755.5 ± 1.2 75,823.3 ± 104.4 0.91 ± 0.01 0.91 ± 0.01 0.95 ± 0.00 

 

7.6 Summary 

This chapter explored how to expand the targeted initialization population approach to 

accommodate product line optimization problem with multi-objective formulations. A 

few multi-objective targeted initialization approaches were tested for their ability to 

improve convergence in a small-scale MP3 product line case study and a large-scale 

vehicle feature packaging case study.  

The results showed that all the targeted initialization approaches tested covered 

improved the initial solution quality and convergence rate. Of the approaches tested, 

the two that considered all the objectives in the problem were more robust than the 

approaches that considered only a single objective for all the targeted products. This 
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suggests that the objectives represented in the initial population should correlate with 

the objectives of the overall product line optimization problem, which is similar to the 

findings from Chapter 5.  

The disadvantage of considering all objectives is the higher initial cost caused by the 

creation of multiple targeted product lists (one for each objective). Future work could 

lower the initial cost by making a single targeted product list where each respondent 

has one targeted product configuration that is optimal for only one of the objectives. To 

ensure all the objectives are represented, an objective would be randomly chosen for 

each respondent and their targeted product configurations found. 

Another avenue for future research is extending the targeted initialization approach to 

handle problems with variable markup and multi-objective problem formulations. The 

previous chapter showed that variable markup allows the product line optimization to 

find solutions with much higher PCCM. This should lead to a much broader frontier for 

each case study than the frontiers identified in this chapter.  
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8. Conclusions 

8.1 Research Summary 

Product line optimization is a computationally challenging type of combinatorial 

optimization problem. This research focused on developing approaches to improve the 

efficiency of product line optimization when interfaced with a hierarchical Bayes (HB) 

customer preference model. Specifically two challenges were identified that 

corresponded to two research questions. 

The first challenge focused on handling design prohibitions that create discontinuities 

in the design space and can slow down the product line optimization. To address this 

challenge, Chapter 2 investigated whether an HB model could be influenced to avoid 

infeasible solutions and how such a property would affect model accuracy. Next, 

Chapter 3 examined whether an HB model could prevent the product line optimization 

from identifying infeasible solutions. Additionally, several techniques for improving the 

rate of convergence for constrained product line optimization were tested. 

The second challenge was large‐scale applications of product line optimization that can 

take weeks of computational time due to the vastness of the design space. Chapter 4 

began to address this challenge by investigating whether an initialization approach that 

efficiently created product line seeds could be used to improve the efficiency of product 

line optimizations that maximized share of preference. Then Chapter 5 adapted this 

initialization approach to handle product line optimization problems that considered a 

profit objective. Chapter 6 expanded the initialization approach even further so that it 

could be used on product line optimization problems included pricing variables. Finally, 

Chapter 7 evolved the initialization approach to accommodate product line 

optimization problem with multi-objective formulations. 
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8.2 Discussion of Research Question #1 

Design prohibitions include component/feature incompatibility and dependency. To 

ensure that identified solutions are feasible, design prohibitions need to be 

incorporated into the product line optimization. The first research question asked: 

How should design prohibitions be handled in a product line optimization problem that 

includes a heterogeneous customer preference model? 

Three approaches for handling design prohibitions in a product line optimization were 

investigated:  

1) Solely in the heterogeneous customer preference model.  

2) Solely as a constraint in the product line optimization only.  

3) In the heterogeneous customer preference model and as a constraint in the 

product line optimization. 

Results from Chapter 2 indicated that HB could be influenced to avoid infeasible 

product configurations. However, this came with a tradeoff in model accuracy. 

Meanwhile, results from Chapter 3 showed that the computational cost of the product 

line optimization was reduced by using HB models that avoided infeasible product 

configurations. Those results also established that constraints would need to be used 

since using the HB model alone could not consistently ensure feasible product line 

solutions were identified and that a feasible initial population and/or string repair 

operation would improve the rate of convergence. 

In summary, design prohibitions should be handled as constraints in a product line 

optimization problem and the HB customer preference model should be created from 

responses to choice tasks that are allowed to show any configuration by respondents 

that are instructed to not screen on technical feasibility when choosing (approach #2). 
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Further, the product line search should be initialized with only feasible solutions and a 

string repair operation should be incorporated. 

The author notes that a minor improvement in solution quality and average time to find 

the optimal solution was achieved by a product line optimization that included design 

prohibition constraints and an HB model fit to choice-based conjoint survey responses 

where infeasible configurations were not shown (approach #3). Since this result was 

unexpected, more investigation is needed to determine if this consistently occurs before 

it can be recommended.    

8.3 Discussion of Research Question #2 

While, treating design prohibitions as combinatorial constraints in the optimization 

formulation reduced the efficiency of the product line optimization, large-scale product 

line optimization problems can involve over 1.8e33 unique product line configurations 

which can result in weeks of optimization. The second research question asks: 

How can large-scale product line optimization problems that include a heterogeneous 

customer preference model be searched more efficiently? 

Chapter 3 showed that initializing the product line search with nothing but feasible 

product configurations and/or including a string repair operator prior to evaluation 

reduced the time needed to find the optimum solution. Based on the success of the 

initialization approach in Chapter 3, a different initialization approach was created for 

handling large-scale product line optimization problems.  

This approach was termed the “targeted initialization approach” since it initialized a 

population-based search with product lines created from products targeted at different 

individual respondents. The theory was that targeting different market segments (e.g. 

respondents) would reduce cannibalization and respondents with similar preferences 
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would prefer a targeted product configuration over a randomly generated one. Four 

basic steps were outlined for the targeted initialization approach: 

1) Define the number of product variants 
2) Choose a different segment for each product variant to target 
3) Identify a product configuration that is desirable for each chosen segment 

(i.e. targeted product) – one per segment. 
4) Combine targeted products to form a product line 

In Chapter 4, a sub-optimization procedure that maximized observed utility was used to 

identify targeted product configurations that were desirable for the chosen respondent. 

Comparisons with randomly initialized product line optimizations showed that targeted 

initialization was able to improve both the solution quality of the initial population and 

the convergence rate of the product line optimization with comparable computational 

cost (runtime and evaluations). Further, product line optimizations using the targeted 

initialization approach either identified solutions with higher share of preference 

values or converged to the same solution in fewer evaluations. 

Chapter 4 also tested two sub-optimization algorithms for identifying targeted product 

configurations. The results showed that product configurations found using a genetic 

algorithm had a higher median share of preference and computational cost than a 2-opt 

coordinate ascent algorithm. Overall, the tradeoff between initial solution quality and 

computational effort was more appealing for the 2-opt coordinate ascent algorithm as it 

required far less time to identify near-optimal targeted products.  

In Chapter 5 the product line optimization problem was reformulated to maximize 

profit and the targeted initialization approach was updated. Results showed that re-

formulating the sub-optimization to also maximize profit instead of observed utility 

improved initial solution quality and slightly increased computational cost. Overall, this 

suggests that the objective used in the sub-optimization should correlate with the 

objective of the overall product line optimization problem. 
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To allow product line configurations with even greater profitability to be identified, the 

product line optimization problem in Chapter 6 was reformulated to include a firm-

level markup variable. Several strategies for identifying and combining targeted 

product configurations were tested. The results show that the most robust strategy is to 

allow the sub-optimization to identify an optimal markup for each targeted product. To 

combine targeted product configurations with different optimal markup, one of the 

markup settings from the selected targeted products should be chosen at random. This 

encourages markup variable diversity that is naturally biased towards the optimal 

markup setting when multiple product lines are included in the initial population.  

Chapter 6 also showed that, if the sub-optimization is reformulated to identify product 

configurations solely at a near-optimal markup setting, the cost of the targeted 

initialization approach is reduced and the initial solution quality in the product line 

optimization increases. However, the study failed to identify a cost-effective approach 

to identify a near-optimal markup setting a priori. 

To explore the tradeoffs present between share of preference and profit, Chapter 7 re-

formulated the product line optimization problem as a multi-objective product line 

optimization problem and tested a few modifications to the targeted initialization 

approach. The results showed that the targeted product configurations used to create 

the product lines in the targeted initialization approach should represent all the 

objectives in the product line optimization formulation. The author recommends 

making a single targeted product list where each respondent has one targeted product 

configuration that is optimal for a randomly chosen objective. The random selection is 

made for each respondent to so all objectives can be represented. 

In summary, the results from Chapters 4-7 show that strategically creating the initial 

population allows large-scale product line optimization problems that may consider 

design prohibitions to be searched more efficiently.  
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8.4 Future Work 

Several avenues of future work were identified in the previous chapters. This section 

highlights a few major areas of future research. The first area of future research deals 

with the procedure used to select which targeted product configurations to combine. 

Currently, product configurations are randomly selected. However, a more strategic 

means of choosing which product configurations are combined could further improve 

initial solutions quality and convergence rate. 

The second area of future research is concerned with the initial cost of the targeted 

initialization approach. While the approach requires a minimal amount of product line 

evaluations – typically less than a single generation of the full population – the time 

required to create an initial population using the targeted initialization approach can be 

somewhat lengthy due to the usage of a pre-allocated targeted product list. In this vein, 

future research should investigate ways to use fewer targeted configurations or 

algorithms to identify good solutions even faster. 

The final area of future research deals with combining the different approaches, 

strategies, and modifications developed in the research. This includes combining the 

targeted initialization approach for large-scale product line optimization problems with 

the feasible initialization approach for product line optimization problems that consider 

design prohibitions. It also includes dealing with problem formulations that have 

variable markup and multiple objectives. It is possible that a string repair technique – 

similar to the one used to handle design prohibitions – could improve the efficiency of 

product line optimization that consider product configurations that fall outside the 

price levels used in the heterogeneous customer preference model. 
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