
ABSTRACT  

CAPAN, MUGE. Optimal Patient-centered Response to Acute Physiological Deterioration of 

Hospitalized Patients. (Under the direction of Dr. Julie S. Ivy.)    

Hospitalized patients are at risk of unexpected acute and persistent physiological 

deterioration (APD), which is identified by disturbance in one or multiple physiological 

measures. Unanticipated APD may result in respiratory instability, cardiopulmonary arrest and 

death. Early warning scores (EWSs) are recommended as part of the early recognition and 

response to inpatient deterioration, including APD. EWSs not only provide a standardized 

method for clinical assessment, they also suggest which patients may require attention outside 

of an intensive care unit (ICU) provided by a critical care team, also called a Rapid Response 

Team (RRT). Currently used EWSs differ in the included physiological measures, and in the 

thresholds for triggering a response, e.g., RRT activation. At this time, there is no consensus 

on clinical guidelines for selection of physiological measures, and their thresholds to inform 

acute care decisions. There is a growing need to use the EWSs for acute care decision making 

to avoid failed or delayed response to APD. Bedside providers in the general ward commonly 

have to rely on subjective evaluations to trigger a response to APD. In addition, the current use 

of EWSs relies on fixed thresholds for a response without considering patient characteristics. 

Exploring the relationship between patient characteristics and APD, and identifying the 

patients who may benefit from an increased level of acute medical care would provide guidance 

in RRT activation, and help to personalize acute medical care. 

 



 In this research, we collaborate with the Division of Health Care Policy & Research, 

Department of Health Sciences Research, Mayo Clinic, Rochester. We seek to individualize 

the response to APD by using electronic medical records (EMRs). We use EWSs to capture 

the stochastic changes in a patient’s physiological condition during a stay in the general ward. 

Our methodology includes statistical analysis, dynamic programming, random variable 

generation, clustering analysis, and a robust modeling approach. We segment the data into 

patient subpopulations, and apply the Chi-square and Kruskal-Wallis tests to identify 

statistically significantly different subpopulations. We develop subpopulation-specific infinite-

horizon semi-Markov decision process (SMDP) models to optimize the care metrics related to 

stabilization and failure to recognize APD, while capturing the provider resource use as a 

function of EWSs and RRT activation. The optimal policies identify the subpopulation-specific 

RRT thresholds. We provide theoretical insights into the optimal total expected costs, and 

identify the framework to prove the existence of a control-limit policy. Finally, we address the 

uncertainty in cost parameters, because the fixed costs include time-based provider resource 

use, and may be subject to errors. In addition, the same resource time may be valued differently 

depending on the providers’ expertise level and the patients’ needs. We use an experimental 

design with eight scenarios, combined with a robust SMDP framework, to explore the impact 

of uncertainty in costs on the model results. The results of this research will allow bedside 

providers to make informed decisions regarding triggering an individualized response to APD 

in the general ward, and provide a baseline for future research in acute care decision making. 
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Chapter 1  
 

1. Introduction 

 

The transformation of health care from reactive and disease-centered to proactive and 

patient-centered care has been an emerging focus of hospitals worldwide. This transformation 

is associated with challenges, particularly the challenge of realizing the full potential of 

electronic medical records (EMRs). Despite innovations in health information technology, the 

use of EMRs to support clinical decision making has not met expectations (Kohn et al., 1999). 

The need for a systematic approach to enhance the performance of patient-centered medical 

care has been recognized by organizations such as the President’s Council of Advisors on 

Science and Technology (PCAST), the National Research Council (NRC), the Institute of 

Medicine (IOM), the Computing Community Consortium (CCC), and the National Academy 

of Engineering (NAE).    

The need to better inform the clinical decisions using EMRs is especially critical when 

it comes to the acute care of the inpatients experiencing an unexpected physiological decline 

in the general ward. Acute care is defined as the treatment for a short but severe episode of  
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illness, or the treatment received during recovery from a surgery. The general ward refers to 

rooms occupied by one or more individuals during a stay in the hospital who do not require 

close observation and high intensity medical care, i.e., the patients are not monitored 

continuously.  

Inpatients are at risk of unexpected acute and persistent physiological deterioration 

(APD), which is characterized by sustained abnormality in one or multiple physiological 

measures. The primary cause of preventable death reported in leading hospitals in the United 

States is unrecognized and unexpected APD (McGloin et al., 1999; Smith & Wood, 1998). 

Stabilization and recovery of a patient, i.e., resuscitation, relies primarily on early detection 

and appropriate response to deterioration. This is particularly true for patients in a general 

ward, because they may not be monitored as frequently as the patients in the intensive care unit 

(ICU). Failure to recognize and respond to APD can lead to undesired events, such as 

respiratory instability, cardiac arrest, and death (Peberdy et al., 2007). According to the 

estimates from two studies in New York hospitals, undesired events occurred in 3.7 percent of 

hospitalizations of which 13.6±1.7 percent led to death (Leape et al., 1991). In both studies, 

over half of the undesired events were identified as preventable. With over 36 million hospital 

admissions in the United States in 2010, Leape et al.’s results imply that over 90,000 

Americans die in hospitals each year as a result of a preventable undesired event. In 2010, 

preventable inpatient deaths corresponded to over 12% of all inpatient deaths (CDC/NCHS, 

national hospital discharge survey, 2010). The estimated total cost of preventable failures is 

between $17 billion and $29 billion per year nationwide (Kohn et al., 1999). 
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ADP is identified by acute and persistent disturbance in physiological measures, such 

as heart rate and blood pressure (Kyriacos et al., 2011; Peberdy et al., 2007). Hospitals have 

recognized the importance of timely interventions by a team with critical care competencies to 

prevent APD, or minimize the decline in health in case of APD. A medical emergency team, 

also called a Rapid Response Team (RRT), is a specialized team of clinicians who provide on-

site critical care service for physically deteriorating individuals who are being treated outside 

of an ICU (Leape et al., 1991; Searle et al., 2008; Subbe et al., 2001; Winters et al., 2007).  

The research described in this dissertation was performed in collaboration with the 

Division of Health Care Policy & Research, Department of Health Sciences Research, Mayo 

Clinic. The main motivation is to address failure to recognize or late response to APD, and 

support care providers by RRT activation decisions. A multidisciplinary team, including over 

700 physicians and nurses at Mayo Clinic, conducted a Failure Modes and Effect Analysis 

(FMEA) in December 2012, and identified 33 reasons for delayed or failed response to APD 

using: (i) frequency of occurrence, (ii) severity of impact to the patient, and (iii) ease of 

detecting the failures at the moment they occur. The FMEA results showed that the lack of a 

standard definition for APD, and the heterogeneous patient population are the primary factors 

causing delayed or failed response to APD. These results motivated our research. The research 

described in this dissertation focuses on patients in the general ward. Studies indicate that 

irregular monitoring patterns in the general ward may delay recognition of a deteriorating 

patient (Mitchell et al., 2010; Subbe et al., 2001).  

Hospitals have long embraced the use of Early Warning Scores (EWSs) to assess a  
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patient’s clinical condition (Bynd et al., 2004; Gray et al., 2002). EWSs not only provide a 

standardized method for clinical assessment, they also suggest which patients may require 

attention outside of an ICU provided by an RRT. Widely used EWSs are the Modified Early 

Warning Score (MEWS), the VitalPAC Early Warning Score (VIEWS), and the National Early 

Warning Score (NEWS) (Prytherch et al., 2010; Royal College of Physicians, 2012; Subbe et 

al., 2001). These EWSs differ in their physiological measures, and in the thresholds for 

triggering a response, e.g., RRT activation.  

 The computation of EWSs commonly relies on a system that scores physiological 

measures, and calculates an aggregate score as a weighted sum. Table 1.1 illustrates the 

calculation of MEWS and VIEWS. The units in Table 1.1 are respirations per minute (rpm) 

for the respiration rate; beats per minute (bpm) for the heart rate; degrees Celsius for the 

temperature (ºC); and millimeters of mercury (mmHg) for the systolic blood pressure. For 

example, using MEWS as described in Table 1.1, for a patient with a respiration rate of 15 rpm 

(weight of 1), temperature of 36 ºC (weight of 0), systolic blood pressure of 72 mmHg (weight 

of 2), heart rate of 80 bpm (weight of 0), and consciousness level “alert” (weight of 0), the 

MEWS is 1 + 0 + 2 + 0 + 0 = 3. 
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Table 1.1: Commonly used warning scores: MEWS and VIEWS. 

  Weight 

MEWS 3 2 1 0 1 2 3 

Respiration Rate [rpm]  < 9  9−14 15−20 21−29 > 29 

Temperature [ºC]  < 35  35−38.4  >38.4  

Systolic Blood 

Pressure [mmHg] 

<70 71−80 81−100 101−199  >199  

Heart Rate [bpm]  <40 41−50 51−100 101−110 111−129 >129 

Consciousness  None Pain Verbal Alert Verbal Pain None 

VIEWS 3 2 1 0 1 2 3 

Heart Rate [bpm]  < 40 41−50 51−90 91−110 111−130 > 131 

Respiration Rate [rpm] < 8  9−11 12−20  21−24 > 25 

Temperature [ºC] < 35.0  35.1−36.0 36.1−38.0 38.1−39.0 > 39.1  

Systolic Blood 

Pressure [mmHg] 

< 90 91−100 101−110 111−249 > 250   

Blood Oxygen 

Saturation [%] 

< 91 92−93 94−95 > 96    

Inspired Oxygen    Air   Any 

Oxygen 

Consciousness     Alert   Verbal, 

Pain, 

None 

 

 

 

 The primary aim of EWSs is to provide a simple method for categorizing a patient’s 

physiological condition. In addition, EWSs provide guidance to detect when a patient may 

require additional attention. Specifically, an aggregate score above a certain threshold suggests 

the need to activate the RRT (Royal College of Physicians, 2012). At this time, there is no 

consensus on clinical guidelines for selection of physiological measures, and their thresholds 

to inform acute care decisions. Bedside providers in the general ward commonly rely on 

subjective evaluations to trigger a response to APD. In addition, the current use of EWSs relies 

on fixed thresholds for a response without considering patient characteristics. For example, an  
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aggregate score exceeding a fixed threshold suggests immediate clinical assessment, and RRT 

activation, regardless of the patient characteristics (Royal College of Physicians, 2012). Table 

1.2 shows the current RRT activation criteria which are used at Mayo Clinic for all adult 

patients. Bedside care providers at Mayo Clinic are encouraged to activate RRT if at least one 

of these criteria is satisfied. 

 

 

 
Table 1.2: RRT activation criteria at Mayo Clinic. 

Criteria Explanation 

1 A staff member is worried about the individual  

2 Acute and persistent declining oxygen saturations < 90  [%]  

3 Acute and persistent change in heart rate < 40 or >130  [bpm] 

4 Acute and persistent change in systolic blood pressure < 90 [mmHg] 

5 Acute and persistent change in respiration rate < 10 or > 28  [rpm] 

6 Acute chest pain suggestive of ischemia  

7 Acute and persistent change in conscious state   

8 New onset of symptoms suggestive of stroke 

 

 

 

RRT activation criteria in Table 1.2 include subjective elements, e.g., “being worried.” In 

addition, the criteria are not patient-specific, e.g., one patient’s systolic blood pressure may 

deviate from the predetermined normal range without indicating APD, and for another patient 

the same measure may be life-threatening. Thus, the current RRT activation criteria at Mayo 

Clinic may result in suboptimal resuscitation interventions.   

 In conclusion, there is no single EWS system implemented across hospitals. Within the  
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same hospital, the EWSs may be implemented without considering the patient characteristics. 

Exploring the relationship between patient characteristics and APD, and identifying the patient 

groups who may benefit from an increased level of acute medical care would provide guidance 

in RRT activation. Developing analytical models based on EWSs has the potential to better 

inform and personalize resuscitation decisions by presenting the physiological deterioration 

over the hospitalization period as a stochastic process, and by identifying patients-specific 

resuscitation rules. From the modeling perspective, EWSs have several advantages: (i) EWSs 

can be easily computed from EMRs, (ii) the aggregate score combines several dimensions of 

health, which are informative for detecting APD; and (iii) EWSs can help to monitor the 

changes in physiological condition over time.  

1.1 Problem Description 

The current acute care delivery at Mayo Clinic can be improved by using EMRs to inform 

and personalize resuscitation decisions. The challenge is to use the large amount of EMRs in 

an efficient way to support the resuscitation decisions, such as the RRT activation. In this 

section, we present two dimensions of this challenge: the challenge of determining patients at 

risk of deterioration, and the need for dynamic models.  

 1.1.1 Challenge of Determining the Patients at Risk of Deterioration 

In an acute care setting, it is critical to identify the patients at risk of deteriorating, and the 

patients who are currently deteriorating physiologically. When the patients are assessed in 

irregular time intervals, such as in the general ward, the appropriate identification of patients  
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is challenging, because the patients are not monitored continuously.  

 EWSs are widely used to identify patients at risk of APD and trigger resuscitation 

decisions, e.g., RRT activation (Escobar et al., 2012; Kyriacos et al., 2011; Smith et al., 2006). 

The performance of any score depends on the patient population. Using the same thresholds 

for all patients may result in activating RRT unnecessarily. RRT commonly provides critical 

care in the ICU until any activation occurs. In case of an RRT call, the team provides on-site 

care in the general ward. The time RRT spends in transit and for the evaluation of patients who 

do not require this level of care translates to wasted resources, which could be used more 

appropriately to serve patients who are in need. Decision analytical models can transform 

EMRs into a decision model to inform RRT activation decisions.  

  An important feature of a decision analytical model is its interpretability. 

Interpretability is the ease with which a concept or a result can be understood. Although 

interpretability is subjective, analytical decision models aim to provide feedback which is easy 

to implement in practice (Cohen et al., 1980). A good example of an interpretable model is one 

which provides a control-limit policy. A control-limit policy is a set of decision rules with 

predetermined threshold value(s). In the problem context, an example could be: “if the current 

warning score observation 𝑥 is above (or below) the threshold, then initiate RRT; else, wait 

until the next observation.” Such a policy would be preferred in clinical practice due to its 

simplicity and interpretability.  

1.1.2 Need for Dynamic Models  

Each patient encounter is a sequential collection of clinical data over time, where streams of  
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data represent underlying physiological processes. In this context, a patient’s health can be 

considered a dynamic, stochastically failing and improving system. Some scores fail to capture 

the dynamic nature of the patient’s health by using a one-time measure to evaluate the risk of 

deterioration during hospitalization (Gray et al., 2002). If the EWSs are collected repeatedly, 

they can provide information about the changes in a patient’s physiology more dynamically. 

A dynamic programming model offers a suitable approach to capture this probabilistic system 

with repeatedly collected EWSs, because a patient’s health condition changes dynamically and 

stochastically during the hospitalization.  

One advantage of a dynamic programming model, such as a Markov decision process 

(MDP) model, is that multi-stage problems can be solved by analyzing a sequence of simpler, 

recursively defined decision problems, e.g., a patient’s hospitalization can be analyzed as 

sequential stages. MDP models are appropriate for capturing the dynamic nature of a patient’s 

health and resuscitation decisions triggered by the health condition. An MDP model is a 

sequential decision model obtained by using a set of possible actions, a set of immediate 

rewards (or costs) associated with the current state and action, and a terminal reward (or cost) 

where the state transitions follow a Markov chain (Puterman, 1994). In an MDP, a decision 

maker can influence the behavior of a probabilistic system through his/her actions as the 

system evolves through time. The Markov property in our problem context states that a 

patient’s future health state depends only on the current state and the current resuscitation 

action, and not on previous health states or resuscitation actions. Consequently, resuscitation 

actions, e.g., activating RRT, must consider the consequences associated with future health  
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states resulting from the actions.  

1.2 Research Question 

With the goal of developing a patient-centered, dynamic, and interpretable decision 

model, we seek to answer the following research question: “How can we use EMRs efficiently 

to optimize patient-centered resuscitation decisions of care providers prior to and during APD 

in adult patients, while considering the care provider resource use?” Further relevant 

questions are: 

 Which patient characteristics can be used to classify statistically significantly different 

subpopulations? (Chapter 3); 

 Are there optimal policies with patient-specific EWS thresholds? (Chapter 4); 

 What are the total expected costs associated with health states? (Chapter 4); 

 Under which conditions do optimal value functions have special structural properties? 

(Chapter 4); and 

 How are the model results impacted by changes in input parameters? (Chapter 5). 

Our patient-centered approach is established by dividing patients into subpopulations, and 

solving dynamic programming models for each subpopulation. Specifically, we develop a 

semi-Markov decision model (SMDP) to capture the dynamics of APD as a stochastic process 

from the perspective of the care provider, and recommend triggers for RRT activation while 

minimizing time delays associated with resuscitation and preventing long periods of unstable 

health conditions.  
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1.3 Remaining Content of the Dissertation 

The remainder of this dissertation is organized as follows: Chapter 2 provides an 

overview of the literature regarding MDP models and semi-Markov decision process (SMDP) 

models in decision analysis, and the application of Markovian models in various fields, such 

as machine maintenance and health care. Chapter 3 presents our approach to stratify the EMRs 

into patient subpopulations, and the statistical analyses to identify statistically significantly 

different subpopulations. Chapter 4 includes our subpopulation-specific infinite-horizon 

SMDP model, and discussion of the structural properties. Chapter 5 considers the uncertainty 

in the fixed cost parameters due to care providers’ perception of the patients’ needs and 

resource use, and presents the experimental design, including a robust SMDP, to explore the 

impact of uncertainty in fixed costs on the model results.  
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Chapter 2  

2. Literature Review 

 
This chapter gives an overview of the existing literature regarding Markov decision 

process (MDP) and semi-Markov decision process (SMDP) models, and a range of their 

applications. In this chapter, we review the medical and engineering literature that is relevant 

for our research. We discuss similarities and differences between the existing studies and our 

research. In Sections 2.1 and 2.2, we provide an overview of MDP models and their 

applications in health care. Section 2.3 focuses on SMDP models. Section 2.4 summarizes 

studies that applied SMDP models to machine maintenance, queuing, financial decision 

making problems, and health care. We conclude in Section 2.5.  

2.1 Markov Decision Process 

An MDP model is a model for sequential decision making which provides a framework 

for representing multi-stage decision problems in the presence of uncertainty. A MDP was first 

formulated by Bellman, and developed by Howard, Blackwell, Wolfe and Dantzig (Jewell, 

1963). In an MDP, the transition probability and reward functions depend only on the current  
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state of the system and the action selected by the decision maker in the current state (Puterman, 

1994). Any decision made at each step affects both the transition probabilities and the rewards 

obtained upon leaving the present state. The challenge is to specify a sequence of actions which 

allows the system to perform optimally by predetermined success criteria, e.g., maximizing the 

total expected rewards or minimizing the total expected costs. In the remainder of this section, 

we provide an overview of the undiscounted, finite-horizon MDP model. For further details 

about MDP formulations and solution techniques, the reader is referred to Howard (Howard, 

1971), Ross (Ross, 1970) and Puterman (Puterman, 1994). 

A finite-horizon, discrete-time MDP can be formulated as a collection of the objects: 

 (𝑆, 𝐴𝑠, 𝑇, 𝑃𝑡(𝑠, 𝑑(𝑠)), 𝑟𝑡(𝑠, 𝑑(𝑠)))  

 

 

where 𝑆 = {1, 2, … } represents the state space including all possible states the system can 

occupy, 𝐴𝑠 the action space including all possible actions in state 𝑠 ∈ 𝑆, 𝑇 the set of decision 

epochs 𝑡 = {1,2, … ,𝑁} indicating points in time when actions are allowed with 𝑁 < ∞, 

𝑃𝑡(𝑠, 𝑑(𝑠)) the transition probability matrix conditional on current state 𝑠 and action 𝑑(𝑠), and 

𝑟𝑡(𝑠, 𝑑(𝑠)) the reward (or cost) associated with state 𝑠 ∈ 𝑆, and action 𝑑(𝑠) ∈ 𝐴𝑠. This is a 

“Markovian” model, also called a memoryless model, because the transition probabilities and 

reward functions depend on the past only through the current state of the system and action. A 

decision rule, denoted by 𝑑𝑡(𝑠), determines a procedure for selecting an action in each state at 

a specified decision epoch 𝑡, 𝑑𝑡(𝑠): 𝑆 → 𝐴𝑠. A policy, denoted by 𝜋 = (𝑑0(𝑠), 𝑑1(𝑠),… ), is a 

sequence of decision rules to be followed at each decision epoch. A policy is called stationary  
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if 𝑑𝑡(𝑠) = 𝑑(𝑠) ∀ 𝑡 ∈ 𝑇, and 𝑠 ∈ 𝑆. For a maximization problem, the expected total reward 

over the decision making horizon if policy 𝜋 is used given the initial state 𝑠 at the first decision 

epoch is  

 𝑣𝑁(𝑠) = 𝐸𝑠
𝜋{∑ 𝑟𝑡(𝑠𝑡, 𝑑𝑡(𝑠𝑡)) + 𝑟𝑁(𝑠𝑁)

𝑁−1
𝑡=1 },  

 

where 𝑟𝑁(𝑠𝑁) is the terminal reward obtained by the end of the horizon when the system 

reaches state 𝑠𝑁 (Puterman, 1994).The objective of an MDP is to find the policy 𝜋∗ from the 

set of Π, i.e., the set of all possible policies, which maximizes the expected total reward or 

minimizes the expected total cost for each 𝑠 ∈ 𝑆. The optimal value function at each state and 

decision epoch can be solved recursively by using backwards induction, which uses the 

recursive relationship of dynamic programming. Further details about backwards induction can 

be found in Howard (Howard, 1971).   

2.2 MDP Applications in Health care  

MDP models have been applied in a wide range of fields varying from machine 

maintenance (Alali & Murari, 1988; Love et al., 2000; Zhang & Gao, 2012) and finance 

(Mamer, 1986), to queuing (Stidham, 2005) and health care (Alagoz et al., 2004; Alagoz et al., 

2010; Maillart et al., 2008; Shechter et al., 2008). Markovian models have been applied in 

health care since the 1960s to support screening, diagnosis, and treatment decisions, as well as 

patient flow and hospital operations optimization (Sonnenberg & Beck, 1993). Beck and 

Pauker describe the use of Markov models for determining prognosis in medical applications 

(Beck & Pauker, 1983). They focus on capturing the natural history of a chronic disease.  
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Further, they suggest Markov models for clinical decision making as an alternative to decision 

trees. Their study is followed by continuous growth in the number of MDP models for medical 

decision making. 

Shechter et al. develop a finite-horizon MDP model to determine the optimal time to 

initiate HIV treatment with the goal of maximizing a patient’s total expected quality-adjusted 

lifetime (Shechter et al., 2008). The health states are based on cluster of differentiation four 

(CD4) cell counts, and actions are to wait or initiate the treatment. CD4 is a type of cell playing 

an important role in the immune system. Shechter et al. prove an optimal control-limit policy 

structure identified by the patient’s adherence level. Alagoz et al. present an infinite-horizon 

MDP model to determine the optimal timing of living-donor liver transplantation (Alagoz et 

al., 2004). Model for End-stage Liver Disease (MELD) scores are used to identify health states. 

Alagoz et al. prove the control-limit policy using patient-specific deterioration speed. Our 

study shares similarities with Shechter et al.’s and Alagoz et al.’s study, because we also use 

scores (i.e., Early Warning Scores) to represent the model states. Maillart et al. show that 

mathematical modeling can be used to develop dynamic policies for mammography screening 

that compare the number of mammograms undertaken as a function of breast cancer mortality 

(Maillart et al., 2008). Different starting, transition (to different screening intervals), and 

stopping points for mammography screening are developed, and compared using this method. 

Maillart et al. formulate a partially observed Markov model to evaluate breast cancer screening 

alternatives with the goal of minimizing breast cancer mortality associated with age and stage 

of breast cancer at detection. The patient’s condition is assumed to be partially observable.  
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Optimal decisions are identified based on the perceived risk of different stages of breast cancer. 

Their results suggest that screening should start relatively early in life, and continue relatively 

late in life regardless of different screening intervals.  

These studies represent a small selection of the wide applications of MDP models in 

health care. Although our research does not model a chronic disease, such as HIV or breast 

cancer, we seek to contribute to the literature regarding the Markovian models with health care 

applications by modeling the stochastic evolution of the acute physiological deterioration of a 

patient during hospitalization. 

2.3 Semi-Markov Decision Process 

A semi-Markov decision process (SMDP), also called Markov Renewal Program, is a 

generalization of MDP model. SMDP models allow the time between state transitions to follow 

an arbitrary distribution. SMDP models were first studied by Levy, Smith and Takacs in 1954 

(Jewell, 1963a; Jewell, 1963b). Jewell and Howard introduced solution algorithms for finite- 

and infinite-horizon SMDP models (Howard, 1971; Jewell, 1963b). For further details about 

SMDP solution techniques, the reader is referred to Ross (1970), Cinlar (1975), and Puterman 

(1994). 

SMDP models generalize MDPs by: (i) allowing selection of actions whenever the 

system state changes; (ii) modeling the system evolution in continuous time; and (iii) allowing 

the time spent in a particular state to follow a general probability distribution. A SMDP model 

includes the following elements  
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(𝑆, 𝐴𝑠, 𝑇, 𝑃(𝑗|𝑠, 𝑑(𝑠)), 𝐹(𝑡|𝑠, 𝑑(𝑠)), 𝑟(𝑠, 𝑑(𝑠))) 

where 𝑆 represents the state space including all possible states the system can occupy, 𝐴𝑠 the 

action space including all possible actions in state 𝑠 ∈ 𝑆, and 𝑇 the set of decision epochs with 

𝑇 = {1,2, … ,𝑁} where 𝑁 ≤ ∞, 𝑃(𝑗| 𝑠, 𝑑(𝑠)) the probability that the embedded MDP is in state 

𝑗 at the next decision epoch given that the action 𝑑(𝑠) is taken in state 𝑠 at the current decision 

epoch. The term 𝐹(𝑡|𝑠, 𝑑(𝑠)) denotes the probability that the next decision epoch occurs within 

𝑡 time units of the current decision epoch, given that the current state is 𝑠 and the decision 

maker selects action 𝑑(𝑠). This is also called the sojourn time distribution, or holding time 

distribution. The term 𝑟(𝑠, 𝑑(𝑠)) is the cost (or reward) accumulated between two decision 

epochs given the state at the current decision epoch  𝑠 ∈ 𝑆, and action 𝑑(𝑠) ∈ 𝐴𝑠.  

In SMDP models, the action choice determines the joint probability distribution of the 

subsequent state and the time between decision epochs. The system evolves as follows:  

 system occupies 𝑠 ∈ 𝑆 at some decision epoch; 

 decision maker selects an action 𝑑(𝑠) from the set 𝐴𝑠; 

 the next decision epoch occurs at or before time 𝑡 and the system is in state 𝑗 at that 

decision epoch with probability 𝑄(𝑡, 𝑗|𝑠, 𝑑(𝑠)) where   

 𝑄(𝑡, 𝑗|𝑠, 𝑑(𝑠)) =  𝑃(𝑗|𝑠, 𝑑(𝑠)) 𝐹(𝑡|𝑠, 𝑑(𝑠)).  

 

In SMDP models, the natural process captures system evolution as a continuous observation 

of the state over time, and allows for the identification of the rewards (or cost) collected 

between two decision epochs. The process which describes the evolution of the system at  
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decision epochs only is the embedded Markov decision process, also called the semi-Markov 

decision process. The natural process and the semi-Markov decision process overlap at 

decision epochs (Figure 2.1).  
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Decision
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Figure 2.1: Sample path of an SMDP with three states, S={1,2,3}. The solid lines denote the natural 

process. Closed circles indicate that the natural process is right-continuous. Open circles denote the 

state of the SMDP at decision epochs (i.e., semi-Markov decision process) (Puterman, 1994). 

 

 

 

SMDP models are classified as finite- or infinite-horizon models; discrete-time or 

continuous-time models; and discounted or undiscounted models. In a finite-horizon SMDP 

the system is allowed to operate only for a finite period of time, e.g., 𝑇 = {1,2, … ,𝑁} with 𝑁 <

∞. In an infinite-horizon model the system can operate indefinitely, i.e., 𝑇 = {1,2, … }. In a 

discrete-time model decision epochs are confined to a fixed time scale, i.e., 𝐹(𝑡|𝑠, 𝑑(𝑠)) is a 

discrete distribution. In a continuous-time model the decision epochs can occur after any  
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positive time spent in a state, i.e., 𝐹(𝑡|𝑠, 𝑑(𝑠)) is a continuous distribution.  

In infinite-horizon SMDP models the optimal policy is time-independent, or stationary. 

A stationary policy 𝜋 = (𝑑(1), 𝑑(2),… ) determines a decision rule 𝑑(𝑠) for each state 

independent of the time. Following the policy 𝜋, the expected total cost is  

 
𝑣𝛼

𝜋(𝑠) = 𝑟(𝑠, 𝑑(𝑠)) +∑∫ 𝑒−𝛼𝑡𝑄(𝑑𝑡, 𝑗|𝑠, 𝑑(𝑠)) 𝑣𝛼
𝜋(𝑗)

∞

0𝑗∈𝑆

   (2.1) 

where  

 𝑟(𝑠, 𝑑(𝑠)) = 𝛾(𝑠, 𝑑(𝑠)) +

∫ ∑ [∫ 𝑒−𝛼𝑡 
𝑢

0
𝑐(𝑗, 𝑠, 𝑑(𝑠)) 𝑃(𝑗|𝑡, 𝑠, 𝑑(𝑠))𝑑𝑡]𝐹(𝑑𝑢|𝑠, 𝑑(𝑠))𝑗∈𝑆

∞

0
 . 

 

In Equation (2.1), 𝛾(𝑠, 𝑑(𝑠)) denotes the immediate fixed cost associated with being in state 𝑠 

and taking action 𝑑(𝑠); 𝑐(𝑗, 𝑠, 𝑑(𝑠)) is the cost rate capturing the cost collected between two 

decision epochs, discounted to the current time using continuous discounting 𝑒−𝛼𝑡 and 𝛼 > 0.  

The backwards induction method is commonly used to find the optimal time-dependent 

policy for finite-horizon models with or without discounting (Howard, 1971). Infinite-horizon 

SMDP models are solved by methods including policy iteration, value iteration and linear 

programming (Puterman, 1994). Table 2.1 summarizes the steps of the policy iteration 

algorithm. 
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Table 2.1: Policy iteration algorithm for infinite-horizon SMDP. 

Step 1: Initialization. Set 𝑛 = 0, and select an arbitrary stationary policy 𝑑𝑛 =
(𝑑𝑛(1), 𝑑𝑛(2), … ) ∈ 𝐷 where state space is denoted by 𝑆. 

Step 2: Policy Evaluation. Solve 𝑣𝛼
𝑑𝑛 = (𝐼 −𝑀𝑑𝑛)

−1
𝑟𝑑𝑛  to evaluate the initial policy, and 

obtain the value function vector 𝑣𝛼
𝑑𝑛. 

Step 3: Policy Improvement. Choose 𝑑𝑛+1 ∈ argmin𝑑𝑛∈𝐷 {𝑟𝑑𝑛 +𝑀𝑑𝑛𝑣𝛼
𝑑𝑛}. Set 𝑑𝑛+1 = 𝑑𝑛 if 

possible. 

Step 4: Termination. If 𝑑𝑛+1 = 𝑑𝑛 , stop. Set 𝑑∗ = 𝑑𝑛. Otherwise, increment 𝑛 by 1, return to 

step 2. 

 

 

 

In policy iteration algorithm, the infinite-horizon problem is solved by searching 

among the possible stationary policies 𝐷 to find the optimal policy 𝑑∗. After selecting an 

arbitrary initial stationary policy 𝑑𝑛 for the iteration 𝑛 = 0, the policy is evaluated by 

computing the value function for each state, 𝑣𝛼
𝑑𝑛(𝑠), which is expressed in matrix-vector 

notation as 

 𝑣𝛼
𝑑𝑛 = 𝑟𝑑𝑛 +𝑀𝑑𝑛

𝑣𝛼
𝑑𝑛.  

The term 𝑀𝑑𝑛  represents the joint probability of the state movement and the holding time 

distribution if the policy 𝑑𝑛 is followed. The (𝑠, 𝑗) element of the |𝑆| × |𝑆| matrix 𝑀𝑑𝑛 are 

 
 𝑚𝑑𝑛

(𝑗|𝑠, 𝑑𝑛(𝑠)) = ∫ 𝑒−𝛼𝑡
∞

0

𝑄𝑑𝑛(𝑑𝑡, 𝑗|𝑠, 𝑑𝑛(𝑠))     for 𝑗, 𝑠 ∈ 𝑆 and 𝑑𝑛(𝑠) ∈ 𝐴𝑠.  

At each iteration cycle of the policy iteration algorithm, the decision is only changed if another 

alternative provides a strictly greater value of the value function. When a new action has been 

chosen for a state at the policy improvement step, the new policy is evaluated. The iteration 

cycles continue until the policy remains the same between two subsequent iterations. In this  
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case, the algorithm terminates, and the optimal stationary policy and the corresponding value 

function realization are found. 

By definition of 𝑀𝑑𝑛, the rows may not sum to one. Ross contributed an assumption for 

addressing this issue as follows (Ross, 1970): 

Assumption 3.1. There exists 휀 > 0 and 𝛿 > 0  such that 𝐹(𝛿|𝑠, 𝑑(𝑠)) ≤ 1 − 휀 for all 𝑠 ∈

𝑆, 𝑑(s) ∈ 𝐴𝑠.  

Assumption 3.1 avoids the possibility of an infinite number of decision epochs within a finite 

time, and ensures that for any given policy the row sums of 𝑀𝑑𝑛 are strictly less than 1. If 

‖𝑀𝑑𝑛
‖ < 1, then (I −𝑀𝑑𝑛

)
−1

 exists (as described in Appendix A). If (I −𝑀𝑑𝑛
)
−1

 exists, then 

the value function at the 𝑛𝑡ℎ  iteration is computed as (Puterman, 1994): 

 𝑣𝛼
𝑑𝑛 = 𝑟𝑑𝑛 +𝑀𝑑𝑛

𝑣𝛼
𝑑𝑛   ↔    𝑣𝛼

𝑑𝑛 = (I −𝑀𝑑𝑛
)
−1
𝑟𝑑𝑛  .  

2.4 SMDP Applications   

This section gives a brief overview of SMDP applications in the literature. We focus 

on selected work relevant to our study. 

2.4.1 SMDP Applications in Machine Maintenance    

SMDP models have been used in the machine maintenance literature to capture 

stochastic deterioration of equipment over time. Maintenance systems with nonexponential 

failure rates have been modeled using SMDPs by allowing the holding times to follow an 

arbitrary probability distribution. 
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Kao developed a finite-state discrete-time semi-Markov decision process model with 

two actions, repair or do nothing (Kao, 1973). It was assumed that without an intervention 

(repair) the system can only remain in its current state or deteriorate, a repair returns the system 

to the best possible state from every state, and once system reaches the worst state the only 

possible action is to repair. Kao provides state-dependent, age-dependent, or state- and age-

dependent optimal replacement rules using policy iteration. In addition, Kao provides 

conditions for the existence of a control-limit replacement rule which states that when the 

system reaches the control-limit state, the rule dictates to replace the machine for any state 

greater or equal to the threshold state. The aspect of a stochastically failing system is similar 

to our approach of modeling physiological deterioration. Our model differs from Kao’s in two 

aspects: (i) patients can recover, therefore the system can fail or improve stochastically with 

or without intervention; and (ii) we do not assume that activating RRT returns the patients’ 

health status to the best possible state from every state with certainty. We discussed Kao’s 

study in detail because of its similarities to our research, such as establishing conditions for the 

existence of a control-limit decision rule. There are several other examples of semi-Markovian 

deterioration models in the literature (Lam & Yeh, 1994; Kim & Makis, 2009). 

2.4.2 SMDP Applications in Queuing 

SMDP models have been widely studied in the queuing control literature. In queuing 

control systems, control is exercised by accepting or rejecting arriving customers, or by 

charging entering customers an entrance fee. Typically there is a reward associated with each 

entering customer. The goal is to determine optimal entering policies for finite- and infinite- 
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horizon models. SMDP models allow general arrival times, or general service time 

distributions. They can be used to analyze G/M/c and M/G/c queuing systems. Optimal policies 

can be considered from the societal perspective, e.g., optimizing total expected rewards for the 

entire population served, or from an individual’s perspective. 

Stidham developed a SMDP model to determine individually and societally optimal 

entering policies for a G/M/1 model for finite- and infinite-horizon problems with and without 

discounting (Stidham, 2005). He showed that the societally optimal policy is a monotone 

policy: a customer is less likely to be accepted as the number of customers already in the system 

increases. Individually optimal policies result in allowing more customers to enter, who would 

not be allowed to enter in the socially optimal policies. These properties are shown to hold 

both for finite- and infinite-horizon problems. There are differences between our SMDP model 

and Stidham’s models. In Stidham’s study there are two actions “admit” and “reject,” and 

decisions are only made at arrival times. In the finite-horizon case, assuming that (i) the system 

will shut down after 𝑛 customers are served, (ii) there are currently 𝑖 customers in the system, 

(iii) an arriving customer will provide the reward 𝑟 if accepted into system, and (iv) the 

discount factor is 𝛼 > 0, the optimal value function is: 

 
𝑣𝑛,𝛼(𝑖, 𝑟) = max {

𝑟 + 𝑈𝑛,𝛼(𝑖 + 1)  𝑖𝑓 𝑎 = 𝑎𝑐𝑐𝑒𝑝𝑡

𝑈𝑛,𝛼(𝑖)               𝑖𝑓 𝑎 = 𝑟𝑒𝑗𝑒𝑐𝑡
}, (2.2) 

 

where 𝑈𝑛,𝛼(𝑖 + 1, 𝑟) denotes the total expected discounted reward over the entire planning 

horizon if there are 𝑖 + 1 customers in system. Equation (2.2) shows that the state of the system 

can only remain the same, or increase, immediately after an action is chosen. Stidham proves  
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the existence of a monotone optimal policy using this property, and shows that as the number 

of customers in the system increases, an arriving customer with reward 𝑟 is more likely be 

rejected. Although we also consider two actions, “activate RRT” and “wait,” proving structural 

properties in our case is more challenging, because the patient can move to any health state 

following an action. 

2.4.3 SMDP Applications in Finance 

 Another application area for SMDP models is in financial decision making. In financial 

decision problems, a common approach is the optimal stopping time framework. Optimal 

stopping problems commonly include two actions: one action immediately stops the process; 

the other action allows waiting until next decision epoch. The waiting action commonly 

generates cost during the waiting time. The goal is to maximize the total expected reward, or 

minimize the total expected cost, until the process has terminated. Lippman and McCall used 

optimal stopping for optimal job search (Lippman & McCall, 1976). Mamer focused on the 

problem of optimally liquidating an asset by a fixed deadline using a finite-horizon SMDP 

with optimal stopping time structure (Mamer, 1986). Mamer assumed that the amount of an 

arriving offer follows a distribution 𝐹0(∙); the time between offers follows the distribution 𝐺(∙); 

the state space is the amount of the offer [0,∞); and two actions are available, accept or reject. 

The decision maker can accept an offer and terminate the problem, or wait for a new offer at a 

constant cost rate 𝑐 per unit time. Mamer showed that the optimal policy has a control-limit 

structure: the decision maker accepts an offer arriving at time 𝑡 only if it is greater than or 

equal to a threshold which is nondecreasing in 𝑡. In our problem context, physiological  

 

 



 

25 

deterioration process can be modeled as an optimal stopping time problem if calling RRT 

terminates the decision process, e.g., if RRT calls are always followed by an ICU transfer or 

discharge from general ward. In this case, the action “wait” would correspond to postponing 

the decision until next observation is available. 

2.4.4 SMDP Applications in Health care 

SMDP models have been used to identify relationships between hospital resource 

capacities (e.g., hospital personnel), the quality of service (e.g., number of undesired events), 

and the utilization of resources (Kao, 1972; Weiss et al., 1982; White, 1976). Cohen et al. 

simulated a SMDP model to support capacity decisions for progressive patient care hospitals 

(Cohen et al., 1980). Kao examined a stochastic process of patient flow in a hospital and 

resource allocation using a finite state SMDP model to capture the recovery process of 

coronary patients (Kao, 1972). Kao’s transient model states represent recovery states using the 

degree of patient activity, type of medication, type of diet, and level of oxygen support. The 

only absorbing state is discharge, which can be alive, or deceased. Kao predicted demand for 

nursing and recovery-related services for coronary patients, and showed that the starting state 

significantly affects the recovery process. Weiss et al. presented a patient flow model in the 

maternity service unit of a hospital and model the patient location as a semi-Markov process 

(Weiss et al., 1982). Their model states include labor, delivery, recovery, maternity, 

emergency, home, and other. Patient types were created based on the medical procedure and 

maternal risk. Weiss et al. provided insight regarding tests of the underlying model 

assumptions and statistical model validation.  
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Our study shares similarities with Kao’s model, such as using transient recovery states 

and the combination of alive and deceased discharge dispositions as a single absorbing state, 

and creating subpopulations using patient characteristics, which will be discussed in Chapter 

3. The main differences between Kao’s and our model are related to updating of the model 

parameters. Kao uses the additional information obtained as the patients move through the 

recovery system to update the state transition probabilities. In our model, the state transition 

probabilities are estimated from EMRs and are not updated. In addition, Kao does not test the 

underlying model assumptions using statistical tests. The similarity between our study and 

Weiss et al.’s is that we use statistical tests, Chi-square test and the Kruskal-Wallis test, to 

determine if the patient subpopulations are statistically significantly different.  

2.5 Contributions of this Dissertation 

This dissertation includes both methodological and application-oriented contributions. 

Our methodological contributions include contributions to the medical decision making 

literature and to the OR literature. Many studies in literature neglect statistical tests of the 

underlying model assumptions (Weiss et al., 1982). In Chapter 3, we address the heterogeneity 

of the patient population. We segment the study population into homogeneous patient 

subpopulations as the first step in individualizing the acute care decision making. We develop 

a semi-Markov process using one-month of EMRs. Specifically, (i) we divide the study 

population into subpopulations by using three patient characteristics; (ii) derive frequency-

based estimates for the state transition probabilities for each subpopulation; (iii) compute the  
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length of stay in each state; and (iv) finally conduct statistical analysis by using (a) the Chi-

square test to determine if any given set of transition probability matrices differ significantly, 

and (b) the Kruskal-Wallis test to determine if the holding times for the corresponding 

subpopulations are drawn from the same distribution. In Chapter 4, we model the stochastic 

progression of APD and the recovery process with two control alternatives: wait or call RRT. 

We analyze 24-months of EMRs to represent the deterioration and recovery process of 

hospitalized patients, and develop an SMDP model. The findings highlight the importance of 

personalized resuscitation by identifying subpopulation-specific RRT triggers, and provide the 

expected total cost for each subpopulation. Further, we provide insight into the structural 

properties, and present the conditions for existence of the monotone optimal policies for a 

stochastically deteriorating and improving system. In Chapter 5, we address the uncertainty in 

model cost parameters. The fixed cost parameters, representing the nurse and RRT time based 

on a patient’s physiological condition, are derived from EMRs, and are subject to errors. In 

addition, the care provider team in the general ward may be heterogeneous, and provider time 

may be evaluated differently based on the expertise level and the intensity of care. We develop 

a model which allows the care providers to assign weights, as random variables, to the cost 

function with average fixed costs, and to a conservative cost function with the maximum fixed 

costs. Further, we include a relative RRT resource perception measure as a random variable. 

We explore the changes in model results due to the variation in the fixed costs for a selected 

subpopulation.   

As for the application-oriented contributions, we model APD as a dynamic process,  
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and capture the changes in a patient’s physiological condition over time. Although dynamic 

optimization models are used in medical decision making, none of the existing studies have 

developed an SMDP model associated with inpatient physiological deterioration to the best of 

our knowledge. Our analytical models capture the probabilistic changes in a patient’s 

physiological condition using EWSs, and how resuscitation actions may impact the natural 

progression of the deterioration and recovery process. We integrate evidence-based medicine 

and clinical expertise by combining EMRs and medical expertise. We identify subpopulations 

that may benefit from different resuscitation policies based on their characteristics. Our 

findings provide simple and individualized RRT activation rules, which help better inform 

resuscitation decision making in an acute care environment.  
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Chapter 3  

3. Identification of Patient Populations Using 

Early Warning Scores  

 

3.1 Introduction    

In this chapter, we focus on the heterogeneity of the patient population, which can 

increase the chance that a provider fails to recognize acute and persistent physiological 

deterioration (APD), and has a delayed response to APD, as discussed in Chapter 1. Early 

Warning Scores (EWSs) are recommended primarily for evaluation of physiological condition. 

EWSs commonly rely on a system that scores physiological measurements. In addition, EWSs 

can be used to inform acute care decisions. Commonly, an aggregate score above a 

predetermined threshold indicates that the patient may benefit from activating a clinical team 

with acute-care competencies, e.g., a Rapid Response Team (RRT). Current RRT triggers at 

Mayo Clinic rely on a selection of the physiological measures combined with clinical expertise,  
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and provide a RRT response triggering structure, as discussed in Chapter 1. However, the 

current RRT criteria include subjective elements, and the triggers are used without considering 

patient-specific characteristics. EWSs can be derived from electronic medical records (EMRs), 

and they can enhance the personalization of the resuscitation process by identifying different 

patient populations. The performance of any EWSs-based resuscitation process may depend 

on the patient type. For example, Capan and Ivy (2013) compared the performance of EWSs 

in predicting future deterioration events using two vital-sign related indicators, shock index 

and mean arterial pressure. Their study showed the predictive decision tool’s performance 

varied depending on patient characteristics.  

In this chapter, we segment the EMRs to identify homogeneous patient groups as the 

first step in individualizing the acute care decision making process. We hypothesize that the 

hospitalized patient population is heterogeneous, and seek to identify medically relevant and 

statistically significantly different subgroups, denoted as subpopulations, using patient 

characteristics. The remainder of this chapter is organized as follows: in Section 3.2, we 

provide an overview of the relevant literature. In Section 3.3, we present our methodology, 

including the semi-Markov process, classification of the subpopulations, and the statistical 

tests for the subpopulations. We conclude in Section 3.4. 

3.2 Literature Review  

In this section, we provide a brief overview of the related literature. Our research shares 

common characteristics with the Markovian models for deteriorating systems in the machine  
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maintenance literature (Kim & Makis, 2009; Lam & Yeh, 1994; Love et al., 2000; So, 1992). 

Machine maintenance models typically analyze deteriorating industrial machinery, which is 

commonly modeled as a stochastically failing system. A replacement may return the system to 

the initial state; a repair may bring the system to a more desirable state. The objective is to 

obtain optimal decision rules that minimize costs associated with decreased machine 

performance and repair. In our problem context, the multi-state stochastically evolving system 

is the patient’s physiological condition. The EWSs are used to observe the deteriorating and 

improving physiological condition.   

Another approach to modeling deterioration is statistical charting, which is widely 

studied in the statistical process control (SPC) literature (Alwan & Roberts, 1988; Bersimis et 

al., 2007; Gan & Tan, 2010; Lowry & Montgomery, 1995). SPC charts are used in 

manufacturing and health care for surveillance, including performance monitoring, e.g., the 

performance of a unit in the hospital or an individual patient (Marshall, et al., 2004). SPC 

charts consider the system of interest as in-control or out-of-control depending on the 

acceptable control limits. They aim to detect important changes in the process, such as in the 

mean or variance, as soon as they have occurred and reduce variability over time (Woodall, 

2006). For example, Gan and Tan used SPC charts to detect deterioration in the quality of the 

patient care process measured by the mortality rate in hospitals (Gan & Tan, 2010). Although 

our approach shares similarities with SPC charts, such as computing and monitoring EWSs 

over time with predetermined in-control or out-of-control ranges, we seek to avoid the 

shortcomings of SPC charts. Most SPC charts assume the in-control process has a stationary  
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mean and variance which may not be appropriate for modeling health measures, such as vital 

signs, which fluctuate frequently. In addition, in multivariate SPC charts assignment of causes 

for an out-of-control observation is only possible once an unusual event has been detected 

(Kourti & MacGregor, 1996). In our problem context, by the time the out-of-control 

observation occurs, it may be too late to initiate resuscitation decisions. Therefore, SPC charts 

are more suitable for routine monitoring purposes to check process stability, rather than acute 

care decision support.  

Further, our modeling approach shares similarities with Markovian models in health 

care. For example, Rejeski et al. used a hidden Markov model approach to study the change in 

physical functions (Rejeski et al., 2008). Their study discussed that continuous variables, such 

as vital signs, are commonly subject to variability due to within-patient fluctuations and 

measurement error. As a consequence, the observed paths of the vital signs give a noisy 

representation of the true deterioration process. Rejeski et al. suggested treating the 

deterioration states as hidden, and defined a stochastic model that captures transitions between 

model states. The main difference between Rejeski et al.’s and our model is that we assume 

the health states are completely observable by EWSs. Kao developed a discrete-time, semi-

Markov decision model to capture the recovery process of coronary patients (Kao, 1972). Our 

study shares similarities with Kao’s model, such as using adverse event experience and patient 

characteristics to identify subpopulations. Kao segmented the patient population into 

subpopulations using age (i.e., “less than 65 years old” and “65 and older”), and discharge 

position, (i.e., “discharged alive” and “respiration has ceased” populations). We divide the  
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study population into subpopulations using three criteria: adverse event experience during the 

study period, frailty at admission, and admission type. We define adverse events as RRT 

activation, Code45 activation, or an unplanned transfer to the intensive care unit (ICU). 

Code45 is defined as an emergent event, when an individual experiences cardiac arrest or acute 

respiratory compromise requiring intubation. An unplanned transfer to the ICU represents the 

case when the patient’s health state deteriorates to a point where monitoring and treatment 

intensity provided in the general ward is not sufficient, and the patient needs to be transferred 

to a higher-level care unit. In the clinical literature, frailty is a multi-dimensional symptom 

independent of biological age, and it captures the physiological loss of reserve capacity 

(Bergman et al., 2007; Fried et al., 2001). Patients with a higher level of frailty are at increased 

risk for adverse outcomes (Fairhall et al., 2011; Gray et al., 2002; Jones et al., 2005; Searle et 

al., 2008; Vaz Fragoso et al., 2012). Admission types in our study population are medical and 

surgical. Surgical patients are patients who are admitted to the hospital for a regular procedure. 

Medical patients are admitted due to discomfort or symptom, and they are not scheduled for a 

procedure. Although frailty (represented by the Braden skin score, which is measured at 

admission for all patients in the study population, as discussed later in this chapter), and 

admission type are available at admission, whether or not a patient will experience an adverse 

event during hospitalization is not. However, if we can show that the subpopulation who 

experienced at least one adverse event during the study period differs statistically significantly 

from the population without any adverse events during the study period, care providers could 

use prior adverse event experience as a subpopulation classification criterion, because the prior  
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hospitalization experience can be determined using the patient ID numbers. Similar to Kao’s 

model, we also use transient states to capture the recovery and deterioration conditions, and an 

absorbing state to represent discharge including several discharge dispositions, e.g., alive and 

deceased (Kao, 1972). Our study differs from Kao’s in the information updating aspect. Kao 

(1972) used the additional information obtained as the patients move through the recovery 

system, and updated the state transition probability estimates conditional on the time a patient 

spends in the current state. In our model, the state transition probabilities are estimated from 

EMRs, and are not updated.  

3.3 Methodology 

Our goal is to segment the study population into medically coherent and statistically 

significantly different subpopulations, and characterize a patient’s physiological progression 

during hospitalization. We develop an analytical model by analyzing one-month of EMRs 

(January 2010) in SAS, Version 9.2, and model the multi-state progression of a patient’s 

physiological deterioration and recovery as a semi-Markov process. We use the concepts state 

and state transitions to model this stochastic process. The state refers to the physiological 

condition of a patient as measured by the Modified Early Warning Score (MEWS), or location 

(i.e., the absorbing state corresponds to the discharge from the general ward). We assume that 

the states can be completely observed by using MEWS. The state transition is the change in 

the patient’s condition. We create frequency tables, and derive estimates for the subpopulation-

specific state transition probabilities. In addition, we compute the length of stay in a state until  
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a state transition occurs, i.e., holding time, for each subpopulation. The state transition 

probabilities and the holding time observations are used to determine if the subpopulations 

differ statistically significantly.  

3.3.1 Model Formulation 

A semi-Markov process is a dynamic probabilistic system in which successive state 

occupancies are determined by the transition probabilities of a Markov process, but the length 

of stay in any state is a random variable, which depends on the current state and on the state to 

which the next transition will be made (Howard, 1970). A semi-Markov process makes 

transitions between states 𝑠 ∈ 𝑆, where 𝑆 represents the set of all possible states. When the 

system enters state 𝑠, the next state 𝑗 is determined according to the transition probability 

𝑃(𝑗|𝑠) which denotes the probability that the process which entered state 𝑠 ∈ 𝑆 on the current 

transition will enter the state 𝑗 ∈ 𝑆 on the next transition. The transition probabilities satisfy 

𝑃(𝑗|𝑠) > 0 and ∑ 𝑃(𝑗|𝑠) = 1𝑗∈𝑆  for all 𝑠 ∈ 𝑆. When the system enters state 𝑠, the system holds 

for a random amount time in state 𝑠 before making a transition to state 𝑗. 𝐹(𝑡|𝑠, 𝑗) denotes the 

probability that the holding time is less than or equal to 𝑡 time units conditional on the current 

state 𝑠, and subsequent state 𝑗. Semi-Markov process models are classified as discrete-time or 

continuous-time. In a discrete-time model, state movements are on a fixed time scale, i.e., 𝐹 is 

a discrete distribution. In a continuous-time model, the state transitions can occur after any 

positive time spent in a state, i.e., 𝐹 is a continuous distribution.  

 We develop a semi-Markov process model to capture the physiological deterioration  
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and recovery of adult patients in the general ward. The study population includes adult patients 

hospitalized at Mayo Clinic in the general ward during January 2010. Inclusion criteria include 

age at admission (≥18 years), and care location (observations collected during a stay in the 

general ward). Table 3.1 summarizes the study population characteristics.    

 

 

 
Table 3.1: Patient population characteristics, derived from January 2010 EMRs. 

  
Study 

Population 

Adverse Event 

Population 

No Adverse Event 

Population 

# of Patients 2573 105 2468 

Gender [%]       

Female 51.73 47.62 51.90 

Male 48.27 52.38 48.10 

Age       

Mean 56.85 61.77 56.64 

Std. 18.43 15.11 18.54 

Discharge Disposition [%]       

Alive 98.14 93.40 98.30 

Hospice 1.01 3.80 0.90 

Dead 0.85 2.80 0.80 

# of Adverse Events       

RRT activation 40 40 0 

Code45 3 3 0 

Unplanned transfer to ICU 169 169 0 

 

 

 

Based on medical expert opinion, we hypothesize that the patients who experience an 

adverse event (i.e., RRT activation, Code45 activation or an unplanned transfer to ICU) during 

the study period may differ in their characteristics (e.g., gender, age, and discharge disposition)  
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from the patients without an adverse event experience. As shown in Table 3.1, we segment the 

study population into two groups: patients who have not experienced an adverse event during 

January 2010, and patients who have had at least one adverse event during January 2010. 

Although the two groups do not differ significantly in age and gender distribution, there is a 

significant difference in the discharge disposition distribution. For example, the percentage of 

patients discharged dead is four times larger in the adverse-event population than in the no-

adverse-event population (2.80%, and 0.80%, respectively). In addition, only 0.90% of the no-

adverse-event population was discharged to hospice, compared to 3.80% in the adverse-event 

population. Further, Table 3.1 shows that the most common adverse event is the unplanned 

transfer to the ICU, followed by the RRT activation. The least common adverse event is 

Code45, which is an extreme measure only activated if a patient’s respiration or cardiovascular 

system stops functioning. These results should be interpreted with care, because we analyze 

one month of EMRs, and the distribution of adverse events may be different in another month.  

 We use MEWS to represent the states, i.e., the patient’s physiological condition. Table 

3.2 illustrates the model states and the corresponding MEWS, and the discharge state. 

 

 

 
Table 3.2: State space definition using MEWS. 

MEWS Model State 

{0, 1} 

1 (stable) or 

2 (returned to stable after 

deterioration) 

2 3 

{3, 4} 4 

≥5 5 

Discharged 6 
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State 1 represents the desired “stable” health state. States 1 and 2 distinguish a stable 

patient,and a patient who has been stabilized following significant deterioration (i.e., MEWS 

>1). Based on medical expert opinion, MEWS ≥5 is considered a “distress” state which may 

have severe health consequences for the patient. The absorbing state 6 includes all outcomes 

which result in the patient leaving the general care setting, including transfer to a higher level, 

discharge from the hospital, and patient death. The differentiation between states 1 and 2 

represents the difference in physiological condition for a patient who has never had an elevated 

MEWS value, and a patient who has experienced an elevated MEWS value and returned to 

MEWS 0 or 1. The differentiation between the stable and stabilized states is an important 

concept in determining a cost structure and the control alternatives in Chapter 4. 

3.3.2 Identification of Subpopulations 

We classify patient subpopulations using regression models. We seek to find an 

appropriate regression model in which the patient-specific covariates are used to explain the 

probability of an adverse event. We consider age, gender, Braden skin score (BSS), and 

admission type as explanatory variables. BSS is measured at admission for all patients in the 

study population. It takes into account factors such as mobility, nutrition, degree of physical 

activity, and sensory perception (i.e., ability to respond to pressure-related discomfort). BSS is 

considered to be a surrogate for frailty. The score takes values between 0 and 30. A score above 

23 is considered “low” (LowBS), which means the patient is less frail; a score between 12 and 

22 is considered “moderate” (ModBS), which indicates that the patient is moderately frail; and 

a score below 11 is “high” (HighBS), which indicates a highly frail patient (Table 3.3).  
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Table 3.3: Braden skin score as a patient subpopulation criteria. 

Score value Patient classification 

> 23 LowBS 

12−23 ModBS 

< 11 HighBS 

 

 

 

In the longitudinal data, repeated measures of the same variables are taken for each 

patient. Multiple measurements of a variable on the same patient are more likely to be 

correlated, which can cause within-patient correlation of measurements. Further, the number 

of observations may differ for each patient. Due to differences between patients, if left 

uncontrolled, the between-patient variation may become part of the experimental error. This 

may increase the mean square error, and make the detection of real differences between the 

covariates difficult. Considering the within-patient correlation of measurements, and the 

between-patient variation, we select a generalized linear model (GLM) to explain the 

probability of an adverse event (Montgomery, 2008). GLM allows repeated measures and 

allows the response to follow an arbitrary distribution using a link function 𝑔(. ), e.g., a logit 

link function:   

 𝑔(𝑥) = log (
𝑥

1−𝑥
).  

In our analysis, the response variable is binary, and is denoted as 𝑌𝑖𝑗 = {0,1} for the ith patient 

at the jth time point, where 0 corresponds to no adverse event occurrence, and 1 corresponds to 

an adverse event occurrence. By replacing 𝑥 in the link function with the probability of an  
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adverse event 𝑃(𝑌𝑖𝑗 = 1), the GLM structure is  

 
log (

𝑃(𝑌𝑖𝑗 = 1)

1 − 𝑃(𝑌𝑖𝑗 = 1)
) = 𝑋𝑖𝛽 + 휀𝑖𝑗 

 

 

where 

𝑖: patient identified by the encounter ID number, 

𝑋𝑖: i
th row of the fixed effects design matrix including BSS and admission type effects for ith 

patient,  

휀𝑖𝑗: random error of the jth within-individual measurement on the ith patient so that 

휀𝑖 ≡ [휀𝑖1, 휀𝑖2, … , 휀𝑖𝑛𝑖]
𝑇~𝑁𝑛𝑖(0𝑛𝑖 , 𝑅𝑖), where 휀𝑖 is the 𝑛𝑖 × 1 vector of measurements taken on 

the ith patient, and 0𝑛𝑖 is a 𝑛𝑖 × 1 vector of zeros, 

𝑅𝑖: 𝑛𝑖 × 𝑛𝑖 variance-covariance matrix of within-individual measurements, and 

𝑛𝑖: number of observations for ith patient. 

 

We use PROC GENMOD in SAS. This procedure fits models to correlated responses by the 

Generalized Estimating Equations (GEEs) method. We use five GLMs to explain the 

probability of an adverse event. The response variable in all five models is 𝑌𝑖𝑗 = {0,1}, as 

defined earlier. Model #1 uses MEWS (categorical: 0=MEWS<5 or 1=MEWS≥5), and age 

(categorical: 1=[18, 65]; 2=(65,80]; 3=Above 80) as explanatory variables. The null hypothesis 

is that the probability of an adverse event does not depend on MEWS or age. There is not 

enough evidence to reject this null hypothesis at the 𝛼 = 5% significance level. In Model #2, 

MEWS (categorical: 0=MEWS<5 or 1=MEWS≥5), age (categorical: 1=[18, 65]; 2=(65,80];  

 

 



 

41 

3=Above 80), and gender (categorical: F=female, M=male) are the explanatory variables. The 

null hypothesis is that the probability of an adverse event does not depend on MEWS, age, or 

gender. There is not enough evidence to reject this null hypothesis at the 𝛼 = 5% significance 

level. Model #3 uses Braden skin score (numerical: [0, 30]) as the explanatory variable. The 

null hypothesis is that the probability of an adverse event does not depend on Braden skin 

score. The evidence is sufficient to reject the null hypothesis at the 𝛼 = 5% significance level. 

Thus, we select Braden skin score as a subpopulation classification criterion. In Model #4, 

admission type (categorical: general=medical, procedure=surgical) is the explanatory variable. 

The null hypothesis is that the probability of an adverse event does not depend on admission 

type. The evidence is sufficient to reject the null hypothesis at the 𝛼 = 5% significance level. 

We select admission type as another subpopulation classification criterion. Model #5 uses 

admission type (categorical: general=medical, procedure=surgical), and Braden skin score 

(numerical [0,30]) as explanatory variables. The null hypothesis is that the probability of an 

adverse event does not depend on admission type and Braden skin score. The evidence is 

sufficient to reject the null hypothesis at the 𝛼 = 5% significance level. The results of the five 

GLMs are summarized in Appendix B.  

 Based on medical expert opinion and GLM results, we select three criteria to classify 

subpopulations. The 1st level, i.e., classification criterion, is the adverse event experience 

during hospitalization. Patients in the adverse-event-population have at least one adverse event 

experience during the study period. Patients in the no-adverse-event population do not have 

any adverse event experience during the study period. This criterion is selected based on  
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medical expert opinion, suggesting that these populations may be clinically different, and data 

analysis results, which showed significant difference in the discharge disposition distribution 

(Table 3.1). The 2nd level is frailty based on Braden skin score categories, as defined in Table 

3.3. The 3rd level is the admission type. Figure 3.1 illustrates one alternative for creating 

subpopulations. 

  

 

 

Entire adult 

population 

admitted to 

general floor

Adverse event 

population

No adverse 

event 

population

Low 

Braden 

Score

Moderate 

Braden 

Score

High 

Braden 

Score

Low 

Braden 

Score

Moderate 

Braden 

Score

High 

Braden 

Score

Medical Surgical Medical Surgical Medical Surgical Medical Surgical Medical Surgical Medical Surgical

 

Figure 3.1: Outline of the subpopulation creation process - Alternative # 1. 

 

 

 

3.3.3 Statistical Tests  

In this section, we test two hypotheses. Hypothesis #1 tests the homogeneity of state transition 

probabilities of the twelve subpopulations, as identified in Alternative #1. The null hypothesis  
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states that the state transition probabilities are the same. We apply the Chi-square tests to test 

Hypothesis #1 for various subsets of the subpopulations, e.g., two sets including six 

populations each with No Adverse and Adverse populations, or various subsets of 

subpopulations, as discussed in detail later in this section. Before combining any tested 

subpopulations for which Hypothesis #1 cannot be rejected at the 𝛼 = 5% significance level, 

it is necessary to determine whether the holding times are drawn from the same distribution 

(Weiss et al., 1982). We apply the Kruskal-Wallis test to evaluate the null hypothesis that the 

holding times are drawn from the same distribution, denoted as Hypothesis #2.  

Hypothesis #1 and Chi-square Tests  

For each subpopulation, we estimate the state transition probabilities using maximum 

likelihood estimates (MLEs) (Anderson & Goodman, 1957). For any given observation in the 

EMRs, the state can only be computed if all components of MEWS are measured, which is not 

the case for all observation entries. The missingness in the data is handled through Last 

Observation Carry Forward method, i.e., if a component of MEWS is missing, the value is 

replaced by the last observed value for the same patient measured in the same visit. Until the 

first value of a MEWS component is measured in a given visit, it is considered as missing. 

Although Last Observation Carry Forward might not be the best method for data imputation, 

in a clinical environment this method is the most realistic way to approach missing data from 

the care providers’ perspective. This approach represents the process care providers use to 

analyze patient records if a measurement is missing, and previous measurements of the same 

patient are available.  
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The computation of the MLEs is presented in Appendix C. The MLEs for the state 

transition probability in the  𝑙𝑡ℎ subpopulation are denoted  

�̂�𝑖𝑗
(𝑙) =

𝑛𝑖𝑗
(𝑙)

∑ 𝑛𝑖𝑗
(𝑙)

𝑗∈𝑆  
=

𝑛𝑖𝑗
(𝑙)

𝑛𝑖∙
(𝑙)    for 𝑖, 𝑗 ∈ 𝑆; 𝑙 ∈ {1,2, … ,12} 

where �̂�𝑖𝑗
(𝑙)

 is the estimate for the probability of moving from state 𝑖 to state 𝑗 for a patient in 

the 𝑙𝑡ℎ subpopulation; 𝑛𝑖𝑗
(𝑙) is the number of transitions in subpopulation 𝑙 observed from state 

𝑖 to state 𝑗 over the entire observation period; and 𝑛𝑖∙
(𝑙) denotes the total number of transitions 

in subpopulation 𝑙 that start in state 𝑖.   

 The Chi-square test is a widely used goodness-of-fit test developed by Pearson which 

is given by (Conover, 1971) 

 

χ2 =∑∑
(𝑂𝑖𝑗 − 𝐸𝑖𝑗)

2

𝐸𝑖𝑗
𝑗∈𝑆𝑖∈𝑆

 

 

 

where 𝑂𝑖𝑗 is the observed count in cell (𝑖, 𝑗) of the subpopulation state transition matrix, and 

𝐸𝑖𝑗 is the expected count in cell (𝑖, 𝑗). In this case, 𝑂𝑖𝑗 is equal to 𝑛𝑖𝑗
(𝑙), and 𝐸𝑖𝑗 is equal to 

𝑛𝑖∙
(𝑙)�̂�𝑖𝑗

(𝑙)
. The test statistic is given by 

χ2 = ∑ ∑ ∑
[𝑛𝑖𝑗

(𝑙)−𝑛𝑖∙
(𝑙)𝑝𝑖𝑗

(𝑙)]
2

𝑛𝑖∙
(𝑙)𝑝𝑖𝑗

(𝑙)𝑗∈𝑆𝑖∈𝑆𝑙∈{1,…,12} . 

The degrees of freedom for χ2 are calculated as follows: we differentiate between the “stable” 

state 1, and “stabilized” state 2, both corresponding to MEWS ∈ {0, 1}. If a patient’s MEWS 

has never exceeded {0, 1} since the beginning of the hospitalization, then the patient remains 

in state 1. However, once the patient leaves the “stable” state, he/she cannot return to state 1.  
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After leaving state 1, the patient can only move to the states {3, . . ,6}, and if after the 

deterioration his/her MEWS returns to {0,1}, the patient moves to the “stabilized” state 2. That 

means, all subpopulations have a state transition matrix structure as shown in Table 3.4. 

 

 

 
Table 3.4: Structural state transition matrix. 

State i/j 1 2 3 4 5 6 

1 * 0 * * * * 

2 0 * * * * * 

3 0 * * * * * 

4 0 * * * * * 

5 0 * * * * * 

6 0 0 0 0 0 1 

 

 

 

In Table 3.4, rows represent the current state 𝑖 = {1, … ,6}, columns represent the subsequent 

state 𝑗 = {1,… ,6}, and ∗ denotes a possible non-zero value for the corresponding state 

transition probability. Considering this structure, the null hypothesis at the 1st level of 

subpopulation classification is 

𝐻0: �̂�𝑖𝑗
(𝑙) = �̂�𝑖𝑗  for 𝑙 = 1, 2 

where 𝑝𝑖𝑗 is the expected state transition probability from state 𝑖 to state 𝑗 with test statistic 

χ2 = ∑ ∑ ∑ 𝑛𝑖.
(𝑙)

(
𝑛𝑖𝑗

(𝑙)

𝑛𝑖∙
(𝑙)
   − 

𝑛𝑖𝑗

𝑛𝑖∙
  )

2

𝑛𝑖𝑗

𝑛𝑖∙
  

6
𝑗=1

6
𝑖=1

2
𝑙=1 .  
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For any given row 𝑖, the row test statistic can be computed as 

χ𝑖
2 =∑ ∑ 𝑛𝑖.

(𝑙)
(�̂�𝑖𝑗

(𝑙) − �̂�𝑖𝑗)
2

�̂�𝑖𝑗
𝑗 ∈ |𝐽𝑖|

2

𝑙=1

 

where |𝐽𝑖| represents the number of non-zero elements in row 𝑖 of the structural matrix in Table 

3.4, e.g., |𝐽𝑖| = 5 for 𝑖 = {1,… ,5}, and |𝐽𝑖| = 1 for 𝑖 = 6. The last row for 𝑖 = 6 in Table 3.4 

corresponds to the absorbing state. The elements of the last row are same for each 

subpopulation, and they do not contribute to the degrees of freedom of χ2. Because the rows 

are independent from each other, degrees of freedom of the test statistic χ2 can be computed 

by adding the degrees of freedom of χ𝑖
2 for all 𝑖 = {1, … ,6}. For example, at the 1st level with 

two subpopulations (No Adverse and Adverse) being tested, the degree of freedom of the row 

test statistic is 

χ𝑖
2 = {

(2 − 1)(|𝐽𝑖| − 1) = 4      for  𝑖 = 1,… ,5
0                                  for  𝑖 = 6

 

and the test statistic χ2 is given by ∑ χ𝑖
26

𝑖=1 = 20. The degrees of freedom of the test statistics 

for the 2nd and 3rd levels of subpopulation identification are computed in a similar manner 

(Montgomery, 2008).  

 We test the homogeneity of the transition matrices for each set of subpopulations using 

three factors: A (Adverse, or No Adverse), B (LowBS, ModBS, or HighBS), and C (Medical, 

or Surgical). We define the factor A differentiation as the 1st level classification, factor B 

differentiation as the 2nd level, and factor C differentiation as the 3rd level. Using the 

Alternative #1, there are 12 subpopulations at the 3rd level. However, the EMRs do not include  
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any patients in the “Adverse LowBS” category. Therefore, we eliminate the “Adverse LowBS 

Medical”, and the “Adverse LowBS Surgical” subpopulations. In addition, the “No Adverse 

HighBS Surgical” subpopulation has only one observation, and is therefore eliminated. As a 

result, there are 9 subpopulations at the 3rd level, 5 subpopulations at the 2nd level, and 2 

subpopulations at the 1st level to be tested. We formulate the null and alternative hypotheses: 

𝐻0: �̂�𝑖𝑗
(𝐴,𝐵,𝐶) does not depend on 𝐴, 𝐵, or 𝐶; 

𝐻𝐴: �̂�𝑖𝑗
(𝐴,𝐵,𝐶)

 does depend on least one of 𝐴, 𝐵, or 𝐶. 

The Chi-square test statistic is reformulated as 

χ2 = ∑ ∑ ∑
[𝑛𝑖𝑗

(𝐴,𝐵,𝐶)−𝑛𝑖∙
(𝐴,𝐵,𝐶)𝑝𝑖𝑗]

2

𝑛𝑖∙
(𝐴,𝐵,𝐶)𝑝𝑖𝑗

𝑗∈𝑆𝑖∈𝑆𝐴,𝐵,𝐶 . 

Table 3.5 shows the sample size of the 12 subpopulations at the 3rd level using Alternative #1 

for the subpopulation classification. As shown in Table 3.5, some subpopulations have a small 

sample size, e.g., Adverse HighBS Medical, and Adverse HighBS Surgical. The sample size 

may impact the statistical test results, which will be discussed in detail in Section 3.3.4. 
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Table 3.5: Number of the patients and observations at the 3rd level for the subpopulations using 

Alternative #1. 

  
# of  

Patients 

# of 

Observations 

Level 3, Part I     

Adverse HighBS Medical 4 423 

Adverse HighBS Surgical 1 327 

Level 3, Part II   

Adverse ModBS Medical 119 15904 

Adverse ModBS Surgical 28 4803 

Level 3, Part III   

No Adverse LowBS Medical 325 6304 

No Adverse LowBS Surgical 14 1533 

Level 3, Part  IV   

No Adverse ModBS Medical 1787 106717 

No Adverse ModBS Surgical 187 28210 

Level 3, Part  V   

No Adverse HighBS Medical 22 2577 

 

 

 

Hypothesis #2 and Kruskal-Wallis Tests 

We use the Kruskal-Wallis test to determine if the holding time observations, as derived from 

EMRs, for any subset of subpopulations are drawn from the same distribution. Krukal-Wallis 

test is a statistical test based on ranks, and extends the tests for two subpopulations to 𝑘 

subpopulations. In many cases, statistical tests based on ranks do not depend on the distribution 

of the observations (Conover, 1971).  

 In a two independent subpopulation case, a statistical test based on ranks (e.g., Mann-

Whitney test), combines both subpopulations into a single ordered population, and then assigns 

ranks to the observations from the smallest to largest, regardless of which population each  
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value comes from (Conover, 1971). The test statistic is a function of the sum of the ranks 

assigned to the values of each subpopulation. The null hypothesis of no differences between 

the two subpopulations may be rejected if the ranks associated with one subpopulation tend to 

be larger than those of the other subpopulation.  

 In 1952, Kruskal and Wallis extended the Mann-Whitney test for two independent 

samples to 𝑘 independent samples (Conover, 1971). The Kruskal-Wallis test statistic is a 

function of the ranks of the observations (in our case, the holding time observations for state 

transitions in each subpopulation) in the combined sample, and tests the null hypothesis that 

all subpopulations are identical against the alternative that at least one population yields larger 

observed values than the others.  

We use the Kruskal-Wallis test to determine whether holding times for the 

subpopulations are drawn from the same distribution. Given 𝑘 subpopulations are considered 

for the test, and given we focus on the state movement from state 𝑠 ∈ 𝑆 to state 𝑠′ ∈ 𝑆, let 𝑋𝑖𝑗𝑠𝑠′ 

denote the jth holding time observation in subpopulation 𝑖, where 𝑖 = 1,… , 𝑘; 𝑗 = 1,… , 𝑛𝑖𝑠𝑠′; 

and 𝑛𝑖𝑠𝑠′  denotes the number of holding time observations in subpopulation 𝑖. Let 𝑁𝑠𝑠′  denote 

the number of all holding time observations in state 𝑠 ∈ 𝑆 before a transition to state 𝑠′ ∈ 𝑆 for 

𝑘 subpopulations, i.e., 𝑁𝑠𝑠′ = ∑ 𝑛𝑖𝑠𝑠′
𝑘
𝑖=1 . The Kruskal-Wallis test assigns rank 1 to the smallest 

holding time in the combined sample, rank 2 to the second smallest, and continues until rank 

𝑁𝑠𝑠′  is assigned. Let 𝑅(𝑋𝑖𝑗𝑠𝑠′) denote the rank assigned to the jth holding time observation in 

the ith population after all holding times observations have been placed in ascending order in 

the combined sample. The null hypothesis that all the tested subpopulations are identical can  
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be rejected by detecting the differences between 𝑘 subpopulations using the ranks assigned to 

the observations. The null hypothesis and the alternative hypothesis are: 

𝐻0: For a given state movement from state 𝑠 ∈ 𝑆 to state 𝑠′ ∈ 𝑆, all of the 𝑙 subpopulations 

have the same holding time distribution, and 

𝐻𝐴: For a given state movement from state 𝑠 ∈ 𝑆 to state 𝑠′ ∈ 𝑆, at least one of the 

subpopulation’s holding time distributions differs from the other subpopulations. 

The test statistic follows the Chi-square distribution with 𝑁𝑠𝑠′ − 1 degrees of freedom. 

Given 𝑘 subpopulations, for a given state movement from state 𝑠 ∈ 𝑆 to state 𝑠′ ∈ 𝑆 the test 

statistic is formulated as (Conover, 1971) 

𝑇𝑖𝑗𝑠𝑠′ =
1

𝑆𝑠𝑠′
2 (∑

𝑅𝑖𝑠𝑠′
2

𝑛𝑖𝑠𝑠′

𝑘

𝑖=1

 −  
𝑁𝑠𝑠′(𝑁𝑠𝑠′ + 1)

2

4
) 

where 𝑆𝑠𝑠′
2 =

1

𝑁𝑠𝑠′−1
(∑ ∑ 𝑅(𝑋𝑖𝑗𝑠𝑠′)

2𝑛𝑖
𝑗=1

𝑘
𝑖=1 − 𝑁𝑠𝑠′

(𝑁
𝑠𝑠′
+1)

2

4
), and 𝑅𝑖𝑠𝑠′  is the sum of all 

ranks assigned to the holding times in subpopulation 𝑖, i.e., ∑ 𝑅(𝑋𝑖𝑗𝑠𝑠′)
𝑛𝑖
𝑗=1 . The test is 

applied to all holding time observations for all states 𝑠 ∈ 𝑆, and 𝑠′ ∈ 𝑆.   

3.3.4 Results of the Statistical Tests 

Table 3.6 summarizes the results of the Chi-square tests at all three levels using Alternative #1 

for subpopulation classification. Starting at the 1st level in Table 3.6, two subpopulations are 

tested. The Chi-square test statistic is compared with the critical value at 𝛼 level of 0.05. If the 

test statistic value exceeds the upper 𝛼 critical value of the Chi-square distribution with the 

corresponding degrees of freedom, then the null hypothesis 𝐻0 is rejected, indicating the  
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subpopulations differ significantly. Another way to fail to reject, or reject, the null hypothesis 

is the 𝑝-value. Large 𝑝-values indicate that the null hypothesis, that the considered 

subpopulation transition matrices are the same, cannot be rejected.  

 

 

 
Table 3.6: The Chi-square test results at all three levels for the subpopulations using Alternative #1 

(as shown in Figure 3.1). P-values which are less than 0.00001 are denoted as 0. 

 

 

 

 

For the 1st level, Table 3.6 shows that the null hypothesis that adverse-event and no-adverse- 

 

 

Testing Level Nr. of populations Test statistic Degree of freedom Critical value p-value

Level 1, All 2 474.04 20 31.41 0

Adverse

No Adverse

Level 2, All 5 1223.5 80 101.9 0

Level 2, Part I 2 56.8 20 31.41 0.000022

Adverse HighBS 

Adverse ModBS

Level 2, Part II 3 535.45 40 55.76 0

No Adverse HighBS

No Adverse ModBS

No Adverse LowBS

Level 3, All subpopulations 9 4529.1 160 190.23 0

Level 3, Part I 2 30.568 20 31.41 0.061156

Adverse HighBS Medical

Adverse HighBS Surgical

Level 3, Part II 2 261.4 20 31.41 0

Adverse ModBS Medical

Adverse ModBS Surgical

Level 3, Part III 2 177.64 20 31.41 0

No Adverse LowBS Medical

No Adverse LowBS Surgical

Level 3, Part  IV 2 2668.3 20 31.41 0

No Adverse ModBS Medical

No Adverse ModBS Surgical
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event populations have the same state transition probabilities is rejected at an 𝛼 level of 0.05. 

For the 2nd level in Table 3.6, the null hypothesis that the five tested subpopulations have the 

same state transition probabilities is rejected at an 𝛼 level of 0.05. Subsets of two 

subpopulations are tested on the 2nd level, denoted as Part I and Part II. The null hypothesis 

that they share the same state transition probabilities is rejected for both subsets. For the 3rd 

level, the null hypothesis that the tested subpopulations have the same state transition 

probabilities is rejected at an 𝛼 level of 0.05 for all four tested subsets, except “Adverse 

HighBS Medical” and “Adverse HighBS Surgical”. This result indicates that there is not 

enough evidence to reject the null hypothesis that these subpopulations have the same 

transition matrices. Similarly, the sequence of A, B, and C are changed (Figures 3.2 – 3.6). 

The reason is to ensure that the results are not affected by the order of factors (Montgomery, 

2008). The results for Alternatives #2 – #6 are in Appendix D. The Chi-square test results show 

significant differences between state transition matrices for the majority of subpopulations. 
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Entire adult 

population 

Medical
Surgical

LowBS ModBS HighBS LowBS ModBS HighBS

Adv. No Adv. Adv. No Adv. Adv. No Adv. Adv. No Adv. Adv. No Adv. Adv. No Adv.

 

Figure 3.2: Outline of the subpopulation creation process - Alternative # 2. Adverse is denoted as 

“Adv.”, No Adverse is denoted as “No Adv.” 

 

 

 

Entire adult 

population 

Medical
Surgical

Adv. No Adv. Adv. No Adv.
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Figure 3.3: Outline of the subpopulation creation process - Alternative #3. Adverse is denoted as 

“Adv.”, No Adverse is denoted as “No Adv.” 
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Entire adult 

population 

Adverse No 

Adverse 

Medical Surgical Medical Surgical

LowBS ModBS HighBS LowBS ModBS HighBS LowBS ModBS HighBS LowBS ModBS HighBS

 

Figure 3.4: Outline of the subpopulation creation process - Alternative #4. Adverse is denoted as 

“Adv.”, No Adverse is denoted as “No Adv.” 
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Figure 3.5: Outline of the subpopulation creation process - Alternative #5. Adverse is denoted as 

“Adv.”, No Adverse is denoted as “No Adv.” 
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Entire adult 

population 

LowBS HighBS

Medical Surgical

Adv. No Adv.

ModBS

Adv. No Adv.

Medical Surgical

Adv. No Adv. Adv. No Adv.

Medical Surgical

Adv. No Adv. Adv. No Adv.

 

Figure 3.6: Outline of the subpopulation creation process - Alternative #6. Adverse is denoted as 

“Adv.”, No Adverse is denoted as “No Adv.” 

 

 

 

Table 3.7 summarizes the Kruskal-Wallis test results for the subpopulations identified using 

Alternative #1. The test results for Alternatives #2–#6 are shown in Appendix E. 
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Table 3.7: The Kruskal-Wallis test results for the subpopulations using Alternative #1. A result is not 

available (n.a.) if a state movement cannot be observed between two states due to the model structure. 

The blue highlighted cells indicate p-values above 0.05. 

 

 

 

 

 

 

Level to Test Nr. of populations 

Level 1, All 2

Adverse 1 2 3 4 5 6

No Adverse 1 0.00 n.a. 0.71 0.00 0.00 0.00

2 n.a. 0.00 0.00 0.00 0.00 0.97

3 n.a. 0.00 0.00 0.00 0.00 0.16

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, All 5 1 2 3 4 5 6

Adverse HighBS 1 0.00 n.a. 0.00 0.00 0.00 0.00

Adverse ModBS 2 n.a. 0.00 0.00 0.00 0.00 0.00

No Adverse HighBS 3 n.a. 0.00 0.00 0.00 0.00 0.24

No Adverse ModBS 4 n.a. 0.00 0.00 0.00 0.00 0.00

No Adverse LowBS 5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part I 2 1 2 3 4 5 6

Adverse HighBS 1 0.50 n.a. 0.17 0.38 0.78 0.59

Adverse ModBS 2 n.a. 0.44 0.23 0.37 0.59 0.62

3 n.a. 0.18 0.68 0.23 0.51 0.88

4 n.a. 0.28 0.28 0.96 0.78 0.49

5 n.a. 0.54 0.56 0.88 0.49 0.56

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part II 3 1 2 3 4 5 6

No Adverse HighBS 1 0.02 n.a. 0.00 0.74 0.83 0.00

No Adverse ModBS 2 n.a. 0.00 0.00 0.00 0.55 0.00

No Adverse LowBS 3 n.a. 0.00 0.00 0.00 0.00 0.40

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.80 0.20 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

p-values
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Table 3.7 (continued) 

 

 

 

 

Level to Test Nr. of populations 

Level 3, All subpopulations 9 1 2 3 4 5 6

1 0.00 n.a. 0.00 0.00 0.01 0.00

2 n.a. 0.00 0.00 0.00 0.00 0.00

3 n.a. 0.00 0.00 0.00 0.00 0.00

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 3, Part I 2

Adverse HighBS Medical 1 2 3 4 5 6

Adverse HighBS Surgical 1 0.62 n.a. n.a. 0.62 n.a. n.a.

2 n.a. 1.00 0.48 0.05 n.a. 0.62

3 n.a. 1.00 0.48 0.48 n.a. 0.62

4 n.a. 0.48 1.00 0.48 0.62 0.62

5 n.a. n.a. n.a. 0.62 0.62 n.a.

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 3, Part II 2 1 2 3 4 5 6

Adverse ModBS Medical 1 0.00 n.a. 0.15 0.26 0.47 0.16

Adverse ModBS Surgical 2 n.a. 0.04 0.08 0.10 0.67 0.00

3 n.a. 0.11 0.03 0.44 0.86 0.01

4 n.a. 0.70 0.30 0.00 0.74 0.04

5 n.a. 0.11 0.52 0.96 0.06 0.13

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 3, Part III 2 1 2 3 4 5 6

No Adverse LowBS Medical 1 0.01 n.a. 0.01 0.29 n.a. 0.00

No Adverse LowBS Surgical 2 n.a. 0.00 0.00 0.00 0.83 0.13

3 n.a. 0.00 0.00 0.00 0.00 0.19

4 n.a. 0.00 0.00 0.00 0.05 0.76

5 n.a. 0.76 0.02 0.02 0.76 n.a.

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 3, Part  IV 2 1 2 3 4 5 6

No Adverse ModBS Medical 1 0.00 n.a. 0.00 0.10 0.64 0.00

No Adverse ModBS Surgical 2 n.a. 0.06 0.00 0.00 0.68 0.00

3 n.a. 0.06 0.93 0.00 0.31 0.00

4 n.a. 0.00 0.00 0.00 0.00 0.03

5 n.a. 0.00 0.01 0.00 0.05 0.41

6 n.a. n.a. n.a. n.a. n.a. n.a.

p-values
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In Table 3.7, the blue highlighted cells indicate a 𝑝-value above 0.05, i.e., the null hypothesis 

that the holding times are drawn from the same distribution cannot be rejected. The white cells 

indicate a 𝑝-value below 0.05, i.e., the null hypothesis can be rejected at an 𝛼 level of 0.05. 

The results show that there are at least as many 𝑝-values below 0.05 as 𝑝-values exceeding 

0.05.  

In conclusion, differences between the state transition probability matrices are highly 

significant according to the Chi-square test. Differences between subpopulations, using the 

ranks assigned to the holding times, are less significant according to the Kruskal-Wallis test. 

This difference in the significance level may be caused by the method of deriving the state 

transitions from EMRs. The state transition probabilities are derived from the sequence of 

observations made by the bedside care provider. The observation frequency may vary for 

different subpopulations due to the perceived need for monitoring according to the care 

provider. For example, a patient with high frailty may be monitored at a higher rate than a 

patient with low frailty due to suspected differences in need for an intervention which would 

explain the different transition matrices. If there are in fact no differences between the two 

subpopulations, the holding times could be drawn from the same distribution, which would 

result in different significance levels of the Kruskal-Wallis statistical test compared to the Chi-

square test. The difference in perception of a patient’s needs by the care provider motivates 

our modeling approach focusing on care-provider-specific uncertainty, which will be presented 

in Chapter 5. 
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3.4 Conclusion 

Our research emphasizes the potential for personalization of resuscitation in an acute care 

environment that can be achieved by using EMRs. We identified subpopulations using three 

patient characteristics, including Braden skin score which is used as a surrogate for frailty. Our 

findings suggest that the considered study population is heterogeneous, as supported by the 

Chi-square and Kruskal-Wallis test results. An important implication of our findings for 

practice is that the EMRs can be used to segment the hospitalized population into medically 

meaningful and statistically significantly different subpopulations. Identifying the 

subpopulations motivates our model in Chapter 4, which identifies subpopulation-specific 

RRT activation thresholds, and informs resuscitation decision making in the general ward. 

 Another finding highlights the impact of data collection on the statistical analysis 

results. Data entries in the EMRs show that care providers may have different monitoring 

behavior depending on the patient type, and depending on how they perceive a patient’s need 

for monitoring. This difference in the perception of care providers should be considered when 

developing an analytical model to represent the APD progression. This finding motivates our 

study exploring care provider perception-based variation in fixed cost parameters in Chapter 

5. 

Our analysis has several limitations. One limitation is related to the state definition. We 

use MEWS to represent the states. The decision to define the cut-off score of 5 as the “distress” 

state is based on expert opinion. However, the cut-off score of 5 might not be the best choice 

for all patients. An interesting area for future research could include different cut-off MEWS  
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scores to define the distress state, or using a combination of multiple warning scores. Another 

limitation is the Markovian assumption. We assume that the probability of moving to a given 

health state in the embedded Markov chain only depends on the current health state. However, 

the state transitions may depend on the patient’s entire history, or a subset of the history. 

Finally, as a result of the division of the EMRs into subpopulations, certain subpopulations 

contain a smaller number of observations than others. The unbalanced subpopulation sizes may 

impact the results of the statistical tests, and may compromise the external validity of our 

findings. This may be addressed by using a larger sample size.  

In conclusion, we develop a semi-Markov process model for representing a 

stochastically improving and failing process. We combine EMRs and clinical expertise, as the 

core elements of personalized medicine. The results highlight the importance of exploring the 

selection of patient characteristics to identify subpopulations. Finally, we provide a statistical 

approach to identify subpopulations using available patient characteristics and physiological 

measures. Hospitals can benefit from applying our approach to different study populations to 

develop simple and interpretable patient classification procedures. The study results provide a 

baseline for future research and decision analytical models which can impose a control 

structure with a selection of actions, and incorporate a cost structure associated with each state-

and-action pair to obtain optimal RRT triggers which will be discussed in Chapter 4. 
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Chapter 4  

4. A Decision Model to Inform and Personalize 

the Response to Acute and Persistent 

Physiological Deterioration  

   

4.1 Introduction 

In this chapter, we focus on developing analytical models to inform and personalize the RRT 

activation decisions, considering the heterogeneity of the patient population, as discussed in 

Chapter 3. In the remainder of this chapter, we define a deterioration event as Rapid Response 

Team (RRT) activation, Code45 activation, or an unplanned transfer to the intensive care unit 

(ICU). 

There is growing evidence that early detection and response to acute and persistent 

physiological deterioration (APD) can improve outcomes for inpatients (DeVita et al., 2004).  
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Studies show that a patient’s physiological condition begins to deteriorate on average 6.5 hours 

before an unexpected deterioration event (Thomas et al., 2007). However, the early signs of 

APD in a patient’s health condition may not be recognized by care providers, or acted upon 

too late to improve the patient’s outcome (Thomas et al., 2007). Lack of standardized 

resuscitation rules and heterogeneity of the patient population may contribute to the failure to 

recognize and respond to APD. For example, there are no standard rules across hospitals which 

dictate the selection of, and thresholds for, physiological measures to trigger resuscitation 

responses (Smith et al., 2013). Further, the heterogeneity of the patient population needs to be 

considered when identifying patients who may benefit from an increased level of critical care.   

RRT is a widely used resuscitation intervention. In 2004, the Institute for Healthcare 

Improvement (IHI) encouraged American hospitals to implement RRT to improve acute 

medical care delivery (Thomas et al., 2007). Today, hospitals all over the world have instituted 

RRT as an acute medical care intervention. Early Warning Scores (EWSs) provide a 

standardized method for assessing a patient’s condition and indicate when a patient may 

require additional attention, such as an RRT intervention. EWS-based RRT triggers have the 

potential to improve acute medical care delivery by facilitating the early detection of and timely 

response to APD. A number of studies have either analyzed the impact of RRT on deterioration 

events during hospitalization, or examined the use of EWS systems to predict undesirable 

outcomes (DeVita et al., 2004; Jones et al., 2005; Kenward et al., 2004; Patterson et al., 2011; 

Smith et al., 2006). While a number of EWS systems are currently used for detection and 

response to APD, there is a need to capture the uncertainty in the deterioration and recovery  
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process throughout hospitalization. Some EWSs fail to capture the dynamic nature of the 

patient’s health condition. For example, the Inpatient Physiological Failure Score (IPFS) is a 

measure calculated once at admission to evaluate the risk of a deterioration event during the 

entire hospitalization (Gray et al., 2002). A real-time clinical decision aid needs to capture the 

stochastic changes in a patient’s health over time. In addition, current EWSs commonly rely 

on a fixed threshold, i.e., an aggregate score exceeding a fixed threshold suggests immediate 

clinical assessment and possibly RRT activation (Royal College of Physicians, 2012). This 

static approach fails to capture the fact that patient condition evolves with uncertainty due to 

the nature of a patient’s baseline physiological condition, the occurrence of deterioration 

events, and the timing of these events. Furthermore, the current use of EWSs is not 

personalized, i.e., it does not account for patient-specific characteristics. For example, an 

aggregate score exceeding a critical threshold suggests the patient may benefit from initiating 

RRT for all patient types. However, different patients may have different care needs, and the 

critical care delivered by RRT might not be the appropriate resuscitation response for all 

patients in the general ward. 

In this chapter, we seek to address “how to integrate EMRs and clinical expertise to 

develop patient-centered rules for the use of EWSs for RRT activation decision making prior 

to and during APD.” We develop an infinite-horizon semi-Markov decision process (SMDP) 

model to capture the uncertainty in patient health dynamics, and the time spent in each health 

state. We identify RRT activation policies that minimize the time to resuscitate a patient while 

considering the resource use. We provide optimal RRT thresholds such that a score exceeding  
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the subpopulation-specific threshold suggests activating the RRT. Finally, we develop a 

framework for establishing structural model properties, and discuss the implications of the 

findings for clinical practice. 

The remainder of this chapter is organized as follows: in Section 4.2, we provide 

background on acute medical care and EWSs systems. In Section 4.3, we present an overview 

of related literature in the areas of machine maintenance and medical decision making. In 

Section 4.4, we present an analytical model for determining optimal health condition-

dependent rules for activating RRT. Section 4.5 provides theoretical insights regarding model 

properties. In Section 4.6, we present numerical results, and discuss the interpretation of the 

control-limit structure of the optimal policies for resuscitation decisions. We conclude in 

Section 4.7. 

4.2 Background on Acute Medical Care 

The goal of acute medical care can be best described by the following principle: the right 

person, in the right setting, with the right provider, the first time. Every hospitalized patient is 

at risk of experiencing an unexpected APD episode during an inpatient stay. Early recognition 

and timely response are critical for providing the best acute medical care prior to and during 

APD. 

 EWSs are recommended in acute medical care settings to assess a patient’s 

physiological condition (Escobar et al., 2012; Kyriacos et al., 2011). EWS systems facilitate 

regular surveillance, e.g., tracking a patient’s clinical condition; and active surveillance, e.g.,  
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monitoring a patient’s stabilization after a deterioration event. EWSs commonly assign weights 

to selected physiological measures. Selected measures can be continuous (e.g., temperature), 

categorical (e.g., consciousness level), or binary (e.g., whether oxygen is delivered by mask, 

or the patient can breathe on his/her own). If a measure’s value is in the EWS-specific normal 

range, it is assigned a weight of zero; otherwise it is assigned a positive integer-valued weight. 

The weights increase as deviation from the normal range increases (Royal College of 

Physicians, 2012). The final score is the sum of all weights. A higher aggregate score is 

associated with a worse physiological condition. While EWSs can never replace clinical 

judgment, they provide useful insights into a patient’s health evolution over time. For example, 

if a score is computed repeatedly over time, it can identify trends indicating improvement or 

deterioration in health condition. This information can be used to inform RRT activation 

decisions.   

 In 2007, the report of the Acute Medicine Task Force of the Royal College of 

Physicians, London (RCPL) recommended standardizing physiological assessment using a 

new EWS. As a result, ViEWS was developed in 2010, and performed better than 33 other 

published EWS systems in differentiating between survival and non-survival at 24 hours after 

observation (Smith et al., 2013). In 2012, members of the RCPL National Early Warning Score 

Design and Implementation Group (NEWSDIG) made adjustments to ViEWS, and created 

NEWS (Smith et al., 2013). NEWS has several benefits: (i) it provides a simple but sufficient 

score using readily available parameters during regular patient assessment, and (ii) it has been 

compared to other EWSs currently in use and been shown to predict adverse outcomes the best  
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(Royal College of Physicians, 2012). Table 4.1 illustrates the computation of NEWS. In this 

study, we use NEWS to represent a patient’s physiological condition during hospitalization. 

 

 

 
Table 4.1: Elements of NEWS, Royal College of Physicians, 2012. 

Parameters 3 2 1 0 1 2 3 

Respiration Rate 

[rpm] 
≤ 8  9−11 12−20  21−24 ≥ 25 

Oxygen 

Saturations [%] 
≤ 91 92−93 94−95 ≥ 96    

Supplemental 

Oxygen 
 Yes  No    

Temperature 

[°C] 
≤ 35  35.1−36 36.1−38 38.1−39 ≤ 39.1  

Systolic Blood 

Pressure 

[mmHg] 

≤ 90 91−100 101−110 111−219   ≥ 220 

Heart Rate 

[bpm] 
≤ 40  41−50 51−90 91−110 111−130 ≥ 130 

Level of 

Consciousness 

[AVPU score] 

   Alert   

Respon-

sive  to 

Verbal, 

Pain, 

None  

 

 

 

As Table 4.1 illustrates, NEWS (similar to the other EWSs) does not include any 

patient-specific components, such as frailty. Frailty is a “state affecting an individual who 

experiences losses in one or more domains of human functioning such as physical, 

psychological, and social” (De Vries et al., 2011). Failing to incorporate patient-specific 

components in the use of any EWSs may compromise the quality of care. For example, studies  
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show that patients with higher levels of frailty are at increased risk of deterioration events 

(Fairhall et al., 2011; Gray et al., 2002; Jones et al., 2005; Searle et al., 2008; Vaz Fragoso et 

al., 2012). EWSs may have different clinical implications for patients with different frailty 

levels. Individualized use of EWSs may address the need to personalize acute care delivery. In 

this chapter, we utilized the Braden skin score (BSS) as a surrogate for frailty which is 

clinically associated with the risk of deterioration (ROD) during hospitalization. We use BSS 

to identify patient subpopulations. BSS is used as a surrogate for ROD because it is measured 

at admission for every patient in our study, and it takes into account factors, e.g., mobility and 

nutrition, which are commonly used elements to define frailty, and frailty is associtated with 

ROD (Bergman et al., 2007; Fried et al., 2001). 

4.3 Literature Review 

In this section, we provide a brief overview of the relevant literature. Our research shares 

common characteristics with the Markov decision process (MDP) models for deteriorating 

systems in the machine maintenance and health care literature. An MDP model provides a 

framework for representing multi-stage decision problems in the presence of uncertainty. 

Semi-Markov decision process (SMDP) models generalize MDPs by allowing for non-

exponential holding time distributions. In an SMDP model, the natural process first selects the 

successor state according to a Markov process. Next, the length of time in the current state 

before the natural process makes a transition to the selected successor state is determined by 

selecting a time interval from an arbitrary distribution. Prior to the transition the natural process  
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holds for a random amount of time in the current state, which is referred as the holding time. 

4.3.1 Machine Maintenance Literature  

Our modeling approach is similar to Markovian replacement models in the machine 

maintenance literature (Kim & Makis, 2009; Lam & Yeh, 1994; Love et al., 2000; So, 1992). 

Maintenance models typically analyze deteriorating industrial machinery, as opposed to 

human beings. The research questions and methodology used in deteriorating health and 

deteriorating machine models, however, are complimentary. In a machine maintenance model, 

an operator decides whether or not to replace or repair a machine which is commonly modeled 

as a stochastically failing system. “Doing nothing” is the alternative action. A replacement may 

return the system to the initial state; a repair may bring the system back to a more desirable 

state. The objective is to obtain optimal decision rules that minimize costs associated with 

decreased machine performance and repair.  

SMDP models have been used in the machine maintenance literature to capture 

stochastic deterioration of equipment over time. Kao developed a finite-state, discrete-time 

SMDP model with two actions, repair or do nothing (Kao, 1973). Kao provided conditions for 

the existence of a state-dependent control-limit replacement rule, which suggests replacing the 

machine if the system reaches the control-limit state or any state greater or equal to the control-

limit state. The stochastically failing maintenance system is similar to our approach of 

modeling a patient’s health status, except a patient’s health may improve without intervention. 

In this context, initiating RRT can be compared to an imperfect repair, because patients are not 

guaranteed to recover after an RRT intervention.  
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4.3.2 Medical Decision Making Literature 

Since the 1960s, Markovian models have been applied in health care to support screening, 

diagnosis, and treatment decisions as well as patient flow and hospital operations optimization 

(Sonnenberg & Beck, 1993). Beck and Pauker highlighted the Markovian model’s power due 

to its simplicity, and its accurate representation of many clinical problems (Beck & Pauker, 

1983). Their study was followed by continuous growth in the number of MDPs for medical 

decision making. The most common applications of MDPs in health care are in the areas of 

screening and treatment decision models for chronic diseases such as breast cancer (Maillart 

et al., 2008), for liver transplant optimization (Alagoz et al., 2004), and HIV treatment 

initiation (Shechter et al., 2008). SMDP models have been used for personnel scheduling and 

capital investment planning within hospitals (Kao, 1972; Weiss et al., 1982; White, 1976).  

 SMDP models can represent the randomness in the hospitalization process arising from 

two sources: the uncertainty in a patient’s health state movements and the time spent in each 

state before a state change occurs. SMDP models have been used to model recovery processes 

of chronically ill patients, e.g., acute leukemia patients (Weiss & Zelen, 1965), coronary 

patients (Kao, 1972), and end-stage renal disease patients (Polesel & Romanin-Jakur, 1986). 

Cohen et al. (1980) simulated an SMDP model to support capacity decisions in hospitals. Kao 

(1972) examined a stochastic process of patient flow in a hospital and resource allocation using 

an SMDP model to capture the recovery process of coronary patients and predict demand for 

nursing and recovery-related services. Weiss et al. (1982) presented a patient flow model in 

the maternity service unit of a hospital where the patient location is modeled as a semi-Markov  
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process, and provided insight into the statistical model validation of SMDP models. Capan and 

Ivy (2013) studied patients’ physiological deterioration by using longitudinal trends in two 

vital signs, i.e., mean arterial pressure (MAP) and shock index (SI), and developed an SMDP 

model to provide optimal resuscitation decisions.  

Our model differs from the SMDP models in the literature in several ways. We model 

the physiological condition as a stochastically deteriorating and improving process with or 

without an intervention. In the existing literature, it is commonly assumed that the condition 

of a system may remain the same or decline without an intervention (Kao, 1973; Stidham, 

2005). However, a patient’s physiological condition can improve with or without a 

resuscitation intervention, which introduces additional uncertainty into the deterioration and 

recovery process. Further, we do not assume perfect intervention, which is a common 

assumption in the machine maintenance literature. In our study, activating an RRT does not 

return a patient’s health to the best possible condition with certainty, as is the case in clinical 

practice. In addition, our work establishes a framework for identifying an optimal control-limit 

type of policy for a stochastically deteriorating and improving process. Further, we develop an 

SMDP model for the recovery process of an acute condition, whereas existing studies focus on 

modeling chronic conditions (Weiss & Zelen, 1965; Kao, 1972; Polesel & Romanin-Jakur, 

1986). 

 A number of studies have focused on the impact of medical emergency teams on 

deterioration events, mortality and transfers to higher level care units during hospitalization 

(Subbe et al., 2001, Thomas et al., 2007, Winters et al., 2007, Kyriacos et al., 2011). However,  

 

 



 

71 

there are several gaps in the literature associated with analytical decision modeling to optimize 

acute resuscitation decisions. Although MDPs are used in medical decision making, none of 

the existing studies have developed a model associated with APD to the best of our knowledge. 

We incorporate EMRs and clinical expertise in an analytical model to provide a systematic 

approach to the RRT activation decision. Our model provides subpopulation-specific optimal 

policies which the caregiver team can follow after observing a patient’s physiological 

condition.   

4.4 Model Formulation 

We developed an SMDP model to represent the uncertainty in a patient’s health progression 

and identify patient-specific, NEWS-based RRT triggers. Table 4.2 summarizes the SMDP 

model parameters. 
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Table 4.2: SMDP model parameters. 

 
Model 

Parameter 
Definition 

SMDP 

Components 

𝑆 State space, 𝑋(𝑡) = 𝑠 ∈ 𝑆 = {6, 5, 4𝑠, 4𝑓, 3, 2, 1} 

𝐴𝑠 Action space, 𝑑(𝑠) ∈ 𝐴𝑠 = {1,  2}, 1: “Wait”; 2: “Call RRT” 

𝑡 Continuous time, 𝑡 ≥ 0  

𝑃(𝑗|𝑠, 𝑑(𝑠)) State transition probability, conditional on 𝑠 and 𝑑(𝑠) at the 

current decision epoch 

𝐹(𝑡|𝑠, 𝑑(𝑠)) Probability that the next decision epoch occurs within 𝑡 time 

units of the current decision epoch, conditional on 𝑠 and 

𝑑(𝑠) at the current decision epoch 

𝑟(𝑠, 𝑑(𝑠)) Total cost accumulated between two decision epochs  

Cost  

𝛾nurse(𝑠) Fixed, state-dependent nurse resource time [hrs.] 

 𝛾RRT(𝑠) Fixed, state-dependent RRT resource time [hrs.] 

𝑐(𝑠, 𝑗) Variable cost to capture TTS Parts I-III and FTR 

Policies 𝛱 Set of possible stationary policies, 𝜋 ∈ 𝛱 

Value 

function 

𝑣𝛼,𝜋(𝑠) Total expected cost in state 𝑠 ∈ 𝑆 for policy 𝜋; and discount 

factor 𝛼  

 

 

 

SMDP models allow us to represent a patient’s physiological deterioration and recovery as a 

stochastic process which makes transitions from state to state in accordance with a Markov 

chain, but the time spent in each state before a transition occurs is random. The core 

continuous-time stochastic process, {𝑋(𝑡), 𝑡 ≥ 0}, represents the patient’s health state at time 

𝑡. In the general ward, bedside providers may evaluate a patient multiple times during a regular 

hospital rounding. The time between each evaluation can be considered a random variable. In  
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this study, we observe a patient’s health condition retrospectively by analyzing the random 

points of time when provider evaluations are entered in the patient’s EMRs.  

 During hospitalization in the general ward, we define a decision epoch as a random 

point of time when care provider decisions (i.e., actions) are allowed. Decision epochs coincide 

with the times the patient’s health condition changes in the continuous-time stochastic process. 

We note that there are two continuous time processes associated with the deterioration process. 

The first one is the patient’s actual physiological condition at time 𝑡, which may change 

without the change being observed and entered in the EMRs. The second continuous time 

process is the patient’s condition of record that captures the condition at the time of clinical 

evaluation. We are discussing the latter continuous time process. An EMR entry in the data set 

represents a new decision epoch only if the patient’s health condition differs from the last 

evaluation. Therefore, if the state at the current decision epoch is 𝑠, the state at the next decision 

epoch is 𝑗, where 𝑗 ≠ 𝑠. Combining the stochastic nature of state transitions and the stochastic 

nature of the time until the next state transition, the underlying model is an SMDP.  

 We consider the stochastic process which starts at the beginning of a hospitalization 

episode. This can be a general ward admission, or a return to the general ward from a higher-

level care unit. We choose an infinite time horizon, because a hospitalization contains many 

decision epochs, and we seek to understand the health state-dependent deterioration process.  

4.4.1 Defining Model Components    

Model states, 𝑋(𝑡) = 𝑠 ∈ 𝑆 = {6, 5, 4𝑠, 4𝑓, 3, 2, 1}, are as summarized in Table 4.2. Health 

states are ordered so that lower NEWS is associated with better health. The classification of  
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NEWS values and their clinical interpretation in Table 4.2 are derived from the NHS report 

(Royal College of Physicians, 2012).  The states, {6, 4𝑠, 4𝑓}, are our modeling extensions.    

 

 

 
Table 4.3: NEWS, corresponding model states, and the clinical interpretation of the states. 

NEWS State Interpretation 

- 6 Discharged from the general ward 

0 5 Stable  

0 4s  Stabilized after deterioration, i.e., 

maintained NEWS=0 for at least 

one hour 

0 4f Returned to NEWS=0 after 

deterioration 

1−4  

 

3 
Slightly concerning  

5−6 or 

individual NEWS 

parameter with weight of 3 

(see Table 4.1) 

 

2 
Concerning  

≥ 7 1 Distress 

 

 

 

The absorbing state 6 represents all outcomes that result in the patient leaving the general ward, 

including transfer to higher-level care (e.g., ICU), discharge alive or hospice, and death. State 

5 represents the case when the patient has not been observed with NEWS>0 since the start of 

the hospitalization episode. State 4𝑓 corresponds to a patient who returns to NEWS=0 

following deterioration. Based on medical expert opinion, if the patient maintains NEWS=0  
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for at least one hour, the patient is considered to be stabilized. We model stabilization as 

remaining in state 4𝑓 for at least one hour, which results in a movement from state 4𝑓 to the 

stabilized state 4𝑠. We differentiate between the healthy state 5, and stabilization related states 

{4𝑠, 4𝑓} to capture different costs which will be discussed in Section 4.4.2. The ordering of 

the health states associated with NEWS 0 are as follows: state 5 is assumed to be a better health 

condition than state 4𝑠; and state 4𝑠 is assumed to be a better health condition than state 4𝑓. 

State 3 is the slightly concerning state, and state 2 the concerning state. State 1 is considered 

a “distress” state based on its physiological implications (Royal College of Physicians, 2012).  

 We consider two possible actions, 𝑑(𝑠) ∈ 𝐴𝑠 = {1, 2}: wait (i.e., postpone the RRT 

activation decision until the next decision epoch) denoted by 1, or call RRT denoted by 2. The 

action space 𝐴𝑠  is state-dependent. Waiting is allowed in all model states. Calling RRT is only 

allowed in states {3, 2, 1}. The reason for restricting the action space is based on the EMRs 

which show no RRT activation in states {5, 4𝑠, 4𝑓}. In addition, calling RRT in the discharged 

state is not considered, because RRT provides critical care for the patients in the general ward. 

Figure 4.1 shows the possible state transitions.   
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5
4f

4s

3

2

1

6

 

Figure 4.1: State transition diagram for the SMDP model. 

 

 

 

In Figure 4.1, dashed arrows represent bidirectional movements, and solid arrows represent 

unidirectional movements between model states. For example, upon leaving state 5, the patient 

cannot return to this state because his/her NEWS has exceeded 0. Therefore, all arrows leaving 

state 5 are solid. In Figure 4.1, the square on the left contains model states corresponding to 

NEWS=0; the rectangle in the middle contains the states with NEWS > 0; and the square on 

the right includes the absorbing state 6. 

 The states focus on the features of the patient’s condition, while the state transition 

probabilities govern changes in the patient’s health state in a given subpopulation. The term 

𝑃(𝑗|𝑠, 𝑑(𝑠)) denotes the probability that the state at the next decision epoch is 𝑗, conditional 

on the state 𝑠 and action 𝑑(𝑠) at the current decision epoch. The holding time determines the 

random amount of time in a state until a state transition occurs. The term, 

𝐹(𝑡|𝑠, 𝑑(𝑠), 𝑗),denotes the probability that the next decision epoch occurs within 𝑡 time units  
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of the current decision epoch, conditional on the beginning state 𝑠 and action 𝑑(𝑠) at the current 

decision epoch as well as the ending state 𝑗.at the next decision epoch. We omit a 

subpopulation-specific index for model parameters, because the SMDP models are same for 

each subpopulation, only the model input parameter values differ. State transition probabilities 

and holding time distributions are derived from the EMRs using Maximum Likelihood 

Estimates (MLEs) (Anderson & Goodman, 1957). Our data analysis of state movements 

suggests that the exponential distribution is a good fit for the holding time probability 

distribution for all states, except in state 4𝑓 which will be discussed in detail in the next section.  

4.4.2 Cost Structure 

The cost structure in our SMDP model aims to align time-based hospital resource use 

according to a patient’s needs. The cost accumulated between two decision epochs, 𝑟(𝑠, 𝑑(𝑠)), 

is time-based, and has three components:  𝛾nurse(𝑠),  𝛾RRT(𝑠), and 𝑐(𝑠, 𝑗). The fixed health 

state-dependent nurse time, 𝛾nurse(𝑠), links the patient needs to the corresponding nurse time 

in hours based on the health condition. We compute nurse time as the additional time exceeding 

the baseline nurse time for a stable patient. The baseline is the average nurse resource use in 

state 5. The fixed RRT cost, 𝛾RRT(𝑠), represents the time RRT spends in transit to/from the 

patient’s room and onsite treating the patient if RRT is activated at a decision epoch, measured 

in hours. The indicator variable 𝐼(𝑑(𝑠) = 2) is   

𝐼(𝑑(𝑠) = 2) = {
1, if d(s) = 2, i. e. , action is call RRT
0,                                                     otherwise.

 

If RRT is activated at a decision epoch, then the RRT cost 𝐼(𝑑(𝑠) = 2) 𝛾RRT(𝑠) is accumulated  
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for the states for which calling RRT is allowed, 𝑠 ∈ {3, 2, 1}. In this study, we focus on a 

patient’s stay in the general ward. Therefore, we assume that the fixed costs are not applicable 

after discharge: 𝛾nurse(6) = 𝛾RRT(6) = 0.  

The objective of our SMDP models is to minimize the Time to Stabilization (TTS) and 

Failure to Rescue (FTR), while considering the time-based care provider resource use. In our 

model, TTS corresponds to the time from the start of APD until the patient is considered 

stabilized. The start of APD and stabilization are defined based on medical expert opinion. 

While an abnormality in one or multiple physiological measures can result in physiological 

deterioration, the condition is APD if the disturbance lasts for at least 30 Minutes. This means, 

if a patient is in states {3, 2, 1} for ≥ 30 Minutes, the patient is experiencing APD. A patient is 

stabilized if NEWS remains at zero for at least one hour. We modeled TTS using three parts: 

 Part I (recovery): the patient returns to NEWS zero after deterioration, i.e., s =

{3, 2, 1}, and j = {4f};   

 Part II (successful stabilization): the patient is stabilized, i.e., if the movement out of 

state s = {4f} to a state in {6, 3, 2, 1} exceeds one hour, and therefore the first transition 

from s = {4f} is to  𝑗 = {4s}; and 

 Part III (unsuccessful stabilization): the stabilization attempt fails, i.e., movement out 

of state s = {4f} to a state in {6, 3, 2, 1} occurs in less than one hour, and 𝑗 ∈ {6, 3, 2, 1}. 

 

FTR corresponds to a patient having sustained clinical distress, i.e., NEWS remains ≥ 7 for at 

least one hour without RRT activation. FTR is only applicable if the movement from 𝑠 = {1}  
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to 𝑗 ∈ {6, 4𝑓, 3, 2} exceeds one hour without RRT activation. For illustrative purposes, Figure 

4.2 shows the TTS and FTR calculation for two sample cases. The horizontal axis represents 

time, and the vertical axis shows the NEWS ranges corresponding to the model states. All 

circles indicate random points in time when a patient is evaluated, and the information is 

entered in EMRs. Only the filled circles represent decision epochs.  
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Figure 4.2: Illustrative cases of TTS and FTR. All circles indicate random points in time when a 

patient is evaluated, and the information is entered in EMRs. Only the filled circles represent the 

decision epochs when the state changes. 
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In Figure 4.2, the flag indicates the start of APD. The exclamation mark in Sample Case #2 

indicates possible FTR if the decision at the corresponding decision epoch is to wait. In 

addition to  𝛾nurse(𝑠) and  𝛾RRT(𝑠), we use an indicator cost variable, 𝑐(𝑠, 𝑗), which 

accumulates TTS or FTR. The variable, 𝑐(𝑠, 𝑗), takes the value one if the state movement from 

𝑠 to 𝑗 corresponds to TTS or FTR; otherwise it takes the value of zero (Table 4.3). 

 

 

 
Table 4.4: The indicator cost variable, 𝑐(𝑠, 𝑗). 

s / j 5 4s 4f 3 2 1 6 

5 0 0 0 0 0 0 0 

4s 0 0 0 0 0 0 0 

4f 0 1 0 1 1 1 1 

3 0 0 1 0 1 1 1 

2 0 0 1 1 0 1 1 

1 0 0 1 1 1 0 1 

6 0 0 0 0 0 0 0 

 

 

 

Table 4.3 shows the indicator cost variable associated with a movement from state 𝑠 to state 𝑗, 

where the rows correspond to the current state 𝑠, and columns to the following state 𝑗.  

 We define the term, 𝜆𝑠,𝑑(𝑠), as the state- and action-dependent exponential rate for the 

holding time distribution in state 𝑠 until next decision epoch. The holding time in state 𝑠  
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corresponds to the minimum of competing exponential events (i.e., possible movements out of 

state 𝑠). Therefore, for the states 𝑠 ∈ {5, 4𝑠, 3, 2, 1}, the time between subsequent decision 

epochs follows an exponential distribution with parameter 𝜆𝑠,𝑑(𝑠) = ∑ 𝜆𝑠,𝑑(𝑠),𝑗𝑗∈𝑆,𝑗≠𝑠  where 

𝜆𝑠,𝑑(𝑠),𝑗 is the rate of the exponential time spent in 𝑠 before a transition to 𝑗 occurs, given action 

𝑑(𝑠). For state 4𝑓, the holding time in state 4𝑓 given the action 𝑑(4𝑓), denoted by 𝐻4𝑓,𝑑(4𝑓), 

is concentrated in [0, 1], and is formulated as 

 
ℙ(𝐻4𝑓,𝑑(4𝑓) = 1) = ℙ( min

𝑗∈{1,2,3,6}
𝐻4𝑓,𝑑(4𝑓),𝑗 > 1) = 𝑒−∑ 𝜆4𝑓,𝑑(4𝑓),𝑗𝑗∈{1,2,3,6} ,  

(4.1a) 

 

and 

 ℙ(0 < 𝐻4𝑓,𝑑(4𝑓) < 1) = 1 − ℙ(𝐻4𝑓,𝑑(4𝑓) = 1) = 1 − 𝑒−∑ 𝜆4𝑓,𝑑(4𝑓),𝑗𝑗∈{1,2,3,6} . 

 

(4.1b) 

 

The total immediate cost, 𝑟(𝑠, 𝑑(𝑠)), for five possible cases are given by: 

 𝑟(𝑠, 𝑑(𝑠)) =  𝛾nurse(𝑠)
     

       for s ∈ {5, 4s}, d(s) = {1} (4.2a) 

 

 

 𝑟(𝑠, 𝑑(𝑠)) =  𝛾nurse(𝑠) + 𝐼(𝑑(𝑠) = 2) 𝛾RRT(𝑠) +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢𝑗∈𝑆
∞

0
                       

 for s ∈ {2, 3}, j ∈ S, d(s) ∈ {1, 2}, 

 

 

(4.2b) 

 

 𝑟(𝑠, 𝑑(𝑠)) =  𝛾nurse(𝑠) + 𝐼(𝑑(𝑠) = 2) 𝛾RRT(𝑠) +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢 +𝑗∈𝑆
∞

0

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢𝑗∈𝑆
∞

1
                                    

for s ∈ {1}, j ∈ S, d(s) = {1}, 
 

 

 

 

(4.2c) 
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 𝑟(𝑠, 𝑑(𝑠)) =  𝛾nurse(𝑠) + 𝐼(𝑑(𝑠) = 2) 𝛾RRT(𝑠) +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝑗∈𝑆

∞

0
𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢                          

for s ∈ {1}, j ∈ S, d(s) = {2},  
 

 

 

(4.2d) 

 

 𝑟(𝑠, 𝑑(𝑠)) =  𝛾nurse(𝑠) +

∫ ∑ 𝑃(𝑗|4𝑓, 𝑑(4𝑓), 𝑍 < 1)[∫ 𝑒−𝛼𝑡𝑐(4𝑓, 𝑗)𝑑𝑡
𝑢

0
]𝜆𝑍𝑒

−𝜆𝑍𝑢𝑑𝑢 +𝑗∈{1,2,3,6}
1

0

𝑒−𝜆𝑍 ∫ 𝑒−𝛼𝑡𝑐(4𝑓, 4𝑠)𝑑𝑡
1

0
                    

for s ∈ {4f}, d(s) ∈ {1}, 
 

 

 

 

(4.2e) 

where  

𝑍 ≡ 𝑚𝑖𝑛{𝐻4𝑓,𝑑(4𝑓),𝑗: 𝑗 = 1, 2, 3, 6}  

and 

𝜆𝑍 ≡ ∑ 𝜆4𝑓,𝑑(4𝑓),𝑗
𝑗∈{1,2,3,6}

 

is an auxiliary random variable whose full significance is explained in the next section. The 

holding time in state 4𝑓 will be explained in detail in the next section. The parameter 𝑢 in 

Equations (4.2b−e) is used as the variable of integration. Equation (4.2a) represents the cost 

accumulated between two decision epochs if the state at the current decision epoch is 𝑠 ∈

{5, 4𝑠}. Equation (4.2b) represents a patient in state 𝑠 ∈ {3, 2} at the current decision epoch 

with TTS Part I accumulation. Equation (4.2c) represents a patient in distress state 1 at the 

current decision epoch with TTS Part I, and possible FTR accumulation. Equation (4.2d) 

represents a patient in distress state 1 at the current decision epoch with TTS Part I 

accumulation without FTR (because RRT is activated). Equation (4.2e) is for the case where 

the patient is in state 4𝑓 at the current decision epoch with possible TTS Part II and III  
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accumulation. In the following section, we discuss the holding time in state 4𝑓, provide 

detailed calculations for the TTS-related costs in state 4𝑓, and FTR-related costs in state 1. 

Holding Time in State 𝟒𝒇 

For state 4𝑓, by the definition of stabilization, the holding time is concentrated in [0, 1], 

and therefore not exponentially distributed. Let 𝐻𝑠,𝑑(𝑠),𝑗 denote the holding time in state 𝑠 given 

action 𝑑(𝑠) before the system makes a transition to state 𝑗 where 𝑗 ∈ 𝑆\{𝑠}. Let 𝐻𝑠,𝑑(𝑠) denote 

the holding time in state 𝑠 given action 𝑑(𝑠), 𝐹𝑠,𝑑(𝑠)(𝑢) is the CDF of 𝐻𝑠,𝑑(𝑠). Then, 

ℙ{𝐻𝑠,𝑑(𝑠),𝑗  ≤ 𝑢 | 𝑠 = 4𝑓, 𝑑(4𝑓), 𝑗 = 4𝑠} = {
0  𝑖𝑓 𝑢 < 1
1  𝑖𝑓 𝑢 ≥ 1

. 

In other words, starting in state 4𝑓, given 𝑑(4𝑓), the patient cannot move to state 4𝑠 in less 

than 1 hour. The probability distribution of 𝐻4𝑓,𝑑(4𝑓) is given by  

 Equation (4.1a) if the transition from state 4𝑓 to state 𝑗 ∈ {6, 3, 2, 1} exceeded 1 hour, 

in which case the patient is stabilized after 1 hour and moves to state 𝑗 = 4𝑠, and 

 Equation (4.1b) if the transition from state 4𝑓 to state 𝑗 ∈ {6, 3, 2, 1} occurred in less 

than 1 hour, and the next state is 𝑗 ∈ {6, 3, 2, 1}. 

TTS-Related Costs in State 𝟒𝒇 

Define a random variable 𝑍 ≡ min{𝐻4𝑓,𝑑(4𝑓),𝑗: 𝑗 = 6, 3, 2, 1}. 𝑍 follows an exponential 

distribution with rate 𝜆𝑍 = ∑  𝜆4𝑓,𝑑(4𝑓),𝑗𝑗∈{6,3,2,1} . The holding time in state 4𝑓 is 

𝐻4𝑓,𝑑(4𝑓) = {
𝑍   if 𝑍 < 1
1   if 𝑍 ≥ 1

. 

Given 𝑍 < 1, the conditional PDF of 𝐻4𝑓,𝑑(4𝑓) is  
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𝑓4𝑓,𝑑(4𝑓)(𝑢) = {

0     if 𝑢 < 0
𝜆𝑍𝑒

−𝜆𝑍𝑢

(1−𝑒−𝜆𝑍)
 if 0 ≤ 𝑢 < 1

1      if 𝑢 ≥ 1

  .  

Let 𝐽 be the state to which the process jumps when it leaves the state 4𝑓. Then, it follows: 

ℙ {𝑗|4𝑓, 𝑑(4𝑓), 𝑍 < 1} = ℙ{𝐽 = 𝑗 |𝑍 < 1}  

= ℙ{𝐻4𝑓,𝑑(4𝑓),𝑗 < 𝐻4𝑓,𝑑(4𝑓),𝑘  𝑓𝑜𝑟 𝑘 = {6, 3, 2, 1}\{𝑗} | 𝑍 < 1} 

= ℙ {𝑍 = 𝐻4𝑓,𝑑(4𝑓),𝑗 and  𝑍 < 𝐻4𝑓,𝑑(4𝑓),𝑘  for 𝑘 = {6, 3, 2, 1}\{𝑗} | 𝐻4𝑓,𝑑(4𝑓),𝑗 < 1}   

= ℙ{𝐻4𝑓,𝑑(4𝑓),𝑗 < 𝐻4𝑓,𝑑(4𝑓),𝑘  𝑓𝑜𝑟 𝑘 = {6, 3, 2, 1}\{𝑗} | 𝐻4𝑓,𝑑(4𝑓),𝑗 < 1} 

= ∫ 𝑒−(
∑ 𝜆4𝑓,𝑑(4𝑓),𝑗𝑘∈{6,3,2,1},𝑘≠𝑗 )𝑢 𝜆4𝑓,𝑑(4𝑓),𝑗𝑒

−𝜆4𝑓,𝑑(4𝑓),𝑗𝑢

(1−𝑒
−𝜆4𝑓,𝑑(4𝑓),𝑗)

 𝑑𝑢
1

0
. 

Let 𝐺𝑇𝑇𝑆(𝑍, 𝐽) denote the following: 

 when 𝑍 < 1, 𝐺𝑇𝑇𝑆(𝑍, 𝐽) denotes the rate at which TTS-related cost is accumulated over 

the random time interval [0, 𝑍] and is expressed as a function of the random variables 

𝑍 and 𝐽, 

 when 𝑍 = 1, 𝐺𝑇𝑇𝑆(𝑍, 𝐽) denotes the rate at which TTS-related cost is accumulated over 

the fixed time interval [0,1]; and in this case the destination state is fixed at 𝐽 = 4𝑠, 

denoting the stabilization of a patient. 

We can formulate 𝐺𝑇𝑇𝑆(𝑍, 𝐽) as 

𝐺𝑇𝑇𝑆(𝑍, 𝐽) = {
𝑐(4𝑓, 𝑗)     if 𝑍 < 1,

𝑐(4𝑓, 4𝑠)   if 𝑍 = 1.
 

The total discounted TTS-related cost is given by 
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𝐺𝑇𝑇𝑆
∗ (𝑍, 𝐽) = {

∫ 𝑒−𝛼𝑡𝐺𝑇𝑇𝑆(𝑍, 𝐽)𝑑𝑡    if 𝑍 < 1,
𝑍

0

∫ 𝑒−𝛼𝑡𝑐(4𝑓, 4𝑠)𝑑𝑡
1

0
    if 𝑍 = 1.

  

The expectation is computed as follows: 

𝐸[𝐺𝑇𝑇𝑆
∗ (𝑍, 𝐽)] = ℙ{𝑍 < 1}𝐸[𝐺𝑇𝑇𝑆

∗ (𝑍, 𝐽) | 𝑍 < 1] + ℙ{𝑍 = 1}𝐸[𝐺𝑇𝑇𝑆
∗ (𝑍, 𝐽) | 𝑍 = 1] 

= (1 − 𝑒−𝜆𝑍)𝐸 [∫ 𝑒−𝛼𝑡𝑐(4𝑓, 𝐽)𝑑𝑡| 𝑍 < 1
𝑍

0
] + 𝑒−𝜆𝑍𝐸 [∫ 𝑒−𝛼𝑡𝑐(4𝑓, 4𝑠)𝑑𝑡|𝑍 = 1

𝑍

0
]  

= (1 − 𝑒−𝜆𝑍) ∫ ∑ 𝑃(𝑗|4𝑓, 𝑑(4𝑓), 𝑍 < 1)[∫ 𝑒−𝛼𝑡𝑐(4𝑓, 𝑗)𝑑𝑡
𝑢

0
] [
𝜆𝑍𝑒

−𝜆𝑍𝑢

1−𝑒−𝜆𝑍
] 𝑑𝑢 +𝑗∈{6,3,2,1}

1

0

𝑒−𝜆𝑍 ∫ 𝑒−𝛼𝑡𝑐(4𝑓, 4𝑠)𝑑𝑡
1

0
  

= ∫ ∑ 𝑃(𝑗|4𝑓, 𝑑(4𝑓), 𝑍 < 1)𝑗∈{6,3,2,1} [∫ 𝑒−𝛼𝑡𝑐(4𝑓, 𝑗)𝑑𝑡
𝑢

0
]𝜆𝑍𝑒

−𝜆𝑍𝑢𝑑𝑢 + 𝑒−𝜆𝑍 ∫ 𝑒−𝛼𝑡𝑐(4𝑓, 4𝑠)𝑑𝑡
1

0

1

0
.  

 

FTR-related Cost in State 𝟏 

Let 𝑈 denote the holding time in state 1, and 𝐽 denote the state to which the process jumps 

when it leaves state 1. Let 𝐺𝐹𝑇𝑅(𝑈, 𝐽) denote the rate at which the FTR-related cost is 

accumulated, given by 

𝐺𝐹𝑇𝑅(𝑈, 𝐽) = {
𝑐(1, 𝐽)  𝑖𝑓 𝑈 ≥ 1,
0           𝑖𝑓 𝑈 < 1.

 

The discounted total FTR-related cost is given by 

𝐺∗𝐹𝑇𝑅(𝑈, 𝐽) = ∫ 𝑒−𝛼𝑡𝐺𝐹𝑇𝑅(𝑈, 𝐽)𝑑𝑡
𝑈

0
. 

Then, the expected value of the total discounted FTR-related cost is  

𝐸[𝐺∗𝐹𝑇𝑅(𝑈, 𝐽)] = ∫ ∑ 𝐸[𝐺∗𝐹𝑇𝑅(𝑈, 𝐽) | 𝑈 = 𝑢, 𝐽 = 𝑗]𝑃(𝑗|1, 𝑑(1) =𝑗∈𝑆
∞

0

1)𝜆1,𝑑(1)=1𝑒
−𝜆1,𝑑(1)=1𝑢𝑑𝑢  
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= ∫ ∑ 𝑃(𝑗|1, 𝑑(1) = 1)[∫ 𝑒−𝛼𝑡𝐺𝐹𝑇𝑅(𝑢, 𝑗)𝑑𝑡
𝑢

0
]𝑗∈𝑆

∞

0
𝜆1,𝑑(1)=1𝑒

−𝜆1,𝑑(1)=1𝑢𝑑𝑢  

= ∫ ∑ 𝑃(𝑗|1, 𝑑(1) = 1)[∫ 𝑒−𝛼𝑡𝑐(1, 𝑗)𝑑𝑡
𝑢

0
]𝑗∈𝑆

∞

1
𝜆1,𝑑(1)=1𝑒

−𝜆1,𝑑(1)=1𝑢𝑑𝑢  

4.4.3 Optimal Value Function  

We develop an infinite-horizon SMDP model for each patient subpopulation to 

determine the optimal RRT activation thresholds. The goal of the infinite-horizon SMDP 

model is to specify a set of actions at each state and minimize the total expected discounted 

cost. In infinite-horizon SMDP models, the optimal policy is time-independent, i.e., stationary 

(Puterman, 1994). A stationary policy is a function mapping the state space on to the action 

space, and specifies an action to be selected for each state. For a given stationary policy 𝜋, the 

total expected discounted cost for state 𝑠 is  

 𝑣𝛼,𝜋(𝑠) = 𝑟(𝑠, 𝑑(𝑠))

+∑𝑃(𝑗|𝑠, 𝑑(𝑠))∫ 𝑒−𝛼𝑡𝐹(𝑡|𝑠, 𝑑(𝑠))𝑑𝑡 𝑣𝛼,𝜋(𝑗)
∞

0𝑗∈𝑆

 

 

 

 

where 𝑟(𝑠, 𝑑(𝑠)) is as defined in Equations (4.1a−e). The optimal value function is given by 

𝑣𝛼,𝜋∗(𝑠) ≡ minπ∈Π  {𝑣𝛼,𝜋(𝑠)} where π∗ = {𝑑∗(6), … , 𝑑∗(1)} is the optimal policy. We use 

continuous discounting denoted by 𝑒−𝛼𝑡 with 𝛼 = 0.03 corresponding to a 3% discrete 

discounting factor as commonly used in the medical decision making literature (Gold et al., 

1996). For each subpopulation, we compute the optimal value function and the optimal policy 

using policy iteration algorithm (Puterman, 1994). 
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4.4.4 Patient Classification  

In Capan et al. (2014), we used a retrospective observational study of 38,356 adult patients 

who were hospitalized at Mayo Clinic Rochester during 2011 to create subpopulations which 

are significantly different and medically relevant (Capan et al. 2014). Three patient-specific 

covariates were selected to identify subpopulations based on expert opinion and repeated 

measures models: prior deterioration event experience, i.e., yes or no, risk of deterioration 

(ROD) during hospitalization as measured by Braden skin score (BSS), i.e., low, moderate or 

high ROD, and admission type, i.e., medical or surgical. Repeated measures model was 

developed as a generalized linear model to explain the probability of a deterioration event 

while considering the within-patient correlation of measurements and the between-patient 

variation. Expert opinion informed the identification of possible independent variables from a 

set of vital signs, patient demographics, and lab results data. BSS is a score on a scale from 0 

to 30 measured at admission for every patient and it is commonly used to identify patients with 

a low, moderate, or high ROD during hospitalization. Using these three criteria, decision 

analytical models were developed to identify the optimal RRT activation policies. The results 

showed that only ROD during hospitalization and admission type were significant for 

determining the appropriate response. Based on these findings, in this chapter, we divide the 

eligible patient population into six groups using ROD and admission type. Subpopulation-

specific rates for holding times and cost parameters are derived from EMRs including 24-

months of data using MLEs.  

We use the Chi-square test of independence to test the Markovian assumption. We  
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compute the frequencies of the movements from a state at the current decision epoch to another 

state at the next decision epoch. We create contingency tables for each subpopulation, where 

rows represent the current state, columns represent the next state, and the cells correspond to 

the movement counts. Our goal is to show that the relative proportions of one variable (state 

at the next decision epoch) differ depending on another variable (state at current decision 

epoch). The null hypothesis is indepence, i.e.,   

𝐻0: 𝑃(𝑋(𝑡 + ∆𝑡) = 𝑗 |𝑋(𝑡) = 𝑖) = 𝑃(𝑋(𝑡 + ∆𝑡) = 𝑗). 

where 𝑋(𝑡) represents the state at a decision epoch at time 𝑡, and 𝑋(𝑡 + ∆𝑡) represents the state 

at the next decision epoch at time 𝑡 + ∆𝑡. The alternative hypothesis is that there is a higher 

order dependency structure. The null hypothesis was rejected for all six subpopulations with 

𝑝 < 0.001. Thus, the probability distribution for the state at the next decision epoch depends 

on the state at the current decision epoch. In conclusion, the test results suggest that there is a 

dependency structure between two subsequent states in the embedded Markov chain which 

may be a first or higher order dependency. Future work will be to identify the higher order 

dependency structure.  

4.5 Model Properties 

A great deal of the effort in Markov models is the establishment of an optimal policy with a 

simple and interpretable form. In practical applications, model properties, such as optimal 

strategy structures as a function of the input parameters, facilitate interpretation of the optimal 

policies. In our model, the existence of these types of structural properties will help to develop  
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a better understanding of the deterioration process. In this section, we develop a framework to 

establish conditions for the existence of monotone and nonincreasing optimal value functions 

of the SMDP model.  

4.5.1 Framework for the Structural Properties  

To show that a Markov model has the desired structural properties, the value function for 

optimal costs needs to have certain structural properties, such as monotonicity (Bhulai et al., 

2014). One method for checking structural properties is the value iteration method for discrete-

time MDPs. For continuous-time MDPs (CTMDPs), value iteration combined with an 

approach to modeling continuous-time systems in discrete time is commonly used to prove 

structural properties (Koole, 2006).  

 Uniformization is a method to model continuous-time systems in discrete time if the 

holding times are exponentially distributed (Koole, 2006; Puterman, 1994). Puterman states 

that the use of uniformization for analyzing Markov processes dates back to Jensen (1953) 

(Jensen, 1953; Puterman, 1994). Uniformization transforms the original continuous-time 

process into a discrete-time process which is easier to analyze (Puterman, 1994). In our 

problem context, uniformization cannot be used directly, because by definition of stabilization 

the holding time in state 4𝑓 is constrained to be in [0, 1]. In this section, we identify the 

conditions such that uniformization can be applied for our SMDP model, and a modified 

contraction mapping can be used to show the monotone and nonincreasing property of the 

optimal value function. 

 The uniformized process is derived as follows: consider {𝑋(𝑡), 𝑡 ≥ 0} which represents  
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the original continuous-time process with exponentially distributed holding times. Let 

𝑄(𝑗|𝑠, 𝑑(𝑠)) denote the conditional probability that at a decision epoch at time 𝑡, given the 

state 𝑋(𝑡) = 𝑠 and action 𝑑(𝑠), the system moves to state 𝑗 after an exponentially distributed 

time in state 𝑠 with rate 𝜆𝑠,𝑑(𝑠) = ∑ 𝜆𝑠,𝑑(𝑠),𝑗𝑗∈𝑆,𝑗≠𝑠 . The term, 𝜆𝑠,𝑑(𝑠),𝑗, is the rate of the 

exponential time for the movement from 𝑠 to 𝑗, given action 𝑑(𝑠), where 𝑠 ≠ 𝑗, and 𝑠 ∈

𝑆\{4𝑓}. The probabilistic behavior of {𝑋(𝑡), 𝑡 ≥ 0} is given by the transition rate matrix, or 

the infinitesimal generator matrix: 

𝐺(𝑗|𝑠, 𝑑(𝑠)) = {
−[1 − 𝑄(𝑗|𝑠, 𝑑(𝑠))]𝜆𝑠,𝑑(𝑠)      𝑖𝑓 𝑗 = 𝑠,

𝑄(𝑗|𝑠, 𝑑(𝑠))𝜆𝑠,𝑑(𝑠)                    𝑖𝑓 𝑗 ≠ 𝑠.
 

For a CTMDP, 𝑄(𝑗|𝑠, 𝑑(𝑠)) = 0 for 𝑗 = 𝑠, and the diagonal elements of the infinitesimal 

generator matrix are  

𝐺(𝑗|𝑠, 𝑑(𝑠)) = −[1 − 𝑄(𝑗|𝑠, 𝑑(𝑠))]𝜆𝑠,𝑑(𝑠) = −𝜆𝑠,𝑑(𝑠) = −∑ 𝜆𝑠,𝑑(𝑠),𝑗𝑗∈𝑆,𝑗≠𝑠 . 

Let us assume that 𝜆𝑠,𝑑(𝑠) are bounded as a function of state and action, i.e.,  

𝑠𝑢𝑝𝑠∈𝑆,𝑑(𝑠)∈𝐴𝑠  𝜆𝑠,𝑑(𝑠) < ∞. The uniformized process {�̃�(𝑡), 𝑡 ≥ 0} is derived from the original 

continuous-time process {𝑋(𝑡), 𝑡 ≥ 0} by selecting a constant 𝑐 such that  

𝑠𝑢𝑝𝑠∈𝑆,𝑑(𝑠)∈𝐴𝑠[1 − 𝑄(𝑠|𝑠, 𝑑(𝑠))]𝜆𝑠,𝑑(𝑠) ≤ 𝑐 < ∞, 

and setting 𝜆𝑠,𝑑(𝑠) = 𝑐 for all 𝑠 ∈ 𝑆, 𝑑(𝑠) ∈ 𝐴𝑠 such that {�̃�(𝑡), 𝑡 ≥ 0} has exponentially 

distributed holding times with state- and action-independent rate 𝑐; defining the probability 

�̃�(𝑗|𝑠, 𝑑(𝑠)) for the uniformized model as 
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�̃�(𝑗|𝑠, 𝑑(𝑠)) =

{
 
 

 
 
1 −

[1 − 𝑄(𝑗|𝑠, 𝑑(𝑠))]𝜆𝑠,𝑑(𝑠)

𝑐
   if 𝑗 = 𝑠,

𝑄(𝑗|𝑠, 𝑑(𝑠))𝜆𝑠,𝑑(𝑠)

𝑐
                     if 𝑗 ≠ 𝑠;

 

and defining the modified costs for the uniformized model as 

�̃�(𝑠, 𝑑(𝑠)) = 𝑟(𝑠, 𝑑(𝑠))
𝛼+𝜆𝑠,𝑑(𝑠)

𝛼+𝑐
. 

The term, �̃�(𝑗|𝑠, 𝑑(𝑠)), denotes the probability that at a decision epoch at time 𝑡, given the 

state of the unifomized model is �̃�(𝑡) = 𝑠, and the action 𝑑(𝑠) is taken, the system moves to 

state 𝑗 after an exponentially distributed time in state 𝑠 with rate 𝜆𝑠,𝑑(𝑠) = 𝑐 for all 𝑠 ∈

𝑆, 𝑑(𝑠) ∈ 𝐴𝑠. The term 𝛼 denotes the discount factor. The cost function, �̃�(𝑠, 𝑑(𝑠)), is modified 

to ensure that the uniformized model has the same expected total discounted costs as the 

original model (Puterman, 1994). The infinitesimal generator matrix of the uniformized model 

�̃�(𝑗|𝑠, 𝑑(𝑠)) which is given by 

�̃�(𝑗|𝑠, 𝑑(𝑠)) = {
−[1 − �̃�(𝑗|𝑠, 𝑑(𝑠))]𝑐          𝑖𝑓 𝑗 = 𝑠,

�̃�(𝑗|𝑠, 𝑑(𝑠))𝑐                         𝑖𝑓 𝑗 ≠ 𝑠,
 

agrees with the infinitesimal generator matrix of the original model for 𝑠 ≠ 𝑗:  

�̃�(𝑗|𝑠, 𝑑(𝑠)) = �̃�(𝑗|𝑠, 𝑑(𝑠))𝑐 =
𝑄(𝑗|𝑠, 𝑑(𝑠))𝜆𝑠,𝑑(𝑠)

𝑐
𝑐  

=   𝑄(𝑗|𝑠, 𝑑(𝑠))𝜆𝑠,𝑑(𝑠) = 𝐺(𝑗|𝑠, 𝑑(𝑠)).   

Thus, the uniformized process and the original process are equal in distribution (Puterman, 

1994). Proposition 11.5.1 in Puterman shows that the optimal value function is equivalent for 

both uniformized and original models; and the algorithms for discrete-time, discounted models  
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can be directly applied to the uniformized model (Puterman, 1994).  

4.5.3 Framework to Establish the Existence of Optimal Monotone Policies  

In this section, we introduce a framework to show that the optimal value function is monotone 

and nonincreasing in 𝑠. Let us assume that 𝑠+ corresponds to a better health state, and  𝑠− 

corresponds to a worse health state. 

Conditions 

1. The exponential transition rates for the movement out of state 𝑠 ∈ 𝑆 are bounded, i.e., 

there exists a constant 𝑐 which satisfies 𝑠𝑢𝑝𝑠∈𝑆,𝑑(𝑠)∈𝐴𝑠  𝜆𝑠,𝑑(𝑠) ≤ 𝑐 < ∞ with 𝜆𝑠,𝑑(𝑠) =

∑ 𝜆𝑠,𝑑(𝑠),𝑗𝑗∈𝑆,𝑗≠𝑠 . 

2. The cost accumulated between two decision epochs, 𝑟(𝑠, 𝑑(𝑠)), is monotone and 

nonincreasing in 𝑠 for all 𝑑(𝑠) ∈ 𝐴𝑠. That means, for 𝑠+ ≥ 𝑠−, 𝑟(𝑠+, 𝑑(𝑠+)) ≤

𝑟(𝑠−, 𝑑(𝑠−)).  

3. ∑ 𝑃(𝑗|𝑠, 𝑑(𝑠))𝑁
𝑗=𝑘  is an increasing function of 𝑠, for all 𝑘 ∈ 𝑆, 𝑑(𝑠) ∈ 𝐴𝑠. In other 

words, the probability of a transition into any block of health states {𝑘, 𝑘 + 1, … } is an 

increasing function of the current state: for 𝑠+ ≥ 𝑠−, ∑ 𝑃(𝑗|𝑠+, 𝑑(𝑠+))𝑁
𝑗=𝑘 ≥

∑ 𝑃(𝑗|𝑠−, 𝑑(𝑠−))𝑁
𝑗=𝑘 .  

4. The cost function is bounded, i.e., 𝑠𝑢𝑝𝑠∈𝑆,𝑑(𝑠)∈𝐴𝑠|𝑟(𝑠, 𝑑(𝑠))| ≤ 𝑀 < ∞. 

5. The future costs are discounted, i.e., given the discount factor 𝛼 > 0, if the cost of one 

unit occurs 𝑡 time units from now, its present value is 𝑒−𝛼𝑡.  

6. 𝜆𝑠,𝑑(𝑠) is montone and nonincreasing in 𝑠 for all 𝑑(𝑠) ∈ 𝐴𝑠. 
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Definitions  

In the remainder of this section, let 𝐵(𝑆) denote the set of all bounded functions on the state 

space 𝑆. For any function 𝑓 ∈ 𝐵(𝑆), let ‖𝑓‖ = 𝑠𝑢𝑝𝑖∈𝑆|𝑓(𝑖)|.  

Definition 1. Let {ℎ𝑛} be a sequence in 𝐵(𝑆). The sequence {ℎ𝑛} is said to converge to ℎ ∈

𝐵(𝑆) whenever lim
𝑛→∞

‖ℎ𝑛 − ℎ‖ = 0. Further, {ℎ𝑛} converges pointwise to ℎ if ℎ𝑛(𝑠) converges 

to ℎ(𝑠) for each 𝑠 ∈ 𝑆. When the state space 𝑆 is finite, then the convergence definitions above 

are equivalent (Puterman, 1994).   

Definition 2. A mapping 𝑇: 𝐵(𝑆) → 𝐵(𝑆) is a contraction mapping if ‖𝑇𝑦 − 𝑇𝑧‖ ≤ 𝑘‖𝑦 − 𝑧‖ 

for some 0 ≤ 𝑘 < 1, and for all 𝑦, 𝑧 ∈ 𝐵(𝑆) (Ross, 1970). 

Definition 3. If 𝑇: 𝐵(𝑆) → 𝐵(𝑆) is a contraction mapping, then: (i) there exists a unique 

bounded real-valued function 𝑔 ∈ 𝐵(𝑆) such that 𝑇𝑔 = 𝑔, and (ii) for all 𝑢 ∈ 𝐵(𝑆)  𝑇𝑛𝑢 → 𝑔 

as 𝑛 → ∞. This definition is the Contraction Mapping Fixed Point Theorem (Ross, 1970).  

 

 Consider the original continuous-time process {𝑋(𝑡), 𝑡 ≥ 0} which represents the 

physiological deterioration and recovery process. At a decision epoch at time 𝑡 the patient is 

in state 𝑋(𝑡) = 𝑠, and action 𝑑(𝑠) is selected, the time spent in 𝑠 follows an exponential 

distribution with rate 𝜆𝑠,𝑑(𝑠), and the patient moves to state 𝑗 with probability 𝑃(𝑗|𝑠, 𝑑(𝑠)). 

Further, let 𝜋 denote a stationary policy, and 𝛼 denotes the discount factor. The value function, 

𝑣𝛼,𝜋(𝑠), is given by 
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𝑣𝛼,𝜋(𝑠) = 𝑟(𝑠, 𝑑(𝑠)) +∑[∫ [∫ 𝑒−𝛼𝑡𝑑𝑡

𝑢

0

] 𝜆𝑠,𝑑(𝑠)𝑒
−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢

∞

0

]

𝑗∈𝑆

𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋(𝑗) 

= 𝑟(𝑠, 𝑑(𝑠)) +∑[∫
1

𝛼
[1 − 𝑒−𝛼𝑢]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢

∞

0

]

𝑗∈𝑆

𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋(𝑗) 

= 𝑟(𝑠, 𝑑(𝑠)) +∑[∫
𝜆𝑠,𝑑(𝑠)

𝛼
𝑒−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢 −∫

𝜆𝑠,𝑑(𝑠)

𝛼
𝑒
−(𝛼+𝜆

𝑠,𝑑(𝑠))𝑢𝑑𝑢

∞

0

∞

0

] 𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋(𝑗)

𝑗∈𝑆

 

= 𝑟(𝑠, 𝑑(𝑠)) +∑[
1

𝛼
−
𝜆𝑠,𝑑(𝑠)

𝛼
∙

1

𝛼 + 𝜆𝑠,𝑑(𝑠)
]

𝑗∈𝑆

𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋(𝑗) 

= 𝑟(𝑠, 𝑑(𝑠)) +∑[
1

𝛼 + 𝜆𝑠,𝑑(𝑠)
]

𝑗∈𝑆

𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋(𝑗) 

= 𝑟(𝑠, 𝑑(𝑠)) + [
1

𝛼 + 𝜆𝑠,𝑑(𝑠)
]∑ 𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋(𝑗)

𝑗∈𝑆

 

= �̃�(𝑠, 𝑑(𝑠)) + �̂� ∑ 𝑃(𝑗|𝑠, 𝑑(𝑠))�̃�𝛼,𝜋(𝑗)𝑗∈𝑆 . 

where �̂� =
1

𝛼+𝑐
 and the constant 𝑐 satisfies 𝑠𝑢𝑝𝑠∈𝑆,𝑑(𝑠)∈𝐴𝑠  𝜆𝑠,𝑑(𝑠) ≤ 𝑐 < ∞. If 

1

𝛼+𝜆𝑠,𝑑(𝑠)
< 1 holds 

for all 𝜆𝑠,𝑑(𝑠) for 𝑠 ∈ 𝑆, 𝑑(𝑠) ∈ 𝐴𝑠, then the Contraction Mapping Fixed Point Theorem can be 

applied. In other words, if 𝜆𝑠,𝑑(𝑠) > 1 for all 𝑠 ∈ 𝑆, 𝑑(𝑠) ∈ 𝐴𝑠, then the discount factor of the 

uniformized value function is less than 1, and the optimal value function operator is a 

contraction mapping (Theorem 6.5, Ross, 1970) 

 Uniformization establishes an identical formulation to the discounted, infinite-horizon,  
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discrete-time value function  

�̃�𝛼,𝜋(𝑠) = �̃�(𝑠, 𝑑(𝑠)) + �̂� ∑ 𝑃(𝑗|𝑠, 𝑑(𝑠))�̃�𝛼,𝜋(𝑗)𝑗∈𝑆 . 

By Proposition 11.5.1 in Puterman, �̃�𝛼,𝜋(𝑠) = 𝑣𝛼,𝜋(𝑠) for all 𝑠 ∈ 𝑆. Therefore, in the proof, 

we use the notation 𝑣𝛼,𝜋(𝑠) for the uniformized, discounted, infinite-horizon, discrete-time 

value function. Let 𝑣𝛼,𝜋∗(𝑠) denote the optimal value function of the uniformized model for 

𝑠 ∈ 𝑆. Further, let 𝑣𝑛,𝛼,𝜋(𝑠) denote the value function computed at the 𝑛𝑡ℎ iteration of the value 

iteration algorithm for the uniformized model with stationary policy 𝜋 and discount factor 𝛼: 

𝑣𝑛,𝛼,𝜋(𝑠) = min
𝑑(𝑠)∈𝐴𝑠

{�̃�(𝑠, 𝑑(𝑠)) + �̂� ∑ 𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝑛−1,𝛼,𝜋(𝑗)𝑗∈𝑆 }. 

Proposition 4.1. If Conditions (1−3) hold, then 𝑣𝑛,𝛼,𝜋(𝑠) is monotone and nonincreasing in 

state 𝑠.  

Proposition 4.2. If Conditions (4−5) hold, and lim
𝑛→∞

𝑣𝑛,𝛼,𝜋(𝑠) = 𝑣𝛼,𝜋∗(𝑠) exists, then 𝑣𝛼,𝜋∗(𝑠) 

is also monotone and nonincreasing in state 𝑠.  

 

Proof of Proposition 4.1   

We show by induction that the monotonicity property holds under the value iteration 

formulation, i.e., 𝑣𝑛,𝛼,𝜋(𝑠) is monotone and nonincreasing in 𝑠. We start with the initial value 

function of the value iteration algorithm where 𝑛 = 0, 𝑣0,𝛼,𝜋(𝑠). Since 𝑣0,𝛼,𝜋(𝑠) can be 

selected arbitrarily, we set 𝑣0,𝛼,𝜋(𝑠) = 0 for all 𝑠 ∈ 𝑆 (Puterman, 1994). That means, 𝑣0,𝛼,𝜋(𝑠) 

is monotone and nonincreasing in 𝑠. Assume 𝑣𝑛−1,𝛼,𝜋(𝑠) is monotone and nonincreasing in 𝑠. 

Then, we can show that this is true for 𝑣𝑛,𝛼,𝜋(𝑠). Let 𝑠+ ≥ 𝑠−, and for all 𝑠 ∈ 𝑆, there exist  
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optimal actions 𝑑∗(𝑠) which satisfy 

𝑑∗(𝑠) = argmin
𝑑(𝑠)∈𝐴𝑠

{�̃�(𝑠, 𝑑(𝑠)) + �̂� ∑ 𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝑛−1,𝛼,𝜋(𝑗)𝑗∈𝑆 } .   

Then,  

𝑣𝑛,𝛼,𝜋(𝑠
−) = �̃�(𝑠−, 𝑑∗(𝑠−)) + �̂�∑𝑃(𝑗|𝑠−, 𝑑∗(𝑠−))𝑣𝑛−1,𝛼,𝜋(𝑗)

𝑗∈𝑆

 

 ≥ �̃�(𝑠+, 𝑑(𝑠+)) + �̂�∑𝑃(𝑗|𝑠+, 𝑑(𝑠+))𝑣𝑛−1,𝛼,𝜋(𝑗)

𝑗∈𝑆

 
(4.3) 

 ≥ �̃�(𝑠+, 𝑑∗(𝑠+)) + �̂�∑𝑃(𝑗|𝑠+, 𝑑∗(𝑠+))𝑣𝑛−1,𝛼,𝜋(𝑗)

𝑗∈𝑆

= 𝑣𝑛,𝛼,𝜋(𝑠
+) (4.4) 

Inequality (4.3) follows from Condition (2) and Puterman's Lemma 4.7.2 with finite 

summations (see Appendix F). Condition (2) is established in the EMRs, and is a reasonable 

assumption for the problem context, because a patient in a worse health condition is more likely 

to have more provider needs, and may experience a longer TTS and possibly FTR. By 

Condition (2), the cost function is nonincreasing in 𝑠 

 𝑟(𝑠−, 𝑑∗(𝑠−)) ≥ 𝑟(𝑠+, 𝑑∗(𝑠−))  →  �̃�(𝑠−, 𝑑∗(𝑠−)) ≥ �̃�(𝑠+, 𝑑∗(𝑠−)). 

 

(4.5) 

We note that Equation (4.5) does not follow directly. Although by Condition (2) the inequality 

on the left hand side of Equation (4.5) holds, the inequality on the right hand side of Equation 

(4.5) can only hold if 𝜆𝑠,𝑑(𝑠) are montone and nonincreasing which has to be shown to hold in 

the problem context. 

 The optimal action in state 𝑠−, 𝑑∗(𝑠−), corresponds to an action in state 𝑠+, 𝑑(𝑠+), 

which may or may not be the optimal action in 𝑠+, therefore, 
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 �̃�(𝑠+, 𝑑∗(𝑠−)) ≥ �̃�(𝑠+, 𝑑(𝑠+)).  (4.6) 

 

Further, let {𝑥𝑗} and {𝑥𝑗
′} be real-valued non-negative sequences satisfying  

∑ 𝑥𝑗
𝑁
𝑗=𝑘 ≥ ∑ 𝑥𝑗

′𝑁
𝑗=𝑘   

for all 𝑘, with equality holding for 𝑘 = 0. Assume 𝑣𝑛−1,𝛼,𝜋(𝑗) is nonincreasing 𝑗 for 𝑗 =

0,1, …, then the following holds:  

∑ 𝑥𝑗
𝑁
𝑗=0 𝑣𝑛−1,𝛼,𝜋(𝑗)  ≤ ∑ 𝑥𝑗 

′𝑣𝑛−1,𝛼,𝜋(𝑗)
𝑁
𝑗=0 . 

This is a modified version of Puterman’s Lemma 4.7.2 with finite summations and 

nonincreasing value function. By Condition (3), for 𝑠+ ≥ 𝑠− 

∑ 𝑃(𝑗|𝑠+, 𝑑(𝑠+))𝑁
𝑗=𝑘 ≥ ∑ 𝑃(𝑗|𝑠−, 𝑑∗(𝑠−))𝑁

𝑗=𝑘  . 

Condition (3) is interpreted as follows: the states are ordered, and the probability that a patient 

in a better physiological condition moves to a set of states exceeding a given state 𝑘 − 1 is 

equal or greater than a patient in a worse physiological condition moving to those states. Let 

∑ 𝑃(𝑗|𝑠+, 𝑑(𝑠+))𝑁
𝑗=𝑘 = ∑ 𝑥𝑗

𝑁
𝑗=𝑘  and ∑ 𝑃(𝑗|𝑠−, 𝑑∗(𝑠−)) = ∑ 𝑥𝑗

′𝑁
𝑗=𝑘

𝑁
𝑗=𝑘 . Then, Condition (3) can 

be reformulated as 

∑ 𝑥𝑗
𝑁
𝑗=𝑘 ≥ ∑ 𝑥𝑗

′𝑁
𝑗=𝑘 . 

If ∑ 𝑥𝑗
𝑁
𝑗=𝑘 ≥ ∑ 𝑥𝑗

′𝑁
𝑗=𝑘  and 𝑣𝑛−1,𝛼,𝜋(𝑗) is nonincreasing in 𝑗, it follows  

 ∑ 𝑥𝑗 𝑣𝑛−1,𝛼,𝜋(𝑗)
𝑁
𝑗=0 ≤ ∑ 𝑥𝑗

′𝑣𝑛−1,𝛼,𝜋(𝑗) 
𝑁
𝑗=0   

which means 

 ∑ 𝑃(𝑗|𝑠+, 𝑑(𝑠+))𝑣𝑛−1,𝛼,𝜋(𝑗)𝑗∈𝑆 ≤ ∑ 𝑃(𝑗|𝑠−, 𝑑∗(𝑠−))𝑣𝑛−1,𝛼,𝜋(𝑗)𝑗∈𝑆  . (4.7) 
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Multiplying both sides of Inequality (4.7) by the positive constant �̂�, and using Inequalities 

(4.5−4.7) results in Inequality (4.3). Because it is a minimization, selecting the optimal action 

in state 𝑠+ will satisfy Inequality (4.4). Thus, 𝑣𝑛,𝛼,𝜋(𝑠) is monotone and nonincreasing in s. ∎ 

 

Proof of Proposition 4.2 

We show that the value function 𝑣𝑛,𝛼,𝜋 converges in norm to the optimal value function 

𝑣𝛼,𝜋∗(𝑠). If we can show that lim
𝑛→∞

𝑣𝑛,𝛼,𝜋(𝑠) = 𝑣𝛼,𝜋∗(𝑠) exists, and 𝑣𝑛,𝛼,𝜋(𝑠) is monotone and 

nonincreasing in 𝑠 (as shown in Proposition 4.1), then 𝑣𝛼,𝜋∗(𝑠) is also monotone and 

nonincreasing in 𝑠 (Corollary 6.6, Ross, 1970).  

 By Conditions (4) and (5), 𝑣𝛼,𝜋∗(𝑠) is a bounded function on the state space, i.e., 

𝑣𝛼,𝜋∗(𝑠) ∈ 𝐵(𝑆). Let us define a mapping 𝑇: 𝐵(𝑆) → 𝐵(𝑆) such that 

 𝑇𝑣𝛼,𝜋(𝑠) = min
𝑑(𝑠)∈𝐴𝑠

{�̃�(𝑠, 𝑑(𝑠)) + �̂� ∑ 𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋(𝑗)}𝑗∈𝑆  . (4.8) 

 

The mapping 𝑇, as defined in Equation (4.8), is a contraction mapping on the state space 𝑆 

(Theorem 6.5, Ross, 1970). Because 𝑇 is a contraction mapping, it follows: (i) there exists a 

unique function 𝑣𝛼,𝜋∗ ∈ 𝐵(𝐼) such that 𝑇𝑣𝛼,𝜋∗ =𝑣𝛼,𝜋∗, and (ii) 𝑣𝑛,𝛼,𝜋 = 𝑇𝑛𝑣0,𝛼,𝜋 → 𝑣𝛼,𝜋∗ as 

𝑛 → ∞ (see Definition 3). The term 𝑇𝑛 corresponds to 𝑛 successive applications of 𝑇. The 

proof of (i) follows by applying 𝑇, as defined in Equation (4.8), on 𝑣𝛼,𝜋∗  

𝑇𝑣𝛼,𝜋∗(𝑠) = min
𝑑(𝑠)∈𝐴𝑠

{�̃�(𝑠, 𝑑(𝑠)) + �̂�∑𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝛼,𝜋∗(𝑗)}

𝑗∈𝑆

 

= �̃�(𝑠, 𝑑∗(𝑠)) + �̂� ∑ 𝑃(𝑗|𝑠, 𝑑∗(𝑠))𝑣𝛼,𝜋∗(𝑗)𝑗∈𝑆 = 𝑣𝛼,𝜋∗(𝑠). 
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For the proof of (ii), we need to show that lim
𝑛→∞

‖𝑣𝑛,𝛼,𝜋 − 𝑣𝛼,𝜋∗‖ = 0. The mapping 𝑇 also 

corresponds to an iteration step of the value iteration algorithm, because for the 𝑛𝑡ℎ iteration, 

the value function is 

𝑣𝑛,𝛼,𝜋(𝑠) = 𝑇𝑣𝑛−1,𝛼,𝜋(𝑠) = min
𝑑(𝑠)∈𝐴𝑠

{�̃�(𝑠, 𝑑(𝑠)) + �̂�∑𝑃(𝑗|𝑠, 𝑑(𝑠))𝑣𝑛−1,𝛼,𝜋(𝑗)}

𝑗∈𝑆

 

Using part (i), for any initial value function 𝑣0,𝛼,𝜋 ∈ 𝐵(𝑆) 

‖𝑣𝛼,𝜋∗ − 𝑇𝑣0,𝛼,𝜋‖ = ‖𝑇𝑣𝛼,𝜋∗ − 𝑇𝑣0,𝛼,𝜋‖ ≤ 𝑘‖𝑣𝛼,𝜋∗ − 𝑣0,𝛼,𝜋‖ 

for some 0 ≤ 𝑘 < 1. Further, for 𝑣𝑛,𝛼,𝜋 ∈ 𝐵(𝐼), using Theorem 6.2.3 in Puterman, we can 

formulate  

‖𝑣𝛼,𝜋∗ − 𝑣𝑛,𝛼,𝜋‖ = ‖𝑇𝑣𝛼,𝜋∗ − 𝑇𝑣𝑛−1,𝛼,𝜋‖ 

≤ 𝑘‖𝑣𝛼,𝜋∗ − 𝑣𝑛−1,𝛼,𝜋‖ ≤ 𝑘𝑛‖𝑣𝛼,𝜋∗ − 𝑣0,𝛼,𝜋‖. 

As 𝑛 → ∞, 𝑘𝑛 → 0, and 

lim
𝑛→∞

‖𝑣𝛼,𝜋∗ − 𝑣𝑛,𝛼,𝜋‖ = 0 

Thus, 𝑣𝑛,𝛼,𝜋(𝑠)  converges to 𝑣𝛼,𝜋∗(𝑠) as 𝑛 → ∞, and because 𝑣𝑛,𝛼,𝜋(𝑠) is nonincreasing and 

monotone in 𝑠,  𝑣𝛼,𝜋∗(𝑠) is also monotone and nonincreasing in 𝑠. ∎ 

4.6 Case Study 

In this section we present a case study to illustrate the optimal RRT thresholds for different 

subpopulations and the total expected costs associated with nurse, RRT use and care metrics 

TTS and FTR. In Section 4.6.1, we discuss the data used in the analysis to derive model input. 

Section 4.6.2 presents optimal policies and corresponding total expected costs. In Section  
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4.6.3, we discuss the implications of the optimal policies for clinical practice.  

4.6.1 Data and Model Parameterization 

We use a retrospective observational cohort study including 55,385 adult general ward patients 

hospitalized at Mayo Clinic, Rochester, from January 2011 to December 2012. The  

longitudinal dataset includes 13,817,620 observations (rows); 75 patient variables (columns) 

including patient demographics, vital signs, and lab results. The inclusion criteria are age at 

admission (≥18 years) and care location (restricted to observations collected during a stay in 

the general ward). The combined dataset includes multiple data sources which are listed below.  

 Decision Support System Data: These data are used to define the patient cohort for the 

study. These data contain patient indicators such as age, and gender that are measured 

once at the beginning of each hospitalization. 

 Electronically Collected Vital Signs: These data are stored as one row per patient and 

date/time, with columns for each vital sign. The elements are measured with varying 

frequencies depending on the health condition. For example, in the January 2010 

dataset, the mean time between subsequent vital sign entries for a given patient was 

26.7 minutes, with a standard deviation of 37.7 minutes. We cannot determine whether 

an EMR entry was made manually or electronically. 

 Flow Sheet Vital Signs: These data are derived from the flow sheets, i.e., care providers 

enter the data manually. Similar to the electronically collected vital signs, these data 

contain elements that are measured with varying frequencies depending on the health 

condition. 
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 Admissions, Transfers, Discharges Data: These data help track patient movements 

throughout their hospitalization, e.g., admission and discharge dates.  

 Nurse Classification: These data are used to help determine patient severity/frailty 

derived from elements such as activities of daily living (ADL). These data are 

commonly measured once per 8-hour shift. Patients who require higher-intensity care 

have higher measures, such as longer nurse resource use. 

 RRT/Code45 Data: RRT/Code 45 data are used to determine the date and time when 

the RRT is called, date/time of arrival, and date/time when the team leaves the bedside.  

Table 4.5 summarizes the number of hospitalization episodes, and length of stay (LOS) 

statistics for each subpopulation. The majority of the patients had moderate ROD (84.2%). 

There are more surgical patients than medical patients (60.4% and 39.6%, respectively). 

During the study period 4,256 deterioration events occurred (1,464 RRT activation, 111 

Code45, and 2,681 unplanned transfers to the ICU).  
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Table 4.5: Case study patient subpopulation characteristics. 

 

 

 

LOS can be used to differentiate patients’ needs. Table 4.5 shows that the patients with a higher 

ROD stay on average longer in the hospital, which is interpreted as more resource use. 

Specifically, for both medical and surgical patients, higher risk patients stay on average longer 

than moderate risk, and moderate risk stay longer than low risk patients. Furthermore, medical 

patients stay on average longer than surgical patients for the same risk level. Patients with high 

ROD have greater variability in LOS, which may also impact the hospital resource planning.  

We estimated the transition probabilities using MLEs. For each model state, nurse 

resource use, 𝛾nurse(s), and RRT resource use, 𝛾RRT(s), and exponential rates for holding time 

distributions were derived from EMRs. The model input is presented in Appendices G−H.  

 

 

Subpopulation 

Number 

of 

Episodes 

Number 

of 

Patients 

Mean 

LOS 

[hrs.] 

Min. 

LOS 

[hrs.] 

Max. 

LOS 

[hrs.] 

Std. 

Dev. 

LOS 

[hrs.] 

High ROD and 

medical 
865 622 142.74 0.35 2,755.18 175.00 

Moderate ROD and 

medical 
35,587 18,803 72.29 0.016 2,755.18 88.68 

Low ROD and 

medical 
3,469 2,523 51.62 0.016 2,687.47 86.27 

High ROD and 

surgical 
764 516 138.88 0.33 2,611.28 211.15 

Moderate ROD and 

surgical 
51,249 27,836 66.01 0.016 2,881 83.36 

Low risk ROD and 

surgical 
8,148 5,085 35.64 0.016 1,240.67 60.03 
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4.6.2 Numerical Results 

We solved subpopulation-specific SMDM models in MATLAB using the policy 

iteration algorithm. Table 4.6 shows the optimal NEWS-based RRT activation thresholds by 

subpopulation. 

 

 

 
Table 4.6: Optimal policy by subpopulation. 

 

Subpopulation Optimal Policy 

  

NEWS 0  NEWS [1-4]  

NEWS  [5-6] 

or single 

extreme 

value 

NEWS ≥ 7 

 Surgical with low 

ROD Wait 
Patient may benefit from 

calling RRT 

 

 Surgical with moderate 

or high ROD 

 Any medical patients  

Wait 
Patient may benefit 

from calling RRT 

 

 

 

Optimal policies in Table 4.6 suggest RRT activation when the patient’s physiological 

condition exceeds a critical threshold, and this threshold differs by subpopulation. If activating 

RRT is the optimal action for a given health state, then it is the optimal action for worse health 

states, i.e., in this numerical example there is a state-dependent control-limit structure. For 

example, for a surgical patient with low ROD, the optimal threshold to call RRT is NEWS 

[5−6] or a single extreme measure, whereas the threshold is NEWS [1-4] if the ROD is 

moderate or high. In other words, for a patient who has a higher ROD, a slight increase in  
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NEWS suggests RRT activation. The optimal policies identify two sets of subpopulations. This 

result separates the optimal RRT activation rules into two sets of policies, and simplifies the 

clinical application of NEWS for acute care decision making. Figure 4.3 shows the total 

expected cost for each subpopulation in hours. 

 

 

 

 

Figure 4.3: Total expected time-based costs by subpopulation. A: Low ROD and medical, B: Low 

ROD and surgical, C: Moderate ROD and medical; D: Moderate ROD and surgical, E: High ROD 

and medical, and F: High ROD and surgical.  

  

 

 

Figure 4.3 highlights several findings from our study. Our case study findings suggest that the 

ROD during hospitalization and the admission type impact the total cost. The total expected 

cost also differs based on the health condition. For all six subpopulations, the total expected 

cost increases as the patient’s condition deteriorates. Further, the total costs associated with  
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states {4𝑓, 4𝑠, 5} are similar for some subpopulations (A, C, and D in Figure 4.3) and differ for 

others (B, E, and F in Figure 4.3). Specifically, the total expected cost for high ROD patients 

differs depending on whether the patient is in state 5, 4𝑠 or 4𝑓. The cost difference between 

the states {4𝑓, 4𝑠, 5} may be explained by the fact that high ROD patients typically do not 

present in state 5 at the beginning of a hospitalization episode, and if they do, they may not 

maintain this state. In addition, we observe that surgical patients are more resource intensive 

than medical patients within the same ROD category. This may be explained by the fact that 

surgical patients are admitted to the hospital for a procedure, and may stay longer in the general 

ward before and after the procedure compared with a medical patient’s stay. A longer stay may 

result in higher time-based resource costs, and possible TTS and FTR. In conclusion, the 

numerical results highlight the importance of patient-specific RRT activation rules. 

4.6.3 Clinical Implications for Resuscitation Decisions 

Our findings inform and support the care provider teams’ resuscitation decisions by 

translating EMRs into meaningful information, and integrating this information with expert 

opinion. The identified optimal RRT policies utilize physiological measures that are readily 

available during a routine hospital rounding. In addition, subpopulation-specific RRT 

activation rules facilitate personalized acute medical care delivery. Hospitals could benefit 

from our methodology of incorporating large-scale EMRs into daily clinical practice to support 

resuscitation decisions. In addition, our model provides insight regarding hospital personnel 

resource use, TTS, and FTR, as a function of the patient type and health condition. For 

example, an increasing level of ROD is associated with higher costs in the slightly concerning  
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and concerning states. These results could provide insight for the hospital management 

regarding the planning and allocation of the hospital resources for patients who present with 

APD or develop APD during a hospitalization.  

4.7 Conclusion 

Integrating EMRs, expert opinion and analytical decision models has the potential to 

personalize acute medical care. Our model captures the relationship between patient-specific 

characteristics, resuscitation actions and the physiological deterioration. We partition the 

EMRs into subpopulations using two patient characteristics: ROD during hospitalization and 

admission type. Braden skin score, as measured for each patient at admission, is used to 

represent the frailty level, i.e., low, moderate or high, of a patient which is clinically associated 

with the ROD during hospitalization. We developed subpopulation-specific, infinite-horizon 

SMDP models with two actions, wait or call RRT. Our numerical results show that the optimal 

policies provide different thresholds for different subpopulations. Optimal policies suggest that 

patients with a moderate or high ROD, and medical patients may benefit from RRT evaluation 

when NEWS value is between 1 and 4, whereas the threshold is NEWS range [5−6] or single 

extreme element for surgical patients with low ROD. This result provides two simple RRT 

activation rules for the care providers in the general ward. 

This chapter develops a new approach for effectively incorporating EMRs into dynamic 

patient-centered resuscitation decisions, and identifies patient-specific triggers for activation 

of an RRT. We use NEWS to represent the physiological condition. Because the NEWS  
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components are readily available at each monitoring instant, the proposed approach can 

provide an effective decision support tool for care provider teams. Specifically, the presented 

decision tool can be used to evaluate the effect of activating an RRT prior to or during an APD 

episode. 

We examine the impact of a resuscitation intervention on the probabilistically 

deteriorating and improving health condition of a patient compared with the natural 

progression (i.e., wait action). To the best of our knowledge, we are the first to develop a 

dynamic optimization model specifically for medical emergency team activation decisions. 

Further, we combine large-scale EMRs and clinical expertise. As a result, the proposed model 

has the flexibility to be applied for a variety of patient populations. Finally, our model provides 

estimates for stabilization and resource use as a function of physiological condition and patient 

type. Our case study results emphasize the differences in time-based hospital resources use and 

stabilization metrics for different patient types, and health conditions. These results facilitate 

the planning and allocation of the hospital resources to patients.  

Future research could expand our work in several ways. First, we will develop a 

modified version of the Contraction Mapping Fixed Point Theorem for the case of a 

continuous-time stochastic model with the exception of state 4𝑓 for which the holding time is 

not exponentially distributed. 

Another possible extension includes the modification of the cost structure. Currently, 

the absorbing state represents discharge from the general ward. For simplicity, we assumed 

that the costs associated with discharge are zero. That means, the same cost value is assigned  
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to discharged alive, hospice or dead. Future work could consider multiple absorbing states with 

different terminal costs based on discharge dispositions. Furthermore, while our model is 

developed for the adult patients in the general ward, our approach can be easily extended by 

including data from additional care levels, and easily modified for different patient 

populations. Another future extension could focus on increasing the number of care actions, 

e.g., increasing the monitoring frequency, or informing the next level provider. Finally, the 

monitoring frequency depends on the care provider’s perception of the patient’s clinical 

condition. A cognitive modeling approach combined with a warning score could capture the 

resuscitation decision making better, which is a possible future research area. 

We have provided an analytical approach to improve the acute medical care delivery 

process at a hospital with a diverse patient population by incorporating large-scale EMRs and 

clinical expertise. Care provider teams can greatly benefit from a decision support tool which 

captures the dynamic nature of physiological deterioration in different patient types, and 

provides insight into the impact of RRT activation on the natural progression of the APD, as 

well as on the hospital resource use.  
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Chapter 5  

5. A Modeling Approach to Capture Provider-

specific Uncertainty to Inform Resuscitation 

Decisions 

   

5.1 Introduction 

When modeling physiological deterioration as a Markov decision process (MDP), identifying 

the costs associated with each pair of health states and resuscitation actions requires 

interpretation of the patient’s physiological condition and needs by the care provider. Care 

providers may interpret the same condition, e.g., the same Early warning scores (EWSs) value, 

differently. These differences result in variability in the cost parameters, and may impact the 

optimal policy and the expected total cost. In Chapter 4, we derived the fixed cost parameters 

from electronic medical records (EMRs) for each state-action pair, and assumed that they  
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represent the true values. In this chapter, we address the uncertainty due to variability in the 

fixed costs of the SMDP model developed in Chapter 4. 

 MDPs require specification of model parameters to capture the stochastic movement 

between states and the costs (or rewards). In the remainder of this chapter, we will focus on 

costs for a minimization problem, although rewards can be used for a maximization problem 

without loss of generality. Most of the literature on MDPs assumes that the costs and state 

transition probabilities are known to the decision maker (Iyengar, 2005). However, in practice, 

the model input parameters have to be estimated from data. Deriving model inputs from data 

may cause errors in estimation (Regan & Boutilier, 2011).  

In Chapter 4, there is uncertainty in the model parameters capturing the physiological 

deterioration process of hospitalized patients. For example, we used the National Early 

Warning Score (NEWS) to represent a patient’s health (Royal College of Physicians, 2012). 

However, NEWS is imperfect, and the patient’s true health condition may deviate from the 

observed score. As a result, the fixed cost estimates associated with a health state may change. 

Further, the SMDP model in Chapter 4 is subject to uncertainty, because the fixed costs include 

time-based nurse and RRT resource use. The workload associated with a patient’s 

physiological condition may be evaluated differently depending on the providers’ expertise 

level. For example, the Rapid Response Team (RRT) in Mayo Clinic consists of three critical 

care specialists. RRT activation is a care escalation, because the intensity of RRT interventions 

is higher than the general ward care. Thus, care providers may value the workload associated 

with RRT more than the nurse time.   
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 Uncertainty in model input parameters can impact the state transition dynamics and 

costs. Several studies address uncertainty in state transition probabilities (Nilim & El Ghaoui, 

2005, Iyengar, 2005, Wieseman et al., 2013). Commonly used modeling approaches are 

stochastic dynamic games (Bagnell et al., 2001; Iyengar, 2005), and maximax and minimax 

optimal control of stochastic systems (Bertsekas & Rhodes, 1971; Coraluppi & Marcus, 1999). 

Iyengar (2005) formulates robust dynamic programming (DP) models using stochastic games 

and defines a stochastic dynamic game as a sequential game with two players and perfect 

information.   

A stochastic game has perfect information if the state space �̃� can be partitioned such 

that the state space observed by the Player 1 is a finite state space 𝑆, and the state space 

observed by Player 2 includes a finite state space and a finite action space (𝑆 × 𝐴), i.e., �̃� =

𝑆 ∪ (𝑆 × 𝐴). In other words, Player 1 is the decision maker who observes the state 𝑠 ∈

𝑆, selects an action 𝑎 ∈ 𝐴, and receives reward 𝑟(𝑠, 𝑎). The new state of the system is (𝑠, 𝑎). 

Player 2 observes (𝑠, 𝑎), and selects the distribution of the next state transition, 𝑃(𝑗|𝑠, 𝑎), from 

the uncertainty set 𝒫, which determines the next state 𝑗 ∈ 𝑆. Thus, two sequential decision 

epochs in the stochastic game correspond to one decision epoch of the robust DP.  

In minimax and maximax approaches, the decision maker aims to minimize (or 

maximize) the total expected costs (or rewards), similar to Player 1 in a stochastic game. An 

adversary, similar to Player 2 in a stochastic game, observes the decision maker’s action, and 

selects a probability measure from a set of measures. In best-case scenario models, such as 

maximax control, the adversary and decision maker have the same objective, e.g., maximizing  
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some performance measure. In worst-case scenario models, such as minimax control, the 

advisory and decision maker have opposite objectives. For example, the decision maker selects 

a policy 𝜋 to maximize the rewards, and an adversary observes 𝜋, and chooses a probability 

measure 𝒫 for the state transitions that minimizes the rewards (Iyengar, 2005). 

 Compared to the studies on uncertain transition probabilities, fewer studies focus on 

uncertain costs (Xu & Mannor, 2010). In our problem context, the specification of the fixed 

cost parameters may differ based on the care provider’s perception of the patient’s 

physiological condition and corresponding needs. Because the care provider team in the 

general ward may be quite heterogeneous, it is particularly important to understand each 

provider’s perception, and to develop a model which is robust to changes in the cost 

parameters.  

 The remainder of this chapter is organized as follows: in Section 5.2, we present an 

overview of the related literature on robust MDPs. In Section 5.3, we present the robust model 

formulation. We present the experimental design and discuss the numerical results in Section 

5.4. In Section 5.5, we conclude with a discussion of the findings, and future research areas.  

5.2 Literature Review 

In this section, we review relevant background on robust MDPs. Most of the literature on 

MDPs assumes that the costs and the transition probabilities are certain, with an understanding 

that they need to be estimated in practice (Wieseman et al. 2013). However, the expected total 

cost can be sensitive to small changes in cost parameters and state transition probabilities  
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(Xu & Mannor, 2010). In MDPs, the cost parameter estimates may deviate from their true 

values (Wieseman et al., 2013). In addition, facing the same environment, different decision 

makers may perceive the cost associated with a state-action pair differently. Therefore, it is 

important to incorporate decision maker-related uncertainty into the MDP-framework (Shen et 

al. 2013). In the following, we discuss relevant literature focusing on uncertainty in state 

transition probabilities and uncertainty in cost estimates.  

5.2.1 Uncertainty in State Transition Probabilities 

State transition probabilities in a Markov model are commonly estimated from historical data 

and may be subject to errors. In most of the literature on MDPs, these errors are ignored and 

the optimal policy is computed assuming that the estimates are the true transition probabilities. 

However, the optimal policy can be sensitive to changes in the state transition probabilities 

(Iyengar, 2005). Robust MDPs that focus on the uncertainty in transition probabilities address 

the errors associated with estimating these probabilities from data (Iyengar, 2005).   

 In these robust MDPs, the uncertainty in transition probabilities is modeled by 

assigning a set of conditional measures to each state-action pair. True state transition 

probabilities are assumed to be unknown; however, the decision maker is allowed to estimate 

the probabilities within a set. For example, Iyengar (2005) formulates a robust DP model using 

a maximin approach, where the decision maker selects a policy 𝜋 to maximize the expected 

total rewards, and an adversary observes 𝜋, and chooses a probability measure from the set 𝒫 

that minimizes the rewards. Iyengar (2005) introduces the rectangularity assumption, which 

states that the choice of the adversary at decision epoch 𝑡 does not impact his/her choices in  
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the future. Rectangularity is an independence assumption that establishes the counterpart of 

Bellman recursion for the robust DP models. Bellman recursion is a system of equations to 

solve MDPs (Puterman, 1994). Rectangularity can be interpreted as follows: the adversary 

observes the state and action at decision epoch 𝑡 ∈ 𝑇, and selects the action-dependent state 

transition probability 𝑃𝑡
𝑎 from the subset 𝒫𝑎 in the uncertainty set 𝒫 where 𝒫 = ⋃ 𝒫𝑎𝑎∈𝐴 . The 

term 𝒫𝑎 can be interpreted as the uncertainty set for the state transition matrices under the 

action 𝑎 (Nilim & El Ghaoui, 2005). Rectangularity states that for every 𝑎 ∈ 𝐴 and 𝑡 ∈ 𝑇, 

𝒫𝑎 has the form  

𝒫𝑎 = 𝒫1
𝑎 ×𝒫2

𝑎 × …× 𝒫𝑡
𝑎. 

When the set 𝒫𝑎 for 𝑎 ∈ 𝐴 satisfies the rectangularity assumption, the Bellman recursion can 

be formulated for the robust DP (Iyengar, 2005; Nilim & El Ghaoui, 2005). The focus of our 

model is uncertainty in costs and rewards rather than uncertainty in state transition 

probabilities; however, analyzing the uncertainty in system dynamics is an interesting area for 

future research.   

5.2.2 Uncertainty in Costs and Rewards 

In robust MDPs, a common approach for addressing the cost uncertainty is worst-case analysis. 

In worst-case analysis, the optimal policies and value functions depend on the worst parameter 

realizations. The disadvantage of worst-case models is that they may result in a conservative 

policy with a mediocre performance under all possible cost realizations (Xu & Mannor, 2010).  

 Regan and Boutilier discuss imprecise reward MDPs (IRMDPs) focusing on  
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uncertainty in rewards. In IRMDPs, the reward function lies in a feasible reward set Ɍ (Regan 

& Boutilier, 2011). For example, the reward function 𝑟 ∈ Ɍ may represent the decision maker’s 

preferences for each state-action pair, where Ɍ includes all feasible preferences. Regan and 

Boutilier (2011) present an algorithm, the Nondominated Region Vertex Algorithm, which 

generates approximate sets of the nondominated IRMDP policies with error bounds. They 

define nondominated policies as policies that are nondominated based on the uncertainty in 

reward. 

 Further, Xu and Mannor (2010) use a LP formulation to address the robustness versus 

performance tradeoff by treating robustness as an optimization objective. In their model, 

𝑟(𝑠, 𝑎) represents the true expected reward of state 𝑠 with action 𝑎. The vector 𝑟 combines the 

reward for all state 𝑠 and action pairs; 𝑟𝑠 denotes the vector combining all rewards of state 𝑠, 

i.e., 𝑟(𝑠, 𝑎) = 𝑟𝑠(𝑎). Further, they introduce a nominal parameter �̅�(𝑠, 𝑎) which is assumed to 

be an estimate of the true reward in state 𝑠 with action 𝑎. Their study assumes that 𝑟 is in a 

bounded set Ɍ. This bounded set is assumed to be state-wise independent, i.e., Ɍ = ∏ Ɍ𝑠𝑠∈𝑆 . 

For each state, Ɍ𝑠 is assumed to be a polytope, i.e., there exists a matrix 𝐶𝑠 and a vector 𝑏𝑠, 

such that Ɍ𝑠 = {𝑟𝑠|𝐶𝑠𝑟𝑠 ≥ 𝑏𝑠} for each 𝑠 ∈ 𝑆. For a given policy 𝜋, they define a performance 

measure  

𝑃(𝜋) = 𝐸𝜋{∑ �̅�(𝑠𝑖, 𝑎𝑖)
𝑁−1
𝑖=1 },  

and a robustness measure  

𝑅(𝜋) = min
𝑟∈Ɍ

𝐸𝜋 {∑ 𝑟(𝑠𝑖, 𝑎𝑖)
𝑁−1
𝑖=1 } . 

They define a policy 𝜋 as Pareto-efficient if it obtains the maximum of 𝑃(𝜋) among all policies  
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for a given value of 𝑅(𝜋). The advantage of their model is that the decision maker can select 

the desired robustness-performance level by assigning weights 𝜆 ∈ [0,1] to 𝑃(𝜋) and 𝑅(𝜋) in 

the LP formulation. In this chapter, the objective function of the dual LP formulation is similar 

to Xu and Mannor’s model, the costs are computed as a weighted average. The difference is 

that we focus on a different tradeoff, and incorporate two different uncertainty parameters 

capturing how the care providers evaluate the needs in terms of the workload which will be 

introduced in Section 5.3. Coraluppi and Marcus (1999) develop optimal risk-sensitive, 

minimax control models. Their study differentiates between risk-neutral and risk-sensitive 

models by including a parameter to represent an aversion, or a preference, for risk. They define 

risk as cost variability. Their study shows that in risk-neutral control models with finite state 

and action spaces, there exist stationary optimal policies. In risk-sensitive models, they indicate 

that the existence of a stationary optimal policy is more difficult to establish. 

5.3 Model Formulation 

We introduce the methodology used to generate two new model parameters in Section 5.3.1, 

and the classification of care providers using these new parameters in Section 5.3.2. In Section 

5.3.3, we present the robust SMDP model. 

5.3.1 Generating Random Variables 

A direct method for generating a random variable is the inverse transformation method (Ross, 

2010). To generate random variables by this method: (i) let 𝑈 be a uniform random variable 

𝑈~Uniform(0,1); (ii) if 𝑌 is a continuous random variable with cumulative distribution  
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function 𝐹𝑌, then the random variable 𝐹𝑌
−1(𝑈) follows the distribution 𝐹𝑌; (iii) if 𝐹𝑌

−1 is 

computable, independent and identically distributed (i.i.d.) random variables 𝑌𝑖, 𝑖 = 1,2, … 

from 𝐹𝑌 can be generated by simulating 𝑈𝑖 , 𝑖 = 1,2, …, where 𝑈𝑖~Uniform(0,1), and setting 

𝑌𝑖 = 𝐹𝑌
−1(𝑈𝑖). Some examples are: 

 If 𝑌~Uniform(𝑎, 𝑏), where 𝑌 is uniformly distributed on the interval [𝑎, 𝑏], then 

𝐹𝑌
−1(𝑈) = 𝑈(𝑏 − 𝑎) + 𝑎;  

 If 𝑌~Expo(𝜆) where λ > 0 is the rate, then 𝐹𝑌
−1(𝑈) = −

1

𝜆
 ln (1 − 𝑈); 

 If 𝑌~Weibull(𝛼, 𝛽), where 𝛼 > 0 is the shape parameter and 𝛽 > 0 is the scale 

parameter, then 𝐹𝑌
−1(𝑈) = 𝛽(−ln (1 − 𝑈))

1

𝛼 . 

We use the inverse transformation method to generate two new state-dependent model 

parameters: a fixed cost perception measure 𝜌(𝑠), and a relative RRT time perception measure 

𝜉(𝑠). Model states remain the same as defined in Section 4.4.1. Recall that the fixed model 

costs are represented by the parameters 𝛾RRT(𝑠) and 𝛾nurse(𝑠), as defined in Section 4.4.2. The 

term, 𝛾RRT(𝑠), is the average time in hours from RRT activation until the RRT departs, given 

the patient was in state 𝑠 at the time of RRT activation. The term, 𝛾nurse(𝑠), is the average 

additional nurse time in hours required to care for a patient in state 𝑠 using the nursing score, 

available in the Mayo Clinic EMRs. 

 

Fixed Cost Perception Measure 𝝆(𝒔) 

In our robust SMDP model, 𝛾RRT(𝑠) and 𝛾nurse(𝑠) are redefined as weighted averages.  
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Specifically, the weight 𝜌(𝑠) is assigned to the cost accumulated between two decision epochs, 

𝑟′(𝑠, 𝑑(𝑠)), given the state, 𝑠, at the current decision epoch and action 𝑑(𝑠): 

 𝑟′(𝑠, 𝑑(𝑠)) = 𝜌(𝑠)𝑟(𝑠, 𝑑(𝑠)) + (1 − 𝜌(𝑠))�̅�(𝑠, 𝑑(𝑠)) (5.1) 

 

where 𝑟(𝑠, 𝑑(𝑠)) is defined in Equations (4.1a−e). The term �̅�(𝑠, 𝑑(𝑠)) is the conservative cost 

function, where 𝛾nurse(𝑠) is replaced by max{𝛾nurse(𝑠)} for every state 𝑠 ∈ 𝑆, and 𝛾RRT(𝑠) is 

replaced by max{𝛾RRT(𝑠)} for every state 𝑠 ∈ 𝑆. The term �̅�(𝑠, 𝑑(𝑠)) is 

 �̅�(𝑠, 𝑑(𝑠)) = max {𝛾nurse(𝑠)}
     

       for s ∈ {5, 4s}, d(s) = {1}, (5.2a) 

 

 

 �̅�(𝑠, 𝑑(𝑠)) = max {𝛾nurse(𝑠)} + 𝐼(𝑑(𝑠) = 2) max {𝛾RRT(𝑠)} +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢𝑗∈𝑆
∞

0
                       

 for s ∈ {2, 3}, j ∈ S, d(s) ∈ {1, 2}, 

 

 

(5.2b) 

 

 �̅�(𝑠, 𝑑(𝑠)) = max {𝛾nurse(𝑠)} + 𝐼(𝑑(𝑠) = 2) max {𝛾RRT(𝑠)} +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢 +𝑗∈𝑆
∞

0

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢𝑗∈𝑆
∞

1
                                    

for s ∈ {1}, j ∈ S, d(s) = {1}, 
 

 

 

 

(5.2c) 

 

 �̅�(𝑠, 𝑑(𝑠)) = max {𝛾nurse(𝑠)} + 𝐼(𝑑(𝑠) = 2) max {𝛾RRT(𝑠)} +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝑗∈𝑆

∞

0
𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢                         

for s ∈ {1}, j ∈ S, d(s) = {2}, 
 

 

 

(5.2d) 

 

 �̅�(𝑠, 𝑑(𝑠)) = max {𝛾nurse(𝑠)} +

∫ ∑ 𝑃(𝑗|4𝑓, 𝑑(4𝑓), 𝑍 < 1)[∫ 𝑒−𝛼𝑡𝑐(4𝑓, 𝑗)𝑑𝑡
𝑢

0
]𝜆𝑍𝑒

−𝜆𝑍𝑢𝑑𝑢 +𝑗∈{1,2,3,6}
1

0

𝑒−𝜆𝑍 ∫ 𝑒−𝛼𝑡𝑐(4𝑓, 4𝑠)𝑑𝑡
1

0
                    

for s ∈ {4f}, d(s) ∈ {1}. 
 

 

 

 

(5.2e) 
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We assume that a care provider, who is more conservative regarding the nurse and RRT needs, 

assigns a higher weight to �̅�(𝑠, 𝑑(𝑠)), i.e., a lower value to 𝜌(𝑠). The maximum fixed cost 

values in �̅�(𝑠, 𝑑(𝑠)) are derived from EMRs. 

For the states {1, 2, 3}, we assume 𝜌(𝑠) ∈ [0, 1], and 𝜌(𝑠) = 1 for 𝑆\{1, 2, 3}. In other 

words, for states corresponding to NEWS 0, 𝑠 ∈ {5, 4𝑓, 4𝑠}, we assume that the care provider 

selects the average fixed cost values 𝛾nurse(𝑠) and 𝐼(𝑑(𝑠) = 2)𝛾RRT(𝑠) as derived from 

EMRs, without assigning any positive weight to the conservative cost function �̅�(𝑠, 𝑑(𝑠)). This 

assumption is based on medical expert opinion, and supported by the clinical assumption that 

for a patient in stable, or stabilized, condition, the fixed costs derived from EMRs are 

considered to be a good approximation of the true patient nurse and RRT needs. For the 

discharge state 6, because the patient has left the general ward, it follows 

𝛾nurse(6) = 𝐼(𝑑(6) = 2)𝛾RRT(6) = 0, 

and 

max {𝛾nurse(6)} = 𝐼(𝑑(6) = 2) max {𝛾RRT(6)} = 0. 

Therefore, any value of 𝜌(6) can be selected, and we set 𝜌(6) = 1. For states 𝑠 ∈ {1, 2, 3}, as 

𝜌(𝑠) decreases, the care provider assigns a higher weight to the conservative cost function 

�̅�(𝑠, 𝑑(𝑠)).  

 

Relative RRT Time Perception Measure 𝝃(𝒔) 

The term, 𝜉(𝑠), is a ratio which represents the care provider’s perception of the workload  
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associated with RRT time relative to the nurse time in a state 𝑠 ∈ 𝑆: 

𝜉(𝑠) =
𝐼(𝑑(𝑠)=2)∙timeRRT(𝑠)

𝛾nurse(𝑠)
. 

The indicator variable 𝐼(𝑑(𝑠) = 2) is  

𝐼(𝑑(𝑠) = 2) = {
1, if d(s) = 2, i. e. , action is call RRT
0,                                                     otherwise.

 

The term timeRRT(𝑠) represents the actual observation of the RRT time corresponding to the 

time from the RRT activation until the departure of RRT from bedside, given the patient was 

in state 𝑠 at the time of the RRT call, as observed retrospectively in the EMRs. In other words, 

timeRRT(𝑠) is calculated for each RRT activation in the data. For 𝑠 ∈ {6, 5, 4𝑠, 4𝑓}, the term 

𝜉(𝑠) equals zero, because the RRT activation is not allowed (see Section 4.4.2).  

 

Redefining Cost Functions Using 𝝆(𝒔) and 𝝃(𝒔) 

The cost accumulated between two decision epochs, 𝑟′(𝑠, 𝑑(𝑠)) in Equation (5.1), can be 

reformulated, where 𝛾nurse(𝑠) + 𝐼(𝑑(𝑠) = 2) 𝛾RRT(𝑠) in the 𝑟(𝑠, 𝑑(𝑠)) component of 

𝑟′(𝑠, 𝑑(𝑠)) is rewritten using the definition of 𝜉(𝑠):  

 𝛾nurse(𝑠) + 𝐼(𝑑(𝑠) = 2) 𝛾RRT(𝑠) = (1 +
𝐼(𝑑(𝑠)=2)𝛾RRT(𝑠)

𝛾nurse(𝑠)
) 𝛾nurse(𝑠) = (1 + 𝜉(𝑠))𝛾nurse(𝑠). 

Then 𝑟(𝑠, 𝑑(𝑠)) is given by 

 𝑟(𝑠, 𝑑(𝑠)) =  𝛾nurse(𝑠)
     

       for s ∈ {4s, 5}, d(s) = {1},  (5.2f) 

 

 

 𝑟(𝑠, 𝑑(𝑠)) =  (1 + 𝜉(𝑠))𝛾nurse(𝑠) +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢𝑗∈𝑆
∞

0
                       

 for s ∈ {2, 3}, j ∈ S, d(s) ∈ {1, 2}, 

 

 

(5.2g) 
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 𝑟(𝑠, 𝑑(𝑠)) =  (1 + 𝜉(𝑠))𝛾nurse(𝑠) +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢 +𝑗∈𝑆
∞

0

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢𝑗∈𝑆
∞

1
                                    

for s ∈ {1}, j ∈ S, d(s) = {1}, 
 

 

 

 

(5.2h) 

 

 𝑟(𝑠, 𝑑(𝑠)) =  (1 + 𝜉(𝑠))𝛾nurse(𝑠) +

∫ ∑ [∫ 𝑒−𝛼𝑡
𝑢

0
𝑐(𝑠, 𝑗)𝑃(𝑗|𝑠, 𝑑(𝑠))𝑑𝑡]𝑗∈𝑆

∞

0
𝜆𝑠,𝑑(𝑠)𝑒

−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢                         

for s ∈ {1}, j ∈ S, d(s) = {2}, 
 

 

 

(5.2i) 

 

 𝑟(𝑠, 𝑑(𝑠)) =  𝛾nurse(𝑠) +

∫ ∑ 𝑃(𝑗|4𝑓, 𝑑(4𝑓), 𝑍 < 1)[∫ 𝑒−𝛼𝑡𝑐(4𝑓, 𝑗)𝑑𝑡
𝑢

0
]𝜆𝑍𝑒

−𝜆𝑍𝑢𝑑𝑢 +𝑗∈{1,2,3,6}
1

0

𝑒−𝜆𝑍 ∫ 𝑒−𝛼𝑡𝑐(4𝑓, 4𝑠)𝑑𝑡
1

0
                     

for s ∈ {4f}, d(s) ∈ {1}. 
 

 

 

 

(5.2j) 

 

In conclusion, the cost accumulated between two decision epochs in the robust SMDP model, 

𝑟′(𝑠, 𝑑(𝑠)), is a function of the random variables 𝜌(𝑠) and 𝜉(𝑠) for 𝑠 ∈ {1, 2, 3}, with 𝜌(𝑠) =

1 for 𝑠 ∈ {4𝑓, 4𝑠, 5, 6}, and 𝜉(𝑠) = 0 for 𝑠 ∈ {4𝑓, 4𝑠, 5, 6}. The term 𝜌(𝑠) represents the 

weight a care provider assigns to 𝑟(𝑠, 𝑑(𝑠)); and 1 − 𝜌(𝑠) is the weight assigned to �̅�(𝑠, 𝑑(𝑠)). 

The term 𝜉(𝑠) is used in the reformulation of the fixed costs in Equations (5.2f-g). 

 

Creating Care Provider Profiles Using 𝝆(𝒔) and 𝝃(𝒔) 

 We define a care provider profile as a set of fixed cost perception measures and relative 

RRT cost perception measures. Each profile is identified by a set of weights 𝜌(𝑠) for𝑠 ∈

{1, 2, 3}, representing the care provider’s fixed cost perception, and by 𝜉(𝑠) for 𝑠 ∈ {1, 2, 3}  
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representing the workload evaluation associated with RRT time in a given state compared to 

the nurse time. We use the inverse transformation method to generate 𝜌(𝑠) for 𝑠 ∈ {1, 2, 3} 

from a Uniform(𝑎, 𝑏) distribution. We select this distribution, because it provides a state-

dependent range [𝑎, 𝑏] from which the care provider is equally likely to choose 𝜌(𝑠) for 𝑠 ∈

{1, 2, 3}. The ranges for the input parameters are summarized in Table 5.1.   

 

 

 
Table 5.1: Input parameters for the distribution of 𝜌(s). 

State NEWS Distribution of 𝝆(𝒔)  

{6, 5, 4f, 4s} 0 or discharge 1 

3 [1-4] UNIF(0.2, 0.6) 

2 
[5-6] or 

individual 

extreme value 

UNIF(0, 0.4) 

1 ≥7 UNIF(0, 0.2) 

 

 

 

In Table 5.1, the ranges are selected based on medical expert opinion. The range [𝑎, 𝑏] is 

greater in states 3 and 2 compared to the range in state 1. From a clinical perspective, the health 

states 2 and 3 are concerning due to the elevated NEWS; however, in many cases the patients 

can move in either direction (i.e., stabilization or further deterioration). This uncertainty is 

reflected by a wider range for the weights which represent the care provider’s conservativeness 

regarding the fixed costs.  

 Further, we fit a distribution to 𝜉(𝑠) for 𝑠 ∈ 𝑆 = {1, 2, 3}. We use STATFIT for the 

distribution fitting, and select in STATFIT the continuous distribution option with an assigned  
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bound of 0, because 𝜉(𝑠) is a ratio and a negative ratio would not be meaningful. We choose 

Weibull(𝛼, 𝛽) distribution with state-dependent shape parameter 𝛼 and scale parameter 𝛽. The 

shape and scale parameters are shown in Table 5.2.      

 

 

 
Table 5.2: Distributions of perception measure 𝜉(s).  

State NEWS Distribution of 𝝃(𝒔)  

{6, 5, 4f, 4s} 0 or discharge 0 

3 [1-4] WEIBULL(1.04, 0.414) 

2 

[5-6] or 

individual 

extreme value 

WEIBULL(0.587, 0.879) 

1 ≥7 WEIBULL(0.734, 0.855) 

 

 

 

We select Weibull distribution, because: (i) it has a closed form for the computation of 𝐹𝑌
−1 for 

𝑌~Weibull(𝛼, 𝛽), which allows using inverse transformation method to generate the 𝜉(𝑠) for 

𝑠 ∈ 𝑆 = {1, 2, 3}; (ii) the tail of the distribution allows generating care providers which stand 

out from the majority due to their high relative RRT perceptions, and enables the exploration 

of different care provider profiles; and (iii) the null hypothesis that the distribution of 𝜉(𝑠) for 

𝑠 ∈ 𝑆 = {1, 2, 3} from EMRs and the Weibull distribution with the given input parameters are 

the same, cannot be rejected for the states 𝑠 ∈ {1, 2}. Specifically, in state 1, 

𝜉(1)~Weibull(0.734, 0.855) cannot be rejected. The goodness-of-fit, using the Kolmogorov-

Smirnov-Test in STATFIT, is given by the 𝑝-value 0.399. In State 2, 𝜉(2)~Weibull(0.587, 

0.879) cannot be rejected. The goodness-of-fit, using the Kolmogorov-Smirnov-Test in  
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STATFIT, is given by the 𝑝-value 0.146. In State 3, Weibull distribution is rejected for 𝜉(3) 

based on STATFIT results. For simplicity, we use Weibull distribution for 𝜉(3), because it 

provides a suitable continuous-time distribution for the relative RRT perception measure, and 

it has a closed inverse form for the computation of 𝐹𝑌
−1 for 𝑌~Weibull(𝛼, 𝛽). According to the 

STATFIT results, the best fit for 𝜉(3) is provided by the Pearson 5 distribution. Future research 

can explore fitting a Pearson 5 distribution, and sample 𝜉(3) from this distribution.  

We fit a Weibull distribution to 𝜉(3) using the observed 25th quartile (�̂�0.25) and 75th 

quartile (�̂�0.75) (0.125 and 0.566, respectively) by solving for the shape parameter 𝛼 and the 

scale parameter 𝛽:  

0.25 = 1 − 𝑒
−(

�̂�0.25
𝛽

)
𝛼

 , and 0.75 = 1 − 𝑒
−(

�̂�0.75
𝛽

)
𝛼

. 

We obtain 𝛼=1.04, and 𝛽=0.414. Once the input parameters are identified, we use the inverse 

transformation method, and generate sets of 𝜌(𝑠) and 𝜉(𝑠) for 𝑠 ∈ 𝑆 = {1, 2, 3} to represent 

care provider profiles which are divided into groups using cluster analysis in the next section. 

Figure 5.1 shows the distribution fitting results from STATFIT for states 1, 2 and 3. 
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Figure 5.1: Weibull distribution results from STATFIT for model states 1, 2 and 3. A: Histogram of 

ξ(1) and the fitted distribution. B: Probability density function of Weibull distribution with shape 

parameter 0.734, and scale parameter 0.855. C: Histogram of ξ(2) and fitted distribution. D: 

Probability density function of Weibull distribution with shape parameter 0.587, and scale parameter 

0.879. E: Probability density function of Weibull distribution for state 3 with shape parameter 1.04, 

and scale parameter 0.414. 
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5.3.2 Cluster Analysis 

Cluster analysis is a method for identifying groups of objects, called clusters (Everitt, 2001).  

In our analysis, the objects are the care provider profiles, as defined in Section 5.3.1. A cluster 

is a homogenous group of profiles with similar cost perception measures 𝜌(𝑠) and 𝜉(𝑠) for 𝑠 ∈

{1, 2, 3}. Cluster analysis partitions data into clusters such that the generated profiles in the 

same cluster are more similar to each other than to those in other clusters. Commonly used 

clustering methods include hierarchical clustering, partitioning methods, and two-step 

clustering (Mooi & Sarstedt, 2011). The common steps in a cluster analysis are shown in Figure 

5.2.  

 

 

 

Decide on clustering variables

Decide on clustering method

Hierarchical methods Partitioning methods Two-step clustering

Select a measure of 

similarity 

Select a measure of 

similarity 

Choose a clustering 

algorithm

Decide on the number of clusters

Interpret the cluster solution
 

Figure 5.2: Steps of the cluster analysis (Mooi & Sarstedt, 2011). 
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In Figure 5.2, the clustering variables are the variables used to identify the profiles. We use 

𝜌(𝑠) and 𝜉(𝑠) for 𝑠 ∈ {1, 2, 3} as clustering variables. The clustering method determines how 

clusters are formed. This involves optimizing a given criterion, such as maximizing the 

distance between the clusters (Mooi & Sarstedt, 2011). The Euclidean distance is a commonly 

used measure of similarity. The Euclidean distance is the square root of the sum of the squared 

differences in the variables’ values. Other similarity measures are the city-block distance, 

which is the sum of the variables’ absolute differences, and the Chebychev distance, which is 

the maximum of the absolute difference in the variables’ values (Mooi & Sarstedt, 2011). We 

use Euclidean distance as our similarity measure. In the following section, we discuss 

hierarchical and partitioning methods, i.e., 𝑘-means clustering.   

 

Hierarchical Clustering 

Hierarchical clustering uses the distance between the objects to form clusters (Everitt, 2001). 

Hierarchical clustering provides a clustering tree (i.e., dendrogram) in the course of the 

analysis. A dendrogram is a two-dimensional diagram which plots the combinations of clusters 

at each step of the analysis. For illustrative purposes, Figure 5.3 shows a dendrogram with 

three objects, two clustering variables 𝑥𝑖 and 𝑦𝑖 with 𝑖 = 𝐴, 𝐵, 𝐶, and Euclidean distance as the 

similarity measure. 
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A

B

C

(A, B, C)

Distance at which 

the clusters are 

combined

dEuclidean(A,B)

Step 2

AB=(A, B)

dEuclidean(AB, C)

Step 1

0

 

Figure 5.3: Sample dendrogram with three objects. 

 

 

 

Starting with each object as its own cluster, in step 1, the two most similar clusters (A and B 

in Figure 5.3) are merged into a new cluster, AB. The Euclidean distance between A and B is  

𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛(𝐴, 𝐵) = √(𝑥𝐵 − 𝑥𝐴)2 − (𝑦𝐵 − 𝑦𝐴)2. 

In each step, two clusters are only combined if the distance between these two clusters is the 

minimum distance between any two clusters. For example, Step 1 in Figure 5.3 indicates   

𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛(𝐴, 𝐵) = min {𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛(𝐴, 𝐵), 𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛(𝐴, 𝐶), 𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛(𝐵, 𝐶)}. 

Combining clusters continues until all objects are in one cluster. The number of clusters can 

be selected after the dendrogram is built. The hierarchical clustering algorithms differ based 

on their metric for measuring the distance between clusters. Table 5.3 introduces clustering  
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related parameters for calculating the distance between clusters. 

 

 

 
Table 5.3: Clustering parameters for calculating the distance between clusters. 

Parameter Interpretation 

𝑥𝑖 𝑖𝑡ℎobject 

𝑐𝐾 𝐾𝑡ℎ cluster 

�̅�𝐾 Mean vector for cluster 𝐾 

𝑁𝐾 Number of objects in cluster 𝐾 

𝑑(𝑥𝑖 , 𝑥𝑗) Euclidean distance between 𝑖𝑡ℎ and 𝑗𝑡ℎobject 

𝐷𝐾𝐿 Distance between two clusters 𝐾and 𝐿 

 

 

 

Some commonly used hierarchical clustering algorithms are summarized below. 

 Single Linkage Method (nearest neighbor): The distance between two clusters 𝐾 and 

𝐿, 𝐷𝐾𝐿 , is the shortest distance between any two members in the two clusters: 

𝐷𝐾𝐿 = min
𝑖∈𝑐𝐾

min
𝑗∈𝑐𝐿

𝑑(𝑥𝑖, 𝑥𝑗). 

 Complete Linkage Method (furthest neighbor): 𝐷𝐾𝐿 is the longest distance between any 

two members in the two clusters:  

𝐷𝐾𝐿 = max
𝑖∈𝑐𝐾

max
𝑗∈𝑐𝐿

𝑑(𝑥𝑖, 𝑥𝑗). 

 Average Linkage: 𝐷𝐾𝐿 is the average distance between all pairs of the two clusters’ 

members: 

𝐷𝐾𝐿 =
1

𝑁𝐾+𝑁𝐿
∑ ∑ 𝑑(𝑥𝑖 , 𝑥𝑗)𝑗∈𝑐𝐿𝑖∈𝑐𝐾 . 
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 Centroid Method: The geometric center (centroid) of each cluster is computed and 𝐷𝐾𝐿 

is equal to the Euclidean distance between the two centroids:  

𝐷𝐾𝐿 = ‖�̅�𝐾 − �̅�𝐿‖
2. 

 Ward’s Method: 𝐷𝐾𝐿 is the sum of squares between the two clusters over all variables:  

𝐷𝐾𝐿 = ∑ ∑
𝑑(𝑥𝑖,𝑥𝑗)
1

𝑁𝐾
+
1

𝑁𝐿

𝑗∈𝑐𝐿𝑖∈𝑐𝐾 . 

Figure 5.4 illustrates a selection of hierarchical clustering algorithms applied on two clusters 

in a two-dimensional space (Mooi & Sarstedt, 2011).  

 

 

 

 

Figure 5.4: Hierarchical clustering algorithms for two clusters in a two dimensional space. A) Single 

Linkage. B) Complete Linkage. C) Average Linkage. D) Centroid. (Mooi & Sarstedt, 2011). 

 

 

A) C) 

B) D) 
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In Figure 5.4A, B, and D, the dotted lines represent the distance between the clusters for Single 

Linkage, Complete Linkage, and Centroid algorithms. For the Average Linkage algorithm 

(Figure 5.4C), the distance between the clusters is the average of the distances, as represented 

by the dotted lines. Single Linkage tends to form one large cluster with the other clusters 

containing only a few objects (Everitt, 2001). Therefore, it is commonly used to identify 

outliers. In our problem context, outlier is defined as a cluster with only one care provider 

profile which differs from other clusters significantly. The Complete Linkage algorithm is also 

sensitive to outliers, because it is based on maximum distances (Mooi & Sarstedt, 2011). 

Centroid is robust to outliers compared to other methods, because this method uses mean 

vectors to compute distances between clusters, instead of using the individual distances 

between the objects. Ward’s Method is also sensitive to outliers (Everitt, 2001). Ward’s 

Method combines clusters based on the size of an error sum-of-squares criterion. Outliers 

increase the error terms summed over all variables, which makes this method sensitive to 

outliers. In Section 5.3.3, we use Single Linkage, Ward’s Method, and Centroid to classify the 

clusters. 

 

Partitioning Methods for Clustering (K-means Clustering)  

K-means clustering is a clustering algorithm which requires the number of clusters 𝑘 to be 

determined in advance (Mooi & Sarstedt, 2011). Once 𝑘 is determined, a search algorithm 

selects 𝑘 initial cluster centers in the data. The clustering starts by randomly assigning objects 

to the initial 𝑘 cluster centers. After the initial assigning, each cluster’s geometric center (i.e.,  
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its centroid) is computed, and the 𝑘 cluster centers shift to the corresponding centroids. Next, 

the Euclidean distances from each object to the new cluster centers are computed. The objects 

are reassigned to clusters to minimize the within-cluster variation, which is the squared 

distance between each object and the corresponding cluster center. For example, if an object 

in the initial cluster 𝑚 is closer to the centroid of the new cluster 𝑛, this object is reassigned to 

the new cluster 𝑛. After reassigning, the new clusters are identified, and the centroids of the 

new clusters are computed. The process alternates between assigning objects to clusters, and 

recalculating cluster centers until there is no change in the cluster affiliations (Mooi & Sarstedt, 

2011). The disadvantage of using this method is that it requires the exact number of clusters 

be known in advance, and selecting an arbitrary number for clusters may impact the results.   

 

Selecting the Number of Clusters 

In clustering analysis, an important question is how to decide on the number of clusters. In 

hierarchical methods, a common approach is to use the dendrogram and select a step in the 

sequence of combining, i.e., to cut the dendrogram at a particular point, referred as the best cut 

(Everitt, 2001). In a dendrogram, the combination of clusters is plotted on the vertical axis, and 

the distance at which the clusters are combined on the horizontal axis. The best cut is defined 

as a partition such that an additional step for combining two clusters would occur at a greatly 

increased distance (Everitt, 2001). We use JMP® for the clustering analysis. In addition to a 

dendrogram, JMP® provides a two-dimensional graph plotting each clustering step, i.e., a cut-

off point plot. The vertical axis of this graph is the distance at which the clusters are combined.  
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The horizontal axis shows the cluster combination steps (i.e., number of clusters at each step). 

Commonly, there is a break where the slope of the cut-off point graph increases significantly. 

This break suggests a best cut for selecting the number of clusters (Everitt, 2001). Table 5.4 

shows a subset of the clustering steps using the Single Linkage algorithm with 100 objects (i.e., 

care provider profiles), and six clustering variables 𝜌(𝑠) and 𝜉(𝑠) for 𝑠 ∈ {1, 2, 3} (generated 

from the distributions in Table 5.1 and Table 5.2) with Euclidean distance as the similarity 

measure. The first column is the horizontal axis, and the second column is the vertical axis of 

the cut-off point plot generated in JMP®.  

 

 

 
Table 5.4: Sample clustering algorithm and selecting the best cut. 

# of Clusters 

Distance at 

which 

clusters are 

joined 

Leader 

Cluster 

Follower 

Cluster 

10 1.064988 1 20 

9 1.170085 2 24 

8 1.171281 1 72 

7 1.183807 1 2 

6 1.395923 1 36 

5 1.626223 1 29 

4 1.643531 1 19 

3 2.129131 1 83 

2 3.070163 1 16 

1 5.341694 1 46 

 

 

 

At each step, a follower cluster joins the leader cluster; and in the last row there is one final 

cluster which includes all care provider profiles. For each row, we compare the distance at  
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which the clusters are joined with the row below until reaching the final cluster in the last row.  

The first significant difference between the rows indicates an increase in the slope of the graph. 

In Table 5.4, the highlighted row suggests the best cut at four clusters. In this example, we 

could also select three or two clusters due to the continuing increase in slope. However, we 

select the first break where the slope increases significantly as the best cut, because commonly 

after the first significant increase in the slope, all the remaining combinations occur at a 

significantly increased distance. In our study, the number of clusters corresponds to the number 

of care provider groups. Each group contains simulated care provider profiles with similar 

perception measures. We select the number of clusters using the cut-off point plots. 

5.3.3 Linear Programming Formulation  

Once the clusters are identified, we solve an SMDP model for a selected subpopulation for 

each cluster using the corresponding cluster average values for 𝜌(𝑠) and 𝜉(𝑠). We use a LP 

formulation to obtain the optimal policy and the expected total costs. Table 5.5 summarizes 

the model parameters of the robust SMDP model.  
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Table 5.5: Extended robust SMDP model parameters. 

 
Model 

Parameter 
Definition 

SMDP 

Components 

𝑆 State space, 𝑋(𝑡) = 𝑠 ∈ 𝑆 = {6, 5, 4𝑠, 4𝑓, 3, 2, 1} 

𝐴𝑠 Action space, 𝑑(𝑠) ∈ 𝐴𝑠 = {1,  2}, 1: “Wait”; 2: “Call 

RRT” 

𝑡 Continuous time, 𝑡 ≥ 0  

𝑃(𝑗|𝑠, 𝑑(𝑠)) State transition probability, conditional on 𝑠 and 𝑑(𝑠) at 

the current decision epoch 

𝐹(𝑡|𝑠, 𝑑(𝑠)) Probability that the next decision epoch occurs within 𝑡 

time units of the current decision epoch, conditional on 

𝑠 and 𝑑(𝑠) at the current decision epoch 

𝑟(𝑠, 𝑑(𝑠)) Total cost accumulated between two decision epochs  

Cost  

𝛾nurse(𝑠) Fixed, state-dependent nurse resource time [hrs.] 

 𝛾RRT(𝑠) Fixed, state-dependent RRT resource time [hrs.] 

𝑐(𝑠, 𝑗) Variable cost to capture TTS Parts I-III and FTR 

 

 

 

New 

Components 

𝝆(𝒔)  Fixed cost perception measure, 

 𝜌(𝑠)~Uniform for 𝑠 ∈ {1, 2, 3}, and 𝜌(𝑠) = 1 for 𝑠 ∈

{4𝑓, 4𝑠, 5, 6} 

𝝃(𝒔) RRT time perception measure, 

 𝜉(𝑠) = {

𝐼(𝑑(𝑠)=2)𝛾RRT(𝑆)

𝛾𝑛𝑢𝑟𝑠𝑒(𝑆)
~Weibull for 𝑠 ∈ {1, 2, 3}

0  𝑓𝑜𝑟 𝑠 ∈ {4𝑓, 4𝑠, 5, 6}
   

𝛽(𝑠)   Probability distribution on state space 𝑆 for the LP 

formulation, ∑ 𝛽(𝑠) = 1𝑠∈ 𝑆    

Policies 𝛱 Set of possible stationary policies, 𝜋 ∈ 𝛱 

Value 

function 

𝑣𝛼,𝜋(𝑠) Total expected cost in state 𝑠 ∈ 𝑆 for policy 𝜋; and 

discount factor 𝛼  
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The dual LP solution for the robust SMDP provides the optimal policy for each state 

(Puterman, 1994). The dual LP formulation is given by 

min
𝑑(𝑠) ∈ 𝐴𝑠

  {∑ ∑ [𝜌(𝑠)𝑟(𝑠, 𝑑(𝑠)) + (1 − 𝜌(𝑠))�̅�(𝑠, 𝑑(𝑠))]𝑥(𝑠, 𝑑(𝑠))𝑑(𝑠) ∈ 𝐴𝑠𝑠 ∈ 𝑆 }    

 

subject to 

∑ 𝑥(𝑗, 𝑑(𝑗)) −  ∑ ∑ [∫ 𝑒−∝𝑡
∞

0
 𝑃(𝑗|𝑠, 𝑑(𝑠)) 𝐹(𝑡|𝑠, 𝑑(𝑠))𝑑𝑡] 𝑥(𝑠, 𝑑(𝑠)) =  𝛽(𝑗)𝑑(𝑠) ∈ 𝐴𝑠𝑠 ∈ 𝑆𝑑(𝑗) ∈ 𝐴𝑗

   

for all 𝑗 ∈ 𝑆 

𝑥(𝑠, 𝑑(𝑠)) ≥ 0      for  𝑠 ∈ 𝑆,  𝑑(𝑠) ∈ 𝐴𝑠 

∑ 𝛽(𝑗) = 1𝑗∈𝑆    

 

where the exponential holding time distribution is 𝐹(𝑡|𝑠, 𝑑(𝑠)) = ∫ 𝜆𝑠,𝑑(𝑠)𝑒
−𝜆𝑠,𝑑(𝑠)𝑢𝑑𝑢

𝑡

0
. The 

term 𝑟(𝑠, 𝑑(𝑠)) is as defined in Equations (5.2f−j). The conservative cost function �̅�(𝑠, 𝑑(𝑠)) 

is as defined in Equations (5.2a−e). The term 𝑥(𝑠, 𝑑(𝑠)) represents the total discounted joint 

probability under the distribution {𝛽(𝑗)}, that the system occupies 𝑠 and the decision maker 

chooses 𝑑(𝑠) (Puterman, 1994). The components 𝛽(𝑗), 𝑗 ∈ 𝑆, are selected as positive scalars 

which satisfy ∑ 𝛽(𝑗) = 1𝑗∈𝑆 . The condition, that they sum to 1, allows the interpretation of this 

vector as a probability distribution on the state space 𝑆. If 𝑥(𝑠, 𝑑(𝑠)) is a feasible solution to 

the dual LP, then the optimal randomized stationary policy is given by  

𝑃{𝑑(𝑠) = 𝑎} =
𝑥(𝑠,𝑎)

∑ 𝑥(𝑠,𝑑(𝑠))𝑑(𝑠)∈𝐴𝑠

  

 

where 𝑃{𝑑(𝑠) = 𝑎} is the probability of selecting action 𝑎 in state 𝑠. In our model, there are at 

most two actions: wait, 𝑑(𝑠) = 1, or call RRT, 𝑑(𝑠) = 2. In state 𝑠 ∈ {1, 2, 3}, if 
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 𝑥(𝑠, 1) > 0 and 𝑥(𝑠, 2) = 0, this results in a deterministic optimal Markov policy 

which selects to wait in state 𝑠,   

 𝑥(𝑠, 1) = 0 and 𝑥(𝑠, 2) > 0, this results in a deterministic optimal Markov policy 

which dictates to call RRT in state 𝑠, and  

 𝑥(𝑠, 1) > 0 and 𝑥(𝑠, 2) > 0, this results in a randomized optimal Markov policy which 

selects waiting with probability 
𝑥(𝑠,1)

∑ 𝑥(𝑠,𝑑(𝑠))𝑑(𝑠)∈𝐴𝑠

 and calling RRT with 
𝑥(𝑠,2)

∑ 𝑥(𝑠,𝑑(𝑠))𝑑(𝑠)∈𝐴𝑠

. 

 

The primal LP solution provides the total expected discounted costs for each state, 𝑣𝛼,𝜋(𝑠) 

(Puterman, 1994). The primal LP formulation is   

max
𝑗∈𝑆

𝛽(𝑗)𝑣𝛼,𝜋(𝑗) 

subject to 

𝑣𝛼,𝜋(𝑠) − ∑ [∫ 𝑒−∝𝑡
∞

0
 𝑃(𝑗|𝑠, 𝑑(𝑠)) 𝐹(𝑡|𝑠, 𝑑(𝑠))𝑑𝑡] 𝑣𝛼,𝜋(𝑗) ≤ 𝜌(𝑠)𝑟(𝑠, 𝑑(𝑠)) +𝑗 ∈ 𝑆

(1 − 𝜌(𝑠))�̅�(𝑠, 𝑑(𝑠))   for  𝑑(𝑠) ∈ 𝐴𝑠 and 𝑠 ∈ 𝑆 

𝑣𝛼,𝜋(𝑠) unconstrained for 𝑠 ∈ 𝑆. 

Both primal and dual LP models are solved for each identified cluster. A requirement for the 

solution of the primal and dual LP models is that the perception measures, 𝜌(𝑠) and 𝜉(𝑠) for 

𝑠 ∈ 𝑆, are determined in advance. For a cluster which contains one outlier care provider profile, 

the LP models are solved by using the corresponding perception measures of this profile. If a 

cluster contains more than one profile, we compute the cluster averages for the perception 

measures, and solve the LP models using the average values. 
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5.4 Numerical Results 

In this section, we simulate 100 care provider profiles by generating 100 sets of random 

variables 𝜌(𝑠) and 𝜉(𝑠) for the states 𝑠 ∈ {1, 2, 3} using the inverse transformation method. 

The number of profiles generated can be easily modified. We use an experimental design with 

three baseline scenarios and five modified scenarios to group the profiles into clusters (Table 

5.6).   

 

 

 
Table 5.6: Experimental design, and distributions of the clustering variables. UNIF stand for Uniform. 

Fixed cost perception measure 𝝆(𝒔) 

State NEWS 

Baseline 

scenarios 

#1- #3 

Modified 

scenario #1 

Modified 

scenario #2 

Modified 

scenario #3 

Modified 

scenario #4 

Modified 

scenario #5 

{6, 5, 

4f, 

4s} 

0 or 

discharge 
1 1 1 1 1 1 

3 [1-4] 
UNIF(0.2, 

0.6) 
UNIF(0.2, 1) 

UNIF(0.2, 

0.4) 

UNIF(0.4, 

0.8) 
1 

UNIF(0.2, 

0.6) 

2 

[5-6] or 

individual 

extreme 

value 

UNIF(0, 0.4) UNIF(0, 0.8) UNIF(0, 0.2) 
UNIF(0.1, 

0.6) 
1 UNIF(0, 0.4) 

1 ≥7 UNIF(0, 0.2) UNIF(0, 0.6) UNIF(0, 0.1) 
UNIF(0.1, 

0.3) 
1 UNIF(0, 0.2) 

Relative RRT perception measure 𝝃(𝒔) 

State NEWS 

Baseline 

scenarios 

#1- #3 

Modified 

scenario #1 

Modified 

scenario #2 

Modified 

scenario #3 

Modified 

scenario #4 

Modified 

scenario #5 

{6, 5, 

4f, 

4s} 

0 or 

discharge 
0 0 0 0 0 0 

3 [1-4] WEIBULL(1.04, 0.414) 
0.034 (from 

EMRs) 

2 

[5-6] or 

individual 

extreme 

value 

WEIBULL(0.587, 0.879) 
0.041 (from 

EMRs) 

1 ≥7 WEIBULL(0.734, 0.855) 
0.067 (from 

EMRs) 
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As shown in Table 5.6, Baseline Scenarios #1−#3 use six clustering variables 𝜌(𝑠) and 𝜉(𝑠) 

for 𝑠 ∈ {1, 2, 3} with different clustering algorithms. Specifically, Baseline Scenario #1 uses 

Single Linkage, Baseline Scenario #2 uses Ward’s Method, and Baseline Scenario #3 uses the 

Centroid method. The random variables 𝜌(𝑠) and 𝜉(𝑠) for 𝑠 ∈ {1, 2, 3} are generated using the 

Uniform and Weibull distributions, as discussed in Section 5.3. The aim of the baseline 

scenarios is to identify clusters of care provider profiles, as represented by the six perception 

measures, and explore how the clusters differ in number and content depending on the 

clustering algorithm.   

 In addition, we use five modified scenarios to further explore the impact of the 

clustering approach on the identified clusters (Table 5.6). Modified scenarios are developed by 

changing the Baseline Scenario #1 by: (i) using increased or decreased Uniform distribution 

upper bounds for 𝜌(𝑠) for 𝑠 ∈ {1, 2, 3} (Modified Scenarios #1, #2, and #3); (ii) using a subset 

of the clustering variables (Modified Scenarios #4 and #5).   

Modified Scenario #1 uses the same clustering variables and Single Linkage algorithm 

as Baseline Scenario #1, and the upper bounds of the Uniform distribution of 𝜌(𝑠) for 𝑠 ∈

{1, 2, 3} are increased (Table 5.6). Modified Scenario #1 explores the impact of allowing the 

care providers to assign higher weights to the EMR-based average fixed costs in state 𝑠 ∈

{1, 2, 3} compared to Baseline Scenario #1. Modified Scenario #2 uses the same clustering 

variables and Single Linkage algorithm as Baseline Scenario #1, but the upper bounds of the 

Uniform distribution of 𝜌(𝑠) for 𝑠 ∈ {1, 2, 3} are decreased (Table 5.6). Modified Scenario #3 

uses the same clustering variables and Single Linkage algorithm, and both upper and lower  
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bounds of the Uniform distribution of 𝜌(𝑠) for 𝑠 ∈ {1, 2, 3} are increased (Table 5.6). Under 

this modified scenario, we explore the impact of changing the range on the distribution of the 

weights where both upper and lower bounds are increased. Modified Scenario #4 uses Single 

Linkage, and a subset of clustering variables to identify clusters. Specifically, only 𝜉(𝑠) for 

𝑠 ∈ {1, 2, 3} are used as clustering variables. The weights are 𝜌(𝑠) = 1 for 𝑠 ∈ 𝑆, i.e., the care 

provider only uses the average fixed costs as derived from EMRs. This scenario explores the 

impact of the selection of clustering variables on the resulting clusters. Modified Scenario #5 

uses Single Linkage, and a subset of clustering variables to identify clusters. Specifically, only 

𝜌(𝑠) for 𝑠 ∈ {1, 2, 3} are used as clustering variables, where the same Uniform bounds are used 

as in Baseline Scenario #1 (Table 5.6). The relative RRT cost measures 𝜉(𝑠) are not used as 

clustering variables, but they are used for the solution of the LP models, as derived from EMRs. 

Modified Scenario #5 also focuses on the impact of the selection of clustering variables on the 

results compared to Baseline Scenario #1. Table 5.7 summarizes the clustering variables, the 

clustering algorithms, and the resulting number of clusters (as derived from the cutoff point 

plots in JMP®) for the baseline and modified scenarios. 
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Table 5.7: Clustering variables, algorithms and the resulting number of clusters. 

Scenario Clustering variables Clustering algorithm 
# of 

clusters 

Baseline #1 

𝜌(3), 𝜌(2), 𝜌(1), 

𝜉(3), 𝜉(2), 𝜉(1) 

 

Single Linkage 4 

Baseline #2 Ward’s Method 7 

Baseline #3 Centroid 6 

Modified #1 
Single Linkage (with increased 

Uniform upper bounds) 
5 

Modified #2 
Single Linkage (with decreased 

Uniform upper bounds) 
5 

Modified #3 

Single Linkage (with increased 

Uniform upper and lower 

bounds) 

6 

Modified #4 
𝜉(3), 𝜉(2), 𝜉(1) 

 
Single Linkage 4 

Modified #5 
𝜌(3), 𝜌(2), 𝜌(1) 

 
Single Linkage 3 

 

 

 

5.4.1 Baseline Scenario Results  

Baseline Scenario #1 identifies four clusters, Baseline Scenario #2 identifies seven 

clusters, and Baseline Scenario #3 identifies six clusters (Table 5.7). The corresponding 

dendrograms and cut-off point plots are in Appendix I. All three scenarios identify the same 

two outliers which are Cluster #1 and Cluster #2 (Table 5.8). The mean and the standard 

deviation of the clustering variables are shown in Table 5.8.  
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Table 5.8: Mean and standard deviation of clustering variables under three baseline scenarios #1−#3. 

Std. stands for standard deviation. Standard deviation values are only shown for clusters with more 

than one care provider profile. 

Baseline Scenario #1 –  Single Linkage   

Cluster # 

(# of profiles 

in the cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 0.47 0.60  0.02  5.66  0.03  5.80  

2 (1) 0.52  0.35  0.19  0.04  0.13  10.54  

3 (97) 0.40 (0.12) 0.38 (0.36) 0.21 (0.12) 1.17 (1.55) 0.11 (0.06) 0.87 (1.11) 

4 (1) 0.25  0.91  0.33  5.41  0.10  2.61  

Baseline Scenario #2 – Ward’s Method 

Cluster # 

(# of profiles 

in the cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 0.47  0.60  0.02  5.66  0.03  5.80  

2 (1) 0.52  0.35  0.19  0.04  0.13  10.54  

3 (8) 0.42 (0.12) 0.24 (0.31) 0.22 (0.14) 5.68 (1.16) 0.11 (0.07) 0.86 (0.96) 

4 (9) 0.31 (0.08) 0.61 (0.64) 0.22 (0.14) 0.53 (0.37) 0.11 (0.06) 2.49 (0.55) 

5 (5) 0.36 (0.1) 0.47 (0.34) 0.15 (0.12) 1.46 (1.23) 0.12 (0.06) 4.32 (1.05) 

6 (22) 0.40 (0.13) 0.24 (0.17) 0.21 (0.12) 1.98 (0.64) 0.12 (0.06) 0.36 (0.33) 

7 (54) 0.41 (0.11) 0.44 (0.35) 0.23 (0.11) 0.37 (0.46) 0.11 (0.06) 0.61 (0.72) 

Baseline Scenario #3 – Centroid  

Cluster # 

(# of profiles 

in the cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 0.47  0.60  0.02  5.66  0.03  5.80  

2 (1) 0.52  0.35  0.19  0.04  0.13  10.54  

3 (6) 0.42 (0.13) 0.20 (0.35) 0.17 (0.12) 6.17 (0.84) 0.12 (0.06) 1.10 (1.01) 

4 (5) 0.36 (0.1) 0.47 (0.34) 0.15 (0.12) 1.46 (1.23) 0.12 (0.06) 4.32 (1.05) 

5 (6) 0.34 (0.16) 0.18 (0.15) 0.21 (0.12) 3.15 (0.48) 0.13 (0.06) 0.42 (0.54) 

6 (81) 0.40 (0.12) 0.41 (0.37) 0.22 (0.12) 0.64 (0.64) 0.11 (0.06) 0.71 (0.78) 

 

 

 

First, we focus on the Single Linkage algorithm in Table 5.8, because it has the smallest 

number of clusters, which makes the interpretation of the clusters easier. Cluster #1 includes 

one provider profile who places a high value on RRT time in states 1 and 2. Further, this profile  
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is very conservative in terms of the fixed costs in states 1 and 2, i.e., it has low 𝜌(1) and 𝜌(2) 

values. Cluster #2 includes one provider profile who perceives that RRT time is very costly 

relative to the nurse time in state 1. This type of provider may argue that a patient in distress 

may not belong in the general ward, but should be in a higher level care unit. Cluster #3 

includes most of the provider profiles. This cluster has a decreasing trend in 𝜌(𝑠). That means, 

as the patient’s condition deteriorates, the care provider in this cluster becomes more 

conservative regarding the fixed costs. A care provider in Cluster #3 assigns higher weight to 

the maximum values for the nurse and RRT time as the patient’s condition worsens, because 

he/she may believe that the maximum values represent the patient’s true needs better than the 

average fixed cost values from EMRs. Further, Cluster #3 has the highest value of 𝜉(𝑠) in state 

2. This type of provider may argue that the RRT perception measure in state 2 is higher 

compared to state 3, due to the poorer physiological condition, and higher compared to state 1, 

because of greater uncertainty in the health evolution in state 2. Cluster #4 includes another 

outlier with the highest values for both cost perception and RRT time perception in state 2.  

The Single Linkage Method has the advantage of creating a main cluster (i.e., Cluster 

#3) which represents the mainstream care providers, and three outlier clusters, which is easier 

to interpret compared to the other clustering methods. The disadvantage of this method is that 

the within-cluster heterogeneity in the main cluster can be quite large. Table 5.9 shows the 

95% confidence intervals (CI) for the clustering variables under each baseline scenario.  
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Table 5.9: 95% Confidence intervals (CI) for the clustering variables under baseline scenarios #1−#3. 

The CI, for which the coefficient of variance exceeds 1, are highlighted to indicate the clustering 

variables with high within-cluster variation. 

Baseline Scenario #1 –  Single Linkage   

Cluster # 

(# of profiles 

in the cluster) 

95% CI 

for 𝝆(𝟑) 
95% CI for 

ξ(𝟑) 
95% CI 

for 𝝆(𝟐) 
95% CI for 

ξ(𝟐) 
95% CI 

for 𝝆(𝟏) 
95% CI for 

ξ(𝟏) 

1 (1) [0.47, 0.47] [0.60, 0.60] [0.02, 0.02] [5.66, 5.66] [0.03, 0.03] [5.80, 5.80] 

2 (1) [0.52, 0.52] [0.35, 0.35] [0.19, 0.19] [0.04, 0.04] [0.13, 0.13] [10.54, 10.54] 

3 (97) [0.38, 0.42] [0.31, 0.45] [0.19, 0.23] [0.86, 1.48] [0.10, 0.12] [0.65, 1.09] 

4 (1) [0.25, 0.25] [0.91, 0.91] [0.33, 0.33] [5.41, 5.41] [0.1, 0.1] [2.61, 2.61] 

Baseline Scenario #2 – Ward’s Method 

Cluster # 

(# of profiles 

in the cluster) 

95% CI 

for 𝝆(𝟑) 
95% CI for 

ξ(𝟑) 
95% CI 

for 𝝆(𝟐) 
95% CI for 

ξ(𝟐) 
95% CI 

for 𝝆(𝟏) 
95% CI for 

ξ(𝟏) 

1 (1) [0.47, 0.47] [0.60, 0.60] [0.02, 0.02] [5.66, 5.66] [0.03, 0.03] [5.80, 5.80] 

2 (1) [0.52, 0.52] [0.35, 0.35] [0.19, 0.19] [0.04, 0.04] [0.13, 0.13] [10.54, 10.54] 

3 (8) [0.34, 0.50] [0.03, 0.45] [0.12, 0.32] [4.88, 6.48] [0.06, 0.16] [0.19, 1.53] 

4 (9) [0.26, 0.36] [0.19, 1.03] [0.13, 0.31] [0.29, 0.77] [0.07, 0.15] [2.13, 2.85] 

5 (5) [0.27, 0.45] [0.17, 0.77] [0.04, 0.26] [0.38, 2.54] [0.07, 0.17] [3.4, 5.24] 

6 (22) [0.35, 0.45] [0.17, 0.31] [0.16, 0.26] [1.71, 2.25] [0.09, 0.15] [0.22, 0.5] 

7 (54) [0.38, 0.44] [0.35, 0.53] [0.2, 0.26] [0.25, 0.49] [0.09, 0.13] [0.42, 0.8] 

Baseline Scenario #3 – Centroid  

Cluster # 

(# of profiles 

in the cluster) 

95% CI 

for 𝝆(𝟑) 
95% CI for 

ξ(𝟑) 
95% CI 

for 𝝆(𝟐) 
95% CI for 

ξ(𝟐) 
95% CI 

for 𝝆(𝟏) 
95% CI for 

ξ(𝟏) 

1 (1) [0.47, 0.47] [0.60, 0.60] [0.02, 0.02] [5.66, 5.66] [0.03, 0.03] [5.80, 5.80] 

2 (1) [0.52, 0.52] [0.35, 0.35] [0.19, 0.19] [0.04, 0.04] [0.13, 0.13] [10.54, 10.54] 

3 (6) [0.32, 0.52] [0.08, 0.48] [0.07, 0.27] [5.5, 6.84] [0.07, 0.17] [0.29, 1.91] 

4 (5) [0.27, 0.45] [0.17, 0.77] [0.04, 0.26] [0.38, 2.54] [0.07, 0.17] [3.4, 5.24] 

5 (6) [0.21, 0.47] [0.06, 0.30] [0.11, 0.31] [2.77, 3.53] [0.08, 0.18] [0.01, 0.85] 

6 (81) [0.37, 0.43] [0.33, 0.49] [0.19, 0.25] [0.5, 0.78] [0.1, 0.12] [0.54, 0.88] 

 

 

 

In Table 5.9, the highlighted cells show the clustering variables with a coefficient of variation 

value exceeding 1 (i.e., standard deviation divided by the mean), as clustering variables with 

high within-cluster variation. Under the Baseline Scenario #1, the within-cluster variation of  
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ξ(𝑠) in states 1 and 2 is high in the main group (Cluster #3). 

The Ward’s Method and Centroid identify the same two outliers, Cluster #1 and #2 

(Table 5.8). Both methods result in more clusters (compared to Single Linkage) which makes 

it more difficult to interpret the clusters as groups of care provider profiles. The Ward’s Method 

identifies two outliers, three smaller size clusters (with 5−9 care provider profiles), and two 

larger clusters (Cluster #6 and Cluster #7). Table 5.9 shows that in Baseline Scenario #2, the 

Clusters #3, #4 and #7 indicate high within-cluster variation for ξ(𝑠) in states 1, 2 and 3. In 

Baseline Scenario #3, Centroid identifies two outliers, Cluster #1 and #2, three smaller size 

clusters with 5−6 profiles, Cluster #3, #4 and #5, and one large cluster, Cluster #6. Clusters 

#3, #5 and #6 show high within-cluster variation for ξ(𝑠) in states 1, 2 and 3 (Table 5.9). In 

conclusion, we select the Single Linkage for the modified scenarios, which will be discussed 

in the next section, due to its simplicity of interpretation of the clusters, and less within-cluster 

variation compared to the other two methods.  

5.4.2 Modified Scenarios 

For Modified Scenarios #1−#5, we use the Single Linkage algorithm. This algorithm provides 

a clustering structure with a main group and several outliers, which makes the interpretation 

of the clusters as a collection of care provider profiles easier. The mean and standard deviation 

of the clustering variables under each modified scenario are shown in Table 5.10.  
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Table 5.10: Clustering variable mean and standard deviation for modified scenarios #1−#4. Std. 

stands for standard deviation. Standard deviation values are only shown for clusters with more than 

one care provider profile. 

Modified Scenario#1 

Cluster #  

(# profiles 

in cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 0.86 0.60 0.22 5.66 0.03 5.80 

2 (1) 0.79 0.35 0.64 0.04 0.04 10.54 

3 (1) 0.54 0.91 0.58 5.41 0.06 2.61 

4 (1) 0.31 0.77 0.57 2.86 0.22 4.61 

5 (96) 

0.59 

(0.22) 

0.38 

(0.36) 

0.40 

(0.24) 

1.15 

(1.46) 

0.32 

(0.17) 

0.83 

(1.05) 

Modified Scenario#2 

Cluster #  

(# profiles 

in cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 0.30 0.35 0.04 0.04 0.06 10.54 

2 (1) 0.27 0.60 0.04 5.66 0.01 5.80 

3 (1) 0.26 0.91 0.11 5.41 0.02 2.61 

4 (1) 0.38 2.22 0.17 0.29 0.04 2.82 

5 (96) 

0.30 

(0.06) 

0.36 

(0.30) 

0.10 

(0.05) 

1.18 

(1.56) 

0.05 

(0.02) 

0.85 

(1.10) 

Modified Scenario #3 

Cluster #  

(# profiles 

in cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 0.64 0.35 0.11 0.04 0.20 10.54 

2 (1) 0.79 0.60 0.32 5.66 0.20 5.80 

3 (1) 0.52 0.91 0.47 5.41 0.17 2.61 

4 (1) 0.59 0.77 0.18 2.86 0.14 4.61 

5 (1) 0.69 2.22 0.48 0.29 0.15 2.82 

6 (95) 

0.61 

(0.11) 

0.36 

(0.31) 

0.35 

(0.14) 

1.16 

(1.56) 

0.20 

(0.06) 

0.81 

(1.04) 
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Table 5.10 (continued) 

Modified Scenario #4 

Cluster #  

(# profiles in 

cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 1.00 0.60 1.00 5.66 1.00 5.80 

2 (1) 1.00 0.35 1.00 0.04 1.00 10.54 

3 (97) 

1.00  

(0) 

0.38 

(0.36) 

1.00  

(0) 

1.17 

(1.56) 

1.00  

(0) 

0.87 

(1.12) 

4 (1) 1.00 0.91 1.00 5.41 1.00 2.61 

Modified Scenario #5 

Cluster #  

(# profiles in 

cluster) 

Average 

𝝆(𝟑) 
(Std.) 

Average 

ξ(𝟑) 
(Std.) 

Average 

𝝆(𝟐) 
(Std.) 

Average 

ξ(𝟐) 
(Std.) 

Average 

𝝆(𝟏) 
(Std.) 

Average 

ξ(𝟏) 
(Std.) 

1 (1) 0.52 0.03 0.38 0.04 0.04 0.07 

2 (1) 0.21 0.03 0.02 0.04 0.18 0.07 

3 (98) 

0.40 

(0.12) 

0.03  

(0) 

0.21 

(0.12) 

0.04  

(0) 

0.11 

(0.06) 

0.07  

(0) 

 

 

 

The dendrograms and cut-off point plots for Modified Scenarios #1−#5 are shown in Appendix 

I. As shown in Table 5.10, Modified Scenarios #1 and #2 identify five clusters. Three of these 

are the same outlier clusters as Baseline Scenario #1. In addition, Modified Scenario #1 

identifies one additional outlier separated from the main group, which is different from the 

outlier cluster identified by Modified Scenario #2. These results can be interpreted as follows: 

changing the Uniform distribution input parameters such that the upper bounds for the weights 

are increased (or decreased), the clustering algorithm partitions the main group such that 

additional outlier clusters are identified. Thus, changing the distribution input parameters for 

𝜌(𝑠) in states 𝑠 ∈ {1, 2, 3} helped to detect additional outliers within the main group. Modified 

Scenario #3 identifies 6 clusters, which include all 5 outliers identified by Modified Scenarios  
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#1 and #2, and the remaining group as the main cluster. This result suggests that changing the 

Uniform bounds allows more variation in the weight generation, and therefore more outlier 

profiles are identified. As long as the clustering algorithm is the same, the same outliers are 

identified under Modified Scenarios #1−#3, and additional outliers can be detected if the range 

for the Uniform distribution is increased.   

Modified Scenario #4 considers the case if only 𝜉(𝑠) values are generated from Weibull 

distribution, while 𝜌(𝑠) = 1 for all 𝑠 ∈ 𝑆. Modified Scenario #4 results in the same clusters as 

the Baseline Scenario #1. This result suggests that the Single Linkage clustering algorithm is 

mainly determined by the RRT time perception measure 𝜉(𝑠), and not 𝜌(𝑠). This result can be 

explained by the difference in the selected distributions for the perception measures. The tail 

of Weibull distribution allows the relative RRT perception measure to take large values, 

whereas the Uniform distribution gives specific bounds on the fixed cost perception measure. 

Thus, the clusters with significantly high RRT perception measures dominate the cluster 

identification process. Future work can include exploring other distributions for the perception 

measures and their impact on the clustering results.  

Modified Scenario #5 considers the case when 𝜌(𝑠) for 𝑠 ∈ {1, 2, 3} are generated 

using the same Uniform distribution as Baseline Scenario #1, and are used as clustering 

variables. The relative RRT time perception measures as derived from EMRs, are not used for 

identifying the clusters. This scenario results in three clusters, which differ from all other 

clustering methods with two outliers and a main group. Under this scenario, the outliers are 

separated from the main group only based on the fixed cost perception measure, i.e., the  
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identified outliers differ from the mainstream care providers primarily due to their fixed cost 

weight preferences. Baseline Scenarios #1−#3, and Modified Scenarios #1−#4 separate 

outliers from the main group by using all six clustering variables. Since under the Modified 

Scenario #5 the RRT perception measures are not drawn from the Weibull distributions, their 

values rarely take extreme values, and they do not dominate the clustering procedure. Further 

exploration of the scenario design is an area for future research to obtain a better understanding 

of the clustering algorithms, selected clustering variables, and their distributions on the number 

of identified clusters and their content.  

5.4.3 Linear Programming Results  

After identifying the clusters under each scenario, we solve the corresponding primal 

and dual LP models for each scenario and each cluster using the cluster average values for the 

perception measures 𝜌(𝑠) and 𝜉(𝑠). We solve the primal and dual LP models for one 

subpopulation (the moderate ROD and medical patients) as a numerical example (Table 5.11). 

For each cluster under each baseline #1−#3 and modified scenario #1−#5, the optimal value 

functions are obtained from the primal LP model, and the optimal policy from the dual LP 

model. 

 

 

 

 

 

 



 

151 

Table 5.11: LP solutions for the original SMDP model from Chapter 4, Baseline Scenarios #1−#3, 

and Modified Scenarios #1−#5. 

  

Original SMDP results from Chapter 4 

Optimal Value Function [hrs.] Optimal Policy d(s) 

v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

5.84 5.82 6.05 6.42 8.38 8.71 Wait Call 

  

Baseline Scenario #1 - Single Linkage  

Optimal Value Function [hrs.] Optimal Policy d(s) 

Cluster 

#  
v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

1 11.18 11.13 11.21 11.39 16.66 16.67 

Wait Call 

  

2 10.38 10.26 10.36 10.49 15.05 15.80 Wait 

3 10.69 10.69 10.78 11.13 15.80 16.01  

4 11.38 11.34 11.41 12.24 16.50 17.00   

  

Baseline Scenario # 2 - Ward's Method 

Optimal Value Function [hrs.] Optimal Policy d(s) 

Cluster 

#  
v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

1 11.18 11.13 11.21 11.39 16.66 16.67 

 

 

Wait 

  
  

2 10.38 10.26 10.36 10.49 15.05 15.80 Wait 

3 10.57 10.55 10.64 10.86 15.67 15.84 

Call 

4 11.05 10.97 11.05 11.71 15.92 16.61 

5 11.28 11.23 11.30 11.62 16.67 16.87 

6 10.46 10.47 10.57 10.88 15.40 15.76 

7 10.34 10.31 10.41 10.93 15.21 15.37 

  

Baseline Scenario #3 - Centroid 

Optimal Value Function [hrs.] Optimal Policy d*(s) 

Cluster 

#  
v(5) v(4s) v(4f) v(3) v(2) v(1) d*(5) d*(4s) d*(4f) d*(3) d*(2) d*(1) 

1 11.18 11.13 11.21 11.39 16.66 16.67 

 
 

Wait 

  
  

2 10.38 10.26 10.36 10.49 15.05 15.80 Wait 

3 10.72 10.69 10.78 10.90 15.92 16.11 

Call 4 11.28 11.23 11.30 11.62 16.67 16.87 

5 10.56 10.58 10.67 11.10 15.51 15.89 

6 10.49 10.47 10.57 11.03 15.52 15.55 
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Table 5.11 (continued) 

  

 Modified Scenario #1 - Single Linkage  

Optimal Value Function [hrs.] Optimal Policy d(s) 

Cluster #  v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

1 10.49 10.36 10.45 10.97 15.65 15.98 

Wait 

  
  

2 9.03 8.77 8.81 8.92 12.38 14.37 Wait 

3 10.45 10.35 10.44 11.14 14.84 15.84 

Call 4 10.60 10.53 10.62 11.57 15.06 15.94 

5 9.93 10.02 10.04 10.13 14.76 15.10 

  

 Modified Scenario #2 - Single Linkage  

Optimal Value Function [hrs.] Optimal Policy d(s) 

Cluster #  v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

1 11.11 11.18 11.19 11.64 16.26 16.86 

Wait 

  
  

2 11.35 11.40 11.47 12.05 16.53 17.18 Wait 

3 11.31 11.37 11.44 12.24 16.45 17.00 

Call 
4 11.35 11.40 11.46 13.11 16.26 16.65 

5 10.82 10.84 10.92 11.50 15.90 16.20 

   Modified Scenario #3 - Single Linkage  

 Optimal Value Function [hrs.] Optimal Policy d(s) 

Cluster #  v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

1 10.05 10.14 10.25 10.25 15.19 15.54 

Wait 

  
  

2 10.01 10.11 10.22 10.23 15.14 15.51 Wait 

3 10.60 10.68 10.69 11.32 15.36 16.10 

Call 
4 11.04 11.10 11.11 11.26 16.49 16.62 

5 11.24 11.28 11.31 13.34 15.44 16.85 

6 10.03 10.09 10.11 10.13 14.98 15.25 

  

Modified Scenario #4- Single Linkage  

Optimal Value Function [hrs.] Optimal Policy d*(s) 

Cluster #  v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

1 7.16 7.12 7.31 7.78 10.23 10.75 

Wait Call 

  

2 6.55 6.46 6.67 6.85 9.23 10.03 Wait 

3 6.83 6.76 6.96 7.09 9.84 10.36 
  

4 7.63 7.63 7.80 8.74 10.80 11.30 
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Table 5.11 (continued) 

  

Modified Scenario #5 - Single Linkage 

Optimal Value Function Optimal Policy d(s) 

Cluster #  v(5) v(4s) v(4f) v(3) v(2) v(1) d(5) d(4s) d(4f) d(3) d(2) d(1) 

1 9.37 9.49 9.50 9.62 13.69 14.47 

Wait Call 2 10.55 10.62 10.71 11.50 15.27 15.89 

3 9.90 9.94 10.01 10.38 14.64 14.79 

 

 

 

Table 5.11 highlights several findings. For all clusters under the baseline and modified 

scenarios, the total expected discounted costs are nonincreasing in state 𝑠. In other words, as 

the patient becomes healthier, the total expected discounted cost associated with that health 

state is nonincreasing. This result suggests that the uncertainty in fixed cost parameters, as 

described in these eight scenarios, does not impact the nonincreasing structure of the total 

expected costs. These findings can be expanded using additional experiments in the future. For 

example, additional experiments can explore the conditions under which the nonincreasing 

property of the value function may change.  

 Further, the total expected cost for all states are higher in the eight scenarios than the 

SMDP results from Chapter 4. This increase can be explained by the weighted average 

formulation including the conservative cost function for the fixed costs in the robust SMDP 

model, and the RRT time perception drawn from Weibull distribution, which may take larger 

values than the observed values in the EMRs.  

 Comparing the modified scenarios to the Baseline Scenario #1, using the same 

clustering algorithm (Single Linkage) results in a different number of clusters and different  
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content in the clusters depending on the distribution and selection of the clustering variables. 

For example, Modified Scenario #1 results in lower total expected cost than Baseline Scenario 

#1 for the outlier clusters (Cluster #1, #2, and #4), as well as the main group (Cluster #3). This 

decrease can be explained by the increased Uniform upper bounds for the weights 𝜌(𝑠) for 𝑠 ∈

{1, 2, 3}. Modified Scenario #2 results in higher total expected cost in all clusters and states, 

which can be explained by the decrease in the Uniform upper bounds for the weights. Modified 

Scenario #3 results in lower total expected cost than Baseline Scenario #1 for the majority of 

clusters and states, due to the increased upper and lower bounds on the Uniform distribution. 

Modified Scenario #4 results in the lowest total expected cost for all clusters and states 

compared to all baseline and modified scenarios, because 𝜌(𝑠) = 1 for all 𝑠 ∈ 𝑆, i.e., only the 

average fixed costs as derived from EMRs are used in the LP solution. Modified Scenario #5 

results in higher total expected cost compared to Modified Scenario #4, because of possible 

nonzero weights assigned to the conservative cost function.    

The structure of the optimal policy remains the same as in the SMDP results from 

Chapter 4, except for one outlier cluster, Cluster #2, under Baseline Scenarios #1−#3 and 

Modified Scenarios #1−#4. Cluster #2 has the highest RRT perception measure of all scenarios 

and clusters in the distress state 1 (with a 𝜉(1) value of 10.54), and the optimal policy dictates 

to “wait” in distress state 1. In other words, the selected experimental design suggests that the 

control-limit structure changes if the RRT perception measure is significantly higher in the 

distress state. A care provider in this profile might argue that a patient in distress is likely to be 

discharged (either being transferred to the ICU, because a patient in distress does not belong  
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in the general ward, or will be discharged dead or hospice), and the increase in the immediate 

fixed costs due to RRT activation is not considered optimal in this state. This change in the 

optimal policy structure is not observed under Modified Scenario #5, because the relative RRT 

perception measures are not generated from Weibull distribution, and instead they are derived 

from EMRs. This numerical example suggests that the care provider profiles who have a high 

RRT resource perception in distress state 1 chose to “wait” over “call RRT”. Further 

experiments can help to explore: (i) under which conditions the optimal action changes in each 

state, (ii) if there is a relationship between the high RRT perception measures and high fixed 

cost perception measures which impact the structure of the optimal policy. In addition, a future 

research area could expand the action space to include “transferring to the ICU” as a third 

action, and examine if this outlier profile’s optimal policy selects the new action in the states 

with a high RRT perception measure.  

5.5 Conclusion  

Studies show that dynamic programming models may be sensitive to changes in model input 

parameters. The modified SMDP model results presented in this chapter suggest that our model 

is sensitive to changes in the cost parameters. Thus, ignoring the subjectivity in the 

interpretation of costs may impact the optimal policy and the total expected costs. This chapter 

is concerned with extending the original SMDP model, developed in Chapter 4, to address the 

uncertainty in cost parameters. The results in Chapter 3 discussed the fact that different 

monitoring frequencies are observed retrospectively in the EMRs. The difference in  
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monitoring frequency was attributed to a perceived need for monitoring by the care provider 

for different patient types and health conditions. The discussion about the care provider’s 

evaluation of the workload associated with a patient’s physiological condition, and how this 

may impact the model results, motivated the study focusing on care provider-related 

uncertainty in the fixed cost parameters. Further, Chapter 4 results showed that the optimal 

RRT activation rules differ by subpopulation. The SMDP model in Chapter 4 was developed 

using state- and action-dependent fixed cost estimates (for nurse and RRT time) as derived 

from EMRs. The heterogeneity in the bedside provider team, in addition to the differences on 

the perception of monitoring need, motivated the study discussed in this chapter. The main 

goal of the experimental design was to provide a framework to explore the impact of the 

varying fixed costs on model results. Cost perception measures were generated as random 

variables for 100 care provider profiles, and classified into clusters including care provider 

profiles with similar perception measures. 

 We added two new model parameters to capture the care providers’ evaluation of the 

workload based on a patient’s physiological condition, i.e., how much time the provider thinks 

it will take to care for a patient in this condition. We generated the perception measures using 

the inverse transformation method. We used hierarchical clustering to classify the care 

providers with different perception measures into clusters. Using baseline and modified 

scenarios with different selections of clustering variables and distribution input parameters, we 

identified the clusters, computed the cluster averages for the clustering variables, and solved 

the LP formulation to obtain the total expected cost and the optimal RRT activation policy for  
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moderate ROD medical patients. Our approach can be easily applied to other subpopulations.    

The clustering analysis results showed that different clustering algorithms identify 

different clusters. It is interesting to note that all baseline scenarios identify the same two 

outliers, which differ in their perception measure from the mainstream care provider group. 

The modified scenarios suggested that changing the distribution input parameters for the 

clustering variables, and the selection of clustering variables impacts the clustering results. The 

total expected costs remained nonincreasing in state 𝑠 ∈ 𝑆; however, the optimal policy 

structure changes for high relative RRT time perception values in distress state 1. Further, 

modified scenario results suggested that the Single Linkage algorithm is primarily determined 

by the state-dependent relative RRT time perception measure 𝜉(𝑠). 

Future research could expand our work in several ways. One possible extension is 

considering the dependency structure between perception measures. In this chapter, the RRT 

time perception measures 𝜉(1), 𝜉(2), 𝜉(3), are generated independently of the fixed cost 

perception measures 𝜌(1), 𝜌(2), 𝜌(3), and then combined to a set which represents a care 

provider. However, in reality, the perception measures may be dependent. For example, a care 

provider who assigns a higher weight to the conservative cost function in distress state may 

select a higher relative RRT value measure in this state, i.e., 𝜌(1) and 𝜉(1) may be correlated. 

An area for future research could explore the dependency structure between the perception 

measures by generating dependent random variables. In addition, the robust SMDP model only 

focuses on the uncertainty in costs. However, the transition probabilities are also derived from 

EMRs, and may be subject to error. Another future extension could focus on the uncertainty in  
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the state transition probabilities. Finally, further methodological explorations, such as 

increasing the number of simulated care providers, applying other clustering algorithms, and 

increasing the number of scenarios would allow a better understanding of the classification 

methodology.   

In conclusion, our robust model includes: (i) generation of care provider profiles using 

random variables; (ii) classifying care provider clusters, with similar profiles, using clustering 

analysis; and (iii) solving the LP model to obtain the optimal policy and the expected total cost. 

A natural question is: “What do we gain from the additional effort in the robust modeling 

approach?” Using the robust approach, we explore the sensitivity of our model to the changes 

in the cost parameters. We allow the care provider to assign weights to average fixed costs and 

to a conservative cost function with the maximum fixed costs to allow evaluation of the 

workload from the care providers’ perspective. In addition, we incorporate the uncertainty in 

the value of time. The bedside provider team may include providers with different expertise 

levels and different cost perceptions. Thus, the increased effort helps to explore the care 

provider-specific cost uncertainty, and the changes in model results due to the variation in the 

costs. Our work in this chapter presents the initial development of a robust framework, which 

can be expanded in future research.  
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Chapter 6  

6. Conclusions 

 

This dissertation is motivated by the need for improvement in patient-centered acute 

care delivery in hospitals. Specifically, we explore the opportunities and challenges associated 

with using large-scale electronic medical records (EMRs) to inform and personalize Rapid 

Response Team (RRT) activations. Our focus is on resuscitation of the patients at risk of an 

acute and persistent physiological deterioration (APD). The research described in this 

dissertation was performed in collaboration with the Division of Health Care Policy & 

Research, Department of Health Sciences Research, Mayo Clinic in Rochester, MN.   

In Chapter 3, we focused on the heterogeneity of the patient population. We analyzed 

one-month of EMRs to model the stochastic evolution of a patient’s physiological condition 

during hospitalization. We presented an approach to classify patient subpopulations as the first 

step of personalization of the acute care delivery. Specifically, we developed a semi-Markov 

process, and used the Modified Early Warning Score (MEWS) to represent a patient’s  
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physiological condition. The subpopulations were identified using three patient characteristics 

(i.e., adverse event experience during the study period, risk of deterioration (ROD) as measured 

by Braden skin score (BSS) at admission, and admission type). BSS was used as a measure of 

frailty; and in the clinical literature frailty is associated with the ROD. We estimated the 

subpopulation-specific state transitions from EMRs, and computed the holding times in each 

state. We tested if the subpopulations differ statistically significantly using the Chi-square test 

(for the state transition probabilities) and the Kruskal-Wallis test (for the holding time 

observations). Differences among the transition matrices were highly significant, and 

differences among the holding time distributions were less highly significant, which was 

discussed as a result of the data collection approach. The main contribution of Chapter 3 was 

providing a statistical approach based on EMRs to identify subpopulations using available 

patient characteristics and physiological measures.    

In Chapter 4, we expanded our data analysis by using EMRs collected over a two-year 

period during 2010-2011. We used the National Early Warning Score (NEWS) to represent a 

patient’s physiological condition. We identified subpopulations using ROD and admission 

type, and developed subpopulation-specific, infinite-horizon SMDP models with two actions, 

wait or call RRT. ROD during hospitalization was measured by the BSS. We used Chi-square 

test of independence to test the null hypothesis stating the independence in the embedded 

Markov chain, and the alternative hypothesis was higher order dependency. The test results 

suggested that there is a higher order dependency structure. Future work can explore the higher 

order dependency structure. Optimal policies suggested RRT activation when the patient’s  
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physiological condition exceeded a critical threshold which differed by subpopulation. We 

provided two simple RRT activation rules for the bedside care providers. Optimal policies 

suggested that the patients with a moderate or high ROD, and the medical patients may benefit 

from an RRT evaluation when their NEWS value is between 1 and 4, whereas the threshold is 

NEWS [5−6] or single extreme element for surgical patients with a low ROD. In addition, we 

developed a framework to establish the conditions for the existence of monotone and 

nonincreasing optimal value functions which will be further expanded in our future work. 

In Chapter 5, we addressed the uncertainty in the model parameters from Chapter 4. 

We added two new parameters to capture the care provider’s perception of the patient’s needs, 

and the RRT time perception relative to the nurse time. We generated the perception measures 

using the inverse transformation method. We used clustering analysis to classify 100 simulated 

care provider profiles into clusters. Using different baseline and modified scenarios, we 

identified different clusters, solved the corresponding linear programming (LP) models for 

each cluster to obtain the total expected cost and optimal policy for a selected subpopulation, 

moderate ROD and medical patients. While the total expected cost are nonincreasing in state 

𝑠 ∈ 𝑆, the optimal policy structure changed compared to the policy in the SMDP model from 

Chapter 4, for a high relative RRT time perception value in distress state 1. The results also 

suggested that the Single Linkage algorithm is primarily determined by the state-dependent 

relative RRT time perception measure 𝜉(𝑠) for 𝑠 ∈ {1, 2, 3}. The results highlighted the 

importance of the selection of the distributions, and the input parameters of the distributions 

of the cost perception measures representing different care provider profiles. 
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Future research could expand our work in several ways. One possible extension 

includes the modification of the cost structure, as discussed in Chapters 4 and 5. The absorbing 

state in both the original and the robust SMDP represents discharge from the general ward. For 

simplicity, we assumed that the same cost value is assigned to discharged alive, hospice or 

dead, which is zero. A possible area for future research could include multiple absorbing states 

with different discharge positions and different costs. Another future extension could focus on 

increasing the number of actions, e.g., increasing the monitoring frequency, and informing the 

next level provider. A further possible extension is considering the dependency structure 

between perception measures in Chapter 5. In the current robust SMDP model, the RRT time 

perception measures are generated independently of the fixed cost perception measures. 

However, the perception measures may be dependent. Future work could explore the 

dependency structure between the perception measures by generating dependent random 

variables. In addition, the model in Chapter 5 only focuses on the uncertainty in costs. Another 

future extension could focus on incorporating unceratinty in the state transition probabilities. 

Finally, future research could focus on increasing the number of simulated care providers, 

applying other clustering methods and algorithms, and increasing the number of scenarios to 

allow a better understanding of the classification methodology.      

We examined the impact of RRT activation on the probabilistically deteriorating and 

improving health condition of a patient compared to the natural progression. Our key findings 

emphasized the differences in time-based hospital resources use and stabilization metrics for 

different patient types, and health conditions. We have provided an analytical approach to  
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improve the acute care delivery process with a diverse patient population by incorporating 

large-scale EMRs and clinical expertise. Further, we explored the sensitivity of our model to 

the changes in the cost parameters. Specifically, we allowed the care provider assign weights 

to the cost function with average fixed costs and to a conservative cost function. In addition, 

we incorporated the uncertainty in the workload evaluation of the care providers, and analysed 

the changes in model results due to the variation in the costs.  

In conclusion, we provided insights into the incorporation of EMRs, and particularly 

EWSs, into the acute care delivery to support resuscitation decisions of care providers using 

stochastic modeling approaches. Our goal is to build upon the methods and models presented 

in this dissertation, and expand our research to enhance the personalization of health care 

delivery in hospitals.  
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Appendix A. Existence of Inverses 

 

Let 𝑄 be a bounded linear transformation on the normed linear space 𝑉. If 𝐐 is a matrix with 

components 𝑞(𝑗|𝑠), then norm of 𝐐 is denoted as ‖𝐐‖ = 𝑠𝑢𝑝𝑠∈𝑆 ∑ |𝑞(𝑗|𝑠)|𝑗∈𝑆  (Puterman, 

1994, Page 606). Since 𝐐 is bounded on 𝑉 that means there exists a constant 𝐾 > 0 such that, 

for all 𝐯 ∈ 𝑉 

 ‖𝐐𝐯‖ ≤ 𝐾‖𝐯‖. (0.1a) 

Furthermore, if 𝐏 and 𝐐 are bounded linear transformations on 𝑉, then 

 ‖𝐏𝐐‖ ≤ ‖𝐏‖‖𝐐‖. (0.1b) 

Spectral radius of 𝐐 is denoted by 𝜎(𝐐) where  

𝜎(𝐐) ≡ lim
𝑛→∞

‖𝐐𝑛‖
1
𝑛⁄ .    (0.1c) 

From (0.1b) and (0.1c) it follows that ‖𝐐𝑛‖
1
𝑛⁄ ≤ ‖𝐐‖ and 𝜎(𝐐) ≤ ‖𝐐‖.  Following corollaries 

are used to show the existence the inverse of (𝐈 − 𝐌𝐝) matrix used in policy iteration algorithm 

to evaluate policies (Puterman, 1994).  

 

Corollary A.1. Let 𝐐 be a bounded linear transformation on the normed linear space 𝑉, and 

suppose 𝜎(𝐈 − 𝐐) < 1 where 𝐈 is the identity matrix. Then 𝐐−1 exists and satisfies  

𝐐−1 = lim
𝑁→∞

∑ (𝐈 − 𝐐)𝑁𝑁
𝑛=0   

Corollary A.2: Suppose that 𝜎(𝐐) < 1. Then (𝐈 − 𝐐)−1 exists where 𝐈 is the identity matrix, 

and following holds: 
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(𝐈 − 𝐐)−1 = lim
𝑁→∞

∑ 𝐐𝑁𝑁
𝑛=0 . 

In policy iteration algorithm for SMDP models, for each decision rule 𝑑, ‖𝐌𝐝‖ < 1, e.g., row 

sum of the joint probability matrix 𝐌𝐝 is strictly less than 1. Components of 𝐌𝐝 matrix are 

 

𝑚𝑑(𝑗|𝑠, 𝑑(𝑠)) = ∫ 𝑒−𝛼𝑡𝑃(𝑗|𝑠, 𝑑(𝑠))
∞

0
𝐹(𝑑𝑡|𝑠, 𝑗)     for 𝑗, 𝑠 ∈ 𝑆 and 𝑑(𝑠) ∈ 𝐴𝑠. 

 

‖𝐌𝐝‖ < 1 implies that 𝜎(𝐌𝐝) < 1, since 𝜎(𝐌𝐝) ≤ ‖𝐌𝐝‖.  If 𝜎(𝐌𝐝) < 1, then from Corollary 

A.2 it follows that (𝐈 − 𝐌𝐝)
−1 exists. Thus, 𝑣∗ = ∑ (𝐌𝐝)

𝑘𝐫𝐝
∞
𝑘=0  is the unique solution of 𝐫𝐝 +

𝐌𝐝𝐯 = 𝐯 such that 𝐯∗ = (𝐈 − 𝐌𝐝)
−𝟏𝐫𝐝. 
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Appendix B. Generalized Linear Model (GLM) with Repeated Measures 

 

Consider a traditional linear model 

𝑦𝑖𝑗 = 𝜇 + 𝜏𝑖 + 휀𝑖𝑗   for 𝑖 = 1, … , 𝑎  and 𝑗 = 1, … , 𝑛 

where 𝑦𝑖𝑗 represents the observation for the ith treatment on jth subject, 𝜇 is the overall mean, 

𝜏𝑖 is the ith treatment effect and 휀𝑖𝑗 is the random error. 휀𝑖𝑗 is assumed to be normally distributed 

with ~𝑁(0, 𝜎2), and 𝜎2 is assumed to be constant for all 𝑎 levels of the treatment. This model 

is also called an effects model (Montgomery, 2008). In this model, "𝑎" treatments are chosen 

by the experimenter to test the hypotheses about the treatment means, or to estimate the 

parameters 𝜇, 𝜏𝑖 , 𝜎
2. The only random variable is 휀𝑖𝑗. The observations follow a normal 

distribution:  

𝑦𝑖𝑗~𝑁(𝜇 + 𝜏𝑖, 𝜎
2). 

There are types of problems for which traditional linear models are not appropriate. For 

example, it may not be reasonable to assume that data are normally distributed. Further, if the 

mean of the data is naturally restricted to a range of values, the traditional linear model may 

not be appropriate, since the linear predictor can take on any value. Finally, it may not be 

realistic to assume that the variance of the data is constant for all observations. A generalized 

linear model extends the traditional linear model, and addresses these issues. The GENMOD 

procedure in SAS can fit models to correlated responses by the Generalized Estimating 

Equations (GEE) method. GEEs provide a practical method with reasonable statistical  
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efficiency to analyze correlated data. Our model has the traditional linear model and a logit 

link function. The GENMOD procedure estimates the parameters of the model through an 

iterative fitting process with the GEE correlation option. This option allows us to specify the 

correlation structure for the observations of the same patient (e.g., exchangeable). 

 

GLM in our Problem 

log (
𝑃(𝑌𝑖𝑗=1)

1−𝑃(𝑌𝑖𝑗=1)
) = 𝑋𝑖𝛽 + 휀𝑖𝑗       

for  𝑖 = 1,… ,  𝑁 individuals;   𝑗 = 1,… , 𝑛𝑖 observations for the ith individual  

𝑖: patient identified by the encounter ID number 

𝑛𝑖: number of observations for ith patient. 

𝑋𝑖: fixed effects design matrix for ith patient, e.g. age, MEWS,… 

휀𝑖𝑗: random errors of within-individual measurements with 휀𝑖𝑗~𝑁(0, 𝑅𝑖), 

𝑅𝑖: 𝑛𝑖  𝑥 𝑛𝑖 variance-covariance matrix of within-individual measurements, and 

 

Model B.1 

 Binary response variable: 𝑌𝑖𝑗 (1=adverse event; 0= no event) 

 Explanatory variables 

– High MEWS (1: ≥5 or 0: <5) and  

– Age group  (1=[18, 65]; 2=(65,80]; 3=Above 80) 

 

 



 

178 

 

 

 

 

Model B.2 

 Binary response variable 𝑌𝑖𝑗 (1=adverse event; 0= no event) 

 Explanatory variables 

– High MEWS (1: ≥5 or 0: <5) ;  

– Age group (1=[18, 65]; 2=(65,80]; 3=Above 80); 

– Gender (F, M) 
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Model B.3 

 Binary response variable: 𝑌𝑖𝑗 (1=adverse event; 0= no event) 

 Explanatory variable: Braden score as numeric score [0,30] denoted as 

frailty_Braden_Skin_Score 

 

 

 

 

 

 

 

Model B.4 

 Binary response variable: 𝑌𝑖𝑗 (1= adverse event; 0= no event) 

 Explanatory variable: Admission type denoted as combined_category where type can 

be either surgical (procedure) or  medical (general) 
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Model B.5 

 Binary response variable: 𝑌𝑖 (1=adverse event; 0= no event) 

 Explanatory variables:  

– Admission type denoted as combined_category where type can be either 

surgical (denoted as “procedure”) or  medical (denoted as “general”) 

– Braden score as numeric score [0,30] denoted as frailty_Braden_Skin_Score 
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Appendix C. Maximum Likelihood Estimates 

 

Given a Markov chain with 𝑚 states 𝑆 = {1,… ,𝑚}, let 𝑁 = {𝑛𝑖𝑗: 𝑖, 𝑗 = 1,… ,𝑚} denote the set 

of observations on the transitions where 𝑛𝑖𝑗  is the total number of transitions from state 𝑖 to 𝑗. 

For each state 𝑖 ∈ 𝑆, let 𝑛𝑖 = ∑ 𝑛𝑖𝑗
𝑚
𝑗=1  denote the total number of movements from state i. Each 

𝑛𝑖𝑗 occurs with a probability of 𝑝𝑖𝑗 where ∑ 𝑝𝑖𝑗 = 1
𝑚
𝑗=1 . For the state i, {𝑛𝑖1, 𝑛𝑖2, … , 𝑛𝑖𝑚} is a 

sequence of independent, identically distributed random variables which follow a multinomial 

distribution with the parameters (𝑝𝑖1, 𝑝𝑖2, … , 𝑝𝑖𝑚) with the joint distribution 

 
𝑃(𝑛𝑖1, 𝑛𝑖2, … , 𝑛𝑖𝑚) =

𝑛𝑖!

𝑛𝑖1!  𝑛𝑖2! … , 𝑛𝑖𝑚!
∙ 𝑝𝑖1

𝑛𝑖1 . … ∙ 𝑝𝑖𝑚
𝑛𝑖𝑚   .  

The maximum likelihood estimates (MLEs) are derived using the likelihood function 

 
𝑓(𝑃) = 𝐴 ∙∏

𝑛𝑖!

𝑛𝑖1!  𝑛𝑖2! … , 𝑛𝑖𝑚!
∙ 𝑝𝑖1

𝑛𝑖1 ∙ … ∙ 𝑝𝑖𝑚
𝑛𝑖𝑚  

𝑚

𝑖=1

 (0.2a) 

After taking the natural logarithm of both sides and reformulating Equation (0.2a), and fixing 

state 𝑖, �̂�𝑖𝑗 are obtained as the MLEs for the transition probability 𝑝𝑖𝑗 given by 

 �̂�𝑖𝑗 =
𝑛𝑖𝑗

∑ 𝑛𝑖𝑗
𝑚
𝑗=1  

   for i, j = 1,… .m.  
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Appendix D. Chi-square Test Results for Alternatives #2 – #6 

 

Alternative #2* 

 

 

 

 

 

 

 

 

 

 

 

* Level 3 results are only presented for Alternative #2 since they are equal for the alternatives #2–#6. 

 

 

 

Testing Level Nr. of subpopulations Test statistic Degree of freedom Critical value p-value

Level 1, All 2 3748.9 20 31.41 0

Medical

Surgical

Level 2, All 6 3742.6 100 124.3 0

Level 2, Part I 3 587.38 40 55.76 0

Medical HighBS

Medical ModBS

Medical LowBS

Level 2, Part II 3 80.949 40 55.76 0.0001

Surgical HighBS

Surgical ModBS

Surgical LowBS

Level 3, All subpopulations 9 4529.1 160 190.23 0

Level 3, Part I 2 30.568 20 31.41 0.0612

Adverse HighBS Medical

Adverse HighBS Surgical

Level 3, Part II 2 261.4 20 31.41 0

Adverse ModBS Medical

Adverse ModBS Surgical

Level 3, Part III 2 177.64 20 31.41 0

No Adverse LowBS Medical

No Adverse LowBS Surgical

Level 3, Part  IV 2 2668.3 20 31.41 0

No Adverse ModBS Medical

No Adverse ModBS Surgical



 

183 

Alternative #3 

 

 

 

 

Alternative #4 

 

 

 

 

 

 

 

 

 

Testing Level Nr. of subpopulations Test statistic Degree of freedom Critical value p-value

Level 1, All 2 3748.9 20 31.41 0

Medical

Surgical

Level 2, All 4 4372.3 60 79.08 0

Medical Adverse

Medical No Adverse

Surgical Adverse

Surgical No Adverse

Level 2, Part I 2 358.1 20 31.41 0

Medical Adverse

Medical No Adverse

Level 2, Part II 2 206.03 20 31.41 0

Surgical Adverse

Surgical No Adverse

Testing Level Nr. of subpopulations Test statistic Degree of freedom Critical value p-value

Level 1, All 2 474.04 20 31.41 0

Adverse

No Adverse

Level 2, All 4 4372.3 60 79.08 0

Adverse Medical

No Adverse Medical

Adverse Surgical

No Adverse Surgical

Level 2, Part I 2 328.67 20 31.41 0

Adverse Medical

Adverse Surgical

Level 2, Part II 2 3514.3 20 31.41 0

No Adverse Medical

No Adverse Surgical
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Alternative #5 

 

 

 

 

Alternative #6 

 
 

 

 

 

Testing Level Nr. of subpopulations Test statistic Degree of freedom Critical value p-value

Level 1, All 3 577.09 40 55.76 0

HighBS

ModBS

LowBS

Level 2, All 5 1223.5 80 101.9 0

HighBS Adverse

HighBS No Adverse

ModBS Adverse

ModBS No Adverse

LowBS No Adverse

Level 2, Part I 2 62.77 20 31.41 0.00000262

HighBS Adverse

HighBS No Adverse

Level 2, Part II 2 424.92 20 31.41 0

ModBS Adverse

ModBS No Adverse

Testing Level Nr. of subpopulations Test statistic Degree of freedom Critical value p-value

Level 1, All 3 577.09 40 55.76 0

HighBS

ModBS

LowBS

Level 2, All 6 3742.4 100 124.3 0

HighBS Medical

HighBS Surgical

ModBS Medical

ModBS Surgical

LowBS Medical

LowBS Surgical

Level 2, Part I 2 53.26 20 31.41 0

HighBS Medical

HighBS Surgical

Level 2, Part II 2 177.64 20 31.41 0

ModBS Medical

ModBS Surgical

Level 2, Part III 2 282.7 20 31.41 0

LowBS Medical

LowBS Surgical
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Appendix E. Kruskal-Wallis Test Results for Alternatives #2 – #6 

 

Alternative #2 

 
 

 

 

 

 

 

 

Level to Test Nr. of populations 

Level 1, All 2

Medical 1 2 3 4 5 6

Surgical 1 0.00 n.a. 0.00 0.42 0.41 0.00

2 n.a. 0.00 0.00 0.00 0.26 0.00

3 n.a. 0.00 0.02 0.00 0.00 0.00

4 n.a. 0.00 0.00 0.00 0.00 0.01

5 n.a. 0.07 0.01 0.00 0.01 0.33

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, All 6 1 2 3 4 5 6

Medical HighBS 1 0.00 n.a. 0.00 0.25 0.94 0.00

Medical ModBS 2 n.a. 0.00 0.00 0.00 0.82 0.00

Medical LowBS 3 n.a. 0.00 0.00 0.00 0.01 0.00

Surgical HighBS 4 n.a. 0.00 0.00 0.00 0.00 0.00

Surgical ModBS 5 n.a. 0.92 0.05 0.00 0.00 0.00

Surgical LowBS 6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part I 3 1 2 3 4 5 6

Medical HighBS 1 0.01 n.a. 0.00 0.21 0.69 0.00

Medical ModBS 2 n.a. 0.00 0.00 0.00 0.42 0.00

Medical LowBS 3 n.a. 0.00 0.00 0.00 0.00 0.29

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.91 0.25 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part II 3 1 2 3 4 5 6

Surgical HighBS 1 0.00 n.a. 0.50 0.30 n.a. 0.96

Surgical ModBS 2 n.a. 0.13 0.03 0.51 0.90 n.a.

Surgical LowBS 3 n.a. 0.21 0.11 0.12 0.56 n.a.

4 n.a. 0.12 0.72 0.17 0.80 n.a.

5 n.a. 0.90 0.67 0.78 0.54 n.a.

6 n.a. n.a. n.a. n.a. n.a. n.a.

p-values
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Alternative #3 

 
 

 

 

 

 

 

 

 

 

 

 

 

Level to Test Nr. of populations 

Level 1, All 2

Medical 1 2 3 4 5 6

Surgical 1 0.00 n.a. 0.00 0.42 0.41 0.00

2 n.a. 0.00 0.00 0.00 0.26 0.00

3 n.a. 0.00 0.02 0.00 0.00 0.00

4 n.a. 0.00 0.00 0.00 0.00 0.01

5 n.a. 0.07 0.01 0.00 0.01 0.33

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, All 4 1 2 3 4 5 6

Medical Adverse 1 0.00 n.a. 0.01 0.00 0.00 0.00

Medical No Adverse 2 n.a. 0.00 0.00 0.00 0.00 0.00

Surgical Adverse 3 n.a. 0.00 0.00 0.00 0.00 0.00

Surgical No Adverse 4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part I 2 1 2 3 4 5 6

Medical Adverse 1 0.00 n.a. 0.45 0.00 0.00 0.00

Medical No Adverse 2 n.a. 0.00 0.00 0.00 0.00 0.79

3 n.a. 0.00 0.00 0.00 0.00 0.22

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part II 2 1 2 3 4 5 6

Surgical Adverse 1 0.28 n.a. 0.19 0.92 n.a. 0.72

Surgical No Adverse 2 n.a. 0.35 0.48 0.09 0.05 n.a.

3 n.a. 0.13 0.01 0.02 0.59 0.72

4 n.a. 0.51 0.01 0.00 0.00 0.72

5 n.a. 0.41 0.95 0.00 0.00 0.72

6 n.a. n.a. n.a. n.a. n.a. n.a.

p-values
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Alternative #4 

 
 

 

 

 

 

 

 

 

 

 

 

 

Level to Test Nr. of populations 

Level 1, All 2

Adverse 1 2 3 4 5 6

No Adverse 1 0.00 n.a. 0.71 0.00 0.00 0.00

2 n.a. 0.00 0.00 0.00 0.00 0.97

3 n.a. 0.00 0.00 0.00 0.00 0.16

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, All 4 1 2 3 4 5 6

Adverse Medical 1 0.00 n.a. 0.01 0.00 0.00 0.00

No Adverse Medical 2 n.a. 0.00 0.00 0.00 0.00 0.00

Adverse Surgical 3 n.a. 0.00 0.00 0.00 0.00 0.00

No Adverse Surgical 4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part I 2 1 2 3 4 5 6

Adverse Medical 1 0.00 n.a. 0.11 0.18 0.37 0.17

Adverse Surgical 2 n.a. 0.20 0.61 0.02 0.79 0.00

3 n.a. 0.40 0.33 0.72 0.88 0.01

4 n.a. 0.28 0.99 0.02 0.63 0.03

5 n.a. 0.11 0.52 0.24 0.39 0.09

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part II 2 1 2 3 4 5 6

No Adverse Medical 1 0.00 n.a. 0.01 0.64 0.61 0.00

No Adverse Surgical 2 n.a. 0.00 0.00 0.00 0.48 0.00

3 n.a. 0.00 0.02 0.00 0.00 0.00

4 n.a. 0.00 0.00 0.00 0.00 0.03

5 n.a. 0.00 0.00 0.00 0.01 0.89

6 n.a. n.a. n.a. n.a. n.a. n.a.

p-values
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Alternative #5 

 
 

 

 

 

 

 

 

 

 

 

 

 

Level to Test Nr. of populations 

Level 1, All 2

HighBS 1 2 3 4 5 6

ModBS 1 0.00 n.a. 0.00 0.28 0.69 0.00

LowBS 2 n.a. 0.00 0.00 0.00 0.33 0.00

3 n.a. 0.00 0.00 0.00 0.01 0.30

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.83 0.40 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, All 5 1 2 3 4 5 6

HighBS Adverse 1 0.00 n.a. 0.00 0.00 0.00 0.00

HighBS No Adverse 2 n.a. 0.00 0.00 0.00 0.00 0.00

ModBS Adverse 3 n.a. 0.00 0.00 0.00 0.00 0.24

ModBS No Adverse 4 n.a. 0.00 0.00 0.00 0.00 0.00

LowBS No Adverse 5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part I 2 1 2 3 4 5 6

HighBS Adverse 1 0.68 n.a. 0.26 0.18 n.a. 0.65

HighBS No Adverse 2 n.a. 1.00 0.13 0.58 n.a. 0.92

3 n.a. 0.38 0.94 0.45 0.51 0.87

4 n.a. 0.18 0.52 0.87 1.00 0.88

5 n.a. n.a. 0.65 0.83 0.65 0.51

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part II 2 1 2 3 4 5 6

ModBS Adverse 1 0.00 n.a. 0.93 0.00 0.00 0.00

ModBS No Adverse 2 n.a. 0.00 0.00 0.00 0.00 0.69

3 n.a. 0.00 0.00 0.00 0.00 0.08

4 n.a. 0.00 0.00 0.00 0.00 0.00

5 n.a. 0.00 0.00 0.00 0.00 0.00

6 n.a. n.a. n.a. n.a. n.a. n.a.

p-values
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Alternative #6 

 
 

 

 

Level to Test Nr. of populations 

Level 1, All 2

HighBS 1 2 3 4 5 6

ModBS 1 0.00445 n.a. 0.00000 0.27889 0.69311 0.00000

LowBS 2 n.a. 0.00000 0.00000 0.00000 0.32934 0.00000

3 n.a. 0.00000 0.00000 0.00000 0.00869 0.30073

4 n.a. 0.00000 0.00000 0.00000 0.00000 0.00000

5 n.a. 0.83206 0.40382 0.00000 0.00000 0.00003

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, All 6 1 2 3 4 5 6

HighBS Medical 1 0.00000 n.a. 0.00000 0.24884 0.93919 0.00000

HighBS Surgical 2 n.a. 0.00000 0.00000 0.00000 0.81859 0.00000

ModBS Medical 3 n.a. 0.00000 0.00000 0.00000 0.00530 0.00000

ModBS Surgical 4 n.a. 0.00000 0.00000 0.00000 0.00000 0.00000

LowBS Medical 5 n.a. 0.91912 0.05431 0.00000 0.00000 0.00014

LowBS Surgical 6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part I 2 1 2 3 4 5 6

HighBS Medical 1 0.45482 n.a. 0.61107 0.76324 n.a. 0.83483

HighBS Surgical 2 n.a. 0.94170 0.33875 0.32259 n.a. 0.56888

3 n.a. 0.82528 0.34562 0.94084 0.76324 0.61107

4 n.a. 0.81329 0.93944 0.51044 0.56888 0.52904

5 n.a. n.a. 0.83483 0.56888 0.52904 0.76324

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part II 2 1 2 3 4 5 6

ModBS Medical 1 0.00923 n.a. 0.01200 0.28870 n.a. 0.00000

ModBS Surgical 2 n.a. 0.00000 0.00000 0.00000 0.82783 0.13153

3 n.a. 0.00000 0.00034 0.00000 0.00199 0.18793

4 n.a. 0.00045 0.00000 0.00000 0.05011 0.75804

5 n.a. 0.75804 0.01669 0.01669 0.75804 n.a.

6 n.a. n.a. n.a. n.a. n.a. n.a.

Level 2, Part III 2 1 2 3 4 5 6

LowBS Medical 1 0.00000 n.a. 0.00052 0.08017 0.48583 0.00000

LowBS Surgical 2 n.a. 0.12824 0.00000 0.00000 0.67388 0.00000

3 n.a. 0.10554 0.84477 0.00000 0.20676 0.00000

4 n.a. 0.00000 0.00000 0.00000 0.00000 0.00765

5 n.a. 0.31072 0.03475 0.00000 0.14810 0.19113

6 n.a. n.a. n.a. n.a. n.a. n.a.

p-values



 

190 

Appendix F. Modified Proof of Lemma 4.7.2 in Puterman 

 

We need to show that the proof of Lemma 4.7.2 in Puterman holds if  the upper limit ∞ is 

replaced with a finite value 𝑁 on each summation such that all summations ∑𝑥𝑗, ∑𝑥𝑗
′, ∑𝑥𝑗𝑣𝑗 , 

and ∑𝑥𝑗
′𝑣𝑗 are finite for the case when 𝑣𝑗  is nonincreasing in 𝑗.We will use a proof by 

induction. 

 

To show: For finite real-valued sequences {𝑥𝑗: 𝑗 = 0,1, … , 𝑁} and {𝑥𝑗
′: 𝑗 = 0,1, … , 𝑁} if 

i. ∑ 𝑥𝑗  ≥  ∑ 𝑥𝑗
′𝑁

𝑗=𝑘
𝑁
𝑗=𝑘  for 𝑘 > 0, 

ii. ∑ 𝑥𝑗 = ∑ 𝑥𝑗
′𝑁

𝑗=0
𝑁
𝑗=0 , and 

iii. 𝑣𝑗  is nonincreasing in 𝑗, 𝑗 = 0, 1, … ,𝑁 − 1,   

then ∑ 𝑥𝑗𝑣𝑗  ≤  ∑ 𝑥𝑗
′𝑁

𝑗=0
𝑁
𝑗=0 𝑣𝑗. 

 

For 𝑛 = 0: If  

i. ∑ 𝑥𝑗  ≥  ∑ 𝑥𝑗
′0

𝑗=𝑘
0
𝑗=𝑘  for 𝑘 > 0, 

ii. ∑ 𝑥𝑗 = ∑ 𝑥𝑗
′0

𝑗=0
0
𝑗=0     𝑥0 = 𝑥0

′, and  

iii. 𝑣𝑗+1 ≤ 𝑣𝑗   for 𝑗 = 0 

then ∑ 𝑥𝑗𝑣𝑗  ≤  ∑ 𝑥𝑗
′𝑛

𝑗=0
𝑛
𝑗=0 𝑣𝑗 holds since ∑ 𝑥𝑗𝑣𝑗 = 𝑥0𝑣0 = 𝑥0

′𝑣0 = ∑ 𝑥𝑗
′𝑛

𝑗=0
𝑛
𝑗=0 . 

 

For 𝑛 = 𝑀, let’s assume that 

(1) ∑ 𝑥𝑗  ≥  ∑ 𝑥𝑗
′𝑀

𝑗=𝑘
𝑀
𝑗=𝑘  for 𝑘 > 0; 

(2) ∑ 𝑥𝑗 = ∑ 𝑥𝑗
′𝑀

𝑗=0
𝑀
𝑗=0 , and 

(3) 𝑣𝑗+1 ≤ 𝑣𝑗   for 𝑗 = 0,1, … ,𝑀 − 1 are satisfied and  

∑ 𝑥𝑗𝑣𝑗  ≤  ∑ 𝑥𝑗
′𝑀

𝑗=0
𝑀
𝑗=0 𝑣𝑗   holds. 
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Next, for 𝑛 = 𝑀 + 1, if 

(4) ∑ 𝑥𝑗  ≥  ∑ 𝑥𝑗
′𝑀+1

𝑗=𝑘
𝑀+1
𝑗=𝑘  for 𝑘 > 0, 

(5) ∑ 𝑥𝑗 = ∑ 𝑥𝑗
′𝑀+1

𝑗=0
𝑀+1
𝑗=0 , i.e.,   

(6) 𝑣𝑗+1 ≤ 𝑣𝑗   for 𝑗 = 0,1, … ,𝑀 are satisfied. 

By (2) and (5): 

∑ 𝑥𝑗 + 𝑥𝑀+1 = ∑ 𝑥𝑗
′𝑀

𝑗=0
𝑀
𝑗=0 + 𝑥𝑀+1

′  𝑥𝑀+1 = 𝑥𝑀+1
′.  

Then using the result ∑ 𝑥𝑗𝑣𝑗  ≤  ∑ 𝑥𝑗
′𝑀

𝑗=0
𝑀
𝑗=0 𝑣𝑗: 

∑ 𝑥𝑗𝑣𝑗 = ∑ 𝑥𝑗𝑣𝑗 + 𝑥𝑀+1𝑣𝑀+1 ≤ ∑ 𝑥𝑗
′𝑣𝑗 +

𝑀+1
𝑗=0

𝑀
𝑗=0 𝑥𝑀+1

′𝑣𝑗 = ∑ 𝑥𝑗
′𝑀+1

𝑗=0
𝑀+1
𝑗=0 𝑣𝑗  holds since 

𝑥𝑀+1𝑣𝑀+1 = 𝑥𝑀+1
′𝑣𝑗 . ∎    
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Appendix G. Estimated Transition Rate Matrices for the SMDP model  

 

In the following 7𝑥7 transition rate matrices rows represent current state 𝑠 ∈ {5,… ,0} and 

columns represent next state 𝑗 ∈ {5, … ,0} after a transition occurs. The values in the cells 

represent transition rates in hrs−1 given current state 𝑠 (denoted by the the row), the decision 

maker chooses action 𝑑(𝑠), and the next state transition is to state 𝑗 (denoted by the column). 

The term  𝑑(𝑠) = 1 denotes the action wait, and 𝑑(𝑠) = 2 denotes the action call RRT. 

 

 

 

Low ROD and medical 

TRM for d(s)=1        

 5 4S 4F 3 2 1 0 

5 -0.4726 0.0000 0.0000 0.1246 0.2871 0.0000 0.0610 

4S 0.0000 -0.6639 0.0000 0.2183 0.1803 0.1749 0.0904 

4F 0.0000 0.3677 -1.0316 0.2183 0.1803 0.1749 0.0904 

3 0.0000 0.0000 0.1563 -0.7708 0.2503 0.2925 0.0717 

2 0.0000 0.0000 0.3167 0.8328 -2.3316 0.8961 0.2860 

1 0.0000 0.0000 0.3030 0.8758 1.1247 -2.6919 0.3883 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 

        

        

        

TRM for d(s)=2        

 5 4S 4F 3 2 1 0 

5 -0.4726 0.0000 0.0000 0.1246 0.2871 0.0000 0.0610 

4S 0.0000 -0.6639 0.0000 0.2183 0.1803 0.1749 0.0904 

4F 0.0000 0.3677 -1.0316 0.2183 0.1803 0.1749 0.0904 

3 0.0000 0.0000 0.11 -0.23 0.0000 0.0000 0.12 

2 0.0000 0.0000 0.89 0.0000 -1.39 0.0000 0.50 

1 0.0000 0.0000 0.56 0.0000 0.0000 -0.82 0.26 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1 
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Low ROD and surgical 

TRM for d(s)=1       

 5 4S 4F 3 2 1 0 

5 -2.1234 0.0000 0.0000 0.2152 0.3211 1.0000 0.5871 

4S 0.0000 -3.3571 0.0000 0.2549 0.3312 2.6667 0.1043 

4F 0.0000 0.1083 -3.4654 0.2549 0.3312 2.6667 0.1043 

3 0.0000 0.0000 0.1909 -1.2145 0.4029 0.4994 0.1212 

2 0.0000 0.0000 0.4248 1.0750 -3.3357 1.3449 0.4911 

1 0.0000 0.0000 4.6154 1.0611 1.2981 -8.2789 1.3043 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 

        

        

        

TRM for d(s)=2       

 5 4S 4F 3 2 1 0 

5 -2.1234 0.0000 0.0000 0.2152 0.3211 1.0000 0.5871 

4S 0.0000 -3.3571 0.0000 0.2549 0.3312 2.6667 0.1043 

4F 0.0000 0.1083 0.1909 -1.2145 0.4029 0.4994 0.1212 

3 0.0000 0.0000 1.33 -1.45 0.0000 0.0000 0.12 

2 0.0000 0.0000 0.89 0.0000 -1.39 0.0000 0.50 

1 0.0000 0.0000 0.56 0.0000 0.0000 -0.82 0.26 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 

 

 

 

Moderate ROD and medical  

TRM for d(s)=1       

 5 4S 4F 3 2 1 0 

5 -0.4838 0.0000 0.0000 0.1020 0.1341 0.1923 0.0554 

4S 0.0000 -0.6700 0.0000 0.1799 0.2298 0.1703 0.0900 

4F 0.0000 0.3676 -1.0377 0.1799 0.2298 0.1703 0.0900 

3 0.0000 0.0000 0.1191 -0.6207 0.2173 0.2269 0.0574 

2 0.0000 0.0000 0.3666 0.5871 -1.8825 0.6806 0.2482 

1 0.0000 0.0000 0.5093 0.5131 0.6221 -1.8700 0.2255 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 
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TRM for d(s)=2       

 5 4S 4F 3 2 1 0 

5 -0.4838 0.0000 0.0000 0.1020 0.1341 0.1923 0.0554 

4S 0.0000 -0.6700 0.0000 0.1799 0.2298 0.1703 0.0900 

4F 0.0000 0.3676 -1.0377 0.1799 0.2298 0.1703 0.0900 

3 0.0000 0.0000 0.10 -0.20 0.0000 0.0000 0.10 

2 0.0000 0.0000 0.96 0.0000 -1.52 0.0000 0.55 

1 0.0000 0.0000 0.48 0.0000 0.0000 -0.77 0.29 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 

 

 

 

Moderate ROD and surgical  

TRM for d(s)=1       

 5 4S 4F 3 2 1 0 

5 -2.9777 0.0000 0.0000 0.2052 0.3295 2.3077 0.1353 

4S 0.0000 -0.7826 0.0000 0.2227 0.2631 0.2082 0.0886 

4F 0.0000 0.3643 -1.1469 0.2227 0.2631 0.2082 0.0886 

3 0.0000 0.0000 0.1264 -0.7632 0.2666 0.3139 0.0563 

2 0.0000 0.0000 0.3953 0.7859 -2.4371 0.9311 0.3247 

1 0.0000 0.0000 0.4438 0.8763 0.9212 -2.6171 0.3758 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 

        

        

        

TRM for d(s)=2       

 5 4S 4F 3 2 1 0 

5 -2.9777 0.0000 0.0000 0.2052 0.3295 2.3077 0.1353 

4S 0.0000 -0.7826 0.0000 0.2227 0.2631 0.2082 0.0886 

4F 0.0000 0.3643 -1.1469 0.2227 0.2631 0.2082 0.0886 

3 0.0000 0.0000 0.66 -0.94 0.0000 0.0000 0.28 

2 0.0000 0.0000 4.14 0.0000 -5.02 0.0000 0.88 

1 0.0000 0.0000 0.84 0.0000 0.0000 -1.03 0.18 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 
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High ROD and medical 

TRM for d(s)=1       

 5 4S 4F 3 2 1 0 

5 -1.8293 0.0000 0.0000 0.1881 0.1412 0.0000 1.5000 

4S 0.0000 -0.7132 0.0000 0.2015 0.2385 0.1598 0.1133 

4F 0.0000 0.3668 -1.0799 0.2015 0.2385 0.1598 0.1133 

3 0.0000 0.0000 0.1171 -0.6395 0.2291 0.2391 0.0542 

2 0.0000 0.0000 0.3076 0.5043 -1.7019 0.6201 0.2698 

1 0.0000 0.0000 0.1716 0.4354 0.5126 -1.2421 0.1226 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 

        

        

        

TRM for d(s)=2       

 5 4S 4F 3 2 1 0 

5 -1.8293 0.0000 0.0000 0.1881 0.1412 0.0000 1.5000 

4S 0.0000 -0.7132 0.0000 0.2015 0.2385 0.1598 0.1133 

4F 0.0000 0.3668 -1.0799 0.2015 0.2385 0.1598 0.1133 

3 0.0000 0.0000 0.03 -0.96 0.0000 0.0000 0.93 

2 0.0000 0.0000 0.50 0.0000 -0.65 0.0000 0.15 

1 0.0000 0.0000 0.88 0.0000 0.0000 -1.15 0.27 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 
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High ROD and surgical  

TRM for d(s)=1       

 5 4S 4F 3 2 1 0 

5 -1.7679 0.0000 0.0000 0.3896 0.0740 0.0000 1.3043 

4S 0.0000 -1.1958 0.0000 0.3629 0.4395 0.2703 0.1232 

4F 0.0000 0.3316 -1.5274 0.3629 0.4395 0.2703 0.1232 

3 0.0000 0.0000 0.1561 -0.8138 0.3215 0.2718 0.0642 

2 0.0000 0.0000 0.4456 0.8096 -2.5917 0.8190 0.5175 

1 0.0000 0.0000 0.6218 0.6520 0.6534 -2.1606 0.2335 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 

        

        

        

TRM for d(s)=2       

 5 4S 4F 3 2 1 0 

5 -1.7679 0.0000 0.0000 0.3896 0.0740 0.0000 1.3043 

4S 0.0000 -1.1958 0.0000 0.3629 0.4395 0.2703 0.1232 

4F 0.0000 0.3316 -1.5274 0.3629 0.4395 0.2703 0.1232 

3 0.0000 0.0000 1.40 -2.33 0.0000 0.0000 0.93 

2 0.0000 0.0000 2.40 0.0000 -2.55 0.0000 0.15 

1 0.0000 0.0000 1.33 0.0000 0.0000 -1.44 0.11 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000 
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Appendix H. Estimated Fixed Cost Parameters for the SMDP Model  

 

In the following Table, rows represent current state 𝑠 ∈ {5, … ,0}, and columns represent the 

action 𝑑(𝑠) where 𝑑(𝑠) = 1 denotes the fixed costs associated with action wait, and 𝑑(𝑠) = 2 

denotes the fixed costs associated with action call RRT, as derived from 24-months of EMRs 

collected between January 2010 and December 2011. 

 

 

 

  
Low ROD  

and medical 

Low ROD  

and surgical 

Moderate ROD  

and medical 

Moderate ROD  

and surgical 

State d(s)=1 d(s)=2 d(s)=1 d(s)=2 d(s)=1 d(s)=2 d(s)=1 d(s)=2 

5 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 

4S 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 

4F 0.3982 0.3982 0.5336 0.5336 0.3988 0.3988 0.405 0.405 

3 2.1789 3.7114 1.7159 2.7528 2.4516 4.1481 2.1606 3.7887 

2 2.9263 4.733 2.4697 3.8592 3.293 4.6605 2.8685 4.1896 

1 3.6419 5.3628 2.619 2.9619 4.3517 5.1844 3.6974 4.7369 

0 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 

 

 

 

 
High ROD and 

medical 

High ROD and 

surgical 

State d(s)=1 d(s)=2 d(s)=1 d(s)=2 

5 0.0000 0.0000 0.0000 0.0000 

4S 0.0000 0.0000 0.0000 0.0000 

4F 0.3999 0.3999 0.4304 0.4304 

3 2.3992 4.983 2.1005 3.6359 

2 3.4908 4.7945 2.7908 3.8474 

1 5.3852 7.8272 4.0416 4.2752 

0 0.0000 0.0000 0.0000 0.0000 
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Appendix I. Hierarchical Clustering Scenarios – Dendrograms and Cut-off Point Plots 

 

In K.1−K.14, different colors show the clusters identified by the clustering algorithm. The 

horizontal axis of the dendrograms and the cut-off point plots show the distances at which 

clusters are joined. The vertical axis of the cut-off point plots shows the number of clusters 

after each step of combination. Euclidean distance is used as the similarity measure 
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I.1 Baseline Scenario #1 Dendrogram - Single Linkage, 4 Clusters 
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I.2 Baseline Scenario #1 Cut-off Point Plot - Single Linkage, 4 clusters 
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I.3 Baseline Scenario #2 Dendrogram − Ward’s Method, 7 Clusters 
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I.4 Baseline Scenario #2 Cut-off Point Plot – Ward’s method, 7 Clusters 
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I.5 Baseline Scenario #3 Dendrogram − Centroid method, 6 Clusters 
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I.6 Baseline Scenario #3 Cut-off Point Plot − Centroid method, 6 Clusters  
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I.7 Modified Scenario #1 Dendrogram – Single Linkage, 5 Clusters 
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I.8 Modified Scenario #1 Cut-off Point Plot – Single Linkage, 5 Clusters 

 

0.15

1.64

5.34

Distance at which 

clusters are joined 

Nr. of 

clusters
5 1100

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

207 

I.9 Modified Scenario #2 Dendrogram – Single Linkage, 5 Clusters  
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I.10 Modified Scenario #2 Cut-off Point Plot – Single linkage, 5 Clusters 
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I.11 Modified Scenario #3 Dendrogram – Single Linkage, 6 Clusters 
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I.12 Modified Scenario #3 Cut-off Point Plot – Single Linkage, 6 Clusters 
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I.13 Modified Scenario #4 Dendrogram – Single Linkage, 4 Clusters 
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I.14 Modified Scenario #4 Cut-off Point Plot – Single Linkage, 4 Clusters 
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I.15 Modified Scenario #5 Dendrogram– Single Linkage, 3 Clusters 
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I.16 Modified Scenario #5 Cut-off Point Plot – Single Linkage, 3 Clusters 
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