
ABSTRACT 

OWOYELE, OPEOLUWA OLAWALE. Accelerating the Simulation of Chemically 
Reacting Turbulent Flows via Machine Learning Techniques. (Under the direction of Dr. 
Tarek Echekki). 
 

Turbulent reacting flows constitute one of the most complex classes of engineering 

problems because they combine the chaotic process of turbulence with stiff, highly nonlinear 

chemical kinetics. The presence of a large number of species – leading to a large 

thermochemical vector – as well as a large range of scales in space and time make direct 

numerical simulations (DNS) of these processes computationally prohibitive. In this study, the 

application of machine learning to reduce computational costs of the simulation of turbulent 

reacting flows is explored. Principal component analysis (PCA), combined with artificial 

neural networks (PCA-ANN), is applied to the temporal integration of stiff thermochemical 

equations in time in the context of direct numerical simulations. The approach is based on the 

solution for the transport equations of representative scalars that span the desired composition 

space using PCA. The transported principal components (PCs) offer significant potential to 

reduce the computational cost of DNS through a reduction of the number of transported scalars 

and the reduction in the spatial and temporal resolution requirements. The strategy is 

demonstrated using two studies involving DNS of a premixed flame in a 2D vertical flow. The 

first case involves a using a C1-methane mechanism with unity Lewis numbers for molecular 

diffusion; while the second involves using a more complex C2-methane mechanism with the 

more accurate mixture-averaged formulation. The PCs are derived from a priori PCA of the 

same composition space, and this analysis is used to construct and tabulate the PCs’ chemical 

source terms in terms of the PCs using artificial neural networks (ANNs). Comparison of DNS 

based on a full thermochemical state and DNS based on PC transport shows excellent 



agreement even for terms that are not included in the PCA reduction. The results also show 

that with a reduction of the number of transported scalars and a reduction of both spatial 

resolution and temporal step requirements, PCA transport in DNS offers a way forward 

towards the simulation with more complex fuels. In addition to being used for stand-alone 

models, machine learning can also be applied in order to enhance existing models. Thus, this 

work also investigates the use of the tabulated, multidimensional unsteady flamelet model and 

artificial neural networks (TFM-ANN) for lifted diesel spray flame applications. The tabulated 

flamelet model (TFM), based on the widely known flamelet assumption, eliminates the use of 

a progress variable and has been shown to successfully model global diesel spray flame 

characteristics in previous studies. While tabulated models have shown speed-up compared to 

other models and have demonstrated predictive capabilities across a range of ambient 

conditions, they involve the storage of multidimensional tables, requiring large memory and 

multidimensional interpolation schemes. As an added consequence, the models have limited 

applicability in CFD problems requiring high-dimensional manifolds. This work discusses the 

implementation of deep artificial neural networks to replace the use of large tables and 

multidimensional interpolation. The proposed framework is validated by applying it to an n-

dodecane spray flame (ECN Spray A) at different conditions using a 4-dimensional flamelet 

library. The validations are then extended to a 5-dimensional flamelet table and applied to the 

combustion of methyl decanoate in a compression ignition engine. Different ANN topologies, 

optimization algorithms and speed-up techniques are explored and details of computational 

resources required for TFM-ANN and the TFM are also presented. The overall deep-learning 

tools and algorithms developed and investigated in this study can be directly extended to other 

combustion problems and models. 
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 Introduction  

The complexity of turbulent combustion is highlighted by the fact that it combines two 

very complex and challenging aspects of science: turbulence and combustion. For 

thousands of years, combustion has been used as a form of cooking and heating. 

Relatively recently, however, combustion has found application in many more areas of 

human existence, including the internal combustion engine, propulsion, industry and 

power generation. Even more recently, the invention of the computer and the subsequent 

burgeoning of computing power has led to advances in the implementation of computer 

simulations of the behavior of fluids, referred to as computational fluid dynamics (CFD). 

The non-linear equations which describe the motion of fluids, referred to as the Navier-

Stokes equations, have been named as one of the most important problems in 

mathematics by the Clay Mathematics Institute [1]. Till date, these equations remain 

without an analytical solution, and are thus solved numerically by the use of CFD tools. 

In turbulent combustion, in addition to the complexity introduced by an unsteady 

turbulent velocity field, the fluid goes through rapid chemical changes which alter the 

composition and property of the fluid. There is also a spontaneous release of energy, 

resulting in rapid temperature rise as the fuel is burned. These result in a two-way 

coupling between fluid dynamics and chemistry: extinction can occur in regions of 
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extreme turbulence, while changes in properties such as viscosity can damp turbulent 

eddies. 

1.1 Combustion Modelling 

The computational tools used perform computer simulations of turbulent combustion 

can be divided into three parts, viz, 

1. Direct numerical simulation 

2. Reynolds-averaged Navier-Stokes simulation (RANS) 

3. Large eddy simulation (LES) 

1.2.1 Direct Numerical Simulation 

Given the availability of accurate chemistry models, direct numerical simulation (DNS) 

provides an accurate benchmark against which other methods that model turbulence-

chemistry interactions (TCI) can be measured, because all time and spatial length scales 

are resolved. However, currently, DNS remains largely confined to theoretical problems 

within the four walls of the laboratory for two reasons. 

The first problem is the presence of a large range of scales in space and time. The scales 

in time could range from 10-10s to a few seconds [2] (the timescale relating to NOx 

production), and the full range of these scales need to be solved – or modelled in the case 

of RANS or LES. The scales in space also vary widely, from microns (for molecular 
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processes) to the size of the combustor (for the larger turbulence structures). These two 

problems – multiscale phenomena in space and time which means we need to solve a stiff 

system within a fine grid – jointly require large number of points where the 

thermochemical (consisting of temperature and species’ mass factions) and velocity 

vector need to be solved in order to obtain a stable and accurate solution. 

The second problem is the presence of large number of species. Hydrogen mechanisms 

used in combustion simulations, based on a relatively simple fuel, can have over ten 

species and tens of reactions. Thus, in addition to the aforementioned challenge – a high 

number of solutions of the thermochemical vector in space and time – a new challenge 

arises: a large thermochemical vector. However, hydrogen is still not a practical fuel for 

commercial applications due to the absence of an economically viable means for its 

production. Practical fuels are usually a blend of hydrocarbons, for which detailed and 

skeletal fuels mechanisms can contain between tens to hundreds of species and hundreds 

to several thousands of reactions. Furthermore, in addition to the burden of transporting 

a large number of species, evaluating the source term is computationally expensive as it 

requires the evaluation of a large number of elementary reaction rates for each specie.  

1.2.2 Large Eddy Simulation and Reynolds Averaged Numerical 

Simulation 

For RANS, as opposed to DNS where all the scales are resolved, only an ensemble average 

of the problem is solved. Thus, the simulation can be advanced at a much faster rate than 



 

4 
 

in DNS. However, turbulence is inherently chaotic and RANS has the disadvantage of 

presenting this chaotic phenomena as a well-behaved and smooth one. Also, commonly 

observed behavior such as cycle-to-cycle variation in internal combustion engines and 

highly local effects cannot be captured using RANS simulations. LES, on the other hand, 

is able to capture these effects. Since in non-reacting turbulence, the bulk of the energy 

of the flow comes from the larger scales before being passed to the smaller length scales 

where they are dissipated by heat, in LES only the larger scales are solved for, while the 

smaller scales are modelled. In terms of computational resources, LES typically requires 

computing power which lies between RANS and DNS, depending on the size of the filter 

used, a fine filter being closer to DNS and a coarse filter closer to RANS.  

In RANS and LES, because averaged or filtered quantities are solved for, there are always 

unclosed terms that need to be modeled. For turbulent combustion, many models have 

been proposed to predict the averaged source term. Most of the closure models can be 

classified as either flamelet-like models or pdf-like models. 

1.2.2.1 PDF-Like Models 

In PDF-like models, unclosed terms are modelled by the use of a joint probability density 

function of fluid properties and species mass fractions. In most applications, as opposed 

to assuming that the PDF has a predefined shape as in [3], the PDFs are determined by 

the use of evolution equations. The idea of using PDFs to describe the turbulent flows 

was introduced with the work of Lundgren [4], where he developed equations to describe 

the multipoint velocity distribution function for non-reacting flows. O’Brien and Dopazo 
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[5] extended this work to reacting flows in a paper published in 1974, where they derived 

single and double point differential equations for the probability density function for a 

two-reactant system undergoing a one-step chemical reaction. However, for practical 

combustion systems with several species, finite-difference solutions to the PDF 

equations are impractical due to the large dimensionality of these equations. In this case, 

the computational cost rises exponentially with the number of independent variables. 

Thus, Monte Carlo methods, developed by Pope [6], are typically used. In this case, the 

computational cost rises only linearly with the number of independent variables. Also, 

while the original formulations of the PDF equations were in Eulerian form, today 

Lagrangian forms of the equations are typically used [7]. This typically involves the 

introduction of notional particles, which are modelled after the Brownian motion of 

particles, into the domain. For LES problems, a filtered density function is introduced. 

PDF models have a number of advantages. They are computationally tractable, and are 

very accurate, when compared to other RANS and LES combustion models. Additionally, 

they are fairly generic and can be applied to a wide range of problems. Many other 

combustion models are problem- or regime-specific. However, PDF models do not 

address the “many species” problem and, in addition, involves the additional cost of 

solving for the PDF. Although the prohibitive cost is highly mitigated by the use of Monte 

Carlo methods, it is still computationally prohibitive and the error scales only with the 

inverse of the square-root of the number of particles. 
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1.2.2.2 Flamelet-Like Models 

When the time scales for chemical reactions are small compared to the convection and 

diffusion time scales, we can reasonably assume that reaction takes place in thin reaction 

zones that are relatively undistorted by the turbulent flow field [8]. Under this 

assumption, it is further assumed that a flame is made up of an ensemble of these thin 

reaction layers, embedded in the turbulent flow, referred to as flamelets. The flamelet 

model is based on the “conserved scalar” approach where it is assumed that the entire 

thermochemical state – consisting of temperature, density and mass fractions – can be 

determined by the use of a conserved scalar. Peters (1984) extended this conserved 

scalar approach to include non-equilibrium effects [9,10]. He showed that transforming 

the coordinates to mixture fraction space leads to quasi-steady scalar profiles in mixture 

faction space. Typically, these equation can be solved numerically in a CFD solver or a 

representative problem can be run a priori, typically a counter-diffusion flame 

configuration and the results stored in a table. The flamelet model has a number of 

advantages. First, while it is evident that they may not be suitable for all kinds of flows, 

the dimensionality of the manifold is reduced to about 3 or 4, thereby reducing the 

number of independent variables to be solved. The problem is very simple compared to 

some other models – the complex multidimensional chemical manifold is replaced by a 

very simple lower dimensional manifold. The very small time and spatial scales in the 

thermochemical space are eliminated – these, and the aforementioned advantages makes 

it generally computationally cheaper than the PDF model. However, the flamelet model 
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typically involves the storage of large, multidimensional tables. In order to speed up the 

simulation, the integration of the chemical space as a function of mixture fraction and 

other independent variables can be performed a priori and stored in tables. This table is 

stored in memory at the beginning of a CFD simulation and interpolation is performed 

whenever species mass fractions are required as a function of independent variables. 

This has an obvious drawback. Typically, large chunks of computer memory must be 

dedicated to store these tables. Moreover, it means that this method is largely restricted 

to low-dimensional manifolds, as the size of the tables we need to store will rise sharply 

with dimensionality. 

1.2 Machine Learning 

Through the use of machine learning techniques, we can use computer algorithms to find 

patterns and functional relationships without explicit programming. Machine learning 

can be supervised, when the output of the code is foreknown, or unsupervised, when we 

rely on the computer to identify trends and data patterns. Supervised machine learning 

can be used for regression or classification problems, depending on the kind of data we 

have, and examples include artificial neural networks, support vector machines, gaussian 

regression, and random forests. Examples of unsupervised machine learning include 

principal components analysis and k-means clustering. Figure 1.1 shows a summary of 

the different types of machine learning methods. 
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Figure 1.1 Classes of Machine Learning algorithms. 

1.2.1 Unsupervised Machine Learning 

Unsupervised machine learning refers to an area of machine learning which relies on 

algorithms to find hidden patterns in data without specifying such information 

beforehand. This is used for unlabeled data, when it is desired to learn more about poorly 

understood data, and we rely on the computer to unearth such underlying structures. As 

opposed to supervised machine learning where we specify output values or classes to be 

assimilated by the computer program, here the learning algorithm is simply fed a data-

set and it identifies clusters or patterns. Generally, unsupervised machine learning 

techniques can be used for the following: 

1. Clustering: in some cases, we need to classify data into naturally occurring groups, 

where those groups are not explicitly known beforehand. For example, an online 

store may wish to cluster customers according to their spending patterns in order 

to give more relevant product suggestions to customers. In many data-based 

analyses of problems, some data points are similar to one another while others 
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are very different. In clustering, the aim is to identify data that are similar to one 

another and place them in the same group, while keeping dissimilar data in 

different groups.  As may be already evident, such a procedure is subjective. 

Hence, some clustering analyses are described as “hard” and others as “soft,” the 

former referring to situations where the boundaries between clusters are sharp, 

and the latter referring to a system where we only describe the probability of a 

certain point belonging to a given cluster. Examples of clustering include k-means 

and hierarchical clustering. 

2. Dimensionality reduction: many problems in science and engineering are defined 

by a variable space, known a features. Also, in many cases, the number of variables 

defining the feature space can be high. In reacting flows, for instance, the 

composition space can be defined by as many as hundreds or thousands of 

chemical species. Sometimes, these variables are not completely independent but 

have some correlation to one another. Unsupervised machine learning can be 

used to identify lower-dimensional manifolds, such that the size of the manifold is 

reduced while preserving the relevant information in the dataset. Examples of 

dimensionality reduction techniques include principal components analysis and 

auto-encoders. 

1.2.2 Supervised Machine Learning 

Supervised machine learning is a class of machine learning methods where the outputs 

are predetermined. Here, the data is labelled and the computer is required to “learn from 
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experience,” thus being able to predict unseen data with reasonable certainty after being 

trained on seen data. The learning process starts with a large error, and the program tries 

to progressively adjust the parameters, so that the output of the program approaches the 

desired output. Supervised machine learning can broadly divided into classification and 

regression problems. 

1. Regression: regression applies to problems where the output is a continuous 

variable, and the program tries to fit a curve on the output data. Examples of tools 

used to perform regression using machine learning are artificial neural networks, 

random forests and support vector regression. Typically, the mean-squared error 

or absolute error is the performance metric for the program.  

2. Classification: classification involves a computer learning to correctly identify 

which group different data points belong to. Unlike clustering, the groups are 

predetermined and the process involves training the algorithm on a dataset, and 

applying it to accurately predict which group unseen datasets belong to. Examples 

of classification methods are artificial neural networks and support vector 

machines.  

1.2.3 Machine Learning in Combustion 

The use of machine learning in combustion applications started with the work of Christo 

et al. [11], where artificial neural networks were applied to represent chemistry in the 

simulation of a H2/CO2 turbulent jet diffusion flame. While in this particular case, the 
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ANN was applied to a relatively simple case (a 4-step chemical mechanism), it showed 

the potential for ANNs to complement an existing framework (in this case, the joint 

PDF/Monte-Carlo method) and reduce simulation time while preserving accuracy. The 

use of ANNs require training data, which the network can use to “learn.” Thus, this work 

was closely followed by another work by Christo [12], where small-scale PDF simulations 

were performed in order to generate training data. Blasco et al. [13] made use of self-

organizing maps and multilayer perceptron ANNs as a promising technique to include 

more complex mechanisms. In this approach, the use of self-organizing maps 

complements the use of ANN-generated source terms by partitioning the composition 

space into subdomains before applying ANNs to train the data. 

There are a number or other studies using ANNs. ANNs have been applied in previous 

studies relating to turbulent combustion modelling in order to predict source terms of 

Linear Eddy Model (LEM) in the LEM-LES model [14]. Ihme et al. [15] generated an ANN 

using a three-dimensional manifold based on the steady flamelet equations. This ANN 

was then used to model a quasi-steady gas jet flame using the FPV model where the ANN 

was used in place of the look-up table. Franke et al. [16] recently used ANNs, trained using 

flamelets, to replace a chemical mechanism, which was then used to model a quasi-steady 

gas jet flame using a novel transported PDF combustion model. 

A number of studies have also explored the use of manifold reduction techniques to 

shrink the dimensionality of the thermochemical manifold. Frouzakis et al [17] applied 

proper orthogonal decomposition (POD) (also known as principal components analysis) 
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as a post processing step to an opposed hydrogen/air diffusion flame. This work was 

followed by a study by Danby and Echekki [18] who investigated the requirements for 

POD reduction in an unsteady 2D nonhomogeneous hydrogen-air mixture. Subsequent 

studies explored the concept of using PCA to identify lower dimensional manifolds and 

to generate a new basis for parameterizing the composition space, known as principal 

components [19-21]. Mirgolbabaei and Echekki [22] replaced the traditional method of 

reconstructing thermochemical scalars by inverting the PCs with the use of artificial 

neural networks, showing that the ANN had superior performance even with a linear 

regression system. Mirgolbabaei and Echekki [23] also explored manifold reduction 

using Kernel PCA, a non-linear version of the conventional linear PCA, and in another 

study [24], the same authors explored the use of auto-encoders for manifold reduction, 

which are essentially artificial neural networks with a compression and expansion layer. 

The first work where principal components were successfully transported in space and 

time was an a posteriori validation by Echekki and Mirgolbabaei [25], where the authors 

replaced the transport of principal components with the transport of PCs in a stand-alone 

one-dimensional turbulence model simulation of the Sandia Flame F. The reconstruction 

of the thermochemical scalers at the end of the simulation using 3 PCs showed reasonable 

agreement with the simulation using the full thermochemical set. Closely following this 

work, Isaac et al. performed a simulation of unsteady perfectly stirred reactor using the 

PC-transport approach [26]. Two more recent studies by Isaac et al [27] and Coussement 

et al [28] also demonstrated the potential for implementing PC transport. These studies, 
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in particular, involved DNS, albeit for relatively simple fuels.  These authors 

demonstrated that PC transport in DNS generates statistics similar to those involved with 

the DNS based on the transport of thermochemical scalars. Instantaneous evolutions of 

the thermochemical scalars as well as an assessment of the cost savings associated with 

PC-transport using DNS was not addressed. 

1.3 Objectives 

The preceding sections have highlighted many of the challenges that face combustion – 

the prohibitive computational cost of turbulent combustion simulations, caused by the 

multiscale nature of the problem and the large number of species. The aim of this work 

is to make meaningful contributions towards the solution of these problems by using 

machine learning methods. Machine learning, a rapidly evolving field finding lots of 

application in manufacturing, medicine and finance is a promising tool to mitigate some 

of these challenges. The objectives of this work are: 

1. Manifold reduction using PCA: as stated earlier, PCA can be used to reduce the 

number of variables which describe a given problem. The PCA-ANN model will 

be extended to direct numerical simulation of more detailed mechanisms than 

have been previously considered, in higher spatial dimensions. In order to do 

this, the transport of the thermochemical scalars will be replaced by the 

transport of principal components. The transport of principal components 

must be, 
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a) cheaper than the transport of thermochemical scalars. This requirement 

has a number of implicatory objectives. The transport of principal 

components should reduce the number of transported variables and 

possibly also reduce the range of scales in time or space – or preferably, 

both. 

b) able to satisfy reasonable requirements of accuracy. This is of course more 

subjective than the first condition. Therefore, there may be a tradeoff 

between cost and accuracy or stability of the PCs’ transport. In addition to 

providing similar statistics to the transport of thermochemical scalars, PC-

transport must also be able to produce similar local and instantaneous 

effects in order to be a viable alternative to the transportation of 

thermochemical scalars. 

In fine, the first objective of this work is to reduce the cost of combustion 

simulations by transporting principal components, while maintaining 

accuracy. 

2. Reduction of memory in the tabulated combustion model without sacrificing 

computational speed: in addition to applying machine learning to DNS, the 

second objective of this work is to enhance an existing model – specifically, the 

flamelet model – using machine learning. In this study, artificial neural 

networks will be applied to the tabulated flamelet model (TFM-ANN). As 

mentioned earlier, the flamelet model typically involves the storage of large 
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tables as an alternative to the more expensive option of solving transport 

equations for the species during the CFD simulation. The downside of this is 

that the size of the table does not scale well with dimensionality.  One way to 

tackle this problem is to use artificial neural networks to learn the relationship 

between independent variables and mass fractions, resulting in a more 

memory-efficient approach. Previous use of ANNs in such applications 

involved steady flames (3-dimensional) and a relatively simple fuel [15]. This 

work presents a framework to extend this method to 4-dimensional and 5-

dimensional flamelet tables for more complex fuels at more challenging, 

compression ignition, diesel engine conditions. Also, previous work reduced 

memory requirements only at the expense of speed. In this work, we introduce 

helpful concepts to make the speed of ANN at least comparable to the speed of 

the table while significantly reducing memory requirements. 

1.4 Outline 

The succeeding chapter will be devoted to discussions of the basic theories behind the 

tools used in this work. Physical and mathematical representations of principal 

component analysis will be provided, and the procedures by which this is applied to the 

thermochemical manifold will be detailed. Also, the structure of artificial neural 

networks and the algorithms used to optimize weights will be discussed. The behavior of 

species and principal components are governed by certain transport equations – these 
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will be presented as well. Part of this work is dedicated to exploring the application of 

machine learning to the flamelet model; therefore, the governing equations and the 

theory behind the flamelet model will be included in the next chapter as well. 

In Chapter 3, we will discuss the implementation of the PCA-ANN model using the open-

source Pencil-code [29]. For this section, two different problems will be explored – the 

first using simplified Lewis number formulation, and the other, using mixture-averaged 

diffusion coefficients. The numerical details of the code, as well as the problem set-up 

details will be provided for both cases. In both cases, the results and their implications 

will be presented, as well as the extension of the PCA-ANN method to the 3-dimensioanl 

Cartesian coordinate system. This chapter ends with a discussion about the potential for 

computational cost savings using PCA-ANN. 

Chapter 4 discusses the use of ANNs along with the tabulated flamelet model, by using 

ANNs to replace the use of storage of tables. The procedure for generating data, the 

construction of trained ANNs and other cost-saving techniques applied are included in 

the discussion. This method is applied to a spray flame at diesel engine conditions in 

order to validate the model. Once this is done, the method is applied to a 5-dimensional 

compression ignition case. Contour plots showing local effects, as well as graphs showing 

the global performance are shown. The potential for cost and memory savings using 

ANNs is highlighted. 
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Finally in Chapter 5, this work is summarized with a few conclusive remarks and 

suggestions for future work. 
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 Model formulation and 
governing equations 

2.1 Principal Components Analysis 

Principal Components Analysis (PCA) is a statistical tool used to extract a number of 

principal components from a given set of partially correlated variables. Because the 

hundreds (or thousands) of species in a given simulation are coupled through chemical 

reactions, it therefore follows that some species will be correlated to others, to a lesser 

or higher degree. For instance, some variables (e.g., H2O and CO2) provide a measure of 

the progress of the global reaction, while others – generally radicals – are associated with 

spontaneous heat release. Thus, within the composition space of the thermochemical 

vector system, there lies a lower dimensional manifold which presents a viable path 

through which the solution can be run with minimal loss of vital information at a given 

position in space and time. PCA presents a viable tool to identify such lower dimensional 

manifolds. 

2.1.1 Dimensionality reduction using PCA 

Data-based modelling involves the use of data to model and derive helpful insights and 

conclusions about the behavior of a system. These system usually include a number of 

observations of a given set of features which fully or partially describe the system. In 
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many of these cases, however, these features are not totally independent. In combustion 

modelling, data can be obtained by running a high-fidelity simulation or from 

experimental data. In this case, the state of the system is described by temperature, 

density, and the concentration of the chemical species which make up the system. PCA 

exploits the correlation between these variables, in order to generate a lower 

dimensional manifold where the resulting variables have little to no correlation to one 

another. This is done by rotating the system from a thermochemical basis to a principal 

component basis. PCA works by identifying the directions in which large variations in the 

dataset occurs. The system is rotated such that the direction with maximum variation 

represents the leading principal component, PC1. If we wish to pick only one PC which 

gives us the best possible knowledge of the system state for a given observation, we 

would retain PC1. Furthermore, every subsequent PC captures more information than 

the PC following it, until the number of PCs equal the number of features. Usually, the 

cumulative information captured in the PCs will enable most of the information about the 

state of the system to be captured in the leading PCs, while the trailing PCs carry little 

information. Therefore, the PC-space may be truncated, reducing the dimensionality of 

the manifold while retaining relevant information. An illustration of this is shown in fig. 

2.1. For ease of visualization, a two-variable system is shown here. Here, we have two 

variables, “Var 1” and “Var 2” which describe the system. In this case, applying PCA will 

mean a rotation of the system by about 45 degrees – to the direction of maximum 

variation. After rotation, we see that the two variables are replaced by two components, 
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PC1 and PC2. Moreover, we see that PC1 now captures most of the information in the 

system. Consequently, PC2 can be discarded with minimal loss of information. 

 
Figure 2.1 Illustration of the transformation of a sample variable system to a principal 

component space. 

2.1.2 Mathematical Construction of Principal Components 

PCA starts with the accumulation of detailed computational data of the thermochemical 

scalars vector defined at different data points corresponding to different times or 

positions in space. The thermochemical scalars’ vector is represented by temperature 

and composition T
1 1( , , , )NT Y Y −=θ  where T is the mixture temperature and the mass 

fractions of N-1 species in the mixture are denoted by Y1, Y2,… YN-1. PCA results in a 

corresponding vector of principal components: T
1 2( , , , )N= Ψ Ψ ΨΨ   where the ‘s are 

the principal components (PCs).  

Ψ
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In linear PCA, a simple expression relates the principal components to the original 

thermochemical scalars vector or a subset of that vector [19]: 

T=Ψ Q θ                                                                                 (2.1) 

The N×N matrix of orthonormal eigenvectors, Q, of the correlation matrix (columns), C, 

is constructed from data based on m temporal and spatial realizations of θ . This data may 

be based on a canonical problem that reproduces important features in the composition 

space of the desired problem.  

The relation in Eq. (2.1) is truncated to retain only the NPC higher eigenvalues. For 

practical purposes, we expect NPC to be much smaller than N. An N×NPC matrix A may be 

constructed, which contains only the first NPC leading eigenvectors of matrix Q [19]: 

                                                           
red T=Ψ A θ                                                                            (2.2) 

In this expression, A is the matrix made up of the leading NPC eigenvectors of Q.  The 

superscript “red” denotes the reduced set of PCs chosen to represent the data. Given that 

a single linear PCA is adopted for the entire data, the matrices Q and A are constant 

matrices. 

2.2 Artificial Neural Networks 

An artificial neural network is a biologically inspired approach to machine learning and 

it consists of an interconnected network of artificial neurons. While artificial neural 

networks are widely used for classification, regression and manifold reduction, in this 
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work, they will be applied to regression problems. Furthermore, there are other machine 

learning algorithms which can be used for regression; however, artificial neural 

networks have been used in this work. There are a number of reasons behind this. First, 

the studies being carried out involve using computational libraries and DNS simulations 

to generate data, leading to data sample sizes ranging from hundreds of thousands to 

millions. Many machine learning algorithms (for example, support vector machines) are 

not able to train large datasets. Also, ANNs are a powerful function fitting tool, and have 

the ability to accurately fit complex functions, as are found in turbulent combustion 

applications. In addition, ANNs are relatively simple to implement in CFD solvers, and 

single ANNs can be used to train multiple outputs at once.  

2.2.1 ANN structure 

A basic ANN structure is shown in fig. 2.2. It consists of an input layer where input signals 

are introduced to the network, hidden layers where the original input signals are 

modified, and an output layer where the network prediction is given. Given a set of 

outputs which are related to a given set of inputs by an unknown function, artificial 

neural networks can be used to develop hidden functions to learn such relationships. 

Once trained, an ANN can be applied to a new set of inputs to predict outputs based on 

previous learning. In cases of highly non-linear or complex functions, multiple hidden 

layers may be used to increase the robustness of the network.  
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Figure 2.2 Typical structure of an artificial neural network. 

The Purpose of the hidden layers is to provide a function – or, more appropriately, an 

ensemble of functions – which give a pre-specified output for a given set of inputs. These 

functions are parameterized by a set of neural network parameters called weights and 

biases, which attenuate or amplify different signals coming from the inputs. Each 

successive layer n+1, is related to the preceding layer n by, 

 1

1
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n n n n
i i i i

i
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=

 
= + 

 
∑Ω   (2.3) 

In Eq.  (2.3), ϕ is the output layer or the vector of weights and biases in given layer, W is 

the matrix containing the weights, vector b contains the biases and N is the number of 

neurons in layer. The ANNs in this study are trained using the MATLAB Artificial Neural 

Network toolbox with a non-linear “tansig” transfer function, denoted by Ω. This function 

is approximately equal to the hyperbolic tangent function and is given by, 
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Ω   (2.4) 

The error is defined as the difference between the intended output and the actual output 

given by the ANN. Functions of the error, typically the mean-squared error or the 

absolute error, are used to evaluate the performance of the network. 

2.2.2 ANN Algorithm 

The ANN training process is started by a random initialization of weights and biases. 

During the training process, these weights and biases are progressively tuned via a 

process known as backpropagation, where the errors are progressively propagated in 

reverse fashion from the output layer to the first hidden layer, adjusting the weights 

based on the error in the output layer. There are a number of algorithms available to 

minimize this error, and they can be classified into two groups. The first are gradient-

based methods, while the second are second-order methods, which usually involve a 

computation of the Hessian matrix. Generally, for complex function approximation 

problems, second-order methods are better at minimizing errors, as compared to 

methods based on the gradient descent. Two commonly used algorithms are the gradient 

descent and Levenberg-Marquardt algorithm [30], the former a gradient-based method 

and the latter, a second-order method.  

Generally, while it can become slow for large networks, the Levenberg-Marquardt 

algorithm is more efficient in utilizing a limited amount of weights to minimize error. 



 

25 
 

Also, the gradient descent algorithm is more prone to get stuck in local minima, hence 

does not take advantage of increasing the network size in order to improve performance.  

In the Levenberg-Marquardt algorithm, the network parameters w at the kth iteration, are 

updated according to, 

 ( ) 1

1  .T T
k j k k k kw w J J µ J e

−

+ = − + I   (2.5) 

In the above equation, e is training error, µ is the combination coefficient or damping 

parameter, I is the identity matrix and J is the Jacobian matrix of the training errors with 

respect to the network parameters. For this work, we have used the Levenberg-

Marquardt algorithm for the PCA-ANN studies and the Bayesian Regulation for the TFM-

ANN studies. Bayesian regulation optimizes the network parameters according to the 

Levenberg-Marquardt algorithm but also includes a cost function estimation that 

provides the advantages of reducing proneness of the network to over-fitting and 

providing an estimation of how many parameters are actually being used to train the 

network. 

2.3 Governing Equations 

2.3.1 Species’ transport governing equations 

For the PCA-ANN studies, the governing equations for the solution of the thermochemical 

scalars are: 

• Continuity:  
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• The momentum equations: 
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• The species equations: 
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• The temperature equation:  
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In the above equations, ρ  is the mixture density; u is the velocity vector; p, the 

thermodynamic pressure, which is determined using the ideal gas equation of state:  

 
1
( ).

N

u k k
k

p R T Y Wρ
=

= ∑   (2.10) 

,k kY j and kω  are the kth species mass fraction, mass diffusive flux and reaction rate, 

respectively. T, R, ν, vc  and W are the temperature, the gas constant, the dynamic 
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viscosity, the constant volume specific heat and the molecular weight of the mixture, 

respectively. q  is the heat flux vector. The mass diffusive flux for the kth species is 

modeled as: 

 ,k k kD Yρ≡ −j ∇   (2.11) 

where kD  is the mass diffusion coefficient of the kth species in the mixture.  

2.3.2 Governing equations for Principal Components 

Since the principal components are a linear combination of the thermochemical scalars, 

they are non-conserved scalars. Therefore, they are subject to the same modes of 

transport – they can be convected along with the flow in the presence of a non-uniform 

velocity field and are also subject to diffusion and reaction. The same configuration 

adopted for the DNS of thermochemical scalars also is used for the DNS of the PCs. The 

governing equations for the PC solution include the continuity, Eq. (2.6), and the 

momentum, Eq. (2.7), equations as well as the PC transport equation instead of the 

temperature and species equations:  
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The matrix of diffusion coefficients for the PCs, ψD , may be expressed in terms of the 

matrix of diffusion coefficients for the thermochemical scalars, , as follows [23]: 
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 T .=ψ θD Q D Q   (2.13) 

This expression provides a direct method for determining the diffusion coefficient of the 

PCs, as a “property” of the PCs, given the diffusion coefficients of the thermochemical 

scalars. 

2.3.3 The Flamelet Model 

In the flamelet model, the conventional species and temperature equations are mapped 

from physical space to mixture fraction space to obtain, 
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In the above equations, Z is the mixture fraction and χ is the scalar dissipation rate. The 

flamelet equations are shown in Eq. 2.14 and 2.15. The density term (ρ) in these 

equations account for the effect of ambient pressure. The scalar dissipation rate term 

accounts for the diffusion of species in mixture fraction space. The use of an error 

function to describe the relationship between Z and χ has been validated in a previous 

work [31], and the same is used in this work.  

For steady state conditions the unsteady term reduces to 0 and the steady flamelet 

equation for species is given as:  
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The scalar dissipation rate can be obtained as a function of Z as, 
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The solution of this equation for a constant pressure and scalar dissipation rate yields 

the species mass fractions as function of Z. Multiple flamelets were used in this study as 

suggested by Barths et al.[32], where the scalar dissipation rate of a flamelet, i, is given 

by, 
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2.3.3 Turbulence Models 

In the RANS or LES model, the velocity is decomposed into a mean and fluctuating 

component or resolved and subgrid quantity, respectively. This is given by, 

 '.u u u= +   (2.19) 

In the above equation, for RANS modelling the overbar represents an ensemble mean 

quantity and 'u  is the fluctuating component, while for LES they represent the resolved 

and subgrid quantities respectively. Therefore, the momentum equation is given by, 
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In the above equation, the favre-averaged velocity,  u  is defined as, 
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In the k-ε RANS model, the unclosed Reynolds stress term, 

ij i ju uτ ρ= −  is modelled as, 
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where k is the kinetic energy, and the turbulent viscosity,  tµ , is given by, 
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The RNG (Renormalization Group) k-ε [33] model involves the solution to the following 

transport equations: 
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In Eq. 2.25, Ss is a term that accounts for interaction between the Eulerian gas-phase 

and the spray droplets. In the dynamic structure LES model [34], 
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 ,ij ijc kτ =   (2.26) 

and ijτ  is obtained from, 
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In the above equation, K is the test level kinetic energy and “


“ is the test filter. 
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 Transport of Principal 
Components in a Vortical Flow Field 

Direct numerical simulations (DNS) of combustion flows remains a very powerful tool in 

understanding the interactions between chemistry, molecular transport and turbulence 

[35,36]. As DNS is implemented for more practical fuels, the computational cost becomes 

more prohibitive. This may be attributed to the increase in the number of transported 

scalars and corresponding, almost linear, growth in the number of chemical reactions 

[37]. Chemistry reduction is one obvious strategy to accommodate realistic fuel 

chemistry in DNS [37]. However, ensuring that reduced chemical mechanisms, which are 

validated for lower dimensional reactor models, also apply to the composition space in 

2D or 3D DNS remains an open question. More importantly, special care must be made to 

reduce the inherent stiffness present in the detailed mechanisms when reduced 

mechanisms are developed. 

An alternative strategy to chemistry reduction may be associated with an attempt to 

systematically “reduce” the composition space for the target problem.  PCA has been 

proposed as such a tool [19].  The construction of PCs requires a computational database 

that is available a priori. The database must emulate the composition space of interest 

either through the generation of a representative problem, such as running a 2D DNS to 

build a database for 3D DNS of the same flow and mixing configuration.  The objective of 
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this study is to demonstrate these potential computational savings as a first step towards 

developing a DNS strategy for complex fuels where potential saving can be even more 

significant and potentially may make 3D DNS for complex fuels on larger computational 

domains more affordable. In this chapter, we discuss the process of generating PCs and 

transporting the same in a CFD code. First, this method is applied to a C1-methane 

mechanism with the relatively simple unity Lewis number diffusion formulation. 

Secondly, we apply this to another methane case with mixture-averaged diffusion 

formulation. Without reconstructing PCs, the 2D case is extended to a 3D case to further 

demonstrate the potential of the PC-transport approach. The chapter concludes with 

discussion about the time-savings associated with the transport of PCs. 

3.1 A priori analysis 

In order to run our CFD code in PC-space, a number of preliminary steps must be taken. 

A database containing data which span the composition space of interest must be 

generated, followed by PCA analysis (which includes as a substep, the removal of species 

deemed to be least representative of the entire thermochemical state), after which the 

ANNs are trained and network parameters are stored. These steps are summarized in fig. 

3.1. 
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Figure 3.1 A priori steps involved in the construction of PCs and ANN training. 

The solution of PCs’ transport equations must be preceded by the following steps: 

1. Generation of the Database: A numerical database is generated. In the 

present validation study, this is achieved using 2D DNS of premixed flame in a 

vortical flow. For practical DNS, we propose to use 2D DNS to construct the 

database to be eventually used in 3D DNS. The present results are based on a 

relatively simple, yet informative test problem that illustrates the potential for 

PCs transport and the computational saving it will yield. It corresponds to the 

simulation of an initially planar premixed flame in a vortical flow. The 
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orthonormal eigenvectors matrix, Q, is constructed using snapshots at different 

times of the evolution of the flame using 2D DNS. Similar initial conditions are 

adopted for the solution of the PCs transport equations as well. 

These solutions are implemented using the Pencil DNS code [29], which is 

based on a compressible formulation of the governing equations. The temporal 

integration and spatial discretization use a third order explicit Runge-Kutta 

(RK-2N) scheme [38] and a six-order centered finite-difference scheme, 

respectively. 

2. PCA Analysis: A subset of the thermochemical scalar vector is selected on 

which PCA is implemented [24]. PCA is implemented to determine the PCs. 

Preliminary analysis is carried out to determine the number of PCs to be 

retained.  

3. Tabulation: Reaction source terms and diffusion coefficients for the PCs are 

tabulated as functions of the principal components. For the reconstruction of 

the thermochemical scalars vector, this vector is also tabulated as a function of 

the PCs vector. Initialization of the problem also requires that the PCs are 

tabulated based on the full set of thermochemical scalars. As outlined below, 

tabulation of the viscosity and the mixture density as functions of the PCs is also 

implemented. Due to the rotation and truncation of the thermochemical vector 

to form the resulting PCs, there are no apparent equations that describe 

relationship between the PCs and required parameters for their transport 
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within a CFD solver. In order to run the CFD code using PCs, we need to 

determine the PCs’ source terms, their diffusion coefficients (for DNS) and the 

mixture viscosity, molecular weight, etcetera. Since the PCs are simply reduced 

versions of the species’ vector with minimal loss of information about the 

composition space, we should expect a relationship between the PCs and the 

aforementioned parameters, albeit they are “buried” and it may be difficult to 

derive an equation that describes the relationships. This research aims to solve 

this problem by the use of machine learning techniques to approximate such 

“hidden” relationships. 

3.2 Procedure for a posteriori validation 

After performing the necessary a priori analysis and generating PCs and relevant ANNs, 

the next step is to implement PC-transport in pencil-code. In order to do this, relevant 

modules and subroutines are added to the code. The summary of the procedure is shown 

in fig. 3.2. The figure shows two possible paths to arrive at the temperature and species’ 

field at the final time. The conventional way is to start with a set of thermochemical 

scalars and advance these scalars in space and time based on the governing equations 

described in chapter 2. This route is computationally intensive. The proposed approach 

is shown on the right vertical path. Here, at the initial time, the initial field is converted 

to PCs. Thus, the temperature (or energy) equation and the species equations are 
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replaced by PCs equations. These equations are less than the number of thermochemical 

equations – and hopefully, are less stiff to integrate. 

 
Figure 3.2 Comparison of the transport of thermochemical scalars and the PC-transport 

approach. 

These PCs are transported from the initial time to a final time. During the integration, 

needed parameters are supplied by the ANN using stored weights and biases. At the final 

time, these PCs are inverted back to thermochemical space, and a comparison is made. 

The initial “turbulence” is prescribed by an initial 2D kinetic energy spectrum function 

[39]: 
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where κ  is the wavenumber; the constants Aκ   and κα are equal to 1.5. In this equation, 

eκ and dκ  are the wavenumbers corresponding to the most energetic eddies and the 

Kolmogorov scale. These parameters are evaluated using the integral constraints of the 

definitions of kinetic energy, 23 2 rmsu  , and the dissipation rate, ε . In all cases, the DNS is 

implemented for a statistically planar methane-air premixed flame in a 2D vortical flow. 

The differences between both cases is shown in table 3.1. 

Table 3.1  Comparison of the two PCA-ANN cases considered. 
 Case 1 Case 2 

Mechanism 

C1-mechanism for 

methane combustion by 

Smooke and Giovangigli 

[40]. 

C2 skeletal mechanism for 

methane-air combustion 

based on GRI-Mech 3.0 by 

Lu and Law [41]. 

Number of species and 

reactions 

16 species and 35 

elementary reactions. 
30 species, 184 reactions. 

Diffusion coefficient 

model 
Unity Lewis numbers. 

Mixture-averaged 

diffusion coefficients. 
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3.3 PCA-ANN using unity Lewis number diffusion 

formulation 

3.3.1 Numerical Implementation and Problem setup 

The chemical mechanism adopted is based on the C1-mechanism for methane 

combustion by Smooke and Giovangigli [40]. Although more accurate descriptions of 

methane-air chemistry are available (including the more recent GRI-mechanism), as a 

preliminary study we have adopted this mechanism for simplicity and to easily identify 

and quantify elements of stiffness. For the second part this study, a more recent and 

accurate mechanism is employed. That being said, the mechanism chosen here still 

exhibits the broad range of scales characteristics exhibited by hydrocarbon fuels 

necessary to validate the proposed modeling approach. The mechanism involves 35 

reactions and 16 species, which include H2, H, O2, O, OH, H2O, HO2, H2O2, CH4, CO, CO2, 

HCO, CH2O, CH3O, CH3 and N2. Transport properties and the reaction mechanism are 

computed using the CHEMKIN library [42,43]. 

The original manifold from the DNS solution is spanned by the 17 dimensional 

thermochemical scalars’ vector, including, temperature and the mass fractions of the 

species in the C1 skeletal mechanism. However, only a subset of the complete 

thermochemical scalars vector is used for PCA, which includes 

. The remaining scalars, H, O, OH, HO2, H2O2, HCO, 
2 2 2 4 2H O H O CH CO CO( , , , , , , )T Y Y Y Y Y Y=θ



 

40 
 

CH2O, CH3O, CH3 and N2, are not used for the reduction process; however, they are 

tabulated during the reconstruction process to validate the PCA-ANN approach.  

In the Lewis number formulation, we assume that the mass diffusivities is related to the 

thermal diffusivity by a constant value which depends on the specie, called the Lewis 

coefficient.  Species that diffuse fast such as H and H2 are modelled using higher Lewis 

coefficients while slower diffusing species like complex hydrocarbon molecules are 

modelled using lower values. Furthermore, in this case, a simplified model which 

depends mainly on the temperature is used, as introduced by Smooke and Giovangigli 

[44]. The details of the equations which describe the transport properties under this 

simplified model are listed in Appendix (A.1). Furthermore, in this case, we have chosen 

a simple case where the Lewis numbers for all the species is unity, implying that the 

species and temperature all have the same diffusion coefficient. While this is a highly 

simplified case, using unity Lewis numbers is a useful preliminary study and can also 

provide helpful insights regarding the application of PCA to combustion. Because the 

matrix of diffusion coefficients for the PCs, ψD , is a square matrix, it is obtained upon 

converting the matrix in PC space. However, since all the species have Lewis coefficient 

of 1, the matrix obtained is diagonal with equal entries. Therefore, under this 

formulation, the PCs have diffusion coefficients which are equal in magnitude to those of 

their thermochemical counterparts. Since, in this case the diffusion coefficient is a mainly 

a function of temperature, the diffusion coefficient is determined as a cubic function of 

temperature during the CFD simulation as, 
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 2 4.D a bT cT dT= + + +   (3.2) 

In the above equation, a, b, c and d are constants. Other unknown properties were fit 

using ANNs. PCA analysis is carried out on snapshots of the 2D solution of a constant 

pressure premixed flame from an initially planar topology to a wrinkled flame at 0.6ms. 

In the present work, the ANN topology used for all thermochemical scalars based on the 

reduced set has 4 inputs, which correspond to the retained PCs. As regards the neural 

structure, 1 hidden layer composed of 10 neurons for the reconstruction of the 

thermochemical scalars and prediction of viscosity, and 60 neurons for the PCs source 

terms has been used. To initialize the PCs from the thermochemical scalars, the number 

of neurons in the hidden layer is 10. The activation function used in the above ANN 

tabulations is the tangent sigmoid function. 

The time step and the spatial resolutions for PC transport are different from those of the 

DNS with the transport of thermochemical scalars, which are carried out with a time step 

of 10-8s and spatial resolution 512 512×   of on the same square domain of 1cm ×1cm.  

Twice the time step and a coarser resolution was adopted for the PC transport as 

discussed below for comparison of scalar contours. While the PCs are derived from the 

species, the times and length scales involved may not necessarily the same. A different 

simulation was used to generate data for PC training. This simulation had the same run 

conditions as described above except that it was carried out on a smaller domain of 0.5cm

0.5cm and a corresponding grid resolution of 256×256. ×
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Figure 3.3 shows the scree plot, which illustrates the cumulative percentages of the total 

variance in the data based on PCA with a full set of thermochemical scalars and the subset 

of thermochemical scalars discussed above. It shows that with a subset of the variables 

in the thermochemical vectors yields a faster convergence towards 100% with a lower 

number of PCs, approximately 4 for the subset and 8 or 9 for the full set.  The first 3 to 4 

PCs for the subset account for 99.9978 % of the variations; the same amount of fidelity 

requires approximately 12 PCs obtained using the full set of thermochemical scalars. We 

have decided to keep 4 PCs to be able to integrate the solution for the transport equations 

of the PCs with reasonably accuracy for a longer time. 

 
Figure 3.3 Scree plot for the correlation matrix based on all 17 (filled triangle) and 7 (filled 

circles) major variables. 

Therefore, in contrast with the thermochemical transport scalars solutions, which 

involve the transport for density, the velocity components, temperature, 16 chemical 
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species (i.e. 20 transport equations in 2D), the transport equations involving the 

principal components only contain density, the velocity components and 4 transport 

scalars or NPC+3 = 7 equations for the 2D problem since we are transporting only 4 PCs 

in this case. 

3.3.2 Results 

Figure 3.4 shows contours of the 4 PCs at 0.6ms of the flame evolution. The simulations 

are based on a time step of  82 10−×  s and spatial resolution 320 320×  of a square domain 

of 1cm×1cm. This is because some species are eliminated before the PCA reduction 

process, and thus are not directly represented in the PCs. Therefore, in this case, we are 

able to run the PCs at more favorable time step and grid resolution. This resolution is 

adopted for comparison of thermochemical scalars based on their DNS and the 

thermochemical scalars reconstructed from PC transport. However, for direct 

comparisons of resolution requirements and chemical mechanism stiffness, we have run 

the same resolutions for the PCs as for the thermochemical scalars. 

The figure illustrates the complementary roles of the PCs in reconstructing the key events 

in the flame solution. For example, PC1 clearly plays the role of a progress variable with 

a minimum value on the reactants’ side (left) and a maximum value on the products’ side 

(right). There is also a mathematical reason for this. As mentioned earlier in this chapter, 

PCA aims to build a lower dimensional manifold by identifying directions of maximum 

variation. An interpretation of the results of PCA therefore show that most of variation in 
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the thermochemical space occur in the direction of progress variables. The remaining 

PCs, 2, 3 and 4, exhibit more a pattern of intermediate species – to a greater or lesser 

degree – with peak or minima within the reaction zone. PC2, the second greatest direction 

of variation in the thermochemical space looks like a combination of a progress variable 

and intermediate. This is because while PC1 captures most of the information of the 

progress variables, it does not capture all, since the progress variables do not all have the 

same profile. Thus PC2 captures this “residual” information, combining it with some 

information about the intermediates. PC3 appears to be purely information about 

intermediates. This is because all the variation in this PC appears to occur around the 

reaction zone – there is little variation in the reactant and product zones. PC4 appears to 

be a reactant with minute details about the progress variables, as we see some variation 

deep into the product zone. Therefore, the PCs provide markers for rate of progress (or 

degree of completion of the reaction) as well as the extent of the chemical activity; 

therefore, they provide a basis for the reconstruction of reactants, products and 

intermediates of the combustion process.  
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Figure 3.4 Contours of the 4 PCs at 0.6ms. 

Next, comparisons between reconstructed thermochemical scalars from PCs’ transport 

equations and the transport of thermochemical scalars are made. Based on the a priori 

analysis, scalar boundedness is established for the mass fractions based on the quality of 

the tabulation using 4 PCs. Here, the comparison will be shown for different groups of 

representative scalars. Progress variables, intermediates as well as species that are not 

included in the PCA reduction process will be shown. Naturally, we would expect better 

performance for species that are part of the subset of selected variables, however, 
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reasonable results for these species as well will go a long way to demonstrate the 

potential of the PC-transport approach. All the contour plots show the mass fractions (or 

scalar value, in the case of temperature) of different species at a time of 0.6ms, in order 

to ascertain the potential of PC-transport to represent local flame effects. On the top left 

of the figures that follows, the result obtained using the conventional transport of 

thermochemical scalars is shown. The top right shows the plots obtained from the 

transport of PCs, while the bottom left shows the error between the two. Because the 

errors are typically small, the errors are shown on a different color scale for visibility.  

The error between case A1 and case B for a specie k is: 

 , ,Error ,k TCS k PCAY Y= −   (3.3) 

where the subscripts “PCA” and “TCS” refer to the results obtained from PCs transport 

and full thermochemical scalars transport, respectively. Finally, a 1D cut at y=0 is shown 

at the bottom right of the figures. 

Figures 3.5-3.7 show the contour plots of the progress-like variables, Temperature and 

CO2 and H2O mass fractions. These variables tend to be relatively stable, and 

exceptionally good fits are obtained for the ANNs of their source terms. The results 

indicate that the PC-transport approach is able to accurately reproduce the results from 

the full chemistry simulation, with the results being essentially indistinguishable from 

one another. The PC-transport approach predicts a maximum post-flame temperature of 

1851.2 K, while the TC-transport predicts 1850.5 K. The maximum error – which occurs 

around the bottom in the reaction zone in a wrinkled region – is about 100K, which is 
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less than 5% of the maximum temperature. In this case, the error is not directly due to 

the transport of PCs, but due to the slight difference in flame position. The performance 

for CO2 and H2O are similar. For these species, we have a maximum error of about 0.0065, 

corresponding to about 5% and 7% of the maximum values of these species, respectively. 

 
Figure 3.5 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

Temperature at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.6 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

H2O at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.7 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

CO2 at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 

Figures 3.8 and 3.9 respectively compare contours of the solutions for the CO and H2 

mass fractions for the DNS based on transported thermochemical scalars and the one 

based on the transport of principal components. The figure clearly shows that the flame 

topology is well reproduced with transported PCs. While the results appear to be 



 

50 
 

exceptional as well, we see that the errors are more than the errors in the case of the 

progress variables. This is because these variables, unlike the progress variables, do 

more than propagate or recede during the wrinkling of the flame. There are more relative 

changes and faster time scales associated with these scalars, therefore the overall and 

local errors are greater. These variables, CO and H2 have a maximum error of 0.003 and 

9.5×10-5 respectively, corresponding to a maximum error of about 11% and 15% of their 

maximum values. Unlike the progress variables, the maximum error occurs at a position 

of positive curvature at the top of the domain. In this region of maximum error, while the 

magnitude of the peaks are not too far adrift, there is an underestimation in the radius of 

curvature, causing the flame to bulge out slightly and the peaks to be slightly driven 

farther towards the reactants. Also, for CO, there is also a slightly broader flame for the 

PC-transport as compared to the thermochemical scalars transport.  
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Figure 3.8 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

H2 at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.9 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

CO at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 

Figures 3.10-3.12 show the plots for the radicals, specifically O, OH and CH2O. The 

radicals play an important role in heat release, but have not been included in the subset 

used for PCA. In spite of their absence, we have already seen that the ANN is able to utilize 

the limited information contained in the PCs to navigate the system through the 
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constricted manifold. This is because the ANN is able to build relationships through 

correlations that exist between these missing species and the species that we do retain. 

This can be seen in the remarkable fact that their profiles are well represented. As 

expected, the errors are higher than those of species which are within the retained 

subset, however, they are still within acceptable range. For the radicals O and OH 

however, the errors behind the flame front are noticeable, unlike the groups previously 

shown where the errors are largely confined to the reaction zone. For all the species, it 

can be seem that the maximum error occurs around the same region it occurs for the 

temperature. This is to be expected: the temperature has some dependence on these 

species as they are responsible for the heat release which raise temperature. The build-

up of CH20 usually marks the onset of heat release, while the other radicals occur peak 

later during heat release. For these species, we see the expected behavior in spite of the 

fact that these variable are not explicitly included in the PCs. The maximum errors in the 

domain are about 0.0005 for O and OH and 0.0004 for CH2O. This translates to a 

maximum relative error of 19%, 23% and 24% for OH, O and CH2O respectively. It should 

be noted that the profiles of O and CH2O are narrower than that of OH. Therefore, once 

again, it appears that the higher maximum errors, which these species have is due to 

differences in flame position than it is to errors in actual peak values. 
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Figure 3.10 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

O at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.11 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

OH at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.12 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

CH2O at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 

 
Figures 3.13-3.15 show the results for minor species which occurs in thin zones, CH3, 

CHO and CH3O. These species typically drive down the spatial resolution, due to their 

narrow peaks, as will be shown later. Since these species are minor, there is less 
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information in the selected species through which their dimension in the composition 

space can be implied, because information about these may be more subtle. The errors 

in these species are higher than the others previously shown, but the qualitative features 

of the flame are still well represented. The maximum relative errors of CH3, CHO and 

CH3O are 20%, 26% and 37% of their maximum mass fractions in the domain 

respectively. As with the radicals, we also see here that the broader CH3 profile is more 

accurate while the thinner profiles are less accurate. While the maximum error for CH3O 

appears to be high, the qualitative flame behavior is well captured. CH3O exhibits 

significant enrichment in areas of positive flame curvature and severe depletion in 

negative flame curvature, and this is well captured by the PC-transport. 
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Figure 3.13 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

CH3 at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.14 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

CHO at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.15 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

CH3O at 0.6ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 

Potential Time savings 

In this case, we have three sources of potential savings: the first is the lower number of 

variables transported, the second is the larger time step used and the third, the coarser 
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spatial resolution. The time-step is limited by the smallest time scale of the species. Also, 

the spatial resolution must be fine enough to capture changes in the profile of the species. 

During the process of constructing the PCs, some species are eliminated – specifically, 

species that contribute mostly to stiffness and require fine spatial resolution. There are 

potentially different ways of estimating the reduction in computational stiffness 

resulting from PCs transport, including methods for the eigenvalue analysis of the 

Jacobian of the chemical system. Here, we use a more direct method based on evaluating 

the time step required to change the mass fraction of a given species by 1%. We look 

primarily at the minimum value at a given time step, which dictates the minimum time 

to integrate the solution throughout the computational domain. This time step for a given 

species mass fraction kY  is approximated as follows: 
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Table 3.2  1%t∆ for different chemical species (scalars in bold correspond to scalars included in 
PCA reduction). 

Scalar 
1%t∆ (s) 

T 𝟑𝟑.𝟔𝟔𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟔𝟔 

H2 𝟗𝟗.𝟓𝟓𝟑𝟑 × 𝟏𝟏𝟏𝟏−𝟕𝟕 

H 4.29 × 10−8 

O 2.29 × 10−8 

O2 𝟐𝟐.𝟏𝟏𝟗𝟗 × 𝟏𝟏𝟏𝟏−𝟔𝟔 

OH 5.15 × 10−8 

H2O 𝟐𝟐.𝟒𝟒𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟔𝟔 

HO2 6.84 × 10−7 

H2O2 1.11 × 10−6 

CO 𝟏𝟏.𝟑𝟑𝟐𝟐 × 𝟏𝟏𝟏𝟏−𝟔𝟔 

CO2 𝟐𝟐.𝟔𝟔𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟔𝟔 

CH2 4.86 × 10−8 

CH3 4.84 × 10−8 

HCO 4.12 × 10−8 

CH2O 4.10 × 10−8 

CH3O 7.49 × 10−8 

CH4 𝟒𝟒.𝟐𝟐𝟑𝟑 × 𝟏𝟏𝟏𝟏−𝟔𝟔 
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Table 3.2 shows the minimum value of 1%t∆  for different species while table 3.3 shows 

the same for the PCs. It can be observed that O, presumably contributing a lot to stiffness, 

has been excluded from the PCA reduction process. Also, from table 3.3, it can be seen 

that the minimum 1%t∆  for the PCs is about 4 times larger than that of O. For this reason, 

the integration of the PCs is less stiff, as compared to the integration of the 

thermochemical scalars. 

Table 3.3  for the principal components. 
Principal Components 

1%t∆ (s) 

PC1 4.49 × 10−7 

PC2 8.87 × 10−8 

PC3 9.31 × 10−8 

PC4 1.89 × 10−6 

 

Also, in Figure 3.16, we show a 1D solution of 1%t∆  at y=0cm. The solution is divided into 

progress variables, the main intermediates, minor intermediates and principal 

components. While the plots show higher time scales in the reactant zones (as expected), 

the results here may not be accurate as the concentration for some reactants are below 

machine precision. The profiles show that the smallest time scales are typically in the 

reaction zone.  We see that with the exception of CH4, the main progress variables 

typically have much higher times scales. This unexpected small time-scales associated 

1%t∆
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with CH4 might be due to the simple Lewis number formulation used, as it can be seen 

from the contour plots shown earlier that CH4 has a noticeably thinner reaction zone that 

other progress variables. As a general conclusion, the progress variables and main 

intermediates such as H2 and Co2 show the highest minimum time scale, while the 

radicals (as expected) have the smallest time scales. The reason why we could advance 

the solution steadily at a larger time step is clear: in this case, the radicals, which 

constitute the smallest time steps for this mechanism, have been eliminated; thus, the 

PCs are not as stiff as the thermochemical system from which it is derived.  
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Figure 3.16 1%t∆ for different chemical species and the PCs. 

Figure 3.17 shows a representation of the spatial scales involved in this simulation. As 

before, we shows the time scales associated with the progress variables, main 

intermediates, minor intermediates and principal components. Here we show the scalar 

energy spectra based on the Fourier transform of the mass fractions, temperature and 

PCs, which provide a measure of the spatial resolution requirements. These spectra are 

constructed by accumulating 1D spectra in the x-direction over different y-levels and 
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different times of the flame evolution. The x-axis correspond to wavenumbers, κ , which 

are inversely proportional to length scales, l : 

 2
l
πκ =   (3.5) 

Here, l  ranges from the grid size (highest wavenumber) to half the domain size. The y-

axis corresponds to the scalar energy spectra normalized by their peak value. For 

adequate resolution, the energy at high wavenumbers must be negligible. In addition to 

the profiles of the energy spectra for different groups of species and the PCs, we consider 

as a marker the wave number at which the energy is 1% of the peak value. Typically, we 

expect the scalars that require higher spatial resolution to decay slower than those which 

require lower spatial resolution. The progress variables all decay to a value of less 1% at 

a wavenumber less than 0.2, while for the main intermediates, with the exception of OH, 

decay slower. These variables require more grid points to resolve their profiles. The 

minor intermediates typically decay to 1% of their initial values at wavenumbers greater 

than 0.5, with variables such as HCO and CH2O being particularly high. The PCs are noisy, 

but they all decay to 1% within κ =0.4. It is worth noting that PC3 decays much slower 

than the rest as the other PCs decay to 1% within κ =0.1. In general, we see that the 
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spectral behavior –specifically the decay rate – of PCs 1, 2 and 4 behaves like that of the 

progress variables, while that of PC3 is more like that of the intermediates H2 and CO. 

 
Figure 3.17 Spatial resolution requirements for the PCs and the species. 
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3.4 PCA-ANN using mixture-averaged diffusion 

formulation 

3.4.1 Numerical Implementation and Problem setup 

For case 2, as in case 1, the DNS is implemented for a statistically planar methane-air 

premixed flame in a 2D vortical flow. Here, the chemical mechanism adopted is based on 

a C2 skeletal mechanism for methane-air combustion based on GRI-Mech 3.0 by Lu and 

Law [41]. We have chosen the relatively recent GRI-mechanism that exhibits a broad 

range of scales and characteristics exhibited by hydrocarbon fuels necessary to validate 

the proposed modeling approach. As opposed to the previous section where the fuel and 

diffusion mechanism was relatively simple, this presents a more challenging test case, as 

curvature and other differential diffusion effects are more pronounced. The mechanism 

involves 184 reactions and 30 species, which include H2, H, O, O2, OH, H2O, HO2, H2O2, C, 

CH, CH2, CH2(s), CH3, CH4, CO, CO2, HCO, CH2O, CH2OH, CH3O, CH3OH, C2H2, C2H3, C2H4, 

C2H5, C2H6, HCCO, CH2CO, CH2CHO and N2. Transport properties and the reaction 

mechanism are computed using the CHEMKIN library [42,43]. 

The DNS is initialized in a 2D square computational domain of size 0.5 cm 0.5 cm× with a 

planar laminar premixed flame separating reactants from burnt products. The reactants’ 

composition is a lean premixed flame with an equivalence ratio of 0.7 at a prescribed 300 

K and 1 atm. The laminar flame solution is obtained from a steady laminar premixed 
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flame calculation using the Premix code [45]. The solution subject to the governing 

equations is allowed to evolve until the flame is sufficiently wrinkled at 0.3ms. 

Four different DNS cases are considered. The first, denoted as case 2A, corresponds to a 

reference 2D DNS based on the transport of thermochemical scalars. Case 2A has the 

shortest time step requirements and the finest resolutions of all cases considered. For 

case 2A, we carried out two different simulations. One is based on a spatial resolution of

512 512× , called case 2AI, while the second simulation is based on a coarser spatial 

resolution of 256 256× , denoted case 2AII. We observed that a resolution of 256 256×  is 

required to run case A; but we run a similar case with finer resolution requirements of 

512 512×  in order to collect snapshots for training the neural network and construction 

of PCs, and to make comparisons between case 2A and case 2C. However, since similar 

results can be obtained with case 2AI and case 2C, we use case 2AI to compare typical 

computational cost requirements between case A and other cases. The corresponding 

time step for the explicit scheme is 95.0 10−× s for both case 2AI and 2AII.  

The second simulation, denoted as case 2B, corresponds to the transport of PCs on the 

same computational domain and initializing using the same initial conditions as case 2A. 

A tabulation of the PCs in terms of the thermochemical scalars is used to initialize the PCs 

field from the thermochemical scalars’ field from case 2A. In contrast with case 2A, we 

have adopted a coarser grid with spatial resolution of 128 128×  and a time step that is 8 

times larger than the DNS involving thermochemical scalars. The coarser resolution and 
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the larger time steps are due to the elimination of the species that enforce the most 

stringent requirements for spatial and temporal resolutions as discussed below. 

Case C corresponds to PC transport as well. However, the database used to construct the 

PCs is based on the initial time of the solution for case 2A. Hence, the database does not 

contain additional snapshots that correspond to conditions of curved and strained flames 

encountered at later times. The motivation for adopting this case is to explore whether a 

simpler configuration, such as a planar unstrained flame solution, can be used to develop 

a PC-transport model in DNS. 

Case 2D is a 3D DNS based on PC transport designed to demonstrate the potential 

computational savings of using PC transport to enable 3D simulations at comparable 

computational costs of a 2D DNS with thermochemical scalars’ transport.  

Table 3.4  Summary of computational requirements. 
DNS Cases Case A2 

2D Thermochemical 

Scalars Transport 

Case B 

2D PC 

Transport 

Case D 

3D PC Transport 

Time Step (s) 5.0 × 10−9 4.0 × 10−8 2.0 × 10−8 

Grid Resolution 256 256×  128 128×  160 160 160× ×  

CPU Hours 53.64  0.39  113 
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Table 3.4 summarizes the computational requirements for cases 2A2, 2B and 2D. We have 

excluded case 2C, because it provides comparable requirements to case 2B, except for the 

latter stages of the flame evolution where the solution ceases to be predictive. Figure 3.18 

shows the computational domain and a superposition of the flame at 0.3ms.  The flame 

marker corresponds to a temperature of 650 K. Non-reflecting boundary conditions are 

imposed on the reactants (left) and products (right) sides. Periodic boundary conditions 

are imposed in the remaining boundaries. In the 3D DNS, periodic boundary conditions 

also are imposed in the third transverse direction. 

 
Figure 3.18 Computational domain, boundary conditions and flame topology at 0.3ms. 

The original manifold from the DNS solution is spanned by a vector of 31 thermochemical 

scalars, which include temperature and the mass fractions of the species in the C2 skeletal 

mechanism. However, only a subset of the complete thermochemical scalars’ vector is 
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used for PCA, which includes 𝑇𝑇,𝑌𝑌H2 ,𝑌𝑌O,𝑌𝑌H2O,𝑌𝑌O2 ,𝑌𝑌CH4 ,𝑌𝑌CO and 𝑌𝑌CO2 . The selection of a 

subset is key to the computational saving obtained with PC transport. The remaining 

scalars are not used for the PCA reduction process; however, they are tabulated during 

the reconstruction process to validate the PCA-ANN approach. Except for O, the 

remaining species in the subset correspond to major species (i.e. reactants, products or 

major intermediates). However, to capture the effects of curvature on intensely curved 

flames, one of the key radical species has to be retained. We also found H2 concentrations 

to strongly depend on the radicals behind the flame. Since H is strongly correlated with 

H2, the obvious choices would be either O or OH; and we have selected O. 

PCA analysis is carried out on snapshots of the 2D solution of the premixed flame from 

an initially planar topology to a wrinkled flame at 0.3ms. In the present work, the ANN 

topology used for all thermochemical scalars of the reduced set has 6 inputs (which 

correspond to the retained PCs), 1 hidden layer composed of 20 neurons for the 

reconstruction of the thermochemical scalars and 10 neurons for viscosity. The source 

terms for the PCs are also reconstructed using 1 hidden layer, with 80 neurons for the 

first PC and 100 neurons for the remaining PCs. As evident from the description of the 

neural networks used, different sizes of networks are used depending on the variable 

being tabulated. This is necessary because the amount of neurons required to obtain a 

reasonable accuracy while training depends on the complexity of the relationship 

between the inputs and the output of the neural network. The activation function used in 

the above ANN tabulations is the tangent sigmoid function. 
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Because the matrix of diffusion coefficients for the PCs, ψD , is a full matrix, a “rotation” 

of the PC vector is carried out to generate a diagonally-dominant set of diffusion 

coefficients for the PCs [25]. This is done by carrying out an eigen-decomposition of the 

diffusion matrix at each data point, in order to obtain the matrix of right eigenvectors. 

The system is rotated by, 

 , .T
R J D J=ψ ψD   (3.6) 

In the above equation, the symbol “J“ is the matrix of right eigenvectors and the 

superscript “T” refers to a transpose while the subscript “R” refers to a rotated system. 

While different points may have different rotation matrices, a mode or median values is 

selected. In this way, a diagonally dominant matrix is created with relatively negligible 

diagonal terms. Since the diffusion matrix is rotated, for mathematical consistency, the 

whole system of PCs has to be rotated by, 

 ,
k k

T kDJ
Dt ψ ψ
ψ

ρ ω = −∇ ⋅ + 
 

j    (3.7) 

in order to obtain the equation for rotated PCs, given by, 

 ,
, , .

k k

k R
R R

D
Dt ψ ψ

ψ
ρ ω= −∇⋅ +j 

  (3.8) 
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Figure 3.19 Scree plot for the correlation matrix based on all 31 (filled squares) and 8 (filled 

diamonds) selected variables. 

Figure 3.19 shows the Scree plot, which illustrates the cumulative percentages of the total 

variance in the data based on PCA with a full set of thermochemical scalars and the subset 

of thermochemical scalars discussed above. It shows that with a subset of the variables 

in the thermochemical vectors yields a faster convergence towards 100%.  The first 6 PCs 

for the subset account for 99.9998 % of the variations; the same amount of fidelity 

requires approximately 27 PCs obtained using the full set of thermochemical scalars. We 

have decided to keep 6 PCs to be able to integrate the solution for the transport equations 

of the PCs with reasonable accuracy for a longer time. 

Reaction source terms and diffusion coefficients for the PCs are tabulated as functions of 

the principal components using ANN. For the reconstruction of the thermochemical 

scalars’ vector, this vector is tabulated as a function of the PCs vector. Initialization of the 

problem also requires that the PCs are recovered from the initial conditions for the 
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thermochemical scalars using Eq. (2.1). As outlined below, tabulation of the viscosity as 

functions of the PCs is also implemented using ANN. The mixture density is solved using 

the continuity equation based on the compressible formulation in as described in Eq. 

(2.6). 

3.4.2 Results 

In this section, we present results obtained from four different simulations investigated 

with the PCA-ANN approach. As outlined earlier, PCA is carried out on case 2AI and 

implemented on cases 2B and 2D. Case 2C is based on PCA using a steady planar flame 

solution (or the first snapshot of case 2A1). As expected, different orthonormal 

eigenvectors matrix, Q, are obtained based on the two datasets. Again, the objective of 

the use of 2 datasets is to ascertain the possibility of a table based on data from such a 

simple flame to predict flame topology as turbulence takes its effect on flame structure. 

Lastly, we use the PCs and neural network obtained from the analysis based on multiple 

2D snapshots to run a 3D case (case D) to see if similar flame structures can be produced 

in such a case and establish the feasibility of running 3D DNS based on similar 2D 

resources using thermochemical scalars’ transport. 

The present results are based on a relatively simple, yet informative, test problem that 

illustrates the potential for PCs transport and the computational saving it yields. 
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Figure 3.20 Contours of 4 PCs at 0.3ms. 

Figure 3.20 shows contours of 4 PCs at 0.3ms of the flame evolution corresponding to 

case 2B. Again, the simulations in case 2B are based on a time step of 4.0×10-8s and spatial 

resolution 128 128×  of a square domain of 0.5cm×0.5cm. This resolution is adopted for 

comparison of thermochemical scalars based on their DNS and the thermochemical 

scalars reconstructed from PC transport. As in the Lewis number case, we see the 

complementary roles of the PCs in reconstructing the key events in the flame solution 

once more. However, in the case, we see a clearer separation as regards the information 
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in each PC, compared to the constant Lewis diffusion case. PC1 and PC2 appear to be 

intermediates, and look a lot like H2 and O, respectively. PC 3, 4 and 5 all look like 

progress variables. PC6 looks like a combination of CO and another progress variable. The 

idea here is to highlight the fact that the PCs provide relevant markers to parameterize 

the composition space, and thus contain required information to reconstruct 

thermochemical scalars when needed. It should also be pointed out that in this case, the 

PCs have been rotated, as mentioned earlier, in order to diagonalize the diffusion 

coefficient matrix. Thus, the principal components, while still containing information 

about the composition space, do not necessarily provide information about the directions 

of maximum variation in descending order. 

3.4.2.2 A Posteriori Validation of the PC-Transport Approach 

In this section, comparisons between reconstructed thermochemical scalars from PCs’ 

transport equations (case 2B) and the transport of thermochemical scalars (case 2AI) are 

made. Based on the a priori analysis, the a posteriori transport involves the transport of 

6 PCs to navigate the chemical space in the stead of the thermochemical scalars. Here, 

comparisons are made by showing contour plots for the results for full species’ transport, 

PCs transport, the error, and a 1D slice cut through the contour plot at y = 0cm.  

Figures 3.21 and 3.22 compare contours of T and CO2 mass fraction, respectively, at 

0.3ms based on cases 2AI and 2B.  Both quantities are part of the representative subset 

of scalars used in PCA. The results obtained show an excellent agreement with relatively 

small errors. The 1D plots also illustrate the excellent agreement between the two 
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solutions. The errors are minimum, are a mostly due to differences in radii of the flame 

curvatures.   The maximum temperature predicted by the simulation of thermochemical 

scalars is 1817.65K, while the maximum temperature for the PC-approach is slightly 

over-predicted at 1818.54K. Also, the 1D plot shows the temperature profile predicted 

by the PCs to be slightly thinner. The maximum absolute error for the temperature is 

about 156K (about 8.6% of the maximum value in the domain at t=0.3ms), while the 

maximum error for CO2 is about 0.006 (about 5.7% of the maximum value in the domain). 

We also see that the temperature suffers from under-prediction at positively curved tips 

and over-prediction at negative tips. The behavior of CO2 is more one-sided: it hardly has 

under-predicted regions; most of the more significant errors occur at negative curvatures 

where the mass faction of CO2 is over-predicted. 
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Figure 3.21 Contours of thermochemical scalars (top left) and PCs (top right) DNS predictions of 

Temperature at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.22 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

CO2 mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.23 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

H2 mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.24 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

CO mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.25 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

O mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.26 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

H mass fraction at 0.3 ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 

Similar contours are shown for the two key intermediates mass fractions for CO and H2 

at 0.3ms in figs. 3.23 and 3.24. These two species are important since typical flame 

structures of complex hydrocarbon fuels involve CO and H2 oxidation layers. As in the 

cases of T and CO2 mass fraction, these species also are part of the selected variables used 

to construct the PCs. However, they both exhibit some important salient features of the 
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flame structure, including the enhancement of H2 mass fraction for positively curved 

sections of the flame (i.e. flames where the center of curvature is placed on the products’ 

side) and its reduction on negatively-curved tips. In these cases, the 1D plot reveals a 

slightly more-visible error, as compared to the progress variables. The maximum 

absolute error for H2 is about 3 ×10-5, which is about 10% of H2’s maximum value of 

0.00032. The errors for CO are slightly higher, but in the same order: it has a maximum 

of absolute error of 0025417 which corresponds to about 12% of the maximum value of 

CO. Most of the error in the H2 mass fraction comes from the region slightly behind its 

peaks, where the mass fractions of H2 are underestimated by the PCs. For CO, the errors 

behind and in front of its peaks are in the same order. We have an overestimation at 

regions ahead of the peaks and an underestimation behind the peaks. This suggests that 

the main error in the CO mass factions come from a lag effect in the flame position 

between the two approaches. 

The contour plots of O and H mass fractions at t = 0.3ms are shown in figs. 3.25 and 3.26. 

Although the errors appear to be greater than those obtained for CO and H2 mass 

fractions, it is reasonable to say that the results are still very good. The variations, as in 

the preceding case considered are now noticeable behind the reaction zone on the 1D 

plot, but still generally remain small. It should be noted here, however, that H is not 

among the selected variables from which the PCs are constructed; and, yet, its prediction 

is very good. The maximum error for O and H are about 0.0002 and 7×106 which 

correspond to about 21% and 19% of their maximum values, respectively. While these 
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errors seem to be unusually high, they are primarily due to differences in flame position 

as in both cases the PCs under-predicts and over-predict ahead and behind the flame 

respectively. This means that the peaks are slightly farther into the reactants’ zone for 

the PC-transport approach than in the thermochemical scalars approach. This is also seen 

in that the differences in the maximum values are more subtle. For the thermochemical 

scalars transport approach, the maximum values of O and H in the domain are 0.0009428 

and 3.6×105 respectively, while for the PC-transport approach they are 0.000928 and 

3.5×105 respectively. A slightly odd occurrence here, however, is that the PCs appears to 

predict H as well as – if not better than – its counterpart O, as O was included in the 

selected species, while H was eliminated. This is likely due to the strong correlation that 

exists between O and H. Since we already included O and H2, the PCA-ANN setup was able 

to run while implying the values of H at different points in the PC-space. Thus, we see that 

including H in addition to O in the selected species would have been superfluous. 
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Figure 3.27 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

HO2 mass fraction at 0.3 ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.28 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

CH2 mass fraction at 0.3 ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.29 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

CH2O mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.30 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 
CH3OH mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.31 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 
C2H6 mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 
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Figure 3.32 Contours of thermochemical scalars (top left) and PCs (top right)  DNS predictions of 

CH2CO mass fraction at 0.3ms and the errors (bottom left) and a 1D cut of profile at y = 0cm. 

To further illustrate the ability of the PCA-ANN approach to remain reasonably predictive 

even for species not included in the PCA reduction process, we show more non-selected 

species in figs. 3.27-3.32. They include HO2, CH2, CH2O, CH3OH, C2H6 and CH2CO. For all 

these species, we see once more that the contours and trends are well reproduced, with 

some over-estimation or under-estimation of peaks for the variables. This is remarkable, 
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considering that these species are not part of the original variables’ subset used for PCA 

reduction.  It should be noted also, that certain species which are strongly correlated to 

some variable in the subset used for PCA reduction tend to be better reproduced. For 

instance, CH2O is strongly correlated with H2 and, therefore, it is more accurately 

reproduced than other non-selected species. Some species like HO2, CH2, and CH3OH 

exhibit the opposite effect of intermediates we have previously considered: they are 

enhanced at negatively curved tips and depleted at positive curvatures, and these 

features are well captured by the PCs. A strong correlation is also seen between the errors 

in temperature and CH2O. Since the regions where this specie peaks are usually 

associated in heat release which in turn raises temperature, it is no surprise that errors 

in this specie should lead to errors in temperature. Therefore, as expected, we see that 

the errors in this two scalars are strongly correlated. 

Two general observations can be made from the results presented in this subsection. 

First, although with some exceptions for intermediate species at negative curvatures, the 

PCA-ANN model tends to under-estimate peaks for species that are depleted at such 

curvatures (H2, O, H, CH2O), and over-estimate peaks for species that are enhanced at 

such curvatures (CH3OH, HO2). Despite these trends, however, the errors are not 

significant. Secondly, as its been mentioned a few times, it should be noted that a large 

proportion of the errors between the results of case 2AI and case 2B are due to slight shift 

in the flame position, which, in turn, can be mainly attributed to the differences in spatial 

resolutions or lags and slight amplitude differences in pressure waves. Essentially, these 
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errors are largely engendered by differences in the evolving velocity field, than they are 

from evolution of thermochemistry. In a case where the peak of a given specie was 

perfectly aligned for a given y position, the errors obtained would be significantly lower, 

as can be implied from the 1D plots which accompany the 2D contour plots.  

Table 3.5 summarizes the root mean square error normalized by the variance, ε, which is 

defined for specie k as: 
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−
  (3.9) 

where the subscripts “PCA” and “TCS” refer to the results obtained from PCs transport 

and full thermochemical scalars transport, respectively. The overbar corresponds to an 

average of the error over the computational domain. Ideally, a value of 0 indicates a 

perfect match between the PC-transport and the thermochemical transport solutions; 

while, undesirable errors correspond to values of order 1. The table shows that the 

normalized root mean square error is generally low, typically of the order of 𝟏𝟏𝟏𝟏−𝟐𝟐 for 

species included in the original subset. The species not included generally have higher 

errors, in the order of 𝟏𝟏𝟏𝟏−𝟏𝟏 with the maximum occurring for N2 and CH3O, the former 

regarded as a passive specie and the later, a short-lived intermediate specie in the 

combustion process. As observed before, we can see that the errors associated with 

certain non-selected species, CH2O and OH, are low. This is due to the high correlation 

that CH2O and OH have with some selected specie – CH2O with H2; OH with O (and H2 in 

some regions). 
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Table 3.5  ε at t = 0.3ms. Variables in boldface correspond to the selected subset for PCA. 
Scalar Error Scalar Error 

T 𝟐𝟐.𝟗𝟗𝟏𝟏 × 𝟏𝟏𝟏𝟏−𝟐𝟐 CO2 𝟑𝟑.𝟏𝟏𝟐𝟐 × 𝟏𝟏𝟏𝟏−𝟐𝟐 

H2 𝟓𝟓.𝟑𝟑𝟏𝟏 × 𝟏𝟏𝟏𝟏−𝟐𝟐 HCO 1.63 × 10−1 

H 1.04 × 10−1 CH2O 9.81 × 10−2 

O 𝟔𝟔.𝟗𝟗𝟏𝟏 × 𝟏𝟏𝟏𝟏−𝟐𝟐 CH2OH 1.69 × 10−1 

O2 𝟐𝟐.𝟗𝟗𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟐𝟐 CH3O 4.79 × 10−1 

OH 5.21 × 10−2 CH3OH 1.18 × 10−1 

H2O 𝟐𝟐.𝟔𝟔𝟓𝟓 × 𝟏𝟏𝟏𝟏−𝟐𝟐 C2H2 1.21 × 10−1 

HO2 1.42 × 10−1 C2H3 1.86 × 10−1 

H2O2 1.61 × 10−1 C2H4 1.04 × 10−1 

C 1.83 × 10−1 C2H5 1.86 × 10−1 

CH 1.74 × 10−1 C2H6 1.22 × 10−1 

CH2 1.64 × 10−1 HCCO 1.64 × 10−1 

CH2(S) 1.62 × 10−1 CH2CO 1.14 × 10−1 

CH3 1.58 × 10−1 CH2CHO 1.85 × 10−1 

CH4 𝟐𝟐.𝟔𝟔𝟗𝟗 × 𝟏𝟏𝟏𝟏−𝟐𝟐 N2 2.01 × 10−1 

CO 𝟕𝟕.𝟓𝟓𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟐𝟐   

 

We also consider PC transport based on data from the initial snapshot of the solution, 

which corresponds to case 2C. The initial snapshot corresponds to a steady planar 1D 

flame. The results obtained are shown for two representative variables, O and CH2O, at 
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different times during flame evolution and are not compared directly to results from case 

A1. The results obtained are shown in figs. 3.33 and 3.34. 

 
Figure 3.33 O mass fraction at different times during flame evolution for 1D tabulation. Regions of 

localized departure from true physics are circled. 
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Figure 3.34  CH2O mass fraction at different times during flame evolution for 1D tabulation. 

Regions of localized departure from true physics are circled. 

Both figures show that as the flame surface evolves towards a wrinkled flame, curvature 

effects develop. These effects are consistent with those of case B for t = 0.13ms.  However, 

unexpected behavior appears soon after, indicating departure from the accurate solution. 

It is clear that a planar flame configuration can still capture effects associated with 

differential diffusion up to a limit where the composition space still is adequately 

represented by the initial snapshot. Therefore, the 1D flame still shows trends associated 
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with curvature at these earlier stages of the flame evolution. However, the 1D solution is 

not able to capture conditions encountered at later stages of the flame evolution as 

illustrated for t = 0.22ms and 0.3ms.  

In addition to the departure from true physics in some areas of the reaction zone, we also 

see that errors at regions behind the reaction zone. The slow depletion of O from the 

reaction zone to the product is replaced by a sharp, almost-abrupt consumption of O. 

Therefore, it is important to construct databases that capture the desired composition 

space for which simulations are designed. In this case, the ANNs have been trained on the 

composition space spanning the initial planar flame. As the simulation advances and 

curvatures are formed, leading to curvatures where the effects of differential diffusion 

are displayed, the ANN begins to predict non-physical parameters which in turn leads to 

non-physical PCs. 

In the present calculation, straying out of the composition space for which tabulations 

are originally constructed resulted in the failure of PC2, which is better correlated with 

intermediate species, followed by the failure of other PCs. Straying from the original 

composition space can be attributed to either transport (e.g. differential diffusion) or 

chemistry (e.g. extinction events, which can evolve eventually into different burning or 

non-burning outcomes). Since the chemical space in turbulent combustion strongly 

coupled with the velocity field, this “straying” can be combatted by making sure that the 

range of velocity scales are present for a sufficient range in time in the training data. 
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3.4.2.1 Potential Computational Cost savings with PCA-ANN approach 

In the previous subsections, we have shown that the flame structure and dynamics of a 

methane premixed flame using a skeletal mechanism based on the GRI mechanism can 

be reproduced through the transport of 6 PCs. Much of the intricacies of the flame 

structure for more complex hydrocarbons, those that are commonly used in practical 

systems, can be seen in the methane flames. In fact, we suggest that much more saving 

can be achieved for these complex fuels, since a significant portion of chemical 

mechanisms are dedicated to the steps involving the disintegration of the fuel molecules. 

By capturing primarily the major species and a few radicals species much of the stiffness 

in the chemical mechanism associated with these steps can be reduced. 

As discussed earlier, computational saving from adopting PC-transport can be associated 

with 3 potential sources: 1) the reduction in the number of transported scalars, 2) the 

reduction in the stiffness of the chemical system resulting from a selection of a subset of 

the thermochemical scalars, and 3) the reduction in the spatial resolution requirements, 

again, resulting from the selection of a subset of the thermochemical scalars for PCA 

reduction.  

To assess computational saving in spatial resolution and time steps, we rely on the results 

of case 2AII. To assess the resolution requirements for PC-transport, PCs are 

reconstructed from the thermochemical scalars at 0.3ms, based on the results from case 

AII. 



 

100 
 

As illustrated earlier in this subsection, the selection of a subset of the thermochemical 

scalars helps retain a smaller number of PCs that can represent the desired composition 

space. The resulting PCs and their transport clearly represent a viable alternative to 

mechanism reduction for realistic fuels. The first saving in computational cost, therefore, 

is associated with the solution of a lower number of transported quantities; in this case, 

we solve for 9 transport equations instead of 34 in 2D plus an additional equation for the 

third momentum component in both PC and thermochemical scalars’ transport. 

The second potential saving comes from a potential decrease in stiffness if minor species 

are excluded from the reduced set for PCA reduction. In this case, we have removed 23 

species. Here, as before, in order to evaluate the time scales, we use a direct method based 

on evaluating the time step required to change the mass fraction of a given species by 

1%. The results are shown in table 3.6. Note that the shortest time steps can be attributed 

to the species H, C and CH, which are not included in the subset involved in the PCA 

reduction process; and, therefore, their time scales may not be represented in the 

development of the PCs. A similar expression can be used for PCs: in contrast to the above 

values, the lowest value for estimated for the PCs evaluated at t = 0.3ms are shown 

in table 3.7. By comparing the two tables (3.6-3.7), the smallest time scales of the PCs, in 

particular PC2 and PC3, is approximately 8 times larger than the smallest time scales 

associated with the full set of chemical species. Also, we see that PCs 1-3 have the smallest 

time scales; these PCs tend to be more unstable than the other PCs, as the mass fractions 

have the potential to undergo relatively strong changes in short periods. These tend to 

1%t∆
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be more sensitive to the ANN predictions at points outside the composition space, as 

shown for case 2C, where the profiles for PC2 are particularly erroneous.  

Table 3.6  1%t∆ for different chemical species (scalars in bold correspond to scalars included in 
PCA reduction). 

Scalar 
1%t∆ (s) Scalar 

1%t∆ (s) 

T 𝟏𝟏.𝟔𝟔𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟓𝟓 CO 𝟏𝟏.𝟔𝟔𝟏𝟏 × 𝟏𝟏𝟏𝟏−𝟔𝟔 

H2 𝟔𝟔.𝟏𝟏𝟏𝟏 × 𝟏𝟏𝟏𝟏−𝟕𝟕 CO2 𝟔𝟔.𝟓𝟓𝟑𝟑 × 𝟏𝟏𝟏𝟏−𝟔𝟔 

H 6.00 × 10−9 HCO 6.51 × 10−8 

O 𝟔𝟔.𝟗𝟗𝟑𝟑 × 𝟏𝟏𝟏𝟏−𝟔𝟔 CH2O 6.39 × 10−8 

O2 𝟑𝟑.𝟏𝟏𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟔𝟔 CH2OH 6.70 × 10−8 

OH 9.17 × 10−8 CH3O 5.90 × 10−8 

H2O 𝟒𝟒.𝟏𝟏𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟔𝟔 CH3OH 6.29 × 10−8 

HO2 3.38 × 10−7 C2H2 4.94 × 10−8 

H2O2 6.88 × 10−8 C2H3 3.55 × 10−8 

C 3.06 × 10−9 C2H4 3.47 × 10−8 

CH 6.19 × 10−9 C2H5 1.57 × 10−8 

CH2 4.86 × 10−8 C2H6 1.48 × 10−8 

CH2(S) 4.78 × 10−8 HCCO 3.78 × 10−8 

CH3 4.70 × 10−8 CH2CO 7.82 × 10−8 

CH4 𝟒𝟒.𝟒𝟒𝟔𝟔 × 𝟏𝟏𝟏𝟏−𝟔𝟔 CH2CHO 3.95 × 10−8 
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Table 3.7  for the principal components. 
Principal Components 

1%t∆ (s) 

PC1 6.47 × 10−8 

PC2 2.49 × 10−8 

PC3 2.86 × 10−8 

PC4 4.03 × 10−7 

PC5 9.97 × 10−7 

PC6 5.44 × 10−7 

 

The third potential saving, which is the reduction in the spatial resolution requirements, 

is illustrated in fig. 3.35. Here, as done for the Lewis number case, we show the scalar 

energy spectra based on the Fourier transform of the mass fractions, temperature and 

PCs, which provide a measure of the spatial resolution requirements.  

In the figure, a rapid decay in the value of the scalar energy spectrum can be observed for 

variables T, O2, H2O, CH4, CO2 mass fractions and the PCs all decay to 1% of their 

maximum value within a value κ = 1. In contrast with these variables, the energy values 

for C and CH3O decay to 1% from their peaks around a value of κ = 2. These are the 

species that require the most resolution. Their profiles can be contrasted with those of 

the PCs which decay to 1% at a much lower wavenumber (as commented earlier).  It is 

clear here that eliminating species, which are primarily active in the fuel consumption 

layer, can significantly improve the spatial resolution requirements. 

1%t∆
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Figure 3.35 Spatial resolution requirements for selected species and the PCs. 

3.4.2.3 3D Simulation 

A potential advantage of the PCA-ANN approach in chemistry reduction is the potential 

of building tables using relatively cost-effective 2D runs, and then using these tables to 

simulate more cost prohibitive 3D DNS, carrying out parametric runs to collect statistics 

and implementing solutions on a larger domain. Here, we demonstrate that by using the 

same table generated for case 2B to run in 3D. In this case, we simply extend the 

computational domain in the third Cartesian direction, making our domain into a size of 

0.5cm×0.5cm×0.5cm and the PCs are integrated over 0.3ms.  In case 2D, a finer grid of 
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160 ×160 ×160 is required to accommodate the third direction over which gradients are 

considered and over which flame wrinkling occurs. The time step used is also reduced to 

82.0 10−× s, smaller relative to case 2B, but still 4 times higher than case 2A. The reduction 

in the allowable time step is probably due to the fact that on elimination of species which 

contribute to stiffness, our time step is no longer limited by their source terms but by 

diffusion and, potentially during the earlier time steps, acoustics associated with the 

compressible formulation. Relative to case 2A, case 2D still requires a lower resolution, 

a larger time step and involves the transport of a reduced number of scalars. As done for 

case 2C, the results are initially shown here for two scalars, one from the subset using for 

PCA, O, and the second, CH2O, which is not part of the subset for PCA. These results are 

shown in figs. 3.36-3.37 at t = 0.3ms; and, there it can be seen that similar flame structures 

to 2D case are visible. The results are achieved at a comparable computational cost to the 

2D DNS based on the transport of thermochemical scalars. As expected, O mass fractions 

peak deeper into the products zone, compared to CH2O that peaks closer to the reactants. 

Isocontour plots are shown at the top right corner for both cases, where the correct 

behavior in the velocity field can be seen. Higher temperatures in the product regions 

lead to increased viscosity which damps the turbulent eddies quicker. Thus, the 

isocontours (approximately at levels which are one-fourth of the maximum mass 

fractions in both case) are significantly less wrinkled for O and rougher for CH2O.  
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Figure 3.36 Slices of the mass fraction of O with an isocontour (top right) at 0.00025. 

 
Figure 3.37 Slices of the mass fraction of CH2O with an isocontour (top right) at 0.0002. 
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Figures 3.38 and 3.39 show the results for temperature and HO2. We see that as expected 

the region of rapid temperature rise coincides with the region where CH2O begins to 

decline after  it peaks. HO2 is expected to have opposite effects compared to CH2O at 

flame curvatures and this is seen: the concentration is enhanced at negative curvatures 

and depleted in positively curved tips.  

 
Figure 3.38 Slices of the temperature with an isocontour (top right) at 1000K. 
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Figure 3.39 Slices of HO2 mass fraction with an isocontour (top right) at approximately one-

fourth of its maximum value. 

Due to unavailability of required computational resources, a parallel simulation using the 

full set of thermochemical scalars for comparison could not be run.  With the resources 

used based on 16 CPUs, such a 3D DNS would not be attainable in a reasonable time, as 

will be shown in the next section. Regardless, the goal is to demonstrate the potential 

computational saving that can be attained by PC transport in DNS and, then, the recovery 

of the original thermochemical scalars as a post-processing step.  
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3.5 n-Heptane Bunsen Case: an a priori analysis 

 
Figure 3.40 Domain boundary conditions for Bunsen burner with temperature marker at 1450K. 
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Figure 3.41 Scree plot for the Bunsen burner case. 

The computational setup for a Bunsen flame is shown in fig. 3.40. In this configuration, a 

mixture of fuel and air 800K is introduced into a hot mixture containing combustion 

products through the nonreflecting inlet boundary.  For the problem, tabdata is 

generated by solving the governing equations outlined in chapter 2 in a 2-dimensional 

field, using the S3D code [93] and an n-heptane 58 species mechanism [94]. At the initial 

time step, a turbulent flow field is superimposed on the existing flow field, and to 

maintain disturbance in the domain, turbulence is fed through the nonreflecting inlet 

boundary from a fed box. The construction of PCs in this case is shown in the scree plot 

in fig. 3.41. Here we have selected 10 variables (temperature, O, O2, OH, H2O, CO, CO2, 

C2H4, C3H6 and nC7H16) for PCA by eliminating species that do not attain at least 0.5% of 

the total mass at any point in time and space, during the simulation. The scree plot shows 

that in order to obtain 99.99% of the variance in the system, 8 PCs are needed for the 
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reduced set, as opposed to 35 for the full set. Finally, two selected species and PCs are 

shown in figs. 3.42 and 3.43, once again showing the complementary roles played by the 

PCs in capturing data. 

 
Figure 3.42 Temperature (left) and CO mass fraction (right) profiles at t=0.4ms. 
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Figure 3.43 Profiles of PC1 (left) and PC8 (right) at t=0.4ms. 
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3.6 Time Savings and Discussion 

3.5.1 Discussion of Results 

We see a number of differences between the Case 1, where a unity Lewis number 

formulation was used, and Case 2 which used a mixture-averaged formulation. In case 2, 

we had more variables. A lot of these variables (e.g., CH2 and CH2(s)) have the dual effect 

of driving down the time step and the spatial resolution. Thus, this problem presented a 

greater opportunity for speed up. The  time savings realized show that the PC-transport 

approach is especially promising for complex fuels with stiff mechanisms and resolution-

demanding problems – if, of course, these species can be eliminated before reducing to 

PCs. The ratio of number of species to the number of PCs for case 1 (16 species), case 2 

(30 species) and the n-heptane case (58 species) is shown in fig. 3.44. Generally, the 

amount of saving due to the number of variables transported increases with mechanism 

size. 
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Figure 3.44 Savings in the number of transported variables for different mechanism sizes. 

The second case is expected to be more complicated and therefore more difficult, as in 

the first all the species diffuse at the same rate, and consequently, we expect a narrower 

composition space. For the second, the different speeds in diffusion may lead us into 

territories uncharted by case 1. Furthermore, for case 2, we have a more complex 

mechanism, because C2 species which are missing from case 1 are present. A result of 

having different diffusivities is that species are not as correlated as they would be if they 

all had the same diffusion coefficients. This is seen in the profiles of CO and H2, for case 1 

and case 2. We see that in case 1, the profiles look similar; the peaks occur at similar 

positions and they also have similar widths.  In case 2, H2 has a much higher diffusion, 

therefore it has a much broader profile. We can say that it is easier to “guess” what the 

profile of H2 looks like, given the profile of CO for case 1. However, for case 2, this is not 
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the case. The shapes may be the same, but the way the two species respond to stretching 

and flame curvatures are different. This is true for all the species to some degree, since 

they have different diffusion coefficients. This shows itself the selected variables for PCA. 

In the first case, the chosen species for PCA are temperature, H2, CO, and the main 

products and reactants. However, it was discovered that for the case with mixture-

averaged diffusion coefficients, in order to obtain accurate ANNs for the PCs, we needed 

to add a radical. In case 1, the PCA-ANN framework is able to work reasonably well 

without the radicals, as it can “guess” or imply what these radicals should be from the 

species we have included. In case 2, this is more difficult. Thus, we included an additional 

variable, O. The inclusion of O is sufficient, as O is strongly correlated with other key 

radicals OH and H, and the PCA-ANN framework is able to accurately “guess” other 

variables not included. 

It is also seen that we needed more principal components in order to accurately define 

our system for case 2. The reason is similar to what has been previously mentioned. Since 

we have species diffusing are markedly different rates, effective dimension of the 

thermochemical space is higher, as the system explores the composition space more fully 

during the simulation. Thus, in order to capture more of the variation in the space, we 

need more variables. We also see that the flame is broader in general. This is due to the 

presence of H2, which is able to travel farther into the reactants and products. In addition, 

as a consequence of larger mechanism used, we used more neurons to describe the 

source terms of the PCs as a function of the PCs. In case 2, we had about 184 elementary 
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reactions, and many of the species associated with these reactions had been eliminated. 

Therefore, a larger network had to be used to make up for this.  

3.5.2 Time Savings 

Finally, we briefly discuss the computational time saving resulting from the PCs’ 

transport. For case 1, running on 16 processors and integrating solution to 0.6ms, it takes 

approximately 25.65 hours to run when transporting all chemical species, while the PCs 

transport takes approximately 2.31 hours on the same number of processors. Thus, 

transporting PCs runs about 11 times faster. This can be attributed to the sources 

discussed earlier: less variables transported (7 instead of 19), 2 times larger time step, 

and a grid which is 1.6 times coarser in both x and y direction (2.56 times in savings) for 

PCs’ transport.  

For case 2, running in parallel using MPI on 16 CPUs (primarily dual-core Xeon 

processors) and integrating the solutions to 0.3ms, it takes approximately 53.6 hours for 

case 2A, 0.39 hours for case 2B and a comparable time for the 3D PC transport case 2D to 

case 2A. We recognize that the computational saving can depend on various parameters, 

including in particular the CPU speed and configuration within compute nodes and the 

types of optimizations carried out on the different elements of the code. Nonetheless, we 

have found that transporting PCs is more than 100 times faster than transporting 

thermochemical scalars in 2D, thus, enabling the 3D DNS for the problem considered. The 

computational saving can be attributed to the sources discussed earlier: a lower number 

of transported variables transported (9 vs. 34 in 2D), 8 times larger time step, and a 



 

116 
 

coarser grid in both x and y directions (4 times in savings) for PCs’ transport. Additional 

potential saving can be attributed to the tabulation procedure adopted here for 

determining diffusion coefficients and chemical source terms in contrast to their explicit 

evaluations in case 2A. For case 2D, the presence of flame wrinkling in the third direction 

sets slightly more stringent spatial resolution requirements; and 160 grid points are used 

instead of 128.  

While it was impossible to run a simulation using thermochemical scalars in 3D, we can 

obtain an estimate by projecting the domain in the third Cartesian direction. If a 

conservative estimate is used (i.e., assuming that the resolution requirements as well as 

time step remain the same), a projection that it will take about 1 year and 7 months 

(13,722 hours) to complete a 3D simulations is made. This is not likely to be the case, 

however, because since we have a third direction, our effective resolution larger than in 

the 2D case. In this case, the effective resolution will be the diagonal in the coordinate 

system based on 3 directions, as opposed to 2 directions (for 2D). Also, as seen in the PC-

transport case a smaller time step may be needed to account for the smaller resolution 

used. However, the changes in time step may be impossible to approximate a priori, but 

if the changes in grid resolution due to the third dimension is accounted for, the new 

resolution may have to be as small as 313×313×313, making the simulation time about 2 

years and 11 months (25,210 hours) using the same resources used in this study. This of 

course, is not taking into consideration the likely decrease in allowable time step. Also, 

there may be a further reduction in speed due to memory issues. The memory associated 
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with the 2D runs may not lead to any appreciable difference in speed for PC-transport 

and thermochemical-transport, because the memory used will be typically well-below 

the allotted memory to the computing nodes. However, for larger, 3D problems, the 

savings in memory for the PC-transport approach may lead to additional savings in 

computational time.  

In conclusion, while the PC-transport approach has obvious advantages for 2D 

simulations of relatively simple fuels, this approach has a more promising prospect in 3D 

simulations involving more complex mechanisms and can find a niche in such 

applications. 
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 Application of Machine 
Learning to the Tabulated Flamelet 
Model 

Non-premixed combustion finds application in many areas, including compression 

ignition engines and propulsion. However, as with its premixed counterpart, simulations 

involve finding the solution of a large thermochemical vector and a wide range of scales 

involved in space and time. Thus, direct numerical simulation, which involves the 

solution of the full thermochemical state space and the resolution of all spatial and 

temporal scales, has been limited in its application to relatively small problems compared 

to large-scale, practical combustors. 

Recent studies have shown that for more complex hydrocarbons, turbulence-chemistry 

interactions (TCI) play an important role in flame stabilization and the formation of 

pollutants for low temperature, high pressure conditions, which is a promising area for 

future engine technologies [46-49].  Therefore, In order to make CFD simulations more 

predictive, a major development over the past decades has been the development of 

RANS and LES models to account for turbulence-chemistry interactions. One class of 

models that has been successfully applied to mitigate the prohibitive cost of turbulent 

combustion is the use of the well-known flamelet approach [9]. This approach involves 

the transformation of transport equations from physical space into composition space. 
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In a non-premixed combustion, this space has been characterized by the mixture fraction, 

which measures the extent of mixing between oxidizer and fuel. Capturing additional 

effects of turbulence, transient effects, such as ignition, and evolving pressures, such as 

in internal combustion engines, may involve additional parameters such as scalar 

dissipation rates, progress variables and pressures. Nonetheless, a transformation into 

composition space of the thermochemical scalars solutions can be advantageous if the 

basic flamelet assumptions apply. First, the decoupling between fluid flow and chemistry 

reduces the stiffness of the system. The fluid flow can be solved with larger time-steps 

followed by the solution of chemistry in mixture fraction space with a much smaller time-

step in the flamelet space. Second, large chemistry mechanisms can now be used because 

of the decoupling of chemistry and fluid dynamics. 

The effect of turbulence-chemistry interactions (TCI) on scalar statistics can be included 

by using a presumed PDF shape for scalar statistics. In practical engine applications, 

capturing these effects along with the contributions of an evolving pressure field and 

transient chemistry provides additional challenges. Representative Interactive Flamelet 

(RIF) and the Eulerian Particle Flamelet Model are two examples of flamelet-based 

models that address these additional challenges. 

RIF can be solved in situ with the simulations to capture the temporally evolving 

dissipation rate field. These models have been used extensively to model non-premixed 

combustion for a range of fuels and applications [32,50-55]. Representative flamelets, 

however, can lead to errors in applications involving large spatial and temporal 
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variations in scalar dissipation rates. As a result, the Eulerian Particle Flamelet Model 

was proposed where multiple representative flamelets are solved [32]. The model 

enables capturing TCI as well as history effects in flamelets. However, the online solution 

of multiple flamelets and presumed PDF integration at each cell increases the 

computational cost of such modeling approaches for cases with large cell counts. As a 

result, use of this approach with LES type of turbulence models and large cell counts is 

limited.  

A priori flamelet tabulation potentially offers a cost-effective strategy since the flamelet 

solutions are computed outside the CFD simulations. Typically, look-up tables as a 

function of a low-dimensional vector are stored in memory during CFD simulations and 

interpolations are performed to obtain the species or reaction rates at a given point in 

space and time. This approach has been used extensively to model premixed and non-

premixed combustion for a large number of applications. These include diesel engines, 

gas turbines, scramjet combustors, furnace burners. In non-premixed combustion, 

methods with progress variables as an additional parameter were developed to replace 

the online solution of flamelets and the presumed PDF integration, by replacing the 

flamelet solver with a tabulated flamelet model (TFM) [52,56-60] and account for 

unsteady effects. However, including the progress variable is not the only way to capture 

unsteady effects. Recently, Ameen et al. [57] demonstrated a novel method of tabulating 

unsteady flamelets without using progress variables. This approach has been validated 

over a range of engine operating conditions, applications and fuels [57,58,61,62]. 
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Nonetheless and regardless of the choice of parameters, these parameters in the flamelet 

equations can be discretized and solved independently and assembled as a multi-

dimensional manifold.  

4.1 Methodology 

 
The  solution of the unsteady equations  for a constant pressure and scalar dissipation 

rate yields the species mass fractions as function of Z for a given dissipation rate. A set of 

flamelet equations can now be solved for different scalar dissipation rates and a lower 

dimensional manifold can now be generated such that the species mass fractions Yi and 

temperature are functions of 𝜒𝜒𝑠𝑠𝑠𝑠  and Z. Using a presumed PDF approach, the 2D manifold 

can be transformed to a 3D manifold where the species mass fractions and temperature 

are functions of Z, Zv, the mixture fraction variance and 𝜒𝜒𝑠𝑠𝑠𝑠 . Such 3D manifolds can be 

used to model steady flames at constant pressures like gas turbines combustors. The 

transient physics, however, play an important role in many applications like diesel 

engines. This unsteady term can be retained and expressed as another dimension i.e. 

progress variable to represent unsteady tabulated flamelets where the species are 

functions of 4 variables [52,56,63,64]. The progress variable approach can also be 

extended to steady flamelets where the progress variable and scalar dissipation rate 

dimensions are collapsed into one [65].  
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Typically 4-dimensional manifolds are used for unsteady flamelet libraries for constant 

pressure flames. In some studies, engine simulations with 5-dimensional manifolds have 

been carried out where pressure is included as an additional dimension [59,66,67]. These 

studies highlight the need for higher dimensional flamelet manifolds for certain 

applications. Also, a careful selection of resolution within the manifold dimensions is 

important to capture the transient evolution of species and two-stage heat release 

phenomena for large hydrocarbon fuels. However, the use of look-up tables has some 

disadvantages, which limits the dimensionality and resolution of flamelet libraries. First, 

the use of lookup table is memory intensive. The second disadvantage is what has been 

frequently referred to as the “curse of dimensionality”: computational requirements 

increase exponentially as the dimensionality of the table increases. This limits the size of 

the flamelet table dimension as well as the resolution of the flamelet manifold.  

Artificial neural networks (ANNs) represent a complementary strategy to the standard 

multi-dimensional tabulation procedures. ANNs have been applied to the flamelet model 

in another study, where Ihme et al. [15] generated an ANN using a three-dimensional 

manifold based on the steady flamelet equations. This ANN was then used to model a 

quasi-steady gas jet flame using a flamelet progress variable model where the ANN was 

used in place of the look-up table. However, in this case, computational savings in 

memory are achieved at the expense of speed, as the speed was between 2 to 6 times 

slower depending on the table resolution used. Moreover, this case involved a steady 

flame using methane as fuel. Application of ANNs towards higher dimensional manifolds 
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with unsteady flamelets involving complex low temperature chemistry and temporally 

evolving spray flames have not been carried out. Also, the impact of ANNs on 

performance with change in dimensionality of manifolds has not been reported in 

previous literature. 

In this work a computationally efficient ANN-based high-dimensional flamelet tabulation 

is developed and validated. One goal is to reduce the memory footprint of such multi-

dimensional tabulated combustion models and thus increase the operating limit within 

the available hardware resources. The high-dimensional ANN-based tabulation approach 

is validated using two engine relevant configurations and implemented for RANS and 

LES. The first configuration is based on the Engine Combustion Network [68] (ECN) 

Spray A flame using a 4-dimensional flamelet table and a complex mechanism based on 

n-dodecane. The second configuration is based on an open cycle engine combustion using 

a 5-dimensional flamelet table and a detailed mechanism for methyl decanoate, a 

biodiesel surrogate. Strategies for improving the performance of the ANN-based 

tabulation and its computational efficiencies are developed to make the approach viable 

for the incorporation of complex fuel chemistry effects in RANS and LES simulations. The 

results from the CFD model are compared to the measurements from the optical engine 

to validate the approach for the 5 dimensional case. 
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4.2 Computational Setup 

4.2.1 4D Spray A Simulations 

The computational study is carried out using CONVERGE [69] and computational 

parameters are set-up according to ECN Spray A [68] experimental set-up. The in-house 

flame code and ANN retrieval algorithms are compiled with the Converge CFD solver. In 

Spray A, an n-dodecane spray is injected into the combustion vessel and subsequently, 

spray break-up, evaporation, mixing and ignition occurs. In this study, the injection 

pressure and duration are 150 MPa and 1.5ms respectively, while the initial mixture 

composition in domain is 15% oxygen to simulate the effect of EGR. The experimental 

Spray A conditions used are shown in table 4.1 below.  

In these simulations, the domain has a base grid size of 4 mm and 1mm for the RANS and 

LES cases respectively, with fixed embedding at the nozzle region to account for the sharp 

gradients which occur when the spray is injected; and the mesh is refined as mixing and 

ignition occurs and gradients are developed. Also, the k-epsilon model and a Dynamic 

structure model is used for the RANS and LES simulations respectively.  An n-dodecane 

103 species mechanism is used for chemical kinetics [70]. The liquid spray and its 

evaporation are modeled using an Eulerian-Lagrangian method assuming an interfacial 

approach. It should be noted that justification for the grid size used and the validity of the 

spray model used have been the subject of previous studies [51,71-73]. The grid 

resolution studies looked at the effect of grid sizes and other parameters on spray 
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breakup as well as combustion. The summary of the computational set-up is shown in 

table 4.3. The TFM approach has been extensively validated in previous studies with 

RANS as well as LES and multiple realizations for spray flames [57,58,61,62]. 

Table 4.1  ECN Spray A experimental conditions. 
Parameter Quantity 

Fuel n-dodecane 

Nozzle outlet diameter 0.09mm 

Discharge coefficient 0.86 

Fuel injection pressure 150MPa 

Fuel temperature 363K 

Injection duration 1.5ms 

Ambient temperature 800-1100K 

Ambient gas density 22.8kg/m3 

Ambient O2 concentration 15% 

 

The computational domain consists 3 dimensional vessel, as shown in fig. 4.1. The “wall” 

boundary condition in CONVERGE is used for all the walls. The types of wall boundary 

conditions used for the different variables is shown in table 4.2.  
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Figure 4.1 Spray A computational domain. 

Table 4.2  Boundary conditions for Spray A 
Scalar quantity  Boundary condition 

Velocity  Law of wall 

Pressure  Neumann 

Temperature  Law of wall 

Species  Neumann 

Passive scalar (Z)  Neumann 

Turbulent kinetic energy  Neumann 

Turbulent dissipation  Dirichlet  
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The temperature law of wall used for the simulations is the Amsden [74] model given by,  
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In the above equation, Pr is the Prandtl number, T is the temperature, µt is the sheer 

speed, k is the molecular conductivity and κ is the Von Karman constant. B is a constant 

obtained from the value of y+. The subscripts “t”, “m” and “w” refer turbulent, molecular 

and wall conditions respectively. The Neumann and Dirichlet boundary conditions 

involve specifying the derivative and scalar value of a given variable at the wall, 

respectively. In the cases where these boundary conditions are used, the gradients and 

values at the wall are set to zero. 

The transient integrations is performed using point-wise successive over-relaxation 

algorithm (SOR) algorithm for all quantities. In this scheme, the system Ax = b  is solved 

using a relaxation factor, ω, via the following iterative scheme: 
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The relaxation factor used for the energy, momentum and continuity equation are 1.0, 

while a relaxation factor of 0.7 has been used for turbulent dissipation and the turbulent 

kinetic energy equations. For this simulations, a variable time step that is calculated 

internally in CONVERGE has been used. For each solution step, the time step is chosen so 

as to stay below the user-specified Courant-Friedrichs-Lewy [75] (CFL) numbers, which 

provide an estimate of the number of cells through which a quantity will move in a single 

time step. There are also considerations from other user-imposed time step restrictions 

from submodels. The coupling of pressure and velocity is modelled using a modified 

Pressure Implicit with Splitting of Operators (PISO) algorithm [76]. CONVERGE 

implements this algorithm by starting with a predictor step which involves solving the 

momentum equation. Based on this solution, the pressure equation is derived and solved, 

after which a corrector is applied to the momentum equation. The momentum equation 

is then solved again, and so on. This leads to an iterative process which continues until 

the desired accuracy is achieved. In the current simulations, the maximum number of 

iterations and tolerance have been set to 9 and 0.001 respectively. 
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Table 4.3  Computational set up for LES and RANS simulations 
Dimensionality and type of grid 3D, with Adaptive Mesh Refinement 

Spatial discretization approach 2nd order finite volume 

Smallest and largest 
characteristic grid sizes 

Base grid size: 1 mm 
Finest grid size: 0.0625 mm 

Gradient based AMR on velocity and 
temperature fields 

Fixed embedding in the near nozzle region: 
0.0625 mm 

Cell count 22 million at 1ms 

Turbulence and scalar 
transport models 

RANS: k-epsilon model; LES Dynamic structure 
model 

Combustion models TFM 

Number of flamelets 20 

Time discretization scheme PISO (Pressure Implicit with Splitting of 
Operators) 

 

4.2.2 5D Compression ignition Engine Simulations 

The LES model is also extended to model an open cycle optical engine to validate the ANN 

approach for a higher dimensional manifold and different fuel. The details about these 

engine experiments and setup are discussed in [77]. These optical engine experiments 

study the formation of pollutants at different engine operating conditions with methyl 

decanoate (C11H22O2) as a fuel under an operating mode termed as leaner-lifted flame 

combustion (LLFC). Methyl decanoate is used as a surrogate fuel for biodiesels. Optical 

access to the combustion chamber enables OH chemiluminescense imaging and 
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measurement of flame liftoff under engine conditions. The fuel is injected in a single 

injection through a CAT CR 350, 2-hole injector with an included spray angle of 140° and 

an orifice diameter of 110μm. The effect of EGR is simulated by varying the oxygen and 

nitrogen concentration within the cylinder. The 16% ambient oxygen condition with an 

injection pressure of 180 MPa is modeled in this study. In addition to the boundary 

conditions specified for the Spray A case, this case involves a moving boundary for the 

piston. In order to account for boundary motion, while solving for cells in the moving 

boundary, CONVERGE applies the velocity as the boundary condition. Subsequently, the 

geometry is changed to account for the motion of the wall. 

 The computational domain consists of the intake and exhaust plenums, intake manifold, 

exhaust manifold and the in-cylinder region along with the intake and exhaust valves. 

Previous validation studies [61] where carried out with a coarse RANS mesh using the 

TFM approach with a reduced 115 species mechanism and a 5D manifold with 2 pressure 

levels. In this study, LES with 90μm grids are employed. The turbulence and spray models 

are similar to the setup described in the previous section for the constant volume sprays. 

A detailed mechanism of methyl decanoate with 3299 species and 10804 reactions [78] 

is used to generate the 5-dimensional flamelet libraries. The flamelet equations are 

solved using a modified LSODES sparse solver framework [79]. This ODE solver is 

coupled with an analytical Jacobian to speed up the calculations. This Jacobian enables a 

speedup of almost 3 orders of magnitude compared to the traditional numerical 

Jacobians for mechanisms with more than 103 species. In these manifolds, pressure is 



 

131 
 

added as a 5th dimension with 9 different pressure levels. The 5-dimensional manifold is 

then used to train the ANN. It must be noted that the same ANN structure is employed for 

both the 4 and 5-dimensional manifolds, because this demonstrates that the methods 

used in this study can be easily extended to other cases. The details and operating 

conditions are summarized in table 4.4. 

Table 4.4  Optical Engine Setup 
Parameterameters Valueon 
Displacement 1.72 L 
Compression ratio 12.3:1 
Bore 125 mm 

Stroke 140 mm 

Speed 1500 RPM 

Fuel methyl decanoate (C11H22O2) 

Chemistry Mechanism 3299 species, 10804 
reactions 

Flamelet manifold 5D - (P, 𝜒𝜒,t, 𝑍𝑍"2� ,𝑍𝑍�) 
Min. grid size 90 μm  
Peak cell count 25 million 
Number of flamelets 80 

Turbulence Model 
RANS – RNG k-epsilon 
LES – Dynamic structure 
model 

Duration of injection 32 CA 
Injection pressure 180 MPa 
Ambient O2 16% 
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4.3 Results and Discussion 

4.3.1 ECN Spray A case 

For the spray A case, two studies are carried out. A crucial step in the proposed tabulation 

procedure involves the optimization of the ANN tabulation. Consequently, the first was 

an a priori study to validate the proposed approach by comparing 0-dimensional plots 

for the TFM-ANN and TFM approaches. Furthermore, the a priori study was necessary in 

order to examine different neural network architectures and optimization strategies. The 

second study was an a posteriori validation. Here, a user-defined function which 

calculates mass fraction as a function of scalar dissipation rate, time, mixture fraction 

variance and mixture fraction was written in the C programming language. Weights are 

exported from MATLAB to the CONVERGE user-defined function; and this function 

replaces the use of interpolation operations during the CFD simulation. 

4.3.1.1 Optimization Strategies 

In this section, we illustrate our strategies to optimize the performance of ANN for TFM 

applications. The a priori ANN training starts from the construction of a multi-

dimensional flamelet manifold using a stand-alone flamelet library code [80]. This code 

generates the species as a function of mixture fraction, mixture fraction variance, scalar 

dissipation rate and time. This table is then exported for neural network training. 

Choosing the number of layers and neurons in each layer is a subjective process in most 

situations. However, it can be argued that there is an optimal number of layers for each 
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algorithm. The initial layer tends to capture broad trends and large scale variation in data, 

while each subsequent layer progressively captures finer detail. Therefore, ideally we 

should use many layers. However, for many optimization algorithms, the optimizer gets 

stuck in local minima  more frequently during training for  increasing layers, and thus 

training has to be restarted a few times to get a training error which is close to the global 

minima. In this case, a trial and error method to find the best neural network architecture 

has been used and is has been found that 4 hidden layers with 9 neurons in each hidden 

layer is adequate to tabulate all the species as a function of the input variables.  

The performance of the network as a function of the number of input layers is shown in 

fig. 4.2, where the performance of different ANN configurations for a test case is 

demonstrated. In the test case, different ANN topologies are applied to flamelet tables 

based on typical diesel engine conditions with an oxidizer temperature of 900 K, ambient 

pressure of 60 bar and 15% O2 concentration. The output layer consists of the mass 

fractions of two species, namely n-dodecane and formaldehyde. The figure shows the 

performance of the test case ANN, using different numbers of hidden layers while 

keeping the number of ANN parameters (weights and biases) constant. The errors 

decrease with an increase in the number of hidden layers. Using more than 3 or 4 hidden 

layers does not significantly improve the error; while using less than 3 layers does not 

present us with an ANN robust enough to capture the relationship between our inputs 

and outputs. While using a larger ANN will increase accuracy – and vice-versa – it is found 

that using 4 hidden layers and 9 neurons in each layer is enough to reach an asymptotic 
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trend. It is worth mentioning that for the chosen network architecture, the network is 

fully saturated. This means that all the weights and biases are being fully utilized, and the 

network is able to use additional weights to improve the training fit without overfitting 

the data. This means that adding more neurons to each layer will improve the 

performance of the network; but in this case the size of the network is not increased 

because good fits are obtained with this network size. 

 
Figure 4.2 Training errors for the 4D table vs.  the number of layers in the ANN. 

All the species mass fractions in the manifold are normalized between -1 to 1 before 

being trained. Since the hyperbolic tangent transfer function will always give an output 

that ranges between -1 and 1, it is expedient to have all the output in that order of 
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magnitude. In the first test case, a total of 24 neural networks are trained, with each 

network trained individually for the prediction of each specie. Figure 4.3 shows the 

regression plots for some selected species. The figure shows a regression plot with the 

ANN prediction on the y-axis and the table output on the x axis. In a perfect ANN training 

scenario, all the dots will lie directly on the diagonal with no scatter, because the ANN 

would perfectly predict the entries in the flamelet table. In this case, while there is some 

scatter, the plots still look reasonable. However, it is found that the ANNs are slow 

compared to the use of look-up tables, as shown later.  Overall this approach is 

computationally more expensive than TFM during retrieval. 

 
Figure 4.3 Regression plot of selected species for the case where each specie has a unique ANN. 
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It has been mentioned in Chapter 1, that a major advantage of ANNs over other machine 

learning methods is that they can be used to train multiple outputs. In order to exploit 

this advantage, we train all the species using a single ANN. In this case (referred to as 

TFM-ANN 1) the network has 4 inputs and 24 outputs, each output corresponding to a 

specie. In this neural network architecture, layers 1-3 share the same weights, but each 

specie has its own unique weights and biases at the output layer. This network is 

expected to be faster, since a single network outputs all the species, and the only 

additional cost difference between such a network and the network for a single chemical 

scalar is the output layer. The results of this, shown in fig. 4.4, cast doubts on the efficacy 

of such a method. The figure shows a lot of scatter. This is because the ANN tries to 

identify patterns in the data and train accordingly; but the species in the output layer 

vary differently in response to the inputs. Each specie has a different timescale as well as 

evolution behavior within the manifold being considered. Some are like progress 

variables which get created or depleted during the main ignition, others are radicals 

associated with spontaneous heat release, while others are intermediates associated 

with the initial fuel break-down, and so on. This approach, by using the same set of 

weights and biases in the first three layers, takes for granted that the same function – bar 

the output layer – can be used to approximate the species. This is certainly not the case. 
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Figure 4.4 Regression plot for the case where a single ANN is used to predict the mass fractions 

of all the species 

A more physics-based and logically consistent approach will be to use similar functions 

for similar species and different functions for dissimilar species. Thus, we attempt a 

middle-ground between the expensive single-ANN-for-each, and the one-size-fits-all 

approach of one ANN to fit all species. A stand-alone code is developed to group the 

correlated species based on the multi-dimensional manifold. The correlation coefficient 

matrix based on the Pearson correlation coefficient [81] is computed for the species 

vector, and species that are correlated are placed into the same group. The linear 

correlation coefficient, C, between two variables, X and Y, is given by, 
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where µ is the mean, σ is the standard deviation, and N is the number of observations.  

The time taken to simulate 200,000 retrieval operations from an ANN as a function of the 

number of groups is shown in fig. 4.5. In the figure, one group implies that all species are 

grouped and trained into a single ANN. We can observe a linear relationship. Using one 

ANN for each specie is about 24 times slower than using a single ANN for all. It, therefore, 

appears to be a trade-off between speed of execution and accuracy of predictions. In this 

current work, 6 groups of species are used, because this has been found to be an optimum 

position where speed and accuracy are reasonably balanced. 

 
Figure 4.5 Time taken to retrieve the mass fractions of all 24 species as a function of the number 

of groups 



 

139 
 

The process of grouping the species involves the following steps: 

1. The correlation matrix for the species is constructed. Since we have 24 species, 

this results in a 24 × 24 matrix. 

2. Some important species which have higher mass fractions are manually 

selected out and put into groups. In group 1, we have the main products, CO2 

and H2O, while the second group contains the fuel and oxygen and nitrogen. 

3. For the remaining groups, we randomly select species which act as “group” 

leaders. After this selection, the remaining species are progressively added to 

each group. For each ungrouped specie k, an affinity function for each group j 

with M species, is defined by, 

 ,max , ,
1

M

j k k k i
i

C Cϑ
=

=∏   (4.5) 

The specie is added to the group j for which jϑ is maximum, ,maxjϑ . This process 

is repeated on all non-grouped species until each specie is in a group.  

4. Check if the minimum entry in the correlation matrix of each group meets a 

minimum threshold value, λ. If it does, end the program, else, repeat step 3. 

A flowchart describing the algorithm involved in grouping the species is shown 

in fig. 4.6. 
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Figure 4.6 Flowchart demonstrating the algorithm used for grouping the species based on the 

matric of correlation coefficients. 

A color map showing the absolute correlation coefficient between the 24 variables is 

shown in fig. 4.7. In this map, all the diagonals are equal to 1, because each scalar’s should 
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be perfectly correlated with itself, while species which bear little resemblance should be 

close to zero. Negative signs are ignored because it is of little significance if the species 

are negatively or positively correlated. If the magnitude of the correlated between such 

variables are still close to 1 in spite of  being negatively correlated (e.g., fuel and oxidizer), 

a single ANN can still be used to fit these species, because all that is required is for the 

functions to be inverted at the output layer. From the figure, we get an idea as to the 

difficulty in fitting all the species with one ANN. We see more deep blue than yellow boxes 

on the plots. In fig. 4.7 the deep blue boxes depict little to no correlation, the light blue to 

light green boxes, average correlation, while the light or deep yellow boxes represent 

excellent correlation. The idea of grouping the species is to eliminate the deep blue boxes, 

by putting species which have deep to light yellow boxes in the same group. 
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Figure 4.7 Matrix of correlation coefficients for all the species.  

The correlation coefficients for groups 1-6 are shown in figs. 4.8-4.13. The grouping of 

the species with the algorithm described above by and large reduces the independence 

between the species which share ANNs. While some light blue boxes appear in some 

groups, they are the exception, not the rule. Also, some species (e.g., HO2) do not bear any 

strong correlation to any other species, hence, despite being placed in the best possible 

group, some light blue boxes still show up for these chemical scalars. In this way, our 
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ANNs are more physically meaningful, as each of the species shown in these figures have 

the same ANN; all these specie share the same layers 1-3 (and therefore have the same 

function for these layers), but have different output layers – so that each specie still 

maintains some unique functions to describe its characteristic behavior. 

 
Figure 4.8 Correlation coefficients for group 1 

 
Figure 4.9 Correlation coefficients for group 2 
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Figure 4.10 Correlation coefficients for group 3 

 
Figure 4.11 Correlation coefficients for group 4 
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Figure 4.12 Correlation coefficients for group 5  

 
Figure 4.13 Correlation coefficients for group 6. 

A further division is made in the scalar dissipation rate manifold. The behavior of the 
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dissipation rates. Therefore, in addition to grouping the species, the scalar dissipation 

rates are divided so that scalar dissipation rates < 15 s-1 have a different ANN from scalar 

dissipation rates > 15 s-1. While it is possible to divide in a wide range of scalar dissipation 

rates (into 10 to 50 range), a trial-and-error process showed this to be a good position to 

divide them. Furthermore, a part of the a priori analysis is to analyze the transfer 

function. To this effect, a stand-alone code which evaluates the function Ω is developed. 

As defined in Chapter 2, the hyperbolic tangent transfer function used involves the 

evaluation of the exponential function.  A priori analysis shows that the evaluation of the 

exponential term contributes significantly to the cost of evaluating the transfer function 

during retrieval. In order to speed up the performance of the ANN, we use an 

approximation exponential function, which can be expressed in terms of a variable x as: 

 ( )
2

exp lim 1 ,
2

n

nn

xx
→∞

 = + 
 

  (4.6) 

where the accuracy of the approximation increases with increasing order, “n.” It is found 

that an approximate exponential term obtained by using a lower order can be used to 

obtain a reasonably accurate solution, and that the benefit of this speed-up using this 

approximation far out-weighs the loss in accuracy. This is shown in fig. 4.14, where it can 

be seen that the ANN retrieval time is cut in approximately half while preserving 

accuracy, for n = 9. 
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Figure 4.14 (a) accuracy and (b) time savings associated with using an approximation in the 

stead of the exact exponential function.  

4.3.1.2 A priori validation study 

Here, 0-dimensional plots which are obtained before exporting our ANNs to the 3D solver 

will be shown.  From figs. 4.15-4.23, plots of the ANN predictions are compared to the 

results from the flamelet table interpolation. As discussed earlier, there are different 

strategies that can be used to build our ANNs. In the figures shown, two methods are 

compared. For the first one (referred to as TFM-ANN 1), we partition our scalar 

dissipation rates into two parts and also used 6 groups of correlated species to improve 

predictions. The second involves the use of one ANN to predict all the species, referred 

to as TFM-ANN 2. In all the plots, the mixture fraction, Z, is evaluated at stoichiometric 

conditions and it is assumed that the variance in mixture fraction is about 1%. While 

there are certainly other positions in the manifold being considered, these slices are 

chosen to show sample demonstrations of the performance of the ANNs. Furthermore, in 

this case, ignition mainly originates at parts of the manifold which are around the 
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stoichiometric value. However, since the flame behaves differently at different scalar 

dissipation rates, we have three different levels of scalar dissipation rates, 1 s-1 (figs. 4.15-

4.17), 10s-1 (figs. 4.18-4.20) and 100s-1(figs. 4.21-4.23). 

 
Figure 4.15 Mass fraction predictions of the main reactants and products for TFM-ANN 1, TFM-

ANN 2, and the flamelet table at a low scalar dissipation rate. 
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Figure 4.16 Mass fraction predictions of the radicals and other main intermediates for TFM-ANN 

1, TFM-ANN 2, and the flamelet table at a low scalar dissipation rate. 
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Figure 4.17 Mass fraction predictions of other intermediates and nitrogen for TFM-ANN 1, TFM-

ANN 2, and the flamelet table at a low scalar dissipation rate. 
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for the pre-ignition zone in the pictures, there are some poorly predicted species. For 

instance, there is an error of over 50% in predicting the peak of C12H26-2. This is because 
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dissipation rates – the profile shown looks like the scalar dissipation rate of 10 s-1. In 

other words, the ANN simply does not rigorously attempt to fit this specie at this scalar 

dissipation rate; it simply assumes that it has a similar trend as other more represented 

levels of scalar dissipation rates. We also see that the progress variables, while properly 

predicted for the pre-ignition conditions for TFM-ANN 1, have some errors for TFM-ANN 

2. Particularly problematic in these cases are the fuel mass fractions and nitrogen, 

because the fuel molecule and nitrogen form a large share of the mass fraction in most 

parts of the domain. The results of the formation of false peaks in these regions for TFM-

ANN 2 pre-ignition can result in non-physical spikes in the heat release rates and in 

temperature, since nitrogen is depleted suddenly while the fuel appears to be suddenly 

increased.  While the errors increase during ignition and after ignition for both cases, the 

TFM-ANN 1 case is much truer quantitatively to peaks in during ignition and stays closer 

to the results from the table post-ignition. It is worth pointing out, however, that the 

prediction of C12H26-2 around and after ignition reaches a state where it appears to 

oscillate around a mean value. In both cases, the ANNs simply ignores the oscillation and 

predicts its behavior as steady state. The addition of more layers may be a useful way to 

prevent this; however, this is a minor specie and its behavior in the a posteriori validation 

step seems to be acceptable. The ignition delay, lift-off length and heat release rate are 

predicted to acceptable levels of accuracy. Furthermore, adding more layers to the ANN 

would lead to more difficulty in avoiding local minima while training.  
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Figure 4.18 Mass fraction predictions the main products and reactants for TFM-ANN 1, TFM-ANN 

2, and the flamelet table at a scalar dissipation rate of 10s-1. 
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Figure 4.19 Mass fraction predictions of the radicals and other main intermediates for TFM-ANN 

1, TFM-ANN 2, and the flamelet table at a scalar dissipation rate of 10s-1. 
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Figure 4.20 Mass fraction predictions of other intermediates and nitrogen for TFM-ANN 1, TFM-

ANN 2, and the flamelet table at a scalar dissipation rate of 10s-1. 

The plots for scalar dissipation rates of 10s-1 are shown in figs. 4.18-4.20. We see that the 
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TFM-ANN 2, with non-physical spikes, as well as an over-prediction in the peaks of a 

number of variables, notably, C12H26-2, C2H4 and HO2. 

 
Figure 4.21 Mass fraction predictions of the main products and reactants for TFM-ANN 1, TFM-

ANN 2, and the flamelet table at a scalar dissipation rate of 100s-1. 
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Figure 4.22 Mass fraction predictions of the radicals and other main intermediates for TFM-ANN 

1, TFM-ANN 2, and the flamelet table at a scalar dissipation rate of 100s-1. 
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Figure 4.23 Mass fraction predictions of other intermediates and nitrogen for TFM-ANN 1, TFM-

ANN 2, and the flamelet table at a scalar dissipation rate of 100s-1. 
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be zero. The decrease in performance for this scalar dissipation rate may also be due to 

the fact that the table used to build the ANN has points clustered at the more important 

lower dissipation rates, and is sparse at higher scalar dissipation rates. Incidentally, this 

works to the favor of ANNs, because the ANNs prioritize the prediction of the more 

dominantly present scalar dissipation rates, over the less represented ranges. 

Nevertheless, while some of the errors may seem like a significant, when scaled against 

the peak mass fractions at other scalar dissipation rates, the error is acceptable. Overall, 

we can say that the ANN performs reasonably well for species with relatively high to 

moderate mass fractions and badly for negligible mass fractions. 

4.3.1.2 A Posteriori Validation 

In the a posteriori validation studies, the ambient temperatures of the vessel are varied 

while keeping other parameters constant. 4-dimensional flamelet libraries are generated 

using the n-dodecane chemistry mechanism for each of these ambient temperature 

conditions. These libraries are then used to train the ANN as described in the previous 

section with the same number of hidden layers and neurons. The TFM model is coupled 

to the data retrieval subroutines and used for the RANS and LES simulations. 
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Figure 4.24 Ignition delay as a function of ambient temperature conditions with LES and RANS 

models using ANNs. 

 
Figure 4.25 Flame liftoff (right) as a function of ambient temperature conditions with LES and 

RANS models using ANNs. 

Figures 4.24-4.25 show the ignition delay and lift-off length for different ambient 

temperatures for both RANS and LES cases, compared to the experimental results. The 
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ANN trained using the 4D manifolds are able to capture the ignition delay in the 800 K to 

1100 K range. The LES model predicts slightly lower ignition delays compared to RANS. 

The difference between the experimental ignition delays and model is higher at the 

ambient temperature of 800K, which is also observed in previous studies. At these low-

temperature conditions, the low-temperature chemistry along with the low-temperature 

heat release play an important role in flame stabilization and autoignition. The results 

indicate that the TFM-ANN approach is able to capture these effects.  The model is also 

able to capture the trends in flame liftoff. The TFM-ANN approach with LES over predicts 

the flame liftoff at higher temperatures and under predicts at the 800K condition. Overall, 

the TFM-ANN approach is able to capture the global trends in autoignition and flame 

liftoff over different conditions.  

Next, we consider transient flame development and cool flame regions. Figure 4.26 

shows the CH2O contour plots from a single LES realization compared to the 

experimental results. It must be noted that the experimental images are based on false 

color scheme and have no quantitative information. These results are then compared to 

the CH2O PLIF data reported by Skeen et al. [82] at the baseline Spray A conditions. CH2O 

is an intermediate specie formed during the low temperature heat release phase i.e. the 

cool flame region. The consumption of CH2O is followed by the formation of high 

temperature species and the main heat release. The formation of CH2O is observed at 

0.19ms in the experiments across the plane of injection.  The formation regions are on 

the periphery of the jets. Similar trends are captured by the LES model with the TFM-
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ANN approach. These high temperature regions are then convected towards the center 

of the jet and the high-concentration regions are now observed over the centerline. These 

regions then get oxidized with the formation of high temperature regions. The 

simulations also show a similar qualitative trend where the high concentration regions 

are along the jet axis. The high concentration regions predicted from the simulations are 

slightly sifted upstream when compared to the experiments. This is due to the fact that 

the liftoff lengths predicted by the simulations are also higher. 
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Figure 4.26 The temporal evolution of the cool flame region i.e. CH2O mass fraction contours 

predicted by theTFM- ANN LES model (center) are compared against the TFM model (right) and 
CH2O PLIF data [82] (left) from a single shot.  

Similar qualitative trends are compared for the high temperature species. Most of the 

validation studies for spray flames are based on the flame liftoff obtained from 

chemiluminescence from excited state OH radicals. However, chemistry mechanisms 

predict ground state OH radicals. In a recent study, Maes et al. [83] reported PLIF data 

from ground state OH for the baseline Spray A conditions averaged over multiple 

injections with false color images. The OH mass fraction obtained from LES simulations 

is averaged over 128 azimuthal planes following the procedure outlined by Ameen et al. 
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[84]. These contour plots are then compared to the qualitative experimental data in fig. 

4.27. The formation of OH is observed near the edges and outer periphery of the jet along 

the edges. A lower concentration is observed in the head region. The simulations are able 

to capture this trend as well as the radial spread of the flame compared to experiments. 

Overall, the ANN generated from the 4D manifolds are able to predict the quantitative 

and qualitative trends observed in the ECN Spray A experiments. The same modeling 

strategy is now tested for a different fuel in engines simulations in the next part of the 

study. 

 
Figure 4.27 The temporal evolution of the OH mass fraction contours predicted by theTFM- ANN 

model (center) are compared against the  TFM model (right) and OH PLIF data [83] (left).  

Figures 4.28-4.33 show the flame structure and contours of the species after ignition for 

different ambient temperatures, Ta, for both LES and RANS simulations. In all cases, as 

expected, the RANS simulations have lower peaks compared to their LES counterparts. 
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This is because LES is able to show account for local and temporal fluctuations in 

momentum in space and time.  

In the figures, we are able to see the expected trends represented in all cases. We see a 

strong correlation between CO (fig. 4.32) and H2 (fig. 4.33), and between CO2 (fig. 4.31) 

and temperature (fig. 4.28). These scalars generally have the very similar profiles, as 

expected, based on the flamelet assumptions. Typically, there is low temperature zone 

close to the nozzle where nothing appears to occur. In this zone, the droplets evaporate 

and vaporized fuel mixes with the surrounding air even as surrounding heat is 

transferred from the hot air, causes the complex fuel molecule to break down into simpler 

molecules. From the figures, we see that the process of heat release (implied from the 

rapid temperature rise) is preceded by the formation of formaldehyde, CH2O (Figure 4.30 

4.30). After formation, the depletion of this specie coincides with a rapid increase in the 

concentration of H2 and CO. Less dramatic, however, is a rise in temperature that 

accompanies the consumption of CH2O. Therefore, for all ambient temperatures for both 

RANS and LES, we see a layer of CH2O, followed by a layer of secondary fuels CO and H2 

and a rapid or slow temperature rise (depending on the ambient temperature) and a 

layer of OH radical at the edge of the layer of temperature rise. 
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Figure 4.28 LES (left column) and RANS (right column) contour plots of temperature on the 

middle y-plane at various ambient temperatures. 
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Figure 4.29 LES (left column) and RANS (right column) contour plots of OH mass fraction on the 

middle y-plane at various ambient temperatures. 
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Figure 4.30 LES (left column) and RANS (right column) contour plots of CH2O mass fraction on 

the middle y-plane at various ambient temperatures. 
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Figure 4.31 LES (left column) and RANS (right column) contour plots of CO2 mass fraction on the 

middle y-plane at various ambient temperatures. 
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Figure 4.32 LES (left column) and RANS (right column) contour plots of CO mass fraction on the 

middle y-plane at various ambient temperatures. 
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Figure 4.33 LES (left column) and RANS (right column) contour plots of H2 mass fraction on the 

middle y-plane at various ambient temperatures. 
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Furthermore, in the figures, we are able to see a progression in the maximum 

temperature as a function of the ambient temperature for both LES and RANS. In all cases, 

the temperature profiles in the post-ignition regions across x-profiles are broader. This 

is primarily due to the layer of CH2O, as shown in fig. 4.30, where we see that it stretches 

farther downstream for Ta = 800K, while for Ta = 1100K, it gets consumed more closer 

to the nozzle. For lower ambient temperatures, the low temperature reactions, which 

involve the breakdown of fuel molecules, are more dominant. Therefore, CH2O forms 

further downstream. Additionally, its build-up and consumption is more gradual, leading 

to a slower temperature rise and formation of H2 – and a lower ignition temperature, and 

as a result, lower concentration of CO2. For higher ambient temperatures, the effects of 

low-temperature chemistry are less important. In these cases, CH2O is quickly produced, 

followed by a wider, more elongated layer of H2. Consequently, the rise in temperature 

occurs in a much longer zone in the domain. The flames are also rounder for lower 

ambient temperatures, compared to the more elongated flames for higher temperatures, 

most likely due to the greater instabilities of spray droplets in the less viscous, lower 

ambient temperatures, and vice versa. 
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4.3.2 Compression Ignition Engine case 

 
Figure 4.34 Pressure trace from the motored engine case compared with the experimental values 

[77]. 

For the IC engine simulation, pressure is added as a 5th dimension to the flamelet table. 

The grouping of species is carried out in a similar process for this mechanism using the 

correlation matrices. The engine simulation setup is similar to the Spray A setup and 

described in the previous section. Initially, non-reacting, open cycle simulations are 

carried out to simulate a motored engine case. The initial conditions in the intake and 

exhaust plenum are obtained from the experiments. The resulting pressure trace is 

compared with the experimental results in fig. 4.34 for the RANS case. It can be observed 

that the motoring simulations are able to match the experimental pressure trace. These 

open cycle simulations are then used to initialize the temperature, pressure and velocity 
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fields for the fired engine conditions. Similarly, For LES, the motoring cases are run using 

the same LES turbulence models as used for the ECN Spray A.  

4.3.2.1 Quantitative results 

The TFM combustion model with 80 flamelets is used to model the fired engine cycle. The 

injection of multiple flamelets sequentially from the SOI is setup similar to the previous 

Spray A cases. The ANNs generated from the 5D manifold are used for this condition. The 

in-cylinder pressures obtained from the ANN are compared against the experimental 

data. The in-cylinder pressure is shown as a function of the engine CA in fig. 4.35. The 

simulations are able to match the observed compression and expansion curves with 

slight over-predictions for the peak pressures. This could also probably be due to 

different uncertainties related to the engine boundary conditions. Both the RANS as well 

as LES simulations show these over-predictions. 
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Figure 4.35 Pressure trace obtained from the RANS and LES simulations compared against 

experimental values [77]. 

  
Figure 4.36 Heat relase rates obtained from the RANS and LES simulations compared against 

experimental values [77]. 
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The heat release rates are then compared to the experimentally observed heat release 

rates in Figure 4.36 4.36. The simulations slightly over-predict the start of combustion 

and the high temperature heat release. However, they are able to capture the overall 

magnitudes of heat release at the later part of the injection. Chemiluminescence signals 

from OH radicals are used in the experiments to report flame liftoff lengths. These liftoff 

lengths are compared against simulation results in fig. 4.37.  

 
Figure 4.37 Flame liftoff from experiments [77] compared against the RANS and LES with the 

TFM-ANN model. 

The temporal evolution of liftoff length from the experiments show a slight decrease and 

then an increase in flame liftoff at higher crank angles as the piston moves away from 

TDC. This trend is different from the ECN Sprays where the flame liftoff reaches a quasi-

steady value after ignition. This trend may be attributed to the varying pressures and 
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resulting change in ignition delay. Nonetheless, the simulations are able to capture this 

trend. The RANS simulations with 0.25 mm minimum grid size, under-predict the flame 

liftoff by approximately 6 mm. However, it is observed that the LES simulations with a 

finer grid resolution predict flame liftoff values closer to those observed from 

experiments. The LES framework with finer grid sizes is able to better capture the mixing 

process leading to a more accurate prediction of the flame liftoff. 

4.3.2.2 Contour Plots 

 
Figure 4.38 Contour plots of temperature (left column) and OH mass fraction (right column) at 

varying crank angle degrees along the plane of the spray. 

In fig. 4.38, we see the contour plots from the RANS simulations for OH and temperature. 

We see that at -4 crank angle degrees, the spray has been injected into the cylinder 
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followed by mixing and a rapid temperature rise at the tip of the spray (with a layer of 

OH at the periphery of the high-temperature layer), already visible by the time the piston 

reaches top dead center. The piston begins to head back down to the bottom dead center, 

as the flame propagates and eventually reaches the cylinder wall and the piston surface. 

The contour plots in fig. 4.39 show the scalars mass fractions corresponding to CH2O and 

OH for LES cases along with temperature and scalar dissipation rate along the spray 

plane at 5 CAD ATDC. The scalar dissipation rates are high in regions close to the liquid 

spray and decay in regions away from the liquid spray due to reduced turbulence levels 

in those regions. The cool flame regions characterized by CH2O formation are observed 

to form in these relatively lower scalar dissipation rate regions with the higher 

concentration regions along the centerline. The oxidation of these species is followed by 

the formation of the high temperature regions and OH radicals. 

 
Figure 4.39 Contour plots of (a) scalar dissipation rate, (b) CH2O mass fractions, (c) OH mass 

fractions and (d) temperature at 5 crank angle degrees after top dead center along the plane of 
the spray. 

(a) (b)

(c) (d)
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The results from the engine simulations demonstrate that the ANNs trained using the 5D 

tables are able to capture the quantitative trends in heat release, in-cylinder pressure and 

flame liftoff accurately for an engine simulation. The methodology used for training the 

4D manifold is directly applicable to a 5D manifold generated for a different fuel and 

chemistry mechanism.  

4.4 Memory Requirements 

 
The goal of replacing the multi-dimensional flamelet manifolds using ANNs is to reduce 

the overall computational memory requirement for CFD codes employing tabulated 

flamelet type of models. In this section, the memory consumed on the RAM for the LES 

Spray A cases are compared for the 2 models: TFM-ANN and TFM approach with the 

multi-dimensional lookup table. The first comparison shows the memory occupied per 

processor for the LES of Spray A with a 0.0625 mm minimum grid size mesh. The memory 

occupied increases with time as a result of the adaptive meshing. As the jet penetrates 

into the domain the velocity and temperature gradients lead to the addition of more cells 

into the domain thus increasing the cell count and memory consumed by the code. The 

implementation of the ANN is shown to reduce the memory consumption by a fixed 

amount which is proportional to the 4D table size as shown in fig. 4.40. In terms of 

computation time, the implementation of this approach also showed an 8% speedup over 

the look-up table. 
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Figure 4.40 Memory (RAM) consumed per processor as a function of the simulation time for the 

Spray A LES case with TFM and TFM-ANN approach and a 4D manifold. 

For the engines case, running the 5D manifold with 9 pressure levels with LES within the 

TFM framework is not feasible even with the extensive computing resources available to 

us. Hence, the comparisons are carried out for a RANS simulation for the two approaches. 

As expected, the reduction in memory (as shown in fig. 4.41) is significantly higher for 

the 5D manifold. The computational complexity for data retrieval from a N-dimensional 

table with linear interpolation is O(mN). As a result the impact of higher dimensional 

manifolds on computational speeds is higher. For the 5D case, in terms of computational 

speed, a significant speed up of 37% is observed compared to the look-up table.  
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Figure 4.41 Memory (RAM) consumed per processor as a function of the simulation time for the 

engines case with TFM and TFM-ANN approach and a 5D manifold. 
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 Conclusion and Future 
Work 

5.1 Summary 

In the work, the applications of machine learning to the simulation of turbulent reacting 

flows has been presented. The potential of computer learning to significantly reduce the 

computational costs of combustion simulation has been demonstrated, using two 

different types of problem. The first problem involved applying manifold reduction to 

direct numerical simulations, because of the large number of species, as well as a stiff 

system of variables. The use of principal components analysis was validated using two a 

posteriori studies, each a different degrees of complexity. The transport of PCs in a 

problem which uses Lewis number diffusion coefficients showed that the PCs are able to 

reproduce flame features and predict the mass fractions of the species with minimal 

errors. The transport of PCs in a mixture –averaged diffusion framework also showed 

very promising results. In this case, more PCs are needed to represent the composition 

space. The importance of using multiple snapshots in time, so as to properly capture all 

the zones in the composition space is also highlighted by running a problem using an 

initial 1D flame snapshot. Without reconstructing PCs, the multi-snapshot PCs are based 

on a 2D flame solution are extended to a 3D problem. While a corresponding 3D problem 

based on thermochemical scalars could not be run, the 3D flame exhibited reasonable 
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flame behavior and showed expected features. In terms of time savings, the savings using 

the mixture-averaged problem is more significant than the simpler Lewis diffusion case 

(with savings that are about 100 times for mixture-averaged vs 11 times for Lewis 

diffusion). While a 3D simulation is not run due constraints in computational resources, 

we estimate that a 3D simulation using thermochemical scalars may take about 2 and half 

years or more of dedicated computing resources with the same resources used with PC 

transport in 3D. Thus, the use of the PC-transport approach is a promising tool in 

mitigating the prohibitive computational costs of turbulent combustion, especially for 3D 

problems and complex fuels. 

The second study applied machine learning to an existing model, namely, the tabulated 

flamelet model. The ANN was investigated with respect to a number of network 

parameters with two main goals: to reduce training errors and to achieve reasonable 

computational speeds during the retrieval process. While it has the potential to greatly 

reduce memory requirements by eliminating the use of large multidimensional tables, 

the conventional use of separate ANNs adds to the simulation time. In order to match or 

improve simulation times, various optimization techniques are applied to the ANN 

training, including developing a code which semi-automatically groups correlated 

species in to the same groups.  While it is possible to use one ANN for all the chemical 

scalars to save computational resources, the a priori study shows that the grouping of 

species is important in order obtaining accurate descriptions of the mass fractions from 

the ANNs. The algorithm is used to train 4D flamelet libraries across a range of conditions. 
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Subsequently, the ANN is coupled with the TFM combustion model to replace the multi-

dimensional manifold and multi-dimensional interpolation.  The a posteriori validation 

shows that use of ANNs is able to reproduce important flame behavior over a range of 

ambient temperatures, for both RANS and LES simulations. The ignition delay and lift-off 

lengths are also reasonably predicted, as compared to experiments. Moreover, 

comparison with recent qualitative experimental PLIF data shows that the ANN is able to 

predict the two step ignition process and cool flame regions followed by formation of 

high temperature regions in the flame. This approach was directly extended to a 

compression ignition engine case with pressure as an added dimension in the manifold 

using a detailed chemistry mechanism with 3299 species and a LES framework with 25 

million cells. Overall the results showed savings in memory, comparable simulation times 

for the 4D cases, and a 37% speed up for the 5D compression ignition case. The resulting 

framework and improvements have enabled the implementation of detailed chemistry 

mechanisms with LES turbulence models for engine simulations for the first time. 

Therefore, while the use of ANNs is definitely beneficial for the flamelet model generally, 

the greatest advantage this approach offers may lie in it enabling us to apply the flamelet 

model to higher dimensional tables – dimensions which are impractical with the 

conventional table-storage approach.  

In general the study shows that high fidelity multi-dimensional flamelet manifolds 

involving low temperature chemistry can be reduced by training Artificial Neural 

Networks in a generic framework, which can be extended to other problems with 
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different fuel chemistries, operating conditions and manifolds’ dimensions. The 

approach has been validated with the TFM approach but can be directly extended to 

other tabulated flamelet models like FGM, FPV and UFPV with multi-dimensional 

libraries. The latest high performance computing hardware architectures, which include 

GPUs, are characterized by lower memory per core in order to reduce power 

consumption. The use of ANNs can significantly reduce memory requirements in CFD 

codes and improve computational speeds which implies that higher dimensional 

manifolds can now be incorporated within combustion simulations at relatively lower 

CPU and memory costs. 

5.2 Future Work 

Machine learning in combustion is still relatively under-explored, and there is a lot of 

room for improvement in the current applications. Here, a number of suggestions will be 

offered, specifically as they relate to the topics presented in this work.  

For the transport of principal components, there are a number of areas for developments. 

One area is in the selection of species. Typically, for smaller mechanism, major 

intermediates can be identified based on a researcher’s experience in combustion, along 

with major reactants, products and a radical. However, for more complex fuel molecules, 

there may be significant low-temperature chemistry and a more automated approach 

which takes into account the interdependence of species may be required. One way to do 
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this is to apply methods similar to the directed relation graph method used for 

mechanism reduction, or to use the Jacobian of the chemical system to select species. 

Also, ANNs are only reliable to the extent that they are employed to predict data within 

the composition space that they have been trained in. During the simulation of the PCs, 

there is always the danger that the simulation strays out of the composition space that is 

used to train the ANNs. Therefore, the development of a control mechanism which 

indicates when the ANN is predicting properties out of the composition space will be a 

valuable contribution to the PC-transport approach. This will prevent PCs from giving 

nonphysical or misleading results. There are a number of ways to potentially combat this. 

A parameter which determines the probability of the PCs being out of the composition 

space for a given snapshot in time can be developed. Such a parameter will have to 

include the effects of straining and mixing from the flow field, as well as the simulation 

time. Another possible way is to make use of one-class classification machine learning 

methods. One-class classification is used to identify anomaly or outliers in a dataset (e.g., 

finding abnormal patterns in a tissue for diagnosing cancer). It is usually applied to cases 

expected data values are known, but where is it difficult to generate sufficient samples of 

abnormal data points. For more complicated problems, one-class classifiers can be 

trained to recognize data in the composition space of the data generated, in order to 

diagnose if the position of the solution at a given point in the PCs vector space becomes 

anomalous during the CFD simulation. A corrective algorithm can be used to restore the 
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solution to the nearest known “normal” position in PCs space, and ensure that the PCs 

don’t stray from the composition space. 

Finally, machine learning, when applied to combustion modelling has the disadvantage 

of adding computational time. Data has to be generated first, after which this data is 

exported to the machine learning library for training. In addition to this, for artificial 

neural networks, second-order algorithms which use the Jacobian of the network for 

training, while very effective in minimizing errors, can become very slow for large 

datasets. This additional training time will most likely be insignificant for 3D domains 

with complex fuels, but for smaller problems, they can contribute to the overall time 

taken to run the problem, depending on its size. Therefore, a beneficial addition to this 

work will be development of a parallelizable in situ machine learning (including 

supervised and unsupervised) library that can be integrated with existing chemistry 

solvers for turbulent reacting flow applications. Such a machine learning library will be 

able learn “on-the-fly”, progressively updating its training parameters as the CFD code 

runs, thus enabling it to train huge datasets. In addition to this, such a model will 

eliminate the additional bottle-neck of post-processing data and ANN training.  
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Appendix A Transport Properties 

A.1 Simplified Diffusion Coefficients 

The basic assumption of the Lewis diffusion formulation is that the thermal diffusivity 

for a given specie, k, can be related to its mass diffusivity by a constant number. If this is 

the case, the Lewis number is defined as the ratio of the thermal diffusivity to the mass 

diffusivity as, 

 .k
k p

Le
D c
λ

ρ
=   (A.1) 

In the Pencil-code, the simplified thermal diffusivity is given by [44], 

 
0.7

log .
298p c
Tc Dλ  =  

 
  (A.2) 

In the above equation, cD  is a constant and is equal to 2.58×10-4. From Eq. (A.1) and 

(A.2), the diffusion coefficients for the case where we have unity Lewis coefficients is 

given by 
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ρ

−×  =  
 

  (A.3) 

A.2 Mixture-averaged Transport Properties 

Here, we describe the transport properties as implemented in the CHEMKIN Library [43] 

and Pencil-code [29]. The individual viscosity of specie k is given by the expression [85], 
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k B
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In the above equation, 2
kσ  is the square of the Lennard-Jones collision diameter, km is the 

molecular mass, while Bk  is the Boltzmann constant and 
*(2,2)Ω is the collision integral 

which is given by [85,86], 
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In addition, the collision integral, 
*(2,2)
,L J k−Ω is given by, 
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The values of the coefficient (2)
ia  are shown in table A.1 as taken from Evlampie [87] and 

Babkovskaia et al. [29]. For a system of N species, the mixture viscosity is made up of a 

contribution from the single component viscosities by [88,89], 
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where, 
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Table A.1  Collision integral coefficients (1)
ia  and (2)

ia [29,87]. 

i  (1)
ia  (2)

ia  

0  6.96945701 × 10−1 6.33225679 × 10−1 

1  3.39628861 × 10−1 3.14473541 × 10−1 

2  1.32575555 × 10−2 1.78229325 × 10−2 

3  − 3.41509659 × 10−2 −3.99489493 × 10−2 

4  7.71359429 × 10−3 8.98483088 × 10−3 

5  6.16106168 × 10−4 7.00167217 × 10−4 

6  −3.27101257 × 10−4 −3.82733808 × 10−4 

7  2.51567029 × 10−5 2.97208112 × 10−5 

 

Likewise, the diffusion coefficient of specie k in the mixture is determined from the binary 

diffusion coefficients. The binary diffusion is given by [85], 

 *

3 3
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In the above equation, jkm is the reduced mass for species j and k, represented by, 
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jkσ is the reduced collision diameter, and the collision integral is given by [90], 
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The values of (1)
ia  are shown in table A.1. The reduced temperature is given by, 

 * ,B
jk

jk

k TT
ε

=   (A.13) 

For the cases where we have two polar or two nonpolar molecules, 

 ( )
*2 * *

,

1 ,
2

.
k

j k
jk B

B B

jk j k

jk j j

k
k k
ε εε

σ σ σ

µ µ µ

  
=   

  

= +

=

  (A.14) 

When we have two nonpolar molecular pairs, the equations are defined as, 
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In the above equations, *
jkµ is the reduced dipole moment and the subscripts “np” and 

“p” refer to nonpolar and polar, respectively.  ξ  is given by, 
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p
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ε
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where *
npα is the reduced polarizability for the nonpolar molecule, given by, 
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*
pµ is given by, 
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Finally, the diffusion coefficient of specie k, is given by [88], 
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In order to prevent the code from becoming unstable when the mixture tends towards a 

single component system, the above equation is rewritten as [43], 
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In addition, the mixture averaged thermal conductivity is obtained from combination 

averaging formula as [91], 
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where, kλ  is made up of translational, rotational and vibrational contributions given by 

[92], 
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