ABSTRACT
CARDONA-RIVERA, ROGELIO ENRIQUE. A Model of Interactive Narrative Affordances. (Under the
direction of R. Michael Young and David L. Roberts).
Interactive narratives are systems that mediate a player’s interaction within a virtual environment
through a narrative framing. They have become increasingly commonplace in educational, training,
and entertainment contexts, but are non-trivial to design and develop. The field of artificial intelligence is poised to greatly impact the development of interactive narratives, due to the possibility of
algorithmically generating game content. This content creation happens on the basis of a designer’s
declarative specification and continues in response to a user’s interaction.
Prior work in the area of procedural interactive narrative content generation has focused on
algorithmically creating believable interactive narrative environments, without regard to how players
will actually act within them. Because a player’s understanding of an unfolding story may be partial or
incorrect, they may consistently act to advance a story that is incompatible with a designer’s intended
narrative experience. Automated content generators therefore face the challenge of generating
content that will prompt the player to act in a way intended by an interactive narrative designer,
independent of the designer’s intervention. To address this automated design challenge effectively,
I argue that content generators must reify the player’s cognition – specifically with regard to their
intent – during the process of generation.
A player’s intent could fluctuate during gameplay as a function of several factors in two broad
categories: (a) structural features of the interactive narrative and (b) the player’s cognitive faculties.
This dissertation introduces a model of interactive narrative affordances, which addresses the problem
of anticipating the effect on the player’s cognitive faculties on the basis of structural features of the
interactive narrative. Interactive narrative affordances are informally defined as opportunities for
action that continue a player’s ongoing story experience. They are linked to a player’s anticipatory
inferencing, which is a key concern within interactive narrative design practice. In this work,
I propose to model the player’s perception of interactive narrative affordances on the basis of
their comprehension and inference-making faculties, linked to an automated planning-based
representation and automated plan recognition-based reasoning paradigm. The representation is
itself useable for procedurally generating an interactive narrative. The model, which I call PERSONA,
thus allows us to address the problem of understanding a generated artifact’s effect on the player in
a principled manner; on the basis of the same representation used to generate it. In this dissertation
I present the model’s theoretical grounding, knowledge representation, reasoning paradigm, and an
evaluation in the context of an interactive narrative adventure game procedurally generated from
the same inputs to the model. I found partial support for my thesis that an intelligent system
can effectively reason about the generation of an interactive narrative and the effect that the

generated narrative artifact will have on the cognitive states of human players on the basis of
the same knowledge representation and reasoning framework. My analysis contextualizes the
partial support in a manner that precludes treating the results as definitive. Instead, this work
serves as the groundwork for a number of inter-related inquiries regarding the relationship between
procedural content generators, cognition, design, and how those three ultimately can predictably
shape gameplay.
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Chapter

1

Introduction
Stories are ubiquitous. While they typically are thought of as artifacts to consume via books or
films, they are also a powerful mechanism to make sense of the world around us (Herman, 2013).
Storytelling holds great promise for society because a narrative framing makes interaction more
compelling; stories make interaction relatable, approachable, and memorable. Stories are thus
increasingly formalized in virtual environments to interactively entertain, educate, and engage
our society in more compelling ways. Interactive narratives, systems that frame interaction via
drama (Riedl and Bulitko, 2013), provide context, motivation, and scaffolding to act in a variety
of settings. Despite widespread adoption, they remain challenging to design and develop for
several reasons. Concretely, the development of interactive narratives faces three key challenges;
development is:
Challenge 1: time-consuming, with developers acknowledging that, although an interactive experience’s development time is a function of its scope, it takes a significant amount of
time to ensure that a high-quality experience is delivered (Blow, 2004; Murphy-Hill
et al., 2014),
Challenge 2: labor-intensive, due to the amount of content that must be authored to realize the
experience that is envisioned by the interactive narrative’s designers (Bruckman, 1990;
Blow, 2004), and
Challenge 3: design-oriented, requiring developers to contend with a series of tradeoffs regarding
player autonomy and narrative coherence (Aylett, 2000) in an enterprise where a user’s
experience is governed by a myriad of conventions, expectations, and heuristics (Nelson, 1995; Norman, 1999; Fernández-Vara, 2009; Ensslin, 2011; Reed, 2017), knowledge
transfer is often tacit (e.g. El-Nasr et al., 2009), and (as noted by Adams, 2013b) experimentation has been unsystematic.

1

These challenges make interactive narrative design and development non-trivial, which is a
problem: because narrative is a significant mode of comprehension of the world around us (Bruner,
1991) and a significant number of Americans now interact with story-based media, both for entertainment (Lenhart et al., 2008a,b; Duggan, 2015) and in many other serious contexts (Marsella
et al., 2003; Rowe et al., 2009; Lohse et al., 2013), it is currently unclear how the creation processes
used in these media will scale to growing demands. It is therefore crucial to develop a foundation
of tools and processes that can be used to create content in contexts where we already see the
use of manually/semi-manually created narratives, e.g. training and learning (Rowe et al., 2009),
entertainment (BioWare, 2012; Telltale Games, 2014), rehabilitation therapy (Lohse et al., 2013),
intelligence analysis (Barot et al., 2017), cognitive intervention for aging populations (Allaire et al.,
2013), news generation (Allen et al., 2010), and healthcare communication (Marsella et al., 2003).
The challenges surrounding the design and development of interactive narratives can in part
be ameliorated by the field of artificial intelligence (AI). Specifically, AI facilitates algorithmically
generated game content, otherwise known as procedural content generation (Shaker et al., 2014).
In the context of procedural content generation (PCG), “content” refers to “all aspects of the game
that affect gameplay other than nonplayer [sic] (NPC) behavior and the game engine itself. This
set includes such aspects as terrain, maps, levels, stories, dialogue, quests, characters, rule-sets,
dynamics, and weapons” (Togelius et al., 2011, emphasis added). Procedural interactive narrative
generation can readily address challenges 1 and 2; it is less time-consuming and labor intensive
for a designer to specify constraints to an algorithm and iteratively refine the design as opposed to
starting with a design from scratch (Smith et al., 2011b). However, for this technique to be effective
at addressing challenge 3, the procedural generator system must reason about both the generation
of narrative structure and a user’s trajectory through it, much like human developers reason about
how the user will fit into the progression of the story experience they want to deliver (FernándezVara, 2009; Reed, 2017). A user’s engagement is a function of their narrative intelligence (Mateas
and Sengers, 2003), the set of cognitive faculties that afford the comprehension and telling of
stories. Narrative intelligence enables a user’s transportation into a virtual world and depends on
competencies that can be synthesized computationally. Precisely modeling narrative intelligence
is key to uncovering the logic that governs how we as humans react to interactive story structures.
These systems allow us to evaluate the degree to which we can predict our cognitive and affective
responses during interactive narrative play, a central concern of interactive narrative design.
This dissertation concerns the automated design of interactive narratives1 in a manner that
directly addresses Challenge 3, and which indirectly affords addressing Challenges 1 and 2. I argue
that the latter challenges are indirectly addressable by virtue of the solution I present being an AI
1
I use the term interactive narrative where others might use the terms interactive drama (Mateas, 2001),
games (Jenkins, 2004), interactive fiction (Montfort, 2005), protostories (Koenitz, 2010), story-based game (Tanenbaum,
2013), or storygame (Reed, 2017). I use all these terms interchangeably; my use is meant to imply a focus on playable
systems with significant narrative elements.

2

system that is capable of performing in a manner that saves time and labor. How best to structure
effective human-machine collaboration is an open problem (Horvitz, 2007) that I do not address
here but which is directly relevant to Challenges 1 and 2.
Conceptually, I define interactive narratives as playable systems (Wardrip-Fruin, 2007) with
units of narrative where the understanding of both and the relationship between them is required
for a satisfying traversal (Reed, 2017). Satisfaction is defined in terms of two stakeholders. The first,
the player, is the person interacting with a playable system. The second, the narrative designer
or author, is the entity responsible for the creation of the playable system. A traversal is satisfying
when both the player and the narrative designer are in general agreement that the interactive
narrative was encountered as intended and need not necessarily be replayed. The interactive
narratives of concern here are those who invite players to star in a complete story by stepping
into a dramatic role to advance a narrative arc and whose game-like qualities center on two aspects:
solving puzzles that are integrated into the fiction and exploring a world through movement and
object manipulation; these interactive narratives are best exemplified by the video game genre
of adventure games (Fernández-Vara, 2009). Adventure games established aesthetics found in
contemporary interactive narratives (Black, 2012) and are one of the few styles of playable systems
that foundationally foreground storytelling (Reed, 2017) making them a worthwhile candidate of
study.
Concretely, Challenge 3 is addressed in this dissertation through the development of a knowledge
representation and reasoning model that computationally affords both (a) generating an interactive
narrative and (b) anticipating the effect of the algorithmically generated design on the player
during interactive narrative play. This model is centered on actions that advance both game and
narrative: interactive narrative affordances. The model allowed an existing AI system called the
General Mediation Engine or GME (Robertson and Young, 2019) to generate an interactive narrative
for a player to experience. It also afforded the development of a player model (Yannakakis and
Togelius, 2018) that I call PERSONA, which models a player’s inference-making, a key consideration
of interactive narrative design. In this work, the narrative designer is a human working in concert with
an AI system; the human specifies constraints to the system that define what a satisfying traversal is
and the AI system will (a) algorithmically generate a virtual world with a corresponding story that the
player will step into (GME) and (b) model the player’s anticipation of their trajectory through that
virtual world (PERSONA). The PERSONA system is a plan recognition-based (Sukthankar et al., 2014)
model that uses a knowledge representation and reasoning framework drawn from automated
planning (Ghallab et al., 2004), which has been expanded to account for narrative reasoning. I
experimentally evaluated PERSONA to determine its efficacy as a player model.
The rest of this chapter is organized as follows: I begin by describing in more detail the processes
involved in procedural interactive narrative generation. I then chart the path of how my work
improves upon procedurally interactive narrative generation through the explicit modeling of inter-

3

active narrative affordances, which I argue to be a key consideration of interactive narrative design
and which depend on a player’s inference-making faculties. I then present the thesis statement and
its corresponding operationalization. Finally, I present a block diagram of the interactive narrative
affordance model as well as an outline for the remainder of this document.

1.1

Procedural Interactive Narrative Generation

In order to computationally generate an interactive narrative, it is useful for an AI system to
operate on the basis of a precise notion of what a story is (Mateas and Sengers, 2003), as well
as a precise formalism for handling interactivity (i.e. the player’s gameplay) in the context of the
story (Weyhrauch, 1997).
The precise notion of stories I use is based on representing narratives as plans (Young et al.,
2013) from an AI automated planning context (Ghallab et al., 2004). In this light, a plan represents a
narrative’s underlying plot structure (or fabula) as opposed to its discourse (or syuzhet), a distinction
that narratologists (e.g. Chatman, 1980) make when talking about human narrative generation and
comprehension:
From a narratological perspective, a story consists of a complete conceptualization
of the world in which the narrative is set. This includes all the characters, locations,
conditions and actions or events that take place during the story’s temporal extent. Two
fundamental components of a narrative – its plots and its characters – are defined within
the story itself. Distinct from the story, but closely tied to it, is the narrative discourse.
[The] discourse . . . represents those elements responsible for the telling of the story,
rather than . . . the story elements themselves.
(Young, 2007)
The precise formalism I use for handling interactivity within the paradigm of narratives as plans
is that of a game-tree model (Gintis, 2009). Automated planning is fundamentally about solving
a search problem in a state-transition system. Under the game-tree model, states are partitioned
into two sets: system states and player states. A player can interact in the environment in a player
state, dictating which state the narrative transitions toward (through the action the player executes).
During a system state, the system can react to the player’s action by (for example) moving non-player
characters around, instantiating objects, providing in-game text pop-ups, and so on.
The input to a procedural interactive narrative generator is tripartite. A designer specifies
the desired initial configuration of the interactive environment, the interaction rules (i.e. statetransitions) that can evolve the environment, and the desired outcome of the narrative arc. These
three inputs correspond to a specification of a classical planning problem (Ghallab et al., 2004) in
automated planning.
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The process of generating an interactive narrative involves two AI agents. The first agent is the
story director, responsible for generating the intended narrative experience: a trajectory through
the state-transition system defined by the input that is satisfying from the designer’s perspective. As
an analogy, the intended narrative experience can be thought of as a narrative script for the player.
The trajectory through the state-transition system traverses both player states and system states
and player transitions can be thought of as “expectations of action” for the player. However, a player
can act in a way that is afforded by the logical state of the world. This enables the possibility of the
player acting in a way contrary to the intended narrative experience, which motivates the need for
the second AI agent, a drama manager (Weyhrauch, 1997; Riedl et al., 2008). The drama manager
is responsible for enforcing the intended narrative experience as designed by the story director.
Drama managers can operate within the constraints of the virtual world (i.e. in system states, e.g. by
controlling non-player characters) and beyond these constraints (e.g. by directly manipulating the
state that results as a consequence of a player transition). Ideally, the drama manager’s operation
allows the player to act in a way that keeps them engaged while at the same time ensuring that the
intended narrative experience is preserved (Aylett, 2000; Hunicke et al., 2004).

1.2

Improving Procedural Interactive Narrative Generation

The automated generation of interactive narrative environments has historically been performed in
a user-agnostic way. Thus, the player can act in a way contrary to the intended narrative experience,
but the system has no a priori knowledge or model to explain why the player might do so. In this
dissertation, I am making the simplifying assumption that players are striving to play in a way that
(from the system’s perspective) represents optimally-efficient narrative progression, i.e. gameplay
that minimally deviates from an author’s intended narrative experience. Not all forms of gameplay
privilege optimally-efficient activity (cf. Taylor, 2009; Taylor et al., 2011), but it is reasonable to
assume that players will generally act cooperatively during play (Young, 2002; Cardona-Rivera
and Young, 2014a). Thus, players may intentionally act to break the story’s progression in order to
subvert the story’s flow, but the more interesting context for this work is when players do not intend
to interfere with story progression but select actions that do. This case might arise, for instance,
because a player’s understanding of the story is partial or incorrect and they intentionally select
actions to advance a story incompatible with the one they are playing.
If a player consistently chooses these exceptional actions, it represents a problem for the
drama manager. In essence, the drama manager will be put in a position where it must salvage
the narrative arc in one of two ways (Harris and Young, 2009): either by failing user actions, which
may adversely affect the user’s willing suspension of disbelief (Coleridge, 1847), or by re-planning
around user actions, which may be computationally expensive; re-planning is a form of planning
under constraints and planning itself is PSPACE-complete (Bylander, 1991).

5

1.2.1

Predicting Perceived Interactive Narrative Affordances

To counter the problem of a player consistently choosing exceptional actions, it is important to
understand why the player is pursuing them. Otherwise, the system is at risk of operating in a failure
mode, addressing the symptoms and never the root cause of the underlying issue: a failure of design,
i.e. a mismatch between what a designer intends to be perceived as meaningful and what a user
perceives as meaningful. This mismatch emerges because a designer’s feedback (as transmitted
through the interactive narrative) is ineffective at eliciting the correct perceived affordances to get
the player to enact the designer’s intended real affordances, to borrow the terminology developed
by Norman (1999).
For the case of interest to this work (wherein a player’s exceptional activity is assumed to be
due to their partial or incorrect understanding of the story), the central problem is the modeling
of the player’s online (i.e. during play) narrative comprehension process, which should facilitate
their understanding of how they fit into an unfolding story. Specifically, I am interested in what
players perceive as afforded to them by the ongoing interactive narrative. Informally, an interactive
narrative affordance is an opportunity for a course of action that continues a player’s ongoing interactive story experience; a storygame successfully elicits a perceived interactive narrative affordance
for some course of action when a player can imagine that course of action as part of a story that
continues their ongoing story experience (Cardona-Rivera, 2011).

1.2.2

The Role of Inferences in Interactive Narrative Design

Inferencing is a key part of narrative comprehension (Magliano et al., 1996). While there is some
debate as to the degree and extent to which story consumers construct inferences (c.f. McKoon and
Ratcliff, 1986; Graesser et al., 1994), cognitive psychologists generally agree that we construct at least
two kinds of inferences during comprehension. The first (and more common) type of inference is
termed a bridging inference, wherein a story consumer2 infers plot content that must have occurred
between two utterances of the narrative’s discourse. For example, consider the following sequence
of discourse content:
(1) There was a boy named Jim.
(2) Jim wanted to eat a marshmallow.
(3) He lit a fire,
(4) but the surrounding brush was not properly cleared!
(5) Jim quickly put out the fire.
2
Throughout this dissertation, I refer to an individual experiencing a narrative as a story consumer. This term is
intended to make no commitment to the medium through which the narrative is experienced, in contrast to terms like
reader, viewer or player, which might imply restriction to a specific storytelling context.
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(6) Then he cleared the brush out of the way.
(7) He relit the fire,
(8) and roasted his marshmallow.
(9) He ate his marshmallow.
Reproduced from Niehaus and Young (2014).
As the reader consumes each sentence, she forms a situation model (Zwaan and Radvansky,
1998) of it in her mind; i.e. a mental representation of the events described by the narrative. Situations
are connected mentally via the context in which they occur; e.g. two events are related causally if
one event (the antecedent) establishes the conditions in the story world necessary for the second
event (the consequent) to occur. In the example above, when a reader consumes sentence 5, she
constructs a situation model for which no causal antecedent model has been created. In order to
make sense of the situation the text depicts, she must bridge the (conceptual) gap between the
previous sentence and the one she has just read. Thus, she constructs the bridging inference (a
situation model representing) that “the brush caught fire.” Niehaus and Young (2014) developed a
computational model of this type of inferencing process.
By comparison, this work focuses on developing a computational model of the other type of
inferencing process: the construction of elaborative inferences, wherein a story consumer infers
plot content that will subsequently occur after an utterance in the narrative’s discourse. For example,
consider the following sequence of discourse content:
(1) Jim sat down at the restaurant.
(2) He then received the menu from the waiter.
(3) After reading the menu, Jim decided what he wanted.
Adapted from Schank and Abelson (1975).
When a reader consumes sentence 3, she may be prompted to construct and passively maintain
a situation model for an event that seems natural to follow from the narrated events. Thus, she
may construct the elaborative inference that “Jim ordered food from the waiter.” Several cognitive
psychologists (e.g. McKoon and Ratcliff, 1986; Van den Broek, 1990; Graesser et al., 1994; Magliano
et al., 1996; Zwaan and Radvansky, 1998) argue that, while consumers routinely construct elaborative
inferences, these inferences: (a) happen less often than bridging inferences (because elaborations
are not necessary for sense-making), (b) are typically not very detailed, and (c) depend on internalized script-like knowledge (Schank and Abelson, 1975), which represent what the inferences are
about. However, while this anticipatory behavior may not be strictly necessary for non-interactive
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narrative reasoning, I argue3 that it is a necessary element of interactive narrative reasoning. The
main role of an interaction designer is the construction of an artifact that provides feedback to elicit
in a user affordance alignment: that the user’s perception of affordances align with an artifact’s
designer-intended real affordances (Norman, 1999, 2002). Thus, a person’s effective construction of
elaborative inferences (especially in the context of narratives that have never been encountered
before) is a central concern of interactive narrative design. In other words, one of the main issues in
interactive narrative design is the correct elicitation of narrative affordances in the minds of players.
While script-like knowledge may inform inferences (Li et al., 2012), an interactive narrative player
must still reason causally about the events in a script, such that they are fundamentally performing
a kinds of means-ends or problem solving process during inferencing. This view is further justified
in Section 1.2.3.
Current work within cognitive psychology has not posited a process model of how we go about
reasoning to construct elaborative inferences (unlike bridging inferences, which have been explained
as a causal reconstruction process). The work I present here aims to be one potential process model
for the generation of elaborative inferences, which casts this constructivist reasoning (Bransford
et al., 1972) as a plan recognition process.

1.2.3

Inferencing as Plan Recognition

Two relevant lines of inquiry inform this view of inferencing as plan recognition. The first is the work
by Gerrig and Bernardo (1994), which casts readers as problem solvers during comprehension. In
essence, they posit that, as people consume stories, they mentally project themselves into stories
and attempt to solve the plot-related problems that the story characters face; this is thought
to operate in a medium-independent manner (Zwaan and Radvansky, 1998). Thus, narrative
reasoning can be thought of as an act of problem solving in light of information that is presented
throughout the story, which deviates from a strict reliance on script-like knowledge. The second is
the work by Herman (2013), who argues that intention attribution is a core competency relevant
to a person’s anticipation of un-narrated portions of narrative. Inspired by Dennett’s (1989) work
on The Intentional Stance, Herman reviewed converging evidence in cognitive psychology and
narratology that support the idea that when consuming a narrative, the default mode of ascription
is in the intentional plane, where we are concerned with beliefs, desires, and intentions (BDI) of an
object to explain its behavior. Herman claims that this reasoning goes beyond the attribution of
BDI to characters, extending intentional attribution to the author herself. Ascription of intent in
the classical AI sense (e.g. Cohen and Levesque, 1990) involves identifying the goal the agent (in
our case, the author) is attempting to pursue, and the corresponding plan that will be pursued to
3

I elaborate this argument in Section 3.3.1.2, but do not directly experimentally evaluate this position, relying instead
on a synthesis of perspectives as my justification.
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achieve that goal. In other words, it is as if story consumers perform plan recognition to identify
where the author intends the narrative to proceed,4 i.e. the goal story world state that they expect
the author is driving toward and the subsequent events that will evolve the plot toward that state.

1.3

Thesis

The thesis I advance in this document follows:
Thesis: By leveraging a compact knowledge representation and reasoning framework
that conceptually draws from design, cognitive science, and narratology, an intelligent
system can effectively reason about the generation of an interactive narrative and the
effect that the generated narrative artifact will have on the cognitive states of human
players.
To test this thesis, I developed new concepts, algorithms, and models for player-aware interactive
narrative generation by incorporating structuralist and reader-response perspectives within narratology, conceptual models on event cognition and memory within cognitive psychology, and
frameworks of action representation and cognition within design. These concepts, algorithms, and
models were used to implement and evaluate an end-to-end interactive narrative generation system,
which I call PERSONA. The system I present is, to the best of my knowledge, the first to reason about
both the player’s designer-intended trajectory through a state-space that represents an interactive
narrative world and the player’s cognitive state as they experience it. The contributions herein
dovetail with the thesis statement:
(a) A Compact Knowledge Representation and Reasoning Framework – Which I target by using
an automated planning-based representation that reduces the complexity of the design space.
The same representation used to procedurally generate an interactive narrative experience
is used to model the effect of that experience on the player. This framework builds on prior
characterizations of narratives as plans (Young et al., 2013), which affords its use in a generative
context. This contribution is discussed in the first half Chapter 3, where I introduce the planningbased representation and its extension to accommodate interactive narrative phenomena.
(b) An Intelligent System (that) can Effectively Reason about the Generation of an Interactive
Narrative – Which I target by introducing the representation and tying it to other perspectives in
design, cognitive psychology, narratology, and interactive narrative practice. This contribution
is discussed in the second half of Chapter 3, where I formally define my model of interactive
narrative affordances.
4

I am not claiming that this is the case for all interaction with computer systems (e.g. Reeves and Nass, 1996); I posit
that the narrative nature of the interaction invites the aforementioned cognitive activity.
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(c) (Modeling) the Effect that the Generated Narrative Artifact will have on the Cognitive States
of Human Players – Which I target and directly evaluate, by developing the PERSONA PLAYER
MODEL and characterizing the degree to which it can capture player behavior. This PERSONA
PLAYER MODEL operationalizes current theories in cognitive psychology on how people make
sense of narratives and grounds them in a computationally precise formalism. It symbolically
processes information for the computation of a player’s inferences, that (when validated) may
ameliorate the need for data collection in situations where data is sparse and/or difficult
to obtain; e.g. in game prototyping and design (Fullerton et al., 2004). This contribution is
discussed in three places: in Chapter 3, where I introduce links between interactive narrative
affordances and a player’s inferencing; in Chapter 4, where I present a candidate process model
of a player’s inferencing (i.e. the PERSONA PLAYER MODEL) based on automated plan recognition
and grounded in definitions for interactive narrative affordances; and in Chapter 6, where I
present an empirical evaluation of the PERSONA PLAYER MODEL in the context of an interactive
narrative adventure game itself generated by the larger PERSONA SYSTEM.

1.4

Summary of Dissertation

In this work, I develop concepts, algorithms, and models based on design, cognitive science, and
narratology for the automated design of interactive narratives via an intelligent system that is
player-aware, called the PERSONA SYSTEM. The PERSONA SYSTEM’s player-awareness comes from
an explicit reification of the player via a player model called the PERSONA PLAYER MODEL, which
targets modeling a player’s interactive narrative inferencing, a cognitive activity I argue is key
in the design practice of interactive narratives. The concepts, algorithms, models, end-to-end
system, and player model can each be considered a contribution in its own right, but are collectively
necessary components of a fully-realized interactive narrative system (Roberts, 2011). I find it useful
to conceptually group the contributions into two broad categories: the PERSONA SYSTEM and the
PERSONA PLAYER MODEL. These are briefly reviewed in the sections below.

1.4.1

The PERSONA SYSTEM

This section provides a brief overview of the PERSONA SYSTEM.5 The PERSONA SYSTEM uses the
General Mediation Engine (Robertson and Young, 2014b) to procedurally generate an interactive
narrative environment that is interactable by a human player. The General Mediation Engine is a
5

The system is so named in reference to Waskul and Lust’s (2004) identification of three selves that exist within an
individual in tabletop role-playing game contexts: (a) the person, with their own identity, beliefs, desires, intentions, and
so on, (b) the player, who is part of a social group and embedded in the culture and conventions of gaming, and (c) the
persona, a narrative self that exists in the story world. The player system and model I have developed targets generating
games and modeling the player’s cognition vis-à-vis their sense of role within the narrative universe.
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unified game engine and drama manager that creates and manages gameplay experiences based on
classical planning problems. The General Mediation Engine was ported to the Unity3D game engine,6
where it links Unity game assets to internally represented planning data structures (Robertson
and Young, 2015). The system also contains the PERSONA PLAYER MODEL, briefly reviewed in the
subsequent section. A block-diagram characterization of this system is illustrated in Figure 1.1.
The system depends on a novel knowledge representation that is narrative-theoretic. In other
words, it uses a custom and new knowledge representation that explicitly models concepts and
phenomena pertaining to narrative, sensemaking, and interactivity (i.e. it is not an off-the-shelf
system). These concepts are the groundwork for modeling the interactive narrative design-oriented
notion of interactive narrative affordances. Given a description of character dialogue, art assets, and
an intended narrative experience statement (specified in the aforementioned narrative-theoretic
knowledge representation), the PERSONA SYSTEM generated a proof-of-concept game called Knights
of the Emerald Order (hereafter referred to as Knights). Knights was designed and deployed atop the
Unity General Mediation Engine as a single-player interactive narrative adventure game, inspired
by games like The Secret of Monkey Island (Gilbert et al., 2009) and Thimbleweed Park (Gilbert and
Winnick, 2017). In the game, players assume the role of a knight-in-training and are tasked by a
wizard to complete three (from five available) objectives in order to secure his blessing to become a
full knight.

1.4.2

The PERSONA PLAYER MODEL

The PERSONA PLAYER MODEL serves as a proxy for a player’s inference-making in the context of an
interactive narrative and is a constituent part of the PERSONA SYSTEM; it appears as a module within
Figure 1.1. It leverages the same knowledge representation used by the encompassing PERSONA
SYSTEM that frames narratives as plans, and interactive narratives as plans with a distinguished actor,
i.e. the player. The predictions that the PERSONA PLAYER MODEL computes represent what a player
in an interactive narrative perceives as interactively narratively afforded by the game to complete
the current experience. These perceived interactive narrative affordances correspond to elaborative
inferences; as such, the PERSONA PLAYER MODEL is a candidate process model for an interactive
narrative player’s elaborative inferencing. Whereas the PERSONA SYSTEM uses a narrative-theoretic
expansion to an off-the-shelf representation, the PERSONA PLAYER MODEL uses a narrative-theoretic
expansion to an off-the-shelf reasoning system. The baseline reasoning system is a plan recognizer.
There are two narrative-theoretic modifications to a plan recognition system that the PERSONA
PLAYER MODEL encodes in service of identifying what a player perceives as interactive narratively
afforded:
(a) A micro-theory (Guha and Lenat, 1990) of player knowledge. Micro-theories are groups of
6

http://www.unity3d.com
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Figure 1.1: A block-diagram characterization of the PERSONA SYSTEM. Given a description of character
dialogue, art assets, and an intended narrative experience statement, the PERSONA SYSTEM uses the
General Mediation Engine (Robertson and Young, 2014b) to procedurally generate an interactive narrative
environment that is interactable by a human player. The same knowledge representation used to generate
the environment is itself afforded to the PERSONA PLAYER MODEL, which (given an observation of the player’s
activity) produces a recognized plan that the system anticipates the player is pursuing.

(logical) statements about some topic that make special assumptions or simplifications about the
world. They are used by automated reasoning systems as a scaffold that may later be substituted
for a more nuanced solution. I use a micro-theory because I am interested in modeling the
player’s inferencing, which operates on the basis of what the player knows; how the player comes
to acquire this knowledge is beyond the scope of my work here, and is what the micro-theory
models. In the case of this work (and as will be detailed later) the micro-theory the PERSONA
PLAYER MODEL uses is meant to represent the player’s limited perceptual abilities and their
monotonically increasing knowledge of the game world’s mechanics, state, and their own end
goals.
(b) A model of narrative working memory. An off-the-shelf plan recognition system requires two
inputs to compute a recognized plan: a series of observations of an agent in some environment,
and a declarative representation of that environment. For the case of this work, the plan
recognizer is meant to serve as a proxy for the player’s inferencing; the input observations
are whatever the player has observed. However, because human cognition is limited and suffers
from bounded rationality (Simon, 1979), it is unrealistic to assume that the player will be able to
reason with all their accrued knowledge in order to infer subsequent narrative content. Because
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I assume that story consumers perform a kind of problem solving process during narrative
comprehension (Gerrig and Bernardo, 1994), and because working memory (Baddeley, 1992)
is an important component to problem solving (Hambrick and Engle, 2003), I have developed a
model of narrative working memory to modulate the observations that are input to PERSONA.
A block-diagram characterization of the PERSONA PLAYER MODEL is illustrated in Figure 1.2. To
empirically validate the model, I conducted an extensive human-subjects experiment. The experiment asked participants to play the aforementioned adventure game, Knights. During gameplay,
Knights assembles a log of all actions that take place. Given an input log of the player’s activity (which
includes the full sequence of actions that has transpired as well as the current state of the game),
the PERSONA PLAYER MODEL first identifies what the player has actually observed of the unfolding
narrative world through the micro-theory of player knowledge. Given what the player has observed,
the model proceeds to identify what is likely salient in the mind of the player through its model of
narrative working memory. What is observed by the player, what is likely salient in her mind, and
a model of the domain itself are input to an off-the-shelf plan recognizer, which itself performs
plan recognition through planning. The output of the model – i.e. the plans that are recognized –
are compared to the player’s in-game activity to see if the former could serve as an adequate proxy
for the later. I determine adequacy in terms of runtime performance: Blaylock and Allen (2003)
proposed four metrics to evaluate statistical goal recognizers, which I have adapted to this work.
These are speed of computation, early/partial prediction accuracy, convergence, and generalizability.
The purpose of this evaluation is to evaluate the feasibility of being able to use this sub-system to
estimate the player’s mental reasoning online (i.e. as they play). As will be detailed later, the player
model is able to characterize several aspects of a player’s in-game performance but that more work
is needed to arrive at a more-accurate cognitive proxy.

1.4.3

Dissertation Outline

This dissertation details the development of a model of interactive narrative affordance. This model
is a narrative-theoretic automated planning-based knowledge representation that can be used to
(a) procedurally generate an interactive narrative experience, and (b) model the experience’s effect
on the mind of the human player via the prediction of a plaer’s anticipation of upcoming narrative
structure – which I argue as central for interactive narrative design and which presently is tacitly
and non-systematically intuited by designers themselves.
There are two bodies of related work to this dissertation: (a) procedural interactive narrative
generation and (b) procedural interactive narrative player modeling; these are both discussed
in Chapter 2. Interactive narrative affordances and their relation to the player’s inferencing are
formalized in Chapter 3. Chapter 4 discusses the PERSONA PLAYER MODEL: its plan recognition basis,
the narrative-theoretic modifications that I introduced, and its overall operation. Chapter 6 presents
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Figure 1.2: A block-diagram characterization of the PERSONA PLAYER MODEL. Given a description of the
player’s activity (i.e. a series of observations of their actions or a game log) and a narrative-theoretic planning
knowledge base, the model produces narratively-inferred plans via a plan recognition system; these plans are
predictions for what the player is anticipatorily thinking about during interactive narrative play. The PERSONA
PLAYER MODEL relies on two things beyond an off-the-shelf plan recognition system: a micro-theory of player
knowledge and a narrative memory module; the former characterizes the player’s knowledge of the world as
a function of their actions within it and the latter represents their cognitive activity with regards to what is
likely within their locus of attention as they are playing in the interactive narrative.

an empirical evaluation of the PERSONA PLAYER MODEL in the context of the interactive narrative
adventure game that my representation was used to create: Knights. Chapter 7 directly evaluates the
thesis statement, presents the limitations that this work faces, and discusses the broader implications
of this work for the state-of-the-art in procedural interactive narrative generation.
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Chapter

2

Related Work
The related work presented in this chapter is bipartite.
The first part is detailed in Section 2.1, and focuses on contextualizing the PERSONA SYSTEM
relative to other work in the area of procedural interactive narrative generation.
The second part is detailed in Section 2.2, and focuses on contextualizing the PERSONA PLAYER
MODEL relative to other work in the area of player modeling in interactive storytelling. Unlike
existing work in this area, which has focused on creating player models of affect or preference,
PERSONA is a model that focuses on a player’s cognitive reasoning as it relates to interactive story
comprehension and reasoning. While there exists work that models the player using the same KRR
that PERSONA uses, no model targets the same dimensions; in sum, this section demonstrates that
PERSONA is a novel contribution to the vast work on player modeling.
I present each of the parts in turn and summarize their relation to my work in Section 2.3.

2.1

Procedural Interactive Narrative Generation

Procedural interactive narrative generation is a sub-field within procedural content generation.
As defined by Togelius et al. (2011) (and as stated earlier in this dissertation), procedural content
generation (PCG) refers to:
. . . creating game content automatically, through algorithmic means. . . . the term game
content refers to all aspects of the game that affect gameplay other than nonplayer [sic]
character (NPC) beavior and the gameplay engine itself. This set includes such aspects
as terrain, maps, levels, stories, dialogue, quests, characters, rulesets, dynamics, and
weapons. (Emphasis added.)
It is difficult to precisely state what exactly procedural interactive narrative generation is, or
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what it bounds (and thus, what work is exactly related), due to at least two reasons. Firstly, there
is an ongoing debate as to the degree to which games contain or constitute a narrative (Togelius
et al., 2011). Such a discussion, which revisits the historical ludology v. narratology debates (Frasca,
1999; Jenkins, 2004; Reed, 2017) is indirectly addressed via the precise definitions introduced for
these concepts in Chapter 3. However, scholars working from different disciplinary traditions and
with different methodologies may approach the same concepts and arrive at different conclusions
of what is and is not interactive narrative (Young, 2018) and thus what is and is not procedural
interactive narrative generation. Secondly, there is the potential to conflate procedural interactive
narrative generation with procedural narrative generation.1 As Riedl and Bulitko (2013) discuss,
managing players within interactive narratives that wish to preserve the author’s intended experience
currently requires embedding a story generator within the system. While it makes sense to think of
storytelling design demands (e.g. in terms of coherence, believability, tellability, quality) of narratives
and interactive narratives to be equal, the degree to which they actually correspond remains an open
research question. Ultimately, I posit that a procedural narrative generator can be made interactive
if there is a principled way to handle interactivity; e.g. choosing which story content to transition
to in the Plotto procedural narrative generation system by Eger et al. (2015) is one way to make it
interactive, akin to a Choose Your Own Adventure book (e.g. Packard, 1979). Lacking any formal
evaluation of that conjecture, I restrict my attention to the algorithmic and automatic creation
of content that provides, and/or enables the pursuit of, a dramatic role in the development of a
story, which drives and motivates the primary action that unfolds in a virtual environment. Work in
procedural interactive narrative content generation thus prioritizes player interactions related to
their role. To date, a significant amount of work exists on procedural interactive narrative generation.
In order to systematize my coverage of prior work, I adopt the classification scheme introduced by
Riedl and Bulitko; see Figure 2 in their 2013 paper. This scheme has three dimensions of concern,
each with a corresponding scale:
• Authorial Intent – A dimension that captures “the extent to which the human author preordains the possible narrative experiences or instills the system with the ability to creatively
adapt to the user” (Riedl and Bulitko, 2013, p. 70). Systems can have manually authored
narrative content, automatically generated narrative content, or a combination thereof
(hybridly authored systems).
• Virtual Characters – A dimension that “is concerned with the degree to which computercontrolled entities can act independently of the [drama] manager” (ibid., p. 73). This scale
has two endpoints. On one endpoint are strong story systems, wherein “virtual characters do
not act without the guidance and permission of the [drama] manager” (ibid.). On the other
1

For surveys of work on procedural narrative generation, I recommend the articles by Gervás (2009), Mueller (2013),
and Kybartas and Bidarra (2017).
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endpoint are strong autonomy systems, wherein “each virtual character is a fully autonomous
agent, unaware of the needs of the overarching narrative” (ibid.). Riedl and Bulitko argue that
most approaches to interactive narrative implement a hybrid approach, affording some degree
of autonomy of interaction between NPCs while still enforcing the story through the drama
manager (and thus, there exists a third class of hybrid story progression systems); these
systems usually attempt to fit the player into pre-existing content, offering a form of dynamic
guidance tailored to what the player attempts to perform within the interactive environment.
There is (as of yet) no computationally precise way to characterize the degree of autonomy
that an interactive narrative system affords its virtual characters. Thus, my classification of
interactive narrative systems should be critically examined. I use these labels as a way of
describing what they tend to do. If I label a system strong autonomy it is because it more
closely requires characters to receive instruction from a centralized manager, whereas if I
label it strong autonomy it is because it more closely allows characters to act autonomously;
if I label it as hybrid story progression system it is because it is closer to an equitable balance
between the endpoints as opposed to representing either one of them.
• Player Modeling – A dimension that captures whether the drama manager is concerned with
“modeling and predicting the user’s preferences for different narrative futures while attempting
to preserve the author’s intent” (ibid., p. 75). While defining player modeling on the basis of
modeling preferences is fairly narrow relative to other potential models that could exist (as I
illustrate in Section 2.2), this dimension is primarily a dichotomy as to whether the interactive
narrative performs player modeling or not.
In this section, I focus on interactive narrative generation that is done in a player-agnostic way,
which represents a great deal of prior work in this area. For each system I introduce, I state its
corresponding interactive narrative model along the first two of the three dimensions discussed by
Riedl and Bulitko in order to situate my work in the field. The third dimension, player modeling, is
not relevant to these systems; interactive narrative systems that model the player are discussed in
Section 2.2.
Choose Your Own Adventure (e.g. Packard, 1979)
Interactive Narrative Model: Strong Story, Manually Authored
Choose Your Own Adventures (CYOAs) are interactive narratives written in the 2nd person perspective where the interactor assumes the role of the protagonist and effects choices that determine what
the protagonist does and how the plot advances. CYOAs originated via books, but more commonly
exist as hypertext and hypermedia systems. CYOAs use a branching story graph (Riedl and Young,
2006), in which nodes represent narrative content (e.g. pages in a book) that a player consumes and
directed edges represent explicit choices players can take (e.g. directives to turn to specific pages to
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advance the story). Every possible narrative trajectory is pre-authored, which guarantees that all
potential trajectories are consistent with the author’s intent (even if a subset of these are considered
satisfying (Reed, 2017) by both player and author).
Façade (Mateas and Stern, 2003)
Interactive Narrative Model: Hybrid Story Progression, Hybridly Authored
In Façade, the player assumes the role of a dinner guest at the house of a virtual couple, Grace and
Trip. During the unfolding interactive narrative, the player discovers that the couple is suffering from
marital problems; the player’s interaction affects how the couple interact to resolve the underlying
tension. The character behaviors are controlled by a reactive planning system ABL (Mateas and
Stern, 2002), itself a descendant of the reactive planning architecture Hap (Loyall and Bates, 1991).
Façade allows an author to specify ABL beats, inspired from the practice of dramatic writing; a story
beat is considered to be the smallest unit of dramatic action (McKee, 1997). An ABL beat decomposes
into a sequence of joint dialogue behaviors, which guide the non-player character behavior; each
such behavior is a dramatic exchange of 1 to 5 lines of dialogue between Grace and Trip, organized
around a common narrative goal (such as a conflict around a topic). There is a centralized drama
manager that is responsible for selecting which ABL beats to transition on the basis of the player’s
interaction.
Mimesis (Young et al., 2004)
Interactive Narrative Model: Strong Story, Automatically Generated
Mimesis is a plan-based architecture that affords dynamically generating character behavior in
a virtual world; it was integrated into the Unreal (game) Engine.2 It was primarily designed to
support the development of interactive narrative games and used the Longbow discourse planning
system (Young, 1994) to generate a plan that was then executed within the virtual environment. If
the player takes actions that causal threaten any of the plan’s steps, Mimesis engages in a process
called mediation: it either fails the user’s actions (preserving the plan) or accepts the user’s actions
and asks Longbow to come up with a new plan. NPCs in this architecture are a means to an end:
they are used in service of executing the plan’s steps and have no autonomy to carry out their
own goals. An author interested in using this system must specify the inputs to Mimesis, which
correspond to the inputs to an automated planning system. The system then guarantees that stories
produced are causally coherent insofar as the authored domain is causally coherent. There were
several direct extensions to Mimesis that adopted the same general framework. One was the Zocalo
system (Vernieri, 2006), which decoupled the Longbow planner from being directly embedded
within Mimesis and allowed the architecture to operate using web-service requests to an online
version of Longbow via the eXtensible Markup Language (XML) (Bray et al., 1997). Another was the
2

https://en.wikipedia.org/wiki/Unreal_Engine#Unreal_Engine_3
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proactive mediation technique introduced by Harris and Young (2009), which (given a user’s plan)
identifies potential points of conflict with the plan that the Longbow system computed and which
Mimesis will attempt to execute.
Automated Story Director (Riedl et al., 2008)
Interactive Narrative Model: Hybrid Story Progression, Automatically Generated
The Automated Story Director (ASD) is a descendant of the Mimesis architecture. It frames interaction with the user using the same underlying mediation mechanism as Mimesis, but has additional
ways to salvage the generated plan beyond re-planning. Additionally, ASD is game engine agnostic:
via an application programming interface (API), it allows its underlying mediator agent (termed
experience manager) to sense the virtual environment it is deployed in.
FearNot! (Aylett et al., 2005)
Interactive Narrative Model: Strong Autonomy, Automatically Generated
In the application Fun with Empathic Agents Reaching Novel Outcomes in Teaching (FearNot!), the
user engages with artificial agents in the enactment of a story about bullying in school. The FearNot!
system requires as input a configuration of the initial setup of the story, but does not impose a
pre-defined ending as an authorial constraint. Instead, agents react to the player and each other
using an emotion driven planning system on the basis of their emotional appraisal of the unfolding
drama. Each agent has an appraisal architecture based on the Ortony et al. (1990) theory of emotion.
Merchant of Venice (Porteous et al., 2010)
Interactive Narrative Model: Strong Story, Automatically Generated
The Merchant of Venice is the name given to the interactive narrative system developed by Porteous
et al., whose running example is precisely the generation of an interactive narrative around the
events of Shakespeare’s play of the same name. Their system uses a decompositional planning
algorithm (e.g. that of Young et al., 1994) to generate an interactive story that satisfies particular
state constraints of narrative interest (similar to beats in the Façade architecture). Like Mimesis,
Merchant of Venice displays the interactive narrative using the Unreal Engine. Unlike Mimesis,
Merchant of Venice does not afford direct control of a single character, but instead affords control of
how all the characters behave by allowing the user to intervene directly through the adoption of
character perspectives.
Versu (Evans and Short, 2014)
Interactive Narrative Model: Hybrid Story Progression, Hybridly Authored
Versu is an agent-driven interactive narrative architecture, which has some degree of centralized
control. A “hands-off” drama manager begins an interactive narrative setting by selecting some
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characters to participate in an instantiated social practice, which are similar to AI planning operators
in that they have preconditions and effects, and the effects change the world state in which all agents
exist. Each social practice has its own set of roles, which can be fulfilled by AI agents or by a single
player. Several AI agents have been programmed with distinct personalities, which (given that Versu
is a text-based system) are expressed through adverbial modifiers that indicate moods and behaviors.
The AI agents also have a degree of variation due to two reasons, such that they are not explicitly
bound by the context in which they are situated. Firstly, the agents are capable of role-evaluation,
which is essentially one agent’s score of how well all other agents are role-playing. One agent’s
appraisal (whether internal or expressed) can in turn spawn new goal situations (e.g. if Bob has
evaluated Mary and given her a high “lover”-role score he can then pursue the goal of marrying
her). Secondly, agents are able to estimate an action’s consequences in order to foresee the utility
they gain from performing their actions and can greedily pursue actions with immediate higher
utility. Players can step in and perform whatever roles they wish to pursue or leave at any time,
leaving an AI agent in their stead; AI agents pursue goals consistent with their pre-programmed
behavior, whereas players are not bound by this limitation. The social practice enables some agents
to form their own goals and act upon them, such that the interaction by the centralized manager
is limited to ensuring that the story progresses when stuck (i.e. characters have not spawned new
goals). Regardless of the direction of the interactive narrative, a cohesive completion to the episodes
is guaranteed by the system. Versu is implemented in a scripting language called Praxis, which
leverages Exclusion Logic (Evans, 2010) – a type of Deontic Logic – to represent a narrative world in
a tree-like manner.
Ceptre (Martens, 2015)
Interactive Narrative Model: Strong Autonomy, Automatically Generated
Ceptre is a rule-specification language based on linear logic, intended for rapid prototyping of
interactive systems (of which interactive narratives are one sort). It extends prior work in the use of
linear logic to study interactive storytelling (Bosser et al., 2010; Dang et al., 2011), which models state
changes as the production and consumption of resources. It is similar to planning-based approaches
in its definition of an initial state and actions (i.e. logical rules) but with no a priori defined goal state.
Rules operate with replacement semantics; they are similar to logical implications in that they
have an antecedent portion and a consequent portion, but semantically the antecedent is wholly
replaced by the consequent when the rule fires. Rules can be triggered sequentially and in parallel
via stages, sets of rules that run until no rules can fire. Stages also afford player interaction, by letting
the player choose which rules fire at the given stage. Because Ceptre does not enforce story-like
structure in the face of player interaction, I have classified it as a strong autonomy approach in the
sense that the logical rules fire irrespective of where they causally lead the story. However, this is an
imperfect descriptor: Ceptre as a language could support the enforcement of narrative structure
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given the appropriate rule set. The proper specification of such a rule set that would enforce desirable
narrative-theoretic properties (like character believability or story comprehensibility) is an open
area of work.
The General Mediation Engine (Robertson and Young, 2015)
Interactive Narrative Model: Strong Story, Hybridly Authored
The General Mediation Engine (GME) is a descendant of the Automated Story Director. It is a hybrid
experience manager and game engine. GME merges the declarative methodology of automated
strong story experience managers with procedural commercial game engines by utilizing a content
generation pipeline to dynamically assemble and revise game content based on the experience
manager’s underlying symbolic state. Because GME’s state representation and update mechanics
are embedded in the experience manager’s representation, the game world the player interacts
with dynamically reconfigures whenever the experience management framework modifies the
underlying world state or action transitions. GME is what I used in this work, in conjunction with
my reasoning framework, to procedurally generate a game world and model a player’s trajectory
through it.

2.2

Player Modeling

Player modeling is a vast sub-field within interactive digital entertainment (Yannakakis and Togelius,
2018); Roberts (2011) distinguishes it as one of seven challenges to any fully realized automated
experience management system. A player model is an abstract description of how a player is going
to engage with designed game artifacts during the course of gameplay. Primarily, player models
attempt to explain the player’s experience and behavior given a specific game. Player modeling is
situated in the broader context of disciplines that attempt to model human behavior – including
affective computing (Picard, 1997) and user modeling (Fischer, 2001) – but is focused on the
domain of interactive digital entertainment. Within intelligent interactive digital entertainment,
player models are typically mathematical, used in a predictive capacity, and can be described on a
spectrum between being top-down or bottom-up (Yannakakis and Togelius, 2018). A pure bottomup player model relies on data-driven approaches for its construction without relying on a particular
theoretical framework. Conversely, a pure top-down player model relies on a particular theoretical
framework for its construction without regard to observations or data. The work presented in this
dissertation is a hybrid player model but is primarily top-down, relying on theories within the
cognitive sciences, narratology, and design for its construction. Its hybridity is due to experiments
presented herein that demonstrate the insights to be gained from the model in practice as evidenced
by data collected during gameplay. Further, the domain of applicability of the player model presented
here is restricted to interactive narrative game contexts.
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2.2.1

Player Modeling in Interactive Narratives

There is widespread support (e.g., Thue et al., 2007; Roberts, 2011; Garber-Barron and Si, 2013) for
the idea that player modeling (Smith et al., 2011a; Yannakakis et al., 2013) is a vital component of a
fully-realized automated interactive narrative experience – an environment in which an artificial
intelligence agent can both: reason about a player’s experience in relation to the criteria specified
by an author, and evolve the environment in order to realize an intended authorial experience
with specific narrative-theoretic qualities. In the context of interactive narrative adaptations (Rowe
et al., 2010) (i.e. mediations) – a player model also describes how the player will respond to the
adaptations, which informs when and how an agent in charge of the adaptations should act.
To date, a significant amount of work exists on player modeling as it pertains to interactive
narrative. In order to systematize my coverage of prior work, I adopt two additional classification
schemes to the one adopted in Section 2.1. The first is a distinction between three broad areas of
interactive narrative player modeling, which I have termed affect-focused, preference-focused,
and comprehension-focused. The second is the taxonomy of player modeling introduced by Smith
et al. (2011a). This taxonomy classifies player models along four dimensions, as presented in
Table 2.1: in terms of modeling methods (i.e. source) and the modeling problem each one solves
(i.e. scope, purpose, and domain). To anticipate my subsequent argument: no work exists within
the community that covers the same area, focus, scope, purpose, domain, and source as my model.3

2.2.2

Affect-focused Player Models

Affect-focused player models attempt to reify the player’s affective state in a manner that can be
further used to inform the design or evolution of an interactive narrative. Importantly, a great deal of
existing work centers on using models of affect to guide the design of intelligent virtual agents (e.g.
Gratch, 2000; Silva et al., 2001; Aylett et al., 2005; Marsella and Gratch, 2009; Lin et al., 2012); this is
related to affect-focused player modeling, but is distinct in that the models of affect are not used for
attempting to build a proxy of the player’s emotional state.
Below, I list work in the area of affect-focused player modeling. The systems are described in
terms of the taxonomy outlined in Table 2.1 along with a high-level summary that characterizes the
main properties of said systems.
Moe (Weyhrauch, 1997)
Interactive Narrative Model: Strong Story, Manually Authored
Player Model: Universal, Generative, Game Actions, Synthetic
The seminal Moe system by Weyhrauch was designed to adapt an interactive drama toward states
3

This presents a problem in terms of evaluation – there is no existing basis of comparison for the effectiveness of my
player model, which motivates the use of an ablated-system study design.
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in service of a dramatic “intensity curve.” This intensity curve was given to Moe as input; Moe then
used an aesthetic evaluation function (which was empirically correlated with a professional artist’s
sense of aesthetic quality) to measure the ongoing dramatic intensity, with the ultimate aim of
introducing plot content that either increased or decreased the intensity in service of approximating
the input as closely as possible.
Scarlet Skellern and the Absent Urchins (Tanenbaum and Tomizu, 2008)
Interactive Narrative Model: Manually Authored, Strong Story
Universal, Descriptive, Human Reactions, Interpreted
The Scarlet Skellern and the Absent Urchins (SSAU) system by Tanenbaum and Tomizu was designed
to adapt the presentation of an interactive narrative along two channels of feedback (audio and
visual), based on its assessment of the player’s mood. The player’s mood is identified as being happy,
melancholic, or scared via their in-game choices. Once identified, the game adapts its presentation
in terms of its lighting, use of color, and music selection in order to match the player’s perceived
mood.
Left 4 Dead (Valve Corporation, 2008)
Interactive Narrative Model: Manually Authored, Strong Story
Player Model: Universal, Descriptive, Game Actions, Analytic
One of the design goals of the AI Director (Booth, 2009) in the multi-player first-person shooter,
survival horror game Left 4 Dead is the generation of dramatic game pacing: the algorithmic
adjustment of the game’s pace during gameplay to maximize a player’s excitement or intensity. For
this, the AI director estimates the “emotional intensity” of each player through a variety of in-game
metrics: e.g. the player’s health, the number of enemies defeated by the player, and the player’s
location relative to other enemies as well as their own group. The AI director then adds or removes
threats (i.e. enemies) to the player relative to the aggregate estimated intensity of all four players.
Distributed Drama Manager (Weallans et al., 2012)
Interactive Narrative Model: Manually Authored, Hybrid Story Progression
Player Model: Universal, Descriptive, Game Actions, Synthetic
The Distributed Drama Manager by Weallans et al. models the player through an AI agent termed
(the) “Virtual User,” which is responsible for identifying the player’s emotional state. The Virtual
User identifies both diegetic and non-diegetic effects surrounding narrative and interactivity in
its assessment of emotional state, primarily characterizing the player in terms of their predicted
joy and distress. The Virtual User works in consultation with the Drama Manager to anticipate the
effect of a plot beat on the emotional state of a user, guiding the Drama Manager in its efforts to
achieve particular emotional trajectories in an interactive story.
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Physiologically-Inductive Emotion Recognition Sub-system (Nogueira et al., 2013)
Interactive Narrative Model: None (Their work relies on middleware to interface with an interactive
narrative, and does not explicitly discuss how their system relates to the generation or presentation
of interactive narrative content.)
Player Model: Universal, Descriptive, Human Reactions, Induced
The Physiologically-Inductive Emotion Recognition Sub-system (PIERS) model by Nogueira et al.
classifies the player’s emotional state by using biometric sensors that the player wears during
gameplay. These sensors track a player’s skin conductance, heart rate, and facial muscles (through
electromyography) and assess arousal and valence through statistical correlation. The PIERS model
is then used by a game engine that dynamically adjusts the layout and entities of a game level in
service of manipulating the player’s sense of tension throughout the experience.
Player Appraisal Controlling Emotions (Hernandez et al., 2014)
Interactive Narrative Model: Automatically Generated, Strong Story
Universal, Descriptive, Human Reactions, Synthetic
The Player Appraisal Controlling Emotions (PACE) system by Hernandez et al. uses the Ortony
et al. (1990) appraisal model of emotions to predict the player’s emotional response to potential
narratives that are procedurally generated from the player’s actions. The intent is for the player to
experience a high degree of authorial control while remaining along an author-specified emotional
trajectory that is given as input.

2.2.3

Preference-focused Player Models

Another area of work that has received a great deal of attention is that of attempting to identify the
player’s preference for in-game content. This kind of modeling targets the player’s overt or indirect
preferences, and attempts to deliver in-game content in response to the assessed preferences.
As in the section on affect-focused player models, below I list work in the area of preferencefocused player modeling. The systems are described in terms of the taxonomy outlined in Table 2.1
along with a high-level summary that characterizes the main properties of said systems.
Player-Specific Stories via Automatically Generated Events (Thue et al., 2007)
Interactive Narrative Model: Manually Authored, Strong Story
Player Model: Universal, Descriptive, Human Reactions, Synthetic
The Player-Specific Stories via Automatically Generated Events (PaSSAGE) system by Thue et al.
PaSSAGE dynamically selects video game content to present to players based on a learned model of
the player’s preferences. Players are represented with a tuple of five dimensions of player affinities
drawn from Robin’s (2002) Laws of Good Gamemastering: Fighters, Power Gamers, Tacticians,
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Storytellers, and Method Actors. Content is not automatically generated, but rather dynamically
presented; all pre-authored events are labeled as being some combination of the five-tuple, and are
presented to the player on the basis of the difference between the event’s labeling and the player’s
learned weighting. Ramirez and Bulitko (2015) developed Player-specific Automated Storytelling
(PAST), which combined PaSSAGE with the Automated Story Director (ASD), a narrative planning
system developed by Riedl et al. (2008) for procedural interactive narrative generation; PAST’s
interactive narrative model is still Strong Story but is Automatically Generated.
Declarative Optimization-based Drama Management (Sharma et al., 2007)
Interactive Narrative Model: Hybridly Authored, Strong Story
Player Model: Universal, Descriptive, Game Actions, Induced
Sharma et al. developed a player modeling module to the Declarative Optimization-based Drama
Management (DODM) engine developed by Nelson et al. (2006). DODM is a generalization of Searchbased Drama Management, first developed for the Moe system by Weyhrauch (1997); the player
modeling module developed by Sharma et al. is an alternative objective function over which the
Drama Manager can optimize. The player modeling module builds and updates a player model for
the player based on feedback provided by prior players at the end of each game. It is built atop a
case-based reasoning engine that tracks the story structures that different player types enjoy. Each
case encodes a player trace (i.e. a sequence of actions) and an associated interesting rating elicited
from players at the end of gameplay. Subsequent players are presented with content they might find
interesting based on similarity to cases in the library.
Interactive Storytelling using Rhetorical Structure Theory (Nakasone et al., 2009)
Interactive Narrative Model: Manually Authored, Strong Story
Player Model: Individual, Descriptive, Game Actions, Induced
Nakasone et al. developed ISRST, an interactive storytelling model that presents narrative content
using a subset of the relations defined by Rhetorical Structure Theory (Mann and Thompson, 1988).
Preferences for story content are intuited directly from the user through ISRST’s User Interface,
which affords slider bars to indicate degree of interest in pieces of story. Content that is deemed
interesting is further elaborated with completely optional story content. Garber-Barron and Si (2013)
developed a variant of ISRST where preferences are automatically inferred: A user is represented
by a vector with dimensions that correspond to story features, and values that represent interest
in the respective story feature. Story content is also tagged with the same vector representation,
where values indicate how well-represented the story feature is in the particular bit of story content.
Story content is then delivered to the player based on similarity between their profile and the story
content’s profile.
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Prefix-based Collaborative Filtering (Yu and Riedl, 2014)
Interactive Narrative Model: Manually Authored, Strong Story
Player Model: Universal, Descriptive, Game Actions, Induced
Yu and Riedl developed a preference-eliciting system for interactive storytelling based on collaborative filtering (Su and Khoshgoftaar, 2009), which attempts to learn a user’s preferences from ratings
and suggests new content on the basis of similarity to other users’ rating patterns. The technique is
used in interactive storytelling to prune options from interactive text-adventures in order to present
options that maximize the likelihood that a player will select an option that aligns with an author’s
intent while avoiding sacrificing agency.

2.2.4

Comprehension-focused Player Models

The third area of work around interactive narrative player modeling (which has received considerably
less attention than the preceding two) is modeling the player’s comprehension of the interactive
narrative. This kind of modeling targets the player’s sensemaking construed broadly. One of this
dissertation’s contributions is a player model which centers – not on affect nor preferences but
rather – on a player’s state of comprehension of the interactive narrative they are playing through.
The kind of comprehension I target is the player’s understanding of the story they are in as well
as her role within it; the model ought to predict the player’s thought process in the context of
interactive narrative play. To date, I have found only one other example of player modeling that
targets comprehension, but it is not in the same area I outline in this dissertation:
Annie (Thomas and Young, 2010)
Interactive Narrative Model: Strong Story, Automatically Generated
Class, Generative, Game Actions, Synthetic/Analytic
Thomas and Young developed a system that models the player’s understanding of the underlying
game’s mechanics, modeled as their understanding of the automated planning operators that can
effect change within a game. Their model captures the player’s knowledge with respect to three
aspects of an operator: the operator’s (type) constraints, the operator’s preconditions (conditions
under which the operator can effect a state change), and effects (the ultimate change to the state
brought about as a result of applying the operator). In an experimental paradigm, Annie was
demonstrated to judge the player’s knowledge of the game’s mechanics in a manner statistically
significantly consistent with a human observer.
Whereas Annie targets the player’s understanding of the game world they’re in, PERSONA targets the
player’s understanding of the unfolding narrative and aims to be a process model of the player’s
inferencing of the unfolding narrative’s content.
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PERSONA (this dissertation)
Interactive Narrative Model: Strong Story, Hybridly Authored
Class, Generative, Game Actions, Synthetic/Analytic
I developed a system for modeling the player’s comprehension and inferencing for upcoming story
content based on the notion of narrative affordances (defined in Chapter 3). This model uses plan
recognition to compute the anticipated trajectory of a player in an interactive narrative as a proxy
for the player’s inferencing of upcoming story content (detailed in Chapter 4). The technique was
validated in the context of adventure games (discussed in Chapter 6) and can be used to dynamically
adapt a player’s interactive narrative experience (sketched in Chapter 7). As an analogy, the PAST
system developed by Ramirez and Bulitko (2015) combines the Automated Story Director (Riedl
et al., 2008) with the PaSSAGE player model (Thue et al., 2007); the PERSONA SYSTEM combines
the General Mediation Engine (Robertson and Young, 2015) with the PERSONA PLAYER MODEL I
developed.

2.3

Summary

In this chapter, I have situated my efforts here in the broader context of existing work on modeling
interactive narrative players. Unlike existing work, which primarily models players in terms of their
affective state or preference for in-game content, the work I present here seeks to model a player’s
cognitive reasoning as it relates to comprehending and anticipating sequences of actions that a
player perceives “cry out to be taken” in service of advancing an interactive narrative’s plot. Of
the work covered in this section, it is most similar to the works of Weyhrauch (1997) and Ramirez
and Bulitko (2015) in terms of knowledge representation and reasoning: both use state-transition
system-based formalisms and attempt to guide a trajectory through the space on the basis of the
player model. However, to date, no existing work has modeled the player’s cognitive processes and
state of narrative comprehension and inferencing in the context of interactive narratives. As previously
argued, this model predicts a player’s anticipation of upcoming narrative structure, which is a central
concern for interactive narrative design; designers must be able to anticipate a player’s response in
order to ensure that the player’s perception of in-game affordances align with designer-intended
real affordances.
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Table 2.1: A reproduction of the taxonomy of player modeling as developed by Smith et al. (2011a).

Scope

Purpose

Individual
Applicable only to one player.
Generative
Literally produces details in place of a
human player.

Class
Applicable to a sub-population.
Universal
Applicable to all players.
Hypothetical
Unlikely to be applicable to any players,
but interesting nonetheless.
Domain

Descriptive
Conveys a high-level description,
usually visually or linguistically.

Source
Induced
Learned, fit, and/or recorded by
algorithmic means.

Game Actions
Details recorded inside of the game’s
rule system.

Interpreted
Concluded via fuzzy / subjective
reasoning from records.

Human Reactions
Details observable in the player as a
result of play.

Analytic
Derived purely from the game’s rules
and related models.
Synthetic
Justified by reference to an internal
belief or external theory.
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Chapter

3

Formalizing Interactive Narrative
Affordances
This dissertation concerns the automated design of interactive narratives in a manner that reifies
what human designers do: by reasoning about how the user will fit into the progression of the
story experience they want to deliver. As part of interactive narrative design, human developers
intuit how the player will understand and anticipate narrative structure in order to avoid inviting
players to act in ways that subvert an interactive narrative’s progression. The work I present in
this dissertation is an AI system that algorithmically models a player’s understanding around
their perception of interactive narrative affordances, i.e. their understanding of upcoming and
actionable story content.
In this chapter I present my formalization of interactive narrative affordances grounded in
definitions for interactive narrative planning concepts also introduced in this chapter. I begin in
Section 3.1 by re-contextualizing older work on affordances in an attempt to synthesize approaches
taken in the fields of ecological psychology, interaction design, and human-computer interaction.
I then present my computational model of narrative affordances in Section 3.2 explained via
application to a case example using the interactive narrative The Elder Scrolls V: Skyrim (Bethesda
Game Studios, 2011); as model elements are introduced, they are grounded in the case example
discussed in Section 3.2.2. In Section 3.3 I present my argument for modeling perceived narrative
affordances as recognized plans from a plan recognition context. Finally, in Section 3.4 I present a
summary of what was discussed in the chapter and pave the way for the discussion of the PERSONA
system in Chapter 4.
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3.1

Foundations of a Model of Interactive Narrative Affordance

I informally define an interactive narrative affordance as an opportunity for a course of action
that continues a player’s ongoing story experience. What I consider to be an interactive narrative
affordance has been considered by Reed (2017) to be a narrative mechanic, defined as “affordances
that directly concern how the player selects and navigates the [story content] in a storygame” (p. 34
Reed, 2017). At that level of abstraction, I find the terms to be interchangeable. Ultimately, however,
I find Reed’s term problematic because his term stems from the definition of mechanics introduced
in the MDA Framework (Hunicke et al., 2004); in the original framework, mechanics are defined
as “the particular components of the game, at the level of data representation and algorithms” and
in Reed’s work, mechanics are defined as “a set of affordances, along with the game rules and UI
elements that instantiate and react to them” (p. 32 Reed, 2017). For Reed there are a handful of
crisply defined narrative mechanics that specifically reify story content:
1. Explicit story choice (selecting one of several alternatives to receive a related piece of story:
dialogue trees, choice graphs).
2. Puzzle-solving (performing an at-first unclear sequence of actions reveals story).
3. Story dumps (touching something in the world reveals story: clicking on a quest-giver, activating an audio diary, opening a journal entry).
4. Character customization (building or customizing your avatar: choosing a class, assigning
skill points).
The problem I have with the original term is that these mechanics are contextless, whereas in my
understanding, interactive narrative affordances are context-full. Interactive narrative affordances
are an alignment between the ludic and narrative elements such that (as Fernández-Vara, 2011 puts
it) “advancing in the game means advancing in the story.”
In this section, I partially trace the evolution and use of the term affordance and highlight its
respective uses to my own use. The concepts discussed herein are meant to lay the groundwork for
my formal definition of interactive narrative affordances in Section 3.2.3.

3.1.1

Affordances in the Design of Artifacts and Experiences

The term affordance is broadly linked to an opportunity for action; to afford an action is to facilitate
or enable it. Within the human-computer interaction and design communities (e.g. Norman, 2002),
affordances have traditionally been associated with intuitive properties of artifacts that entail certain
types of operation due to their outward appearance. However, my use of the term affordance is not
in the context of physical artifacts that require operation, but rather in the context of digital artifacts
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that prompt mental structures, which allow users to envision intuitive outcomes. In this work, the
digital artifacts are story events, the users are players, and the outcomes are continuations and
endings of the aforementioned story events. I am interested in what players perceive the current story
narratively affords them to pursue as continuations and completions to their current interactive
narrative experience.
The broad use of the term affordance in the research literature is not grounded on a generally
accepted formal definition. Several researchers from different disciplines have operationalized the
term into pragmatic definitions, with no clear agreement on its usage. Originally, Gibson (1979)
coined the term as an element of his Theory of Direction Perception. For Gibson, affordances relate
to perception; an object is perceived by virtue of having perceiving its affordances. Vera and Simon
(1993) put forth a theory of affordances based on physical symbol systems (Newell and Simon,
1976): affordances revolve around mappings humans make between a declarative representation of
the world to actions. Affordances, they proposed, “are in the head, not in the external environment,
and are the result of complex perceptual transduction processes” (Vera and Simon, 1993). This view
was later expanded upon by Norman (2002), who argued (in contrast to Gibson), that affordances
depend primarily on what an actor perceives to be possible (i.e. the mappings in our heads), rather
than what really is possible; Gibson’s approach treats an object’s affordance as independent of
whether or not the actor perceives it. For Norman (1999), there are three independent manipulable
entities when dealing with affordances:
1. Real affordances – what actions are physically or logically1 possible with an object, which
may be greater than what a designer intends them to be.
2. Perceived affordances – what actions actors perceive as possible to do with an object.
3. Feedback – perceptual information crafted by a designer to advertise a real affordance with
the intent of eliciting an accurate perceived affordance.
Norman’s formalism admits the possibility that a real affordance might be poorly advertised
through an interface so that no adequate perceived affordance is possible. Norman concluded that
an interaction designer’s primary goal is to live up to their end of an unspoken design contract by
providing adequate feedback to an actor so as to maximize the likelihood that the actor’s perception
of their affordances about an object match the object designer’s intended real affordances. In
other words, for Norman, the main role of an interaction designer is the construction of an artifact
that provides sufficient feedback to elicit in a user affordance alignment, a phenomenon wherein
the user’s perception of an artifact’s affordances align with the artifact designer’s intended real
affordances. When there is no such alignment, I call this a failure of design.
1

In the context of computer software, a real affordance is bound by the host hardware’s underlying physics as well as
the software’s underlying programming.
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Gaver (1991) leveraged both Gibson’s framework and Norman’s framework for studying complex
tasks of computer users. To that effect, Gaver (1991) introduced two concepts relevant to this work:
1. Gaver distinguishes between hierarchical affordances and sequential affordances. Hierarchical affordances are encapsulations of smaller affordances that are grouped in space. An
example of a hierarchical affordance is a word processor application, which affords document
editing, but editing is done through affordances for text modification, font selection, and
others. Sequential affordances are affordances that reveal information about other affordances,
intended to be grouped in time. An example of a sequential affordance is a drop-down menu
which at first affords clicking, and upon clicking, subsequently affords selection.
2. Gaver treats an object’s real affordance and the presence of adequate feedback (perceptual
information) as binary in his work. He plotted the space of interactions between adequate /
inadequate feedback versus real / non-existent affordance in a graph similar to that presented
in Figure 3.1. If there exists a real affordance, and it is adequately advertised through feedback
to the user, then the affordance is perceptible to the user. If there is no real affordance, and
there is no feedback to elicit the non-real affordance, then the affordance is correctly rejected
by the user. The other two cases are failure modes: in one case the object elicits a non-real
affordance and in the other case the object does not present sufficient information for the
object’s affordance to be perceived. In this dissertation, I am primarily concerned with the
user’s comprehension and inferencing process that allows her to correctly identify narrative
affordances under the assumption that there is sufficient feedback to elicit that identification.
Mateas (2001) used Norman’s framework specifically in the context of interactive narrative.
Mateas was interested in understanding how to design interactive narratives that elicit in players a
strong sense of agency, the feeling of empowerment that comes from being able to take actions in
a virtual world whose effects relate to one’s intention (Murray, 1998). His Preliminary Poetics for
Interactive Drama and Games identifies two types of affordances, related to a player’s motivations
and intentions: material and formal affordances. Material affordances are opportunities for action
that are presented (either directly by prompting action or indirectly by allowing it) by the game
to the player. Formal affordances provide motivation to perform one particular action out of all
actions that are offered / available. Mateas posits that “a player will experience agency when there
is a balance between material and formal [affordances]” (Mateas, 2001, p. 145).
I regard material affordances as being tantamount to Norman’s real affordances and formal
affordances as being related to Norman’s perceived affordances. Material affordances are the directly
actionable sequences of actions as encoded by the logic of the underlying interactive narrative
experience. Formal affordances, however, are not directly linked to perceived affordances: the former
is what you are motivated to do, the latter is what you perceive you can do. I posit that what you are
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Figure 3.1: A re-creation of a graphic presented in Gaver’s (1991) work on affordances. He distinguished
two axes with two values: the presence / absence of adequate feedback (i.e. perceptual information) and
the presence / absence of real affordances to explain the space of possible interactions between actors and
objects in a computer environment.

motivated to do is related to what you perceive you can (or cannot) do. While explicating how is
beyond the scope of my efforts here, I note that this perception of actionability is linked to a player’s
(tacit) understanding and development of their own ability; the work by Vygotsky (2012) on the Zone
of Proximal Development – an area of learning that occurs when a person is assisted by someone
with a higher skill set (Reber, 1995) – might be fruitfully applied to understanding how narrative
affordances are perceived as a function of the player’s current ability.

3.1.2

Dimensions of Interactive Narrative Affordances

Based on the review of affordance-related concepts in Section 3.1, I now describe the concepts
relevant to my modeling of interactive narrative affordances. Conceptually, interactive narrative
affordances exist across the environment and the head of the player. An interactive narrative designer
has a specific designed experience they wish to elicit in players; a central task of their design process
is the provision of actionable courses of action that align ludic and narrative motivations to act
that continue an unfolding story experience, as well as the provision of information in order for
the player to realize what courses of action are in fact available. The player’s actions are primarily
effected sequentially, although upon reflection a player may recognize themes that group interactive
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narrative affordances in a kind of hierarchy; in this dissertation, I am primarily concerned with
modeling sequential interactive narrative affordances. As such, I distinguish between:
1. Real interactive narrative affordances or interactive narrative affordances – these are opportunities or courses of action that are enabled for the player to continue their ongoing story
experience. In digital contexts, narrative affordances in an interactive narrative are given by
the underlying virtual environment’s software.2
2. Perceived interactive narrative affordances – these are the opportunities or courses of action
that the player perceives as both enabled and as continuing their ongoing story experience. It
is possible for a player to incorrectly perceive interactive narrative affordances in two ways.
In one case, it is possible that a player is incorrect about a interactive narrative affordance
being enabled. In another, it is possible that a player is incorrect about an enabled action
being a interactive narrative affordance. In my model I treat both errors as the same; i.e. the
player either correctly perceives an interactive narrative affordance or incorrectly perceives
an interactive narrative affordance.
3. Feedback – this is perceptual information included in the interactive narrative designed to
advertise an interactive narrative affordance with the intent of eliciting an accurate perceived
interactive narrative affordance. In an interactive narrative, the feedback is transmitted
through the narration.
To date, no one has studied interactive narrative affordances in order to better understand how
players decide to act within interactive narratives. By doing so, I posit we will better understand how
actors develop mental models of opportunities for action in interactive contexts. This knowledge is
key to influencing the design of stories that prompt players to pursue their author-intended roles in
an unfolding interactive narrative.

3.2

Modeling Interactive Narrative Affordances

In this section, I present my model of interactive narrative affordances. I formally define interactive
narrative affordances, perceived interactive narrative affordances, and one element of feedback:
a discourse operator. The entire model computationally represents and algorithmically computes
a player’s perception of their available interactive narrative affordances. This section focuses on
2

As mentioned in Section 1.2, I assume that players are striving to play in a way that minimally deviates from an
author’s intended narrative experience, i.e. I assume the player will act cooperatively during play (Young, 2002; CardonaRivera and Young, 2014a). If this assumption is untenable, then interactive narrative affordances may be greater than
what is explicitly programmed as possible; hacking the virtual environment (cf. Roeder, 2016) would in effect broaden the
available interactive narrative affordances.
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the computational representation of the model; Chapter 4 presents the algorithmic computation.
The formal definitions for interactive narrative affordances are based on automated planning; i.e.,
they are plan-like. In the sub-sections that follow, I introduce the knowledge representation and
reasoning mechanisms for modeling interactive narrative generation and associated phenomena
through automated planning.

3.2.1

Plan-Based Interactive Narrative

Plan-based interactive narrative is a kind of interactive narrative wherein a centralized planningbased system is responsible for generating and managing a virtual environment that affords a player
the opportunity to advance a narrative arc through their action. As will be detailed throughout
this section, it represents a special case of plan-based narrative, wherein a centralized planningbased system is responsible for generating a virtual environment (only) that affords (autonomous)
characters the opportunity to advance a narrative arc. In this light, interactivity is the special case of
a human operator controlling one of the characters in the story. Because plan-based interactive
narrative is cast as a special case of plan-based narrative, I first introduce the latter, which itself
requires introducing automated planning. I subsequently expand on the plan-based narrative
representation to account for interactivity.
3.2.1.1

Narrative, Sensemaking, and Interactivity: Operational Definitions

This dissertation presents a computational model of interactive narrative affordances and their
perception; interactive narrative affordances are sequences of actions that advance an interactive
narrative’s plot. In other words, it attempts to computationally model a player’s sensemaking of a
story with regards to its forward progression relative to its actual progression. However, by using
computationally precise (plan-based) definitions of interactive narrative concepts, I am implicitly
making an ontological commitment over the structure of narrative, interactivity, and its associated
phenomena. I am not attempting to make any claim over the definitive ontological nature of these
concepts. I therefore find it useful to review some perspectives within narratology and cognitive
psychology that inform the view of narratives as plans, how gameplay is conceptualized in this
paradigm, as well as explicitly state what I mean when I use the words “narrative,” “sensemaking,”
and “interactive narrative.”
3.2.1.1.1

Narrative The ontological nature of what constitutes a narrative is a subject of ex-

tensive debate within narratology (Herman, 2004; Meister, 2014). The structuralist tradition (cf.
Barthes, 1975) within the field of narratology – which posits that human understanding of narrative
is constructed by appealing to the context of larger structures that narratives are part of (as opposed
to an individual’s interpretation of the literary work) – provides a useful point of departure for talking
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about narratives in a computational sense. This tradition typically distinguishes at least the following
two ontological elements of a narrative:
1. The fabula,3 which is a conceptualization of the narrative’s underlying world, including the
characters, locations, actions, and happenings it contains (Chatman, 1980). The actions and
happenings are logically and chronologically related; actions are events that are caused by
actors, and happenings are events experienced by them (Bal, 1997). Characters are beings
endowed with anthropomorphic traits and engaged in anthropomorphic actions (Prince,
2003). Locations are the spatial character in which the events of a narrative occur (Prince,
2003). Events are a change of one state of affairs to another (Rimmon-Kenan, 2002).
2. The discourse,4 which is composed of the communicative elements that participate in the
narrative’s telling. The discourse is a temporal organization of a subset of events of the fabula,
which implies a narrator who is performing an intentional act (i.e. executing a choice of what
to narrate) to achieve a communicative goal (Genette, 1980).
Modern accounts of narrative also distinguish a third element in the ontology:
3. The narration,5 which is an act of physical or surface-level realization of the discourse in
some transmittable format. Common formats include oral, textual, cinematographic, and
virtual.
The above ontology of narrative hints at why automated planning is a popular vehicle through
which to mechanize reasoning about story generation: automated planning is the computational
process of constructing a sequence of events which can be taken by zero or more agents to effect a
change in a state of affairs, from an initial configuration to a (different) target configuration. For the
purposes of this dissertation, I operationalize narrative through the following definition:
Definition 1 (Narrative) A narrative is the product of a narration of a sequence of events that constitute a trajectory through states of affairs.
The above definition’s use of the word “narration” is meant to restrict the described events to ones that
relate to a narrator’s communicative goal, achieved through the physical or surface-level realization
of the narrator’s discursive structure. This distinguishes narratives from (e.g.) a list of disconnected
events, which have no “continuant subject” or “constitutive whole” (Chatman, 1980). Further, the
phrase “trajectory through states of affairs” is meant to rule out narratives where nothing happens;
a narrative may begin and end at the same logical configuration as long as something happened
3

Alternative names for this element include: story, plot, and histoire.
Alternative names for this element include: syuzhet (and alternative romanizations), discours, and récit.
5
Alternative names for this element include: text, media, and medium.
4
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in between. Implicit in the above definition is my view of narrative as a communicative act (with
corresponding goal) between an author and their audience (of story consumers). In this sense,
there is an expectation of cooperation between author and audience, similar to the cooperative
norms that exist between two people engaged in dialogue as described by the philosopher of
language Grice in his Cooperative Principle (1957). According to Grice, when people engage in
dialogue, they cooperate on the choice of what they say and how they say it in order to facilitate
an effective exchange of meaning. The Cooperative Principle is summarized by Grice as a tacit
contract between the participants of the dialogue, where all participants observe the following rule:
“Make your conversational contribution such as is required, at the state at which it occurs, by the
accepted purpose or direction of the talk exchange in which you are engaged” (Grice, 1975). This rule
summarizes the following four Gricean Maxims of Conversation, which govern the communicative
contributions of participants engaged in conversation:
1. The Maxim of Quantity, where the contribution is neither more nor less than what is required.
2. The Maxim of Quality, where the contribution is genuine and not spurious.
3. The Maxim of Relation, where the contribution is contextually relevant to the ongoing communicative transaction.
4. The Maxim of Manner, where the contribution is unobfuscated.
In the case of narrative, the communicative channel that sets the context for the Cooperative
Contract is, for the most part, unidirectional: from author to audience. The author is expected to
abide by the Cooperative Principle when narrating to the audience. In fact, many literary devices
rely upon this expectation for their effectiveness. For example, Chekhov’s Gun (Rayfield, 2000) is a
literary device in which an author introduces an element of a fabula early in the narration, but waits
to reveal the element’s purpose until a later point in the discourse. This device relies on the Maxim
of Relation; the author and the audience share the expectation that elements introduced into the
story will ultimately demonstrate their relevance.6
3.2.1.1.2

Sensemaking As defined, a narrative can be created without appeal to a target story

consumer. Typically however, an author’s communicative goal is expressible in terms of a cognitive
or affective state the author wishes to elicit in the mind of a story consumer (Bordwell, 1989). Authors
design the structure of their stories to affect audiences in specific ways. This design is meant to
scaffold a person’s sensemaking of the narrative to the degree desired by the author.

6

An author can clearly take advantage of the audience’s expectation by inserting elements to purposely mislead the
audience; this is the well-known literary device known as the Red Herring.
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The reader-response tradition (cf. Holland, 1975) within the field of narratology grew in direct
opposition to the structuralist tradition and provides a useful point of departure for talking about
narrative sensemaking in a computational sense. This tradition posits that human understanding of
narrative is constructed by appealing to the individual, who imparts “real existence” to a narrative
work and completes its meaning by mentally enacting it through their own experience. This tradition
also fomented the perspective that narratives can be used as a framework for understanding the
world around us (Bruner, 1991): our cognitive faculties allow us to impose a narrative structure
to our environment, helping us organize our experiences without regard to an explicitly authored
structure. In essence, humans are “wired for story” (Boyd, 2009).
While it certainly is useful to think about narrative sensemaking in absence of structure, my
work here concerns sensemaking in the context of narratives that are designed by others for some
communicative purpose. As such, it represents a synthesis between the antithetical perspectives of
structuralism and reader-response. The objective is the study of a person’s cognition with respect to
intentionally designed narrative structures. In narratological terms, my work attempts to model
a phenomenon of central concern to reader-response theorists through the symbolic modeling
and manipulation of structures of central concern to structuralists. The view of sensemaking by
Gernsbacher et al. (1990) is useful for this endeavor.
Gernsbacher et al. described a narrative as a set of instructions which allow someone to reconstruct a situation. This description takes a constructivist stance, which echoes the readerresponse tradition: that story consumers construct meaning out of their experience and mentallyrepresented ideas. A key component of this narrative reasoning is the construction of the narrative’s
described situation models. A situation model is a kind of mental model (Johnson-Laird, 1983)
that a story consumer forms from an amalgamation of information explicitly described in, as well as
information inferable from, a narrative. I assume that these situation models are(a) propositional in
nature (Johnson-Laird, 1983), (b) represent events that underlie the narrative’s plot (Graesser et al.,
2002), and (c) relate events along several situational dimensions (Zwaan and Radvansky, 1998) that
cover the journalistic 5W1H questions7 (Mott, 1942).The set of instructions that Gernsbacher et al.
refer to is the narration that is intentionally designed by the author to achieve some communicative
goal. I take the view of writing as design (Sharples, 1999) in which the authoring of a narrative
artifact is framed as an instance of the more general problem of artifact design (Norman, 2002), the
objective of which is the successful elicitation of the designer’s desired mental model of the artifact’s
operation. In the case of narrative, I posit that the mental model that a designer wishes to transmit
is a subset of the narrative’s fabula. Thus, sensemaking is defined as follows:
Definition 2 (Sensemaking) Sensemaking is the process through which a story consumer mentally
7

These questions are as follows: What happened? Who was involved? Where did it take place? When did it take place?
Why did that happen? How did it happen?
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constructs the situation models that represent a subset of a fabula through the perception of a narrated
artifact.
Two things are worth noting around this definition. First, this definition of sensemaking presupposes that there is a narrative artifact to perceive, which at first glance may seem antithetical to
the reader-response tradition; this tradition holds that there need not be an explicit narrative artifact
for people to engage in narrative reasoning. I adopt the perspective that narrative sensemaking
requires a narrative artifact, whether explicitly narrated in some medium (as in Definition 1) or
mentally imposed by the person through the adoption of a narrative construal (Bruner, 1991), an
abstract mode of thinking which facilitates viewing entities through a metaphorical narrative lens
in order to interpret them against archetypal narrative structure (Fisher, 1985). Thus, sensemaking
is a process that operates independent of the author’s intent, but the author intentionally selects a
discursive structure that affords greater or lesser understanding of a story, depending on what is
needed to achieve their communicative goal.
Second, this definition does not rule out that a constructed fabula’s structure can change over
the course of the narrative’s perception. Viewed from a reader-response perspective, narration (as
defined earlier in the structuralist tradition) can be construed as the guided evolution of a person’s
construction of a fabula. As sensemaking continues, the shape of the fabula in the mind of the story
consumer will change.
Sensemaking itself may involve several cognitive faculties; minimally, I assume that it involves
narrative comprehension and narrative inferencing (Graesser et al., 2002) and my use of the term
hereafter is meant to encompass both. How sensemaking works at a process level, however, is still
the subject of some debate within cognitive psychology. The view of narrative comprehension by
Gerrig and his colleagues is useful to begin identifying the components of such a process. Gerrig and
Wenzel (2015) posit that as people consume a narrative, their story comprehension faculties project
a fictional world that influences how they expect the future of the narrative to unfold, and transitively,
their cognitive and affective responses to it. Gerrig and Bernardo (1994) frame this process as a
problem-solving process, wherein the motivation for story consumers to build models of the story
and its world stems from a desire to solve the plot-related puzzles, challenges, or dilemmas faced by
the characters of the story. This characterization hints at why automated planning (in addition to
serving as a way to codify narrative generation) is suited to mechanize reasoning about narrative
sensemaking: automated planning can be thought of as a model of human problem solving (Tate,
1999) and automated planning formalisms have been used to model the corresponding cognitive
process in human behavior (e.g. Rattermann et al., 2001). The process of sensemaking in the context
of a narrative artifact is illustrated in Figure 3.2.
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Figure 3.2: An illustration of the process of sensemaking in the context of a narrative artifact. An author
comes up with a fabula that is narrated in some medium to create a narrative artifact; the narrative encodes a
sequential narration of events that represent a discourse structure. A story consumer uses their sensemaking
faculties to attempt to mentally construct the fabula on the basis of what is consumed. The clouds represent
the mental state of the person they hover over, and the cloud’s contents represent the fabula and its discourse.
In the case of the author this fabula is fully defined, whereas in the case of the story consumer the fabula is
constructed opportunistically on the basis of what is consumed (dotted squares in this cloud represent story
information that is inferred). The arrows between the narrated events in the narrative represent an ordering
within the discourse structure; the event at the arrow’s source precedes the event at the arrow’s sink.

3.2.1.1.3

Interactive Narrative

Like for the case of narrative, the ontological nature of what

constitutes an interactive narrative is a subject of extensive debate (Aarseth, 1997; Mateas, 2001;
Ryan, 2009; Riedl and Bulitko, 2013; Reed, 2017). I posit this is because (as discussed) narrative itself
has no necessarily agreed upon definition, and because interactivity can come in many forms. The
kind of interactivity that I care to characterize in this work is that which affords manipulation of
the development of a narrative’s plot, which drives and motivates the primary action that unfolds
in a virtual world. This interaction is capable of effecting a change in the content that would be
encountered during the evolution of the narrative’s fabula. Building on the definition of narrative I
outlined previously, I operationally define an interactive narrative as follows:
Definition 3 (Interactive Narrative) An interactive narrative is the narration that results from a
player’s influence on a sequence of events that constitute a trajectory through states of affairs.
This definition is meant to highlight the player’s opportunity to effect change in the development
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of the narrative’s fabula, as made evident by the narrator’s discursive structure. This distinguishes
interactive narratives from (e.g.) games with no narrative component at all, such as Tetris (Pajitnov
and Pokhilko, 1984).8
The above definition of interactive narrative hints at why automated planning (in addition to
serving as a way to codify narrative generation, as well as to mechanize reasoning about narrative
sensemaking) is suited to modeling interactivity in the sense I have presented here: the process by
which an automated planning system finds a plan involves selecting a trajectory through states of
affairs. A player can easily be substituted at any point in the process to determine which state of
affairs the system should transition to next.
Like for the case of narrative, I view interactive narratives as communicative acts between authors
and their audiences. However, the communication channel that sets the context for the Cooperative
Principle is bidirectional, centered on the interaction between the player and the system (which
embodies the author); this interaction is primarily about what choices the player decides to make
to advance the story (one end of the channel) and what choices the game makes to convey story
content to the player (the other end of the channel) (Young, 2002). This bidirectionality sets the
stage for framing games as conversation (Cardona-Rivera and Young, 2014a), wherein gameplay is
treated as a dialogue between the player and the game (as represented through its corresponding
virtual world artifacts). The conversation sets expectations on both participants: the player relies
on the game to communicate appropriate cues or prompts indicating when and how she should
act, and the game relies on the player to behave cooperatively in the construction of the narrative
through her actions in the interactive environment (Adams, 2013b).
3.2.1.2

The Paradigm of Narratives as Plans

In order to define narrative and sensemaking in Section 3.2.1.1, I drew upon work that collectively
hints at automated planning being a suitable formalism to computationally model narrative generation and narrative comprehension. I call this paradigm, first proposed by Schank and Abelson (1977),
narratives as plans: the use of automated planning structures and algorithms to model both(a) key
structural aspects necessary for narrative generation and (b) key cognitive aspects necessary for
narrative sensemaking. The emphasis of this section is on the generative portion of the paradigm;
this dissertation’s emphasis is on the sensemaking portion.
In plan-based narrative generation, an author provides an automated planning agent with input
I term an intended narrative experience; i.e., a declarative description of some story world, which
8

Tetris has been the subject of extensive debates between interactive narrative scholars who narrativize the game’s
ludic components as a symbolic representation of (e.g.) modern American life (Murray, 1998) or bodies in a mass
grave (Koster, 2013). These narrative components result from a person’s sensemaking faculties, which afford viewing Tetris
as a narrative through the adoption of a narrative construal. Structurally, however, Tetris does not contain what I have
outlined as ontologically important to distinguish something as narrative or not: a fabula, a discourse, and a narration as
defined earlier.
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Figure 3.3: A conceptual model for plan-based narrative. Given an intended narrative experience statement
(which includes a declarative specification of a story world’s mechanics, initial configuration, and desired
outcome) by an author, a story director computes a narrative plan, which details a sequence of character
actions that transform the story world’s initial configuration to the author-desired outcome.

includes its initial configuration, the ways in which the world can evolve, and the desired outcome
of the story. The plan-based narrative system is then responsible for constructing a sequence of
actions that transform the story world’s initial configuration to the author-desired outcome. The
paradigm of narratives as plans frames the planning agent as a story-telling agent or story director;
this framing is illustrated in Figure 3.3. The story director is responsible for crafting a narrative
plan with characters that themselves plan to overcome obstacles, thwart evil, or become heroes.
Thus, the same knowledge representation and reasoning affordances developed by AI researchers
to reason about goals and plans for agents in more industrial contexts (e.g. vehicle assembly robots,
and autonomous vehicles as discussed by Ghallab et al., 2004) can be used to produce plans for
story characters as they go about in a fictional world. Because of the tight link between plan-based
narrative and automated planning, I introduce the formal concepts surrounding the latter in the
next section.
3.2.1.2.1

Automated Planning Automated planning (or simply planning) is the computational

study of an explicit deliberation processes that chooses and organizes actions in service of some goal,
by anticipating outcomes of those actions and the conditions necessary for their execution (Ghallab
et al., 2004). Planning serves as a model of human problem-solving (Tate, 1999), and features prominently in this dissertation, serving as the knowledge representation for describing the story worlds
that will be played through and as the algorithmic means for constructing the plans designed to
represent the player’s inferencing for unfolding interactive story content. In this section, I introduce
computational definitions and algorithms of one variant of planning (heuristic search planning as
conceptualized by Bonet and Geffner, 2001) in order to precisely describe my characterization of
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the phenomena under consideration.
Although there are different forms of planning, the basic conceptual structure of the planning
problem contains(a) a formal description of the initial state of some domain, (b) a formal description of a desired goal state, and (c) a state-transition system, describing how the world can change
as a result of applying actions in states. I begin by defining state-transition systems, which – as will
be detailed later – serve as the semantic foundation of planning:

Definition 4 (State-Transition System) A state-transition system is a tuple of the form S = S, A, E , γ ,
where S = {s1 , s2 , . . .} is a finite or recursively enumerable set of states; A = {a 1 , a 2 , . . .} is a finite or
recursively enumerable set of actions; E = {e1 , e2 , . . .} is a finite or recursively enumerable set of events;
and γ : S × A × E → 2S is a state-transition function.
A state-transition system may be represented as a directed graph whose nodes are the states in S.
If s0 ∈ γ(s, u ), where u is either an action a ∈ A or an event e ∈ E , then the graph contains an arc
from s to s0 , labeled with u; each such arc is referred to as a state-transition. The set A denotes
state-transitions under the control of the planning agent; if a ∈ A and γ(s, a ) 6= ∅, a is said to be
applicable in s. The set E denotes state-transitions that are contingent, effected by the domain
being modeled as per its internal dynamics; if e ∈ E and γ(s, e ) 6= ∅, e is said to be possible in s. I
begin by restricting my attention to classical planning (Ghallab et al., 2004); i.e. I assume that the
state-transition systems under consideration:
Assumption 1: are static; i.e. the set of events E is empty such that the system has no internal
dynamics (the system stays in the same state until an action is applied),
Assumption 2: are finite; i.e. S has a finite set of states,
Assumption 3: are fully observable; i.e. the planning agent has complete knowledge about the
state of S,
Assumption 4: are deterministic; i.e. for every state s ∈ S, and for every action a ∈ A, |γ(s, a )| ≤ 1,
Assumption 5: have an implicit notion of time; i.e. actions have no duration and serve as instantaneous state transitions,
Assumption 6: have sequential plans as their solution; i.e. the solution plan is a linearly ordered
finite sequence of actions,
Assumption 7: are fixed during planning; i.e. the planner does not consider any change that may
occur in S while it is planning, and
Assumption 8: only considered restricted goals; i.e. the planner only models goals as an explicit
state or set of states.
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Like STRIPS-style (Fikes and Nilsson, 1971) planning, I adopt first-order predicate logic as the
language with which to formally specify planning constructs. In this representation, states are
represented as sets of logical atoms that are true or false under some interpretation, and actions are
represented by planning operators that change the content of these sets.
Before I introduce definitions for automated planning constructs, I present some preliminary
definitions. Let L be a finite and function-free first order language; i.e. a first-order language
in which there are finitely many predicate symbols, constant symbols, variable symbols and no
function symbols (every term of L is either a variable symbol or a constant symbol). I assume
that the axiom of equality9 holds in L . As a convention, predicate and constant symbols of L
are denoted as alphanumeric strings (e.g. locked, door1), and variable symbols are prepended
with the “?” character (e.g. ?creature, ?item). An atomic formula or atom is a predicate symbol
followed by an n-ary list of terms (e.g. locked(?door1)). Well-formed formula in L are obtained
by composing atoms with the standard propositional connectives (¬, ∧, ∨) and first-order quantifiers
(∃, ∀). A literal is an atom or its negation. For any set of literals φ, φ + is the set of all atoms in φ and
φ − is the set of all atoms whose negations are in φ.
Variables and literals with variable terms are said to be unground expressions; all other expressions are said to be ground. Two expressions unify if they are syntactically equivalent (per the
above convention, this means they are lexicographically equal). Two expressions can be made to
unify through a unification procedure (Robinson, 1965), a form of pattern matching that finds a
substitution to make the two expressions syntactically equivalent.
Definition 5 (Substitution) A substitution θ is a finite set of term-variable pairs called bindings of
the form {t1 /?x1 , . . ., tn /?xn }, where each ?xi is a distinct variable ( ?xi 6= ?x j if i 6= j ). θ is a ground
substitution if all terms are ground terms.
If E is an expression (or set of expressions), the application of substitution θ (denoted E θ )
results in a new expression (or set of expressions) E 0 , where every occurrence of ?xi ∈ E is replaced
by its corresponding pair t1 as found in θ . If E 0 consists only of ground expressions, it is called a
ground instance of E .
The semantics of expressions in L are given by an interpretation, as is typical in first-order
logic (Huth and Ryan, 2004). An interpretation maps each constant symbol, function symbol, and
predicate symbol of the first-order language L into an object, function, or relation in some domain
D , where the domain is a set of objects. I adopt the commonly-used Herbrand Interpretation, in
which the objects of D are themselves the constant symbols of L . Since L is function-free, each
state s can be viewed as a Herbrand interpretation that assigns true to all ground atoms in s, and
false to all ground atoms not in s. Truth values can be computed for closed formulas (i.e. formulas
9

This axiom states that, for each variable term ?x ∈ L the formula ?x = ?x is universally valid.
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with no variables) using the usual meanings for logical connectives. Truth values can be computed
for quantified formulas given a substitution context θ that substitutes each variable for a constant
symbol in the domain.
Given the logical language L , I can formally define states and transitions. Because of the
aforementioned assumptions, the only transitions that are considered here are actions (the other
type of transition, the set of events, is empty due to Assumption 1).
Definition 6 (State) A state is a set of ground atoms of L . An atom p holds in state s if and only if
p ∈ s. The ground atoms that hold in state s are implicitly in a conjunction.
I adopt the closed-world assumption (Reiter, 1978) in this work. Thus, given a set of literals φ, the
state s satisfies φ (denoted s |= φ) when there is a substitution θ such that every positive literal
of φθ is in s and no negated literal of φθ is in s; for the case of a fully ground set literals φground ,
satisfaction is based wholly on set membership. A state’s value can change as a consequence of
applying a ground action in the state.
Definition 7 (Action) An action is a kind of state-transition. It is a tuple (T, P, E , L ), where T is a
predicate symbol for the action type which identifies the operator (e.g. move, pick-up); P is a set
of preconditions, literals which must be true before the action can be executed; E is a set of effects,
literals made true through the execution of the action; and L is a label that distinguishes this action
from other instances of the action type denoted by T . P and E cannot contain variable terms; thus,
there must exist a substitution context θ that makes both P and E ground expressions.
Let a be an action and a P denote the set of preconditions of a . If s is a state such that s |= a P , then
a is said to be applicable in s. Let a be an action applied in s and a E denote the set of effects of a .

The result of applying a in s in a restricted (i.e. classical) state-transition system S = S, A, γ is given
by the state-transition function γ (s, a ) as follows:

γ (s, a ) =



 s−a− ∪a+
E
E

if a ∈ A is applicable in s ∈ S

undefined

otherwise

(3.1)

The assumptions outlined previously collectively define a classical state-transition domain,
which is a restricted state-transition system couched relative to a finite and function-free first-order
language L .
Definition 8 (Classical State-Transition Domain) A classical state-transition domain with respect

to a first-order language L is a restricted state-transition system. It is tuple S = S, A, γ such that:
• S is a subset of the power set of all of L ’s ground atoms (S ⊆ 2all ground atoms of L );
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• A is a set of actions; and
• γ is a state-transition function γ : S × A → S as defined in Equation 3.1, where S is closed under
γ; i.e. if s ∈ S, then for every action a that is applicable to s, γ (s, a ) ∈ S.
Classical planning problems are fundamentally a search problem in a classical state-transition
domain. Given a classical state-transition domain, a classical state-transition problem is as follows:
Definition 9 (Classical State-Transition Problem) A classical state-transition problem is a tuple


SP = S, s0 , Sg , c , where S is a classical state-transition domain S = S, A, γ ; s0 is the initial state;
Sg ⊆ S is a non-empty set of goal states; and c : S × A → R+
0 is a cost function, which represents the
(positive real non-zero number-valued) cost of doing action a in state s.
To solve this classical state-transition (search) problem, one may use standard search algorithms
such as A∗ (Hart et al., 1968) or IDA∗ (Korf, 1985). A solution to a classical state-transition problem is
a path through its graph, starting in the node that denotes the initial state and ending in a node that
denotes one of the possible goal states. Formally, a solution is a sequence of actions a 0 , a 1 , . . . , a n that
generates a state trajectory s0 , s1 = γ(s0 , a 0 ), . . . , sn+1 = γ(sn , a n ) such that each action a i is applicable
in si and sn+1 ∈ Sg . The solution is optimal when the total cost Σni=0 c (si , a i ) is minimized.
In practice, the explicit enumeration of all possible states and state-transitions required for the
definition of planning domains and problems is intractable. For this reason, I distinguish between
the classical state-transition domain/problem and a classical planning domain/problem, the latter
being a more concise way of specifying a problem to a planning agent, i.e. a planner. This distinction
is analogous to the distinction between a logical theory and its models (Huth and Ryan, 2004); a
classical planning problem and the classical state-transition problem it models can be regarded
as the syntactic and semantic specifications of planning, respectively. In the subsequent section,
I define the planning structures necessary for the specification of the planning problem, whose
semantics is given by its underlying classical state-transition problem.
A classical planning problem can be informally described as a search for actions to apply in
states in order to achieve some objective when starting from some given situation. To concisely
define actions in the classical state-transition domain, I introduce the notion of an operator, which
is an unground (in the predicate logic sense) action.
Definition 10 (Operator) An operator is a template for an action which can occur in a state-transition
system. It is a tuple (T, P, E ), where T , P , and E are as in Definition 7. Unlike actions, P and E can
have variable terms to convey general actions such as “agent ?x picks-up item ?y.” A fully ground
operator is known as an action.
A classical planning domain is the classical planning problem’s implicitly defined state-transition
system. Typically, a classical planning domain is informally described in the planning literature as a
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set of operators O , as in Definition 10. In reality, a set of operators only partially implicitly defines a
classical state-transition domain; a finite and function-free first-order language L (which includes
a set of constant terms needed to specify all expressible ground atoms) is additionally needed.
Definition 11 (Classical Planning Domain) A classical planning domain is a tuple D = (L , O ),
where L is a finite and function-free first-order language; and O is a set of operators. The language
L and all ground instances of operators in O over L implicitly define a classical state-transition
domain S as in Definition 8.

Given L and a set of operators O , a classical state-transition domain S = S, A, γ can be obtained
by: (a) creating a state for every subset of the power set of the ground atoms (which gives S), (b) fully
grounding every operator o ∈ O with every compatible constant term in L to create a set of actions
(which gives A), and (c) for every state, and for every applicable action in that state, mapping the
state-action pair to the state that results from the execution of the operator in that state (which gives
γ). The states that do not map to any other state in γ are pruned from S.
A classical planning domain is used to solve a classical planning problem, which is constructed
by specifying two things: a distinguished initial state within the implicitly-defined state-transition
system, and a set of literals that define the goal.
Definition 12 (Classical Planning Problem) A classical planning problem is a tuple P = (D, i, g )
where D is a classical planning domain; i is a set of literals that define the initial state; and g is a set
of literals that define the goal.

Given D, i, and g , a classical state-transition problem SP = S, s0 , Sg , c can be obtained by:
(a) obtaining a classical state-transition domain as described previously (which gives S), (b) defining
the initial state to be composed of the atoms in i (which gives s0 ), (c) defining as goal states all states
s ∈ S such that s |= g (which gives Sg ), and (d) setting all action costs to 1 (which gives c ).
Solving a classical planning problem involves a search through the state-transition system,
starting in the initial state and ending in a state that satisfies the goal literals. Importantly, many
potential states in the state-transition system may satisfy the goal literals; any one of them is a valid
goal state. The state-transition system is typically not enumerated a priori, but rather generated
dynamically through the instantiation of planning operators in the domain. These instantiated
operators are called steps.
Definition 13 (Step) A step is a partially or fully ground instance of an operator as in Definition 10.
If any literals in the step’s preconditions or effects contain variable terms, those variable terms can
each be bound as in Definition 14.
A fully-instantiated step is an action as in Definition 7; for generality, an action can be referred to as
a step.
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Definition 14 (Binding) A binding is a tuple ?x, y , ρ , where ?x is a variable term of a step; y is
either a variable or constant term in the quantification domain of ?x; and ρ is the designation relation
between ?x and y , which is either the codesignation relation ( i.e. ?x = y ) or the noncodesignation
relation ( i.e. ?x 6= y ).
Steps are instantiated in order to either: (a) satisfy the goal conditions, or (b) satisfy the preconditions
of another step. Without loss of generality, I encode the initial state i as the first step (s0 ) of a plan
with no preconditions and effects that equal the set i, and the goal g as the last step (sk ) of a plan
with no effects and preconditions that equal the set g . To record which steps establish conditions
for other steps to execute, I use a data structure called a causal link.
Definition 15 (Causal Link) A causal link records a precondition satisfaction relationship between
two steps. It is a tuple (si , p , s j ), which denotes that step si establishes the literal p needed by step s j to
p

execute. It is denoted as si −
→ sj .
The solution to a classical planning problem is a plan.
Definition 16 (Plan) A plan is a tuple π = (S , B , L ) where S is an ordered set of steps; B is a set of
bindings over the variable terms in S , and L is a set of causal links between the elements of S .
A plan is not by virtue of its construction a solution to a classical planning problem. Intuitively,
a plan is a solution to a planning problem if, when applied from the initial state of the classical
state-transition problem, the resulting state is a goal state of the problem. To make this intuition
crisp, I extend the definition of the state-transition function in Equation 3.1 to account for steps
and a given plan π. These extensions are done in the context of a classical state-transition domain

S = S, A, γ as follows:

γ (s, s ) =



 s− s− ∪ s+
E
E

if s is ground and applicable in s ∈ S

undefined

otherwise



s
if k = 0 (i.e. π is empty)



γ (s, π) = γ γ(s, s1 ), (π − s1 ) if k > 0 and s1 is ground and applicable to s



undefined
otherwise

(3.2)

(3.3)

As in Equation 3.1, sP denotes the set of preconditions of step s and sE denotes the set of effects
of step s . The notation (π − si ) in Equation 3.3 denotes the plan π with the step si removed. With
Equation 3.2 and Equation 3.3, I can formally define the criteria for a solution to a classical planning
problem:
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Definition 17 (Classical Planning Problem Solution) Let P = (D, i, g ) be a classical planning problem. A plan π is a solution if and only if s0P = ∅, s0E = i, and γ (s, π) |= g .
Intuitively, a plan π is a solution to a planning problem P if and only if the first step of the plan
encodes the initial state of the problem (i.e. no preconditions and effects that equal the set i) and
applying the steps in S in order results in a state that satisfies g ∈ P . A solution π is redundant if
there is a proper subset of the elements of π that is also a solution for P ; a solution π is minimal if
no other solution plan for P contains fewer actions than π. There may be many potential solutions
for a given problem. Generally, a planner will prefer plans that are optimal with respect to cost. In
classical contexts, because the cost per action is 1, plan cost is tantamount to plan length (i.e. the
number of steps in the plan).
Definition 18 (Plan Cost) The cost of a plan π is a function c (π) = Σsi ∈π c (si ), where c (si ) is the cost
of the i th step of the plan.
As mentioned previously, the restricted state-transition system that a classical planning problem
represents is typically not exhaustively enumerated a priori. Instead, planning algorithms explore
the search space iteratively; assembling a search fringe of nodes on the basis of applying planning
operators, ranking all the nodes on the fringe according to some evaluation function f , and selecting
one for subsequent expansion until the goal is found (or until the fringe is empty). The stateevaluation function f is restricted to be as follows:
Definition 19 (State-Evaluation Function) A state-evaluation function for states in a classical statetransition problem is a function of the form f : S × Π → R+
0 , where S is the set of states; Π is the set of
plans; and R+
0 is the positive real non-zero value of a state-plan pair.
For completeness, I present the best-first search strategy in Algorithm 1. The listed algorithm
operates by inserting state, plan pairs – denoted (s, π) – into the open list, an ordered list where
pairs are stored so that pairs with lower f values come first; the open list represents the fringe of
the search space. The state s of the pair is the state that is achieved by applying the plan π of the
pair to the initial state; the initial pair contains the initial state and an empty plan. At each step of
the algorithm, a pair with with minimum f (s, π) is retrieved from the open list, and its successors –
each denoted (s0 , π0 ) – are generated by applying all applicable steps to the current state (along with
their bindings and causal links). The expanded (s, π) pair is inserted into the closed list to avoid
re-expansion. Every successor pair that is generated is checked against both open and closed lists.
If either one contains the same successor pair, the one with the lowest f (s0 , π0 ) is kept; if it was in
the closed list, it is moved to the open list (because a cheaper plan to the previously generated
state has been found, and exploration must continue from this state given the cheaper plan). The
evaluation function in the listing typically is a linear combination of the accumulated cost to reach
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Algorithm 1 Best-first search planning algorithm.
Input:
• A classical planning problem P = (D, i, g ).
• A state-evaluation function f .
Output: π = (S , B , L ), a solution plan or failure if no solution exists.
procedure BEST-FIRST-PLAN-SEARCH(P , f )
1. Let open-list, closed-list be initially empty sets of (state, plan) pairs
2. Let si be the state representing the initial state composed from literals in i
3. Let πi be an empty plan: (S = ∅, B = ∅, L = ∅)
4. Calculate f (si , πi ) and add (si , πi ) to open-list
5. while open-list 6= ∅ do:
a. Let (s, π) be a state, plan pair with minimal f (s, π) in open-list
b. Remove (s, π) from open-list
c. if the state s |= g then:
i. return π
end if
d. for (s0 , π0 ) ∈ GENERATESUCCESSORS(s, D) do:
i. Calculate f (s0 , π0 )
ii. if (s0 , π0 ) 6∈ open-list, closed-list then:
1. Add (s0 , π0 ) to open-list
iii. else if previous f (s0 , π0 ) > current f (s0 , π0 ) then:
1. Replace the previous (s0 , π0 ) pair with the current (s0 , π0 ) ∈ open-list, closed-list
2. if (s0 , π0 ) ∈ closed-list then:
a. Move (s0 , π0 ) to open-list
end if
end if
e. Place (s0 , π0 ) in closed-list
end while
6. return failure.
end procedure

the goal – denoted by g (s, π) – and the heuristic value, a value used to estimate the distance to the
goal – denoted by h (s, π) (Pearl, 1983). A generic form of the typical evaluation function used by
heuristic search algorithms is given by f (s, π) = g (s, π)+ w ·h (s, π); when w = 1, the algorithm results
in A∗ (Hart et al., 1968). The origin of suitable heuristic and evaluation functions is beyond the scope
of my work here; a review of these topics can be found in the seminal paper by Bonet and Geffner
(2001).
3.2.1.2.2

Narratives as Plans The idea that plans might be used to represent narrative is not

new (cf. Schank and Abelson, 1977). However, until Young (1999), the forms of planning used
to represent plot were based on ad hoc models of planning (e.g. Meehan, 1977; Lebowitz, 1985),
without regard to algorithms that were sound and complete to generate narrative. As noted by
Young (1999), planning data structures can be used for modeling the causal structures (cf. causal
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links) typically present in structural analyses of narrative plot, and there exist sound and complete
(planning) algorithms to generate these structures automatically (e.g. Algorithm 1). The method of
construction of these narrative plans guarantees that the story will be narratively coherent insofar
as the engineered planning domain is narratively coherent (O’Neill and Riedl, 2014).
Prior work has explored expansions to the baseline planning representation and reasoning
mechanisms, in service of further helping guarantee narrative coherence. For instance, Riedl and
Young (2010) explicitly represented character intentions, conceptually transforming the singleagent (i.e. story director) planning problem into a multi-agent (i.e. story director and story characters)
planning problem, in which characters act toward goals they adopt, but are guided by the story
director toward the (author’s) goal state. Ware and Young (2014) explicitly represented conflict,
which is an essential part of Western narrative structure (Brooks and Warren, 1979; Abbott, 2008),
allowing the story director to plan for characters that fail to achieve the goals they adopt (whereas
previously, if a character could not achieve the goal they adopted, they would never act upon it).
Tuetenberg and Porteous (2015) explicitly represented character knowledge, allowing characters
to operate on the basis of mistaken beliefs about the story world, enabling a story director to
generate situations of dramatic irony (whereas previously, characters were assumed to have complete
and correct knowledge of the story world they were in). As demonstrated by Haslum (2012), it is
possible to transform the representation developed by Riedl and Young (2010) into a classical
form that preserves the original semantics. Under the conjecture that future narrative-theoretic
representations may be similarly transformed, I restrict my attention to a classical representation
with distinguished narrative-theoretic ontological elements within the planning domain. To avoid
leaving my expectations over the form of narratives tacit, I detail my assumptions regarding the
ontological nature of plan-based narrative below.
The representation of classical planning I use leverages a finite and function-free first order
language L . As mentioned in Section 3.2.1.1, the narratologist Chatman (1980) distinguishes
characters and locations as fundamental constituents of narrative. I therefore assume that the
plan-based narratives under consideration minimally involve characters, beings endowed with
anthropomorphic traits and engaged in anthropomorphic actions (Prince, 2003), and locations,
the spatial character in which the events of a narrative occur (Prince, 2003). These are represented
using a distinguished set of atomic formulas within L ; i.e. the story planning domains I consider
must contain the following predicates10 in L :

?x is a character.
?x is a location.

character(?x)
location(?x)

10
In practice, the unary predicates that denote characters and locations can also be implemented through the use of a
type system in the planning domain. The Planning Domain Definition Language (McDermott et al., 1998) (a common
formalism for describing planning domains and problems) contains affordances for specifying such types. For the sake of
exposition, I use predicates in the text.
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In a planning problem P = D, i, g , a constant term c ∈ L denotes a character if and only if

character(c) is true in the initial state s0 and is never made false. Similarly, a constant term
l ∈ L denotes a location if and only if location(l) is true in the initial state s0 and is never made
false. These distinguished formulae thus form a very simple type system relevant for my ontological
interpretation of narrative. Characters and settings are also relevant for distinguished classes of
operators, defined below.
Definition 20 (Character Operator) A character operator is an operator as in Definition 10, where
the atom character(?x) appears at least once in the set of preconditions P . Each atom

character(?x) ∈ P may appear with variable or constant terms; all these terms denote the actors
of that character operator.
Definition 21 (Location Operator) A location operator is an operator as in Definition 10, where the
atom location(?x) appears at least once in the set of preconditions P . Each atom

location(?x) ∈ P may appear with variable or constant terms; all these terms denote the locations
of that location operator.
Character operators and location operators are not necessarily mutually exclusive; i.e. a character
operator can also be a location operator, and vice-versa. If an operator is both a character and a
location operator, I refer to it as a fabula operator.
Definition 22 (Fabula Operator) A fabula operator is both a character operator as in Definition 20
and a location operator as in Definition 21.
To be precise about narrative-theoretic definitions of planning domains and problems, I distinguish the following structures:
Definition 23 (Story Planning Domain) A story planning domain is a tuple D = (L , O ), where L
is a finite and function-free first-order language with the following two distinguished predicates:

character(?x) and location(?x), denoting that term ?x is a character or location, respectively;
and O is a set of fabula operators as in Definition 22. The language L and all ground instances of
operators in O over L implicitly define a classical state-transition domain S as in Definition 8.
Definition 24 (Story Planning Problem) A story planning problem is a tuple P = (D, i, g ) where D
is a story planning domain as in Definition 23; i is a set of literals that define the initial state of the
narrative world; and g is a set of literals that define the goal configuration of the narrative world. The
set g can also be referred to as the author’s desired narrative outcome.
As defined in Section 3.2.1.1, a narrative refers to an act of narration. Computationally representing a narrative in the sense of Definition 1 would require formalizing the three parts of narrative:

52

fabula, discourse, and medium. My formalization here is restricted to representing a narrative’s
fabula.
Definition 25 (Narrative Plan) A narrative plan is a plan π = (S , B , L ) as in Definition 16 where every
step in S is an instance of a fabula operator as in Definition 22.
In the context of a narrative plan, a step represents an action (in the narratological sense) if it is
an instance of a character operator; otherwise, the step represents a happening.
3.2.1.2.3

Interactivity: Executed Narrative Plans with a Distinguished Actor When I defined

interactive narratives in Definition 3, I couched it as an extension of the definition for narratives,
with a player having a degree of control as to the shape of a trajectory through states of affairs.
Similarly, plan-based interactive narratives are defined as a special case of plan-based narratives,
where the player is afforded control over one character in the narrative’s story.
In plan-based narrative generation, the intelligent agents involved are the story director and
the story characters.11 To accommodate an interactive environment, another intelligent agent is
needed. This additional agent, called a drama manager (Weyhrauch, 1997) or experience manager (Riedl et al., 2008) serves as a mediator (Riedl et al., 2003; Harris and Young, 2009) between
the story director and the player. The mediator must reconcile the needs of narrative coherence as
guaranteed by the story director with the needs of the user, who is now a participant rather than a
spectator (Aylett, 2000). In essence, the player is now one of the characters of the narrative, but is not a
character that the story director can directly control. Like the case of plan-based narrative generation,
I assume that, ontologically, the plan-based interactive narratives under consideration contain
distinguished atomic formulae within L to represent important interactive narrative-theoretic
concepts; I distinguish two, to represent player and non-player characters:

player(?x)
npc(?x)

?x is a player.
?x is a non-player character.


As before, in a story planning problem P = D, i, g , a constant term p ∈ L denotes a player if and
only if player(p) is true in the initial state s0 and is never made false. Because the player is a
character from the story director’s perspective, L ’s axiomatic base is expanded with the axiom of
the player character, which plainly states that all players in the story are characters in the story,
i.e. ∀?x : player(?x) =⇒ character(?x) (the preceding paragraph also applies for non-player
characters, mutatis mutandis). For simplicity, I focus on interactive narratives with at most one
player. Given the distinguished predicates and axiom defined thus far, I explicitly reify and define
the logical language that I will use in all planning domains and problems under consideration.
11

In reality, all story characters are directly under the control of the story director; the characters, however, are
constrained in how they may be used to service the overall story structure.
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Definition 26 (Interactive Narrative-theoretic Logical Language)
An interactive narrative-theoretic logical language LIN is a finite and function-free first order language with the following distinguished predicates:

character(?x)
location(?x)
player(?x)
npc(?x)

?x is a character.
?x is a location.
?x is a player.
?x is a non-player character.

Further, LIN contains the axiom of the player character ∀?x : player(?x) =⇒ character(?x).
I distinguish the following interactive narrative-theoretic definitions of planning domains and
problems that make use of the above logical language LIN :
Definition 27 (Interactive Story Planning Domain) An interactive story planning domain is a tuple D = (LIN , O ), where LIN is the logical language defined for interactive story planning domains in
Definition 26 and O is a set of fabula operators as in Definition 22. The language LIN and all ground
instances of operators in O over LIN implicitly define a classical state-transition domain S as in
Definition 8.
Definition 28 (Interactive Story Planning Problem) An interactive story planning problem is a
tuple P = (D, i, g ) where D is an interactive story planning domain as in Definition 27; i is a set of
literals that define the initial state of the interactive narrative world; and g is a set of literals that
define the goal configuration of the narrative world. The set g can also be referred to as the author’s
desired interactive narrative outcome.
The variant of plan-based interactive narrative I use interleaves planning and execution (Young,
1999), as illustrated in Figure 3.4. The author of the interactive narrative specifies an intended
narrative experience statement through the writing of an interactive story planning domain and
problem. These are given to a story director, which generates an intended narrative plan. In planbased narrative, the story director is not concerned with an execution context beyond the states
directly under its control; in classical automated planning terminology, it works offline (Ghallab
et al., 2004). Plan-based interactive narratives introduce an interactive environment in which the
planned narrative is queued for execution by another agent (the mediator), who must additionally
reconcile the differences between the story director’s model of the state of the narrative world and
the actual state of the narrative world. Because the story director is now planning in an environment
in which there exists a character beyond its control (i.e. the player), from the perspective of the story
director, the environment has an internal dynamic (that is dictated by the player’s gameplay).12
12

An interactive context implies that plan-based interactive narrative is not, strictly speaking, a classical planning
paradigm. This is because one of the classical planning assumptions is no longer tenable; the environment is not static.
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Figure 3.4: A conceptual model for plan-based interactive narrative. This conceptual model builds on the
conceptual model introduced in Figure 3.3 for plan-based narrative; the elements of the previous model
are bound by the dotted line in this figure. Given a narrative plan that a story director crafts around an
author’s constraints, a mediator monitors its execution within an interactive environment and mediates
between player actions that are exceptions (Riedl et al., 2003) to the narrative plan and the maintenance of
the intended narrative experience.

Thus, during the execution of the narrative plan, the mediator must gather observations from the
environment and send the plan’s execution status to the story director so that it may reason about
the status of the narrative plan it wants to tell. In some cases, the player’s interaction does not affect
the narrative plan; this happens when the player acts in a way consistent with the narrative plan.
In other cases, the player’s interaction may threaten the narrative plan, which requires mediation
contingencies that are identified by the story director; this happens when the player acts in a
way exceptional to the narrative plan. Succinctly, whereas plan-based narrative generation is an
open-loop planning process, plan-based interactive narrative generation is a closed-loop planning
process (Ghallab et al., 2004).
The player’s gameplay is couched in the same declarative action representation used by the
story-director for driving the unfolding narrative action; interaction within the interactive narrative
is tracked and recorded using instantiated operators used for narrative generation. Thus, from
the system’s perspective, either the player can only act in ways afforded by the planning domain’s
operators, or the player’s actions are only ever considered when they collectively constitute an
operator as defined in the declarative representation; this is a side-effect of the distinction between
the declarative nature of planning structures and the procedural nature of gameplay (Riedl et al.,
2003).
Because in plan-based interactive narrative both the mediator and the player can contribute
to the evolution of the system’s state, a more precise specification of their interplay is needed.
Plainly, because in any given state both the player and the mediator will have the same opportunity
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Figure 3.5: An illustration of the game-tree model of turn-taking in the context of plan-based interactive
narrative. In this model, the states of the environment are partitioned into two sets: player states, in which
only the player may trigger state-transitions, and system states, in which only the system (in our case the
Mediator agent) may trigger state-transitions.

to act, an arbitration scheme is needed to determine which action takes place. I adopt the turntaking game tree model of states (Gintis, 2009) illustrated in Figure 3.5. The game-tree model
was originally formulated by Weyhrauch (1997) for drama management, and it was subsequently
generalized by Lamstein and Mateas (2004) for experience management. In this model, the states
of the environment are partitioned into two sets: player states and system states. In player states,
only the applicable actions to the player may trigger state-transitions. In system states, only the
applicable actions to the system may trigger state-transitions.
In a system state, the system is afforded control over every element of the planning domain
other than the player’s character. As discussed by Robertson and Young (2014b), the system will opt
for actions that get us closer to achieve the intended narrative experience (i.e. that satisfy the goal
conditions of the input planning problem). In a player state, the player is afforded control over their
player character and can act in a way that is afforded by the logical state. However, what the player
will opt to do is (under the model of gameplay discussed thus far) unknown. While the player may
act in a way that is consistent with the intended narrative plan, the player may also act in a way that
is contrary to it. How the player decides to act is the central concern of the PERSONA PLAYER MODEL.
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3.2.2

A Motivating Example: The Bard’s Leap in Skyrim

To add concreteness to our subsequent discussion, I present an example game scenario that will be
fully developed as part of introducing concepts surrounding narrative affordances. This scenario
is taken from The Elder Scrolls V: Skyrim, developed by Bethesda Game Studios (2011), hereafter
referred to as Skyrim. A screenshot from Skyrim is provided in Figure 3.6.
Skyrim is an interactive narrative in which players assume the role of Dovahkiin (which means
“Dragonborn” in the game’s fictional Dragon language), a mortal born with the soul and power of
a dragon. The game takes place in Skyrim, a fictional province modeled in a Nordic fashion, with
mountains, snowy tundras, pine forests, rural countrysides, and arctic plains. The player is thrust
into a civil war between two factions vying for control of the province, which serves as the backdrop
for the game’s main storyline: the defeat of Alduin the World-Eater, a dragon prophesied to destroy
the world. Skyrim affords players an open world, allowing them to travel anywhere in the game
world at any time, and to ignore or postpone the events that constitute the game’s main storyline.
Players use items (e.g. swords, bows and arrows, axes), skills (e.g. alchemy, smithing, pick-pocketing),
as well as magic (e.g. fireballs, ice shards) to interact with Skyrim’s denizens, kill various enemies
(e.g. wolves, dragons, human bandits and soldiers), solve puzzles (e.g. in outdoor environments,
cities, dungeons), and complete quests that impact the eventual fate of their character.
In Skyrim, players can travel to a landmark that is referred to in-game as the Bard’s Leap Summit,
illustrated in Figure 3.7. This landmark serves as the context for my motivating example and is not
explicitly designated as a quest in-game, making it particularly interesting for analysis since there is
no overt guidance to perform any specific action. While exploring the surrounding area, the player
may find their way to the top of the waterfall shown in Figure 3.7. A player likely knows – due to
having learned from this game, other games, or even real life scenarios – that falling down a chasm
or cliff results in them getting hurt and/or dying. Thus, when a player perceives the edge of the cliff,
they are likely to initially perceive no other in-game affordance beyond diving to certain death.
The Bard’s Leap Summit actually contains a sequential affordance: the summit’s cliff affords
diving, and the summit’s base contains a lake which affords neutralizing the damage that one would
normally suffer from a fall at a great height. Upon exiting the lake at the base of the summit, the
player is presented with narrative game content. As described thus far, this is an instance of a hidden
interactive narrative affordance: there is a real interactive narrative affordance (i.e. a real course of
action that completes the player’s current story experience) that the player cannot perceive due to
the lack of adequate feedback that would cue the player to acting in a way contrary to the norm.
However, when the player approaches the edge of the cliff, the game prompts the player with
feedback designed to elicit a perceived affordance. Figure 3.8 illustrates what is presented to the
player: a textual overlay of the words “Bard’s Leap Summit Discovered.” By considering a narrative a
communicative act as discussed in Section 3.2.1.1, I frame the interaction between the player and the
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Figure 3.6: A screenshot of the interactive narrative adventure game The Elder Scrolls V: Skyrim (Bethesda
Game Studios, 2011). In Skyrim, players assume the role of Dovahkiin and are tasked to defeat Alduin, a
dragon prophesied to destroy the world.

interactive narrative as a kind of conversation (Cardona-Rivera and Young, 2014a). One can therefore
take the perspective of the player and ask: “why would the interactive narrative have presented the
landmark discovery at the precise moment that I arrived at the edge of the rock formation if it wasn’t
in some way relevant to the ongoing exchange?” Assuming that the interactive narrative’s designers
(as embodied through the game) are being cooperative (Young, 2002) with respect to Grice’s (1975)
Maxim of Relevance, both the textual overlay’s content and timing signify more than just a landmark
discovery. Importantly, while the text is designed to elicit a perceived affordance in the player when
observed, it is up to the player to successfully reason over the observation in a way that affords the
inference of subsequent, necessary activity.
If the player successfully reconstructs the interactive narrative’s intended meaning and acts
upon it (i.e. if the player jumps off the cliff), the player will land in the lake at the base of the cliff.
Upon exiting, the player encounters a ghost of a bard who unsuccessfully attempted the same dive
as illustrated in Figure 3.9. Importantly, the player cannot encounter this ghost by simply exploring
the area at the base of the cliff; the player must actually execute the dive. After hearing the bard
recount the occasion that gave rise to his spiritual fate, the player is granted an in-game skill boost.13
13

The speech skill increases two levels.
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Figure 3.7: The Bard’s Leap Summit, a landmark within Skyrim located high in the mountains of Skyrim’s
western border, considered to be one of the most dangerous areas in-game. This area has an interactive
narrative affordance that the game explicitly presents feedback in order to elicit in players a specific course of
action.

Despite the relatively short sequence of game content, there is considerable cognitive processing
at play. My work formalizes the process of perceiving interactive narrative affordances, although a
more complete theory would be able to characterize the relationship between the perception of
interactive narrative affordances and the player’s desire to pursue a specific course of action.
In the following section, I introduce my model’s data structures and relate them to the example
I have presented here.

3.2.3

Model Elements and Their Definitions

A player forms a mental model of the unfolding action of a game based on knowledge of their own
actions, direct observations about the world state, communication with other game characters and
inferences that they make about the game world. I model the beliefs of a player about a game using
a domain model.
Definition 29 (Domain Model) A domain model is a tuple D = (LIN , I , O , G ) where LIN is an
interactive narrative-theoretic logical language as in Definition 26; I is a set of literals describing the
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Figure 3.8: In-game discovery of the Bard’s Leap Summit landmark. In Skyrim, discovering a landmark is
noted by the game through a textual overlay on the player’s screen. In this case, it serves as a form of feedback
to elicit in the mind of the player the (otherwise hidden) interactive narrative affordance, designed to prompt
the player to jump off the cliff.

player’s beliefs regarding the current state of the game; O is a set of fabula operators (as in Definition 22)
the player believes to be available in the world; and G is a set of literals describing the player’s beliefs
regarding the goal conditions necessary to complete the interactive narrative.
In practice, a domain model operates as if it were a combined planning domain and problem
structure used to model the player’s beliefs about the domain and problem they are playing through.
The player’s reasoning is cast as a planning process in the state-transition system bounded by a
domain model. In the case of The Bard’s Leap example, at the beginning of the sequence (when the
player is at the top of the cliff ) the domain model contains all the information the player is aware of
prior to the textual overlay appearing. The literals in I describe the player’s knowledge about the
current state of the game, which I assume are anchored to the player’s observational capabilities
inside the narrative universe. However, creating an accurate model of how agents observe and
know aspects of their world is a complex problem (Petrick and Bacchus, 2004). In this work, I adopt
Robertson and Young’s (2014a) approach to modeling character knowledge through the definition of
a microtheory (Guha and Lenat, 1990). A microtheory is a group of statements about some topic that
may make special assumptions or simplifications about the world. Microtheories are intended to
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Figure 3.9: The ghost of the bard, Azzadal, a character in Skyrim. If the player successfully perceives and
acts upon the Bard’s Leap Summit’s interactive narrative affordance (i.e. the player jumps off the cliff ), they
will land in a pool and be greeted by this bard upon exiting. The bard engages with the player in a narrative
sequence, after which the player is awarded a skill boost.

provide a scaffold for building extensible databases that describe a particular domain model. Instead
of expecting its statements to always hold, a microtheory instead expects that its axioms hold only
in a certain context (McCarthy, 1993). I adopt the microtheory defined by Robertson and Young for
modeling how characters sense information from their environment and apply it to modeling the
player’s observational capabilities. This microtheory is a simplification of a potentially complex
reasoning process that a player who has a focalized (Genette, 1966) perspective is likely undergoing
during interactive narrative play; such a reasoning process might be modeled computationally
via a locally closed world (Etzioni et al., 1994), which affords representing an agent’s potentially
incomplete information on the basis of observed information. I argue that the microtheory is
reasonable in this instance because of the form of interactive narratives I consider here, namely
those exemplified by adventure games. In them, players are made aware that the time-flow of the
narrative world is halted and attention is invited on the interplay of relationships within a limited
area of spacetime (Black, 2012). Thus, the convention surrounding these interactive narratives is
that nothing changes beyond what a player can immediately see, which means that the world’s
dynamics can be modeled well enough by the simplified microtheory.
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As mentioned in Section 3.2.1.2.3, I consider a player in an interactive narrative to be a distinguished character through the axiom of the player character. As such, their microtheory is useful to
model how a player senses information from their environment, i.e. adds elements to their domain
model. I defer the full logical characterization of the RYmt to the description provided by Robertson
and Young (2014a). However, I present the microtheory’s axioms conceptually and in Section 4.4
detail how they are processed in my model. Conceptually, the RYmt requires the introduction of
several distinguished predicates and functions that allow reasoning about space. A space can be a

location (as in Definition 26, and interpreted to be outdoors) or a room. Spaces can be connected
to each other, have a doorbetween them, or have a doorway between them. One can go from a
location to a room via a portal from the former that leadsto the latter (or vice-versa). Logical
constants can be at, in, or on spaces. Further, it is possible a logical constant has another constant.
Using all these relations, one may identify or calculate the space of a constant inside the interactive
narrative world.
The RYmt is defined as follows:
Definition 30 (Robertson-Young microtheory) The Robertson-Young microtheory is a set of axioms that identify how characters acquire knowledge within interactive narrative planning domains.
This microtheory is meant to collectively model the notion that a character observes everything at
their current location. It is defined as follows:
• A 1 – A character observes every constant at their current location.
• A 2 – A character observes everything that is true at their current location.
• A 3 – If a character observes a literal in the world, the character also observes its corresponding
predicate.
• A 4 – A character observes every action they perform.
• A 5 – A character observes every action performed at their current location.
• A 6 – If a character observes an entity in the world, the character also observes its properties
(unary predicates that are true of the constant representing the entity).
These axioms directly operate over the character’s model of the current state of the game; i.e.
for a given domain model D, the axioms operate over the element I ∈ D. In my work, I expand the
RYmt with another axiom that operates over the character’s model of how the world works; i.e. for a
given domain model D, this axiom operates over the element O ∈ D.
The new axiom I define and include as part of the RYmt is:
• A 7 – If a character performs an action then they know the operator it is instantiated from.
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Collectively, the RYmt is a simplified model of how a player comes to understand how the world works
as well as the current state in the interactive narrative they are playing through. To say that a player
always observes everything at their current location ignores human limitations around perception
and attention (Hodent, 2017). Further, to say that a player understands what an action’s operator is
on the basis of having executed the action once ignores potential pitfalls in their reasoning. A player
may develop an incorrect mental model of their domain, potentially carrying out an action while at
the same time failing to identify the action’s correct set of preconditions, effects, or both (Thomas
and Young, 2010). While it is possible (or even likely) that players will hold incorrect domain models
at times, I defer the representation of explicitly incorrect models for future work.
The aforementioned distinguished predicates and functions make the logical language LIN
strictly neither function-free nor first-order; However, these elements are never used as preconditions or effects of operators in the domains under consideration. As such, for the purposes of this
work, LIN is effectively first-order and function-free.
Returning to the example, throughout gameplay, the player will accumulate new beliefs about
the current state of the game world as given by the RYmt (through axioms A 1 through A 6 ). Those
beliefs pertaining to the way the world works (i.e. the set of operators O the player believes to be
available in the world) are accumulated during gameplay as well (through axiom A 7 ); for the case of
this example, the set of operators at least contains the actions needed to capitalize on the interactive
narrative affordance, namely the operators for MOVE, JUMP-OFF, TALK-TO (which are all carried
out during the game’s tutorial stage, a stage that necessarily occurs prior to being able to access
the Bard’s Leap Summit in Skyrim). Finally, the set G , which describes what conditions the player
believes are needed to complete the game, contains nothing at the onset of the example. The way
that gameplay (i.e. what gives rise to the player’s belief changes) is tracked is via a chronology.
Definition 31 (Chronology) A chronology is a tuple C = (D,S , B , L ) where D is a domain model as
in Definition 29; S is an ordered set of steps the player believes have occurred in the game; B is a set of
bindings over the variable terms in S ; and L is a set of causal links between the elements of S .
A chronology is consistent if and only if (a) every step in S has a corresponding operator oi ∈ O ∈ D,
and (b) its bindings are logically consistent (i.e. no variable is bound to more than one term constant).
A chronology is complete if and only if the state described by I ∈ D satisfies the goal literals G ∈ D
(i.e. I |= G ). In this work, chronologies are required to be consistent but need not be complete.
Chronologies represent the beliefs that a player holds about the unfolding action in a game so far;
time is represented implicitly in the number of steps the player believes to have occurred.
Conceptually, players can come to adopt goals during gameplay in many different ways. One
way can be through diegetic means, such as quests, which are collections of tasks the player can
perform (Sullivan et al., 2012). Another way can be through extra-diegetic means, such as the case of
our example: a textual user interface overlay that does not exist within the virtual world per se (i.e.
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there are no floating letters that the player character can directly interact with), which provide the
player with information that may prompt the performance of a task.
In my work, the diegetic and extra-diegetic means through which players are made aware of
information that could prompt players with goals are not modeled computationally. Such a model
would (similar to the above manipulations) operate over the element G in a domain model D. In
my evaluation of PERSONA (which I detail in Chapter 6), I assume that players primarily adopt goals
through diegetic means only. To anticipate the subsequent discussion, in the experiment this is
done through the interactive narrative’s user interface in response to an NPC’s explicit quest prompt;
when clicked, the interactive narrative explicitly adds literals to G ∈ D representing the conditions
under which the respective quest will be complete.
Chronologies are thus circumscribed to representing physical action sequences, as opposed to
discursive ones.14 However, the ultimate effect of a discursive action is explicitly represented. There
exists a significant amount of prior work that frames communication as a kind of goal-oriented
process, wherein automated planning is used to find a plan that achieves some communicative
effect through a sequence of operations (see Garoufi, 2014, for a review). This prior work inspires
the representation I use to model discourse or speech acts (Searle, 1969, 1976), communicative
utterances represented through planning operators whose effects are primarily on the models that
speakers and hearers maintain of each other (Cohen and Perrault, 1979). However, my model of
discourse is limited to reasoning about two things: (a) changes on the player’s always-consistent
understanding of the current state of the world, and (b) changes on the player’s always-consistent
understanding of what goals they need to bring about to successfully complete the game. It does
not (for example) consider the broader ramifications of treating a conversation as a search process (Hobbs and Evans, 1980), nor how utterances give rise to intentions (Cohen and Levesque,
1990) which shape the subsequent flow of conversation (Grosz and Sidner, 1986). In this work, a
speech act is modeled as a discourse operator:
Definition 32 (Discourse Operator) A discourse operator is a template for a communicative action
that can occur in a story planning domain. It is an operator as in Definition 10 with no preconditions
(i.e. P = ∅) and a set of effects E containing only positive literals (i.e. E − = ∅). A discourse operator
contains two distinguished sets of effects EI and EG , which form a partition on the set of effects E .
When applied in a state within the story planning problem the player is playing through, a discourse
step does not effect a change to the underlying state in the manner described by Equation 3.2 and
Equation 3.3. Instead, the discourse step updates the elements of a domain model. To make this
intuition crisp, I (once again) extend the definition of the state-transition function in Equation 3.2
and Equation 3.3 to account for a given discourse step d . As before, these extensions are done in
14

Explicitly representing a discursive action would be tantamount to representing a narrative’s surface code (Zwaan
and Radvansky, 1998), which is beyond the scope of this work.
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the context of a classical state-transition domain S = S, A, γ implicitly defined by a story planning
problem:

γ (s, d ) =


(s)

if d is ground in s ∈ S

undefined

otherwise

(3.4)

Note that in Equation 3.4 there is no need to check for applicability (like in the case of fabula
operators) because all discourse operations have no preconditions by definition.
I model the application of a discourse step d onto a domain model as a set union operation. Let
APPLY denote the operation of applying a discourse step d to domain model D = (I , O , G ). Further,
let d EI denote the set of effects EI of d and d EG to denote the set of effects EG of d .
Then:

APPLY(d , D) =



 I ∪ d ,O ,G ∪ d
if d is ground
EI
EG
undefined

(3.5)

otherwise

Returning to the example, the letters that appear through Skyrim’s user interface would be an
example surface realization of a discourse operator d with no change to the player’s knowledge of
the current state (i.e. d EI = ∅) and an update to the player’s knowledge of the goals; i.e. the operator
would have literals in the set EG that denote the player being at the bottom of the summit (e.g.

at(player, bards-leap-summit-bottom)).
In my model, when players adopt a goal (i.e. when there is a change to the set of literals G ∈ D),
they immediately reason about how to set out to achieve said goal. I call the result of this reasoning
process a projection.
Definition 33 (Projection) A projection of some chronology C = (D,S , B , L ) toward goal literals
g ⊆ G ∈ D is a tuple ψ(C , g ) = (D 0 ,S 0 , B 0 , L 0 ), where S ⊂ S 0 ; B ⊂ B 0 ; L ⊂ L 0 ; and I 0 ∈ D 0 |= g ⊆ G ∈ D.
A projection represents an extension of a chronology into the future, intended to model the player’s
inferences about upcoming game content toward some or all of the player’s believed goal conditions
for the game. In the example, the player likely has adopted several goals prior to experiencing the
Bard’s Leap Summit. I assume that the discovery of the Bard’s Leap Summit landmark (the portion of
the game illustrated in Figure 3.8) provides enough feedback to the player such that it prompts them
to adopt the goal of being at the bottom of the summit, through a projection that involves them
jumping off from high ground to low ground (i.e. that involves the use of the operator JUMP-OFF).
Such a projection would not make a commitment to other goals that have been previously adopted
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by the player. Further, a projection privileges action sequences toward goals, as opposed to logically
afforded actions in a particular state; actions that involve the player backing away from a specific
goal would not necessarily be computed in a projection, lest they be on the path to some other goal.
In the example, the only way to proceed toward the prompted goal is through jumping off the cliff.
A projection extends a basis chronology toward a subset of the player’s believed goals for the
game, but is itself a chronology. In contrast, an interactive narrative affordance is a narrative plan
as in Definition 25; in the context of a projection, an interactive narrative affordance is the fragment
that is not already included in that projection’s chronology.
Definition 34 (Interactive Narrative Affordance) An interactive narrative affordance A is a narrative plan as in Definition 25.
Thus, in the example, the interactive narrative affordance is just the action sequence that involves
jumping off from the edge of the summit (through the operator JUMP-OFF) and exiting the pool that
breaks the player’s fall (through the operator MOVE).
In order to formally define perceived interactive narrative affordances, I reify the player directly
via a player model, which itself tracks an ongoing chronology, and has the ability to generate multiple
projections that represent the player’s inferences. The player model is illustrated in Figure 3.10.
Definition 35 (Player Model) A player model is a tuple M = (C , Inf) where C is a chronology as
in Definition 31; and Inf is a function that represents the player’s inferencing process, which maps
chronologies to sets of projections.
The player model serves as a cognitive proxy for the player engaged in interactive narrative play.
The reason why it relies on a function that represents the player’s inferencing is due to a central
theoretical pillars of this dissertation: reasoning about how the player will fit into the progression of
the story experience ultimately means designing an experience where the player correctly infers
what they have to do next. Philosophically, I take the perspective of rational psychology (Doyle,
1983) in that I assume that there exist many different psychologies that can be computationally
modeled and may be relevant to different task environments. Thus, the definition that I presented
above is agnostic of implementation details and serves more of an interface (Gamma et al., 1994);
player models must support the tracking of a chronology and the computation of inferences in
order to be usable with the rest of the architecture I am presenting here.
In the example, the player model represents the player playing through the described example.
The player model tracks all the beliefs the player has about the world (tracked in a chronology built
up by the microtheory in Definition 30) and the inferencing function Inf returns a set of projections
(intended to be called when the player adopts a goal during gameplay). As the player gets closer
to the Bard’s Leap Summit, the chronology is continuously updated, up to and including when
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Figure 3.10: A visual representation of a player model as in Definition 35. Circles represent states and filled-in
arrows represent steps. Dotted circles and arrows represent (respectively) states and steps that are envisioned
in a player’s projection. Current time represents the player’s progress in their chronology thus far. From the
current chronology, the player infers upcoming narrative content through the Inf function, generating a set
of projections Ψ = {ψ1 , ψ2 }. An interactive narrative affordance A encapsulates one or more actions and is
said to be perceived when it appears in at least one projection ψi . In the above figure, one can say that s3 is a
perceived interactive narrative affordance (it appears in ψ1 ), whereas s7 (which does not appear) is not.

the game presents the extra-diegetic text “The Bard’s Leap Summit Discovered” as illustrated in
Figure 3.8. At that point, I assume that the text causes a goal update to the chronology, which prompts
the player to engage in their inferencing function to project future courses of action grounded in
their chronology.
In this dissertation I propose that players will reason about potential courses of action informed
(minimally) by their knowledge of the game world to imagine plan fragments describing possible
future action sequences. Of course, this model could be further refined to include information about
e.g. the interactive narrative’s genre, which characterizes similarities in form, style, and subject matter (Saricks, 2009) in a way that informs comprehension and inference-making (Zwaan, 1994). This
potential avenue of future work is explored in greater detail in Chapter 7. Given the aforementioned
definitions, I provide the following formalization of a perceived interactive narrative affordance:
Definition 36 (Perceived Interactive Narrative Affordance) A perceived interactive narrative af-
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fordance is an interactive narrative affordance that is grounded in some projection. An interactive
narrative affordance is grounded in a projection ψ, denoted as A [ψ(C , g )] = (SA , BA , L A ), when:
SA = S 0 \S , BA = B 0 \B , and L A = L 0 \L , where S , B , L ∈ C and S 0 , B 0 , L 0 ∈ ψ. An interactive narrative
affordance A is considered perceived relative to a player model M = (C , Inf) just when Inf(C ) yields
a set of projections Ψ where A is grounded in at least one ψ(C , g )i ∈ Ψ.
Thus, everything the player infers as continuing their gameplay at the top of the Bard’s Leap summit
is narratively afforded to the player at that time. The actions that are possible for the player to pursue
is the set of interactive narrative affordances; the subset of actions the player can perceive is the
set of perceived interactive narrative affordances. In the example, I posit that only one such course
of action is perceived as interactive narratively afforded: namely, the one the player pursues that
involves jumping off and exiting the body of water that breaks the player’s fall.

3.3

Perceived Interactive Narrative Affordances as Recognized Plans

As introduced in Section 1.2.3, I propose to model perceived interactive narrative affordances via
plans from a plan recognition context. The proposal is drawn from associating interactive narrative
affordances to an authorial intention attribution process (Herman, 2013), and in turn associating
authorial intention attribution to plan recognition (Cohen and Levesque, 1990). In this section,
I present both arguments in service of modeling perceived interactive narrative affordances as
recognized plans.

3.3.1

Perceived Interactive Narrative Affordances as Authorial Intentional Attribution

As described earlier in this chapter, the primary role of an interaction designer is affordance
alignment, wherein a user’s perception of an interactive artifact’s affordances align with the designer’s
intended real affordance. For the design of interactive narratives, the affordances of concern are
precisely interactive narrative affordances, actions that represent an alignment between the ludic
and narrative elements such that effecting them advances both game and story. This is because the
interactive narratives of concern (i.e. those exemplified by adventure games) invite the player to
step into a dramatic role to complete the story by acting in a way that the author has proscribed
as a satisfying traversal. These satisfying traversals have a specified beginning, middle, and end;
the player’s activity is oriented toward the discovery of the ideal walkthrough, the sequence of
actions that gives closure to the designed story (Fernández-Vara, 2009) by starting at the beginning,
evolving through the middle, and finishing at the end. The player is thus akin to an “actor without a
script” (Fernández-Vara, 2011).
However, the discovery of the ideal walkthrough must require effort (Hartnell, 1984; Plotkin,
2011; Reed, 2017). The challenge in finding the ideal walkthrough is the cause of the aesthetic
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pleasure of an interactive narrative; what Reed calls the eureka story that emerges from the player’s
realization of what they have to do:
In the context of an adventure game, this moment of awakening, understanding, and
illumination is not just a matter of lateral thinking: it connects two worlds, the ludic
plane of objects and actions and the narrative plane of the ongoing story. In a burst
of insight, the player understands what story action will have the ludic consequence
they desire and allow their traversal of the game to continue. The moment is unique
in adventure games – at least when done well – because the insight is not just a logical
solution but a revelation about the story, too.
(Reed, 2017, p. 57)
As I will argue momentarily, this revelation that connects the ludic to the narrative is fundamentally brought about via inference-making. In the rest of this subsection, I will examine when
inference-making occurs in non-interactive narrative contexts, look at commonalities to interactive
narrative reasoning, and conclude that the kind of inference-making that occurs in interactive
narrative arises from attributing intent to an interactive narrative’s designer.
3.3.1.1

Inferencing in Non-interactive Narrative

As alluded to in Section 1.2.2, inferencing is a key part of narrative comprehension (Magliano
et al., 1996). Cognitive psychologists generally agree that story consumers construct two kinds of
inferences: bridging inferences and elaborative inferences. The former are inferences that occur
when a story consumer infers plot content that must have occurred between two utterances of
the narrative’s discourse.15 The latter are inferences that occur when a story consumer infers plot
content that will subsequently occur after an utterance in the narrative’s discourse. For example,
consider the following sequence of discourse content:
(1) Jim sat down at the restaurant.
(2) He then received the menu from the waiter.
(3) After reading the menu, Jim decided what he wanted.
Adapted from Schank and Abelson (1975).
When a reader consumes sentence 3, they may be prompted to construct and passively maintain
a situation model for an event that seems natural to follow from the narrated events; a situation
model is a mental representation of the events described by the narrative. Thus, the reader may
15

Niehaus and Young (2014) developed a computational model of this type of inferencing process.
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construct the elaborative inference that “Jim ordered food from the waiter.” Several cognitive
psychologists (e.g. McKoon and Ratcliff, 1986; Van den Broek, 1990; Graesser et al., 1994; Magliano
et al., 1996; Zwaan and Radvansky, 1998) argue that, while story consumers routinely construct
elaborative inferences, these inferences: (a) happen less often than bridging inferences (because
in their view elaborations are not necessary for sense-making), (b) are typically not very detailed,
and (c) depend on internalized script-like knowledge (Schank and Abelson, 1975), which represent
what the inferences are about.Current work within cognitive psychology has not posited a process
model of how story consumers construct elaborative inferences (unlike bridging inferences, which
have been explained as a causal reconstruction process).
However, the view that elaborative inferences happen less often than bridging inferences or
that they are not a constituent part of sensemaking is not uncontested. Herman (2013) argues
that a consumer’s inferencing of un-narrated portions of a narrative is key to their comprehension.
Herman draws upon the work by Dennett (1989) in his book The Intentional Stance, which presents
a framework for understanding general cognition. Dennett argues that humans have three broad
construals16 with which they perceive, comprehend, and interpret the behavior of entities in our
environment. These construals are organized in terms of increasing levels of abstraction; the more
concrete the level, the more accurate (in theory) our predictions about the entities are. Construals
are obtained by adopting stances, intellectual strategies that mentally fabricate frameworks for
understanding. Dennett distinguishes three such stances (corresponding to the three construals):
1. At the lowest level is the physical construal obtained by adopting the physical stance, wherein
a person explains an entity’s behavior in terms of that entity’s physical and chemical constitution. At this level, one may appeal to an entity’s mass, energy, velocity, and chemical
composition to predict an entity’s future state given its present state.
2. Above the physical stance is the design stance, which fabricates the design construal. At this
level, one may explain an entity’s behavior on the basis of knowledge of the purpose and
function of the entity’s design, without necessarily regarding the entity’s physical constitution.
3. Above the design stance is the intentional stance, which fabricates the intentional construal.
At this level, one may explain an entity’s (typically software and minds) by appealing to the
entity’s encoded beliefs, desires, and intentions (BDI), without necessarily regarding the
entity’s structure or design. As Dennett (1989, p. 17) writes:
Here is how it works: first you decide to treat the object whose behavior is to be
predicted as a rational agent; then you figure out what desires it ought to have, on
16
Dennett (1971) has also postulated the existence of an additional stance called the personal stance, which forms a
construal around morality. While intellectually interesting, I limit my discussion to the three levels that form the bulk of
his theoretical orientation.
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the same considerations, and finally you predict that this rational agent will act to
further its goals in light of its beliefs. A little practical reasoning from the chosen set
of beliefs and desires will in most instances yield a decision about what the agent
ought to do; that is what you predict the agent will do.
Adopting a stance is a flexible process; one can switch to a different stance if it helps diagnose a
prediction error of a previously used stance. Dennett argues that understanding human behavior
is by default at the intentional construal, but in general, knowing when to adopt/switch a stance
is itself an open question and likely a function of the context/task itself. Herman (2013) reviewed
converging evidence in cognitive psychology and narratology that supports the idea that, when
consuming a narrative, the default stance is in fact intentional, where we are concerned with BDI to
explain behavior. The behavior we are trying to explain, however, is not that of the narrative as an
entity per sé, but rather that of the author through the story itself. This explanatory process is driven
by inferences the story consumer effects about why the narrative presents particular discourse that
portrays particular fabula (Herman, 2013, p. 43):
In turn, the protocols that enable interpreters to use textual17 patterns to explore
storyworlds depend on inferences about communicative intentions. At issue is how
readers of print narratives, interlocutors in face-to-face discourse, and viewers of films
use (sequentially presented) constellations of semiotic cues to build narrative worlds.
Relevant intention-oriented protocols come into play when interpreters provisionally
assign a given narrative to the category of fiction or nonfiction, make further discriminations among genres and subgenres, and, using the affordances of a particular medium,
provisionally ascribe to tellers the intention to prompt inferences about the structure,
inhabitants, and spatiotemporal situation of the world or worlds in question.
3.3.1.2

From the Narrative to the Ludic

The importance of inference-driven comprehension has also been emphasized for interactive
contexts. Murray (2011, p.17) notes that the element common to both interactivity and narrative
is anticipation, and that the story must be embodied in the interactor’s expectations and actions,
because:
In a mature medium nothing happens, nothing is brought on stage (or screen or
comic book panel or described in prose) that does not in some way further the action.

17
Herman’s use of the term “textual” here denotes the respective symbols in the discursive medium (e.g. text for books,
visuals for film), as opposed to exclusively denoting script markings. An equivalent term would be “surface code” as used
in the study of discourse processing within cognitive psychology.
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Whatever the viewer is invited to direct attention to is something that further defines
the role (character) or the function (dramatic beat).
Thus, as a player is experiencing an interactive narrative, they are anticipatorily processing how
what is presented furthers the unfolding action. This is another way of attempting to characterize
what happens when an interactive narrative communicates something to the player; framing games
as a kind of conversation (Cardona-Rivera and Young, 2014a) and recognizing that the player relies
on the game to communicate appropriate cues or prompts indicating when and how they should
act, a player will anticipatorily wonder how the game’s communication invites their participation to
continue the ongoing experience. Because an interactive narrative player’s participation requires
them to mentally align ludic and narrative elements such that acting advances both game and story, I
posit that what is driving the alignment is the anticipatory processing of narrative content; narratives
provide context, motivation, and scaffolding to act (Herman, 2013; Reed, 2017). In other words, a
player’s anticipatory reasoning is the computation of elaborative inferences, which (as discussed)
is fundamentally an intention attribution process. I propose that, in interactive narratives, the
behavior we are trying to explain is of the interactive narrative’s designer. Whereas in non-interactive
narrative the consumer’s explanatory process is centered on where the fabula is going, in interactive
narrative the player’s explanatory process is centered on where they fit in where the fabula is going.
Thus, I am assuming that the player is reasoning ego-centrically; when they experience interactive
narrative content, they primarily reason about how it furthers their own activity, as opposed to the
activity of other characters in the virtual world.
Remark The perspectives I outline above represent a realpolitik that eschews the nuance involved
in assuming that players (a) are concerned with authorial intent and (b) primarily reason egocentrically during interactive narrative play.18
Regarding the former, Jenkins (2006) argues that consumers appropriate elements of media (e.g.
in stories, the characters, themes, settings, etc.) in ways that may or may not align with an author’s
intended or preferred “reading.” Further, Hall’s (2006) Encoding/Decoding model of communication
posits four codes that impart meaning to media: (a) the dominant/hegemonic code, which is the
message (i.e. the interactive narrative’s continuant subject or constitutive whole) that the encoder
(the interactive narrative designer) expects the decoder (in this work, the player) to recognize, (b) the
professional code, which relates the message to the surrounding professional context, which in the
case of interactive narratives might include notions of production quality and affordances for player
agency, (c) the negotiated code, which considers the contextual moment-to-moment interpretation
the player imparts to the message, and (d) the oppositional code, which considers the possibility
of the player intentionally interpreting the message in an adversarial/contrarian way. In this work,
18

I am indebted to Nicholas T. Taylor for these perspectives.
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my tacitly stated assumption is that the player defaults to and does not deviate from the dominant
code during the decoding of the encoded interactive narrative; this assumption is borne from the
assumption that players are playing cooperatively with the designer (Young, 2002), as previously
alluded to. The consequence of this assumption is that the meaning the player imparts to the
interactive narrative is driven by their anticipation of what the dominant/hegemonic code is and is
meant to be; I recognize this consequence as a reductionist account of a much more complicated
phenomenon. A related concern to these ideas is the status of “authorial intent attribution” in the
context of an “author” who is really an algorithm. In the case of players being unaware of the author’s
“algorithmic nature,” I posit that players do not adapt their thinking. However, the status of a player’s
cognition in the context of them adopting the intentional stance toward known artificial agents
is likely to be fraught with concerns surrounding privacy, security, and trust (Doyle, 1984). These
issues are beyond the scope of this dissertation and my evaluation of my work ensures that they
should not be a factor; players of the procedurally generated artifacts are never made aware of the
artifact’s ontogeny.
Regarding the latter, ego-centric reasoning is a byproduct of the entrenched norms of video
games as established by the dominant games culture and industry. As Brice (2013) argues:
Gamers are trained to expect certain things from games, like explicit rules, goals,
visual quality, and of course, agency. To put it frankly, gamers are set up to be colonial
forces. It’s about individuality, conquering, and solving. Feeling empowered and free at
the expense of the world. Many games try to evoke the qualities of play most commonly
associated with boys and men. Many games envision their average player to be white, a
man, heterosexual, American, and a whole list of other privileged qualities. Meaning,
they act much like our reality set up to have a particular group of people feel good
about their lives as long as they are complicit with the system. A bestowed agency. Many
games that emphasize personal experience as design tools come from creators who are
marginalized identities. Instead of the qualities listed above, their lives are more often
community-reliant, without power, and restricted. It’s about survival. If these games
were playtested, they would, most surely, get feedback about not having clear enough
avenues to control and victory. It would be whitewashing a particular experience that
doesn?t really get light or validation in our current landscape.
The interactive narratives under consideration in my work hold agency in the sense of individual
problem solving as their primary maxim. Interactive narratives that heavily constrain player agency
and/or decenter the player are (unfortunately) left unaddressed.
While modeling interactive narrative affordances gives context for modeling a player’s inferencemaking processes during interactive narrative play, players may form inferences about any and all
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content that they have experienced, not just narrative content. Interactive narrative affordances
are a class of elaborative inferences involving forward-directed player actions that are of primal
importance in the context of interactive narratives. This dissertation presents the specification of
one potential inference function Inf(C ) that identifies which interactive narrative affordances are
in fact perceived. Importantly, the focus is not on modeling what the player will do in the context of
what the player has inferred; clearly, anticipating outcomes to choices given a narrative framing
plays an important factor in deciding what to do for an interactive story (Mawhorter et al., 2014). A
more complete account of interactive narrative affordances would need to model how the inferences
ultimately effect the player’s decision of which perceived interactive narrative affordance to act upon.
Concretely, this dissertation presents a candidate way to model the player’s perception of interactive
narrative affordances, deferring work on identifying how they actually matter in decision-making to
future scholarship; the focus is on modeling the anticipatory process itself.

3.3.2

Modeling Intentional Attribution through Plan Recognition

In the context of interactivity, the player is constantly trying to explain away the author’s intent for
the further evolution of the narrative’s arc on the basis of what is presented/experienced. Ascription
of intent in the classical AI sense involves identifying the goal the agent is attempting to pursue,
and the corresponding plan that will be pursued in service of that goal (Cohen and Levesque, 1990).
Ascription of intent is thus fundamentally a plan recognition process (Sukthankar et al., 2014). In
the context of this work, the agent whose plan is being recognized is the author/interactive narrative
designer and the agent performing the recognition is the player. In other words, story consumers
perform plan recognition to identify where the author intends the narrative to proceed, i.e. the
goal story world state that they expect the author is driving toward and the subsequent events (i.e.
plan) that will evolve the plot toward that state. Thus, my proposal for intensionally defining the
inferencing function described in Definition 36 is to implement it as a plan recognizer. The system I
have implemented for such purpose is called PERSONA, described in more detail in the next section.

3.4

Summary

In this chapter, I have laid the groundwork for the remainder of this dissertation. During the
course of introducing operational definitions for the terms narrative, sensemaking, and interactive
narrative, I presented arguments for why the AI field of automated planning is a natural candidate
to codify my sense of these terms. I then presented the paradigm of narratives as plans, and focused
on introducing the necessary automated planning knowledge representation and reasoning that
affords accommodating narrative generation and interactivity. This formalism extends classical
planning with (a) distinguished logical predicates and planning operators to denote the interactive
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narrative-theoretic ontological concepts of characters, locations, and players, and (b) a formal
model of interactivity in the context of narrative planning based on game-trees.
I then presented both informal and formal definitions of interactive narrative affordances
and perceived interactive narrative affordances. The formal definition of interactive narrative
affordance is grounded in narrative-theoretic concepts, introduced in this chapter. The formal definition of perceived interactive narrative affordance is grounded in interactive narrative-theoretic
concepts also defined in this chapter, and ultimately depends on a formalized notion of a player
model whose definition includes an inferencing function that in Section 3.3 I argue is key. I also
outline why (in this work) I think of the inferencing function in terms of plan recognition. In effect, a
perceived interactive narrative affordance is a plan that is recognized by the player (as represented
in this work by the player model). In the subsequent chapter, I give an intensional definition of the
aforementioned inferencing function in terms of plan recognition, based on the model I developed,
the PERSONA PLAYER MODEL.
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Chapter

4

The PERSONA Interactive Narrative Player
Model
In this section, I present the PERSONA model, a plan recognition system meant to serve as a proxy for
an interactive narrative player’s elaborative inferencing during interactive narrative play. PERSONA
is a knowledge representation and reasoning model that provides an intensional defintion of the
inferencing function extensionally defined as part of the interactive narrative affordance player
model in Definition 35, and represents an operationalization of my thesis statement. I begin by
making some remarks on the kind of player model that PERSONA is, continuing a discussion seeded
in the Related Work Chapter. I continue by precisely describing plan recognition in Section 4.2. In
Section 4.3, I present the PERSONAbaseline model, an intensional definition of the aforementioned
inferencing function based on an off-the-shelf plan recognition system. I present the details of
a pilot study I conducted to evaluate this baseline model and present arguments as to why it is
insufficient to characterize an interactive narrative player’s inferencing. The arguments are based
on two implicit assumptions the baseline model makes, which are explored and relaxed in Sections
4.4 and 4.5, respectively. Relaxing these assumptions results in the present PERSONA model, detailed
concretely in Section 4.6.

4.1

Characterizing Persona

When I first characterized the PERSONA model in Section 2.2.4, I described it as depending on
an interactive narrative model that is strong story and hybridly authored. I characterized it as
synthetic and analytic: it ultimately is derived from the game’s rules – i.e. the rules that drive the
procedural generation and management of the interactive narrative – and it is justified by my
belief in an external theory – grounded in cognitive science, design, and narratology. I further
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characterized it as being generative and focused on game actions: it constructs recognized plans
(composed of forward-directed actions) that serve as a proxy for the player’s elaborative inference
making. However, it is necessary to further elaborate what I mean by PERSONA targeting a class
(or sub-population) of players, as opposed to targeting an individual, being universal, or being
hypothetical.
As I explained in Section 3.3.1.2, I posit that elaborative inferences are a necessary part of
interactive narrative play because (a) successful play1 requires that the player mentally align the
ludic and narrative elements of the interactive narrative and (b) the cognitive process common to
both interactivity and narrative is anticipation. In this chapter, I impute a computational procedure
to this cognitive process based on plan recognition. However, there is an element of this process
that one cannot ignore: the internalized script-like knowledge (Schank and Abelson, 1975) which
represent the content contained in those inferences computed through (what I posit is) a plan
recognition-like process. I do not address that script-like knowledge in this dissertation, but as
I have argued elsewhere (Young and Cardona-Rivera, 2011) I believe the script-like knowledge
emerges from knowledge of the interactive narrative’s genre,2 which itself depends on knowledge
of narrative genre (Saricks, 2009; Abell, 2015) and game genre (Apperley, 2006; Adams, 2013a).
Ultimately, I believe that a player’s successful inferencing depends on this knowledge, which I posit
is accrued through experience with games, narratives, and interactive narratives over time. This is a
kind of ludoliteracy (Zagal, 2010) focused more on fluency and less on scholarship, akin to visual
language fluency in the study of sequential art (Cohn et al., 2012). Thus, the class of players I target
in this work are those who have developed some sense of interactive narrative fluency, accrued
through exposure to and experience in interactive narrative play.

4.2

Plan Recognition

Plan recognition is a form of activity recognition (Sukthankar et al., 2014) that attempts to predict
the future behavior of an intelligent agent given a sequence of observations of that agent’s past
behavior. Plan recognition is the problem of finding which goal and subsequent actions an agent is
pursuing given a history of their activity in some domain (Carberry, 2001). Thus, plan recognition is
about inferring which actions will occur next in service of an inferred goal.
In the plan recognition problem, there exists a set of possible goals G = {g 0 , . . . , g n } that an
agent cares to achieve, specified a priori. The solution to this problem is two fold; it requires (a) the
goals that explain the observed actions (often referred to as the goal recognition problem) and
1

My use of the term “successful play” in this context means that the player’s activity continues to progress toward the
interactive narrative’s end.
2
In an earlier attempt to characterize genre as part of the PERSONA model, I posited that this could be accounted for
using other planning constructs as part of the Domain Model Definition 29, but I do not present that formal treatment
here.
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(b) the actions that will occur next in pursuit of the expected goal (Carberry, 2001). Note that a
solution to a plan recognition problem need not be a single goal/plan pair; there may be multiple
equally-attractive explanations for an agent’s activity in a domain. Rhetorically, I assume that there
is a single goal/plan pair, unless otherwise stated directly. The plan recognition problem appears in
three variants:
• Intended plan recognition, wherein the agent whose plan we care to recognize is aware and
actively cooperating in the recognition,
• Obstructed plan recognition, wherein the agent whose plan we care to recognize is aware
and actively obstructs the recognition, and
• Keyhole plan recognition, wherein the agent whose plan we care to recognize is unaware of
or does not care about the recognition.
PERSONA is a keyhole plan recognizer, since the plan it is attempting to recognize is that of the
author of the interactive narrative who, strictly speaking, is not aware she is being recognized. This
assumption may become less tenable as interactive narratives are imbued with adaptive capabilities.
For example, if an interactive narrative is tracking a player’s sense-making – something PERSONA
would allow – detects a player is stuck, and takes actions to help the player, the author (via the
system) is in a sense aware and actively cooperating in the recognition process, shifting the keyhole
plan recognition problem to an intended plan recognition problem. Nonetheless, a keyhole plan
recognition context makes no special assumption regarding the agent’s activity, and in the event it
is used in an intended plan recognition context, I posit it will be equally as effective.
Historically, plan recognition systems have relied on plan libraries, which encode a collection
of recipes (goal-plan pairs) that record likely actions toward assumed goal states (Carberry, 2001).
In this light, the plan recognition problem is the challenge of finding which goal-recipe pair is the
observed agent’s intended course of action, given the actions that the agent has undertaken in the
environment.
Recognizing the plan recognition is planning in reverse, Ramírez and Geffner (2009) proposed
a novel way of casting the plan recognition problem that avoids the need for a plan library: by
assuming that an observed agent in a plan recognition task will prefer optimal plans (i.e. those
plans with minimal cost), Ramírez and Geffner proposed to compile the agent’s observed actions as
additional goals to the set of assumed goals that an agent must plan for. This formulation of plan
recognition as planning depends on a compilation process, wherein new planning operators are
added to the domain that uniquely satisfy the observed action goals, effectively placing a lower
bound on the optimal plans in the compiled domain; i.e. the agent must pursue plans in service of
the assumed possible goals that satisfy the observations that were identified in the plan recognition
task.
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4.2.1

Plan Recognition Structures

The following formulation of the plan recognition problem is due to Ramírez (2012):
Definition 37 (Classical Plan Recognition Problem) A classical plan recognition problem is a tuple T = (D, i, G , O B S ), where D is a classical planning domain; i is the initial state of the domain; G
is the set of sets of possible goal literals g i an agent cares to achieve; and O B S is a sequence of fully
ground steps that denotes the observed agent actions.
The planning domain D encodes the behavior that the recognizer can directly observe, and represents an assumption that it bounds the behavior that any observed agent may carry out. Possible
goals g i may only be expressions within the language L of the domain D. For any goal g i ∈ G ,
the tuple (D, i, g i ) defines a classical planning problem as in Definition 12. Thus, implicitly, a plan
recognition problem encodes multiple potential planning problems. For convenience, I denote
as Pi the problem obtained by concatenating D, i, and some g i ∈ G . While there may be multiple
optimal plans that solve Pi , I assume that there is only one.
As alluded to in Definition 37, an observation sequence is a totally ordered sequence of actions
whose operators are specified in a planning domain. The actions in a given observation sequence
need not be continuous, nor represent a plan prefix. As an example, consider the following plan:
πsource = a , b , c , d , e , f



From this given plan, one may extract the following observation sequences: O B S1 = (b , d , f ), O B S2 =
(a , f ), and O B S3 = (a , b , c ). In general, plans that solve all the planning problems defined by (D, i, G )
may fail to account for a given observed action sequence O B S . For example, the plan
πrecognized = (a , b , d , a , c , a )
satisfies the observation sequences O B S3 , but does not satisfy O B S1 nor O B S2 (it does not contain
the action f ). Intuitively, the actions in O B S3 each occur in πrecognized , in the same order they were
observed in; i.e. a appears before b , which appears before c . This intuition is formalized as follows:
Definition 38 (Observation Satisfaction) A plan π, with steps S = {s0 , . . . , sn }, satisfies an observation sequence O B S = o b s0 , . . . , o b sm if there is a strictly monotonic function f mapping the
observation indices j = 0, . . . , m into step indices i = 0, . . . , n such that a f ( j ) = o b s j .
In the above example, the unique function f that establishes a correspondence between the actions
o b si observed in O B S3 and the steps s j in π is: f (0) = 0, f (1) = 1, f (2) = 4. A given function f must
be strictly monotonic so that the steps in π preserve the ordering of actions observed in O B S .
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Importantly, finding a plan that solves Pi for some g i ∈ G and that satisfies the observations in
O B S only indicates that g i possibly explains O B S , but does not rule out other goals g j 6= g i ∈ G from
being competing explanations. In other words, the existence of a plan toward a goal g i that accounts
for the observations does not give sufficient information to state how adequate or contrived is the
use of g i to explain them.3 To characterize the adequacy of a goal (and plan) in explaining a given
observation sequence, this formulation of plan recognition depends on the principle of rationality
as discussed by Dennett (1983): that intentional agents will tend to choose actions that achieve
their goals most efficiently, given their knowledge of the world’s mechanics (i.e. domain) and state.
Efficiency is operationalized using the classical planning notions of cost functions and optimality,
discussed in Section 3.2.1.2.1.
To further disambiguate which goal g i ∈ G serves as the best explanation for a given observation
sequence, the plan recognizer will find the optimal plan4 that satisfies the sequence for each goal, and
compare it against the optimal plan for the same goal (without regard to observation satisfaction).
The cost difference between these two plans for a given goal g i is the overhead cost of using g i to
explain O B S . Ideally, the cost difference is zero; i.e. the optimal plan to achieve a goal that satisfies
the observations is no costlier than the plan to achieve the goal without regarding observations.
Because the agent is assumed to be rational, there should be no need to pursue superfluous activity
that would make the plan costlier than it needs to be. These intuitions are made crisp as follows.
Let Π(Pi ) be the set of all valid plans π j for a goal g i ∈ G . Further, let Π(Pi , O B S ) be the subset
of the plans in Π(Pi ) that satisfy the observation sequence O B S . Of these valid plans, the plan
recognition system is concerned with ones that have minimum cost, defined as follows:
Definition 39 (Minimum Cost of Plans Satisfying an Observation Sequence) The
minimum cost of plans π j that satisfy an observation sequence O B S for a problem Pi = (D, i, g i ) is
defined as:
c (Pi , O B S ) =

min

π j ∈Π(Pi ,O B S )

c (π j )

where Π(Pi , O B S ) is the set of all valid plans π j for goal g i that satisfy O B S ; and c (π) is the plan cost
function as in Definition 18.
The above minimum cost function makes it possible to formalize the degree to which a plan that
solves Pi and satisfies O B S deviates from the optimal plan for just solving Pi ; the greater the
3

A caveat to this is if there is only one potential goal g i in the goal set G for which a plan may be found that satisfies
the observations in O B S . In such a case, solving the plan recognition problem would involve selecting the goal g i as the
goal being pursued, with the corresponding plan as the one that is recognized.
4
In classical contexts, this amounts to finding the shortest plan. In non-classical contexts (which are beyond the
scope of the work here), the design of the cost function becomes a major parameter; an encoded cost function may be
different from the actual cost function the agent is using.
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deviation that a particular goal g i effects, the worse an explanation for O B S it is. This deviation is
defined as follows:
Definition 40 (Deviation of an Observation Sequence for a Planning Problem)
The deviation that an observation sequence O B S effects on the cost of optimal solutions to a planning
problem Pi = (D, i, g i ) while satisfying O B S is defined as:
∆(Pi , O B S ) = | c (Pi , O B S ) − c (Pi ) |

(4.1)

where c (Pi , O B S ) is the minimum cost of plans satisfying an observation sequence as in Definition 39;
and c (Pi ) is the minimum cost of the optimal plan that solves the problem Pi .
Given the previous definitions, I can now define what is a solution to a classical plan recognition (as
planning) problem:
Definition 41 (Classical Plan Recognition Problem Solution) The solution to a classical plan recognition problem T = (D, i, G , O B S ) is a set Γ of goal-plan pairs (g i , πi ), where each goal g i belongs to
the optimal goal set G ∗ and the plan πi is the optimal plan that achieves the respective goal. The
optimal goal set comprises the goals g i ∈ G such that ∆(Pi , O B S ) = 0.

4.2.2

Plan Recognition Algorithms

To compute a solution to a classical plan recognition problem, Ramírez and Geffner (2009) developed
a technique that relies on an off-the-shelf classical planner. This technique solves the plan recognition problem by means of compilation, a systematic remodeling of the problem such that a classical
plan for the reformulated problem also meets the non-classical requirements (Haslum, 2012). The
technique transforms a given problem T = (D, i, G , O B S ) into a new problem T 0 = (D 0 , i0 , G 0 , O B S 0 )
where the observations O B S ∈ T are compiled away. Informally, each observation is compiled into
0

two things: (a) a literal that is added to L 0 ∈ D 0 as well as to each goal g i ∈ G 0 , and (b) an action that
is added to O 0 ∈ D 0 . Each literal reifies an observation as having occurred, and each action adds the
corresponding literal only when all previous observations have been accounted for.
Like the original classical plan recognition problem, the transformed problem T 0 encodes
0

0

multiple potential planning problems Pi (one for each g i ∈ G 0 ). As proven by Ramírez (2012),
0

solving Pi finds a plan that: (a) achieves g i ∈ G and (b) is guaranteed to satisfy the observations in
O B S ; thus, the compilation allows us to construct a planning problem such that one can directly
compute c (Pi , O B S ) in Equation 4.1 from Definition 40. Intuitively, the solution to the original
classical plan recognition problem involves solving 2 · | G | planning problems; the recognition
0

system must solve Pi and its corresponding analogue Pi for every goal g i ∈ G , in order to find those
goals for which ∆(Pi , O B S ) = 0.

81

Figure 4.1: Plan recognition in a robot navigation domain with initial state at(A), possible goals G =
{at(C), at(I), at(K)}, and observed unit-cost actions move(A,B) and move(F,G).

4.2.2.1

The Compilation Procedure

Prior to describing the compilation procedure that produces the transformed problem T 0 formally,
I introduce the example used by Ramírez and Geffner to help explain the intuition behind the
procedure: plan recognition in a robot navigation domain, illustrated in Figure 4.1. Recognized
plans are represented by the goals they achieve, i.e. there is only ever one optimal plan that achieves
a given assumed goal g i ∈ G . In Figure 4.1, the initial position of the robot agent is given by the
circle (the agent is in room A at the start), and the possible goals for the agent are to be in any one of
the squared rooms C, I, or K. In addition, a recognizer has observed the agent’s unit-cost actions of
moving from room A to room B, as well as moving from room F to room G. The plan recognition
problem T for the example domain is:
T ={
D ={
L ={

at(?x), denoting that the agent is at location ?x
adj(?x,?y), denoting that x is adjacent to ?y
A . . . K, denoting rooms A through K
}
O = {move(?x, ?y)}, the agent can move from ?x to ?y
(preconditions and effects as in Figure 4.2)
}
i = {at(A)}, the agent is at room A
G = {g 0 = {at(C)}, g 1 = {at(I)}, g 2 = {at(K)}}
O B S = {o b s0 = move(A, B), o b s1 = move(F, G)}
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Figure 4.2: An illustration of all the operators in the domain obtained through compilation of the observations
in the classical plan recognition problem illustrated in Figure 4.1. The compilation adds two actions
obsmove(A,B) and obsmove(F,G) based on the operator move(x,y) . Operators are shown with their preconditions
(left) and effects (right).

}
Intuitively, the plan recognition compilation proposed by Ramírez and Geffner creates two new
actions obsmove(A,B) and obsmove(F,G) from the input observations of the plan recognition problem,
as shown in Figure 4.2. The action obsmove(A,B) that is created from the first observation o b s0 =

move(A, B) has all the preconditions and effects from the move(x, y) operator in O . However,
the operator is fully grounded with the preconditions at(A), adj(A,B), and effects at(B) and
¬at(A). In addition, the operator’s effects have been augmented with a literal that denotes that the
operator has executed; in essence, the effect pmove(A,B) reifies that the operator has happened. The
action obsmove(F, G) that is created from the second observation o b s1 = move(F, G) is defined in
a similar manner, with the added precondition pmove(A, B) , because the observation of the action
move(A, B) comes before the observation of the action move(F, G). In addition to the expansion
of the planning domain operators, the compiled domain also expands the existing set of assumed
goals; each assumed goal becomes a set of assumed goals, and is expanded by the atoms representing
the observed actions. Thus, the transformed classical plan recognition problem T 0 is:
T 0={
D0 = {
L0 ={

at(?x), adj(?x, ?y), A . . . K as before
pmove(A, B) , denoting that move(A, B) happened
pmove(F, G) , denoting that move(F, G) happened
}
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O 0 = {move(?x, ?y), obsmove(A, B) , obsmove(F, G) }
}
i0 = {at(A)}, the agent is at room A
G0 = {
0

g 0 = {at(C), pmove(A, B) , pmove(F, G) },
0
g 1 = {at(I), pmove(A, B) , pmove(F, G) },
0
g 2 = {at(K), pmove(A, B) , pmove(F, G) }
}
O B S 0 = {∅}
}
As previously stated, this compiled classical plan recognition problem contains several new planning
problems, which (if solvable) will produce plans that both achieve the goals g i ∈ G (the original
goals) and will satisfy the observations (which are compiled as new goals). This in turn allows the
direct computation of ∆(Pi , O B S ), used to solve the original classical plan recognition problem.
The observation compilation algorithm is listed in Algorithm 2. Initially, it clones the input
classical plan recognition problem (line 1); all additions are performed over this clone problem T 0 . It
then creates a proposition po b si for each observation in the input classical plan recognition problem
(line 2.a) and adds it to the domain’s finite and function-free first-order language (line 2.b). Each
observation also prompts the creation of an action that reifies the observation (line 2.c); this action
is made up from the same operator type, preconditions, and effects as the observed action, but with
an added effect: po b si (line 2.d). Observations other than the first one have an added precondition to
their corresponding action; namely, the proposition that represents the preceding observation (line
2.e.i). This guarantees that during plan construction, the actions that reify observations may only
be added in the order that they were observed. The action is then added to the operator set (line
2.f). The set of literals that denote the initial state i0 is expanded with the negation of all observation
0

propositions (line 2.g). Then, each set of goal literals g i in the set of all goals G 0 is expanded with
all of the observation propositions (line 2.h.i). The resulting (compiled) problem is then returned
(line 3). As has been stated, solving the planning problem obtained by concatenating D 0 , i0 and any
0

g i ∈ G 0 is guaranteed to return a plan that satisfies the observations; this is intuitively observable
from the fact that every proposition that reifies an observation is part of the goal state, such that no
plan can be found that doesn’t include the actions that reify the observations.
4.2.2.2

The Recognition Algorithm

I continue to use the running example to help explain the intuition behind the recognition algorithm
prior to describing it formally. After creating a compiled classical plan recognition problem T 0 from
the original problem T , the algorithm proceeds to compare how costly it is to achieve each of the
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Algorithm 2 Observation compilation algorithm.
Input: A classical planning recognition problem T = (D, i, G , O B S ).
Output: A transformed classical plan recognition problem T 0 = (D 0 , i0 , G 0 , O B S 0 ) with O B S 0 = {∅}.
procedure COMPILE-OBSERVATIONS(T )
1. Let D 0 = D, i0 = i, G 0 = G , and O B S 0 = {∅}
0
. With domain elements D 0 = (L 0 , O 0 ), and goals g i ∈ G 0 .
2. for o b si ∈ O B S do:
a. Create a proposition po b si
b. Let L 0 = L 0 ∪ po b si
c. Create an action a o b si with the same operator type, preconditions, and effects as o b si
d. Let the effects E of a o b si be E = E ∪ po b si
e. if i 6= 0 then
. If not dealing with the first observation,
i. Let the preconditions P of a o b si be P = P ∪ po b si −1
end if
f. Let O 0 = O 0 ∪ a o b si
g. Let i0 = i ∪ ¬po b si
0
h. for g i ∈ G 0 do:
0
0
i. Let g i = g i ∪ po b si
end for
end for
3. return the classical plan recognition problem T 0 = (D 0 , i0 , G 0 , O B S 0 )
end procedure

original assumed goals G against how costly it is to achieve each of the compiled goals G 0 (recall
that achieving a compiled goal guarantees that the plan will satisfy the observations). The intuition
of this cost comparison is that if the agent is behaving rationally, then it should not cost extra to
account for the observations in the pursuit of any of the assumed goals. Using c (g ) to denote the
cost of the optimal plan that achieves g and assuming unit costs for every action, the cost to achieve
0

each of the assumed goals g i ∈ G as well as the corresponding goals g i ∈ G 0 in the robot navigation
domain are as follows:
0

• c (g 1 ) = 2, c (g 1 ) = 10
0

• c (g 2 ) = 7, c (g 2 ) = 7
0

• c (g 3 ) = 7, c (g 3 ) = 7
Thus, the recognized goal-plan pairs are (g 1 , π1 ) and (g 2 , π2 ), where π1 is the plan of length 7 that
achieves at(I) and π2 is the plan of length 7 that achieves at(K).
The plan recognition algorithm is listed in Algorithm 3. After compiling the input classical plan
recognition problem using Algorithm 2 (line 2), it goes through each of the assumed goals from G in
the input problem and their corresponding goals from G 0 in the compiled problem to find optimal
plans that achieve them (lines 3.a-3.d). To do so, it relies on the planning algorithm introduced in
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Algorithm 3 Plan recognition (as planning) algorithm.
Input:
• A classical planning recognition problem T = (D, i, G , O B S ).
• A state-evaluation function f .
Output: Γ , a set of goal-plan pairs (g i , πi ) that are deemed recognized or failure if no solution exists.
procedure RECOGNIZE-PLAN(T , f )
1. Let Γ be the initially empty goal-plan pair set
2. Let T 0 = COMPILE-OBSERVATIONS(T )
0
0
3. for g i ∈ G ∈ T and corresponding g i ∈ G 0 ∈ T 0 do:
. The corresponding goal satsifies g i ⊂ g i .
a. Let Pi = (D, i, g i ) be a classical planning problem
0
0
b. Let Pi = (D 0 , i0 , g i ) be a classical planning problem
c. Let πi = BEST-FIRST-PLAN-SEARCH(Pi , f )
. As defined in Algorithm 1.
0
0
d. Let πi = BEST-FIRST-PLAN-SEARCH(Pi , f )
0
e. if πi , πi 6= failure then:
0
i. Let ∆(Pi , O B S ) =| c (πi ) − c (πi ) |
. Where c (π) is the plan cost function.
f. else:
i. Let ∆(Pi , O B S ) = ∞
end if
g. if ∆(Pi , O B S )= 0 then:
i. Add g i , πi to Γ .
end if
end for
4. if | Γ |= 0 then:
a. return failure.
end if
5. return Γ .
end procedure

Section 3.2.1.2.1, which is called once for a goal g i in the goal set G and once for the corresponding
0

goal g i in the goal set G 0 . The deviation of the observation sequence ∆(Pi , O B S ) is then computed
0

as the absolute value of the difference between the cost to achieve g i and the cost to achieve g i (line
3.e.i). If the difference is zero,5 it is a candidate goal-plan pair that explains the observations in O B S
(line 3.g.i). If there are no such candidates among all the goals, the algorithm returns failure (line
4.a); otherwise, the algorithm returns all candidates that have been found (line 5).

4.3

The PERSONAbaseline System

The initial version of the PERSONA system, which I distinguish as PERSONAbaseline , attempted to
model the player’s inferencing using only the plan recognition architecture that was developed by
5
A variant of this algorithm would allow all non-zero values to form part of the set Γ , and then returning the goal-plan
pair(s) with the minimum value. The ultimate effect of that modification on the plan recognizer’s performance has not
been explored so I restrict my attention to the original formulation by Ramírez and Geffner.
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Ramírez and Geffner (2009). This architecture was integrated into an interactive narrative system
and was used to predict the player’s activity during gameplay. It is important to note that for this
baseline system, I made a simplifying assumption that the player would pursue whatever activity
was imagined by the player; in other words, whatever was inferred by the player would be equal to
whatever the player actually did during the course of gameplay. This is clearly not always the case.
Whenever a player faces a choice in the context of gameplay, the player will (under the model of
narrative affordances discussed in Section 3.2.3) project future courses of action, and then decide
which course of action to pursue. Even if all the choice options result in the same course of action,
whatever is inferred by the player may not be what they pursue (they could abandon the choice
altogether). If the choice options result in different and distinct courses of action, then clearly only
one of the imagined courses (or none) will be pursued. The concern of this dissertation is not
necessarily on what the player does per sé, but rather what the player imagines they can do; the
underlying assumption being that the latter influences the former in some way. The interactive
narrative that this baseline system was evaluated on was so simple that the simplifying assumption
was not tenable; however, the results that were obtained informed the revisions to the baseline
system, which culminated in its final design. For this reason, the baseline system and its pilot study
are discussed in the following sections.

4.3.1

Implementation

I implemented the PERSONAbaseline system within an interactive narrative developed with the General
Mediation Engine (Robertson and Young, 2014b).
The General Mediation Engine (or, GME) is a unified game engine and experience manager
that creates and manages gameplay experiences based on an input intended narrative experience
statement. For the case of this work, the intended narrative experience statement is drawn from a
classical plan recognition problem as in Definition 37. An intended narrative experience statement is
a combined interactive story planning domain and problem. A classical plan recognition statement
that uses an interactive narrative-theoretic logical language as in Definition 26 and which is defined
over fabula operators as in Definition 22 is precisely a combined interactive story planning domain
and problem; the set G of sets of possible goal literals g i in the classical plan recognition problem
are implicitly disjuncted, which are made explicitly disjuncted in the interactive story problem’s
goal literals g as in Definition 28.
GME is a runnable software artifact written in the C# programming language (Ecma International,
2017) that implements the conceptual model for plan-based interactive narrative introduced in
Section 3.2.1.2.3, wherein a story director (i.e. a planner) is responsible for finding a narrative script
(i.e. a plan) that a mediator agent is aiming to effect in the context of the player’s gameplay. The
narrative script includes roles for all the characters in the world, including the player’s character.
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However, the player character is not one the mediator agent can directly control. GME’s implementation corresponds to the mediator in Figure 3.4 and is agnostic as to which story director it is
coupled with; it supports any story director driven by the Planning Domain Definition Language
(PDDL) (McDermott, 2000), a standardized planning language that allows the expression of the
individual elements of planning problems. An in-depth description of the GME architecture is
beyond the scope of my work here; the paper by Robertson and Young (2014b) contains further
information and the code base is available on GitHub.6
GME was ported to the Unity3D game engine7 , where it linked Unity game assets to internally
represented planning data structures (Robertson and Young, 2015). I used the Unity GME (UGME)
to create an interactive narrative environment where the player could accomplish one of many
pre-specified goals. The system architecture for this implementation is illustrated in Figure 4.3.
Within the UGME, game actions are discretized: the player can take game actions that are not
represented in the input classical planning problem’s domain, but only those actions that conform
to the domain’s representation will be interpreted by the UGME as having occurred. Since UGME
wraps around GME, the input to the system is a classical planning problem specified in PDDL. The
PERSONAbaseline system was built atop the UGME configured with the FAST DOWNWARD planning
system (Helmert, 2006) as the story director.

4.3.2

Pilot Study

I conducted a pilot study of the PERSONAbaseline system in order to evaluate the feasibility of using
plan recognition to model a player’s inferencing. I have presented the results of this pilot study
elsewhere (Cardona-Rivera and Young, 2015); here, I re-state the critical elements of the study as
well as a commentary on its methodological shortcomings and a discussion on key insights for
refining PERSONAbaseline into PERSONA.
∞

6
7

https://github.com/justusrobertson/GME
http://unity3d.com
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The pilot study’s implementation architecture is illustrated in Figure 4.3. The plan recognition
component was implemented by taking the code base that Ramírez and Geffner (2009)8 created
and adapting it to work with the FAST DOWNWARD planning system. As the player plays in the
environment, the plan recognition loop (illustrated in Figure 4.3) triggers: For every action the
player takes that UGME recognizes as part of the domain: the action is logged by the OBSERVATION
GATHERER, which sends it to the OBSERVATION COMPILER developed by Ramírez and Geffner. Then,
the compiler produces a new planning domain as outlined prior and passes it to the FAST DOWNWARD
planner, which produces the output plan that is recognized by using A* with a context-enhanced
additive heuristic (Helmert and Geffner, 2008). This system produces one such plan, settling ties
randomly.

Figure 4.3: Architecture for the baseline PERSONA implementation. The system has access to the game
instance driven by the Unity GME. The plan recognition loop’s components are highlighted in gray.

4.3.2.1

The Planning Domain

Our planning domain was designed to reflect a fantasy-genre adventure game in the style of The
Legend of Zelda for the Nintendo Entertainment System (Nintendo R&D4, 1986). The domain
contains seven action operators representing actions that collectively support completing key-lock
quests (Ashmore and Nitsche, 2007), wherein a player is barred from spatially moving into a new
location (the lock) until they find a specific token (the key) that allows them to overcome the barrier.
The domain also contains 23 predicates that describe relationships between objects in the domain,
8

This code can be found at http://goo.gl/38vLZ2
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Figure 4.4: An illustration of a procedurally generated game instance generated by the GME from a plan
recognition theory. The player can beat the game by obtaining one sword from the West location and one
book from the East location. There are four such winning conditions, which are specified in disjunctive
normal form to the plan recognizer as discussed in the Plan Recognition Section.

and 20 objects the predicates could describe. This domain was encoded in PDDL and input to the
UGME, which created a virtual environment similar to that illustrated in Figure 4.4. In this example,
the player can complete the game by getting one item from each non-Center location.
Blaylock and Allen (2003) defined four metrics to evaluate statistical goal recognizers, which can
be used to evaluate this system:
1. Speed of computation – since gameplay happens in real-time, the recognizer needs to be able
to execute fast enough to avoid affecting the player’s overall play experience in a way that
would interrupt the game.
2. Early/Partial prediction accuracy – the recognizer should identify plans as economically/accurately as possible.
3. Convergence – ideally, as more information is provided to the recognizer, the more specific
the recognized plan should be. This criterion may not be tenable in a realistic game context,
since players always have the option of abandoning their current plan in service of another
and are not required to communicate when or what they switch to ahead of time.
4. Generalizability – the recognizer should use as little domain-specific information as possible
in its calculation of the recognized plan.
This evaluation focused on speed of computation, although I indirectly addressed the generalizability
criterion since domain-specific information was used. Speed, however, was evaluated in context.
Prior work by Ramírez and Geffner (2009) evaluated the performance of the plan recognizer across
several task domains. In this work, I was concerned with plan recognition within an interactive
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narrative environment that is managed by the Unity GME. We therefore configured our domain
to run performance tests in several scenarios. We then characterized runtime trends of the plan
recognition loop in these scenarios to explore the feasibility of this proof-of-concept for recognizing
player actions.
4.3.2.2

Materials

We developed a game with the Unity (v5.1.0) game engine, using the Unity GME and planning
domain discussed in the Implementation subsubsection. The game ran on a Origin-brand Personal
Computer with a 3.50 GHz Intel Core i7 Processor and an available 8.0 GB of RAM. The operating
system was the 64-bit version of Windows 7 Home Premium (SP1).
4.3.2.3

Procedure

I generated all of the data for this experiment manually by playing all of the diverse game configurations, never playing sub-optimally vis-à-vis plan cost/length. The data was produced by executing
the plan recognition loop after every GME-recognized player step, with the following classical plan
recognition problem T as input:
• D – the classical planning domain the system used was precisely the one that UGME used to
procedurally generate the virtual world, described in The Planning Domain subsubsection.
• i – the initial state the system used was always the most recent state the player was in. Initially,
this is the initial state of the world that UGME uses to procedurally generate the virtual world,
but as the player takes actions this is updated on the basis of the player’s activity.
• G – the set of sets of possible goal literals was always the set of goals that were encoded as the
ones that finish the game; a disjunction of the literals in the problem that state all possible
legal pairs (of which there were 4) of non-Center items illustrated in Figure 4.4.
• O B S – the sequence of fully ground steps was the full set of actions that took place in the
virtual environment.
The plan recognizer ran as a separate thread within the Unity environment. To evaluate the
plan recognition system within the Unity GME, I ran several configurations of the planning domain.
Overall, I collected data on 36 different configurations and each configuration was run 10 times.
The different configurations were along four dimensions:
1. Number of goals |G |. Because the recognizer must work to find potential plans of players
toward potential goals, I varied the number of potential goals Gi ∈ G a player could have. I
arbitrarily chose two values for the number of goals: 4 and 8. Each goal Gi was constructed
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as a conjunction of two literals such that the actions needed to accomplish both overlap in
a way that makes it difficult for the recognizer to identify one unique plan as recognized. In
effect, the number of goals in the plan recognition theory dictates the amount of planning
problems the recognizer must consider and the number of overlapping actions represents
how difficult it is for the recognizer to perform its task.
2. Length of the optimal plan length(π∗ ). This is one estimator of the amount of processing time a
domain-independent planner consumes during the search process. Since the plan recognition
theory defines a set of planning problems, the evaluation domain was configured to support
optimal plans of equal length for all planning problems from the initial state of the domain.
These optimal plans used three of the seven available operators in the domain. We selected
two values for the varying lengths: 9 and 15.
3. Number of actions in the domain |A|. This is another estimator of the amount of processing
time a domain-independent planner consumes during the search process. To inflate the
number of actions in the domain, I created differently-named copies of each of the seven
domain actions, leading us to three values for the total number of actions: 7, 14, and 21. For
each set of actions, the compiled actions during plan recognition proportionately increase, so
the overall branching factor impact is captured in this dimension.
4. Percentage of optimal plan actions observed (O%). As gameplay continues, the observations
that are compiled and input to the domain compiler increases. We observed runtime performance of the plan recognition loop across three monotonically increasing percentages of
optimal plan actions observed: 30%, 50%, and 70%.
4.3.2.4

Results and Analysis

I conducted an exploratory analysis to assess variations in the response variable (runtime) as a
function of the linear combination of the predictor variables |G |, length(π∗ ), |A| and O%. Because
these parameters are continuous, our model was a linear regression of the following form:
time = β0 + |G |β1 + length(π∗ )β2 + |A|β3 + O %β4 + ε

(4.2)

The alternate hypothesis used in the linear regression was HA > 0 (under the null H0 = 0) because I
expected increases in any of the predictor variables to lead to an increase in the response variable.
The results of the regression are tabulated in Table 4.1 and illustrated in Figure 4.5. We fail to
reject the null hypothesis for |G |, the number of goals predictor, but reject the null in all other
cases. One likely reason for having failed to reject the null hypothesis for |G | is due to significant
(p < 0.0001) interaction effects detected between |G | and both l e n g t h (π∗ ) (β = 10.6272) and |A|
(β = −9.9678). Thus, care should be taken in how to interpret results with regards to |G |. Intuitively,
the number of goals input to the plan recognizer dictates how many unique planning problems the
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Table 4.1: Linear regression results for Equation 4.2. Of the parameter estimates, only β4 is practically
significant.

Parameter

Estimate (in ms)

SE (in ms)

p-value

Intercept
|G |
length(π∗ )
|A|
O%

β0 =1178.9653
β1 =-52.8709
β2 =73.4028
β3 =30.8058
β4 =417.3162

67.399632
5.9510353
2.7986799
2.0786601
41.319289

< 0.0001
1
< 0.0001
< 0.0001
< 0.0001

Fs t a t = 270.7372 (p < 0.0001), Ra2d j u s t e d = 0.4065

solver must consider in its identification of a recognized plan. We therefore expect more nuanced
experimentation to reflect the intuition that a higher number of goals will result in a more timeconsuming computational process.
The other three predictors were statistically significant, but only one of these (the O% predictor)
was practically significant in terms of magnitude increases to runtime: for a unit increase in the
number of observed actions over the optimal plan in the domain, the runtime increases on average
by 0.417 seconds. We took this to mean that a promising area of future work was the intelligent
selection of observed actions to input to the plan recognition loop. Finally, this work suggested
that this technique for plan recognition inside an interactive narrative will scale well, since other
predictors were not detected as practically significant.

4.3.3

Limitations and Revisions to the PERSONAbaseline Model

The pilot study has several limitations. Methodologically, our evaluation was done according to our
intuition of what classical plan recognition problems would be difficult for the plan recognizer to
perform its task. Namely, I designed the goals of the problem such that there would overlaps in the
actions for optimal plans from the initial state. Of course, more work would be needed to verify
that our intuition is correct. Further, I generated the plans that represent the player’s gameplay in a
manner that is not ecologically valid; exploration and experimentation are key parts of interactive
narrative play (Reed, 2017), and I never deviated from the game’s ideal walkthrough (Fernández-Vara,
2009) as given by the optimal plan from the initial state to one of the assumed goals.
The more interesting limitations are those relating to what the PERSONAbaseline model is representing as the player’s reasoning process during interactive narrative play. Firstly, the PERSONAbaseline
model executes the plan recognition loop in Figure 4.3 after every player action. This is a naïve
strategy; players do not necessarily change their mind with regards to what they wish to accomplish
in the environment after every step, thus making it unnecessary to recognize their plan after every
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Figure 4.5: Regression line for Equation 4.2. In general, the line predicts an increase in runtime as a function
of the independent variables tabulated in Table 4.1. The axes are the predicted versus the actual runtimes in
milliseconds.

action. Secondly, the PERSONAbaseline model assumes that the player will play optimally. In practice,
this means that during gameplay it will be easy for the player to “fool” the plan recognizer (e.g.
through backtracking). Further unpacking this assumption, however, yields a theoretical orientation
that is untenable. The PERSONAbaseline model has no correspondence to the player’s knowledge in
two crucial ways:
• The Domain Model Assumption – the PERSONAbaseline model assumes that all the inputs to
the system represent the player’s knowledge base; i.e. it is implicitly claiming that the player
has a perfectly accurate model of the world they are acting within.
• The Boundless Rationality Assumption – the PERSONAbaseline model further assumes that the
player’s knowledge base is fully salient, i.e. available for cognitive processing during interactive
narrative play.
These assumptions make the PERSONAbaseline model a poor proxy for a player’s inference-making.
In the sections that follow, I examine these assumptions in turn, and present relaxations to them.
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These relaxations factor into the current version of the PERSONA model, which is outlined in
Section 4.6.

4.4

Revisiting the Domain Model Assumption

The PERSONAbaseline model computes recognized plans as a proxy for the player’s inference-making
process. As such, it tacitly assumes that all the inputs to the system represent the player’s knowledge
base; i.e. it is implicitly claiming that the player has a perfectly accurate model of a classical plan
recognition problem. This includes the domain D, the initial state of the problem i (which, as
discussed, is updated to always represent the player’s current state), the set of goals G they are
striving to achieve, and everything that has transpired thus far O B S . In other words, the Domain
Model Assumption (DMA) is simply that the player’s domain model is equal to the domain model
that fully characterizes the interactive narrative, i.e. the interactive narrative domain model.
A more accurate proxy of the player’s inference-making would represent the player’s domain
model as a subset of the interactive narrative’s domain model; over time, the player’s domain model
could converge toward the interactive narrative’s domain model. The PERSONA model does just
that. In PERSONA, the player’s domain model is tracked separately from the interactive narrative’s
domain model. As detailed in Definition 29, a domain model is defined as a tuple D = (LIN , I , O , G )
that represents a player’s beliefs about the interactive narrative: I describes the player’s beliefs
regarding the current state of the game, O describes the set of fabula operators the player believes to
be available in the world, and G describes the player’s beliefs regarding the goal conditions necessary
to complete the interactive narrative. PERSONA distinguishes two domain models: the interactive
narrative domain model, Dsystem and the player domain model, Dplayer . In effect, the DMA relates
these two models and states that Dplayer = Dsystem . As mentioned in Section 3.2.3, I do not represent
explicitly incorrect player domain models. Thus, in this work, I relax the assumption by admitting
the possibility that Dplayer ⊆ Dsystem . The two domain models are initially defined as follows:


• The interactive narrative domain model, Dsystem = LINsystem , Isystem , Osystem , Gsystem is defined
on the basis of the classical plan recognition problem T = (D, i, G , O B S ) that is input to the
UGME in order to procedurally generate an interactive narrative, where:
– LINsystem = LIN ∈ D ∈ T ,
– Isystem = i ∈ T ,
– Osystem = O ∈ D ∈ T , and
– Gsystem = G ∈ T .


• The player domain model, Dplayer = LINplayer , Iplayer , Oplayer , Gplayer is defined with empty
elements; that is LINplayer = ∅, Iplayer = ∅, Oplayer = ∅, Gplayer = ∅.
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The way in which Dplayer expands to at most Dsystem is via the Robertson-Young microtheory defined
in Definition 30. The application of the axioms modify the elements of Dplayer as follows:
• A 1 states that a character observes every constant at their current location. When applied,
the axiom causes PERSONA to add the constants co-located with the player to the language
LINplayer .
• A 2 states that a character observes everything that is true at their current location. When
applied, the axiom causes PERSONA to add all literals that are associated as belonging to that
location to Iplayer .
• A 3 states that if a character observes a literal in the world, the character also observes its
corresponding predicate. When applied, the axiom causes PERSONA to add the literal’s corresponding lifted atom (i.e. the predicate symbol and all corresponding term symbols) to the
language LINplayer .
• A 4 states that a character observes every action they perform. When applied, the axiom causes
PERSONA to apply all effects of the observed action to Iplayer as given by Equation 3.1.
• A 5 states that a character observes every action performed at their current location. When
applied, the axiom causes PERSONA to apply all effect of the observed action to Iplayer as given
by Equation 3.1.
• A 6 states that if a character observes an entity in the world, the character also observes its
properties. When applied, the axiom causes PERSONA to add the entity’s properties to Iplayer .
• A 7 states that if a character performs an action then they know the operator it is instantiated
from. When applied, the axiom causes PERSONA to add the action’s operator template to
Oplayer .
Importantly, there is no computationally formal method for updating the element Gsystem ∈
Dplayer . As discussed in Section 3.2.3, in my evaluation of PERSONA, I assume that players adopt
goals through in-game quests; when adopted, the system adds literals to G ∈ D representing the
conditions under which the respective quest will be complete.

4.5

Revisiting the Boundless Rationality Assumption

The second assumption that the PERSONAbaseline model makes is that the player (during the course
of play) is projecting future-directed courses of action using all of the information the player has
learned of the environment. In other words, using a plan recognition system as a cognitive proxy
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assumes the player has boundless rationality: reasoning is done over all the information that has
been acquired, under no cognitive limitations, and with as much time as the player’s mind (i.e. the
plan recognizer) needs in order to come up with a sequence of actions.
This assumption is not tenable because humans have demonstrably bounded rationality. In
decision-making contexts, perfectly rational agents will opt to act in a way that is optimal given
the information available (Gigerenzer and Selten, 2002). Simon (1979) proposed that even in the
presence of all necessary information available, humans will seek a satisficing solution (i.e. a solution
that is “good enough”) rather than an optimal one due to cognitive and environmental constraints.
Thus, in order to use a plan recognition as an effective cognitive proxy for inferencing I posit that
the system must be constrained in ways similar to how human minds are constrained. In this work,
I relax the Boundless Rationality Assumption by constraining the input to PERSONA via a model of
narrative working memory. Thus, instead of assuming that the player is operating optimally in a
way that minimizes effort to accomplish all goals, PERSONA assumes that the player is operating
satisficingly in a way that minimizes effort to accomplish salient goals. I focus on working memory
because of its effect on problem solving, and because ultimately, the plan recognition methods used
in PERSONA represent a problem solving process.
The role of working memory in general problem solving performance is a matter of degree (Hambrick and Engle, 2003). Performance on some tasks (e.g. those that require a high-degree of skill) place
a greater demand on working memory as a function of individual skill, whereas performance on
other tasks (e.g. mental arithmetic) can be predicted almost wholly on the basis of working memory
capacity. There is ample evidence (Whitney et al., 1991; Daneman and Merikle, 1996; Zwaan and
Radvansky, 1998; Xu et al., 2005; De Beni et al., 2007) to suggest that narrative comprehension
performance is mediated by working memory performance, which motivates my use of a more
nuanced model of working memory in service of developing a more accurate cognitive proxy.
This model of narrative working memory, which I call INDEXTER, formally represents the structural properties of stories and operationalizes the predictions about narrative working memory
developed by cognitive psychologists (Cardona-Rivera et al., 2012; Cardona-Rivera and Young,
2014b). Its conceptual basis lies in both the Event-Indexing Model (Zwaan, 1999) and the Event
Horizon Model (Radvansky, 2012), which are themselves empirically supported and complementary
cognitive models of online situation model comprehension. In this section, I introduce each model
and then tie them to the knowledge representation and reasoning afforded by the paradigm of
narratives as plans.

4.5.1

The Event-Indexing Model

Situation models (Johnson-Laird, 1983) are integrated mental representations of particular situations in a story world, made up from an amalgamation of information explicitly present in the
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narrative, as well as information inferred by the human story consumer. The Event-Indexing Model
(EIM) in particular posits that as people consume a narrative, they discretize it into its constituent
events. This discretization occurs when people fail to predict continuity (Radvansky and Zacks, 2014)
in any of (at least) five event dimensions that are automatically indexed during comprehension;
this event segmentation process typically occurs around verb phrases in written text (Zwaan et al.,
1995) and on the basis of goal-driven character actions in film (Zacks et al., 2009). The five indices
thought most relevant for predicting segmentation are:
1. Time – the time frame in which the event occurs.
2. Space – the space in which the event takes place.
3. Causality – the event’s causal status with regards to previous events.
4. Intention – the event’s relatedness to the intentions of a character.
5. Entity – the main entities involved in an event.
A situation model index is a property of the event, independent of other events. Each event is thus
defined by the collection (which one can think of as a tuple) of values across all indices; each event
is a grouping of an individual time, space, causality, intention, and entity index.
The EIM synthesizes several complementary views on event models in narrative reasoning. It
theoretically identifies breaks in situation model continuity (i.e. it predicts when people will fail to
predict continuity) by conceptually describing when two events share a particular situation model
index value:
1. Two events share a time index if they occur in the same time frame. This time frame is
identifiable using the criteria employed by Zwaan (1996): two events are assumed to share a
time index if they are perceived by the audience in sequential order and neither event contains
an explicit discontinuity in time.
2. Two events share a space index if they occur in the same spatial region.
3. Two events share a causality index if they are related causally. A direct causal relation is
directed, from one event to another. A direct causal relation from event e1 to e2 exists, as
specified by Trabasso and Sperry (1985), if it meets the logical criteria of necessity and if the
events pass a counterfactual test of the form: if event e1 had not occurred, then in the context
of the story, event e2 would not have occurred. An indirect causal relation between two events
ei and en exists if there is a path in the transitive closure of the causal relation from ei to en .
Trabasso and Sperry reference four types of causal relations that can exist between events:
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• Enablement is a causal relation that involves events which are necessary but not sufficient to cause other events.
• Motivation and Psychological Causation are causal relations that are similar in that
they both purposefully effect a change in the world, with the difference that motivation
is goal-directed whereas psychological causation is not.
• Physical Causation involves a naive interpretation of the physical world or of mechanical
causality between objects and/or people.
4. Two events share an intention index if they are part of the same plan to achieve a goal.
5. Two events share an entity index if they both involve the same characters and objects.
The EIM makes general predictions with respect to the availability for cognitive processing (i.e.
recallability or capacity for salience) of previous events with respect to the comprehended narrative.
Zwaan and Radvansky discuss these predictions in the context of Ericsson and Kintsch’s (1995)
conceptualization of Short-Term Working Memory (STWM) and Long-Term Working Memory
(LTWM). Zwaan and Radvansky (1998, p. 166) point out that,
It is possible in highly practiced and skilled activities, such as language comprehension, to extend the fixed capacity of the general short-term working memory (STWM)
system by efficiently storing information in long-term memory and keeping this information accessible for further processing. This expansion of STWM is called longterm working memory (LTWM) and corresponds to the accessible parts of a previously
constructed mental representation in long-term memory.
The STWM is represented in the EIM by a structure known as the current situation model.
Definition 42 (Current Situation Model) The current situation model refers to the model of the
event that is currently being perceived. This is the model at time t n for a given event en .
When an event is perceived, a situation model of that event is built to identify what its situation
model indices are with respect to all previously perceived events. All previously perceived events
represent Ericsson and Kintsch’s idea of the LTWM, which is represented in the EIM by a structure
known as the integrated situation model.
Definition 43 (Integrated Situation Model) The integrated situation model refers to the model of
the events that have been perceived up until right before the event currently being perceived. This is
the model for times t 1 through t n−1 for events e1 through en−1 .
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The STWM maintains retrieval cues to information in LTWM to help with information storage and
retrieval. The metaphor of a hash map is useful here: the STWM can be thought of as a set of keys to
the values that are held in LTWM. For the EIM, the keys are all the unique situation model indices
that exist in the development of a story. Each value in this memory hash map is a list of events that
contain the particular situation model index value as a constituent part. Online comprehension in
the EIM is modeled as follows: each incoming event is analyzed by the story consumer to determine
which situation model indices it contains. The incoming event then triggers a foregrounding of all
events whose index values overlap. If the lookup is successful (meaning that the situation model
indices have been encountered before), the corresponding values (the previous events) become
foregrounded. The incoming event is then inserted in the memory hash map and associated to the
events that have been foregrounded. If the lookup is unsuccessful (meaning that the consumer has
encountered a completely novel situation), new keys are created with the indices, and the keys are
mapped to the current event in the memory hash map.
As an example, consider a story which is perceived by the audience as a sequence of events
e = (e1 , e2 , . . . , e10 ). In this story, only events e1 and e10 have the same causal index (i.e., they form
part of the same causal chain). As each individual event is perceived, a current situation model is
created for it and it is subsequently integrated with the integrated situation model before the next
event is perceived. According to the EIM, when event e10 is perceived, it acts like a retrieval cue to
event e1 due to their common causal index. The EIM predicts that, after having perceived event e10 ,
event e1 will be more salient in memory than events e2 through e9 (all other indices being equal).
The EIM makes no commitment regarding which situation model indices prove to be stronger
predictors of recall (Zwaan, 1999), weighing them equally.

4.5.2

The Event Horizon Model

Whereas the EIM makes general predictions about the capacity for salience for previously experienced narrative events, the Event-Horizon Model (Radvansky, 2012) is more specific. An event’s
recallability depends (conceptually) on the relationship between the memory cue and the target
narrative event memory. Under the EIM, this relationship is characterized in terms of the situation
model index values that are shared between the cue and the target. The Event-Horizon Model (EHM)
also calls to attention the fan effect, or the spreading activation of transient memory for related
narrative events. The fan effect has two primary manifestations:
1. Competitive memory retrieval, which occurs when there is a significant amount of overlap
between a memory cue and previously experienced events in the narrative. Due to the amount
of overlap, memory for any individual event (including the event that is being recalled) is
impoverished. As an example, if you were to try to remember a specific instance when you
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last used your credit card, it would be difficult to do so because of the relative commonness of
the event (assuming you are a big spender).
2. Non-competitive memory retrieval, which occurs when there is little overlap between a
memory cue and previously experienced events in the narrative. Due to the amount of overlap,
memory for any individual event is improved, due to the uniqueness of the event dimensions.
As an example, if you were to try to recall a specific instance when you changed your bicycle
chain, it would be easy to do so because of the relative uniqueness of the event (assuming you
do not work at a bicycle repair shop).
The EHM does make a commitment to indicating which situation model indices are stronger
predictors of recall, placing primacy on the causal dimension of reasoning.

4.5.3

INDEXTER: A Computational-Cognitive Model of Narrative Memory

INDEXTER imputes a computational mechanism to the narrative memory reasoning process that
the EIM and EHM describe. Formally, it extends the planning-based model of narrative that was
described in Section 3.2.1.2. As defined, the planning representation already captures many of the
features needed to represent EIM structures, and the enhancements I outline are straightforward to
introduce. By extending an existing knowledge representation used to characterize the structural
properties of a narrative, INDEXTER can characterize both proper narrative structure and the online
mental state of the story consumer who experiences the narrative.
Events in the EIM framework map to steps in the planning framework as defined in Definition 13.
This mapping assumes that steps in the planning sense center around verbs (in textual discourse) or
intentional acts (in visual discourse). Importantly, the model of narrative outlined in Section 3.2.1.2
is centered on representing narrative plot, not narrative discourse. Guaranteeing that narrative
discourse elicits the right segmentation structure in the mind of a story consumer is a central
concern to this work, but is beyond the scope of it; this aspect is tightly controlled for in experiments
concerning the phenomena I am describing here. In the remaining discussion, I use the EIM term
“event” and the planning term step interchangeably. EIM indices are represented in planning as
follows:
1. Time – Time is implicitly representing in the current planning model. Steps are modeled as
executing instantaneously and the planning temporal representation provides a total ordering
over all of a plan’s steps’ times of occurrence. Rather than extending this base representation
with more complex models of time as has been done with temporal planning approaches – e.g.
that of Penberthy and Weld (1994) – I approximate this by requiring that each operator in the
planning domain contain a distinguished variable called the time frame. In any plan, each
step’s time frame variable must be bound to one of a list of constants that refer to time frames

101

in the given narrative. These constants, enumerated as part of a planning problem’s initial
state description, can be defined either by the domain creator or automatically, for instance,
by a temporal cluster analysis of the steps in the plan.
2. Space – In the current planning model, spatial properties of steps are represented only in
location operators as defined in Definition 21. Thus, INDEXTER’s space index is only defined
over location operators.
3. Causality – The causality index captures whether or not events have a causal relation. The
planning representation currently represents causality through the causal link structure, as
defined in Definition 15. To use this structure in order to represent causality in the situation
model sense, it must satisfy the counterfactual test that Trabasso and Sperry (1985) defined; i.e.
p

for a causal link si −
→ s j to represent a direct causal relation, it must be the case that if step si
had not occurred, then in the context of the story, step s j would not have occurred. I interpret
the phrase “in the context of the story” to refer to the domain the story consumer is aware
of that defines the operators the steps are based on. In general, for any given causal link, the
step si is not always a necessary condition for the execution of s j ; the condition p established
by the step is the necessary bit. Other steps may very well serve in the same capacity, making
si strictly not necessary. Consider the following case: let oi be an operator with effect p , o j be
an operator with precondition p , and D be a domain with operator set O such that oi , o j ∈ O .
If the domain D contains no other operator in O with effect p , then oi is necessary for the
execution of o j . Otherwise, if it contains at least one operator ok ∈ O with effect p and with
no preconditions that ever depend on the effects of operator oi , then oi is not necessary for
the execution of o j ; wherever oi may be used to satisfy p for o j , ok may also be used. For the
case of this work, careful attention is paid to the domain design to ensure that when causality
relationships are tabulated, I am strictly looking at causality in the Trabasso and Sperry sense.
4. Intention – The intention index characterizes the role that an event plays in a character’s plan
to achieve a single goal. The given planning representation currently does not contain elements
that represent the intention index directly, unlike richer narrative planning models (e.g. Riedl
and Young, 2010; Ware and Young, 2014). Complicating the issue further is that one step could
be used in service of multiple goals in an interactive narrative environment; for example, one
could need to walk to a certain location which serves as a bottleneck for two other areas, and
which each contain an item that the player intends to find. In this work, I take a conservative
approach: if a step is on the critical path to multiple goals, it has an intention index value of
the disjunction of all the goals.
5. Entity – The entity index characterizes the important entities that take part of events, which
for the case of the planning representation involves character operators as defined in Defini-

102

tion 20 and items as defined in the planning domain’s type system.
The fan effect as described in the EHM framework is operationalized through Equation 4.3, which
computes the capacity for salience (i.e. recallability) of some previously experienced event (i.e. step)
of some chronology. Equation 4.3 is defined over a chronology as defined in Section 3.2.3 and two
distinguished planning steps; it assumes that one can determine the situation model index values
for all processed events. Succinctly, the salience of a past event (i.e. step) ei∗ given the chronology C
with memory cue (i.e. step) q , is the ratio of the number of index values shared between ei∗ and q to
the total number of shared index values between q and all events ei ∈ C presented to the human
consumer.

∗

SALIENCE (e i

,q,C ) = P

overlap(ei∗ , q )
ei ∈C

overlap(ei , q )

overlap(e x , e y ) = shared index values between e x and e y

(4.3)
(4.4)

Salience is defined as a dimensionless quantity, allowing only comparisons relative to other
narrative events in the given chronology and for the given memory cue. The above formulation
has been put forth in related work by Nairne (2006) on models of general memory theory (cf. his
discussion on the related issue of distinctiveness in memory), however he fails to characterize how
events are represented in memory, and also fails to justify his measure of similarity between events.
While being a relatively simplistic model (e.g. Equation 4.3 does not account for memory decay9 ),
it provides a usable operationalization that mathematically represents the general phenomena
described by several cognitive psychologists.

4.6

The PERSONA Model

My relaxation of both the Domain Model Assumption and the Boundless Rationality Assumption
results in the PERSONA model that I developed to test my thesis statement. To be precise, the PERSONA
model includes the knowledge representation developed thus far along with the plan recognition
reasoning mechanism described in Algorithm 4. The given PERSONA algorithm is an implementation
of the inferencing function Inf described as part of the player model in Definition 35.10
The algorithm takes as input a player’s domain model Dplayer assembled via the Robertson-Young
microtheory defined in Section 3.2.3, a sequence of fully ground steps that the player has observed
9

Memory decay may straightforwardly be accounted for via previously developed cognitive architecture models, e.g.
the work by Elliott and Anderson (1995), but I defer that extension to future work.
10
Notably, the interface to the PERSONA algorithm listed in Algorithm 4 appears different from the defined inferencing
function Inf; the latter operates over chronologies, and one does not input a chronology to Algorithm 4. However, two of
PERSONA’s inputs taken together represent a chronology, namely the player’s domain model Dplayer and the sequence of
fully ground steps that denotes the observed agent actions O B S .
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Algorithm 4 The PERSONA algorithm, which this dissertation proposes as a process model for a
player’s interactive narrative elaborative inference-making. The PERSONA SYSTEM is my intensional
definition of the Inf function extensionally defined in Definition 35.
Input:
• A player domain model Dplayer , incrementally built through the Robertson-Young microtheory defined
in Section 3.2.3 with the following elements:
– LIN , an interactive narrative-theoretic logical language as in Definition 26.
– I , the set of literals describing the player’s beliefs regarding the current state of the game.
– O , the set of fabula operators the player believes to be available in the world.
– G , the set of goals that the player is assumed to care about. In the interactive narrative’s design,
these goals are explicitly adopted by the player.
• OBS, a sequence of fully ground steps that denotes the observed agent actions.
• A state-evaluation function f .
• A hyper-parameter θ that represents a person’s salience threshold.
Output: Γ , a set of goal-plan pairs (g i , πi ) that are deemed recognized or failure if no solution exists. The plans
represent the player’s perceived narrative affordances.
procedure PERSONA(Dplayer , OBS, θ , f )
1. Let salient be an initially empty set of steps.
. Steps from O B S in the player’s working memory.
2. Let obsn be the last step of the sequence O B S .
. The current situation model.
3. for each step obsi ∈ OBS other than obsn , do:
a. Let σi = SALIENCE(obsi , obsn , OBS)
. As introduced in Section 4.5.
b. if σi ≥ θ then:
i. Add obsi to salient.
end if
end for
4. Let Dplayer = (LIN , O ) be a classical planning domain

5. Let Tplayer = Dplayer , I , G , salient be a classical plan recognition problem.
6. return RECOGNIZE-PLAN(Tplayer , f )
. As defined in Algorithm 3.
end procedure

to have occurred in the world OBS, a state-evaluation function f , and a hyper-parameter that
represents a person’s salience threshold θ . The last of these inputs, θ , is needed in order to decide
which elements of the sequence OBS will be processed during plan recognition; only those elements
from OBS whose salience value (as calculated in Equation 4.3) exceeds θ will be processed (line 3.a).
The determination of a suitable value of θ is beyond the scope of the work here. In my evaluation
(and as described in more detail in Chapter 6), several alternative values of θ are considered on the
basis of the full range of SALIENCE values calculated for all steps in O B S during all stages of play. The
steps from OBS whose salience threshold exceeds θ form the set salient (line 3.b). Then, a classical
plan recognition problem is formed from elements input in the player’s domain model alongside
the set salient (lines 4 and 5). The algorithm then returns the plan recognized from the assembled
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classical plan recognition problem, using Algorithm 3 (line 6).
The plans returned by PERSONA are what I have defined as perceived narrative affordances.
The remainder of this dissertation evaluates PERSONA as a cognitive proxy of a player’s perceived
interactive narrative affordances.
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Chapter

5

The PERSONA SYSTEM: Architecture and
Implementation
In this chapter, I examine each of the modules of the PERSONA SYSTEM’s block diagram characterization and describe its operation in software; the block diagram characterization is re-introduced
from Chapter 1 in Figure 5.1. This chapter illustrates how the PERSONA SYSTEM was configured for
the various settings that were used to evaluate this dissertation’s thesis.
The PERSONA SYSTEM encompasses: (a) the player-facing interactive narrative environment, an
instance of the Unity General Mediation Engine that is discussed in Section 5.1, (b) the designerfacing editing interface – the Unity General Mediation Engine itself – with its corresponding inputs,
discussed in Section 5.2, and (c) the PERSONA PLAYER MODEL, discussed in Section 5.3.

5.1

Interactive Environment: Knights of the Emerald Order

I developed Knights of the Emerald Order (KotEO) atop the Unity General Mediation Engine as a
single-player interactive narrative adventure role-playing game, inspired by games like The Secret of
Monkey Island (Gilbert et al., 2009) and Thimbleweed Park (Gilbert and Winnick, 2017). The game’s
plot synopsis is available in Figure 5.2. This section discusses KotEO’s design as a game design
document (Sansone, 2014), in a format inspired by the Grim Fandando Puzzle Document (Schafer
et al., 1996) for the adventure game Grim Fandango (Schafer and Mogilefsky, 1998).

5.1.1

Characters

There are two kinds of characters in KotEO. Primary characters, listed in Table 5.1, are those involved
in the interactive narrative’s progression. These include the player, the tutorial guide, and characters
who initiate a quest. Secondary characters, listed in Table 5.2, are non-primary characters. These
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Figure 5.1: A block-diagram characterization of the PERSONA SYSTEM. Given a description of character
dialogue, art assets, and an intended narrative experience statement, the PERSONA SYSTEM uses the
General Mediation Engine (Robertson and Young, 2014b) to procedurally generate an interactive narrative
environment that is interactable by a human player. The same knowledge representation used to generate
the environment is itself afforded to the PERSONA PLAYER MODEL, which (given an observation of the player’s
activity) produces a recognized plan that the system anticipates the player is pursuing.

serve as set-dressing to make the world feel alive, but some characters offer information about
the world, including the whereabouts of an item or other character needed to complete a quest
(discussed in Section 5.1.4).

5.1.2

Items

There are two kinds of items. Primary items, listed in Table 5.3, are involved in the interactive
narrative’s progression, i.e. part of the tutorial phase or a quest. Secondary items, listed in Table 5.4,
are non-primary items, i.e. set-dressing and distractor items for quest completion.
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When you begin the game, you are greeted by Mel, the royal wizard of Levittown.
Levittown is home to the Knights of the Emerald Order, which you have always wanted
to join. After helping Mel escape the confines of a basement (why he summons you in
the first place), he informs you that to become a knight you must secure his blessing. To
do so, you must help the townsfolk in their daily life. Five different citizens have issues
they are currently struggling with; help any three to secure the wizard’s blessing.

Figure 5.2: Plot synopsis for Knights of the Emerald Order.

Table 5.1: The 8 primary characters in Knights of the Emerald Order.

Character

Description

Role

A knight-in-training.

The player character.

Mel

A wizard. Goes by the name Mel.

Tutorial guide.

Alli

An intimidatingly green orc. Goes by
the name Alli.

Initiates the Pilgrimage Quest.

Arthur

Giovanna

Icon

An appraiser. Goes by the name Gio- Initiates the Fetch Quest.
vanna.
A quartermaster. Goes by the name
Ian.

Initiates the Equip Quest.

James

A riddler. Goes by the name James.

Initiates the Wisdom Quest.

Dorian

A knight. Goes by the name Dorian.

Initiates the Love Quest.

Jordan

A knight. Goes by the name Jordan.

Continues the Love Quest.

Ian
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Table 5.2: The 10 secondary characters in Knights of the Emerald Order.

Character

Icon

Description

Camille

A knight. Goes by the name Camille.

Phillip

A knight. Goes by the name Phillip

Michael

A fortuneteller. Goes by the name Michael.

Matthias

The blacksmith’s apprentice. Goes by the name Matthias.

Peter

A blacksmith. Goes by the name Peter.

Avery

The majordomo. Goes by the name Avery.

Frank

A banker. Goes by the name Frank.

Roger

The governor of Levittown. Goes by the name Roger.

Dave

A citizen of Levittown. Goes by the name Dave.

Karina

A citizen of Levittown. Goes by the name Karina.

Oscar

The barkeep. Goes by the name Oscar.

Table 5.3: The 15 primary items in Knights of the Emerald Order.

Item

Description

Role

basementexitkey

A key.

Used to complete the tutorial.

basementbucket

A bucket.

Used to obtain the basementexitkey.

A cupcake.

Used to complete the Pilgrimage Quest.

hairtonic

A tonic.

Used to complete the Fetch Quest.

knightsword

A sword.

Used to complete the Equip Quest.

knightshield

A shield.

Used to complete the Equip Quest.

coin

A coin.

Used to complete the Wisdom Quest.

shinykey

A key.

Used to obtain the coin.

A skull.

Used to complete the Wisdom Quest.

A candle.

Used to complete the Wisdom Quest.

coin

A coin.

Used to complete the Wisdom Quest.

loveletter

A letter.

Used to complete the Love Quest.

rubyring

A ring.

Used to complete the Love Quest.

bouquet

A bouquet of flowers.

Used to complete the Love Quest.

A love contract.

Used to complete the Love Quest.

tastycupcake

humanskull
candle

lovecontract

Icon
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Table 5.4: The 7 secondary items in Knights of the Emerald Order.

Item

Description

rope

Some rope.

book

A book.

bucket

A bucket.

mirror

A mirror.

mushroom
silver
ash

5.1.3

Icon

A mushroom.
A bullion of silver.
A cat.

Location Layout

Figure 5.3 illustrates one candidate layout of KotEO, as rendered by the UGME. The virtual world is
procedurally generated, so there may be other candidate realizations of this world that players can
experience; the constraint that the locations have to satisfy is given by the underlying logical model
of the world that is input to UGME in the form of the intended narrative experience statement,
discussed in Section 5.2.1. For experimental purposes, UGME was modified to remain consistent
in its generation of the world such that all players experienced the map in Figure 5.3. There are 6
outdoor locations and 7 portals to indoor locations. All portals in KotEO are symmetric: if there is a
doorway/door/entrance from one location to another, there is a corresponding doorway/door/entrance back. The world map was designed to have the same number of outdoor and indoor locations
as Act I of The Secret of Monkey Island (Gilbert et al., 2009).
When the player begins the game, they start in a room in the Bar’s Basement and work their way
through it until they get to the Bar itself. At the end of the tutorial, the Bar contains Oscar, Mel, the
key to the Bank’s entrance (the Shinykey), and an entrance (idiomatically, an exit) to the Docks. The
Docks are connected to the Junkyard and the Townarchway, and contain a symmetric entrance to
the Bar as well as a Mushroom. The Junkyard contains a Mirror and Alli, who initiates the Pilgrimage
Quest. The Townarchway is connected to the Townsquare and contains entrances to the Forge and
the Hut, Karina, and Dorian, who initiates the Love Quest and is correspondingly carrying a Love
Letter and a Love Contract needed to complete it. The Forge contains Peter, Matthias, Rope, and a
Knight sword needed to complete the Equip Quest. The Hut contains Michael, a Book, a Hairtonic
needed to complete the Fetch Quest, and a Tastycupcake needed to complete the Pilgrimage Quest.
The Townsquare is connected to the Cliff and the Valley, and contains Frank, Dave, and entrances to
the Bank (which is locked) and the Shop. The Bank contains Silver and a Coin needed to complete
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the Wisdom Quest. The Shop contains a Knightshield needed to complete the Equip Quest, the
Rubyring that can be used to complete the Love Quest, and Giovanna, who initiates the Fetch Quest.
The Cliff contains a Bouquet that can be used to complete the Love Quest, a Humanskull needed to
complete the Wisdom Quest, and an entrance to the Mansion. The Mansion contains Roger, Avery, a
Candle needed to complete the Wisdom Quest, and Jordan, who is part of the Love Quest. The Valley
contains an entrance to the Fort and James, who initiates the Wisdom Quest. The Fort contains a
Bucket, Phillip, Camille, and Ian, who initiates the Equip Quest.

5.1.4

Quests

Fetch Quest

This quest is initiated by Giovanna at the Shop within the Townsquare. Giovanna

indicates that the fortuneteller (Michael) has prepared a Hairtonic for her; she asks you to fetch
it for her. Upon accepting the quest, the player must exit the Shop, move to the Townarch, enter
the Hut, pickup the tonic, return to the Hut, and give it to Giovanna. Upon receiving the Hairtonic,
Giovanna expresses gratitude and the quest ends.
Pilgrimage Quest

This quest is initiated by Alli at the Junkyard. Alli indicates that they are

getting ready to eat stray cat they found but that they cannot eat while others watch. If the player
expresses disgust, Alli states: “ If you have a problem with it, bring me something else to eat. I hear
the fortuneteller’s hut is full of tasty treats. . . ”, which begins the quest. From the Junkyard, the player
must move through the Docks to the Townarch and into the Hut, pickup the Tastycupcake from
inside the Hut, and return to the Junkyard to give the Tastycupcake to Alli. Upon receiving the treat,
Alli gives the player the stray cat and the quest ends.
Equip Quest

This quest is initiated by Ian at the Fort within the Valley. When you talk to Ian,

they exclaim: “You can?t call yourself a knight if you don’t have the right gear! Find a sword and shield,
and bring them to me.” From there, the player must find the Knightsword and the Knightshield and
give them to Ian. This quest has some flexibility: the player may opt to bring the items one at a time
or find both and bring them at the same time. If the player talks to the knights at the Fort, the player
learns information relevant to their quest. Talking to Camille reveals that the Knightshield is in the
Shop at the Townsquare and talking to Phillip reveals that the Knightsword is in the Forge at the
Townarch; the player must go to both these locations, pick up the items and return to the Fort to
give them to Ian. Upon receiving both items, Ian states that they will hold onto the items while the
player continues to secure the Wizard’s blessing and the quest ends.
Wisdom Quest

This quest is initiated by James at the Valley. The quest has three stages. When

you talk to James he reveals that he has lost some items and asks you to help them out. However,
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Valley
• Fort
• James

Fort
• Ian
• Camille
• Phillip
• Bucket

Town Square
• Shop
• Bank
Bank
• Frank
• Coin
• Dave
• Silver

Cliff
• Mansion
• Bouquet
• Humanskull

Town Arch
• Hut
• Forge
• Dorian
• Karina

Mansion
• Avery
• Roger
• Jordan
• Candle
Dorian
• Loveletter
• Lovecontract

Docks
• Bar
• Mushroom

Forge
• Peter
• Matthias
• Knightsword
• Rope

Shop
• Giovanna
• Knightshield
• Rubyring

Hut
• Michael
• Hairtonic
• Tastycupcake
• Book

Bar
• Mel
• Oscar
• Shinykey

Junkyard
• Alli
• Mirror

Alli
• Ash

Figure 5.3: The map for Levittown, the world of KotEO. All locations are generated as rectangular rooms with
openings to other rooms that they are connected and have a door/doorway to. In the figure, room depictions
are accompanied by their respective names and a bulleted list of characters and items that are contained
therein.
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upon accepting the quest, James states that he will not tell you what the items are directly; he instead
offers riddles the player must figure out to complete the quest. There are three items, and thus
three riddles (stages); all items are scattered in different locations, and the player must go to the
locations in question, pick up the items, and return to the Valley to give them to James. The first
riddle is: “What has a head, a tail, is gold, and has no legs? Bring it to me.”; the answer is a Coin,
located within the Bank at the Townsquare. The Bank’s entrance is locked; to open it, the player
must go to the Bar at the Docks, pickup the Shinykey, and use it on the door. The second riddle
is: “Now bring this: I don’t have eyes, but once I did see. Once I had thoughts, but now I’m white
and empty.”; the answer is a Humanskull, located at the Cliff. The third riddle is: “Lastly, bring an
item like this: It is tall when it?s young, It is short when it?s old. What is it?”; the answer is a Candle,
located within the Mansion at the Cliff. Upon receiving all the items, James states that they will put
in a good word for you and the quest ends.
Love Quest This quest is initiated by Dorian at the Townarch, and is the most complicated
quest in the game. The quest has three stages, and the player must explicitly accept each stage as
part of the quest structure; prior to commencing each stage, the player may also explicitly reject
the stage, ending the quest. Dorian asks you: “Would you help a romantic in need? Please deliver
this letter to my love, who is on duty at the Governor’s Mansion at the cliff beyond the townsquare.”
Upon accepting the quest, Dorian gives the player the Loveletter. From the Townarch, the player
must move through the Townsquare to Cliff and into the Mansion and give the Loveletter to Jordan.
Upon receiving the letter, Jordan exclaims: “What’s this? . . . marriage? I WOULD LOVE NOTHING
MORE! You must send back a token of love on my behalf. Would you find one and help me?” Upon
accepting, Jordan states: “Wonderful! A bouquet of flowers or a ring will do.” At this point, the player
faces a choice; from the Mansion the player may opt to: (a) pickup the Bouquet at the Cliff and
return to the Townarch, or (b) go to the Shop in the Townsquare, pick up the Rubyring and then
return to the Townarch.. When the player gives the gift to Dorian, they state: “{Flowers | A ring}?
This is perfect! Now to make it legal. Would you please deliver this love contract to my love?” Upon
accepting, Dorian gives the player the Lovecontract, which they must give to Jordan. Upon receiving
the contract, Jordan declares the contract un-romantic and calls of the wedding, and the quest ends.

5.1.5

Player Experience

In this section, I present a variety of screenshots to illustrate what the player’s experience is like
while playing KotEO. This document will not be able to cover the full experience since there is audio
in the game that accompanies gameplay; audio is for aesthetic background music and also as a
channel to provide feedback to the player when they execute actions. The aspects of the Player’s
Experience that are covered here are an Experience Map and the game’s user interface (UI).
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5.1.5.1

Experience Map

The Experience Map is a user experience walkthrough of the game’s design. The game has three
overall phases: the title screen and preamble phase, the tutorial phase, and the gameplay and end
phase. Each are discussed in turn.
5.1.5.1.1

Title Screen and Preamble Upon loading the game, the player encounters the Title

Screen (Figure 5.4a). This is followed by a series of images that give the general intuition behind the
KotEO’s user interface; this Preamble is illustrated in Figures 5.4b through 5.4f and was adapted
from the interactive narrative adventure game Thimbleweed Park (Gilbert and Winnick, 2017).
Figure 5.4b explains how movement works, as well as introduces the main play area as distinct
from the command builder interface, which foregrounded in Figure 5.4c. Figure 5.4d explains how
simple commands work, which start with a verb and end with an entity (identified by clicking on the
interface) and which are processed when the player enters the Spacebar key. Figure 5.4e explains
the inventory. Figure 5.4f concludes the preamble by explaining how complex commands work,
which start with a verb and require two arguments to build.
5.1.5.1.2

Tutorial After KotEO’s Preamble concludes, the player is thrust into the virtual world

and the tutorial begins. The tutorial starts the player off in a room next to Mel, the royal wizard of
Levittown, who explains that he needs your help getting out of the basement; Figure 5.7 illustrates
what the player sees at the onset of the tutorial. Throughout the tutorial, the player experiences
the process to build every command afforded in the command builder and is expected to perform
some basic problem solving: Mel asks the player to pickup and drop a bucket of water next to them,
and once dropped, Mel directs the player to give them the bucket without explicitly telling them
that they need to pickup the bucket again.
The tutorial serves to iteratively build the player’s domain model of the operators in the domain,
per the Robertson-Young microtheory; in my expansion to that micro-theory, I introduced an
axiom indicating that observing an action implies observing its operator, including its generalized
precondition and effect structure. At the end of the tutorial, the player will have expanded their
domain model with every operator they will need for the rest of gameplay. Further, the player will
be in the Bar located at the Docks.
5.1.5.1.3

Gameplay and End After the KotEO’s Tutorial concludes, the player begins to play the

game. The player is expected to adopt and complete at least three quests within the virtual world;
Figures 5.5a through 5.5b illustrate the process of adopting a quest, using the Love Quest as an
example. The player must first talk to an NPC that gives a quest (one of the primary characters,
outlined in Table 5.1), which triggers the corresponding quest’s framing (Figure 5.5a). At the end
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(a) KotEO Title Screen

(b) KotEO Preamble, Movement.

(c) KotEO Preamble, Command Builder

(d) KotEO Preamble, Simple Commands

(e) KotEO Preamble, Inventory

(f) KotEO Preamble, Complex Commands

Figure 5.4: Title Screen and Preamble screenshots for Knights of the Emerald Order.
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of the framing, the player is presented with the quest options (Figure 5.5a); there are always 2:
accept the quest (first choice) or reject the quest (second choice). Upon accepting, the player is
presented with the quest outcome, customized text from the quest giver that signals to the player
that the quest is beginning (Figure 5.5c). At the end of the outcome text, the system presents
an additional confirmation to the player, which follows a template: “QUEST STARTED: {name
of quest}” (Figure 5.5d); there are similar such confirmations when the quest is abandoned or
completed. After quest adoption, the player may press the Tab key to inspect the Quest Log, which
defaults to showing the active quests first; quests adopted and not completed (Figure 5.5e). Clicking
on the “Completed” button within the modal window allows the player to inspect completed
quests (Figure 5.5f). After completing at least three quests, the player is expected to return and talk
to Mel at the Bar within the Docks, which (if 3 quests are complete) ends the game and prompts the
system to present the End Screen (Figure 5.6).
5.1.5.2

Interface

The UI was designed to reflect a control scheme that is typical of computer-based adventure games
(i.e. a verb-based command interface) as illustrated in Figure 5.7. Specifically, the interface was
adapted from The Secret of Monkey Island’s interface (Gilbert et al., 2009), which itself contained the
9 commands seen in the figure: OPEN, PICK UP, DROP, CLOSE, LOOK AT, GO TO, GIVE, TALK TO, and
USE. There are 4 input mechanics.
Movement
Clicking

Keys W, A, S, and D move the character up, left, down, and right, respectively.

There is a cursor that hovers over the screen and is used to navigate modal windows,

select dialogue choices, and assemble commands in the command builder.
Quest Log The Tab key toggles the Quest Log, a modal window which tracks active and
completed quests. Each quest in the log is accompanied by brief, non-descriptive text.
Command Builder

In order to execute actions in the game world, the player must click on

elements in the game’s interface, selecting a verb and then selecting an entity (either in the player’s
inventory or in the world) or a location in order to iteratively build an action to execute.1 Once a
player has built a command, the player must press the Spacebar key to attempt to execute it. At
any moment the player may press the Esc key in order to erase the last part of the command under
construction.
1

If a player selects an entity in the world, the verb is assumed to be LOOK AT, which is auto-filled into the command
builder on the player’s behalf.
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(a) KotEO Gameplay, Quest Framing

(b) KotEO Gameplay, Quest Options

(c) KotEO Gameplay, Quest Outcome

(d) KotEO Gameplay, Quest Status Prompt

(e) KotEO Gameplay, Quest Log, Active Quests

(f) KotEO Gameplay, Quest Log, Completed Quests

Figure 5.5: Gameplay screenshots for Knights of the Emerald Order.
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Figure 5.6: KotEO, End Screen

There are two primary types of commands in the interface: simple and complex. Simple commands begin with a verb and end with an entity or location; these are OPEN, CLOSE, PICK
LOOK

AT ,

TALK

TO ,

and GO

TO .

UP ,

Complex commands begin with a verb, are followed by an entity

or location, and end with another entity; these are GIVE and USE. As a command is being built,
the interface tracks whether the respective command is syntactically complete (i.e. has all of its
slots filled). If the command is syntactically incomplete, it is highlighted in an orange color, as
illustrated in Figure 5.7a. Otherwise, it is highlighted in a blue color, as illustrated in Figure 5.7b.
Once a command is syntactically complete and the player hits the Spacebar key on the keyboard,
the engine attempts to execute the command. The first step is to translate the command into an
action that instantiates one of the PDDL operators defined for the domain; the translation process
is discussed in Section 5.2.1.1.2. UGME then performs two checks in sequence:
1. Logic Check: UGME evaluates the corresponding action’s preconditions against the current
state of the world. If the action’s preconditions are not satisfied, the player gets a failure notice
that reads: “I don’t think I’m able to do that.”
2. Physics Check: When a command passes the logic check, UGME performs – for all commands
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(a) An example of how the interface highlights an
incomplete command to the player. If the command
being built is syntactically incomplete, it is highlighted in an orange color.

(b) An example of how the interface highlights a
complete command to the player. If the command
being built is syntactically complete, it is highlighted
in a blue color.

Figure 5.7: Screenshots from the experiment game, Knights of the Emerald Order. This game’s interface
was designed to reflect a control scheme that is typical of computer-based adventure games; specifically, it
was adapted from The Secret of Monkey Island’s interface (Gilbert et al., 2009), which itself contains the 9
commands seen in both screenshots: OPEN, PICK UP, DROP, CLOSE, LOOK AT, GO TO, GIVE, TALK TO, and USE.

except LOOK AT, which can be performed anywhere – an additional check before attempting to
execute the action: this check ensures that the given command only executes if the elements of
the action make “physical sense” within the rendered virtual world. If a command passes the
logic check but fails the physics check, the player gets a slightly more specific failure notice. If
the player is not in close proximity to the constituent elements of the action, the notice reads:
“I think I need to be closer to do that.” In the case of PICKUP, if the player is overencumbered
(defined on p. 129), the notice reads: “You are carrying too much to be able to pick this up.”
Once the physics check passes, UGME executes the command and updates the interactive
narrative domain model as given by the corresponding action’s effects.

5.2

Unity General Mediation Engine

The Unity General Mediation Engine (UGME) (Robertson and Young, 2015) was already introduced
in Section 4.3.1, since it was the engine that drove the game generated for the pilot study. Briefly,
the UGME is a Unity3D2 game engine-specific implementation of the General Mediation Engine
(GME), itself a unified game engine and experience manager that creates and manages gameplay
2

http://unity3d.com

119

experiences based on (a) an input intended narrative experience statement and (b) art assets that
it links to internally represented planning data structures (that it also creates on the basis of the
intended narrative experience statement). I expanded the UGME architecture to support a third
input: the authoring of character dialogue in service of having a more ecologically valid adventure
game experience, as described in Section 5.1. The dialogue was authored using the Dialogue System
for Unity3 software package, which afforded the creation of a dialogue manager that is discussed in
greater detail as part of the discussion on the intended narrative experience statement. The other
two inputs are discussed in turn.

5.2.1

Intended Narrative Experience Statement

This statement includes the game’s mechanics and underlying world logic, as well as the planning
constructs needed to specify the game’s quests. Alongside KotEO’s art style, quest structure, and
dialogue, the intended narrative experience statement is a key part of the overall game’s design.
The intended narrative experience statement is the interactive narrative domain model Dsystem
discussed in Section 4.4. During gameplay, the player domain model Dplayer is updated and can
grow to at most Dsystem . The statement is constituted by an interactive story planning domain
(Definition 27) and an interactive story planning problem (Definition 28). This statement is intricately
linked to the UGME architecture; as planning constructs are introduced, I will comment on how
it affects the rendered virtual world and its gameplay. All constructs are specified in the Planning
Domain Definition Language (McDermott et al., 1998) or PDDL.
5.2.1.1

Interactive Story Planning Domain

The interactive story planning domain is made up of an interactive narrative-theoretic logical
language (Definition 26) and a set of fabula operators (Definition 22). In PDDL, these constructs are
specified across two files:(a) a domain description file (the PDDL domain file) and (b) a problem
description file (the PDDL problem file). I developed two such PDDL files for KotEO that were
input to UGME and used in the procedural generation of the playable virtual world, runnable as a
Unity game. In the remainder of this section, I discuss the constituent elements of KotEO’s intended
narrative experience statement as they appear across KotEO’s PDDL files.
5.2.1.1.1

Interactive Narrative-theoretic Logical Language

KotEO uses a logical language that

is finite, function-free, and first order; that is, it contains finitely many predicate symbols, constant
symbols4 (i.e. constants), variable symbols (i.e. variables), and no function symbols. Predicates
3

https://assetstore.unity.com/packages/tools/ai/dialogue-system-for-unity-11672

4

I adopt the convention used in logic programming contexts of distinguishing constants from functions. In formal
definitions of first-order languages, a constant is a zero-ary function.
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are made up of a predicate symbol, followed by 0 or more variables; if there are 0 variables, it is
considered a proposition. KotEO’s language is narrative-theoretic, which implies that it contains
four distinguished predicates (with associated predicate symbols) and an axiom. Rewritten in PDDL
syntax, these are:

(character ?x)
(location ?x)
(player ?x)
(npc ?x)
(:derived (character ?x) (player ?x))

?x is a character.
?x is a location.
?x is a player.
?x is a non-player character.
all players are characters.

I implemented the first two predicates as part of a type hierarchy specified as input in the PDDL
domain file given to UGME. The third predicate was introduced in the predicate definitions of the
same PDDL domain file. The fourth predicate was not directly introduced, but because the KotEO
adopts the closed-world assumption, any character not declared as a player is assumed to be a
non-player character (or NPC). The axiom was not directly specified as part of the intended narrative
experience statement, but rather ensured true in the definitions therein.
Type Hierarchy

Listing 5.1 concerns the domain requirements – model-elements the planner

is using to represent the state-transition systems – and types. KotEO uses the Action Description Language (ADL) model (Pednault, 1989) requirement (:adl), primarily using the :typing system, the
built-in :equality predicate, and the STRIPS- (Fikes and Nilsson, 1971) action representation this
model provides. I implement the narrative-theoretic planning domain introduced in Section 3.2.1.2.2
via the types introduced here. The narrative-theoretic types are (a) location and entity, both

object sub-types, (b) actant and portal, both entity sub-types, and (c) character and item,
both actant sub-types. A location corresponds to a unique area. Within UGME, every location is
rendered as a fixed-size room with a border wall. Locations contain every entity in the game world,
of which there are two types: actants and portals. An actant is either a character or an item in
the world. While not narratively-theoretic, the portal types are worth discussing. Conceptually,
I distinguish between two kinds of locations: outdoor and indoor, with their commonsense interpretations. A door can connect two locations of the same kind and an entrance can connect two
locations of different kinds. Finally, the prefab type is used to identify which objects correspond to
prefabs within the Unity3D game engine. Taken together, these types allow one to define the logical
structure virtual world, its physics, and its visual representation.
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1
2
3
4
5
6

( define ( domain HYRULE )
(: requirements : adl )
(: types location entity prefab - object
actant portal - entity
door entrance - portal
character item - actant )

Listing 5.1: The KotEO planning domain header, containing the definition of the domain, the
domain requirements, and the domain type system.
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Predicates

There are 2 propositions, 3 unary predicates, 9 binary predicates, and 1 ternary

predicate in the KotEO planning domain. The language is thus almost a description logic and
supports efficient reasoning (Levesque and Brachman, 1987). There are four classes of predicate
definitions and for each, I discuss what UGME does when it parses a true-valued literal for that
predicate in the initial state description of the interactive narrative domain model Dsystem . The first
class, presented in Listing 5.2, corresponds to definitions regarding the spatial character of the
interactive narrative. These allow the system to reason about entity placement (the at predicate),
inventory (the has predicate) and where entrances and doors lead (the leadsto and connected
predicates, respectively).

9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

(: predicates
; ; ---- Space ---; ; entity ? x is at location ? y
( at ? x - entity ? y - location )
; ; character ? x has item ? y
( has ? x - character ? y - item )
; ; entrance ? x leads to location ? y
( leadsto ? x - entrance ? y - location )
; ; location ? x is connected to location ? y
( connected ? x - location ? y - location )
Listing 5.2: The KotEO planning domain space-related predicates.

The second class, presented in Listing 5.3, corresponds to definitions regarding key-lock quests,
which feature prominently in interactive narratives (Ashmore and Nitsche, 2007). These allow
the system to reason about areas that are inaccessible (the closed and locked predicates), the
needed elements for gaining access (the unlocks predicate), and whether connected locations are
accessible from each other or not (i.e. whether they have a doorway with no door or a doorbetween
them).5

5

I admit, the use of the word doorway to denote a connection that has no door between them is confusing.
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25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

; ; ---- Keys and Locks ---; ; entrance ? x is closed
( closed ? x - entrance )
; ; portal ? x is locked
( locked ? x - portal )
; ; item ? x unlocks portal ? y
( unlocks ? x - item ? y - portal )
; ; there is no door between locations ? x and ? y
( doorway ? x - location ? y - location )
; ; door ? x is between locations ? y and ? z
( doorbetween ? x - door ? y - location ? z - location )
Listing 5.3: The KotEO planning domain key-lock quests-related predicates.

The third class, presented in Listing 5.4, corresponds to definitions regarding the game-specific
representation needed for KotEO. These allow the system to reason about which character is the

player and when a character wants or is willing to give a specific item; the latter two are used as a
way to avoid giving or receiving items to non-player characters that don’t need them.

42
43
44
45
46
47
48
49
50
51

; ; ---- Game-specific ---; ; Character ? x is a player .
( player ? x - character )
; ; character ? x wants item ? y
( wants-item ? x - character ? y - item )
; ; character ? x is willing to give item ? y
( willing-to-give-item ? x - character ? y - item )
Listing 5.4: The KotEO planning domain game-related predicates.

The fourth and final class, presented in Listing 5.5, corresponds to definitions regarding system
internal information. These are to indicate to UGME that the tutorial phase/game phase have been
completed, as well as a way to associate planning objects to art assets (i.e. art prefabs within the
Unity3D game engine).
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; ; ---- Internal ----

53
54
55

; ; the prefab of ? x is ? y
( prefab ? x - object ? y - prefab )

56
57
58

; ; Is true when the tutorial has been completed .
( tutorial-has-been-completed )

59
60
61

; ; Is true when the game has been won !
( game-has-been-won )

62
63

)
Listing 5.5: The KotEO planning domain internal predicates.

Constants

There are 121 typed constants in total. There are 19 character-typed constants (List-

ing 5.6), one of which is the player’s character, arthur.

3
4
5
6
7

(: objects
; ; Dramatis Personae (19)
arthur mel alli michael ian giovanna peter - character
dorian jordan camille phillip avery frank - character
roger dave karina matthias oscar james - character
Listing 5.6: The KotEO planning problem character constants.

There are 15 location-typed constants (Listing 5.7); 7 of these are used as outdoor locations and 8
are used as indoor locations. Of the indoor locations, 2 are used only in the tutorial.

9
10

; ; Locations (15)

11
12
13
14

; ;;; Outdoor (7)
junkyard docks valley townarch - location
townsquare hut cliff - location

15
16
17

; ;;; Indoor (8)
bar bank fort mansion forge shop - location
basement storage - location ; ; used only in tutorial
Listing 5.7: The KotEO planning problem location constants.

There are 16 entrance-typed constants and 1 door-typed constant (Listing 5.8). Conceptually,
there are 8 entrance pairs. Each entrance leads from an outdoor location to an indoor location
or vice-versa. The entrance pairs are defined so that two doors can be created within the virtual
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world: one that leads from an outdoor to an indoor location and another that leads from the same
indoor location to the same outdoor location (reversing the traversal). Each entrance pair thus
also implicitly defines a building within the world. The door defined in KotEO connects two outdoor
locations but is unlocked, open, and not closable.

19
20
21
22
23
24
25
26
27
28

; ; Entrances - 16 entrances (8 entrance pairs )
basemententrance basementexit - entrance
barentrance barexit - entrance
hutentrance hutexit - entrance
forgeentrance forgeexit - entrance
shopentrance shopexit - entrance
bankentrance bankexit - entrance
fortentrance fortexit - entrance
mansionentrance mansionexit - entrance

29
30

; ; Doors (1)
towngate - door
Listing 5.8: The KotEO planning problem entrance constants.

There are 21 item-typed constants (Listing 5.9). Of these, 14 are used as part of in-game quests (as
explained in Section 5.1.4) and 7 do not serve a functional purpose. Quests are specific in the items
they need; I designed other items to minimally distract the player.

32
33

; ; Items (21)

34
35
36

; ;;; Tutorial Items (2)
basementexitkey basementbucket - item

37
38
39

; ;;; Equip Quest (2)
knightsword knightshield - item

40
41
42

; ;;; Wisdom Quest (4)
coin humanskull candle shinykey - item

43
44
45

; ;;; Love Quest (4)
loveletter rubyring bouquet lovecontract - item

46
47
48

; ;;; Pilgrimage Quest (1)
tastycupcake - item

49
50
51

; ;;; Fetch Quest (1)
hairtonic - item

52
53

; ;;; Distractor Items (7)
rope book bucket mirror mushroom silver ash - item
Listing 5.9: The KotEO planning problem item constants.
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Finally, there are 49 prefab-typed constants (Listing 5.10). As alluded to in Section 5.2.1.1.1, the

prefab type is used to identify which objects correspond to Prefabs within the Unity3D game
engine. As explained on the Unity3D website6 :
Unity’s Prefab system allows you to create, configure, and store a GameObject7 . . . as
a reusable Asset. The Prefab Asset acts as a template from which you can create new
Prefab instances in the Scene.
The prefab-typed constants map 1-to-1 to Prefab Assets used to procedurally generate KotEO’s
virtual world. To render objects as Prefab instances, one needs to use the (prefab ?x - object

?y - prefab) predicate to define literals in the initial state description, where ?x is the object you
want to render as an instance of the Prefab Asset ?y.

55
56

; ; Prefabs (49)

57
58
59
60
61
62

; ;;; Character Prefabs (19)
player wizard orc riddler quartermaster appraiser - prefab
fortuneteller knight paladin baron baroness - prefab
citizenone citizentwo apprentice barkeep - prefab
governor majordomo blacksmith banker - prefab

63
64
65
66

; ;;; Location Prefabs (9)
sand woods cave town beach junk - prefab
woodenhouse brickhouse cliffedge - prefab

67
68
69

; ;;; Portal Prefabs (2)
woodendoor gate - prefab

70
71
72
73

; ;;; Item Prefabs (19)
lasso openbook pailofwater glassmirror tinymushroom - prefab
cupcake contract letter tonic flowers silverbullion - prefab
sword shield ring key coins skull candlestick cat - prefab
Listing 5.10: The KotEO planning problem prefab constants.

5.2.1.1.2

Operators There are 12 fabula operators and 2 regular operators. Of the 12 fabula

operators, 2 serve as discourse operators as in Definition 32. The 2 regular operators are used for
system-specific operations and are not actionable by any in-game character (including the player).
Fabula Operators

The fabula operators all support one of the game’s two primary interface

mechanisms, the command builder, illustrated in Figure 5.7. The player clicks on elements within
the command builder to begin assembling actions that execute within the virtual environment. To
complete the command, the player clicks on elements within the world; these elements correspond
6

https://docs.unity3d.com/Manual/Prefabs.html

7

A GameObject is the fundamental object in Unity Scenes (analogous to game levels), which can represent characters,
props, scenery, cameras, waypoints, and the like.
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to planning objects that serve as parameters for the operators. The fabula operators in KotEO all
have preconditions that make reference to: (a) a character in the world, which corresponds to the
operator’s actor and (b) a location in the world. The actor and location are implicitly defined to be
the player character and their current location, respectively.
Open and Close. The OPEN command is translated into the PDDL operator in Listing 5.11, and the
CLOSE command is translated into the PDDL operator in Listing 5.12. These commands are duals
of each other; they toggle the literal (closed ?entrance). In this domain, both a door and an

entrance can be locked, but only the latter is actually present in the game.

103
104
105
106
107
108
109
110
111
112
113
114
115

; ; A ? character opens a closed ? entrance at a ? location .
(: action open
: parameters (? character - character
? entrance - entrance
? location - location )
: precondition ( and ( player ? character )
( at ? character ? location )
( at ? entrance ? location )
( closed ? entrance )
( not ( locked ? entrance ) ) )
: effect ( not ( closed ? entrance ) ) )
Listing 5.11: The KotEO planning domain open operator.

118
119
120
121
122
123
124
125
126
127
128
129
130

; ; A ? character closes a not-closed ? entrance at a ? location .
(: action close
: parameters (? character - character
? entrance - entrance
? location - location )
: precondition ( and ( player ? character )
( at ? character ? location )
( at ? entrance ? location )
( not ( closed ? entrance ) )
( not ( locked ? entrance ) ) )
: effect ( closed ? entrance ) )
Listing 5.12: The KotEO planning domain close operator.
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Pick up and Drop. The PICK UP command is translated into the PDDL operator in Listing 5.13, and
the DROP command is translated into the PDDL operator in Listing 5.14. PICK UP and DROP are
duals of each other; they toggle the literals (at ?item ?location), (has ?character ?item),
and (willing-to-give-item ?character ?item); my reasoning was that the agent should
be willing to give any item that is picked up in the world and should not be able to drop anything the
agent isn’t willing to give. There is one way pickup can fail that is not evident from its preconditions.
The game uses an inventory system game mechanic, which allows the player to store items and
freely carry them around. KotEO employs a weighted inventory; each item is assigned a numerical
value that represents its weight and characters can only carry a certain amount of weight before
experiencing a negative effect. In KotEO, the negative effect is over the player’s movement speed,
which decreases linearly as a function of the inventory count; all items thus weigh the same.
133
134
135
136
137
138
139
140
141
142
143
144
145
146
147

; ; A ? character picks up an ? item at a ? location
(: action pickup
: parameters (? character - character
? item - item
? location - location )
: precondition ( and ( player ? character )
( at ? character ? location )
( at ? item ? location ) )
: effect ( and ( not ( at ? item ? location ) )
( has ? character ? item )
( willing-to-give-item ? character ? item ) ) )
; ; by default , the player is willing to give
; ; all items that are picked up .
Listing 5.13: The KotEO planning domain pickup operator.

150
151
152
153
154
155
156
157
158
159
160
161
162
163
164
165
166
167

; ; A ? character drops an ? item at a ? location
(: action drop
: parameters (? character - character
? item - item
? location - location )
: precondition ( and ( player ? character )
( at ? character ? location )
( has ? character ? item )
( willing-to-give-item ? character ? item ) )
; ; the player should be willing to give
; ; an item that is dropped
: effect ( and ( at ? item ? location )
( not ( has ? character ? item ) )
( not ( willing-to-give-item ? character ? item ) ) ) )
; ; the player can ’ t drop what they ’ re not
; ; willing to give
Listing 5.14: The KotEO planning domain drop operator.
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Equation 5.1 governs the player’s movement speed; speedmax = 1.6 and ωpenalty = 0.2.

speed
max − (ωpenalty × # items) if 0 ≤ (# items) ≤ 5
speed =
0
otherwise

(5.1)

If a player has 6 or more items, the player is said to be overencumbered, i.e. the player’s speed
is set to zero and cannot move. This design discourages lawnmowering8 by forcing players to think
about the benefit of picking up a specific item relative to the cost of traversing the game more slowly.
Give. The GIVE command is translated into the PDDL operator in Listing 5.15. The operator respects
the involved agents’ consent. If the ?receiver does not want the ?item, then it cannot be given
to them. Similarly, if the ?sender is not willing to give the ?item, then they cannot give the item.
Once executed, this operator “consumes” the ?sender’s willingness to give the item. I used these
literals to ensure that players could never randomly give quest items to characters; when a quest is
adopted, an NPC’s flags for wanting items are appropriately set.

170
171
172
173
174
175
176
177
178
179
180
181
182
183
184
185
186
187
188
189

; ; A ? sender gives an ? item to a ? receiver at a ? location
(: action give
: parameters (? sender - character
? item - item
? receiver - character
? location - location )
: precondition ( and ( at ? sender ? location )
( has ? sender ? item )
( willing-to-give-item ? sender ? item )
( at ? receiver ? location )
( not ( has ? receiver ? item ) )
( wants-item ? receiver ? item )
( not (= ? sender ? receiver ) ) )
: effect ( and ( has ? receiver ? item )
( not ( has ? sender ? item ) )
( not ( wants-item ? receiver ? item ) )
( not ( willing-to-give-item ? sender ? item ) ) ) )
; ; needs have been satisfied
Listing 5.15: The KotEO planning domain give operator.

8

Lawnmowering is the player-centric phenomenon of systematically exploring a dialogue menu system without
cognitively engaging with the menu system:
If you give me a series of menus, I don’t have to do any work to get through the conversation, and I can
methodically (using undo, for instance) go back and replay different variations, taking now the first and
now the second path, until I am sure that I’ve seen the whole thing. The NPC is then finished, with no more
thought on my part than I give to methodically mowing a lawn.
(Short, 2011, p. 337)
My use of the term here is in a different sense. In adventure games, it is common for players to pick up items without
knowing what their use will be; in effect, they are engaging in lawnmowering for key-lock quests.
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Go to. While the player can move within a location using the W, A, S, D keys, the player can only leave
a location if they use the GO TO command. The player can move within locations of the same kind
(outdoor/outdoor or indoor/indoor) or of different kinds; as such, the GO TO command maps to
two different PDDL operators, depending on the kind of movement. If the player is attempting to
go between locations of the same kind, GO TO is translated into the PDDL operator in Listing 5.16;
otherwise, it is translated into the PDDL operator in Listing 5.17.

209
210
211
212
213
214
215
216
217
218
219
220
221
222
223
224
225
226

; ; A ? character moves from the ? from location to
; ; the ? to location , through an unlocked ? door .
(: action move-through-door
: parameters (? character - character
? from - location
? door - door
? to - location )
: precondition ( and ( player ? character )
( at ? character ? from )
( connected ? from ? to )
( doorbetween ? door ? from ? to )
( not ( locked ? door ) )
( not ( at ? character ? to ) )
( not (= ? from ? to ) ) )
: effect ( and ( at ? character ? to )
( not ( at ? character ? from ) ) ) )

Listing 5.16: The KotEO planning domain move-through-door operator, used when the player
is moving between locations of the same kind.

229
230
231
232
233
234
235
236
237
238
239
240
241
242
243
244
245
246

; ; A ? character moves from the ? from location to
; ; the ? to location , through an ? entrance .
(: action move- throu gh-ent rance
: parameters (? character - character
? from - location
? entrance - entrance
? to - location )
: precondition ( and ( player ? character )
( at ? character ? from )
( at ? entrance ? from )
( leadsto ? entrance ? to )
( not ( closed ? entrance ) )
( not ( at ? character ? to ) )
( not (= ? from ? to ) ) )
: effect ( and ( at ? character ? to )
( not ( at ? character ? from ) ) ) )

Listing 5.17: The KotEO planning domain move-through-entrance operator, used when the
player is moving between locations of different kinds (outdoor to indoor or vice-versa.)
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Locations can be reasoned about using four distinct predicates:
(leadsto
(connected
(doorway
(doorbetween ?x - door

?x
?x
?x
?y

-

entrance
location
location
location

?y
?y
?y
?z

-

location)
location)
location)
location)

entrance ?x leads to location ?y
location ?x is connected to location ?y
there is no door between locations ?x and ?y
door ?x is between locations ?y and ?z.

A key part of the translation process of the GO TO command to the corresponding PDDL operator
involves assuming the player’s intent regarding movement within the virtual environment. When
the player assembles the GO TO command, they select elements within the virtual world that link to
the locations they want to go to, as opposed to the locations themselves. Figure 5.8 illustrates the
situation: it depicts the player standing close to the center of the townarch, one of the locations
within the game. From here, the player may decide to go to the forge (on the left-hand side) or
to the hut (on the right-hand side). However, they do not select the location from the world; they
select the entrance to that location. Thus, the command builder assumes that when players select
portals to other locations, they intend to GO TO the location the portal leadsto as opposed to GO
TO

the portal itself.
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Figure 5.8: A screenshot from the townarch location within KotEO, which contains the forge and the hut
and connects to the townsquare to the North and to the docks to the South. In KotEO, the command builder
assumes that when the player selects GO TO and clicks on a portal, that they intend to GO TO the location the
portal leadsto as opposed to GO TO the portal itself.

Further, there is one element of the rendered virtual world that the player can GO TO, which has
no directly associated planning object: a direction. If two locations ?x and ?y are connected and
there is a doorway between them, then location ?x is rendered with an opening toward location

?y and vice-versa. For example, openings can be seen in the off-color tiles of Figure 5.8 along the
northern and southern borders of the townsquare location. Like with entrances, the command
builder assumes that when the player selects one of these directions, they intend to GO

TO

the

location on the other side of the doorway as opposed to GO TO the doorway itself.
Use. USE is a context-sensitive command that can be used for a variety of different purposes in
computer adventure games. In KotEO, the only actual use of this command is to unlock a locked
entrance, which is demonstrated during the game’s tutorial. The USE command is translated into
the PDDL operator in Listing 5.18, which unlocks a locked entrance.
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269
270
271
272
273
274
275
276
277
278
279
280
281
282
283
284
285

; ; A ? character unlocks an ? entrance with a ? key .
; ; Consumes the ? key in the action .
(: action unlock-entrance
: parameters (? character - character
? key - item
? entrance - entrance
? location - location )
: precondition ( and ( player ? character )
( locked ? entrance )
( has ? character ? key )
( unlocks ? key ? entrance )
( at ? character ? location )
( at ? entrance ? location ) )
: effect ( and ( not ( locked ? entrance ) )
( not ( has ? character ? key ) ) ) )

Listing 5.18: The KotEO planning domain unlock-entrance operator, used when the player uses
a key on a locked entrance.

Discourse Operators These operators are fabula operators because they contain characters
and locations in the action preconditions, however they effect a change as described by Equation 3.4
and Equation 3.5; that is, they do not effect a state change in the world (i.e. in the interactive narrative
domain model Dsystem ) but rather they effect a state change in the player’s domain model Dplayer ,
serving to prompt the player character with more information about the world. In effect, these are
a kind of hybrid Fabula-Discourse operator, since they are communicative actions that can only
take place in the world the player’s character is in, but since the player is the character, the player
“witnesses” (and is informed by) the communicative exchange.
Look at. The LOOK AT command is translated into the PDDL operator in Listing 5.19. This operator
can be executed regardless of the player’s position inside the virtual environment, but cannot be
executed on themself. Once executed, the player is given additional information about the thing
they are looking at. The information that is presented for characters and items that are looked at is
the Description text that appears next to the corresponding entity in Tables 5.1, 5.2, 5.3, and 5.4.
There are two types of objects not covered by these tables: portals and directions.
When a portal is looked at, the information that is presented follows the subsequent template: “{A
| An} (?portal’s associated ?prefab) that leads to the {(location the ?entrance leads to) | (location
the ?door is between)}. It is {open | closed and unlocked | closed and locked}.” When a direction is
looked at, the information that is presented follows the subsequent template: “The {North | South |
East | West}ern doorway that leads to the (location that the current location is connected to).”

134

86
87
88
89
90
91
92
93
94
95
96
97
98
99
100

; ; A ? character looks at an ? entity at a ? location .
; ; This command doesn ’ t effect a change in the world .
(: action look-at
: parameters (? character - character
? entity - entity
? location - location )
: precondition ( and ( player ? character )
( at ? character ? location )
( at ? entity ? location )
( not (= ? character ? entity ) ) )
: effect ( and ( player ? character )
( at ? character ? location )
( at ? entity ? location ) ) )

Listing 5.19: The KotEO planning domain look-at operator, used when the player uses a key on a
locked entrance.

When a player enters a new location, the Robertson-Young microtheory (Definition 30) performs
several updates to the player’s domain model about everything that is seen at that location; briefly,
the player adds to their domain model all (a) constants at that location, (b) literals true of the
constants at that location, (c) actions (and associated operators) that take place at that location, and
properties (i.e. unary literals that are true of ) constants at that location. Thus, for the most part, the
LOOK AT command provides redundant updates to the player’s domain model. The exceptions to
this are precisely the cases of the player looking at portals or directions. The prompted text alludes
to information beyond the player’s immediate location: namely, the location the portal or direction
leadsto/connects to. Thus, when the player looks at those, the constants representing the respective
locations and the predicates that are true of them are added to the domain model.
Talk to. The TALK TO command is translated into the PDDL operator in Listing 5.20. When executed,
UGME defers what happens in-game to the internal dialogue manager (DM). The DM presents text
onscreen on behalf of NPCs and manages the player’s dialogue tree input.
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69
70
71
72
73
74
75
76
77
78
79
80
81
82
83

; ; A ? speaker talks to a ? hearer at a ? location .
; ; This command doesn ’ t effect a change in the world .
(: action talk-to
: parameters (? speaker - character
? hearer - character
? location - location )
: precondition ( and ( player ? speaker )
( at ? speaker ? location )
( at ? hearer ? location )
( not (= ? speaker ? hearer ) ) )
: effect ( and ( player ? speaker )
( at ? speaker ? location )
( at ? hearer ? location ) ) )
Listing 5.20: The KotEO planning domain talk-to operator.

For characters that do not have any relevance to the in-game quests, the DM presents one of the
following three canned text responses at random: “Have you noticed how no one in town owns any
furniture?”, “A tan shirt with brown pants. How tacky!”, or “Leave me alone. I’ve got my own questing
to think about. So many things to look at and open.”
For characters that initiate in-game quests, the DM presents the appropriate dialogue tree that
affords players the choice of adopting a quest or not. If the player decides to adopt a quest, the
dialogue manager manipulates both the player’s domain model and the interactive narrative domain
model; the former manipulation represents the player’s understanding of their quest adoption and
the latter manipulation represents the game’s acknowledgement that the quest is now active. The
manipulation targets the expansion of both domain models’ initial state and goal state literals and is
always additive, i.e. no literals are ever removed from the initial or goal states. Each quest introduces
different manipulations to the initial and goal state literals; these are summarized in Table 5.5.
Regular Operators

There are operators that are not exposed by the interface but that are used

by UGME in order to achieve system-specific things. These operators are presented in Listing 5.21.
The donothing operator is fired by UGME to force the system to refresh the state whenever the
system’s non-player characters take an action involving the player. The UGME architecture is eventdriven, and the state is refreshed when the player character takes an action in the world. When NPCs
take an action involving the player, the state is not updated until the player next takes an action;
this leads to erratic behavior: when an NPC gives a player an item, for instance, the item would
only appear when the player takes another action, which is inconsistent with the commonsense
interpretation of the GIVE operator. Thus, in this architecture, when NPCs take actions, UGME fires
the donothing operator “on behalf of” the player in order to effect the state-change immediately.
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Table 5.5: Domain model manipulations effected by the internal Dialogue Manager. Literals in the Initial
State Manipulation column get added to the initial state of the interactive narrative domain model and the
player’s domain model when the corresponding quest is adopted (and the goal state, mutatis mutandis).
Quest

Initial State Manipulation

Goal State Manipulation

Fetch

(wants-item giovanna hairtonic)

(has giovanna hairtonic)

Pilgrimage

(wants-item alli tastycupcake)
(willing-to-give-item alli ash)

(has alli tastycupcake)

Equip

(wants-item ian knightsword)
(wants-item ian knightshield)

(has ian knightsword)
(has ian knightshield)

Stage 1:

Stage 1:

(wants-item james coin)

(has james coin)

Stage 2:

Stage 2:

(wants-item james humanskull)

(has james humanskull)

Stage 3:

Stage 3:

(wants-item james candle)

(has james candle)

Wisdom

Stage 1:

(willing-to-give-item
dorian loveletter)
Love

(has jordan loveletter)
Stage 2:

Stage 2:

(wants-item dorian bouquet)
(wants-item dorian rubyring)

(or (has dorian bouquet)
(has dorian rubyring))
Stage 3:

Stage 3:

(wants-item jordan lovecontract)

5.2.1.2

Stage 1:

(has jordan lovecontract)

Interactive Story Planning Problem

The interactive story planning problem is made up of the domain defined in Section 5.2.1.1.1, a
description of the initial state of the world and a description of the goal conditions of the problem
(colloquially referred to as the goal state). I discuss the latter two elements here.
5.2.1.2.1

Initial State KotEO’s initial state description affords the procedural generation of the

game. The description is too long to fit into this document (approximately 300 lines of PDDL code);
in essence, UGME reads in each literal of the description and interprets it as the instantiation of
Unity Prefab Assets that reflects the meaning of the literal’s predicate (as previously discussed in
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292
293
294
295
296
297
298
299
300
301
302
303
304
305

; ; A no-op for the player character ,
; ; used by the architecture to force a system turn .
(: action donothing
: parameters (? character - character )
: precondition ( player ? character )
: effect ( player ? character ) )
; ; An action to be used by the system internally
; ; to force the win condition .
(: action win-the-game
: parameters (? character - character )
: precondition ( player ? character )
: effect ( game-has-been-won ) )

Listing 5.21: The KotEO planning domain system internal operators. The donothing is fired by
UGME to force the system to refresh the state whenever the system’s NPCs take an action that
involves a state-change that must be reflected for the player. The win-the-game operator is fired
by UGME when the player has achieved all in-game conditions and ultimately concludes the game.

Section 5.2.1.1.1). The interpretation / instantiation of every element of the initial state constitutes
KotEO’s virtual world.
5.2.1.2.2

Goal Conditions

KotEO’s goal conditions are used to track the player’s active quests.

Thus, at the onset of gameplay, the goal conditions are empty.9 Once the player has adopted a
specific quest, the goal conditions are correspondingly updated as presented in Table 5.5.
There is a caveat to the goal state manipulation wrought by quest adoption that is relevant for
the plan recognition architecture discussed in Section 5.3. Due to the game’s design, the player
needs to complete 3 out of 5 available quests. For the first 3 quests the player adopts, the goal state
manipulation is straightforward: the corresponding literals for the given quest are added directly
to the goal conditions. However, once the fourth quest is adopted, the number of goal conditions
combinatorially expands: the player may opt to complete the 4 adopted quests, but they may also

4
opt to choose 3 out of the 4. With the adoption of a fourth quest, there are 3 = 4 sets of possible goal
conditions, plus the set of conditions for achieving all 4, yielding 5 disjuncted goal conditions. The
 5
5
adoption of a fifth quest yields even more possibilities; there are 3 + 4 + 1 → 10 + 5 + 1 = 16 disjunct
sets of goal conditions. When the plan recognition system runs, it must run twice for each set of goal
conditions, resulting in a significant source of performance degradation with each adopted quest.

9

Because UGME is built atop a planning system, the goal conditions input to UGME are not strictly empty. In order
to get away with using the goal conditions as the structure with which to track quests, I created a dummy proposition
(game-has-been-won) which can only be achieved by the system internal operator (win-the-game). This ensures
that UGME can always find a plan that solves the input problem (the plan containing the aforementioned step), but
because it’s a command that is not exposed to the player, gameplay can continue. The (win-the-game) operator is only
triggered by the system when UGME detects that the player has effectively achieved the victory conditions.
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(a) Non-location constant Unity Prefab Assets. These are linked
to UGME planning constants when procedurally generating
and managing the interactive narrative.

(b) Tile Unity Prefab Assets. These are
used to construct locations represented
in UGME.

Figure 5.9: Unity Prefab Assets used to procedurally generate Knights of the Emerald Order.

5.2.2

Art Assets

The art assets that were given as input is what the UGME links internally represented plan objects to.
The assets are Unity-specific Prefab Assets; there is one such Prefab for every element of the intended
narrative experience statement constant, except for locations, which are constructed through the
use of templates of tile Prefabs; non-location constant Prefabs are illustrated in Figure 5.9a and the
tile Prefabs used to construct locations are illustrated in Figure 5.9b.
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5.3

PERSONA PLAYER MODEL

The PERSONA PLAYER MODEL’s block diagram is re-introduced in Figure 5.10. The PERSONA PLAYER
MODEL is what I present as a process model of the player’s elaborative inferencing, which gives rise
to their perceived interactive narrative affordances. In effect, it is the system that runs Algorithm 4;
the algorithm’s inputs map onto the block diagram as follows:
• the player’s domain model Dplayer is maintained within the Player Domain Model PDDL Files.
• the observation sequence OBS is the set of Salient Game Actions that is output by the Narrative
Memory Module, which operates over the log of player actions that the player is said to have
observed on the basis of the Micro-theory of Player Knowledge.
• the state-evaluation function f is encompassed by the Off-the-shelf Plan Recognition System,
which itself relies on a planning system. This planning system is what internally defines f .
• the hyper-parameter θ is not directly represented in the system diagram, but is configured as
part of the Narrative Memory Module.
In this section, I go into each of these components in more detail, in order to explain how the
model is made to run computationally.

5.3.1

The Player Domain Model PDDL files

The Player Domain Model PDDL files store the player’s domain model, Dplayer . These files mirror
the two PDDL files that keep track of the interactive narrative domain model Dsystem : one file is the
player’s domain file and the other file is the player’s problem file.
One noticeable difference of the player’s domain model PDDL files concerns what the initial
state of said domain model represents. In the case of the interactive narrative domain model, the
initial state represents what is typical of planning domains: the initial configuration of the world.
In contrast, the initial state of the player’s domain model always represents the player’s belief of
the current state of the world. As such, when the plan recognition system uses the player’s domain
model PDDL files, it produces a recognized plan starting from the current state of the world the
player believes they are in.

5.3.2

Micro-theory of Player Knowledge

The Micro-theory of Player Knowledge that the PERSONA PLAYER MODEL uses is the previously
defined Robertson-Young microtheory. This module takes as input the player observations and the
interactive narrative domain model Dsystem and produces two things: an update to the aforementioned Player Domain Model PDDL files and a set of Player-observed Game Actions. Importantly,
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Figure 5.10: A block-diagram characterization of the PERSONA PLAYER MODEL. Given a description of the
player’s activity (i.e. a series of observations of their actions or a game log) and a narrative-theoretic planning
knowledge base, the model produces narratively-inferred plans via a plan recognition system; these plans are
predictions for what the player is anticipatorily thinking about during interactive narrative play. The PERSONA
PLAYER MODEL relies on two things beyond an off-the-shelf plan recognition system: a micro-theory of player
knowledge and a narrative memory module; the former characterizes the player’s knowledge of the world as
a function of their actions within it and the latter represents their cognitive activity with regards to what is
likely within their locus of attention as they are playing in the interactive narrative.

due to KotEO’s domain operator design, all actions take place in the same location the player is in;
in other words, there are no actions beyond the player’s sensing capabilities. Thus, Player-observed
Game Actions is exactly the Player Observations (Game Log).
The updates to the Player Domain Model PDDL files are executed by re-writing the PDDL files
themselves. That is, after every player action, the PERSONA SYSTEM identifies which axioms of the
Robertson-Young microtheory can be triggered; for each one, it modifies the corresponding player
domain or problem file as appropriate.

5.3.3

Narrative Memory Module

The Narrative Memory Model that the PERSONA PLAYER MODEL uses is the previously defined
INDEXTER model, as described in Section 4.5.3. This module takes as input the interactive narrative
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domain model Dsystem and the Player-observed Game Actions set and produces a subset of those
game actions: namely, the game actions deemed as salient in the mind of the player.
An action’s salience is determined by its salience score, as given by Equation 4.3. The score is
defined for all actions C prior to the player’s most recent action; by default, the most recent action
q is deemed salient. The score for some action ei∗ is the ratio of the overlap between ei∗ and q and
the sum of all overlaps between all actions in C and q ; overlap is defined in terms of the situation
model indices discussed earlier: time, space, causality, intentionality, and entity.
Overlap within the PERSONA PLAYER MODEL is defined as follows. Let x and y be two action
instances of fabula operators. Then, x and y overlap in. . .
• . . . space if their ?location constants are equivalent.
• . . . time if they both belong to the same temporal frame. Inspired by work on situation model
formation through embodied experienced space, I define a temporal frame on the basis of
KotEO’s move-through-door and move-through-entrance operators. Walking through a
doorway is a strong cue to the mind to create a new (current) situation model (Radvansky and
Copeland, 2006), and I use these operators as delimiters of temporal frames: all actions that
occur between instances of either of the move operators belong to the same temporal frame,
and a move operator belongs to both temporal frames that it segments.
• . . . causality if they both belong to the same causal chain. In UGME, causal chains are calculated
in a recursive backwards search. Starting from the step at the end of the action sequence,
UGME identifies which actions most proximally provide preconditions for it, and recursively
checks which actions provide preconditions for those until the start of the plan is reached.
Every potential unique traversal through actions via preconditions is a causal chain.
• . . . intentionality if they both belong to the optimal plan to achieve any of the player-adopted
goals. Every time a player adopts a goal, the Narrative Working Memory Module computes
the optimal plan from the interactive narrative domain model’s initial state to the adopted
goal and caches it for future reference.
• . . . entity if they both contain the same entity-typed constant anywhere in the action definition.
An action is deemed salient if its salience score exceeds the hyper-parameter θ . The implementation
of this constant within the PERSONA SYSTEM is based on a fixed proportion of actions. Every time
that INDEXTER is run, all salience scores are calculated and the top 33% of scores are deemed salient.
This seemed a more straightforward way to get at the same idea and does not depend on setting a
number that has no scrutinizeable method for analysis. While more principled ways to determine
an adequate threshold are interesting, they are beyond the scope of my work here.
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5.3.4

Off-the-shelf Plan Recognition System

The Off-the-shelf Plan Recognition System used in the PERSONA SYSTEM is the same one that was used
in the pilot study; namely, the system developed by Ramírez and Geffner (2009). Instead of working
with the FAST DOWNWARD planning system, I modified the recognizer to use the SIW+-then-BFSf
configuration (Lipovetzky et al., 2014) of the LAPKT toolkit (Ramirez et al., 2015). This configuration
is called ultra-agile, capable of outperforming heuristic-based planning algorithms as of the year
2014. This plan recognition architecture is what runs Algorithm 3 within the PERSONA SYSTEM.

5.4

Putting it all together: the PERSONA SYSTEM configurations

The PERSONA SYSTEM was developed iteratively, beginning with the baseline version discussed in
Section 4.3 through the subsequent refinement of the assumptions. The 2 refinements that were
introduced in Section 4.4 and Section 4.5, respectively, afforded the evaluation that I discuss in
Chapter 6; to anticipate that discussion, each refinement was isolated in order to create an ablation
study between several different configurations.
While the refinement of the boundless rationality assumption is relatively straightforward to
implement (via the introduction of INDEXTER, as just discussed), the refinement of the domain
model assumption is not; the latter refinement requires thinking a little more critically about the
system’s policy for when to perform plan recognition.
In PERSONA SYSTEM configurations that do not use domain modeling, I defined the policy like
I did in the pilot study; namely, the plan recognition system runs every time the player takes an
action within KotEO. However, in PERSONA SYSTEM configurations that do use domain modeling, I
developed a different policy: the PERSONA SYSTEM runs only when the player learns something new
of the environment they are playing through. The rationale for this policy is that the player’s domain
model will, more often than not, be impoverished relative to the quality needed in order to actually
solve the recognition problem. In other words, it is more likely that the player’s domain model will
be incomplete for the purpose of finding a plan that achieves their adopted in-game goals. Thus,
if the PERSONA SYSTEM failed to produce a plan due to its use of the player’s incomplete domain
model, then it will continue to fail until the domain model changes (hence the policy).
Another important aspect of the policy is what to do when the PERSONA SYSTEM successfully
comes up with its first plan. That success will happen when the player has adopted a goal for which
they have all the necessary domain knowledge in order to solve. But what happens if during the
course of executing that plan the player adopts a new goal? It is possible that the player has not
acquired the necessary knowledge to find the plan that solves this new goal; in such a case, what
should the PERSONA SYSTEM report as the recognized plan? One alternative is to simply throw away
the previously computed plan (to achieve the goal we have the knowledge for), but that would
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suggest that players simply cease to have a course of action in their mind when they adopt a new
goal they don’t immediately know how to solve, which does not make sense prima facie. Another
alternative is to cache the old plan and revert to it, which makes more sense: the plan retains a
characteristic inertia (Bratman, 1987) and the player continues to act even when adopting a new
goal they don’t immediately know how to achieve; this technique is what the current version of the
PERSONA SYSTEM uses. However, this technique breaks down when the player actually accomplishes
the goal they developed their first plan for, since the architecture will continue to report the now
stale plan as the recognized one until new knowledge is acquired that in turn enables a new plan to
be found. A middle ground is to cache plans up until they are useful, and then discard them once
their goals are met, which is a seedling to a more principled method of goal management. It would
be interesting to identify the conditions under which the system ought to be triggered in order
to better approximate a player’s reasoning, especially with regard to goal management. Further,
no information between runs is leveraged, unlike more modern plan recognition techniques (e.g.
Mirsky et al., 2018). It seems unlikely that a player begins reasoning tabula rasa after having settled
on a course of action to achieve some goal; indeed, plans have a characteristic inertia that resist
change (Bratman, 1987), even when new goals arise. As with the INDEXTER system, while more
principled ways to determine an adequate configuration of the plan recognizer are interesting, they
are beyond the scope of my work here.
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Chapter

6

Evaluation of the PERSONA Model
This chapter focuses on the experimental evaluation of the PERSONA model on the basis of its
associated PERSONA SYSTEM, which I present as a process model of a player’s interactive narrative inferencing, i.e. a process model of their perception of interactive narrative affordances. The
experiment is in service of providing evidence in favor of this dissertation’s thesis:
Thesis: By leveraging a compact knowledge representation and reasoning framework
that conceptually draws from design, cognitive science, and narratology, an intelligent
system can effectively reason about the generation of an interactive narrative and the
effect that the generated narrative artifact will have on the cognitive states of human
players.
There are two subtle yet important distinctions to make here: the first concerns the evaluation
of the above thesis statement writ large and the second concerns the details of the evaluation I
conducted. With respect to the first, I note that the primary measure of success is the finding of
evidence that the overall PERSONA framework is useful for reasoning about both the procedural
generation of an interactive narrative artifact as well as that artifact’s effect on the player. I have
chosen to focus on evaluating the PERSONA SYSTEM as a proxy of the player’s perception of interactive
narrative affordances as the effect of interest; however, if the framework lends any analytic power to
reasoning about players on the basis of generated artifacts, then we will have found a successful
defense of the thesis statement. Thus, the overall aim is not system-dependent, but in order to
meaningfully evaluate the thesis statement I depend on a system.
With respect to the second, the PERSONA SYSTEM is a candidate process model for the effect of
interest. Specifically, it is a prescriptive (Rolland, 1998) and activity-oriented (Feiler and Humphrey,
1993) process model; one that can plan-theoretically (i.e. on the basis of planning structures)
describe the rules governing a player’s perception of interactive narrative affordances, which (if
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followed) result in the steps necessary to compute an elaborative inference about future action in
the mind of the player. However, the development of a process model for a human cognitive system
is a challenging undertaking (Sun, 2008), primarily due to the epistemic inaccessibility of the human
mind. I am imputing a computational process involved in the mental calculation of an elaborative
inference, a cognitive process that itself is not amenable to inspection or examination, and whose
outputs are assessed through behavior. In effect, the PERSONA SYSTEM is a plan-recognition based
system, and it computes plans that I posit serve as the player’s perception of interactive narrative
affordances; these plans are thus assumed to (a) be computed by the player in a similar manner
and (b) be maintained in the head of the player as a basis for subsequent action. A more complete
characterization of the player’s cognition would seek to demonstrate that both the system and
humans arrive at the same plans in the same way; that is what I would like to demonstrate (and the
ultimate goal of this work), but is not what I demonstrate here. I limit myself to claiming that the
plans that the PERSONA SYSTEM computes bear some relevance to the player’s in-game behavior,
and thus the evaluation I perform is primarily with respect to prediction accuracy of this in-game
behavior. Further (and as previously alluded to), I assume that the player’s perception of interactive
narrative affordances is a necessary but insufficient component of their in-game behavior when
faced with a player choice. However, the PERSONA SYSTEM is evaluated with metrics computed on
the basis of in-game behavior, introducing another degree of separation (and potential error) for
the development of a model of a player’s interactive narrative elaborative inferencing.
To evaluate the PERSONA SYSTEM as a process model of a player’s interactive narrative inferencing,
I performed one experiment with several analyses. The success of the PERSONA SYSTEM is on the
basis of its overall effectivity, which I characterize as a matter of degree; that is, instead of asking “is
it effective?” I ask “to what degree is it effective?” In this case, effectivity is evaluated along several
dimensions, grounded in the system’s runtime performance. Since the system is a plan recognition
system, performance is operationalized in terms of the metrics defined by Blaylock and Allen (2003)
that I introduced when describing the pilot study. I limit myself to two:
1. Speed of computation – since play happens in real-time, the recognizer needs to be able to
execute fast enough to avoid negatively affecting the player’s experience. This would allow
dynamically adapting the player’s experience in response to their modeled mental state during
the game’s play.
2. Prediction accuracy – the recognizer should identify plans as accurately as possible. This would
allow detection of potentially game-breaking sequences of actions.
The remainder of this chapter is organized as follows. In Section 6.1, I introduce the hypotheses
that follow from the thesis statement, the PERSONA SYSTEM, and its pilot study. In Section 6.2, I
introduce the experiment used to evaluate the hypotheses, including the method, stimuli, measurements, subjects, procedure, and its corresponding analysis. This analysis was inconclusive, and I
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examine the study’s limitations in service of the expanded analysis that I conducted in Section 6.3.
Finally, I conclude the chapter in Section 6.4 by (a) reflecting on what the set of analyses tells us
about player behavior and how we might use this during the procedural generation of interactive
narratives, and (b) discussing the avenues of inquiry afforded by the results of this experiment to be
explored in the future.

6.1

Hypotheses

I evaluated the effectivity of PERSONA in terms of the PERSONA SYSTEM’s runtime performance,
operationalized in terms of the two aforementioned metrics. On the basis of the pilot study, we
should expect that the prediction engine should satisfy this handily, since the information being
fed into the plan recognizer will be limited for the non-baseline versions of the system. The pilot
study did not assess the accuracy metric, but I designed the experimental hypotheses in favor of the
PERSONA SYSTEM relative to its baseline version. To justify that the PERSONA model has “earned its
complexity” (cf. Blumer et al., 1987), PERSONA was evaluated in several experimental configurations,
along two dimensions.
The first dimension concerns evaluating the effect of the Domain Model Assumption (DMA)
discussed in Section 4.4. This dimension has two levels:
(a) No Domain Expansion. This is the system configuration as introduced in Section 4.3. In this
configuration, the system assumes that the player has a perfectly accurate and complete model
of the world they are acting within. Thus, this configuration assumes the DMA as introduced,
meaning that the player’s domain model is equal to the domain model that fully characterizes
the interactive narrative. This configuration effectively makes the input Dplayer of Algorithm 4
be composed of the following elements:
• LIN , an interactive narrative-theoretic logical language as in Definition 26 (unchanged).
• I , the set of literals describing the actual current state of the game.
• O , the set of fabula operators actually available in the world.
• G , the set of goals that the player is assumed to care about. In the interactive narrative’s
design, these goals are explicitly adopted by the player (unchanged).
In other words, this configuration makes Dplayer = Dsystem .
(b) With Domain Expansion. In this configuration, the system assumes that the player’s model of
the world they are acting within and the actual model of the world are distinct; the player’s model
starts out initially empty and can grow up to the size of the world model, via the Robertson-Young
microtheory discussed in Section 4.4. This configuration does not modify Dplayer at all.
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The second dimension concerns evaluating the effect of the Boundless Rationality Assumption
discussed in Section 4.5. This dimension has three levels, each one representing a different model
of narrative working memory:
(a) Baseline. This is the system configuration as introduced in Section 4.3. In this configuration, no
observations are filtered for the recognition system. Thus, the sequence of observations that are
assumed to be tracked by the player is monotonically increasing. This configuration is a proxy
for the assumption that, cognitively, the player is able to keep perfect track of all observations
inside an interactive narrative, as well as keep that information actively in working memory
during gameplay. This configuration effectively replaces line 1 of Algorithm 4 with a statement
that initializes salient with all the observations in OBS, and ignores lines 2 and 3 altogether.
(b) Window-based. In this configuration, only the last n observations are kept for further processing
and the rest are filtered. The parameter n was set to 7, informed by (the highly controversial
but still influential) Miller’s (1956) Law. This configuration is a proxy for the assumption that,
cognitively, the player is able to keep a finite amount of information actively in working memory
during gameplay, heuristically determined to be 7 ± 2 events. This configuration effectively
replaces lines 3a-3c of Algorithm 4 with a function that retrieves the last 7 items of OBS that
were enqueued.
(c) Cognitive-based. In this configuration, only the observations deemed salient (as defined by
the INDEXTER model introduced in Section 4.5) are kept for further processing and the rest are
filtered. This configuration uses Algorithm 4 as listed.
All told, there were six configurations that gave rise to the specific hypotheses under consideration (2 Domain Model Assumption versions × 3 Boundless Rationality Assumption versions). These
configurations are the PERSONA B (baseline), PERSONAW (windowed), and PERSONAC (cognitive),
each with and without Domain Modeling (D M ). They are summarized in Table 6.1.
The six PERSONA SYSTEM configurations were compared in terms of speed of computation and
accuracy. Each metric carries with it its own hypothesis vis-á-vis performance:
• Speed of computation (Hspeed ): here I am comparing wall-clock time between the six configurations. Let µruntime
be the average runtime in milliseconds, where X is one of the six system
X
configurations. The hypotheses are:
– H0 :
runtime
runtime
runtime
runtime
runtime
µruntime
PERSONA B = µPERSONAW = µPERSONAC = µPERSONAD E = µPERSONAD E = µPERSONAD E
B

W

C

– HA :
runtime
runtime
runtime
runtime
runtime
µruntime
PERSONA B > µPERSONAW > µPERSONAC > µPERSONAD E > µPERSONAD E > µPERSONAD E
B
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W

C

Table 6.1: PERSONA SYSTEM configurations used for evaluating the hypotheses under consideration. These
system configurations emerged from relaxing the respective assumptions of the baseline system, as discussed
in Section 4.3.3. All told, there were six configurations used for the initial evaluation.

PERSONA SYSTEM Assumptions

Boundless Rationality

Domain Modeling
Configurations

No Domain Expansion

With Domain Expansion

Baseline

PERSONA B

E
PERSONAD
B

Windowed

PERSONAW

E
PERSONAD
W

Cognitive

PERSONAC

E
PERSONAD
C

In other words, as the model increases in refinement, the hypothesis is that the PERSONA
SYSTEM will take less time overall. Importantly, the speed of computation in the case of
E
the PERSONAC and the PERSONAD
configurations includes the amount of time it takes to
C

determine the set of prior observed events that are deemed salient in the mind of the player.
• Prediction accuracy (Haccuracy ): here I am comparing three averages. The first is average plan
recognition precision, or the average fraction of plans that target the correct goal. The second
is average plan recognition recall, or the average fraction of relevant actions that are retrieved.
The third is average F1 score, the harmonic mean of the aforementioned precision and recall
values.
Let µPXR be the average number of times the system produced a plan for the correct goal, µRXE
be the average number of correct actions the system produced as part of its recognized plan,
and µF1
X be the average harmonic mean of precision and recall.
The hypotheses for Precision are:
R
R
R
R
PR
R
– H0 : µPPERSONA
= µPPERSONA
= µPPERSONA
= µPPERSONA
= µPPERSONA
DE = µ
DE
B
W
C
PERSONAD E
B

–

R
HA : µPPERSONA
B

R
< µPPERSONA
W

R
< µPPERSONA
C

R
< µPPERSONA
DE
B

W

R
< µPPERSONA
DE
W

C

R
< µPPERSONA
DE
C

In other words, as the model increases in refinement, the hypothesis is that the PERSONA
SYSTEM will be more precise in its estimate overall. The hypotheses for Recall and F1 Score are
as above, but substitute µPR for µRE or µF1 as appropriate.
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6.2
6.2.1

Experiment Design
Method

This study had six experimental conditions, with each condition corresponding to an individual
system configuration outlined at the beginning of this section; this was the independent variable.
Each participant in the experiment experienced the stimuli once, and their gameplay data was
input to each of the system configurations, effectively making the experiment a within-subjects
3 × 2 factorial design. I had two dependent variables in this experiment: speed of computation and
prediction accuracy (itself composed of precision, recall, and F1 score).
6.2.1.1

Measures

There were two kinds of data collected during the experiment:
Survey Data Participants filled out (a) a demographic questionnaire, (b) a Self-Efficacy Scale (Chen
et al., 2001) containing 8 5-point Likert (1932) prompts, (c) the Agency sub-scale of the Interactive
Story Assessment (Vermeulen et al., 2009) containing 6 5-point Likert prompts, (d) the Enjoyment/Engagement sub-scale of the Intrinsic Motivation Scale (Deci and Ryan, 1985), containing
7 7-point Likert prompts, and (e) 6 open-ended questions about their experience. The openended questions assessed software errors in the game as well as their general understanding of
the underlying story they played through. All instruments were completed in the given order
and are included in Appendix A.
Gameplay Data Participants had their gameplay instrumented. Each participant generated a discrete action log of their in-game behavior, along with a status of whether or not their attempted
action was successful; each action could fail (i.e. not pass its logic check), fail due to a proximity
error (i.e. not pass its physics check), or succeed. After each successful action, the system
also generated two PDDL files, collectively representing the player’s domain model Dplayer =


LINplayer , Iplayer , Oplayer , Gplayer : one file was a PDDL-formatted planning domain (containing
some elements of LINplayer and Oplayer ) and the other was a PDDL-formatted planning problem
(containing the remaining elements of LINplayer , Iplayer and Gplayer ). For participants who did not
opt out of video recording, I also recorded a video of their experience.
6.2.1.2

Apparatus

The experiment was deployed across several Apple machines (iMac, MacBookPro, Mac Pro), minimally having an Intel i5 2.8GHz processor, 16GB Random Access Memory, and 8GB Graphics Memory
(hereafter “the apparatus”). In each deployment, the machine contained both the surveys and game
that participants experienced. Surveys were deployed via an online form. The game was deployed
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via a standalone executable program on the machine. All games were played in full-screen mode,
fully occluding the rest of the desktop environment.
The game has audiovisual output. Audio output was transmit to participants via a Bose SoundLink
over-ear headset. Video output was displayed on a Dell 28” LED screen. Participants engaged the
stimuli using an interface described in Section 5.1.5.2. Participants sat upright, at a distance of
approximately 21” from the computer screen.
6.2.1.3

Stimuli

The game that participants experienced is described in Section 5.1. Specifically, participants experienced the stimuli as described in Section 5.1.5.
6.2.1.4

Procedure

Participants were recruited in three rounds of data collection, using snowball sampling. The first
and third rounds of data collection took place at North Carolina State University in Raleigh, NC,
USA. The second round of data collection took place at the University of Utah in Salt Lake City, UT,
USA.
Participants signed up to participate via a scheduling form. When participants arrived for their
scheduled experiment session, they were instructed to sit down in front of the apparatus, where
they were given a high-level overview of the experiment. Participants were then encouraged to read
and approve the online consent form that describes the experiment in more detail.
After providing informed consent, they completed the demographic questionnaire. Upon finishing the questionnaire, the stimuli was loaded for the participant. If the participant did not opt out of
video recording, then Apple’s Quicktime software was loaded and primed to record the entire screen.
After the stimuli was loaded, the participant’s audio level was set to a comfortable level. Participants
were then instructed to finish the game and indicate when they were done. Once they begun playing,
they were left alone in the room containing the apparatus. When the participant indicated they were
finished with their gameplay, the remaining questionnaires were loaded. Participants were instructed
to complete them and were left alone to do so. Participants then underwent a debrief, where they
were invited to comment on the experience and ask any questions they may have developed about
their participation. Once they were satisfied, they were thanked for their participation. Participants
were not compensated for their time.
Afterward, each participant’s gameplay data was processed using the architecture in Section 5.3
six times, once for each of the six different configurations. During processing, I calculated speed
of computation (in milliseconds) and accuracy metrics relative to the ground truth of the player’s
activity.
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6.2.2

Results and Analysis

51 participants completed the experiment; however I restricted my attention to a much smaller set
of participants.
Target Population and Filtering Criteria

The study aimed to evaluate whether the PERSONA

SYSTEM was a reasonable proxy for a player’s inference-making in an interactive narrative environment. As discussed in Section 4.1, I target a specific class of player; namely, players that have
developed interactive narrative fluency. I defined a player as fluent on the basis of questions asked
in the demographic survey. Specifically, I restricted my attention to participants who
(a) self-identified as “gamer” or who reported that they on average played games for more than one
hour a week, and
(b) self-reported Native English language proficiency, and
(c) listed “Desktop or laptop computer” or “Dedicated game console” or “Dedicated handheld
system” as a device they play games with, and
(d) listed “adventure” or “role-playing”as game genres that they have played.
Further, I restricted my attention in the analysis to participants who did not encounter a gamebreaking software bug and who could summarize the high-level plot structure of the game, using
the synopsis in Figure 5.2 as a benchmark for qualitative comparison. After filtering, I was left with
19 participants for the analysis. It is these participants that are referenced in the analyses hereafter.
Experiment Metadata

Due to software errors while running participant gameplay data through

the PERSONA SYSTEM, I was only able to process 7 out of 19 participants through all of the six
configurations. Further, the PERSONA SYSTEM failed to process all of the player’s activity for the No
Domain Modeling configurations: these had to be manually terminated during software executing,
because the software appeared to cease processing. The With Domain Modeling configurations thus
processed more data, processing on average 47 (SD= 9) more data points than their No Domain
Modeling counterparts.
The number of data points each participant contributed was on average 150 (SD= 34); this
number corresponds to the average number of player actions during gameplay. In total, I processed
1045 data points. I processed all the data using the R (1.1.463) statistical software package.
Evaluating Hspeed

In this analysis, I am comparing the average amount of time (in millisec-

onds) across all PERSONA SYSTEM configurations. Prior to running the corresponding statistical
analysis, I plotted this data in two ways: (a) via a box plot of the runtime, factored by the configuration
and (b) via 6 scatterplots of the configuration’s runtime as a function of the number of actions players
took (1 for each configuration).
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(a) Runtime box plots for all PERSONA SYSTEM configurations.

(b) Runtime box plots for all non-baseline PERSONA
SYSTEM configurations.

Figure 6.1: Runtime box plots for the PERSONA SYSTEM. Through visual inspection, it is evident that the
PERSONA B configuration has the greatest average runtime, on average taking a significant amount of time
(M= 217226.5ms, SD= 615025ms) to finish relative to every other configuration. Removing the baseline
version from the plots allows for better comparison of the remaining experimental versions.

The runtime box plots are presented in Figure 6.1. When plotting all 6 configurations (Figure 6.1a), it is evident that the PERSONA B configuration has the greatest average runtime, on average
taking 217226.5ms. It is also the most volatile, with a standard deviation of 615025ms. Because
the runtime of the PERSONA B configuration is so drastically different, I created another box plot
of all configurations without PERSONA B (Figure 6.1a), which allows for better comparison of the
remaining experimental versions; to anticipate subsequent discussion: this phenomenon repeated
itself throughout this analysis – the PERSONA B configuration was consistently dramatically different
from every other PERSONA SYSTEM configuration. On the basis of this second box plot, one can
observe that the average runtime for the No Domain Modeling variants is greater than the average
runtime of the With Domain Modeling variants, consistent with the Hspeed hypothesis; average
runtimes and standard deviations are listed in Table 6.2.
The six runtime scatterplots are illustrated in Figure 6.2. On the basis of the pilot study, I had
originally posited that the relationship between observations and runtime was linear, on the basis
of the behavior observed for the PERSONA B configuration that was studied therein. Upon plotting
these diagrams, I observed that there are components of the runtime that are linear-like, but there
is likely a more nuanced relationship that relates input observations to runtime; especially in cases
where observations that are input are not the cumulative history of the agent (in our case, the
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Table 6.2: Average runtime for the non-baseline configurations of the PERSONA SYSTEM

Configuration

Average Runtime (ms)

Standard Deviation (ms)

PERSONAW

1287.816

665.352

PERSONAC

1412.464

905.223

E
PERSONAD
B

43.243

9.615

E
PERSONAD
W

181.193

117.752

E
PERSONAD
C

412.543

294.662

Table 6.3: ANOVA results, comparing the effect of PERSONA SYSTEM configuration on runtime.

Term

Sum of Squares

df

Mean Square

F

p-value

Cohen’s F

Power

SystemConfiguration
Residuals

1.448 E15
8.854 E16

4
3861

3.621 E14
2.293 E13

15.79
NA

0
NA

0.128
NA

1
NA

player). Arguably, the configurations that most demonstrate linear-like behavior are PERSONAC and
E
PERSONAD
C .

A one-way analysis of variance (ANOVA) was conducted to compare the effect of the PERSONA SYSE
DE
DE
TEM configuration on runtime in PERSONA W , PERSONA C , PERSONA D
B , PERSONA W , and PERSONA C

conditions. There was a significant effect of the PERSONA SYSTEM configuration on runtime at the
p < 0.05 level for the five conditions [F(4,3861) = 15.79, p = 0.0]; the ANOVA is summarized in
Table 6.3. Post hoc comparisons using the Tukey HSD test (summarized in Table 6.4) indicated that
E
the only the mean runtime for the PERSONAD
W (M= 1287.816, SD= 665.352) differed significantly

from every other condition.
All told, I found support for portions of the Hspeed hypothesis; version PERSONA B was indeed
E
found to be the slowest performer. Further, PERSONAD
W was found to be (a) faster than PERSONA W ,
E
DE
PERSONAC , and PERSONAD
C , and (b) slower than PERSONA B . In reviewing the data, it makes sense
E
DE
to think of PERSONAD
W as faster than PERSONA C and PERSONA C : both cognitive versions use the

INDEXTER model to calculate the number of observations that should be input to the rest of the
E
PERSONA SYSTEM. In some cases – especially early during play – PERSONAC and PERSONAD
C will
E
calculate a number of observations lesser than the fixed number of observations that PERSONAD
W

(or PERSONAW for that matter) calculates. As play continues, the cognitive versions will return a
higher number of observations on average; PERSONAC returns an average of 6.539 observations
E
(SD= 3.159) and PERSONAD
C returns an average of 55.06265 observations (SD= 29.488). It also makes

154

2000
1500

Runtime (ms)

0

500

1000

1500
1000
0

500

Runtime (ms)

2000

2500

Baseline_DE

2500

Baseline

0

50

100

150

0

50

Number of Player Actions Taken

100

150

100

150

2000
1500

Runtime (ms)

0

500

1000
0

500

1000

1500

2000

2500

Windowed_DE

2500

Windowed

Runtime (ms)

150

E
(b) PERSONAD
B

(a) PERSONA B

0

50

100

150

0

50

Number of Player Actions Taken

Number of Player Actions Taken

E
(d) PERSONAD
W

(c) PERSONAW

2000
1500

Runtime (ms)

0

500

1000
0

500

1000

1500

2000

2500

Cognitive_DE

2500

Cognitive

Runtime (ms)

100
Number of Player Actions Taken

0

50

100

150

0

Number of Player Actions Taken

50
Number of Player Actions Taken

E
(f) PERSONAD
C

(e) PERSONAC

Figure 6.2: Runtime over number of player actions, PERSONA SYSTEM configurations. While there are
components of the plots that are linear-like, there is likely a more nuanced relationships that relates input
observations to runtime; especially in cases where observations that are input are not the cumulative history
E
of the agent. Arguably, PERSONAC and PERSONAD
C are the configurations that most demonstrate linear-like
behavior.
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Table 6.4: Tukey HSD post hoc test results, comparing average relative effects of the PERSONA SYSTEM
configuration on runtime.
SystemConfiguration

diff. in means

95% CI - Lower Bound

95% CI - Upper Bound

adjusted p-value

PERSONAW —PERSONAC

−2796.595

−707406.3

701813.1

1

E
PERSONAW —PERSONAD
B

1412.213

−672386.9

675211.4

1

E
PERSONAW —PERSONAD
C

−2956.906

−676756.1

670842.2

1

E
PERSONAC —PERSONAD
B

4208.808

−669590.3

678008.0

1

E
PERSONAD
W —PERSONA W

1491685.813

817886.7

2165485.0

0

E
PERSONAD
W —PERSONA C

1488889.218

815090.1

2162688.4

0

E
DE
PERSONAD
W —PERSONA B

1493098.026

851587.5

2134608.6

0

E
DE
PERSONAD
W —PERSONA C

1488728.907

847218.4

2130239.4

0

E
PERSONAD
C —PERSONA C

160.311

−673638.8

673959.5

1

E
DE
PERSONAD
C —PERSONA B

4369.119

−637141.4

645879.7

1

E
sense to think of PERSONAD
W as faster than its No Domain Expansion counterpart: it is more likely
E
for PERSONAD
W to fail to find a recognized plan due to having an incomplete domain model, thereby

relying on previously cached plans more (for which there is zero runtime cost). However, more
E
work is needed to explain why PERSONAD
B is faster: conceptually, the number of observations in
E
PERSONAD
B monotonically increases and based on the results of the pilot study, it should directly
E
inflate the computational cost. Further, since the domain expands equally fast between PERSONAD
B
E
and PERSONAD
W , the benefits gained by re-using previously cached plans should be equal between

the versions.
Evaluating Haccuracy

In this analysis, I am comparing the average precision, recall, and F1

scores across all PERSONA SYSTEM configurations. This analysis is similar to the analysis conducted
to evaluate Hspeed . For each accuracy metric, I first plotted the data in two ways: (a) via a box plot of
the runtime, factored by the configuration and (b) via 6 scatterplots of the configuration’s runtime
as a function of the number of actions players took (1 for each configuration). I then conducted
a one-way ANOVA to compare the effect of the PERSONA SYSTEM configuration on the respective
accuracy metric. I discuss each metric in turn.
Precision. The precision box plots are presented in Figure 6.3. Like for the case of runtime, when
compared to all other configurations the PERSONA B configuration has the greatest average precision
and highest volatility (M= 0.371, SD= 0.137), illustrated in Figure 6.3a. I once again created another
box plot of all configurations without PERSONA B (Figure 6.3b), from which one can observe that all
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(a) Precision box plots for all PERSONA SYSTEM
configurations.

(b) Precision box plots for all non-baseline PERSONA
SYSTEM configurations.

Figure 6.3: Precision box plots for the PERSONA SYSTEM. Through visual inspection, it is evident that the
PERSONA B configuration has the greatest average precision (M= 0.371, SD= 0.137). Removing the baseline
version from the plots allows for better comparison of the remaining experimental versions.

E
configurations except PERSONAD
B have relatively comparable precision, which is inconsistent with

the Haccuracy hypothesis; average precision scores and standard deviations are listed in Table 6.5.
The six precision scatterplots are illustrated in Figure 6.4. In these scatterplots, a few things
E
are worth noting. First, the PERSONAD
B configuration has an almost perfectly constant precision

score, which mirrors the case of its runtime. This suggests that this system configuration is routinely
operating in a kind of failure mode, consistently relying on cached plans in order to make predictions,
E
in a manner that avoids having to recompute new plans every time. If PERSONAD
B only relies on a

small set of plans to actually make its predictions, then it stands to reason that the precision scores
don’t change: in effect, the system configuration is using the same plans over and over, and their
predictive capacity does not improve (yielding a constant precision score). Further, the No Domain
Expansion versions seem to have a similar shape in the plotted space; all precision scores belong
to an oval-like region of precision, with the PERSONA B configuration’s region being “more precise”
E
DE
than either the PERSONAW or PERSONAC configurations. Finally, the PERSONAD
W and PERSONA C

configurations seem to jump around in the space of predictions, yielding predictions that seem to
converge to a higher number over time.
An ANOVA was conducted to compare the effect of the PERSONA SYSTEM configuration on
E
DE
DE
precision in PERSONAW , PERSONAC , PERSONAD
B , PERSONA W , and PERSONA C conditions. There

was a significant effect of the PERSONA SYSTEM configuration on precision at the p < 0.05 level for
the five conditions [F(4,3861) = 793.649, p = 0.0]; the ANOVA is summarized in Table 6.6. Post hoc
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Figure 6.4: Precision over number of player actions, PERSONA SYSTEM configurations.
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Table 6.5: Average precision for the non-baseline configurations of the PERSONA SYSTEM

Configuration

Average Precision

Standard Deviation

PERSONAW

0.172

0.023

PERSONAC

0.171

0.023

E
PERSONAD
B

0.048

0.0002

E
PERSONAD
W

0.172

0.029

E
PERSONAD
C

0.171

0.023

Table 6.6: ANOVA results, comparing the effect of PERSONA SYSTEM configuration on precision.

Term

Sum of Squares

df

Mean Square

F

p-value

Cohen’s F

Power

SystemConfiguration
Residuals

488.220
593.782

4
3861

122.055
0.154

793.649
NA

0
NA

0.907
NA

1
NA

comparisons using the Tukey HSD test (summarized in Table 6.7) indicated that only the PERSONAW
and PERSONAC configurations were not statistically significantly different from each other; all other
condition pairs were deemed to be statistically different. However, in the context of the average
precision and standard deviations of Table 6.5, I do not believe that this statistical significance is
practical significance. Therefore, for precision I conclude that I do not have sufficient evidence to
reject the null hypothesis in favor of the alternate.
Recall. The recall box plots are presented in Figure 6.5. Once again, when compared to all other
configurations, the PERSONA B configuration has the greatest average recall and highest volatility
(M= 0.259, SD= 0.112), illustrated in Figure 6.5a. When box plotting all configurations without
PERSONA B (Figure 6.5b), a similar pattern to the runtime case emerges: average recall for the No
Domain Modeling variants is greater than average recall of the With Domain Modeling variants,
which in this case is inconsistent with the Haccuracy hypothesis; average recall and standard deviations
are listed in Table 6.8.
The six recall scatterplots are illustrated in Figure 6.6. These scatterplots are very similar in overall
form to the scatterplots for precision in Figure 6.4. For the case of recall, however, the PERSONA B
configuration’s performance was so dramatically different to the rest, that when plotted on the same
scale, no data points were visible (and hence, that scatterplot is omitted from Figure 6.6.
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Table 6.7: Tukey HSD post hoc test results, comparing average relative effects of the PERSONA SYSTEM
configuration on precision.
diff. in means

95% CI - Lower Bound

95% CI - Upper Bound

adjusted p-value

PERSONAW —PERSONAC

−0.0004969217

−0.058199910

0.05720607

0.9999999

E
PERSONAW —PERSONAD
B

0.9676641658

0.912484363

1.02284397

0.0000000

E
PERSONAW —PERSONAD
C

0.3504205148

0.295240712

0.40560032

0.0000000

E
PERSONAC —PERSONAD
B

0.9681610875

0.912981285

1.02334089

0.0000000

E
PERSONAD
W —PERSONA W

−0.2914274232

−0.346607226

−0.23624762

0.0000000

E
PERSONAD
W —PERSONA C

−0.2919243450

−0.347104148

−0.23674454

0.0000000

E
DE
PERSONAD
W —PERSONA B

0.6762367426

0.623701170

0.72877232

0.0000000

E
DE
PERSONAD
W —PERSONA C

0.0589930916

0.006457519

0.11152866

0.0186580

E
PERSONAD
C —PERSONA C

−0.3509174365

−0.406097239

−0.29573763

0.0000000

E
DE
PERSONAD
C —PERSONA B

0.6172436510

0.564708078

0.66977922

0.0000000
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(a) Recall box plots for all PERSONA SYSTEM configurations.

(b) Recall box plots for all non-baseline PERSONA
SYSTEM configurations.

Figure 6.5: Recall box plots for the PERSONA SYSTEM.

160

0.10
0.05
0.00

Plan Recognition Recall

0.15

Baseline_DE

0

50

100

150

100

150

100

150

Number of Player Actions Taken

E
(a) PERSONAD
B

0.10

Plan Recognition Recall

0.00

0.05

0.10
0.05
0.00

Plan Recognition Recall

0.15

Windowed_DE

0.15

Windowed

0

50

100

150

0

50

Number of Player Actions Taken

Number of Player Actions Taken

E
(c) PERSONAD
W

(b) PERSONAW

0.10

Plan Recognition Recall

0.00

0.05

0.10
0.05
0.00

Plan Recognition Recall

0.15

Cognitive_DE

0.15

Cognitive

0

50

100

150

0

Number of Player Actions Taken

50
Number of Player Actions Taken

E
(e) PERSONAD
C

(d) PERSONAC

Figure 6.6: Recall over number of player actions, PERSONA SYSTEM configurations. The PERSONA B
configuration has been omitted because when plotted on the same scale as the others, no data points
are visible.
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Table 6.8: Average recall for the non-baseline configurations of the PERSONA SYSTEM

Configuration

Average Recall

Standard Deviation

PERSONAW

0.076

0.014

PERSONAC

0.080

0.014

E
PERSONAD
B

0.008

0

E
PERSONAD
W

0.027

0.005

E
PERSONAD
C

0.050

0.019

Table 6.9: ANOVA results, comparing the effect of PERSONA SYSTEM configuration on recall.

Term

Sum of Squares

df

Mean Square

F

p-value

Cohen’s F

Power

SystemConfiguration
Residuals

407.783
476.543

4
3861

101.946
0.123

825.975
NA

0
NA

0.925
NA

1
NA

An ANOVA was conducted to compare the effect of the PERSONA SYSTEM configuration on
E
DE
DE
recall in PERSONAW , PERSONAC , PERSONAD
B , PERSONA W , and PERSONA C conditions. There was

a significant effect of the PERSONA SYSTEM configuration on recall at the p < 0.05 level for the
five conditions [F(4,3861) = 825.975, p = 0.0]; the ANOVA is summarized in Table 6.9. Post hoc
comparisons using the Tukey HSD test (summarized in Table 6.10) indicated that – like with precision
– only the PERSONAW and PERSONAC configurations were not statistically significantly different from
each other; all other condition pairs were deemed to be statistically different. Unlike precision,
these differences are also practically significant: both PERSONAW and PERSONAC have higher recall
E
DE
DE
than PERSONAD
C , PERSONA W , and PERSONA B , and among the With Domain Expansion variants,
E
DE
DE
PERSONAD
C has higher recall than PERSONA W and PERSONA B . This suggests a partial ranking of
E
DE
DE
the form: PERSONA B > {PERSONAW , PERSONAC } > PERSONAD
C > PERSONA W > PERSONA B . This

ranking forces me to conclude that there is insufficient evidence to reject the null in favor of my
alternate for Haccuracy as it relates to recall. Notwithstanding that, the ranking is interesting: for plan
recognition, recall is the fraction of relevant plans computed over all possible relevant plans that
could explain the player’s behavior. Thus, ultimately what we are concluding here is that as we add
more data, we’re better able to compute relevant plans, which is at least consistent with the overall
theory.
F1 Score. Finally, the F1 score box plots are presented in Figure 6.7; these are very similar to the
recall ones in Figure 6.5, with the PERSONA B configuration once again having the highest-valued and
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Table 6.10: Tukey HSD post hoc test results, comparing average relative effects of the PERSONA SYSTEM
configuration on recall.
SystemConfiguration

diff. in means

95% CI - Lower Bound

95% CI - Upper Bound

adjusted p-value

PERSONAW —PERSONAC

−0.004885254

−0.05657873

0.04680822

0.9990277

E
PERSONAW —PERSONAD
B

0.882872058

0.83343899

0.93230513

0.0000000

E
PERSONAW —PERSONAD
C

1488728.907

847218.4

2130239.4

0

E
PERSONAD
W —PERSONA W

−0.276016618

−0.32544969

−0.22658355

0.0000000

E
PERSONAD
W —PERSONA C

−0.280901872

−0.33033494

−0.23146880

0.0000000

E
DE
PERSONAD
W —PERSONA B

0.606855440

0.55979122

0.65391966

0.0000000

E
DE
PERSONAD
W —PERSONA C

0.057156966

0.01009274

0.10422119

0.0082384

E
PERSONAC —PERSONAD
B

0.887757312

0.83832424

0.93719038

0.0000000

E
PERSONAD
C —PERSONA C

−0.338058838

−0.38749191

−0.28862577

0.0000000

E
DE
PERSONAD
C —PERSONA B

0.549698474

0.50263425

0.59676270

0.0000000

most volatile measures of the bunch (M= 0.263, SD= 0.117). Like the case for recall, the box plots
suggest a trend that is inconsistent with the Haccuracy hypothesis; average F1 scores and standard
deviations are listed in Table 6.11.
The six recall scatterplots are illustrated in Figure 6.8. These scatterplots are very similar in
overall form to the scatterplots for precision in Figure 6.6.
An ANOVA was conducted to compare the effect of the PERSONA SYSTEM configuration on
E
DE
DE
F1 Score in PERSONAW , PERSONAC , PERSONAD
B , PERSONA W , and PERSONA C conditions. There

was a significant effect of the PERSONA SYSTEM configuration on recall at the p < 0.05 level for
the five conditions [F(4,3861) = 827.013, p = 0.0]; the ANOVA is summarized in Table 6.12. Post
hoc comparisons using the Tukey HSD test (summarized in Table 6.13) indicated that – like with
precision – the PERSONAW and PERSONAC configurations were not statistically significantly different
from each other. However, for F1 Score, their With Domain Expansion counterparts are also not
statistically significantly different. All other condition pairs were deemed to be statistically different.
These differences are also practically significant: both PERSONAW and PERSONAC have higher recall
E
DE
DE
than PERSONAD
C , PERSONA W , and PERSONA B , and among the With Domain Expansion variants,
E
DE
DE
PERSONAD
C and PERSONA W have higher recall than PERSONA B . This suggests a partial ranking
E
DE
DE
of the form: PERSONA B > {PERSONAW , PERSONAC } > {PERSONAD
C , PERSONA W } > PERSONA B . As

before, this ranking forces me to conclude that there is insufficient evidence to reject the null in
favor of my alternate for Haccuracy as it relates to F1 Score.
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Figure 6.7: F1 Score box plots for the PERSONA SYSTEM.

Table 6.11: Average F1 score for the non-baseline configurations of the PERSONA SYSTEM

Configuration

Average F1 score

Standard Deviation

PERSONAW

0.104

0.016

PERSONAC

0.110

0.016

E
PERSONAD
B

0.013

7.384 E-06

E
PERSONAD
W

0.048

0.008

E
PERSONAD
C

0.074

0.025

Table 6.12: ANOVA results, comparing the effect of PERSONA SYSTEM configuration on the F1 Score.

Term

Sum of Squares

df

Mean Square

F

p-value

Cohen’s F

Power

SystemConfiguration
Residuals

430.605
489.955

4
3764

107.651
0.130

827.013
NA

0
NA

0.937
NA

1
NA
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Figure 6.8: F1 Score over number of player actions, PERSONA SYSTEM configurations.
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Table 6.13: Tukey HSD post hoc test results, comparing average relative effects of the PERSONA SYSTEM
configuration on the F1 Score.
SystemConfiguration

diff. in means

95% CI - Lower Bound

95% CI - Upper Bound

adjusted p-value

PERSONAW —PERSONAC

−0.00500382

−0.05814953

0.04814189

0.9990418

E
PERSONAW —PERSONAD
B

0.90918228

0.85841603

0.95994853

0.0000000

E
PERSONAW —PERSONAD
C

0.34703744

0.29615935

0.39791554

0.0000000

E
PERSONAC —PERSONAD
B

0.91418610

0.86335910

0.96501310

0.0000000

E
PERSONAD
W —PERSONA W

−0.31028898

−0.36236806

−0.25820990

0.0000000

E
PERSONAD
W —PERSONA C

−0.31529280

−0.36743110

−0.26315450

0.0000000

E
DE
PERSONAD
W —PERSONA B

0.59889330

0.54918266

0.64860394

0.0000000

E
DE
PERSONAD
W —PERSONA C

0.03674846

0.01307638

0.08657331

0.2598855

E
PERSONAD
C —PERSONA C

−0.35204126

−0.40297997

−0.30110256

0.0000000

E
DE
PERSONAD
C —PERSONA B

0.56214484

0.51369386

0.61059581

0.0000000

Remarks

Taken together, the results suggest that there is an inherent tradeoff in the PERSONA

SYSTEM: runtime versus accuracy. Given more data (resulting in higher runtime), PERSONA SYSTEM
can achieve better results in terms of accuracy. Further, the results demonstrate that, without
requiring anything beyond the system that procedurally generates an interactive narrative, the
system is able to achieve some sense of accuracy in terms of prediction. Notwithstanding those
benefits, clearly the results were significantly below what I hoped for in terms of accuracy of
prediction. In the sections that follow, I try to unpack other ways that we might look at the problem
to better characterize interactive narrative player behavior and cognition based solely on the system
that generates the interactive narrative itself.

6.3

Additional Analysis

I conducted two additional analyses to help shed light into modeling player behavior on the basis of
the models used to procedurally generate the interactive narrative that they played through. Even
though the PERSONA SYSTEM achieved some notion of success, I would have expected to see much
higher prediction accuracy given the theoretical grounding of the framework. This section presents
those additional analyses.
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6.3.1

Limitations of Previous Analysis

Overall, the study was ambitious, aiming to provide an ecologically valid game experience while still
constraining the environment enough to be measurable. Ultimately, there are two equally important
limitations to the work.
The first is the PERSONA SYSTEM’s overly simplistic treatment of goals within interactive narratives.
In ecologically valid games, the role of goals is deceptively complex (e.g. Debus et al., 2019, p. 2):
Consider Super Mario Bros. (Nintendo Creative Department, 1985). Before opening
the game’s box, its backside asks: “Do you have what it takes to save the mushroom
princess?” This implies the game’s (narrative) goal is to rescue a princess. Once past the
start screen, the player is shown a screen which declares her position in “World 1-1”,
implying the possibility (and goal?) of reaching other “worlds”. Considering the next
few seconds of gameplay we can learn that if the player-controlled Mario immediately
moves left, Mario reaches the end of the screen and cannot move further. When moving
Mario to the right, the background images quickly change (scrolling). This suggests that
moving Mario to the right is a goal in the game. Soon, a brown creature (a Goomba)
appears moving towards Mario. If the Goomba touches Mario, a life is lost. Thus, another
goal is to avoid the Goombas. If Mario lands on top of a Goomba, it is removed from the
gameworld and 100 points are awarded. An additional goal then is to accrue points and
landing on top of Goombas is one way to do so. There is also a blinking block hanging
in mid-air with a “?” displayed on it. If Mario jumps and hits it from beneath, a coin
appears, a sound plays, the “?” symbol disappears, 200 points are awarded, and a coin
counter at the top of the screen changes from “0” to “1”. Thus, two more goals are to hit
blocks and collect coins. But, is meeting these goals necessary to succeed? Additionally,
as indicated by the decreasing time counter in the top-right corner of the screen, there is
a need for the player to achieve a certain goal (move Mario to the right as far as possible?
Get the highest score possible?) before the timer runs out (or incur losing a life). All of
these goals are either manifested or implied within a few seconds of game play. Not all
of these goals are the same. Can you “win” Super Mario Bros. by collecting all the coins
or landing on top of all the Goombas? Also, what does “winning” mean in this context?
Similarly, if the goal is to not lose lives, it turns out you can lose all of your lives, save
one, and still succeed. In terms of movement, sometimes the goal might be to “go down”
or “go up” instead of “going right”, and so on. There is a deceptive complexity to the
goals in Super Mario Bros.
For the interactive narratives of concern here (i.e. adventure games), advancing in the game
means advancing in the story. However, as illustrated above, players adopt, manage, and/or abandon
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a multitude of inter-related and inter-dependent goal structures at any given point of gameplay.
While this reasoning process has achieved some degree of attention within the general AI community (e.g. Vattam et al., 2013), the development of policies for managing goals is an open problem.
Addressing this problem will be the key to better modeling players within PERSONA, since plan
recognition architectures assume that goal recognition is “solved” to some degree: either we know
all goals the agent could aim to achieve, or we know given two goals that cost equally to achieve,
which one the agent regards with higher utility. The challenges brought about by managing goals
motivated looking at player data in terms of goal directed activity. In essence, I wanted to know
whether the presence of a goal in the player’s mind (through the adoption of an in-game quest)
had any impact in the accuracy metrics that I computed earlier; in effect, I am comparing PERSONA
SYSTEM accuracy in the absence/presence of explicit goal adoption. This analysis is described in
more detail in Section 6.3.2.
The second equally important limitation concerns the form of the PERSONA SYSTEM’s prediction.
Ultimately, the PERSONA SYSTEM computes a totally-ordered, fully-specified plan as its prediction
for subsequent player activity. However, when humans form forward-directed intentions, those
attitudes are partially specified (Bratman, 1987); when a person forms a plan to achieve their
intention, that plan primarily concerns ends and preliminary means to achieve those ends. As a
person begins to act upon that plan, the previously-specified preliminary means allow the person to
iteratively refine their activity until it culminates (ideally) in the satisfaction of the intent. However,
that refinement process is very flexible, giving rise to a variety of inter-related, internally coherent
activity. In effect, individuals may come up with different total orderings of partially-specified plans
as they go about their execution and that variability is lost in PERSONA SYSTEM’s determination of a
single, forward-directed plan. This motivated understanding just how varied the player’s activity
is, by visualizing the player’s playspace, or all the ways that players in the collected data traversed
through the underlying state-transition system represented by the planning domain. This analysis
is described in more detail in Section 6.3.3.

6.3.2

Goal-directed Analysis

To begin to characterize the role of goal-reasoning in the prediction of player activity, I compared
the plan recognition system’s precision, recall, and F1 scores in two conditions: in the absence of
goals and in the presence of goals. In effect, I analyzed each player’s activity logs, and partitioned
the data into three sets: (a) all activity that took place prior to the player adopting their first goal
(i.e. activity with 0 goals), (b) all activity that took place after the player adopted their first goal until
they adopted their second (i.e. activity with only 1 goal), and (c) all activity that took place after the
player adopted their first goal (i.e. activity with 1+ goal). I restricted my attention to the No Domain
Expansion versions of the PERSONA SYSTEM, in an effort to analyze more data.
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The hypotheses for this analysis are:
• H0 :
– µP0 RGoals = µP1 RGoal
– µP0 RGoals = µP+1R Goals
• HA :
– µP0 RGoals < µP1 RGoal
– µP0 RGoals < µP+1R Goals
In other words, when the player goes adopts their first goal (and beyond), the hypothesis is that
the PERSONA SYSTEM will be more precise in its estimate overall. The hypotheses for Recall and F1
Score are as above, but substitute µPR for µRE or µF1 as appropriate.
I created box plots to visualize the performance along the plan recognition accuracy metrics
as a function of the No Domain Expansion PERSONA SYSTEM configuration; these are presented
in Figure 6.9. From visual inspection, all metrics for all configurations have comparable ranges.
However, the PERSONAC demonstrates improvement in the presence of explicit goal adoption,
evidenced by these box plots extending toward higher values of the accuracy metrics.
Two Wilcoxon rank sum (i.e. Mann-Whitney U) tests were conducted to compare the effect of
goal adoption on precision, recall, and F1 scores. One test compared 0 goals v. 1 goal and the other
compared 0 goals v. 1+ goals; both were run as one-tailed tests under the alternate hypothesis that
0 goals would have lesser average precision, recall, and F1 score than either 1 goal or 1+ goals. The
following groups differed significantly at the α = 0.95 level:
• mean recall between 0 v. 1 goal, PERSONA B configuration (W = 77458, n1 = n2 = 1572)
• mean recall between 0 v. 1 goal, PERSONAC configuration (W = 68420, n1 = n2 = 1572)
• mean recall between 0 v. 1+ goal, PERSONAC configuration (W = 288340, n1 = n2 = 1572)
• mean F1 score between 0 v. 1 goal, PERSONAC configuration (W = 69848, n1 = n2 = 1572)
• mean F1 score between 0 v. 1+ goal, PERSONAC configuration (W = 299180, n1 = n2 = 1572)
The increased performance detected through this analysis is aligned with the original hypotheses
of this dissertation. While the overall precision, recall, and F1 scores are not practically significant,
this analysis serves as a pilot to continue to explore goal-adoption as a promising phenomenon for
understanding player behavior and their subsequent forward directed activity.
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Figure 6.9: Precision, Recall, and F1 Scores for the goal-driven analysis, across No Domain Expansion
PERSONA SYSTEM configurations. The box plots are grouped by goal activity. The 0 goal activity group is the set
of player actions that took place prior to the player adopting their first goal. The 1 goal activity group is the set
of player actions that took place after the player adopted their first goal until they adopted their second goal.
The 1+ goal activity group is the set of player actions that took place after the player adopted their first goal.
Each row represents a configuration of the PERSONA SYSTEM (PERSONA B , PERSONAW , and PERSONAC ) and each
column represents one of the accuracy metrics (precision, recall, and F1 score). The PERSONAC configuration
performs better than PERSONA B or PERSONAW in the presence of goal directed activity, evidenced by boxplot
extending toward higher values of the accuracy metrics; this increased performance is aligned with the
original hypotheses of this dissertation.
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Table 6.14: Wilcoxon rank sum test, i.e. independent 2-group Mann Whintey U test, statistics for Plan
Recognition Precision across No Domain Expansion configurations of the PERSONA SYSTEM under the
alternative hypothesis HA : x < y (i.e. 0 goals < 1 goal; 0 goals < 1+ goals).

0 v. 1 goal W -stat (p-value)

0 v. 1+ goal W -stat (p-value)

PERSONA B

86592 (0.745)

468090 (1)

PERSONAW

95708 (1)

421420 (1)

PERSONAC

80834 (0.565)

360150 (0.993)

Configuration

Table 6.15: Wilcoxon rank sum test, i.e. independent 2-group Mann Whintey U test, statistics for Plan
Recognition Recall across No Domain Expansion configurations of the PERSONA SYSTEM under the alternative
hypothesis HA : x < y (i.e. 0 goals < 1 goal; 0 goals < 1+ goals).

0 v. 1 goal W -stat (p-value)

0 v. 1+ goal W -stat (p-value)

PERSONA B

77458 (0.021)

446870 (1)

PERSONAW

93107 (0.999)

484900 (1)

PERSONAC

68420 (0.0001)

288340 (6.225 E-6)

Configuration

Table 6.16: Wilcoxon rank sum test, i.e. independent 2-group Mann Whintey U test, statistics for Plan
Recognition F1 Score across No Domain Expansion configurations of the PERSONA SYSTEM under the
alternative hypothesis HA : x < y (i.e. 0 goals < 1 goal; 0 goals < 1+ goals).

0 v. 1 goal W -stat (p-value)

0 v. 1+ goal W -stat (p-value)

PERSONA B

81228 (0.179)

458150 (1)

PERSONAW

86768 (0.998)

450070 (1)

PERSONAC

69848 (0.0002)

299180 (0.001)

Configuration
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6.3.3

Playspace Analysis

To begin to understand the limitations of producing totally-ordered, fully-specified plans as activity
predictions within interactive narratives, I decided to visualize the interactive narrative’s playspace.
A define a playspace as a directed, layered, and weighted graph: the nodes are states within the statetransition system; the edges are unique actions that go between states, with their corresponding
weight being the number of players that have traversed that particular edge; and the layers group
nodes: all nodes within layer n are states reachable in n actions from the initial state, with the initial
layer being defined as layer 0.
The entire playspace for the game is too large to fit here, so I restrict my attention to the
playspace for the tutorial portion of the game. As explained in Section 5.1.5.1.2, the tutorial is
highly structured: throughout, the player is given direct instruction on what they should do next
in order to finish the tutorial and proceed with gameplay. Figure 6.10 illustrates the playspace for
the tutorial. In Figure 6.10, all nodes that are horizontally aligned implicitly belong to the same
layer; the nodes themselves carry an identifier of the form n _m , where n is the layer and m is
an identifier for a unique state at that layer (a more compact way to visualize a state). Edges are
labeled with the action that was taken from the source node to produce the sink node, and carry
a weight indicating the number of players who took that action from the preceding state. Players
are conserved between layers: for any given node, the weight of the edge that comes in must equal
the sum of the weights of edges that go out. For instance, in node 1_0, 17 players took the action

(pickup arthur basementbucket storage) yielding node 2_0; from node 2_0, 14 players took
the action (drop arthur basementbucket storage) and 3 others took the action (talk-to
arthur mel storage).
Strikingly, despite the tutorial’s highly constrained and directed environment, the 19 expert
players demonstrated variability of action. The critical path through the tutorial (i.e. the minimal
number of player actions needed to finish it) requires 8 player actions, and no leaf of the tree ends
at a layer earlier than 11; 8 players finished in 11 actions, 8 players finished in 12, 2 players finished
in 13 actions, and 1 player finished in 16 actions. Beyond the tutorial, the gameplay’s open-ended
structure likely introduces even more variability in the playspace, since players have several more
key choices to make: which quests to adopt and complete, which quests to adopt and not complete,
and which quests to ignore, in addition to lower-level details such as which items to carry and
where to go. Clearly, a player activity recognition system that depends on totally-ordered predictions
will be operating at a disadvantage; this analysis serves as a pilot study to continue to explore the
partially-ordered nature of a player’s forward-directed activity.
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0_0
(talk-to arthur mel storage) - 17

(pickup arthur basementbucket storage) - 2

1_0

1_1

(pickup arthur basementbucket storage) - 17 (talk-to arthur mel storage) - 2
2_0

2_1

(drop arthur basementbucket storage) - 14 (talk-to arthur mel storage) - 3
3_0
(pickup arthur basementbucket storage) - 14
4_0
(give arthur basementbucket mel storage) - 14

(give mel basementexitkey arthur storage) - 14

7_1

(talk-to arthur mel basement) - 1 (unlock-entrance arthur basementexitkey basementexit basement) - 10 (move-through-doorway arthur storage basement) - 1

(move-through-entrance arthur basement basementexit bar) - 9

(close arthur basemententrance bar) - 2
12_1

(pickup arthur shinykey bar) - 1 (close arthur basemententrance bar) - 8
11_4

11_0

(close arthur basemententrance bar) - 1
12_3

(move-through-doorway arthur basement storage) - 1
6_3

(give mel basementexitkey arthur storage) - 3 (give mel basementexitkey arthur storage) - 1

(talk-to arthur mel storage) - 1
7_3

(talk-to arthur mel storage) - 2
8_3
(move-through-doorway arthur storage basement) - 2

9_3
(open arthur basementexit basement) - 1 (open arthur basementexit basement) - 4

10_0

(move-through-entrance arthur basement basementexit bar) - 2

(give arthur basementbucket mel storage) - 1

7_2

9_0

(open arthur basementexit basement) - 2

(move-through-doorway arthur storage basement) - 1
5_3

6_1

(open arthur basementexit basement) - 9 (unlock-entrance arthur basementexitkey basementexit basement) - 4 (unlock-entrance arthur basementexitkey basementexit basement) - 1

9_1

10_2

(talk-to arthur mel storage) - 1

(give arthur basementbucket mel storage) - 3

(drop arthur basementbucket storage) - 1
4_3

5_1

8_1

(unlock-entrance arthur basementexitkey basementexit basement) - 1 (talk-to arthur mel basement) - 1

11_2

(pickup arthur basementbucket storage) - 3

(move-through-doorway arthur storage basement) - 3 (move-through-doorway arthur storage basement) - 1

8_0

3_3

(pickup arthur basementbucket storage) - 1
4_1

6_2

(move-through-doorway arthur storage basement) - 11 (talk-to arthur mel storage) - 3

8_4

(drop arthur basementbucket storage) - 3

5_2

6_0

(talk-to arthur mel storage) - 1

3_1

4_2

5_0

7_0

(drop arthur basementbucket storage) - 1

3_2

(unlock-entrance arthur basementexitkey basementexit basement) - 2

10_1
(move-through-entrance arthur basement basementexit bar) - 1 (move-through-entrance arthur basement basementexit bar) - 4
11_1

12_0

8_2
(give arthur basementbucket mel storage) - 1
9_2
(give mel basementexitkey arthur storage) - 1
10_3

(open arthur basementexit basement) - 2
11_5

(close arthur basemententrance bar) - 1 (close arthur basemententrance bar) - 4

(pickup arthur basementbucket storage) - 1

(move-through-entrance arthur basement basementexit bar) - 2
12_4
(close arthur basemententrance bar) - 2
13_1

(move-through-doorway arthur storage basement) - 1
11_3
(talk-to arthur mel basement) - 1
12_2
(unlock-entrance arthur basementexitkey basementexit basement) - 1
13_0
(open arthur basementexit basement) - 1
14_0
(move-through-entrance arthur basement basementexit bar) - 1
15_0
(close arthur basemententrance bar) - 1
16_0

Figure 6.10: Playspace for the tutorial portion of Knights of the Emerald Order. The playspace is a directed, layered, and weighted graph. Nodes are states
within the state-transition system. Edges are unique actions that go between states, with their corresponding weight being the number of players that
traversed that particular edge. The layers group nodes: all nodes within layer n are states reachable in n actions from the initial state; the initial layer is
defined as layer 0. Players are conserved between layers: for any node, the weight of the incoming edge equals the sum of the weights of outgoing edges.
Importantly, even in the tutorial’s highly constrained and directed environment, players demonstrated variability of action, lending strength to the argument
that players may think about forward directed actions in a partially-ordered / partially-specified sense and iteratively refine as they go.
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6.4

Discussion

From the preceding analysis in this section, there are two primary takeaways relative to modeling a
player’s perception of interactive narrative affordances.
First, the PERSONA PLAYER MODEL I have developed, as instantiated in the PERSONA SYSTEM,
is useful in characterizing some notion of forward-directed player behavior, i.e. characterizing
future activity on the basis of interactive narrative affordance constructs. The strength in the
model is that it is entirely based on the system required to procedurally generate an interactive
narrative, as opposed to requiring player data to develop and tune. In this regard, my thesis that a
design-, cognitive science-, and narratology-grounded knowledge representation and reasoning
framework can be used to reason about an interactive narrative’s generation and the corresponding
artifact’s effect on the human player is partially supported. The partial support is evidenced by
(a) the PERSONA B configuration’s performance in terms of accuracy; this configuration represents a
prediction framework grounded purely in symbolic reasoning and narrative-theoretic knowledge
and (b) the identified tradeoff between runtime and accuracy. The reason the support is partial is
because of the overall system’s lackluster accuracy. This in turn leads me to the second takeaway.
The second takeaway is that, as described, the PERSONA PLAYER MODEL is still too simplistic in
its treatment of player behavior and its associated complexity. It seems very likely that partiality
plays a role in player behavior (Section 6.3.3). If that is the case, then the PERSONA SYSTEM fails to
capture that partiality altogether, and analyses based on accuracy may be fraught with noise. The
PERSONA SYSTEM ultimately produces one totally-ordered and fully specified plan on the basis of
observed behavior, and accuracy depends on the fraction of the predicted plan that matches ground
truth. Given what I expect may be going on – that players are pursuing plans in some partiallyspecified fashion – this criterion may be overly strict. Conceptually, even though the PERSONA
SYSTEM currently produces one plan, it may produce many plans that are equally good candidates
to explain what has been observed and predict what will happen next; running the system multiple
times may yield inter-related predictions that share common properties. In other words, there may
conceptually be a family of predicted plans that can explain and predict player behavior in equal
capacity. This family of plans may represent candidate topological sorts of some more abstract
partial plan, which is what should be used in a determination of the system’s actual accuracy. Further,
it may only make sense to attempt to predict player activity in the context of explicitly-adopted
player goals (Section 6.3.2), since activity in the earlier phases of gameplay may be focused entirely
on building a sufficiently rich mental model of the environment that will later be used to determine
how to act. There may be room to refine the interactive narrative affordance model by taking into
account perspectives from ecological psychology (e.g. Stoffregen, 2003), which casts affordances as
a contingent relationship, rooted in learning, between a user and a system or artifact; as such, it is
important to characterize the learning process as a constituent part of predicting player activity.
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The analysis suggests that the cognitively-grounded configurations do better in terms of accuracy,
motivating further exploration on the role of cognition (especially with respect to memory) in the
prediction of player activity. I suspect, however, that goal adoption is but one piece of the puzzle,
since goal maintenance and abandonment are other mental operations that players may perform,
with or without explicit signaling to the system. Ideas regarding how we might directly address these
concerns are provided in greater detail in Section 7.3.
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Chapter

7

Conclusion
In this work, I have designed and developed PERSONA, a knowledge representation and reasoning
framework that centers on modeling perceived interactive narrative affordances, opportunities for
action that players perceive will continue their interactive story experience. This anticipatory process
is key for successful interactive narrative play, and is ultimately reflecting what a player perceives
their role is in the development of an interactive narrative’s plot. The player’s anticipatory process is
guided by their attribution of intent to the interactive narrative’s designer; the process is modeled
via a plan-theoretic generative framework, which synthesizes perspectives on (a) affordance theory
from design, (b) interactive narrative theory and design practice, (c) situation models, discourse
processing, event segmentation, memory, and intention attribution from cognitive science, and
(d) structuralism and reader-response criticism within narratology. PERSONA’s generative nature
is due to its construction as a plan recognition system, which computes recognized plans on the
basis of observed agent behavior. The PERSONA model posits that the player’s attribution of intent
to the designer is fundamentally a plan recognition process; the agent being observed is the player
(i.e. the player is reasoning about their own activity) and the plan to recognize is the interactive
narrative designer’s plan for the advancement of the plot. The PERSONA model builds upon an
off-the-shelf plan recognition system, expanding it in two key ways. The first is via the introduction
of a narrative-theoretic logical language. The second is via the modification of the recognition
system’s inputs to better reflect a player’s cognitive constraints; these constraints center on the
player’s mental model construction of the virtual world they are playing through as well as their
capacity to recall information relevant to their ongoing activity. The PERSONA algorithm reflects the
process I posit is (or is similar to what is) going on in the mind of a human player as they perceive
interactive narrative affordances.
PERSONA is a model that centers on a phenomenon of interest, i.e. player perception of interactive
narrative affordances. However, the ultimate aim of this work – as stated in this dissertation’s thesis
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– is to demonstrate that an intelligent system can effectively reason about both the procedural
generation of an interactive narrative and, using the same stuff that drives the procedural generation,
the generated narrative artifact’s effect on the minds of its players. To that end, I evaluated a
candidate realization of the PERSONA model, the PERSONA SYSTEM. The evaluation was conducted via
a game I developed for an experimental trial: Knights of the Emerald Order, an interactive narrative
adventure role-playing game. This game was procedurally generated on the basis of custom art
assets, a planning domain-specific language, an industry-grade game engine, and a planning-based
procedural content generation framework. The evaluation targeted two computational properties of
the PERSONA SYSTEM across a variety of configurations in an ablated manner: (a) its runtime, due to
the interest in using the PERSONA model during the unfolding of an interactive narrative’s plot and
(b) its accuracy, to determine just how effective we can be at predicting player behavior relying solely
on the system used to generate the interactive narrative in the first place. The central hypotheses
of the ablated study design were in favor of the more elaborate configurations of the system, that
operationalized the PERSONA model in its fullest detail. Through the evaluation, I discovered that
the baseline configuration of the system was the most successful in terms of accuracy at the expense
of runtime, whereas the more elaborate configurations were faster at the expense of accuracy.
In general, however, the degree of accuracy was much lower than hoped for, which prompted
additional analyses to help contextualize the results. These analyses yielded some analytic power in
the sense that they revealed fundamental complexities of the phenomenon of interest that make it
intrinsically difficult to accept the results herein as definitive. Instead, this dissertation serves as
the groundwork for a number of future inquiries concerning the relationship between interactive
narrative affordances, their perception as modeled via a plan recognition process, the process as
grounded in constraints and inputs that reflect narrative and cognitive phenomena, and how those
three inquiries ultimately affect gameplay.

7.1

Contributions

My central thesis is that by leveraging a compact knowledge representation and reasoning framework
that conceptually draws from design, cognitive science, and narratology, an intelligent system can
effectively reason about the generation of an interactive narrative and the effect that the generated
narrative artifact will have on the cognitive states of human players.
This dissertation has provided partial support for the thesis statement. The results suggest that
there is an inherent tradeoff in runtime versus accuracy for the PERSONA model implementation
I developed, the PERSONA SYSTEM. Further, the PERSONA SYSTEM is able to achieve some sense
of accuracy without requiring anything but the system built to generate the interactive narrative.
Additional analyses yielded that in the presence of explicitly adopted goals, the PERSONA SYSTEM’s
more elaborate configurations, i.e. those that allow for the expression of the full nuance of the
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PERSONA model, improve in performance, highlighting the importance of targeting goal-directed
activity in players. Further, even in highly structured interactions (e.g. a game’s tutorial), there is
some degree of variability that players end up expressing.
In addition to providing partial support for the legitimacy of using a procedural generator’s
framework as part of a method to predict player behavior in the context of the generator’s artifacts,
this dissertation contributed the following:
Introduction of interactive narrative affordances as a phenomenon of inquiry: Prior to this work,
anticipation had been conceptually described as the key commonality between interactivity
and narrative. This work takes that idea and specifies it in a precise computational formalism,
which synthesizes relevant perspectives from design, cognitive science, and narratology. Interactive narrative affordances are fundamentally projections of ongoing interactive narrative
play into the future, and are worth reasoning about from a player-centric perspective: the
player’s correct perception of interactive narrative affordances allows them to complete their
unfolding experience in a way that does not inadvertently subvert the designer-intended
experience.
Design of an interactive narrative-theoretic plan recognition algorithm: The PERSONA algorithm is
a modification to an off-the-shelf plan recognition system that captures key insights from
cognitive science and narratology to more closely approximate the process through which
people form elaborative inferences in narrative contexts. The PERSONA algorithm is, to my
knowledge, the first elaborative inference process model that has been proposed. It remains
untested as a process model because the target evaluation of the system centered on behavior
that I posited would emerge as a consequence of the algorithm’s output, but is at least consistent with the literature on discourse processing of narrative. The algorithm was evaluated in
the context of interactive narrative play as affording some degree of accuracy, and ultimately
served as a driver to explore complicated behavioral phenomena.
Runnable implementation of event-indexing/event-horizon models: As part of the plan recognition algorithm, this work gave rise to INDEXTER, a model that imputes a computational
mechanism on event processing and memory in the context of interactive narrative. This
model was evaluated only in the sense of satisfying face validity, but it compactly describes a
variety of phenomena around event processing that has been verbally-conceptually described
by cognitive psychologists in prior work.
Creation of an evaluation methodology for studying player behavior: The evaluation method of
the PERSONA SYSTEM began as an application of a previously-developed methodology for
characterizing the behavior of statistical goal recognizers. However, I proposed two direct
extensions to the methodology to help make sense of the originally inconclusive results: the
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first is the analysis of player behavior in the context of goal adoption and the second is the
development of a formal definition and visualization of an interactive narrative’s playspace.
The latter is especially interesting as a player-centric counterpart of a procedural generator’s
expressive range and can potentially be modified to serve as another measure of accuracy for
a plan recognition system.
Development of an instrumented game for use in interactive narrative research: This work
expanded the previously developed UGME architecture to support the procedural generation
of an ecologically valid interactive narrative adventure game, Knights of the Emerald Order.
The game represents an engineering achievement, as it required the precise specification
of two important game-related phenomena previously left abstract: (a) how to represent
quests in a planning-based formalism and (b) how to model the effect of discursive actions
on the player’s knowledge in a planning-based formalism. Other scholars interested in the
computational study of interactive narratives can now leverage this environment as a testbed
to study a variety of interactive narrative phenomena in a precisely instrumented way.

7.2

Takeaways

There are two key takeaways that emerged at the end of this work.
The necessity of partiality in the prediction of player behavior: The variability that was observed
in a highly structured and constrained environment (i.e. the developed game’s tutorial) calls
into question the form of prediction that the PERSONA SYSTEM uses altogether: the generation
of fully-specified, totally-ordered action sequences. Partiality in the action sequence is likely a
key feature to retain as part of the prediction itself, since it might better account for observed
player phenomena. To take this line of reasoning one step further: the variability that was
observed in the tutorial sequence was variability of action ordering, however it may also be
desirable to retain partiality in the arguments to the actions themselves. To give a concrete
example, all quests in the game require the player to give an item to another character at
quest onset; two of these leave unspecified which ?item the player needs to give (Pilgrimage
Quest, Wisdom Quest), and one leaves unspecified what ?location the give takes place in
(Love Quest). Thus, it may be fruitful for an activity predictor to allow for partiality in the
action arguments themselves.
The necessity of an explicit policy for goal reasoning in the context of gameplay: As previously
mentioned, goal-directed activity is key for understanding player behavior, and the study of
the logic governing how players adopt, maintain, revise, and abandon goals is paramount.
The work here provided some evidence for the idea that the more we target goal reasoning,
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the more relevant perspectives from cognitive science become. The study of goal reasoning
policies promises to be a fruitful area of inquiry, since it is so related with what players develop
intentions to do.

7.3

Future Work

The aforementioned takeaways themselves serve as launching points for future work, alongside
several other dimensions of this work that could be expanded. I list future work as questions that
will seed corresponding research projects.
1. How might we build a plan recognition system that affords partiality in action prediction?
Pursuing this research question will likely rely on automated planning technologies that
depend on formal descriptions of partial plans (e.g. partial order causal link planning, leastcommitment refinement reasoning). An interesting challenge for this work will be to navigate
the level of commitment in the system’s prediction. As an extreme case, a partial order planning
system could come up with an empty plan as a prediction that is consistent with all player
activity, but that is not useful. How much detail should a partial order planning system provide
in order for the prediction to be accurate and actionable?
2. What goal reasoning policies characterize players in interactive narratives? Pursuing this
question will likely begin by positing minimal models of goal reasoning and verifying that
players behave in a manner that is consistent with those models. Ultimately however, the
process of adopting, maintaining, revising, and abandoning a goal is itself a choice the player
needs to make. Accordingly, it is likely possible to find some subset of players that match
a specific goal policy, since a policy might represent a characterization of a player type as
opposed to being a normative standard. For instance, players who are stubborn may opt for
maintaining a goal for as long as possible, even in the context of repeated and failed attempts
to achieve it.
3. How might we account for the effect of genre in PERSONA? As previously mentioned, PERSONA
is a candidate process model for the player’s elaborative inferencing of interactive narrative
plot. However, while PERSONA might represent the process, there is nothing that directly
accounts for the internalized script-like knowledge that the elaborative inferences are about.
As I imagine it, this line of inquiry is less focused on the semantic content that the the scriptlike knowledge encodes in favor of being more focused on the structures and algorithms
required to represent and reason over such knowledge in the context of the rest of the PERSONA
architecture.
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4. How might we validate the INDEXTER model as a legitimate computational-cognitive model of
the event indexing / event horizon models? While INDEXTER is consistent with the published
literature on the mental mechanisms posited to govern how we reason over stories, the model
itself has not been validated as a runnable process model of the models it is meant to embody.
Pursuing this line of research will likely require complex experimental designs and a rather
large data set that can afford studying the effect of potentially interacting situation model
indices on memory.

7.4

The Impact Writ Large

The work presented here is one step on the agenda of what I have elsewhere called cognitivelygrounded procedural content generation (Cardona-Rivera, 2017): the development of intelligent
systems that reify the aspects of human cognition relevant to the content being algorithmically
generated. Through cognition we can begin to identify more design-oriented notions within procedural content generators, such as what content players consider to be meaningful, i.e. discernible
and integrated into the larger game context (Salen and Zimmerman, 2003). In a sense, what I am
proposing is to combine procedural content generation with player modeling, but not in the way
that is dominant in the field, which is focused on player preference (e.g. Yannakakis and Togelius,
2011; Shaker et al., 2012). Instead, I propose to broaden our notion of player modeling to cognitive
modeling and bring it closer to procedural content generation.
Currently, there is a lack of systematic exploration of the factors that contribute to what players
understand as meaningful procedurally generated content in terms of structural properties of the
content being created; this dissertation is one such exploration, focused on meaning as it relates
to interactive narratives and interactive narrative affordances. I propose to increasingly focus on
identifying how a player’s internal makeup is affected by the generated content that is experienced,
in order to understand the degree to which a content generator’s notion of meaning reconciles with
a player’s. This is in service of what Simon (1996) might have called a science of (game) design: a
systematic characterization of invariant relationships between an inner environment (a player’s
cognitive states), an interface (ludological and narrative discourse), and an outer environment
(virtual worlds), for all such constituent parts that we can imagine.
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Appendix

A

Survey Instruments
A.1

Demographic Survey

The demographic survey listed below is modeled after the data collected by the Entertainment
Software Association’s 2016 report on Essential Facts about the Computer and Video Game Industry.
8. What is your age?
9. In what country do you live?
10. Do you consider yourself a gamer?
h. Yes
i. No
11. How would you rate your English proficiency?
h. Elementary Proficiency
i. Limited Working Proficiency
j. Professional Working Proficiency
k. Full Professional Proficiency
l. Native Proficiency
12. Is there a dedicated game console in your household?
h. Yes
i. No
13. What device(s) do you use to play videogames? (select all that apply)
h. Desktop or laptop computer
i. Dedicated game console
j. Smartphone
k. Wireless device
l. Dedicated handheld system
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m. Other:
14. On what device do you play videogames the most? (select one)
h. Desktop or laptop computer
i. Dedicated game console
j. Smartphone
k. Wireless device
l. Dedicated handheld system
m. Other:
15. How do you commonly play videogames? (select all that apply)
h. By yourself
i. With friends
j. With parent(s)
k. With family members
l. With spouse/partner
16. When you play videogames you do it the most. . . (select one)
h. By yourself
i. With friends
j. With parent(s)
k. With family members
l. With spouse/partner
17. How many hours a week do you normally play videogames?
18. How many hours a week do you normally play videogames with others online?
19. How many hours a week do you normally play videogames with others in person?
20. What videogame genres do you play? (select all that apply)
h. Action
i. Adventure
j. Casual
k. Family entertainment
l. Children’s entertainment
m. Fighting
n. Racing
o. Role-playing
p. Shooter
q. Sports
r. Strategy
s. Arcade
t. Other:
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21. What videogame genre do you play the most? (select one)
h. Action
i. Adventure
j. Casual
k. Family entertainment
l. Children’s entertainment
m. Fighting
n. Racing
o. Role-playing
p. Shooter
q. Sports
r. Strategy
s. Arcade
t. Other:
22. Have you ever played adventure games?
h. Yes
i. No
23. If you answered yes above, please check which (if any of the following) adventure games you
have played below:
h. Maniac Mansion (1987)
i. The Secret of Monkey Island (1990)
j. Loom (1990)
k. Indiana Jones and the Fate of Atlantis (1992)
l. Day of the Tentacle (1993)
m. Sam & Max Hit the Road (1993)
n. Full Throttle (1995)
o. Grim Fandango (1998)
p. Discworld Noir (1999)
q. Samorost (2003)
r. The Walking Dead (2012-2014)
s. Life is Strange (2015)
t. Technobabylon (2015)
u. Night in the Woods (2017)
v. Thimbleweed Park (2017)
w. Chuchel (2018)
x. Other:
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A.2

Self-Efficacy Scale

This instrument was taken from:
Chen, G., Gully, S. M., and Eden, D. (2001). Validation of a new general self-efficacy scale. Organizational research methods, 4(1):62–83.
In the experiment, I asked participants to “please rate your agreement with each of the following
statements.” Each statement was followed by the 5-point Likert scale:
(a) Strongly Disagree

(b) Disagree

(c) Neither Agree nor Disagree

(d) Agree

(e) Strongly Agree

8. I will be able to achieve most of the goals that I have set for myself.
9. When facing difficult tasks, I am certain that I will accomplish them.
10. In general, I think that I can obtain outcomes that are important to me.
11. I believe I can succeed at most any endeavor to which I set my mind.
12. I will be able to successfully overcome many challenges.
13. I am confident that I can perform effectively on many different tasks.
14. Compared to other people, I can do most tasks very well.
15. Even when things are tough, I can perform quite well.

A.3

Intrinsic Motivation Scale

This instrument was taken from:
Deci, E. L. and Ryan, R. M. (1985). Intrinsic Motivation and Self-Determination in Human Behavior.
Plenum Press.
The statements below correspond to the Enjoyment/Engagement sub-scale of the overall instrument.
In the experiment, I asked participants “for each of the following, please indicate how true it is for
you, using the following scale:”

(1) Not at all true

(2)

(3)

(4) Somewhat true

(5)

(6)

8. I enjoyed doing this activity very much.
9. This activity was fun to do.
10. I thought this was a boring activity.
11. This activity did not hold my attention at all.
12. I would describe this activity as very interesting.
13. I thought this activity was quite enjoyable.
14. While I was doing this activity, I was thinking about how much I enjoyed it.
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(7) Very true

A.4

Interactive Story Assessment

This instrument was taken from:
Vermeulen, I. E., Roth, C., Vorderer, P., and Klimmt, C. (2009). Measuring User Responses to
Interactive Stories: Towards a Standardized Assessment Tool. In Proceedings of the 3rd International
Conference on Interactive Digital Storytelling, pages 38–43.
The statements below correspond to the Effectance (i.e. Agency) sub-scale of the overall instrument.
In the experiment, I asked participants “for each of the following statements, please answer according
to the scale:”
(a) Strongly Disagree

(b) Disagree

(c) Neither Agree nor Disagree

(d) Agree

(e) Strongly Agree

8. My inputs had considerable impact on the events in the story.
9. I had the feeling that I could affect directly something on the screen.
10. The consequences of my inputs were clearly visible.
11. I could recognize which events in the story I have caused with my inputs.
12. My decisions clearly influenced how the story went on.
13. I discovered how my earlier actions influenced what happened later in the story.

A.5

Reflection Questions

In the experiment, I asked participants “for each of the following questions, please provide a brief
answer:”
8. What did you think of the game’s design?
9. Was there anything that prevented you from playing the game as you would normally play?
10. Did you come across software bugs or errors in the game?
11. What is the main idea of the story?
12. What are the major events of the story?
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