
 
 

ABSTRACT 
 
GAIWAK, PARITOSH. High-dimensional Structured Inference Using Deep Markov Models 

for Short Term Load Forecasting. (Under the direction of Dr William Davis). 

 

Short term load forecasting (STLF) is a challenging research problem, especially when 

conducted for individual houses. Numerical and simple machine learning approaches are not 

useful for STLF, and as the number of houses for which the forecasting needs to be done 

increases, the problem becomes intractable. Various machine learning approaches have been 

used to solve this problem but none of them has achieved any significant and impactful results. 

This project models STLF as a time series problem and explores applicability of deep 

Markov models (DMM) for STLF. It compares the results obtained by using DMM to the result 

obtained by long short-term memory networks (LSTM) and presents the findings. 
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Chapter 1: INTRODUCTION 
 

Load forecasting is used by power providing companies to predict the power/energy 

needed to meet the demand and supply equilibrium of cities. The accuracy of forecasting is of 

great significance for loading of a utility company. In other words, if a power provider is aware 

of the amount of power/energy they need to deliver, they can manage it more easily and 

effectively. 
 

Depending on the duration for which the forecasting is done, it can be classified into 3 

categories: short-term (a few hours), medium-term (a few weeks up to a year) or long-term (over 

a year). This project focusses on short term load forecasting. Specifically, through this project 

the applicability of a novel algorithm to the short-term load forecasting was tested. 

Short term load forecasting (STLF) refers to the prediction of the system load over an 

interval ranging from one hour to one week. While it is important to know the load requirement 

over the long term, it may not present the exact picture of the requirement for each instant of 

time. Moreover, numerous dynamic factors affect the power consumption, which may lead to 

significant difference between the forecast and actual requirement. In such cases, STLF is more 

useful since it can account for the dynamic factors to a greater extent than a long- or medium-

term forecast. For example, in case of sudden unexpected changes in weather, long term load 

forecasting would lead to inaccurate results. In such a scenario, STLF will be better than long 

term load forecasting. 
 

STLF for large areas such as cities or societies can be done using simple numerical 

methods or basic machine learning algorithms (e.g. Linear regression). However, STLF for 

individual houses is intractable, and no numerical methods or machine learning approaches have 

yet been developed to solve this problem. The intractability arises due to the amount of variation 

in power consumption of individual houses and the lack of a definitive power consumption 

pattern for those individual houses. 
 

To understand the problem, consider 2 cases for which STLF can be done: A city of 1 

million houses, and 1 individual house. In the first case, the forecast would essentially be the 

sum of all expected power consumptions of different houses. So, even if 50,000 houses do not 

follow the expected pattern, the other 950,000 houses (95% of the houses) still follow the same 

pattern, and the forecast will remain accurate within a range. 
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For a single house, the case is different. For instance, the people living in the house may 

be going on a trip for few hours, which would lead to lower power consumption than usual. This 

is one extreme. The other extreme is the people may be hosting a party, in which case the power 

consumption will likely go up. These are just 2 examples, and there can be many such cases, 

which lead to an unpredictable pattern of power consumption. 
 

The problem becomes even more complicated when STLF needs to be done for more 

houses (e.g. 100 houses), such forecast needs to be done for each individual house. 
 

For this project, the problem of STLF for individual houses was treated as a time series 

problem, and deep Markov models (DMM) proposed by Krishnan et. Al [10] were applied to solve 

it. Long short-term memory networks (LSTM) were also used to try and solve the problem, and a 

comparison was presented between both the approaches. LSTM and DMM have been explained 

in Section III (Algorithm). 
 

Depending on the number of houses for which STLF is done, the problem can be 

classified as low dimensional or high dimensional. For example, if the inference is done for 2 

houses it is a low dimensional problem, whereas for 100 houses the problem becomes high 

dimensional. Details of the data sets used for STLF are given in section IV (Data and 

methodology). 
 

The thesis is structured as follows: Section I (Introduction) gives the basic idea about the 

project, approaches and introduces the concept of modelling STLF as a time series model. 

Section II (Literature review) introduces the basics of multi-layered perceptrons and Gaussian 

state space models (GSSM). This section explores the research conducted in deep learning and 

GSSM’s that explain the underlying concepts of the DMMs and why DMMs have been explored 

for STLF in this project. 
 

Section III (Algorithm) explains the existing deep learning models used for time series 

problems and concepts of Markovian systems. This section details the structure and theoretical 

concepts of the DMM and LSTM’s and how they are used for time series modelling. It provides 

an in-depth explanation of some of the key concepts of DMM’s. The inception of some of these 

concepts has been through research works described in section II. 
 

Section IV (Data and Methodology) gives a basic idea about the approach employed 

during the experiments. It defines the important data sets used for this research and how to map 
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DMM and LSTM to those data sets for STLF. The reason these data sets were used has been 

derived from Fahad et. Al[10], which has been described in section II. 
 

Section V gives details about the experiments and results obtained by applying DMM and 

LSTM to data sets to obtain results for STLF. Of the experiments conducted, 11 major 

experiments have been presented in section V. Most experiments have plots for the results and 

some of them have tables. The main result acquired by the experiments was that LSTM is more 

suited for STLF than DMM. 
 

Section VI gives the conclusion of the project and summarizes the results obtained from 

section V. The document concludes with references and appendix. 
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Chapter 2: LITERATURE REVIEW 
 

This research aims to model short term load forecasting (STLF) as a time series problem 

using deep Markov models (DMM) and long short-term memory (LSTM) as described in 

previous section. LSTM was first introduced in 1997 by Sepp Hochreiter and Jürgen 

Schmidhuber [11] and have been extensively used in a variety of applications since its inception. 

They have been briefly described in section III (Algorithm). DMM was proposed in 2016 by 

Krishnan et. Al[10] and are quite recent as compared to LSTM, hence this section presents 

research related to DMM. The structure and working of the DMM have been explained in section 

III (Algorithm), and the method of applying them for this project has been presented in section 

IV (Data and Methodology). 

While DMMs were formally introduced by Krishnan et. Al[10], several previous works 

dealt with the underlying concepts for this model. However, unlike Krishnan et. Al’s[10] work, 

they do not propose any definitive model which could be used for STLF. Some of the major 

related works that dealt with underlying concepts of DMM have been briefly discussed below. 

Two major components of DMMs are Gaussian State Space Model (GSSM) and Multi-

layered perceptrons (MLP). A state space model has 2 components: states and observations. The 

model defines the probabilistic relationship between states and observations. A GSSM is a 

special state space model which assumes that the state distribution is multivariate Gaussian. An 

MLP is feed-forward neural network with multiple hidden layers. 

Raiko and Tornio[1] deal with the combination of GSSM and MLPs. Their work 

considered learning Gaussian state space models (GSSM) with multi layered perceptrons (MLPs) 

for the transition distribution (defined in section III). This approach scales quadratically with 

observed dimensions, hence, is not practical for large scale learning. 

Archer et al. [2] considered using a Gaussian approximation to the posterior distribution of 

hidden states given observations in state space models, with a block-tridiagonal inverse 

covariance and proved that inference scales linearly due to block tri-diagonal structure. Fraccaro 

et al.[3] learn sequential models using structured inference networks (defined in section III) 

parameterized by recurrent neural networks (RNN: defined in section III). They use structured 

inference networks to track factorization of the posterior. Bayer and Osendorfer [4] create a 

stochastic variant of RNNs by making the hidden state of the RNN at every time step be a 

function of independently sampled latent variables. They improve over the performance of basic 

RNNs. Chung et al.[5] share parameters between the RNNs for the generative model and the 
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inference network and prove that introduction of latent random variables can provide 

improvements in modelling high structured sequences. Gan et. al[6] propose a structured 

inference network that only considers information from the past. 

In contrast to these works, DMM from Krishnan et. al[10] paper uses information from the 

future within a structured inference network. Kingma and Welling[7], Rezende, Mohamed, and 

Wierstra[8] use RNN to parameterize the structured approximation for the intractable posterior. 

(parameterization here implies using RNN to acquire the mean and covariance of the 

approximation since it is assumed to be multivariate gaussian). 

DMMs use results from Kingma and Welling[7] and Rezende, Mohamed and Wierestra[8] 

to design the structured inference network. While Gan et. Al[6] and Chung et. Al[5]. use similar 

network structures, DMM uses information from future as opposed to other work and infers 

latent states with reasonable accuracy. These concepts have been dealt with at length in section 

III (Algorithm). 

DMM is essentially a GSSM, as defined by Krishnan et. Al [10]. For the purpose of STLF, 

when DMM is used, weather data is used as the set of observations and power consumption data 

is used as the set of latent variables. This satisfies the definition of state space models presented 

earlier in this section. This approach has been adapted using results from Fahad et. Al[9] , which 

proved that weather affects power consumption, hence weather indicators such as temperature 

have been used as observation set. Section IV (Data and Methodology) gives details about the 

data sets used. 

 

Contribution 

In this experiment, the DMM was used for high dimensional inference for power 

consumption data using weather variables. An attempt was made to regard STLF as a time series 

problem and DMM and LSTM were used to solve it. It was found that LSTM produces more 

accurate results as compared to DMM, with a lower computational complexity. As the size of the 

latent state space increased, the LSTM consistently outperformed DMM. The details of the 

experiments conducted have been given in section V (Experiments and results). The next 2 

sections deal with algorithms and network structures of DMM and LSTM (section III) and how 

these models are mapped to the data sets (section IV). 
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Chapter 3: ALGORITHMS 
 

Section II described some of the research works and how they contribute to the design of 

deep Markov models (DMM). Some terms like GSSM and MLP were also explained. This 

section deals with the 2 major models that have been used for time series prediction in this work: 

long short-term memory (LSTM) and DMM. As mentioned in section II, LSTMs have been 

around for more than 2 decades. They are essentially a special kind of RNN. Therefore, only a 

brief idea about RNN and LSTM is included here. 
 

The major focus of this section is on the network structure and underlying theory of 

DMM. This section begins by briefly explaining RNN and LSTM networks. Next, the relation of 

DMM to the basic Markovian process and hidden Markov models has been presented. The 

details of structured inference network, which has been briefly introduced in previous section, 

have been presented next, followed by a discussion of parameters and different types of DMM 

respectively. This section concludes by presenting how DMM can be used for a time-series data 

set with 15-minute time step. The exact details of time series data sets used for STLF can be 

found in section IV (Data and Methodology). 

 

3a. Recurrent neural networks (RNN) and LSTM: 

Simple feedforward neural networks take a set of features as inputs and give an output 

based on that input. While such networks offer several advantages over other classical machine 

learning approaches, they are not suitable for time series models with temporal dependency. 

Recurrent neural networks (RNN’s) are a better fit for such a case. 
 

RNN uses outputs from previous time steps along with current inputs to give the output at 

any time step. Consider the following figure: 
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                                                      Figure 3.1: Basic RNN model. 
 

This figure depicts an ‘unrolled’ recurrent neural network. Inputs are denoted by x’s, 

hidden states by h and outputs by y’s. The W’s denote weights. At any timestep t, the network 

encodes ht-1 and xt into ht and produces the corresponding output y. 

 Essentially, at a time step t, the weighted sum of the inputs at time t and hidden 

state at time t-1 are passed through an activation function. The weighted result of this sum is 

treated as an output at time step t. Since the output at any time step also serves as an input for the 

next time step, RNNs are suitable for time series problems. 

One major drawback of RNN is that they can only use information from the previous 

time step. This is a problem in cases where the sequences have a longer structure, and at any 

point of time the value (or vector) of the sequence depends on several previous time steps. To 

deal with this problem, long short-term memory networks (LSTM’s) were designed. 

LSTMs are a special class of recurrent neural networks (RNN) used to deal with the long-

term dependency problem of RNN. LSTM uses information from several time steps in the past or 

future (or both) to predict a value. This is especially useful in time series data with longer 

temporal dependencies. An LSTM can be configured to process information from several 

previous time steps to predict the value for the current time step. 
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3b. Markov process: 

Assume a system which can be in one state at any given point of time. If the system 

follows Markovian process, then the state at any given time step will only depend on the state at 

the previous time step, and not on the states before that. 

Consider the figure below, representing the states of a system at different time steps. 

 
 
 
 

 

 

Figure 3.2: Basic Markov process. 

  

If the system is Markovian, then any zt depends only on zt-1 and not on any of the 

previous system states (subscript denotes the time step). For example, z2 depends only on z1, z3 

depends only on z2 (and not z2 or z1) and so on. 

Markov models consist a set of observations corresponding to each hidden state and have 

been explained below. 

 

3c. Hidden Markov models (HMM): 

A system is Markovian if it follows a Markov process. A Markovian system has 4 basic 

components: hidden/latent states, observations, transition functions and emission functions. 

Figure 3.3 gives an idea about a basic Markovian model. In the figure, Trans stands for 

transition function and Emission stands for emission function. The z’s are the latent state vectors 

at each time step, and x’s are the corresponding observation vectors. Transition functions decide 

the next state based on the current state and emission functions relate the hidden state to the 

observations. 
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Figure 3.3: Basic model of DMM.    

 

In a hidden Markov model (HMM), both transition and emission functions are linear. 

Such models are efficient when the relations between different states and between states and 

observations are linear. However, when the relationships are non-linear, HMM does not work 

well, even as an approximation. One such examples is when the size of latent state vector (z) 

increases. In such a case, the relationship between latent state and the corresponding observation 

is mostly non- linear. In such cases, deep Markov models can be used. They have been explained 

below. 

 

3d. Deep Markov models (DMM): 

Deep Markov models (DMM) were proposed by Krishnan et. Al [10]. As defined in the 

paper, “deep Markov models are a class of generative models where classic linear emission and 

transition distributions are replaced with complex multi-layer perceptrons (MLPs).These are 

GSSMs that retain the Markovian structure of hidden Markov models, but leverage the 

representational power of deep neural networks to model complex high dimensional data.” 

In DMM, as opposed to HMM, the transition functions are modelled by gated recurrent 

units whereas the emission functions are modelled by 2 layered perceptron. Deep Markov 

models differ from hidden Markov models because DMM use perceptrons to model the 

transition and emission functions, where-as in hidden Markov models transition and emission 

functions are linear. Since DMM’s leverage the power of deep learning to model the functions, 

they can easily model non-linearities, thus compensating for the drawback of HMM. 
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In any system that follows the idea of generic Markovian models, as the latent state space 

becomes larger, it becomes increasingly difficult to get the exact value for the hidden states, and 

the problem is completely intractable using simple numerical methods. In such cases, instead of 

trying to get the exact values of latent states, an approximation to them is acquired using 

machine learning approaches. DMM’s do exactly that: they try to get a reasonable approximation 

to the latent state space instead of the exact value. 

The novelty of DMMs is that they use structured inference network (explained later), 

which is parameterized by recurrent neural networks (RNN) to derive approximation to the latent 

state space mentioned before. The approximation is not as accurate as the actual distribution, but 

it is reasonably close. Section IV (methodology) describes how DMM can be used for STLF. 

The two mathematical equations describing the relationship between latent states (z’s) 

and observations (x’s) are given below. 

Let zt denote a vector valued latent variable and xt a vector valued observation. 

Then, at any timestep t: 

zt ∼N(Gα(zt−1,∆t),Sβ(zt−1,∆t)) 

xt ∼ Π(Fκ(zt)) 

The equations given above have been borrowed from Krishnan et. Al [10]. 

The assumptions for the algorithm are as follows: the distribution of the latent states is 

multivariate Gaussian. The mean and covariance of this distribution are differentiable functions 

of the previous latent state and the time elapsed between t−1 and t, denoted by ∆t in the 

equations. This distribution is modelled by a structured inference network such as an RNN. The 

multi variate observations are distributed according to a distribution Π whose parameters are a 

function of the corresponding latent state zt.. 

The variational lower bound on the data log-likelihood is optimized using a neural 

network which approximates the intractable posterior. In the paper this network is referred to as 

inference or recognition network. 

 

3e. Structured inference network (recognition network): 

The structured inference network is used to derive the approximation to the latent states 

and can be understood from the following diagram (taken from Krishnan et. al. [10]): 



11 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

Figure 3.4: Recognition Network. 

 

The figure above depicts a bi-directional RNN and a combiner function. This RNN takes 

information from both future and past. The recognition network takes the observations depicted 

by (x1, x2, x3) as inputs and then through non-linearities (pink and green arrows) it forms the 

sequence of hidden states summarizing information from left(past) and right(future). Then 

through another layer of non-linearities depicted by black arrows in the figure above, the 

network outputs mean and covariance vectors for the approximation. Since the underlying 

distribution is assumed to be multivariate gaussian, the approximation is also multivariate 

gaussian and if the mean and covariance of the approximation is known, the structure of the 

approximation to the actual posterior can be calculated. Hence in this fashion the recognition 

network helps in obtaining the approximation to the latent state distribution. Both the 

observations (x) and latent states (z) are vectors. The bidirectional RNN presented in the 

structured inference networks can easily be replaced with unidirectional RNN. In this case, 

depending on whether information is being encoded from past or future, hidden states 

corresponding to one of the directions (left or right) can be simply removed from the network, 

without disturbing the other parts of the networks. 
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For example, consider a case where the model infers 2 latent states. The observation set 

consists of 6 weather variables (explained in Section V). Hence, each z will be a vector of length 

2 (2 latent states) and each x will be a vector of length 6. Note that the subscript denotes the time 

steps (e.g. z1 is the latent state distribution at time step 1). The number of time steps depends on 

the size of training and test sets. 

 

3f. Hyper-parameters of the network 

A hyper-parameter is a parameter whose value is set before the learning begins. The 

value of a hyper-parameter is not learnt in contrast to other parameters of a model During the 

experiments, several hyper-parameters were varied to get best possible results for each 

experiment. 

a. Stochastic dimension: This is basically the dimension of latent state space. In terms of the 

network structure, it is the dimensionality of z at every time step. (variable in the code: 

‘dim_stochastic’) 

b. Hidden dimension: Number of neurons in the hidden layers of the multilayered perceptrons 

used for transition and emission functions. (variable in the code: ‘dim_hidden’) 

c. Size of the hidden recurrent unit: Number of neurons in the hidden layer of the RNN used in 

the structured inference network. (variable in the code: ‘rnn_size’) 

d. Batch size: Size of batches of input data fed to the model. (variable in the code: ‘batch_size’) 

The link for the actual code has been given in the code appendix. The parameter values 

have been given for the important experiment which led to some insightful conclusion. 

 

3g. Types of DMM: 

There are 4 types of DMMs, depending on whether the RNN’s used are unidirectional or 

bi-directional:  

1. DMM’s with LSTM: 

i. Unidirectional LSTM (LSTM_R): Using information only from future. 

ii. Bi-directional LSTM (LSTM_LR): Using information from both past and future. 

2. DMM’s with RNN: 

i. Unidirectional RNN (RNN_R): Using information only from future. 

ii. Bi-directional RNN (RNN_LR): Using information from past and future. 
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3h. DMM model used for 15-minute resolution data: 

Referring to the structured network diagram, consider the case when we are using 

training data at 15-minute resolution i.e. for training, the size of a time step (t1-t2) is 15-minutes 

and the inference is being performed for 2 latent states. For each time step, there is an 

observation vector xt and a latent state vector zt. Following from the explanation provided in 

section III.d for the network, the observation vector xt is fed to forward and backward recurrent 

neural networks (or only one of them based on the type of the model). The outputs of the 

networks are fed to a combiner function which then yields the latent state vector zt, which has 

length 2 in this case. Using this, the network parameters can be adjusted. 

Once the training is complete, the observation vectors of the test set are fed to the 

network. The network then infers the latent state vectors corresponding to the test observation 

vectors. These inferred latent state vectors are then compared to the actual latent state vectors 

using which the root mean square error (RMSE) is calculated. 

For this project, the observations (x) are the weather variables, and the latent states (z) are 

the power consumption readings. This approach has been adapted from the results from Fahad et. 

Al [9]. The information on the data sets and how DMM was mapped on the data set for STLF 

have been presented in section IV (Data and Methodology). 
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Chapter 4: DATA and METHODOLOGY 
  

Section III detailed the theory and network structure of deep Markov models (DMM). 

The last part of section III gave a basic idea of how DMM would map to a time series data. This 

section gives details of the data and method used to map DMM to the data sets used for short 

term load forecasting (STLF). 

This section begins by detailing the power consumption data set, which is used as the 

latent state space for DMM as mentioned before (z in fig. 4). It is followed by details of the 

weather data set which is treated as observation space for the DMM (x in fig. 4). The definition 

of state space and GSSM have been given in section II and working and structure of DMM have 

been presented in detail in section III. 

This section concludes by giving an idea about how DMM can be mapped on the power 

and weather data for STLF. 

 

4a. Power consumption data 

This data set consists of power consumption readings of individual houses from the city 

of Austin in Texas[12]. The unit of measurement is kW-hr. The power consumption data is 

available at different resolutions: Hourly, 15 minutes and 1 minute. 

The size of the power consumption data will depend on number of houses being 

considered, the duration of the period for which the data was considered and the resolution. For 

example, if a 2-week interval is being considered at 15-minute resolution and 2 houses are being 

considered, the overall size of the dataset would be (4 15 minute intervals/hour) * (24 hours) * 

(14 days) * 2 = 2688 data points. 



15 

 

4b. Weather data 

Weather data up to April 2019 is available at an hourly resolution. The following features 

are used from the weather data: temperature, humidity, 

pressure, wind speed, cloud cover, precipitation probability. This data was selected based on 

a paper by Fahad et. Al[9]. 

It is assumed that the weather does not change significantly over an hour i.e. it is uniform 

for any given hour. The effect of this assumption is that the resolution of time series affects the 

number of duplications of the weather data needed. For example, if the power consumption data 

is taken at 15-minute resolution, then for 1 hour we have 4 15-minute intervals. Therefore, 

weather data will be duplicated 4 times, corresponding to the 4 power consumption readings 

available. If the resolution was 5 minutes instead of 15, the data would have to be duplicated 12 

times using similar logic. 

The data can be visualized as an excel worksheet, where each row consisted of 6 weather 

attributes described before and a set of power consumption readings (depending on the number 

of houses being inferred for). 

 

4c. Methodology 

The primary goal was to perform STLF by treating it as a time series problem and using 

deep Markov model (DMM) to solve it. For this problem, power consumption of individual 

houses was considered as the latent state space (z), and weather variables were considered as the 

observation set (x). This approach was adopted based on results from Fahad et. Al[9], which 

proved that power consumption is affected by weather. The result of this paper have been 

discussed in section II (literature review). 

The resolution of a training set refers to the size of time step. For example, a  resolution 

of 15 minutes means we have power consumption readings and weather data for each 15 

minutes. The general approach adapted for this problem is as follows: 

1. Train the DMM on time series data. The time series data consists of a set of observations and 

corresponding power consumption readings for different houses for each time step. At each 

time step, the dimension of observation vector is 6 (because there are 6 weather variables), 

whereas the dimensions of the latent state vector depended on the number of houses being 

inferred for. The input for every time step is the observation vector (x) and the output is the 

latent state vector (z). 
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2. Test it on another time series data non-overlapping with the training data. 

3. Predict for the time following the testing period. 

While the result of the project has been obtained by comparing LSTM with DMM, not all 

experiments involved this comparison. As detailed in Section V, some experiments were 

conducted to acquire an understanding of the DMM. 

Section II dealt with some research work related to the underlying concepts of DMM. 

Section III and IV deal with the intricacies of DMM and how DMM can be mapped to power and 

weather data for STLF. The next section details the experiments conducted and results obtained 

once the DMM was applied to data sets for STLF. 
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Chapter 5: EXPERIMENTS and RESULTS 
 

This section presents the experiments performed and the corresponding results. As 

described in section I (Introduction), short term load forecasting (STLF) involves predictions of 

power load from one hour to one week. The main result obtained from this research is that 

LSTM performed better than DMM for STLF. The experiments that led to this result have been 

presented in this section. A total of 11 experiments and their results have been presented in this 

section. Most of the results are presented in form of plots of RMSE vs predicted hours. Some 

plots have only one type of DMM model, while others present a comparison of several DMM 

models depending on the kind of structured inference network used. The models have been 

defined in section III (Algorithms). Experiment 1 presents results explaining how the resolution 

for training set was decided. Experiments 2 and 3 present results for prediction of 8 and 24 hours 

respectively, by changing the amount of training data for the model. Experiment 4 aims to enable 

the model to predict for days which have an ‘out-of-pattern’ power consumption by further 

increasing the training data. Experiment 5 builds on the results of experiment 4 to test the effect 

of increasing the number of weeks in the training data. Experiment 6 examines the general 

applicability of the model for the entire year. Experiment 7 checks the inflexion 

points/convergence of various parameters of the network architecture. Experiment 8 is a follow 

up of experiment 6 and examines the general applicability of the model if the training data is 

constantly increased. Experiment 9 builds on the results of experiment 8 to design separate 

model for each season. Experiments 10 and 11 present a comparison of DMM and LSTM for 

same training and test sets. 

The accuracy of the model was acquired by calculating the root mean square error 

(RMSE) between the actual power consumption and inferred power consumption. Based on 

other models used for short term load forecasting (STLF), the threshold for the RMSE was set at 

0.2 i.e. for RMSE < 0.2 kW-hr, a model was accurate. The unit of RMSE is the same as the unit 

of power consumption. Conversations with engineers who are actively working on load 

forecasting using machine learning suggested that an error bound of RMSE 0.2 kW-hr would be 

reasonable for STLF using DMM and LSTM. Network parameters (defined in section IV) were 

varied during the experiments to get the results. 
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5a. Checking the effect of resolution on prediction. 

Initially different resolutions for the training set were tried to find the optimal resolution. 

The resolutions ranged from 5 minutes to 1 hour (resolution here refers to the size of the time 

step). The prediction obtained at 5 minute and 15-minute resolution were better than those 

obtained at 1-hour resolution. Moreover, 15-minute resolution gave similar prediction accuracy 

as the 5-minute resolution. The training data used for 5-minute resolution was 3 times more than 

that for 15-minute resolution. Hence the best trade-off between training data size and prediction 

accuracy was obtained at 15-minute resolution. (More training data would mean more time 

required to train the model since there would be more time steps). 

 

5b. Predict next 8 hours using previous 24 hours (15-minute resolution). 

In this experiment, the training set consisted of previous 24 hours, with the resolution of 

the training set as 15 minutes. The number of latent states was 2. Hence the total size of training 

data would be: 

(24 hours)*(4 fifteen-minute intervals/hour)*(6 weather factors + 2 latent states) = 768. 

This experiment was tried for different days during the year, but the pattern is similar. 

The prediction RMSE for 8 hours for 4 different DMM models is given below. 

 

Table 5.1: Comparison for 8-hours prediction using 4 DMM models. 

 

Time/model RNN_R RNN_LR LSTM_R LSTM_LR 

     

1 hour 0.103 0.088 0.062 0.068 
     

2 hours 0.127 0.100 0.112 0.054 
     

3 hours 0.139 0.094 0.114 0.071 
     

4 hours 0.135 0.110 0.120 0.076 
     

5 hours 0.142 0.128 0.153 0.066 
     

6 hours 0.144 0.136 0.164 0.069 
     

7 hours 0.163 0.180 0.200 0.095 
     

8 hours 0.230 0.262 0.284 0.173 
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From the table above, it is evident that all the models can predict accurately for up to 7 

hours given previous 24 hours of training data. After 7 hours, the model predictions go slightly 

over the error threshold. 

For this simulation, the LSTM-LR network predicted more accurately than others. 

However, this is not a universal trend. Over multiple and larger data sets the ‘R’ networks 

(networks which take information from future only) perform at least equally well, if not better as 

compared to the ‘LR’ models. For definitions, please refer to section III. 

 

5c. Predict for all 24 hours (15-minute resolution, predict for 2 states). 

This experiment was aimed at predicting power consumption for one full day. It is an 

extension of the previous experiment. The resolution of the training set was 15 minutes. The 

training set size was initially 24 hours (same as previous experiment) and was increased in steps 

of 24 hours. Ultimately, a training set size of 3 days (72 hours) was found to be enough to predict 

for the 24 hours. 

The training data for this case is 3 times that of the previous one i.e. 768 * 3 = 2304. The 

plot given below shows RMSE vs hours. 

The parameters used for this experiment were as follows: 

a. Hidden dimensions of MLP: 80 

b. RNN_size: 30 

c. Batch size: 80 

d. Number of epochs: 100 
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Figure 5.1: 24-hour prediction using 72 hours. 

 

Figure 5.1 shows the prediction for 24 hours. It is clear that all the 4 models can predict 

accurately up to 21 hours. ‘LR’ based models go slightly over the error threshold (shown by blue 

line) for the last 3 hours, but their prediction error is still under 0.22. 

While power consumption was expected to generally follow similar patterns on 

consecutive days, it was found that this hypothesis does not always hold. Some days (e.g. 

weekends) might have a power pattern different from other days as shown in the image below. 

The next step was to develop a model that would predict (within accuracy bound) the power 

consumption for these erratic days. The expectation was that for such erratic days, the amount of 

training data needed would be greater than that needed for predicting regular days. 

In the figure below, bins 1,2,5,6 and 7 are regular weekdays, whereas bins 3 and 4 are the 

weekends. The weekdays have similar patterns with each day having two clear distinguishable 

peaks, whereas the weekend pattern is somewhat distorted. A robust model must be able to 

predict power consumption for such ‘erratic days’. 
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Figure 5.2: Daily power consumption for 1 week. 

 

5d. Predict power consumption for the erratic days (2 states). 

Once the erratic days have been figured out, the training data was increased in a stepwise 

fashion to a point where the entire erratic period can be predicted within the threshold 

(RMSE<0.2). The training data is increased in steps of 24-hours at 15-minute resolution for 2 

states. The graphs below present predictions for January 27 (3rd bin from left in figure 4). The 

parameters used for this experiment were as follows: 

a. Hidden dimensions of MLP: 60 

b. RNN_size: 40 

c. Batch size: 100 

d. Number of epochs: 100 
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Figure 5.3: Prediction of RMSE for erratic days. 

 

Table 5.2: Comparison for 8 hours on erratic days. 

 
 

Time/model RNN_R RNN_LR LSTM_R LSTM_LR 
     

1 hour 0.075 0.133 0.152 0.160 
     

2 hours 0.116 0.113 0.152 0.171 
     

3 hours 0.117 0.138 0.168 0.184 
     

4 hours 0.134 0.142 0.179 0.195 
     

5 hours 0.127 0.153 0.192 0.200 
     

6 hours 0.147 0.143 0.183 0.195 
     

7 hours 0.138 0.151 0.198 0.193 
     

8 hours 0.137 0.149 0.196 0.189 
     

 

From Table B and figure 5.3, it is clear that using 6 days of data, 8 most erratic hours can 

be predicted within the bounds of error. There is only one instance where the error equals 0.2. 

Everywhere else it is less than that. This experiment showed that: 

a. Weekends/holidays tend to have different power consumption from the general trend 

b. For such days at least 6 days of training data at 15-minute interval is needed. 72 hours (3 days) 

of training data is insufficient. The total training data thus becomes 2304*2 = 4608. 
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After this, to further check the robustness of the model and the periodicity of power 

consumption data, each day of the week was divided into 8-hour intervals, and the DMM trained 

on the 6-day interval was used to predict for each of these intervals. This helped in finding the 

worst predicted interval during the week i.e. the period for which the inference of latent states 

was consistently poor for any model complexity. 

The next step was to bring the error for the worst prediction period below the threshold 

RMSE (=0.2). For this the training period was increased from 1 week to 2 weeks. 

Since the performance of ‘R’ networks was comparable than ‘LR’ networks, it showed 

that inference could be done based on information from future (from right: R) instead of using 

both past and future (left and right: LR). 

 

5e. Increase the number of weeks in the training set to check the effect on 

prediction RMSE (inference for 2 latent states). 

The method for this experiment was as follows: train the model on 1 week worth of data 

at 15-minute resolution for 2 states. The week following the training week was then divided into 

8-hour intervals and predictions were made for each such interval. 

After interval which gave the highest prediction error in the test set was found, the size of 

training data was increased from 1 week to 2 weeks, and prediction was carried out for the same 

8-hour interval again. The comparison of 1-week training vs. 2 weeks of training has been                                       

presented below for RNN_R and LSTM_R models. The parameters used for this experiment 

were as follows:  

a. Hidden dimensions of MLP: 100 

b. RNN_size: 30 

c. Batch size: 100 

d. Number of epochs: 100 



24 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

5.4: Plot showing effect of increasing training period (RNN_R). 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

  

         Figure 5.5: Plot showing effect of increasing training period (LSTM_R). 

 

Figure 5.4 and 5.5 show that by increasing the number of weeks in the training period 

from 1 to 2, the prediction error decreases. Orange represents 2 weeks of training while blue 

represents 1 week. 



25 

 

After this experiment it was clear that if we increase the training window from 1 week to 

2 weeks, there is an improvement in accuracy for the worst prediction interval. 

If the training window is increased from 2 to 3 weeks, there may be a slight or no change 

in the prediction accuracy. If the training period is further increased to 4 weeks, the prediction 

accuracy starts degrading. (these results have not been presented here). 

The next step was to see if the model can be trained for any 2-week period (randomly 

selected) during the year and test on another randomly selected period. 

 

5f. Randomly select training and test sets throughout the year, and check if 2-

week training can be generalized (2 latent states). 

The goal of this experiment was to check if any 2-week period in the year (at 15-minute 

resolution) can be used to predict for any other 8-hour interval throughout the year i.e. to check if 

the 2-week training can be generalized. 

2 cases have been presented below: train the model on data from May 8 to May 21 and 

predict for a period in November, and train from June 1 to June 14 and predict for December. 

The two experiments yield different results. 

This experiment was carried out for numerous such cases where the training data was 

randomly picked from the year and the was tested on another randomly picked 8-hour interval. 

The two cases presented below summarize the two main patterns obtained by conducting 

numerous such experiments. 
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Training period: 05/08 – 05/21 

Test period: 11/04 – 11/17 

Prediction period: 11/18 (8 hours) 

 

Table 5.3: Comparison for November 18. 

 

Time/model RNN_R RNN_LR LSTM_R LSTM_LR 

     

1 hour 0.134 0.149 0.040 0.117 
     

2 hours 0.147 0.159 0.070 0.134 
     

3 hours 0.150 0.164 0.111 0.157 
     

4 hours 0.165 0.170 0.142 0.162 
     

5 hours 0.199 0.189 0.162 0.175 
     

6 hours 0.190 0.195 0.174 0.182 
     

7 hours 0.185 0.200 0.180 0.195 
     

8 hours 0.181 0.221 0.183 0.191 
      

 
  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 5.6: Plot for table 5.3. 
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Training period: 06/01 – 06/14 

Testing period: 12/05 – 12/18 

Prediction period: 12/19 (8 hours) 

 

Table 5.4: Comparison for December 19. 

 

Time/model RNN_R RNN_LR LSTM_R LSTM_LR 

     

1 hour 0.160 0.183 0.145 0.159 
     

2 hours 0.154 0.170 0.140 0.160 
     

3 hours 0.148 0.162 0.150 0.145 
     

4 hours 0.162 0.173 0.141 0.153 
     

5 hours 0.172 0.182 0.178 0.180 
     

6 hours 0.157 0.177 0.146 0.158 
     

7 hours 0.146 0.190 0.132 0.150 
     

8 hours 0.128 0.200 0.145 0.178 
      

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 5.7: Plot for Table 5.4. 
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The two figures represent 2 patterns: Figure 10 (pattern 1) has some predictions that 

come close to or cross the error threshold, while for Figure 11 (pattern 2) most or all the 

predicted values are within the error threshold (RMSE < 0.2 as shown by the blue line). 

This experiment showed that the model may not be universally applicable i.e. by simply 

training in any part of the year, it is not necessarily true that any other part of the year can be 

predicted with reasonable accuracy. The next step was to analyze the network and check for 

network convergence/inflexion point. 

 

5g. Convergence of the network: 

In this experiment various network parameters were varied to check how the DMM 

would behave corresponding to the variation to find convergence/inflexion corresponding to 

different parameters. In the first figure below, the recurrent hidden unit means the number of 

neurons in the hidden layer of the RNN used in DMM. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 5.8: RMSE vs hidden unit size. 

 

This result shows that there is a clear inflexion point for recurrent hidden unit size. When 

the number of neurons in the hidden layer is 30, the error is at the lowest. On either side of that, 

the error increases. 
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Figure 5.9: RMSE vs. MLP hidden dimension. 

 

As mentioned earlier, multilayered perceptrons are used to model the transition and 

emission probabilities in the DMM, which is what distinguishes it from a simple hidden Markov 

model. Hidden dimensions of MLP means the number of neurons in the hidden layers of the 

MLP. 

For another training-validation set, the result may vary slightly from those shown above, 

but the trends will remain the same. For some parameters there is a clear inflexion point, whereas 

in others there is full convergence. 

 

5h. Check the effect of increasing the number of samples on the prediction 

for test data (1 sample =14 days/15-minute resolution, 2 states). 

This experiment aimed at increasing the number of samples through the year, where 1 

sample = 1 (14-day interval at 15-minute resolution) and observing the effect of this on the test 

set. The intuition was that with increasing the number of samples, the amount of training data 

would increase, and the prediction error should decrease. This definition of sample was based on 

results of experiment 5, where a training period of 2 weeks was found to be enough for STLF. 

The intuition behind this definition was that if the increase in training set size was in steps of 2 

weeks (or 1 sample), the results would be more easily comprehensible. 
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The simulation consisted of samples from the entire year, and samples were selected 

randomly. The samples could be partially overlapping since they were selected randomly. Only 

one result has been presented here, but the simulation was tried on multiple testing set while 

increasing the training set size by increasing the number of samples. The parameters used for this 

experiment were as follows:  

a. Hidden dimensions of MLP: 120 

b. RNN_size: 40 

c. Batch size: 100 

d. Number of epochs: 30 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

      

 

 ` Figure 5.10: Plot for RMSE vs. Number of samples. 

 

On the x axis, the number of samples is increased in steps of 1, where 1 sample is 1 2-

week interval, while the y-axis represents the RMSE. 

The expectation was that increasing the number of samples would increase the accuracy 

of the model. However, the simulation showed that increasing the number of samples cannot 

improve the accuracy of the model. This showed that building sperate model for each season 

might be a better approach. This was under the assumption that power consumption patterns 

could vary from season to season. 
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5i. Build separate model for each season (2 states). 

For this experiment, each season was treated independently of other seasons. The test set 

is chosen from within the season, and the number of samples in the training set were increased, 

but the samples were randomly chosen from within the season instead of selecting from the 

entire year. The example of fall season is given below. Other seasons follow similar trends. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

Figure 5.11: Fall predictions using DMM. 

 

In the figure, the y-axis denotes the RMSE, where as the number of samples is increased 

in steps of 1 on the x axis, where each sample is a randomly selected 2- week interval. 

Separate seasonal models follow the expected trend: convergence with increase in the 

number of samples. As the number of samples is increased, the prediction error decreases until it 

becomes constant i.e. it converges. The next experiment was to compare the results from DMM 

to those obtained from LSTM. Separate LSTM models were built for each season. 

 

5j. Build separate LSTM models for each season (2 states) 

Separate LSTM models were built for each season and the results were compared to the 

results obtained from DMM. The LSTM models were built using information from past 
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(LSTM_L) and future (LSTM_R). The result for fall season are given below, and all other 

seasons follow similar trends. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5.12: Plot to compare LSTM and DMM for fall. 

 

In the figure, the y-axis denotes the RMSE, where as the number of samples is increased 

in steps of 1 on the x axis, where each sample is a randomly selected 2-week interval. 

As the results imply, the LSTM performs like or better than DMM, while the 

computational complexity of LSTM is much smaller than DMM. Hence at this point, it became 

clear that LSTM is better than DMM. 

 

5k. LSTM and DMM for higher dimensions. 

Since it were shown that LSTM was more accurate as compared to DMM for lower 

dimensions, the final step was to scale LSTM to higher dimensions and check the results. 
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Figure 5.13: Plot for 2 dimensions vs. 10 dimensions for DMM. 

 

In the figure, the y-axis denotes the RMSE, where as the number of samples is increased 

in steps of 1 on the x axis, where each sample is a randomly selected 2 week interval. 

Figure 17 compares the performance of DMM for 2 dimensions vs 10 dimensions. It is 

evident that as the number of latent states (referred to as dimensions in the figure) are increased 

from 2 to 10, the error also significantly increases, which implies that for this type of data, DMM 

does not perform well for higher dimensions. 
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 Figure 5.14: Comparison of DMM vs. LSTM for 10 dimensions. 

 

Figure 5.14 compares 2 different DMMs to LSTM for 10 dimensions. Dmm_1 and 

dmm_2 represent 2 different types of DMMs in terms of their network complexity. The 

parameters are given in the table below. 

 
                Table 5.5: Comparison of DMM 

 

 DMM_1 DMM_2 

   

Hidden dimensions of MLP 90 120 
   

RNN_size 40 80 
   

Batch_size 100 100 
   

Number of epochs 60 80 
    

 

These DMMs represent 2 different patterns: DMM_1 starts from a high (prediction) error 

value and converges to a lower value. DMM_2 starts from a small error value and goes to a 

higher value. But in both cases, the DMMs do not perform better than LSTM. 
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Figure 5.15: Plot predicting 106 dimensions using LSTM. 

  

Figure 5.15 presents results for a high dimensional system (106 dimensions) with 

predicted using LSTM network. The error is higher than RMSE obtained in lower dimensions, 

but the LSTM can still perform reasonably well because the number of dimensions is quite high. 

The increase in dimensions is almost 10 times, from 10 to 106, and the increase in error is 

approximately 6 times, from 0.2 to 1.2. 

This concludes section V. After conducting all the experiments, the primary result was 

the LSTM’s outperform DMM both in terms of accurate predictions and time complexity. 

Another important result is that as the number of dimensions increase in STLF, the performance 

of LSTM also degrades. 

When interpreting the DMM results in this section, it is important to note the difficulty of 

debugging the DMM training and inference flows. This work followed the example of Krishnan 

et. Al[10], who implemented their DMM code in the deep learning framework Theano. Active 

support for Theano ended in 2017, two years before the publication of this work, which made the 

code very difficult to debug. Several new and better deep learning frameworks like Keras and 

PyTorch are nowavailable and will continue to be supported and developed at the time of writing 

this thesis. Compared to these newer frameworks, codes in Theano are relatively lengthy and 

their execution is more time consuming. If these experiments are conducted using Keras or 

PyTorch for the implementation, the results might differ from those presented in this section. 
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Chapter 6: CONCLUSION 
 

The challenges of short-term load forecasting (STLF) have been mentioned in section I 

(introduction). The major challenge is that as the number of houses increases, STLF becomes 

intractable using simple numerical or machine learning approaches. The purpose of this project 

was to treat STLF as a time-series problem and use deep Markov models (DMM) and long short-

term memory networks (LSTM) to attempt to solve it. The results obtained by mapping DMM 

and LSTM on the data set have been detailed in the previous section, and this section 

summarizes those results. 

The initial experiments (experiment 1-4) were conducted to design robust DMM for 

STLF. The results obtained from these experiments showed that for regular days, when 

predicting for 2 houses, training the model using previous 24 hours is enough to predict for any 

8-hour window in the day following the training period. However, for erratic days, one week of 

training data is needed to preform STLF accurately. 

The results obtained from experiment 5 showed that if the training period is increased 

from one week to two weeks, the prediction error goes down. Experiment 6 was built on results 

of experiment 5. In this experiment an attempt was made to generalize the 2-week training period 

to check if a DMM trained on any 2 weeks of data can be used to predict for a randomly selected 

8-hour period. Although only one result has been presented, multiple experiments were 

conducted with different training and testing periods to ensure multiple trials of the model. The 

results from all the experiments showed similar trend: the 2-week period could not be 

generalized. 

Experiment 7 explored the effect of varying hyper-parameters of DMM on the RMSE, 

and several plots presented the convergence/inflexion points of the hyper-parameters. Results 

from experiment 8 showed that if multiple samples (randomly selected from throughout the year) 

are used for training, the error increases due to effect of seasonal variations on power 

consumption. Building upon this result, experiment 9 showed that designing separate model for 

each season is a better approach for performing STLF as compared to yearly model. 

Experiment 10 and 11 compared the results obtained when STLF was conducted using 

LSTM and DMM. There results provide the pith of this project. These results showed that DMM 

performs well when STLF is performed for small number of houses, but it does not produce 

accurate results for higher number of houses. In terms of computational complexity as well as 

accuracy, LSTM outperforms DMM. Hence for STLF, LSTM are better than DMM. 
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Although LSTM performs better than DMM for STLF, it faces a problem: It does not 

seem to converge to some value. Its prediction error is constant in (+/-0.2) range. Simulations by 

changing the number of layers, number of neurons, dropout, optimizers and resolution of dataset 

(changed from 15 minutes to 5 minutes) did not have any significant impact on the prediction 

using LSTM. This might be an indication that the amount/type of weather data being used to 

predict power consumption may not be enough for LSTM to learn the entire trend. Moreover, as 

the latent state space increases, the performance of LSTM also degrades. 

This research showed that simple LSTM performs better than DMM for STLF. However, 

these results are not enough to generalize that LSTM’s will be a better choice than DMM for all 

sorts of problems. Further research is required to obtain a deeper understanding of the problems 

for which DMM might be a better solution. 
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Code 
 

The code for this project is based on Krishnan Et. Al. paper[10] and can be found on the following 

link: https://github.com/clinicalml/structuredinference/ 

The code snippets are given in bold font, and each snippet is followed by its description. 

 

import os,time,sys 

import errno 

import socket 

sys.path.append('../') 

sys.path.append('F:\\dmm') 

sys.path.append('F:\\theanomodels') 

import os 

os.environ["THEANO_FLAGS"] = "optimizer=fast_compile" 

 

Importing various packages like os and time for the code 

Append the directories DMM and theanomodels which contain the essential codes for 

functions. These directories can be found at the GitHub repository for the code. 

The last line sets the Theano flag optimizer to fast compile. 

 

from dmm_data.load import load 

from parse_args import params 

from utils.misc import 

removeIfExists,createIfAbsent,mapPrint,saveHDF5,displayTime,getLowestError 

dataset = load('weather') 

params['savedir']+='-weather' 

createIfAbsent(params['savedir']) 

 

Import the load function from the load module which will get the data in the setup. 

Params dictionary (imported from parse_args) contains all the values of network 

parameters which can be modified laterto make new networks. 

Utils.misc contains many function codes written for the main training code 

‘weather’ is the name of dataset used for this project. 

https://github.com/clinicalml/structuredinference/
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‘savedir’ is the key of params which contains the pointer to the directory which has the 

different results saved at different epochs. 

createIfAbsent function creates the directory if absent. 

 

for k in ['dim_observations','data_type']: 

params[k] = dataset[k] 

mapPrint('Options: ',params) 

start_time = time.time() 

from model_th.dmm import DMM 

import model_th.learning as DMM_learn 

import model_th.evaluate as DMM_evaluate 

displayTime('import DMM',start_time, time.time()) 

dmm = None 

 

Add dim_observations and data_type functions to params dictionary from the dataset 

dictionary. 

Import functions to learn and evaluate DMM. 

 

params['dim_stochastic'] = 10 

params['dim_hidden']     = 80 

params['rnn_size']       = 30 

params['epochs']         = 20 

params['batch_size']     = 100 

 

Changing the default values to those required for any experiment. The data in the picture is 

just an example. 

 
params['unique_id'] = params['unique_id'].replace('ds-100','ds-2').replace('dh-200','dh-

40').replace('rs-600','rs-30') 

params['unique_id'] = params['unique_id'].replace('ep-2000','ep-200').replace('bs-20','bs-

100') 
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Since the parameters are changed, the names allotted to the files in which have saved 

parameters must also be modified. The above snippet does just that. 

 
 
savef = os.path.join(params['savedir'],params['unique_id']) 

print 'Savefile: ',savef 

start_time= time.time() 

""" Training loop """ 

savedata = DMM_learn.learn(dmm, dataset['train'], 

epoch_start =0 , 

epoch_end = params['epochs'], 

batch_size = params['batch_size'], 

savefreq = params['savefreq'], 

savefile = savef, 

dataset_eval=dataset['valid'], 

shuffle = True 

) 

displayTime('Running DMM',start_time, time.time(); ) 

dmm = None 

 

Create new file with combining directory title and unique ids. 

Savedata contains results of learning of DMM using the dmm_learn function. 

At the end assign the dmm object to none. 

 

epochMin, valMin, idxMin = getLowestError(savedata['valid_bound']) 

reloadFile= pfile.replace('-config.pkl','')+'-EP'+str(int(epochMin))+'-params.npz' 

print 'Loading from : ',reloadFile 

params['validate_only']= True 

dmm_best= DMM(params, paramFile = pfile, reloadFile = reloadFile) 

 

Get the data with the least error on validation using the function getLowestError 

Reload the DMM corresponding to the minimum values of min epochs etc. 

Assign the value to dmm_best. 
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additional                       = {} 

savedata['bound_test']      = DMM_evaluate.evaluateBound(dmm_best,  dataset['test'], 

batch_size = params['batch_size']) 

saveHDF5(savef+'-final.h5',savedata) 

print 'Experiment Name: <',params['expt_name'],'>  

Test Bound',savedata['bound_test']  

savedata['tatti_chod'] = DMM_evaluate.infer(dmm_best,dataset['test']) 

 

Evaluate the bound on the DMM using evaluate bound function imported earlier on the test 

set, and save the file using saveHDF5 command. 

Infer the on the test set using the infer function from DMM_evaluate 

 

import numpy as np 

diff = [] 

'''st_1, st_2,''' 

overall = [] 

for i in range(len(savedata['tatti_chod'][0][0])): 

savedata['tatti_chod'][2] = np.reshape(savedata['tatti_chod'][2],(8,10)) 

diff.append(abs(np.asarray(dataset['test_z'])[i]-

np.asarray((savedata['tatti_chod'][2][i]).flatten().tolist()))) 

rmse_all = np.sqrt(np.mean(np.square(diff))) 

 

• Calculate the RMSE on the test set of latent states. Run the for loop on the test set and 

reshape the data for RMSE 


