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This was the twenty-fifth such workshop held at NCSU. It brought to-
gether 35 graduate students from mainly Mathematics and Statistics De-
partments at over 30 different universities.

The goal of the IMSM workshop is to expose mathematics and statistics
students from around the country to real-world problems from industry and
government laboratories; interdisciplinary research involving mathematical,
statistical and modeling components; as well as experience in a team ap-
proach to problem solving.

Following the past couple of years’ success, the IMSM workshop again
included a Bootcamp on Building Software in Teams on the first day (15 July
2019), where the students learned about shell commands, version control and
Git.

On the morning of the second day (16 July 2019), industrial and govern-
ment scientists presented five research problems. The presenters, together
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with specially selected faculty mentors, then guided teams of 6–7 students
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academic exercises that are typically found in coursework or textbooks, the
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ied expertise and fresh insights of the group for their formulation, solution
and interpretation. Each group spent the remaining days of the workshop
investigating their project, and reported their findings in 20-minute public
presentations on the afternoon of the final day (24 July 2019).

The IMSM workshops have been highly successful for the students as well
as the industry/national lab scientists and faculty mentors. Often projects
lead to new research results and publications. The projects can also serve
as a catalyst for future collaborations between project presenter and fac-
ulty mentor. More information can be found at http://www.samsi.info/
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Design Optimization of Helical Compression Springs to Mitigate Axial Twist

Prajakta P. Bedekar1, Ellis C. Kessler2, HyeongUk Lim3, Michael B. Merritt4, Kiara Sanchez5,
Jonathan D. Wittmer6

Problem Presenters: Jordan E. Massad, Devin S. Plagge7 Faculty Mentors: Ralph C. Smith8

Abstract
Helical compression springs play a major role in the functionality of many mechanical devices. These springs
are an efficient, compact option for providing tuned forces. Considerations of the axial twist induced by com-
pressing these springs has often been neglected. Accounting for the axial twist is critical because it can cause
issues when springs are placed into high-precision mechanisms and can also cause undesired stresses in both
the springs and the mechanisms. To mitigate the axial twist, we developed and analyzed a computationally-
efficient model that maintained the conventional design of helical compression springs and considered changes
in spring design parameters and constraints. Ultimately, we identified aspects of conventional helical compres-
sion springs that can mitigate twist, including under strict design and performance constraints.

1 Introduction

Helical compression springs are made out of a round wire that is wrapped into a circular helix. Figure 1
provides an example of a helical compression spring. There are a number of spring design parameters that
determine the physical attributes of the spring. Such parameters and attributes ultimately contribute to the
spring’s functionality. While these springs are mainly used to exert axial force, one subtle aspect of springs
is that when compressed, not only does the diameter expand [2], but also the curvature of the helix changes.
This change results in an axial twist of the spring. We are especially concerned with how to optimally design
the spring; i.e., how to specify certain design parameter values to mitigate the axial twist.

Figure 1: An illustration of a helical compression spring.
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The following quantities are typical helical compression spring attributes:

• Wire diameter (dw): The diameter of the wire used to manufacture the spring.

• Inner diameter (di): The diameter of the spring as measured inside the coils, at the uncompressed and
compressed states, respectively.

• Outer diameter (do): The diameter of the spring as measured outside the coils, at the uncompressed and
compressed states, respectively.

• Free length (Lf ): The length of the spring with no force acting on it.

• Solid height (Ls): The length/height of the spring when it is compressed to the point where all coils are
in contact with each other.

• Total number of coils (Nt): The number of 360◦ rotations of the spring.

• End condition: The end coils of the spring can be manufactured differently.

– Open: The end coils have the same pitch as the center coils. All coils contribute to the spring force.

– Open ground: Same as open with the end coils ground flat.

– Closed ground: Same as closed with the end coils ground flat.

We note that in this paper we assume that all springs are open ground unless otherwise stated.
As a convention, variables with the subscript 0 and 1 respectively will correspond to the uncompressed and
the compressed states of the spring. Table 1 lists our notation and description of various parameters. The
following lists some key relationships among the spring parameters.

• Number of active coils (n0): number of coils that resist deflection in the spring during compression.
Dependent upon the end conditions,

n0 = Nt valid for open end condition

n0 = Nt − 1 valid for open ground end condition

n0 = Nt − 2 valid for closed ground end condition

(1)

• The development of formulas for number of active coils at compression, n1, will be a major focus of the
derivation in a later section.

• Mean diameter (D0, D1): The mean between the inner and outer diameter.

D0 =
di,0 + do,0

2
= di,0 + dw

D1 =
di,1 + do,1

2
= di,1 + dw

(2)

• Mean radius (R0, R1): Half of the mean diameter.

R0 =
di,0 + dw

2

R1 =
di,1 + dw

2

(3)

• Pitch (p): A distance between coils.

p =
Lf − dw
n0

valid for open end conditions

p =
Lf

n0 + 1
valid for open ground end conditions

p =
Lf − 2dw

n0
valid for closed ground end conditions

(4)
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Table 1: Description of parameters defined for helical compression spring design.

Parameters Description
dw Wire diameter
di,0 Inner diameter at uncompressed state
di,1 Inner diameter at compressed state
do,0 Outer diameter at uncompressed state
do,1 Outer diameter at compressed state
D0 Mean diameter at uncompressed state
D1 Mean diameter at compressed state
R0 Mean radius at uncompressed state (half of the mean diameter)
R1 Mean radius at compressed state
lw Length of the wire in active coils
Lf Free length

L̂ Axial length of spring at compressed state
Ls Solid height
H0 Spring height measured only through active coils at uncompressed state
H1 Spring height measured only through active coils at compressed state
n0 Total number of active coils at uncompressed state
n1 Total number of active coils at compressed state
Nt Total number of coils
p0 Pitch at uncompressed state
α0 Pitch angle at compressed state
θ Twist angle
δ Deflection value; note, δ = 0 correlates to uncompressed state
ρ Helix radius of curvature

1/ρz Change in curvature of the helix
1/ρ0 Curvature of the helix at uncompressed state
1/ρ1 Curvature of the helix at compressed state
Mτ Wire twisting moment

F, F̂ Compressing force, Axial spring force at compressed state
c Increment of coordinate z
k Effective spring stiffness (spring rate)
C Spring index
φ Helix parametric coordinate

Φ0 Angular position of the active end coil at uncompressed state
Φ1 Angular position of the active end coil at compressed state
G Shear modulus, modulus of torsional rigidity
E Young’s modulus
I Area moment of inertia of the cross section of the wire
ν Poisson’s ratio

• Height of the active coils in the uncompressed state (H0): it is our assumption for this paper that
H0 = Lf .

• Deflection (δ): Amount that the spring is compressed.

• Spring compressed height (L̂): The height of the spring at compressed state.

L̂ = Lf − δ (5)

• Height of the active coils in compressed state (H1):

H1 = H0 − δ (6)
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• Length of the wire (lw): The length of the wire used to manufacture the helical spring.

lw =
√
H2

0 + (n02πR0)2 (7)

• Pitch angle (α0): uncompressed angle between coils and the horizontal.

α0 = arcsin

(
H0

lw

)
(8)

α0 = arctan

(
H0

n02π
di,0+dw,0

2

)
(9)

α0 = arccos

(
n02π

di,0+dw,0

2

lw

)
(10)

• Outer diameter (do,0, do,1): The diameter of the circle formed by the spring, including the wire.

do,0 = di,0 + 2dw,0

do,1 = di,1 + 2dw,1 = D1 + dw
(11)

• Spring index (C):

C =
di,0
dw

+ 1 (12)

• Shear Modulus (G), Young’s Modulus (E), and Poisson’s Ratio (ν): These three material properties are
related by the following relationship for a homogeneous isotropic material.

G =
E

2(1 + ν)
(13)

• Effective spring stiffness/spring rate (k0, k1):

k0 =
Gd4w

8D3
0n0

(14)

k1 =
Gd4w

8D3
1n1

(15)

• Curvature in uncompressed state
(

1
ρ0

)
: Curvature of the helix that forms the spring.

1

ρ0
=

R0(
H0

2πn0

)2
+R2

0

(16)

• Curvature in compressed state
(

1
ρ1

)
: Curvature of the helix that forms the spring.

1

ρ1
=

R1(
H1

2πn1

)2
+R2

1

(17)
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• Buckling slenderness ratio (λ): Measures the spring’s susceptibility to buckling under compression.

λ =
Lf

di + dw
(18)

As a force is applied to the spring to compress it, the force generates twisting and bending moments in the
wire. As the spring compresses, it twists, which could lead to misalignment in precision mechanisms, unwanted
torques on parts, or excess wear due to relative motion between the spring and its housing. In fact, testing of
compression springs with one end free to rotate has shown twist angles up to 27.5◦ [3], which could lead to the
previously mentioned issues in use. Spring twisting could be accounted for with housings designed to freely
rotate on one end of the spring. However this would lead to unnecessarily complicated designs. Machined
springs can be specially made with one half of the spring with right-handed turns and the other half left-
handed to mitigate twist. However, the manufacturing process is considerably different, more expensive, and
does not conform to spring design and manufacturing standards. In designs where axial twist is an important
factor, a model that predicts the amount of twist along with its effects on other design parameters is required.

2 The Approach

Detailed investigations into the mechanics of springs exist [7], as well as simple handbooks for reference while
choosing or designing springs [1]. Axial twist has been acknowledged at least since A.M. Wahl’s first book
on mechanical springs in 1944 [6]. However, few modern references can be found for updated investigations
into axial twist and it is not common practice to consider axial twist when choosing a spring. Our research
was primarily based on Michalczyk’s paper [3], and A.M. Wahl’s book [7]. The paper was useful for our
model development, as we followed a similar path but sought to make some different assumptions and focus
on having our model in terms of spring design parameters. We use some different symbols for parameters
versus Michalczyk; Table 12 shows differences between nomenclature. Additionally Wahl’s book provided a
more detailed reference for the development of stresses and deformation in springs.

Multiple models for calculating spring twist have been presented in the literature, which are subject to different
assumptions [3, 7]. In this work, a model will be presented which is a hybrid of those derived by Michalczyk
and Wahl. Since the goal of this work is to inform design of springs, we will ensure that our model can
be formulated completely in terms of known design parameters. After the derivation, the model will be
investigated in detail. The model will be explored to verify that it is predicting realistic results, and the
trends will be examined as the parameters of the model are varied. A detailed uncertainty quantification and
sensitivity analysis will also be performed. Finally, a proof of concept for optimizing a spring under certain
design constraints for minimal axial twist will be presented.

2.1 Developing The Model

To develop a model to quantify the amount of axial twist a spring will undergo during a given compression,
we make the following assumptions.

1. The spring material is homogeneous and isotropic.

2. The spring can be considered a helix in both the uncompressed and compressed states.

3. Shear and axial stresses in the wire can be ignored.

4. The deflection/force relationship of the spring can be estimated using the usual spring equation with
final geometric parameters.

Following the first assumption, the shape of the spring’s helix can be parameterized as

x = R cosφ; y = R sinφ; z = cφ, (19)

where x, y, and z are the Cartesian coordinates, R is the current radius, the parameter φ is the angle swept
by the helix, and the constant c is related to the pitch of the spring by the equation c = p/2π. The two helix
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lw
H0

2πR0n0

α0

lw
H1

2πR1n1

α1

Figure 2: Trigonometric triangles indicating relation between spring parameters for the uncompressed and
compressed springs.

curves representing the uncompressed and compressed springs can be visualized as being unwrapped from
around the axis of spring and visualized as two triangles as shown in Figure 2.

Note that H1, the height of the active coils of the spring, is the maximum value of the z coordinate. Further,
we will define c1 as the increment of the z axis in the compressed configuration. Hence c1 can be defined as

c1 =
H1

2πn1
. (20)

We can now use the Pythagorean Theorem on the triangle representing the compressed spring from Figure 2
to solve for n1. This yields

l2w = H2
1 + (2πR1n1)2. (21)

Therefore,

n1 =

√
l2w −H2

1

2πR1
. (22)

Substituting in this equation for n1 into (20), we obtain

c1 =
H1R1√
l2w −H2

1

. (23)

Note that a helix’s curvature can be defined by

1

ρ
=

R

c2 +R2
. (24)

Thus, using this definition of curvature and (23), we see that

1

ρ1
=

R1

c21 +R2
1

(25)

=
1

R1

l2w −H2
1

l2w
. (26)

These assumptions are made to simplify the analysis of the deformation of the spring. As is customary, we
ignore the shear stresses and axial stresses developed by the axial load. All deformation of the spring will be
assumed to come from the moments applied to the wire of the spring by the axial force. The two moments on
the spring are

MT = FR cosα; MB = FR sinα, (27)

where F is the axial applied load, R is the current radius, and α is the current pitch angle. In this derivation, the
stresses developed in the spring wire by these moments are assumed to be balanced at the final compressed state
(R1, α1). This assumption goes slightly against convention, where it is conventional to calculate deflections and
forces only using the uncompressed spring geometry. However, this assumption follows Wahl’s introduction of
a correction factor that he applies to the original form of (28) to account for factors not considered such as
changing radius [7]. A diagram of the forces and moments acting on the wire of the spring in the final position
at pitch angle α1 is shown in Figure 3. As shown in Figure 2, the twist angle will be related to the base of
each triangle, so we see it as important to consider the final geometry of the spring in the following analysis.
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Figure 3: Diagram of the forces and moments on the wire of the spring at the final deformation.

We begin with a known deflection δ which can be used to find the force using the normal spring equation from
[7], with the only change being that final spring geometry values are used. This deflection is caused by the
twisting moment. However it is common to not include the cosα factor from the twisting moment in (27).
This will lead to errors at large pitch angles, and is commonly ignored since pitch angles for springs are often
low. Since the goal of this work is to create design recommendations for conventional springs, we choose to use
a relationship more similar to that which is commonly used in the industry. For a modified result of the final
model for R1 with the addition of a cosine term from this point refer to (39). The conventional relationship
between force and displacement is

F =
Gd4wδ

64R3
1n1

. (28)

This force creates a bending moment on the wire of the spring. The bending moment on the spring is related
to the change in curvature of the helix,

1

ρz
=
MB

EI
=

64FR1 sinα1

Eπd4w
, (29)

by the equation for bending of a beam. Here E is the Young’s modulus of the material, I = πd4w/4 is the
moment of inertia of the wire’s cross section, and the relationship sinα1 = H1/lw can be seen in Figure 2. This
change in curvature can be used to find the final curvature of the helix by increasing the original curvature.
This yields a relationship for the final curvature,

1

ρ1
=

1

ρ0
+

1

ρz

=
1

ρ0
+

64FR1H1

Eπd4wlw
.

(30)

The force from (28) can be inserted into this relationship, as well as substituting in formulae for the original
and final curvatures to obtain

l2w −H2
1

l2wR1
=

R0

c20 +R2
0

+
64R1H1

Eπd4wlw

Gd4wδ

64R3
1n1

. (31)

Simplifying this result yields

l2w −H2
1

l2wR1
=

R0(
H0

2πn0

)2
+R2

0

+
δH1

πd4wlwR
2
1(1 + ν)

. (32)

Solving this equation for R1 yields
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R1 =

(
H0

2πn0

)2
+R2

0

R0

(
l2w −H2

1

l2w
− δH1

lw
√
l2w −H2

1 (1 + ν)

)
. (33)

The final number of active coils in the compressed states can be found with the equation,

n1 =

√
l2w −H2

1

2πR1
. (34)

Using the relationship for R1, we get a final equation for n1,

n1 =
(l2w −H2

1 )

2π

R0

R2
0 +

(
H0

2πn0

)2
(

l2w(1 + ν)

(1 + ν)(l2w −H2
1 )3/2 − δH1lw

)
. (35)

Lastly, recalling that

θ = 2π(n0 − n1), (36)

we substitute and derive the final expression for twist angle

θ = 2πn0 −
R0(l2w −H2

1 )

R2
0 +

(
H0

2πn0

)2
(

l2w(1 + ν)

(1 + ν)(l2w −H2
1 )3/2 − δH1lw

)
. (37)

Here the parameters n0, R0, lw, and H0 can be calculated from relations in the previous section. Note that this
equation is derived with a similar approach to the equation for twist derived in [3] with different assumptions
on force, leading to different R1 and n1 as derived above. A more detailed treatment of the steps involved in
the this derivation can be found in Appendix 8.1.

2.1.1 Model Modification for Twisting Moment Accounting for Pitch Angle

One assumption made in this work is that the deflection is proportional to force, with no accounting for the
pitch angle. This assumption is often made, as is shown in the common force relationship (28). However,
as seen in (27), the twisting moment which is responsible for the deflection has a cosα factor. Since we are
considering the final configuration of the spring, the same derivation could be done using the following force
relationship instead of (28),

F =
Gd4wδ

64R2
1n1 cosα1

. (38)

If the same continuing derivation is carried out using this force equation, we obtain the relationship for R1

R1 = ρ0

(
cos2 α1 −

δ tan2 α1

H1(1 + ν)

)
. (39)

This relationship can be rewritten to a similar form to (33)

R1 =
R2

0 +
(
H0

2πn0

)2
R0

[
(l2w −H2

1 )2(1 + ν)− δH1l
2
w

l2w(l2w −H2
1 )(1 + ν)

]
. (40)

After this point, using (34) and (36) a final equation for θ can be derived which is equivalent to (37) where
the change in pitch angle is accounted for in the wire twisting moment. As (33) and (40) are quite similar in
form and give very similar values for realistic pitch angles, we continue using (37) we derived before to predict
the twist angle.
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Table 2: Nominal spring parameters.

Parameter Value

di,0 24 mm
do,0 26 mm
dw 1 mm
D0 25 mm
D1 25.9 mm
Lf 100 mm
Nt 7.0 coils
n0 6.0 coils
n1 5.9 coils
p 20.0 mm
α0 12.0◦

L̂ 25.0 mm
δ 75.0 mm

δmax 93.0 mm
Ls 7.0 mm
F1 7.2 N
k0 105.3 N/m
k1 96.2 N/m

Buckling 4.0
C 25.0
θ 30.9◦

G 79.0 GPa
ν 0.3

End condition Open ground

2.2 Model Exploration

2.2.1 Variation of Twist Angle with Parameters

We defined a nominal spring as the basis of our analyses, and parameters for this spring are given in Table
2. We first explore the dependence of twist angle on each of the input parameters. Each of the plots shown
in the model exploration section were generated using the nominal spring as the base case, varying one pa-
rameter at a time. Moreover, these plots were generated assuming a fixed compressed spring height. This
implies constant deflection except for the case of varying Lf . The importance of this implication will become
apparent in later discussion. We first explore the dependence of twist angle on each of the input parameters.
Figure 4 shows a strong dependence of twist angle on the inner diameter of the spring. There is some variation
between springs with differing number of coils, but the inner diameter exerts much more influence over θ than
Nt. The number of coils has increasing influence over the amount of twist as the inner diameter of the spring
decreases. In contrast to changing the inner diameter, varying the wire diameter has little influence on the
twist angle. The number of coils has more influence on θ when compared to only varying the wire diame-
ter. This is to be expected as dw does not appear in (37). The effect of varying dw is propagated into (37)
through the dependency of D0 on dw. Had the mean diameter been held constant, dw would have no effect on θ.

Figure 5 shows that increasing the total number of coils decreases the amount of twist, holding all other
parameters constant. One consideration to keep in mind when choosing the number of coils is the solid height
of the spring. Assuming the same wire diameter, each additional coil increases the solid height by one wire
diameter.

Figure 6 was computed by holding helical compressed spring height, L̂, constant. With this constraint, varying
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(a) (b)

Figure 4: Relationship between twist angle and (a) the inner diameter, (b) the wire diameter at δ = 75 mm.

Lf causes the deflection to change. This is a strong contributing factor to the positive relationship between
Lf and θ. This plot suggests that decreasing the free length of a spring will lead to reduced twist angle.
This occurs because as Lf decreases, there is less deflection to achieve the specified compressed height. With
smaller deflection, there is less opportunity for the spring to twist.

Poisson’s ratio ν is a material property that is usually around 0.26-0.34 for most metals. Poisson’s ratio is the
only material property to appear in the final equation for axial twist. The small range that ν can take means
that the spring twist will not be very different for different spring materials. Thus, axial twist is dominated
by geometric changes. Figure 7 shows that the twist angle is insensitive to ν over the range of typical metals,
supporting the idea that spring material is not very important to spring twist.

Figure 5: Relationship between the twist angle and the number of total coils at deflection of 75 mm.
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Figure 6: Relationship between the twist angle and the free length when L̂ = 25 mm.

Figure 7: Relationship between the twist angle and Poisson’s ratio. A range from 0 to 0.5 is shown so that
the trend can be seen. For metals the common value for ν goes from 0.26 to 0.34.

2.2.2 Variation of Parameters with Deflection

Having examined how each variable is related to the twist angle, we next investigate how the spring properties
change as it is compressed. The plots in this section provide insight into how other spring quantities vary with
deflection.

As expected, the axial twist model predicts that the mean diameter of a spring increases as it is compressed,
shown in Figure 8(a). Two main factors contribute to this observation. First, the pitch angle decreases as
the spring is compressed, causing the portion of the spring wire that contributed to its height to expand the
diameter. Secondly, while the twisting moment created by the force generates the deflection, the bending
moment causes a change in the curvature of the wire which changes the radius. Figure 8(b) shows how the
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(a) (b)

Figure 8: Relationship between (a) the compressed mean diameter, (b) change in active coils and deflection.

Figure 9: Relationship between the twist angle and deflection.

number of active coils decreases as the spring is compressed. As the spring is compressed and the diameter
grows, the coils begin to unwind, causing axial twist.

The amount of axial twist generated by a certain deflection is shown in Figure 9. Figure 9 clearly shows that
as the deflection increases, so does the angle of twist. This follows directly from Figure 8; as the number of
active coils decreases the angle of twist (defined positive in the unwinding of the spring) should increase. An
interesting aspect of both Figure 8 and Figure 9 is that with lower numbers of coils the effects of deflection
are pronounced. A certain deflection will have less wire length to absorb the change in radius with fewer coils,
meaning that the coil must unwind more giving more twist.

Another consequence of considering the variation in spring diameter and decreasing number of coils is that
the stiffness should not be constant as is commonly assumed. Rearranging (28) to give an expression for the
stiffness yields
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(a)
(b)

Figure 10: Relationship between (a) the compressing force, (b) the spring rate and deflection.

k1 =
Gd4w

64R3
1n1

.

This formulation of the stiffness will be variable. Using our model, which accounts for a new final radius and
final number of active coils from the axial twist, the total force and effective stiffness for springs were calculated
and are shown in Figure 10. As this figure shows, the total force looks mostly linear as is normally assumed.
However as the effective spring stiffness shows, the force versus deflection curve is not perfectly linear. In
fact, as the deflection increases and the radius increases, the effective stiffness of the spring decreases. Once
again as seen in the previous figures, the deflection-dependence of lowering the stiffness of the spring is more
pronounced with low numbers of coils.

2.3 Pairwise Trends

The trend plots give a good idea of how changing any given parameter will change the twist angle of the
spring. However, when multiple parameters are changed at the same time it is important to know how the
parameters interact. As the trend plots show, two parameters which have a large impact on the twist angle
are the inner diameter and the free length. Figure 11 shows contour plots for varying both of these parameters
at the same time under two different conditions. In Figure 11(a), the compressed height of the spring is held
constant at 50 mm. In Figure 11(b), the deformation of the spring is held constant at 50 mm so that both
plots have similar deformation for the nominal spring (Table 2).

For both the fixed L̂ and the fixed δ cases, the behavior of the model appears linear. In the fixed L̂ case on the
left of Figure 11 there is more variation in the twist angle when the free length is varied. Conversely, in the
fixed δ case on the right of Figure 11 there is more variation in twist angle when the inner diameter is varied.
From these results, it is clear that without any constraints on the input parameters, the model will change
in relatively predictable ways. In other words, with complete design freedom, there is a clear preference of
which direction to vary each parameter if your goal is to minimize twist. In order to get a more application
oriented view of how the model performs, a design constraint will later be introduced in order to see what
effect a constraint has on the behaviour of the model.
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(a) (b)

Figure 11: Contour plots where two of the most important parameters, inner diameter and free length, are
both varied for two cases. In (a), L̂ = 50 mm is constant and in (b), δ = 50 mm is constant. For both plots,
the nominal spring is plotted as a white circle.

2.4 Model Credibility

There is no comprehensive set of data with which we could validate our model. To date, Michalczyk provides
the most data on spring axial twist, however the information documenting the specifics of the springs and
experimental procedure are not sufficient to be used unambiguously [3]. For example, the end conditions are
never reported for any springs in the paper. Instead, a number is given for n, which is presumably the total
number of coils, and a number is also given for nc, which is the number of active coils. However, there is
no information on how the number nc was determined; whether it was calculated or measured is unknown.
Despite the limitations of the Michalczyk data, there is a group of five springs reported in the paper which
are very similar, with the main difference reported being the mean diameter. These springs were all reported
with the value of n as 10.5 and nc as 9.5, which is what we would expect for a open ground spring. Therefore
in an attempt to confirm that our model gives reasonable results we decided to treat the data for these springs
as an open ground spring with 10.5 total coils and use our model to predict the axial twist for each spring.
The results of this comparison are shown in Figure 12.

The trend of our model’s predictions closely follows the reported values by Michalczyk. It is worth noting
that the spring twist was only reported with a resolution of 0.5◦. All of our model’s predictions are within
3◦ of the measured values, and in fact are all within 1◦ of the reported simulation values from [3]. Given
the uncertainty in the total number of coils either coming from misinterpretation of the data in [3] and from
inherent uncertainty in coil counting, these results serve as a confirmation that the model is providing realistic
results.

14



Figure 12: Comparison of Michalczyk data to our model for five springs with almost identical parameters
except for a change in inner diameter.

3 Sensitivity Analysis

3.1 Trend Based Sensitivity Analysis

Before applying more sophisticated methods for a sensitivity analysis of our model, we investigated our model
with a more heuristic approach. First, the change in the twist angle of our nominal spring in response
to changing different parameters was considered. The spring’s free length, inner diameter, deflection, total
number of coils, Poisson’s ratio, and wire diameter were each varied individually while all other parameters
were held constant. The percent change in twist angle in response to a percent change in each parameter is
shown in Figure 13. For all cases except the free length and deflection, the spring was deflected 46.5 mm which
corresponds to 50 percent of the maximum deflection for the nominal spring. For the deflection parameter,
the deflection was simply varied from this nominal value while all other parameters were held fixed. Two
cases were considered for the free length: a fixed compressed height (L̂) and a fixed deflection (δ). All other
parameters are directly comparable to both cases for free length, because free length was held constant for
all other parameters and therefore the deflection to reach the nominal final height was always the same. As
Figure 13 shows, the sensitivity of twist angle to free length is significantly different for the two cases. When
the final height is fixed, the twist angle appears to be the most sensitive to free length. However, when the final
deflection was held fixed, the twist angle appeared more sensitive to the spring’s inner diameter, deflection,
and total number of coils than the free length. This result makes some intuitive sense, because when the final
height of the spring is fixed while the free length is varied, both the free length and deflection are effectively
changed at the same time.

Figure 13 shows how sensitive the nominal spring is to each parameter. However, in order to have a more
widely applicable visualization of the sensitivity of this model to it’s parameters, we also conducted a similar
analysis for a large variety of reference springs. A large number of combinations of spring parameters were
simulated, giving a wide range of new reference springs for which the same analysis was performed. For each
parameter, the maximum and minimum change in twist angle from this range of reference springs was found,
and the enveloping bands for the change of each parameter are shown in Figure 14. As a result of simulating
a wide range of new springs, they could not all be compressed to one unified final height, therefore in this part
of the analysis only the deflection was fixed to half of each spring’s maximum deflection. The trends in Figure
14 are the same as those seen in Figure 13. In fact the sensitivity curve of each parameter for the nominal
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Figure 13: Sensitivity visualization for each parameter when varied for the nominal spring. Two cases are
considered for the free length variation: constant L̂ and constant δ.

Figure 14: Sensitivity visualization enveloping a range of changes in twist angle from a simulation of many
“nominal” springs.

spring will by definition fall within the bands in Figure 14 since the nominal spring was included in the range
of springs. The new insight gained from this figure is that for any given starting point, if it was desired to
change a parameter, there would be some confidence that the new spring would have a change in twist angle
somewhere within the bands shown for that parameter.
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3.2 Variance-Based Sensitivity Analysis

There are a range of sensitivity analysis techniques that may be employed to quantify the how a model re-
sponds to changes in the input. The two main branches of this field are local sensitivity analysis (LSA), which
examines model outputs when variables are fixed around a particular nominal value and global sensitivity
analysis (GSA), when all of the input variables are allowed to vary over a given range [5]. Global sensitivity
analysis also quantifies how uncertainties in responses are apportioned to uncertainties in inputs. The trend
plots provided in Section 2 are results of local sensitivity analyses, where we prescribe a set of nominal values,
given in Table 2, and track the changes in twist by varying individual parameters.

We turn to the problem of GSA and consider the method of Sobol’ indices, a variance-based approach [5].
Sobol’ indices rank the importance of model parameters in order of their relative contribution to the overall
variance of the model. Consider a scalar valued quantity of interest, defined by the function, f(X), where
X = {X1, . . . , Xp} and p denotes the number of parameters. Then assuming that f is square integrable, we
consider the following decomposition of f into individual functions of each subset of the parameters:

f(X) = f0 +

p∑
i=1

fi(Xi) +

p∑
i=1

∑
j>i

fi,j(Xi, Xj) + · · ·+ f1,...,p(X1, . . . , Xp), (41)

where the component functions are defined recursively,

f0 = E[f(X)],

fi(Xi) = E[f(X)|Xi]− f0,
fi,j(Xi, Xj) = E[f(X)|Xi, Xj ]− fi − fj − f0.

Then let u ⊂ {1, . . . , p} be a subset of the parameters which we wish to compute the sensitivities of. If we
compute the variance of (41), we can define the Sobol’ indices of f as

Su =
Var(E[f(X|Xu)])

Var(f(X))
and Tu =

E[Var(f(X|X∼u))]

Var(f(X))
=
∑
v∩u6=∅

Sv. (42)

We note that the formulas in (42) are valid under the assumption that the input parameters are independent.
The Sobol’ indices, Su, quantify the relative contribution to the variance of the subset u of the parameters.
If u is a single parameter, Su is called the first order Sobol’ Index and it measures the importance of the
individual parameter. If u is a set of k parameters, Su is called the kth order Sobol’ Index, measuring the
importance of the pairwise interactions between those parameters. Then Tu is called the total Sobol’ Index
and it measures the contribution to the variance of all parameter interactions with the subset u. Sobol’ indices
are defined as the ratio of the model variance with respect to a subset of parameters over the total variance.
Defined this way, the following properties hold

0 ≤Su ≤ 1,
p∑
i=1

Si +

p∑
i=1

∑
j>i

Si,j + · · ·+ S1,...,p = 1.

Sobol’ indices are typically estimated using Monte Carlo integration [4], which is the case here. In the case
of our model, the relevant quantity of interest is twist, θ, and we use 2 distinct model input cases. In the
first, the model inputs, di, dw, Lf , Nt, ν, and δ are set to the nominal values, defined in Table 2, and varied
uniformly ±ε percent. In the second, di, dw, Lf , Nt, and ν are set to nominal values and then varied uniformly

by ±ε percent where δ is chosen subject to the constraint that L̂ = 25 mm. The second, more practical case,
involves prescribing a nominal compressed height of the spring. The Sobol’ indices reflect this restriction in
Table 3, which provides first order and total indices for each case and ε = 5, 10, 25. For all of the following
computations, we consider only open ground end conditions. The following values are reported, each computed
using 106 computations of θ.
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Given a variable Lf and δ, we see in Table 3 that the parameters which contribute most to the variance are

di, δ, and Nt, in that order. We would consider these the most important parameters. Then for a fixed L̂, we
see that Lf and di are the most important. This conclusion follows from the fact that when we fix a constant

L̂ and compute deflection using this value, Lf carries the variance for both Lf and δ. In both cases, it is true
that dw and ν are relatively unimportant variables. This insight could be valuable for the purpose of dimension
reduction or other model simplifications. It should be noted that the total Sobol’ indices are very close to
the first order indices in all cases. This indicates that the pairwise interactions in the model, correspond-
ing to Si,j , are relatively close to zero and that our derived model displays only weak correlations between
these given input variables. This conclusion, however, only holds within ranges defined by the given tolerances.

We then perform another set of Sobol’ computations using a set of practical spring tolerances, given in the
table below. The nominal values remain the same and are given in Table 2.

Now the approach is to sample uniformly around the nominal values, with upper and lower bounds given as
the practical tolerances in Table 4. We again compute total and first order Sobol’ indices for these new variable
tolerances, again with open ground end conditions and 106 samples. We also continue to use the constraint
that L̂ is fixed at 25 mm.

We can see in Table 5 that in this practical region of the parameter space, that the free length of the spring is
considered the only important parameter. Given such small tolerances for di, equating to ±2.08%, the inner
diameter provides almost no contribution to the variance of the output twist. Again, we know that higher
order interactions, represented by the higher order Sobol’ indices, are nearly zero. This has been verified by
computation of the second order Sobol’ indices.

Table 3: Sobol’ Indices for constant ε tolerances for all parameters.

vary Lf and δ fix L̂
di dw Lf Nt ν δ di dw Lf Nt ν

ε = 5 Ti .50 ≈ 10−3 .05 .18 ≈ 10−2 .26 .33 ≈ 10−3 .55 .11 ≈ 10−3

ε = 5 Si .49 ≈ 10−4 .05 .18 ≈ 10−2 .25 .32 ≈ 10−4 .57 .11 ≈ 10−3

ε = 10 Ti .50 ≈ 10−3 .05 .18 ≈ 10−2 .26 .33 ≈ 10−3 .55 .12 ≈ 10−3

ε = 10 Si .49 ≈ 10−3 .05 .18 ≈ 10−2 .25 .32 ≈ 10−4 .55 .115 ≈ 10−3

ε = 25 Ti .52 ≈ 10−3 .05 .20 ≈ 10−2 .27 .37 ≈ 10−3 .55 .135 ≈ 10−3

ε = 25 Si .49 ≈ 10−3 .05 .175 ≈ 10−2 .24 .33 ≈ 10−3 .50 .115 ≈ 10−3

Table 4: Tolerance values of design variables defined for helical compression spring design.

Parameters Tolerance

dw ±0.05 mm
di ±0.50 mm
Lf ±20%
Nt ±0.5
ν 0.27–0.33

Table 5: Sobol’ indices for practical tolerances.

fix L̂
di dw Lf Nt ν

Ti ≈ 10−2 ≈ 10−4 .97 .028 ≈ 10−3

Si ≈ 10−2 ≈ 10−4 .97 .027 ≈ 10−3
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4 Twist Mitigation Analysis

4.1 Identification of Feasible Space

This section will apply our model to a realistic condition. A similar process to that presented in this section
could be implemented to choose a spring that minimizes axial twist. For our constraint, we will assume that
the design requires a specific force at a final spring height. Furthermore L̂ and F̂ are given, and dw, di, Nt,
and Lf are varied so that the following constraint is met:

F̂ =
Gd4w

8D3
1n1

(Lf − L̂). (43)

While optimizing these parameters to meet our constraint and minimize axial twist, it is important to keep a
few other considerations in mind. First, the solid height of the spring should not be greater than the intended
final height of the spring. In practice, it is often desired to stay at least some percentage away from the solid
height. A second constraint on the design space is that it is not desirable to have an original pitch angle that
is too high. Some assumptions that go into spring mechanics derivations begin to break down when the pitch
angle gets too large. These two design constraints can be written as

Ls < 0.9L̂; α0 < 20◦. (44)

Before we used any optimization techniques, we explored the design space to see what effect our design pa-
rameters have on the axial twist. Figure 15 shows contour plots where two parameters from (43) were varied
while the other was kept nominal, the free length which makes that spring satisfy the non-linear constraint
was solved, and the final twist angle was calculated. For parameter combinations where the solved free length
violates one of the constraints in (44), they are plotted as a marker indicating which constraint was violated.
Figure 15 shows where there are viable spring designs, and where there are not. When the pitch angle con-
straint is violated, the free length has grown so far in an attempt to meet the force constraint that the pitch
angle has gone above 20◦. On the other hand, when the solid height constraint is violated, the free height has
been decreased too much compared to the solid height of the spring.

From the sensitivity analysis, when L̂ is held fixed, the free length becomes the most important parameter.
Therefore if only one parameter was varied at a time, the twist angle would decrease the most when the
parameter is changed in the direction that allows the free length to decrease. By examining two parameters at
a time, interactions between parameters can be noted. For example, Figure 11(b) shows that fewer coils with

(a) (b) (c)

Figure 15: Investigation of the design space as a function of (a) dw and di, (b) dw and Nt, and (c) di and
Nt. For each point on the graph, the value for Lf that satisfies the force constraint is used to calculate the
twist angle θ. Springs that violate one of the geometric constraints are plotted as markers indicating which
constraint was violated. For all plots the nominal spring is marked with a white circle.
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Figure 16: Twist angle of many springs with different free lengths and varying parameters which meet the
constraint in (43). The nominal spring is marked with a red circle.

a larger wire diameter will give a spring with relatively lower twist. Further constraints could be included
such as a minimum free length or a maximum stiffness. Such constraints could serve to alleviate the fact that
currently the springs that best mitigate axial twist have a free length barely larger than L̂ with very large
stiffness to meet the force F̂ at the final height L̂.

The prediction that decreasing the free length will decrease the spring’s twist subject to our design constraint
is supported by Figure 16. In this plot, a large sample of springs, similar to that used to create Figure 15, were
simulated, while satisfying the force constraint. These springs were plotted comparing their free length and
the twist angle predicted by the model. A clear trend shows that lower free lengths yield lower twist angles,
as can be seen in Figure 16. The trend is especially clear along the bottom of the cloud plot. The bottom line
represents the lowest twist spring sampled at any given free length. As the free length decreases, the lowest
achievable twist angle also decreases in what appears to be a linear relationship.

A final area of interest, when examining the axial twist subject to our design constraint, is to investigate the
effect of common spring properties, which are a combination of multiple spring parameters. In particular, we
investigated two spring properties: the stiffness, k, and the spring index, C. Figure 17 shows a cloud plot of
each of these parameters. There is a clear trend along the bottom of the stiffness plot, showing that higher
stiffness yield lower twist angle subject to our design constraint. This is consistent with minimizing the free
length, which necessitates a stiffer spring so that the same force can be reached at the same L̂. The plot of
spring index does not show such a clear trend. The spring index is sometimes considered to provide an idea of
the manufacturability of a spring. The fact that there is a wide range of spring index values which exhibit low
twist is promising for this design case study. A large range means that a variety of different spring geometries
can be used to achieve the goal of lowering the axial twist.
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(a) (b)

Figure 17: Effective spring stiffness (a) and spring index (b) plotted for all the same spring cases as in Figure
16. The nominal spring in both plots is marked with a red circle.

4.2 Optimization

We now investigate how to minimize axial twist under design constraints of force and final spring height. We
provide a proof of concept by setting up an optimization routine which can take in the bounds on design
parameters and give the optimal spring based on initial design parameters. That is, given F̂ , L̂, we want
to minimize θ (37) given by our model with the force constraint (43). We used Nt, di, dw and Lf as the
optimization variables. These are the physical parameters which could be handed to the manufacturer as
specifications for a spring to be made. We implemented an optimization routine with non-linear inequality
constraints on the variables. The force constraint was included as a part of the objective function,

min
Nt,di,dw,Lf

β1θ(Nt, di, dw, Lf ) + β2

∣∣∣∣∣∣∣∣F̂ − Gd4wδ

64R3
1n1

∣∣∣∣∣∣∣∣2
2

, (45)

subject to

Nt,min < Nt, (46)

di,min < di, (47)

dw,min < dw, (48)

L̂ < Lf , (49)

Lf < Lf,max, (50)

(Nt + 1)dw < 0.9L̂, (51)

Lf
(π(di + dw)Nt)

< tan(20◦). (52)

Equations (51) and (52) implement the solid height and pitch angle constraints from (44), which make sure
that the spring is physically feasible. These are some quantities that the user can define to tighten the spring
specifications.

• β1, β2 > 0 are the weights of θ and the normed force constraint. These can be set by the user according
to whether reducing twist angle or meeting force constraint is more important to the application. These
weights can be fine tuned to ensure more stringent twist angle optimization (β1 > β2) or, more stringent
force constraint (β2 > β1).

• Nt,min, di,min, dw,min, Lf,max can be set by the user, or set as zero.
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As this implementation of optimization only determines local and not global minima, it is important to use
an initial configuration which approximates your intended spring geometry.

Results from two optimization runs with the nominal spring as the initial configuration are summarized in
Table 6 (with β1 = 10−4, β2 = 104) and Table 7 (with β1 = 10, β2 = 1). Optimized relaxed version uses only
the constraints defined above, with di,min = 0.001 m, dw,min = 0.001 m, Nt,min = 3 coils and Lf,max = 1 m.
Optimized stringent version bounds di to within ±0.0005 m of the di for the nominal spring. In addition, we
used a minimum free length constraint(0.0030 m) to obtain Table 7. This was done to keep stiffness values
physically realistic, noting that even now stiffness values are quite high. As such, the routine gives a more
realistic design if β1 is a little lower. We summarize in Table 8 similar results with a starting spring which
differs from nominal point in wire diameter. (dw = 0.002, β1 = 10, β2 = 1). We note that all other things being
equal, bounding di tightly increases θ. However, bounds on di are sometimes prescribed by the mechanism
design, and a certain twist is unavoidable in such scenarios.

Table 6: Optimizing spring parameters.

Parameter Nominal values Optimized, relaxed di Optimized, stringent di

di,0 24 mm 29 mm 24 mm
dw 1 mm 1.5 mm 1 mm
D0 25 mm 31 mm 25 mm
Lf 100 mm 49 mm 84 mm
Nt 7.0 coils 6.5 coils 6.5 coils
p 20.0 mm 10.7 mm 18.6 mm
α0 12.0◦ 5.2◦ 11◦

Ls 7.0 mm 9.8 mm 6.8 mm
k0 105.3 N/m 310.1 N/m 130.8 N/m

buckling 4.0 1.6 3.4
C 25.0 20.5 24.1
θ 30.9◦ 2.9◦ 21.8◦

Table 7: Optimizing spring parameters with higher K1.

Parameter Nominal values Optimized, relaxed di Optimized, stringent di

di,0 24 mm 29 mm 24 mm
dw 1 mm 2.1 mm 2 mm
D0 25 mm 31 mm 25 mm
Lf 100 mm 30 mm 30 mm
Nt 7.0 coils 5.5 coils 7.0 coils
p 20.0 mm 8.6 mm 6 mm
α0 12.0◦ 3.8◦ 3.55◦

Ls 7.0 mm 11.8 mm 13.8 mm
k0 105.3 N/m 1442.0 N/m 1445.2 N/m

buckling 4.0 0.9 1.1
C 25.0 14.8 13.12
θ 30.9◦ 0.3◦ 0.4◦
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Table 8: Optimizing spring parameters with different starting condition.

Parameter Nominal values Optimized, relaxed di Optimized, stringent di

di,0 24 mm 135 mm 24 mm
dw 1 mm 5.3 mm 1.9 mm
D0 25 mm 14.03 mm 26 mm
Lf 100 mm 30 mm 30 mm
Nt 7.0 coils 3.0 coils 5.9 coils
p 20.0 mm 29.8 mm 7.7 mm
α0 12.0◦ 1.9◦ 4.32◦

Ls 7.0 mm 16 mm 11 mm
k0 105.3 N/m 1442.9 N/m 1446 N/m

buckling 4.0 0.2 1.2
C 25.0 26.3 13.8
θ 30.9◦ 0.04◦ 0.5◦

5 Uncertainty Quantification

5.1 MC Simulation of spring parameter tolerances: all with same uncertainty

Monte Carlo (MC) simulation has been a standard way to propagate input parameters’ variability to a function
where a quantity of interest is evaluated or computed. Here, to see how twist angle changes according to the
input design parameters’ variability, MC is performed on twist angle. A vector of random variables is defined
in terms of the design parameters X ≡ [dw, di, Lf, Nt, ν]T. A corresponding quantity of interest is twist angle
of a helical compression spring under force, given in (37). Each component of X has an independent uniform
distribution as described in Table. 9. Justification of the independent uniform distribution selection is that as
prescribed, any value is equally likely within the tolerance bands.

To be clear on how each design variable contributes to twist angle’s variability, MC samples are illustrated in
a way that shows variation with respect to only a variable to see relations between them. Figure 18 shows that
twist angle decreases with increasing wire inner diameter and total number of coils while increasing free length
leads to increasing twist angle. Here, the spring height L̂ is fixed as 25 mm so the deflection δ is a variable
dependent on free length Lf shown in (5). The widely scattered values of θ for a given parameter value in
the figure indicates that variability of twist angle does not depend solely on single parameter’s variability;
otherwise, the vertical spread will be less.

Figure 19 illustrates coupled effects of parameter pairs. It shows that twist angles do not change much along
the direction [Lf = 100, di = 24)], and it is flat in the direction [Nt = 7, di = 24], indicating coupled effects
of at least two uncertain parameters on the variability of twist angle. For comparison, cases studies in terms
of varying ε are performed to see the variability of twist angle resulted from ε on θ. Four different tolerance
values, ε = [0.025, 0.050, 0.010, 0.250], are chosen and the number of MC samples is chosen as 106 for each
case. Other than the parameters considered uncertain, we assumed nominal condition. Large variability of θ
results from a large ε as indicated by wide spread of twist angles in Figure 20. The cumulative probability
density functions in the figure also indicate that a very high or low twist angle relative to the nominal twist
angle is expected with a non-negligible likelihood of occurrence; for example, a probability of likelihood of
[θ > 60] with ε = 25% is close to 10% while those by the other cases are zero (or very close to).

Table 10 shows variation of twist angle relative to the nominal twist angle in terms of the difference between
the maximum (minimum) and the nominal θ values. Note that the histogram becomes left-skew. These results
indicate how combined variation in spring parameters manifests in twist angle variation.

Now we assume the tolerance ranges are given in Table 4. The tolerance on free length is large due to the
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Table 9: Description of design variables defined for helical compression spring design.

Parameters Distribution

dw (mm) Uniform ∼
[
dw,nom(1− ε), dw,nom(1 + ε)

]
di (mm) Uniform ∼

[
di,nom(1− ε), di,nom(1 + ε)

]
Lf (mm) Uniform ∼

[
Lf,nom(1− ε), Lf,nom(1 + ε)

]
Nt Uniform ∼

[
Nt,nom(1− ε), Nt,nom(1 + ε)

]
ν Uniform ∼

[
νnom(1− ε), νnom(1 + ε)

]
practical scenario that the free length may not be directly controlled in the application, and therefore could
take a wide range.

The minimum and maximum changes in twist angle from the MC with tolerances from Table 4 were −45.94%

Figure 18: Variability of twist angle regarding each uncertain variable–di, dw, Lf , Nt, ν–in MC with ε = 0.20;

compressed spring height, L̂, is fixed as 25 mm.

(a) (b)

Figure 19: Two dimensional scatter plots of twist angle θ versus (a) free length Lf and (b) total number of
coils Nt; contrasting colors indicate ranges of twist angles in MC.
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(a) (b)

Figure 20: Comparison of (a) histograms and (b) cumulative probability density functions of θ with varying
ε values in MC.

Table 10: Tolerance of θ relative to the nominal twist angle according to variations of parameters defined for
helical compression spring design.

ε θmin−θnom
θnom

θmax−θnom
θnom

θmean−θnom
θnom

(%) (%) (%)

0.025 -12.69 +14.62 +0.10
0.050 -23.84 +31.31 +0.42
0.100 -42.23 +72.15 +1.72
0.250 -75.93 +283.80 +11.43

and 61.62% respectively, indicating that significant variability is still present. It is desired to understand the
relationship between tolerances and uncertainty in the twist angle. In our practical scenario, the free length
was not specified down to a single value, and free length is a design parameter that affects twist angle’s vari-
ability dominantly given L̂ is fixed. Therefore, varying Lf values are selected as [0.0125 0.025 0.05 0.1 0.2 0.3
0.4 0.5 0.6 0.7] to see the effect of tolerance range of free length on twist angle. The maximum and minimum
twist angles’ variability in a set of realizations by MC with these values for Lf were found, and are shown in
Figure 21. As the uncertainty in Lf increases so does the variation in θ, and Figure 21 gives an idea of what
tolerance range on Lf would be required to limit the variation in θ to a certain level.

5.2 MC of spring parameter tolerances: force and spring height correlated

We perform MC again but with the free length determined by a prescribed force at a spring height. The re-
lation among the parameters is in (37). Force applied, F̂ , is assumed to follow a uniform distribution ranging
[7.21± 0.05] N and L̂ is assumed to follow an uniform distribution ranging [25± 1] mm.

Unlike previous analysis, Lf will not be a uniform distribution if it is provided in a relation with the other
variables. Note that a variable obtained by summing two identical uniform distributions follows a triangular
distribution, and a variable obtained by multiplying two identical uniform distributions follows narrowly

concentrated distribution. Shown in the relation in (43), Lf is given in two additive terms
(

8F̂D3
1n1

Gd4w
, L̂
)

, and

one of these is given in terms of multiplication. Thus it is reasonable to expect that Lf will be given in
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Figure 21: Variation of maximum, minimum, 90-, and 10-quantile twist angles, θ, relative to nominal twist
angle resulting from varying tolerance ranges of ε for free length, Lf .

Figure 22: Comparison of histograms and cumulative probability density functions of (top) Lf and (bottom)
θ with uncorrelated and correlated Lf .

trapezoidal shape because of two different additive terms and will show a skewed pick because of only one
term involved with multiplication. As shown in Figure 22, the histogram of free height obtained by MC with
the correlation with F̂ and L̂ does not exhibit equal likelihood of occurrence. Also, it is also shown that twist
angles with the correlated Lf is concentrated toward the middle because there is small likelihood of occurrence
of Lf in the both tails.

6 Concluding Remarks

In this work, we developed a physics-based model to predict the axial twist of a helical coil spring under com-
pression. A main focus of this model was to quantify the physics of the spring in the coiled state, while having
the model be expressible in terms of known design parameters. Once the model was created, a sensitivity
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analysis was conducted to find out which parameters were the most significant in the model. The spring’s
inner diameter and free length were determined via multiple methods to be the two most important parame-
ters under constant deformation and constant final height conditions, with the number of coils also playing a
large role in the constant deformation case. The Sobol’ indices suggest that there is little interaction between
parameters with no constraint on the model, which is supported by our investigation of the model. Finally,
we proposed uncertainty analysis to quantify the variability of the model under uncertain input parameters.

A design constraint was also introduced so that the model could be examined in a scenario more like it would
be in the real-world. A nonlinear constraint was created that dictated that the spring should exert a given
force F̂ when compressed to a given final height L̂. Under this constraint, minimizing the free height–which
in turn minimizes the overall deflection–became by far the most important parameter to minimize axial twist.
Under this scenario, variation of the other parameters mostly allowed minimization of the free length. Of
particular interest, the wire diameter dw, which was not seen as important in the sensitivity, analysis begins
to appear very important. This shows that the modification of a parameter which does not have a large
direct effect on the twist, can allow a constraint to be met while changing an important parameter in a good
direction. Monte Carlo simulations to find the uncertainty of the model under our constraint scenario with
realistic manufacturing tolerances on the geometry of the spring are performed. For a given F̂ and L̂, the
distribution of free lengths which met the force constraint showed a tighter distribution. Under this model
the parameters were correlated, which lead to less uncertainty in the final twist angle prediction.

Although no direct validation of our model was possible at this time, a preliminary confirmation of its results
has been shown with previously measured data. A full validation of the model in the future would be suggested.
Accurate measurements of the force, deflection, and axial twist of a number of springs with varying inner
diameter, wire diameter, free length, and number of coils would be needed to properly validate the model.
Additionally, if the increase in spring diameter were also measured that would allow another point of validation
and provide another set of data which is lacking in the literature.

7 Recommendations

Based on our model results, we recommend the following to mitigate axial twist of helical coil springs. Table 11
shows the direction various parameters should be varied to decrease the axial twist, along with some other
considerations for changing those parameters in that direction.

Table 11: Reference chart for how to change parameters in order to minimize twist, in order of importance.
The effect of changing each parameter on other spring values (k, Ls, α0, and C) are also shown, along with
some practical notes for the importance of each parameter.

To Decrease θ: Effect on
Rank Parameter Change k Ls α0 C Notes

1 di,0 ↑ ↓ – ↓ ↑ Rank 2 if F̂ at L̂ constrained∗

2 Lf or δ ↓ – – ↓ – Rank 3 if k or δ constrained∗

3 Nt ↑ ↓ ↑ ↓ – Use to control Ls
4 dw ↑ ↑ ↑ – ↑ Use to control k

∗ If the rank of a parameter is decreased, other parameters stay in the same order and move up to accommodate.

Based on the importance of parameters in Table 11, along with the trade-offs on other spring values such as
stiffness, a two step heuristic for minimizing spring twist is also suggested.

1. Increase inner diameter and decrease free length to the amount allowable by the design.

2. Use the wire diameter to tune the stiffness and use the number of coils to tune the solid length to match
design goals and avoid constraints. (These parameters are chosen as they have a smaller effect on twist.)
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A few further recommendations and comments are the following:

• Constraints can have a large impact on how the model responds to different parameters. One type of
constraint was examined in this work; however, other constraints could lead to other interactions and
trade-offs not seen in this work.

• The model suggests that spring twist is independent of the stiffness of a material, and insensitive to values
of Poisson’s ratio that are common for metals. Therefore no spring material should be significantly better
or worse than another.

• Wire diameter does not have a large effect on twist itself, which ends up being helpful because it
becomes a parameter that can be freely changed to make up for other changes and meet constraints
without compromising the twist mitigation.

• Large uncertainty from the tolerance stack up on parameters can produce significant uncertainty in the
twist of a spring. Be aware of this if any spring parameter is left unspecified down to a manufacturing
tolerance. Reference Figure 21 to see how the uncertainty in twist angle is related to uncertainty in a
single parameter with all other parameters at manufacturing tolerances.

• It is strongly recommended that high precision measurements be taken in order to validate this or
another model with springs. Springs with varied combinations particularly of inner diameter and free
length should be tested. The effect of the end conditions open, open ground, closed, and closed ground
could also be compared. During testing it would be recommended to test each spring at multiple
deflections while recording axial force and twist. If diametral expansion were also measured this data
set would greatly benefit the literature.

• Consider further analysis of the relationship between pitch, active height and number of active coils.

• The model predicts that at a Poisson’s ratio near -0.75 a spring will have zero twist. Although this
investigation assumed a homogeneous isotropic material, this result shows that for a certain ratio of
E/G there is a material that would guarantee zero twist under any geometry. Auxetic or orthotropic
materials could be investigated for a material that would fit the condition for zero twist. Alternative wire
cross sections could also be investigated for their ability to minimize twist by having different responses
to the twisting and bending moments.

References

[1] Handbook of spring design. Spring Manufacturers Institute, Ch. 1, 2, 4, 2002.

[2] J. Jiang J. Krueger S. Nannapaneni T. Qiu A. Bentley, T. Hodges. A flexible methodology for optimal
helical compression spring design. 2015.

[3] Krzysztof Michalczyk. Analysis of helical compression spring support influence on its deformation. Archive
of Mechanical Engineering, 56(4):349–362, 2009.

[4] Andrea Saltelli, Paola Annoni, Ivano Azzini, Francesca Campolongo, Marco Ratto, and Stefano Tarantola.
Variance based sensitivity analysis of model output. Design and estimator for the total sensitivity index.
Computer Physics Communications, 181(2):259–270, 2010.

[5] Andrea Saltelli, Marco Ratto, Terry Andres, Francesca Campolongo, Jessica Cariboni, Debora Gatelli,
Michaela Saisana, and Stefano Tarantola. Global sensitivity analysis: the primer. John Wiley & Sons,
2008.

[6] A.M. Wahl. Mechanical Springs. Penton Publishing Coompany, 1st edition, 1944.

[7] A.M. Wahl. Mechanical Springs. McGraw-Hill, 2nd edition, 1963.

28



8 Appendix

8.1 Algebra for Model Derivation

Rearranging (32) yields
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This is very similar to the expression derived in Michalczyk paper [3]. However, (53) is an implicit function
where R1 appears on both sides of the equation. Start by rearranging (53) to obtain
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Using identity 2πR1n1 =
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1 , and performing algebraic operations yields
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Now that we have an explicit expression for R1, we can use it to solve for n1
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Lastly, recalling that
θ = 2π(n0 − n1) (59)

we substitute and derive the final expression for twist angle
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1 )

R2
0 +

(
H0

2πn0

)2
(

l2w(1 + ν)

(1 + ν)(l2w −H2
1 )3/2 − δH1lw

)
. (60)
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Table 12: Description of parameters defined for helical compression spring design- a dictionary of Michalczyk’s
notations.

Parameter
Michalczyk [3] Adopted Description

g dw Wire diameter
di,0 Inner diameter at uncompressed state
di,1 Inner diameter at compressed state
do,0 Outer diameter at uncompressed state
do,1 Outer diameter at compressed state

D0 D0 Mean diameter at uncompressed state
D1 Mean diameter at compressed state

R0 R0 Mean radius at uncompressed state (half of the mean diameter)
R1 R1 Mean radius at compressed state
L lw Length of the wire in active coils
l0 Lf Free length

L̂ Axial length of spring at compressed state
Ls Solid height

H0cz H0 Spring height measured only through active coils at uncompressed state
H1cz H1 Spring height measured only through active coils at compressed state
n0cz n0 Total number of active coils at uncompressed state
n1cz n1 Total number of active coils at compressed state

Nt Total number of coils
h0, h p0 Pitch at uncompressed state
γ0 α0 Pitch angle at compressed state
θ θ Twist angle
f δ Deflection value; note, δ = 0 correlates to uncompressed state
ρ ρ Helix radius of curvature
1
ρz

1
ρz

Change in curvature of the helix
1
ρ0

1
ρ0

Curvature of the helix at uncompressed state
1
ρ1

1
ρ1

Curvature of the helix at compressed state

Mτ Mτ Wire twisting moment

F F, F̂ Compressing force, Axial spring force at compressed state
k c Increment of coordinate z
c k Effective spring stiffness (spring rate)

C Spring index
φ φ Helix parametric coordinate
φ0 Φ0 Angular position of the active end coil at uncompressed state
φ1 Φ1 Angular position of the active end coil at compressed state
G G Shear modulus, modulus of torsional rigidity
E E Young’s modulus
J I Area moment of inertia of the cross section of the wire
ν ν Poisson’s ratio
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works to analyze a very large dataset consisting of 2,785,354 glucose measurements collected over a

6-month period. We first use two longitudinal data models with time-varying coefficients to capture

the group difference: one is a marginal model with generalized estimating equations (GEE) and the

other is a three-level mixed model that also estimates a hierarchical correlation structure. Secondly,

we follow with two functional data analysis (FDA) models that estimate mean functions for the two

treatment groups with and without accounting for a within-day time-dependent correlation structure.

Additional details are also discussed regarding issues with missing data imputation and functional

alignment via the square-root-velocity function framework. Longitudinal models show there may

exist some difference at early morning but not at other times, while our FDA model results suggest
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1 Introduction

Glucose is a sugar which is considered an important source of energy in a living organism. Also

known as blood sugar, it circulates through humans’ blood and keeps the body’s mechanisms in

working order. We get glucose from everyday foods like vegetables, fruits, bread and dairy products.

Our body works most effectively when the glucose level is within the normal range. In general, the

normal range of glucose before eating is less than 90 milligrams per deciliter (mg/dL) and one or two

hours after eating is less than 140 mg/dL [1]. However, people with diabetes are unable to maintain

normal levels of glucose due to lack of insulin in their body or failure of body cells to response

properly to the insulin. In individuals with diabetes, the pancreas cannot make enough insulin to

absorb blood sugar into the cell. As a result, sugar builds up in the bloodstream and causes damage

to the body. Complications that result from Type 1 diabetes include kidney disease, heart disease,

and blindness etc [2]. A person with diabetes needs to take insulin in order to maintain normal

glucose levels. The average glucose level for diabetes patients is around 200mg/dL [3]. On the other

hand, for diabetes patients, taking too much insulin may cause hypoglycemia (low blood glucose)

which may cause drowsiness, unconsciousness and even death. For diabetes patients, accurate and

reliable glucose monitoring is critical in the ongoing management of this disease.

Attempts to quantify glucose started in the mid 1800s. In 1945, Dr. Walter Ames introduced

a method that included heating a modified copper tablet placed in urine. The first blood glucose

test strip was developed by Ames in 1965 using glucose oxidase [4]. However, it required a large

drop of blood. In the 1970s, glucose meters were introduced, but the accuracy and precision of these

instruments were very poor. Later in the 1980s, meters and strips were developed which required

less blood. For Type 1 diabetes patients, self monitoring of blood glucose (SMBG) become standard

with the advancement of A1C testing and insulin pump therapy.

In the 2000s, major developments occurred in the field of SMBG with the introduction of con-

tinuous glucose monitoring (CGM). Initially, the CGM devices were akin to a wristwatch and had a

fingerstick to measure blood glucose. In 2004, a real-time CGM system was introduced to identify

users with potential hypoglycemia or hyperglycemia. Later in 2006, the first real-time sensors were

introduced also known as short-term sensors (STS). G5 mobile was launched in 2015 which allowed

users to transmit their data to their cell phone. In 2016, the first CGM without a fingerstick was

introduced [4].

With the development of wearable electronic devices and technologies, huge amounts of data are
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collected in the field of healthcare directly from the source with minimal disruption to the lives of their

wearers. There are different types of wearable devices such as smartwatches, fitness trackers, wrist

bands, and smart glasses which keep track of real-time health information of patients. For example,

glucose monitors can collect data at least every five minutes. This makes it possible to collect a

minimum of 288 data points for one person in a day. This leads to multiple benefits. A number of

studies have shown that the use of CGM have improved control of glucose levels in blood for adults

and children with Type 1 diabetes [5–7]. It has been found that people with Type 2 diabetes also

benefited from using CGM [8–10]. A lifetime analysis showed that real-time use of CGM reduced

diabetes related complications significantly [11]. Also, for large populations, it has been found to

be very cost-effective [12]. However, alongside these benefits arise meaningful challenges. Storing,

transferring and analyzing these huge amounts of data requires substantial computational resources

and time, along with the appropriate data analysis techniques to extract useful information and

trends from overwhelming noise.

To date, analysis of data from continuous glucose monitoring devices has been restricted to

relatively straightforward types of quality control and summary statistics, such as plots of glucose

data, evaluating means of daily differences, average measures of glycemia (presence of blood glucose),

measures of glycemic variability (like standard deviation, coefficient of variation), area under the

curve (AUC), time spent in normal, low, and high values, variability percentage in blood glucose

level, time to peak, and AUC one or two hours after a meal [13–15]. However, these indices may lose

some of the additional information hidden inside the data such as patterns, variability, rate of change

(acceleration), and measures of change (velocity) at or across specific time points. The traditional

summary statistics may hide some of the explicit information related to differences in average glucose

and/ or glucose variability at specific time [16]. Used correctly, these types of information may help

clinicians make more informed decisions with respect to the care of diabetes type 1 patients.

In this project, we are investigating whether there exists a difference in blood glucose levels

over time between two groups of diabetes type 1 patients–the first treatment group using CGM to

monitor blood glucose levels and the second using both CGM with BGM (Blood Glucose Monitor)–

at a specific visit and/or across visits. This may also help someone to determine whether the use

of only CGM is as effective and safe as using CGM with BGM. Previously, a project ran by Jaeb

Center for Health Research (JCHR) used traditional approaches with summary statistics to find if

there is a difference between glucose measurements of these two groups [17]. We are interested in

approaching this problem from a different perspective. Our objective is to apply and compare several
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modern statistical methods that preserve the continuous time format of the data and in turn allow

us to extract additional information from it in ways that previously-used methods cannot. The data

we are working on may be considered hierarchical longitudinal data which contains within-subject

correlation. With this in mind we applied repeated data analysis approaches like mixed-effect models

and marginal models with GEE, which maintains the consistency of estimations without requiring

correlation structure. We also explored the impact of functional alignment on patient curve data,

an important data preprocessing step intended to remove noise from functional observations in the

time dimension. The use of functional data analysis (FDA) after functional alignment allows for

estimation of a mean function that better reflects important global features common to the sampled

observations.

The remainder of the paper is organized as follows: Section 2 describes the data and its pre-

processing, Section 3 provides descriptions of the models we applied to this data, Section 4 talks

about the results, and Section 5 gives a comparison of the methods and an overview of future work.

2 Data

This section describes the study from which the data was obtained, the variables in the data, the

preprocessing done for our analysis, and an exploratory analysis of the data.

2.1 CGM Clinical Trial

The study motivating this project is a 6 month randomized parallel group clinical trial conducted in

2015 and 2016 by Jaeb Center for Health Research (JCHR) in conjunction with the Type I Diabetes

Exchange. As described in the study protocol 10, the goal of the study was to determine if continuous

glucose monitoring (CGM) alone is as safe and effective as using CGM plus routine blood glucose

monitoring (CGM+BGM). Individuals eligible to participate in the study were people with Type I

diabetes aged 25 and older. Participants were fitted with a CGM device at the screening visit of the

study. The glucose levels of participants were monitored and recorded continuously at a 5-minute

time interval (minimum) for the duration of the study. The first portion of the trial was a blinded

run-in phase of up to 10 weeks for each participant. During this period, baseline data were collected

and participants partook in a training procedure. At the end of the run-in phase, participants came

in for a visit (at week 0) and were randomly assigned to the CGM or CGM+BGM treatment group

10Protocol is available at https://public.jaeb.org/t1dx/stdy/329
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Figure 2-1: Timeline of events in the clinical trial

with a 2:1 probability. After randomization, the main study commenced during which participants

came in for 5 visits at weeks 3, 6, 13, 19, and 26. Figure 2-1 shows a graphical display of the timeline

of the study design.

2.2 Original Data

The data from the clinical trial are publicly available through the JCHR website. We have used a

portion of the data for our analyses. They contain information on 226 participants including the

gender, ethnicity, age diagnosed with diabetes, whether medication is taken to lower glucose levels,

weight, height, and age at the time of enrollment, information on prior use of CGM, whether the

study was completed, and treatment group assignment. Information is also available on the 6 visit

days (0 (randomization), 3, 6, 13, 19, and 26 weeks). Participants were given a window of ±1 week

around each visit target day to complete a visit. The date of the visits was not provided to protect

the identity of participants. Instead, the number days after enrollment when a visit occurred was

recorded for each participant.

The response variable we are interested in is the glucose value measured by the CGM device.

The variables selected to be used relating to the glucose measurements are as follows.

• Participant ID: Number associated with a participant

• Device Day: Number of days after enrollment when the CGM measurement was taken

• Device Time: The time of the day when the CGM measurement was taken (HH:MM:SS)

• Glucose Value: Glucose value measured by device mg/dL
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Figure 2-2: Diagram of the preprocessing steps

There are a total of 14,950,661 glucose measurements in the data with averages of 65,520 glucose

measurements and 244 observation days per participant.

2.3 Data Preprocessing

Several preprocessing steps were applied to the data before models were fit. Figure 2-2 shows a

diagram of the steps taken to preproces the data. This includes the selection of a portion of the

original data to use for analysis, the creation of time bins, and some steps taken to handle missing

data. These steps are described in further detail below.

The modeling methods we will be using in our analyses are computationally intensive, so we chose

to work with a subset of the full data. To obtain a subset of the data, several steps were taken. First,

the original data included glucose measurements taken for calibration of the CGM device. These

observations were removed from the data. Second, it was determined to only consider observations

taken on the 7 days prior to a visit. The range of the seven days prior to a visit will be referred to

as a visit period. At this stage in the preprocessing, there were 2,785,354 rows in the dataset.

In an ideal situation, we expect a glucose measurement every 5 minutes for each participant. Thus,

each participant should have 288 observations in a day. The observations were not taken at the same

time for all participants, which may be due to the CGM devices being started at different times. To

simplify our analysis and since many of the methods that we will use require a discretized time scale,

we created 5 minute interval time bins starting with 12:00:00 am to 12:04:49 am. Observations taken

within the interval were assigned to have occurred at the lower bound of the interval. For example,

an observation taken at 12:03:00 will be assigned to have occurred at 12:00:00 am. It was discovered

that some patients have more than one observation in a 5 minute interval on the same day. In these

cases, the median glucose value was computed and assigned to have occurred at the lower bound of

the 5 minute time interval.
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Figure 2-3: Visit periods in which observations are missing for a participant shown by white cells

(left) and glucose values for one participant on a particular day with missing time observations (right)

Three types of missingness were found in the data: (1) participants missing observations from

entire visit periods, (2) participants missing observations from entire days, and (3) participants

missing observations from within a day. As seen in the image on the left in Figure 2-3, 13 participants

did not have any observations in an entire visit period, and it was discovered that nine of these

individuals dropped out of the study part of the way through. All 13 of these individuals were

removed from the data. The image on the right in Figure 2-3, shows an example for one participant

with missing observation intervals during the day. In order to subset the data further and work with

days that have more complete observations, the number of missing observations within a day for

a participant was determined. Within the 7 days of a visit period for each participant, the mean

number of missing values for each set of 3 consecutive days was computed. The 3 consecutive days

with the smallest mean number of missing values was selected and used in the analysis. In the cases

where there were multiple sets of 3 consecutive days with the smallest mean number of missing values

for a participant within a visit period, the earliest set of three days was selected. Nine participants

did not have observations in an interval of 3 consecutive days within a visit period. These participants

were excluded from the data for our analyses.

After the preprocessing, the dataset that is used in our analysis contains observations on 204

participants. It has 1,041,223 rows, an average of 5,104 glucose measurements per participant, and

18 observation days per participant.
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2.4 Data Exploration

In our study, we have 204 participants among which 131 had been assigned with just CGM only and

the other group was assigned with both CGM and BGM. Using a rpackage called compareGroups we

compared the demographic characteristics between these two groups of participants. We did not find

any significant differences between these two groups in terms of their participation, gender, ethnicity,

age both at diagnosis and enrollment and education level. However, the weight was significantly

different between these two groups.

Table 1: Summary descriptives table by groups of ‘Treatment

Group’

CGM Only CGM+BGM
p-value N

N=131 N=73

Completed Study: Completed 131 (100%) 73 (100%) . 204

Gender: 0.327 204

F 61 (46.6%) 40 (54.8%)

M 70 (53.4%) 33 (45.2%)

Ethnicity: 0.100 204

Hispanic or Latino 2 (1.53%) 5 (6.85%)

Not Hispanic or Latino 128 (97.7%) 68 (93.2%)

Unknown/not reported 1 (0.76%) 0 (0.00%)

Age at Diagnosis 20.4 (13.0) 20.5 (12.6) 0.960 204

Age at Enrollment 44.2 (14.0) 45.0 (13.2) 0.714 204

Highest Education Level: 0.554 204

Associate Degree 4 (3.05%) 3 (4.11%)

Bachelor’s Degree 64 (48.9%) 32 (43.8%)

Doctorate Degree 3 (2.29%) 3 (4.11%)

High school graduate/diploma/GED 4 (3.05%) 2 (2.74%)

Master’s Degree 28 (21.4%) 18 (24.7%)

Professional Degree 6 (4.58%) 5 (6.85%)

Some college but no degree 21 (16.0%) 7 (9.59%)

’Missing’ 1 (0.76%) 3 (4.11%)

continued on next page

8



Table 1 – continued from previous page

CGM Only CGM+BGM
p-value N

N=131 N=73

Weight 83.5 (15.4) 78.1 (15.7) 0.020 204

Height 173 (10.7) 172 (10.6) 0.655 204

CGM Use: 0.872 204

Current 61 (46.6%) 36 (49.3%)

In past, but not current 46 (35.1%) 23 (31.5%)

Never 24 (18.3%) 14 (19.2%)

From the data of this study, we found that a large portion of participants have used CGM devices

either in the past or recently (81%).

Table 2: Prior experience with CGM.

CGM Only CGM + BGM

Current 61 36

Past 46 23

Never 24 14

Summary statistics of glucose levels for the two groups are shown in the table 3. We observe that

the mean, median and 3rd quartile of glucose levels are slightly different between the two groups.

Table 3: Summary statistics of glucose levels

Min 1st Qu. Median Mean 3rd Qu. Max Std

CGM 39.0 112.0 151.0 161.0 200.0 401.0 64.4

CGM+BGM 39.0 111.0 147.0 156.9 192.0 401.0 62.2
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3 Methods

3.1 Method 1: Intensive longitudinal data analysis with time-varying coefficients

Because in this trial we have repeated measurements for every patient, we can regard our data as

intensive longitudinal data and try to detect the group difference, noting that we will further discuss

the time-varying coefficients for the modeling. There are several simple methods that exist for

repeated data analysis, that is, ANOVA/MANOVA for repeated measures, but the limitation is the

inability of incorporating covariates. There are two traditional approaches, mixed-effect models and

Generalized Estimating Equation (GEE), which are both currently widely used in practice. Of note is

that these two methods have different tendencies in model fitting depending on the study objectives.

In particular, the mixed-effect model is an individual-level approach that adopts random effects to

capture the correlation between the observations of the same subject. On the other hand, GEE is

a population-level approach based on a quasi-likelihood function and provides population-averaged

estimates of the parameters [18].

A key advantage of this approach is that GEE does not require true correlation structure but

the estimations are consistent. In real data, we never know what the true correlation structure

is, and as our sample size is quite large, we believe it is justifiable to use GEE in this case. The

disadvantage of GEE is that it can only incorporate one correlation matrix so it cannot include a

three level hierarchical model, while the mixed model approach could introduce random effects into

each level cluster and has multiple level interpretations. For instance, our data structure has not

only the correlation within subjects, but also from between visits. Patients may change their diet

based on their last record, so we have different sources of variability in a hierarchical model.

3.1.1 Marginal model with GEE approach

GEE is a general statistical approach to fit a marginal model for longitudinal data analysis, and it

has been popularly incorporated into clinical trials and biomedical studies. In this section we specify

the model itself and discuss estimation of coefficients.

Suppose that our longitudinal data consists of i subjects. For subject i = 1, 2, ... suppose that

there are ni observations and Yij denotes the jth response (j = 1, ..., ni). Also let Xij denote a p× 1

vector of covariates. Further let Yi = (Yi1, Yi2, .., Yini) denote the response vector for the ith subject

with the mean vector written as µi = (µi1, µi2, .., µini); here µij is the corresponding jth mean. The

responses are assumed to be independent across subjects/clusters but correlated within each subject.
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The marginal model specifies that a relationship between µij and the covariates Xij , is written as

follows:

µij = X ′ijβ (1)

where β is an unknown p× 1 vector of regression coefficients and Xij is covariate vector.

Based on Liang and Zeger 1986 [19], GEE yields an asymptotically consistent β̂ vector even when

the “working” correlation structure (Ri(α)) is misspecified. The estimate of β is obtained by solving

the following estimating equation:

U(β) =

K∑
i=1

D′iV
−1
i (Yi − µi) = 0 (2)

where Di = ∂µi/∂β
′,

Given the time-dependent nature of our response measurements, we model β as a time-varying

coefficient β(t) so that we can see how the group differences change over time. Then the marginal

model specifies that a relationship between µij and the covariates Xij is written as follows:

µij = X ′ijβ(t) (3)

We express each β(t) in the form

β(t) = BT (t)θ, (4)

such that B(t) = (B1(t), B2(t), ..., Bd(t))
T is the set of basis functions; a discussion of the derivation

of this basis may be found in Hoover 1998 [20]. Also in our report, we introduce more about the

definition of base function in section 3.2.2. With this set of basis functions the marginal model now

is

µij = X ′ijB(t)θ. (5)

with θ = (θ1, θ2, ..., θd)
T could be seen as the parameter for corresponding time point. So again we

can use GEE to estimate θ and get a corresponding variance-covariance matrix Σ for estimations.

The standard error for β(t) will be (diag(B(t)ΣBT (t)))1/2. Notice B(t) only depends on time t but

not i, so we will get the same estimation for the same time-point regardless of the patient id.

3.1.2 Mixed model with ML approach

In our data structure, visits and subjects specify the nesting structure. In other words, days (level-1)

are nested within visits (level-2) which are in turn nested within subjects (level-3), i.e. there are

k = 1, ..., nij level-1 units that are nested within j = 1, ..., ni level-2 units that are in turn nested
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within i = 1, ..., n level-3 units. The three-level mixed-effects model with random intercepts at both

level-2 and 3 can be written as

yijk = XT
ijkβ(t) + γi + νij + εijk. (6)

The outcome yijk is the glucose measurement, a continuous variable, of subject i on day k and visit j.

The covariate vector xijk (with the first element equal to one) includes level 1, 2, and 3 explanatory

variables, and β is the corresponding vector of regression coefficients. The random subject effect

γi indicates the influence of subject i on the measured outcome, while the random visit effect νij

represents the influence of subject i on visit j. The population distributions of γi and νij are assumed

to be normal distributions with σγ and σν respectively. The errors εijk are also assumed to be normal

with σε and independent of the random effects at both level 2 and 3. There is no assumption of

equal sample size at any level. By allowing for heteroscedasticity of the random-effect (level-2 and

3) variances and error variances at each level, we can further allow covariates to influence these

variances [21].

Again we model β(t) = B(t)θ as in (4), so our goal actually is to estimate θ by treating B(t)

as part of the covariate matrix. Then we can use likelihood methods, which are designed for fixed

effects. So in the mixed model, we need to integrate the random effects out of the three-level linear

mixed-effects model:

f(Y |θ) =

∫ ∫
f(Y |θ, γi, νij)f(γi|θ))f(νij |θ)dγidνij (7)

Then the next step is to solve the score equation for θ in order to obtain the familiar maximum

likelihood estimator for β(t) = B(t)θ. Given the variance-covariance matrix of θ would be able to

get the variance-covariance matrix of β(t), which is exactly the same as discussed earlier. We used

the R package MGCV’s gamm function for this data, which fits the specified generalized additive mixed

model, by a call to lme in the normal errors identity link case. In the latter case estimates are only

approximately MLEs.

3.2 Method 2: Functional Data Analysis

Fundamentally, functional data analysis (FDA) views observations from the standpoint of functions,

as opposed to individual data points potentially with some dependency structure. From the FDA

perspective, we view functional data as discrete observations of a phenomenon that can be represented

by smooth curves that reflect the dependence structure between neighboring points, so that the
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phenomenon can be evaluated for any point of time along a continuous interval. [22]. In this workshop

we selected two FDA modeling approaches to model our data: one that models a mean function while

adjusting for the impact of the two treatment groups, and a second with an extension to account for

overall clock-time correlation.

3.2.1 Functional Alignment/Time Warping

In essence, functional alignment is a tool used in FDA to remove phase variation from functional

observations. If we consider such observations in the univariate case, amplitude variation occurs

between these functions on the y-axis (i.e. the vertical distances between functions) and phase vari-

ation occurs between these functions on the x-axis (i.e. the horizontal distances between functions).

For the sake of brevity, we discuss high-level themes with respect to functional alignment and the

selection of an alignment framework in this section, and include detailed discussed of the chosen

alignment framework in the appendix at the end of this report.

The functional alignment/time warping literature often casts phase variation in terms of differ-

ences between clock time and system time with respect to functional observations. In our setting, we

may think of phase variation as the misalignment of functional features in the time dimension. In

particular, we may suppose that glucose levels in individuals with diabetes rise and fall according to

some overall system time (since everyone must eat, sleep, and expend energy through daily activity),

but these glucose level curves may rise and fall at the individual-level according to differences in in-

dividual behaviors, along with other biological processes, genetic expressions, etc. These individual

glucose curves are the noisy clock time realizations of this underlying system process.

We may wish to remove phase variation in order to eliminate issues with generating effective

data summaries when phase variation is present. When working with functional data, the mean of a

collection of functions may not adequately reflect common trends or patterns that are noisily reflected

in the individual function curves. Removal of phase variation via a functional alignment/time warping

scheme can allow for subsequent generation of summary statistics (here in the form of functions)

that more meaningfully reflect global functional features of importance, e.g. alignment of peaks and

valleys.

Philosophically, the literature casts the use of functional alignment in two main ways: as a data

preprocessing step separate from and prior to model-fitting and analysis, or else as a method to be

used jointly in the comparison and analysis process [23]. Given time constraints, we chose to use

functional alignment as a preprocessing step; we refer readers interested in the latter viewpoint to
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[24] for a comprehensive treatment from this perspective.

A historical approach to functional alignment has been through dynamic time warping (DTW).

Put simply, DTW uses a dynamic programming algorithm to register two functions according to

the minimization of some distance function (typically the L2 distance). In classical DTW, the

dynamic programming algorithm is applied to minimize a least-squares cost function that dictates

the alignment of functions via registration of selected points between these functions. DTW provides

a globally optimal solution, but on a restricted search space (piecewise-linear in a fixed grid). The

computational algorithm can be greedy in that it may warp regions where no alignment seems to

be called for, though such issues may be mediated by the inclusion of a regularization term to the

cost function. In addition, the DTW framework does not guarantee the generation of a symmetrical

warping function (e.g. the alignment of function 1 to function 2 does not necessarily occur along

the same warping path as the alignment of function 2 to function 1), nor is the warping function

guaranteed to be one-to-one. These kinds of undesirable warpings may also be introduced through

other alignment frameworks that are based on minimizing the distance between two functions via

L2-based loss functions and, importantly, such frameworks may also have trouble distinguishing

between phase variability and amplitude variability during the alignment process. We refer the

reader to Marron et al. 2015 for detailed discussion of these problems L2 metric [25].

In choosing a functional alignment framework for functional data analysis, we may wish to con-

sider classes of functions that mediate or fully eliminate some of the aforementioned issues that are

present in DTW and other warping/alignment frameworks. One such framework in the FDA/shape

analysis literature utilizes a transformation known as the square-root-velocity function (SRVF), which

is defined as follows for a function x:

SRVF(x) = sgn(Dx)
√
|Dx|,

where Dx is the first derivative of x and sgn(u) = 1 if u ≥ 0 and −1 if u < 0.

As discussed in the appendix, use of the SRVF mediates or eliminates issues that are present in

DTW and other warping/alignment frameworks due to the following relation (where x1 and x2 are

functions):

dFR(x1, x2) = ||SRVF(x1)− SRVF(x2)||2.

The above equality shows that the L2 norm of the difference between two SRVF-transformed

functions is equivalent to computing the Fisher-Rao distance between the two functions. Once a
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Figure 3-4: Data preprocessing steps prior to FDA model-fitting

warping operator h is applied to one function to align it to the other, this relation allows for the

computation of an optimal alignment by minimization of the proper distance on the left-hand side.

This framework requires the warping operator h be a diffeomorphism to guarantee the existence

of an inverse h1 and differentiability of h and this inverse. A dynamic programming algorithm is

employed to determine this optimal h in the fdasrvf package and a presentation of the algorithm

itself may be found in Appendix B of [24]. Under the SRVF framework, alignment of one function

to another by minimization of the above distance results in a nonlinear time warping wherein phase

variability is minimized between the two functions but differences in amplitude are preserved.

The functional alignment package fdasrvf and FDA modeling package fda (both in R) require

complete observations over a fixed time grid (i.e. no missing values are allowed over a time interval

of interest). As such, we decided to select a simple linear interpolation procedure to fill in gaps in

patient glucose value measurements as an initial layer of pre-processing for the FDA model approach.

After this, we aligned patient curves via the SRVF alignment framework according to an ad-hoc

approach specified in the appendix; in short, a baseline patient curve was selected qualitatively

based on desirable features (peaks corresponding to the eating of breakfast/lunch/dinner). Details

of the interpolation and implemented alignment process are also provided in the appendix, along

with specification of the full imputation/functional alignment algorithm used on our data prior to

fitting our FDA models. Figure 3-5 illustrates the degree to which patient curves change in the phase

dimension after the alignment step and figure 3-6 shows the highly-nonlinear warp paths identified by

the SRVF framework to achieve optimal alignment of these functional curves to the baseline patient

curve.

3.2.2 Data Smoothing with Roughness Penalties and Functional T-Test

Due to the massive dataset provided, the purpose of using this approach is to see the main patterns

within the data and capture main mode of variation as well as variations in glucose level trends by

time of day for two treatment groups. In the following framework on this section, we chose the first
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Figure 3-5: 10 selected patients before and after functional alignment performed via fdasrvf package

day among 3 consecutive days within a visit period for each participant. It allows us to analyze the

varying glucose levels during a day (i.e. a 24-hour period from 12:00 AM - 11:59 PM) per visit level.

On a given day within a visit period, let us denote xij(t), i = 1, 2 and j = 1, . . . , ni as the true glucose
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Figure 3-6: Warp paths for 10 patients

measurement curve during a day for the jth participant in group ith. Then we construct xij(t) as

the following basis function expansion form:

xij(t) =

K∑
k=1

cijkφk(t) = cTijΦ(t), (8)

where K is the number of basis functions. The parameters cij1, cij2, ..., cijK are coefficients of the

expansion and φ1(t), φ2(t), ..., φK(t) are basis functions. In this section, we chose the B-spline basis

functions which are prone to fit well in non-periodic curve fitting. In particular, we used the order

four B-spline (i.e., cubic polynomial B-spline) with knots placed at every 30 minutes over the 24-hour

period within a day. That is, the number of basis functions, K, is 50 (i.e. the number of interior

knots is 46 and the order is 4). Due to a large number of basis functions in terms of the number of

knots we placed, we also considered the smoothing parameter λ to impose a so-called “roughness”

or “penalty” term on function complexity to avoid the over-fitting problem. Our penalty term was

the integrated squared second derivative such that

Pen2(xij(t)) =

∫ [
D2xij(t)

]2
dt.

Since a straight line has a zero second derivative, the model fit becomes linear when we consider

increasingly-large values of the smoothing parameter on our penalty term. The figure below indicates

varying Generalized Cross-Validation (GCV) values depending on the choices of log10(λ) for each
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group at a given visit day based on curves before functional alignment. We chose λ = 100 to impose

smoothness on our penalty in some level and to keep a low GCV value as well; this choice of λ aligned

with the GCV-selected λ value based on patient curves after alignment.
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Figure 3-7: Generalized cross validation values for per each visit

In order to formally test for differences in the mean functions between our two treatment groups

after model-fitting, Ramsey 2009 proposes using the maximum value of the multivariate T-test, T (t),

as a test statistic. This statistic takes the form

T (t) =
|x̄1(t)− x̄2(t)|√

1
n1

Var[x1(t)] + 1
n2

Var[x2(t)]
.

Since an error distribution is not specified in this model, we employ a permutation test via the

following procedure in order to find a critical value for this functional T-test test statistic:

1. Randomly shuffle the labels of the fitted observation curves

2. Recalculate max{T (t)} with the new label

3. Repeat steps 1 and 2 k-many times

Choosing k large enough allows us to generate a null distribution from which a critical value may

be obtained. This procedure then provides a reference distribution against which we may compare

the maximum value of our observed T (t) [26]. We took k = 1000 permutations to generate a null
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distribution for our test statistic and then chose the upper-tail 0.05 quantile of this distribution as

the critical value for testing whether daily glucose levels for the two treatment groups significantly

differed from one another during different visit periods.

3.2.3 Data Smoothing with Roughness Penalties and Time Dependence Modeling

In this FDA model, data smoothing with roughness penalties is implemented to fill the missingness

at the individual patient level. However, the goodness-of-fit varies across the participants and thus

simply averaging over the fitted curves of all patients could result in poor estimation of the rep-

resentative group mean curve. Meanwhile, even though the functional t-test can detect significant

differences in glucose levels between the CGM-only users and CGM+BGM users at an individual

time t, this approach fails to take within-day time dependence into consideration. In order to cir-

cumvent those possible drawbacks, we switch the focus to the following model formulation: For a

given ith group (either CGM-only or CGM+BGM in our case), the within-day glucose level of the

jth patient across time is assumed to be

yij(t) = xi(t) + ui,j(t) + εij(t) i = 1, 2, j = 1, ..., ni (9)

where xi(t) is a smooth function that stays the same for patients of the same group, εij(t) inde-

pendently and identically follow N(0, σ2) for all i,j and t, ui,j(t) is independently generated by a

zero-mean Gaussian process with the variance-covariance function C(i)(s, t) across the subjects and

the groups and independent of ui,j(t).

Similarly, xi(t) can be expressed as the linear combination of basis functions for the common

mean function for patients in the ith group on a fixed day:

xi(t) =

Ki∑
k=1

cikφik(t). (10)

The group mean function estimation procedure is the same as the previous section and the penalty

is introduced to address the over fitting issue.

Furthermore, the presence of ui,j(t) allows us to model the time dependence within a day and

the variance-covariance function C(i)(s, t) is assumed to be the tensor product of B-splines basis.

C(i)(s, t) =
∑

1≤p,q≤c
θpqφp(t)φq(t), (11)

where Θ=(θpq)p,q is a symmetric coefficient matrix and c is the number of interior points and the

order (degree plus 1) of the B-splines. c is determined by functional PCA in the fashion of selecting
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the number of eigenvalues to reach the pre-specified threshold percentage of variance. To simplify

the notation, we suppress the subscript i since the variance covariance matrix estimation method

is the same across the groups. In the meantime, the response value of each patient is measured at

different discrete time points in practice. For a fixed population, response value of the jth patient is

modeled as below:

yjk = x(tjk) + uj(tjk) + εij k = 1, ...,mj , j = 1, ..., n, (12)

where
{
tj1, ...., tjmj

}
are the time point when the jth patient’s measurements were recorded. Es-

timation of C(s, t) involves two steps. In the first step, given an empirical mean function estimate

f̂(tjk), the residuals are given as rjk = yjk − x̂(tjk), Ĉj = (rjk1rjk2)k1,k2 ∈ <mj×mj and Ĉj=vec(Ĉj).

In the second step, we have to smooth the estimate in the following way:

(Θ̂, σ̂2) = argminΘ,σ2

{
WLS + λvar‖ΘD‖2F

}
, (13)

where WLS = (Ĉ −Xα)TW (Ĉ −Xα), Ĉ is the column vector stacking all Ĉj and Xα is the

column vector stacking all vec(θpqφp(tjm1)φq(tjm2) + σ2I) and W is a block matrix with W−1
j =

0.5Ĉj + 0.5diag(Ĉj)

Ĉj

4 Results

We will show the data application results from previous methods. It is necessary to point out again

that section 4.1 and section 4.2 are using different subsets of the whole dataset because they have

different requirements for data structures.

4.1 Method 1: Intensive longitudinal data analysis

4.1.1 Group Difference at Fixed Visit

In this subsection, we use the whole dataset to answer the question: for each visit, do the treatment

groups behave differently in general? As it is in a longitudinal data format, we do not necessarily

worry about missing data. We generate a group indicator gi = 0 if the patient only wore a CGM

device, and gi = 1 if the patient wore both the CGM and BGM devices, giving

µij = β0 + β1 ∗ gi (14)
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with i = 1, 2, ..., 226.

We applied model (14) with GEE to each visit, so that we could estimate group differences at

a fixed visit. For each fixed visit, it is more robust to use the GEE method. The estimate of β1

will be the estimated difference from people who wear two devices to the ones who only wear the

CGM device. H0 : β1 = 0 means if there exists group difference at considering time period. Next we

can see the estimates at each visit and their corresponding confidence intervals. We see from figure

4-8 that, based on the glucose measurements from all patients, all of the confidence intervals for our

estimates contain zero, so there does not exist a significant group difference in each visit.

Figure 4-8: Group difference in each visit by treatment

The gee package allows us to incorporate other covariates like age, gender, education level, weight

and height. But in this project, computation time issues prevented us from fitting a model based on

the full dataset with more covariates. As we are interested more in the time-varying effect, we would

prefer not to spend more time on exploring models (1) with fixed parameters.

4.1.2 Time-Varying Group Difference

We subsequently explored whether the group difference is changing during one day, for instance, will

there exist a group difference at midnight or some specific time. In this subsection, we randomly

selected 60 people (ID 5, 7, 11, 18, 21, 24, 25, 26, 29, 32, 34, 35, 41, 46, 47, 49, 50, 53, 55, 69, 74,

82, 83, 88, 89, 91, 94, 96, 101, 118, 120, 124, 127, 129, 133, 135, 150, 153, 156, 158, 159, 164, 167,

168, 171, 176, 184, 190, 191, 192, 194, 203, 204, 205, 207, 212, 213, 219, 220, 225) to reduce the

computational burden (compared to using all patients); moreover we only chose three days of their

visits 1, 2, and 3. The case of three days is described in section 2.3.
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First, we use the GEE method to fit the marginal model with visits fixed, because the GEE

framework can deal well with a two-level model and give a robust estimation. We just apply model

(14) as a time-varying coefficient marginal model:

µij = β0(t) + β1(t) ∗ gi (15)

Then we choose the B-spline with degree equal to 3 (cubic). For the knot selection, we supposed

each patient eats three meals per day, implying we would likely expect to see three peaks in glucose

levels each day corresponding to these three meals. As such we specified 7 knots to allow the spline

curve to adequately fit these peaks.

Figure 4-9: Group difference overtime in day at specific visit by GEE

Moreover, we want to see if the effect is different between days in a specific visit. Thus, we create

a dummy variable dki = 1 if the patient was in day k, k = 1, 2, 3. So the time varying model can be
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written as:

µij = β0(t) + β11(t) ∗ d1
i ∗ gi + β12(t) ∗ d2

i ∗ gi + β13(t) ∗ d3
i ∗ gi (16)

Again we specified the splines to be of degree 3 and contain 7 knots. β1k is the group difference at

day k in specific visit.

Figure 4-10: Group difference overtime at different day at specific visit by GEE

Note that figure 4-10 shows the group difference for different days, which may give us a sense

if the group difference in one whole day has the same changing pattern or not. From both figure

4-9 and figure 4-10, we could see that for these 60 patients, the group difference is not significant

during the daytime in each visit, but CGM+BGM seems to detect lower glucose values in very early

morning. In other words, it appears that there is no significant group difference when the glucose

value is relatively high, as patients likely eat meals during the daytime and early evening. Overall, the
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glucose values measured by CGM appeared higher than the glucose values measured by CGM+BGM

most of the time, but the difference was not necessarily significant.

Next, we used the three-level mixed model to see if the two groups are different from each other

by introducing both within-subject and between-visit correlations. We assume these correlations

follow a AR(1) correlation structure. We then write

yijk = β0(t) + β1(t) ∗ gi + γi + νij + εijk (17)

with random subject effect γi indicating the influence of subject i, while the random visit effect νij

represents the influence of subject i on visit j.

Figure 4-11: Glucose value overtime in day by three-level mixed model

Irrespective of whether we fit a marginal or mixed model, they each showed that glucose values

may be lower for patients wearing both the CGM and BGM devices compared to the CGM-only group

in the early morning. We may guess that the CGM device is not as sensitive as the CGM+BGM

devices when glucose values are relatively low, which should be further tested using the whole dataset

and adjusted for more covariates. But during most of the day, both models showed no significant

difference in glucose levels between the two device groups. Another point of note is that we do not

use the data after alignment in these two longitudinal data models, as the estimation procedure and

assumptions may change if we are doing alignment for outcomes.
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4.2 Method 2: Functional Data Analysis

4.2.1 Functional Data Analysis without Time Dependence

Figure 4-12 shows examples of estimated curves at the individual level using the cubic B-spline

basis, with knots placed at every half-hour within a day per visit, both prior to alignment (first

five images) and after alignment (second five images). Since we used 50 basis functions with the

smoothing parameter λ = 100, our estimated curves provided a good fit to the data with the small

Root Mean Square Error (RMSE) and enough smoothness on the model roughness.

In Figure 4-13, we presented the sample mean curve (solid line) across participants of each

group at a given visit day with one standard deviation error lines (dashed line) before and after

alignment. Graphs before alignment showed slight deviation between the CGM-only group and the

CGM+BGM group during certain time periods of the day, while the mean functions for patient

curves after alignment showed little difference in the amplitude dimension. These patterns matched

with the individual patterns observed before and after alignment in Figure 3-5. This difference in

mean function curves before and after alignment allowed us to explore whether our conclusions differ

with respect to the two group differences depending on alignment.
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Figure 4-12: Comparison between before and after aligned curves per each visit for an individual

We may now evaluate whether daily glucose levels for the two treatment groups significantly

differed from one another, with results presented on analyses from both before and after alignment.

There were few signals indicating deviation between two mean treatment group curves prior to

alignment, and these occurred over short time periods during the day (e.g. in visits 1, 4, and 5). For

instance, we observed a gap between two mean curves at visit 1, roughly between 8:00 AM and 10:30

AM, as shown in the first upper left corner of Figure 4-13. However, after alignment we observed no

signals indicating deviation between the treatment group mean functions in system time within any
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Figure 4-13: Comparison between before and after aligned curves per visit

visit period.
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Figure 4-14: Comparison between before and after aligned curves per each visit

As described previously, we used 1000 permutations to generate a distribution for our test statistic

and then chose the upper-tail 0.05 quantile of the null distribution generated by this permutation

method at a given visit day. The functional t-test at visit 1 before alignment showed that the

observed test statistics during approximately 8:00 AM to 10:30 AM were more extreme than would
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be expected given the null distribution. However, the functional t-test result after alignment showed

a flattening of observed test statistic peaks across the full 24-hour period and point-wise significance

was no longer detected at any system time point at the 0.05 critical value, indicating there was no

meaningful underlying system time difference between the two treatment groups over this period

after alignment.

4.2.2 Functional Data Analysis with Time Dependence

In this section, we will show the mean function and correlation plot for CGM-only users and

CGM+BGM users across visits. Given the large amount of patients and high computational cost

associated with fitting this model, we will confine the time grid to every hour within a day (24 grids

in total) for each visit to relieve the computational burden. We used the face package to fit the

mean function and correlation matrix for both groups (CGM only users and both device users) re-

spectively. The face package [27] is powerful in three aspects. Firstly, the package allows patients to

have missing response values at some time grids. Specifically, this package utilizes the FDA method

for sparseness while fdasrvf package is limited to only the dense dataset (no missing values). Sec-

ondly, the package is executing bivariate leave-one-subject-out cross validation for smoothing the

mean and variance-covariance estimates. Thirdly, this package can predict the mean and correlation

in the future time grids. In this study, we use functional PCA starting with the largest eigenvalue

and so on until 99% of total variability has been achieved.

Figure 4-14 illustrates the fitted mean estimates of two groups for every visit. The figure 4-14

shows a moderate pattern that the glucose level measured only by CGM is sightly higher than that

by CGM combined with BGM, which coincides with the findings by the previous methods. Figure

4-15 is the display of the standardized fitted curve difference between CGM+BGM and CGM (both-

user mean subtracted by CGM only user mean) at every hour for every visit. Figure 4-15 implies no

significant difference between the mean of two groups for every visit. The decision rule is established

as follows: if absolute value of the standardized difference is greater than 1.96 (97.5 percentile of

standard normal distribution), data indicates significant difference between two groups. Otherwise,

no conclusion is being made. It’s worth noticing that the presence of random time effect uij(t) not

only enables time dependence modeling but also decomposes the deviation of the jth patient from

the common mean function xi(t) into uij(t) and εj(t) for the ith group. The variability of those two

random elements uij(t) and εj(t) are responsible for the standard error of x̂i(t). This feature yields

the smoother mean estimates and standardized mean difference since time variability is included.
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Neither figure 4-13 nor figure 4-15 shows a significant difference but with different treatments to the

time effect. The time alignment method is to mitigate the difference in the clock time and system

time while modeling uij(t) is to include the time related variability. Finally, figure 4-16 presents the

time correlation among the clock time girds (each time grid stands for one hour) for both groups.

Based on the figure, we found that the time dependence decays drastically after three to five hours.

Figure 4-15: CGM Only vs CGM+BGM Mean for Each Visit
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Figure 4-16: Both - CGM Only Standardized Mean Diff for Each Visit

Figure 4-17: CGM Only Time Correlation for Each Visit
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Figure 4-18: CGM+BGM Time Correlation for Each Visit

5 Summary and Future Work

In this report we described two primary approaches for analyzing large amounts of time-dependent

data with multi-level nesting: a time-varying longitudinal modeling approach via GEE/GAMM and

an FDA approach with and without time-dependence, where the former FDA approach was explored

before and after functional alignment via the SRVF framework. The resulting estimation of time-

varying mean functions for the two treatment groups at the visit level suggested few differences

between the two groups during most periods of the day, with some possible exceptions in the early

morning, though more analysis (e.g. on the full dataset) is likely required to reach more definitive

conclusions. Of note is the lack of significant differences between the estimated mean functions for the

two treatment groups under the FDA model after functional alignment of patient curves. We view

these modeling approaches as exciting ways to learn about primary features of interest within rich

and complicated datasets. The FDA perspective and the functional alignment process in particular

casts the elimination of phase variation as a highly useful tool through which we can uncover valuable

patterns in glucose level changes over time, though it should be considered and used with great care.

Importantly, longitudinal data modeling allows for the incorporation of more covariate informa-
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tion and also allows for the presence of missing values. Using the same subjects in a longitudinal

study allows for measurable change over a period of time to be collected. The GEE approach gives

estimates that are robust, whereas the mixed-model approach allows for greater interpretability. In

this project, we further extend this modeling framework to use time-varying coefficients to see the

group difference over time and include visualizations to make these comparisons more tractable.

Under the longitudinal modeling approach, we can construct point-wise confidence intervals for

time-varying coefficients and test if the group difference is significant at certain time points. But

in actuality, it is difficult to test if the group differences are the same at two different time points.

Bayesian hierarchical mixed-effect modeling may offer a solution to this particular problem at the

expense of potentially increased computational cost. Further, via normal GEE methods we can

only explore a two-layer data structure: how to develop this method with a multi-level correlation

structure would be an interesting avenue to explore. Also, computational cost is a primary concern

for datasets this large. We know the GAMM function has strong modeling abilities but is expensive

computationally for fitting models to such large datasets. This naturally leads to the question of how

we reduce computation time without meaningfully reducing the estimation accuracy when fitting a

multiple level mixed model.

From our FDA approaches, limitations included the inability to partially or fully specify the

correlation structure within the data. In addition, the qualitative selection of a baseline reference

curve in our functional alignment step could potentially have influenced the subsequent analysis on

the aligned data. Further, our treating of this functional alignment step as a strict preprocessing of

the data ”independent” of subsequent analysis deserves additional scrutiny. It would be of significant

interest to more fully incorporate functional alignment into the statistical analysis under the FDA

approach; in particular, re-running the analysis after aligning all patient curves to an appropriately-

computed mean function (i.e. a Karcher mean) in the quotient space under the SRVF framework

would be of great interest.

Future directions for the analysis of this dataset via FDA methods would necessarily include the

accounting for and modeling of the full correlation structure of the dataset. The recent FDA method

incorporates two layer correlation of sparse datasets which, in our dataset, is the correlation across

visits (first layer) and across time girds (second layer) [28]. An implementation of their method is

the fpca.lfda function in fdasrvf R package.

The GEE and GAMM approaches allow us to specify multi-level models that estimate the cor-

relation structure of our data based on the underlying experimental design (to varying degrees), but
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our FDA models were unable to fully account for these nestings and, in effect, did not allow us to

use all the available information to learn about potential features of interest.

The use of functional alignment indicated no meaningful amplitude differences at the system-time

level between our two treatment groups, but we may also be interested in asking questions about

differences in functional variation between the two groups. A functional ANOVA analysis would

allow us to answer this kind of question and determine whether one treatment approach resulted

in significant reduction in glucose level variability at different times throughout the day, even if we

observed no difference in the estimated mean functions between treatment groups.
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6 Appendix

6.1 Functional Alignment and the SRVF Framework

6.1.1 Choice of Functional Alignment Framework

Put simply, Dynamic Time Warping (DTW) uses a dynamic programming algorithm to register

two functions according to the minimization of some distance function (typically the L2 distance).

In classical DTW, the dynamic programming algorithm is applied to minimize a least-squares cost

function that dictates the alignment of two or more functions via registration of selected points be-

tween the two functions. DTW provides a globally optimal solution, but on the restricted search

space (piecewise-linear in a fixed grid). The computational algorithm can be greedy in that it may

warp regions where no alignment seems to be called for, though such issues may be mediated by

the inclusion of a regularization term to the cost function. In addition, the DTW framework does

not guarantee the generation of a symmetrical warping function, e.g. the alignment of function 1 to

function 2 does not occur along the same warping path as the alignment of function 2 to function

1. Such undesirable warpings may also be introduced through other alignment frameworks based on

minimizing the distance between two functions via other L2-based loss functions and, importantly,

such frameworks may misidentify phase variability as amplitude variability. We refer the reader

to Marron et al. 2015 for detailed discussion of issues with dynamic time warping and functional

alignment via the L2 metric [25].

6.1.2 Justification for Square-Root-Velocity Function Framework in Functional Align-

ment

In choosing a functional alignment framework for functional data analysis, we may wish to consider

classes of functions that mediate or fully eliminate some of the aforementioned issues that are present

in DTW and other warping/alignment frameworks. One such framework in the FDA/shape analysis

literature utilizes a transformation known as the square-root-velocity function (SRVF), which has

the following definition (where x is a function):

SRVF(x) = sgn(Dx)
√
|Dx|,
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where Dx is the first derivative of x and sgn(u) = 1 if u ≥ 0 and −1 if u < 0.

The SRVF transform is a one-to-one map up to translation, so that if one has the starting point

x(0), one may recover the original function from the SRVF transformation. Importantly, use of

this SRVF transform within the Fisher-Rao distance is equivalent to the L2 distance between their

SRVFs, i.e.

dFR(x1, x2) = ||SRV F (x1)− SRV F (x2)||.

As its name implies, the Fisher-Rao distance is indeed a proper one, and so preserves all the desir-

able properties that we wish for when determining the similarity between two functions (symmetry,

positive definiteness, triangle inequality). As such, the problem of functional alignment within this

SRVF framework may be cast as minimizing the Fisher-Rao distance between two functions x1 and

x2 after applying some warping function h to one of them, i.e.

inf
h
||SV RF (x1)− SRV F (x2 ◦ h)|| = inf

h
||SV RF (x1 ◦ h)− SRV F (x2)||.

In other words, it should not matter which function we apply a warping operator to in order to

align it to the other function when performing functional alignment via this approach, a key advan-

tage over other functional alignment approaches. Finally, the framework itself requires the warping

operator h be a diffeomorphism to guarantee the existence of an inverse h1 and differentiability of

h and this inverse. A dynamic programming algorithm is employed to determine this optimal h in

the fdasrvf package and a presentation of the algorithm itself may be found in Appendix B of [24].

Under the SRVF framework, alignment of one function to another by minimization of the above

distance results in a nonlinear time warping wherein phase variability is minimized between the two

functions, but differences in amplitude are preserved.

6.1.3 Considerations for Functional Alignment and FDA Model Analysis

The functional alignment package fdasrvf and FDA modeling package used for [Juna’s approach]

(both in R) require complete observations over a fixed time grid (i.e. no missing values are allowed

over a time interval of interest). As such, we decided to select a simple interpolation procedure to

fill in gaps in patient glucose value measurements as an initial layer of pre-processing for the FDA

model approach. After this, we align patient curves via a selected alignment framework according
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to an ad-hoc approach outlined in a later subsection.

6.1.4 Interpolation of Missing Data in Day-Level Patient Glucose Values

We initially looked at cubic spline interpolation as an option to interpolate missing values within a

single patient’s day-level glucose measurement values (hereafter referred to as a ”patient curve data”

for ease of reference), since imputation by this approach preserves smooth transitions over intervals

containing missing observations. However, the spline interpolation sometimes imputed glucose level

values quite close to 0 and potentially for sustained periods of time; in terms of interpretability,

these low values would correspond to an individual in a hypoglycemic state, which may or may

not be reasonable given the presence of diabetes in all subjects, but ultimately suggested the spline

interpolation may introduce undesirable extrapolation in the patient curve data after imputation.

As such, we ultimately decided to utilize linear interpolation to impute missing values in order

to produce complete glucose value curves at the day level. Though this approach is unlikely to

adequately approximate realistic variations in glucose level over large time gaps, it does mitigate

the potential extrapolation issue introduced by the spline interpolation approach. One final issue

with the interpolation step concerns the presence of leading and trailing missing values for any given

three-day window of glucose measurements. Since we cannot interpolate beyond the endpoint of a

curve, we simply extended the closest non-missing value to impute these leading and trailing missing

values. The missing-data imputation and extensions were performed using the ’zoo’ package in R.

6.1.5 Functional Alignment of Day-Level Patient Glucose Curves

A basic question of interest in this study is whether a significant difference in mean glucose measure-

ments exists between the two treatment groups over time. A key benefit of functional alignment, as

previously discussed, lies in the reduction of potential phase variation among patients vis-à-vis their

measured glucose values over any given 24-hour period. This alignment of patients’ glucose curves

potentially allows us to better recover the ”system time” process by which glucose values change

over time. Put another way, we can think of this functional alignment as a data preprocessing step,

prior to model-fitting and analysis, that removes the noisy lifestyle differences among patients that in

turn, for example, induces one patient’s glucose levels to peak around 8 AM (since this is when they

regularly eat breakfast) and another patient’s glucose levels to peak around 7 AM (since perhaps
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this second patient wakes up to eat breakfast earlier each day).

The question, then, is how we might go about establishing some ”baseline” patient curve against

which other patient curves should be aligned. Choosing to align patient curves to some baseline

curve within each treatment group may potentially exacerbate group differences in an undesirable

or unintended way. As a result, a baseline curve was selected from the visit 0 period (during which

randomization was initiated and so we should not yet expect the impact of treatment to be realized

in the respective treatment groups) corresponding to ”reasonable” changes in glucose levels over a 24-

hour period: an increase in levels in the morning corresponding to breakfast followed by a decline,

a second larger peak in the early afternoon corresponding to lunch followed by another decline,

and a third larger peak in the day corresponding to dinner followed by a decrease. Smaller peaks

corresponding to snacks or small meals are assumed to exist also given the presence of diabetes in

all patients, but the interest is in alignment of these primary peak/valley features over any 24-hour

period.

After visual inspection of patient data from the initial visit period, the choice was made to use

the first day of the ”visit 0” glucose measurement data for patient 78, as this patient’s corresponding

glucose data appeared to contain the aforementioned features and, importantly, had relatively few

missing measurement values that required imputation. All other patient curves were aligned to this

baseline curve via the alignment framework discussed in the next section. It is worth noting that this

multiple alignment issue is a known problem in the FDA/shape analysis field and there a number

exist proposed methods for performing such alignments according to some optimization criteria–

including the creators of the fdasrvf package–but all require increased computation time over the

ad-hoc approach described here. Again we refer the reader to [25] for discussion of this problem.

When put together, the chosen imputation and alignment procedures allow for specification of

the following algorithm to execute these procedures prior to FDA model-fitting:
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Algorithm 1: Imputation and Functional Alignment Algorithm

Result: Imputation of missing values and alignment of functions via SRVF framework

1 Identify an initial baseline patient via pt id. WLOG take pt id = 1 and define pt id

1 =BASELINE PT ID;

2 Extract patient BASELINE PT ID’s paired glucose/time measurements for visit 0 and day

i. WLOG take i = 1;

3 Linearly interpolate missing glucose/time observations on the 288 point grid (corresponding

to the number of 5-minute bins per day) for this patient’s curve;

4 Set function1 = patient BASELINE PT ID’s matrix of paired glucose/time measurements

on visit 0, day 1. All other patient paired glucose/time measurements at the day level will

now be aligned to function1 in the next step;

5 for i← 1 to length(all patient IDs) do

6 set pt id i = NEW PT ID;

7 for j ← 0 to length(visits) do

8 for k ← 1 to length(days within visit period) do

9 Extract patient NEW PT ID’s paired glucose/time measurements for visit j, day

k;

10 Linearly interpolate missing glucose/time observations on the 288 point grid

(corresponding to the number of 5-minute bins per day);

11 Set function2 = patient NEW PT ID’s matrix of paired glucose/time

measurements;

12 Align function2 to function1 via fdasrvf::pair align functions;
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Figure 6-19: Patient selected as baseline reference for SRVF functional alignment. Patient data

taken from day 1 of initial visit.

44



Coastal Imagery Analysis and Breaking Wave Type Estimation with Machine Learning

Jorge Arce-Garro∗1, Taewon Cho∗2, Hye Rin Lindsay Lee∗3,
Ryleigh Moore∗4, Risa R. Sayre∗5, Yao Xuan∗6, Zitong Zhou∗7

Faculty Mentors: Matthew Farthing8, Tyler Hesser8, Harry Lee9

Abstract

Classifying and identifying ocean wave breaker types is important to guarantee the safety and success of
both civilian and military operations occurring in and around the surfzone. Current high fidelity numerical
models are sensitive to boundary conditions and are not fast enough to solve this problem in the time frame
needed. An empirical parameterization for wave breaking type is employed using offshore wave conditions
and surfzone slopes estimated from an inverse method using nearshore video imagery. Machine learning
models are attractive due to their speed and ability to predict information using less information than
other methods. In this paper, a direct method is used to label training data for multiple machine learning
approaches in order to predict the wave breaker types given an image and offshore wave conditions.

1 Introduction

Estimating the coastal hydrodynamics and ocean conditions is important for both the safety and success
of civil works and military missions of the United States armed forces. Military operations can require the
transport of people and equipment from deep water to the beach. However, the dynamics of waves in the
narrow strip between these two zones must be better understood in order to avoid navigational difficulties,
damage to ships, and even deaths due to treacherous plunging waves. The main cause of this danger is the
process of wave breaking, since this is the mechanism by which a wave can release energy on its surroundings
[1]. Therefore, wave breaking must be analyzed first in order to provide recommendations or predictions to
avoid this damage.

2 Objective

This study focuses on developing an algorithm to predict the type of breaking waves at a beach for a given
moment in time; this will be done by using the most readily available nearshore wave conditions, imagery,
and corresponding data for the wave height and period. Ultimately, this algorithm will be able to employ
forecasts of wave height and period data as well as an image of the beach to generate probabilistic forecasts
of the breaking types.
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Figure 1: Wave Breaker Types at Duck, N.C. - Source: Brodie et al. (2018)

Table 1: Criteria for breaking wave classification, where I is the Iribarren number. - Source: Battjes et al.
(1975)

Breaker type I range

Spilling I < 0.5
Plunging 0.5 < I < 3.3
Surging I > 3.3

2.1 Wave Breaking

As waves come from deep water to shore, forces from the seabed slow them down and reduce their wavelength.
Conservation of energy flux requires their heights to increase, in a phenomenon known as shoaling [2]. The
shoaling process causes the top of the wave, the crest, to move faster than the bottom, the trough, which
eventually causes the crest to spill over and to break, releasing the potential energy that has built up from
the slowing of the wave.

There are three main wave breaking types that are being considered in this research: spilling, plunging,
and surging. The breaking types of waves are determined by the wave height, wave period, and the underwater
topography near the shore, or the bathymetry. (See Figure 1). In general, the spilling and collapsing waves
are considered safe for boats trying to cross the surfzone, the area where breaking waves are observed. On the
other hand, plunging waves are the most dangerous for boats. Their steep crests plunge violently when they
break, exerting a sudden force that can disrupt a boat’s path, or even capsize it.

2.2 Classification of Breaking Types

An approach found in the literature to classify breaker types is the Iribarren number [1]. Let m denote the
beach slope, and let Hd and Ld denote the height and wavelength of a wave in deep water, respectively. The
Iribarren number at deep water is the dimensionless parameter defined by

I =
m√
Hd/Ld

. (1)

The criteria in Table 1 have been established for breaking wave classification empirically [3].
The Table 1 and equation (1) are deduced from breaking waves using constant slopes. The actual beach

geometries differ significantly from the assumption of constant slopes, especially in the surfzone.
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Figure 2: Comparing bathymetry approximations from varying methods [5]

2.3 Estimating Bathymetry

Calculation of the Iribarren number requires the bathymetry in order to estimate the slope. A first approx-
imation can be given by an equilibrium beach profile, or Dean profile [4], which consists of a simple convex
parametrization of the form h = Ay2/3, where h is the water depth, and y is the offshore distance. The flaw of
this model is that it uses an unrealistic topography which does not take into account sand bars - modulations
in the sea bed usually caused when storm waves erode the shore and deposit sediment in intermediate (often
between 2 and 6 meter) depths. For reference, see Figure 2. The sand bars are crucial components when
it comes to classifying breaking types, as they often provide the first line of breaking waves that shape the
dimensions of the surfzone.

As an additional complication, bathymetry is dynamic; it is constantly changing due to wave interaction
and sediment transport [6]. In order to account for quickly changing bathymetry, the interest in bathymetry
estimations from remotely collected data has increased over the years. There are several techniques available
that use aerial visual inputs such as video imagery [7], surfzone pictures [5, 8], and Light Detection and Range
(LIDAR) measurements [9, 10]. The most easily obtainable source of aerial visual input are overhead pictures
of the surfzone, which can be generated by a drone. This study uses the algorithm by Holman et al. [8] to use
this aerial imagery to identify the 2D coordinates of the shoreline and sand bar into a parametric estimation
of the 2D bathymetry.

Once a bathymetry estimate is available, it must be noted that the slope in general is not constant over
the seafloor. It can be argued that the slope values near the breaking point, where the wave first breaks, are
relevant to the breaking process; therefore, one of these slope values should be picked and used in (1).

3 Approach

This report describes two approaches to solve the problem of classifying the breaker type. The first method is
a direct approach resulting in an Iribarren number calculation, and the second approach is a machine learning
method. This initial approach is able to predict the expected breaking wave types in its own right, and also
it will be used to label the training data for the machine learning model with a breaker type. Subsections 3.1
and 3.2 describe these 2 approaches and their differences.
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Figure 3: Three types of wave images from an Argus monitoring system at Egmond aan Zee - Source: Flanders
Marine Institute

The following data is used for both approaches:

• Imagery data: An Argus monitoring system was used to produced imagery data of the coastline near
the USACE Field Research Facility (FRF) in Duck, NC. The Argus monitoring system was developed
by Oregon State University’s Coastal Imaging Lab, and it uses six different cameras pointing at different
direction to produce a 180◦ view of the coast. This system samples every half an hour to an hour all year
round and produces a number of imagery products, but for this project we will focus on two different
types of images: time exposure (TIMEX) and variance (VAR) images taken over 10 minute time span
with a frequency of 2 Hz from 2015 to 2017 (See Figure 3).

• Offshore wave height (H) and period (T ) data: The wave heights and periods coming to shore vary at
any given moment in time. The expected values, or averages, of these 2 physical quantities are collected
by an acoustic wave and current meter (AWAC) from sensors approximately 1 km offshore of Duck,
NC. The significant wave height (Hs) is used as a proxy for offshore wave height, and the period is
approximated by the sea surface wave period at variance spectral density maximum (Tp). It is assumed
that these averages remain spatially constant along the entire beach. This is a reasonable assumption,
as the coastline region under this study is relatively small at only 2 km in length.

In order to gather offshore information, the the AWAC takes samples over approximately 22 minute
intervals. Specifically, the significant wave height

Hs = 4
√
mo

is determined from the zeroth moment

m0 =

∫ ∞
0

E(f)df

of the energy function, where f is the frequency, and E is the energy. The zeroth moment is the total
area under the wave energy density spectrum [11]. For the wave length, the value

Tp =
1

fo
,

where fo is the frequency associated with the highest amplitude of the wave energy spectrum [11].

Finally, the offshore wave length L is calculated using the dispersion relationship

σ2 = gκ tanh(κh). (2)

.
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Figure 4: Flowchart of the direct approach
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Figure 5: The examples of unsuitable images. Each image is labeled according to the type. From left to right,
they correlate to the image requirements list starting from number 2.

3.1 Direct Approach

The Figure 4 outlines the flow of the first approach.

First, the TIMEX and VAR images of the surfzone are input into an image processing tool to identify the
shoreline and sand bar locations. These locations are passed into a tool (described below in step 2 of this
approach) that solves an inverse problem to calculate the bathymetry of the beach. Finally, the bathymetry is
used to approximate a slope at the breaking point and offshore wave conditions in order to classify the wave
type using the Iribarren number.

Step 1: Image Data Cleaning and Processing

Approximately 6000 TIMEX and VAR images ranging from 2015 to 2017 were downloaded from the Oregon
State University Coastal Image Lab. Unfortunately, not all the downloaded images were suitable for the
purpose of this study. The requirements of the image data are:

1. Both TIMEX and VAR images must be available at the same time and day.

2. The entire range of image must be present.

3. There must be distinct evidence of wave breaking in the image.

4. The TIMEX images cannot have glares.

5. The VAR images must have a black shore.

6. There should not be any light beam pattern in the image.

Most of the suitable images were from the months of January through May and December, and the best
times to sample the images were from 10 am to 4 pm EDT (see Figure 6). In general, the images from
June through November usually did not contain any breaking waves or had too much noise, and the images
from outside of the peak sample time range were usually too dark or bright to process. Out of about 6000
downloaded images, only 644 images met the requirements above. Recall that both TIMEX and VAR images
were being used to extract the shorelines and breaking points, which yields a total of 322 images of usable
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Figure 6: Example dataset of image counts used for model training by month and year. No images from July
or August were selected in the set.

data with RemoveSingle.m, RemoveGlare.m, and RemoveCameraDead.m. Some unsuitable images were able
to be screened. However, not all images were screened automatically because each case has different pattern
in its image while the others are hard to extract their pattern numerically.

From the suitable images, the coordinates of the shoreline and breaking point need to be extracted in order
to estimate bathymetries. This can be done by detecting the two local maxima of the intensity per column of
the gray-scaled TIMEX or VAR image. The algorithm is described below in Algorithm 1.

Algorithm 1 Detecting shore line and breaking points from a pair of TIMEX and VAR images (292× 1263)

1: for y=1:1:1263 do
dz(x) = zV (x+ 1, y)− zV (x, y)
xs = arg max

τs≥x
dz(x)

z̄(x, y) = min(zT (x, y),zV (x, y))
Solve Eq.(3)

2: end for

The images are first converted to gray-scale for low cost computation from RGB type, then they are
cropped to remove labels and missing pixels. Let x be vertical coordinate from the top in an image and the
horizontal coordinate of the searching slide where the bar goes from left to right to search (the second plot
of Figure 7), y be the horizontal coordinate of shoreline and bar in an image, and zT , zV be the intensities of
the TIMEX and VAR images, respectively. After cleaning the images further, the coordinates of the shoreline
and sand bar, y, are found by browsing slide intensity function values, zT and zV with respect to x. Since
VAR images have zero intensity, zV , above the shoreline (upper white region), those areas should be pitch
black. The coordinates of the shoreline is obtained when the intensity of VAR image reaches its first maximum
difference in intensity (See Algorithm 1); this happens at the white area in the VAR image. Note that x goes
from top to bottom of the VAR image, however this does not work when the VAR image has noise. Finding
the breaking point coordinates is more challenging than the shore line coordinates as there are likely to be
more than one local maximum intensity after shoreline. Normally, the outer bottom edge of white lower region
is estimated as the breaking points, because the foam starts emerging from the breaking points which appears
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Figure 7: The top figure shows gray-scale image and shore (red) and breaking point (green) column-wise. The
bottom plot shows the slide of VAR image and slide of min(TIMEX,VAR) along the red vertical line in the top
figure.

in white as well. Consider the following objective function to obtain the most appropriate breaking point by
adding a penalty term and modifying the area of trapezoid,

xb = arg max
x≥xs

(
z̄(x, yb) + z̄(xs, ys)

2

)
log(x) + log

(
x− xs

75

)
(3)

where yb = ys in the same column, z̄ = min(zT (x, y), zV (x, y)), (xs, ys) is the shoreline coordinate, (xb, yb) is
breaking point coordinate, and z̄ is the intensity defined in Algorithm 1 (see Figure 7).

Step 2: Bathymetry and Slope Estimation

Recall that using the Iribarren number requires knowing the beach slope, m. There is a parametric beach
tool, provided by USACE, that finds the 2D bathymetry based on the work of Holman et al. [8].

Using this, the bathymetry is estimated by sampling 49 1D cuts along the seaward direction of each image.
These cuts allow to account for changes in the bathymetry along the coastline in a simple way. Figure 9
illustrates several of these bathymetry profiles.

The slope is calculated right before the breaking point and then used in Iribarren’s formula. Specifically,
the maximum slope over an interval of 100 meters prior to the breaking point is selected as the slope of each
bathymetry profile.

Step 3: Inverse Shoaling and Dispersion Relation

Although the wave height and period data at shallow water (from between 6 and 11 meters in depth) is avail-
able, the wave information at deep water is the actual data required as an input for (1). Henceforth, the wave
data measured at the water depths of 100 meters or more will be considered as deep water. A procedure to
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Figure 8: After the step in Figure 7, the shoreline (red) and the breaking points (green) are obtained. From
the acquired points, the sample points were selected evenly.

calculate the wave height and length at these locations, using data at shallow water as inputs, is now described.

The following are defined for the computations in this section. A d subindex denotes data in deep water:

• H Shallow water wave height (Known information)

• L Shallow water wave length (Computed from the dispersion relation)

• h Shallow water depth (Known information)

• T = Td Wave period (Known information)

• Hd Deep water wave height (Computed from inverse shoaling)

• Ld Deep water wave length (Computed from the dispersion relation)

• hd Deep water depth (Known information)

Recall, the dispersion relation in equation 2 is

σ2 = gκ tanh(κh)

where

σ =
2π

T

and

κ =
2π

L
.
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Figure 9: Bathymetry examples with varying distances from shore.
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First, we can find L and Ld using the dispersion relation. Below is the explanation to find Ld. The
computation for L is similar. (

2π

Td

)2

= g

(
2π

Ld

)
tanh

(
2π

Ld
hd

)

Using linear wave theory, it is assumed that the period is constant, [11] hence T = Td(
2π

T

)2

= g

(
2π

Ld

)
tanh

(
2π

Ld
hd

)
.

When hd is known, the only unknown in the equation is Ld, which can be solved by using any numerical
method for nonlinear equations. In this work, an initial guess using the deep water approximation of

Ld ≈
g

2π
T 2
d , (4)

was used. Notice that this approximation is the large limit of the dispersion relation (see equation 2) as
h→∞.

Now to find Hd, the conservation of energy flux [2] requires

dECg
dx

= 0, (5)

where
E = ρgH2/8

is the wave energy, ρ is density, cg is the group celerity, and g is the acceleration due to gravity.
From this conservation law,

ECg = EdCgd

⇒ 1

8
ρgH2Cg =

1

8
ρgH2

dCgd

⇒ H2 1

2

L

T

(
1 +

4πh
L

sinh( 4πh
L )

)
= H2

d

1

2

Ld
Td

(
1 +

4πhd
Ld

sinh( 4πhd
Ld

)

)

⇒ Hd =

[H2 1
2
L
T

(
1 +

4πh
L

sinh( 4πh
L )

)
1
2
Ld
Td

(
1 +

4πhd
Ld

sinh(
4πhd
Ld

)

) ]1/2

⇒ Hd =

[H2L

(
1 +

4πh
L

sinh( 4πh
L )

)
Ld

(
1 +

4πhd
Ld

sinh(
4πhd
Ld

)

) ]1/2,

which can be directly computed. Above, the group celerity

Cg =
1

2

L

T

[
1 +

4πh
L

sinh( 4πh
L )

]
was used as well as T = Td from linear wave theory [11].
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Without Spilling Slope Plunging Slope Surging Slope
Inverse Shoaling (Degrees) (Degrees) (Degrees)

Min [0, 0.98) [0.98, 6.45) [6.45, 90)
Max [0, 7.48) [7.48, 40.91) [40.91, 90)

Average [0, 3.19) [3.19, 20.22) [20.22, 90)

Table 2: Estimated slopes needed for each wave breaker type based off of 19,525 wave data collections at
Duck, NC from 2015-2018.

With Spilling Slope Plunging Slope Surging Slope
Inverse Shoaling (Degrees) (Degrees) (Degrees)

Min [0, 0.52) [0.52, 3.44) [3.44, 90)
Max [0, 7.29) [7.29, 40.16) [40.16, 90)

Average [0, 2.82) [2.82, 18.03) [18.03, 90)

3.1.1 Inverse Shoaling vs. Non-Inverse Shoaling Analysis - To Inverse Shoal or Not to Inverse
Shoal

In Duck, NC, a research is being conducted to collect data in order to better understand the ocean wave dy-
namics. In this section, the results of offshore data from 2015-2018 are examined in order to better understand
the behavior and distributions of offshore wave height, Ho and offshore wave length, Lo. Since these values
are used to calculate the Iribarren number, Lo and Ho information provides a way to analyze the bathymetry
necessary to create each wave type (see table 1).
As waves get closer to shore, they are affected by a process called shoaling. Shoaling occurs when waves “feel”
the ocean floor and begin to grow in height. As a result of the conservation of wave energy flux and the disper-
sion relation (equation 4), they develop a smaller wavelength while they change in height. Shoaling provides
a more accurate way to compute Lo than using the deep water approximation to the dispersion relation.

Note that the data collected was waveTp (Peak Spectral Period) and waveHs (Significant Wave Height)
from an 11m AWAC sensor. In order to gather offshore information, the the AWAC takes samples over
approximately 22 minute intervals.

We see in Table 2 the differences between the inverse shoaling and non-inverse shoaling methods and the
effect on the slope of bathymetry required for each breaker type. The slopes were found by solving the Iribarren
formula using the cutoff Iribarren number for each breaker type (0.5 for plunging and 3.3 for surging) as well
as using the offshore data from the 11m AWAC.

I =
m√
Ho
Lo

m = I

√
Ho

Lo

slope angle = arctan

(
I

√
Ho

Lo

)
See Figure 10 and 11 for a comparison of the distributions and analysis of the differences of the offshore

data with and without inverse shoaling.

Step 4: Calculating the Frequency of Expected Breaking Types

In practice, the variability in height and period of each individual wave coming to shore is to be expected.
This variability implies that a range of different Iribarren numbers should be estimated in order to make any
reasonable breaker type classification. A straightforward application of the Iribarren formula (1) with the
average values of Ho and Lo is not enough to quantify this variability.

The frequency distributions for the observed height from the observed deep water wave heights obey a
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Figure 10: Distributions of offshore data Lo, Ho, and
√

Ho
Lo

respectively using 19,525 data points. The blue bars

represent the probability distribution without inverse shoaling, and the transparent orange bars represent the
same but with inverse shoaling. The brown region is the overlapping area between two probability distributions.
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Figure 11: Difference graphs of wave characteristics used in the Iribarren calculations. The shoaling affects
the wave length, wave period, and the denominator of the Iribarren formula.
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Figure 12: Data from Oct 25 at Duck, NC over the course of 24 hours from different AWAC monitor depths.
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Figure 13: Heatmap showing the correlation between 12,131 rows of data used to train and test the model.

Rayleigh distribution with density function [1, 12],

f(x;σ) =
x

σ2
e−

x2

2σ2

which can be entirely characterized by its mean. The Iribarren number calculations for this study do not
introduce variance for this quantity as no reference to a frequency distribution is available. Due to this,
the inverse shoaling procedure is used to calculate the wave height average at deep water, and this value is
used as the mean of the wave height distribution. A Monte Carlo simulation is followed by picking 10,000
random height values based on this distribution, and as a result, 10,000 Iribarren numbers are correspondingly
calculated. The Table 1 is used again to classify these numbers, and then, the percentages of each expected
breaking type are calculated. These calculated percentages are interpreted as the probabilities of observing
each breaking type along each 1D bathymetry strip.

3.2 Machine Learning Approaches

As described above, the direct approach of breaker type classification requires imagery data pre-processing,
the bathymetry and its slope estimation, inverse shoaling for the deep water wave properties with Monte
Carlo simulation, and calculation of the Iribarren number. To gain higher computational efficiency and
more knowledge on the relationship between the imagery data and the breaker types, the machine learning
approaches to classify wave breaker types based on breaking points were explored. The wave breaker type
in the direct approach is uniquely determined by the bathymetry and offshore wave height and wave length.
Moreover, the bathymetry is simulated with the coordinates of the breaking points and shoreline. Therefore,
these coordinates together with the offshore wave conditions are sufficient to determine the wave breaker type.
Based on this, a machine learning approach is proposed and tested to accelerate the direct method.

In this machine learning approach, the imagery data is pre-processed to identify the breaking points and
shoreline coordinates. Then, the offshore wave height and period information will be collected and processed
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Figure 14: Machine Learning step of the study. This follows from Figure 4.

by the inverse shoaling to get the deep water wave height and length. With these inputs, a surrogate model
will obtain the the probability of each breaker type. The processes avoided by the this machine learning
approach are shown in Figure 14.

Note that the breaker type is obtained for each cut of the image as mentioned in section 3.1. Each cut
of the image corresponds to one set of breaking point and shoreline coordinates {xb, xs, yb, ys(yb = ys)}. The
direct method used to classify breaker type depends on the local bathymetry. The reason behind cutting the
images into 1D strips and predicting the label of each cut is that the bathymetry of each strip is calculated
locally. Although there is correlation of bathymetry in the whole image, the further from the cut, the lower
influence gets when determining the bathymetry at a certain cut.

The 49 1D cuts correspond to 49 sets of breaking and shoreline coordinates. To include some spatial
correlation, the coordinates of these cuts’ two closest neighbours are also included as the input of the surrogate
model for the prediction of the breaker type at each cut. The output of the model then consists of three values
corresponding to the probability of each breaker type. An illustration is shown in the Figure 15. From the
strips of 322 images, 12,138 samples are obtained after some data cleaning.

To obtain this surrogate model, Neural Networks, Support Vector Machine Regression, and Random Forest
Regression are explored.

3.2.1 Neural Networks

Neural Networks were tried as the first surrogate modeling approach for their capability to perform regression
tasks. The data set was split into training, validation, and testing sets by the following ratio: (70%, 15%, 15%).

Shown in the Figure 16, the architecture of the best performed Neural Network consists of 2 linear affine
layers, where each linear layer is activated by a ReLU activation layer.

Mean square error loss function is used to compare the prediction with the targets.
At the training stage, a L2 norm regularization term of the Neural Network parameters is added to the loss

function to prevent overfitting. The Neural Network was then trained to minimize the loss over the training
set. The validation set is used to check the performance of the Neural Network with the mean square error.
The best performing Neural Network obtained in this project used SGD optimizer [13], and it has the following
structure and hyper parameters:

Learning rate: 0.001

regularization weight: 0.001

Optimizer: SGD

Input: 11

Linear Layer: 20 units, ReLU

Linear Layer: 40 units, ReLU

Output: 3

17



Figure 15: Input and output of the surrogate model

Figure 16: Neural network architecture
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Figure 17: Single Decision Tree Figure 18: Random Forest with n Decision Trees

This Neural Network was trained for 1000 epochs to reach the best performance. Google Colab was used for
the training with its GPU resource to accelerate the gradient descent, and the training was done in 219.10s.

3.2.2 Random Forest Regression

Random Forest is an ensemble learning method based on decision trees. Decision trees are classification and
regression models in the form of tree structure. In each decision tree, there are decision nodes and leaf nodes,
and each decision node is connected to two or more leaf nodes. Data space is partitioned into several subspace
based on the similarities of features. The similarities and partition depends on the metric in feature space.
Gini impurity and information gain are widely used metrics. When an observation is put in the tree, starting
from the root decision node, it will go through several decision nodes and finally fall into the region where most
observations have similar features with it. The prediction result of each observation depends on the fitting
results of other observations in the region. More details of decision tree could be found in [14]. Sometimes
single decision tree does not work very well due to overfitting and corresponding high variance. Random Forest
corrects the decision trees by ensembling several decision trees together. Given a dataset {Xi}, {1 ≤ i ≤ N}
with corresponding responses {Yi}, n random subsets are taken with replacement. Decision trees are built
on these subsets separately with random chosen features. Suppose that test observation is X̃, predictions on
decision tree j is dj(X̃), then the prediction result of random forest is

f(X̃) =
1

n

n∑
j=1

dj(X̃);

which lead to better performance by decreasing the variance of the system. Random Forest regression is used
to predict the probability of different wave breaker types. The input and output are the same as the ones in
the Neural Network. The only difference is that three random forests are built to predict the probability of the
spilling, plunging, and surging waves, and the predictions are normalized to ensure that the sum of predicted
probabilities sum to 1.
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3.2.3 Nonlinear Support Vector Machine Regression

More machine learning approaches are implemented on the same training set. Support Vector Machine Re-
gression (SVR) is a basic machine learning approach for the classification and regression as well. As mentioned
in the previous sections, the prediction of probability of different breaker type (spilling, plunging, surging) can
be seen as three regression problems. Nonlinear Support Vector Machine could be applied to these problems
by transforming input into high dimensional Hilbert space and fitting the function in this space. Given a
training set {Xi}, 1 ≤ i ≤ N and corresponding respfonses {Yi}, Support Vector Machine Regression (SVR)
is in the form of [15]

f(x) =

N∑
i=1

(an − a∗n)G(xn, x) + b

where a = (a1, ...an) is the saddle point which minimizes

L(a) =
1

2

N∑
i=1

N∑
j=1

(ai − a∗i )(aj − a∗j )G(xi, xj) + ε

N∑
i=1

(αi + α∗i )−
N∑
i=1

yi(ai − a∗i )

subject to
N∑
i=1

(ai − a∗) = 0

∀i, 0 ≤ ai ≤ C

∀i, 0 ≤ a∗i ≤ C.

G(, ) is the kernel function, which has multiple choices, like radial basis function Kernel and polynomial kernel.
In this project, the radial basis kernel defined by

G(x,y) = exp(−γ‖x− x′‖)

and is used for SVR regression. In SVR regression, the radial basis function kernel decreases the weights of
points that are far away from the predicting point, which make the predicted function value of given point close
to the values of its neighbors in the Hilbert space. Maps from the local window of stripes to the probability
of three types of waves are predicted by three separate SVR systems. The inputs and outputs are the same
as what is defined on Figure 15.

4 Evaluation Experiments

The work of Brodie et al. contains 5 different frequency observations for the percentage of breaking and non-
breaking waves measured at Duck, NC, on October 25th, 2017 between 1 and 4 pm [16]. These observations
allow for the following experiments.

1. Evaluation of the machine learning algorithm compared to the direct approach: Predictions
for beach profiles image and Ho and To data corresponding to the times and date described above will
be calculated via the direct approach and the machine learning approach. These predictions will then
be compared.

2. Comparing estimated and observed breaking wave type frequencies: On October 25th, 2017,
the proportion of spilling and plunging breaking waves were manually classified at five time points for a
single location at Duck, NC. Predicted breaking types from the direct approach, the machine learning
model will be compared with these observations.

3. Bathymetry estimate validation: During October 2015, a bathymetry survey was completed by
boat once each week. Image files were available within 12 hours of each reported bathymetry collection.
Bathymetry calculated using the parametric beach model on a 141 by 107 grid will be validated against
contours based on the interpolated results of this survey.
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Figure 19: In the upper left, the yellow triangles represent the y-location where the bathymetry and breaking
type observations described below were collected. The upper right shows the times at which the observations
occurred, and the offshore conditions during that day. The lower part of the figure represents the observed
proportions of spilling and plunging waves at each time point (and similar spatial points) [16]

5 Results

5.1 Comparison of Observed Breaking Types and Estimated Breaking Types

On October 25, 2017, the direct observations of wave types at a position indicated by the yellow triangle in
the figure below were measured at five different time points (see Figure 19).

Estimations of bathymetry using Argus imagery from 13.5 hours before and 6.1 hours after these observa-
tions were used to estimate breaking types near this spatial point (see Figure 20).

The calculated breaking types based on estimated bathymetry was compared to the manual classifications.
About half of the observed waves were plunging and half were spilling during these time periods. Estimates
of the probability of plunging are calculated at about 20 m intervals along the shore (see Figure 21).

5.2 Comparison of Observed Bathymetry with Parametric Beach Model Result

Observed seabed measurements obtained in October 2015 provide the chance to evaluate bathymetry data
produced by the parametric beach model. The comparison between aerial images taken within 12 hours of
the reported survey time is shown. These images were not deemed suitable for the described image processing
method, so the inputs to the parametric beach model were not available, and the calculated topography could
not be compared (see Figure 22).
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Figure 20: Comparison of predicted and observed [16] bathymetry for Duck NC, October 25, 2017. The
sandbar is closer to the shoreline in the estimated instantiation, and the slope from the shore is much steeper.
The sandbar is less pronounced in the estimate. However, the results are qualitatively similar.

Figure 21: The estimated probabilities of plunging at five intervals around and including the observations of
breaking types. The top estimate (which is prior to the known data) is showing a probability of plunging
while the bottom estimate (which is after the known data) shows almost no chance of plunging.

Figure 22: Contour representing the results of bathymetry survey for October 2015 superimposed on Argus
image data from within 12 hours of the survey. The title of each image represents the Unix time in GMT.
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Figure 23: Support Vector Machine Regression Figure 24: Random Forest

5.3 Machine Learning Surrogate Model Performance

To evaluate the performance of the machine learning approaches, prediction of the breaker types on one
training data and one test imagery data were produced and shown in Figure 26 and 27. The near shore area
was segmented into 49 strips in each image, for each of these strip, a breaker type is predicted. Comparisons
between the results of the direct model and multiple machine learning approaches are shown. The color
intensity indicates the probability of the existence of plunging wave on the corresponding strip. An overlap of
the image with the breaker type prediction is shown in Figure 28 to illustrate.

5.3.1 Neural Networks

With the data set and architecture described in section 3.2.1, the training and validation loss curve of the
Neural Network is shown in Figure 25. Although the training and validation loss seem to decrease to a low
level, the performance of each prediction task was not as good as that of SVR. The visualization of the
prediction on two days is shown in the evaluation section together with that of other surrogate models in
Figure 26 and Figure 27. Figure 26 is in the training set and Figure 27 is in the testing set. Note that the
prediction at the center of the Figure 26 diverged from the direct method, one possible reason may be the
appearance of the pier in the center of the image, and the Neural Network was not able to handle this noise.
Further more, the overall performance of the Neural Networks was worse than the random forest and SVR,
the reason for this might be the scarcity of training data, the difficulty to tune the hyper parameters, and the
choosing of the loss function.

5.3.2 SVR and Random Forest

The training of SVR and Random Forest is efficient. Mean square error bar on test sets (1821 observations)
is shown in 5.3.2. Considering the short training time, the result of both methods are encouraging. The
comparison of physical model and machine learning methods are shown in Figure 26 and Figure 27.

5.3.3 Modeling Time Comparison

Comparison of modeling time of the two imagery data is shown in table 5.3.3. SVR outpermed all the other
methods in terms of modeling time and the accuracy.

Method Direct Approach Random Forest Support Vector Machine Regression Neural Network
Time(s) 675.48838 0.00671 0.00960 0.02911

Table 3: Modeling time for 2 imagery predictions
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Figure 25: Training and validation loss

Figure 26: The comparison between the result of training data of direct approach, Support Vector Machine
Regression, Random Forest, and Neural Network from top to bottom respectively, using the same image.
Darker red represents higher probability of plunging waves in that region.
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Figure 27: The comparison between the result of test data of direct approach, Support Vector Machine
Regression, Random Forest, and Neural Network from top to bottom respectively, using the same image.
Darker red represents higher probability of plunging waves in that region.

Figure 28: Example of result visualization for a day at Duck, NC. The darker the red, the greater the
probability of plunging waves occurring.
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6 Conclusions and Future Work

In this report, a breaker type classification tool based on the imagery data and offshore wave information is
proposed and tested. Note that this task has not been done in the past. The direct method described in
section 3.1 receives an imagery of the near shore area, simulates the bathymetry, computes the slope of the
seabed at the breaking point, then classifies the breaker type with Iribarren number classifier.

Moreover, to simplify the direct method and reduce computational cost, several machine learning methods
were explored. The Figure 26 and 27 show the probability of plunging at a region of image using all the
methods in this study. It is clearly shown that the direct approach, SVR regression, and Random Forest yields
similar results in two images. Among Neural Networks, Support Vector Machine regression, and Random
Forest, the most robust and well performed model is the SVR.

There are few ideas that could be explored if given more time. First, a probability distribution was used
for Ho but not for To, and the distribution of To was not found in the literature. If given more time, the
more research and study could be done to find this distribution. Second, there were some issues with the
image processing. The unsuitable images are manually and automatically discarded. The screening process
was available in the cases of an image missing chunks of a region, not having both of TIMEX and VAR
images, and glares in an image. However, the cases of not having a distinct evidence of wave breaking, VAR
image’s shore not being pitch black, and any light beam pattern present in the image were not able to screen
automatically. Convolution or filtering methods are needed to detect their patterns in the images. Third,
the result visualization could be automated to overlay images for the final output. Lastly, more labeled and
imagery data are needed to classify the breaking types better.
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Abstract
Severe weather conditions such as hurricanes or tropical storms can damage critical in-

frastructure and power supplies. Power outages during natural disasters are a major concern
to policy makers and responders, who make resource allocation decisions to alleviate the af-
termath of such events. It is important when making informed real-time decisions before
the storm that highly accurate forecasts of the severity and area of effect of power outages
are available and updated as the storms move through regions. Real time forecasting at the
county level will allow decision makers and emergency responders to focus their efforts in
optimal locations. Forecasting one day ahead provides sufficient time while minimizing error.
Many statistical methods have previously been applied to this problem including parametric
(GLMs, GAMs) and nonparametric (BART, CARTs, Random Forest) using a wide range of
predictors such as tree trimming practices and number of transformers per spatial element.
Previous works have focused on a limited number of states and has often made use of propri-
etary information. Our approach expands on this by increasing the area of focus to include
the entire eastern seaboard. In this article, we forecast one day ahead in near-real-time the
number of tropical cyclone-induced county-level electrical outages in the Atlantic coast of the
United States, using only publicly available data. We provide informative maps for predict-
ing severity of a particular storm and conclude that the log ratio of average daily outages to
historical median, as a response, provides the best predictive power among various output
transformations.

1 Introduction

Power has become an indispensable part of human life in the modern age. A continuous
year-round supply of electricity is often interrupted by natural disasters such as hurricanes,
storms and floods. Many utility companies report these power outages, prompting the need
to accurately understand and forecast such disruptions. These insights help authorities better
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prepare to mitigate the impact of these storms. The goal of this project is to forecast one day
ahead in near-real-time the number of tropical cyclone-induced county-level electrical outages
in the Atlantic coast of the United States, using only publicly available data.

The problem of predicting power outages due to extreme weather relies on choosing a
spatial resolution. For example, a city government may only care about handling power
outages in their city while the state government or a large utility company will need to focus
their efforts over an entire state. Beyond this, emergency responders at the federal level such as
the Federal Emergency Management Administration (FEMA) will make allocation decisions
over a much wider spatial range and may not need information at the town/city level. Thus,
it is important to choose the right tool for the job.

Attempts to predict outages due to extreme weather have historically fallen into two cate-
gories: engineering fragility models and statistical models. Engineering fragility models model
the probability of failure of a single component as a function of a single demand parameter
[24] [26]. This approach was originally used only to predict damage but was later expanded
to estimate the number of customers who would be left without power. This approach offers
a high level of specificity and works well on high resolution problems but is based on only a
single measure of demand on the system. Thus, while city engineers may be the best people to
contact in their specific case it is difficult to expand the scope of these methods to the county
level. Statistical models, on the other hand, capture a much larger set of driving factors than
engineering fragility models due to their top down nature and ability to take in many potential
driving factors.

Many statistical models have been developed for estimating the number of outages caused
by hurricanes. These models have differed in specifics but have typically been focused on
individual states (Connecticut, North Carolina, and South Carolina) with spatial resolutions
ranging from 1-10 km2. The first published model is Liu et al [16]. Their approach used
a negative binomial generalized linear model (GLM) to predict outages in North and South
Carolina. Their data consisted of outage numbers, power system inventories, hurricane wind
speed, rainfall, types of trees, land cover, and soil drainage levels per geographical area.
However, their models included hurricane and company indicator variables, making the model
specific to their data set and limiting their model’s ability to make predictions for future
hurricanes. Guikema et al. [10] focused on the effects of tree trimming practices using a
generalized linear mixed model (GLMM) and the same dataset Liu et al. used previously. Liu
et al. attempted to use a spatial GLMM for better inference on variables but did not achieve
improved prediction accuracies. Advances were made with better variable selection methods
such as the [15] generalized additive models (GAMs) [12] and random forests. Quiring et
al. used classification and regression trees (CARTs) to show that some land cover variables
are proxies for the power system. Later, Guikema et al. revisited their Outage Prediction
Model (OPM) [17] to create the Spatially Generalized Hurricane Outage Prediction Model
(SGHOPM) which combined elevation, land cover, soil and vegetation information with the
wind characteristics used in their original version. Guikema et al. [11] also studied the
possibility of first using classification methods to highlight areas of high risk and then using
GLMs to predict outages in those areas. Their hybrid tree/regression approach worked well
for simulated data but did not differ significantly from a zero-inflated logistic-GLM method
when applied to real world data. Most recently, Wanik et al. have added tree trimming and
leaf cover radar (LIDAR) information into their OPM and used a multi-model optimization
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approach [5].
This paper extends previous work by (1) forecasting on a finer spatial resolution and (2)

using information aggregated at the county level as predictors. This expansion raises new
problems. Counties in the lower 48 states range in size from 59.13 km2 for New York County
(NY) to 16, 040 km2 for Brewster County (TX) with an average of 2, 911 km2. Thus, instead
of the uniformly proportioned spatial elements used in previous work, we face heterogeneous
aerial units. Additionally, the size of the average county is two orders of magnitude larger
than the spatial elements previously studied. Thus, we are unable to pinpoint exactly where
within a county the majority of outages will occur. Similarly, we are unaware of the true
cause of the power outage. Power outages have many causes, including vehicular accidents,
which are completely unrelated to weather activity. This means we are looking for patterns
in a signal with a low signal to noise ratio. Another difficulty is that our weather data (wind
speed, precipitation, and temperature) comes from weather station data stations. Stations
are not in every county in the US which means that for many counties we lack first hand
accounts. Instead, we rely on simulations obtained with the stormwindmodel R package [2]
alongside data obtained by interpolating weather data at the county level using a Gaussian
Processes, a spatial interpolation method. Finally, we are predicting the effects of fairly rare
events. Between 2015 and 2017 there were only 13 hurricanes and sufficiently powerful tropical
storms which made landfall.

In this paper we present two forecasting models: a classification approach and a regression
approach. This provides the benefit that multiple different questions are answered. The
classification approach works well as a results-oriented indicator of risk wherein counties are
split into quantiles based on the predicted severity of the number of outages. The regression
approach, on the other hand, is meant to provide information about how important different
variables are with respect to the variability of the response as well as providing estimates
of the actual number of power outages which will occur in a specific county. In this paper
these two approaches will be described in detail with regard to both their similarities and
differences, as well as the statistical methods used to implement them. Detailed overviews of
the problem, the data, and the feature engineering performed on them are given in section
two. This is followed by a discussion of the two approaches, then by section detailing the
results of our trials.

2 The Problem Statement

2.1 Description of Problem

The goal of this paper is to forecast, using only publicly available data, one-day-ahead in
near-real-time the number of tropical cyclone-induced electrical outages in the counties of the
eastern United States.

Of the variety of natural disasters that impact the United States, we chose to study hurri-
canes and tropical storms due to their well-defined nature, acute damage impact, and abun-
dance of established research in the field. The National Weather Service defines hurricanes
and tropical storms as special cases of tropical cyclones. Tropical storms are a rapidly rotating
storm system characterized by a low-pressure center, closed low-level atmospheric circulation,
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strong winds, and a spiral arrangement of thunderstorms that produce heavy rains. Tropical
storms are tropical cyclones with maximum sustained surface wind speeds of 39 mph or higher,
where hurricanes are more severe with maximum sustained surface wind speeds reaching 74
mph. Many hurricanes originate in the Atlantic basin from June 1 through November 30.
Some, however, occur as early as May.

We also chose to narrow our forecasts to the following states: Maine, New Hampshire,
Massachusetts, Rhode Island, Connecticut, New York, Pennsylvania, New Jersey, Delaware,
Maryland, West Virginia, Virginia, North Carolina, South Carolina, Georgia, Florida, Al-
abama, Mississippi, Louisiana, Texas and would include Vermont but their data was unavail-
able. Some inland states are omitted to fully focus on coastal states, where the effects are
observed to be most severe in recent years.

2.2 The Data

A large part of the predictive challenge lies in constructing a database with enough information
which encompasses all hypothesized factors that are even remotely related to the distribution
of outages during hurricanes and tropical storms. In fact, the data engineering stage accounted
for 50% of the time invested in this project. This includes combining data from several sources
with different reporting standards, such as reporting frequency, aerial definitions, periodicity
and data quality.

2.2.1 Data sources

The data for this report has been obtained from various sources. Later on all the data are
combined to form a single dataset to analyse. Following are the brief information about the
data sources.

• FIPS: Federal Information Processing [18] Standard Publications 6-4 is a 5 digit code
which uniquely identifies each county and county equivalents in the United States. The
first two digits correspond to the state code and last 3 digits pertains to a county within
the state. For example, 01001 corresponds to 01 - Alabama and 003 - Autauga county.
We have used FIPS for the lower 48 states (3108 counties) but limit our analysis to only
the eastern states (1243 counties).

• Weather: The National Weather Service [23] operates 122 weather forecast offices in
total, each of which has a county warning area over which it is responsible for issuing
local public, marine, aviation, fire, and hydrology forecasts. The stations’ main tasks
are to provide severe weather warnings and to gather frequent weather observations of
the local areas. The offices often communicate their broadcasts of weather information
with the National Oceanic and Atmospheric Administration Weather Radio All Hazards
stations. Because there are not weather stations in every county, we used a Gaussian
process with Matérn kernel function to interpolate weather information for counties
without known information.

• HURDAT: HURDAT stands for Hurricane Database which contains information about
the tracks of the Atlantic and North East & North Central Pacific tropical cyclones
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managed by the National Hurricane Center. The database of our interest is the Atlantic
Hurricane database referred to as HURDAT2 which includes the best tracks data of
the Atlantic Zone dated 1851 to 2018. It is a comma delimited text format file with
six-hourly information on the location, maximum winds, central pressure, and size of
known tropical and subtropical cyclones.

• Population density: According to the United States Census Bureau, the population
density is expressed as the number of people per square mile of land area, calculated by
dividing the total US population by the total US land area. As of 2013, the average US
population densities vary greatly across the country since the states have different areas
of rural and city parts.

• Tree species: Trees are important factors to take into account since certain trees are
more fragile than others, which makes them fall easily to strong winds, others have large
limbs which can break off and take out power lines. In the case of winter storms the leaf
cover a single tree provides may work as a good proxy for the amount of snow that it
could accumulate in its branches. Fallen trees can immensely disturb electric poles and
households causing power outages. Information regarding the different species of trees
and their unweighted proportional distribution per total trees in a county. The most
common types of trees include Alder, Ash, Birch, Buckeye, Cherry, Cottonwood, Cy-
press, Dogwood, Douglas Fir, Elm, Gum, Hackberry, Hemlock, Hickory, Juniper, Larch,
Laurel, Magnolia, Mangrove, Maple, Oak, Pea, Persimmon, Pine, Spruce, Sycamore,
Walnut, Willow, and others.

• Land Cover Data: The land cover data is a key component in modeling the outages as
certain landforms are susceptible to hurricanes and other natural disasters and serve as
a good proxy for the electrical system in certain areas. The weighted proportional distri-
bution of different forms of land namely cultivated areas, forest areas, developed areas,
pasture lands, wetlands, barren lands, among others. The data comes from National
Land Cover Database (NLCD).

• Outage data (LANL): The daily max and average outages data for 3108 counties (conti-
nental US) were simulated outages based upon storm events. The data from which the
averages were computed were recorded as number of outages per county per 15 minute
interval. However, this data set does not include the outages information for all the
counties on all the days. It has 2,132,925 records within the data range Nov 1, 2014 to
September 16, 2018. We are only interested in the data pertaining to Atlantic hurricane
season which is from May through November of every year. 36% of the daily average
outages and max daily outages data in this area were missing.

• Stormwindmodel Package: We have used the stormwindmodel [2] package in R [21]
developed by Willoughby and coauthors (2006), which allows users to model wind speeds
at grid points in the US based on best tracks hurricane tracking data (HURDAT2).
The package includes functions for interpolating hurricane tracks and for modelling and
mapping wind speeds during the storm. Since the package includes population mean
center locations for all US counties, we can use it to map winds by counties. We remained
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cognizant of the caveat that the accuracy of the storm wind model estimates diminishes
as distance from the storm increases. By limiting usage only to the eastern seaboard we
aimed to diminish inaccuracies. The overview of the modeling process implemented by
this package is as follows [2]:

1. Impute location and maximum wind speeds from the hurricane track data (every
6 hours) to more frequent intervals. The default is to impute to every 15 minutes.

2. For each storm track location, calculate all the inputs needed for the Willoughby
wind speed model: forward speed, direction of forward motion of the storm, gradient-
level wind speed, radius of maximum winds, parameters for decay of winds away
from the storm’s center for Willoughby model.

3. For each county center, estimate surface-level sustained wind and 3-second wind
gusts at all storm observation points. This step includes: measuring distance to
county from storm center (radius); calculating tangential gradient wind compo-
nents at that grid point; calculating gradient wind direction at that grid point;
calculating surface wind speed; calculating surface wind direction, adding storm
forward motion back into surface wind estimate.

4. Determine for each county: the maximum sustained winds and wind gust speeds
at any point on the storm’s track; the duration of sustained and gust winds over a
certain speed (i.e., how many minutes winds were above a cutoff).

5. The model ultimately uses the maximum sustained wind speed as an input to map
winds based on counties.

2.3 Feature Engineering Common to Both Approaches

With the advent of big data, which forced a shift in the data analysis paradigm from data
scarcity to data flooding, experts have been increasingly placing more importance on feature
engineering. In the machine learning literature, a feature is an attribute that describes some
aspect of individual data objects. Features are also known as inputs, predictors, regressors,
and covariates. Depending on the goal of the model, feature extraction may be driven by
their interpretability or their predictive power. Different data types require different kinds of
analysis due to structural differences. However, regardless of their types, feature engineering
is one of the most essential first steps in data analysis. Feature engineering is a general term
encompassing data analysis processes such as feature transformation, generation, extraction,
selection, analysis, and evaluation. More information can be found in [7]. This step often
involves transformation of collected data such as changes in scales, mathematical transfor-
mations, projections, dimension reduction, examination of correlation and interaction, and
clustering among many other techniques. For this project, we rely on spatial interpolation,
clustering, and principal component analysis.

Each of the classification and regression approaches requires certain separate feature engi-
neering to fit its respective tasks, but some of the performed feature engineering is common
to both approaches.
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2.3.1 Spatial Interpolation of Weather Data

Environmental datasets typically include geographically referenced and temporally correlated
measurements. Daily weather data published by the National Climate and Data Center [1]
is collected from 9,135 stations which are located in 1,145 out of the 1,243 (92%) counties
conforming our region of interest. Their irregular spatial distribution over the Atlantic area
is positively correlated with the population density. The number and the quality of measure-
ments vary across the observational units, with up to 55 different weather variables recorded
in total. The number of variables reported by one single station may change across days. Pre-
cipitation (tenths of mm), wind speeds (m/s), and temperatures (tenths of degree C) records
are reported by 92.3%, 5.1%, and 40.1% of the stations respectively. Data also display errors
due to lack of calibration, mis-operation, sensor errors, and recording errors, among others.
We use spatial interpolation to account for unreported variables in cases of counties without
stations, to deal with counties with multiple stations, and to smooth noisy measurements. In
this way, we associate with each missing weather variable of interest at each day with exactly
one smoothed value and its measure of uncertainty.

The weather dataset is point-referenced. Let W (s) be a random variable denoting the
spatial process at a location s, where s varies continuously over the region of interest D.
We set up a Gaussian process, a nonparametric approach that finds a distribution over all
smoothed functions that are consistent with the observed data. In details, it defines a prior
over functions which can be converted into a posterior over functions given the observed data.
If the observed data used as inputs are similar, for some valid definition of similarity, the
output of functions at those points are expected to be similar as well. In this spatial case, the
similarity measure has the intuitive definition of spatial distance.

Assume that any two vectors x,x′ ∈ Rn jointly follow a multivariate Gaussian distribution
with some mean and covariance function. Further assume that the latter depends on the
distance between them. This relationship is most frequently modeled via a parametric covari-
ance function, which defines the similarity or nearness between data points. This function is
also sometimes known as the kernel function, which is in fact a more general definition for a
function with two arguments mapping a pair of inputs into the reals. Note that not any arbi-
trary function with input pairs will, in general, be a valid covariance function; it must be: (1)
positive semidefinite, i.e.

∫
k(x,x′)f(x)f(x′)dµ(x)dµ(x′) ≥ 0 where µ denotes a measure; and

(2) symmetric, i.e. k(x,x′) = k(x′,x). Commonly used definitions include the exponential,
squared exponential, and the Matérn family of covariance functions. The latter is a rather
flexible and general family that encompasses many of the simpler options, thus becoming a
frequent choice among spatial statisticians. Its formulation is given by

Cν(d) = σ2 21−ν

Γ(ν)

(
√

2ν
d

ρ

)ν

Kν

(
√

2ν
d

ρ

)
where Γ is the gamma function, Kν is the modified Bessel function of the second kind,

and ρ and ν are non-negative parameters of the covariance. It allows for varying degrees of
smoothness via the ν parameter: a Gaussian process with the Matérn covariance function is
dνe− 1 times differentiable, thus matching physical processes realistically. The Matérn kernel
simplifies to the exponential kernel when ν = 1/2 and converges to the squared exponential
(also known as Gaussian Radial Basis Function, or simply RBF) as ν → ∞. Analytically
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interesting cases include ν being integer multiples of halves such as ν = 3
2

and ν = 5
2
, where

again it simplifies into nice expressions.
Utilizing the properties discussed above, for each weather variable individually at each

day, we estimate the parameters of a Gaussian Process with a Matérn covariance function
using the available station data. The parameters are estimated via weighted least squares fit
with weights equal to Nj/h

2
j , where Nj is the number of pairs and h2j is the square of the bin

spatial distance in the j-th spatial bin, using the R package gstat [20, 9]. All the variables are
left in the original scale, except for precipitation which is interpolated in the log scale. We
estimate the mean predicted value along with the prediction variance at the centroid of every
county. Predictive values of precipitation are transformed back to the original scale using the
well-known relationship between the first two central moments of the lognormal and normal
distributions, namely:

µ̂y = eµ̂x+
1
2
σ̂2
x σ̂2

y = e2µ̂x+σ̂
2
x

(
eσ̂

2
x − 1

)
,

where y ∼ logNormal(µy, σ
2
y) is the precipitation and x = log(y) ∼ N(µx, σ

2
x) is the log

precipitation.
The transformation decisions were made based on visual inspection of empirical semivar-

iograms, some of which are reported for a single day in Figure 1. The semivariance is an
autocorrelation statistic defined as half the average squared difference between the values of
two points yh and yi separated at distance h,

γ(h) =
1

2N

N∑
h=1

N∑
i=1

(yh − yi)2

where N is the number of points with distance equal to h.
The typical pattern is that of an increasing distance until a plateau, which signifies the

idea of closer observations having more similar values (high correlation or less variance) than
those further apart [3]. Some patterns can be read from the presented semivariograms 1:
sill, range, and nugget. The nugget is the variance of any single spatial point and captures
the geological microstructure or measurement error. The range, visualized as the distance
at which the variogram function reaches the sill, represents the distance at which the spatial
autocorrelation dies off. Finally, the sill is the sum of micro and macrostructure error.

In general, from Figure 1 we note that the Matérn covariance function proves flexible
enough to accommodate for the different correlation patterns.

The resulting map is shown in Figure 2 which includes both the smoothed predictions as
well as the irregularly distributed observations produced by the weather stations.

Here we fit the Matérn model and obtain the semivariogram plot in figure 4. From this
plot, we can see that the sill is obtained at around 16, where the range is about 900. The
fit is quite adequate in capturing most points on its curve. From the output of the Matérn
covariance function, we can see the estimated values of nugget effect being 2.5, the sill 16, and
the range 164.8.
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Category Percentile Range Outage Range

Low Below 85th Percentile Below 75
Medium Between 85th and 95th Percentile Between 75 and 251
High Between 95th and 99th Percentile Between 251 and 998
Very High Above 99th Percentile Above 998

Table 1: Table of classification cutoffs based on average daily outages determined by the
percentiles.

3 The Classification Model Approach

3.1 Description of Classification Problem

When a hurricane or tropical storm hits the continental US, the Department of Homeland
Security must decide where to allocate resources to best reduce the storm’s impact on civilians.
These allocation decisions should adapt to the storm’s path and impact over time. As such,
we wish to classify counties based on their probable severity of impact of a storm one day in
the future based on the current day’s weather and land data.

Counties in the training set are classified based on their average daily outages, which we use
as a measure of impact severity. Classification cutoffs are determined by quantiles of average
daily outages across all Atlantic coast states during days which a hurricane or tropical storm
hit the continental US. During these dates, all Atlantic coast states are included, regardless
of whether they were hit by a storm. Classification cutoffs are summarized in Table 1.

3.2 Construction of Test, Validation, and Training Sets

Storms were partitioned into training, validation, and test sets based on their severity. Each
set was chosen to have roughly the same distribution of weak and strong storms. Thirteen
storms hit the continental US during the hurricane season (May-November) between 2015 and
2017. Hence, we assigned seven storms into the training set, three storms into the test set,
and three storms into the validation set. Specifics of storm distribution are in Figure 5.

3.3 Models

We train several classification parametric and non-parametric models due to the complexity
of our data and to severe class imbalance. In addition, the cost of misclassifying a Very High
observation as either Medium or Low is larger than the cost of any other misclassification.
Thus, we are interested in classification accuracy as well as where misclassified observations
are placed.

In the following section, we briefly introduce the different methods used in the classification
model.
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3.3.1 Multinomial Logistic Regression

Multinomial Logistic Regression is a method for modeling and classifying counts data into
ordered categories, say 1, ..., 4, with increasing severity of outages [25]. By introducing these
categories, the original prediction problem turns into a multinomial classification problem,
which falls into the realm of Generalize Linear Models (GLM) [19]. The GLM, assumes that
the natural parameter H = (h1, ..., hk)

T ∈ Rk of a parametric family in which the response
variable resides, is related to the covariate X ∈ Rm in a linear manner: For every 1 ≤ i ≤ k,

hi = XTβi

for some βi ∈ Rm. The β̂ = (β1, · · · , βm)T are estimated using the maximum likelihood
estimates from the training data, which is denoted by β̂. Hypothesis tests on β̂ as well as its
variants can be done using the large sample properties of the maximum likelihood estimate.
The prediction of the response variable based on a new covariate X̃ can be obtained from
the estimated distribution in the parametric family. Particularly, in our case, the predicted
probability for X̃ falling in category i (2 ≤ i ≤ 4) is given by

pi(X̃) =
ehi(X̃)

1 +
∑3

i=1 e
hi(X̃)

and for category 1 is given by

p1(X̃) =
1

1 +
∑3

i=1 e
hi(X̃)

,

where h(X̃) = (h1(X̃), h2(X̃), h3(X̃))T is the natural parameter in the multinomial model and
estimated by (X̃β̂1, X̃β̂2, X̃β̂3)

T .

3.3.2 Linear Discriminant Analysis

Linear Discriminant Analysis is a classification method originally introduced by Fisher in [8].
Compared to MLR, LDA has the advantage of being more robust to noise when categories are
well-separated. LDA uses an indirect estimation following the Bayes Discriminant Rule. In
our case, this means that the probability of observation X = x ∈ Rm being assigned to class
i, 1 ≤ i ≤ 4, is given by

P (Y = i|X = x) =
P (Y = i) fX|Y=i(x)

f(x)
(1)

∝ P (Y = i) fX|Y=i(x), (2)

where f(x) is the density of X and fX|Y=i(x) is the conditional density of X on Y = i. The
classification for X is therefore given by

arg min
i=1,2,3,4

= P (Y = i|X = x) .

Note that Y is categorical. Thus, the expression P (Y = i) in Equation (2) corresponds
to the probability mass function (or prior distribution) of class i, which can be estimated by
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the proportion of class i’s observations. In LDA, observation X given class i is assumed to be
Normally distributed with mean µi and common variance σ2. Hence, the expression fX|Y=i(x)
is Equation (2) is assumed to be the density function of the distribution N(µi, σ

2), where the
mean µi can be estimated by the sample mean of the observations in class i. The variance σ2

is assumed the same for all the categories.

3.3.3 k−Nearest Neighbors

k−Nearest Neighbors [6] is a non-parametric method mainly used for classification. Here the
inputs are the k closest training points in the feature space under a given metric. In k−NN
classification, the output is a class membership by a majority of votes of its neighbors, with
the object being assigned to the class most common among its k nearest neighbors where k
is a positive integer. If k = 1, then the object is simply assigned to the class of that single
nearest neighbor. The simplicity and the versatility of this method is the primary motivator
for us to consider it in the first place, although the accuracy may not be as efficient as the
other supervised learning methods.

The k−NN takes 4 inputs namely the training sample, test data, predefined class labels
along with the number of nearest neighbors k. Ideally the test data set is categorized into
one of the four previously defined risk categories. The model is evaluated using the confusion
matrix and its attributes with special focus on the third and fourth categories as our goal is
to help the authorities in identifying high risk counties to provide immediate assistance and
support. After training the model for several k’s, the highest prediction accuracy is obtained
when k = 10 with 52 cases being classified in to the category 4 out of the 69 Very High risk
cases. Table 2 below shows the prediction accuracy for various k values.

k-values Accuracy

7 73.17%
8 73.11%
9 73.77%

10 74.00%
11 73.59%
20 72.99%

Table 2: k−NN Classifier Prediction Accuracy for Different k

3.3.4 Random Forest

Given the possible limitation of the parametric methods, non-parametric techniques such as
RF become promising alternatives which can hopefully lead to better results. Briefly speaking,
the implementation of RF [13] consists of three steps [4]. The first step is to independently
break the training data into smaller subsets using bootstrap. This process is known as the
bootstrap aggregation, or ‘bagging’ for short. Each subset gives a partitioning of covariates’
range based on the threshold values of some independently randomly selected covariates.
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Points in the same area of partitioning are considered of the same category as the most
common category (average in the case of regression) of the training data within it. When
a new input arrives, each subset will return a predicted category for it according to where
it falls into the partition and RF will choose the one that most subsets return (average in
the case of regression). Intuitively, the extra randomness introduced in the first two steps
allows RF algorithm to explore the extreme points more often, and the averaging step under
independence makes the output predictive in nature. k−NN is similar to RF in the sense
that test data is predicted by taking local averages, but in a deterministic manner how the
locality is chosen. Even though it is known that RF and k−NN do not usually work well with
time series data when a certain trend is obvious (this can be easily seen from the averaging
mechanism of RF and the k−NN), it is not quite a big concern for us since our data is
categorical rather than numerical.

3.3.5 Blind Classifier

The “Blind” classifier, which predicts all observations to be in the Low category, is also
included. The blind classifier will correctly classify a large percent of the test set observations
simply because of the large number of observations categorized as Low. Obviously, the blind
classifier is not a desirable classifier due to it not taking into account predictor values and
because it misclassifies every Very High observation. However, it is useful in providing a
baseline for the overall performance of the other classifiers.

3.4 Results

Figure 6 summarizes the five classifiers’ performance against the validation set.
As shown in Figure 6, the random forest classifier performs best in all categories among

all performed methods. In particular, it correctly classifies the Very High observations more
often than the other classifiers do, but it is important to see how it assigns the misclassified
observations. Now looking at Figure 7, we see that the random forest classifier assigns every
misclassified Very High observation to the High category. That is, no misclassified Very
High observation is assigned to either the Medium or Low category. Hence, the misclassified
Very High observations are at most one category away from the true classification. Other
classifiers, such as the k−NN classifier (k = 10) as shown in Figure 7b, misclassify some Very
High observations as Medium or Low.

• The confusion matrices in Figure 7 show how well the two models (random forest and
k−NN where k = 10) have predicted. Non-parametric methods such as RF and k-
NN tend to perform better than the parametric ones when predicting “Very High”
observations. This is consistent with our discussion at the beginning of this section.

• Overall, RF outperforms the other three methods in terms of the average accuracy. This
can be roughly explained by the fact that RF is less sensitive to the training data size as
long as it is reasonably large, as opposed to the other methods such as MLR and LDA,
which strictly rely on some large sample assumptions when the underlying dimension
is high. In our case, the dimension of the parameter space is more than 200. Another
advantage of RF prediction is that the confusion matrix is tridiagonal, implying that
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misclassified data only fall into neighbouring categories of the true one. In practice, this
can help policy makers take pre-measures against unexpected events of outage in time.

• One problem concerning the performance of MLR is that overfitting of covariates causes
the default algorithm to fail to converge in R [21]. To resolve this problem, we conducted
a greedy-algorithm type variable selection process, based on the magnitude of the relative
standard deviation of the estimated parameters. This validity of this method is due
to the asymptotic normality of the maximum likelihood estimator. After setting a
threshold, it has been found that the accuracy of the model does significantly improve.
However, such variable selection process is highly sensitive to the training sets, in the
sense that variables selected from training sets of different sizes can vary greatly. This
in some sense still implies that MLR may not be the best parametric model to use in
this particular case.

4 The Regression Model Approach

4.1 Description of Regression Problem

A complementary approach to the classification methods, regression methods are also tested
to predict the magnitude of the impact of a hurricane on the number of outages. We focus
on one regression model, random forest, considering different predictor configurations and
predicted variables. As the first step in the modeling process, careful consideration is given
to the relationship among predictors and different feature engineering techniques aiming at
improving the predictive power of the final model. Here we consider mostly decorrelation and
unsupervised clustering techniques.

4.2 Construction of Test, Validation, and Training Sets

Storms considered for the regression approach were partitioned into training, validation, and
test sets based on their severity levels. Each set was chosen such that each has roughly
the same proportions of weak and strong storms. Records showed thirteen storms hit the
continental US during the hurricane season (May-November) between 2015 and 2017. Hence,
we assigned seven storms into the training set, three storms into the validation set, and three
storms into the test set. Specifics of storm distribution are in Figure 5.

4.3 Regression Feature Engineering

4.3.1 Winsorization and dimension reduction

Weather stations record three types measurements related to wind speed: average daily wind
speed (AWND), fastest two-minute sustained wind speed (WSF2), and fastest five-second
sustained wind speed (WSF5). We winsorize the four most extreme observations. With
pairwise correlations greater than 0.80, we apply principal component analysis and retain
the first principal component, which explains 97.3% of the variability. Similarly, minimum
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and maximum daily temperatures have a sample correlation of 0.89. We apply the same
winsorizing technique and retain the two components.

4.3.2 Clustering of land usage and tree characteristics data

Here we process county-level data for land usage and tree characteristics resourcing to un-
supervised learning for feature extraction. The former is reported by the US Bureau of the
Census, reported in 1000 of acres, and tree types data is reported as proportions per species
within each county. In both cases, we fill missing data with zeroes. For the tree proportions
only, which is recorded as a simplex, we first apply the logarithm transformation (the inverse
of the Softmax transformation). We scale to zero mean and unit variance, and run K-means
for K ∈ {1, . . . , 50}. We explore the intra-class sum of squared error (elbow method) and
compute the BIC as justified below. This methodology was applied independently for trees
and land usage.

K-means clustering is performed through the minimization of the intra-class variation,
commonly known as K-means total within sum of squares. This quantity is defined as the
sum of squared Euclidean distances among data points and their corresponding centroids, i.e.
the Euclidean norm. Each observation is then assigned to the cluster corresponding to the
closest centroid. Because the target of the optimization problem is a distance function, scaling
the observations to zero mean and unit variance is required to avoid different measurement
units having an implicit weighing effect. No distributional assumptions are made at this point,
but the use of the Euclidean norm implies that each cluster is spherical. The most widely used
numerical algorithm is the Hartigan-Wong, which we run using the R programming language
[22].

Further assume that the observation vector follows a mixture of Gaussian with K fixed
components, that is that all data points are generated from a mixture of finite number of
Gaussian distributions. This can be seen as a generalization of k-means clustering that incor-
porates information about the covariance structure of the data. Being a probabilistic clustering
method, we can estimate the value of the likelihood function and compute the Bayesian In-
formation Criterion (BIC) to select the number of components. Let n being the sample size,
K the numbers of parameters, and L̂ the maximized likelihood function value, then the BIC
can be computed as

BIC = ln(n)×K − 2 ln(L̂).

Figure 1 displays the intra-class variation as a function of the number of components for
both variables (also known as the elbow plot). Although increasing the number of components
decreases the within-class total sum of squared error, we found no evident cut-off. The BIC is
ever increasing in the defined range (not shown), which means that the fitting improvements
associated with each additional mixture component more than compensates the additional
parameters. We then arbitrarily set K = 6 in both cases, thus reducing the dimension of 21
different tree types and 14 different land usages to two sets with 5 dummy variables each.
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4.4 Results

The purpose of the regression model is twofold. First, we compare different definitions of the
random variable associated with the problem of interest to assess its predictability. Second,
we compare different sets of inputs to assess their relevance for prediction. We then set up
a Random Forest model for each combination and estimate the in-sample and out-of-sample
coefficient of determination between the predicted and actual values.

As output variables, we first consider the daily average number of outages yti ∈ {1, 2, . . . }
at time step t ∈ {1, . . . , Ti} for the i-th county with i ∈ {1, . . . , I}. We estimate the typical
number of outages per county ỹi by the median of the daily average number of outages
computed over the historical time series excluding the days with in-land hurricanes. Finally, we
construct the difference y

(d)
ti = yti−ỹi, the ratio y

(r)
ti = yti/ỹi, and the log ratio y

(l)
ti = ln (yti/ỹi).

The predictors considered for the random forest fits are as below:

• Distance: the distance between the county centroid and the center of the storm, mea-
sured in kilometers.

• Maximum gust speed: the maximum 10-meter 1-minute gust wind experienced in the
county, measured in minutes per second.

• Gust duration: the duration of time a certain gust wind was experienced in the county,
measured in minutes.

• Sustained wind duration: the duration of time a certain sustained wind was experienced
in the county, measured in minutes.

• Tree cluster: five binary variables identifying the six different tree type based clusters.

• Land usage cluster: five binary variables identifying the six different land usage based
clusters.

• Precipitation: the predicted precipitation obtained via Gaussian process interpolation,
measured in tenths of mm.

• Wind speed principal component: the first principal component of average wind speed,
fastest two-minute wind speed, and fastest five-second wind speed.

• Temperature principal component: both principal component of minimum and maxi-
mum temperatures.

• Longitude and latitude: corresponding to the county centroid.

Based on these, we propose seven different input configurations:

1. Baseline: contains all the aforementioned predictors, except for longitude and latitude.

2. Baseline without tree clustering: all predictors included in baseline, except for the tree
clusters.
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3. Baseline without land usage clustering: all predictors included in baseline, except for
the land clusters.

4. Baseline with forced interaction: all predictors included in baseline, except for gust
duration and sustained wind duration, plus a new variable equal to the product of
maximum gust speed and distance to the storm center.

5. Baseline with a dummy: all predictors included in baseline, except for gust duration and
sustained wind duration, plus a new binary variable equal to one when gust duration
and sustained wind duration is greater than zero.

6. Baseline with forced interaction only: all predictors included in baseline, except for
maximum gust speed, gust duration, sustained wind duration, plus a new variable equal
to the product of maximum gust speed and distance to the storm center.

7. Baseline with long/lat: all predictors included in baseline, plus the longitude and latitude
of the county centroids.

Configurations 2. and 3. are meant to assess the partial effect of the tree and land usage
clusters respectively. Configurations 4., 5. and 6. were designed to evaluate possible non-linear
effects among storm-specific characteristics. Finally, the last configuration was proposed to
evaluate the potential impact of considering the geographical locations.

Tables 3 and 4 respectively summarize the in-sample and out-of-sample estimated coeffi-
cients of determination. First, we notice large element-wise discrepancies between these two
tables, a strong indication of overfitting. By inspecting the column average on the second
table, we observe that most input configurations have approximately similar predicting power
on average9. By analyzing the mean coefficient across different input configurations, we find
that the log ratio is the most predicted variable within the score of our study. Since baseline
with longitudes and latitudes performs best as predictors of the log ratio (the best performing
model), it would seem that baseline features do not capture all the spatial effects of the data.

Two measures of variables importance are the percentage increase in Mean Squared Error
(MSE) and the increase node purity as measured by the Gini index, which are reported in
Table 5 for the best performing model. The former is the mean increase in out-of-bag samples
predicted MSE when a given variable is excluded from the fitted model, while the latter
corresponds to the total increase in node purity resulting from splits over a given variable
averaged over all fitted trees. [14] We note that the most important predictors are windPCA
and tempPCA1 with approximately equal % increase in MSE, each is about 35%.

In Figure 8, we observe the partial effects of each variable in the best model on the log ratio.
The plots show the partial dependence of log ratio based on each of the individual predictors.
There are some interesting trends that can be observed. The relationships between the tree
and land clusters are linearly related to log ratio, either positively or negatively. The log
ratio has a steady increasing trend as the principal component increases while it decreases
exponentially with the distance of storm. There are relationships with large increases at first
but they soon reach to a ceiling like those of log ratio and precipitation, gust duration, and

9Because no estimates of uncertainty were computed, we do not dispose of enough information to make a
probabilistic statement about the coefficients being equal or not.
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Log Ratio Daily Avg Ratio Difference Average

1. Baseline 0.43 0.72 0.70 0.51 0.59
2. Baseline - Tree 0.42 0.71 0.72 0.48 0.58
3. Baseline - Land 0.42 0.70 0.70 0.47 0.57
4. Baseline + Interaction 0.43 0.72 0.73 0.50 0.60
5. Baseline + Dummy 0.43 0.74 0.73 0.47 0.59
6. Baseline + Int only 0.42 0.72 0.69 0.52 0.59
7. Baseline + Long + Lat 0.43 0.69 0.74 0.49 0.59

Avg across inputs 0.42 0.71 0.72 0.59 0.59

Table 3: Adjusted R2 for the random forest fits for seven configurations and four transforma-
tions of the response variable on training set.

Daily Avg Difference Ratio Log Ratio Average

1. Baseline 0.10 0.13 0.00 0.12 0.09
2. Baseline - Tree 0.07 0.12 0.01 0.13 0.08
3. Baseline - Land 0.09 0.13 0.01 0.09 0.08
4. Baseline + Interaction 0.03 0.11 0.01 0.07 0.06
5. Baseline + Dummy 0.02 0.02 0.00 0.12 0.06
6. Baseline + Int only 0.15 0.07 0.00 0.12 0.09
7. Baseline + Long + Lat 0.07 0.02 0.01 0.17 0.07

Avg across inputs 0.08 0.08 0.01 0.12 0.06

Table 4: Adjusted R2 for the random forest fits for seven configurations and four transforma-
tions of the response variable on validation set.

sustained wind duration. There are some unpredictable fluctuating relationships like that of
log ratio and the first principal component of temperature. For more details, see Figure 8.

5 Results

Overall, we approached the problem in a scale different than what was done before. We
expanded the scope from individual states which are focused on in the literature to the whole
of the Atlantic coast. Additionally we had the constraint of using only publicly available data
as predictors. Sometimes power outages can be viewed in a different angle like risk assessment
and transformations of power outages. Realizing that, we approached the problems in two
inter-related and complementary procedures: classification and regression. Each method can
be expanded on separately depending on the goals and purposes of problem presenters.

The goal of the risk map is to identify counties that should be prioritized. Clever manipu-
lation of logarithm of the outages helps to pinpoint the good separation percentile levels into
four different categories. This allows full attention to the very high risk areas to be analyzed
and classified. Among methods considered, random forest outperforms all the others with not
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% Increase in MSE Increase in Node Purity

Temperature PC1 35.67 1482.70
Wind PC 35.51 2831.21
Precipitation 30.42 2917.36
Temperature PC2 28.71 2252.78
Longitude 27.68 1293.33
Distance 27.65 1875.12
Latitude 26.64 1196.67
Max Gust Speed 24.55 2111.25
Gust duration 17.54 1211.20
Tree Cluster 4 16.07 157.59
Land Cluster 4 16.00 136.94
Tree Cluster 5 15.63 91.01
Tree Cluster 6 14.43 183.94
Land Cluster 5 13.84 136.18
Land Cluster 3 13.72 102.71
Tree Cluster 3 12.63 167.05
Tree Cluster 2 12.54 78.32
Land Cluster 6 11.89 86.05
Sustained Wind Duration 10.81 465.93
Land Cluster 2 10.45 83.41

Table 5: Variable importance of the baseline with longitude and latitude configuration with
respect to the log ratio response variable. The percentage increase in MSE and increase in
node purity are arranged in decreasing order, with the most important variables at the top of
the table.

only low misclassfication rates, but also provides a conservative misclassified class just one
class away of the high class. Based on this result, it can be very helpful to concentrate on
regression for the identified counties to quantify the predicted counts, giving the best advisory
forecasts for resources allocation.

The regression model is the next important step in addressing quantification of the risk and
filling in details needed for decision making. Though predictive powers across the regression
fits are weaker compared to risk maps, it is important to realize this is a challenging problem
with other factors to consider such as low signal to noise ratio. One important result observed
is that how the output variable is characterized can greatly impact the predictive powers,
while different combinations of covariates or configurations may not necessarily have that
great an effect. This can be seen even more clearly in the differences in adjusted R2 values
for in-sample prediction, giving a basis for inference research in efforts to improve out-sample
forecast accuracy. Based on the results, we will pay closer attention to the model with all
covariates and geographical inputs regressed against the log ratio of daily average outages.

Both approaches provide meaningful insights for what can be improved in addressing this
complex problem. It will be important to tie the two methods’ results together as improve-
ments. are made and extensions considered, thus potentially leading to more accurate risk
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assessment.

6 Summary and Future Work

To conclude, both methods of classification and regression have their own advantages and can
be used for different purposes. Classification can quickly and accurately give information about
which counties are at greatest risk, helping decision makers respond quickly to the situation.
Regression, on the other hand, can quantify the estimated number of power outages, instead of
simply applying a risk assessment label, and gives information about which variables have the
greatest effect on the response, though this task remains challenging. The regression fits can
be great for trying to understand the data and the underlying relationships among predictors
or patterns of the problems based on good in-sample metrics. However, it performs poorly
on the out-of-sample forecast at such low resolution during the one-day ahead window and
needs more tuning as well as more informed modeling approach. One goal for future work is
to combine the classification and regression approaches into a hybrid model which would first
identify counties at greatest risk using classification methods and then forecast the number of
outages which would occur in that county. Other goals are including lower intensity storms
into the forecasting model. This would require expanding the reference frame both temporally,
to capture the weather effects which occur during fall, winter and spring, and spatially, to areas
in the United States where winters are more severe and different weather patterns appear.
This expansion clearly poses a significant problem as the definition of what counts as an event
can be quite nebulous, containing everything from a northeaster to a snowstorm covering only
a few counties. Additionally, the numbers of outages would be lower than in the case of a
hurricane which would lower the signal to noise ratio even further.
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7 Appendix

7.1 Description of the predictors

AWNDpred : Average daily wind speed (tenths of meters per second)

AWNDvar : Average daily wind speed variance (tenths of meters per second)

PRCPpred : Predicted precipitation (tenths of mm)

PRCPvar : Precipitation Variance (tenths of mm)

TMAXpred : Predicted Maximum temperature (tenths of degrees C)

TMAXvar : Variance of Maximum temperature (tenths of degrees C)

TMINpred : Predicted Minimum temperature (tenths of degrees C)

TMINvar : Variance of Minimum temperature (tenths of degrees C)

WSF2pred : Predicted Fastest 2-minute wind speed (tenths of meters per second)

WSF2var : Variance of Fastest 2-minute wind speed (tenths of meters per second)

WSF5pred : Predicted Fastest 5-second wind speed (tenths of meters per second)

WSF5var : Variance of Fastest predicted 5-second wind speed (tenths of meters per second)

popDensity : Number of people per square mile of land area

lBARREN : Ratio of barren land

lCULTIV ATED CROPS : Ratio of cultivated crops

lDECIDUOUS FOREST : Ratio of deciduous forest

lDEV ELOPED HIGH : Ratio of highly developed

lDEV ELOPED LOW : Ratio of low developed land

lDEV ELOPED MEDIUM : Ratio of medium developed land

lDEV ELOPED OPEN : Ratio of open land

lEV ERGREEN FOREST : Ratio of evergreen forest

lGRASSLAND : Ratio of grassland

lMIXED FOREST : Ratio of mixed forest

lPASTURE : Ratio of pasture land

lSHRUB : Ratio of Shrub land

lWATER : Ratio of water body

lWOODY WETLANDS : Ratio of woody wetlands

tALDER : Proportion of the tree species ALDER

tASH : Proportion of the tree species ASH

tBIRCH : Proportion of the tree species BIRCH

tBUCKEY E : Proportion of the tree species BUCKEYE

tCHERRY : Proportion of the tree species CHERRY

tCOTTONWOOD : Proportion of the tree species COTTONWOOD
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tCY PRESS : Proportion of the tree species CYPRUS

tDOGWOOD : Proportion of the tree species DOGWOOD

tDOUGLAS FIR : Proportion of the tree species DOUGLAS FIR

tELM : Proportion of the tree species ELM

tFIR : Proportion of the tree species FIR

tGUM : Proportion of the tree species GUM

tHACKBERRY : Proportion of the tree species HACKBERRY

tHEMLOCK : Proportion of the tree species HEMLOCK

tHICKORY : Proportion of the tree species HICKORY

tJUNIPER : Proportion of the tree species JUNIPER

tLARCH : Proportion of the tree species LARCH

tLAUREL : Proportion of the tree species LAUREL

tMAGNOLIA : Proportion of the tree species MAGNOLIA

tMANGROV E : Proportion of the tree species MANGROVE

tMAPLE : Proportion of the tree species MAPLE

tOAK : Proportion of the tree species OAK

tOTHER : Proportion of OTHER type of tree species

tPEA : Proportion of the tree species PEA

tPERSIMMOM : Proportion of the tree species PERSIMMOM

tPINE : Proportion of the tree species PINE

tSPRUCE : Proportion of the tree species SPRUCE

tSY CAMORE : Proportion of the tree species SYCAMORE

tWALNUT : Proportion of the tree species WALNUT

tWILLOW : Proportion of the tree species WILLOW

logOutDailyAve : log average daily outages

logOutDailyMax : log maximum daily outages

outDailyAveNorm : Average daily outages normalized by the population density

outDailyMaxNorm : Maximum daily outages normalized by the population density

logOutDailyAveNorm : log daily average outages normalized by the population density

logOutDailyMaxNorm : log daily maximum outages normalized by the population density

logPrcp : log precipitation

logPopDensity : log population density
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Figure 1: Elbow plot to determine the number of clusters for tree types and land usages. We
look at this plot to find k values that minimizes the intra-cluster variation, commonly known
as k-means total within sum of squares. We can see that the total within sum of squares is
sufficiently minimized at k = 6.
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[Irma 2017] Fatest two−minute wind speed (m/s)

| | | | |

| | | | |

0.00 0.25 0.50 0.75 1.00

31.60 58.42 72.47 81.77 95.56
● Weather station

Figure 2: Map of fastest two-minute wind speed (m/s) along with the weather stations. The
circle dots represent the weather stations where data is collected. The increasing gradient in
red shade shows the faster wind speed, with the numbers of the scale being quantile levels of
such wind speeds.
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Number of daily mean outages per person per squared mile

| | | | |

| | | | |

0.00 0.25 0.50 0.75 1.00

0.00 0.08 0.73 17.41 436.23
● Not reported

Figure 3: Number of daily mean outages per person per squared mile for hurricane Irma (2017).
This is the map that shows the numbers of daily mean outages adjusted for population density,
given in number of outages per person per squared mile for the Atlantic basis states. The light
grey area denotes the not reported area where no outages data is available, where the darker
the purple shade, the more outages reported, where the numbers of the scale are quantile
levels of the outages to account for the great differences among areas in respect with outages
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Figure 4: Plot of semivariogram of the outages ratio. From this plot we can get information
of nugget, sill, and range, showing that the Matérn is a reasonable fit.
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Figure 5: Distribution of storms into training, validation, and test set for the classification
model and the regression model.
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Figure 7: Confusion matrices for classifiers against the test set. Percentages are the ratio
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fall in the actual class to the number of observations that in the actual class. Numbers in
parentheses are the number of observations that the random forest classifier assigns to the
predicted class but fall in the actual class. Color scale is based on percentages.
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Figure 8: The partial effect and dependence of log ratio with respect to different individual
predictors. Here the predictors include principal components of temperature, principal com-
ponent of wind, precipitation, longitude, latitude, storm distance, maximum gust speed, gust
duration, sustained wind duration, all the tree and land clusters.
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Abstract

The power grid is currently optimized using a MATLAB program that employs tra-
ditional methods for solving optimization problems with nonlinear constraints. These
traditional methods are slow, require very close initial guesses, and cannot handle ex-
treme deviations from the norm. We present two types of machine learning models for
the IEEE’s predefined 30-bus power flow system in this paper. The first is a neural
network algorithm with three hidden layers, 100 nodes in each layer, trained on over
20,000 samples with an accuracy rating of 99% that predicts valid generator config-
urations 80% of the time. The other model is a decision tree regression algorithm
(XGBoost) that achieved an 88% fit to the data with 1000 decision trees and a depth
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1 Introduction

Electrical power flow networks across the world require regular scrutiny for efficiency and
cost-effective production. Millions of people rely on the correct operation of a single grid,
e.g., over 500 million people rely on a single grid spanning Europe, Turkey, and parts of
North Africa [1]. Finding better solutions for optimizing this network has the potential to
save millions of tax payers dollars a year in the U.S. alone [2]. This problem, originally
formulated in 1962, is a nonlinearly constrained optimization problem that has traditionally
been solved using numerical methods. However, with the changing technology of the last
couple decades, new and improved methods for solving this problem have emerged [2]. With
the recent surge in machine learning algorithms, machine learning offers a potentially faster
method and could make solving this problem significantly easier for grid operators around
the world.

Each power system can be modeled as a network of buses—the nodes of the grid topology—
and the branches between them—the edges. A subset of those buses comprise the set of
generators, which are the locations at which power is generated, stored, or balanced within
the system. Each bus serves a particular area and has a particular amount of real and re-
active power within the system. The real power is the active power, or the power that is
distributed throughout the system. The reactive power moves between the source and the
load, balancing the system. Reactive power is not usable power.

MATPOWER is a MATLAB program designed to solve these problems through a variety
of numerical methods. The program takes as inputs the network topology, limits for each bus
and node, and power requirements for each bus, and outputs the settings for the generators
that will optimize the system’s power flow and minimize cost. While very useful, this program
has limitations for solving this system based on the internal workings of the program. The
program relies on linearization methods that depend on convexity and good initial guesses,
and doesn’t account for extreme cases in which we do not have clear convexity nor do we
have an educated guess for initial conditions. As a result, we seek a new approach for these
optimization problems, that is, machine learning.

There are two stages within a machine learning algorithm using neural networks. The
first stage is the training stage in which we use a training data set to “teach” the algorithm
the patterns within the data. The training data set contains solutions for each of the elements
in the set so that the algorithm can learn the best configurations for the algorithm to obtain
the solutions given. The second stage of this process is the testing stage in which we have a
second set of solved elements and we run the program for the inputs for this set and compare
the computed solutions to the true solutions to test for the accuracy of the machine learning
model.

During the training portion of this process, the algorithm begins with an input layer,
which contains nodes or neurons that are each element of the training data set. Then the
data passes through a particular number of hidden layers in which each data point goes
through all of the nodes within each layer, multiplied by weighting values for each branch
with a bias for each hidden layer. In the beginning of this process, the weighting values and
biases are arbitrarily chosen. At the end of the process, there is an output layer that will be
the solution for the data. This solution is compared to the true solution from the training
data set, and then through back propagation, the weighting values and biases are adjusted.

2
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The answer is then run back through the system a given amount of times (referred to as the
number of epochs) and the answer is refined; the hope being that the answer will converge
to the appropriate value.

This year at ICML (International Conference on Machine Learning), Neel Guha and his
colleagues presented a neural network algorithm for tackling this problem [4]. Their work
was one of the first attempts to train a neural network to recognize optimal configurations
for the AC power flow problem. They used the existing technology to generate data for his
training set and then designed a machine learning algorithm to accurately predict generator
configurations for particular typical bus systems and their flows.

Our work involved modifying the neural network approach employed in [4] to include
optimization of cost per megawatt hour and a more accurate predicting system. We present
our findings to the IMSM workshop, July 2019.

2 Methods

2.1 Notation

For clarity in comparing our work to others, we adopt the following notation for the OPF
problem.

N set of buses
G set of generators
n total number of simulations
L total number of branches
m total number of decision trees in XGBoost
PL
i real power demand at bus i
QL

i relative power demand at bus i
PG
i generator real power supply at bus i
QG

i generator relative power supply at bus i
V G
i generator voltage magnitude at bus i
δi voltage angle at bus i

Ṽi voltage (complex) at bus i

Ei real component of Ṽi
Fi imaginary component of Ṽi
Ỹik ikth element (complex) of the bus admittance matrix

Gik real component of Ỹik
Bik imaginary component of Ỹik

Following the notation above, we have Ṽi = Ei + iFi, and Ỹik = Gik + jBik. Also, Vi =√
E2

i + F 2
i and Yik =

√
G2

ik +B2
ik. Moreover, note that G ⊆ N.

2.2 Generated Data and Analysis

For this project, we began with two standard IEEE cases: a 30 bus system representing
the US power grid in 1961, and a 300 bus system representing the US power grid in 1993.

3
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To find various results, we perturbed the PD (real power output) and QD (reactive power
output) values. To create the training set for our machine learning algorithms, we randomly
sampled power inputs centered around the standard case according to a normal distribution
with mean equal to the nominal value and standard deviation equal to 0.1 of the nominal
value. Prior research on this topic used uniform distributions to perturb power demand
parameters [4]. We chose a normal distribution because we wanted the probability of a given
perturbation to be symmetrical around the base value. We also wanted as diverse a data set
as possible and so did not want to set a limit on the maximum possible perturbation as would
be required for a uniform distribution. We experimented with standard deviation values up
to 50% but as the value increased, the amount of simulations that did not converge also
increased. To maximize the amount of simulations that did converge for our training set, we
therefore settled on 10%. Note also that since this perturbation is based on a percentage of
the original value, any buses that were originally 0 remained at 0. We then evaluated each
system with MATPOWER to find the optimal generator configuration. For each sampled
input, MATPOWER would either converge to a solution, in which case it was labeled a
successful simulation, or fail to converge, in which case it was labeled a failed simulation.
The failure of a simulation may be due to the numerical solver being insufficient to find an
existent solution or because the set parameters violated the constraints detailed in equation
(1) below.

The default solver within the MATPOWER program uses an interior point method, and
the two main functions are runpf (run power flow) or runopf (run optimized power flow).
For our purposes, we used runopf because it optimizes the generator configurations in terms
of the lowest cost whereas runpf only identifies the closest solution without regard to cost.
The generalized equations and physical constraints of the system are given by equation (1)
[4]. The objective function (1) is a polynomial function with variable PG

i , (1a) and (1b) are
power flow equations in polar coordinate system, and (1c)-(1f) represent feasible ranges of
real power output, relative power output, voltage magnitude and voltage angle, respectively.

minimize
PG
i

∑
i∈G

Ci(P
G
i ), (1)

subject to
Pi(V, δ) = PG

i − PL
i , ∀i ∈ N (1a)

Qi(V, δ) = QG
i −QL

i , ∀i ∈ N (1b)

PG,min
i ≤ PG

i ≤ PG,max
i , ∀i ∈ G (1c)

QG,min
i ≤ QG

i ≤ QG,max
i , ∀i ∈ G (1d)

V min
i ≤ Vi ≤ V max

i , ∀i ∈ N (1e)
δmin
i ≤ δi ≤ δmax

i , ∀i ∈ N (1f)

For the AC power flow problem, the grid demand is given according to equation (2), and
the corresponding optimal generator supply form corresponds to equation (3)

(PL
i , Q

L
i )

n

i=1 for bus 1, 2, ..., N (2)

(PG
j , Q

G
j )

n

j=1
for generator 1, 2, ..., G (3)
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which results in a grid demand matrix with dimension n× 2N , and grid control matrix with
dimension n× 2G for each perturbation.

In AC power flow equations, voltage is expressed in polar coordinates and admittance is
expressed in rectangular coordinates. Following the notation in §2.1, AC flow equations are
as according to equation (4) [3].

Pi(V, δ) = Vi

N∑
i=1

Vk(Gik cos(δi − δk) +Bik sin(δi − δk))

Qi(V, δ) = Vi

N∑
i=1

Vk(Gik sin(δi − δk)−Bik sin(δi − δk))

(4)

2.2.1 30 Bus System

We generated 30,000 samples of IEEE’s 30 bus system, with 20,797 being successful and
9,203 flagged as failures. Figure 1 illustrates how all of the PD-QD points are laid out
throughout the plane. Using red for failed simulations and blue for successful simulations,
we found the relationships between the PD and QD values were insignificant for most buses,
but bus 8 appeared to be critical in how the relationships of the values determined the
success or failure of the simulation. The circular shape on the top right portion of the graph
relates to bus 8. Figures 2 and 3 illustrate how the failures and successes were related to
the PD and QD values on each bus for all simulations. The original values for bus 8 were
the highest among those within this bus system which we hypothesize is the reason bus 8
had a higher correlation with success or failure of a system. With a larger initial value, the
percentage would be larger and therefore the perturbations would also be larger. Although
this would account for the drastically different behavior of this bus in comparison with the
other buses within the system, we do not have a good idea of why these original values were
chosen to begin with, so it is difficult to make conjectures on why bus 8 would have so much
more of an effect.

2.2.2 300 Bus System

For the more complex 300 bus system and due to the limited time frame of the workshop
and computational power, we created only 25,000 simulated points with 20,434 successful
simulations and nearly 5,000 failed simulations. Figure 4 shows the relationships of the PD
and QD values for this system. Unlike the 30 bus system, there are negative values for
power within this system. This is because the power described is directional and therefore a
negative power flow indicates that the power is moving in a direction opposite to the main
flow.

Again we see that generally there does not appear to be a correlation between the P and
Q values and the success or failure of the optimization. The vertical line at the top left of
the figure is for a particular bus that has very small P values and large Q values originally
so its perturbation range is more oblong.

We used data from both the uniform perturbation and the normal perturbation within
our attempts to make a neural network model for this system. The model did not appear

5
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Figure 1: P versus Q values for all buses in the 30 bus system

Figure 2: P versus Q values per bus for failed simulations

6
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Figure 3: P versus Q values per bus for successful simulations

Figure 4: P versus Q values for all buses in the 300 bus system

7
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Figure 5: Costs for the 30 bus system per hour

to be learning anything with either dataset and was showing a high success rate within
a single epoch, but a stagnant accuracy rating. There are several factors that may have
contributed to this anomaly; it may be that the data was not variant enough to show
differences between each perturbed system; or it is possible that a training dataset of 20,434
samples was insufficient to train the model.

2.2.3 Costs within the systems

One key output from an OPF solution is the cost per hour for running the optimized
system. Figures 5 and 6 show the range of cost values for the solved cases.

It is clear from these graphs that the successful simulations are generally less expensive
than those that failed. In runopf default setting, the constraint violation tolerance is 5×10−6,
and the maximum number of iterations is 150 for primal/dual interior point method [5]. So
there are several possible reasons for us getting this result - It only gives us a local minimizer
within the feasible set due to the limitation of number of iterations is not big enough, which
provides a higher cost; Or, because Newton’s method is sensitive to initial points, it makes
sense that red and blue points in Figures 5 and 6 have relatively clear differences while they
are overlapping with each other in Figures 1 and 4.

2.3 Neural Network Algorithm

Our goal was to design a neural network modeled off of a multilayer perceptron that is able
to calculate the optimal generator requirements for a given grid topology, effectively solving
the end-to-end OPF problem. This light weight model would then replace the complex,
classically solved OPF model for a given topology. To design the network, we built upon the
work in [4].

We tried different configurations and determined the optimal number of hidden layers
and number of nodes for the neural network model, shown in figure 7. For accuracy, we
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Figure 6: Costs for the 300 bus system per hour

used three metrics: a mean square error, the legality rate as defined in equation (5) and the
average cost deviation as defined in equation (6).

legality rate =
number of predicted grids that satisfy (1d) and (1f)

number of all predicted grids
(5)

avg. cost dev. =
1

n

n∑
i=1

∣∣∣∣1− pred costi
true costi

∣∣∣∣ (6)

Figure 7: Neural Network Multilayer Perceptron Diagram with 3 Hidden Layers
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3 Results

We used an 80/20 training/testing split for the datasets. For the 30 bus case, we generated
20,797 total samples—16,637 cases of which were used to train both 30 bus models, and the
remaining 20% were used for testing.

3.1 Neural Network Model

Table 1 shows the results of our investigation into different configurations for the 30 bus
neural network algorithm. The first column indicates the number of hidden layers, which
we varied as 2, 3, or 5; the second column shows the number of nodes in each of the hidden
layers; the third column indicates the activation function, for which we had two choices:
ReLU (rectified linear unit) or tanh (hyperbolic tangent); the fourth column shows the
validation accuracy; and the fifth column shows the mean cost deviation of the system,
determined by equation (6).

There is a third choice for the activation function, the sigmoid function, but it performed
significantly worse than the other functions so we did not include it within this table. The
learning rate was set as 0.001 for all configurations and the number of epochs was set to 500.
For the learning rate, we tried 0.1 initially but found the 0.001 was more effective for the
accuracy of the model.

Hidden Nodes Activation Validation Avg. Cost
Layers Function Accuracy Deviation

1 1 10 ReLU 0.8769 0.0063
2 2 100/100 ReLU 0.9663 0.0042
3 3 5/10/5 ReLU 0.8724 0.0071
4 3 50/50/50 ReLU 0.9820 0.0038
5 3 100/50/100 ReLU/Tanh/ReLU 0.9880 0.0030
6 3 100/100/100 ReLU 0.9911 0.0025
7 3 100/100/100 Tanh 0.9418 0.0127
8 3 100/200/100 ReLU 0.9863 0.0046
9 5 100 - 100 ReLU 0.9932 0.0060

Table 1: Configurations investigated for fitting the 30 bus neural network model

If the constraints from (1d) and (1f) are violated, the system does not function within
the engineering specs of the grid. The legality rate indicated in Table 2 is the percentage of
legal outcomes predicted by the 30 bus algorithm with the indicated configurations.

We settled on line 6 from Table 1, having three hidden layers, each with 100 nodes, using
the ReLU activation function for all three layers. Line 9 appears to have the best validation
accuracy, but the accuracy fluctuated significantly with 500 epochs. The configuration we
chose does not have that fluctuation, and it also has a higher legality rate and a lower
average cost deviation. This configuration employs 27,512 parameters. We also note that the
neural network had orders of magnitude faster computation time compared to the runopf

MATPOWER function, showing that machine learning could in fact significantly reduce
computation time for the OPF problem.
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Hidden Layers Nodes Activation Function Legality

1 1 10 ReLU 86%
2 2 100/100 ReLU 74%
3 3 5/10/5 ReLU 98%
4 3 50/50/50 ReLU 76%
5 3 100/50/100 ReLU/Tanh/ReLU 74%
6 3 100/100/100 ReLU 80%
7 3 100/100/100 Tanh 94%
8 3 100/200/100 ReLU 72%
9 5 100 - 100 ReLU 76%

Table 2: Legality for 30 bus model configurations

It should be noted that we made several attempts to fit this algorithm to a 300 bus
system, and the results that we found is that this network is not able to be scaled up for use
in the 300 bus system.

In the Neural Network Diagram shown in Figure 7, we found the optimal number of
hidden layers is 3. ip is the number of input notes, and op is the number of output notes.
For bus number n = 30, ip = 60, and op = 12. To improve upon the original model from
Neel Guha, we added in a batch normalization program within each hidden layer. This
normalizes the data within each layer after the activation function to re-scale the data for
less variance and avoid overfitting.

After getting an appropriate model based on training data, we used the three metrics
mentioned in section 2.3 to determine its performance and effectiveness. For the 30 bus case,
the prediction performance is summarized in Table 3.

Grid Accuracy Legality Rate Avg. Cost Dev.

case 30 99% 80% .25 %

Table 3: Prediction performance for neural network 30 bus model

Figure 8 from left to right shows the model accuracy, mean absolute error, and the loss
of the model for bus 30 case as the number of epochs increases. The blue line is for training
data and the orange line is for testing data.

3.2 The XGBoost Model

XGBoost stands for Extreme Gradient Boosting and is a decision tree classification or
regression model. The training method for this algorithm computes and minimizes the
residual difference between the predicted value and the true value with each estimator or
tree. In a classification algorithm, the first decision tree classifies as many points as possible
and the output will be a binary representation of the success of the classifications. Those
that were misclassified in the first tree are the focus of the second decision tree. This process
perpetuates itself through the total amount of decision trees designated for the model and
the output of the classification algorithm is a binary representation of the success of the
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(a) NN Model Accuracy for the 30 bus case (b) The loss of the model for the 30 bus case

Figure 8: From left to right: MA and ML for 30 bus neural network model

classifications across all decision trees. In the case of a regression model, the output of each
decision tree is approximated parameters and we take the mean of all of the outputs as the
output for the entire model.

Table 4 shows the options that we tested for the XGBoost system with the 30 bus case.
The first column is the number of decision trees within the algorithm. The R2 score from
the second column is the goodness of fit rating and is calculated using the following formula:

R2 = 1−
∑m

i=1(yit − yip)2∑m
i=1(yit − yit)2

, (7)

where yit is the true value of ith data point, yip is the predicted value of ith data point, and
yit is the mean value of true values. Then the last column is the mean cost deviation of the
system, as defined in equation (6). All of these examples have a learning rate of 0.1 and tree
depth of 3.

Num of Trees R2 Score Avg. Cost Dev. Legality

1 100 0.7890 0.0141 86.13%
2 150 0.8044 0.0118 85.19%
3 200 0.8148 0.0104 84.76%
4 250 0.8226 0.0097 84.25%
5 300 0.8293 0.0093 84.18%
6 400 0.8411 0.0078 84.13%
7 600 0.8659 0.0074 83.82%
8 800 0.8738 0.0072 83.89%
9 1000 0.8809 0.0068 83.77%

Table 4: XGBoost configurations for 30 bus system

From Figure 9 it is clear that as we increase the amount of decision trees our fit rating
is increasing at 800 trees, and our cost deviation is decreasing, which is to be expected.
To optimize the system, we would want to check the R2 values for an interval of decision
trees and watch for overfitting or a decrease in goodness of fit. For the 30 bus system our
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Figure 9: Goodness of fit score for XGBoost model as a function of the number of decision
trees (estimators)

computer hardware limited us to testing large increments within the number of trees, and to
optimize the system we need the capacity to evaluate the number of trees in much smaller
increments.

3.3 Cost Analysis

Our neural network and XGBoost algorithm predictions both maintained a close approxi-
mation to the true costs indicated in the datasets. Figure 10 shows the distributions for the
predicted costs versus the true costs for the neural network model, and Figure 11 shows the
differences in cost for the XGBoost model. The XGBoost model had a bit more deviation
from the true costs and appeared to be overestimating the costs, but that may be due to the
lack of hardware necessary to fit the model.

3.4 Comparison of the Models

Given its prevalence in the current machine learning literature, we wanted to investigate
the usefulness of the decision tree regression models while also experimenting with the more
common neural network model. The XGBoost model required a significantly larger amount
of computational power than the neural network model, but generally the XGBoost model
is known for being more effective for a higher amount of input features. We also found that
the legality rate for the XGBoost model was much more stable and remained rather high in
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Figure 10: Comparison of predicted costs and true costs for the neural network model
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Figure 11: Comparison of predicted costs and true costs for the XGBoost model
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comparison to the neural network which fluctuated through a 70-80% range.

4 Conclusions and Future Work

4.1 Conclusions

For this project, we created two machine learning models for solving the OPF for a 30 bus
power grid system. The neural network model included three hidden layers with 100 nodes
per layer, and with 500 epochs we found an accuracy rating of 99% for the training dataset
and an 80% legality rate for the predictions. We were unable to optimize the XGBoost
model due to insufficient computer processing capabilities, but found an 88% fit with 1000
decision trees. The neural network model was significantly faster than the XGBoost model
in terms of computation time. We were unsuccessful at creating both types of models for
the 300 bus system and we conjecture this failure has something to do with the dataset not
being variant enough or large enough for the algorithm to recognize any patterns.

4.2 Future Work

This project represents just the beginning of research into using machine learning algo-
rithms for solving the OPF problem. Generalizing the models to be effective for higher nodal
systems is the next step, along with optimizing the number of decision trees for the regression
tree model. Finding optimality classifications for each of these models and analyzing how
they behave within extreme deviations from the norm are both future projects as well.

15



SAMSI–IMSM 2019 AC Optimal Power Flow Report Page 16 of 16

References

[1] Annual Report 2017. Technical report, European Network of Transmission System Op-
erators for Electricity, 2018.

[2] Mary B Cain, Richard P Oneill, and Anya Castillo. History of optimal power flow and
formulations. Federal Energy Regulatory Commission, 1:1–36, 2012.

[3] Stephen Frank and Steffen Rebennack. A Primer on Optimal Power Flow: Theory,
Formulation, and Practical Examples. Working Papers 2012-14, Colorado School of
Mines, Division of Economics and Business, October 2012.

[4] Neel Guha, Zhecheng Wang, Matt Wytock, and Arun Majumdar. Machine learning for
AC optimal power flow. Technical report, ICML 2019, 2019.

[5] Ray D Zimmerman and Carlos E Murillo-Sánchez. Matpower 7.0 users manual. PSERC:
Tempe, AZ, USA, 2019.

16


	pages1-4
	Sandia_Report_2019
	Introduction
	The Approach
	Developing The Model
	Model Modification for Twisting Moment Accounting for Pitch Angle

	Model Exploration
	Variation of Twist Angle with Parameters
	Variation of Parameters with Deflection

	Pairwise Trends
	Model Credibility

	Sensitivity Analysis
	Trend Based Sensitivity Analysis
	Variance-Based Sensitivity Analysis

	Twist Mitigation Analysis
	Identification of Feasible Space
	Optimization

	Uncertainty Quantification
	MC Simulation of spring parameter tolerances: all with same uncertainty
	MC of spring parameter tolerances: force and spring height correlated

	Concluding Remarks
	Recommendations
	Appendix
	Algebra for Model Derivation


	Rho_Report_2019
	USACE_Report_2019
	Introduction
	Objective
	Wave Breaking
	Classification of Breaking Types
	Estimating Bathymetry

	Approach
	Direct Approach
	Inverse Shoaling vs. Non-Inverse Shoaling Analysis - To Inverse Shoal or Not to Inverse Shoal

	Machine Learning Approaches
	Neural Networks
	Random Forest Regression
	Nonlinear Support Vector Machine Regression


	Evaluation Experiments
	Results
	Comparison of Observed Breaking Types and Estimated Breaking Types
	Comparison of Observed Bathymetry with Parametric Beach Model Result
	Machine Learning Surrogate Model Performance
	Neural Networks
	SVR and Random Forest
	Modeling Time Comparison


	Conclusions and Future Work

	LANL_Report_2019
	PNNL_Report_2019

