ABSTRACT
SANZ AUSIN, MARKEL. A Transfer Learning Framework for Human-Centric Deep
Reinforcement Learning with Reward Engineering. (Under the direction of Dr. Min Chi.)
In recent years, Reinforcement Learning (RL), and especially Deep RL (DRL), have shown
outstanding performance in video games from Atari, Mario, to StarCraft. Most of the prior work
on DRL followed the online learning approach, and has been applied to agent-centric tasks.
However, adapting the DRL algorithms to work offline in real-life, human-centric applications
generates significant challenges. Often, as building accurate simulations is challenging, the
algorithm must learn from a static and fixed-size dataset of trajectories, as in the offline RL
settings. In this work, we address three issues that have hindered offline DRL from being
successfully applied to human-centric tasks, and we apply them to Intelligent Tutoring Systems
(ITSs) to improve online education systems with college students. First, in real-life applications,
a noisy and delayed reward signal is commonplace, and can negatively impact the learning
process or DRL algorithms. Second, the lack of communication between the agent and the
students can make students not feel engaged or motivated to learn the content shown by the tutor.
Third, RL policies are seldom transferable: a policy trained on one task does not perform well on
a different task, even if the two are closely related. In this work, we explored the effectiveness of
offline DRL for inducing pedagogical policies in two Intelligent Tutoring Systems, and combined
it with novel algorithms that aim to overcome the delayed and noisy reward problems, improve
the communication between the agent and the students, and make the policies generalizable
and transferable between tutors. Our empirical results show that combining DRL with an
algorithm to mitigate the delayed and noisy rewards issue can make students learn more and
faster than an expert-crafted policy. We also show that combining an offline DRL policy with
simple explanations improves communication between the tutor and the students, and results in
improved learning. Finally, to address the lack of transferability of our policies, in this work, we
developed a novel transfer learning framework that combines model-based RL with bisimulation

metrics. Our results show that our generalization policy is able to learn from multiple different
datasets, learning a shared latent space between the tasks. We developed a single robust and
generic policy that combines both of our Intelligent Tutoring Systems into a single policy, and is
effective at improving student learning.
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CHAPTER

1
INTRODUCTION

Reinforcement Learning (RL) is one of the best machine learning approaches for decision
making in interactive environments as RL algorithms are designed to induce effective policies
that determine the best action for an agent to take in any given situation to maximize some
predefined cumulative reward. In recent years, deep neural networks have enabled significant
progress in RL research, by combining the powerful function approximation capabilities of
neural networks with traditional RL techniques. Deep Reinforcement Learning (DRL) has
been shown to be a very powerful technique on a wide range of applications including playing
the Atari, Mario, or StarCraft video games at a super-human level; learning to master the board
games of Go, Chess, and Shogi; or inducing effective policies for multiple robotics tasks, such
as grasping objects, locomotion, or even solving Rubik’s cube.
Despite DRL’s great success, there are still many challenges preventing DRL from being
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applied more broadly in practice. One of the main problems of applying RL and DRL for
real-world tasks is that most algorithms are used in agent-centric tasks, where the goal is to
make the agent obtain a high reward by interacting with the environment. However, this work
uses DRL for human-centric tasks, where the agent’s goal is to make humans achieve a high
reward in a given task, and the agent’s reward directly depends upon the humans’ behavior.
In this work, we focused on two human-centric problems, involving two Intelligent Tutoring
Systems (ITSs) and a healthcare task. ITSs are interactive e-learning environments that support
students’ learning by providing instruction, scaffolded practice, and on-demand help and we
used two ITSs, named Deep Thought and Pyrenees, which teach students about Logic Proofs
and Probability, respectively. For the healthcare task, we evaluated some of our algorithms on a
sepsis treatment task, which aims to prevent sepsis patients from reaching the septic shock stage.
However, ITSs will remain the primary focus of our research.
Another problem arises when using DRL in real-life tasks such as ITSs: sample inefficiency.
For example, it takes most algorithms hundreds of millions of interactions with the environment
to learn a good policy and generalize to unseen states, while we seek to learn policies from
datasets with around 800 student-tutor interaction logs. Due to the data inefficiency of these
algorithms, we will use primarily offline RL, in which all learning is done from an existing
offline dataset of fixed length, and the environment cannot be explored further.
The purpose of this research is to directly address three of the weaknesses in DRL
algorithms that hinder its widespread use to learn pedagogical policies for ITSs. 1) Temporal
Credit Assignment Problem (CAP). The temporal CAP (also known as the delayed reinforcement
problem) in RL consists of assigning credit or blame for a collected delayed reward to each
of the intermediate actions that lead to that delayed reward. 2) Human-agent communication.
Communication of pedagogical policy decisions to students can have positive results in the
learning process of students since it enhances their communication skills and trust in the system,
which helps them understand its function. As a result, we aim to provide students with simple
explanations of the decisions taken by our DRL agent. 3) Generalization and transferability of
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the agents. As opposed to learning science, where most pedagogical policies are generalizable
and transferable across domains, most RL-induced policies are not directly transferable. When
an RL policy is trained to solve one task, what it learns is often not directly applicable to another,
even if it is related to the original task. Making our policies generalizable and transferrable
allows us to build more effective ITSs.

1.1

Credit Assignment Problem

A large body of real-world tasks can be characterized as sequential multi-step learning problems,
where the outcome of the selected actions is delayed. Discovering which action(s) are responsible
for the delayed outcome is known as the (temporal) Credit Assignment Problem (CAP) [Min61;
Aru21]. Solving the CAP is especially important for delayed reinforcement tasks [Sut85], in
which 𝑟 𝑡 , a reward obtained at time 𝑡, can be affected by all previous actions, 𝑎 0 , 𝑎 1 , ..., 𝑎 𝑡−1 , 𝑎 𝑡
and thus we need to assign credit or blame to each of those actions individually.
Prior research has explored solving the CAP by formulating it as a Reinforcement Learning
(RL) problem [Sut18a; Che20a], in which an agent learns how to interact with a potentially
non-stationary, stochastic, and partially observable environment to maximize the long-term
cumulative reward. Such delayed reinforcement tasks become extremely challenging if there
are long delays between the actions and their corresponding outcomes. Furthermore, noise is a
common problem that machine learning systems need to deal with in many real-world situations.
In RL, noise can be present in either the observations or the rewards. When the reward signal is
noisy, the agent can have a difficult time learning the optimal behavior, since the rewards can be
biased or have large variances. Previously, Temporal Difference (TD) learning methods [Sut88]
have been widely used to resolve CAP problems [Sut90]. In particular, the TD(𝜆) algorithm
[Sut88; Tes92] uses eligibility traces to update the value of a state by using all the future rewards
in the episode, which makes it easier to assign credit for long trajectories. For example, Mesnard
et al. used Counterfactual Credit Assignment to create a future-conditional value function that
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considers the delayed reinforcement [Mes20].
One way to mitigate the CAP is to use model-based RL or simulations, which allow collecting
vast amounts of data. However, in many real-life domains such as healthcare, building accurate
simulations is especially challenging because disease progression is a rather complex process;
moreover, it is not feasible or ethical to induce medical treatment policies while interacting with
patients. In addition, reward functions in such domains are often both delayed and noisy, so
solving the CAP is essential. Typically, in healthcare, the most appropriate rewards are patient
outcomes, which can only be obtained after the entire trajectory has been completed. The reason
for this delay is that the subtle yet complex progression of the disease makes it difficult to assess
patient health state moment by moment, and that many clinical or medical interventions that boost
short-term performance may not be effective over the long run. Moreover, immediate reward
mechanisms in these domains are often imperfect representations of underlying true reward
mechanisms. As an example of inaccurate or noisy patient outcomes, the 30-day readmission rate
among sepsis survivors across 633,407 hospitalizations and 3,315 hospitals is 28.7% [Nor17].
For this reason, we used a Sepsis treatment task as a benchmark to evaluate the algorithms we
developed to tackle the temporal CAP, as we will describe in Part I.
A lot of prior research has investigated modifying the reward function through reward
shaping or reward engineering [Mar18; Sua16; Hut20; Wu20; Mem21]. One main application
of reward shaping has been including intrinsic rewards to the agent’s reward signal, where these
intrinsic rewards encourage the agent to explore unseen states [Pat17]. This approach improves
the exploration policy of the agent and mitigates the sparse reward problem. Chen and Lin used
self-imitation learning to help a robot learn in a sparse reward setting [Che20c]. Other work
by Trott et al. [Tro19] used a distance-based metric to shape a reward function that enhances
the sparse rewards from the environment and prevents the agent from getting stuck in local
optima. Most prior methods develop a separate reward function that augments the existing
reward function.
To mitigate the temporal CAP, our approach is to distribute or infer the final delayed
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reward into the immediate rewards along the trajectories. We present two algorithms: InferGP
and InferNet. InferGP [Azi19a], which uses Gaussian Processes (GP) to infer unobservable
immediate rewards from delayed rewards and then the inferred rewards can be used in standard
RL algorithms for policy induction. This work helps mitigate the CAP in some offline tasks.
However, our work on InferGP has three crucial limitations: 1) we did not examine how noisy
reward functions are, even though GP is widely recognized to be robust to noise; 2) InferGP is
not very scalable due to its poor time and space complexity; and 3) While most RL algorithms
are trained online, InferGP can only be used for offline-RL since it incorporates all training
data when applying Bayesian inference to infer the rewards. To solve these weaknesses, we also
developed an evolution of the InferGP algorithm, which we denote as InferNet. InferNet is an
intuitive and powerful Neural Network (NN) based approach to addressing the temporal CAP,
which infers “immediate rewards" from the delayed and noisy rewards and can be used to train
an RL agent. InferNet is a general, scalable mechanism that works alongside any online and
offline RL algorithms. It is an easy yet effective add-on mechanism for mitigating the temporal
CAP. In general, both methods are effective at mitigating the temporal CAP, but InferNet shows
superior flexibility and capability, while having a much better time and space complexity.

1.2

Explanations for Human-centric RL

While RL especially DRL has achieved superhuman performance in several complex games
[Sil16; Sil18; Vin19; And18] where the ultimate goal is to make the agent effective, in
human-centric tasks such as ITSs, the ultimate goal is for the agent to make the human-system
interactions productive and fruitful. Therefore, we argue it is important to communicate the
agent’s pedagogical decisions to students. Prior work on applying RL to ITSs primarily focused
on inducing effective pedagogical policies for the tutor to act, but the tutor rarely "explains" to
students why certain pedagogical decisions are made. As far as we know, no prior research has
been done on exploring the effectiveness of explaining pedagogical policies to students. On the
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other hand, prior research in Self-Determination Theory (SDT) suggests that explanations could
be a powerful tool to increase student engagement and autonomy in learning. For example, it
was shown that explaining the benefits of learning a specific task to students would increase their
sense of control over their own learning, which can improve their learning outcomes [Cor96;
Sch98; Koh93; Kin89; Yeh01; Shy92]. In this part of our work, we address the limitations of
communication by providing students with simple explanations of the DRL pedagogical policy.

1.3

Transfer Learning

The main drawback of the DRL approaches mentioned above is that they are not generalizable
to different tasks. A model that was trained to solve one task will fail in a different task if the
state-space, action-space, or transition function are different. Previous work has tackled this
problem, using techniques such as Multi-Task Learning (MTL) or Domain Adaptation (DA).
MTL refers to the problem of learning several tasks simultaneously and achieving better results
than if those tasks were learned separately; whereas DA can be defined as a sub-category of
Transfer Learning in which the learning is performed using a source data distribution, but
the model must perform well on a different yet related target data distribution. Improving
the generalization ability of Machine Learning algorithms is a very active area of research,
since it is considered to be a necessary step to achieve more general AI systems that can solve
multiple tasks simultaneously, making the learning of one task faster by using the knowledge
extracted from a different task. Transfer Learning, Domain Adaptation, Multi-Task Learning,
Meta-Learning, or Multi-Domain Learning have been some of the fields of Machine Learning
and Artificial Intelligence that have been developed to try to solve the generalization problem.
Domain adaptation (DA) approaches have shown great promise to improve generalization.
In this work, we propose a novel Transfer Learning framework that aims to improve
generalization and transferability in DRL-induced pedagogical policies, and can be used across
multiple different ITSs. We combine model-based DRL with deep bisimulation metrics to learn
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a shared latent state representation across tasks, which can then be used by a single shared policy
to act on multiple environments, or be transferred from one task to the other. We utilize two
college-level ITSs, named Deep Thought and Pyrenees, that teach how to solve logic proofs and
probability problems, respectively.
In the following, we will first provide an overview of RL in Chapter 2. Chapter 3 introduces
ITS and describes the two ITSs used in our work. In Chapter 4, we will discuss the state of the
art in pedagogical policy induction before we began our research in 2018 and how we applied
DRL to induce a pedagogical policy induction. Then, our contributions to the field will be split
into three main parts: Part I) Credit Assignment Problem; Part II) Improved Agent-Human
Communication Through Simple Explanations; Part III) Transfer Learning. All the parts will
follow a similar structure. First, we will explain the problem and the prior literature research that
has addressed the same issue before us. Next, we will present our novel approach to solving
the problem. Then, we will describe the experiments we carried out to empirically evaluate
the effectiveness of our methods, and show the results we obtained in each experiment. The
empirical experiments were separately designed for each problem. The two ITSs described in
Section 3 were used as the main test beds across all the different experiments; while additional
test beds were also used as needed, depending on the task on hand. These additional test beds
include online learning environments such as Grid World and Atari games, and offline learning
environments such as a real-world sepsis treatment problem to show the generalization ability of
the methods we developed. We numbered the experiments we performed on ITSs, since there
are multiple different experiments and keeping track can be hard. Finally, we will discuss the
impact our work can have on the community, and how we contributed to solving the problem.
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CHAPTER

2
REINFORCEMENT LEARNING:
A BRIEF OVERVIEW

In the last decade, Artificial Intelligence (AI) methods that learn from data directly, i.e. Machine
Learning (ML) algorithms, have shown extraordinary potential in tasks such as computer vision,
natural language processing, self-driving cars, etc. Reinforcement Learning (RL) is one of the
most promising approaches to induce effective policies that determine the best action for an
agent to take in any given state, so as to maximize a cumulative reward. In the online setting,
the RL agent must interact with the environment while exploring it, trying every available action
from every state it reaches, to learn which action will lead to the largest possible cumulative,
long-term rewards. The agent will begin by randomly interacting with the environment, to
explore all the available actions. Once it starts learning which actions lead to higher rewards, and
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which lead to lower rewards, the agent will start to favor the actions with the higher long-term
rewards. Thus, the agent must balance the exploration of unknown states and actions with the
exploitation of those actions that lead to higher cumulative rewards. This RL approach has made
it possible for RL agents to solve many tasks learning only from the interactions between the
agent and the environment.
The field of ML can be split into three major categories: supervised learning, unsupervised
learning, and reinforcement learning. In supervised learning, the goal of the ML algorithm is
to learn to predict a set of labels, by using a fully labeled training dataset; this can be seen as
learning a function 𝑦 = 𝑓 (𝑥) that learns to map the input distribution 𝑥 to an output distribution
of labels 𝑦. Furthermore, the critical difference between supervised and unsupervised learning
approaches is that in supervised learning, the training dataset is labeled, so the goal of the ML
algorithm is to learn to predict those labels, while generalizing to unseen data. In unsupervised
learning, however, the training dataset does not contain any labels. Therefore, the goal of the
ML algorithm is to learn the relations and patterns in the training data, and learn how to group
or cluster the different data samples. Ultimately, the ML algorithm learns the distribution of
the training data, and groups it into different clusters, which allows it to make predictions on
unseen data, and group new samples in some of the existing clusters it learned from the training
dataset. Finally, Reinforcement Learning (RL) can be seen as being in between the other two
categories, since the agent must learn to act in an environment using a scalar reward function.
This reward does not tell the agent what the true solution is, so it is not as informative as the
label in a supervised task. Instead, the agent must compare the rewards obtained by following
different actions while it explores the environment, and learn which actions lead to the highest
cumulative reward.

9

2.1

Reinforcement Learning (RL)

RL is one of the best machine learning approaches for decision making in interactive environments,
and RL algorithms are designed to induce effective policies that determine the best action
for an agent to take in any given situation to maximize some predefined cumulative reward.
In RL, an agent’s interactions with an environment are often framed as a Markov decision
process (MDP), where at each time-step 𝑡 the agent observes the environment in state 𝑠𝑡 , it takes
an action 𝑎 𝑡 and receives a scalar reward 𝑟 𝑡 and the environment moves to state 𝑠𝑡+1 . In the
discrete case, 𝑎 𝑡 is selected from a discrete set of actions 𝑎 𝑡 ∈ 𝐴 = {1, ..., | 𝐴|}. The RL agent
is tasked with maximizing the expected discounted sum of future rewards, or return, defined
Í
as 𝑅𝑡 = 𝑇𝜏=𝑡 𝛾 𝜏−𝑡 𝑟 𝑡 , where 𝛾 ∈ [0, 1] is the discount factor and 𝑇 is the last timestep in the
episode. A value function is commonly used to estimate the expected return for each state or
state-action pair. The optimal action-value function is defined as 𝑄 ∗ (𝑠, 𝑎) = 𝑚𝑎𝑥 𝜋 𝑄 𝜋 (𝑠, 𝑎),
where 𝑄 𝜋 estimates the long-term reward the agent would observe after taking action 𝑎 from
state 𝑠 and following policy 𝜋 thereafter.
Q-Learning is one of the most popular RL algorithms that have been proposed, due to its
simplicity and ease of implementation. In Q-Learning, the agent needs to learn to take the best
action from each of the possible states it encounters. For that, the Q-Learning algorithm will
store the information of how much long-term reward it will obtain from each state-action pair
(𝑠, 𝑎). We call this an action-value function, and in Q-Learning it is represented as the function
𝑄(𝑠, 𝑎), which outputs an estimate of the return the agent will receive when taking action 𝑎
from state 𝑠, and following the policy indicated by the function 𝑄 until the end of the episode.
The Q-Learning agent gets trained by interacting with the environment, collecting experience,
and recursively updating the Q-values 𝑄(𝑠, 𝑎) for the observed states and actions, using the
bellman equation:

𝑄(𝑠, 𝑎) = 𝑟 + 𝛾 max
𝑄(𝑠0, 𝑎0)
0
𝑎
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(2.1)

Here, 𝑠, 𝑎, 𝑟, and 𝛾 represent the state, action, reward, and discount factors, respectively.
For any state-action pair, the optimal action-value function must satisfy the Bellman optimality
equation:

𝑄 ∗ (𝑠, 𝑎) = 𝑟 + 𝛾 max
𝑄 ∗ (𝑠0, 𝑎0)
0
𝑎

(2.2)

where 𝑄 ∗ indicates the optimal Q-value function.

2.2

Deep Reinforcement Learning (DRL)

In recent years, RL, especially Deep RL, has achieved superhuman performance in several
complex games [Sil16; Sil18; Vin19; And18; Raj17]. For instance, the Deep Q-Network (DQN)
algorithm [Mni15] takes advantage of convolutional neural networks to learn to play Atari games
by observing the pixels directly. Furthermore, Deep Reinforcement Learning (DRL) has achieved
superhuman performance in several of those games. Since then, DRL has achieved success in
various complex tasks such as the games of Go [Sil16], Chess/Shogi [Sil18], Starcraft II [Vin19],
and robotic control [And18]. The algorithms employed to solve these complex problems include
value-based methods such as DQN [Mni15], Double DQN [VH16] or Dueling DQN [Wan15];
policy-based methods such as Trust Region Policy Optimization [Sch15c] or Proximal Policy
Optimization [Sch17a]; and Actor-Critic methods such as Deep Deterministic Policy Gradients
[Lil15] or Soft Actor-Critic [Haa18]. However, the effectiveness of these DRL algorithms on the
CAP is not very clear, because immediate rewards are available in many of the games. Also, it is
not very clear how robust these DRL algorithms are if the reward functions are noisy.

2.2.1

Deep Q-Network (DQN)

DQN is, fundamentally, a version of Q-learning. Compared with the original Q-Learning, DQNs
use neural networks (NNs) to approximate action-value functions. This is because NNs are
great universal function approximators and they are able to handle continuous values in both
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their inputs and outputs. In order to train the DQN algorithm, two neural networks with equal
architectures are employed. One is the main network, and its weights are denoted θ and the other
is the target network, and its weights are denoted θ − . The target value used to train the network
is:

𝑦 B 𝑟 + 𝛾 max
𝑄(𝑠0, 𝑎0; θ − )
0
𝑎

(2.3)

Thus, the loss function that is minimized in order to train the main network is:

𝐿𝑜𝑠𝑠(θ) = E [(𝑦 − 𝑄(𝑠, 𝑎; θ)) 2 ]

(2.4)

The main network is trained on every training iteration, while the target network is frozen
for a number of training iterations. Every 𝑚 training iterations, the weights of the main neural
network are copied into the target network. This is one of the techniques used in order to
avoid divergence during the training process. Another one of these techniques was the use of
an experience replay buffer. This buffer contains the 𝑝 most recent (𝑠, 𝑎, 𝑟) tuples, and the
algorithm randomly samples from the buffer when creating the batch on each training iteration.
We followed the same procedure, but as our training was performed offline, the experience replay
buffer consists of all the samples on our training corpus, and it does not get refreshed over time.

2.2.2

Double-DQN

Double Q-Learning was proposed by Van Hasselt et al. [Has10] who combined it with neural
networks in the Double-DQN algorithm [VH16]. The intuition behind it is to decouple the
action selection from the action evaluation. To achieve this, the Double-DQN algorithm uses
the main neural network to first select the action that has the highest Q-value for the next state
(argmax𝑎 0 𝑄(𝑠0, 𝑎0, θ) and then evaluates the Q-value of the selected action using the target
network (𝑄(𝑠0, argmax𝑎 0 𝑄(𝑠0, 𝑎0; θ); θ − )). This simple trick has been proven to significantly
reduce over-estimations in Q-value calculations, resulting in better final policies. With this
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technique, the target value used to optimize the main network becomes:

𝑦 B 𝑟 + 𝛾𝑄(𝑠0, argmax 𝑄(𝑠0, 𝑎0, θ); θ − )
𝑎0

(2.5)

The loss function is still the same as in equation 2.4, but the target value 𝑦 used in the formula
is now updated to be the one in equation 2.5.

2.2.3

Dueling-DQN

Dueling DQN [Wan15] is an evolution of the DQN algorithm. Its main contribution is that it
changes the neural network architecture to split the Q-values in two different parts, the value
function 𝑉 (𝑠) and the advantage function 𝐴(𝑠, 𝑎). The value function 𝑉 (𝑠) tells us how much
reward we will collect from state 𝑠. And the advantage function 𝐴(𝑠, 𝑎) tells us how each action
compares to the others. Combining the value 𝑉 and the advantage 𝐴 for each action, we can get
the Q-values:

𝑄(𝑠, 𝑎) = 𝑉 (𝑠) + 𝐴(𝑠, 𝑎)

(2.6)

The way it calculates the value and advantage functions is by splitting the last layer in the
neural network into two parts, which calculate the value and advantage for the given state.
Then, it combines both layers by summing them up to get the Q-values as output. The intuition
behind this modification is that sometimes it is unnecessary to know the precise value of each
individual action. Learning a state-value function can sometimes be enough. To make this
process identifiable, this algorithm proposes combining the state-value and advantage functions
as shown in eq. 2.7, where |A| refers to the size of the action space.

𝑄(𝑠, 𝑎) = 𝑉 (𝑠) + ( 𝐴(𝑠, 𝑎) −
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1 Õ
𝐴(𝑠, 𝑎))
|A| 𝑎 0

(2.7)

2.3

Online vs. Offline RL

RL and DRL algorithms can be categorized in two different groups: online and offline algorithms.
The online RL setting has been most widely studied since it provides an easy way to collect
as much data as is needed, so the RL algorithms can easily learn to solve a task. In online RL,
the agent interacts with the environment, which can be either real or simulated (such as a video
game), and it can use the states, actions, and rewards it observes to learn a value (𝑉 (𝑠)) or policy
function (𝜋(𝑎|𝑠)), as shown in figure 2.1. The agent can decide which space of the environment
to explore at each time, and it can explore it as deeply as needed (although it can be expensive in
some cases). Therefore, it is much easier to learn an effective policy for an online RL agent,
because the amount of data can be practically unlimited, and the state-space of the environment
can be explored at will. Many RL tasks involve online learning, and many RL algorithms,
especially Deep RL (DRL) algorithms often require millions or billions of interactions in order
to develop competitive policies.
Offline RL, also known as batch RL [Lan12], is a sub-field of RL, which aims to fix this
sample inefficiency problem by learning the optimal policy from a fixed set of a priori-known
transition samples, efficiently learning from a potentially small amount of data, to generalize
to unseen parts of the environment. Batch RL has also been investigated in combination with
Neural Networks, resulting in Batch Deep Reinforcement Learning or Batch DRL. Several
different Batch DRL algorithms have been developed [Dab17; Kum19; Lar19], and some of
them are more effective than others at solving offline RL tasks [Fuj19].
Many DRL algorithms have also been categorized as being either online-only, or both online
and offline. DRL algorithms such Vanilla Policy Gradient (VPG) [Sut00], Proximal Policy
Optimization (PPO) [Sch17a], Trust Region Policy Optimization (TRPO) [Sch15c], or A3C
[Mni16] can only be applied for online learning by interacting with simulations. Some other DRL
algorithms can be applied for offline learning using pre-collected training data. These include
the Q-learning based approaches such as Deep Q-Network (DQN) [Mni15], Double-DQN
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Figure 2.1 RL cycle for online learning. The agent interacts with the environment by observing a state,
taking an action, and receiving a scalar reward that is the result of that action. Then the environment
transitions to the next state, and the cycle repeats until the end of the episode.

[VH16], prioritized experience replay [Sch15a], distributed prioritized experience replay (Ape-X
DQN) [Hor18], and the Actor-Critic based methods such as Deep Deterministic Policy Gradient
(DDPG) [Lil15], Twin Delayed Deep Deterministic policy gradient (TD3) [Fuj18], or Soft
Actor-Critic (SAC) [Haa18].

2.4

On-Policy vs. Off-Policy

RL and DRL algorithms can also be classified as on-policy vs. off-policy algorithms. Off-policy
algorithms learn a value function independently from the agent’s decisions. Consequently, the
behavior policy and the target policy can be different. The behavior policy is the policy used by
the agent to explore the environment and collect data, whereas the target policy is the policy the
agent is training. As the two policies do not need to match, the agent can for instance use the
behavior policy to explore the environment by acting randomly, while it uses the collected data
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to train the target policy, which can keep improving over time. On the other hand, in on-policy
algorithms the behavior and target policy must be the same, so the single policy must take
exploration into account. On-policy algorithms learn from the data that was collected by the
same policy that is being trained. This also means that once a training update is performed on
the policy, all the data collected before that update cannot be reused anymore, because the policy
has changed.
In general, when performing online RL/DRL, the programmer must decide whether to
use an on-policy or off-policy algorithm. But when performing offline RL/DRL, off-policy
algorithms are the only option, since the offline training dataset was collected using some
unknown behavior policy, while the RL algorithm is trying to learn a different target policy.
When training pedagogical policies for ITSs, we will always use offline RL algorithms. Therefore,
we must also use off-policy algorithms to learn from a different behavior policy.

2.5

Model-Free vs. Model-Based Algorithms

Another common way to classify RL and DRL algorithms is model-free vs. model-based
algorithms, depending on whether the algorithm explicitly learns and/or uses the environment
dynamics or not. Learning the environment dynamics, also known as learning the model of
the environment, can be seen as learning the rules of the game, where the agent can learn the
outcome of each action, by knowing what the reward of each action will be, as well as what next
state the environment will transition to. If the algorithm uses or learns the dynamics, then it will
be a model-based algorithm. If it doesn’t make use of them, it will be a model-free algorithm.
Model-based algorithms need to learn (or be provided with) all the transition probabilities
from every state to every other state, when any of the available actions are taken. They must also
learn (or be provided with) the reward function, which determines what scalar reward will be
received when visiting each state. Many RL environments can be stochastic and the underlying
dynamics can be unknown. Therefore, they must often learn the model behind it from experience,
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Figure 2.2 RL Cycle for agent-centric tasks (Left) and for human-centric tasks (Right).

by interacting with the environment. After the agent has learned the transition probabilities and
the reward function, these can be used to make better decisions. For instance, let’s say that from
a given state with two available actions (𝑎1 and 𝑎2), the probability of taking action 𝑎1 has a 0.9
probability of taking you to state 𝐴 and you will get a reward of -10 there, and a 0.1 chance of
taking you to a state 𝐵 and you will get a reward of +10; but action 𝑎2 has a probability of 1.0 of
taking you to state 𝐶 and you will obtain a reward of +5. In this situation, the best decision is
to take action 𝑎2. Despite the reward in state 𝐵 being larger, the probability of transitioning to
that state is very low. Thus, not only is it important to take the rewards into account, but the
transition probabilities as well.

2.6

Agent-Centric vs. Human-Centric RL

As we mentioned in the introduction, RL algorithms can be applied to agent-centric or humancentric tasks. In agent-centric tasks, the goal is to make the agent smart, and make it obtain a
high reward by interacting with the environment. However, in human-centric tasks, the agent’s
goal is to make the human smart, and make them obtain a high reward in a given task; therefore,
the reward of the agent is directly correlated with the human’s behavior. Figure 2.2 shows the
difference between the agent-centric and human-centric RL cycles.
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CHAPTER

3
INTELLIGENT TUTORING SYSTEMS:
DEEP THOUGHT AND PYRENEES

In this chapter, we describe what an ITS is and how they are used to improve student learning
across multiple different educational fields. We begin by introducing ITSs and then we describe
the two ITSs used in this work, named Deep Thought and Pyrenees.

3.1

Intelligent Tutoring Systems (ITSs)

Online educational tools have experienced significant growth in the last few years, with the
advent of personal computing devices such as laptops and smartphones. On the other hand,
decades of research have established that one-on-one tutoring is one of the most effective means

18

of supporting student learning. Intelligent Tutoring Systems (ITSs) are interactive e-learning
environments that support students’ learning by providing instruction, scaffolded practice, and
on-demand help. The development of ITSs has enabled schools and universities to educate
students who would otherwise be unable to obtain one-on-one tutoring due to cost and time
constraints [And95; Koe97]. While these systems hold great promise, they are difficult and
expensive to construct and are often brittle and inflexible in their interactions with students. In
order to design an effective ITS, developers must form the core of the system and then determine
how to teach the desired content. Many ITSs exist for STEM domains, but they are not all
capable of the adaptive pedagogical decision-making that is central to achieving the potential
learning gains afforded by such systems [McL08; She18b]. In order to design effective interactive
learning environments, developers must form the basic core of the system and determine what is
to be taught and how.
Pedagogical strategies are policies that are used to decide how the content is shown to the
students, by choosing what action to take next in the face of alternatives. Each of the system’s
decisions will affect the user’s subsequent behavior and learning performance. We envision the
ideal ITS, as a software platform that adapts the content to each student’s needs, by personalizing
the teaching strategy to help every kind of student. This platform can integrate several different
pieces that result in improved student learning, and we believe that one of the most important
pieces is the pedagogical policy. Our work focuses on improving pedagogical policies for ITSs,
by leveraging data-driven methods, as we will describe later on. This approach provides great
benefits when compared to the rigid and inflexible nature of traditional college education, where
the content is the same for every student, regardless of their previous knowledge level, their
individual learning needs, and their mastery of the content that is being taught.
The sequential decision-making nature of ITSs makes them a perfect fit for data-driven
pattern recognition algorithms, where the algorithm can extract information from past user
behavior data, and recommend a teaching strategy to new students, leveraging the patterns in the
data that lead to effective student learning. In this work, we focus on employing data-driven ML
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methods to learn pedagogical policies from historical datasets of user experience, and we train
ML algorithms to maximize the student learning while minimizing the time needed to achieve
such learning.
In ITSs, knowing what the optimal action to take in each situation is impossible, due to the
lack of understanding of cognitive systems, and how humans learn most effectively. Therefore,
using supervised learning to learn a pedagogical policy for an ITS is not directly feasible.
However, it is possible to measure the performance of a student when solving a given problem.
We can measure how long it takes them to solve it, how many correct and incorrect steps they
take, how much help or guidance they need, etc. This makes it possible to create a function that
outputs a scalar value, which summarizes the performance of a student when solving a problem.
What is more, we can measure the performance of every student along multiple problems in a
sequence, and measure the improvement from one problem to the next. This allows us to create
a reward function, which represents how much students have improved over time, and we can
train a Reinforcement Learning (RL) system to maximize this reward function for every student
in our class.

3.2

ITS 1: Deep Thought

Deep Thought (DT) is a data-driven Intelligent Tutoring System (ITS) for open-ended multi-step
propositional logic problems with data-driven features including next-step hints [Sta08; Bar10],
adaptive assistance [Man20b], and pedagogical policies for worked example presentation induced
via reinforcement learning [She16b; She18a; Beh17; Aus19]. In this section we describe the
tutor, its population, and the curricular context.

3.2.1

DT Tutor Interface

Figure 3.1 shows the tutor interface: the left window is the workspace where students construct
solutions, the central window lists the domain rule buttons, and the right window provides
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Figure 3.1 Problem Solving (PS) Interface in Deep Thought

instructions and information such as the rules that are meant to be practiced in the current
problem [Man20a]. The pedagogical policy decides whether to represent each problem in the
training levels 2-6 as a Worked Examples (WE) or as a Problem Solving (PS). Figure 3.1 shows
the user interface for PS, and Figure 3.2 shows the interface for WE. Each logic statement is
graphically represented as a node. Deep Thought shows several problem-provided statements
(that are meant to be used as existing or known facts) at the top of the workspace, and a conclusion
to derive at the bottom. In a PS problem, students carry out problem-solving steps by deriving
new statements from old ones using domain rules. This is a typical procedure used across STEM
domains to apply principles or rules to known information to derive new facts [New72]. In this
work, a problem-solving step consists of a new derived statement and its justification, where the
justification includes specifying the domain rule and the source statements used to show the
new derived statement is true. Problem-solving continues until the conclusion is the derived
statement in a step that is justified.
Figure 3.1 shows an example problem with three nodes 1-4 for the problem-provided
statements (2: 𝐵, 1: 𝐴 → 𝐶, 3: 𝐶 → 𝐸, 4: 𝐷 ∧ ¬𝐸) at the top of the workspace. The conclusion
to be derived (C: ¬𝐴 ∧ 𝐵) is at the bottom, with a question mark above it indicating that it is
not yet justified. Each problem-solving step involves the same process: clicking on 1-2 source
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Figure 3.2 Worked Example (WE) Interface in Deep Thought

nodes and a rule button, and entering the new derived statement. The tutor verifies whether the
source nodes and rule correctly justify the derived statement. Once verified, a new node appears,
colored based on the frequency of its necessity to previous student solutions1, where green is
frequent, yellow is infrequent, and gray is never. These colors provide an indication of whether a
step is in an optimal problem-solving path.

3.2.2

Problem Solving in DT

We now walk through a student’s experience of solving the problem in Figure 3.1 to obtain the
solution shown in Figure 3.3 [Man20a]. First, the student clicks on node 4 and rule Simp, and
types the new derived statement, 𝐷. The tutor verifies the correct justification, and draws node 5,
labeled with Simp and an arrow from node 4 to 5. Next, the student applies the same process to
derive and justify node 6, which is green since it was frequently necessary in historical solutions.
To derive node 7, the student clicks node 1 and rule Impl, and types in the derived statement
¬𝐴 ∨ 𝐶. The student then clicks “Get Hint" to request a hint, and “Try to derive ¬𝐶" appears
in the message box. Additionally, when a hint is shown, the Info Box (Figure 3.1) also shows
the information of the node that should be derived next, but no help is given about what rules
1A node is ‘needed’ when its deletion would make a solution incomplete.
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Figure 3.3 A walkthrough of problem solving in Deep Thought.

should be used to derive that node. Next, the student tries to follow the hint by selecting nodes
3 and 6 and the rule MP. The tutor detects this incorrect rule application, records the error in
the data log, and provides a text-based description of what caused the failure during the rule
application, but since it was a mistake, no new node is created. Since nodes 3 and 6 are still
selected, the student clicks on the correct rule – MT, and types in the derived statement ¬𝐶.
This process correctly justified the hint content statement ¬𝐶, so node 8 appears with MT with
arrows from nodes 3 and 6. The student similarly clicks on nodes 7 and 8, and rule DS to derive
node 9. Finally, the student clicks on nodes 2 and 9, and rule Conj to derive the conclusion, and
the tutor detects that the problem is complete.
On the other hand, in a worked example, the tutor shows the most efficient solution to logic
problems. Students can navigate back and forth through the problem-solving steps carried out by
the tutor using the left/right arrows shown in Figure 3.2, but are not asked to justify these steps.
The Message Box also shows a short description of the last node derivation shown in each step.
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3.2.3

Tutor Pretest, Training, and Posttest

The tutor provides students with practice solving logic problems, divided into four sections:
introduction, pretest, training, and posttest. The introduction presents two worked examples to
familiarize students with the tutor interface. Next, students solve two problems in a pretest. Pretest
problems are straightforward, with short optimal solution lengths (Mean = 3.5, SD = 0.71). Next,
students are assigned to training conditions using stratified sampling on the pretest performance,
where they complete 20 problems spanning five training levels. Each level contains a set of
eight problems, which consist of seven training problems (ordered linearly in difficulty) and a
level posttest (most difficult problem in the set). Upon starting a new level, students receive a
problem (PS or WE) with medium difficulty (no. #4 in the linear ordering of difficulty), and then
the problem selector selects the next problem adapting to student performance in the current
problem. Students may skip up to three PS problems per level, with each skip taking them to
an easier PS problem. A skipped problem is considered an incomplete solution. Students may
also restart problems. For each level, students must complete three training problems (WE,
or PS with hints), after which they must solve the level posttest problem (PS with no hints).
Training problems are of medium difficulty, with optimal solution lengths: Mean = 4.99 steps,
(SD = 1.32). Training conditions differ only in the pedagogical policy used to select which level
training problems are WE or PS. Finally, after the training phase is complete, students take a
more difficult posttest with four problems, with longer optimal solution lengths compared to the
other sections (Mean = 7.25, SD = 1.89). Students always receive immediate feedback on rule
application errors for all the PS problems in the pretest, training phase, and posttest. However,
hints are only available in the training phase.
The score used to evaluate the problem-solving ability of students in the pretest and posttest
problems is calculated using two key metrics: the number of incorrect actions taken by the student,
and the time spent in the problem. Making fewer mistakes in a problem and solving it faster
will result in higher scores. However, the grade obtained by the students is not affected by this
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scoring system, it is for research use only and not shared with the students. This score function
was defined by the professor who teaches the course, who has over 20 years of experience on the
subject.

3.2.4

Population and Curricular Context

DT is used in the undergraduate Discrete Mathematics course at North Carolina State University
NCSU). The course is typically composed of about 60% sophomores, 30% juniors, 9%
seniors, and 1% freshmen. The course is taken by approximately 32% of the students in the
NC State College of Engineering, including computer science, computer engineering, and
electrical engineering majors. In Fall 2018, college demographics include 25.3% women, 67.2%
white, 8.3% Asian, 6.5% Non-resident Alien, 0.3% American Indian/Native American, 3.3%
Black/African American, 4.8% Hispanic/Latinx, 4.83% from two or more underrepresented
minorities, and 5.9% with unknown race/ethnicity2.
The empirical studies were carried out in the Fall 2018 (F18) and Spring 2019 (S19)
semesters, where our ITS was given as one of the regular homework assignments, and students
had one week to complete it.

3.2.5

Pedagogical Decisions

When comparing the effectiveness of students’ pedagogical decision-making vs. batch DRL, we
control the instructional content to be equivalent for all students in that our ITS uses the same
problem selection algorithm for all students, and we focused on tutorial decisions that cover
the same domain content: Problem-Solving (PS) versus Worked Examples (WE). As described
above, in PS, students are given tasks or problems to complete either independently or with
assistance of ITSs while in WE, students are given detailed solutions.
A great deal of research has investigated the impacts of WEs vs. PSs on learning. [Swe85;
2More details can be found on Fall 2018 student demographics at NCSU at https://www.engr.ncsu.edu/ir/fastfacts/fall-2018-fast-facts/
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McL08; McL11a; McL14; Ren02; Sch09; Naj16; Sal10]. Generally speaking, it is shown
that studying WEs can significantly reduce the total time on task while keeping the learning
performance comparable to doing PS [McL08; McL11a; McL14]; alternating WE and PS can be
more effective than PS only [Swe85; McL14; Ren02; Sch09; Naj16; Sal10]. Despite prior work,
there is little consensus on how they should be combined effectively and thus when deciding
between PS and WE, most existing ITSs always choose PS [Koe97; Van07]. Since there is no
widespread consensus on how or when each alternative should be used, we apply batch DRL to
derive pedagogical strategies directly from empirical data.

3.2.6

Training Corpus

Our training corpus consists of 786 historical student-ITS trajectory interactions over 5 different
semesters, one trajectory per student. All students go through a standard pretest, training on ITS,
and posttest procedure and each student spends around 2-3 hours on the ITS. To represent the
learning environment, 142 state features from five categories were extracted:
• Autonomy: 10 features describing the amount of work done by the student. This category
describes the amount of work the student has done recently or in a certain period of time.
• Temporal: 29 time-related information features about the student’s behavior, such as the
average time per step avgStepTime, or the total time on training so far timeOnTutoring.
It also includes the time spent on PS, the time spent on WE, and so on. This category
reflects the student’s working speed or the amount of effort he/she has put into learning.
• Problem Solving: 35 features such as the difficulty of the current problem, the number
of easy and difficult problems solved on the current level, the number of PS and WE
problems seen in the current level, or the number of nodes the student added in order to
reach the final solution. This category also provides information about the current task the
student is working on.
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• Performance: 57 features such as the number of incorrect steps, and the ratio of correct to
incorrect rule applications for different types of rules. This category reflects the student’s
current competence level.
• Hints: 11 features such as the total number of hints requested or the number of hints the
tutor provided without the student asking for them. This category describes the student’s
hint usage behavior.
The primary goal of our RL-induced pedagogical policies is to improve student Learning
Gain, measured by the difference between the posttest and the pretest scores with a range of
[−200, +200].

3.3

ITS 2: Pyrenees

Pyrenees is a web-based ITS that teaches students a general problem solving strategy and 10
major principles of probability, such as the Complement Theorem and Bayes’ Rule. It provides
students with step-by-step instruction, immediate feedback, and on-demand help. Specifically,
the help is provided via a sequence of increasingly specific hints. The last hint in the sequence,
i.e., the bottom-out hint, tells students exactly what to do. Except for the decision granularity, the
remaining components of the tutor, including the GUI interface, the training problems, and the
tutorial support were identical for all students. All instructions, such as explanations, feedback,
and hints, are presented using natural language.
Students go through the same four phases: 1) textbook, 2) pre-test, 3) training on the ITS, and
4) post-test. During textbook, all students read a general description of each principle, reviewed
some examples, and solved some training problems. The students then took a pre-test which
contained a total of 14 single- and multiple-principle problems. Students were not given feedback
on their answers, nor were they allowed to go back to earlier questions (this was also true for the
post-test). During training on the ITS, all three conditions received the same 12 problems in
the same order. Each domain principle was applied at least twice. Finally, all students took the
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Figure 3.4 Pyrenees User Interface.

20-problem post-test; 14 of the problems were isomorphic to the pre-test. The remainder were
non-isomorphic multiple-principle problems. Figure 3.4 shows the user interface for Pyrenees.
Each training problem requires applying multiple principles to solve, and the tutor teaches
students to use the Target Variable Strategy (TVS) to solve problems. In the domain of probability,
TVS solves a problem by building an inference path backward from the goal to the given events
[Van04; Chi07; Chi10]. The problem solving procedure involves three main phases: 1) translating
the problem statement, 2) applying principles and generating equations, and 3) solving equations.
In the first phase, each given probability event is defined as a known variable and the goal is
defined as a sought (unknown) variable. In the second phase, probability principles are applied
to build an inference path. Each principle application involves three steps: 1) selecting a target
variable from the ones that are marked as sought, 2) selecting a principle to apply to the target
variable, and 3) writing an equation for the selected principle. If the equation involves any
undefined variables, the tutor or the student must define them before writing the equation. Once
the equation is generated for the target variable, the tutor will remove its sought mark, but the
new defined variables will be marked as sought. The principle application process repeats until
there is no sought variable left. In the third phase, the tutor or the student solves the equations
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Figure 3.5 Pyrenees detailed User Interface.

generated in the second phase to determine the value of the goal events.
Through the use of TVS, the tutor teaches students not only probability principles, but also
a strategy to construct problem solving solutions that involve multiple principles. Probability
principles are taught via equation generations, which provide opportunities for students to learn
how to apply a specific principle. The problem solving strategy is taught via principle selections
and intermediate variable definitions. Principle selections help students learn when a principle
should be used and intermediate variables show how the solution path is built.

3.3.1

Pyrenees Tutor Interface

Figure 3.5 shows the detailed interface of our ITS, which is divided into multiple windows.
Through the dialogue window, the tutor provides messages to the students such as explaining a
step, or giving hints. Students can enter their inputs, such as writing an equation or selecting an
answer, through the response window. Any variables or equations that are defined in the training
process are displayed on the left side of the screen for reference.
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For each step in a problem, the tutor can either elicit it from the student or tell it to the
student directly. In an elicit step, the tutor gives a question for the student to answer; while in
a tell step, the tutor directly shows how to complete the step. To make the notation the same
across both tutors, we will name the elicit action as Problem Solving (PS) action, and the tell
action as Worked Example (WE). The tutor provides feedback and hints in PS steps. When
the student gives a wrong answer, the tutor provides feedback on it, which consists of a short
message indicating that the answer is wrong, as well as a hint about how to solve the step. Hints
can also be requested proactively by clicking the [Hint] button. Our ITS uses the same set of
messages for incorrect-answer hints and on-demand hints. The hint messages were organized in
an increasingly specific order. The last message in the sequence, the bottom-out hint, shows the
student exactly what to do.

3.3.2

Problem Solving in Pyrenees

The training is conducted by guiding students to complete training problems. Table 3.1 shows an
example of a training problem. Steps in the problem are packed as a series of main steps. During
training, students need to first select the main step to work on and then carry it out. To reduce
students’ typing and calculation load, the tutor completes the specific “specify given” and “solve
equation” procedure for them, as shown in the “Tutor” column.
When students are solving a problem, the tutor needs to represent the state each student is
in using some numerical features. We describe all the features used for state representation in
Appendix A.
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Table 3.1 An Example Training Problem

Step
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

Given event 𝐴, 𝐵 and 𝐶 with 𝑝( 𝐴) = 0.8, 𝑝(𝐵) = 0.6, 𝑝(𝐶) = 0.9
and 𝐴, 𝐵 and 𝐶 are independent events, find 𝑝(∼ 𝐴∩ ∼ 𝐵∩ ∼ 𝐶).
Student
Tutor
Select main step: specify given
A = 0.8
Select main step: specify sought
set 𝑝( 𝐴 ∩ 𝐵 ∩ 𝐶) as sought
Select main step: specify given
B = 0.6
Select main step: specify given
C = 0.9
Select main step: apply principle
set 𝐴 ∩ 𝐵 ∩ 𝐶 as target
Select principle: Independent Theorem
Apply principle (enter equation1):
𝑝(∼ 𝐴∩ ∼ 𝐵∩ ∼ 𝐶) = 𝑝(∼ 𝐴) ∗ 𝑝(∼ 𝐵) ∗ 𝑝(∼ 𝐶)
Select main step: apply principle
Select target variable ∼ 𝐴
Select principle: Complement Theorem
Apply principle: p(∼ 𝐴) + 𝑝( 𝐴) = 1 (eq2)
Select main step: apply principle
Select target variable ∼ 𝐵
Select principle: Complement Theorem
Apply principle: p(∼ 𝐵) + 𝑝(𝐵) = 1 (eq3)
Select main step: apply principle
set ∼ 𝐶 as target
Select principle: Complement Theorem
Apply principle: p(∼ 𝐶) + 𝑝(𝐶) = 1 (eq4)
Select main step: solve equation
solve eq4
Select main step: solve equation
solve eq3
Select main step: solve equation
solve eq2
Select main step: solve equation
solve eq1
Select main: quit
move to next problem
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CHAPTER

4
PEDAGOGICAL POLICY INDUCTION
BEFORE 2018

In this chapter, we describe the state-of-the-art research in RL for pedagogical policy induction
in Intelligent Tutoring Systems (ITSs) prior to our initial work in this field in 2018. Additionally,
we will show how we attempted to apply DRL directly to ITSs, with limited success. This led us
to redesign our policies and to address the three issues that are described in the three major parts
of this dissertation: the Credit Assignment Problem, the lack of communication with students,
and the transferability and generalization of RL policies. In the following, we will first describe
the related work. Then by following the guidelines set by the DRL literature, as well as the
applications of traditional RL methods to educational systems, we implemented a DRL-based
method to pedagogical policy induction for one of our ITS systems, named Deep Thought. We
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will describe our pedagogical policy induction process in our first empirical study, and the
experiment we carried out with college classroom students.

4.1
4.1.1

Related Work
Pedagogical Policy Decisions

A wide variety of research has studied how to build adaptive, personalized educational systems
that modify the teachable content to adjust it to the needs of each student individually, instead of
showing the same content to all students, regardless of the type of learners they are. Some of the
earliest forms of adaptive educational systems framed the teaching environment as a temporal
sequence of steps [And95; Koe97]. One of the most widely studied questions inside ITS related
research was whether a pedagogical policy should show a problem as a worked example (WE) or
as problem solving (PS). A great deal of research had investigated the differing impacts of WE
and PS on student learning [Swe85; McL08; McL11a; McL14; Sch09; Naj14; Sal10]. McLaren
and colleagues compared WE-PS pairs with PS-only [McL08]. Every student was given a total
of 10 training problems. Students in the PS-only condition were required to solve every problem
while students in the WE-PS condition were given 5 example-problem pairs. Each pair consisted
of an initial worked example problem followed by tutored problem solving. They found no
significant difference in learning performance between the two conditions. However, the WE-PS
group spent significantly less time than the PS group. In the first experiment, the average time in
minutes on WE condition was (𝑀 = 48, 𝑆𝐷 = 14), on PS condition it was (𝑀 = 71, 𝑆𝐷 = 29),
𝑝 < 0.001. In the second experiment, the average time in minutes on WE and PS condition were
(𝑀 = 57, 𝑆𝐷 = 25), and (𝑀 = 72, 𝑆𝐷 = 25), 𝑝 = 0.029. In the third experiment, they were
(𝑀 = 64, 𝑆𝐷 = 16), and (𝑀 = 73, 𝑆𝐷 = 18), 𝑝 = 0.019.
McLaren and his colleagues found similar results in two subsequent studies [McL11a;
McL14]. In the former, the authors compared three conditions: WE, PS and WE-PS pairs, in
the domain of high school chemistry. All students were given 10 identical problems. As before,
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the authors found no significant differences among the three groups in terms of learning gains
but the WE group spent significantly less time than the other two conditions; and no significant
time on task difference was found between the PS and WE-PS conditions. The learning time in
minutes on WE/PS pairs was (𝑀 = 59.4, 𝑆𝐷 = 18.0), on PS it was (𝑀 = 63.9, 𝑆𝐷 = 20.8) and
on WE it was (𝑀 = 43.0, 𝑆𝐷 = 12.6), 𝑝 < 0.0001.
In a follow-up study, conducted in the domain of high school stoichiometry, McLaren and
colleagues compared four conditions: WE, tutored PS, untutored PS, and Erroneous Examples
(EE) [McL14]. Students in the EE condition were given incorrect worked examples containing
between 1 and 4 errors and were tasked with correcting them. Again, the authors found no
significant differences among the conditions in terms of learning gains, and as before the WE
students spent significantly less time than the other groups. More specifically, for time on task,
they found that: WE < EE < untutored PS < tutored PS. In fact, the WE students spent only
30% of the total time that the tutored PS students spent. 𝑀 = 19.8, 𝑆𝐷 = 5.8 and 𝑀 = 62.4,
𝑆𝐷 = 17.2 respectively. The intervention time on WE was (𝑀 = 19.8, 𝑆𝐷 = 5.8), on tutored PS
it was (𝑀 = 62.4, 𝑆𝐷 = 17.2), on EE (𝑀 = 37.2, 𝑆𝐷 = 9.6) and on PS (𝑀 = 52.1, 𝑆𝐷 = 25.2).
Time spent in WE was significantly less than other condition (ErrEx: 𝑝 < 0.001, 𝑑 = 2.195;
TPS: 𝑝 < 0.001, 𝑑 = 3.312; PS: 𝑝 < 0.001, 𝑑 = 1.762)), in EE it was significantly less than TPS
and PS (TPS: 𝑝 < 0.001, 𝑑 = 1.812; PS: 𝑝 < 0.001, 𝑑 = 0.782) and in PS condition was lower
than in the TPS condition (𝑝 = 0.038, 𝑑 = 0.478).
The advantages of WEs were also demonstrated in another study in the domain of electrical
circuits [VG11]. The authors of that study compared four conditions: WE, WE-PS pairs, PS-WE
pairs (problem-solving followed by an example problem), and PS only. They found that the
WE and WE-PS students significantly outperformed the other two groups, and no significant
differences were found among four conditions in terms of time on task.
In short, prior research has shown that WE can be similar or more effective than PS or
alternating PS with WE, and the former can take significantly less time than the latter two
[Swe85; McL08; McL11a; McL14; Sch09]. However, there is no widespread consensus on how
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or when WE vs. PS should be used. This is why we will derive pedagogical strategies for them
directly from empirical data.

4.1.2

Aptitude Treatment Interaction (ATI) Effect

Previous work has shown that the ATI effect commonly exists in many real-world studies. More
formally, the ATI effect states that instructional treatments are more or less effective to individual
learners depending on their abilities [Cro77]. For example, Kalyuga et al. [Kal03] empirically
evaluated the effectiveness of worked example (WE) vs. problem solving (PS) on student learning
in programmable logic. Their results show that WE is more effective for inexperienced students
while PS is more effective for experienced learners.
Moreover, D’Mello et al. [D’M10] compared two versions of ITSs: one is an affect-sensitive
tutor which selects the next problem based on students’ affective and cognitive states combined,
while the other is an original tutor which selects the next problem based on students’ cognitive
states alone. An empirical study shows that there is no significant difference between the
two tutors for students with high prior knowledge. However, there is a significant difference
for students with low prior knowledge: those who trained on the affect-sensitive tutor had
significantly higher learning gain than their peers using the original tutor.
Chi and VanLehn [Chi10] investigated the ATI effect in the domain of probability and physics,
and their results showed that high competence students can learn regardless of instructional
interventions, while for students with low competence, those who follow the effective instructional
interventions learned significantly more than those who did not. Shen and Chi [She16b] find that
for pedagogical decisions on WE vs. PS, certain learners are always less sensitive in that their
learning is not affected, while others are more sensitive to variations in different policies. In their
study, they divided students into Fast and Slow groups based on time, and found that the Slow
groups are more sensitive to the pedagogical decisions while the Fast groups are less sensitive.
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4.1.3

Reinforcement Learning in Education

The limitations of traditional pedagogical policy methods in education are due in part to the fact
that they typically rely on a small set of hand-crafted Expert rules when making pedagogical
decisions. Because there exists no validated theory of decision-making in ITSs, these rules are
often project-specific and are rarely evaluated. Thus, there is a clear need to advance data-driven
approaches to pedagogical decision-making. In recent years, an increasing number of prior
research has explored the use of RL to improve the effectiveness of ITSs (e.g. [Dor19; Chi11a;
Chi11b; Dor15; Koe13; Man14; Row15; Row14; She16b; She16a; She18a; Aus19; She18b;
Ju20; Azi19b; Zho17]).
Prior research using online RL to induce pedagogical policies has often relied on simulations
or simulated students, and the success of RL is often heavily dependent on the accuracy of the
simulations. Beck et al. [Bec00] applied temporal difference learning, with off-policy 𝜖-greedy
exploration, to induce pedagogical policies that would minimize student time on task. Iglesias et
al. applied another common online approach named Q-learning to induce policies for efficient
learning [Igl09a; Igl09b]. More recently, Rafferty et al. applied POMDP with tree search to
induce policies for faster learning [Raf16]. Wang et al. applied an online Deep-RL approach to
induce a policy for adaptive narrative generation in an educational game [Wan17]. All of the
models described above were evaluated by comparing the induced policy with some baseline
policies via simulations or classroom studies.
Offline RL approaches, on the other hand, “take advantage of previously collected samples,
and generally provide robust convergence guarantees” [Sch17b]. Shen et al. applied value iteration
and least square policy iteration on a pre-collected training corpus to induce pedagogical policies
for improving students’ learning performance [She16b; She18b]. Chi et al. applied policy
iteration to induce a pedagogical policy aimed at improving students’ learning gains [Chi11b].
Mandel et al. [Man14] applied an offline POMDP approach to induce a policy which aims to
improve student performance in an educational game. In classroom studies, most models above
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were found to yield certain improved student learning relative to a baseline policy.

4.1.4

DRL in Education

DRL in education is a subject of growing interest. DRL adds deep neural networks to RL
frameworks such as POMDP for function approximation or state approximation [Mni13; Mni15].
This enhancement makes the agent capable of achieving complicated tasks. Wang et al. [Wan17]
applied a DRL framework for personalizing interactive narratives in an educational game called
Crystal Island. They designed the immediate rewards based on normalized learning gain
(NLG) and found that the students with the DRL policy achieved a higher NLG score than those
following the linear RL model in simulation studies. Furthermore, Narasimhan et al. [Nar15]
implemented a Deep Q-Network (DQN) approach in text-based strategy games, constructed
based on Evennia, which is an open-source library and toolkit for building multi-users online
text-based games. Using simulations, they found that the DRL policy significantly outperformed
the random policy in terms of quest completion.
In summary, compared with MDP and POMDP, relatively little research has been done
on successfully applying DRL to the field of ITS. None of the prior research has successfully
applied DRL to ITSs without simulated environments, in order to learn an effective pedagogical
strategy that makes students learn in a more efficient manner. Furthermore, no prior work has
empirically evaluated any DRL-induced policy to confirm its benefits on real students.

4.2

DRL for Policy Induction for DT

In this section, we describe how we build a DRL policy that will act as a pedagogical policy
inside the DT ITS, and will choose how to show each problem to each student, providing either
PS or WE at each step.
In RL, the agent interacts with an environment E, and the goal of the agent is to learn a
policy that will maximize the sum of future discounted rewards (also known as the return) along
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the trajectories, where each trajectory is one run through the environment, starting in an initial
state and ending in a final state. This is done by learning which action to take for each possible
state. In our case, E is the learning context, and the agent must learn to take the actions that lead
Í
to the optimal student learning, by maximizing the return R = 𝑇𝑡=0 𝛾 𝑡 𝑟 𝑡 , where 𝑡 is the current
time step, 𝑇 is the time step that indicates the end of the trajectory, and 𝛾 ∈ [0, 1] is the discount
factor.
In DRL, we use neural networks as function approximation for our value or policy networks.
In this case, for our NN architectures, we explored two options: Fully connected NNs and Long
Short Term Memory (LSTM).

4.2.1

Fully Connected vs. LSTM

4.2.1.1

Fully Connected

Fully Connected or multi-layer perceptrons are the simplest form of neural network units. They
calculate a simple weighted sum of all the input units, and each unit produces an output value
that is often passed to an activation function. We used these units to parametrize our neural
networks. All the input units are connected to all the units in the first hidden layer, and all those
units are connected to every unit in the next hidden layer. This process continues until the final
output layer.

4.2.1.2

Long Short-Term Memory (LSTM)

LSTM is a type of recurrent neural network specifically designed to avoid the vanishing and
exploding gradient problems [Hoc97]. LSTMs are particularly suitable for tasks where long-term
temporal dependencies must be remembered. They achieve this by maintaining the previous
information of hidden states as internal memory. Figure 4.1 shows the architecture of a single
LSTM unit. It consists of a memory cell state denoted by 𝐶𝑡 and three gates: the forget gate
𝑓𝑡 ∈ [0, 1], the input gate 𝑖𝑡 ∈ [0, 1], and the output gate 𝑜𝑡 ∈ [0, 1]. These three gates interact
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with each other to control the flow of information. During training, the network learns what to
memorize and when to allow writing to the cell in order to minimize the training error. More
specifically, the forget gate determines what information from the previous memory cell state is
expired and should be removed; the input gate selects information from the candidate memory
cell state 𝐶𝑡∗ to update the cell state; and the output gate filters the information from the memory
cell so that the model only considers information relevant to the prediction task. The value of
each gate is computed as follows, where 𝑊 [𝑖, 𝑓 ,𝐶,𝑜] are the weight matrices and 𝑏 [𝑖, 𝑓 ,𝐶,𝑜] are the
bias vectors:
𝑖𝑡 = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑 (𝑊𝑖 · [𝑦 𝑡−1 , 𝑋𝑡 ] + 𝑏𝑖 )
𝑓𝑡 = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑 (𝑊 𝑓 · [𝑦 𝑡−1 , 𝑋𝑡 ] + 𝑏 𝑓 )
𝐶𝑡∗

(4.1)
= tanh(𝑊𝐶 · [𝑦 𝑡−1 , 𝑋𝑡 ] + 𝑏 𝑐 )

𝑜𝑡 = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑 (𝑊𝑜 · [𝑦 𝑡−1 , 𝑋𝑡 ] + 𝑏 𝑜 )
The memory cell value 𝐶𝑡 and output value 𝑦 𝑡 from the LSTM unit are computed using the
following formulas:
𝐶𝑡 = 𝐶𝑡−1 · 𝑓𝑡 + 𝐶𝑡∗ · 𝑖𝑡
(4.2)
𝑦 𝑡 = 𝑂 𝑡 ∗ 𝑡𝑎𝑛ℎ(𝐶𝑡 )

4.2.2

Training Corpus

Our training corpus contains student trajectories collected over several semesters, starting in
Spring of 2016, with around 200 trajectories per semester. After each new study, that new data
was incorporated into our training corpus and used for training future policies. On average,
each student spent two hours to complete the tutor. For each student, the tutor makes about 19
decisions. From our student-system interaction logs, we extracted a total of 142 state features:
• Autonomy: 10 features describing the amount of work done by the student.
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Figure 4.1 A single LSTM unit containing a forget, input and output gate.

• Temporal: 29 features, including average time per step, the total time spent on the current
level, the time spent on PS, the time spent on WE, and so on.
• Problem Solving: 35 features such as the difficulty of the current problem, the number
of easy and difficult problems solved on the current level, the number of PS and WE
problems seen in the current level, or the number of nodes the student added in order to
reach the final solution.
• Performance: 57 features such as the number of incorrect steps, and the ratio of correct
to incorrect rule applications for different types of rules.
• Hints: 11 features such as the total number of hints requested or the number of hints the
tutor provided without the student asking for them.
The features contain non-negative continuous values. As their range varies significantly
(time represented in seconds can be a large number while problem difficulty is always between 1
and 9), we normalized each feature to the range [0, 1]. Input feature normalization has been
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shown to improve the stability of the learning process on neural networks, and often leads to
faster convergence.
To induce our pedagogical policy, while previous research mainly used learning gains or time
on task as reward function, our reward function here is based on the improvement of learning
efficiency, which balances both learning gain improvement and time on task improvement. In
this way, if two students have the same amount of learning gain, the one who takes shorter time
would get higher reward. To calculate their learning efficiency, we used students’ scores obtained
on each level divided by the training time on the level. Students must solve the last problem on
each level without help, and we use this as a level score. The range of the score for each level is
[−100, +100], and the learning gain for level 𝐿 is calculated as 𝑆𝑐𝑜𝑟𝑒 𝐿 − 𝑆𝑐𝑜𝑟𝑒 𝐿−1 , thus having
a range of [−200, +200].

4.2.3

Training Process

For DQN, Double DQN and Dueling DQN, we explored using Fully Connected (FC) NNs or
using LSTM to estimate the action-value function 𝑄. Our FC has four fully connected layers
of 128 units each, uses Rectified Linear Units (ReLU) as the activation functions. Our LSTM
architecture consists of two layers of 100 LSTM units each, with a fully connected layer at the
end. Additionally, for either FC or LSTM, for a given time 𝑡, we explored three input settings: to
use only the current state observation 𝑠𝑡 (𝑘 = 1), to use the last two state observations: 𝑠𝑡−1 and
𝑠𝑡 (𝑘 = 2), and to use the last three: 𝑠𝑡−2 , 𝑠𝑡−1 and 𝑠𝑡 (𝑘 = 3).
In the case of the fully connected (FC) model, the observations are concatenated and passed
to the input layer as a flat array of values. For LSTM, the input state observations are passed to
the network in a sequential manner. These past observations provide extra information about the
performance of the student in the previous states. However, including previous states also add
complexity to the network, which can slow down the learning process and can increase the risk
of converging to a weaker final policy. As the number of parameters increases in the NNs, the
chance that our NN would get stuck at a local optima increases, especially when our training
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data is limited. L2 regularization was used to get a model that generalizes better. We trained our
models for 50,000 iterations, using a batch size of 200.

4.2.4

Induced Policy

Each semester, our training data was split: 90% of the students for training data and 10% for
testing data. We compared the different policies (different algorithms, layer types and values
for 𝑘 = {1, 2, 3}) using off-policy evaluation methods, by training each of them on the training
data and evaluating them on the testing data. The methods we used were Expected Cumulative
Reward (ECR) and Per-Decision Importance Sampling (PDIS) [Pre00]. These methods allow us
to estimate how much reward we would collect when executing a new target policy on the data
collecting using a different behavior policy.

Figure 4.2 Per-Decision Importance Sampling (PDIS) results for the model architectures.

ECR is simply calculated by averaging over the highest Q-value for all the initial states in the
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validation set. The formula is described in Equation 4.3.

𝐸𝐶 𝑅 =

𝑁
1 Õ
max 𝑄(𝑠𝑖 , 𝑎)
𝑁 𝑖=1 𝑎

(4.3)

𝑠𝑖 is an initial state, and 𝑁 denotes the number of trajectories in the validation set.
PDIS [Pre00] is an alternative to regular Importance Sampling, which reduces variance in
the estimations. Its formula is shown in equation 4.4, where 𝜋𝑡 is the target policy and 𝜋 𝑏 is the
behavior policy.
𝑇
𝑚
Õ
1 Õ 𝜋𝑡 (𝑎 1,𝑖 , ..., 𝑎 𝑡,𝑖 |𝑠𝑡−1,𝑖 ) 𝑡−1
𝑃𝐷 𝐼𝑆 ≡
𝛾 𝑟 𝑡,𝑖
𝑚
𝜋
(𝑎
,
...,
𝑎
|𝑠
)
𝑏
1,𝑖
𝑡,𝑖
𝑡−1,𝑖
𝑡=1
𝑖=1

4.2.5

(4.4)

Performance Measure

Our tutor consists of 6 strictly ordered levels of proof problems. All of the students received the
same set of problems in level 1. Their initial proficiency is calculated based upon the number
of mistakes made on the final problem of level 1 and the total training time on level 1. The
proficiency reflects how well they understand the knowledge and can apply the logic rules in the
proof process before the tutor follows different pedagogical policies. In each sequential level, DT
will follow the corresponding policies to determine the next problem to be WE or PS. The last
problem on each level is used as a mini-posttest to measure students’ performance on that level.
When inducing an RL policy, we calculated our reward function based upon the improvement
of students’ learning efficiency which is defined as level scores divided by the training time
on that level. So, to measure student performance, we first calculate the learning efficiency on
each level as: the score obtained by the student in the last problem of that level, divided by the
training time. In the first two empirical studies, our training data only had 6 levels available, no
data was available for level 7; while in the following studies, enough level 7 data was collected
to be able to train well-performing policies. For this reason, in the first two empirical studies, we
used the rewards in levels 2-6 to train our DRL agents, while in the next studies we also used the
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level 7 rewards.

4.3
4.3.1

Experiment 1: Deep Thought Spring 2018
Experiment Setup

In this experiment (S18) we considered the DQN and Double DQN algorithms, with the same
two neural network architectures and same values for 𝑘 = {1, 2, 3}. The PDIS results of the 12
models are shown in Figure 4.2. The PDIS result of the random policy is used to set 𝑦 = 0 (the
red line) in the Figure. Much to our surprise, while double DQN has shown to be much more
robust in online DRL applications, its performance is generally worse than DQN here, especially
when 𝑘 = 1 and 𝑘 = 2. Figure 4.2 shows that the best policy is induced using DQN with the
LSTM architecture for 𝑘 = 3, and thus is selected as DQN. We also compare the selected policy
with the remaining ones using ECR and other evaluation metrics and the results showed using
DQN with the LSTM architecture for 𝑘 = 3 is always among the best policies across different
evaluation metrics.
In the S18 study, we implemented that DQN policy for an empirical experiment for a
classroom study with real students. The dataset contained delayed rewards, we had not developed
the algorithm to infer the immediate rewards yet. For this reason, we denoted this policy DQN-Del.
84 students from the Spring 2018 Discrete Mathematics class taught at North Carolina State
University were randomly assigned to the Random (control) group and the DQN-Del group.
Because both WE and PS are considered to be reasonable educational interventions in the
context of learning, we refer to our control random policy as a random yet reasonable policy or
Random in the following. The assignment was done in a balanced random manner, using the
pre-test score to ensure that the two groups had similar prior knowledge. N = 45 and N = 39 were
assigned to Random and DQN-Del respectively. Among them, N = 41 Random students and
N = 33 DQN-Del students completed the training. A 𝜒2 test showed no significant differences
between the completion rates of the two different groups: 𝜒2 (1, N = 84) = 0.053, p = 0.817.
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4.3.2

Experiment Results

No significant difference was found on the pre-test efficiency between the Random and DQN-Del:
𝑡 (72) = 1.086, 𝑝 = 0.281. We divided the students into high pre-test efficiency (𝑛 = 37) and
low pre-test efficiency (𝑛 = 37) groups, based upon their learning efficiency on the pre-test.
As expected, there was a significant difference between the high and low efficiency students
on their pre-test efficiency: 𝑡 (72) = 9.570, 𝑝 < 0.001. The partition mentioned above resulted
in four groups, based upon their incoming efficiency and condition: DQN-Del-High (𝑛 = 16),
DQN-Del-Low (𝑛 = 17), Random-High (𝑛 = 21), and Random-Low (𝑛 = 20). A t-test showed no
significant difference in the pre-test efficiencies either between the two low groups, Random-Low
and DQN-Del-Low, or between the two high efficiency groups. These results show that there is
no significant difference in the pre-test efficiency across conditions.
A two-way ANCOVA test on the post-test efficiency, using Condition {Random, DQN-Del}
and Incoming Competency {Low, High} as factors and pre-test efficiency as a covariate, showed
that there is no significant main effect of Condition 𝐹 (1, 69) = 2.633, 𝑝 = 0.109, and no
significant main effect of Incoming Efficiency 𝐹 (1, 69) = 0.036, 𝑝 = 0.849. No interaction
(ATI) effect was found either 𝐹 (1, 69) = 1.285, 𝑝 = 0.261. Thus, we conclude there was no
difference between the two conditions in the Spring 2018 study.

4.4

Conclusion

In Spring of 2018, we built what to the best of our knowledge was the first real-world DRL-based
pedagogical policy for an ITS. We used DQN, one of the most popular DRL algorithms and
combined it with an LSTM-based neural network architecture. We used offline DRL to train an
agent on a historical dataset of user experience with the tutor, and deployed the pedagogical
policy in a real-world classroom experiment with college students. However, the results show
that these efforts fall short for improving student learning gains. Therefore, more work is needed
to successfully apply DRL to ITSs in real life.
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Part I
Credit Assignment Problem (CAP)
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The temporal Credit Assignment Problem (CAP) is a well-studied, but still unsolved problem
that affects tasks with long-term and delayed reward systems in particular. These types of
systems are commonplace in Reinforcement Learning. Therefore, in this part, we will describe
the research ideas, frameworks and algorithms we have developed. We will begin this part by
providing a comprehensive literature review on prior work that has addressed the CAP, with
a particular focus on Reinforcement Learning (RL) and Deep Reinforcement Learning (DRL)
problems. Much of prior work on DRL has focused on online learning where the agent learns
while interacting with the environment. When training a DRL agent, immediate rewards are
generally much more effective than delayed rewards because of the CAP: the more we delay
rewards or punishments, the harder it becomes to assign credit or blame properly. Different
approaches have been proposed and applied for solving the CAP. For example, when applying
DRL for games such as Chess, Shogi and Go, the final rewards are determined by the outcomes
of the game: −1/0/+1 for loss/draw/win respectively. [Sil17; Sil18] used Monte Carlo Tree
Search (MCTS) to learn the likelihood of each outcome, for both the real actions and the future
simulated actions. Because of the CAP, RL algorithms often need more training data to learn
an effective policy using delayed rewards than using immediate rewards. More importantly, for
some extremely complicated games, DRL may fail to learn an effective policy altogether.
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CHAPTER

5
RELATED WORK

5.1

Temporal CAP

Prior work has described, analyzed, and tackled the CAP across different applications. A large
part of the literature on the CAP comes from Neuroscience, because the human brain is very
efficient at solving the CAP when learning how to perform new tasks [Asa17; Ric19]. When
simulating human intelligence through RL, the CAP is solved with similar effectiveness. For
example, Agogino and Tumer studied the structural and temporal CAP and suggested a unification
of the problem for multi-agent, time-extended problems [Ago04]. In machine learning, some
prior research tried to solve the CAP by formulating it as an RL task [Sut18a], and solutions to it
have been proposed in order to train neural network systems more successfully [Oro18; Lan19].
In RL, the temporal CAP has been widely studied [Sut85], and several ideas have been proposed
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to mitigate the delayed reinforcement problem, and to more effectively train RL agents. The
most straightforward way to mitigate the CAP is by using an expert-designed immediate reward
function. For example, Berner et al. used human-crafted intermediate rewards to simplify the
CAP; they designed a reward function based on what expert players agree to be good in that game
[Ber19]. While effective, such expert-designed rewards are often labor-intensive, expensive, and
domain specific. Additionally, these expert rewards might introduce expert bias into the process,
leading to sub-optimal agent performance, as shown by AlphaGo Zero [Sil17] outperforming
the original AlphaGo [Sil16]. One of the most successful ideas to address the temporal CAP has
been to use Reward Engineering to modify the extrinsic reward function that is obtained from
the environment, or even to compliment the extrinsic reward with an intrinsic one.

5.2

Reward Engineering

The term Reward Engineering refers to the act of modifying the reward function that is used to
train the RL agent, in order to improve its performance on a given task. This can be done with a
wide range of goals in mind. For instance, in environments where taking risks is more dangerous
than usual, the reward function could be engineered to encourage the agent to act safely; in
environments with extremely sparse rewards, a new reward function could be engineered to
encourage the agent to explore unseen parts of the environment.
A lot of prior research has investigated modifying the reward function through reward
shaping or reward engineering [Mar18; Sua16; Hut20; Wu20; Mem21]. One main application of
reward shaping has been including intrinsic rewards to the agent’s extrinsic reward signal, where
these intrinsic rewards encourage the agent to explore unseen states [Pat17]. This approach
improves the exploration policy of the agent and mitigates the sparse reward problem. This
method can be seen as a type of reward engineering or reward shaping. Chen and Lin used
self-imitation learning to help a robot learn in a sparse reward setting [Che20c]. Other work
by Trott et al. [Tro19] used a distance-based metric to shape a reward function that enhances
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the sparse rewards from the environment and prevents the agent from getting stuck in local
optima. Most prior methods develop a separate reward function that augments the existing reward
function. Intrinsic rewards have also been used to improve the performance of RL agents in
combination with a policy gradient algorithm [Zhe18], and showed that these new rewards result
in better performance on the Atari games. Other types of intrinsic reward functions have also
been investigated [Che05; Sin10]. However, in this work, we will not create an intrinsic reward
function. Instead, we will modify the extrinsic reward function provided by the environment, to
learn to solve the CAP.
One branch of the RL research that also pays close attention to the reward function is Inverse
Reinforcement Learning (IRL) [Zie08], whose goal is to learn "expert" reward functions and
policies using the demonstrations or trajectories of experts interacting with the environment.
For example, Abbeel and Ng proposed an algorithm with the IRL step that optimized the
reward function iteratively [Abb04]. In each iteration, the quadratic programming optimization
equivalent of the Support Vector Machine is used to find a reward function by maximizing
a margin that separates the hyper-planes. In their iterative algorithm, such a reward function
ensures that its corresponding optimal policy is always better than the previous iterations policy.
In many real-world tasks, there are several reward functions that can result in a policy similar to
expert actions. Therefore, the agent needs to find the most probable reward function among the
possible ones. The probabilistic nature of the reward function in IRL makes it very similar to
GP. In GP, we put a prior probability distribution over functions with a higher probability for
the functions that are closer to our training samples. Then, we estimate the expected value and
the pointwise standard deviation of the uncountably infinite set of possible functions [Ras03].
This observation prompted several researchers [Lev11; Ram07] to propose their GP based
probabilistic models known as Bayesian IRL (BIRL).
Closely related to our work, RUDDER uses a neural network-based approach for addressing
the temporal CAP [AM18]. However, RUDDER does not predict the immediate rewards directly
with the neural network; rather, it predicts the final return, and then uses the differences in
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predictions to redistribute the immediate rewards. Their results show that RUDDER can greatly
improve the training of the RL agent in several simulated tasks as well as four Atari games.
Prior work has also helped memory-based RL agents solve the CAP, as shown by the work by
Hung et al. [Hun19], where they develop an algorithm named Temporal Value Transport (TVT),
which predicts future rewards with a Neural Network, and then adds the prediction term to the
bootstrapped term of the Bellman Equation. A different family of algorithms to tackle the CAP
was suggested by Harutyunyan et al. [Har19]. They denote the family of methods they developed
as Hindsight Credit Assignment (HCA). The core idea in their work is to sample a trajectory,
and use the importance sampling ratio to assign credit to the actions in that trajectory. They
show that their method outperforms the default policy gradient method in three simple RL tasks.
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CHAPTER

6
INFERGP

InferGP is the name of the first algorithm we propose in this work to tackle the CAP for RL tasks.
InferGP uses Gaussian Processes (GP) [Ras03] as a method to learn a Gaussian distribution
over the immediate rewards, given the delayed rewards, as we will explain in this chapter. In
general, this method is aimed at helping mitigate the temporal CAP in offline RL tasks, where
data is limited, simulations are unavailable, and the environment cannot be explored any further.
Therefore, all the learning must be done from a fixed-size dataset. InferGP is used to infer the
immediate rewards from the delayed rewards. Then, a regular RL agent is trained on those
immediate rewards to solve the original task more effectively than when using the delayed
rewards.
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6.1

Inferring Immediate Rewards Using Gaussian Processes
(GP)

We apply Gaussian Processes (GP) to learn the Gaussian distribution (expected values and
standard deviations) of the immediate rewards for a historical dataset of trajectories with delayed
rewards, following the offline RL setting. To do this, a prior probability is given to each possible
function, where higher probabilities are given to functions that we expect to observe given the
delayed rewards. In the context of GP, such functions are specified by their mean and covariance
function (kernel). Generally speaking, there are two derivations for the GP, where the correlation
between samples is represented as a covariance function or as a variogram. Covariance-based
GP is commonly used in machine learning [Ras03; Nyc15; Azi18b] and variogram-based
GP is generally used in spatial statistics and Kriging [Cre92; Azi18a]. We defined the prior
probability as the covariance matrix Cr on the immediate rewards, which is equivalent to using an
appropriate kernel function. Since the set of acceptable functions is uncountably infinite before
observing any data, the proposed formulation will give a higher probability to the functions
for which the summations of the immediate rewards are closer to the delayed rewards. The
combination of this additional information and the prior will give the posterior distribution over
the function.
We consider the general reinforcement learning task defined as a Markov Decision Process
(MDP), where an agent interacts with an environment, observing a state 𝑠𝑡 , taking an action
𝑎 𝑡 and receiving a scalar reward 𝑟 𝑡 at each time-step 𝑡. In the discrete case, an action must be
selected from a discrete set of actions 𝑎 𝑡 ∈ 𝐴 = {1, ..., | 𝐴|}. The agent is tasked with maximizing
Í
the expected discounted sum of future rewards, or return, defined as 𝑅 = 𝑇𝜏=𝑡 𝛾 𝜏−𝑡 𝑟 𝑡 , where
𝛾 ∈ (0, 1] is the discount factor and 𝑇 is the last timestep in the episode.
The goal of RL is to estimate the expected long-term reward for each state or state-action pair.
The optimal action-value function is defined as 𝑄 ∗ (𝑠, 𝑎) = 𝑚𝑎𝑥 𝜋 𝑄 𝜋 (𝑠, 𝑎), where the function
𝑄 𝜋 estimates the long-term reward the agent would observe after following action 𝑎 from state 𝑠
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and following policy 𝜋 thereafter. The optimal action-value function must satisfy the Bellman
equation:

𝑄 ∗ (𝑠, 𝑎) = 𝐸 [𝑟 + 𝛾 max
𝑄 ∗ (𝑠 0, 𝑎 0)]
0
𝑎

(6.1)

Here, 𝑠0 and 𝑎0 refer to the next state and action, respectively.
A historical dataset H consists of 𝑚 trajectories, ℎ1 to ℎ𝑚 and 𝑛 unknown immediate rewards.
We would like to infer the immediate rewards given delayed rewards. In order to infer the
immediate rewards, we used a minimum mean square error (MMSE) estimator in the Bayesian
setting [Kim08; Fla12; Guo04]. Assume R = Dr + 𝜀 is a linear process where D is a known
matrix, r is a 𝑛 × 1 random vector of unknown immediate rewards, R is a 𝑚 × 1 vector of
observed delayed rewards and 𝜀 is a vector of independent and identically distributed (IID) noise
with mean of zero and standard deviation of 𝜎R . Assuming the discounted sum of the immediate
rewards is equal to the delayed rewards, a linear model matrix D is proposed as:
𝑛1

z

}|

𝑛2

{

z

}|

{



 1 𝛾 𝛾2 . . . 0
...
0 




D =  0
. . . 0 1 𝛾 . . . 0 . . . 0 



.. 
. 
 0
...
...



(6.2)

where 𝛾 is the discount factor. Following the linear MMSE estimator, we assume that the
immediate rewards follow a Gaussian Process defined as r ∼ N (𝜇r , Crr ) where 𝜇r is the
a priori mean and Crr is the a priori covariance defined by an appropriate kernel [Azi18b].
Using the theorem of conditional distribution of multivariate Gaussian distributions [Ras03],
conditional expectation of immediate rewards given delayed rewards E [r|R] or the posterior
mean of immediate rewards is:
E [r|R] = 𝜇r + Crr D𝑇 CRR −1 (R − D𝜇r )

(6.3)

and the posterior covariance C[𝑟 |𝑅] of inferred immediate rewards given delayed rewards
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can be calculated as:
C [r|R] = Crr − Crr D𝑇 CRR −1 DC𝑇rr

(6.4)

where CRR = DCrr D𝑇 + 𝜎R2 I.
Algorithm 1 shows the process used to infer the immediate rewards. Estimation of the mean
and covariance of the random column vector r in Eqs. 6.3 and 6.4 requires the inverse of the
matrix CRR . By introducing several intermediary variables, this algorithm provides an efficient
solution to matrix inversion using the Cholesky decomposition similar to the Gaussian Processes
algorithm implementation [Ras03].

Algorithm 1 Immediate reward approximation algorithm.
Inputs: R, 𝜇r , Crr , D, 𝜎R2

L = Cholesky DCrr DT + 𝜎R2 I
β = L\ (R − D𝜇r ) forward-substitution algorithm
α = L T \β
back-substitution algorithm
k = DCTrr
v = L\k
T
E [r|R] = 𝜇r + k α
C [r|R] = Crr − vT v
return: E [r|R] and C [r|R]

6.2

Agent-Centric Experiments

Our simulated environments include a grid world game and 8 Atari games, and for each game, we
collected trajectories with immediate rewards; for each trajectory, we summed up all immediate
rewards to be the final delayed rewards; and then we applied our GP-based algorithm to infer
rewards using the delayed reward trajectories. Finally, we applied different offline RL approaches
to induce policies using the immediate (Imm), the inferred (Inf), and the delayed (Del) rewards.
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Figure 6.1 GridWorld environment.

6.2.1

Experiment Setup

6.2.1.1

GridWorld

Figure 6.1 shows our simple benchmark: a GridWorld testbed. Here the agent (small circle)
starts from the start state (bottom right corner), explores the 2D space and eventually finishes at
the end state (upper left corner). Several walls are designed in the GridWorld, and the agent
bounces back to its original state after hitting the walls. The agent can take 3 actions (UP, Down,
Left) and collects +1, 0, or -1 rewards. The goal is to maximize the rewards. We explored two
types of reward functions: 1) a state-based, 𝑅(𝑠) and 2) a state-action-state based, 𝑅(𝑠, 𝑎, 𝑠0).

6.2.1.2

Atari Games

The OpenAI Gym toolkit [Bro16b] was used to simulate eight Atari games. We first randomly
played the games and collected 200,000 steps per game, where each step consists of a (𝑠, 𝑎, 𝑟)
tuple. To induce policies, we used the offline Double-DQN algorithm [VH16] with prioritized
experience replay [Sch15a]. We repeated this process for immediate, inferred, and delayed
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Figure 6.2 Root Mean Squared Error (RMSE) for InferGP on the GridWorld.

rewards. The OpenAI Baselines was used for training the models. The Double-DQN model
architecture and training procedure followed those by Mnih [Mni15], e.g. the input is a 84x84
pixel image, and the last 4 frames are stacked. The main difference was that we did not clip the
positive and negative rewards to 1 and -1, respectively; we kept the rewards provided by the
environment to capture more accurate delayed rewards, to better estimate inferred rewards.

6.2.2

Experiment Results

6.2.2.1

GridWorld

We used three evaluation metrics: first Root Mean Square Error (RMSE) was used to estimate
how close the inferred immediate rewards were to the ground truth immediate rewards. Figure
6.2 shows the RMSE decreases as the number of trajectories increases for both the state reward
function (Reward_S) and the state-action-next state reward function (Reward_SAS). RMSE
stabilizes after 100 trajectories. The asymptotic RMSE constants 0.14 RMSE for Reward_S
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0

Figure 6.3 Avg. reward on GridWorld. Left:𝑅(𝑠). Right:𝑅(𝑠, 𝑎, 𝑠 ).

and 0.08 for Reward_SAS are due to the presence of some states with only one deterministic
action, where there is not enough evidence to distribute the reward accordingly. The second
metric, the average collected reward, was used with online policy induction using Watkin’s
𝑄(𝜆 = 0.7) [Sut18b] and online evaluation for the Imm, Inf, and Del policies. Figure 6.3 shows
the comparison of using greedy Q-learning as policy induction with three policies for 𝑅(𝑠) (left)
and 𝑅(𝑠, 𝑎, 𝑠0) (right). Here we report the average performance over 200 randomly initiated
rounds using the sample-average technique. For each round, we explored the performance of the
induced policy by increasing the number of trajectories from 1 up to 250. The results show that
the Imm and Inf policies performed much better than the Del policies. Indeed, by considering
the noise and uncertainty in the data, the Inf policies performed even better than the Imm policy.
Finally, GP temporal difference learning [Eng03] was used for offline policy induction and its
online evaluation is shown in figure 6.5, along with the Atari games.

6.2.2.2

Atari Games

The evaluation on each of the Atari games was done by training a neural network for 25 iterations,
playing the game once, and storing the reward obtained on that episode. We repeated this for
20,000 episodes (which means we trained the algorithm for around 80 epochs). Figure 6.4 shows
the rewards collected per episode during the training process on two different Atari games.
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Figure 6.4 Evaluation during training. Left: Amidar. Right: Berzerk.

Figure 6.5 shows the normalized performance of using each type of reward on several Atari
games after the algorithm has converged. The black horizontal line shows the performance
obtained when training DQN using immediate rewards and is indicated as 100%. This allows us
to compare the three types of rewards, after normalizing the performance for each game. Overall,
the DQN_Inf performed much better than DQN_Del across all games and the exceptions are
Alien and Chopper Command. Note that on 5 out of 8 games, DQN_Inf performed close to the
DQN using the immediate rewards and on the first two games, DQN_Inf performed even better
than the policy using immediate rewards. It is likely that DQN_Inf performed poorly on Chopper
Command because 200,000 steps of random play are not enough data to learn the optimal policy.

6.3

Experiment 2: Deep Thought Fall 2018

Experiment 2 was carried out in Fall of 2018 (F18) using the Deep Thought (DT) tutor, which
was described in detail in section 3.2. For this experiment, we incorporated InferGP as a method
to infer the immediate rewards from the delayed rewards using the Gaussian Processes algorithm
described in Algorithm 1. We denote the resulting DQN policy trained on the InferGP rewards
DQN-Inf. To evaluate the impact of InferGP rewards on the DQN induced policies, we used the
same approach to induce the DQN-Inf policy and the only major difference is that we used the
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Figure 6.5 Performance of Atari games and GridWorld. The black line shows the immediate reward,
normalized to show 100%.

inferred immediate rewards in the training dataset. During the training process, we calculated
the ECRs of DQN with the LSTM architecture for 𝑘 = 3 using the original delayed rewards
(DQN-Del) vs. using the inferred immediate rewards (DQN-Inf). The evolution of the ECR
values for each policy during the training process is shown in Figure 6.6, showing that using the
inferred rewards we can theoretically converge faster and to a better policy.

6.3.1

Experiment Setup

98 students from the Fall 2018 Discrete Mathematics class were distributed into two conditions.
The two conditions are the Random (control) group and the DQN-Inf group. The group sizes
were as follows: N = 49 for Random, and N = 49 for DQN-Inf. A total of 84 students completed
the experiment and their distribution was as follows: N = 43 for Random, and N = 41 for
DQN-Inf. A 𝜒2 test of independence showed no significant differences between the completion
rates of the two different groups: 𝜒2 (1, N = 84) = 0.025, p = 0.872.
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Figure 6.6 ECR evolution of DQN-Del and DQN-Inf during the training process of the policies.

6.3.2

Experiment Results

In fall 2018, again no significant difference was found on the pre-test efficiency between the
Random and DQN-Inf groups: 𝑡 (82) = −0.333, 𝑝 = 0.739. The students were also divided
into high pre-test efficiency (𝑛 = 42) and low pre-test efficiency (𝑛 = 42) groups. A t-test
showed a significant difference between the high and low efficiency students on the pretest efficiency: 𝑡 (82) = 6.38, 𝑝 < 0.001. The same four groups were formed, based upon
their incoming efficiency and condition: DQN-Inf-High (𝑛 = 20), DQN-Inf-Low (𝑛 = 21),
Random-High (𝑛 = 22), and Random-Low (𝑛 = 21). A t-test showed no significant difference
on the pre-test efficiencies when comparing the Random-Low and DQN-Inf-Low groups:
𝑡 (40) = 0.027, 𝑝 = 0.978. No significant difference was found either, when performing a t-test
on the two high efficiency groups: 𝑡 (40) = −0.698, 𝑝 = 0.489. This shows that there is no
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significant difference on the pre-test efficiency across conditions during the Fall 2018 study.
A two-way ANOVA test using Condition {Random, DQN-Inf } and Incoming Competency
{Low, High} as two factors showed a significant interaction effect on students’ post-test efficiency:
𝐹 (1, 80) = 5.038, 𝑝 = 0.027 (as shown in Figure 6.7). To be stricter, we ran a two-way
ANCOVA test using Condition and Incoming Competency as two factors and pre-test efficiency
as a covariate. This analysis also showed a significant interaction effect on students’ post-test
efficiency: 𝐹 (1, 79) = 4.687, 𝑝 = 0.033. Thus, by taking the pre-test efficiency into consideration,
there is still a significant interaction effect. No significant main effect was found from either
Condition or Incoming Competency. A one-way ANCOVA test on the post-test efficiency for
the Low competency groups, using Condition {Random-Low, DQN-Inf-Low} as a factor and
pre-test competency as a covariate showed no significant difference on the post-test efficiency
𝐹 (1, 39) = 0.429, 𝑝 = 0.516. However, a significant difference was found for the High groups
𝐹 (1, 39) = 5.513, 𝑝 = 0.024, with means -0.719 for Random-High and 2.916 for DQN-Inf-High
(as shown in Figure 6.7).

6.3.3

Log Analysis

This section will show more details on the different types of tutorial decisions made across the
different conditions and studies. The features that were analyzed include the total number of
problems each student encountered (TotalCount), the number of problems solved (PSCount), the
number of difficult problems solved (diffPSCount), the number of WEs seen (WECount), and
the number of difficult WEs seen (diffWECount). Table 6.1 shows the summary of these five
features for each condition and study. Columns 3 and 4 show the mean and standard deviation of
each condition for these categories. Column 5 shows the statistical results of different t-tests
comparing the two conditions.
No significant difference is found for the total number of problems seen by each group.
However, we observed that for the features diffPSCount, WECount and diffWECount, a significant
difference was found only during the Spring 2018 study. Looking at the mean values, we notice
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Figure 6.7 Post-Test Learning Efficiency (LE) across different groups for the Fall 2018 study.
Table 6.1 Log analysis results for per semester and condition.

Feature
TotalCount
PSCount
diffPSCount
WECount
diffWECount

Semester
S18
F18
S18
F18
S18
F18
S18
F18
S18
F18

Random
22.68(5.05)
23.81(3.32)
14.82(5.29)
14.38(2.30)
5.19(1.74)
7.54(1.57)
7.85(1.17)
9.43(1.57)
3.85(1.33)
2.15(1.42)

DQN
24.02(5.29)
25.26(5.37)
17.08(6.11)
15.73(3.68)
4.85(2.06)
8.19(2.31)
6.94(1.87)
9.52(2.37)
2.61(1.87)
2.02(1.23)

Significance
t(72) = −1.118, p = 0.267
t(82) = −1.489, p = 0.141
t(72) = −1.691, p = 0.095•
t(82) = -2.029,
p = 0.046*
t(72) = 0.765,
p = 0.446
t(82) = −1.501, p = 0.137
t(72) = 2.466,
p = 0.016*
t(82) = −0.210, p = 0.833
t(72) = 3.226,
p = 0.002*
t(82) = 0.469,
p = 0.639

that the DQN-Del policy assigned fewer WE and more PS problems. However, this did not
improve the performance of the students in the DQN-Del group during this study. During the
Fall 2018 study, we only observe a significant difference in the number of PS problems assigned.
No significant difference was found in the remaining categories.

63

When we analyze the logs for the High competency students, table 6.2 shows the values
of those same features, but only for the High competency students in each study. During the
Spring 2018 semester, we find a statistically significant difference for TotalCount, PSCount, and
diffWECount, and we find a marginal difference for WECount. This shows that the DQN-Del
policy gave more PS problems, fewer WE, and fewer difficult WE problems, but no significant
difference was found in students’ post-test performance. The Fall 2018 study results show no
significant or marginal difference in any of the five categories. Despite this fact, the DQN-Inf
policy implemented in the Fall 2018 study outperformed the Random policy for the High
competency students. We can also observe how, in Table 6.2, the standard deviation for the DQN
groups is often larger than the standard deviation for the Random groups. This makes sense
because we expect all the students in the Random group to have a similar values in each category.
However, it looks like the DQN policy is assigning more PS to certain students, and more WE to
other students, resulting in a larger standard deviation.
In short, our log analysis results show that it is not about the total amount of PSs and WEs
that students received that matters, but rather how or when they receive which.

Table 6.2 Log analysis results for the high competency groups per semester.

Feature
TotalCount
PSCount
diffPSCount
WECount
diffWECount

Semester
S18
F18
S18
F18
S18
F18
S18
F18
S18
F18

Random
21.52(2.18)
24.27(0.76)
13.61(2.49)
14.59(0.66)
5.57(1.43)
7.68(0.83)
7.90(1.33)
9.68(0.94)
4.23(1.41)
2.18(1.46)

DQN
24.31(4.07)
25.95(7.58)
17.50(4.67)
15.95(4.98)
5.12(2.30)
8.75(2.93)
6.81(1.86)
10.00(3.19)
2.43(1.82)
2.50(1.27)
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Significance
t(35) = -2.471,
p = 0.021*
t(40) = −0.984, p = 0.337
t(35) = -3.008,
p = 0.006*
t(40) = −1.208, p = 0.241
t(35) = 0.680,
p = 0.502
t(40) = −1.570, p = 0.130
t(35) = 1.981,
p = 0.058•
t(40) = −0.428, p = 0.672
t(35) = 3.271,
p = 0.002*
t(40) = −0.750, p = 0.457

6.4

Experiment 3: Pyrenees Fall 2018

Experiment 3 was carried out in Fall of 2018 (F18) using the Pyrenees tutor, which was described
in detail in section 3.3.

6.4.1

Experiment Setup

This study was conducted in the undergraduate Discrete Mathematics course at the Department
of Computer Science at North Carolina State University in the Fall of 2018. The study was given
as one of the regular homework assignments; students had one week to complete it and were
graded based upon their demonstrated effort rather than performance.
Students (N=120) were randomly assigned into two conditions (60 in each). The two
conditions were Random (control) and DQN. In this study, we used InferGP to infer the
immediate rewards from the delayed ones, in the same way as in the Deep Thought study of F18.
Due to preparations for exams and the length of the experiment, not all students finished the
tutor. N = 45 completed it for the DQN condition, and N = 39 for the Random condition.

6.4.2

Experiment Results

Despite of random condition assignment, a contrast analysis on the pre-test score showed that
DQN scored significantly higher than Random: t(125) = 2.01, p = 0.046, d = 0.46. Therefore,
we mainly focus on comparing learning performances that consider the pre-test differences, that
is, adjusted post-test and NLG especially the latter because it is the reward we used for policy
induction.
Table 6.3 shows the mean and standard deviation (SD) of students’ learning performance and
total training time results across conditions. From left to right, it shows the condition with the
number of students in parentheses, pre-test (Pre), isomorphic post-test (Iso Post), full post-test
(Full Post), adjusted post-test (Adj Post), Normalized Learning Gain (NLG), and the total training
time on the ITS in hours (Time).
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Table 6.3 Learning performance and time on task for Pyrenees during F18.

Condition
Pre
Iso Post Full Post Adj Post
NLG Time (hours)
DQN(45) 73.9(13.6) 85.2(13.1) 74.2(14.6) 71.2(12.0) -2.2(29.4) 1.81(.58)
Random(39) 66.3(18.9) 80.5(19.5) 69.0(19.6) 71.4(13.8) -0.1(35.0) 1.97(.52)

Isomorphic Post-test: To measure students’ learning improvement, we compared their isomorphic post-test scores with their pre-test scores. A repeated measures analysis using test
type (pre-test vs. isomorphic post-test) as a factor and test score as the dependent measure
showed that both conditions scored significantly higher in the isomorphic post-test than in the
pre-test: F(1, 44) = 34.73, p < 0.0001, 𝜂 = 0.441 for DQN, and F(1, 38) = 38.47, p < 0.0001,
𝜂 = 0.503 for Random. This showed that the basic practice and problems, domain exposure, and
interactivity of our ITS effectively help students acquire knowledge, even when the decisions are
made in a random yet reasonable manner.
Adjusted Post-test: To comprehensively evaluate students’ final performance, we performed
analysis on the full post-test score which has an additional six multiple-principle problems. A
contrast analysis on the adjusted post-test score showed that no significant difference was found
between DQN and Random.
NLG: Similarly, a contrast analysis on the NLG found no significant difference between DQN
and Random.

66

CHAPTER

7
INFERNET

We used a deep neural network in order to address the temporal CAP by modifying the rewards
encountered while interacting with the environment. We denote our method InferNet because
we use a neural network to engineer the rewards by inferring the immediate rewards from the
delayed rewards. At each timestep, the state and selected action are passed as input to the neural
network, and the output will be a single scalar, the immediate reward for that state and action:
𝑟 𝑡 = 𝑓 (𝑠𝑡 , 𝑎 𝑡 |𝜃). Here 𝜃 indicates the parameters (weights and biases) of the neural network.
However, in order to train the neural network, we cannot input a single state and action, since
we need to infer the immediate rewards from the delayed rewards, and the delayed reward (or
return) is the sum of all the immediate rewards in the episode. Instead of using the immediate
rewards to train our RL agent, we will use the inferred rewards produced by InferNet. The only
constraint applied to InferNet is that the sum of all the inferred rewards has to be the same as the
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Figure 7.1 General architecture of InferNet.

delayed reward, as shown in Eq. 7.1.

𝑅 = 𝑓 (𝑠0 , 𝑎 0 |𝜃) + 𝑓 (𝑠1 , 𝑎 1 |𝜃) + ... + 𝑓 (𝑠𝑇−1 , 𝑎𝑇−1 |𝜃)

(7.1)

We use the TimeDistributed layer available in TensorFlow Keras [Aba15; Cho15] in order
to repeat the same neural network operation multiple times, sharing weights across different
timesteps, and pass the entire episode at once as input to the neural network. It should be noted
that despite sharing weights across time, there is no internal state that is passed to the next
timestep (as in a recurrent neural network), each output is only dependent on the state and action
passed as inputs at that timestep. The general architecture can be seen in Figure 7.1. We train
InferNet by minimizing the loss function in Eq. 7.2. This process can be seen as making the
neural network learn a function that outputs a reward for each timestep, subject to the constraint
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of all rewards in an episode summing up to the delayed reward for that episode. There is an
infinite number of functions that can achieve this, but by making the output be dependent on
the input state and action, we can make the neural network learn a function that gives a higher
reward to the actions that result in a higher delayed reward, and a lower one to the actions that
result in a lower delayed reward.

𝐿𝑜𝑠𝑠(𝜃) = (𝑅 −

𝑇−1
Õ

𝑓 (𝑠𝑡 , 𝑎 𝑡 |𝜃)) 2

(7.2)

𝑡=0

In order to simulate and evaluate the process for inferring immediate rewards, we used
several simulated agent-centric environments. In all of these environments, the goal is to make
an AI agent interact with the environment, and it has to collect as much reward as possible.
There is no human involved in the tasks described in this section.

7.1

Online RL Experiments

The effectiveness of InferNet is investigated on three types of tasks: a GridWorld, the CartPole,
and 40 games using the Atari 2600 Learning Environment. We compare the following reward
settings: 1) Immediate rewards: when available, they are the gold standard. 2) Delayed rewards:
these rewards are used as a baseline. All the intermediate rewards will be zero and the reward
that indicates how good or bad the intermediate actions were will only be provided at the end of
the episode. When the rewards are not delayed by nature, we simulate the delayed rewards by
“hiding" the immediate rewards and providing the sum of all the immediate rewards at the end of
the episode, as one big, delayed reward, following the idea of reward accumulation proposed by
Arjona et al. [AM18]. 3) InferNet rewards: our proposed method which uses a Neural Network to
predict the immediate rewards from the delayed reward. For each type of tasks, we also evaluate
the power of InferNet when the reward function is noisy.
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Figure 7.2 Top: The original GridWorld with the true immediate rewards. Bottom: The InferNet
predicted rewards.

7.1.1

Grid World

Figure 7.2 (Top) shows the GridWorld environment used in this work as a standard RL testbed.
Here, we can compare the true immediate rewards to the inferred rewards produced by InferNet.
The three available actions are: move up, left, and down. To prevent the agent from collecting
the same reward more than once, the states that have a reward of +1 or -1 only have one action
available: move left. The inferred rewards predicted by InferNet are shown in Figure 7.2 (Bottom),
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Figure 7.3 Training process for InferNet. Minimizing the objective loss (red line) results in also
minimizing the true loss (blue line), which is what we want to ultimately achieve.

and it shows that InferNet can recover the original reward setting effectively. The rewards in the
range (-0.03, 0.03) have been intentionally left blank to simplify the visualization. It should be
noted that in this environment, the rewards are a function of the state and the action. For this
reason, Figure 7.2 (Bottom) only shows the largest (positive or negative) reward in each state.
Figure 7.3 shows that by minimizing the training error in Eq. 7.2 (the difference between the
delayed reward and the sum of immediate predicted rewards) (red line), InferNet minimizes the
true error (the difference between the predicted and true immediate rewards) (blue line). We
then evaluate the effectiveness of the rewards predicted by InferNet when used to train an RL
agent, and compare them to the immediate and delayed rewards. We repeated each experiment
five times with different random seeds, and show the mean and standard deviation of those runs.
We explored Q-Learning and TD(𝜆) as RL agents; the latter is known for being able to mitigate
the temporal CAP.
Q-Learning is a TD-Learning method, but it does not employ any eligibility traces, and
it usually only uses a 1-step reward. Figure 7.4 (Left) shows the result of training different
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Figure 7.4 Results of training a Q-Learning agent on the GridWorld task, for immediate, delayed, and
InferNet rewards. Noise-free rewards (Left) and noisy rewards (Right) (Gaussian noise N (0, 0.082 )).

Figure 7.5 Results of training a TD(𝜆) agent on the GridWorld task, for immediate, delayed, and
InferNet rewards. Noise-free rewards (Left) and noisy rewards (Right) (Gaussian noise N (0, 0.082 )).

Q-Learning agents on the three reward settings without noise. These results clearly show that the
Q-Learning agent that uses the delayed rewards cannot learn to solve the simple GridWorld task;
it is no better than a random agent. However, when we first use InferNet to infer the “immediate"
rewards from the delayed ones, the agent is able to solve the task as effectively as the agent
uses the immediate rewards. When the reward function is noisy, Figure 7.4 (Right) shows that
the immediate reward agent suffers significantly, and cannot solve the environment completely,
while InferNet is much more robust to the noise.
TD(𝜆) is known to be one of the strongest methods to tackle the CAP. This algorithm takes
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advantage of the benefits of TD methods and includes eligibility traces, which allows the agent
to look at all the future rewards to estimate the value of each state. This makes propagating the
delayed reward easier than in the case of 1-step rewards. Despite all these advantages, Figure
7.5 (Left) shows that when the rewards are delayed, the agent is not able to learn as effectively
as the agent that has access to the true immediate rewards. However, the agent that uses the
InferNet predicted reward achieves the same performance as the agent that uses the immediate
rewards; they can both fully solve the environment. When the reward function is noisy, Figure
7.5 (Right) shows that none of the agents suffer. This result shows that TD(𝜆) is more robust to
noisy rewards than Q-Learning.

7.1.2

CartPole

Figure 7.6 (left) shows the CartPole environment. The goal in CartPole is to move a cart left and
right in order to keep a pole balanced in its vertical position. The reward function provides a
rewards of +1 for each step where the pole is kept vertical. This means that the reward function
InferNet needs to learn is pretty simple, a reward of +1 for each timestep, regardless of the state
and action passed as inputs. The difficulty in this environment lies on the continuous state space,
that makes tabular RL methods inoperable. For this reason, we compared the same three reward
settings using the Deep Q-Network (DQN) algorithm [Mni15]. For the InferNet setting, we
trained the DQN agent [Mni15] and InferNet simultaneously, providing the DQN agent with the
rewards produced by InferNet.
Figure 7.6 (Right) shows the results of using the immediate, delayed and InferNet rewards. It
shows the mean and standard deviation of training each agent with 20 different random seeds as
a function of the number of training steps. These results show that InferNet can work effectively
in combination with a Deep RL agent, to mitigate the credit assignment problem and boost the
performance of the agent when only delayed rewards are available, and can perform as well as
the agent that uses the immediate rewards. Meanwhile, the agent that learns from the delayed
rewards cannot completely solve this task, although it is able to get a reasonable score. We
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Figure 7.6 Left: CartPole environment. Right: Comparison of immediate, delayed and InferNet
policies in the CartPole task.

repeated the experiment with noisy rewards, but none of the agents’ results were affected by
the noise, so we did not include a separate comparison. It’s probably because a reward of +1 is
given at each step in the CartPole. Thus, the agent can still figure out that its goal is to balance
the cart as long as possible, even if there is noise on the rewards.

7.1.3

Atari Learning Environment (ALE)

The ALE provides visually complex environments in which the state space is very high
dimensional, represented by pixels on a screen. Figure 7.7 shows nine examples of these games.
It is important to note that in some games, an episode consists of thousands of steps, so learning
from a single delayed reward is no trivial task. We used OpenAI gym [Bro16a] to simulate the
games, and the stable baselines library [Hil18] to train the Deep RL agent. Here, we evaluate the
performance of InferNet in conjunction with a Prioritized Dueling DQN agent [Wan15; Sch15b].
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Figure 7.7 User interface for nine of the Atari games. From left to right and from top to bottom:
Amidar, Frostbite, Breakout, Centipede, Asterix, Berzerk, Alien, Chopper Command, and Boxing.

7.1.3.1

Network Architecture

The NN architecture for Deep RL agent was the same as in [Wan15]. InferNet also uses the same
architecture as the agent. The only differences were 1) the output layer consists of a single value
for InferNet, 2) InferNet uses dropout during training for regularization, and 3) we wrapped
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Algorithm 2 InferNet Online
Initialize InferNet buffer 𝐷 ← ()
// Pretrain InferNet
for 𝑒 𝑝𝑖𝑠𝑜𝑑𝑒 ← 1 to 𝐾 do
Play an episode randomly and collect the data
Delayed reward 𝑅𝑑𝑒𝑙 = 𝑟 0 + 𝑟 1 + .. + 𝑟𝑇−1
𝐷 ← 𝐷 ∪ (𝑠0 , 𝑎 0 , ..., 𝑠𝑇−1 , 𝑎𝑇−1 , 𝑅𝑑𝑒𝑙 )
Í
2
Train InferNet on a batch of episodes 𝐵 ∼ 𝐷: 𝐿(𝜃) = (𝑅 − 𝑇−1
𝑡=0 𝑓 (𝑠𝑡 , 𝑎 𝑡 )|𝜃))
end for
for 𝑒 𝑝𝑖𝑠𝑜𝑑𝑒 ← 1 to 𝑀 do
Set episode data sequence 𝑡𝑚 𝑝 ← ()
while not end of episode do
Get state 𝑠 from env, select action 𝑎 ∼ 𝜋, and execute on environment 𝑠0, 𝑟 ∼ 𝑒𝑛𝑣(𝑠, 𝑎)
𝑡𝑚 𝑝 ← 𝑡𝑚 𝑝 ∪ (𝑠, 𝑎, 𝑟, 𝑠0)
Train RL agent on historical data with inferred rewards
Í
2
Train InferNet on a batch of episodes 𝐵 ∼ 𝐷: 𝐿 (𝜃) = (𝑅 − 𝑇−1
𝑡=0 𝑓 (𝑠𝑡 , 𝑎 𝑡 )|𝜃))
end while
Use InferNet to infer rewards for the steps in 𝑡𝑚 𝑝
𝐷 ← 𝐷 ∪ 𝑡𝑚 𝑝
Replace rewards in 𝑡𝑚 𝑝 with InferNet rewards
Store the 𝑡𝑚 𝑝 data (with the InferNet rewards) to train the RL agent later on
end for

all the InferNet layers in the TimeDistributed layer, in order to be able to pass all the steps
in an episode as input at once, and infer the immediate reward for each of those steps (see
Algorithm 2). It should be noted that the hyper-parameters (including the replay buffer size) are
different from those in the Dueling DQN paper. We allowed for these changes because our goal
is not to outperform the current state of the art method or to improve upon some prior Deep
Reinforcement Learning algorithm. Our task is to create a method that infers better rewards and
can be used by other RL algorithms in order to learn more effectively. Modifying some of these
hyper-parameters allowed for less expensive training.

7.1.3.2

Results

Figure 7.8 shows the results of a Prioritized Dueling DQN agent on 40 Atari games with the
noise free rewards, and Figure 7.9 shows the results of the same agent when trained on noisy
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Figure 7.8 Performance of the Prioritized Dueling DQN agent with noise-free rewards on the different
Atari games with the three reward settings: Delayed (vertical line at x=0), Immediate (red) and
InferNet (Blue). The results have been normalized to show the Delayed rewards at x=0 as a vertical
line, and each bar shows how many times better the other agents are.

rewards. The black vertical line at 𝑥 = 0 in each graph represents the baseline performance
obtained when training DQN using delayed rewards. This allows us to compare the three types
of rewards, after normalizing the performance for each game. It is important to know that as
we did not intend to outperform any other algorithm or state-of-the-art method, our evaluation
was different from the Dueling DQN paper in several ways: 1) the size of the experience replay
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Figure 7.9 Performance of the Prioritized Dueling DQN agent with noisy rewards on the different
Atari games with the three reward settings: Delayed (vertical line at x=0), Immediate (red) and
InferNet (Blue). The results have been normalized to show the Delayed rewards at x=0 as a vertical
line, and each bar shows how many times better the other agents are.

buffer was 10,000 instead of 1,000,000; 2) the evaluation was performed by making the loss
of a life indicate the end of the episode; 3) we used the default hyper-parameters in the stable
baselines library. The detailed numerical results can be found in Table 7.1.
Noise-free Rewards: Figure 7.8 shows the results of training the Dueling DQN agent on the
three different reward settings. The agent trained on the rewards provided by InferNet performs
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Table 7.1 Performance of the different settings on the Atari games, starting with 30 no-op actions.

Non-Noisy
Game
Amidar
Seaquest
Space Invaders
Star Gunner
Wizard Of Wor
Asterix
Battle Zone
Breakout
Crazy Climber
Freeway
Kangaroo
Kung-Fu Master
Name This Game
Phoenix
Q*Bert
Road Runner
Atlantis
Centipede
Bank Heist
Beam Rider
Boxing
Gopher
Gravitar
Krull
Ms Pac-Man
Pitfall!
Pong
River Raid
Robotank
Video Pinball
Alien
Hero
Assault
Demon Attack
Private Eye
Time Pilot
Up and Down
James Bond
Berzerk
Bowling
Yars’ Revenge
Solaris
Frostbite

Noisy

Ep. Length

Immediate

InferNet

Delayed

Immediate

InferNet

Delayed

24
93
202
240
75
970
1000
42
10,070
32
715
2765
1400
570
1150
10000
4680
1500
185
360
10
640
30
1725
590
-3.8
19.5
1160
1.85
11600
475
3525
400
580
1200
290
515
32.3
150
30
1337
292
100

14
83
175
196
68
570
955
8.3
3850
21.7
380
1350
720
255
220
330
980
1300
2
210
-26
145
20
725
190
-16
-20.8
490
1.8
4440
121
3520
140
370
600
460
700
39.5
900
30.8
2005
370
105

16
40
58
110
35
200
885
0.8
700
3.4
210
45
190
35
105
500
760
370
2.5
143
-26
41
21.2
330
190
-37.2
-17
255
0.8
1000
140
1765
53
110
700
330
258
16
125
27
900
116
50

5.7
51
83
82
30
75
982
2.6
3560
4
48
30
425
12
120
236
1650
900
16.6
165
-8.7
298
50
1745
348
-9.8
-18.5
513
2.43
3000
150
1160
83.4
53
155
98
350
9.5
73
20
1300
250
50

15.8
80
129
90
45
202
1043
16
4200
21.7
123
1530
781
330
125
354
1650
900
1
140
-26
42
19
398
235
-15.4
-20.9
381
0.8
2500
110
1090
73
54
10
393
592
15.8
128
30
1950
210
48.7

5.7
42
66.5
78
25
75
730
0.8
600
20.7
48
30
396
25.5
83
187
410
227
3.8
65
-35
42
2.2
140
175
-12.3
-20.7
150
1.2
330
150
1960
97
110
1500
221
160
1.4
100
21
900
45
25

200
200
220
220
170
200
300
120
800
2000
180
300
600
200
140
180
120
250
300
600
1800
350
125
500
210
700
1000
150
600
800
200
400
200
1000
2700
300
150
120
150
2350
160
2500
150

as well as or better than the agent which uses the delayed rewards in almost all games. In some
cases, it can even match the performance of the agent in the immediate setting. These results
clearly show that when immediate rewards are not available, using our InferNet is preferable to
overly using the delayed rewards.
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Figure 7.10 Training process for Seaquest. Noise-free rewards (Left) and noisy rewards (Right)
(Gaussian noise N (0, 0.62 )). The x axis shows the training iteration number and the y axis shows the
score obtained when playing the game during each episode.

Figure 7.11 Training process for Freeway. Noise-free rewards (Left) and noisy rewards (Right)
(Gaussian noise N (0, 0.62 )). The x axis shows the training iteration number and the y axis shows the
score obtained when playing the game during each episode.

Noisy Rewards: We repeated the Atari experiments after adding Gaussian noise to the observed
rewards. As the noise is unbiased, the expectation of the sum of rewards is the same with and
without noise, as shown in Eq. 7.3.

E[𝑅] = E[𝑟 0 + ... + 𝑟𝑇−1 ] = E[𝑟 0 + N (0, 𝜎 2 ) + ... + 𝑟𝑇−1 + N (0, 𝜎 2 )]

(7.3)

Figure 7.9 shows the results of training the same Prioritized Dueling DQN agent on noisy
rewards with immediate, delayed, and InferNet rewards. When compared to the noise-free
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Figure 7.12 Training on Centipede with different noise levels. Left: Immediate. Center: InferNet.
Right: Delayed.

immediate rewards (Left), the agent trained on noisy immediate rewards performs significantly
worse. When compared to the noise-free setting, InferNet provides better performance in many
games. Figure 7.10 and Figure 7.11 show two examples of this for the games of Seaquest and
Freeway, respectively.

7.1.3.3

Impact of Different Noise Levels

We also examine how different levels of noise affect different reward settings. Three distinctly
different Atari games were studied: Centipede, Freeway, and Seaquest. The six levels of standard
deviations (0.0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6) of the Gaussian distribution that generated the
white noise were explored (the mean remained zero). Figs. 7.12, 7.13, and 7.14 show the mean
performance of the agent over two runs with different random seeds. Overall, among the three
types of rewards, using InferNet rewards results in the best overall performance and robustness
against different levels of noise.

7.2

Offline RL Experiments

When applying RL to solve many real-life tasks such as healthcare, we have to perform offline
learning. That is, the training of the RL agent needs to be done from a fixed training dataset,
and no further exploration of the environment is possible. In these situations, having a method
that effectively solves the CAP is crucial. For the offline experiments, InferNet is also compared

81

Figure 7.13 Training on Seaquest with different noise levels. Left: Immediate. Center: InferNet. Right:
Delayed.

Figure 7.14 Training on Freeway with different noise levels. Left: Immediate. Center: InferNet. Right:
Delayed.

against InferGP. Our prior work has shown that InferGP works reasonably well in a wide range
of offline RL tasks [Azi19a]. Our goal is to determine the effectiveness of InferNet for offline RL
tasks when compared to immediate, delayed, and InferGP rewards. We use the same GridWorld
environment as in Section 7.1.1. Additionally, we want to evaluate our method in a real-world
problem: a healthcare task where the goal of the agent is to induce a policy for sepsis treatment
and septic shock prevention.

7.2.1

GridWorld

In this offline RL experiment, we use the same GridWorld as in section 7.1.1. However, to make
the training happen offline, we first use a random policy to interact with the GridWorld randomly
and collect gameplay data. Then, we use the delayed rewards in the data to infer the immediate
rewards, and finally we train an RL agent with the newly inferred rewards.
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Figure 7.15 RMSE between the inferred and the true immediate rewards as a function of the number
of episodes collected from the GridWorld environment. Left: No noise. Right: Gaussian noise
(N (0, 0.32 )).

Figure 7.16 Performance of Q-Learning agents on the GridWorld environment as a function of the
number of training episodes. Left: No noise. Right: Gaussian Noise (N (0, 0.32 ))

7.2.1.1

Root Mean Squared Error (RMSE)

We evaluated the amount of data needed for InferNet and InferGP to approximate the true
immediate rewards. We calculated the RMSE between the inferred rewards and the true immediate
rewards in the training dataset by varying the amount of training data. Figure 7.15 (Left) compares
this RMSE for InferNet and InferGP. Overall, with 100 or more trajectories, InferNet consistently
has a lower RMSE than InferGP. Figure 7.15 (Right) compares the RMSE of the two approaches
with noisy rewards. Adding noise makes the CAP more challenging, and InferGP cannot adapt
as well as InferNet (InferGP increases from 0.15 to 0.5 and InferNet increases from 0.13 to 0.2),
despite the fact that GP is known to be able to handle noisy data.
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7.2.1.2

Offline Q-Learning

We trained a tabular Q-learning agent for 5000 iterations on the same dataset used to infer the
rewards. We compared the four reward settings: immediate, delayed, InferGP, and InferNet.
Once our RL policies are trained, their effectiveness is evaluated online by interacting with
the GridWorld environment directly. Figure 7.16 (left) shows the mean and standard deviation
of the performance of the agent when interacting with the environment for 50 episodes, as a
function of the number of episodes available in the training dataset. Figure 7.16 (left) shows that,
as expected, the delayed policy performs poorly, while the Immediate policy can converge to
the optimal policy after only 10 episodes of data; additionally, both InferNet and InferGP can
converge to the optimal policy but they need more training data (around 150 episodes) than the
Immediate policy. Figure 7.16 (Right) shows the performance of the policies when the rewards
are noisy. It clearly shows that adding noise to the rewards function deteriorates the Immediate
policy, while InferNet and InferGP policies also suffer but it seems that InferNet is the best
option among the four.

7.2.1.3

Time Complexity

Figure 7.17 empirically compares the time complexity of InferNet and InferGP: the training time
of InferNet is less sensitive to the size of the training dataset, while the training time of InferGP
increases cubically as the training data increases. Fundamentally, InferGP has an asymptotic
time complexity of 𝑂 (𝑛3 ) and asymptotic space complexity of 𝑂 (𝑛2 ), where 𝑛 refers to the
size of the dataset. InferNet has a time complexity of 𝑂 (𝑛) since we sample a constant amount
of mini-batches from the dataset for each gradient descent step, and we only need to train the
network for a constant number of epochs. The space complexity for InferNet is 𝑂 ( 𝑓 ∗ 𝑙), where
𝑓 is the number of features in the state and action that are passed as inputs, and 𝑙 is the length of
the episode that is passed as input.
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Figure 7.17 Time analysis of training InferNet and InferGP.

7.2.2

Healthcare

Before validating our methods on the ITS tasks, we evaluate InferNet and InferGP on a real-world
sepsis treatment task to examine the generalization ability of our methods. Sepsis treatment is
known as an extremely challenging task with the complex nature of health data, which also
suffers from the CAP because the rewards as health status are often delayed due to the response
time of human bodies. Sepsis is a life threatening infection, and the septic shock, the most severe
complication of sepsis, leads to a mortality rate as high as 50% [Rhe19]. Our goal is to learn an
optimal treatment policy to prevent patients from going into septic shock. Since as many as 80%
of sepsis deaths could be prevented with timely diagnosis and treatment [Kum06], it is crucial to
monitor sepsis progression and recommend the optimal treatment as early as possible.
In this task, we used Electronic Health Records (EHRs) where the actions (treatment) are
sparse and the rewards (patients’ health status) are both delayed and noisy. By the nature of
human bodies, the reactions to certain treatment such as medication or oxygen assistance would
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not be immediately observed, and thus it is challenging to make a long-term treatment plan for
an individual patient. If the agent can estimate immediate rewards of treatment from delayed
rewards, that could help to improve the decision making process of medical treatment. Recently,
several DRL approaches have been investigated for septic treatment, utilizing EHRs. However,
[Rag17; Kom18] only considered delayed rewards, while [Azi19a] leveraged the Gaussian
process based immediate reward inference method, which is one of our baselines.

7.2.2.1

Data

Our EHRs were collected from Christiana Health Care System (July 2013 to December 2015).
We identified 2, 964 septic shock positive visits and sampled 2, 964 negative visits based on
the expert clinical rules, keeping the same ratio of age, gender, race, and the length of hospital
stay as in the original EHRs. We selected 22 sepsis-related state features such as vital signs, lab
results, and medical interventions, and defined four types of treatments as actions: no treatment,
oxygen control, anti-infection drug, and vasopressor.

7.2.2.2

Reward

The rewards were assigned by the expert-guided reward function based on the multiple septic
stages. These rewards are delayed in time and noisy. The delayed rewards are given when the
patient goes into septic shock or recovers at the end of their stay, and the noise in the rewards is
a result of imperfect sensors or incomplete measurements.

7.2.2.3

Experiment Setup

We compared three reward settings: the original delayed, InferGP, and InferNet, since the
immediate rewards are not available. InferNet predicts one reward for each timestep. After
inferring the immediate rewards, the septic treatment policies were induced using a Dueling
DQN agent. We split data into 80% for training, 20% for test using the stratified random sampling
keeping the same ratio of septic shock. The hyper-parameters are shown in Table 7.2.
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Figure 7.18 Healthcare: Septic shock rate as a function of the agreement rate between the policy and
the physician actions for the training (Left) and test (Right) sets.

7.2.2.4

Evaluation metric

In similar fashion to prior studies ([Kom18; Rag17; Azi19a]), the induced policies were evaluated
using the septic shock rate, which is the portion of shock-positive visits in each group belonging
to the corresponding agreement rate, as the agreement rate increases from 0 to 1 with a 0.1-rate
interval. It is desirable that the higher the agreement rate, the lower the septic shock rate. The
policy agreement rate in the non-shock patients should be higher, which means that our policy
agrees more with the physicians’ actions for the non-shock patients.

7.2.2.5

Experiment Results

The underlying assumption is that the agreed treatments are adequate and acceptable, as they
were taken by real doctors in real clinical cases, but may not necessarily optimal. Figure 7.18
shows the septic shock rate in the visiting group for the training (Left) and test (Right) sets, as a
function of the corresponding agreement rates.
For InferNet, the septic shock rate almost monotonically decreases in the test set evaluation,
as the agreement rate increases and reaches the lowest shock rate of all policies. InferGP shows a
general trend of decreasing shock rate with a larger variance than InferNet as the agreement rate
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increases, while delayed fails to learn an effective shock prevention policy. This supports that
InferNet significantly improves the policy training process at preventing septic shock, compared
with InferGP and delayed. Furthermore, InferNet and InferGP induced policies that agree with
the physicians more for the non-shock patients, while when the patients are more likely to go into
septic shock, the agents try to search for a different treatment strategy from the given treatments
that resulted in septic shock.

7.2.2.6

Hyper-parameters

Table 7.2 shows the hyper-parameters for all the experiments in this work. The dashes indicate
that the hyper-parameter was not used, either because the training was performed offline or
because of a design decision. The hyper-parameters were chosen to balance the computational
cost and the performance of the agents. In the case of TD(𝜆) for the online GridWorld, we
performed a grid search with the values for 𝜆 and 𝛼, as well as the type of traces to be used
(we considered accumulating, replacing and dutch traces), and chose the hyperparameters that
worked best across the different reward settings.

7.3
7.3.1

Experiment 4: Deep Thought Spring 2020
Experiment Setup

First, we used InferNet to infer the immediate rewards from the delayed rewards, thus replacing
the InferGP method used in prior studies. Once we had the inferred immediate rewards for
our training corpus, we trained and compared different DQN and Dueling DQN policies using
off-policy evaluation. The we compared the different algorithms, network architectures, and
number of observations 𝑘 = {1, 2, 3}. We compared the PDIS value of each of these possible
combinations. The best resulting model was Dueling DQN with LSTM layers and 𝑘 = 3
observations, so we implemented that policy on the system for the empirical study.
74 students were assigned to two different conditions through stratified random sampling:
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Table 7.2 Hyper-parameters used for the different experiments.

Parameter Name

GW Online

GW Offline

Healthcare

CartPole

Atari

InferNet Hidden Layers
InferNet Num. Units
InferNet Activation
InferNet Dropout Rate
InferNet Optimizer
InferNet Learning Rate
InferNet Batch Size
InferNet Training Steps
InferNet Buffer Size
Agent Training Steps
Agent Discount 𝛾
Agent Batch Size
Agent Buffer Size
Agent Hidden Layers
Agent Num. Units
Agent Activation
Agent Learning Rate
TD(𝜆): 𝜆
TD(𝜆): 𝛼
TD(𝜆): trace type

3 Dense
3x256
Leaky ReLU
—
Adam
1e-4
32 ep.
500,000
500
2,000 ep.
0.9
—
—
—
—
—
—
0.91
0.1
Dutch

3 Dense
3x256
Leaky ReLU
—
Adam
1e-3
32 ep.
50,000
—
5,000
0.90
32
—
—
—
—
—
—
—
—

3 Dense
3x256
Leaky ReLU
0.2
Adam
1e-4
20 ep.
1,000,000
—
1,000,000
0.99
32
—
2 Dense
2x256
ReLU
1e-4
—
—
—

3 Dense
3x64
ReLU
0.2
Adam
1e-4
10 ep.
60,000
500 ep.
150,000
0.99
32
500,000
2 Dense
2x32
ReLU
2.5e-4
—
—
—

3 Conv + 1 Dense
Conv: 32, 64, 64. Dense: 512
ReLU
0.2
Adam
3e-3
1 ep.
Varying per game
500 ep.
Varying per game
0.99
32
10,000
3 Conv + 1 Dense
Conv: 32, 64, 64. Dense: 512
ReLU
1e-4
—
—
—

DQN-InferNet (N = 36) and PS-only (control) (N = 38). A t-test on the pre-test (level 1) score
showed no significant difference the two conditions: 𝑡 (72) = 0.31, 𝑝 = 0.75. More specifically,
we observed the following means and standard deviations on the pre-test: DQN-InferNet
M = 0.617, SD = 0.198; PS-only M = 0.602, SD = 0.209. It should be noted that the score
function was modified for this study, and it was designed by the expert instructors of the course.
The new score has a range of [0, 1]. In short, our results show that both conditions were balanced
in incoming competency.

7.3.2

Experiment Results

An early analysis of the S20 results seems to point in the direction of our DQN-InferNet policy
made the students more efficient than the PS-only policy. Figure 7.19 shows the efficiency of
each condition in each problem. It shows that when the DQN-InferNet policy takes decisions,
the students learn much more efficiently than with the PS-only policy.
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Figure 7.19 Efficiency of the policies in each problem.

We also analyzed the total efficiency of the students in each group for the entire tutor usage.
This was calculated as the post-test score divided by the training time (time spent in levels 2-6 for
the problems that were not the last problem in each level). A t-test on the total efficiency showed
a significant difference in the total learning efficiency: 𝑡 (55) = 2.80, 𝑝 = 0.006. The means and
standard deviations were: DQN-InferNet M = 0.33, SD = 0.27; PS-only M = 0.18, SD = 0.15.

7.3.3

Conclusion & Discussion

In this part, we described the temporal CAP and explained why it is a problem that needs
to be solved when applying DRL to real-world tasks such as ITSs. We developed two novel
algorithms to address the CAP, named InferGP and InferNet. We evaluated our algorithms on the
GridWorld, Atari games, a sepsis treatment task, and finally our ITSs. When evaluating InferGP
and InferNet in the GridWorld, both tasks are able to perform on par with the immediate rewards,
and they both outperform the delayed rewards. Next, using InferGP and InferNet for the sepsis
treatment task showed that it is an effective alternative to the naturally delayed rewards, and
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can be helpful for RL algorithms to learn a good treatment policy for septic shock prevention.
Our results on the Atari games showed that InferNet can scale to larger training datasets due to
improved time and space complexity over InferGP, and that it can even be used for online RL
problems. Using InferGP on the Atari games show that it is better than using the delayed rewards,
but InferGP cannot scale to large enough dataset or to online learning. InferNet, however, was
used in combination with DQN on the Atari games, and the results show that the agent trained
with inferred rewards outperformed the agent trained using delayed rewards most of the time.
Furthermore, in some environments, the same agent showed a better performance than the
immediate rewards agent. This was especially notable in the case of InferNet when the rewards
were noisy.
Finally, in our ITS empirical experiments, we used offline Deep Reinforcement Learning
algorithms in conjunction with InferGP and InferNet to induce different pedagogical policies to
improve the students’ learning for Deep Thought and Pyrenees. Regarding our Deep Thought
results, despite the fact that the immediate rewards are not observable, although they exist,
our results showed that our DRL-induced pedagogical policies trained in conjunction with
InferGP or InferNet can outperform the Random and PS-only policies, which are strong baselines.
Thus, offline DRL combined with InferGP and InferNet can be successfully applied to real-life
environments even with a limited training dataset that only contains delayed rewards.
In future work, we believe even more work is needed to build more robust and efficient
methods to mitigate the temporal CAP, and apply it to many other problems, both agent-centric
and human-centric. We also believe we partially solved the temporal CAP, but there is no
practical limit to how long the delay signal can be, or how long episodes can be. We could also
have the case of on-going RL, where there is no end to an episode, so our methods would not
work in that case. More work is needed to develop better methods and to evaluate them on tasks
with long episodes and extremely delayed reinforcement signals.
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Part II
Improved Agent-Human Communication
Through Simple Explanations
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CHAPTER

8
RELATED WORK

In this chapter, we describe the prior literature that has studied how to improve communication
between the tutor and the students to achieve better engagement and learning performance by
using simple explanations.

8.1

Communication

While RL especially DRL has achieved superhuman performance in several complex games
[Sil16; Sil18; Vin19; And18] where the ultimate goal is to make the agent effective, in
human-centric tasks such as ITSs, the ultimate goal is for the agent to make the human-system
interactions productive and fruitful. Therefore, we argue it is important to communicate the
agent’s pedagogical decisions to students. Prior work on applying RL to ITSs primarily focused
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on inducing effective pedagogical policies for the tutor to act, but the tutor rarely "explains" to
students why certain pedagogical decisions are made. As far as we know, no prior research has
been done on exploring the effectiveness of explaining pedagogical policies to students. On the
other hand, prior research in Self-Determination Theory (SDT) suggests that explanations could
be a powerful tool to increase student engagement and autonomy in learning [Dec94; Jan08;
San92; San99; Ree02]. For example, it was shown that explaining the benefits of learning a
specific task to students would increase their sense of control over their own learning, which
can improve their learning outcomes [Cor96; Sch98; Koh93; Kin89; Yeh01; Shy92]. When
teaching correlations to college students in a teacher training program, Jang et al. found that the
students who were told the benefit of learning correlation (Explanation), were significantly more
engaged than those who were not told (No-Explanation), in that the former showed more on-task
attention, effort, and persistence than the latter [Jan08]. Similarly, on a routine tedious task of
letter copying, the Explanation students were significantly more engaged in the task than their
No-Explanation peers [San99]. Additionally, Reeve et al. compared the impact of Explanation
vs. No-Explanation [Ree02] on learning Chinese and found that the former group self-reported
significantly higher engagement in the task on a post-survey.
In this work, we address the limitation of communication by providing students with simple
explanations of the offline DRL pedagogical policy. We hypothesize that combining a DQN-based
policy with simple explanations would outperform an Expert policy in that the former would
result in better student learning performance.

8.2

Agency

Who should be the decision maker, the student or the tutor? Rather than inducing pedagogical
policies so that the tutor can decide effectively, would it be more effective if we just let students
make certain pedagogical decisions? Prior research has shown that it is desirable for students to
experience a sense of control over their own learning, which could enhance their motivation and
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engagement [Cor96; Kin89; Abd20a] and improve their learning experience [Sch98; Yeh01].
People are more likely to persist in constructive activities, such as learning, exercising, or
quitting smoking, when they are given choices and make decisions. Thus, we investigated the
effectiveness of letting students make pedagogical decisions vs. the traditional tutor-driven
Expert rule approach. We hypothesize that letting students make their own pedagogical decisions
can be more effective than an Expert policy.

8.3

Human-Authored Explanations

While explanations in much of the prior work above were human generated, in recent years
an increasing amount of research has explored how to automatically generate explanations.
For example, Eslami et al. [Esl18] investigated user perspectives on revealing advertisement
algorithms and the personal information used for generating personalized advertisements. As
expected, users preferred interpretable explanations about how and why an ad was personalized
to their identity. Additionally, Rago et al. [Rag18] and Palanca et al. [Pal18] explored using
argumentation to provide explanations for recommender systems. Barria-Pineda & Brusilovsky
[BP19] and Tsai & Brusilovsky [Tsa19] explored explaining recommendations in education
and social recommender systems and showed great promise. Despite these results, Kunkel et al.
[Kun19] showed that human-generated explanations were rated more highly for recommendations
and trustworthiness than machine-generated explanations based on item similarity. In [Dec94],
Deci et al. examined the impact of several factors on the effectiveness of explanations. As an
example, they investigated two levels of controllingness: a high controlling statement would be
something like “You must watch me solve this problem” while a low controlling counterpart
sentence would be “Now you can watch me solve this problem”. Results showed that low
controlling explanations were significantly more effective in enhancing participant engagement
than high controlling ones and, more importantly, the former can lead to a positive correlation
between engagement and the desired learning outcomes. Inspired by this result, we designed a
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set of human-generated, simple explanations following the low controlling principle. Note that
in this work, our human-generated explanations are not trying to interpret the DRL policy, and
our goal is not to evaluate the effectiveness of the human-generated explanations, but rather to
investigate the impact of the simple act of explaining the DRL policy on student learning.
The design of our explanation is rather straightforward. We followed the "low-controllingness"
principle described in [Dec94]. Our explanations are action-based in that they focused on
explaining the benefit of taking the subsequent tutorial actions. Our simple, action-based
explanations were primarily based on the prior research on learning science and cognitive
science. For example, a large amount of research showed that studying WEs can be more
beneficial if it is a problem involving new level of difficulty or content [McL08; McL11b] and
thus if the current problem was the first problem in a level, our action-based explanation for WE
would state “The AI agent thinks you should view this problem as a Worked Example to learn
how some new rules work.” Our simple action-based explanation for other WE states: "The AI
agent thinks you would benefit from viewing this problem as a worked example." Similarly, if the
policy decided that the next problem should be a PS, then the message shown stated something
like: "The AI agent thinks you should solve this problem yourself."

8.4

Students as ITS Pedagogical Decision Makers

While engaging students in decision-making within an ITS is not novel, most prior research
has focused on letting students dictate content by letting them decide what problem they wish
to solve [Koe97] and less prior research on how they wished to solve it. More specifically, we
focused on applying offline DRL to induce a policy on one type of tutorial decision: whether to
present a given problem as a problem solving (PS) or a worked example (WE). The tutor presents
a worked example (WE) by demonstrating the individual steps in an expert solution to a problem.
During PS, students are required to complete the problem with tutor support (e.g. hints). While a
great deal of research has investigated the impacts of WEs vs. PSs on learning. [Swe85; McL08;
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McL11a; McL14; Ren02; Sch09; Naj16; Sal10], as far as we know, none of the prior work has
compared the effectiveness of letting students make their own pedagogical decisions against an
offline DRL policy with explanations and Expert designed policy on this line of research.
On one hand, letting students make their own decisions would allow them to experience
a sense of control over their learning, which could enhance their motivation and engagement
[Cor96; Kin89] and further improve their learning experience [Sch98; Yeh01]. On the other
hand, Aleven & Koedinger have shown that students, especially low performing ones, may not
always have the necessary meta-cognitive skills to make effective pedagogical decisions [Ale00].
That research studied student help-seeking behaviors in the Cognitive Tutor where students
request help when they do not know what step to take next. Help is provided via a sequence of
hints that progress from general top-level hints to bottom-out hints that tell them exactly what
action to take. They found that students do not always have the necessary meta-cognitive skills to
know when they need help. Roll et al., by contrast, examined the relationship between students’
help-seeking patterns and their learning [Rol14], and found that asking for help on challenging
steps was productive, while help-abuse, asking for help as a way to avoid work, was correlated
with poor learning. To the best of our knowledge, no prior work has compared the impact of
DRL-induced policy with an act of explaining the induced policy with student making decisions.
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CHAPTER

9
EXPLANATIONS WITH DRL

In this chapter, we describe the work we did to combine offline DRL pedagogical policies
with better communication through simple explanations. We applied offline DRL to induce
pedagogical policies that specify how each problem should be presented to the students. In
our approach, we first employed InferGP for automatically inferring the immediate rewards
from delayed ones in our training corpus and then use those results to train a DQN agent for
making pedagogical decisions. In Fall 2018, we empirically evaluated the DRL policy against
an expert-designed policy and found no significant differences (as described in Section 4.3).
Such results, while disappointing, were in line with a large body of research on improving ITS
effectiveness by applying RL (e.g. [Dor19; Chi09; Row15; She18a; Aus19; She18b; Chi14]). So
the question is: can pedagogical policies induced by our DRL method be more effective than
the Expert designed rules? In this work, we investigated two aspects related to pedagogical
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decisions: communication and agency.

9.1

Experiment 5: Deep Thought Spring 2019

We designed an experiment where we can empirically evaluate whether combining offline DRL
algorithms with simple explanations to improve communication can result in better learning
performance than using an expert-designed pedagogical policy.

9.1.1

Pedagogical Policy Induction

The tutor we used for this study was Deep Thought (DT), which includes several training
conditions with different pedagogical policies, with students randomly assigned using stratified
sampling on the pre-test to balance incoming competence across conditions. This allows us to
perform empirical classroom studies to compare pedagogical policies. Our baseline pedagogical
policy is designed by the instructor, who has more than 20 years of experience on the subject,
and it is referred to as the Expert policy. Based on our ITS, prior instructional experience, and
prior research on WE vs. PS, the Expert policy consists of alternating between PS and WE, so if
a problem is shown as a PS the next one will be a WE. The exception for this rule is the last
problem in each level, which is fixed as a PS for all the policies.
The primary goal of our RL-induced pedagogical policy is to improve student Learning
Gain, measured by the difference between the post-test and the pre-test scores with a range of
[−200, +200]. Since in RL immediate rewards are often more efficient than delayed ones, here
we applied Gaussian Processes (GP) [Azi19a] to infer the immediate rewards for non-terminal
states from the final delayed reward (students’ Learning Gain). The architecture we employed for
the DRL-induced pedagogical policy used 𝑘 = 3 observations, and an LSTM-based architecture,
combined with the DQN algorithm, similar to the previous semesters.
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9.1.2

Simple Explanations

The design of our explanation is rather straightforward. We followed the "low-controllingness"
principle described in [Dec94]. Our explanations are action-based in that they focused on
explaining the benefit of taking the subsequent tutorial actions. Our simple, action-based
explanations were primarily based on the prior research on learning science and cognitive
science. For example, a large amount of research showed that studying WEs can be more
beneficial if it is a problem involving new level of difficulty or content [McL08; McL11b] and
thus if the current problem was the first problem in a level, our action-based explanation for WE
would state ‘The AI agent thinks you should view this problem as a Worked Example to learn
how some new rules work.” Our simple action-based explanation for other WE states: "The AI
agent thinks you would benefit from viewing this problem as a worked example." Similarly, if the
policy decided that the next problem should be a PS, then the message shown stated something
like: "The AI agent thinks you should solve this problem yourself."

9.1.3

Experiment Setup

In this study, we investigated two hypotheses: Communication Hypothesis and Agency Hypothesis.
The former states that combining an offline DRL pedagogical policy with simple explanations
(communication) is more effective at improving student learning than an Expert-crafted policy
while the latter hypothesizes that giving students the choices (agency) over how they want to
solve each problem will be more effective than an Expert-designed policy.
To evaluate the two hypotheses, 83 students were randomly assigned to three conditions
through stratified sampling: DQN + Explanation (DQN+Exp) (N = 30), Student Choice (N =
30), and the Expert baseline (N = 23). The difference in size between the two experimental
conditions is due to the fact that we gave priority to have a sufficient number of participants in
the explanation group to perform a meaningful analysis of how the explanations are accessed and
perceived, accounting for the fact that some users might not access the explanation functionality.
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In the Student Choice condition, once a next problem is presented the students will make
decisions on whether they want the ITS to show them how to solve the next problem (WE) or
they want to solve the next problem themselves (PS). They are only required to choose at least
one PS and one WE per level, which is a constraint defined by the course instructor. A one-way
ANOVA test showed no significant difference in the pre-test scores among the three conditions:
𝐹 (1, 81) = 0.26, 𝑝 = 0.61. More specifically, we have DQN+Exp (M = 54.2, SD = 30.0),
Student Choice (M = 50.3, SD = 31.3), and Expert Baseline (M = 49.9, SD = 35.8). Our results
suggested that all conditions were balanced in incoming competence in S19.

9.1.4

Experiment Results

The S19 study had two hypotheses: the Communication Hypothesis is about whether DQN with
simple explanations (DQN+Exp) would be more effective than the Expert baseline policy, and
the Agency Hypothesis is about whether Student Choice can be more effective than the Expert
baseline policy. In the following, we will first compare the three conditions in terms of learning
performance and then perform a log analysis.

9.1.4.1

Learning Performance

The second column in Table 9.1 shows a comparison of the post-test scores among the three
conditions, showing the mean (and SD). A one-way ANOVA test using the condition as a
factor showed a significant difference in the post-test scores: 𝐹 (1, 81) = 4.47, 𝑝 = 0.037.
Furthermore, a one-way ANCOVA analysis on post-test scores using the condition as factor
and the pre-test scores as a covariate confirms a significant difference in the post-test scores:
𝐹 (1, 80) = 4.25, 𝑝 = 0.042.
To evaluate the Communication Hypothesis, we compared DQN+Exp vs. Expert and contrast
analysis revealed that the DQN+Exp condition significantly outperformed the Expert condition:
𝑡 (79) = 2.02, 𝑝 = 0.046, 𝑑 = 0.574. For the Agency Hypothesis, we compared Student Choice
vs. Expert, and no significant difference was found between the two: 𝑡 (79) = 0.81, 𝑝 = 0.42, 𝑑 =
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Table 9.1 Results of S19 study by condition.

post-test
Training Time
DQN+Exp
41.61 (25.07) 93.0 (109.6)
Student Choice 34.24 (20.09) 75.5 (104.0)
65.8 (87.7)
Expert Baseline 29.44 (16.43)

0.261. Additionally, no significant difference was found between the DQN+Exp and Student
Choice conditions: 𝑡 (79) = 1.30, 𝑝 = 0.20, 𝑑 = 0.324. In short, our results confirm the
Communication Hypothesis in that on the post-test scores, DQN+Exp significantly outperforms
the Expert condition while there is insufficient evidence supporting or rejecting the Agency
Hypothesis, as no significant difference was found between the Student Choice and Expert
conditions on the post-test.

9.1.4.2

Training Time

The last column in Table 9.1 shows the average amount of total training time (in minutes)
students spent on the tutor for each condition. Despite the differences among the three conditions,
a one-way ANOVA test using the condition as a factor showed no significant difference in time
on task among them: 𝐹 (1, 81) = 0.97, 𝑝 = 0.33.

9.1.5

Log Analysis

Table 9.2 Log analysis of S19 study by condition.

PS Count
DQN+Exp
9.40 (2.42)
Student Choice 8.06 (3.15)
Expert Baseline 8.13 (1.74)

WE Count
6.10 (1.21)
7.46 (2.14)
7.34 (1.26)

Hint Count
9.1 (10.59)
7.36 (8.93)
7.74 (8.42)

Table 9.2 shows the mean (SD) number of PSs, WEs, and hints that each condition experienced
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in S19. A one-way ANOVA test on the number of total PS shown, using the condition as
factor, showed a marginal difference among the three conditions: 𝐹 (1, 81) = 3.54, 𝑝 = 0.063.
Subsequent contrasts analyses showed a significant difference in the number of PS between
the DQN+Exp and Expert conditions (𝑡 (51) = 2.12, 𝑝 = 0.038), and a marginal difference
between the DQN+Exp and Student Choice conditions (𝑡 (58) = 1.83, 𝑝 = 0.071). No significant
difference was found between the Student Choice and the Expert conditions.
A one-way ANOVA test on the number of total WE shows, using the condition as a factor,
showed a significant difference: 𝐹 (1, 81) = 8.32, 𝑝 = 0.005. Subsequent contrasts analyses
showed a significant difference in the number of WE between the DQN+Exp and Expert
conditions (𝑡 (51) = 3.64, 𝑝 < 0.001, 𝑑 = 1.003), as well as between the DQN+Exp and Student
Choice conditions (𝑡 (58) = 3.03, 𝑝 = 0.003, 𝑑 = 0.782). No significant difference was found
between the Student Choice and the Expert conditions.
Finally, we analyze the number of hints received by the students in each group during the
training phase of the tutor. A one-way ANOVA test using the condition as a factor showed no
significant difference in the number of hints shown: 𝐹 (2, 80) = 0.276, 𝑝 = 0.76.
To summarize, our log analysis shows that DQN+Exp generated more PS and less WE than
the other two conditions and no significant difference was found between the Student Choice
and Expert conditions. No significant difference was found in the number of hints received per
group.

9.1.6

Correlation Analysis:

We performed a correlation analysis to determine whether the training time, the number of PS
and WE, or the number of hints provided are significantly correlated with the post-test score.
• Training Time and post-test: A Pearson’s correlation test showed no significant correlation between the training time and the post-test score for all students combined:
𝑟 (81) = −0.102, 𝑝 = 0.359. When performing Pearson’s correlation tests on all three conditions separately, the results showed no significant difference for either of the conditions:
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𝑟 (21) = −0.116, 𝑝 = 0.596 (Expert), 𝑟 (28) = −0.128, 𝑝 = 0.499 (Student Choice), and
𝑟 (28) = −0.141, 𝑝 = 0.456 (DQN+Exp).
• PS count and post-test A Pearson’s correlation test showed no significant correlation
between the number of PS and the post-test score for all students combined: 𝑟 (81) =
0.126, 𝑝 = 0.255. When performing Pearson’s correlation tests on all three conditions
separately, the results showed no significant difference for either of the conditions:
𝑟 (21) = −0.228, 𝑝 = 0.294 (Expert), 𝑟 (28) = 0.017, 𝑝 = 0.929 (Student Choice), and
𝑟 (28) = 0.261, 𝑝 = 0.163 (DQN+Exp).
• WE count and post-test A Pearson’s correlation test showed a significant correlation
between the number of WE and the post-test score for all students combined: 𝑟 (81) =
−0.264, 𝑝 = 0.015. When performing Pearson’s correlation tests on all three conditions
separately, the results only showed a significant difference for the DQN+Exp condition:
𝑟 (21) = −0.068, 𝑝 = 0.757 (Expert), 𝑟 (28) = −0.067, 𝑝 = 0.722 (Student Choice),
and 𝑟 (28) = −0.520, 𝑝 = 0.003 (DQN+Exp). The amount of WEs students received
is negatively correlated with their post-test scores, and such a negative correlation is
especially noticeable for DQN+Exp. It is possible that our explanations of WEs are not
very effective or encouraging, leading to negative impacts on student learning as a result.
Future studies must therefore provide more effective explanations for WEs.
• Hint count and post-test A Pearson’s correlation test showed no significant correlation
between the number of hints and the post-test score for all students combined: 𝑟 (81) =
−0.144, 𝑝 = 0.193. When performing Pearson’s correlation tests on all three conditions
separately, the results showed no significant difference for either of the conditions:
𝑟 (21) = −0.328, 𝑝 = 0.126 (Expert), 𝑟 (28) = −0.151, 𝑝 = 0.425 (Student Choice), and
𝑟 (28) = −0.111, 𝑝 = 0.559 (DQN+Exp).
We conclude that, overall, our analysis indicates that none of these factors are correlated
with the post-test score, as we only found a significant correlation between the number of WE
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and the post-test score for the DQN+Exp condition. This further shows that it is our DQN policy
combined with the simple explanations that result in higher post-test learning.

9.2

Conclusion & Discussion

This work explored one potential way to combine data-driven methods such as DRL with other
educational strategies that increase student autonomy and agency, and we observe that it can
benefit student learning in an Intelligent Tutoring System. In this work, we investigated the
impact of 1) providing students with simple explanations for the decisions of an offline DRL
policy and 2) the impact of students’ pedagogical decision-making on learning. We focused
on whether to give students a WE or to engage them in PS. We strictly controlled the domain
content to isolate the impact of the pedagogical policy from the content.
In two classroom empirical studies, we compared a DRL policy (with and without explanations), a Student Choice pedagogical decision making and an Expert baseline. Overall, our
results show that when deciding whether to approach the next problem as PS or WE, both
the offline DRL-induced policies and the Student Choice can be as effective as the Expert
baseline policy; however by combining DRL-induced policies with simple explanations, we can
significantly improve students’ learning performance more than our Expert-designed baseline
policy. One potential hypothesis is that simple explanations can promote students’ buy-in to
pedagogical decisions made by DRL induced policies. However, further survey studies are
needed to determine this hypothesis. Interestingly, our results showed that students can make as
effective problem-level decisions as the Expert baseline policy. Surprisingly, students selected
as many PSs and WEs as the Expert policy, which might indicate that students don’t know
which type of intervention is best for their learning process. For this reason, we think that
future research should focus on inducing data-driven pedagogical policies that maximize student
learning, instead of letting students choose.
Through two empirical classrooms studies, our results show that in terms of the Communica-
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tion Hypothesis, the DRL policy with explanations can improve student learning performance
more than our Expert policy (Spring 2019) while the DRL policy without explanations does not;
in terms of Agency Hypothesis, no significant difference was found between student decision
making and the Expert policy. In summary, this work suggests that neither letting the tutor make
Expert or DRL-induced pedagogical policy decisions alone, nor letting students make decisions
alone, may be sufficient to improve student learning. A more effective way may be letting the
tutor make effective pedagogical decisions while communicating the decisions with students
through simple explanations.
We believe that the results from this research can shed some light on how to apply DRL for
human-centric tasks such as ITSs. Our results indicate that students could benefit from RL-based
pedagogical policies combined with explanations, and we believe these results justify further
investigation and a follow-up study to reproduce our results. Furthermore, further research
is required to fully understand why the combination of DRL and simple explanations are an
effective strategy, and whether they can be applied effectively to other domains. However, in this
work, we have only explored straightforward, human-expert designed explanations, which can
sometimes be limiting. In the future, explainable Deep Learning techniques could be used to
understand why the Neural Network has taken the decision to provide PS or WE, and measure the
relevance of each state feature in taking each decision. Methods such as the permutation feature
importance method could be used to determine the importance of each feature, and find out how
the neural network gets impacted by the different features in the data. Better understanding of
the neural network decisions could be used to build a data-driven, personalized explanation
system, resulting in more powerful and accurate explanations. Furthermore, recent advances
in Natural Language Processing (NLP) such as transformers allow the creation of powerful
generative models that can learn to write coherent sentences and even long paragraphs. This
could be used to generate adaptive, data-driven explanations that are suited to help each student
succeed. To summarize all the future research directions, we devise a future where offline DRL
is used to train a policy from a past dataset of experiences; then, an explainable Neural Network
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algorithm explains why the DRL agent took each decision; and finally a powerful NLP system
uses that information to generate explanation messages that adapt to each student’s needs. This
combination of algorithms could result in students feeling more engaged in the activity, while
following the decisions of a policy designed to optimize their learning process.
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Part III
Transfer Learning
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Transfer Learning (TL) in Reinforcement Learning (RL) consists of transferring the experience gained by learning to solve one source RL task to another related but different target
RL task, improving the learning performance in this task. As described by [Tay09], for an RL
transfer agent to be fully autonomous, it would have to perform all the following steps:
1. Given a target task, select an appropriate source task or set of tasks from which to transfer.
2. Learn how the source task(s) and target task are related.
3. Effectively transfer knowledge from the source task(s) to the target task.
For the purpose of this work, we will focus on steps 2 and 3 since we already selected the
source and target tasks. The goal of this research is to build an RL agent that is able to transfer
knowledge between Deep Thought and Pyrenees, our two ITSs. When using Transfer Learning
for RL, we need to consider whether the state-space, action-space, reward function and transition
probabilities are similar or different between the two tasks; when these are similar, the transfer
task is simpler than when they are very different. For instance, learning to drive a small car and
a large car are slightly different tasks, but they are very close to each other, whereas learning to
drive a car and pilot a plane are very different tasks. For that reason, achieving transfer learning
in the first case will be pretty straightforward, while the second one will be extremely difficult.
In our case, when transferring an RL policy between DT and Pyrenees, the state-space and
transition function are all different, but the action-space are very similar, if not the same. The
reward functions between these two tasks are closely related in theory, since they both involve
making students learn and become proficient in the content taught by each tutor. However,
in practice, each ITS teaches a different content, the rewards have a different range, and the
metrics used to calculate the rewards are different. Therefore, the reward functions can have very
different numerical values and mathematical distributions.
The main drawback of DRL approaches for ITSs is that they are not generalizable to different
tasks. A model that was trained to solve one task will fail in a different task if the state-space,
action-space, or transition function are different. Previous work has tackled this problem, using
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techniques such as Multi-Task Learning (MTL), Domain Adaptation (DA), or Transfer Learning
(TL). MTL refers to the problem of learning several tasks simultaneously, and achieving better
results than if those tasks were learned separately. DA can be defined as a sub-category of
Transfer Learning in which the learning is performed using a source data distribution but the
model must perform well on a different yet related target data distribution. Transfer Learning
consists of learning how to solve some given task 𝐴, and being able to use some of those skills
to effectively solve task 𝐵 without specifically learning how to solve task 𝐵. The human brain is
capable of transfer learning; when we learn to walk as kids, we can very quickly walk backwards
as well, without needing to spend as many hours learning how to do so; or when we learn how to
play a video game, we can very easily transfer those skills to a different video game that shares
some dynamics with it.
In the domain of supervised machine learning, transfer learning consists of learning to solve
one task, and using that knowledge to make the training of a model in a different task much
faster. Some ways of doing this include transferring the weights of a neural network into another
network [Raf19; Pap16; Zhu15] or using network distillation [San19]. These techniques have
been applied to computer vision, natural language processing, etc.
We focus on transfer learning across tasks in the domain of RL. A survey was conducted by
[Tay09] on the different available methods for performing transfer learning for RL domains. It
provides a comprehensive analysis of the different methods that have been employed, such as
multi-task learning, task mapping, imitation learning, and so forth.
In this work, we have two different goals: 1) Build a single, generalizable RL policy that can
be trained on both systems at the same time, combining both datasets, and then be deployed on
either system. 2) Achieve zero-shot TL, where we train an RL policy on one system, and deploy
it in the other, without ever training the RL policy in the target system.
We build a single framework to achieve our two goals. Our framework aims to map the
observations from both tasks into a single latent space (embedding), which makes similar states
across the two tasks closer to each other in the latent space, while more dissimilar states should
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be far away. For that, we use an encoder/decoder neural network architecture, which maps each
raw observation into a latent state. Then, for the generalization objective, we train a single RL
policy on both datasets. This policy takes the latent state as input, and decides the optimal action
for each state and each task. For the zero-shot transfer objective, we train the policy on the
dataset collected on one task, and then deploy it on the other task, without even seeing any data
for the target task. We will next describe the qualities we think are desirable in order to achieve
transfer across these two tasks.
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CHAPTER

10
RELATED WORK

The attempts to combine multiple ITSs into a single system, have been very limited. [Abd20b;
Abd21] tried to merge the pedagogical policies for two different tutors, but did not use an RLbased strategy. The work by [Ged20] managed to combine different sub-tasks in an educational
game using MTL, and managed to more accurately predict post-test scores.
Improving the generalization ability of Machine Learning algorithms, however, is a very
active area of research, since it is considered to be a necessary step to achieve more general AI
systems that can solve multiple tasks simultaneously, making the learning of one task faster by
using the knowledge extracted from a different task. Transfer Learning, Domain Adaptation,
Multi-Task Learning, Meta-Learning, or Multi-Domain Learning have been some of the fields
of Machine Learning and Artificial Intelligence that have been developed to try to solve the
generalization problem. Domain adaptation (DA) approaches have shown great promise to
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improve generalization. These approaches aim to find a common space between domains to
generate domain-invariant representations [Pan10; Lon15; Tze15].
In RL, the generalization ability of agents has been widely studied through Multi-Task RL
approaches [Tan03; Rus15; Raj16; EB17; Sod21; Hig17]. [Wan20] studied the generalization
ability of RL agents and proposed a method that improves generalization by training the
agent on a mixture of observations, which acts as regularization. [Yan20] proposed a MultiTask Reinforcement Learning approach with explicit soft modularization, to improve the
optimization process of learning several tasks while sharing parameters across tasks. The work
by [Bra19] presents an approach to Multi-Task Deep RL using attention to automatically learn
the relationships between tasks. Finally, prior work has addressed the Multi-Task RL problem by
learning a shared representation across tasks, which is what we have done in this work. The
work by [Bor16] learns a shared latent representation of the state-action space across all the
tasks. [D’E19] also learned a shared representation across tasks that allow them to outperform
the single-task versions of the algorithms in standard RL benchmarks.

10.1

Transfer Learning

In this work, we propose a novel Multi-Task Learning (MTL) approach to learn a shared,
generalizable DRL policy that can work across multiple ITSs. We combine model-based
DRL with deep bisimulation metrics to learn a shared latent state representation across tasks,
which can then be used by a single shared policy to act on multiple environments. We utilize
two college-level ITSs, named Deep Thought and Pyrenees, that teach how to solve logic
proofs and probability problems, respectively. The empirical results demonstrate the ability
of our single policy to improve student learning across both tutors, where the students who
used our pedagogical policy learned more effectively and efficiently than those who used an
expert-designed policy that was tailored to each tutor’s needs separately.
Deep auto-encoders have been used, combined with the DQN algorithm, to more efficiently
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learn to solve a single task, without transfer across tasks [Kim18b], as a sort of pre-training
of the first layers. Zero-shot generalization has also been a longstanding goal of RL. [Oh17]
suggests breaking the main task into multiple sub-tasks and learning to solve them by analogy.
They are able to achieve zero-shot generalization in some different but related tasks.
In the sub-field of robotics, [Hau18] suggests an entropy-regularized policy gradient
formulation for hierarchical policies, and show that it can be used to learn generic embeddings
that can work in different tasks. Another approach investigated by [Gam18] suggests using a
Generative Adversarial Network (GAN) to transfer skills in RL tasks by modifying the state
space. They are able to remove several distortions to the state space that would otherwise
negatively impact the agent’s behavior.
A widely-studied set of methods is imitation learning, where the RL agent must learn to
imitate some expert policy (which can be a human or some other entity) and learn from it by
imitation [Zhu18; Ho16; Kim18a; Li17; Wan19].
In order to learn a latent representation from raw observations, prior work has mainly taken
the following three categories of approaches:
1. Reconstruction based approaches: In this category, a model is learned to convert the
raw observations into a latent state, and then reconstruct it back to its original observation
space. This forces the model (usually a neural network) to learn a latent representation
that uses a concise representation (by pushing the representation through a bottleneck) of
the state. Several methods have been employed in the literature:
• Variational Auto-Encoders (VAE) [Kin13; Hig16] have shown to be able to
compress images, speech and other types of data and reconstruct it efficiently. They
learn a distribution over a latent space using an encoder, and then they take a sample
from that distribution and run it through the decoder to reconstruct the original
input. Reinforcement learning algorithms have been able to learn from these latent
representations and transfer to slightly different simulated environments, including
transferring from a simulated robotic arm to a real one, as shown by [Hig17].
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• Variational Recurrent Neural Networks (VRNN) [Chu15]: A variation of the
VAE model, which uses a recurrent neural network architecture internally in order to
take the long-term dependencies into account, and learn a latent representation that
is dependent on the previous latent representations as well as the raw observations.
In RL, [Han19] used the VRNN model to model the environment and learn to predict
the dynamics, and then solve the MDP using the Soft Actor-Critic [Haa18] algorithm.
They managed to solve some of the RoboSchool environments with their model and
showed that the model can learn very long-term dependencies.
• Generative Adversarial Networks (GAN) [Goo14]: These models have been used
to generate new data that comes from the same distribution as an existing dataset.
The unaligned GAN technique has been used to transfer between a regular and a
perturbed version of the Atari game Breakout [Gam18]. GANs are a very active
topic of research and have shown very flexibility in what they can achieve in the
last few years. They could be used to transform one latent space into a different one,
to convert from the distribution of one environment to the distribution of the other.
For instance, in the work by [Rao20] they used GANs to solve the reality gap and
transfer from a simulated robotic arm to a real one.
• Recurrent State Space Model (RSSM): This model was introduced by [Haf19b]
and later employed by [Haf19a] to learn a latent state that uses both a stochastic and
a deterministic model. They built it specifically for model-based RL, and they were
able to outperform the state of the art models while needing an order of magnitude
less data to solve the simulated tasks.
Generally speaking, Reconstruction based approaches have been successfully employed
for reinforcement learning, but they sometime cannot reconstruct small yet very important
details in the observations, as shown by [Hig17]. Furthermore, as they need to reconstruct
every single pixel and minimize the distance to the original observation, they tend to
learn irrelevant details. This is not a problem in the case of most computer vision tasks
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where the most relevant object occupies a very significant portion of the observation, but
it can be a problem for reinforcement learning, as sometimes the reward depends solely
on a small number of pixels. In other words, learning to reconstruct every single detail is
unnecessary, and the model should only focus on predicting what matters for solving the
RL task.
2. Contrastive based approaches: This category uses the contrastive loss, which follows a
self-supervised approach to learn a latent representation by enforcing similarity constraints
between data points. Contrastive losses do not require a reconstruction of the observation
space, they can be trained by predicting the next latent state, and this makes them suitable
for RL. However, they do not explicitly enforce behavioral similarity, so they may not be
ideal in the context of Transfer Learning for RL. Here are some of the main methods and
applications that use contrastive based approaches:
• Contrastive Predictive Coding: A good example of using the contrastive loss to
learn a representation is the work by [Oor18]. They call their method Contrastive
Predictive Coding, and they learn the latent representation by learning to predict the
future latent state, using a powerful autoregressive model. They apply it to audio,
video, natural language, and RL tasks (note that these are all sequential in nature).
For the RL tasks, they show that adding a contrastive loss as an auxiliary loss to the
main task can improve upon the baseline algorithm of choice, which in their case is
A2C [Mni16].
• Contrastive loss with data augmentation: The use of data augmentation with a
contrastive loss function has been used by [Che20b] to learn to classify images in a
self-supervised manner, without labels. The original data point is augmented twice
with different data augmentation methods first, and the result of those augmentations
are brought closer together in latent space, and forced to agree in the classification
task. This application is not directly related to RL and TL, but it shows how two

116

images that are the result of using data augmentation can be useful in learning to
predict the original image, by adding a contrastive loss between them.
Contrastive based approaches can enforce constraints between different latent states or
observations, which can be useful for RL. However, the constraint that is enforced is
whether the states are similar or not while what we need for TL for our RL tasks is to
measure whether an agent should behave in the same manner in two states from two
different environments.
3. Bisimulation based approaches: Bisimulation has been used to reduce the state-space
in an MDP, by grouping or clustering states that are bisimilar, and treating them like a
single state. Bisimulation only groups states that are identical, while bisimulation metrics
measure how "behaviorally similar" these states are.
• Continuous MDPs: The work by [Fer11] proposes using a Monte Carlo algorithm to
learn the exact bisimulation metrics with respect to continuous MDPs. Unfortunately,
their method doesn’t scale up well to large state-spaces.
• Approximate bisimulation metrics: More recently, [Cas19] showed that approximate methods are effective to learn the bisimulation metric in MDPs, and can scale
to large and continuous state-spaces. They show that a good representation can be
learned even in high-dimensional, continuous state-spaces such as the Atari game
named Space Invaders.
The main drawback of bisimulation metrics is that they are expensive to compute, as we
need to compute the Wasserstein metric between the two transition probabilities in the
MDP. However, we believe that the benefits outweigh the drawbacks, since we can enforce
a "behavioral similarity" constraint that makes similar states closer to one another in latent
space. We can also alleviate the cost of calculating the metrics by using model-based RL
methods that learn the environment dynamics, and estimate the transition distributions
from experience.
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For this work, we propose using bisimulation metrics to learn a shared latent representation
between two different environments (MDPs). Imagine the following scenario for the games of
Pong and Breakout (Atari 2600). The crucial skill to learn and transfer from one of these games
to the other is the ability to move the paddle to hit the ball, and not letting the ball get past the
paddle. This means that the behavior of these two agents needs to be similar in order to learn
how to effectively play both games. If we can learn the ability of moving the paddle to hit a ball
and we can transfer it to the other game, we can quickly learn to play the other game too. To
achieve this, we propose using bisimulation metrics in order to make the latent space of the two
games closer to each other when they are "behaviorally similar". This would make the latent
states very close to each other, so an agent would not be able to distinguish whether it comes
from the first environment or the second. We believe this same method can work for our ITSs.
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CHAPTER

11
TRANSFER LEARNING FRAMEWORK

In this chapter, we present the framework we developed and implemented to be able to transfer
knowledge between two different but related ITSs. We begin my introducing the model desiderata
and the background needed to understand the architecture of our framework.

11.1

Model Desiderata

In order for our model to be able to transfer the knowledge between tasks, these are the desired
qualities we believe are necessary:
• Any latent state 𝑠𝑡 combined with an action 𝑎 𝑡 should be unique enough to predict the
reward 𝑟 𝑡 . Predict 𝑟 𝑡 ∼ R (𝑠𝑡 , 𝑎 𝑡 ).
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• A model-based RL algorithm should be used, which should preferably be capable of
planning in latent space, by predicting the next latent state 𝑠𝑡+1 ∼ 𝑓 (𝑠𝑡 ).
• An encoder/decoder-based architecture should be used, or some similar way to learn an
embedding function.
• The decoder part of the model should be able to reconstruct the raw observation 𝑜𝑡 from
the latent state 𝑠𝑡 .
• We should be able to train a policy using the latent state as input: 𝑎 𝑡 ∼ 𝜋(𝑠𝑡 )
• For the transfer to occur, we should be able to make latent states similar to each other
using bisimulation metrics. This will group behaviorally similar states closer to each other
in the latent space.

11.2

Bisimulation Metrics

We begin by assuming that our environment can be modeled by a Markov Decision Process
(MDP), described by the 4-tuple (S, A, P, R) where S is the state space, A is the action space,
P (𝑠0 |𝑠, 𝑎) indicates the probability that the environment transitions to state 𝑠0 after following
action 𝑎 from state 𝑠, and R (𝑠) is the immediate reward obtained when visiting state 𝑠. The goal
of an RL agent is to learn a policy 𝜋 that selects the action 𝑎 𝑡 at time step 𝑡, which will maximize
Í
0
the expected sum of future rewards: 𝑚𝑎𝑥 𝜋 𝐸 [ 𝑇𝑡0=𝑡 𝛾 𝑡 −𝑡 R (𝑠𝑡 , 𝑎 𝑡 )], where 𝑇 indicates the final
time step in an episode.
Bisimulation: We describe the notion of bisimulation, which is a state abstraction defined for
MDPs to combine states into clusters with similar properties. Bisimilarity is used to group states
that are behaviorally equivalent. Intuitively, two states are bisimilar, and can be grouped into
the same cluster, if they share both the same reward function and the distributions of the next
bisimilar states are equivalent.
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Definition 11.2.1 (Bisimulation Relation) An equivalence relation B is a bisimulation relation
if, for all states 𝑠𝑖 , 𝑠 𝑗 ∈ S that are equivalent under B (denoted 𝑠𝑖 =𝐵 𝑠 𝑗 ) the following conditions
hold:
R (𝑠𝑖 , 𝑎) = R (𝑠 𝑗 , 𝑎)
P (𝐺 |𝑠𝑖 , 𝑎) = P (𝐺 |𝑠 𝑗 , 𝑎)

∀𝑎 ∈ A

∀𝑎 ∈ A,

(11.1)
∀𝐺 ∈ S𝐵

(11.2)

where S𝐵 is the partition of S under the relation B (the set of all groups G of equivalent states)
Í
and P (𝐺 |𝑠, 𝑎) = 𝑠 0 ∈𝐺 P (𝑠0 |𝑠, 𝑎).
The main drawback of bisimulation is that it is a very strict criterion for state aggregation.
If the reward or transition functions are just slightly different, even an infinitesimal difference,
then two states will not be considered bisimilar. For this reason, [Fer14] introduced bisimulation
metrics. Bisimulation metrics define a pseudometric space (S, 𝑑), where a distance function
𝑑 : S × S ↦→ R≥0 is used to measure how behaviorally similar two states are.
Definition 11.2.2 (Bisimulation Metric) From Theorem 2.6 in Ferns et al. (2011) [Fer11]
with discount factor 𝑐 ∈ [0, 1):
𝑑 (𝑠𝑖 , 𝑠 𝑗 ) = max𝑎∈A (1 − 𝑐) · |R 𝑠𝑎𝑖 − R 𝑠𝑎𝑗 | + 𝑐 · 𝑊1 (P𝑠𝑎𝑖 , P𝑠𝑎𝑗 ; 𝑑).
In summary, bisimulation is a notion of how "behaviorally similar" two states are in a
transition system (such as a Markov Decision Process). Two states are bisimilar if and only if they
have the same transition probabilities and rewards. Moreover, Bisimulation metrics extend and
generalize this binary definition to a continuous pseudometric. They measure how behaviorally
similar two states are using a distance metric, which is a value larger than or equal to 0. The
smaller this value is, the more similar the two states are.
In this work, we map two states from two different ITSs into the latent states in a latent
space, and make their distance in latent space be the same as their bisimulation metric distance,
thus making behaviorally similar states be closer to one another in latent space, while making
dissimilar states be far away from each other. Our work is mainly inspired by the works of Zhang
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et al. 2020 [Zha20] and Castro and Precup 2010 [Cas10]. In the first work, they use convenient
form of the Wasserstein distance to be able to incorporate the bisimulation metrics into a loss
function, and learn an effective representation for RL using the bisimulation metric distance.
They argue that not learning to represent the irrelevant details helps the algorithm focus on
the RL task and ignore the irrelevant things in the background. In the second work, they used
bisimulation to perform an RL policy transfer inside simple MDPs. In our work, we use deep
bisimulation metrics (by combining bisimulation metrics with deep neural networks), and use it
to transfer learning between two tasks.
The main drawback of bisimulation metrics is that they are expensive to compute, as we
need to compute the Wasserstein metric (also known as the earth-mover’s distance) between
the two transition probabilities in the MDP. However, we believe that the benefits outweigh the
drawbacks, since we can enforce a "behavioral similarity" constraint that makes similar states
closer to one another in latent space. We can also alleviate the cost of calculating the metrics by
using model-based RL methods that learn the environment dynamics, and estimate the transition
distributions from experience. Our goal here is to combine the advances in neural networks and
the easier and faster ways to calculate the bisimulation metric with the ability to transfer an RL
policy to between two complex environments.

11.3

Framework

We built a framework that can transfer the learning between Deep Thought and Pyrenees. To
achieve that, we combined model-based RL with latent state representation, and we made both
models (the DT and Pyrenees models) learn a shared embedding space between the two state
spaces using bisimulation metrics. In the case of DT and Pyrenees, our state spaces are different,
so learning a unified latent space would help us unify the states while extracting the most relevant
information in a concise, low-dimensional, latent representation. The action-spaces are quite
similar, we want to learn to provide PS and WE for each problem, regardless of the system in use.
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Figure 11.1 High-level representation of the two ITSs with states shown as black dots, actions shown
as arrows, and rewards shown by the numbers. The goal of this work is to combine the states into a
single shared latent space.

In this work, we map two states from two different ITSs into the latent states in a latent
space, and make their distance in latent space be the same as their bisimulation metric distance,
thus making behaviorally similar states be closer to one another in latent space, while making
dissimilar states be far away from each other. Figure 11.1 shows the high-level representation
of our task, where we have two different ITSs, each with their states, actions and rewards,
and our goal is to combine them into a single shared latent state representation. Our work is
inspired by the works of [Zha20] and [Cas10]. In the first work, they use a convenient form of
the Wasserstein distance to be able to incorporate the bisimulation metrics into a loss function,
and learn an effective representation for RL using the bisimulation metric distance. They argue
that not learning to represent the irrelevant details helps the algorithm focus on the RL task
and ignore the irrelevant things in the background. In the second work, they used bisimulation
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to perform an RL policy transfer inside simple MDPs. In our work, we use deep bisimulation
metrics (by combining bisimulation metrics with deep neural networks), and use it to build a
generalizable DRL pedagogical policy that can improve student learning across different ITSs.
The main drawback of bisimulation metrics is that they are expensive to compute, as we
need to compute the Wasserstein metric (also known as the earth mover’s distance) between
the two transition probabilities in the MDP. However, we believe that the benefits outweigh the
drawbacks, since we can enforce a “behavioral similarity” constraint that makes similar states
closer to one another in latent space. We can also alleviate the cost of calculating the metrics by
using model-based RL methods that learn the environment dynamics and estimate the transition
distributions from experience. Our goal here is to combine the advances in Neural Networks,
Deep Reinforcement Learning, and the easier and faster ways to calculate the bisimulation metric
with the ability to generalize an RL policy across multiple complex environments.
So far, our work has focused on model-free DRL, where the agent doesn’t consider the
environment dynamics (which can either be provided by the programmer or learned by a separate
model) but rather the agent induces a value function or a policy function, to learn how to act
from each state. Model-free RL generally does not need to predict future states and rewards to
build a value function or a policy. In this transfer learning work, however, we have employed a
model-based DRL algorithm. As the environment dynamics in the educational ITSs are unknown,
we built a model that learns to predict the next state and the reward from the current state and
action: 𝑠𝑡+1 , 𝑟 𝑡 ∼ 𝑓 (𝑠𝑡 , 𝑎 𝑡 ). To be precise, we built a model that first encodes the raw observation
𝑜𝑡 into a latent state 𝑠𝑡 and then use that latent state and the action to predict the next latent
state and reward. The model-based RL algorithm is based on the Dreamer architecture [Haf19a].
However, this model-based algorithm by itself does not provide the necessary Transfer Learning
capability.
Our entire Neural Network architecture can be divided into two parts: 1) A Variational
Auto-Encoder (VAE) based representation learning network, combined with bisimulation metrics,
which learns a shared latent representation across the two tasks. 2) A model-based RL algorithm
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that gets the latent state from part 1 as input, and takes an action in the environment. Let us start
by describing part 1 in more detail. We use two different VAEs, one for each ITS. The input size
to each of them depends on the dimensionality of the observation space of each tutor, which is
represented by a number of features collected by each of them. More detail about the tutoring
system features will be provided later on. The latent space must be the same for both VAEs, so
the output layer of the encoder must have the same output size. In summary, the encoder converts
the observation space into a stochastic latent state, 𝑠𝑡 ∼ 𝑒𝑛𝑐(𝑜𝑡 ); while the decoder reconstructs
the original observation given the latent state, 𝑜𝑡 = 𝑑𝑒𝑐(𝑠𝑡 ). During training, we sample a batch
of trajectories from each dataset, and we calculate the bisimulation metric between every pair of
examples. Equation 11.3 shows the loss function used to train the encoder using bisimulation
metrics. To train our encoders to learn the desired representation, we make the L1 distance
between every two latent states be the same as their bisimulation metric distance, similar to
[Zha20]. This way, two states with a very small bisimulation metric distance will be very close
to one another in the latent space, while two states with a large bisimulation metric distance will
be far away. The rewards used to calculate the bisimulation metric on Definition 11.2.2 (R 𝑠𝑎𝑖 )
come from the dataset directly, while the transition dynamics (P𝑠𝑎𝑗 ) come from the transition
function learned by the model-based RL algorithm, as we will explain next.

𝐿 𝑒𝑛𝑐 = ||𝑠𝑖 − 𝑠 𝑗 || − 𝑑 (𝑠𝑖 , 𝑠 𝑗 )

(11.3)

The rest of the model follows a similar architecture to that of DREAMER [Haf19a],
where a Recurrent State Space Model (RSSM) is used as architecture, to learn a reward
function (𝑟 𝑡 ∼ 𝑝(𝑟 𝑡 |ℎ𝑡 , 𝑠𝑡 )), a deterministic state model that predicts the next deterministic state
(ℎ𝑡 = 𝑓 (ℎ𝑡−1 , 𝑠𝑡−1 , 𝑎 𝑡−1 )), a stochastic state model (𝑠𝑡 ∼ 𝑝(𝑠𝑡 |ℎ𝑡 )), a value function (𝑣 𝑡 = 𝑉 (𝑠𝑡 )),
and a policy function (𝑎 ∼ 𝜋(𝑎 𝑡 |𝑠𝑡 )). All the losses in the DREAMER architecture are trained
jointly with the bisimulation loss. Intuitively, by training these losses jointly, we are making the
encoder network learn a representation that is good for learning to maximize the rewards, as
well as for making the latent space of the two environments more similar to each other when the
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bisimulation metric distance is small.
If we dig deeper into the framework architecture, we can split the model into 7 main parts:
1) Two encoders that map the row observations from each environment (one encoder for DT
and another one for Pyrenees) into a shared latent space. 2) Two decoders that reconstruct the
original observation given a latent state. 3) A transition function that learns to predict the next
state given a state. 4) A reward function that learns to predict the reward from each state. 5) A
value function that learns the value of each state in latent space. 6) A policy function that learns
to select an action from each state, and tries to maximize the sum of obtained future rewards. 7)
A loss function that uses bisimulation metrics to make more behaviorally similar states closer to
one another across the two tasks. We now represent the functions mathematically. In practice, all
of these functions will be represented by neural networks.

3)

1)

𝐸𝑛𝑐𝑜𝑑𝑒𝑟 :

𝑠𝑡 ∼ 𝑒𝑛𝑐(𝑜𝑡 )

(11.4)

2)

𝐷𝑒𝑐𝑜𝑑𝑒𝑟 :

𝑜ˆ𝑡 ∼ 𝑑𝑒𝑐(𝑠𝑡 )

(11.5)

4)

7)

𝐵𝑖𝑠𝑖𝑚𝑢𝑙𝑎𝑡𝑖𝑜𝑛

𝐿𝑜𝑠𝑠 :

𝑠𝑡 ∼ P (𝑠𝑡−1 , 𝑎 𝑡−1 )

𝑇𝑟𝑎𝑛𝑠𝑖𝑡𝑖𝑜𝑛 :
𝑅𝑒𝑤𝑎𝑟𝑑 :

𝑟 𝑡 ∼ R (𝑠𝑡 )

(11.6)
(11.7)

5)

𝑉 𝑎𝑙𝑢𝑒 :

𝑣 𝑡 ∼ 𝑉 (𝑠𝑡 )

(11.8)

6)

𝑃𝑜𝑙𝑖𝑐𝑦 :

𝑎 𝑡 ∼ 𝜋(𝑠𝑡 )

(11.9)

𝑑 (𝑠𝑖 , 𝑠 𝑗 ) = max (1− 𝑐) · |R 𝑠𝑎𝑖 − R 𝑠𝑎𝑗 | + 𝑐 ·𝑊1 (P𝑠𝑎𝑖 , P𝑠𝑎𝑗 ; 𝑑) (11.10)
𝑎∈A

The critical ingredient needed to achieve the transfer learning is to include the bisimulation
metrics. We base our work in the work by Zhang et al. [Zha20], with one major difference.
Instead of measuring the bisimulation metric between the elements in a batch collected on the
same environment, we measure it between the samples of the different environments. Similar to
their work, we use the L1 distance in latent space to make the latent states that are behaviorally
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Figure 11.2 Model architecture for transfer learning: model-based RL and bisimulation metrics using
a siamese network.

similar be closer to each other. This was done by following a siamese network style architecture
[Koc15]. Figure 11.2 shows the general architecture of this framework at different time steps. It
shows the observations being encoded into a latent space by different encoders, then bisimulation
metrics are used to force the states into the same latent space, and the model-based RL part is
shows with the arrows. Once the model is trained, we can either used a policy or actor network,
as well as planning algorithms to learn the optimal action at each state. Figure 11.3 shows the
detailed architecture of our model, with the VAE, bisimulation loss, and reward, transition,
policy and value networks.
We have two main goals with this framework. The first one is to learn a generalizable policy
that can learn from both datasets and can be effective for improving student learning on both
ITSs. This would make both platforms more similar to each other and the data more reusable,
while minimizing the need for large datasets that is commonplace in RL. The second goal
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Figure 11.3 Model architecture for transfer learning: model-based RL and bisimulation metrics using
a siamese network.

is to transfer a zero-shot, hierarchical RL policy from Pyrenees to DT, since we have plenty
of hierarchical data for Pyrenees but we only have problem-level data for DT, which is not
hierarchical. Achieving the transfer of knowledge with zero data from DT would help us improve
DT while needing less data.
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CHAPTER

12
TWO EMPIRICAL STUDIES

In this chapter, we describe the two empirical experiments we carried out during the Fall
2020 and Spring 2021 semesters, using Deep Though and Pyrenees, and using our Transfer
Learning framework to combine both systems into a single pedagogical policy first, and to
achieve zero-shot transfer learning second.
We will divide this chapter into two sections: Generalization Study (Fall 2020), and
Transferability Study (Spring 2021).

12.1

Experiment 6: Generalization Study Fall 2020

In the Fall 2020 study, our goal was to learn a single, generalizable policy that can work across
both of our ITSs (Deep Thought and Pyrenees). For that reason, we want to combine the datasets
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from both tutors, and then train a single policy on that data, using our framework. To evaluate the
performance of our framework, we carried out two sub-studies. The first one involves deploying
the trained TL model on Deep Thought, and comparing our policy to a control PS-Only policy.
For the second one, we deployed the same TL model on Pyrenees, and compared our policy to a
Hierarchical Expert policy (for both problem-level and step-level decisions). The objective of
these two studies is to find out whether our Transfer DRL pedagogical policy can be robust and
generic enough to outperform the control groups in terms of learning gains or learning efficiency.

12.1.1

Policy Training

We used student data collected over the last 8 semesters in order to train our algorithm. We use
both Deep Thought and Pyrenees data. These two tutors consist of different state spaces, reward
functions, transition functions, and even trajectory lengths. Therefore, we must learn a common
state space for the two tasks, which can be used by a single policy to act in both environments.
As mentioned before, we base our model on the Dreamer architecture [Haf19a]. We use an
Encoder-Decoder (also known as a Variational Auto-Encoder (VAE)) architecture [Kin13]. The
encoder gets the raw observation as input and encodes it into a latent state representation. Then,
the decoder takes that latent representation, and decodes it to reconstruct the raw observation.
This architecture allows us to create a "bottleneck" between the encoder and the decoder, so
the encoder must learn to represent the observation in a concise latent state, keeping the most
relevant information while ignoring the things that do not matter. The Dreamer architecture uses
a Recurrent State Space Model (RSSM), first introduced by Hafner et al. 2019 [Haf19b]. The
RSSM architecture combines a deterministic neural network representation (implemented as
a Recurrent Neural Network), with a stochastic neural network representation (implemented
as a Gaussian distribution). This allows the model to remember long term dependencies better
than using only one of the two representations. As Dreamer is a model-based RL algorithm, it
learns a reward function from the latent state representation using a neural network, and it also
learns the transition function entirely in latent space, using the previous latent state and action
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as inputs. This part of the architecture is shown in 11.2. Finally, our architecture uses a policy
function and a value function, that get the latent state as inputs. The policy function outputs the
probabilities of selecting each action. The value function outputs the value of the state in latent
space. All the functions are shown in equations 11.4-11.10.

12.1.2

Study Design

We first describe the Deep Thought sub-study. 114 students finished all the problems in the
tutor. From those students, 59 of them were assigned to the PS-Only control group, while 55
were assigned to our Transfer Learning (TL) policy. The group assignment was performed
using the level 1 score of each student, using stratified random assignment that ensures that
both groups were balanced in terms of the incoming competence of the students. A one-way
ANOVA test showed no significant difference in the pre-test scores among the three groups:
𝐹 (2, 134) = 0.542, 𝑝 = 0.583; with means (and standard deviations) of 0.67(0.27) for the
Expert, 0.62(0.19) for the PS-Only, and 0.63(0.19) for our policy. That is, our pre-test analysis
shows that all three groups were balanced in incoming competence. Figure 12.2 shows the mean
and standard error of the three groups in the pre-test.
For the Pyrenees study, 98 students completed all the problems in the tutor. From them, 49
were assigned to the Expert control group, and another 49 were assigned to our MTL policy.
We used stratified balanced assignment to assign each student to the two groups, keeping the
incoming competence balanced. A one-way ANOVA test showed no significant difference in the
pre-test scores between the two groups: 𝐹 (1, 96) = 1.939, 𝑝 = 0.167; with means (and standard
deviations) of 0.78(0.13) for the Expert and 0.73(0.20) for our policy. That is, our pre-test
analysis shows that the two groups were balanced in incoming competence. Figure 12.4 (Left)
shows the mean and standard deviation of each group in the pre-test.
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12.1.3

Results

In this section, we will show the results obtained from the empirical classroom studies, after the
students used Deep Thought and Pyrenees as graded homework assignments as part of their
undergraduate Discrete Mathematics course.

12.1.3.1

Deep Though

We analyzed two key metrics that allow us to evaluate the performance of the students and
measure their learning: post-test performance and learning efficiency. Post-test performance
evaluates how much the students have learned after using the ITS during the training phase. The
learning efficiency also accounts for the time spent in the training phase; it divides the post-test
score by the training time, which results in a measurement of how much time they needed to
reach a certain knowledge level. We want our policies to help the students learn as much as
possible in as little training time as possible.
In this analysis, we compared the performance of our Transfer Learning policy against a
PS-only policy carried out during the F20 semester, and we added an Expert policy carried out
during the S19 semester for a post-hoc analysis. A one-way ANOVA test showed no significant
difference in the pre-test scores among the three groups: 𝐹 (2, 134) = 0.542, 𝑝 = 0.583. That is,
our pre-test analysis shows that all three groups were balanced in incoming competence. Figure
12.2 shows the mean and standard error of the pre-test score for the three conditions.
Next, we analyzed the post-test score performance. Table 12.1 shows the scores and efficiencies
for all three groups. Figure 12.1 shows the mean and standard error of the post-test score for the
three conditions. A one-way ANCOVA test using the group as a factor and the pre-test score as a
covariate showed a significant difference in the post-test scores: 𝐹 (2, 133) = 21.26, 𝑝 < 0.001.
Subsequent contrasts analyses showed a significant difference in the post-test scores between the
Transfer Learning and the Expert conditions (𝑡 (75) = 5.235, 𝑝 < 0.0001), as well as between
the Expert and PS-Only conditions (𝑡 (79) = 6.852, 𝑝 < 0.001), but no significant difference was
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Figure 12.1 Pre-test scores per group for DT sub-study (F20).

found between the Transfer Learning and the PS-Only conditions (𝑡 (111) = 0.993, 𝑝 = 0.323).
When analyzing the learning efficiency, a one-way ANCOVA test using the group as a factor
and the pre-test efficiency as a covariate, showed a marginal difference in the post-test learning
efficiency: 𝐹 (2, 133) = 2.856, 𝑝 = 0.061. Subsequent contrasts analyses showed a significant
difference in the post-test scores between the Transfer Learning and the PS-Only conditions
(𝑡 (111) = 2.537, 𝑝 = 0.012), but no significant difference was found between the Transfer
Learning and the Expert conditions (𝑡 (75) = 1.335, 𝑝 = 0.186)) or between the Expert and
PS-Only conditions (𝑡 (79) = 0.775, 𝑝 = 0.44). Figure 12.3 shows the mean and standard error
of the learning efficiency for the three conditions.

Table 12.1 Deep Thought F20 Generalization study results.

Pre-Test Score Post-Test Score Pre-Test Efficiency Learning Efficiency
Expert (S19)
0.67 (0.27)
0.51 (0.10)
0.93 (1.30)
0.24 (0.17)
PS-Only
0.62 (0.19)
0.67 (0.11)
0.62 (0.68)
0.19 (0.13)
Transfer (Ours)
0.63 (0.19)
0.65 (0.12)
0.55 (0.68)
0.25 (0.26)
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Figure 12.2 Post-test scores per group for DT sub-study (F20).
Table 12.2 Pyrenees F20 Generalization study results.

Pre-Test
NLG
NLG Iso
Post-Test
Iso Post-Test
Expert
0.780 (0.13) -0.717 (3.20) -0.150 (2.30) 0.782 (0.14) 0.858 (0.11)
Transfer (Ours) 0.731 (0.20) 0.247 (0.51) 0.583 (0.39) 0.811 (0.18) 0.889 (0.15)

12.1.3.2

Pyrenees

In this analysis, we compared the performance of our Transfer Learning policy against the
Expert policy. Table 12.2 shows the scores for each group. A one-way ANOVA test showed no
significant difference in the pre-test scores between the two groups: 𝐹 (1, 96) = 1.939, 𝑝 = 0.167.
That is, our pre-test analysis shows that the two groups were balanced in incoming competence.
We analyzed the post-test score performance, and the Normalized Learning Gain (NLG).
For both of these metrics, we want to measure the improvement of the students in each policy,
when solving the same problems they saw during the pre-test (isomorphic problems), as well as
solving new problems they have never seen before. We begin by analyzing the post-test score,
both in general and only for the isomorphic problems. A one-way ANCOVA test using the
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Figure 12.3 Learning efficiency per group for DT sub-study (F20).

group as a factor and the pre-test score as a covariate showed a significant difference in the
post-test scores: 𝐹 (1, 95) = 5.45, 𝑝 = 0.021. A one-way ANCOVA test using the group as a
factor and the pre-test score as a covariate showed a significant difference in the isomorphic
post-test scores: 𝐹 (1, 95) = 6.528, 𝑝 = 0.012. Figure 12.4 shows the improvement from the
pre-test to the isomorphic post-test for the two groups, and it shows that the students in the
Transfer condition improved more than the students in the Expert condition. Next, we analyze
the normalized learning gain (NLG) for all the problems, and for the isomorphic problems. A
one-way ANOVA test using the group as a factor showed a significant difference in the NLG:
𝐹 (1, 96) = 4.333, 𝑝 = 0.04. A one-way ANOVA test using the group as a factor showed a
significant difference in the isomorphic NLG: 𝐹 (1, 96) = 4.826, 𝑝 = 0.03. Figure 12.5 shows
the Normalized Learning Gain (NLG), and Figure 12.6 shows the Isomorphic NLG (Right)
for the two groups, and shows that the students in the Transfer condition had higher NLG and
Isomorphic NLG values than the students in the Expert condition.
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Figure 12.4 Pre-test score (Left) and Isomorphic Post-test score (Right) for the two groups in the
Pyrenees sub-study (F20).
Table 12.3 Deep Thought F20 Generalization study log analysis.

Total PS
Total WE
Total Hints Training Time (minutes)
Expert (S19)
8.13 (1.74) 7.34 (1.26) 7.73 (8.43)
65.85 (87.73)
PS-Only
15.10 (0.48) 0.00 (0.00) 25.84 (28.43)
100.91 (110.84)
Transfer (Ours) 10.27 (1.35) 5.09 (0.67) 22.23 (20.88)
155.20 (305.61)

12.1.4

Log Analysis

12.1.4.1

Deep Thought

To better understand how our policy behaved, and how it differs from the Expert and PS-Only
policies, we performed a log analysis. Table 12.3 shows the log analysis for the Deep Thought
sub-study carried out during the Fall 2020 semester. We did not compare the different policies
with statistical tests since we will definitely find significant differences in the number of PS and
WE, because one of the policies is PS-Only, so it will never provide WEs.
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Figure 12.5 NLG per group for Pyrenees sub-study (F20).
Table 12.4 Pyrenees F20 Generalization study log analysis.

Total PS Total WE Total FWE Total Hints Training minutes
Expert
0.00 (0.0) 0.00 (0.0) 10.00 (0.0) 9.59 (18.6)
118.29 (29.75)
Transfer (Ours) 2.08 (2.5) 0.02 (0.14) 7.89 (2.56) 57.81 (186.8) 121.28 (47.06)

12.1.4.2

Pyrenees

Next, we perform a log analysis for the Pyrenees sub-study. Table 12.4 shows the log analysis for
the Pyrenees study. We observe big differences in the number of PS, WE and FWE, as expected,
due to the fact that the control step-level expert policy only takes step-level decisions, so its
problem-level decisions are always FWE. Next, a t-test showed a marginal difference in the number
of total hints requested by the students in each group: 𝑡 (96) = 1.798, 𝑝 = 0.078. No significant
difference was found in the training time between the two groups: 𝑡 (96) = 0.376, 𝑝 = 0.707.
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Figure 12.6 Isomorphic NLG per group for Pyrenees sub-study (F20).

12.2

Experiment 7: Transferability Study Spring 2021

We carried out another study in Spring of 2021, to evaluate the performance of our transfer
learning framework. This time, the goal of the study is to achieve zero-shot transfer learning for
a hierarchical DRL policy between Pyrenees and DT. Since Pyrenees has a hierarchical structure
by nature and we have much more hierarchical data available, we design the study to transfer the
policy from Pyrenees to DT. DT also has a hierarchical system structure, but very little data is
available in these two levels. Therefore, we decided to transfer a hierarchical DRL policy from
Pyrenees to DT. The policy was trained solely on Pyrenees data, and deployed on DT.

12.2.1

Policy Training

To train the transfer policy, we used data from both DT and Pyrenees. However, the DT data was
only used to learn the shared latent representation. Once the shared representation is learned,
the policy and value functions are only trained on the Pyrenees dataset. We used student data
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collected over the last 8 semesters in order to train our algorithm. These two tutors consist
of different state spaces, reward functions, transition functions, and even trajectory lengths.
Therefore, we must learn a common state space for the two tasks, and train the policy only on
the Pyrenees data, to later deploy such policy on DT.
We use the same high-level framework as discussed in section 11.3, with several differences.
In this study, the goal is to build a hierarchical DRL policy. Therefore, we built two different
policies, one for high-level decisions, and another for low-level decisions. In the context of these
ITSs, the high-level decisions involve problem-level decisions. Therefore, if the problem-level
decision is PS, all the steps in the problem will be shown as PS, whereas if the problem-level
decision is WE, all the steps will be shown as WE. The low-level decisions will be step-level
decisions, where each step is shown individually as PS or WE following the policy decision.
In this study, the two level policies will be trained separately. The step-level policy learns to
transfer step-level states and the high-level policy learns to transfer problem-level states.
The latent representations for each of the two policies is learned using both datasets (DT and
Pyrenees), to learn the shared latent state representation. However, when learning the reward,
transition, value, and policy functions, only the Pyrenees data was used, so the policy never sees
the DT dataset, therefore achieving zero-shot transfer from Pyrenees to DT.

12.2.2

Study Design

To evaluate the effectiveness of the transfer framework, we performed an empirical classroom
study using Deep Thought. The objective of this study is to find out whether our Transfer DRL
pedagogical policy can be effective in improving student learning, even though it was trained
solely on the data from the other tutor, Pyrenees.
117 students finished all the problems in the tutor, so those will be the students that we will
use in our analysis. From those students, 57 of them were assigned to the hierarchical Expert
control group, while 60 were assigned to our hierarchical Transfer Learning policy. The group
assignment was performed using the pre-test score of each student. We used that score to perform
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a stratified random assignment that ensures that both groups were balanced in terms of the
incoming competence of the students. A one-way ANOVA test showed no significant difference
in the pre-test scores between the two groups: 𝐹 (1, 115) = 0.226, 𝑝 = 0.636; with means (and
standard deviations) of 0.61(0.17) for the Expert and 0.59(0.17) for our transfer policy. That is,
our pre-test analysis shows that the two groups were balanced in incoming competence. Table
12.5 shows the mean and standard deviation of each group in the pre-test.

12.2.3

Results

In this section, we will show the results of the zero-shot transfer pedagogical policy. These
results were obtained from the empirical classroom study, after the students used Deep Thought
as a graded homework assignment as part of their undergraduate Discrete Mathematics course.
We analyzed two key metrics that allow us to evaluate the performance of the students
and measure their learning: post-test performance, learning efficiency, and total training time.
Post-test performance evaluates how much the students have learned after using the ITS during
the training phase. The learning efficiency also accounts for the time spent in the training phase;
it divides the post-test score by the training time, which results in a measurement of how much
time they needed to reach a certain knowledge level. We want our policies to help the students
learn as much as possible in as little training time as needed.
In this analysis, we compared the performance of our Hierarchical Transfer Learning policy
against a Hierarchical Expert policy carried out during the S21 semester. A one-way ANOVA test
showed no significant difference in the pre-test scores: 𝐹 (1, 115) = 0.226, 𝑝 = 0.636. Therefore,
the two conditions were balanced in terms of incoming competence. A one-way ANCOVA

Table 12.5 Deep Thought S21 Transferability study results.

Pre-Test Score Post-Test Score Pre-Test Efficiency Learning Efficiency
Expert
0.61 (0.17)
0.67 (0.14)
0.56 (0.72)
0.27 (0.24)
Transfer (Ours)
0.59 (0.17)
0.66 (0.11)
0.54 (0.56)
0.26 (0.17)
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test using the pre-test score as a covariate and the condition as a factor showed no significant
difference between the two conditions for the post-test scores: 𝐹 (1, 114) = 0.055, 𝑝 = 0.814.
Finally, a one-way ANCOVA test using the pre-test score as a covariate and the condition as
a factor showed no significant difference in the learning efficiency between the two groups:
𝐹 (1, 114) = 0.069, 𝑝 = 0.793.

12.3

Conclusion & Discussion

We developed a novel transfer learning framework to achieve two different goals: generalization
and transferability. These two objectives are aimed at improving the usefulness of RL policies in
the real world, when applied to pedagogical policy induction in ITSs. Our results showed that
our framework is capable of generating generalizable policies that combine multiple datasets
into a single task. However, our framework did not achieve zero-shot transfer learning for a
hierarchical pedagogical policy. We believe that this is due to the difficulty of zero-shot transfer,
where the policy has to generalize to a dataset and a task it has never seen before. In the future,
we think our framework should be further evaluated with different tutoring systems and different
datasets. When evaluating the transferable policy, we believe the evaluation should be done with
few-shot transfer first, where only a small subset of the target dataset is shown to the policy
during training, since zero-shot might be too ambitious. But we believe this work provides
a relevant step in the direction of achieving generic and transferable policies that can unify
multiple ITSs into a single learning system.
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CHAPTER

13
CONCLUSION AND DISCUSSION

In this work, we aimed to improve ITSs by developing offline DRL-based algorithms that can
learn to induce a pedagogical policy. Our policies are deployed in real-life ITSs used at North
Carolina State University with real students. Before we started our research, the state of the
art in policy induction for ITSs consisted of expert-based, hand-crafted policies, or simple
data-driven methods that used traditional RL algorithms in combination with some feature
selection, dimensionality reduction, or feature discretization techniques to reduce and discretize
the state- and action-spaces. We believe our work is the first to successfully employ DRL
for pedagogical policy induction and show its effectiveness with real students via empirical
classroom studies.
There are three key problems that we tackled in this work: Part I) The Temporal CAP. This
is one of the most important problems in RL and DRL, where delayed reinforcement signals
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make it difficult for algorithms to learn to assign credit/blame to each action performed by
the agent. To solve this problem, we developed two algorithms named InferGP and InferNet.
These two algorithms use Gaussian Processes (GP) and Neural Networks (NNs) to learn to
infer the immediate rewards from the delayed reward in a trajectory of data collected from
the environment. We showed the effectiveness and weaknesses of each algorithm in both
agent-centric and human-centric tasks, and our results show that these algorithms are effective
at helping DRL policies induce pedagogical strategies for ITSs, and students who used these
policies learned more effectively than students who use expert-crafted policies. Part II) Improved
communication. In this part, we investigated communicating the decision made by the DRL agent
to the students, by providing simple, non-controlling explanations. Additionally, we compared
our policy to letting students choose whether to view the next problem as PS or WE. Our results
show that the combination of our DRL policy and simple explanations is more effective than
a control, expert-designed policy at improving student learning. Part III) Transfer Learning.
In Part III of this work, we describe the framework we developed to make our DRL policies
more robust and generalizable, and how we aimed to tackle the zero-shot transfer capability of a
pedagogical policy. Our results show that we successfully combined two different ITSs (DT and
Pyrenees) into a single DRL pedagogical policy using our TL framework. Our policy was more
effective than the control policies for both tutors, and we showed we could effectively combine
them into a single learning system to provide guidance that students can benefit from.
In the future, there are many areas where our work could be improved. First, despite our
work to address it, the temporal CAP is probably one of the most challenging problems in RL.
The delayed nature of the reward function in many real-world tasks makes it even more difficult
to successfully bring RL to the real world. Despite other algorithms such as RUDDER or ET(𝜆)
also making progress in this regard, we believe more work is needed to address the CAP and
apply the solutions to both online and offline RL tasks, and to make these solutions generic
enough that can work alongside many different types of RL/DRL algorithms.
Regarding improving communication between pedagogical decision making agents and
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students, we believe a lot of work can be done to improve the explanations, which can result
in increased user engagement and motivation. We believe that this work can shed some light
on how to apply DRL for human-centric tasks such as ITSs. We believe further research
is required to fully understand why the combination of DRL and simple explanations is an
effective strategy, and whether they can be applied effectively to other domains. However, in this
work, we have only explored straightforward, human-expert designed explanations, which can
sometimes be limiting. In the future, explainable Deep Learning techniques could be used to
understand why the Neural Network has taken the decision to provide PS or WE, and measure the
relevance of each state feature in taking each decision. A better understanding of neural network
decisions could be applied to build a data-driven, personalized explanation system, resulting in
more effective and accurate explanations. Furthermore, recent advances in Natural Language
Processing (NLP) such as transformers allow the creation of powerful generative models that
can learn to write coherent sentences and even long paragraphs. This could be used to generate
adaptive, data-driven explanations that are suited to help each student succeed. To summarize all
the future research directions, we devise a future where DRL is used to train a policy from a past
dataset of experiences; then, an explainable Neural Network algorithm explains why the DRL
agent took each decision; and finally, a powerful NLP system uses that information to generate
explanation messages that adapt to each student’s needs. This combination of algorithms could
result in students feeling more engaged in the activity, while following the decisions of a policy
designed to optimize their learning process.
Finally, we believe transfer learning and generalization ability in DRL is crucial to advance
the field of AI. Based on our work, we developed novel ideas in the field of representation
learning for improved generalization in DRL and demonstrated their usefulness in real-world
ITSs. Our work should be replicated in different types of ITSs (not only DT and Pyrenees), and
other types of systems in the future, to determine where it works best. The zero-shot transfer
capability of our framework is still to be proven, but we believe it has the potential to transfer
knowledge between tasks and be applied for ITSs as well. Overall, our method can build more
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generalizable DRL policies that can work across multiple tasks. However, more work is needed
to improve generalizations in other tasks and devise new methods that can generalize and transfer
learning even more effectively. Improving transferability and generalization is crucial to the
advancement of Artificial Intelligence to behave and learn similarly to humans, where every task
learned is used by the human brain to learn a new, unseen task more efficiently and effectively.
In short, we believe the three contributions we made in this work help advance the state of
the art in data-driven pedagogical policy induction for ITSs, and will help guide the future of
these systems to provide more personalized and individualized guidance and tutoring, which
would be impossible to achieve with traditional teaching methods.
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APPENDIX

A
PYRENEES: FEATURES FOR STATE
REPRESENTATION

In this appendix, we describe the features the Pyrenees ITS uses for representing the state the user
is in. For that, it uses 142 different features, and five different categories of features: Autonomy,
Temporal, Problem Solving, Performance, and Hints. Next, we describe each feature in detail.

A.1

Autonomy Features

Autonomy features describe the amount of work the student or the tutor has done, either recently
or over a long period. The following 4 features describe the amount of work the student or the
tutor has done recently.
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• ntellsSinceElicit: The number of tells the student has received since the last elicit.
• ntellsSinceElicitKC: ntellsSinceElicit for the current KC.
• nElicitSinceTell: The number of elicits the student has received since the last tell.
• nElicitSinceTellKC: nElicitSinceTell for the current KC.
The following 6 features describe the amount of work the student or the tutor has done over
a long period.
• pctElicit: The total number of elicit steps divided by the total number of steps the students
have received so far.
• pctElicitKC: pctElicit for the current KC.
• pctElicitSession: pctElicit for the current session.
• pctElicitKCSession: pctElicit for the current KC and the current session.
• nTellSession: the total number of tells the student has has received so far in the current
session.
• nTellKCSession: nTellSession for the current KC.

A.2

Temporal Features

Temporal features describe time-related information, such as the amount of time the student
has spent on the current session or on a specific KC. The following five features are calculated
based on the difference between the two timestamps, such as the difference between the current
timestamp and the beginning of the current session.
• durationKCBetweenDecision: The time since the last tutorial decision was made on the
current KC.
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• timeInSession: The time that has elapsed since the start of the current session.
• timeBetweenSession: The time elapsed between the end of the previous session and the
beginning of the current one.
• timeOnCurrentProblem: The time elapsed since the start of the current problem.
• timeOnLastStepKCElicit: the time the student spent on the last elicit step with the same
KC as the current step.
In the following, the total time is defined as the summation of the time student has spent on
certain steps that were the focus of the training. All other intervals, such as between problem
intervals or time spent on irrelevant steps, were excluded. The following 12 features describe the
total amount of time the student has spent on certain materials.
• timeOnTutoring: The total time the student has spent on the tutoring.
• timeOnTutoringTell: The total time the student has spent on tells.
• timeOnTutoringElicit: The total time the student has spent on Elicits.
• timeOnTutoringKC: The total time the student has spent on the current KC.
• timeOnTutoringKCTell: The total time the student has spent on the current KC with tell.
• timeOnTutoringKCElicit: The total time the student has spent on the current KC with
elicit.
• timeOnTutoringSession: The total time the student has spent on the current session.
• timeOnTutoringSessionTell: timeOnTutoringSession with tells.
• timeOnTutoringSessionElicit: timeOnTutoringSession with elicits.
• timeOnTutoringProblem: The total time the student has spent on the current problem.
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• timeOnTutoringProblemTell: timeOnTutoringProblem with tells.
• timeOnTutoringProblemElicit: timeOnTutoringProblem with elicits.
The following 12 features describe the student’s working speed.
• avgTimeOnStep: The average time the student spent on each step.
• avgTimeOnStepTell: The average time the student spent on each tell step.
• avgTimeOnStepElicit: The average time the student spent on each elicit step.
• avgTimeOnStepKC: avgTimeOnStep for the current KC.
• avgTimeOnStepKCTell: avgTimeOnStepTell for the current KC.
• avgTimeOnStepKCElicit: avgTimeOnStepElicit for the current KC.
• avgTimeOnStepSession: avgTimeOnStep for the current session.
• avgTimeOnStepSessionTell: avgTimeOnStepTell for the current session.
• avgTimeOnStepSessionElicit: avgTimeOnStepElicit for the current session.
• avgTimeOnStepProblem: avgTimeOnStep for the current problem.
• avgTimeOnStepProblemTell: avgTimeOnStepTell for the current problem.
• avgTimeOnStepProblemElicit: avgTimeOnStepElicit for the current problem.

A.3

Problem Solving Features

Problem solving features describe the context of the learning environment, such as the difficulty
of the current problem and the students’ progress. The following seven features describe the
student’s progress and the amount of practice they have done.
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• stepOrdering: The total number of steps the student has received so far.
• stepOrderingSession: stepOrdering for the current session.
• stepOrderingPb: stepOrdering for the current problem.
• nKCs: The number of steps the student has completed for the current KC.
• nKCsAsElicit: The number of elicit steps the student has completed for the current KC.
• nKCsSession: nKCs for the current session.
• nKCsSessionElicit: nKCsAsElicit for the current session.
The following nine features describe the category and difficulty level of the current problem
or step.
• earlyTraining: For the first two problems and the first conditional probability problem, the
value is 1 and for the rest, the value is 0.
• simpleProblem: For the first two problems and the first two conditional probability
problems, the value is 1 and for the rest, the value is 0.
• newLevelDifficulty: If the current problem is more complicated than the prior problem,
the value is 1; otherwise, the value is 0. In our case, the value is one for the first, third,
fifth, eighth, tenth, and twelfth problem.
• performanceDifficulty: Students’ average performance on the current KC (calculated based
on our historical data). More specifically

𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑒𝑙𝑖𝑐𝑖𝑡𝑠
𝑡𝑜𝑡𝑎𝑙 𝑒𝑙𝑖𝑐𝑖𝑡𝑠

across all students.

• principleDifficulty: The difficulty of the principle needed for the current step, which
depends on the equation of the principle. If the step does not require a probability principle,
the value is 1 (easiest).
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• principleCategory: If the current step requires a probability theorem principle, the value is
1; if it requires a conditional probability principle, the value is 2; and if it does not require
a probability principle the value is 0.
• problemDifficulty: The difficulty of the current problem, which is calculated based on the
principles needed to solve the problem.
• problemComplexity: The value of this feature is determined by the number of principle
applications needed to solve the current problem, 2 for easy problems (first, eighth,
eleventh), 3 for medium problems (second, third, ninth and tenth) and 4 for hard problems
(fourth, fifth, sixth, seventh, and twelfth).
• problemCategory: If the problem does not require any conditional probability principle to
solve, the value is 0, otherwise the value is 1.
The following three features describe the number of principles that appeared in the current
problem or session.
• nPrincipleInProblem: The number of principles needed to solve the current problem (some
principles may be applied more than once).
• nDistinctPrincipleInSession: The total number of distinct principles that have appeared in
the current session.
• nPrincipleInSession: The total number of principles appeared in the current session.
The following nine features describe the tutor’s use of words and probability concepts.
• nTutorConceptsSession: The number of probability concepts the tutor has mentioned so
far in the current session.
• tutAverageConcepts: The average number of probability concepts the tutor has mentioned
in each step.
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• tutAverageConceptsSession: tutAverageConcepts for the current session.
• tutConceptsToWords: The number of probability concepts the tutor has mentioned divided
by the total number of words the tutor has used so far.
• tutConceptsToWordsSession: tutConceptsToWords for the current session.
• tutAverageWords: the average number of words the tutor used in each step.
• tutAverageWordsSession: tutAverageWords for the current session.
• tutAverageWordsElicit: the average number of words the tutor used in each elicit step.
• tutAverageWordsSessionElicit: tutAverageWordsElicit for the current session.
The following feature is about quantitative and qualitative steps.
• quantitativeDegree: The number of quantitative steps (select principle and apply principle)
the student has received divided by the total number of steps the student has completed.
The following six features describe the number of each probability principles needed to solve
the current problem. Conditional probability principles are not included because they are not
heavily needed for problem solving (in terms of occurrence), and the conditional probability
problems appear late in the training process.
• nAdd2Prob: The number of times the Addition Theorem for Two Events is needed to solve
the current problem.
• nAdd3Prob: The number of times the Addition Theorem for Three Events is needed to
solve the current problem.
• nDeMorProb: The number of times the De Morgan’s Theorem is needed to solve the
current problem.
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• nIndeProb: The number of times the Independent Theorem is needed to solve the current
problem.
• nCompProb: The number of times the Complement Theorem is needed to solve the current
problem.
• nMutualProb: The number of times the Mutually Exclusive Theorem is needed to solve
the current problem.

A.4

Performance Features

Performance features describe the students’ competence level. The following twelve features
describe the performance measures calculated based on the number of correct/incorrect steps or
the percentage of correct steps.
• pctCorrect: The number of elicit steps the student has correctly solved (on the first attempt)
divided by the total number of elicit steps the student has received so far.
• pctOverallCorrect: Denote the number of tell steps the student has received so far as 𝑡𝑒𝑙𝑙𝑠,
the number of elicit steps the student has correctly solved as 𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑒𝑙𝑖𝑐𝑖𝑡𝑠, and the total
number of steps the student has received so far as 𝑠𝑡𝑒 𝑝𝑠. The feature value is calculated
following the equation

𝑡𝑒𝑙𝑙𝑠+𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑒𝑙𝑖𝑐𝑖𝑡𝑠
.
𝑠𝑡𝑒 𝑝𝑠

• nCorrectKC: The total number of elicit steps the student has correctly solved for the
current KC so far.
• nIncorrectKC: The total number of elicit steps the student failed to solve on the first
attempt for the current KC so far.
• pctCorrectKC: pctCorrect for the current KC.
• pctOverallCorrectKC: pctOverallCorrect for the current KC.
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• nCorrectKCSession: nCorrectKC for the current session.
• nIncorrectKCSession: nIncorrectKC for the current session.
• pctCorrectSession: pctCorrect for the current session.
• pctCorrectKCSession: pctCorrectKC for the current session.
• pctOverallCorrectSession: pctOverallCorrect for the current session.
• pctOverallCorrectKCSession: pctOverallCorrectKC for the current session.
The following twelve features describe certain types of steps the student has received since
the last wrong elicit step.
• nStepSinceLastWrong: The number of steps (both elicit and tell) the student has completed
since the last wrong elicit step (where the student failed the first attempt).
• nStepSinceLastWrongKC: nStepSinceLastWrong for the current KC.
• nTellsSinceLastWrong: The number of tell steps the student has received since the last
wrong elicit step.
• nTellsSinceLastWrongKC: nTellsSinceLastWrong for the current KC.
• nStepSinceLastWrongSession: nStepSinceLastWrong for the current session.
• nStepSinceLastWrongKCSession: nStepSinceLastWrong for the current KC in the current
session.
• nTellsSinceLastWrongSession: nTellsSinceLastWrong for the current session.
• nTellsSinceLastWrongKCSession: nTellsSinceLastWrong for the current KC in the current
session.
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• timeSinceLastWrongStepKC: The time that has elapsed since the last wrong elicit step for
the current KC.
• nCorrectElicitStepSinceLastWrong: The number of elicit steps the student has successfully
solved since the last wrong elicit step.
• nCorrectElicitStepSinceLastWrongKC: nCorrectElicitStepSinceLastWrong for the current
KC.
• nCorrectElicitStepSinceLastWrongKCSession: nCorrectElicitStepSinceLastWrong for
the current KC in the current session.
The following eight features describe students’ performance on the steps that require a
probability principle (the select- or apply-principle steps).
• pctCorrectPrin: pctCorrect for the steps that require a probability principle.
• pctCorrectPrinSession: pctCorrectPrin for the current session.
• nStepSinceLastWrongPrin: nStepSinceLastWrong for the steps that require a probability
principle.
• nTellsSinceLastWrongPrin: nTellsSinceLastWrong for the steps that require a probability
principle.
• nStepSinceLastWrongPrinSession: nStepSinceLastWrongPrin for the current session.
• nTellsSinceLastWrongPrinSession: nTellsSinceLastWrongPrin for the current session.
• nCorrectElicitStepSinceLastWrongPrin: nCorrectElicitStepSinceLastWrong for the steps
that require a probability principle.
• nCorrectElicitStepSinceLastWrongPrinSession: nCorrectElicitStepSinceLastWrongPrin
for the current session.
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The following four features describe students’ performance on the first occurred selectand apply-principle steps in each problem, which are more complicated than the rest of
principle-realted steps.
• pctCorrectFirst: pctCorrect for the first occurred select- and apply-principle steps in each
problem.
• nStepsSinceLastWrongFirst: nStepSinceLastWrong for the first occurred select- and
apply-principle steps in each problem.
• nTellsSinceLastWrongFirst: nTellsSinceLastWrong for the first occurred select- and
apply-principle steps in each problem.
• nCorrectElicitStepSinceLastWrongFirst: nCorrectElicitStepSinceLastWrong for the first
occurred select- and apply-principle steps in each problem.
The following two features describe students performance on the last problem.
• pctCorrectLastProb: pctCorrect for all the steps in the last problem.
• pctCorrectLastProbPrin: pctCorrect for all the steps that require a probability principle in
the last problem.
The following 18 features describe students’ current competence on the six probability
principles.
• pctCorrectAdd2Select: pctCorrect for the select-principle steps that require selecting the
Addition Theorem for Two Events.
• pctCorrectAdd3Select: pctCorrect for the select-principle steps that require selecting the
Addition Theorem for Three Events.
• pctCorrectCompSelect: pctCorrect for the select-principle steps that require selecting the
Complement Theorem.
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• pctCorrectDeMorSelect: pctCorrect for the select-principle steps that require selecting the
De Morgan’s Law.
• pctCorrectIndeSelect: pctCorrect for the select-principle steps that require selecting the
Independent Theorem.
• pctCorrectMutualSelect: pctCorrect for the select-principle steps that require selecting the
Mutually Exclusive Theorem.
• pctCorrectAdd2Apply: pctCorrect for the apply-principle steps that require entering the
equation of the Addition Theorem for Two Events.
• pctCorrectAdd3Apply: pctCorrect for the apply-principle steps that require entering the
equation of the Addition Theorem for Three Events.
• pctCorrectCompApply: pctCorrect for the apply-principle steps that require entering the
equation of the Complement Theorem.
• pctCorrectDeMorApply: pctCorrect for the apply-principle steps that require entering the
equation of the De Morgan’s Law.
• pctCorrectIndeApply: pctCorrect for the apply-principle steps that require entering the
equation of the Independent Theorem.
• pctCorrectMutualApply: pctCorrect for the apply-principle steps that require entering the
equation of the Mutually Exclusive Theorem.
• pctCorrectAdd2All: pctCorrect for the select- or apply-principle steps that require the
Addition Theorem for Two Events.
• pctCorrectAdd3All: pctCorrect for the select- or apply-principle steps that require the
Addition Theorem for Three Events.
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• pctCorrectCompAll: pctCorrect for the select- or apply-principle steps that require the
Complement Theorem.
• pctCorrectDeMorAll: pctCorrect for the select- or apply-principle steps that require the
De Morgan’s Law.
• pctCorrectIndeAll: pctCorrect for the select- or apply-principle steps that require the
Independent Theorem.
• pctCorrectMutualAll: pctCorrect for the select- or apply-principle steps that require the
Mutually Exclusive Theorem.
The following feature describes students’ competence in selecting main steps.
• pctCorrectSelectMain: pctCorrect for the steps that require the student to select the next
main step.

A.5

Hint Features

The following five features describe the number of hints the student requested in a certain period.
• nTotalHint: The total number of hints the student has requested so far.
• nTotalHintSession: nTotalHint for the current session.
• nHintKC: nTotalHint for the current KC.
• nHintSessionKC: nTotalHint for current KC in the current session.
• nTotalHintProblem: nTotalHint for the current problem.
The following six features describe the student’s hint request behavior or working behavior
in hint-requested steps.
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• AvgTimeOnStepWithHint: The average time the students spent on each hint-requested
step.
• durationSinceLastHint: The time that has elapsed since the last hint was requested.
• stepsSinceLastHint: The number of steps the student has completed since the last hintrequested step.
• stepsSinceLastHintKC: stepsSinceLastHint for the current KC.
• totalTimeStepsHint: The total time the student has spent on hint-requested steps.
• totalStepsHint: The total number of steps where hints were requested.
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