
ABSTRACT

PEARCE, KATHERINE JOYCE. Methods for Parameter Identifiability Analysis of
Dynamical Systems with Applications to Data-Driven Models. (Under the direction of
Mansoor Haider.)

In data-driven mathematical modeling of applications governed by dynamical sys-

tems, we are often interested in estimating model parameters from data for a quantity

of interest, corresponding to model predictions at discrete time points. However, not all

parameters can be uniquely estimated from the data, due to issues such as measurement

error, model discrepancy, parameter correlations or dependencies, or lack of data for a

sufficient number of state variables in the system. As such, we first perform parameter

identifiability analysis to determine the most influential parameters on the quantity of

interest that can be uniquely and reliably estimated from corresponding data.

There are several popular subcategories of identifiability analysis, including struc-

tural, practical, and sensitivity analyses. Because structural identifiability analysis has

restrictive assumptions and can be intractable even for moderate problem sizes, in this

thesis we consider approaches from practical identifiability analysis and sensitivity iden-

tifiability analysis. The advantages and disadvantages of these approaches have been

demonstrated in previous studies using mathematical models from a variety of scientific

fields; however, these studies frequently rely on synthetic data generated from the model

evaluated at pre-determined nominal parameter values or do not include a comprehensive

and systematic comparison of the underlying methods.

Our approaches are demonstrated using both a COVID-19 disease spread model with

prescribed nominal values and a wound healing model with real data and lacking nominal

values. Not only do we apply methods from practical and global sensitivity analyses to our

models, but we also integrate local sensitivity analysis into our practical identifiability and

global sensitivity identifiability methods for a more comprehensive investigation of the

admissible parameter space. Moreover, by recasting common parameter subset selection

algorithms with the ill-conditioned information matrix as column subset selection with

the sensitivity matrix, we are able to evaluate local sensitivity algorithmic performance

measures to judge the accuracy of the resulting partitions of parameters into identifiable

and unidentifiable subsets. We also demonstrate how these local sensitivity algorithms

can be easily incorporated into existing routines for practical identifiability and global



sensitivity analyses for cross-validation of parameter partitions.

In many practical applications, such as the wound healing system that we consider in

this thesis, multiple data sets for the same quantity of interest, termed aggregate data,

can be obtained by repeating the associated scientific experiment or observation process.

We investigate how our methodology for parameter identifiability analysis is applicable

in mixed-effects modeling to estimate parameters from aggregate data. Specifically, we

explore the relationship between parameter identifiability and the addition of random

effects to parameter (fixed-effect) estimates that capture variability in the data across

different samples.
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who always offers me a fluffy shoulder to lean on as my constant companion. I am for-

ever grateful for all of their unconditional love and would not be completing this thesis

without it.

iv



TABLE OF CONTENTS

LIST OF TABLES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . viii

LIST OF FIGURES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xii

Chapter 1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

Chapter 2 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.1 Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2 Parameter Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.2.1 Statistical Model . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.2.2 Ordinary Least Squares Minimization . . . . . . . . . . . . . . . . 9
2.2.3 Considerations for Parameter Estimation . . . . . . . . . . . . . . 10

2.3 Parameter Identifiability . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.3.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.3.2 Structural Identifiability . . . . . . . . . . . . . . . . . . . . . . . 14
2.3.3 Practical Identifiability . . . . . . . . . . . . . . . . . . . . . . . . 17
2.3.4 Sensitivity Identifiability . . . . . . . . . . . . . . . . . . . . . . . 18

Chapter 3 Parameter Subset Selection (PSS) and Optimization . . . . . 31
3.1 Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
3.2 PSS Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.3 Main Procedure for Optimization with PSS . . . . . . . . . . . . . . . . . 34
3.4 Considerations for Optimization with PSS . . . . . . . . . . . . . . . . . 36

Chapter 4 Column Subset Selection (CSS) and Identifiability . . . . . . 38
4.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

4.1.1 Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.1.2 Issues in Floating Point Arithmetic . . . . . . . . . . . . . . . . . 39
4.1.3 Singular Value vs. Eigenvalue Decomposition . . . . . . . . . . . . 40

4.2 Column Subset Selection . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
4.2.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
4.2.2 CSS via QR Decompositions . . . . . . . . . . . . . . . . . . . . . 44

4.3 Algorithms for Column Subset Selection . . . . . . . . . . . . . . . . . . 47
4.3.1 CSS Algorithm for Method B1 . . . . . . . . . . . . . . . . . . . . 48
4.3.2 CSS Algorithm for Method B4 . . . . . . . . . . . . . . . . . . . . 50
4.3.3 CSS Algorithm for Method B3 . . . . . . . . . . . . . . . . . . . . 52
4.3.4 CSS Algorithm with Strong Rank-Revealing QR . . . . . . . . . . 53

Chapter 5 Benchmarks for CSS Algorithmic Performance . . . . . . . . . 58
5.1 Adversarial Matrix Constructions . . . . . . . . . . . . . . . . . . . . . . 58

v



5.1.1 The Kahan Construction . . . . . . . . . . . . . . . . . . . . . . . 59
5.1.2 The Gu-Eisenstat Construction . . . . . . . . . . . . . . . . . . . 60
5.1.3 The Jolliffe Construction . . . . . . . . . . . . . . . . . . . . . . . 61
5.1.4 The Sorensen-Embree Construction . . . . . . . . . . . . . . . . . 61
5.1.5 The SHIPS Construction . . . . . . . . . . . . . . . . . . . . . . . 62

5.2 Performance Measures . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
5.3 Numerical Comparisons of CSS Algorithms . . . . . . . . . . . . . . . . . 64

Chapter 6 Models and Applications: COVID-19 . . . . . . . . . . . . . . . 70
6.1 Mathematical Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

6.1.1 Initial Conditions and Nominal Values . . . . . . . . . . . . . . . 73
6.2 Practical Identifiability Analysis . . . . . . . . . . . . . . . . . . . . . . . 73
6.3 Global Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . 76
6.4 Local Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . 77

6.4.1 Integrating PSS and CSS into AREs . . . . . . . . . . . . . . . . 78
6.4.2 Integrating PSS and CSS into GSA . . . . . . . . . . . . . . . . . 84

6.5 Summary of COVID-19 Model Parameter Identifiability . . . . . . . . . . 86

Chapter 7 Models and Applications: Wound Healing . . . . . . . . . . . . 92
7.1 Wound Healing Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

7.1.1 Experiments and Data Collection . . . . . . . . . . . . . . . . . . 95
7.1.2 Reaction Kinetics in Fibrin Matrix Polymerization . . . . . . . . 95
7.1.3 Adult vs. Fetal Fibrinogen . . . . . . . . . . . . . . . . . . . . . . 98

7.2 Mathematical Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
7.2.1 Law of Mass Action . . . . . . . . . . . . . . . . . . . . . . . . . . 99
7.2.2 ODE System . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99
7.2.3 Conservation Laws . . . . . . . . . . . . . . . . . . . . . . . . . . 101
7.2.4 Reduced ODE System . . . . . . . . . . . . . . . . . . . . . . . . 101

7.3 Design 1: Adult Fibrinogen with 0.75 U/mL of Thrombin . . . . . . . . . 101
7.3.1 Parameter Estimation with Subset Selection . . . . . . . . . . . . 103
7.3.2 Practical Identifiability Analysis . . . . . . . . . . . . . . . . . . . 105
7.3.3 Global Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 106
7.3.4 Local Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 107
7.3.5 Identifiability Summary for Design 1 . . . . . . . . . . . . . . . . 116

7.4 Design 2: Adult Fibrinogen with 0.50 U/mL of Thrombin . . . . . . . . . 119
7.4.1 Parameter Estimation with Subset Selection . . . . . . . . . . . . 119
7.4.2 Practical Identifiability Analysis . . . . . . . . . . . . . . . . . . . 119
7.4.3 Global Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 119
7.4.4 Local Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 120
7.4.5 Identifiability Summary for Design 2 . . . . . . . . . . . . . . . . 122

7.5 Design 3: Adult Fibrinogen with 0.25 U/mL of Thrombin . . . . . . . . . 124
7.5.1 Parameter Estimation with Subset Selection . . . . . . . . . . . . 124

vi



7.5.2 Practical Identifiability Analysis . . . . . . . . . . . . . . . . . . . 125
7.5.3 Global Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 125
7.5.4 Local Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 125
7.5.5 Identifiability Summary for Design 3 . . . . . . . . . . . . . . . . 127

7.6 Design 4: Fetal Fibrinogen with 50 U/mL of Thrombin . . . . . . . . . . 129
7.6.1 Parameter Estimation with Subset Selection . . . . . . . . . . . . 129
7.6.2 Practical Identifiability Analysis . . . . . . . . . . . . . . . . . . . 129
7.6.3 Global Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 129
7.6.4 Local Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . 130
7.6.5 Identifiability Summary of Design 4 . . . . . . . . . . . . . . . . . 132

7.7 Summary of Wound Healing Model Parameters . . . . . . . . . . . . . . 134

Chapter 8 Mixed-Effects Modeling for Aggregate Data . . . . . . . . . . 147
8.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

8.1.1 Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148
8.1.2 Maximum Likelihood Estimation (MLE) . . . . . . . . . . . . . . 149
8.1.3 Restricted Maximum Likelihood Estimation (REML) . . . . . . . 152

8.2 Identifiability and Mixed-Effects Modeling . . . . . . . . . . . . . . . . . 152
8.3 Mixed-Effects Modeling of Fibrin Matrix Polymerization . . . . . . . . . 153

8.3.1 Estimates for 0.75 U/mL Thb Data Sets . . . . . . . . . . . . . . 157
8.3.2 Estimates for 0.50 U/mL Thb Data Sets . . . . . . . . . . . . . . 162
8.3.3 Estimates for 0.25 U/mL Thb Data Sets . . . . . . . . . . . . . . 164

8.4 Summary of Mixed-Effects Modeling for Wound Healing Application . . . 166

Chapter 9 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 175

Appendices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 189
Appendix A Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 190

A.1 Proof of Theorem 4.3.1 (B1) . . . . . . . . . . . . . . . . . . . . . . 191
A.2 Proof of Theorem 4.3.2 (B4) . . . . . . . . . . . . . . . . . . . . . . 197
A.3 Proof of Theorem 4.3.3 (B3) . . . . . . . . . . . . . . . . . . . . . . 204
A.4 Proof of Theorem 4.3.4 (srrqr) . . . . . . . . . . . . . . . . . . . . . 207

Appendix B Some Quarantine Math Poems . . . . . . . . . . . . . . . . . . 213

vii



LIST OF TABLES

Table 5.1 Table summarizing algorithmic performances for the matrix construc-
tions in §5.1. For each matrix S, the means of the ratio of condition
numbers are given, followed by the means for γ1 (5.3) and γ2 (5.4) are
shown in the last two columns. Each • denotes an optimal value for the
corresponding criterion within a test case. We use the notation e for
·10 in the table for easier comparisons. . . . . . . . . . . . . . . . . . . 67

Table 6.1 Parameter values and physical interpretations in COVID-19 model (6.1)
with units given in brackets (dimensionless quantities denoted by [ · ]). 74

Table 6.2 Average relative estimation errors (AREs) for each parameter in the
COVID-19 model (6.1) for increasing noise levels on generated data for
the quantity of interest y = A+I+H evaluated at the parameter values
in Table 6.1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

Table 6.3 Sobol’ main effects (Sj) and total effects (ST ) for each parameter in the
COVID-19 model (6.1) for N = 1 · 106 and N = 2 · 106 realizations. We
again use the notation e in the table rather than ·10 in the table for
easier comparison of indices. . . . . . . . . . . . . . . . . . . . . . . . 76

Table 6.4 Unidentifiable parameters for the COVID-19 model returned by each al-
gorithm. Each algorithm was performed for numerical ranks k = 6, 5, 4
of S, with S evaluated using the values from Table 6.1. We also include
the condition number of S after performing PSS or CSS and then re-
moving the unidentifiable columns from S (i.e. after forming S1). The
condition number of S prior to subset selection was 2.5 · 106. . . . . . 79

Table 6.5 Average relative estimation errors (AREs) for each parameter in the
COVID-19 model (6.1) for increasing noise levels on data for the quan-
tity of interest y = A + I + H evaluated at the parameter values in
Table 6.1. Dashed lines indicate that a parameter has been fixed in
ARE computations after being selected by PSS/CSS applied to the
relevant columns of S. . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

Table 6.6 (Left) Number of times that a parameter was flagged as unidentifiable
by each algorithm applied to M = 1000 sensitivity matrices S using
rank k = 4. Each matrix S was evaluated at the parameter estimates
obtained during the ARE procedure. (Right) Criteria (5.3) and (5.4)
for each algorithm and the condition number after removing the corre-
sponding columns of S. . . . . . . . . . . . . . . . . . . . . . . . . . . 83

Table 7.1 Initial conditions of state variables in the (reduced) ODE system (7.6)-
(7.10) using the conservation laws for C1 and C2 in § 7.2.3. . . . . . . 103

Table 7.2 Starting point for Nelder-Mead algorithm from [126]. . . . . . . . . . . 104

viii



Table 7.3 Iterations of our main procedure with fibrin matrix data corresponding
to an initial thrombin concentration of 0.75 U/mL. Optimal values in
each iteration are given in the corresponding parameter column, and
� signifies that a parameter has been flagged as unidentifiable at the
previous estimate and is fixed in the current iteration. . . . . . . . . . 105

Table 7.6 Parameters flagged as unidentifiable by each of the PSS and CSS al-
gorithms for different ranks of our low-rank approximation S1 of S ∈
R226×11, corresponding to Iter. 5 in Table 7.3. The performance mea-
sures of the respective algorithms at the given rank are also provided,
and parameters that differ in the subsets are in bold. The condition
number of S prior to subset selection was 2.0 ·1010. . . . . . . . . . . 108

Table 7.4 Average relative errors (AREs) of wound healing model parameters q ∈
R11 for each polymerization experiment design. Error terms, sampled
from a normal distribution with mean 0 and variance ς̂2, were added to
data obtained from the model prediction of fibrin matrix absorbance,
evaluated at the respective optimal q∗ ∈ R11. Parameters with AREs
over 0.40 are marked with � in the last row (largest variance). . . . . . 136

Table 7.5 Main and total effect Sobol’ indices for each fibrin matrix polymeriza-
tion experiment design with N = 1 ·106 realizations. The smallest total
indices in each design are marked with �, and the largest total indices
for each design are marked with ‡. . . . . . . . . . . . . . . . . . . . . 137

Table 7.7 Initial conditions of state variables in the (reduced) ODE system (7.6)-
(7.10) using the conservation laws for C1 and C2 in § 7.2.3 to model
fibrin matrix data with initial thrombin concentration 0.50 U/mL. . . 139

Table 7.8 Table corresponding to the first and last iterations of our main pro-
cedure applied to fibrin matrix data corresponding to initial thrombin
concentration 0.50 U/mL (Design 2). Squares in the column heading
denote that a parameter was flagged as unidentifiable during the pro-
cedure, with (·) in the exponent denoting the iteration in which it was
flagged by the PSS and CSS algorithms and subsequently fixed in the
next round of optimization. . . . . . . . . . . . . . . . . . . . . . . . . 140

Table 7.9 Parameters flagged as unidentifiable by each of the PSS and CSS al-
gorithms for different ranks of our low-rank approximation S1 of S ∈
R180×11, corresponding to Iter. 5 in Table 7.8 (Design 2, 0.50 U/mL
Thb). The performance measures of the respective algorithms at the
given rank are also provided, and parameters that differ in the subsets
are in bold. The condition number of S prior to subset selection was
1.7 ·109. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

Table 7.10 Initial conditions of state variables in the (reduced) ODE system (7.6)-
(7.10) using the conservation laws for C1 and C2 in § 7.2.3 to model
fibrin matrix data with initial thrombin concentration 0.25 U/mL. . . 141

ix



Table 7.11 Table corresponding to the first and last iterations of our main pro-
cedure applied to fibrin matrix data corresponding to initial thrombin
concentration 0.25 U/mL (Design 3). Squares in the column heading
denote that a parameter was flagged as unidentifiable during the pro-
cedure, with (·) in the exponent denoting the iteration in which it was
flagged by the PSS and CSS algorithms and subsequently fixed in the
next round of optimization. . . . . . . . . . . . . . . . . . . . . . . . . 142

Table 7.12 Parameters flagged as unidentifiable by each of the PSS and CSS al-
gorithms for different ranks of our low-rank approximation S1 of S ∈
R180×11, corresponding to Iter. 4 in Table 7.11 (Design 3, 0.25 U/mL
Thb). The performance measures of the respective algorithms at the
given rank are also provided. The condition number of S prior to sub-
set selection was 8.2 · 108. . . . . . . . . . . . . . . . . . . . . . . . . . 143

Table 7.13 Initial conditions of state variables in the (reduced) ODE system (7.6)-
(7.10) using the conservation laws for C1 and C2 in § 7.2.3 to model
fibrin matrix data from fetal fibrinogen. . . . . . . . . . . . . . . . . . 143

Table 7.14 Table corresponding to the first and last iterations of our main proce-
dure applied to fibrin matrix data corresponding to fetal fibrinogen with
initial thrombin concentration 0.50 U/mL (Design 4). Squares in the
column heading denote that a parameter was flagged as unidentifiable
during the procedure, with (·) in the exponent denoting the iteration in
which it was flagged by the PSS and CSS algorithms and subsequently
fixed in the next round of optimization. . . . . . . . . . . . . . . . . . 144

Table 7.15 Parameters flagged as unidentifiable by each of the PSS and CSS al-
gorithms for different ranks of our low-rank approximation S1 of S ∈
R180×11, corresponding to Iter. 5 in Table 7.14 (Design 4 with fetal fib-
rinogen). The performance measures of the respective algorithms at the
given rank are also provided. The condition number of S prior to subset
selection was 2.1 · 109. . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

Table 8.1 Nominal parameter values q∗ that were used for identifiability analysis
of respective polymerization experiment designs in § 7. Here [A] denotes
the use of adult fibrinogen in the experiments, whereas [F] denotes fetal
fibrinogen. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 156

Table 8.2 Nominal parameter values used for mixed-effects estimation correspond-
ing to polymerization experiment designs with 0.75 U/mL and 0.50
U/mL of initial thrombin. These values were obtained from the aver-
ages of the respective values in Table 8.1. Parameters represented in
the estimated fixed-effects vector β ∈ RF (=5) are signified by ‡. . . . . 157

Table 8.3 Estimated fixed effects β∗ using MLE and REML methods using data
sets from the polymerization experiment design with 0.75 U/mL initial
thrombin concentration. . . . . . . . . . . . . . . . . . . . . . . . . . . 159

x



Table 8.4 Estimated fixed effects β∗ obtained with the MLE and REML methods,
using data sets from the polymerization experiment design with 0.75
U/mL initial thrombin concentration. The first row corresponds to the
default setting with all parameters estimated with random effects. The
last row corresponds to the simplified mixed-effects model with the
parameters k−2 and k+ estimated as fixed effects only. . . . . . . . . . 161

Table 8.5 Estimated fixed effects β∗ using MLE and REML methods using data
sets from the polymerization experiment design with 0.75 U/mL initial
thrombin concentration. The first row corresponds to the default setting
with all parameters estimated with random effects. The second row
corresponds to the simplified mixed-effects model with the parameters
k−2 and k+ estimated as fixed effects only. The last row denoted with ‡
indicates the updated covariance pattern that incorporates correlations
between {k−4 , k+2 } and {k+1 , k+2 }. . . . . . . . . . . . . . . . . . . . . . 162

Table 8.6 Estimated fixed effects β∗ using MLE and REML methods using data
sets from the polymerization experiment design with 0.50 U/mL initial
thrombin concentration with adult fibrinogen. The first row corresponds
to the default setting with all parameters estimated with random ef-
fects. The second row corresponds to the parameters k−2 and k+ being
estimated as fixed effects only. The last row denoted with ‡ indicates
the updated covariance pattern that incorporates correlations between
{k−4 , k+1 } and {k+1 , k+2 }. . . . . . . . . . . . . . . . . . . . . . . . . . . 163

Table 8.7 Estimated fixed effects β∗ using MLE and REML methods using data
sets from the polymerization experiment design with 0.50 U/mL initial
thrombin concentration with fetal fibrinogen. The first row corresponds
to the default setting with all parameters estimated with random ef-
fects. The second row corresponds to the parameters k−2 and k+ being
estimated as fixed effects only. The last row denoted with ‡ indicates
the updated covariance pattern that incorporates correlations between
{k−4 , k+2 }. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

Table 8.8 Estimated fixed effects β∗ using MLE and REML methods using data
sets from the polymerization experiment design with 0.25 U/mL initial
thrombin concentration. The first row corresponds to the default set-
ting with all parameters estimated with random effects. The second row
corresponds to the parameters k−2 and k+ being estimated as fixed ef-
fects only. The last row denoted with ‡ indicates the updated covariance
pattern that incorporates correlations between {k−4 , k+2 } and {k+1 , k+2 }. 165

Table 8.9 Final estimated fixed effects β∗ using MLE and REML methods using
data sets from each of the polymerization experiment designs with 0.75
and 0.50 U/mL initial thrombin concentrations. . . . . . . . . . . . . 167

xi



LIST OF FIGURES

Figure 1.1 Flow chart of our approaches to identifiability analysis with corre-
sponding section numbers. Our methods from § 2 are illustrated with:
(Left) a COVID-19 model (§ 6) in which reliable nominal parameter
values are known; (Right) a wound healing model (§ 7) in which nom-
inal values are obtained via the procedure outlined in § 3. For the
wound healing model, we also outline mixed-effects techniques to esti-
mate parameters across multiple data sets from repeated experiments
(§ 8). We note that the column subset selection algorithms in § 4 were
tested on adversarial matrices in § 5 (not pictured). . . . . . . . . . . 6

Figure 2.1 Compartment model idealizing disease spread through susceptible (S),
infectious (I) and recovered (R) individuals in a population. . . . . . 8

Figure 5.1 Box plots of (a) the ratio of condition numbers, (b) γ1 (5.3), and (c)
γ2 (5.4) after performing each algorithm on 10,000 realizations of the
SHIPS matrix. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

Figure 6.1 Diagram of nested epidemiological compartment models in order of
increasing model complexity: (a) SIR, (b) SEIR, (c) SVIR, (d) SEVIR,
and (e) COVID-19. The 7 state variables considered in these models
represent individuals who are: susceptible (S), vaccinated (V ), exposed
(E), asymptomatic (A) and symptomatic (I) infectious, hospitalized
(H), or recovered (R). . . . . . . . . . . . . . . . . . . . . . . . . . . 72

Figure 6.2 Correlation matrix B ∈ R8×8 for COVID-19 model parameters evalu-
ated at values in Table 6.1. Largest correlations are marked with �.
The most identifiable parameters are marked with ‡, and columns/rows
corresponding to the most unidentifiable parameters are shaded in
gray. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

Figure 6.3 Solutions to (6.1) for the quantity of interest y = A+H+ I, evaluated
at the parameter estimates returned by the ARE procedures for (a)
8 parameters, (b) 5 parameters, and (c) 3 parameters. These curves
correspond to error variance ς̂2 = 0.25 in Table 6.5, in rows with the
designated number of estimated parameters (those without dashes).
We exclude the 4-parameter fits in Table 6.5 for brevity as they are
visually identical to (b) and (c). . . . . . . . . . . . . . . . . . . . . 88

Figure 6.4 Number of times that a parameter was flagged as unidentifiable by
each algorithm applied to M = 1000 sensitivity matrices S from §6.2
using ranks (a) k = 6, (b) k = 5, and (c) k = 4. Each matrix S
was evaluated at the parameter estimates obtained during the ARE
procedure for ς̂2 = 0.25. . . . . . . . . . . . . . . . . . . . . . . . . . 89

xii



Figure 6.5 Percentage of times that a parameter was flagged as unidentifiable by
each algorithm applied to sensitivity matrices S within each Sobol’
iteration, using ranks (a) k = 6, (b) k = 5, and (c) k = 4. . . . . . . . 90

Figure 6.6 Summary of parameter identifiability according to (left to right): AREs
(§ 6.2); PSS/CSS algorithms with ARE estimates (§ 6.4); PSS/CSS al-
gorithms and the correlation matrix evaluated at the nominal values
(§ 6.4); PSS/CSS algorithms evaluated within Sobol’ iterations (§ 6.4);
and GSA with Sobol’ indices (§ 6.3). Parameters in green denote those
that were determined to be identifiable by 3 or more approaches; pa-
rameters in red denote those that were determined to be unidentifiable
by 3 or more approaches. . . . . . . . . . . . . . . . . . . . . . . . . . 91

Figure 7.1 Thrombin-mediated assembly of fibrin matrix; thrombin cleaves fib-
rinopeptides from fibrinogen, exposing fibrin knobs that bind to corre-
sponding holes on the fibrinogen molecules [17]. Reprinted from Bio-
materials, AC Brown et al., Vol 29, pg. 28, Figure 2, Copyright (2015),
with permission from Elsevier. . . . . . . . . . . . . . . . . . . . . . . 94

Figure 7.2 Diagram of the polymerization experiment. Baseline measurements of
Abs350nm are taken for the 96 well plate reader. Fibrin clots are
formed by adding thrombin to the wells, measured at 9 locations
per well. Image courtesy of A.C. Brown in the Joint Department of
Biomedical Engineering at NC State and UNC-Chapel Hill. . . . . . 96

Figure 7.3 Examples of fibrin matrix absorbance data collected via the procedure
outlined in § 7.1.1 with initial thrombin concentrations of 0.75, 0.50,
and 0.25 U/mL. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

Figure 7.4 Flow chart for the identifiability analyses that we illustrate in detail
for the polymerization experiment with adult fibrinogen and an initial
thrombin concentration of 0.75 U/mL. In § 7.3.1, we summarize the
parameter estimation procedure from § 3.3 before using the outputted
vector in our practical identifiability (§ 7.3.2) and global sensitivity
analyses (§ 7.3.3). We then detail our integrated approach to local
sensitivity analysis in § 7.3.4. . . . . . . . . . . . . . . . . . . . . . . 102

Figure 7.6 Total number of times a parameter was flagged as unidentifiable (out of
M = 1000) by PSS and CSS algorithms applied to sensitivity matrices
S ∈ R226×11, evaluated at the parameter vectors estimated within the
iterations of the ARE procedure (at ς̂2 = 1 ·10−5) for ranks of S1 equal
to (a) 10; (b) 9; (c) 8; (d) 7; (e) 6; and (f) 5. . . . . . . . . . . . . . . 111

xiii



Figure 7.7 Mean criteria (a) γ1 (5.3) and (b) γ2 (5.4) for the partitions S =
[S1 S2] resulting from M = 1000 applications of Algorithms B1, B4,
B3, srrqr, and PSS to the S evaluated at the ARE optima. The ranks
of S1 on each horizontal axis correspond to those in Figure 7.6, and
the optimal values of 1 for γ1 and γ2 on each vertical axis are marked
by ?. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

Figure 7.8 Percentage of times a parameter was flagged as unidentifiable by PSS
and CSS algorithms applied to sensitivity matrices S ∈ R226×11, eval-
uated at the parameter vectors sampled within the iterations of the
Sobol’ procedure for ranks of S1 equal to (a) 10; (b) 9; (c) 8; (d) 7; (e)
6; and (f) 5. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

Figure 7.9 Mean criteria (a) γ1 (5.3) and (b) γ2 (5.4) for the partitions S = [S1S2]
resulting from 1.3 · 107 applications of Algorithms B1, B4, B3, srrqr,
and PSS to the S evaluated at the Sobol’ samples. The ranks of S1 on
each horizontal axis correspond to those in Figure 7.8, and the “ideal”
values of 1 for γ1 and γ2 on each vertical axis are marked by ?. . . . 115

Figure 7.10 Diagram of our identifiability analysis for the polymerization exper-
iment with adult fibrinogen and initial thrombin concentration 0.75
U/mL. We summarize the methods of: our main optimization with
PSS/CSS (§ 7.3.1); practical identifiability analysis (§ 7.3.2); global
sensitivity analysis (§ 7.3.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.3.4).
Parameters that are flagged as identifiable in more than 4 of our out-
lined approaches are colored green, and those flagged as unidentifiable
in more than 4 of the approaches are colored red. . . . . . . . . . . . 118

Figure 7.11 Diagram of our identifiability analysis for the polymerization exper-
iment with adult fibrinogen and initial thrombin concentration 0.50
U/mL. We summarize the methods of: our main optimization with
PSS/CSS (§ 7.4.1); practical identifiability analysis (§ 7.4.2); global
sensitivity analysis (§ 7.4.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.4.4).
Parameters that are flagged as identifiable in more than 3 of our out-
lined approaches are colored green, and those flagged as unidentifiable
in more than 3 of the approaches are colored red. . . . . . . . . . . . 123

xiv



Figure 7.12 Diagram of our identifiability analysis for the polymerization exper-
iment with adult fibrinogen and initial thrombin concentration 0.25
U/mL. We summarize the methods of: our main optimization with
PSS/CSS (§ 7.5.1); practical identifiability analysis (§ 7.5.2); global
sensitivity analysis (§ 7.5.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.5.4).
Parameters that are flagged as identifiable in more than 3 of our out-
lined approaches are colored green, and those flagged as unidentifiable
in more than 3 of the approaches are colored red. . . . . . . . . . . . 128

Figure 7.13 Diagram of our identifiability analysis for the polymerization exper-
iment with fetal fibrinogen and initial thrombin concentration 0.50
U/mL. We summarize the methods of: our main optimization with
PSS/CSS (§ 7.6.1); practical identifiability analysis (§ 7.6.2); global
sensitivity analysis (§ 7.6.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.6.4).
Parameters that are flagged as identifiable in more than 3 of our out-
lined approaches are colored green, and those flagged as unidentifiable
in more than 3 of the approaches are colored red. . . . . . . . . . . . 133

Figure 7.5 Correlation matrices for polymerization experiments with initial throm-
bin concentrations of (a) 0.75 U/mL, (b) 0.50 U/mL, (c) 0.25 U/mL,
and with fetal fibrinogen in the (d) neonatal case. The most identifi-
able parameters from local sensitivity analysis are boxed in blue, while
the rows/columns of the most unidentifiable parameters are shaded in
gray scale. Correlations with magnitude above 0.90 are marked with �.
Note that columns corresponding to k, k−, and k+4 were removed prior
to computation due to ill-conditioning of the 11× 11 sensitivity matrix.138

Figure 7.14 Model predictions to data evaluated at the final estimates from our
main procedure for each design. Figures (a)-(c) correspond to fibrin
matrix polymerization experiments performed with adult fibrinogen
and initial thrombin concentrations of 0.75 U/mL, 0.50 U/mL, and
0.25 U/mL, respectively. In (d), we show the final fit to fibrin matrix
data obtained from fetal fibrinogen for a 0.50 U/mL initial thrombin
concentration. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139

Figure 7.15 Flow chart for our process of identifiability analysis in this chapter
with the end goal of mixed-effects modeling with random and fixed
effects to fit data from multiple experiments within the same design
simultaneously (§ 8). . . . . . . . . . . . . . . . . . . . . . . . . . . . 146

xv



Figure 8.1 Flow chart for our approach to identifiability analysis with the end goal
of estimating identifiable parameters with mixed-effects modeling. We
utilize random and fixed effects to fit data from multiple experiments
within the same fibrin matrix polymerization experiment design simul-
taneously (§ 8.3). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154

Figure 8.2 Data sets for each fibrin matrix polymerization experiment design,
collected by collaborators in Dr. Ashley Brown’s research group in the
Joint Department of Biomedical Engineering at NC State and UNC-
Chapel Hill. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

Figure 8.3 Covariance matrices Ψ for random effects using the (a) MLE and (b)
REML methods in nlmefit for the 0.75 U/mL design. Boxed param-
eters are those estimated with negligible random effects. . . . . . . . 159

Figure 8.4 Wound healing model from § 7 fit to data sets from fibrin matrix poly-
merization experiments with 0.75 U/mL initial thrombin concentration
using (a) MLE and (b) REML methods. The black curve without a
corresponding data set corresponds to the model evaluated at the mean
fixed-effect estimates β∗. Individual data sets are plotted against the
model evaluated at β∗+ rγ for the random effect vector corresponding
to each data set γ = 1, ...,4. The maximized log-likelihood function
values from § 8.1 also given. . . . . . . . . . . . . . . . . . . . . . . . 160

Figure 8.5 Covariance matrices Ψ ∈ R5×5 for the random effects added to all of
the parameters in β for the polymerization designs corresponding to
0.50 U/mL thrombin with (a) adult and (b) fetal fibrinogen. Boxed
parameters are those estimated with negligible random effects. . . . . 164

Figure 8.6 Covariance matrix Ψ ∈ R5×5 for the random effects added to all of the
parameters in β for the polymerization designs corresponding to 0.25
U/mL thrombin. Boxed parameters are those estimated with negligible
random effects. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 165

Figure 8.7 Model predictions to each of the data sets within the designs corre-
sponding to initial thrombin concentrations of (a) 0.75 U/mL, (b-c)
0.50 U/mL, (d) 0.25 U/mL. Individual fits to the data in Figure 8.2
are obtained by evaluating the model at the final estimates β∗+rγ for
the γth data set within a design. The solid black curve plotted in each
subfigure corresponds to the model evaluated at β∗. . . . . . . . . . . 169

Figure 9.1 Compartment diagram for COVID-19 model in § 6 with the most iden-
tifiable parameters in boldface green. . . . . . . . . . . . . . . . . . . 172

Figure 9.2 Coupled reaction system characterizing fibrin matrix polymerization
from § 7 with the most identifiable model parameters in green. The
color orange for the parameters k−4 and k+2 indicates a high correlation
between them though they were still included in mixed-effects estimation.173

xvi



Chapter 1

Introduction

Mathematical modeling refers to the representation of real-world phenomena through

equations, graphs, or other mathematical structures. Many physical and biological pro-

cesses can be modeled as dynamical systems for which the relevant quantities are given

by functions of time, a subject of research whose origins are often credited to Poincaré

for his work on celestial motion [74]. For several hundreds years, ordinary differential

equations (ODEs) have been used to model dynamical systems, with increasing analytic

rigor as more sophisticated tools have become available.

In the early twentieth century, explicit connections were made between mathematical

models and the design of scientific experiments [48, 152, 160]. The formalization of scien-

tific experiment design and data collection, with respect to mathematical and statistical

analysis, in turn, led to further advances in modeling. In particular, regression analysis

[47, 52, 128, 160] was developed to determine the best fit between model predictions

and corresponding observations from the associated experiments. This work expanded

on the pioneering early nineteenth century work of Gauss [2, Chapter 1] and Legendre

[100, Appendix], who introduced the least squares framework to determine the orbits of

planetary bodies. Galton later coined the term “regression” [52] in reference to his use

of the approach to fit a model to data for decreasing (“regressing”) heights in ancestral

lineages.

As least squares regression became more widely utilized to estimate model parameters

in real-world applications, the issue of identifiability rose to the forefront of mathemat-

ical modeling concerns [10, 107, 138]. In general, parameter identifiability refers to the

uniqueness of the parameter values obtained from observations for the corresponding
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model [105, 132, 153, 166]. The identifiability of model parameters is then tied directly

to regression, in that the uniqueness of least squares estimates depends on the non-

singularity of the Hessian for the associated inverse problem [22, 35, 132].

In this thesis, we reinterpret parameter identifiability analysis with the Hessian as

analysis with the Jacobian of the sum of squared residuals between model predictions

and observations. Namely, we recast the problem of parameter identifiability as the clas-

sical numerical linear algebra problem of column subset selection (CSS) [27, 28, 29, 49]

with the sensitivity matrix S [19, 22, 35, 135]. We translate popular algorithms for iden-

tifiability analysis with the eigenvalue decomposition of the information matrix (STS)

[85, 86, 115] into more numerically accurate CSS algorithms operating on the sensitiv-

ity matrix. Several previous studies have investigated the numerical accuracy of these

algorithms [29, 63] or demonstrated their applicability to parameter estimation prob-

lems with synthetic data [22, 35, 115, 132, 166]. However, not only do we derive error

bounds and construct adversarial matrices for algorithmic performance comparisons, but

we also illustrate the robustness of CSS algorithms on sensitivity matrices from a novel

wound healing application with real data [17, 18, 33, 34, 122, 123, 126, 162] as well

as a COVID-19 outbreak model [104, 129, 141, 175]. For cross-validation, we compare

the findings of our CSS methods to those of other approaches we consider involving

Sobol’ analysis [3, 75, 142, 144, 146, 156, 157, 158] and practical identifiability analysis

[68, 115, 151, 153, 178]. Our identifiability analyses are shown to be both highly consistent

and directly applicable to mixed-effects modeling with aggregate observations, multiple

data sets for the same quantity of interest collected from repeated scientific experiments

in the wound healing application [42, 80].

This thesis adheres to the format summarized in the flow chart of Figure 1.1. We

first provide an overview of relevant methodology for dynamical systems modeling, least

squares minimization, and parameter identifiability in § 2 that we utilize in each of our

applications. When we have reliable nominal parameter values for analysis, as in § 6, we

move straight to the techniques outlined in § 2 (the left side of Figure 1.1).

However, when nominal parameter values are unknown, as in § 7 (right side of Fig-

ure 1.1), we describe a procedure in § 3 that combines least squares minimization with

parameter subset selection to determine nominal values for our subsequent analyses. We

also illustrate the direct connection between computations with the information matrix

and the more numerically stable CSS algorithms operating on the sensitivity matrix for
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local sensitivity identifiability analysis in § 4. In § 5 (not pictured in Figure 1.1), we

present numerical benchmarks for the subset selection algorithms using adversarial test

matrices that we construct from classical column pivoting counter examples in the nu-

merical linear algebra literature. We also implement all of the considered algorithms for

local sensitivity analyses of the model parameters in our applications in § 6 and 7.

Data-driven models of dynamical systems involve longitudinal data corresponding to

the functions of time describing the relevant quantities of interest in the models, the type

of data considered in § 2 through § 7. However, for many dynamical systems, such as the

wound healing application in § 7, aggregate data is available from repeated experiments.

As such, in the last chapter (§ 8), we develop a mixed-effects model for the wound healing

dynamical system and highlight the connections between parameter mixed-effects and

identifiability.

The key contributions of this thesis include the following:

• We demonstrate the accuracy of the complex-step derivative approximation in com-

puting (unidentifiable) parameter sensitivities (§ 2.3.4 (“Complex-Step Derivative

Approximation”) for a wound healing model in which finite difference methods were

numerically unstable (§ 7.3.4); see also [126]).

• We demonstrate the integration of identifiability analysis into least squares mini-

mization for an iterative parameter estimation procedure to improve problem con-

ditioning and least squares optima (§ 3).

• We interpret algorithms based on eigenvalue decompositions of the information

matrix [86] as known column subset selection (CSS) methods applied to the sensi-

tivity matrix (§ 4), allowing quantification of accuracy and reliability of parameter

identification with new methods of comparison, which has the following advantages:

1. Broadens the applicability of parameter identifiability analysis by permit-

ting the use of synthetic data generated from an additive observation model;

namely, only a discretization of the model is needed, a subtle but crucial dis-

tinction when experimental data is not available (§ 6, § 7) or optimization to

determine nominal values is infeasible (§ 2.2, § 2.3.3),

2. Improves accuracy in computing parameter correlations and dependencies that

can adversely affect identifiability analyses (§ 2.3.4),
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3. Quantifies reliability of partitions into identifiable and unidentifiable parame-

ters (§ 4.2.1),

4. Establishes criteria for comparing the accuracy of different algorithms (Crite-

ria (5.3) and (5.4)),

5. Performs more reliably than eigenvalue methods applied to the information

matrix without increasing computational cost (§ 4.1.2).

• We perform extensive numerical experiments on CSS algorithms applied to matrices

constructed from classical column-pivoting counterexamples (§ 5).

• We construct an adversarial matrix, the SHIPS matrix (§ 5.1.5), to amplify accuracy

differences among the methods.

• Among the PSS (Algorithm 1) and CSS methods (Algorithms 2-5), we recommend

an implementation based on the strong rank-revealing QR algorithm (Algorithm 5)

because of its rigorous accuracy guarantees for both identifiable and unidentifiable

parameters, through bounds that have only a polynomial dependence on the number

of relevant parameters (rather than an exponential dependence as in Algorithms 1-

4).

• We propose a COVID-19 compartment diagram and develop a corresponding math-

ematical model loosely based on [129], roughly calibrated to real data tracking the

total number of infectious individuals in the United States (§ 6.1).

• We propose a reaction system and develop a corresponding mathematical model for

fibrin matrix polymerization, with nominal parameter values determined from least

squares minimization informed by local sensitivity analysis within the iterations of

the optimization routine (§ 7.2).

• We compare a comprehensive set of methods for identifiability analysis, including

both derivative-based and variance-based sensitivity methods, applied to our data-

driven mathematical models of COVID-19 disease spread (§ 6) and of fibrin matrix

polymerization in wound healing (§ 7).

• We implement and integrate the CSS algorithms into our approaches to practical

identifiability and global sensitivity analyses (§ 6.4, § 7.3.4).
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• We demonstrate the utility of our parameter identifiability analyses using a mixed-

effects modeling application with real aggregate fibrin matrix data (§ 8).

• We interpret our findings in the contexts of the respective modeling applications

(§ 6.5, § 7.7, § 8.4) and propose future avenues of parameter identifiability research

(§ 9).
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Figure 1.1: Flow chart of our approaches to identifiability analysis with corresponding
section numbers. Our methods from § 2 are illustrated with: (Left) a COVID-19 model
(§ 6) in which reliable nominal parameter values are known; (Right) a wound healing
model (§ 7) in which nominal values are obtained via the procedure outlined in § 3. For
the wound healing model, we also outline mixed-effects techniques to estimate parameters
across multiple data sets from repeated experiments (§ 8). We note that the column subset
selection algorithms in § 4 were tested on adversarial matrices in § 5 (not pictured).
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Chapter 2

Background

In this chapter, we outline methodology for parameter estimation in the context of dy-

namical systems. Namely, we describe a least squares framework for optimization with

respect to a single data set for a particular quantity of interest in a mathematical model.

Parameter identifiability is then discussed for robust estimation, with relevant definitions

provided for sensitivity and practical identifiability analysis.

2.1 Notation

We first introduce the notation for mathematical models used throughout this thesis. In

general, many physical and biological processes can be idealized as dynamical systems of

the form

ẋ = f(x; u,q), x(t0) = x0, (2.1)

y(t) = h(x; u,q). (2.2)

Here x ∈ Rm are the state variables, q ∈ Rp are the model parameters, u ∈ Ru are system

inputs (if any), and y(t) are system outputs or responses (without error), often called the

quantity of interest for the model. iWe note that for ease of explanation we have assumed

scalar-valued quantities of interest but analogous definitions hold for vector-valued re-

sponses. To illustrate these concepts, we give an example below of a simple dynamical

iThough the term has interpretations in the statistical community, we use quantity of interest to
refer to the model response for which we have observations.
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Figure 2.1: Compartment model idealizing disease spread through susceptible (S), in-
fectious (I) and recovered (R) individuals in a population.

system idealizing disease spread.

Example 2.1.1. Consider the following epidemiological compartment model (SIR, Fig-

ure 2.1) that describes disease spread through a population comprising susceptible (S),

infectious (I), and recovered (R) individuals [92, 93]. We idealize the disease spread

through each group as a dynamical system of the form

dS

dt
= −β IS

N
,

dI

dt
= β

IS

N
− γI,

dR

dt
= γI,

S(0) = S0, I(0) = I0, R(0) = R0,

Here the epidemiological parameters q = [β γ] govern the disease spread between popula-

tion groups; the system inputs u are time t and x0 = [S0, I0, R0]; and the most commonly

assumed system response is y(t) = h(t; q) ≡ I(t; q), the number of infectious individuals

at time t.

2.2 Parameter Estimation

Once a mathematical model has been developed for a given problem, with data provided

for a particular quantity of interest, parameter values must be determined. In some

cases, these values can be prescribed from relevant literature or expert opinion, but often

parameters need to be estimated via the formulation and solution of an inverse problem.

8



Obtaining accurate estimates, however, can be complicated by observation errors, model

discrepancy, and algebraic dependencies among parameters. As such, we first present a

statistical model for the observation process before utilizing it in an ordinary least squares

objective function for the associated inverse problem.

2.2.1 Statistical Model

In most applications, system responses or observations are not error-free as we assume in

(2.2). We introduce a statistical model to quantify error resulting from noisy observations

or measurements.

To this end, let h(t; q) be the solution curve for the quantity of interest in (2.2),

where we emphasize dependency on t for discretization with respect to time and suppress

dependencies on x,u for notational convenience. The statistical model for the observation

process can be formulated as

yi = h(ti; q̃) + εi, i = 1, . . . , n, (2.3)

where we evaluate the model prediction of the response h at times ti corresponding to

observations yi for 1 ≤ i ≤ n, and q̃ are parameter values. The combined measurement

and observation errors εi are random variables assumed to be independently and iden-

tically distributed. In the next section, we show how the statistical model (2.3) can be

employed in a least squares objective function for the associated inverse problem.

2.2.2 Ordinary Least Squares Minimization

When a statistical model for the observation process has been established, there are

several commonly utilized methods for parameter estimation, including maximum like-

lihood estimation [42, 43, 153] and least squares minimization [36, 45, 58, 77, 78]. For

the statistical model in (2.3), we employ an ordinary least squares framework, estimating

parameters q ∈ Rp via minimization of the objective function J(q):

q∗ = arg min
q∈Rp

J(q), where J(q) =
1

n

n∑
i=1

(h(ti; q)− yi)2 . (2.4)

In evaluating J(q) in (2.4), the model solution h can be determined approximately

9



using a numerical solver for (possibly stiff) systems of ODEs. The optimization problem

that determines q∗ can be solved via gradient-based or derivative-free methods [90, 91,

121] applied to the objective function J in (2.4).

2.2.3 Considerations for Parameter Estimation

When estimating parameters using data for a particular quantity of interest, such as in

the least squares formulation above, it is important to consider whether each parameter

can be estimated uniquely from the data. To motivate our next section on parameter

identifiability, we present the following example from [153].

Example 2.2.1. We consider a simple harmonic oscillator model characterizing the

horizontal displacement z(t) of a mass on the end of a Hookean spring, formulated as

mz̈ + kz = 0,

z(0) = z0, ż(0) = 0,
(2.5)

where m represents mass and k the stiffness coefficient for the spring. The admissible

parameter space for q = [m k] is taken to be (0,∞) × (0,∞). To view this model in

the form of (2.1), we can re-write it as a system of first-order ODEs, letting x1 = z and

x2 = ż so that

ẋ1 = x2, x1(0) = z0, (2.6)

ẋ2 = − k
m
x1, x2(0) = 0. (2.7)

From the solution z(t) = z0 cos(
√

k
m
t) to (2.5) (or equivalently (2.6-2.7)), we can see

that q = [m k] cannot be uniquely estimated from displacement data; for instance,

q = [m k] and q̂ = [1 k
m

] would yield the same values for z(t).

The issue of non-uniqueness in parameter estimation poses significant problems for

robust optimization. In particular, algebraic dependencies among parameters can pre-

clude inversion of the Hessian for the associated inverse problem. To see this explicitly,
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define a modified version of the objective function in (2.4) given by

g(q) =
n∑
i=1

(h(ti; q)− yi)2. (2.8)

Recall for a differentiable function g : Rp → R, the gradient of g at a point z ∈ Rp is

given by

∇g(z) =

[
∂g

∂q1
(z), . . . ,

∂g

∂qp
(z)

]T
.

The affine approximation (linearization) ĝ of g at z ∈ Rp is then

ĝ(q) = g(z) +∇g(z)T (q− z). (2.9)

Now consider a differentiable function r : Rp → Rn with component functions ri for

1 ≤ i ≤ n. The Jacobian of r at z ∈ Rp is given by

Dr(z) =


∂r1
∂q1

(z) · · · ∂r1
∂qp

(z)
∂r2
∂q1

(z) · · · ∂r2
∂qp

(z)
...

...
∂rn
∂q1

(z) · · · ∂rn
∂qp

(z)

 , (2.10)

and the affine approximation r̂ to r at z ∈ Rp is

r̂(z) = r(z) +Dr(z)(q− z). (2.11)

For the modified least squares cost function g(q) in (2.8), denote

g(q) =
n∑
i=1

(h(ti; q)− yi)2 ≡
n∑
i=1

ri(q)2 = ‖r‖22,

so that at z ∈ Rp,

∂g

∂qj
(z) = 2

n∑
i=1

ri(z)
∂ri
∂qj

(z).
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Then the gradient of g at z can be expressed as

∇g(z) = 2
n∑
i=1

ri(z)∇r(z) = 2Dr(z)T r(z). (2.12)

A necessary, but generally not sufficient, condition [91, Section 2.4] for optimality of a

minimizer q∗ ∈ Rp of g is that q∗ satisfies

2Dr(q∗)T r(q∗) = 0. (2.13)

Note that (2.13) reduces to the normal equations for linear r = Aq−b for someA ∈ Rn×p,

b ∈ Rn since

Dr(q∗) = A ⇒ ∇g(q∗) = 2AT (Aq∗ − b).

Because ri(q) = h(ti; q) − yi implies Dr(q∗) = D[h(ti; q
∗)]ni=1 ≡ J(q∗), we arrive at the

following version of the optimality condition in (2.13):

∇g(q∗) = 2J(q∗)r(q∗) = 0.

With the popular approach of the Gauss-Newton methodii [91, Section 2.4] to find the

minimizer q∗ of (2.8), iterates q(k) (k = 1, 2, ...) converging to q∗ are determined in the

following manner. Instead of solving the nonlinear least squares minimization problem,

we consider the affine approximation (2.11) to r about the iterate q(k) given by

r̂(q; q(k)) = r(q(k)) + J(q(k))(q− q(k)). (2.14)

We then iteratively solve linearizations of the original problem using (2.14). Namely, the

next iterate q(k+1) is computed as the solution to

min
q∈Rp
‖r̂(q; q(k))‖22 = min

q∈Rp
‖r(q(k)) + J(q(k))(q− q(k))‖22. (2.15)

iiThe Levenberg-Marquardt Algorithm [Section 3.3.5][91], used for our mixed-effects parameter es-
timation in § 8, solves a regularization of (2.15) from the Gauss-Newton method with regularization
parameter λk > 0. In particular, the objective function for the Levenberg-Marquardt linearization is
equal to (2.15) with the added term λk‖q− q(k)‖22.
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If the columns of J(q(k)) are linearly independent, then the solution to (2.15) can be

obtained from the normal equations via

q(k+1) = q(k) − [J(q(k))TJ(q(k))]−1J(q(k))T r(q(k)). (2.16)

The corresponding Gauss-Newton step is given by

q(k+1) − q(k) = −[J(q(k))TJ(q(k))]−1J(q(k))T r(q(k))

= −1

2
[J(q(k))TJ(q(k))]−1∇g(q∗), (2.17)

where the last equality uses (2.12).

However, if J(q(k)) has linearly dependent columns, then the Hessian H(q(k)) =

J(q(k))TJ(q(k)) in (2.16) and (2.17) is singular. Letting v ∈ Rp be an eigenvector corre-

sponding to an eigenvalue 0 of the singular Hessian H , the step direction in (2.17) can

thus be varied in the direction of v without affecting (2.8), to first order [21]. A direct

implication is that q ∈ Rp cannot be uniquely estimated from {yi}ni=1 when J(q) in (2.10)

has linearly dependent columns, or equivalently when the Hessian is singular [21, 35]. We

explain how the non-singularity of the Hessian relates to local sensitivity identifiability

by demonstrating the connection between the Jacobian and the sensitivity matrix (2.32)

in § 2.3.4.

2.3 Parameter Identifiability

Parameter identifiability analysis addresses the issue of non-uniqueness in estimation.

Namely, the goal of such analysis is to determine those parameters that can be uniquely

estimated from data for a given quantity of interest. Because many definitions of iden-

tifiability exist in the literature, we first provide those assumed in this thesis. We then

outline the specific methodology that we use for identifiability analysis. Though this

thesis focuses on practical and sensitivity identifiability, a brief discussion of structural

identifiability is also included so that our summary is self-contained.
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2.3.1 Overview

Parameter identifiability analysis is generally subdivided into three categories: structural,

practical, and sensitivity. Ideally, for validation purposes, more than one approach should

be used to determine parameter identifiability, though there are distinct advantages and

disadvantages for each that are summarized in the following sections.

2.3.2 Structural Identifiability

Introduced by Bellman and Astrom in the early 1970s, structural identifiability addresses

the issue of unique parameter estimation from algebraic properties of the model [10]. It is

often called an a priori method because it can be done without any experimental data.

Common techniques to determine structural identifiability include differential algebra

[4, 11, 38, 76, 105], power series expansions [62, 131], or generating series [101, 168].

However, structural identifiability analysis involves restrictive assumptions for many real-

world applications, such as lack of noise or model error. Additionally, techniques to

determine structural identifiability can be computationally infeasible for moderate- to

large-scale applications.

In spite of these drawbacks, when it can tractably be done, structural identifiability

definitively answers which parameters can be uniquely estimated under ideal conditions,

informing subsequent investigations of practical or sensitivity identifiability. For com-

pleteness, we include here a few relevant definitions and simple examples, though our

main applications in later sections do not include structural identifiability analysis. We

also note that a rigorous definition of structural identifiability requires that condition

(2.18) hold for all admissible model inputs u, though we omit it in the statement for

better readability.

Definition 2.3.1. [105] For a given model with response function h(x; u,q), the parame-

ter qk ∈ q is globally structurally identifiable if for all q̂ and q̃ in the admissible parameter

space Uq, the following holds:

h(x; u, q̂) = h(x; u, q̃) ⇒ q̂k = q̃k (2.18)

i.e. the response is injective with respect to qk. The parameter qk is locally structurally
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identifiable if for all q̂ ∈ Uq there exists a neighborhood V(q̂) ⊆ Uq such that for all

q̃ ∈ V(q̂) property (2.18) holds; i.e. the response is locally injective with respect to qk.

Because there is not an overall consensus about their treatment in the literature, we

have so far neglected to mention the initial conditions for (2.1). Many references include

the initial conditions as additional parameters for identifiability analysis [4, 11, 38, 76],

but others consider them specified [38, 105, 139, 140]. For the applications in this thesis,

we adopt the latter interpretation, but we give some examples here from [76] to motivate

both.

Example 2.3.1. [76] Consider the dynamical system for a complex-valued function of a

single real variable t, given by

ẋ = q,

y = x,

x(0) = x0,

for state variable x ∈ C (with derivative dx
dt

= ẋ), response y ∈ C, parameter q ∈ C,

and initial condition x0 ∈ C. We give the proof from [76] that q is globally structurally

identifiable.

First, note that y(t) = qt + x0. Consider all (q, x0) ∈ U ⊆ C × C, where U is a

nonempty Zariski open subset. We recall that a Zariski open subset U ⊆ C×C is one for

which there is a nonzero polynomial P ∈ C[q, x0] in the indeterminates q and x0, with

coefficients in C, such that

U = {(q̂, x̂0) ∈ C× C | P (q̂, x̂0) 6= 0},

i.e. U is the set of all points where some polynomial does not vanish. In particular, we

choose Zariski open subsets U because their complements have Lebesgue measure 0 [120];

if some property holds on U , it holds “almost always” in measure theoretic terms [76].

To show that q is globally structurally identifiable, we want to show that the response

y is injective with respect to it. Then consider any (q̂, x̂0) ∈ U . We are interested in how

many q̃ ∈ C have a corresponding x̃0 ∈ C such that q̂t+ x̂0 = q̃t+ x̃0, i.e. the size of the
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set

Q ≡ {q̃ ∈ C | ∃ x̃0 ∈ C such that q̂t+ x̂0 = q̃t+ x̃0}

= {q̃ ∈ C | ∃ x̃0 ∈ C such that q̂ = q̃, x̂0 = x̃0}

= {q̂}.

Clearly, |Q| = 1, and so q is globally identifiable. An analogous argument shows that x0

is also globally identifiable.

Example 2.3.2. We now show another example from [76] where only the initial condition

x0 is globally structurally identifiable. Consider the dynamical system given by

ẋ = 0,

y1 = x,

y2 = qx+ q2,

x(0) = x0,

where x, q, x0 ∈ C and y = [y1, y2]
T ∈ C2. We first prove that q is locally structurally

identifiable; in terms of the set Q in Example 2.3.1, we show that |Q| is finite but greater

than one. We again let (q̂, x̂0) ∈ U be any point in a nonempty Zariski open subset U of

C× C. Then we consider the set

Q ≡ {q̃ ∈ C | ∃ x̃0 ∈ C such that x̂0 = x̃0 and q̂x̂0 + q̂2 = q̃x̃0 + q̃2}

= {q̃ ∈ C | q̂x̂0 + q̂2 = q̃x̂0 + q̃2}

= {q̂,−q̂ − x̂0}.

Then |Q| ≤ 2. To show that |Q| = 2, suppose U is a nonempty Zariski open set such that

for all (q̂, x̂0) ∈ U , we have |Q| = 1. By the above argument, |Q| = 2 ⇐⇒ q̂ 6= −q̂ − x̂0.
Then U ⊂ {(q̂, x̂0) ∈ C×C | q̂ = −q̂− x̂0}, which contradicts U being a nonempty Zariski

open set. Thus |Q| = 2, and so q is only locally, not globally, structurally identifiable.

However, x0 is globally structurally identifiable by this set cardinality argument. As

usual, let (q̂, x̂0) ∈ U ⊆ C×C be any point in a nonempty Zariski open set. We consider
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the set analogous to Q given by

X ≡ {x̃0 ∈ C | ∃ q̃ ∈ C such that x̂0 = x̃0 and q̂x̂0 + q̂2 = q̃x̃0 + q̃2}

= {x̂0}.

Then |X| = 1, and so x0 is globally structurally identifiable.

2.3.3 Practical Identifiability

Practical identifiability is less clearly or formally defined in the literature than structural

identifiability, but the term generally refers to parameters that can be uniquely estimated

to some acceptable tolerance from noisy observations [115, 133, 134, 153]. One of the main

difficulties in defining practical identifiability is that it is highly application-dependent;

there are no universal criteria for what constitutes an acceptable tolerance. Common

techniques to determine practical identifiability include Bayesian sampling [68, 115, 151,

153, 178] and profile likelihood-based methods [133, 171].

Because structural identifiability neglects model, observation, and measurement er-

rors, we are not guaranteed that structurally identifiable parameters can be uniquely

estimated in the presence of noise [115]. In other words, structural identifiability is a

necessary but not sufficient condition for practical identifiability. To determine the prac-

tical identifiability of parameters for our applications, we assume a statistical model of

the form (2.3) that accounts for measurement and observation error. We rely on Monte

Carlo simulations [114, 115] as our main tool for practical identifiability analysis.

Formalized in 1949 by Metropolis and Ulam [114], Monte Carlo techniques are used

frequently for data simulation and design of experiments [153]. For practical identifiability

purposes, we can use Monte Carlo methods to simulate noisy data given probability

distributions for the error. Namely, given a prescribed noise level, random errors from

a specified distribution are added to manufactured data that has been generated from

model evaluations at nominal parameter values, and the model response is then fit to

the noisy data. After sufficiently many samples are taken, the optimal parameter values

for the associated best fits are compared to the nominal parameter values to determine

those which have been estimated most accurately. We describe this procedure in more

detail borrowing the outline from section 4.1 in [115]:

1. Determine nominal parameter values q∗ by performing a preliminary fit of the

17



quantity of interest to available data or using values from existing literature.

2. Using q∗, evaluate the mathematical model for the quantity of interest at the dis-

cretized points.

3. Generate M sets of simulated data from the statistical model (2.3) using a pre-

scribed noise level.

4. Fit the quantity of interest to each of the M data sets to obtain estimates q̃(k),

1 ≤ k ≤M .

5. Compute the average relative estimation error (ARE) for each parameter in q:

AREj =
1

M

M∑
k=1

|q∗j − q̃
(k)
j |

|q∗j |
, (2.19)

where q∗j denotes the jth component of q∗ and q̃
(k)
j denotes the jth component of

q̃(k) for 1 ≤ j ≤ p.

While AREs are not definitive answers in themselves, large AREs for relatively small

errors indicate that those parameters cannot be reliably estimated, though it is up to

the practitioner to judge what constitutes a large ARE. Usually, this process is repeated

for multiple error levels to gauge how sensitive the parameter estimates are to noise,

noting that for all parameters, we would expect AREs to increase concomitantly with

the error level. For small error levels, estimates of identifiable parameters should be close

to the nominal value with AREs near 0. It is also important to note that inclusion of

structurally unidentifiable parameters in this procedure can negatively impact all AREs.

Hence, user judgment and repeated trials are paramount for robust determination of

practically identifiable parameters.

2.3.4 Sensitivity Identifiability

While the term sensitivity identifiability was formally introduced in the late 1970s by

Reid [135], the idea of analyzing model outputs to determine the most influential inputs

was popularized by early 20th century research on scientific experiment design [12, 48,

55, 138]. Sensitivity identifiability analysis, or sensitivity analysis, is used to determine

the model inputs (parameters, for our purposes) that give rise to the most variation in a
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quantity of interest after input perturbations [24, 50, 143, 153]. This analysis can be done

locally, about a specific point in the admissible parameter space [22, 35, 132, 148, 166],

or “globally” by derivative-based [37, 39, 94, 95, 97, 118] or variance-based methods

[3, 65, 75, 84, 146, 157, 158]. In this section, we describe the local and global approaches

to sensitivity identifiability used for the applications in this thesis.

Sensitivity identifiability lies somewhere in between structural and practical identifi-

ability. As is the case for structural identifiability methods, neither data nor statistical

assumptions are needed to determine sensitivity identifiability. An important distinguish-

ing feature for tractability, however, is that sensitivity identifiability does not require the

(often prohibitively expensive) symbolic or algebraic manipulations of the aforementioned

structural approaches. While it does not require the error assumptions of practical meth-

ods, sensitivity identifiability does require knowledge of nominal parameter values or

distributions for analysis. Additionally, although data itself is not necessary for sensi-

tivity analysis, discretization is still needed, in the sense that we evaluate sensitivities

at specific points where we have or would expect to have observations. We make these

notions more concrete in the following subsections.

Local Sensitivity Analysis

Local sensitivity analysis was historically the first approach used to determine how un-

certainty in model inputs affects model outputs [144, 145]. A method of determining

sensitivity from derivatives of the model output with respect to its parameters was orig-

inally laid out in [48] with the introduction of the information matrix. Later work by

Burth et al. [22] and Brun et al. [19] analyzed identifiability based on submatrices of

the information matrix. The information matrix, and the related sensitivity matrix, have

since been used extensively in model selection [20], experiment design and inverse prob-

lems [8, 41, 72, 164], and uncertainty quantification [5, 7, 153] among other applications.

Important problems in adjacent areas like principal component analysis [127] have also

been expressed in terms of these matrices [85, 86]. Local sensitivity methods are now a

primary tool for mathematical and statistical analysis, popular across a wide range of

scientific fields and application areas.

Local sensitivity approaches are appealing for preliminary identifiability investiga-

tions because they are deterministic and computationally inexpensive relative to other

methods. Similarly, for ill-conditioned parameter estimation and inverse problems, local

19



sensitivity analysis can help efficiently detect parameter dependencies or correlations to

improve conditioning [119, 173, 174, 176]. Methods to determine local sensitivity identi-

fiability historically involved approximating derivatives for the sensitivity matrix, form-

ing the information matrix from the sensitivities as a matrix product, and computing

its eigenvalue decomposition. However, computational efficiency and numerical stability

have improved significantly from advances in numerical linear algebra [58] that we dis-

cuss in detail in §4. We first present local sensitivity identifiability in the context of the

information matrix to build intuition for the parameter subset selection algorithms we

detail in later chapters.

Parameter Sensitivities Before introducing notation, we reiterate that data is not

needed, but we assume that we have a known discretization corresponding to observa-

tions. Specifically, for dynamical systems of the form (2.1), we assume that we know

the number and location of system responses, taken at times ti, 1 ≤ i ≤ n. Denote the

discretized response from (2.2) by

yi := y(ti) = h(x(ti); u(ti),q) ≡ h(ti; q), (2.20)

where we again suppress dependencies on x,u for notational simplicity. For a given

parameter vector q∗, we define the sensitivity of the response yi as

sij =
∂h(ti; q)

∂qj

∣∣∣
q=q∗

1 ≤ i ≤ n, 1 ≤ j ≤ p, (2.21)

with qj denoting the jth component of q ∈ Rp.

Often, for models with parameters that vary significantly in their orders of magnitude,

scaled sensitivities ŝij are used. Scaled sensitivities are generally obtained through two

methods: a logarithmic transformation of model parameters given by

q̂j = log qj ⇒ ŝij =
∂h(ti; q)

∂q̂j

∣∣∣
q=q∗

= q∗j
∂h(ti; q)

∂qj

∣∣∣
q=q∗

, 1 ≤ j ≤ p, (2.22)

or a linear transformation of a perturbation (by α%) about nominal values, obtained via

ŝij = 2αq∗j
∂h(ti; q)

∂qj

∣∣∣
q=q∗

, 1 ≤ j ≤ p. (2.23)
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In the later chapters, of this thesis, we will utilize logarithmic transformations fol-

lowing (2.22), but these can fail for parameters with values close to 0, in which case a

practitioner should turn instead to (2.23). There are many options to approximate the

partial derivatives in (2.21) (also needed for the transformations,) including finite dif-

ferences [98], automatic differentiation [9, 170] or adjoint methods [13]. We rely on the

complex-step method for its stability and simplicity [6, 108, 109, 117].

Complex-Step Derivative Approximation The fundamental ideas for complex-

step derivative approximation were originally presented by Lyness and Moler [108, 109]

in 1967. However, the method’s advantages in numerical computing were not generally

recognized until Squire and Trapp presented a complex-step-based algorithm in the late

1990s for optimization problems in aerodynamics [163]. As such, the complex-step method

gained popularity, largely within the aerodynamics community initially, as a robust, ef-

ficient, and accurate method for derivative computation. In a blog post for MathWorks

in 2013 [117], Clive Moler noted that he was unaware of his work’s ubiquity until he

met Joaquim Martins decades after the original 1967 papers. Martins et al. [110, 111]

had published results relying on the method and demonstrated its utility where compu-

tational methods like finite differences or automatic differentiation can be numerically

unstable or difficult to implement.

We outline the complex-step method for derivative approximation in this section

based on summaries by Moler [117] and Banks et al. [6]. Let z = a + ib, a, b ∈ R, be a

complex number, and let f(z) = f(a, b) = u(a, b) + iv(a, b) be an analytic function of a

complex variable. iii Recall the Cauchy-Riemann equations,

∂u

∂a
(a, b) =

∂v

∂b
(a, b),

∂u

∂b
(a, b) = −∂v

∂b
(a, b).

(2.24)

iiiThe requirement of analyticity can be relaxed using the derivation of the complex-step derivative
approximation from its complex Taylor expansion.
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Let ξ be a prescribed step size. From the first equation in (2.24),

∂u

∂a
(a, b) = lim

ξ→0

v(a, b+ ξ)− v(a, b)

ξ
(2.25)

= lim
ξ→0

Im(f(a, b+ ξ))− Im(f(a, b))

ξ
. (2.26)

For a function f taking real-valued inputs, we have b = 0 so that f(a) = f(a, 0) = u(a, 0),

and v(a, 0) = Im(f(a, 0)) = Im(f(a)) = 0. Thus,

∂f

∂a
=
∂u

∂a
= lim

ξ→0

Im(f(a, ξ))

ξ
= lim

ξ→0

Im(f(a+ iξ))

ξ
, (2.27)

which yields the complex-step derivative approximation

∂f

∂a
≈ Im(f(a+ iξ))

ξ
(2.28)

for sufficiently small step sizes [6].

An alternate derivation involves the Taylor expansion of f , from which we can also

obtain error estimates [6, 117]. Let

f(a+ iξ) = f(a) + iξf ′(a)− ξ2

2!
f ′′(a)− i

ξ3

3!
f (3)(a) + · · · (2.29)

be the Taylor series about a for the analytic function f of a complex variable. Taking

the imaginary part of both sides yields

Im(f(a+ iξ)) = ξf ′(a)− ξ3

3!
f (3)(a) + · · · (2.30)

We then divide by ξ and ignore higher-order terms (with sufficiently small ξ) to approx-

imate

f ′(a) ≈ Im(f(a+ iξ))

ξ
(2.31)

with truncation error ξ2

3!
f (3)(a).

As noted by Banks et al. in [6], the complex-step method provides a more stable

alternative to finite differences by avoiding subtractive error in the numerator. However,
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the underlying assumption of the analyticity of f can be problematic for functions with

singularities or branch cuts. In these instances, the complex-step method provides a

correct first-order derivative approximation up to the point of discontinuity, even when

a function has jump discontinuities in its higher order derivatives [6].

Another advantage of the complex-step method for derivative approximation is the

ease of its implementation compared to automatic differentiation or the method of sen-

sitivity equations for larger systems [1]. The main consideration is that functions of real

variables must be extended to complex variables so that they satisfy the Cauchy-Riemann

equations. The reader is referred to [6], [110], and [111] for relevant definitions and dis-

cussions regarding the conversion of functions and relational and arithmetic operators.

Sensitivity Matrix From our numerical approximations to the sensitivities in (2.21),

we can form the sensitivity matrix S ∈ Rn×p as

S =



s11 s12 · · · s1p

s21 s22 · · · s2p
...

...
...

...
...

...

sn1 sn2 · · · snp


, (2.32)

where the number of rows corresponds to the number of observations and the number

of columns to the number of parameters. Note that (2.32) is precisely the Jacobian from

(2.10). While we have assumed a scalar-valued response, we note that S can be easily

generalized for vectorial responses [115]. We can now define locally sensitivity identifiable

parameters in terms of the sensitivity matrix. Further condensing notation of the response

(2.2) to y = h(q), we adapt our formal definition of local sensitivity identifiability from

a summary of Reid’s work [135] in Cintrón-Arias et al. [35]:

Definition 2.3.2. Given a nominal parameter vector q∗ and response y = h(q) for

q ∈ Rp, let ∆q be a small perturbation about q∗, so that ∆q = q− q∗. The parameter

set q∗ is locally sensitivity identifiable if the leading order approximation ∆h = S∆q can

be solved uniquely for ∆q in a neighborhood of q∗, where ∆h ≡ h(q)− h(q∗).

Luenberger [107] and Cobelli and DiStefano [38] provided a sufficient condition for

local sensitivity identifiability in terms of the information matrix F ≡ STS; namely, if

23



F is nonsingular, then q∗ is locally sensitivity identifiable. Note that F is equivalent to

the Hessian H(q∗) ≡ J(q∗)TJ(q∗) = Dr(q∗)TDr(q∗) from § 2.2.3.

To show explicitly how parameter identifiability relates to the information matrix, we

consider the leading order Taylor expansion of h(ti,q) from (2.20) about q∗ given by

h(ti; q) ≈ h(ti; q
∗) +∇qh(ti; q

∗) ·∆q, (2.33)

where ∆q = q− q∗ and the gradient

∇qh(ti; q
∗) =

[
∂h

∂q1
(ti; q

∗), ...,
∂h

∂qp
(ti; q

∗)

]
(2.34)

is the ith row of S. Let the least squares objective function be given as in (2.4). For an

optimal solution q∗ to (2.4), we assume that yi ≈ h(ti; q
∗) so that

J(q∗ +∆q) = J(q) ≈ 1

n

n∑
i=1

[h(ti; q
∗)− h(ti,q)]2

≈ 1

n

n∑
i=1

[∇qh(ti; q
∗) ·∆q]2

=
1

n
[S∆q]T [S∆q]

=
1

n
∆qT [STS]∆q. (2.35)

If ∆q is an eigenvector of the (non-negative definite, symmetric) matrix F such that

F∆q = λ∆q, then

J(q∗ +∆q) ≈ λ

n
||∆q||22 (2.36)

for real, non-negative eigenvalues λ. If the corresponding eigenvalue λ ≈ 0, then J(q) ≈ 0

along ∆q at q∗; i.e. F is (numerically) singular using (2.35). We make the distinction of

numerical singularity because usually in floating point arithmetic, negligible eigenvalues

are not exactly equal to 0. In practice we determine whether or not F has full numerical

rank by looking for an eigenvalue gap. We refer the interested reader to section 5.5 of

[58] for a more detailed discussion of numerical rank. We also show how local sensitivity

analysis involving the eigenvalue decomposition of F can be recast as column subset

selection with S in §4.3 for more numerically stable computations.
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Global Sensitivity Analysis

Although local sensitivity methods are computationally inexpensive and straightforward

to implement, they suffer from limitations due to linearity assumptions like (2.33) that can

be problematic for highly non-linearly parameterized models. Moreover, parameters are

perturbed and analyzed one at a time; simultaneous changes in model parameters cannot

be evaluated using local sensitivity methods [145, 158]. These issues can be addressed by

the more comprehensive but more computationally-intensive methods of global sensitivity

analysis.

Since its origins in the 1980s [99, 145, 157], there has been considerable progress

made in global sensitivity analysis, in which parameters are varied simultaneously over

the entire admissible parameter space. As in practical identifiability, there is not a for-

mal definition of global sensitivity identifiability because it depends on the application

and approach. For our purposes, we will rely on a variance-based method [157, 158] to

determine global sensitivity identifiability.

Variance-based methods for sensitivity analysis were originally utilized by American

chemists in the 1970s to analyze coupled systems of nonlinear reaction rate equations [40,

145]. Their method, the Fourier Amplitude Sensitivity Test (FAST), involved varying the

rate coefficients to make the model output (chemical concentrations) periodic with respect

to a newly-introduced hyperparameter so that Fourier analysis could be performed [40].

Although FAST was cumbersome to implement and neglected higher-order parameter

interactions, the approach influenced the work of the Russian mathematician I. M. Sobol’.

He expanded upon FAST by applying his innovative Monte Carlo techniques [154, 155]

to compute the expensive integrals required for Sobol’ sensitivity analysis [145, 156, 157,

158].

Sobol’ analysis attributes variability in the model output to individual parameters

or interactions between parameters by evaluating corresponding measures of sensitiv-

ity, so-called Sobol’ indices [156]. The method decomposes the variance of the response

into a sum of input variances with increasing dimensionality for higher-order parameter

interactions [157, 177]. We motivate and summarize the relevant theory for efficient com-

putation of Sobol’ indices in the following subsections, adopting the notation of [145]. We

note that “globally sensitivity identifiable” parameters as we refer to them here are more

accurately known as “influential” parameters [153], though we abuse this convention for

consistency in our language of identifiability analysis throughout this thesis.
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Framework Suppose that h(q) is a square-integrable function defined on the Latin

hypercube [0, 1]p. It is shown in [46, 70, 83] that h can be decomposed into elementary

functions so that

h(q) = h0 +

p∑
j=1

hj(qj) +

p∑
k>j

hjk(qj, qk) + · · ·+ h12...p(q) (2.37)

where each term is also square-integrable and each component of q is treated as a random

variable uniformly distributed on [0, 1]. We note that each term is only a function of the

components indexed by its subscript, and the number of terms grows exponentially with

the dimension p (2p terms) [145]. This decomposition is unique so long as each term has

zero mean (i.e.
∫ 1

0
h(qj)dqj = 0, [46, 145, 157]), meaning that∫ 1

0

hj1...js(qj1 , . . . , qjs)dqjk = 0 (2.38)

for 1 ≤ k ≤ s and {j1, . . . , js} ⊆ {1, . . . , p}. In other words, each term in the decompo-

sition can be computed uniquely from the conditional expectations of the model output

y = h(q) [145]:

h0 = E[y], (2.39)

hj = E[y|qj]− E[y], (2.40)

hjk = E[y|qj, qk]− hj − hk − E[y], (2.41)

so long as all of the parameters are independent.iv If the conditional expectation E[y|qj]
has large variance (Var(E[y|qj])) over all values of qj, then parameter qj is deemed “im-

portant” [158]. In fact, these conditional variances are the sensitivity measures for the

parameters that are used in computing Sobol’ indices [145].

The first-order Sobol’ sensitivity index reveals each parameter’s individual contribu-

tion to the variance of the output. Namely, the first-order Sobol’ index corresponding to

the jth parameter is

Sj =
Var(E[y|qj])

Var(y)
, (2.42)

ivWhile parameters are assumed independent in the derivation here, there are more computationally
expensive methods available for Sobol’ index computation with correlated parameters [81].
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where Var(y) is the unconditional variance of the model output, and Var(E[y|qj]) =

Var(hj(qj)), the variance of that term in (2.37). The larger Sj, the more qj influences

the output [158]. However, if large variation in the model output is associated with

combinations of parameters not captured by first-order effects, higher-order indices can

also be computed.

We take advantage of helpful properties of the conditional variances in (2.40)-(2.41)

to find the second-order indices associated with the decomposition (2.37). Namely,

Var(hj(qj)) = Var(E[y|qj]), (2.43)

and

Var(hjk(qj, qk)) = Var(E[y|qj, qk])− Var(E[y|qj])− Var(E[y|qk]), (2.44)

where Var(E[y|qj, qk]) quantifies the joint effect of qj and qk [145]. Then the second-order

Sobol’ indices defined as

Sjk =
Var(hjk(qj, qk))

Var(y)

(
=

Var(E[y|qj, qk])− Var(E[y|qj])− Var(E[y|qk])
Var(y)

)
(2.45)

allocate the output variance to different pair-wise parameter combinations [83].

Up to this point, we have noted that large Sobol’ indices correspond to more globally

sensitivity identifiable parameters, but we have not given a range for the possible values

of these sensitivity measures. By square-integrating each term of (2.37) and denoting the

respective variances by Vj = Var(hj(qj)), Vjk = Var(hjk(qj, qk)), etc., we can derive the

ANOVA-HDMR decomposition [46, 145]

Var(y) =

p∑
j=1

Vj +

p∑
j=1

p∑
k>j

Vjk + . . .+ V12...p. (2.46)

Dividing both sides of (2.46) by Var(y) yields the relation

1 =

p∑
j=1

Sj +

p∑
j=1

p∑
k>j

Sjk + . . . S12...p, (2.47)

thus each Sobol’ index lies between 0 and 1.
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Equation (2.47) also gives us an effective way to determine the total effects of each

parameter, that is its first-order effects plus all of its higher-order effects from its inter-

actions with other parameters [75, 145]. Using the fact that Var(y) can be decomposed

as

Var(y) = Var(E[y|q∼j]) + E[Var(y|q∼j)], (2.48)

where q∼j denotes all parameters but qj, we define the total effect of qj as

STj =
E[Var(y|q∼j)]

Var(y)
= 1− Var(E[y|q∼j])

Var(y)
. (2.49)

If the total effect of a parameter is approximately 0, then that parameter is globally

sensitivity non-identifiable; at every value in its admissible space, that parameter’s effect

on the output is negligible [145, 159]. While Sobol’ indices have relatively straightforward

identifiability interpretations, for large-scale models with many parameters, computing

these high-dimensional integrals can be very computationally expensive, so we next dis-

cuss some practical guidelines for efficient Sobol’ analysis.

Implementation In practice, it is not recommended to compute Sobol’ indices of

higher order than 2 [83]. Even so, if we implement the “brute-force” method to com-

pute Sobol’ indices with standard Monte Carlo integration [145], a first-order measure

Var(E[y|qj]) would require 106 runs if 1000 points each were used to estimate the inner

expectation and the outer variance (quadratic cost in sample size N). Instead, we use

the modified Monte Carlo strategy first introduced by Saltelli [142] as it is outlined in

[145], having linear cost in N :

1. Choose the number of base samples N (note that the total cost of this approach

will be N(p+ 2)).

2. Generate two N × p random matrices A and B (e.g. using Sobol’ sequences [154,
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155]):

A =



q
(1)
1 · · · q

(1)
j · · · q

(1)
p

...
...

...

q
(N)
1 · · · q

(N)
j · · · q

(N)
p


, B =



q
(1)
p+1 · · · q

(1)
p+j · · · q

(1)
2p

...
...

...

q
(N)
p+1 · · · q

(N)
p+j · · · q

(N)
2p


. (2.50)

3. Construct an N × p matrix Cj from B, with its jth column replaced by the jth

column of A:

Cj =



q
(1)
p+1 · · · q

(1)
j · · · q

(1)
2p

...
...

...

q
(N)
p+1 · · · q

(N)
j · · · q

(N)
2p


. (2.51)

4. Evaluate the model output for all parameter values in each of the three sample

matrices to get the three N × 1 output vectors

yA = h(A), yB = h(B), yCj = h(Cj). (2.52)

5. Estimate the first-order sensitivity indices as

Sj =
Var(E[y|qj])

Var(y)
≈

(1/N)
∑N

i=1 y
(i)
A y

(i)
Cj
− h20

(1/N)
∑N

i=1

[
y
(i)
A

]2 − h20 , (2.53)

where h0 = 1
N

∑N
i=1 y

(i)
A .

6. Estimate the total-effect sensitivity indices as

STj = 1− Var(E[y|q∼j])
Var(y)

≈ 1−
(1/N)

∑N
i=1 y

(i)
B y

(i)
Cj
− h20

(1/N)
∑N

i=1

[
y
(i)
A

]2 − h20 (2.54)

with h0 as above.
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To motivate the estimates in (2.53) and (2.54), we note that the scalar product yA · yCj
represents the outputs obtained from samples inAmultiplied by the model outputs where

all but the jth parameter are resampled while qj is fixed. If qj is identifiable, then large (or

small) values of yA are multiplied by large (or small) values of yCj to increase the overall

sum. Otherwise, values are all randomly associated [142, 145]. Analogously, the scalar

product yB ·yCj gives the first-order effect of q∼j [145]. The interested reader is referred to

[142, 145, 157] for more detailed derivations and error bounds. We discuss interpretations

of Sobol’ indices more thoroughly in §6 and 7 in the context of our applications.

While there are many definitions of parameter identifiability in the existing litera-

ture, we have outlined in this chapter all of the terms that we assume throughout this

thesis. Namely, practical identifiability refers to how reliably a parameter is estimated in

the inverse problem framework of § 2.2.2 using the least squares residual cost function

(2.4), which we measure with AREs (§ 2.3.3). Sensitivity identifiability, however, can be

considered from either a global or local perspective without data or error assumptions.

For global sensitivity analysis, we evaluate how variance in the output can be attributed

to variance in the parameters by randomly sampling the admissible parameter space

and computing Sobol’ indices (§ 2.3.4). We apply local sensitivity methods in several

ways in the later chapters, specifically by integrating local sensitivity analysis into global

sensitivity and practical identifiability approaches.

Before we illustrate the approaches from this chapter using several applications from

epidemiology and wound healing models, we first summarize our main procedure for opti-

mization with parameter subset selection in the next chapter. We motivate the procedure

using a parameter subset selection algorithm that operates on the information matrix as

outlined in § 2.3.4, to bridge to the more numerically stable column subset selection algo-

rithms covered in § 4. Not only do we use the models from real applications in § 6 and 7

to compare performance of these algorithms, but also to compare the resulting partitions

of parameters into identifiable and unidentifiable subsets that are obtained from all of

the methods described in this chapter. Finally, we give a justification for our aggregated

and comprehensive approach to parameter identifiability by using it as a strategy for

mixed-effects modeling in § 8.
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Chapter 3

Parameter Subset Selection (PSS)

and Optimization

In this chapter, we develop a tailored parameter subset selection technique for inverse

problems to assess those parameters which are most sensitivity identifiable. This ap-

proach, outlined in §3.3, is useful in application areas lacking prior knowledge of param-

eter dependencies and values, often the case for applications without thoroughly vetted

nominal values in existing literature. We specifically utilize the techniques from this chap-

ter in the context of a novel wound healing application detailed in §6, for which data is

obtained through in vitro clot turbidity experiments for fibrin matrix polymerization.

Our method is rooted in algorithms based on analysis of eigenvalues and eigenvectors

of the (ill-conditioned) information matrix [22, 132, 166]. Prior works utilizing parame-

ter subset selection techniques based on such approaches employed simulated data with

prescribed error distributions, whereas our approach is tailored to a specific model using

real data with inherent uncertainty for a given quantity of interest. Note that our ap-

proach does not integrate the parameter estimation and subset selection procedure with

uncertainty quantification of estimated parameter values; for more details on performing

post-process uncertainty quantification, the interested reader is referred to [35, 153]. The

technique developed in this chapter is applied in the context of parameter estimation via

optimization of the least squares objective function in §2.2.2. The idea is to use local

sensitivity information at local minima of the objective function in (2.4) to guide our

exploration of the parameter space, as a means of generating better nominal parameter

values with smaller objective costs.
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We present our procedure in §3.3 using the information matrix and its eigenvalue

decomposition as outlined in the previous chapter in §2.3.4, before developing the sensi-

tivity matrix formulation in the next chapter. This order of presentation is chosen with

the goal of connecting parameter subset selection methods using the information matrix

to the more numerically stable column subset selection methods that use the sensitivity

matrix. First, in § 3.1, we summarize the relevant notation for the description of our

iterative procedure. We then give an algorithmic description in §3.2 of the parameter

subset selection method used within each iteration of our main procedure, which is then

summarized in §3.3.

3.1 Notation

Because unidentifiable parameters cannot be uniquely estimated from data, our ultimate

goal with this procedure is to find “optimal” nominal values at which to fix them. By

optimal, we mean that when unidentifiable parameters are fixed at these values, the

resulting objective cost is minimized in estimating the identifiable parameters. Thus, in

each iteration of our procedure, suppose that we are estimating 1 ≤ j ≤ p parameters in

q ∈ Rp using least squares minimization as in (2.4); i.e., p− j parameters are fixed.

Denote these j parameters to be estimated by the vector q(j), and let q̄ ≡ q\q(j) be

the vector of the remaining p− j fixed parameters from q. We note that the superscript

in q(j) refers to the number of parameters being estimated in the current iteration, which

also implicitly gives the dimension of q̄ ∈ Rp−j. Then we may write q = q(j)⊕ q̄, where ⊕
denotes the merging of vectors that preserves the original ordering of parameter indices.

For example, if q = [α, β, γ, δ] is the original ordering of the parameter vector and q(2) =

[δ, α] with q̄ = [γ, β], then q(2) ⊕ q̄ ≡ [q(2)[2], q̄[2], q̄[1], q(2)[1]] = [α, β, γ, δ] = q.

The symbol ⊕ also alludes to the algebraic property that the admissible parameter space

can be decomposed as a direct sum of the identifiable and the unidentifiable parameter

subspaces [153].

Our main procedure finds, at each iteration, parameters q(j) (most identifiable) and q̄

(most unidentifiable) satisfying q∗ = q∗(j) ⊕ q̄ for a minimum q∗(j) of a modified version
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of objective function (2.4):

q∗(j) = arg min
q(j)∈Rj

J(q(j); q̄), where J(q(j); q̄) =
1

N

N∑
i=1

(
h(ti; q

(j) ⊕ q̄)− yi
)2
. (3.1)

We describe this procedure in §3.3 after we detail in the next section the parameter subset

selection algorithm (Algorithm 1) used within each iteration of the procedure.

3.2 PSS Algorithm

Our main procedure relies on at least one call in every iteration to an underlying algo-

rithm, termed the Parameter Subset Selection Algorithm (PSS, Algorithm 1) [35, 85, 166].

PSS is invoked within every iteration of our main procedure to determine indices of

unidentifiable parameters associated with an optimum q∗(j). We note in the objective

function (3.1), fewer parameters are estimated in each iteration of our main procedure

as some are fixed and moved into q̄.

We recall from §2.3.4 that if the information matrix F ≡ STS has full rank, then

all corresponding parameters used in its evaluation are identifiable. For our purposes,

we set a threshold η > 0 for eigenvalues of the information matrix (PSS, line 1); if all

eigenvalues have magnitude above η, we conclude F has full numerical rank. In this

case, all parameters in q(j) are identifiable, and the PSS algorithm returns the empty list

(lines 2, 5-7). Otherwise, there is some index k for which all of the preceding eigenvalues,

ordered from smallest to largest, are less than the designated threshold η (line 9). Then

while the numerical rank of F is less than k, we compute the normalized eigenvector

corresponding to the smallest eigenvalue (line 11). The algorithm flags the magnitude

largest component (line 12) as unidentifiable and keeps track of the original parameter

indices via the permutation matrix Π (lines 12-13).

The permutation matrix Π is introduced and updated within the algorithm for book-

keeping purposes. We note that in each iteration of the main loop (lines 10-14), the di-

mensions of STS (and thus Π̃ and v) decrease by one as we remove columns of STS

(line 13). As such, the index flagged in line 12 does not correspond to that parameter’s

original index in q∗(j). Hence the updated matrix Π serves to keep track of the original

parameter indices. When the algorithm terminates, we write the resulting matrix Π as

a vector containing the column indices of the nonzero entries of Π (line 15). Then the
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Algorithm 1 Parameter Subset Selection (PSS)

Input: Vector q∗ ∈ Rj; n model evaluation points
Output: L=PSS(q∗, n) where subset L ⊆ {1, . . . , j} are indices of least identifiable
parameters

1: Specify tolerance η > 0.
2: Set L = ∅
3: Set Π = Ij {j × j identity matrix}
4: Construct n× j sensitivity matrix S
5: Compute eigenvalues 0 ≤ λj ≤ . . . ≤ λ1 of STS
6: if λj ≥ η then
7: return L
8: else
9: Find index k for which λk+1 < η and λk ≥ η.

10: for l = j : (k + 1)
11: Compute normalized eigenvector v of STS corresponding to λl
12: Compute Π̃ ∈ Rl×l such that |(Π̃v)l| = ‖v‖∞ ≡ |vm| {Move magnitude-largest

component vm to the bottom}

13: Update Π = Π

[
Π̃

Ij−l

]
and S = S \ Sm {Remove mth column of S}

14: end for
15: Set Π = vec(Π) {Write permutation matrix in vector form}
16: L = Π [k + 1 : j]
17: end if
18: return L

vector form of Π contains the original parameter indices partitioned so that the most

identifiable parameters are the first k components and unidentifiable parameters the last

j−k components. The unidentifiable parameters are then stored and returned in the list

L (lines 16-18).

3.3 Main Procedure for Optimization with PSS

We now outline our main procedure to find parameter vectors q∗(j) (identifiable) and q̄

(unidentifiable) such that q∗ = q∗(j) ⊕ q̄.

First, we initialize q̄ = [ ] and set the number of parameters to be estimated j = p.

The first iteration solves (3.1) for q∗(j) ∈ Rj, with a prescribed initial vector qinit ∈ Rj.

Algorithm 1 (PSS) is then called with this vector q∗(j).
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Each time it is invoked, PSS returns either: (a) a list L that is the empty set; or (b)

a subset of the full index set {1, . . . , j} with indices of parameters that are flagged as

being unidentifiable.

In case (a), the matrix STS has full rank, and we deem all parameters identifiable.

Hence PSS would yield L = ∅ and so q∗ = q∗ ⊕ q̄ with q̄ = [ ].

In case (b), consider the set of parameters with corresponding indices stored in L. We

wish to determine which parameter(s) influence minimization of the objective function in

(3.1) the least. For simplicity, we first outline the approach used in [126] where parameters

are tested one at a time using a single data set, though there are variations on this

approach depending on the practitioner’s ultimate goal that we discuss below in §3.4.

Analyzing one candidate at a time, for each index l ∈ L, we remove the lth component

q∗l from q∗(j), i.e. moving it temporarily to q̄, and repeat the estimation (3.1) over q ∈
Rj−1 using the remaining components of q∗(j) as the initial parameter vector. With this

approach, the solver in each loop iterate is guaranteed to output a cost that is no greater

than the previous iterate’s best cost. Let lm ∈ L be the index corresponding to the lowest

cost. The current iteration then completes by updating j = j−1 and by moving the best

candidate q∗lm into q̄.

At the start of the next iteration, we update qinit to be q∗(j) and then set q∗(j) to be

the new solution of (3.1) using qinit. Algorithm 1 is invoked again with the new q∗(j), and

we repeat this procedure until its terminal iteration when the information matrix has full

rank (i.e. L = ∅).
As the dimension j of the parameter search space is successively reduced (i.e. as the

dimensions of q(j) and q̄ decrease and increase, respectively), a more robust optimization

can be achieved. Metrics for evaluating such success include reduction in both the mag-

nitude of the objective function and computational cost of the optimization as the subset

selection procedure proceeds. However, depending on the number of parameters or com-

plexity of the model, this procedure can be altered to improve its overall computational

efficiency by fixing multiple parameter candidates in each iteration as we summarize in

the next section.
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3.4 Considerations for Optimization with PSS

While the above approach, termed a “one-at-a-time” (OAT) method in a nod to Morris

screening [118], is more likely to improve the objective cost because it involves multiple

search directions within each iteration, there are potential difficulties to consider. Namely,

a combinatorial search comes at a combinatorial price: if model evaluations are too ex-

pensive or the number of parameters are too large, the procedure can become intractable.

Additionally, estimating unidentifiable parameters in earlier iterations could impact final

estimates of identifiable parameters, though this problem occurs when initializing any

optimization routine in which nominal parameter values are unknown. As such, we use

this procedure as a preliminary means of generating nominal values with a single data set

that are utilized in subsequent parameter identifiability analysis and estimation. There

are variations on the procedure, however, that can be used for large-scale models or in

the context of multiple data sets for a quantity of interest.

During each iteration of the main procedure, the call to Algorithm 1 returns a list

L of unidentifiable parameters, which the OAT method outlined above fixes one at a

time and then performs optimization over a search space of successively smaller dimen-

sion. Instead, to save computational time and potentially enhance optimization when

working with several data sets versus one, a “many-at-a-time” (MAT) version of our

procedure could be used. Each iteration of a MAT version would fix multiple parameters

from the list L returned by Algorithm 1, by fixing all of them at once or fixing different

parameter combinations. We note that while the latter is the most thorough approach,

testing all possible combinations of candidate parameters greatly increases the overall

computational cost of the procedure. It should also be noted that in a MAT version of

our procedure, with more than one parameter fixed, there are fewer degrees of freedom

in searching for a “global” minimum. As such, the objective cost may not improve as

significantly as in the OAT version. Thus, the choice of how many parameters to fix in

the main procedure depends on the application and the aim of the investigation. We

implement several versions of this procedure in §6 and 7 in the context of epidemiological

and wound healing models. First, though, in the next chapter, we discuss the column

subset selection algorithms that provide a more numerically stable alternative to the

eigenvalue decomposition of the information matrix, as well as their incorporation into

this procedure. We show that one of these algorithms in particular is the most accu-

rate in partitioning the parameters into identifiable and unidentifiable subsets with both
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theoretical and computational results.
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Chapter 4

Column Subset Selection (CSS) and

Identifiability

As described in the previous chapters, a common approach to sensitivity identifiability

relies on eigenvalues and eigenvectors of the usually ill-conditioned information matrix

F . Alternatively, equivalent information for the purposes of identifiability analysis can

be extracted from the sensitivity matrix S alone using column subset selection (CSS)

techniques. We show that CSS methods have better numerical accuracy and stability

across a broad range of ill-conditioned matricesi.

We express the problem of assessing parameter identifiability from the information

matrix as column subset selection on the sensitivity matrix. This approach has several

advantages. Namely, we are able to derive bounds to quantify and compare CSS algo-

rithmic performances across a broad set of adversarial synthetic matrices, as well as

sensitivity matrices from our applications in later sections (§6). Algorithms based on a

CSS approach are also more numerically stable (reliable) and accurate than the eigenvalue

decomposition approach without an increase in computational complexity.

Before we outline the algorithms for CSS, we first provide linear algebraic background

on the notation used throughout this chapter, issues in floating point arithmetic, and the

singular value vs. eigenvalue decomposition (§4.1). We then present an overview of our

goals with column subset selection and how we can achieve them efficiently with QR

decompositions in §4.2. Finally, in §4.3, we detail the specific algorithms that we con-

iThe material from this chapter is currently under review and available at http://arxiv.org/abs/
2205.04203.
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sider for column subset selection with the sensitivity matrix, including their algorithmic

pseudocode, and relate them to popular methods of parameter subset selection with the

information matrix.

4.1 Background

The algorithms in this chapter require some familiarity with concepts from numerical lin-

ear algebra that we summarize in this section. In §4.1.1, we first introduce the notation

that will be used throughout the chapter. We illustrate how computations with the infor-

mation matrix can suffer from inaccuracy in floating point arithmetic in §4.1.2. Finally,

in §4.1.3, we demonstrate the relationship between the singular value decomposition of

the sensitivity matrix and the eigenvalue decomposition of the information matrix.

4.1.1 Notation

All matrices are denoted with boldfaced upper case letters. The identity matrix is

Ip =


1

. . .

1

 =
[
e1 · · · ep

]
∈ Rp×p

whose columns are the canonical vectors ej ∈ Rp. The n-vector of ones is denoted by 11n,

and the zero vector is denoted in bold: 0n. We sometimes abbreviate with 11 or 0 if the

dimension is clear from context. The superscript T denotes the transpose. We assume a

sensitivity matrix S ∈ Rn×p with at least as many rows as columns, n ≥ p, where rows

correspond to observations and columns to parameters.

4.1.2 Issues in Floating Point Arithmetic

In general, the algorithms in this chapter have better numerical accuracy and stability

than Algorithm 1 because they operate directly on the sensitivity matrix instead of the

information matrix [21, Section II.A]. For instance [58, Section 5.3.2], in customary double

precision floating point arithmetic with unit roundoff 2−53 ≈ 1.1 · 10−16, the sensitivity
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matrix

S =

 1 1

10−9 0

0 10−9


has linearly independent columns, and rank(S) = 2. However, the information matrix

computed in double precision floating point arithmeticii,

fl(STS) =

[
1 1

1 1

]
(4.1)

is singular, because the diagonal elements computed in double precision are

fl(1 + 10−9 · 10−9) = fl(1 + 10−18) = 1.

In other words, the information matrix in (4.1) would be the same in floating point as

the one obtained from the sensitivity matrix

S =

1 1

0 0

0 0


Thus, explicit formation of F can lead to significant loss of information, which can

affect the subsequent parameter identification.

4.1.3 Singular Value vs. Eigenvalue Decomposition

We now review the singular value decomposition (SVD), which is crucial for implementing

and calibrating column subset selection algorithms and ensuring their accuracy. We show

that the information extracted from the eigenvalue decomposition of the information

matrix F can be obtained from the SVD of the sensitivity matrix S, without increasing

the computation time.

We have seen already in the previous chapter that a number of methods use the

eigenvectors of the information matrix F ∈ Rp×p to select the (un)identifiable parameters.

iiThe operator fl(·) represents the output of a computation in floating point arithmetic.
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Since F is positive semi-definite, its eigenvalue decomposition has the form

F = V


λ1

. . .

λp

V T , λ1 ≥ · · · ≥ λp ≥ 0, V =
[
v1 · · · vp

]
, (4.2)

where λj are the eigenvalues of F , and the eigenvector matrix V ∈ Rp×p is an orthogonal

matrix with V TV = Ip = V V T . In particular, the trailing column vp is an eigenvector

associated with a smallest eigenvalue λp, so Fvp = λpvp. If λp > 0, then F is nonsingular.

Instead, we work with the (thin) SVD [58, Section 8.6]

S = U


σ1

. . .

σp

V T , σ1 ≥ · · · ≥ σp ≥ 0, (4.3)

where σj are the singular values of S, the left singular vector matrix U ∈ Rn×p has

orthonormal columns with UTU = Ip, and the right singular vector matrix V can be

chosen as the orthogonal matrix from (4.2).

Substituting the SVD of S into F gives (4.2) with λj = σ2
j , 1 ≤ j ≤ p. Thus, the right

singular vectors of S are eigenvectors of F , while the squared singular values of S are

the eigenvalues of F . As a consequence, all the information provided by the eigenvalue

decomposition of the information matrix F = STS is available from the SVD of the

sensitivity matrix S. Additionally, computation of the SVD is not more expensive; see

Remark 4.2.1.

4.2 Column Subset Selection

Aside from having improved accuracy over parameter subset selection methods with

F , column subset selection algorithms with S are advantageous for direct performance

comparisons. It is straightforward to quantify how well each CSS algorithm partitions the

parameters into identifiable and unidentifiable subsets using criteria from numerical linear

algebra (§4.2.1). These criteria also allow for partitioning accuracy comparisons across

CSS algorithms, which informs our choice of algorithm in performing local sensitivity

analysis for more robust optimization. In §4.2.2, we show how to compute, by means
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of pivoted QR decompositions, permutation matrices P (like Π in Algorithm 1) that

achieve these criteria.

4.2.1 Overview

With our CSS approaches, we want to determine a permutation matrix P ∈ Rp×p that

reorders the columns of the sensitivity matrix S, so that

SP =
[
S1 S2

]
(4.4)

where the k columns of S1 ∈ Rn×k represent an approximate basis for range(S). The

reordering of the columns via the permutation matrix is called pivoting. As in Algorithm 1,

the resulting partition of identifiable and unidentifiable parameters can be easily obtained

from this permutation matrix (§4.3), now via the column indices of S1 and S2.

For all of the CSS algorithms, we evaluate performance based on two properties of a

basis for a vector space: its elements are linearly independent, and they span the entire

space. We evaluate how well S1 approximates a basis for range(S) using the following

two criteria:

1. Linear independence of the k columns of S1 ∈ Rn×k is quantified by the closeness

of its smallest singular value to the kth largest singular value of the host matrix,

σk(S1) ≈ σk. (4.5)

A more specific statement of criterion (4.5) follows in (4.11).

2. Spanning the host space range(S) is quantified by the opposite: the part of the

space not spanned by S1, which amounts to the projection of S2 ∈ Rn×(p−k) onto

the orthogonal complement range(S1)
⊥,

min
Y
‖S − S1Y ‖2 = ‖(I − S1S

†
1)S‖2 =

min
X
‖S2 − S1X‖2 = ‖(I − S1S

†
1)S2‖2 ≈ σk+1.

(4.6)

Here the superscript S†1 denotes the Moore-Penrose inverse, and the equalities follow

from the Moore-Penrose property S1S
†
1S1 = S1 and the unitary invariance of the
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two-norm with regard to the permutation P . Criterion (4.6) is a special case of the

subsequent (4.12).

We can require (4.5) or (4.6) to hold either for all 1 ≤ k ≤ p [66], or else for only one

specific k [29, 63]. In the latter case, there are several approaches for selecting k.

If a bound η on the error or noise in the elements of S is known, criterion (4.6) can

be used to designate as small all those singular values below η, in the absolute or the

relative sense,

σk+1 ≤ η or σk+1 ≤ η σ1.

If S is accurate to double precision accuracy, then η = 10−16 in the inequalities.

Alternatively, we can use criterion (4.5) to designate as large all those singular values

exceeding η, in the absolute or the relative sense,

σk > η or σk > η σ1.

If the accuracy of the elements in S is unknown, but its singular values contain a

prominent gap, then we can choose k to capture this gap,

σ1 ≥ · · · ≥ σk � σk+1 ≥ · · · ≥ σp (4.7)

This approach with singular value gaps is what we adopt for our applications.

It should be noted that the separation into linearly dependent and independent

columns is not unique. For instance, the matrix

S =


1 0 1 0

0 1 0 1

0 0 0 0

0 0 0 0


has rank(S) = k = 2 with σ1 = σ2 = σk =

√
2 and σ4 = σ3 = σk+1 = 0. Choosing two
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columns of S with P being any of
1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1

 ,


0 0 1 0

0 0 0 1

1 0 0 0

0 1 0 0

 ,


1 0 0 0

0 0 1 0

0 0 0 1

0 1 0 0

 ,


0 0 1 0

1 0 0 0

0 1 0 0

0 0 0 1


gives the same matrix

S1 =


1 0

0 1

0 0

0 0


with the residual (4.6) equal to σ3 = 0. For this reason, it is helpful to compare the result-

ing column (or parameter) partitions from different CSS algorithms for cross-validation,

though we achieve the tightest error bounds with algorithm (Algorithm 5) as shown in

§4.3.4.

4.2.2 CSS via QR Decompositions

While we use pivoted QR decompositions for column subset selection, we first introduce

standard QR decompositions for intuition.

QR decompositions

First, for simplicity, we assume that the sensitivity matrix has full column rank, rank(S) =

p. A thin QR decomposition [58, Section 5.2], [67, Chapter 19] is a basis transformation

that transforms the basis for range(S) from linearly independent to orthonormal columns,

S = QR. (4.8)

Here Q ∈ Rn×p has orthonormal columns with QTQ = Ip, and the nonsingular upper

triangular matrix R ∈ Rp×p represents a relation between the two bases. Substituting

44



(4.8) into S yields

F = STS = RTR.

Thus, the eigenvalues of F are equal to the squared singular values of the triangular

matrix R.

Pivoted QR decompositions

With a pivoted QR decomposition, we extract an orthonormal basis for range(S), while

also permuting its columns [58, 5.4.2], [67, Chapter 19],

SP = QR, (4.9)

where P ∈ Rp×p is the permutation matrix in (4.4); Q ∈ Rn×p has orthonormal columns

with QTQ = Ip; and R ∈ Rp×p is upper triangular. Substituting (4.9) into S yields

F = STS = P RTRP T .

Since permutation matrices are orthogonal matrices, the eigenvalues of F are still equal

to the squared singular values of R.

Remark 4.2.1. A preliminary QR decomposition SP = QR is an efficient way to

compute the SVD of a dense matrix S [28], since it reduces the matrix dimension for the

SVD from n× p down to p× p.
To see this, let the SVD of R be

R = U r


σ1

. . .

σp

V T ,

where U r ∈ Rp×p is an orthogonal matrix. Then SP has the SVD

SP = (QU r)


σ1

. . .

σp

V T ,
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where the left singular vector matrix QU r ∈ Rn×p has orthonormal columns.

Although it retains the asymptotic complexity of an SVD of S, this approach has the

advantage of reducing the actual operation count.

Rank revealing QR decompositions

These decompositions are designed to “reveal” the numerical rank of a matrix S that is

rank deficient, or ill-conditioned with regard to left inversion [29, Section 2], [63, Section

1.1],[58, Section 5.4.2]. Although there are numerous ways to compute such decomposi-

tions [29, 63], most share the same overall strategy.

Pick a value for k (1 ≤ k < p) and partition (4.9) commensurately with (4.4),

[
S1 S2

]
︸ ︷︷ ︸

SP

= S
[
P 1 P 2

]
︸ ︷︷ ︸

P

=
[
Q1 Q2

]
︸ ︷︷ ︸

Q

[
R11 R12

0 R22

]
︸ ︷︷ ︸

R

, (4.10)

where P ∈ Rp×p is a permutation, P 1 ∈ Rp×k, Q1 ∈ Rn×k, R11 ∈ Rk×k, and R22 ∈
R(p−k)×(p−k). The leading diagonal blockR11 has the same singular values as S1 = Q1R11,

σj(S1) = σj(R11), 1 ≤ j ≤ k, (4.11)

while the trailing diagonal block R22 has the same non-zero singular value as the first

projection below, and also the same singular values as the second projection below,

σj((I − S1S
†
1)S) = σj((I − S1S

†
1)S2) = σj(R22), 1 ≤ j ≤ p− k. (4.12)

Let numerical rank(S) = k. Then a QR decomposition (4.9) is rank-revealing if it

satisfies criterion (4.5) or criterion (4.6), that is,

σk(R11) ≈ σk or σ1(R22) = ‖R22‖2 ≈ σk+1.

The first criterion tries to produce a well conditioned basis S1 = Q1R11, and its approxi-

mation S1P
T
1 ≈ S. The second criterion aligns with the popular and robust requirement

‖(I − S1S
†
1)S‖2 ≈ σk+1 for low-rank approximations [44]. In the next section, we recast

classical approaches to parameter subset selection with the information matrix as CSS

algorithms operating on the sensitivity matrix.
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4.3 Algorithms for Column Subset Selection

We have demonstrated previously in this chapter that the formation of the information

matrix (and thus subsequent computations involving it) can suffer due to limitations in

floating point arithmetic. As such, we want to develop algorithms that operate directly on

the sensitivity matrix S ∈ Rn×p with n ≥ p to bypass the need to form the information

matrix. Specifically, in this section, we recast three of the most popular methods involving

the information matrix as CSS algorithms utilizing the singular value decomposition of

the sensitivity matrix.

We already have seen in the last chapter perhaps the most familiar algorithm (Al-

gorithm 1) for parameter subset selection with the eigenvalue decomposition of the in-

formation matrix. One of the earliest versions of this algorithm was popularized in the

early 1970s by Jolliffe in the context of principal component analysis with the correlation

matrix (Method B1 in [85]). In the same paper, Jolliffe outlined two additional methods

(Methods B4 and B3) for choosing eigenvector components that are also used frequently

in parameter identifiability investigations [115]. In this section, after presenting each of

these algorithms in the context of the eigenvalue decomposition of F , we develop equiva-

lent column subset selection algorithms in exact arithmetic that are more accurate than

those originally given in [85] in floating point. Using a column subset selection frame-

work, we also show in §4.3.4 how strong rank-revealing QR decompositions [63] can be

utilized for a numerically stable implementation of CSS with improved error bounds. To

our knowledge, ours is the first in-depth study of strong rank-revealing algorithms for

parameter identifiability analysis.

First, we recall that the columns and elements of the right singular vector matrix in

(4.3) are denoted by

V =
[
v1 · · · vp

]
=


v11 · · · v1p
...

...

vp1 · · · vpp

 .
We note that an initial QR decomposition reduces the operation count of the SVD com-

putation, as discussed in Remark 4.2.1, without affecting the eigenvectors of F .
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4.3.1 CSS Algorithm for Method B1

Method B1 [85, Section 2.2], [115], with pseudocode given in Algorithm 1, selects uniden-

tifiable parameters by detecting large-magnitude components in those eigenvectors cor-

responding to small eigenvalues of the information matrix, starting from the smallest

eigenvalue.

We recall from Algorithm 1 in §3.2 that we begin with a unit-norm eigenvector vp

corresponding to λp, pick a magnitude largest element in vp,

|vm1,p| = max
1≤j≤p

|vjp|,

and designate the corresponding column/parameter with row index m1 as unidentifiable.

We repeat this process on eigenvectors corresponding to eigenvalues λp−1 ≤ · · · ≤ λk+1

in that order, by selecting magnitude-largest elements that have not been selected pre-

viously,

|vm`,`| = max
1≤j≤p

j 6=m1,...,mp−`

|vj`|, ` = p− 1, . . . , k + 1,

and declare the corresponding columns/parameters as unidentifiable.

Expressing Method B1 as Column Subset Selection

The above approach is almost identical to the subset selection algorithm in [27, Section

3], which is also [29, Algorithm Chan-II], and is related to the algorithms in [49, 60].

More specifically, Algorithm 2 represents [27, Algorithm RRQR(r)]. It selects p − k
columns S2 to satisfy (4.6) and, via a permutation P , moves them to the trailing end of

the matrix in (4.4). Once Algorithm 2 has identified a column for S2, it ignores it from

then on, and continues on a lower-dimensional submatrix.

The next Theorem 4.3.1 shows that the unidentifiable parameters computed by Al-

gorithm 2 can be interpreted as column subsets satisfying criterion (4.6).

Theorem 4.3.1. Let S ∈ Rn×p with n ≥ p be the sensitivity matrix, and 1 ≤ k < p.
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Algorithm 2 Column subset selection version of B1

Input: Sensitivity matrix S ∈ Rn×p with n ≥ p, parameter 1 ≤ k < p
Set P = Ip
Compute decomposition (4.9): SP = QR {Unpivoted QR of S}
for ` = p : k + 1

Partition R =

[
R11 R12

0 R22

]
where R11 ∈ R`×` {Focus on leading `× ` block}

Compute right singular vector v ∈ R` of R11 corresponding to σ`(R11)

Compute permutation P̃ ∈ R`×` so that |(P̃
T
v)`| = ‖v‖∞

{Move magnitude-largest element of v to bottom}
Compute decomposition (4.8): R11P̃ = Q̃R̃11 {Unpivoted QR of R11P̃ }

Update Q := Q

[
Q̃ 0
0 Ip−`

]
, P := P

[
P̃ 0
0 Ip−`

]
, R :=

[
R̃11 Q̃

T
R12

0 R22

]
end for
return k, P , Q, R

Algorithm 2 computes a pivoted QR decomposition

SP =
[
S1 S2

]
=
[
Q1 Q2

] [R11 R12

0 R22

]
, R22 ∈ R(p−k)×(p−k),

where

σk+1 ≤ ‖(I − S1S
†
1)S2‖2 = ‖R22‖2 ≤ 2p−k−1σk+1.

If the mumerical rank(S) = k, then the columns of S2 represent the p− k unidentifiable

parameters.

Proof. The equality follows from (4.12), while the lower bound follows from interlac-

ing (A.1). The upper bound is derived in § A.1, and in particular in Lemma A.1.3.

Theorem 4.3.1 bounds the amount by which S1 fails to represent S2 according to

criterion (4.6). It implies that the smaller σk+1, the more unidentifiable parameters are

selected by Algorithm 2. Like many subset selection bounds, this bound can be achieved

by artificially contrived matrices [67, Section 8.3], but tends to be quantitatively pes-

simistic in practice. Fortunately, it is informative from a qualitative perspective.
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4.3.2 CSS Algorithm for Method B4

This method [85, Section 2.2], [115], [132, Appendix C] selects identifiable parameters,

by detecting large-magnitude components in those eigenvectors corresponding to large

eigenvalues of the information matrix, starting from the largest eigenvalue. Our detailed

interpretation of the algorithm follows that in [132, Appendix C, Third Criterion]. In a

sense, it is a “reverse” version of Algorithm 1.

We start with a unit-norm eigenvector v1 corresponding to λ1, pick a magnitude

largest element in v1,

|vm1,1| = max
1≤j≤p

|vj1|,

and the corresponding column/parameter m1 is deemed identifiable. We repeat this on

eigenvectors corresponding to eigenvalues λ2 ≥ · · · ≥ λk in that order, by selecting

magnitude-largest elements that have not been selected previously,

|vm`,`| = max
1≤j≤p

j 6=m1,...,m`−1

|vj`|, ` = 2, . . . , k,

and deem the corresponding columns/parameters identifiable.

Expressing B4 as Column Subset Selection

The above approach is almost identical to the subset selection algorithm in [28, Section

3], which is also [29, Algorithm Chan-I].

More specifically, Algorithm 3 represents [28, Algorithm L-RRQR]. It selects k columns

for S1 to satisfy (4.5) and, via a permutation P , moves these columns to the leading part

of the matrix S in (4.4). Once Algorithm 3 has identified a column for S1, it ignores it

from then on, and continues on a lower-dimensional submatrix.

The next Theorem 4.3.2 shows that the identifiable parameters from Algorithm 3 can

be interpreted as parameters that satisfy criterion (4.5).

Theorem 4.3.2. Let S ∈ Rn×p with n ≥ p be the sensitivity matrix, with parameter
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Algorithm 3 Column subset selection version of B4

Input: Sensitivity matrix S ∈ Rn×p with n ≥ p, 1 ≤ k < p
Set P = Ip
Compute decomposition (4.9): SP = QR {Unpivoted QR of S}
for ` = 1 : k

Partition R =

[
R11 R12

0 R22

]
where R22 ∈ R(p−`+1)×(p−`+1)

{Focus on trailing (p− `+ 1)× (p− `+ 1) block}
Compute right singular vector v ∈ Rp−`+1 of R22 corresponding to σ1(R22)

Compute permutation P̃ ∈ R(p−`+1)×(p−`+1) so that |(P̃
T
v)1| = ‖v‖∞

{Move magnitude-largest element of v to top}
Compute decomposition (4.8): R22P̃ = Q̃R̃22 {Unpivoted QR of R22P̃ }

Update Q := Q

[
I`−1 0

0 Q̃

]
, P := P

[
I`−1 0

0 P̃

]
, R :=

[
R11 R12

0 R̃22

]
end for
return k, P , Q, R

1 ≤ k < p. Then Algorithm 3 computes a QR decomposition

SP =
[
S1 S2

]
=
[
Q1 Q2

] [R11 R12

0 R22

]
, R11 ∈ Rk×k,

where

2−k+1σk ≤ σk(R11) = σk(S1) ≤ σk.

If numerical rank(S) = k, then the columns of S1 represent the k identifiable parameters.

Proof. The equality follows from (4.11), while the upper bound follows from interlac-

ing (A.1). The lower bound is derived in § A.2, and in particular in Lemma A.2.3.

Theorem 4.3.2 bounds the linear independence of the columns in S1 according to

criterion (4.5). It implies that the more the identifiable parameters from Algorithm 3 are

linearly independent as columns of S, the larger σk is. As before, the bound in Theo-

rem 4.3.2 can be quantitatively very pessimistic in practice, but qualitatively informative.
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4.3.3 CSS Algorithm for Method B3

The final method we consider from [85, Section 2.2], [115] selects unidentifiable parame-

ters, by computing the sums of squares of all elements in each row of the subdominant

eigenvectors vk+1, . . . ,vp like Algorithm 1. Method B3 detects a largest such sum,

p∑
j=1

v2m1,j
= max

k+1≤i≤p

p∑
j=1

v2ij,

declares the corresponding column/parameter m1 to be unidentifiable, and removes it.

Repeating this, and by selecting parameters that have not been selected previously,

p∑
j=1

v2m`,j = max
k+1≤i≤p

j 6=m1,...,mp−`+1

p∑
j=1

v2ij, ` > 1.

Expressing Method B3 as Column Subset Selection

The above approach can be interpreted in two ways. The first interpretation selects

parameters according to the largest leverage scores of the subdominant eigenvectors[
vk+1 · · · vp

]
of the information matrix [31, 69, 167]. The second interpretation selects

parameters based on column subset selection with [29, Algorithm GKS-II]. We adopt this

latter interpretation.

Our algorithm (Algorithm 4) may look different from the above method, but it actu-

ally accomplishes the same thing in an easier manner (in exact arithmetic). The algorithm

in [57, Section 6], which is also [29, Algorithm GKS-I], operates instead on the leading

elements of the dominant right singular vectors, and applies the column subset selection

method [23, Section 4], [58, Section 5.4.2], which is also [29, Algorithm Golub-I].

The idea is the following: partition the SVD R = U rΣV
T in Remark 4.2.1,

Σ =

[
Σ1 0

0 Σ2

]
, U r =

[
U 1 U 2

]
, V =

[
V 1 V 2

]
,

where Σ1 ∈ Rk×k contains the k dominant singular values σ1 ≥ · · · ≥ σk of R, hence

S, and U 1 ∈ Rp×k and V 1 ∈ Rp×k are the associated left and right singular vectors,

respectively. Applying a permutation to V T
1 corresponds to applying a permutation to

R, hence S. In the algorithm below, the notation Wej denotes column j of W .
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Theorem 4.3.3 bounds how well the columns in S1 representing identifiable parameters

selected by Algorithm 4 satisfy criterion 4.5.

Theorem 4.3.3. Let S ∈ Rn×p with n ≥ p be the sensitivity matrix, and 1 ≤ k < p.

Then Algorithm 4 computes a QR decomposition

SP =
[
S1 S2

]
=
[
Q1 Q2

]
︸ ︷︷ ︸

Q

[
R11 R12

0 R22

]
︸ ︷︷ ︸

R

, R11 ∈ Rk×k,

where

σk/‖V −111 ‖2 ≤ σk(R11) ≤ σk,

σk+1 ≤ σ1(R22) ≤ ‖V −111 ‖2 σk+1

and V 11 ∈ Rk×k is the leading principal submatrix of V in the SVD R = U rΣV
T . If

numerical rank(S) = k, then the columns of S1 represent the k identifiable parameters.

Proof. The upper bound follows from interlacing (A.1). The lower bound is derived in

§ A.3.

4.3.4 CSS Algorithm with Strong Rank-Revealing QR

Our final CSS algorithm [63, Section 4] chooses identifiable parameters based on pairwise

column interchanges that increase the determinant of R11 in the partition (4.10),

[
S1 S2

]
︸ ︷︷ ︸

SP

= S
[
P 1 P 2

]
︸ ︷︷ ︸

P

=
[
Q1 Q2

]
︸ ︷︷ ︸

Q

[
R11 R12

0 R22

]
︸ ︷︷ ︸

R

,

where P ∈ Rp×p is a permutation, P 1 ∈ Rp×k, Q1 ∈ Rn×k, R11 ∈ Rk×k, and R22 ∈
R(p−k)×(p−k) for 1 ≤ k < p. We also assume throughout this section that k is chosen so

that R11 ∈ Rk×k in the unpivoted QR factorization of S is non-singular.

We first recall from § 4.2.2 that a QR factorization is rank-revealing if it satisfies
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Algorithm 4 Column subset selection version of B3

Input: Sensitivity matrix S ∈ Rn×p, n ≥ p, parameter 1 ≤ k < p
Set P = Ip
Compute (4.9): S = QR {Unpivoted QR of S}
for ` = 1 : k

Partition R =

[
R11 R12

0 R22

]
where R22 ∈ R(p−`+1)×(p−`+1)

{Focus on trailing (p− `+ 1)× (p− `+ 1) block}
Compute k− `+1 right singular vectors V 1 ∈ R(p−`+1)×(k−`+1) of R22 corresponding
to σ1 ≥ · · · ≥ σk−`+1

Set W = V T
1 ∈ R(k−`+1)×(p−`+1)

Compute permutation P̃ ∈ R(p−`+1)×(p−`+1) so that
‖W (P̃ e1)‖2 = max1≤j≤p−`+1 ‖Wej‖2

{Move column of W with largest norm to front}
Compute decomposition (4.8): R22P̃ = Q̃R̃22 {Unpivoted QR of R22P̃ }

Update Q := Q

[
I`−1 0

0 Q̃

]
, P := P

[
I`−1 0

0 P̃

]
, R :=

[
R11 R12

0 R̃22

]
end for
return P , Q, R

criteria (4.5) or (4.6), that is

σk(R11) ≈ σk or σ1(R22) = ‖R22‖2 ≈ σk+1.

A QR factorization is strongly rank-revealing if it satisfies both criteria, in addition to

bounding every element of |R−111R12|. In particular, a strong rank-revealing QR (srrqr)

factorization is rank-revealing, and the component-wise boundedness ensures that

P

[
−R−111R12

Ip−k

]

closely approximates the right null space of S provided R11 is not too ill-conditioned [63,

Section 1.2].

Our Algorithm 5 implements [63, Algorithm 4], and exchanges a column of S1 with a

column of S2 until the determinant det(ST1S1) stops increasing. More specifically, upon

interchanging the ith and jth columns of S via a permutation matrix denoted by P (ij),

the resulting leading submatrix R̃11 ∈ Rk×k from the QR factorization of SP (ij) satisfies
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[63, Lemma 3.1]

det(R̃11)

det(R11)
= ρij ≡

√
(R−111R12)2ij +

(
‖R22ej‖2 ‖eTi R−111 ‖2

)2
. (4.13)

Given a user-specified tolerance f > 1, Algorithm 5 iterates as long as it can find columns

i and j+k with ρij > f and, by permuting columns i and j+k. increase the determinant

of the new leading k columns to det(R̃11) ≥ f det(R11). The correctness of Algorithm 5

follows from Lemma A.4.1.

Theorem 4.3.4 shows that the columns S1 selected by Algorithm 5 can be interpreted

as identifiable parameters that satisfy even stronger conditions than criteria (4.5) and

(4.6) combined.

Theorem 4.3.4. Let S ∈ Rn×p with n ≥ p be the sensitivity matrix with parameter

1 ≤ k < p, whose leading k columns are linearly independentiii. Given f ≥ 1, Algorithm 5

computes a QR decomposition

SP =
[
S1 S2

]
=
[
Q1 Q2

] [R11 R12

0 R22

]
,

where R11 ∈ Rk×k and R22 ∈ R(p−k)×(p−k) satisfy

σi(R11) ≥
σi√

1 + f 2k(p− k)
, 1 ≤ i ≤ k

σj(R22) ≤ σj+k
√

1 + f 2k(p− k), 1 ≤ j ≤ p− k,

and

(
|R−111R12|

)
ij
≤ f, 1 ≤ i ≤ k, 1 ≤ j ≤ p− k.

If numerical rank(S) = k, then the columns of S1 represent the k identifiable parameters.

Proof. This follows from [63, Lemma 3.1 and Theorem 3.2]. See § A.4, and in particular

in Lemma A.4.2.

Based on the error bounds given in each of the above theorems, we have theoretical

evidence that the strong rank-revealing algorithm is the most accurate of the presented

iiiThis can be accomplished with a simple QR with column pivoting [58, Algorithm 5.4.1].
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Algorithm 5 Column subset selection with srrqr

Input: Sensitivity matrix S ∈ Rn×p, n ≥ p, parameters 1 ≤ k < p and f ≥ 1
Compute SP = QR {Pivoted QR to make R11 nonsingular}
Compute ρij as defined in (4.13), 1 ≤ i ≤ k, 1 ≤ j ≤ k − p
while max1≤i≤k, 1≤j≤p−k {ρij} > f

Find some 1 ≤ i ≤ k and 1 ≤ j ≤ k − p with ρij > f
Compute permutation P (ij) to permute columns i and j + k
Decomposition (4.8) RP (ij) = Q̃R̃ {Unpivoted QR of RP (ij)}
Update P := PP (ij), Q := QQ̃, R := R̃
Update ρij

end while
return P , Q, R

column subset selection algorithms. We have seen that each of these CSS algorithms

has an advantage (in floating point) over Algorithm 1 (PSS) by operating directly on

the sensitivity matrix, though each CSS algorithm has a different selection method that

may exhibit different performances in practice, based on the pessimistic error bounds in

this chapter. Algorithm 2 (B1) is the direct analog of PSS using the sensitivity matrix,

choosing unidentifiable parameters from maximal components of the right singular vec-

tors corresponding to the smallest singular values. If we think of B1 as working from

back-to-front, then Algorithm 3 (B4) works from front to back, choosing identifiable pa-

rameters from maximal components of the right singular vectors corresponding to the

largest singular values. Instead of choosing maximal components, Algorithm 4 (B3) bases

its selection of unidentifiable parameters on maximal leverage scores of the right singu-

lar vectors corresponding to the smallest singular vectors like Algorithm 2 (B1). Each

of these algorithms operates in such a way that once a parameter has been selected,

it is not considered by the algorithm again. However, Algorithm 5 (srrqr) interchanges

columns until the determinant of the k leading columns is sufficiently maximized, poten-

tially requiring that previously selected parameters be re-considered in later iterations.

Although we have theoretical error bounds in this chapter for each of these algorithms,

we also want to investigate their performances in practice.

In the next chapter, we compare CSS algorithmic performances using manufactured

matrices from classical counterexamples in numerical linear algebra, designed to thwart

column pivoting strategies. Our goal is to gauge how informative each theorem’s er-

ror bounds are, which we accomplish through numerical experiments with these ill-

56



conditioned matrices. After laying this groundwork, we then apply the CSS algorithms

to sensitivity matrices from our specific applications in §6 and 7. We also compare the

resulting parameter partitions to those obtained from parameter subset selection with

the information matrix to assess the reliability of CSS versus PSS in an identifiability

setting.
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Chapter 5

Benchmarks for CSS Algorithmic

Performance

In the last chapter, we represented some of the most popular approaches to parameter

subset selection with the information matrix F = STS as column subset selection (CSS)

algorithms with the sensitivity matrix S to determine parameter identifiability more ac-

curately. While we derived theoretical bounds on the accuracy of the column partitions

of S into S1 (most identifiable) and S2 (most unidentifiable), we also want to benchmark

performances with numerical experiments. Thus, to compare performances numerically

among our column subset selection algorithms, we generate so-called “adversarial” ma-

trices for S based on classical constructions designed to confuse pivot choices.

In § 5.1, we explain our choices and constructions of these adversarial matrices. We

then describe the performance measures that are used to compare algorithms in our

numerical experiments (§5.2). Finally, we summarize the details of our implementations

and the resulting performance measures for the given constructions.

5.1 Adversarial Matrix Constructions

In the following subsections, we give detailed descriptions of each matrix construction that

we use to challenge our CSS algorithms. Each of these constructions (with the exception of

our SHIPS construction) is based on classical column-pivoting counterexamples that are

used extensively by the numerical linear algebra community as algorithmic performance

benchmarks [56, 112].
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5.1.1 The Kahan Construction

This matrix construction is credited to W. Kahan, developed in [87] to illustrate how

column pivoting strategies can fail to reveal the rank of a nearly-singular matrix in

solving linear systems. Many early algorithms used in solving linear systems, such as

Gram-Schmidt orthogonalization [14, 149] or Householder transformations [23, 79], em-

ploy successive orthogonal projections of matrix columns onto the column space of the

preceding ones.

Specifically, the rank k of a matrix S ∈ Rn×p is revealed by these classical methods

when the trailing columns Sk+1, . . . ,Sp all have minimal distance (in the spectral norm)

from the space spanned by the leading columns S1, . . . ,Sk. In other words, the rank

is revealed when the trailing columns (approximately) belong to the column space of

the leading columns. Classical methods reveal the rank of a matrix if, at each step, the

distance from Sj to the space spanned by the preceding columns S1, ...,Sj−1 is maximized

by column interchanges, until the methods find an index k (the numerical rank) where

the distance to any trailing column is approximately zero. However, if the matrix S is

ill-conditioned, this distance could actually be greater than the distance between S and

the nearest singular matrix. As an example, Kahan originally developed the following

construction to illustrate the problems that occur when

‖Sv‖2 � ‖S‖2‖v‖2 (5.1)

for a vector v with components ordered decreasingly in magnitude, such that its smallest

component is negligible compared to the largest [87].

In particular, we consider the matrix S = DnKn ∈ Rn×n, where

Dn ≡ diag
(

1 ζ ζ2 · · · ζn−1
)
, Kn ≡



1 −ϕ −ϕ · · · −ϕ
1 −ϕ · · · −ϕ

. . . . . .
...

1 −ϕ
1


,

with ζ2 + ϕ2 = 1 for ζ, ϕ > 0. Because S is upper triangular with diagonal elements sjj,

its jth column Sj has distance sjj from the column space of the j− 1 preceding columns

for every 1 ≤ j ≤ n. Moreover, methods like Gram-Schmidt orthogonalization do not
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perform any column interchanges on S to maximize the distance to the relevant column

spaces [87], even though the ratio of relevant singular values (4.5) grows faster than any

polynomial in n and k. Then QR with column pivoting does not find a rank-revealing

factorization for this matrix with numerical rank k = n− 1. It is also shown in [87] that

S can be orders of magnitude closer to singular than the smallest distance snn = ζn−1

for sufficiently large n.

5.1.2 The Gu-Eisenstat Construction

Although plain QR with column pivoting cannot find a rank-revealing QR factoriza-

tion for the Kahan matrix (5.1.1) for rank k = n − 1 [63, Example 1], Chandrasekaran

and Ipsen later developed an algorithm that rectifies this limitation [29]. Their algo-

rithm, Hybrid-III, was the inspiration for Gu and Eisenstat’s algorithm for a strong

rank-revealing QR factorization. However, Hybrid-III still fails to find a rank-revealing

factorization for the following construction, taken from Gu and Eisenstat [63, Example

2]. As such, we use it as an adversarial matrix for our benchmarks.

We construct the Gu-Eisenstat matrix S ∈ Rn×n very similarly to the Kahan matrix;

the Kahan matrix of dimensions n− 3 is one of its submatrices:

S =


Dn−3Kn−3 0 0 −ϕDn−311n−3

µ 0 0

µ 0

µ

 ∈ Rn×n,

where k = n− 2, and

µ =
1√
k

min
1≤i≤n−3

‖eTi (Dn−3Kn−3)
−1‖−12 .

Similar to basic QR with column pivoting algorithms operating on the Kahan matrix, the

Hybrid-III algorithm does not perform any column interchanges with the Gu-Eisenstat

matrix. However, it can be verified that the ratio of relevant singular values from (4.5)

grows faster than any polynomial in n and k [63]. Thus, neither basic QR with column

pivoting approaches nor the improved Hybrid-III algorithm produce a rank-revealing

factorization of the Gu-Eisenstat matrix. Because it challenges classical QR algorithms,

in addition to the algorithm that laid the foundation for Algorithm 5 (srrqr), we include
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the Gu-Eisenstat construction as a matrix for our algorithmic performance benchmarks.

5.1.3 The Jolliffe Construction

In the same paper where he originally summarized Methods B1, B4, and B3 (§ 4.3), Jolliffe

used the following matrix to illustrate how Method B3 can have difficulty selecting pivot

columns [85, Appendix A1]:

Λ =


Λ1

Λ2

. . .

Λk

 , Λi =


1 ρi · · · ρi

ρi 1 · · · ρi
...

...
. . .

...

ρi ρi · · · 1

 ∈ Rpi×pi ,

where ρi ≈ 1 and p =
∑k

i=1 pi. Within the framework of the singular value decomposition,

we want our CSS algorithms to operate on this matrix like right singular vectors. As such,

for our adversarial Jolliffe construction, we let S = UΣV T , where U ∈ Rn×p has Haar

measure with orthonormal columns [106, Chapter VI]; Σ ∈ Rp×p is diagonal; and V

is the orthonormal factor from the QR factorization of Λ. Intuitively, Σ represents the

matrix of singular values that we prescribe (§5.3), and U is a matrix with orthonormal

columns that we obtain from the QR factorization of a random (Gaussian) matrix.

5.1.4 The Sorensen-Embree Construction

The matrix that we use in this construction appeared in Sorensen and Embree’s presen-

tation of their newly developed CUR matrix factorization method [161]. A CUR factor-

ization of a matrix approximates it by a lower rank square matrix (U), left multiplied

by columns (C) and right multiplied by rows (R) of the original matrix. Because CUR

factorizations serve a similar purpose to the SVD, we are interested in matrices that

challenge CUR algorithms like [161, Algorithm 1].

We adapt our construction from the ill-conditioned matrix in [161, section 4.2 (A
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growth example)]:

L =



1

−1 1
...

. . . . . .

−1 · · · −1 1

−1 · · · −1 −1
...

...


.

We note that the columns of L are linearly independent. In [161], an orthonormal matrix

V is formed via QR factorization of L. Similar to QR with column pivoting, the CUR

algorithm [161, Algorithm 1] does not perform any column interchanges when applied to

V . Moreover, the error constant for the CUR algorithm [161, Section 4.2] is exponential

in the approximate rank k because‖L−11 ‖2 > 2k−2, where L1 is the matrix comprising

the first k rows and columns of L. As such, we use L as a benchmark for our analysis

of CSS algorithmic performance, following an approach similar to [161] and the Jolliffe

construction above.

We let S = UΣV T , where U and Σ are as for the Jolliffe construction; and V =(
V k V p−k

)
∈ Rp×p is an orthogonal matrix. We let V k ∈ Rp×k be the orthonormal

factor from the QR factorization of L, and we choose V p−k to be an orthonormal basis

for the null space of V T
k . We note that this choice of V p−k ensures that V is orthogonal.

5.1.5 The SHIPS Construction

In our original construction for algorithmic performance comparisons, we use an idea

similar to the one in the Sorensen-Embree construction (§5.1.4). We first give some in-

tuition for our construction, named after the last initials the authors in CITE, before

describing its explicit implementation.

Let the singular value decomposition for S ∈ Rn×p be given by S = UΣV T for

U ∈ Rn×p, Σ ∈ Rp×p, and V ∈ Rp×p. If P is a permutation matrix returned by one of
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the CSS algorithms with

SP = UΣ(V TP ) = UΣ

[
V 11 V 12

V 21 V 22

]
︸ ︷︷ ︸

V TP

,

then our goal is to concentrate the ill-conditioning of the adversarial matrix S into

V 11 ∈ Rk×k to challenge the algorithms. In other words, we want ‖V −111 ‖2 to be large.

We can use the identity

V T
21V 21 + V T

11V 11 = Ik

⇒V T
21V 21 = Ik − V T

11V 11 (5.2)

to choose V 21 ∈ R(p−k)×k from a Cholesky factorization of the right-hand side of (5.2),

as long as V T
11V 11 is chosen not too large as we explain below.

In particular, we choose

V 11 =
T

2‖T‖2
∈ Rk×k, T =


1 −1 · · · −1

1 · · · −1
. . .

...

1

 ∈ Rk×k.

This choice ensures that the matrix

A ≡ Ik − V T
11V 11 = Ik −

1

4‖T‖2
TTT

is symmetric positive definite. Then we can take the Cholesky factorization A = RTR,

where R ∈ Rk×k is the upper triangular factor. Using R, we want to choose V 21 such

that the submatrix V k comprising the first k columns of V ,

V k ≡

[
V 11

V 21

]
,

is orthogonal. Specifically, we let Q ∈ R(p−k)×k be the orthogonal factor from the QR
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factorization of a random Gaussian matrix, and define

V 21 = QR,

where R is the Cholesky factor of A. We then set V =
(
V k V p−k

)
∈ Rp×p where V p−k

is an orthonormal basis for the null space of V T
k so that V is orthogonal. Finally, we

choose U and Σ as for the Jolliffe construction (5.1.3).

5.2 Performance Measures

For performance comparisons, we compute relative versions, γ1 and γ2, of criteria 4.5 and

4.6, respectively:

γ1 =
σk(S1)

σk(S)
, (5.3)

and

γ2 =
‖(I − S1S

†
1)S2‖2

σk+1(S)
. (5.4)

Then, the closer γ1 and γ2 are to 1, the better the pivot choices for S1. We also compare

the condition numbers cond(S) and cond(S1) before and after performing column subset

selection, respectively. We note that we will use these same performance measures in the

context of our mathematical models in §6.

5.3 Numerical Comparisons of CSS Algorithms

We compare the accuracy of the algorithms in section 4.3 on synthetic randomized matri-

ces from classical “counterexamples” designed to be adversarial towards column pivoting.

We ran the algorithms on 10,000 realizations of each of the following matrices from § 5.1:

• Kahan: Parameters ζ were uniformly sampled from [0.9, 0.99999], with dimensions

n = p = 100, and k = n− 1. The average condition number for S across cases was

2.4 · 1019.
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• Gu-Eisenstat : Parameters ζ and dimensions as above, with k = n− 2 and average

condition number 2.0 · 1034.

• Jolliffe: For Σ, the leading k diagonal elements were sampled uniformly from

[102, 103], and the p − k trailing elements from [10−10, 101.9]. For V , ρi were sam-

pled uniformly from [0.9, 0.99999] with block sizes pi = 5. The dimensions of S

were n = 200, p = 100, with k = 20, and mean condition number 4.8 · 1014.

• Sorensen-Embree: Dimensions n, p of S, rank k, and diagonal elements of Σ chosen

as for Jolliffe, with average condition number 1.4 · 1014.

• SHIPS : For Σ, the k leading elements were logarithmically spaced in [102, 103], and

the p− k trailing elements logarithmically spaced in [10−10, 101.9]. Values of n, p, k

were as for Jolliffe, with mean condition number 1.0 · 1013.

We note that in all cases except for Gu-Eisenstat, the value of f (used for the lower

bound of the ratio of determinants) in Algorithm 5 (srrqr) was 1; for the Gu-Eisenstat

matrix, f had to be increased to
√

2 [63].

The means of γ1 and γ2, as well as the ratio cond(S1)/ cond(S), for 10,000 realiza-

tions of each of these matrices are shown in Table 5.1. Across the experiments, Table 5.1

demonstrates that Algorithm 3 (B4) performed the worst with respect to conditioning

and linear independence of pivot columns (γ1). Both the Kahan and Gu-Eisenstat con-

structions demonstrated the instability of B4. While Algorithm 4 (B3) performed the best

with respect to γ2, B3 only performed slightly better in this category than Algorithms 2

(B1) and 5 (srrqr), except in the Sorensen-Embree case where B1 and srrqr had mean γ2

approximately 5x larger than B3. However, B1 and srrqr consistently outperformed B3

with respect to conditioning and γ1, most notably in the Sorensen-Embree and SHIPS

constructions. It should also be noted that the Jolliffe matrix was originally constructed

to trip up B3 [86, Appendix A1], and we observed evidence of its confusion in pivot

choices when computing criterion 4.5 to more significant digits than could be shown in

Table 5.1; for B3, criterion 4.5 was 1.75 ·10−14, while for B1 and srrqr, it was 1.86 ·10−14.

Among the considered test cases, our SHIPS construction was the only one that

distinguished between the performance of B1 and srrqr, demonstrating srrqr’s superior

accuracy with respect to conditioning and γ1. Moreover, with respect to γ2 for SHIPS,

srrqr also outperformed B1. Figure 5.1 gives box plots showing the distributions of the

three criteria for each algorithm. The top and bottom of each box represent the first and
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third quartiles, respectively, while the line through the box itself is the median value.

Values outside of the shorter horizontal lines below and above each box are outliers,

while the horizontal lines themselves show the minimum and maximum of each criterion

(excluding the outliers). In (a), srrqr gave the smallest ratios of condition numbers, cor-

responding to its optimal choices of pivot columns among the algorithms; moreover, the

greater number of outliers above the “maximum” in B4 and B3 illustrates that they had

more inaccurate pivot choices, pointing to higher numerical instability in their compu-

tations with the SHIPS matrices. In (b), srrqr yielded values of γ1 closest to 1, meaning

that its pivot choices were optimal among the algorithms in terms of linear independence.

Again, B3 had more outliers below its “minimum” than srrqr, demonstrating numerical

instability of B3 in computing leading columns for S1. Though in (c), values of γ2 for

srrqr were slightly greater than B4 and B3, the maximum as well as the outliers above it

for srrqr were comparable to B3, whereas B1 performed nearly twice as badly as B3 in

this respect. Additionally, because wider boxes mean that data is more dispersed, srrqr

had the most consistent performance with respect to γ2 among the algorithms, again

suggesting greater numerical stability even though its values for γ2 were slightly larger

overall than B4 and B3.

In the next chapter, we investigate the utility of these algorithms for identifiability

analysis in practical applications after summarizing the mathematical models involved

in our study.
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Table 5.1: Table summarizing algorithmic performances for the matrix constructions in
§5.1. For each matrix S, the means of the ratio of condition numbers are given, followed
by the means for γ1 (5.3) and γ2 (5.4) are shown in the last two columns. Each • denotes
an optimal value for the corresponding criterion within a test case. We use the notation
e for ·10 in the table for easier comparisons.

S Alg(s) cond(S1)
cond(S)

γ1 (5.3) γ2 (5.4)

Kahan

B1, srrqr
B4
B3

• 3.7e-03
6.4e-01

• 3.7e-03

• 1.0
1.6e-03

• 1.0

1.8e03
1.9e15

• 1.7e03

GuEis

B1, srrqr
B4
B3

4.1e-03
4.1e-03
4.1e-03

0.6
0.6
0.6

0.9
5.2e11

• 1.0

Joll – 1.6e-12 1.0 1.0

SorEm

B1, srrqr
B4
B3

• 1.4e-12
2.2e-12
2.3e-12

• 0.9
0.5
0.5

5.4
1.1

• 1.0

SHIPS

B1
B4
B3
srrqr

1.9e-12
2.9e-12
2.0e-12

• 1.6e-12

0.3
0.2
0.3

• 0.4

2.4
1.4

•1.4
1.9
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Figure 5.1: Box plots of (a) the ratio of condition numbers, (b) γ1 (5.3), and (c) γ2 (5.4)
after performing each algorithm on 10,000 realizations of the SHIPS matrix.
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Chapter 6

Models and Applications: COVID-19

Having evaluated performance measures of the CSS algorithms in §4 with our adversarial

benchmarks in the last chapter, we now investigate and implement these algorithms

for identifiability analysis of physical applications. We examine statistically significant

differences in performance measures (§5.2) among the CSS algorithms compared to the

PSS algorithm from §3, using sensitivities generated from real quantities of interest in

these applications.

Before detailing our experiments and numerical findings, we summarize the math-

ematical model used in our study. Namely, we present a model for COVID-19 disease

spread from SARS-CoV-2, based on the one developed in [129] that we roughly cali-

brated to data tracking infections among the U.S. population. We take the total number

of infections as our quantity of interest. We use this model to illustrate methods for

identifiability analysis when reliable ranges of nominal values are known from expertly

reviewed sources (e.g. Center for Disease Control). We discuss our choices of nominal

values and initial conditions in § 6.1.1. Using these values, we employ local and global

sensitivity techniques to analyze the identifiability of model parameters, as well as their

practical identifiability from synthetic data for the number of infectious individuals, gen-

erated from the forward model evaluated at the nominal values. In §6.4.1 and 6.4.2, we

also compare our local sensitivity results obtained from CSS/PSS to those obtained from

practical identifiability analysis methods (AREs, §2.3.3) and global sensitivity analysis

(Sobol’ indices, §2.3.4). Finally, we summarize our conclusions about parameter identifi-

ability in the context of the pandemic in § 6.5.
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6.1 Mathematical Model

To motivate the model, we recall the SIR model (Example 2.1.1) from §2.1 (see also

Figure 6.1(a)). Each state variable in the model corresponds to a population group, with

interactions between groups governed by epidemiological parameters. There are 7 state

variables representing individuals who are: susceptible (S), vaccinated (V ), exposed (E),

asymptomatic (A) and symptomatic (I) infectious, hospitalized (H), or recovered (R).

The COVID-19 model in [129] is an extension of the SIR model, with additional state

variables to capture the latency period of SARS-CoV-2 [104, 175], as well as vaccinations,

hospitalizations, and symptomatic vs. asymptomatic infections. We illustrate the COVID-

19 model as a compartment diagram in Figure 6.1(e), along with examples in (a)-(d) to

contextualize our model with respect to related ones used frequently for epidemiological

modeling [6, 35, 115, 165, 173, 174].

Based on the compartment diagram depicted in Figure 6.1(e), we model the spread

of COVID-19 as a coupled system of ODEs (6.1) similar to Example 2.1.1. We assume

a total population N with equal birth and death rates (unrelated to COVID-19). The

diagram in Figure 6.1(e) yields the following system of ODEs and initial conditions:

Ṡ = −β(A+ I)S/N − νS, S(0) = S0,

V̇ = −αβ(A+ I)V/N + νS, V (0) = V0,

Ė = β(A+ I)S/N + αβ(A+ I)V/N − ηE, E(0) = E0,

Ȧ = σηE − γA, A(0) = A0,

İ = (1− σ)ηE − γI, I(0) = I0,

Ḣ = δγI − ωH, H(0) = H0,

Ṙ = γA+ (1− δ)γI + ωH, R(0) = R0.

(6.1)

The epidemiological interpretations of the model parameters are summarized in Table 6.1.

We take our quantity of interest for identifiability analysis to be the total number of infec-

tious individuals at time t, accounting for symptomatic, asymptomatic, and hospitalized

infectious individuals, i.e. y(t) = (A+ I +H)(t).

To model group dynamics, we make several other simplifying assumptions based on

the known epidemiology of SARS-CoV-2 at the time of our study in the summer of

2021. In particular, we assume that susceptible people only enter the exposed category
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Figure 6.1: Diagram of nested epidemiological compartment models in order of increas-
ing model complexity: (a) SIR, (b) SEIR, (c) SVIR, (d) SEVIR, and (e) COVID-19. The
7 state variables considered in these models represent individuals who are: susceptible
(S), vaccinated (V ), exposed (E), asymptomatic (A) and symptomatic (I) infectious,
hospitalized (H), or recovered (R).

after contact with a non-hospitalized infectious person; this assumption is predicated on

effective use of personal protective equipment in a hospital environment. Additionally,

only symptomatic infectious individuals are at risk of hospitalization.

We also assume the transmission coefficient (β) is the same for symptomatic and

asymptomatic infectious individuals; however, this coefficient is reduced (by a factor

of α) for individuals who have been vaccinated (at vaccination rate ν). Once exposed,

individuals move into either the asymptomatic or symptomatic category at rate η, with

σ representing the probability of being asymptomatic. We assume that all asymptomatic

individuals make a full recovery. We also note that once recovered at rate γ, all previously

infectious people have temporary immunity against the virus; i.e. they do not re-enter

the susceptible population. However, if an individual is symptomatic, it is possible to be

hospitalized (at rate δ), from which individuals recover at rate ω. The total number of
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(hospitalized) people who unfortunately die from COVID-19 can be obtained from the

other quantities in the model (e.g. as a function of hospitalization [129] or via population

conservation assumptions [153]), but we do not include deaths due to COVID-19 in

our parameter investigation. We give more explanations of the model parameters and

assumed nominal values in the next section (Table 6.1), as well as initial conditions for

(6.1).

6.1.1 Initial Conditions and Nominal Values

We roughly calibrated our model to capture the peak of COVID-19 spread in the United

States over a duration of 31 days. Namely, we assume a total population of N = 332.6

million and initial conditions (in millions of people) given by

S0 = 285.1,

V0 = 0,

E0 = 10,

A0 = 0.3,

I0 = 1,

H0 = 0.05,

R0 = 0.

We note that we did not assume any vaccinated or recovered individuals present at time

t = 0. These values were based on publicly available data from the Center for Disease

Control (CDC) in [26, 137].

In Table 6.1, we give our assumed nominal values from relevant peer-reviewed studies

and the CDC with references provided in the last column. Epidemiological descriptions of

each of the parameters in the model are also included in the table. We use these nominal

values for our identifiability analysis in § 6.2-6.4.

6.2 Practical Identifiability Analysis

Because we have physically plausible nominal values and knowledge about the admis-

sible parameter space for (6.1), we do not perform the procedure from § 3.3 to obtain
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Table 6.1: Parameter values and physical interpretations in COVID-19 model (6.1) with
units given in brackets (dimensionless quantities denoted by [ · ]).

Value Description References
β 0.80 Transmission coefficient [1/T; here, T = day] [88]
η 0.33 Rate of progression to infectiousness (following exposure) [1/T] [102, 104]
γ 0.14 Rate of progression through infectious stage [1/T] [125, 147]
α 0.10 Probability of infection after vaccination [ · ] [129]
ν 0.004 Rate of vaccination [1/T] [26]
σ 0.35 Probability of asymptomatic infection [ · ] [141]
δ 0.05 Rate of hospitalization for symptomatic infectious [1/T] [53]
ω 0.82 Rate of recovery for hospitalized infectious [1/T] [124]

better estimates. Instead, we use the inverse problem framework of § 2.2.2 to analyze the

practical identifiability of the model parameters with respect to these nominal values,

using average relative estimation errors (AREs, § 2.3.3). We performed our experiments

on the NCSU Department of Mathematics high performance computing (HPC) cluster

with MATLAB version 2018a.

We generated “clean” data from the sum y = A+I+H of the discretized solutions to

(6.1) for the relevant state variables in y over a 31-day duration. Namely, we evaluated

the solutions at 31 time points representing daily observations beginning at t = 0. Inde-

pendent and identically distributed errors were drawn from a normal distribution with

mean 0 and variance ς̂2. This error vector was then added to the clean data to create

M = 1000 noisy data sets. Our choices for the variance are given in Table 6.2 along

with the AREs for each model parameter, where the true parameter values used in the

calculations are those from Table 6.1. We then fit the model to each noisy curve with

using fmincon with lower bound 0 ∈ R8×1 and upper bound 11 ∈ R8×1. We note that

we used a gradient-based method (i.e. the interior-point algorithm in fmincon) for this

application because it is well-conditioned with reliable ranges of parameter values. We

used a starting guess of 11 ∈ R8×1 for optimization with default MATLAB settings.

Overall, we note that the different orders of magnitude in the AREs suggest different

levels of practical parameter identifiability. We note that the parameter (ν) with the

largest ARE, and hence most practically unidentifiable with respect to the data for the

quantity of interest, is the vaccination rate. The ARE for ν is an order of magnitude larger

than the second-largest AREs for parameters α and δ. We recall that α corresponds to
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Table 6.2: Average relative estimation errors (AREs) for each parameter in the COVID-
19 model (6.1) for increasing noise levels on generated data for the quantity of interest
y = A+ I +H evaluated at the parameter values in Table 6.1.

ς̂2
q

β α ν η γ σ δ ω

0.25 0.08 7.3 79 0.07 0.16 0.52 5.9 0.34
0.50 0.09 7.2 85 0.09 0.18 0.56 6.4 0.34
1.0 0.12 7.1 84 0.11 0.19 0.61 6.9 0.35

the probability of infection after vaccination, which is epidemiologically related to the

vaccination rate in terms of data collection. The parameter δ is the rate of hospitalization

for symptomatic individuals, and if we consider (6.1), we see that δ always appears as a

product with γ in the model equations.

The rate of recovery γ is one of the more reliably estimated parameters according

to the AREs, along with the transmission coefficient (β) and the rate of progression to

infectiousness (η). Parameters σ and ω, representing the probability of asymptomatic

infection and the recovery rate for hospitalized individuals, respectively, are slightly less

practically identifiable in terms of AREs, but more identifiable than δ, α, and ν by at least

one order of magnitude. It should also be noted that for the more practically identifiable

parameters, their AREs monotonically increase with the error variance ς̂2 as expected.

However, the AREs of the less practically identifiable ones do not change much with the

noise level, so these parameters contribute less in fitting the model to the generated data

for the quantity of interest.

We discuss how these results compare and can be combined in a straightforward

manner with local sensitivity analysis approaches with CSS algorithms in § 6.4. We also

explain how we can use the sensitivity matrix for parameter correlation investigations

and improved optimization with respect to AREs. First, though, we investigate global

sensitivity analysis results in the next section with the same inverse problem framework

(2.4) as for the ARE computations.
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6.3 Global Sensitivity Analysis

Using the same parameter values from Table 6.1, we also performed Sobol’ analysis, treat-

ing these values as our mean. We drew parameter samples uniformly from an admissible

parameter space that represented a 20% perturbation about the mean; more specifically,

the sample vector was mapped from the unit hypercube to the hypercube perturbed 20%

about the mean parameter values.

We then evaluated the model for the same quantity of interest A+I+H and computed

the least squares residual from (2.4) with the clean data from our ARE method. This

procedure was repeated for N = 1 · 106 and N = 2 · 106 realizations to generate the

vectors yA, yB, and yC from § 2.3.4 that are used in the Sobol’ index computations for

the indices shown in Table 6.3. Some of the main-effect indices were small but negative

for the computations with N = 1·106, which can occur for unidentifiable parameters with

algebraic dependencies on other parameters; this is an algorithmic-dependent occurrence

that can usually be resolved by taking a larger sample size. To ensure that the parameters

with negative main effects were indeed unidentifiable, we repeated the experiment with

N = 2 · 106 to verify. We note that the total cost, then, was (2 · 106)(8 + 2) = 2 · 107

model evaluations to compute the indices, so we performed these experiments on the

HPC cluster as for the ARE experiments. Both the main effects and total effects for

N = 1 · 106 and N = 2 · 106 are given in Table 6.3 as Sj and ST , respectively.

Table 6.3: Sobol’ main effects (Sj) and total effects (ST ) for each parameter in the
COVID-19 model (6.1) for N = 1 · 106 and N = 2 · 106 realizations. We again use the
notation e in the table rather than ·10 in the table for easier comparison of indices.

β α ν η γ σ δ ω

N = 1 · 106 Sj 1e-01 2 e-05 -2 e-04 6 e-03 1 e-01 6 e-03 1 e-06 -5 e-06
ST 7 e-01 1 e-04 4 e-03 2 e-01 7 e-01 3 e-01 3 e-05 3 e-05

N = 2 · 106 Sj 1 e-01 5 e-04 6 e-04 5 e-03 1 e-01 7 e-03 5 e-04 5 e-04
ST 7 e-01 7 e-05 4 e-03 2 e-01 3 e-01 3 e-01 2 e-05 2 e-05

As we mentioned above, in Table 6.3 for N = 1 · 106, main effect indices for ν and ω

were small but negative, indicating unidentifiability. Generally, this problem of negative

indices is caused by convergence issues in the computations and can be remedied by
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taking a larger number of samples; indeed, when we increased to N = 2 · 106, the indices

were non-negative but otherwise consistent with the results from those with N = 1 · 106.

We also note that the total effect indices sum to more than 1, which occurs when there are

algebraic dependencies or correlations among parameters that contribute to higher-order

interactions [54].

The parameters with the smallest total indices were α, ν, δ, and ω, the first three

also having been flagged as practically unidentifiable by their large AREs. We recall that

the differing orders of magnitude represented in the AREs (Table 6.2) suggested varying

degrees of identifiability. In particular, the fourth parameter flagged by Sobol’ analysis

as least contributing to variance in the objective cost (ω) and the parameter with the

fourth largest ARE (σ) had comparable AREs with the same order of magnitude, and

both a full order of magnitude less than the next largest one. In other words, the results

are consistent overall between our global sensitivity and practical identifiability analyses.

Both methods provide valuable insight into the model parameterization by taking into

account different regions of the admissible parameter space. In the next section, we

demonstrate how local sensitivity analysis can be performed in conjunction with these

methods without much additional computational overhead. Taken together, the three

methods combined give us a much fuller picture of how the model parameters influence

the quantity of interest and interdependence among them.

6.4 Local Sensitivity Analysis

To analyze results from practical and global sensitivity analysis (GSA) more thoroughly,

we incorporated the PSS algorithm from § 3 (Algorithm 1) and the CSS algorithms

from § 4 (Algorithms 2-5) into our implementations of the methods from § 6.2 and

6.3. Specifically, we integrated local sensitivity analysis via PSS and CSS into the inverse

problem framework of the ARE computations, as well as the sampling approach of Sobol’

indices. In § 6.4.1, we detail our integration of PSS and CSS into the ARE procedure

from § 6.2, and we explain how parameter correlations can be obtained from the inverse

of the information matrix F for additional comparisons.
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6.4.1 Integrating PSS and CSS into AREs

To include local sensitivity analysis in our practical identifiability analysis with AREs,

we used two approaches.

First, we evaluated the sensitivity matrix at the values in Table 6.1 for different nu-

merical ranks to see how the nested subsets of unidentifiable parameters correspond to

those with the highest AREs. We also investigated correlations among parameters using

this sensitivity matrix. We then repeated the ARE computations with the most uniden-

tifiable parameters fixed, as determined overall by our different methods by aggregating

all of the results.

Our second approach was also integrated into the first approach. The idea is that,

in the ARE procedure, parameter estimates are obtained in every iteration, and we can

easily evaluate local sensitivity at these estimates using PSS and CSS algorithms. In other

words, we computed M = 1000 sensitivity matrices evaluated at the parameter estimates

returned by the ARE procedure and performed the PSS/CSS algorithms on each. We

then tallied the number of times that a parameter was flagged as unidentifiable by the

method to see how the parameters with the highest tallies corresponded to parameters

with the highest AREs.

Parameter Correlations, Local Sensitivities, and AREs In the first step of our

local sensitivity analysis, we computed the sensitivity matrix S ∈ R31×8 corresponding

to the parameter values in Table 6.1. For a sequence of decreasing numerical ranks k =

6, 5, and 4 of S, we performed each PSS/CSS algorithm to determine the 8 − k most

unidentifiable parameters. We used multiple ranks in order to investigate the different

“levels” of practical unidentifiability evidenced by the differing orders of magnitude in

AREs.

For each rank k, the unidentifiable parameters returned by each algorithm are given

in Table 6.4. We also give the condition number of the sensitivity matrix after performing

each algorithm and removing the selected columns; the condition number of S prior to

subset selection was 2.5 · 106. We note that all CSS/PSS algorithms performed identi-

cally for this matrix, so we group them together in Table 6.4. In particular, from most

unidentifiable to least, the parameters flagged as unidentifiable as the rank k decreases

are: σ, ω, α, and δ.

Because Algorithm 1 (PSS) involves construction of the information matrix F = STS,

78



we also took the opportunity to construct the correlation matrix to further examine pair-

wise dependencies between parameters. However, the accuracy of this construction largely

depends on the conditioning of the information matrix, which is often very bad and

precludes inversion. Consequently, it is up to the practitioner in general to judge whether

the correlation matrix can be trusted. Here, since our sensitivity matrix was not very ill-

conditioned, we proceeded with constructing and examining the correlation matrix. To

do so, we computed the matrix C = F−1 = (STS)−1. We used the MATLAB backslash

operator to find the inverse explicitly and verified it with inv(·). If Cij represents the

(i, j)th entry of C, then the correlation matrix B [115, 153] can be formed from C via

Bij =
Cij√
CiiCjj

. (6.2)

We note that the diagonal entries of B are 1. The correlation matrix B ∈ R8×8 corre-

sponding to the COVID-19 model (6.1) evaluated at the parameter values in Table 6.1

is given in Figure 6.2.

Table 6.4: Unidentifiable parameters for the COVID-19 model returned by each algo-
rithm. Each algorithm was performed for numerical ranks k = 6, 5, 4 of S, with S eval-
uated using the values from Table 6.1. We also include the condition number of S after
performing PSS or CSS and then removing the unidentifiable columns from S (i.e. after
forming S1). The condition number of S prior to subset selection was 2.5 · 106.

Rank k Unid. (cols of S2) cond(S1)
6 σ, ω 1.2 · 105

5 σ, ω, α 8.4 · 103

4 σ, ω, α, δ 3.2 · 102

The correlation matrix in Figure 6.2 corroborates the ARE results. Parameters α,

ν, and δ are highly correlated (gray entries) with parameters (marked by ‡) that were

determined to be more identifiable (Table 6.4) and more reliably estimated by their

AREs (Table 6.2). Additionally, the parameter σ, flagged in the AREs as the next most

unidentifiable parameter after α, ν, and δ, is also highly correlated with more identifiable

parameters from Table 6.4. We note that the unidentifiable parameters σ and δ are highly

correlated with each other as well, indicating that some of the error in estimation of σ
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Figure 6.2: Correlation matrix B ∈ R8×8 for COVID-19 model parameters evaluated at
values in Table 6.1. Largest correlations are marked with �. The most identifiable pa-
rameters are marked with ‡, and columns/rows corresponding to the most unidentifiable
parameters are shaded in gray.

could be attributed to error in estimating δ, or vice versa.

To verify our conclusions about parameter correlations and identifiability, we ag-

gregated the results from all of the aforementioned methods and repeated ARE analysis

with α, ν, and δ fixed. For the most identifiable parameters, we expected that their AREs

would decrease with these unidentifiable parameters fixed. In Table 6.5, we show the re-

sulting ARE calculations in the second lines for each error variance (ς̂2 = 1, 0.5 or 0.25);

the original AREs from Table 6.2 are repeated in the first lines for easier comparisons.

In the remaining rows of Table 6.5, we performed a procedure analogous to the main

one in § 3.3, using nominal values from Table 6.1 as those at which we fixed uniden-

tifiable parameters for subsequent optimization. In each step, the parameters flagged

by PSS/CSS are denoted in Table 6.5 by dashes. Namely, in the sensitivity matrix χ

evaluated at the values in Table 6.1, we removed columns corresponding to fixed param-

eters and performed PSS/CSS algorithms on the smaller-dimensional submatrix. The

least identifiable parameter was then fixed at its corresponding value in Table 6.1, and

the ARE with PSS procedure was repeated for M = 1000. In this way, through the

nested sequence of parameters in Table 6.5, parameters are also ranked from most to

least unidentifiable, based on AREs and local sensitivity analysis.

As expected, the AREs for the most identifiable parameters decrease as unidentifiable

parameters are fixed. However, we note that in the first iteration of this procedure, when

α, ν, and δ are fixed, the ARE for ω slightly increases, while the ARE for σ nearly doubles.
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These increases demonstrate their correlations with the parameters that were fixed; we

recall that δ was highly correlated with σ, and ω was correlated with σ (Figure 6.2).

In other words, some of the error in estimating ω and σ in the original 8-parameter

computations was absorbed by those correlated parameters, causing an increase in error

for the remaining parameters to compensate when correlated ones were fixed. We show in

Figure 6.3 the M = 1000 fits of the quantity of interest, evaluated at the ARE optima, to

our synthetic data for the parameter estimates in R8,R5, and R3, respectively. Namely,

Figure 6.3 (a) corresponds to the original ARE estimates for ς̂2 = 0.25; (b) the ARE

estimates for ς̂2 = 0.25 when fixing α, ν and δ; and (c) the ARE estimates for ς̂2 =

0.25 when fixing α, ν, δ, σ, and ω. We note that once the parameters α, ν and δ with

the highest original AREs are fixed, the model solutions for the quantity of interest

evaluated at the ARE estimates are all high-quality fits to the synthetic data. These

high-quality fits (Figure 6.3) are maintained throughout the iterative procedure shown

in Table 6.5, though we exclude the 4-dimensional fit because it is visually identical to

the 5-dimensional and 3-dimensional fits.

Additionally, in Table 6.5, the parameters β, η, and γ monotonically decrease in

AREs, and they are never flagged as unidentifiable by PSS/CSS algorithms. We give

more evidence in the next subsection of their identifiability by applying our subset se-

lection algorithms to each of the parameter estimates returned by the ARE procedure.

This process is a “quasi-global” extension of local sensitivity analysis within a practical

identifiability framework.

Local Sensitivities within the ARE Procedure While we performed the ARE pro-

cedure from § 6.2 (and the iterative ARE procedure described in the previous subsection),

we also computed a sensitivity matrix at each vector of parameter estimates, generating

a total of M = 1000 matrices. For each matrix, we performed both PSS and CSS to

evaluate local sensitivity at the vector of estimates. These evaluations of parameter sen-

sitivities over the admissible space provide a broader understanding of each parameter’s

influence on the quantity of interest for the model.

In Table 6.6, we list tallies of the parameters flagged by each PSS/CSS algorithm as

unidentifiable for the M = 1000 sensitivity matrices (in R31×8) from our original ARE

evaluations from Table 6.2, using rank k = 4. The same subset of parameters was flagged

as unidentifiable for each variance level (ς̂2 = 1, 0.5, and 0.25), so we only include the tally

of parameters flagged with ς̂2 = 0.25. We also give the relative performance measures
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Table 6.5: Average relative estimation errors (AREs) for each parameter in the COVID-
19 model (6.1) for increasing noise levels on data for the quantity of interest y = A+I+H
evaluated at the parameter values in Table 6.1. Dashed lines indicate that a parameter
has been fixed in ARE computations after being selected by PSS/CSS applied to the
relevant columns of S.

ς̂2
q

β α ν η γ σ δ ω

1

0.12 7.1 84 0.11 0.19 0.61 6.9 0.35
0.031 - - 0.04 0.010 1.12 - 0.37
0.030 - - 0.04 0.006 1.05 - -
0.030 - - 0.04 0.005 - - -

0.5

0.09 7.2 85 0.09 0.18 0.56 6.4 0.34
0.022 - - 0.03 0.009 1.10 - 0.38
0.021 - - 0.03 0.005 1.05 - -
0.021 - - 0.03 0.003 - - -

0.25

0.08 7.3 79 0.07 0.16 0.52 5.9 0.34
0.015 - - 0.02 0.008 1.09 - 0.38
0.015 - - 0.02 0.004 1.03 - -
0.015 - - 0.02 0.002 - - -

(5.3) and (5.4) and the condition number of S1 obtained from S after removing the

columns corresponding to the selected unidentifiable parameters.

Examining the left side of Table 6.6, we first note that all of the algorithms select

δ, σ, ω, and ν with a substantially greater frequency than β, α, η, γ for rank k = 4. On the

right side, from the performance comparisons, we observe that the algorithm B4 produces

the least accurate results on average. To see how it differs from the other algorithms in

its choices, we consider the corresponding tallies on the left side. Namely, B4 selects (as

unidentifiable) β more frequently and ν less frequently than the other algorithms. These

performance comparisons suggest that β is a more identifiable parameter and that ν is

less identifiable.

If we further inspect the parameter tallies for the algorithms on the left side of Ta-

ble 6.6, all of them determine σ and δ to be unidentifiable with the highest frequency

(1000 out of 1000 times). The parameters ν and ω are selected with the next highest

frequency as unidentifiable for rank k = 4, while η and γ are never chosen. Overall, these

tallies and performance measures support both the results from the AREs in Table 6.2

and the parameter correlations in Figure 6.2. Specifically, the parameters most often de-
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Table 6.6: (Left) Number of times that a parameter was flagged as unidentifiable by each
algorithm applied to M = 1000 sensitivity matrices S using rank k = 4. Each matrix S
was evaluated at the parameter estimates obtained during the ARE procedure.
(Right) Criteria (5.3) and (5.4) for each algorithm and the condition number after re-
moving the corresponding columns of S.

Alg. β α ν η γ σ δ ω
B1 66 151 814 0 0 1000 1000 969
B4 70 154 801 0 0 1000 1000 975
B3 66 149 812 0 0 1000 1000 973

srrqr 65 150 814 0 0 1000 1000 971
PSS 66 151 814 0 0 1000 1000 969

Eq. (5.3) Eq.(5.4) cond(S1)
0.831 1.154 543
0.825 1.155 546
0.829 1.152 544
0.830 1.152 544
0.831 1.154 543

termined to be identifiable are β, η and γ, and the parameters δ, σ, and ν are the least

identifiable parameters.

Moreover, by imposing different ranks k = 6, 5 and 4 and repeating the analysis, as

we did based on the nominal values in Table 6.4, we can determine a similar gradation in

sensitivity identifiability. In Figure 6.4, the parameters flagged as unidentifiable by each

algorithm are illustrated in bar graphs for ranks (a) k = 6, (b) k = 5, and (c) k = 4

when applied to the M = 1000 matrices evaluated at the ARE estimates with variance

ς̂2 = 0.25. Note that the bar graph in Figure 6.4 (c) corresponds to Table 6.6. As the

rank k increases, there is less variation in the parameters that are flagged as unidenti-

fiable. We note that the criteria (5.3) and (5.4) also slightly improve as expected with

better (larger) rank approximations (i.e. as k increases). However, two parameters, η and

γ, are never selected by any algorithm, for any rank k > 2, and β is only selected in

lower-rank approximations of S, with less frequency than any other parameter. We con-

clude that the results from local sensitivity analysis and practical identifiability analysis

using AREs are consistent. The most identifiable parameters (β, η and γ) are the most

reliably estimated. The remaining parameters are the most algebraically dependent or

have the most inter-parameter correlations; they are also the least identifiable and the

least reliably estimated. Interestingly, we note that local sensitivity methods flag σ and

ω as unidentifiable with the highest frequency across different numerical ranks k, which

were moderately practically identifiable according to AREs, but highly correlated with

δ. Like the varying orders of magnitude suggest in the AREs, these results support dif-

ferent levels of identifiability among the model parameters. We further investigate this
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idea of gradation in identifiability when we compare local sensitivity results and global

sensitivity results in the next subsection.

6.4.2 Integrating PSS and CSS into GSA

In § 6.3, we computed Sobol’ indices to determine parameter sensitivities across the

admissible parameter space (sampled within 20% of the nominal values). Similar to AREs,

but using the forward model instead of the inverse problem framework, each of the

N(p+ 2) = 2 · 107 realizations yields a vector of parameter values.

We are interested in comparing the results from Sobol’ analysis in Table 6.3 with the

results from PSS/CSS algorithms applied to sensitivity matrices evaluated at those same

parameter samples. In addition, the large number of realizations used for Sobol’ analysis

gives us another opportunity to compare the performance of PSS against CSS algorithms

more comprehensively, and to apply these local methods in a more global fashion. There

are several subtle yet important points to consider with this approach. Using Sobol’

analysis and PSS/CSS algorithms, we are performing sensitivity analysis with respect to

related, but different, quantities. Recall that we evaluated Sobol’ indices to determine the

parameters that had the largest influence on the objective cost, the least squares residual

between the synthetic data (from nominal values) and the model evaluated at the samples.

By contrast, our local sensitivity methods select parameters using basis approximations

to the host sensitivity matrix, whose columns are the derivatives of the response function

(i.e. the model evaluated at the samples) with respect to each parameter. In a sense,

these methods show two sides of the same coin: with GSA, we evaluate how well the

model response at the samples fits the original data, while using PSS/CSS algorithms,

we consider directly how sensitive the model response is to each of the parameters. Ideally,

for accurate estimation, the parameters that least impact the residual cost (from GSA)

and the parameters that least impact the model response (from PSS/CSS) are the same

subset. Thus, we want to determine how much those subsets overlap.

To do so, within the main (parallelized) loop of the Sobol’ implementation from § 6.3,

we constructed the sensitivity matrix S evaluated at the parameter vector in that realiza-

tion. We then applied the PSS/CSS algorithms to this matrix and returned the selected

parameters, along with the criteria (5.3) and (5.4) and the resulting condition number

cond(S1) as for the tallies in the previous tables. If we consider the added computational

expense of performing the PSS/CSS algorithms, there are p additional model evaluations
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needed for the complex-step approximation to compute each sensitivity matrix, so in

total, the number of model evaluations increases by a factor of O(p). There is also the

added cost of the matrix operations within each algorithm, but for most problems, model

evaluation is the more expensive computation involved.

In Figure 6.5, we show the (normalized) number of times that each parameter was

flagged as unidentifiable by PSS/CSS algorithms applied to the sensitivity matrix com-

puted within each Sobol’ iteration, as in Table 6.6. Because the total number (N = 2·107)

was so large, we divided each parameter total by N to get the percentage of times a pa-

rameter was flagged, e.g. if a parameter was flagged as unidentifiable N times out of N , we

report 1 for that parameter in the table. We illustrate the normalized tallies in bar graphs

for ranks (a) k = 6, (b) k = 5, and (c) k = 4 in Figure 6.5. The algorithms performed

identically overall in the selected parameter subsets, though we note a slight difference

in the tally for B4 in Figure 6.5 (c). Whereas the other algorithms selected β over σ with

the same frequency, B4 showed a slight preference for flagging σ in comparison. However,

the difference in their performance criteria was negligible.

From the tallies in Figure 6.5, we again have a ranking of parameters by how uniden-

tifiable they are. Namely, from (a) k = 6 and (b) k = 5, we conclude that parameters

ω, δ, and α are the most unidentifiable. In (c), however, the algorithms are likely picking

up on algebraic dependencies between α and β across the sample space, noting that α

always appears in (6.1) as a product with β. We also recall evidence of correlation (at

the nominal values) between ω and δ that may impact the algorithms’ choice of ω over

δ in (a).

Overall, the local sensitivity algorithms’ choices of α, δ, and ω as the most unidentifi-

able coincide with the parameters having smallest total Sobol’ indices; for these parame-

ters in N = 2 · 106 in Table 6.3, their total indices are smaller than the other parameters’

by two orders of magnitude. The largest total indices belong to η and γ, which are also

the only parameters never flagged by the subset selection algorithms as unidentifiable for

any rank k > 2. We aggregate these results with the local and practical results above

and summarize our conclusions about COVID-19 model parameter identifiability in the

next section.
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6.5 Summary of COVID-19 Model Parameter Iden-

tifiability

Aggregating all of the results from § 6.2-6.4, we summarize our conclusions about pa-

rameter identifiability for the COVID-19 model (6.1). In particular, in Figure 6.6 and in

the remainder of this section, we outline how all of these concepts fit together and how

their results compare. We also contextualize our results for COVID-19 studies using the

assumed form of the model.

We recall how AREs and Sobol’ analysis differ from local sensitivity methods that

utilize PSS and CSS algorithms. Namely, Sobol’ indices determine how much a parameter

affects the least squares residual cost between the model evaluated at the current sample

and the data generated from the nominal parameter values. Then the parameters that

have the least impact on the variance of the least squares residual cost (smallest indices)

are ω, δ, and α, followed by ν and σ. From Sobol’ indices, we conclude that variance in

the parameters β, γ and η has the most influence on variance in the residual cost; that is,

the residual cost is most sensitive to changes in β, γ, and η. In terms of global sensitivity

identifiability, β, γ, and η are the most identifiable parameters.

With AREs, we are measuring how well we can recover parameter values from noisy

data. Rather than a random sample from the admissible parameter space as in Sobol’

analysis, ARE estimates are minimizers of the least squares residual, using data generated

from the nominal values with added random errors. In a sense, we are analyzing how

changes (noise) in the quantity of interest influence changes (error) in the parameter

values (ARE estimates). Then the parameters that can be least reliably estimated in the

presence of noise (highest AREs) are ν, α, and δ, followed by σ and ω. Moreover, the

parameters whose removal (by fixing them at their corresponding nominal value) most

decrease the AREs among the remaining parameters are ν, α, and δ. In doing so, the

parameters β, η, and γ are estimated with a high degree of accuracy, in addition to having

the smallest original AREs. In terms of practical identifiability, β, γ, and η are the most

identifiable parameters.

With our local methods using PSS and CSS algorithms, we are directly evaluating

derivatives of the quantity of interest in the model, y = A + I + H, with respect to the

model parameters. In other words, we are measuring how changes in the parameters give

rise to changes in the quantity of interest, not the least squares residual of its best fit
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to data. Aggregating the results from all of our applications of local sensitivity analysis

in § 6.4, we conclude that the quantity of interest is most sensitive to β, η, and γ, not

only at nominal values, but also at ARE optima and at random samples from across the

admissible parameter space. In terms of local sensitivity identifiability, β, γ, and η are

the most identifiable parameters.

Finally, we connect our findings to COVID-19 spread through a population, assuming

a model of the form (6.1) with nominal values in Table 6.1. The transmission coefficient

(β), the rate of progression to infectiousness (η), and the rate of progression through

infectiousness (γ) have the greatest impact on the total number of infections. If data for

the total number of infections is obtained, these parameters are also the ones that can be

most reliably estimated from it. These parameters ultimately have the most influence on

the quality of the fit to such data using a least squares framework, so it is fortunate that

they can be recovered accurately. It would be of epidemiological significance, then, to

determine the values of the other parameters in another manner with the help of domain

experts. The probability of infection after vaccination (α) and the rate of hospitalization

(δ), in particular, cannot be recovered from this type of data. They have also been shown

to be correlated with other parameters like the rate of progression to infectiousness (η)

and the probability of asymptomatic infection (σ). Since both α and δ can be inferred

from cases of hospitalization and vaccination studies, respectively, we recommend they

be fixed at these inferred values in parameter estimation. The rate of vaccination (ν) and

the rate of recovery for hospitalized individuals (ω) cannot be reliably estimated either,

but their values can also be easily inferred from CDC data, so we recommend that they

be fixed in parameter estimation as well. The probability of asymptomatic infection (σ) is

harder to measure in a real application, but fixing it at a nominal value has little impact

on other parameter estimates. Since best estimates for σ could still be highly inaccurate

and it has important ramifications for COVID-19 spread, we would recommend that it

be fixed in estimation. In conclusion, the most influential parameters β, η, and γ in the

spread of COVID-19 are also fortunately the most reliably estimated from data tracking

infections.
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Figure 6.3: Solutions to (6.1) for the quantity of interest y = A + H + I, evaluated at
the parameter estimates returned by the ARE procedures for (a) 8 parameters, (b) 5
parameters, and (c) 3 parameters. These curves correspond to error variance ς̂2 = 0.25 in
Table 6.5, in rows with the designated number of estimated parameters (those without
dashes). We exclude the 4-parameter fits in Table 6.5 for brevity as they are visually
identical to (b) and (c).
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Figure 6.4: Number of times that a parameter was flagged as unidentifiable by each
algorithm applied to M = 1000 sensitivity matrices S from §6.2 using ranks (a) k = 6,
(b) k = 5, and (c) k = 4. Each matrix S was evaluated at the parameter estimates
obtained during the ARE procedure for ς̂2 = 0.25.

89



Figure 6.5: Percentage of times that a parameter was flagged as unidentifiable by each
algorithm applied to sensitivity matrices S within each Sobol’ iteration, using ranks (a)
k = 6, (b) k = 5, and (c) k = 4.
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Figure 6.6: Summary of parameter identifiability according to (left to right): AREs
(§ 6.2); PSS/CSS algorithms with ARE estimates (§ 6.4); PSS/CSS algorithms and the
correlation matrix evaluated at the nominal values (§ 6.4); PSS/CSS algorithms evaluated
within Sobol’ iterations (§ 6.4); and GSA with Sobol’ indices (§ 6.3). Parameters in green
denote those that were determined to be identifiable by 3 or more approaches; parameters
in red denote those that were determined to be unidentifiable by 3 or more approaches.
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Chapter 7

Models and Applications: Wound

Healing

In § 6, we illustrated the methodology from earlier chapters using a model for which

we had reliable nominal parameter values. While this type of example is helpful for

motivation and methodological development and validation, we are also interested in

applying our methodology to problems with real data and without prior knowledge of

parameter values. As such, we analyze the identifiability of a wound healing model that

we developed with collaborators in Dr. Ashley Brown’s group in the Joint Department

of Biomedical Engineering at NC State and UNC-Chapel Hill [126].

In § 7.1, we give an overview of the wound healing process with a focus on hemostasis,

the initial stage of wound healing. We motivate the choice of our quantity of interest,

fibrin matrix concentration, by summarizing the role of fibrin matrix in the wound heal-

ing process. One of our main goals, aside from parameter estimation, is to determine the

identifiability of model parameters, representing rates of the chemical reactions consid-

ered in hemostasis, in the context of data measuring fibrin matrix polymerization. Real

data for the quantity of interest is provided by Dr. Brown’s group, and we summarize

the data collection process in § 7.1.1. We note that the parameters to be estimated in our

model represent chemical reaction rates that cannot be measured during the associated

reactions, so we do not have reliable nominal values for them. Hence, we rely on data

obtained from the in-vitro experiments by our collaborators to set up a corresponding

inverse problem as in §2.2.2 for parameter estimation. Under mass-action assumptions

(§ 7.2.1), we then derive our mathematical model in § 7.2 that idealizes chemical reactions
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occurring during hemostasis. Within the inverse problem framework, we integrate results

from identifiability analysis into our optimization routine for more robust parameter es-

timation as in § 3.3, while again performing practical identifiability and global sensitivity

analyses for cross-validation from § 2, as in the last chapter.

Once we have reliable parameter estimates, we can use the approaches outlined in the

previous chapter to inform our partitioning of parameters into identifiable and unidenti-

fiable subsets. However, unlike the previous chapter, we lack reliable nominal values at

which we can perform our numerical experiments. Thus, we rely on the procedure de-

scribed in § 3.3 to guide our initial optimization with integrated identifiability analysis.

In addition to the PSS algorithm from § 3, we implement the column subset selection

algorithms from § 4 into our optimization procedure and make performance comparisons.

We also base our final choice of partitioning into identifiable and unidentifiable subsets

for this application on algorithmic performances for different initial thrombin concentra-

tions. Namely, another of our main goals for this application is analyzing differences in

the final subsets of identifiable parameters when using fibrin matrix data collected using

each initial thrombin concentration. We performed this analysis with practical, global

and local sensitivity methodology analogously to the last chapter.

Lastly, in assessing parameter identifiability in the context of this wound healing

application, we aim to analyze differences in identifiable parameter subsets when using

fibrin matrix data from experiments using adult versus fetal fibrinogen. There are impor-

tant biochemical distinctions between adult and neonatal wound healing characteristics

that we discuss first in § 7.1.3. Assuming the same mathematical model, we perform all

of the aforementioned numerical experiments using neonatal data to determine parame-

ter identifiability and compare the results to those obtained using adult data. We then

summarize our conclusions about parameter identifiability for our mathematical model

of hemostatic fibrin matrix polymerization, across different thrombin values, and using

adult versus fetal fibrinogen in the corresponding experiments for data collection.

7.1 Wound Healing Overview

The polymerization of fibrin matrix during hemostasis is critical for successful wound

healing outcomes. When vascular injury occurs, it triggers a sequence of special protein

(coagulation factor) activations that culminates in the activation of the enzyme (protease)
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Figure 7.1: Thrombin-mediated assembly of fibrin matrix; thrombin cleaves fibrinopep-
tides from fibrinogen, exposing fibrin knobs that bind to corresponding holes on the
fibrinogen molecules [17]. Reprinted from Biomaterials, AC Brown et al., Vol 29, pg. 28,
Figure 2, Copyright (2015), with permission from Elsevier.

thrombin [17]. Thrombin also governs the proteolytic cleavage (enzyme-catalyzed protein

breakdown) of fibrinogen, the blood clotting protein that produces fibrin monomers (Fig-

ure 7.1). Fibrin matrix is assembled from these monomers via “knob-hole” interactions

(see Figure 7.1) [51, 103]. The resulting insoluble fibrin network forms the initial clot

over the wound site to stop bleeding. Additionally, the polymerized fibrin matrix serves

temporarily as an extracellular matrix scaffold for cellular infiltration in the later stages

of wound healing [33]. In other words, fibrin matrix forms the clot that immediately stops

bleeding and later acts as a lattice to which cells can attach to finish the wound healing

process.

In the following subsections, we describe the in vitro experimental system used by our

collaborators to investigate fibrin matrix polymerization during hemostasis. The relevant

chemical reactions for the experimental system are then outlined, including the associated

enzyme kinetics, which we use to develop our mathematical model in the next section.
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7.1.1 Experiments and Data Collection

Structural and mechanical properties of fibrin matrix depend on multiple factors dur-

ing polymerization. These include the initial fibrinogen and (human-derived) thrombin

concentrations, the ionic strength of the buffer solution, as well as its pH and calcium

concentration [17]. We consider an in vitro system, in which the polymerization of fibrin

matrix is analyzed via clot turbidity experiments (Figure 7.2). Clot turbidity refers to

the dissipation and branching of fibrils in the fibrin network [130], quantified through

matrix accumulation assays during fibrin polymerization. These polymerization assays

enable rapid, high-throughput investigation of early wound healing dynamics that is not

possible through traditional means of measuring fibrin concentration.

The fibrin matrix data in our numerical experiments corresponds to fibrin matrix

polymerization levels (turbidity profiles) for a solution of 5mM CaCl2 and 2.5 mg/mL

fibrinogen and varying initial concentrations of thrombin (0.25-0.75 U/mL). A unique

feature of this system is that thrombin and fibrinogen are unbound (dissolved) species,

whereas fibrin matrix is a bound species that forms a solid-like matrix. Figure 7.2 shows

a diagram of the experiment design. Namely, fibrinogen was first mixed with 25mM

Hepes buffer (25 mM Hepes, 150 mM NaCl, 5 mM CaCl2, pH 7.4), to which thrombin

is added after baseline measurements. Real-time measurements of clot turbidity were

taken every minute for 3-4 hours through absorbance readings (Abs350nm) using a plate

reader [17, 162]. Specifically, clots were formed within a 96 well plate, and the plate

reader measured absorbance at 9 locations per well, reporting the average absorbance

across the wells. As fibrinogen converts into fibrin, an increase in absorbance is detected

by the plate reader, serving as a quantitative measurement of fibrin matrix density. In

Figure 7.3, we plot some examples of the fibrin matrix data collected via this process,

which we use for some of our investigations later in this chapter.

7.1.2 Reaction Kinetics in Fibrin Matrix Polymerization

We idealize the aforementioned in vitro system for fibrin matrix polymerization as a set

of chemical reactions that capture interactions among fibrinogen, the enzyme thrombin

(Thb), and fibrin matrix (FM). We utilize an extended reaction kinetics framework based

on Michaelis-Menten and cooperative enzyme kinetics to account for the intermediate

complexes that arise in the transition from unbound to bound system constituents (which

95



Figure 7.2: Diagram of the polymerization experiment. Baseline measurements of
Abs350nm are taken for the 96 well plate reader. Fibrin clots are formed by adding
thrombin to the wells, measured at 9 locations per well. Image courtesy of A.C. Brown
in the Joint Department of Biomedical Engineering at NC State and UNC-Chapel Hill.

is known to involve a cooperative mechanism) [32]. Hence, our system includes a small

number of intermediate enzymatic complexes along with their associated reactions.

Activation of Fibrinogen

The first stage of fibrin polymerization in the in vitro system involves the transformation

of inactive fibrinogen (Fbni) into active fibrinogen (Fbna). We note that the latter species

combines with other substrates in subsequent reactions to form fibrin matrix. Fibrinogen

activation is assumed to follow Michaelis-Menten reaction kinetics [116], mediated by the

enzyme (Thb) and involving a single intermediate complex (C0). The associated reaction

subsystem is given by

Fbni + Thb
k+

−−⇀↽−−
k−

C0
k−−→ Fbna + Thb, (7.1)

for non-negative reaction rates k+, k−, and k. We note that the right-most reaction (cor-

responding to reaction rate k) in (7.16) is irreversible; it is assumed that once fibrinogen

is activated, it does not return to an inactive state. Active fibrinogen is a dissolved in-

termediate product that is converted into fibrin matrix in subsequent reactions.

Assembly of Fibrin Matrix

Thrombin-mediated kinetics for fibrin matrix assembly are known to exhibit a sigmoidal

reaction velocity for the product [30, 169], indicative of cooperative enzyme effects with a
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Figure 7.3: Examples of fibrin matrix absorbance data collected via the procedure out-
lined in § 7.1.1 with initial thrombin concentrations of 0.75, 0.50, and 0.25 U/mL.

few intermediate complexes. Cooperativity refers to the phenomenon of previously bound

substrates enhancing the binding of other substrates; in our case, as dissolved fibrinogen

converts into insoluble fibrin matrix, more binding sites become available to promote the

formation of more product. We assume the simplest case of a Hill-type model [59, 71]

with positive cooperativity (Hill coefficient n = 2) to model accumulation of fibrin matrix

(FM). The associated reaction subsystem involves two additional intermediate complexes

(C1, C2) and is given by

Fbna + Thb
k+

1−−⇀↽−−
k−1

C1

k+
2−−⇀↽−−
k−2

Thb + FM, (7.2)

Fbna + C1

k+
3−−⇀↽−−
k−3

C2

k+
4−−⇀↽−−
k−4

C1 + FM, (7.3)

for the eight non-negative reaction rates {k+i , k−i |i = 1, ..., 4}. In many enzyme kinetics

models with cooperative effects, it is assumed that the product is continuously removed

from the system [89]. When this assumption is applicable, the right-most reverse reactions
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in (7.17) and (7.18) (corresponding to k−2 and k−4 , respectively) can be neglected. By

contrast, in our system, the product (fibrin matrix) is a bound species that cannot be

taken out of the system; thus, in our model, we retain the reverse reactions in (7.17)

and (7.18). Moreover, due to inherent model complexity from cooperative effects, many

models invoke a quasi-steady state approximation (QSSA), which assumes equal rates

for formation and breakdown of intermediate complexes [16, 89]. In our system (7.16)-

(7.18), invoking QSSA violates physical laws for reactants, admitting negative values for

substrate and product concentrations when the model is simulated, likely impacted by

the different time scales for which breakdown and formation of different intermediate

complexes occur. As such, we do not use QSSA to simplify our reaction system.

7.1.3 Adult vs. Fetal Fibrinogen

Before presenting our mathematical model, we summarize important differences in the

properties of fibrin matrix when polymerized from adult vs. fetal fibrinogen. The problem

motivating our efforts to understand these differences mathematically is that neonates

(i.e. newborns under 30 days of age) have a different variant of fibrinogen, termed fetal

fibrinogen [122]. Fetal fibrinogen is associated with less clotting activity and more time

required for bleeding cessation [82, 123]. The resulting fibrin matrix formed from fetal

fibrinogen is also more porous and easily degradable than fibrin matrix polymerized

from adult fibrinogen [123, 136]. Unfortunately, in spite these differences, neonates with

bleeding issues (e.g. after surgery) are still treated with adult fibrinogen with varying

success [25, 64, 122, 172]. Because the problem of coagulation in neonates is currently

not well understood, parameter identifiability analysis for fibrin matrix data from fetal

vs. adult fibrinogen can help inform future studies and experiments by highlighting the

most influential parameters in polymerization.

7.2 Mathematical Model

This section focuses on model development for reactions (7.16)-(7.18) relying on foun-

dational assumptions discussed in §7.2.1. The mathematical model corresponding to the

enzyme kinetics in §7.1.2 is derived in §7.2.2. Conservation laws deduced from the stoi-

chiometric matrix and the associated reduced system are described in §7.2.3 and 7.2.4.
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7.2.1 Law of Mass Action

Mathematical modeling of (7.16)-(7.18) requires certain assumptions about the interac-

tions among the chemical species involved. To summarize these governing assumptions for

such reaction systems, we adopt the notation from [73] and consider a general chemical

reaction of the form

αA + β B
κ−−→ γ C + δD. (7.4)

The law of mass action comprises three assumptions stated in [73, Chapter 3] as follows:

1. The reaction rate, r, is proportional to the product of the reactant concentrations

raised to the power of their respective stoichiometric coefficients.

2. The rate of change of the concentration of each species is the product of its stoi-

chiometric coefficient with the reaction rate, adjusted for sign (+ if product and -

if reactant).

3. Rates of reaction systems are added.

The first part of the law of mass action assumes leading order reaction kinetics to specify

the reaction rate r as

r = κAαBβ, (7.5)

where A and B in (7.5) denote concentrations of reactants A and B from (7.4). The second

and third parts translate the chemical reaction (7.4) into a coupled, linearly parameterized

system of ordinary differential equations governing dynamics for the concentrations of

each species. We apply the law of mass action to our particular reaction system (7.16)-

(7.18) in the next section.

7.2.2 ODE System

Using the law of mass action, we map the 11 reactions in (7.16)-(7.18) to a system of 7

ordinary differential equations in 7 state variables, delineated as the four primary sys-

tem species (Fbna,FM,Thb,Fbni) and three intermediate complexes (C0,C1,C2). In the

mathematical model italicized symbols for all species denote their concentration, except
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for FM which uses absorbance units (as a surrogate for concentration). The resulting

system is

dFbna
dt

= −k+1 Fbna · Thb+ k−1 C1 − k+3 Fbna · C1 + k−3 C2 + kC0 (7.6)

dFM

dt
= k+2 C1 − k−2 Thb · FM + k+4 C2 − k−4 C1 · FM, (7.7)

dThb

dt
= −k+1 Fbna · Thb+ k−1 C1 + k+2 C1 − k−2 Thb · FM

− k+Fbni · Thb+ k−C0 + kC0, (7.8)

dFbni
dt

= −k+Fbni · Thb+ k−C0, (7.9)

dC0

dt
= k+Fbni·Thb− k−C0 − kC0, (7.10)

dC1

dt
= k+1 Fbna · Thb− k−1 C1 − k+2 C1 + k−2 Thb · FM + k−3 C2

− k+3 Fbna · C1 + k+4 C2 − k−4 C1 · FM, (7.11)

dC2

dt
= k+3 Fbna · C1 − k−3 C2 + k−4 C1 · FM − k+4 C2. (7.12)

Initial conditions for this system are as follows:

Fbna(0) = 0, FM(0) = FM0, Thb(0) = Thb0, F bni(0) = Fbni0,

Cj(0) = 0, j = 0, 1, 2.
(7.13)

Collectively, equations (7.6)-(7.13) contain 14 model parameters, of which 11 are (con-

stant) reaction rates and the remaining 3 are prescribed initial species quantities. In

(7.13), Thb0 is the initial concentration of thrombin in the system based on properties of

the batch obtained for use in the experiment (§7.1.1). We also assume that initially all

fibrinogen is inactive, with prescribed initial value Fbni0.

Due to the structure of our coupled reaction system, a small initial amount of fibrin

matrix must be assumed at t = 0. This value for FM0 is determined in the experiment

by measuring the amount of fibrin matrix present just after initial polymerization occurs

and is used to prescribe the corresponding initial condition in (7.13).
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7.2.3 Conservation Laws

The stoichiometric matrix T used to determine conservation laws for the system of ODEs

(7.6)-(7.12) is defined in terms of the net stoichiometric coefficient for each reactant and

product involved in every reaction, assuming s species and r reactions (T ∈ Rr×s).

Specifically, the net stoichiometric coefficient of species i in reaction j is nij = n+
ij − n−ij,

where n+
ij is the product stoichiometric coefficient defined as the production rate for the

species, and n−ij the reactant stoichiometric coefficient defined as the consumption rate

of the species [15].

With these definitions, the (i, j)-th entry Tij = nij. The rank of the null space of

TT is equal to the number of linearly independent conservation laws in the system of

ODEs, and a specific set of conservation laws is obtained from basis vectors for the null

space [73, Section 3.3] In this system, s = 7 and r = 11, and the matrix T yields two

independent conservation laws (noting that these depend on the chosen basis vectors):

−Fbna − FM + 2Thb− Fbni + C0 + C1 = −Fbni0 + 2Thb0 − FM0, (7.14)

Fbna + FM − Thb+ Fbni + C2 = Fbni0 − Thb0 + FM0. (7.15)

7.2.4 Reduced ODE System

Given two independent conservation laws, it is possible to reduce our system from 7 to

5 ordinary differential equations. We use (7.14) and (7.15) to eliminate the intermediate

complexes C1 and C2 and thus reduce the original system to 5 ordinary differential

equations (7.6)-(7.10) involving the state variables Fbna, F bni, FM, Thb, and C0 with

the respective initial conditions, after substituting expressions for C1 and C2 obtained

from (7.14) and (7.15) into (7.6)-(7.10).

7.3 Design 1: Adult Fibrinogen with 0.75 U/mL of

Thrombin

We now detail our integrated approach to identifiability analysis for the wound healing

model using data from the polymerization experiment corresponding to adult fibrinogen

and an initial thrombin concentration of 0.75 U/mL. This process is outlined in the flow

chart in Figure 7.4.
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Figure 7.4: Flow chart for the identifiability analyses that we illustrate in detail for the
polymerization experiment with adult fibrinogen and an initial thrombin concentration
of 0.75 U/mL. In § 7.3.1, we summarize the parameter estimation procedure from § 3.3
before using the outputted vector in our practical identifiability (§ 7.3.2) and global
sensitivity analyses (§ 7.3.3). We then detail our integrated approach to local sensitivity
analysis in § 7.3.4.

In § 7.3.1, we outline the procedure from § 3.3 that we use to obtain accurate param-

eter estimates for the reaction rates; recall that the chemical reactions outlined in § 7.1.2

cannot be measured during the clot turbidity experiments. We then use the optimal pa-

rameter vector obtained via this procedure for practical identifiability analysis (§ 7.3.2),

global sensitivity analysis (§ 7.3.3), and local sensitivity analysis as a standalone method

and as a method integrated into the previous two approaches (§ 7.3.4). Once we have

illustrated our comprehensive identifiability analysis with this design, we summarize re-

sults obtained analogously in later sections in less explicit detail for experiment designs

with adult fibrinogen and initial thrombin concentrations of 0.50 (§ 7.4) and 0.25 U/mL

(§ 7.5), as well as fetal fibrinogen with 0.50 U/mL of thrombin (§ 7.6).

For our numerical investigation of this design, fibrin matrix data corresponding to
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initial thrombin concentration 0.75 U/mL was collected every minute for 225 minutes, a

total of 226 data points. To solve the underlying system of ODEs to obtain the model

prediction for fibrin matrix at these points, we rely on the MATLAB function ode15s

for stiff systems (v. 2021b). The initial conditions for the mathematical model are given

in Table 7.1.

Table 7.1: Initial conditions of state variables in the (reduced) ODE system (7.6)-(7.10)
using the conservation laws for C1 and C2 in § 7.2.3.

Fbni0 FM0 Thb0 Fbna0 C00

2.5 0.145 0.75 0 0

7.3.1 Parameter Estimation with Subset Selection

Since we do not have reliable values for reaction rate parameters, we apply our procedure

from § 3.3 to determine optimal values for subsequent identifiability analysis as in the

previous chapter. We integrate the CSS algorithms of § 4 into this optimization procedure,

in addition to the PSS algorithm used in its original description.

Even though we lack nominal values for model parameters, we still require an initial

parameter vector for the optimization routine. Here we solve the ordinary least squares

problem in § 2.2.2 using the Nelder-Mead simplex algorithm in the fminsearch func-

tion with default settings, rather than a gradient-based approach that depends more on

problem conditioning with respect to the Jacobian required to update search directions.

Specifically, the Nelder-Mead algorithm is a derivative-free method that iteratively con-

structs simplices out of points in the parameter space, starting from an initial parameter

vector q0 ∈ Rp and p nearby vectors. Each simplex is updated so that the objective

function values iteratively decrease over the p + 1 points used to construct the simplex,

until an optimum is found among them (to some acceptable tolerance).

We chose our starting point for the algorithm from a previous study [126] in which

nominal parameter values were determined via optimization with presumed orders of

magnitude for the corresponding reaction rates. This approach enables a fair and com-

prehensive comparison of performance across all approaches outlined in Figure 7.4. These

values are given in Table 7.2.
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Table 7.2: Starting point for Nelder-Mead algorithm from [126].

k k− k−1 k−2 k−3 k−4 k+ k+1 k+2 k+3 k+4
1931 366 250 0.26 27 375 0.03 0.49 298 2.66 15

Here we describe the iterations of our procedure, for which the results are outlined

in Table 7.3. For the first step, we performed estimation over all of Rp(= R11), obtaining

an optimum q∗ ∈ R11 (Table 7.3, Iter. 1). We then applied the PSS and CSS algorithms

to the 226× 11 sensitivity matrix evaluated at q∗.

To distinguish parameters by their different “levels” of identifiability, we again tested

different values of the rank(S1), which we previously called k but now change to avoid

confusion with the wound healing model parameter in Table 7.2. The PSS and CSS

algorithms returned identical partitions for each rank considered, the most unidentifiable

parameters in this first iteration being {k−, k, k+3 , k+4 }. We then used these preliminary

local sensitivity results to continue optimization in our main procedure.

Namely, among the parameters selected as unidentifiable, we iteratively fixed them

at their current optimal values (i.e. moved them into q̄), and performed optimization,

initializing from the current estimate, over subsequently lower-dimensional spaces by

fixing them in groups. We fixed them simultaneously in groups to find the most linearly

dependent columns in fewer evaluations, with the aim of reducing the combinatorial

cost of this step later in the procedure. The one-at-a-time and many-at-a-time analyses

provided an opportunity to further reduce the objective cost and determine the local

sensitivity of fibrin matrix concentration to these unidentifiable parameters, in terms of

how they impacted the cost in that iteration.

We found that fixing k− and k most impacted the objective cost, and we summarize

this iteration of the main procedure in Table 7.3 in the row corresponding to Iter. 2. We

note that squares (�) in Table 7.3 denote values that have been fixed at the previous

numeric entry in that column of the table. The associated least squares residual cost for

this lower-dimensional fit is given in the last column.

Once we had obtained a reduced objective cost with q∗ ∈ R9 (Iter. 2, Table 7.3) by

fixing k and k−, we applied the PSS and CSS algorithms to the sensitivity matrix S ∈
R226×9 evaluated at the current estimate. The algorithms all yielded the unidentifiable

parameters {k+3 , k+4 }, which had the most effect on reducing the objective cost by being

fixed simultaneously.
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Table 7.3: Iterations of our main procedure with fibrin matrix data corresponding to
an initial thrombin concentration of 0.75 U/mL. Optimal values in each iteration are
given in the corresponding parameter column, and � signifies that a parameter has been
flagged as unidentifiable at the previous estimate and is fixed in the current iteration.

Iter. k k− k−1 k−2 k−3 k−4 k+ k+1 k+2 k+3 k+4 Cost
0 1931 366 250 0.26 27 375 0.03 0.49 298 2.66 15 4.32 · 10−6

1 4249 331 35 0.28 53 360 0.02 0.46 301 2.62 20 3.14 · 10−6

2 � � 35 0.28 53 361 0.02 0.45 301 2.50 20 2.99 · 10−6

3 � � 35 0.28 53 361 0.02 0.45 301 � � 2.99 · 10−6

4 � � 35 0.28 53 � 0.02 0.46 301 � � 2.96 · 10−6

5 � � 35 0.28 � � 0.02 0.46 301 � � 2.93 · 10−6

The resulting estimate is given in Iter. 3 of Table 7.3, as well as the associated cost,

which we note is not a significant decrease from the previous cost. The lack of significant

reduction in the cost signified that the the current iterate was approaching the “global”

minimum in this region of the parameter space, but for further local sensitivity analysis

we repeated this process again.

At the estimate in Iter. 3 of Table 7.3, the parameters k−4 and k−3 were flagged as

unidentifiable by all of the algorithms. When k−4 was fixed, there was a slight decrease in

the associated objective cost (Iter. 4), and here k−3 was flagged by all of the algorithms.

We performed a final round of optimization with k−3 fixed and subsequently found another

slight reduction in cost.

In Figure 7.14(a), we plot the data and our model evaluated at the final vector (in-

cluding fixed values) in Iter. 5 of Table 7.3. This vector in Iter. 5 is the vector q∗ ∈ R11

that we analyze with practical identifiability analysis (AREs), global sensitivity analysis

(GSA), and local sensitivity analysis (PSS, CSS) as a standalone method to analyze pa-

rameter sensitivities and correlations at q∗ (Iter. 5, Table 7.3) and as a method integrated

into the AREs and GSA using q∗ ∈ R11.

7.3.2 Practical Identifiability Analysis

After obtaining nominal parameter values from the above procedure, we performed prac-

tical identifiability analysis to determine how parameter estimates vary with respect to

added noise in the data. We used the method of AREs from § 2.3.3 as we did in § 6.2,

using q∗ ∈ R11 from Iter. 5 of Table 7.3 to generate M = 1000 fibrin matrix data sets.
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We added Gaussian error to the data at several variance levels (ς̂2) to estimate param-

eters via least squares minimization on the HPC cluster, initializing the Nelder-Mead

algorithm with the values in Table 7.2. We then compared the resulting estimates to q∗.

These ARE values are summarized for each specified variance level in the first row of

Table 7.4, corresponding to the initial thrombin concentration of 0.75 U/mL. We denote

with � all of the AREs greater than 0.40. In particular, we note that the AREs for

k, k−, and k−1 are at least an order of magnitude larger than the AREs for the other

parameters, and we conclude that these parameters {k, k−, k−1 } along with k−3 and k+4

are the least reliably estimated from noisy fibrin matrix data. The smallest AREs on

the other hand correspond to k+1 , k
+
3 , and k−2 , still reliably estimated at the largest error

variance level. We further investigate the identifiability of these parameters with global

sensitivity analysis in the next section.

7.3.3 Global Sensitivity Analysis

As in § 6.3, we performed Sobol’ analysis using q∗ in Iter. 5 of Table 7.3 as the pa-

rameter means. We drew samples uniformly from an admissible parameter space of 20%

about the mean values; i.e. sample vectors were mapped from the unit Latin hypercube

to the hypercube comprising 20% perturbations about the mean parameter values. We

then computed the least squares residual between the fibrin matrix data and the model

prediction in N = 1 ·106 realizations. The total cost was (1 ·106)(11+2) = 1.3 ·107 model

evaluations (and corresponding samples) to compute the indices, so we performed these

experiments on the HPC cluster as was done for the ARE experiments.

Both the main effects and total effects for this polymerization experiment design are

given in the first row of Table 7.5, corresponding to the initial thrombin concentration

of 0.75 U/mL. The smallest total indices correspond to k, k−, and k+3 , indicating that

variance in the least squares residual to the fibrin matrix data with 0.75 U/ml of thrombin

is less attributed to these parameters. Moreover, the largest main and total effect indices

correspond to k−4 and k+2 (both ≈ 0.7, marked with ‡ in Table 7.5), followed by k−2

and k+1 with total Sobol’ indices approximately 0.1. Thus, the majority of the variance

in the residual cost can be attributed to the parameters k−4 and k+2 , with some due to

k−2 and k+1 as well. In the next section, we combine local sensitivity analysis with our

Sobol’ and ARE analyses for a more comprehensive view of parameter identifiability in

the admissible space.
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7.3.4 Local Sensitivity Analysis

In the previous sections, we examined practical identifiability and global sensitivity of

model parameters at the optimal vector q∗ ∈ R11 in Iter. 5 of Table 7.3. We also analyze

this vector using local sensitivity methods by applying the PSS and CSS algorithms to

the sensitivity matrix S evaluated at q∗ and forming the correlation matrix from the

inverse of STS. Moreover, we have seen in the last chapter with the COVID-19 model

that our ARE and GSA approaches can be easily modified to perform local sensitivity

analysis as well, returning partitions of parameters at each parameter vector considered

by these methods. We first summarize the standalone local sensitivity results at the

optimal vector, as well as parameter correlations, before summarizing the results from

local sensitivity analysis integrated into the ARE and Sobol’ routines.

Local Parameter Sensitivities

We began our local sensitivity investigation by constructing the sensitivity matrix at the

optimal parameter vector q∗ in Iter. 5 of Table 7.3. The resulting partitions of identifi-

able and unidentifiable parameters after applying PSS and CSS algorithms are given in

Table 7.6. The leftmost column lists the rank of S1, the matrix containing the selected

identifiable columns of S. The next column shows the PSS and CSS algorithms, grouped

in the same row if their resulting partitions, with the listed unidentifiable parameters,

are the same. The criteria (5.3) and (5.4) are given for each partition along with the

resulting condition number of S1.
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Table 7.6: Parameters flagged as unidentifiable by each of the PSS and CSS algorithms
for different ranks of our low-rank approximation S1 of S ∈ R226×11, corresponding
to Iter. 5 in Table 7.3. The performance measures of the respective algorithms at the
given rank are also provided, and parameters that differ in the subsets are in bold. The
condition number of S prior to subset selection was 2.0 ·1010.

rank(S1) Unidentifiable (5.3) (5.4) cond(S1)

10 PSS, CSS k− 1.00 1.01 4.6 · 107

9 PSS, CSS k−, k 1.00 1.00 9.8 · 106

8 PSS, CSS k−, k, k+4 0.99 1.30 9.3 · 105

7 PSS, CSS k−, k, k+4 , k
−
4 0.76 1.83 1.4 · 105

6 PSS, CSS k−, k, k+4 , k
−
4 , k

+
3 0.88 1.25 2.8 · 104

5
B1, B4, PSS k−, k, k+4 , k

−
4 , k

+
3 , k

−
3 0.87 1.17 2.94 · 103

B3,srrqr k−, k, k+4 , k
+
3 , k

−
3 , k

+
2 0.86 1.02 2.91 · 103

We observe for rank(S1) > 5 in Table 7.6, the algorithms perform identically when

evaluated at q∗ ∈ R11 from Iter. 5 of Table 7.3. Each of the algorithms choose k− as

the most unidentifiable parameter, which is also associated with the largest decrease in

cond(S1) when removing a single column (2.0 · 1010 to 4.6 · 107).

If we consider the associated criteria for ranks 10 and 9, we see that S1 is an excellent

approximation of S when removing the columns corresponding to the parameters k− and

k, indicating that they do not contribute much to a basis for the column space of S, but

the resulting condition numbers are still large relative to the starting condition number of

cond(S) = 2.0 · 1010. Continuing down the rows of the table, though, the approximations

S1 corresponding to ranks 8, 7, and 6 lose some of the accuracy in spanning the column

space of S, based on criterion (5.4).

As shown in the last rows of Table 7.6, the algorithmic performances differed for

rank(S1) = 5. Algorithms B3 and srrqr choose better pivot columns for S1 than B1, B4,

and PSS, which is evidenced in the smaller values for criterion (5.3) and for cond(S1) in

the row corresponding to B3 and srrqr. Additionally, the 5 (identifiable) columns selected

by B3 and srrqr are as linearly independent as those for rank(S1) = 6 (i.e. equivalent

values for criterion (5.3)) but with smaller criterion (5.4).
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Parameter Correlations

We recall from the previous chapter in § 6.4 that parameter correlations can be deter-

mined using the inverse of the information matrix STS if this matrix is well-conditioned

(see (6.2)). For the COVID-19 model, we were able to consider the full 8× 8 correlation

matrix; here, however, the sensitivity matrix at the optimal vector that we constructed

in the previous section has condition number 2.0 · 1010. If we attempt to invert STS,

which will have condition number ≈ 4.0 · 1020, MATLAB will throw a warning about the

accuracy of the matrix inversion due to the ill-conditioning of the information matrix.

Indeed, some of the columns of the resulting 11 × 11 correlation matrix were complex-

valued, indicating that the numerical computation of the correlation matrix is unstable

in finite precision.

Consequently, to evaluate parameter correlations accurately, we removed the columns

corresponding to the three most unidentifiable parameters from Table 7.6, k, k−, and

k+4 . The removal of these three columns yields a sensitivity matrix, which we here denote

by S̃ ∈ R226×8, having a condition number with an order of magnitude half that of

the original S ∈ R226×11 (105 versus 1010, rank 8 in Table 7.6). As such, we expect the

condition number of S̃
T
S̃ ∈ R8×8 to be on the same order of magnitude as the original

sensitivity matrix S.

The resulting 8 × 8 correlation matrix C obtained from S̃
T
S̃ ∈ R8×8 is given in

Figure 7.5(a). From the correlation matrix, we observe that the largest correlations exist

among the most unidentifiable parameters (marked with �) selected by the PSS and CSS

algorithms applied to the (full) sensitivity matrix. The most identifiable parameters are

boxed in blue in the column and row headings of the correlation matrix, and there are

no large correlations (magnitude over 0.90) among these parameters. In the next two

subsections, we compare the results from local sensitivity analysis at q∗ and the corre-

lation matrix to those obtained from the PSS and CSS algorithms applied to sensitivity

matrices using parameter vectors returned by the ARE procedure as well as the samples

used to compute Sobol’ indices.

Local Sensitivity Analysis with ARE Optima

As we did in the last chapter with the COVID-19 model, we calculated M = 1000

sensitivity matrices for each of the parameter vectors estimated in the ARE routine. We

then applied the PSS and CSS algorithms to each of these matrices for rank(S1)= 10,
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9, 8, 7, 6, and 5. Figure 7.6 illustrates the total number of times (out of M = 1000) for

each rank(S1) that a parameter was flagged as unidentifiable by the different algorithms

within the ARE routine. The means of criteria γ1 (5.3) and γ2 (5.4) are shown for each

rank(S1) in Figure 7.7. For efficiency in our implementation, the algorithms were applied

for each rank, successively, to the same sensitivity matrix, already constructed for an

optimal parameter vector returned by the ARE routine in that iteration. We also recall

that the optimization routine within the ARE procedure was parallelized on the HPC

cluster. We note that the local sensitivity results were nearly identical at the other error

variance levels in Table 7.4 for the 0.75 U/mL design, so we show only ς̂ = 1 · 10−5 in

Figures 7.6 and 7.7 for brevity.
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Figure 7.6: Total number of times a parameter was flagged as unidentifiable (out of
M = 1000) by PSS and CSS algorithms applied to sensitivity matrices S ∈ R226×11,
evaluated at the parameter vectors estimated within the iterations of the ARE procedure
(at ς̂2 = 1 · 10−5) for ranks of S1 equal to (a) 10; (b) 9; (c) 8; (d) 7; (e) 6; and (f) 5.
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Figure 7.7: Mean criteria (a) γ1 (5.3) and (b) γ2 (5.4) for the partitions S = [S1 S2]
resulting from M = 1000 applications of Algorithms B1, B4, B3, srrqr, and PSS to the
S evaluated at the ARE optima. The ranks of S1 on each horizontal axis correspond to
those in Figure 7.6, and the optimal values of 1 for γ1 and γ2 on each vertical axis are
marked by ?.

In Figure 7.6, the most unidentifiable parameters are k− and k, in that they are

flagged more than 600 times consistently by each algorithm for every rank in (b)-(f).

Concurring with the local sensitivity results (Table 7.6) at the optimal vector q∗ in Iter.

5 of Table 7.3, the corresponding criteria γ1 and γ2 in Figure 7.7 are still close to 1

(within 5-10%) without k and k−, indicating that these parameters do not contribute

substantially to a basis for the column space of S.

At ranks 8 and 7 shown in Figure 7.6(c) and(d), the algorithms were more split be-

tween k+3 , k+4 , and k−4 as being unidentifiable, but ultimately k+3 and k+4 were flagged more

times than k−4 in (e) and (f). In the corresponding criteria for these ranks in Figure 7.7,

we observe that B4 consistently has the worst performance among the algorithms, while

B3 and srrqr are (identically) the best performing. As seen in both criteria in Figure 7.7,

as well as the bar graphs in Figure 7.6, B1 and PSS also had identical performances to

each other, as we would expect in exact arithmetic due to to the equivalence of their

selection methods.

For rank 5 in Figure 7.6(f), k−3 is flagged more times than k−4 by the algorithms; we

recall that these parameters were highly correlated with each other in the correlation

matrix from Figure 7.5(a). For criterion γ2 at ranks 6 and 5 in Figure 7.7, we note that
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the PSS and B1 algorithms outperform the others with their choice of k−4 over k+2 as

unidentifiable, and we recall that these parameters were also highly correlated with each

other (Figure 7.5(a)).

We also note that the parameters flagged the least number of times here (i.e. selected

by the algorithms as the most identifiable) were k−2 , k+1 , k+, and k−1 . The algorithmic

performances were the most varied for the parameters k−4 and k+2 , with B1 and PSS

flagging the former more than the latter, B3 and srrqr flagging the latter more, and B4

split evenly between them. The discrepancies between the algorithmic totals for k−4 and

k+2 occur across multiple ranks (Figure 7.6(d) 7, (e) 6, and (f) 5), supporting the evidence

of high correlation between them in the correlation matrix from Figure 7.5(a).

Overall, the local sensitivity results obtained by applying the PSS and CSS algorithms

to matrices constructed during the ARE routine agree with our practical identifiability

analysis. The two largest AREs belonged to k (≈ 17.8) and k− (≈ 1.9), and the smallest

AREs were associated with k+1 , k−2 , k+,k+3 , k+2 and k−4 in increasing order, ranging over the

interval [0.10, 0.36]. We also note that the parameters k−1 and k−3 had relatively large ARE

scores (≈ 1.1 and 0.7, respectively), while the local sensitivity methods indicated that

these parameters were only moderately unidentifiable at the ARE optima (i.e. negligibly

flagged for ranks > 7). We compare results in more detail in § 7.3.5.

Local Sensitivity Analysis with Sobol’ Samples

In our final instance of local sensitivity analysis, we integrated the PSS and CSS algo-

rithms into the Sobol’ computations from § 7.3.3. Namely, for each parameter vector

sampled from the admissible space, we constructed the sensitivity matrix and performed

local sensitivity analysis. As with the AREs, we tallied the number of times each param-

eter was flagged by the different algorithms, presented as a percentage (out of the total

number of samples 1.3 · 107) in Figure 7.8 for ranks (a) 10, (b) 9, (c) 8, (d) 7, (e) 6, and

(f) 5. We also computed the means of criteria γ1 and γ2 for each of the algorithms at

each of the ranks, shown in Figure 7.9. The total run time for this process was about

48 hours on the HPC cluster; however, without our local sensitivity analysis, the Sobol’

index computations still took ≈ 36 hours, indicating that the bulk of the computation

time was due to model evaluation, not the local sensitivity procedure.
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Figure 7.8: Percentage of times a parameter was flagged as unidentifiable by PSS and
CSS algorithms applied to sensitivity matrices S ∈ R226×11, evaluated at the parameter
vectors sampled within the iterations of the Sobol’ procedure for ranks of S1 equal to (a)
10; (b) 9; (c) 8; (d) 7; (e) 6; and (f) 5.
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Figure 7.9: Mean criteria (a) γ1 (5.3) and (b) γ2 (5.4) for the partitions S = [S1S2]
resulting from 1.3 · 107 applications of Algorithms B1, B4, B3, srrqr, and PSS to the S
evaluated at the Sobol’ samples. The ranks of S1 on each horizontal axis correspond to
those in Figure 7.8, and the “ideal” values of 1 for γ1 and γ2 on each vertical axis are
marked by ?.

At first glance, we observe from Figure 7.8 that the algorithmic performances are much

more consistent within each rank for the sensitivity matrices evaluated at these parameter

samples for our Sobol’ analysis. Namely, the unidentifiable parameters flagged by each

algorithm were chosen nearly 100% of the time, though not all of the resulting partitions

among the algorithms were the same. We should expect more consistency within each

algorithm in this case since we are only evaluating vectors having components within 20%

of the parameter means (Iter. 5 of Table 7.4), in contrast to the much greater variation in

parameter values returned by the ARE computations when estimating all 11 parameters

(including those that are unidentifiable).

The two most unidentifiable parameters according to the PSS and CSS algorithms

(Figure 7.8) were k and k−, flagged nearly every time across all ranks. Moreover, in

Figure 7.9(a) and (b), the criteria γ1 and γ2 are almost identically 1 for ranks 10 and

9, providing further evidence that k and k− do not contribute to a basis for the column

space of S. The third most unidentifiable parameter was almost universally chosen by all

of the algorithms as k+4 (Figure 7.8(c)), except that Algorithm B4 erroneously selects k+3

about 20% of the time. The inaccuracy of B4 here is evidenced in the corresponding γ1

and γ2 in Figure 7.9 for rank 8. In Figure 7.8(d)-(f), the algorithms agree overall on the
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choices of k, k−, k−4 , k
+
3 , and k+4 . However, at rank 5 in Figure 7.8(f), there are two distinct

parameter partitions that appear: {k, k−, k−3 ,k
−
4 ,k

+
3 , k

+
4 } flagged by B1, B4, and PSS; and

{k, k−, k−3 ,k
+
2 , k

+
3 , k

+
4 } flagged by B3 and srrqr. If we consider the corresponding criteria

in Figure 7.9, B3 and srrqr perform slightly worse with respect to γ1 but significantly

better with respect to γ2 than B1, B4, and PSS.

The discrepancy in performances over k−4 and k+2 again illustrate correlation between

them, and the improved γ2 in rank 5 vs. rank 6 in Figure 7.9, as well as the better quality

approximation S1 produced by B3 and srrqr with respect to γ2 for rank 5, suggest that

k+2 is more unidentifiable than k−4 . We recall from the first row of Table 7.5 that k−4 and

k+2 had the largest total Sobol’ indices, so their joint contribution to the variance is likely

amplified by the correlation between them in the Sobol’ computations. The parameters

with the smallest total indices (k, k−, k+3 ) were all flagged by the PSS and CSS algorithms

applied to the matrices computed from the Sobol’ samples.

As for the parameters that were not flagged as unidentifiable by the PSS or CSS

algorithms, they can be easily observed in Figure 7.8(f) as k−1 , k
−
2 , k

+, and k+1 . The

parameters k−2 and k+1 also had the largest total Sobol’ indices after k+2 and k−4 . We

summarize these and other comparisons for each of the methods used in analyzing the

0.75 U/mL experiment design in the next section.

7.3.5 Identifiability Summary for Design 1

Before we outline our results for the remaining polymerization experiments, we sum-

marize our findings for the more detailed illustration of our approaches with the design

of 0.75 U/mL initial thrombin concentration. For easier comparisons, the flow chart in

Figure 7.10 visualizes our different approaches from § 7.3.2-7.3.4. The overall consensus

among the different methods was that the most identifiable parameters in our wound

healing model, using fibrin matrix data corresponding to this experiment design, were

k−2 , k+, and k+1 . We recall that these parameters correspond to the reaction systems in

(7.16)-(7.17). Specifically, k+ is the reaction rate corresponding to the activation of fib-

rinogen mediated by the enzyme thrombin in (7.16). This reaction notably represents the

initial transition from soluble to insoluble fibrinogen early in the reaction system. Once

fibrinogen has been activated, it combines with thrombin in the reaction corresponding

to k+1 to form the intermediate complex C1 prior to the production of fibrin matrix. The

reaction rate k−2 governs the rate of breakdown of fibrin matrix back into the interme-
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diate complex. From our results outlined in the previous sections and illustrated in the

diagram, we conclude that these reactions are the most reliably estimated from fibrin

matrix data and the most influential in the polymerization of fibrin matrix with respect

to this data.

As for the most unidentifiable parameters {k, k−, k+3 , k+4 } in this design, these param-

eters correspond to the reactions (7.16) and (7.18). Namely, k− and k are the remaining

forward and reverse reactions in (7.16) without k+, specifically governing the breakdown

of the first intermediate complex C0 and its formation into activated fibrinogen, respec-

tively. As evidenced by the data (Figure 7.14(a)) and observations from our collaborators

in Dr. Brown’s research group, the activation of fibrinogen occurs rapidly when combined

with thrombin in solution. As such, it is likely difficult for our methods to distinguish

between the influence of each of these reactions and so choose k+ because it more directly

governs the activation of fibrinogen that contributes to the production of fibrin matrix in

the subsequent reactions. The parameters k+3 and k+4 are also flagged as unidentifiable,

indicating that the secondary reactions governing fibrin matrix formation in (7.18) are

not as discernible in the data as the primary reaction system in (7.17). In the following

sections, we explore the identifiability of the reaction rates in our wound healing system

within each of the other polymerization experiment designs for additional verification of

our findings in this case with 0.75 U/mL thrombin.

117



Figure 7.10: Diagram of our identifiability analysis for the polymerization experiment
with adult fibrinogen and initial thrombin concentration 0.75 U/mL. We summarize the
methods of: our main optimization with PSS/CSS (§ 7.3.1); practical identifiability anal-
ysis (§ 7.3.2); global sensitivity analysis (§ 7.3.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.3.4). Parameters that
are flagged as identifiable in more than 4 of our outlined approaches are colored green,
and those flagged as unidentifiable in more than 4 of the approaches are colored red.
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7.4 Design 2: Adult Fibrinogen with 0.50 U/mL of

Thrombin

We repeated the analysis in the previous section using fibrin matrix data corresponding

to the initial thrombin concentration 0.50 U/mL. This data was taken every minute for

180 minutes. Corresponding initial conditions are given in Table 7.7.

7.4.1 Parameter Estimation with Subset Selection

As in § 7.3.1, we used the starting point in Table 7.2 for optimization and iteratively

moved through our procedure analogously to Table 7.3. Namely, we searched for optimal

parameter vectors over lower dimensional spaces by fixing those that were flagged as

unidentifiable at each iteration’s optimum. For brevity, we exclude the full table and

summarize the last iteration in Table 7.8

The resulting fit of our model evaluated at q∗ from Iter. 5 of Table 7.8 is shown in

Figure 7.14(b). We used this vector for our ARE and Sobol’ index computations, as well

as for local sensitivity analysis as in § 7.3.

7.4.2 Practical Identifiability Analysis

Using the parameter values from the previous section in Table 7.8, we computed the AREs

for each parameter using the same variance levels as the previous design. These values

are summarized in the second row of Table 7.4 corresponding to the initial thrombin

concentration of 0.50 U/mL. The parameters with the largest AREs for this design were

k, k−, and k−3 (marked with �), while the smallest AREs corresponded to k+1 , k+, k+3 ,

and k−4 . These results agree with those obtained from the AREs in the 0.75 U/mL design,

but the AREs for k−1 and k+4 in the 0.50 U/mL design are about 4x smaller than in the

previous one.

7.4.3 Global Sensitivity Analysis

As in § 2.3.4, we took q∗ in Iter. 5 of Table 7.8 as mean values for our Sobol’ analysis,

again using a 20% perturbation. Both the main and total effects for this design are in the

second row of Table 7.5 corresponding to 0.50 U/mL of thrombin. The smallest indices

119



correspond to the parameters k, k−, and k+3 , while the largest belong to k−4 and k+2 ,

identical to the results for the previous design in § 7.3.3. Also like the previous design,

we will see in the next section that the latter two parameters are again highly correlated

at q∗ (Figure 7.5(b)).

7.4.4 Local Sensitivity Analysis

We applied the PSS and CSS algorithms to the sensitivity matrix S ∈ R180×11 evaluated

at q∗ in Iter. 5 of Table 7.8. Because the PSS algorithm requires construction of the matrix

STS we also investigated the parameter correlations using the inverse of this matrix,

modified by removing the most linearly dependent columns to remedy ill-conditioning

as in § 7.3.4. We then computed the percentage of times each parameter was flagged by

PSS and CSS algorithms within the ARE and Sobol’ computations, as was done in the

previous two sections.

Local Parameter Sensitivities

We first constructed the sensitivity matrix at q∗ in Iter. 5 of Table 7.8. We summarize

the results in Table 7.9 analogously to the corresponding table for the previous design

(Table 7.6).

We observe that the local sensitivity results for model fit to the fibrin matrix data

0.50 U/mL of thrombin are more split among the different algorithms for this case than

in the previous section in Table 7.6. Namely, Algorithm B4 performs the worst in terms

of the criteria (5.3) and (5.4), as well as the condition number of the selected identifiable

parameters represented in S1 for ranks 8 and 5. The most unidentifiable parameters,

then, were k−, k, and k+4 taking these criteria into account for ranks 10, 9, and 8.

Similar to the previous design, the approximation S1 loses accuracy for rank 7, but

at rank 5 the B3 and srrqr algorithms find an accurate basis for the column space of S.

Notably, the algorithms are split in their choice of unidentifiable parameters for rank 5,

with Algorithms B3 and srrqr choosing k+2 as more unidentifiable than k−4 like Algorithms

B1, B4, and PSS determined. In the next section, we show that these parameters are

highly correlated as in the previous case.
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Parameter Correlations

Because of the ill-conditioning of STS(≈ 1.0 · 1018) at q∗, we again remove the columns

corresponding to the three most unidentifiable parameters k, k−, and k+4 as shown in

Table 7.9. The resulting matrix S̃
T
S̃, with these columns removed from S̃, had condition

number ≈ 1012 and hence was more amenable to inversion. The resulting parameter

correlations can be found in Figure 7.5(b).

In particular, the parameters with the largest pairwise correlations are {k−4 , k−1 , k+2 }
as in the last design. We note that a correlation exists between k−2 and k+1 in this design

(� in Figure 7.5(b)) that did not appear in the matrix in (a). Otherwise, the correlations

were overall consistent with what we saw for the last design in (a).

Local Sensitivity Analysis with ARE Optima

Within the ARE computations at each estimated vector in § 7.4.2, we evaluated local

parameter sensitivities with the PSS and CSS algorithms. For better readability, we

exclude the full parameter tallies as in Figure 7.6 and briefly summarize our findings for

this design.

The most unidentifiable parameters k− and k were flagged universally by the algo-

rithms at ranks 10 and 9 of S1, and the corresponding criteria γ1 (5.3) and γ2 (5.4) (both

near 1) indicated that these parameters again did not contribute much to a basis for the

column space of S. The algorithms then flagged k+4 as the most unidentifiable, followed

by k+3 and k−3 .

The parameters k−4 and k+2 were also flagged by the algorithms as unidentifiable for

lower ranks (6 and 5). The partitions at each rank were again consistent among the set of

algorithms B1, B4, and PSS and B3, srrqr, with the latter group demonstrating a slight

preference for flagging k+2 over k−4 as more unidentifiable.

Recall that the most unidentifiable parameters by their AREs were k−, k, and k−3

for this design (Table 7.4), while the most identifiable were k−2 , k+, k+1 , and k+3 . Though

the two methods disagree on the identifiability of k+3 , we recall that high correlations

between parameters (e.g. k+3 and k+4 ) can negatively impact ARE scores, whereas the

choice of k+3 was conclusive among the PSS and CSS algorithms as unidentifiable. We

investigate local sensitivity identifiability further for this design through the lens of our

Sobol’ analysis in the next section.
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Local Sensitivity Analysis with Sobol’ Samples

When we evaluated the N = 1.3 · 107 sensitivity matrices at the sampled vectors within

our Sobol’ computations, the tallied results for Design 2 with 0.50 U/mL thrombin were

visually identical to the results for Design 1 in Figure 7.8. Moreover, the Sobol’ indices

for Design 2 were almost identical to those for Design 1, so our conclusions for this case

are the same as for the previous design. Namely, k and k− were flagged every time as

unidentifiable and had the smallest total indices among the parameters (Table 7.5).

The parameters k−1 , k−2 , k+, k+1 were almost never flagged by any of the PSS or CSS

algorithms, and their Sobol’ indices were relatively large compared to the smallest ones.

However, the parameters with the largest Sobol’ indices were again k−2 and k+4 , which

were highly correlated at the optimal (mean for Sobol’) parameter vector q∗. As such,

their Sobol’ indices were most likely amplified by their interactions with each other.

7.4.5 Identifiability Summary for Design 2

As we did for the previous design, we include a visual representation of our results in

Figure 7.11. Overall, the most identifiable parameters {k−2 , k+, k+1 } and the most uniden-

tifiable parameters {k, k−, k+3 , k+4 } agreed with the previous design. The correlation be-

tween k+2 and k−4 similarly affected the Sobol’ index computations in this case, and the

same groupings of algorithms demonstrated consistent results for each considered rank,

with Algorithm B4 slightly underperforming compared to the rest. While correlations

between parameters caused slight discrepancies in parameters selected by the different

methods in § 7.4.2-7.4.4 (illustrated in Figure 7.11), the overall findings are consistent

among the methods and across the two polymerization experiment designs.
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Figure 7.11: Diagram of our identifiability analysis for the polymerization experiment
with adult fibrinogen and initial thrombin concentration 0.50 U/mL. We summarize the
methods of: our main optimization with PSS/CSS (§ 7.4.1); practical identifiability anal-
ysis (§ 7.4.2); global sensitivity analysis (§ 7.4.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.4.4). Parameters that
are flagged as identifiable in more than 3 of our outlined approaches are colored green,
and those flagged as unidentifiable in more than 3 of the approaches are colored red.
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7.5 Design 3: Adult Fibrinogen with 0.25 U/mL of

Thrombin

The last polymerization experiment design with adult fibrinogen that we consider corre-

sponds to an initial thrombin concentration of 0.25 U/mL, collected every 30 seconds for

90 minutes. The initial conditions for the model are given in Table 7.10. We note that

the time scale for the reactions with this initial thrombin concentration is roughly half

that of the previous two designs. At low thrombin concentrations, the polymerization

experiments have less predictable behavior; less fibrin matrix is polymerized overall, and

the fibrin matrix concentration reaches steady state much more rapidly than in the other

cases. As such, we expect that the ODE system is more stiff in fitting the model to fibrin

matrix data with lower initial thrombin concentration.

7.5.1 Parameter Estimation with Subset Selection

We used the starting point in Table 7.2 for optimization over R11 as in the previous two

cases. For brevity, we include only the first and last iterations of our main procedure

in Table 7.11 upon termination analogously to Table 7.8. The resulting model fit to the

data is shown in Figure 7.14(c).

We note that the parameters k, k−, k+3 , k
+
4 were all flagged in the first step by every

PSS and CSS algorithm; the objective cost upon fixing them at their respective values

(Iter. 4) in Table 7.11 decreased from 1.76 · 10−5 to 5.25 · 10−6, where it plateaued for

the remainder of the procedure (as the numeric estimates reached a minimum). In other

words, the values shown in Iter. 4 of Table 7.11 were achieved in the first round of opti-

mization over R11 starting from the values in Table 7.2. The values for the unidentifiable

parameters k−, k+3 , and k+4 found in this step all largely agree with the previous two

designs (Iter. 5 in Table 7.3 and Table 7.8). However, the unidentifiable parameter k is

initially estimated to be an order of magnitude larger than the other two designs, in-

dicating that the primary forward reaction in (7.16) for this design with less thrombin

occurs much faster than for the other two.
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7.5.2 Practical Identifiability Analysis

Using the vector q∗ in R11 in Iter. 4 of Table 7.11 to generate synthetic data, we performed

ARE computations with the error variances ς̂2 = 1 · 10j, j ∈ {−6,−5,−4}. The results

are shown in the third row of Table 7.4 corresponding to 0.25 U/mL of thrombin. We

observe that the most unreliably estimated parameter is k−, with an ARE over 3 times

larger than the next largest corresponding to k+ and k+1 . Both of these parameters were

reliably estimated according to their AREs in the previous two rows of Table 7.4; as

such, the relationships between parameters in this region of the parameter space should

be investigated further with global and local sensitivity analysis as we discuss in the next

sections.

7.5.3 Global Sensitivity Analysis

Taking q∗ as mean values for Sobol’ analysis, we again sample parameter vectors within

a hypercube representing a 20% perturbation of the means. The results are shown in the

third row of Table 7.5. Despite the noticeable differences in ARE performances between

this design and the previous two, the parameters with the smallest (k, k−, k+3 ) and largest

(k−2 , k
−
4 , k

+
1 , k

+
2 ) Sobol’ indices in the two former designs all have the smallest and largest

indices in this design. However, the parameter k−1 has a total Sobol’ index that is three

orders of magnitude smaller than the next smallest index, and only one order of magnitude

larger than the smallest indices. Thus, parameter k−1 is not only unreliably estimated for

this design (Table 7.4) but also unidentifiable in terms of Sobol’ analysis.

7.5.4 Local Sensitivity Analysis

As in the previous sections, we applied the PSS and CSS algorithms to the sensitivity

matrix evaluated at q∗ in Iter. 4 of Table 7.11 and then investigated correlations with

the inverse of the information matrix at this vector. We also used the PSS and CSS

algorithms to evaluate identifiability at parameter vectors used for the ARE and Sobol’

computations.

Local Parameter Sensitivities

In Table 7.12, we display the results of constructing the sensitivity matrix at q∗ in Iter. 4

of Table 7.11 and applying the PSS and CSS algorithms at different ranks. We note that
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all of the algorithms performed identically in their partitions for this design. As in the

previous designs, the parameters that contribute least overall to a basis for the column

space of S are k− and k, but their removal does not improve the condition number of

S1 as significantly as in the previous two cases. The parameters that were flagged as

most unidentifiable (k, k−, k+3 , k
−
1 ) by the PSS and CSS algorithms agreed with those

having the smallest total Sobol’ indices in Table 7.5 for this design. We next consider

correlations among the parameters at this q∗; however, the information matrix is still too

ill-conditioned here to invert, so we remove the columns corresponding to k, k−, and k+4

for consistency in our comparisons of parameter correlations between cases.

Parameter Correlations

In Figure 7.5(c), the parameter correlations at q∗ from Iter. 4 of Table 7.11 are provided

after the columns corresponding to k, k−, and k+4 were removed as in the previous two

cases. At this vector, we again observe that k−4 , k
−
1 , and k+2 are all highly correlated.

We note that the magnitude of correlations in this matrix is overall smaller than in

the previous two, but k+ is much more correlated with k+2 in this case. In addition,

the parameter k+1 is much more correlated here with the unidentifiable parameter k−1 .

These correlations may contribute to the larger error in the AREs corresponding to the

parameters k+ and k+1 in this design than in the previous two designs (Table 7.4).

Local Sensitivity Analysis with ARE Optima

We summarize the results of applying the PSS and CSS algorithms to the parameter

vectors estimated within the ARE procedure. For ranks 10, 9, and 8, the algorithms

agreed distinctly on the unidentifiable parameters k−, k, and k+3 .

At rank 7, all of the algorithms chose k−, k, and k+3 , but were split between the choice

of k−3 and k+4 as the fourth most unidentifiable parameter. However, the rest of the tallies

were definitive for ranks 6 and 5; all of the algorithms distinctly chose {k−, k, k+3 , k+4 , k−3 }
as unidentifiable parameters (flagged > 750 times by all). The parameters flagged a

negligible number of times at every rank were k−2 , k−4 , k+, and k+1 , and were thus the

most identifiable at the ARE optima.
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Local Sensitivity Analysis with Sobol’ Samples

When we applied the PSS and CSS algorithms to matrices at the parameter samples used

in our Sobol’ computations, the results were similar to what we observed in the Sobol’

indices and AREs. In particular, for ranks 10, 9, and 8, the parameters k−, k, and k+3

were flagged by every algorithm in more than 95% of the 1.3 · 107 matrices.

At rank 7, there was an even split between k−1 and k−3 , though Algorithm B4 showed a

slight preference for k−1 over k−3 . In the next unidentifiable parameter selection, the algo-

rithms B4, B3, and srrqr showed a distinct preference for flagging k−1 over k−3 compared

to the algorithms B1 and PSS, which remained evenly split between the two parameters.

The “tie” between k−1 and k−3 was resolved for rank 5, as both were selected more than

95% of the time as unidentifiable by all of the algorithms.

Corroborating prior results throughout this section, the parameters k−2 , k−4 , k+, k+1

were flagged as unidentifiable very few times, if at all. We conclude that these are the

most identifiable parameters in the region of the parameter space sampled in our Sobol’

computations.

7.5.5 Identifiability Summary for Design 3

As for the previous two designs, we present a visual flow chart of our results from this

section with the lowest initial thrombin concentration in Figure 7.12. A key observation

is that the parameter k was estimated to be an order of magnitude larger than in the

other two designs when initialized from the same starting vector, indicating that the

corresponding reaction in (7.16) occurs much faster in this design. In addition to the same

unidentifiable parameters k, k−, k+3 , and k+4 from the previous two cases, the parameter

k−1 was also flagged as unidentifiable at this lower thrombin concentration. We next

consider fibrin matrix data from polymerization experiments involving fetal fibrinogen

before giving a full identifiability summary for the wound healing model parameters in

the last section of this chapter.
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Figure 7.12: Diagram of our identifiability analysis for the polymerization experiment
with adult fibrinogen and initial thrombin concentration 0.25 U/mL. We summarize the
methods of: our main optimization with PSS/CSS (§ 7.5.1); practical identifiability anal-
ysis (§ 7.5.2); global sensitivity analysis (§ 7.5.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.5.4). Parameters that
are flagged as identifiable in more than 3 of our outlined approaches are colored green,
and those flagged as unidentifiable in more than 3 of the approaches are colored red.
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7.6 Design 4: Fetal Fibrinogen with 50 U/mL of Throm-

bin

In the final polymerization experiment design that we consider, fetal fibrinogen was used

with 0.50 U/mL of thrombin. Fibrin matrix data was collected every minute for 225

minutes. The initial conditions for the model are given in Table 7.13.

7.6.1 Parameter Estimation with Subset Selection

We used the starting point in Table 7.2 for optimization over R11. The final parame-

ter vector outputted by the procedure is given in Table 7.14. The most unidentifiable

parameters k and k− were flagged and fixed in the first iteration, which decreased the

objective cost from 4.75 · 10−6 to 4.57 · 10−6 where it stayed for the remainder of the

procedure. The parameter values did not change much from the first iteration to the last,

but we continued the identifiability analysis to determine that the most unidentifiable

parameters in fitting the neonatal data were k, k−, k+4 , k
+
3 , and k−1 . Upon termination of

the main procedure, the resulting model fit to the data is shown in Figure 7.14 (d).

7.6.2 Practical Identifiability Analysis

Using the vector q∗ from Table 7.14 outputted by our main procedure, we again generated

synthetic data with added noise to evaluate AREs for the parameters. These results are

given in the last row of Table 7.4. The most unidentifiable parameters by their ARE scores

with the synthetic neonatal data were k and k+4 , but all of the parameters were more

reliably estimated overall across the different error variance levels in this design than in

the previous three cases. The most reliably estimated and thus identifiable parameters

were k+1 , k
+, k+3 , k

−
2 and k+2 in the neonatal design.

7.6.3 Global Sensitivity Analysis

In the last row of Table 7.5, we give the results of our Sobol’ index computations for

the neonatal case using the parameter vector from Iter. 5 of Table 7.14 as our parameter

means that were perturbed by 20% for analysis. As in all of the previous cases, the

parameters with the smallest total indices were k, k−, and k+3 , while the parameters with
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the largest indices were again k−4 and k+2 . Notably, magnitudes of the Sobol’ indices for

this design were almost identical to those for the case with the same amount of initial

thrombin (0.50 U/mL) but with adult fibrinogen (second row of Table 7.5).

7.6.4 Local Sensitivity Analysis

We first applied the PSS and CSS algorithms to the sensitivity matrix evaluated at q∗

from § 7.6.1. Within each of the routines in § 7.6.2 and 7.6.3, we also utilized the PSS

and CSS algorithms to determine local sensitivities at the parameter vectors considered

in these methods.

Local Parameter Sensitivities

The nested subsets of unidentifiable parameters returned by the PSS and CSS algorithms

applied to the sensitivity matrix evaluated at q∗ are listed in Table 7.15 along with the

corresponding criteria for the approximate basis of S. As in the last design, all of the

algorithms performed identically for each rank of S1, choosing k and k− as the most

unidentifiable parameters that contributed least to a basis for the column space of S,

illustrated by near perfect values of (5.3) and (5.4) in the table.

The approximate basis was still fairly accurate without the next unidentifiable pa-

rameter k+4 , but the loss of accuracy for ranks 7 and 6 can be seen in the corresponding

values of (5.3) and (5.4). Again, for rank 5, the algorithms all achieved a better qual-

ity approximation S1 of identifiable parameters by removing the additional parameters

k−4 , k
+
3 , and k−3 .

Parameter Correlations

Like all of the previous cases, the information matrix was extremely ill-conditioned.

Thus, we removed the columns corresponding to k, k−, and k+4 to compute the parameter

correlations using its inverse. The correlation matrix for the neonatal case at q∗ from

Table 7.14 is given in Figure 7.5(d). The most pairwise correlated parameters were again

k−1 , k+2 , and k−4 , and we also observe strong correlations between k−3 and k+ as we did

for the other cases with thrombin levels 0.50 and 0.75 U/mL. We also note that k−3 was

highly correlated with k−4 and k+2 here as well.

130



Local Sensitivity Analysis with ARE Optima

When we applied the PSS and CSS algorithms to the vectors within the ARE routine

from § 7.6.2, the results were similar to the above designs. Namely, for ranks 10, 9, and

8, the parameters k, k−, and k+4 were flagged most unidentifiable. For rank 8, however,

Algorithm B4 erroneously (based on the criteria (5.3) and (5.4)) chose k+3 instead of

k+4 approximately 400 times, more than twice the number of times the other algorithms

selected k+3 .

In the next step, though, for rank 7, each of the algorithms was split between the

choices k+4 , k
+
3 and k−3 , though all of them definitively flagged k and k− nearly all M =

1000 times for every rank considered. Additionally, the criteria (5.3) and (5.4) were

approximately 1 upon removal of the columns corresponding to k and k−. The parameters

that were flagged as unidentifiable a negligible number of times at each rank were k−2 ,

k+, and k+1 .

Local Sensitivity Analysis with Sobol’ Samples

Within the Sobol’ iterations, when we applied the PSS and CSS algorithms to the sampled

vectors, the results were overall consistent with the previous local sensitivity results. In

particular, the parameters k and k− were flagged unanimously (in ≈ 100% of considered

matrices) by the algorithms at ranks 10 and 9, with the corresponding criteria indicating a

successful approximation of the original sensitivity matrices after removing these columns

to construct S1.

The parameter k+4 was flagged next in ≈ 100% of instances at rank 8 by nearly all

of the algorithms; Algorithm B4 again erroneously chose k+3 about 20% of the time. The

parameters agreed upon by all of the algorithms were ultimately {k, k−, k−3 , k+3 , k+4 } in

rank 5. However, Algorithms B3 and srrqr chose k+2 as the sixth most unidentifiable

parameter in over 95% of the matrices, whereas the other algorithms chose k−4 with the

same frequency. We again observe evidence of the high correlation between the parameters

k−4 and k+2 in our local sensitivity analysis of the Sobol’ samples, as we did in their

corresponding total effect indices in Table 7.5.
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7.6.5 Identifiability Summary of Design 4

In Figure 7.13, we illustrate the results from our identifiability analyses with the fibrin

matrix data from experiments with fetal fibrinogen and 0.50 U/mL initial thrombin con-

centration. Notably, the parameters that are most identifiable (k−2 , k
+, k+1 ) for this design

were the same as for the previous designs, as were the most unidentifiable parameters

k, k−, and k+4 .

The correlations between parameters at the optimal vector obtained from fitting the

model to fibrin matrix data corresponding to fetal fibrinogen were nearly the same as

the correlations for the same initial thrombin design with adult fibrinogen (0.50 U/mL,

Design 2, § 7.4.4). We also observe here a high correlation between k−1 and k−3 . We

discuss the implications of our findings in each design in the next section, as well as their

connections to the reaction kinetics system represented by our model.
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Figure 7.13: Diagram of our identifiability analysis for the polymerization experiment
with fetal fibrinogen and initial thrombin concentration 0.50 U/mL. We summarize the
methods of: our main optimization with PSS/CSS (§ 7.6.1); practical identifiability anal-
ysis (§ 7.6.2); global sensitivity analysis (§ 7.6.3); and local sensitivity analysis, including
its integration into practical and global sensitivity analyses (§ 7.6.4). Parameters that
are flagged as identifiable in more than 3 of our outlined approaches are colored green,
and those flagged as unidentifiable in more than 3 of the approaches are colored red.
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7.7 Summary of Wound Healing Model Parameters

Throughout this chapter, we explored different methods of identifiability analysis in the

context of our wound healing model parameters. We analyzed the identifiability of re-

action rate parameters corresponding to fibrin matrix polymerization experiments with

different designs (§ 7.1). In particular, we considered data collected from experiments in-

volving adult fibrinogen with initial thrombin concentrations of 0.75 U/mL (§ 7.3), 0.50

U/mL (§ 7.4), and 0.25 U/mL (§ 7.5). We also investigated identifiability of parameters

corresponding to experiments using fetal fibrinogen (§ 7.6; see also § 7.1.3).

In terms of the numerical accuracy of our PSS and CSS algorithms, we observed

similar results to those obtained from applying them to the adversarial column-pivoting

matrices in § 5. First, we further distinguished algorithmic performances and showed

that Algorithms B3 and srrqr consistently outperformed the others in subset selection

accuracy. We also constructed nested rankings of parameter identifiability by imposing

different rank choices for S1 in our repeated applications of the PSS and CSS algorithms.

These rankings provide additional insight into the identifiability of different parameters

with respect to the manner in which they individually affect the approximation S1, by

their inclusion or removal.

Overall, the partitions into identifiable and unidentifiable subsets obtained from our

analyses were consistent across multiple regions of the admissible parameter space for

each of the experiment designs. In each design, the most unidentifiable parameters were

k and k−, corresponding to the first reaction (7.16) in our system, while the remaining

reaction rate k+ in that system was one of the most identifiable parameters in each

design. We conclude that the parameters governing the initial activation of fibrinogen

cannot all be uniquely estimated, but k+ has the most impact on the variance of the

objective cost and can be most reliably estimated from our fibrin matrix data. Moreover,

we have evidence to suggest that the forward reaction during which fibrinogen is activated

(corresponding to k) occurs much more rapidly at lower levels of thrombin.

Fbni + Thb
k+

−−⇀↽−−
k−

C0
k−−→ Fbna + Thb, (7.16)

The parameters k+3 and k+4 were also flagged consistently as highly unidentifiable by

our methods, corresponding to both forward reactions in the secondary reaction (7.18)
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to produce the intermediate complex C2 and fibrin matrix from C2, respectively. The

reverse reaction rate k−3 corresponding to the breakdown of C2 in (7.18) was determined

to be unidentifiable in a large number of our experiments as well, indicating that the

second reaction system that produces fibrin matrix cannot be as well-determined from

the data as the first (7.17).

Fbna + Thb
k
+
1−−⇀↽−−

k
−
1

C1

k
+
2−−⇀↽−−

k
−
2

Thb + FM, (7.17)

Fbna + C1

k
+
3−−⇀↽−−

k
−
3

C2

k
+
4−−⇀↽−−

k
−
4

C1 + FM, (7.18)

The most identifiable parameters belonged to the first reaction (7.17) in the subsystem

that produces fibrin matrix. Namely, the parameters k−2 and k+1 were reliably estimated in

ARE experiments and had a greater impact on the variance of the objective cost. These

correspond to the forward reaction that produces the intermediate complex C1 and the

reverse reaction that governs the breakdown of fibrin matrix back into the complex.

We also observed that the parameter k+2 was determined to be identifiable by some of

our methods, but it was highly correlated at the optimal vectors with k−1 and k−4 . The

parameter k−1 exhibited the most pairwise correlations with other parameters in this

reaction subsystem and was flagged by several of our methods in multiple designs. As

such, we deem k−1 one of the unidentifiable parameters in our model.

As for the correlation between k−4 and k+2 , both determined to be identifiable param-

eters, we can solve this problem using mixed-effects modeling that addresses parameter

correlations via so-called random effects. We investigate this in the next chapter when we

use our identifiability results for a mixed-effects modeling approach to study aggregate

data collected from multiple experiments within each design (Figure 7.15). Without per-

forming identifiability analyses first to deal with unidentifiable parameters, mixed-effects

modeling cannot be used effectively to study multiple data sets simultaneously as we will

illustrate with the wound healing model from this chapter.
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Table 7.7: Initial conditions of state variables in the (reduced) ODE system (7.6)-(7.10)
using the conservation laws for C1 and C2 in § 7.2.3 to model fibrin matrix data with
initial thrombin concentration 0.50 U/mL.

Fbni0 FM0 Thb0 Fbna0 C00

2.5 0.124 0.50 0 0

Figure 7.14: Model predictions to data evaluated at the final estimates from our main
procedure for each design. Figures (a)-(c) correspond to fibrin matrix polymerization
experiments performed with adult fibrinogen and initial thrombin concentrations of 0.75
U/mL, 0.50 U/mL, and 0.25 U/mL, respectively. In (d), we show the final fit to fibrin
matrix data obtained from fetal fibrinogen for a 0.50 U/mL initial thrombin concentra-
tion.
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Table 7.9: Parameters flagged as unidentifiable by each of the PSS and CSS algorithms
for different ranks of our low-rank approximation S1 of S ∈ R180×11, corresponding
to Iter. 5 in Table 7.8 (Design 2, 0.50 U/mL Thb). The performance measures of the
respective algorithms at the given rank are also provided, and parameters that differ in
the subsets are in bold. The condition number of S prior to subset selection was 1.7 ·109.

rank(S1) Unidentifiable (5.3) (5.4) cond(S1)
10 PSS, CSS k− 0.98 1.04 4.4 · 107

9 PSS, CSS k−, k 0.99 1.01 4.1 · 106

8
B1, B3, srrqr, PSS k−, k, k+

4 0.96 1.32 1.0 · 106

B4 k−, k, k+
3 0.92 1.61 1.1 · 106

7
B1, srrqr, PSS k−, k, k+

4 , k
−
4 0.74 1.81 1.9 · 105

B4, B3 k−, k, k+
3 , k

−
4 0.74 1.50 2.0 · 105

6 PSS, CSS k−, k, k+3 , k
−
4 , k

+
4 0.83 1.38 1.8 · 104

5
B1, B4, PSS k−, k, k+3 , k

−
4 , k

+
4 , k

−
3 0.92 1.25 2.9 · 103

B3,srrqr k−, k, k+3 , k
+
2 , k

+
4 , k

−
3 0.89 1.03 2.7 · 103

Table 7.10: Initial conditions of state variables in the (reduced) ODE system (7.6)-(7.10)
using the conservation laws for C1 and C2 in § 7.2.3 to model fibrin matrix data with
initial thrombin concentration 0.25 U/mL.

Fbni0 FM0 Thb0 Fbna0 C00

2.5 0.124 0.25 0 0
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Table 7.12: Parameters flagged as unidentifiable by each of the PSS and CSS algorithms
for different ranks of our low-rank approximation S1 of S ∈ R180×11, corresponding to
Iter. 4 in Table 7.11 (Design 3, 0.25 U/mL Thb). The performance measures of the
respective algorithms at the given rank are also provided. The condition number of S
prior to subset selection was 8.2 · 108.

rank(S1) Unidentifiable (5.3) (5.4) cond(S1)
10 PSS, CSS k− 1.00 1.00 3.3 · 108

9 PSS, CSS k−, k 1.00 1.00 1.2 · 107

8 PSS, CSS k−, k, k+3 1.00 1.40 7.3 · 105

7 PSS, CSS k−, k, k+3 , k
−
1 0.77 1.71 3.4 · 105

6 PSS, CSS k−, k, k+3 , k
−
1 , k

+
4 0.52 1.33 3.6 · 104

5 PSS, CSS k−, k, k+3 , k
−
1 , k

+
4 , k

−
3 0.69 1.09 2.0 · 104

Table 7.13: Initial conditions of state variables in the (reduced) ODE system (7.6)-(7.10)
using the conservation laws for C1 and C2 in § 7.2.3 to model fibrin matrix data from
fetal fibrinogen.

Fbni0 FM0 Thb0 Fbna0 C00

2.5 0.124 0.50 0 0
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Table 7.15: Parameters flagged as unidentifiable by each of the PSS and CSS algorithms
for different ranks of our low-rank approximation S1 of S ∈ R180×11, corresponding to
Iter. 5 in Table 7.14 (Design 4 with fetal fibrinogen). The performance measures of the
respective algorithms at the given rank are also provided. The condition number of S
prior to subset selection was 2.1 · 109.

rank(S1) Unidentifiable (5.3) (5.4) cond(S1)
10 PSS, CSS k− 1.00 1.00 4.1 · 107

9 PSS, CSS k−, k 1.00 1.00 7.2 · 106

8 PSS, CSS k−, k, k+4 1.00 1.31 1.1 · 106

7 PSS, CSS k−, k, k+4 , k
−
4 0.83 1.74 1.9 · 105

6 PSS, CSS k−, k, k+4 , k
−
4 , k

+
3 0.79 1.33 4.0 · 104

5 PSS, CSS k−, k, k+4 , k
−
4 , k

+
3 , k

−
3 0.92 1.26 3.7 · 103
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Figure 7.15: Flow chart for our process of identifiability analysis in this chapter with
the end goal of mixed-effects modeling with random and fixed effects to fit data from
multiple experiments within the same design simultaneously (§ 8).
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Chapter 8

Mixed-Effects Modeling for

Aggregate Data

In the previous chapters, we demonstrated our different approaches to parameter identifi-

ability analysis. These methods were implemented and used to determine the parameters

that were least reliably estimated from the given data, had the least influence on the

residual cost between model predictions and data, and contributed least to a basis for

the column space spanned by identifiable parameters in the sensitivity matrix. We il-

lustrated our approaches with longitudinal data for state variables in the ODE systems

that we considered; at each time point, there was a single corresponding observation (e.g.

fibrin matrix absorbance data from a single experiment within a particular design (§ 7)).

However, in many applications, we have aggregate data for the representative dy-

namical system (e.g. fibrin matrix absorbance data from repeated experiments within a

particular design). For the wound healing model discussed in § 7, the high-throughput

technique described in §7.1.1 results in aggregate fibrin matrix observations, correspond-

ing to distributions of the model parameters in (7.6)-(7.12). Namely, there is evidence to

suggest that samples of the human-derived enzyme thrombin are highly sensitive to (un-

known) external conditions that lead to variations in the accumulation of fibrin matrix

in experiments. A direct implication is that the same initial concentration of thrombin

from different samples can produce significantly different fibrin matrix curves in practice.

As such, we expect to encounter both “population-level” (termed fixed-effect) param-

eters that pertain to all of the data sets within a particular design, as well as random-

effect parameters that account for variation between the data sets having the same initial
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thrombin concentration [42, 43]. Ultimately, by using the mixed-effects framework out-

lined in this chapter, we aim to estimate the identifiable parameters analyzed in the

previous chapter from aggregate data to study the statistically significant differences (i)

between parameters estimated within a single design and (ii) between values for each

parameter estimated across different designs.

We first provide an overview of the notation and estimation methods relevant to

our mixed-effects study (§ 8.1). The connections between mixed-effects modeling and

our identifiability analyses in the previous chapters are then discussed in § 8.2 before we

illustrate the results for our wound healing model in § 8.3. Finally, in § 8.4, we summarize

our findings from data-driven mixed-effects modeling of the wound healing application.

8.1 Methodology

The mixed-effects modeling approach expands on the statistical model that we defined

in (2.3) for longitudinal observations:

yi = h(ti; q̃) + εi, i = 1, . . . , N, (2.3)

for the response h at times ti corresponding to observations yi of the response h for

1 ≤ i ≤ N . Here q̃ ∈ Rp are parameter values maximizing the likelihood function. Recall

that the errors εi were assumed to be independent and identically distributed random

variables.

We first present our mixed-effects model for aggregate observations and introduce

relevant notation in § 8.1.1. Our two related approaches to parameter estimation within

the mixed-effects framework are then outlined in § 8.1.2 and § 8.1.3.

8.1.1 Notation

For multiple (aggregate) observations of a given quantity of interest, we propose a mixed-

effects model of the form

yi,γ = h(ti;β, rγ) + εi,γ, i = 1, ..., Nγ, γ = 1, ...,M, (8.1)
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where yi,γ denotes observations from the γth data set at time ti, for M data sets each

having Nγ longitudinal observations.

The fixed effects β ∈ RF comprise the F model parameters that apply to every

experiment. The random effects rγ = [r1,γ, ..., rR,γ] ∈ RR (γ = 1, ...,M) capture variation

in R of the estimated parameters (initially taken to be R = F ); they are assumed to

be independent and multivariate normally distributed (rγ ∼ N(0,Ψ ) for R×R diagonal

covariance matrix Ψ ). We explain our choice of the model parameters that are treated

as fixed effects versus those that receive (additive) random effects in § 8.2.

The measurement errors εi,γ are assumed to be mutually independent, identically dis-

tributed, and independent from the random effects. Under these assumptions, we briefly

summarize the maximum likelihood estimation (MLE) and restricted maximum likeli-

hood estimation (REML) methods by which we find optimal parameter values (for β

and rγ) corresponding to (8.1).

8.1.2 Maximum Likelihood Estimation (MLE)

For our parameter estimation in a mixed-effects framework, we rely on the MATLAB

routine nlmefit, which maximizes an approximation to the marginal likelihood for the

fitted model by integrating out random effects. By default, the method for approximating

the likelihood uses the likelihood for the linear mixed-effects model (8.2) evaluated at the

current conditional estimates for the fixed effects and random effects.

We denote the linear mixed-effects model used for the nlmefit approximation in

general matrix form using the notation from [96]:

yγ = Xγβ +Zγrγ + εγ, γ = 1, ...,M. (8.2)

Here yγ is an Nγ × 1 vector of observations, Xγ is the Nγ ×F design matrix for F fixed

effects β, and Zγ is the Nγ ×R design matrix for the R random effects rγ.

As above, we assume the measurement errors εγ are independent and identically

distributed with zero mean and constant variance. We also assume a normal multivariate

distribution for the mutually independent random effects for our summary in this section;

we discuss how to deal with correlations among random effects in the last subsection of

§ 8.3.1.

Under these assumptions, the measurement error and random effects have indepen-
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dent prior distributions

εγ ∼ N(0, σ2INγ ), (8.3)

rγ ∼ N(0, σ2Ψ (θ)), (8.4)

where INγ is the Nγ × Nγ identity matrix, Ψ = Ψ (θ) is an R × R symmetric positive

semidefinite matrix parameterized by a variance component vector θ [113].

From the derivation in [42], we can express (8.2) in marginal form as

yγ ∼ N(Xγβ, σ
2(INγ +ZγΨ (θ)ZT

γ )). (8.5)

It is also notationally convenient to consider a more concise form of (8.2), which we use

for the remainder of the section:

y = Xβ +Zr + ε, (8.6)

where y is the NT×1 column vector of observations for NT =
∑M

γ=1Nγ, the NT×F matrix

X = [X1;X2; ...;XM ], the random effect design matrix Z = diag(Z1,Z2, ...,ZM), and

r and ε are the column vectors of random effects and errors, stacked according to their

respective dimensions. The parameters to be estimated are the fixed effects β, as well as

the variance components σ2 and θ from (8.3) and (8.4).

To this end, we derive the likelihood function following [42] and [113]. It is assumed

that the conditional response of y in (8.6) given β, r,θ, and σ2 is

y | r,β,θ, σ2 ∼ N(Xβ +Zr, σ2INT ). (8.7)

For given β,θ and σ2, we have that

P (y | β,θ, σ2) =

∫
P (y | r,β,θ, σ2)P (r | θ, σ2) dr, (8.8)
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where

P (r | θ, σ2) =
1

(
√

2πσ2)R
1√

detΨ (θ)
exp

{
−rTΨ (θ)−1r

2σ2

}
, (8.9)

P (y | r,β,θ, σ2) =
1

(
√

2πσ2)NT
exp

{
−(y −Xβ−Zr)T (y −Xβ−Zr)

2σ2

}
. (8.10)

Let Λ(θ) be the lower triangular Cholesky factor of Ψ (θ), and let ∆(θ) = Λ(θ)−1.

Then Ψ (θ) = Λ(θ)Λ(θ)T implies that Ψ (θ)−1 = ∆(θ)T∆(θ). In terms of ∆(θ), consider

the sum of the exponential parts of (8.9) and (8.10) after taking their product for the

integrand of (8.8):

ρ2(β, r,θ) = rT∆(θ)T∆(θ)r + (y −Xβ−Zr)T (y −Xβ−Zr). (8.11)

For given values of β and θ, let r∗ be the value of r satisfying

∂ρ2(β, r,θ)

∂r

∣∣∣∣
r∗

= 0, (8.12)

so that (8.8) can be expressed as

P (y | β,θ, σ2) =
1

(
√

2πσ2)NT

1√
detΨ (θ)

exp

{
−ρ

2(β, r∗,θ)

2σ2

}
1√

det(∆T∆(θ) +ZTZ)
.

(8.13)

We note that (8.13) relies on a result in [61] regarding the integration of an exponential

function of a quadratic form [43].

Values of β,θ, and σ2 that maximize the likelihood (8.13) are subsequently found via

the process of “profiling out” β and σ2. More precisely, the MLE method in nlmefit

maximizes (8.13) with respect to β and σ2 for a given θ, yielding optimized β̂(θ) and

σ̂2(θ). We arrive at a likelihood in terms of θ by substituting β̂ and σ̂2 back into (8.13),

often termed the “profiled likelihood.”

This profiled function is then maximized to obtain an optimal θ∗ (as well as β∗ =

β̂(θ∗), and σ2
∗ = σ̂2(θ∗)). It is noted in [80] that the MLE method can result in biased

likelihood estimates for small variances because it estimates θ while holding β constant,

which neglects the degrees of freedom lost in the estimation of the fixed effects. We can
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avoid this bias by using the restricted maximum likelihood (REML) method considered

next, and we provide a comparison of the results for the two methods in § 8.3.

8.1.3 Restricted Maximum Likelihood Estimation (REML)

The REML method in nlmefit also uses the linear approximation (8.2) for the nonlinear

model mixed-effects model (8.1) but only estimates θ and σ2 [113]. The fixed-effects are

treated as random variables with a uniform prior distribution and are then estimated in

a separate step [43]. We consider the marginal likelihood for σ2 and θ given by

P (y | σ2,θ) =

∫
P (y | β, σ2,θ)dβ. (8.14)

The optimized solution σ̂2(θ) is obtained by maximizing (8.14) with respect to σ2 for

a given θ, as before. The σ2-profiled likelihood is optimized for θ∗, and σ2
∗ = σ̂2(θ∗) is

determined. Fixed effects are then estimated by determining their expected value with

respect to the posterior distribution from P (β | y,θ∗, σ2
∗) [113].

The relative performances of the MLE and REML methods usually differ minimally,

but REML is less biased; it estimates the variance components after removing the fixed

effects from the model, so the degrees of freedom in estimating β are unaffected [80].

However, MLE is less computationally intensive and can be used to compare different

models via an overall chi-squared goodness-of-fit test, whereas REML can only be used in

the comparison of models with identical fixed effects and nested random effects [80, 113].

We compare the results for the two methods in § 8.3 after we summarize our approach

to parameter estimation using our previous identifiability analysis in the next section.

8.2 Identifiability and Mixed-Effects Modeling

If unidentifiable parameters are included in the fixed effects vector β, the computations

required for the estimates in the previous section are highly ill-conditioned. In particular,

the MATLAB nlmefit procedure involves underlying applications of the Levenberg-

Marquardt algorithm [91, section 3.3.5] to estimate β, θ, and σ2.

This method determines search directions iteratively based on solutions to a linear

system involving the Jacobian with the respect to the estimated parameters evaluated at

their corresponding values in the current iteration. If there are unidentifiable parameters
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represented in β and r, then the Jacobian is approximately singular, and MATLAB

throws a warning in nlmefit that it cannot perform the required estimation, specifically

due to issues with parameter identifiability [113].

While others have proposed statistical model-based identifiability analysis [150], we

rely on our approaches outlined in the previous chapters. Prior to our mixed-effects

investigation, we incorporated the identifiability results from the last chapter. The flow

chart in Figure 8.1 depicts the process by which we obtain nominal values, analyze

identifiability with respect to the resulting vector, and estimate the relevant quantities

for the identifiable parameters in a mixed-effects framework with aggregate data.

Specifically, we obtained the vector q∗ ∈ Rp from optimization with subset selec-

tion that we used for our parameter identifiability analyses. We then chose the F most

identifiable parameters in q∗ ∈ Rp to estimate using the methods in § 8.1.2 and 8.1.3.

The remaining p − F most unidentifiable parameters in q∗ were not estimated in our

mixed-effects approach (i.e. they were kept in q̄ ∈ Rp−F , to borrow the notation of pre-

vious chapters). As such, mixed-effects parameter estimates for β ∈ RF and r ∈ RR

were obtained for the most identifiable parameters in our model, while the unidentifiable

parameters in q̄ were held constant at nominal values.

8.3 Mixed-Effects Modeling of Fibrin Matrix Poly-

merization

We illustrate our methods (MLE and REML) first using the particular fibrin matrix poly-

merization design (Design 1) with adult fibrinogen and an initial thrombin concentration

of 0.75 U/mL (§ 8.3.1). Once we have outlined our procedure and compared estimates ob-

tained using the MLE versus REML method, we present the results obtained analogously

for our other experiment designs using data collected from adult and fetal fibrinogen with

0.50 U/mL of initial thrombin (§ 8.3.2). We note that because of the different dynamics

observed for the lower thrombin concentration of 0.25 U/mL (e.g. Figure 8.2(a-c) vs. (d)),

we investigated this case using different nominal parameter values than in the previous

cases but include it for comparison in § 8.3.3.

We now make an important note about the fibrin matrix data that we considered

in the previous chapter. Because our ultimate goal was to compare parameter estimates

across data sets within a particular experiment design, we analyzed the means of the data
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Figure 8.1: Flow chart for our approach to identifiability analysis with the end goal
of estimating identifiable parameters with mixed-effects modeling. We utilize random
and fixed effects to fit data from multiple experiments within the same fibrin matrix
polymerization experiment design simultaneously (§ 8.3).

sets collected for each polymerization experiment design. In Figure 8.2, we show all of

the data sets from repeated fibrin matrix polymerization experiments that we averaged

for each design to arrive at the data in Figure 7.14.

Recall also from the previous chapter that the reaction rate parameters determined

to be the most identifiable were

I ≡ [k−2 , k
−
4 , k

+, k+1 , k
+
2 ], (8.15)
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Figure 8.2: Data sets for each fibrin matrix polymerization experiment design, col-
lected by collaborators in Dr. Ashley Brown’s research group in the Joint Department of
Biomedical Engineering at NC State and UNC-Chapel Hill.

while the most unidentifiable parameters across all of the designs were

U ≡ [k, k−, k−1 , k
−
3 , k

+
3 , k

+
4 ]. (8.16)

In our mixed-effects investigation, we first include all of the parameters from I (8.15) in

the estimated fixed-effects vector β. We also recall that there was evidence of correlation

between k−4 and k+2 ; we include both of these parameters in our initial investigation to

study how the mixed-effects methods (MLE and REML) deal with parameter correla-

tions. It is important to note that the aforementioned Jacobian was still numerically

non-singular for the Levenberg-Marquardt algorithm in nlmefit with the inclusion of
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Table 8.1: Nominal parameter values q∗ that were used for identifiability analysis of
respective polymerization experiment designs in § 7. Here [A] denotes the use of adult
fibrinogen in the experiments, whereas [F] denotes fetal fibrinogen.

Design k k− k−1 k−2 k−3 k−4 k+ k+1 k+2 k+3 k+4
0.75 U/mL 4249 331 35 0.28 53 361 0.02 0.46 301 2.5 20
0.50 U/mL [A] 2240 402 161 0.27 25 449 0.05 0.50 265 2.9 15
0.50 U/mL [F] 6632 364 207 0.26 38 363 0.05 0.49 246 2.7 17
0.25 U/mL 2.9e04 281 6.0 0.88 264 741 0.10 1.95 229 2.8 8

both k−4 and k+2 , as long as the unidentifiable parameters in U were excluded from esti-

mation.

As with other numerical optimization algorithms, the Levenberg-Marquardt algo-

rithm requires a starting iterate for the underlying optimization routine in nlmefit.

We observed in the last chapter that reaction kinetics for the three experiment de-

signs with 0.75 U/mL and 0.50 U/mL initial thrombin concentration were similar (Fig-

ure 7.14(a),(b),(d)), with comparable values of optimal vectors q∗ that are provided in

the corresponding rows of Table 8.1 for quick comparison. However, as we mentioned

above, the different reaction kinetics at lower thrombin concentrations (0.25 U/mL in

Table 8.1) result in parameter values belonging to a different region of the admissible

space. As such, we consider this case separately from our mixed-effects estimate compar-

isons across experiment designs; i.e. we make direct comparisons only between cases with

0.75 U/mL and 0.50 U/mL initial thrombin concentrations.

To compare the parameter estimates directly across the first three designs (0.75 and

0.50 U/mL) in Table 8.1, we initialized the algorithm to start at the same parameter

vector for all three cases. Namely, we chose to average the respective values for each

parameter in the first three rows of Table 8.1 to use as the nominal vector for our mixed-

effects analysis (Table 8.2).i We then fixed the parameters in U from (8.16) at their

values from Table 8.2 and initialized the starting vector β0 in the Levenberg-Marquardt

algorithm with the parameter values corresponding to I from (8.15) in Table 8.2. For our

analysis of the 0.25 U/mL thrombin design, we chose the nominal vector corresponding

to this design in Table 8.1; we further discuss this choice in § 8.3.3.

iUsing the analyses of the previous chapters, we verified that the partitioning of parameters into
identifiable and unidentifiable subsets, with respect to the nominal values in Table 8.2, was consistent
with I in (8.15) and U in (8.16).
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Table 8.2: Nominal parameter values used for mixed-effects estimation corresponding to
polymerization experiment designs with 0.75 U/mL and 0.50 U/mL of initial thrombin.
These values were obtained from the averages of the respective values in Table 8.1.
Parameters represented in the estimated fixed-effects vector β ∈ RF (=5) are signified by
‡.

k k− k−1 k−2 k−3 k−4 k+ k+1 k+2 k+3 k+4
4373 366 134 0.27 ‡ 39 391 ‡ 0.04 ‡ 0.48 ‡ 271 ‡ 2.7 17

8.3.1 Estimates for 0.75 U/mL Thb Data Sets

We now illustrate the method of mixed-effects parameter estimation in detail for the

repeated experiments with 0.75 U/mL initial thrombin concentration. We first analyze

the parameter estimates within this design before comparing them to estimates obtained

for the 0.50 U/mL thrombin designs.

For our initial investigations of the MLE and REML methods, we used the default

settings of nlmefit to add random effects to every fixed-effect parameter in β (i.e.

R = F = 5). In particular, the nlmefit routine in MATLAB [113] requires the model,

initial conditions, aggregate data, and the following relevant function inputs:

• β0 ∈ RF : starting vector for Levenberg-Marquardt algorithm,

• ‘ApproximationType’: MLE (default, ‘LME’) and REML (‘REMLE’),

• ‘REParamsSelect’: vector of parameter indices with added random effects (default:

all, i.e. R = F ),

• ‘CovPattern’: structure of covariance matrix (Ψ ∈ RR×R) for random effects (de-

fault: diagonal; i.e. ‘CovPattern’ is eye(R)).

The outputs of the estimation routine are

• β∗ ∈ RF : estimated fixed effects (maximizing log-likelihood function (8.13)),

• Ψ ∈ RR×R: estimated random effects covariance matrix,

• stats: structure containing relevant quantities:

– logl: maximal log-likelihood,
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– aic: Akaike information criterion, computed as aic = -2 logl + 2 numParam.

Here numParam is calculated (by MATLAB) as the total number of fitting

parameters, comprising the degree of freedom for Ψ , the number of fixed effects

F , and the total number of parameters for the error model.

We note that larger values of logl and smaller values of aic indicate a better fit to our

model [113].

We present results obtained using both the MLE (8.1.2) and REML (8.1.3) methods

to estimate parameters within this experiment design, aiming to detect any noticeable

differences in the estimates that would show one method performed more accurately than

the other in fitting our aggregate data. The results for each estimation method, with data

from the 0.75 U/mL design, are given in the next two subsections. Finally, in the last

subsection, we illustrate our parameter estimation (and model reduction) procedure for

mixed-effects estimation using data sets from this design.

MLE Method

When we used the ‘LME’ approximation type option in nlmefit for the MLE method in

§ 8.1.2, we obtained the corresponding estimates β∗ ∈ R5 in Table 8.3. The maximal

log-likelihood value logl and the Akaike information criterion aic are also shown in the

last two columns of Table 8.3.

The covariance matrix Ψ ∈ R5×5 is given in Figure 8.3(a). We observe from Ψ that

the fixed effects parameters k−2 and k+ were estimated with negligible random effects.

We also show the individual fits to each of the data sets for this polymerization design

in Figure 8.4(a), obtained by adding the estimated random effects for each data set to

the estimated fixed effects and evaluating the model at the resulting parameter vectors.

The solid black curve in Figure 8.4(a) corresponds to the model evaluated at β∗ (without

random effects added to any of the parameters).

REML Method

To compare against the MLE method, we also used the REML method to estimate the

fixed-effect and random-effect parameters with the approximation type option ‘REMLE’ in

nlmefit. The corresponding estimates β∗ are shown in the second row of Table 8.3.

The maximized log-likelihood value logl and the Akaike information criterion aic
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for the REML method are also shown in the last two columns of this row in Table 8.3.

Improved values of both logl and aic indicate that the REML method does a slightly

better job of fitting our model than the MLE method. However, for both methods, pa-

rameters k−2 and k+ were estimated with negligible random effects (Figure 8.3), while the

parameters k−4 and k+2 corresponded to the largest random effects.

Table 8.3: Estimated fixed effects β∗ using MLE and REML methods using data sets
from the polymerization experiment design with 0.75 U/mL initial thrombin concentra-
tion.

Approx. Type k−2 k−4 k+ k+1 k+2 logl aic

MLE 0.37 332 0.03 0.43 351 4.0 · 103 −8.1 · 103

REML 0.38 342 0.03 0.44 359 4.1 · 103 −8.2 · 103

Figure 8.3: Covariance matrices Ψ for random effects using the (a) MLE and (b) REML
methods in nlmefit for the 0.75 U/mL design. Boxed parameters are those estimated
with negligible random effects.

Mixed-Effects Estimation with Negligible Random Effects

With both the MLE and REML methods, we determined that two of the fixed-effect pa-

rameters were estimated with negligible random effects. As such, we repeated estimation

(using only REML) with the random effects removed for the parameters k−2 and k+ using

the ‘REParamsSelect’ option. We note that the removal of the random effects for these

parameters simplifies the mixed-effects model and returns estimates for these parameters
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Figure 8.4: Wound healing model from § 7 fit to data sets from fibrin matrix polymeriza-
tion experiments with 0.75 U/mL initial thrombin concentration using (a) MLE and (b)
REML methods. The black curve without a corresponding data set corresponds to the
model evaluated at the mean fixed-effect estimates β∗. Individual data sets are plotted
against the model evaluated at β∗ + rγ for the random effect vector corresponding to
each data set γ = 1, ...,4. The maximized log-likelihood function values from § 8.1 also
given.

that apply to all of the data sets, without any added random effects.

In Table 8.4, we show the full and simplified mixed-effects estimation results obtained

from the REML method. Note that Table 8.3 is repeated in the first row of this table.

We observe in Table 8.4 that the values of logl and aic for the simplified estimates

were very similar to the full mixed-effects model, which supports our decision to remove

random effects for the parameters k−2 and k+ for model reduction.

Note that the remaining parameters in the last row of Table 8.4 have the largest added

random effects, and recall that there was evidence of correlations among them from the

results in the previous chapter. Here we used a (reduced) covariance matrix Ψ̂ ∈ R3×3

to investigate correlations between the random effects of the remaining parameters in

our mixed-effects framework. Namely, we specified the structure of the covariance matrix

Ψ̂ to be dense, rather than diagonal (i.e. ‘CovPattern’ equal to ones(3)) to analyze

relationships between random effects for the parameters k−4 , k
+
1 and k+2 .

Repeating estimation with nlmefit and a dense covariance matrix structure, the
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Table 8.4: Estimated fixed effects β∗ obtained with the MLE and REML methods, using
data sets from the polymerization experiment design with 0.75 U/mL initial thrombin
concentration. The first row corresponds to the default setting with all parameters es-
timated with random effects. The last row corresponds to the simplified mixed-effects
model with the parameters k−2 and k+ estimated as fixed effects only.

‘REParamsSelect’ k−2 k−4 k+ k+1 k+2 logl aic

All 0.38 342 0.03 0.44 359 4.1 · 103 −8.2 · 103

k−4 , k
+
1 , k

+
2 0.39 370 0.03 0.44 391 4.0 · 103 −8.0 · 103

resulting Ψ̂ was

Ψ̂ =

 405 −2.2 820

−2.2 0.02 −5.8

820 −5.8 1910

 . (8.17)

We then computed the correlation matrix C ∈ R3×3 from Ψ̂ in (8.17):

C =

 1 −0.73 0.93

−0.73 1 −0.89

0.93 −0.89 1

 . (8.18)

The largest correlations in (8.18) were observed between {k−4 , k+2 } and {k+1 , k+2 }. As

a result, we specified the covariance matrix structure with ‘CovPattern’ to include the

correlations between these parameters and repeated our mixed-effects estimation. The

final estimates β∗ are shown in Table 8.5, below the the previously obtained estimates

from Table 8.4.

Observing the values for logl and aic in the last row compared to the second row of

Table 8.5, the updated covariance pattern accounting for parameter correlations results

in a better fit to our model. The final covariance matrix Ψ̂ final given by

Ψ̂ final =

 152 −0.15 22

−0.15 0.02 −1.8

22 −1.8 246

 (8.19)

indicated less variation in the random-effect parameters when they were estimated with
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Table 8.5: Estimated fixed effects β∗ using MLE and REML methods using data sets
from the polymerization experiment design with 0.75 U/mL initial thrombin concentra-
tion. The first row corresponds to the default setting with all parameters estimated with
random effects. The second row corresponds to the simplified mixed-effects model with
the parameters k−2 and k+ estimated as fixed effects only. The last row denoted with ‡
indicates the updated covariance pattern that incorporates correlations between {k−4 , k+2 }
and {k+1 , k+2 }.

‘REParamsSelect’ k−2 k−4 k+ k+1 k+2 logl aic

All 0.38 342 0.03 0.44 359 4.1 · 103 −8.2 · 103

k−4 , k
+
1 , k

+
2 0.39 370 0.03 0.44 391 4.0 · 103 −8.0 · 103

k−4 , k
+
1 , k

+
2
‡ 0.39 368 0.03 0.44 388 4.1 · 103 −8.1 · 103

the covariance matrix structure that accounted for the aforementioned parameter cor-

relations. The final fits to the individual data sets in the 0.75 U/mL design with these

fixed-effect and random-effect values (from the covariance matrix Ψ̂ final) are shown in

Figure 8.7(a).

8.3.2 Estimates for 0.50 U/mL Thb Data Sets

We now summarize the mixed-effects modeling approach illustrated in detail in the pre-

vious section (§ 8.3.1) for the polymerization experiment designs corresponding to 0.50

U/mL initial thrombin concentration, with adult and fetal fibrinogen.

Results with Adult Fibrinogen

When we initially estimated all of the parameters I in (8.15) with added random effects,

we obtained the estimates for β∗ in the first row Table 8.6. We note that the most

negligible random effects were added to k−2 and k+ as in the previous design. We removed

the random effects corresponding to these fixed-effect parameters in β and repeated the

estimation. Those estimates without random effects added to k−2 and k+ are provided in

the second row of Table 8.6.

We analyzed the correlation matrix using a dense covariance matrix structure, and

we determined that the highest correlations existed between the pairs in {k−4 , k+1 } and

{k+1 , k+2 } for this design. The covariance matrix pattern was then updated to reflect

these correlations, and the final results obtained from our mixed-effects estimation are
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given in the last row of Table 8.6. Figure 8.7(b) shows the fits at these estimates to the

fibrin matrix data collected for the polymerization experiments corresponding to adult

fibrinogen with 0.50 U/mL initial thrombin concentration.

Table 8.6: Estimated fixed effects β∗ using MLE and REML methods using data sets
from the polymerization experiment design with 0.50 U/mL initial thrombin concen-
tration with adult fibrinogen. The first row corresponds to the default setting with all
parameters estimated with random effects. The second row corresponds to the param-
eters k−2 and k+ being estimated as fixed effects only. The last row denoted with ‡ in-
dicates the updated covariance pattern that incorporates correlations between {k−4 , k+1 }
and {k+1 , k+2 }.

‘REParamsSelect’ k−2 k−4 k+ k+1 k+2 logl aic

All 0.26 378 0.05 0.48 257 5.1 · 103 −1.0 · 104

k−4 , k
+
1 , k

+
2 0.26 394 0.05 0.41 266 4.80 · 103 −9.59 · 103

k−4 , k
+
1 , k

+
2
‡ 0.28 353 0.05 0.48 236 4.81 · 103 −9.60 · 103

Results with Fetal Fibrinogen

As before, we first estimated β∗ with random effects added to all of the fixed-effect

parameters. These results are summarized in Table 8.7. By considering Ψ ∈ R5×5 (Fig-

ure 8.5(b)), we again observe that the parameters k−2 and k+ had negligible random effects

relative to the others. Thus, we removed the added random effects and treated them as

fixed effects in the simplified mixed-effects estimation. Those estimates are provided in

the second row of Table 8.7.

After we analyzed the correlation matrix as before using a dense covariance matrix, we

found that only the parameters {k−4 , k+2 } were highly correlated in this design. As such,

we updated the covariance pattern to incorporate correlations between {k−4 , k+2 }, yielding

the final estimates for β∗ in the last row of Table 8.7. We again note the improved values

for logl and aic in the final row of Table 8.7 compared to the second row without the

updated covariance pattern. The final fits to the data sets collected from polymerization

experiments with fetal fibrinogen and initial thrombin concentrations of 0.50 U/mL are

shown in Figure 8.7(c).
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Table 8.7: Estimated fixed effects β∗ using MLE and REML methods using data sets
from the polymerization experiment design with 0.50 U/mL initial thrombin concen-
tration with fetal fibrinogen. The first row corresponds to the default setting with all
parameters estimated with random effects. The second row corresponds to the parame-
ters k−2 and k+ being estimated as fixed effects only. The last row denoted with ‡ indicates
the updated covariance pattern that incorporates correlations between {k−4 , k+2 }.

‘REParamsSelect’ k−2 k−4 k+ k+1 k+2 logl aic

All 0.31 309 0.05 0.36 238 5.98 · 103 −1.19 · 104

k−4 , k
+
1 , k

+
2 0.25 403 0.05 0.40 275 5.62 · 103 −1.12 · 104

k−4 , k
+
1 , k

+
2
‡ 0.25 375 0.05 0.36 267 5.66 · 103 −1.13 · 104

Figure 8.5: Covariance matrices Ψ ∈ R5×5 for the random effects added to all of the pa-
rameters in β for the polymerization designs corresponding to 0.50 U/mL thrombin with
(a) adult and (b) fetal fibrinogen. Boxed parameters are those estimated with negligible
random effects.

8.3.3 Estimates for 0.25 U/mL Thb Data Sets

As we mentioned earlier in the section, the dynamics of our system at lower initial

thrombin concentrations differ significantly from those at moderate to high levels of

thrombin. In particular, the polymerization reactions reach steady state much faster

than in the other designs (e.g. ≈ 180 minutes for Thb(0) = 0.75 U/mL in Figure 8.2(a)

versus ≈ 10 minutes for Thb(0) = 0.25 U/mL in Figure 8.2(d)).

As a result, the nominal values that we used for the previous designs could not be

used to fit the fibrin matrix data from the design with 0.25 U/mL initial thrombin

concentration. Instead, we initialized β = [k−2 , k
−
4 , k

+, k+1 , k
+
2 ] with the corresponding

values in the last row of Table 8.2, and we held the remaining unidentifiable parameters

constant at their respective values from the table. We then performed identical analysis

to the previous designs to obtain estimates for β∗ (first row of Table 8.8) and Ψ ∈ R5×5

(Figure 8.6).
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Table 8.8: Estimated fixed effects β∗ using MLE and REML methods using data sets
from the polymerization experiment design with 0.25 U/mL initial thrombin concentra-
tion. The first row corresponds to the default setting with all parameters estimated with
random effects. The second row corresponds to the parameters k−2 and k+ being esti-
mated as fixed effects only. The last row denoted with ‡ indicates the updated covariance
pattern that incorporates correlations between {k−4 , k+2 } and {k+1 , k+2 }.

‘REParamsSelect’ k−2 k−4 k+ k+1 k+2 logl aic

All 0.43 715 0.08 2.2 198 6.82 · 103 −1.36 · 104

k−4 , k
+
1 , k

+
2 0.72 821 0.09 2.4 228 6.36 · 103 −1.27 · 104

k−4 , k
+
1 , k

+
2
‡ 0.76 747 0.10 2.4 209 6.41 · 103 −1.28 · 104

Figure 8.6: Covariance matrix Ψ ∈ R5×5 for the random effects added to all of the
parameters in β for the polymerization designs corresponding to 0.25 U/mL thrombin.
Boxed parameters are those estimated with negligible random effects.

Based on the covariance matrix Ψ in Figure 8.6, we removed random effects from the

parameters k−2 and k+ and re-estimated with the simplified model. The results of this

estimation are given in the second row of Table 8.8 with comparable logl and aic values

to the previous estimation with random effects added to all of the fixed-effect parameters.

When we calculated the correlation matrix from the (dense) covariance matrix in R3×3,

the parameters {k−4 , k+2 } and {k+1 , k+2 } were found to be the most correlated; however,

the two correlation values for these pairs were only about half as large as the largest

correlations in the previous designs. The estimates for the mixed-effects model with the

covariance pattern that accounted for correlations between {k−4 , k+2 } and {k+1 , k+2 } are

given in the last row of Table 8.8. We note that the logl and aic values improved with

this covariance structure incorporated into the estimation.
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8.4 Summary of Mixed-Effects Modeling for Wound

Healing Application

For each of the fibrin matrix polymerization designs introduced in § 7, we implemented

a mixed-effects model to estimate parameters from aggregate data. We illustrated our

approach in detail for the design corresponding to 0.75 U/mL initial thrombin concentra-

tion. Because we observed similar behavior between this design and both of the designs

with an initial thrombin concentration of 0.50 U/mL, we sought to compare their esti-

mates directly by amalgamating our results from the previous chapter. The comparison of

these designs to the design with an initial thrombin concentration of 0.25 U/mL is more

difficult because the nominal values had to be adjusted for Jacobian to be non-singular

in the Levenberg-Marquardt algorithm.

Rather than make direct numerical comparisons, then, across all of the designs, we

conclude that the dynamics of the wound healing system at lower thrombin concentrations

are distinct from the dynamics at moderate to high levels of initial thrombin concentra-

tion. In particular, at lower thrombin levels, the activation of fibrinogen occurs much

more rapidly, with the corresponding reaction rate (k) an order of magnitude greater

than in the other cases, corroborating the reaction kinetics observed by our collaborators

during the polymerization experiments.

However, the reaction kinetics for all of the polymerization experiments with 0.75

U/mL and 0.50 U/mL occurred on a similar scale based on visual inspection of the

data sets in Figure 8.2(a,b,d), as well as their comparable optima in Table 8.1. As a

result, we attempted to estimate parameters for each of these designs by initializing

from the same starting vector for the Levenberg-Marquardt algorithm, averaging their

optimal values to arrive at the nominal values in Table 8.2. We also verified that the

relevant Jacobian matrices computed within the Levenberg-Marquardt algorithm were

non-singular at the nominal values in each of these designs, with the exclusion of the

unidentifiable parameters in U in (8.16).

The final estimates from our mixed-effects approach outlined in § 8.3.1 for the poly-

merization experiments with 0.75 and 0.50 U/mL of thrombin are repeated in Table 8.9

for easier comparison. We recall that each of these estimates was obtained with random

effects added only to the fixed-effect parameters k−4 , k
+
1 , and k+2 ; the random effects for k−2

and k+ were all determined to be negligible and were neglected in subsequent estimation.
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Table 8.9: Final estimated fixed effects β∗ using MLE and REML methods using data
sets from each of the polymerization experiment designs with 0.75 and 0.50 U/mL initial
thrombin concentrations.

Design k−2 k−4 k+ k+1 k+2 logl aic

0.75 U/mL [Adult] 0.39 368 0.03 0.44 388 4.1 · 103 −8.1 · 103

0.50 U/mL [Adult] 0.28 353 0.05 0.48 236 4.8 · 103 −9.6 · 103

0.50 U/mL [Fetal] 0.25 375 0.05 0.36 267 5.7 · 103 −1.1 · 104

At first glance, we observe that the values in Table 8.9 result in comparable values

of the log-likelihood of the fitted model (logl) and Akaike information criterion (aic).

The fixed-effect parameter estimates for k−2 and k+, without any added random effects

in each design, monotonically decrease and increase, respectively, in their columns of the

table. In particular, the estimate for k−2 in the 0.75 U/mL thrombin design was about

40% larger than in the 0.50 U/mL designs, while the 0.50 U/mL estimates were grouped

together more closely; the estimate for k−2 in the 0.50 U/mL adult case was only about

10% larger than in the case with fetal fibrinogen. Thus, the reaction corresponding to

k−2 in (7.17) slowed significantly at lower thrombin concentrations. However, estimates

for k+ were nearly identical across designs and only slightly larger than the estimate of

k+ in the 0.75 U/mL thrombin design, indicating that the reactions corresponding to

this parameter in (7.16) were slightly faster at the lower thrombin concentration. We

note that all of these reactions likely occur on the same time scale based on the identical

orders of magnitude for their estimates in the table.

Even among the fixed-effect parameters with added random effects, estimates across

designs were comparable. First, the parameter k+1 had the smallest added random ef-

fects among the remaining three parameters that included them. In the estimates from

Table 8.9, we note that the values of k+1 in the adult designs are larger (and grouped

more closely together) than the fetal fibrinogen design, indicating that the reaction cor-

responding to k+1 in (7.17) occurs more rapidly in the adult case. We also recall that

the largest random effects in each design corresponded to k−4 and k+2 , which were also

the two identifiable parameters that exhibited the largest pairwise correlations for these

designs in the previous chapter. We note that the estimates for these parameters are

several orders of magnitude larger than for the other reaction rates, indicating that these

(correlated) reactions in (7.17) and (7.18) occur on a faster time scale than the others.
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In particular, among the identifiable subset of parameters, these reaction rates directly

govern the production and breakdown of fibrin matrix. In the next and final chapter, we

briefly summarize our findings for this wound healing application, as well as the COVID-

19 model from § 6, in the context of our identifiability methodology and analyses from

earlier chapters.

168



Figure 8.7: Model predictions to each of the data sets within the designs corresponding
to initial thrombin concentrations of (a) 0.75 U/mL, (b-c) 0.50 U/mL, (d) 0.25 U/mL.
Individual fits to the data in Figure 8.2 are obtained by evaluating the model at the final
estimates β∗ + rγ for the γth data set within a design. The solid black curve plotted in
each subfigure corresponds to the model evaluated at β∗.
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Chapter 9

Discussion

In this thesis, we investigated parameter identifiability within the context of two modeling

applications represented via dynamical systems. Throughout the first several chapters,

we laid the groundwork for our identifiability analyses, summarizing our approaches to

determine practical, global and local sensitivity identifiability. We established important

connections between least squares parameter estimation and local sensitivity analysis,

using both the information matrix and the more numerically favorable sensitivity ma-

trix. We also recast several popular parameter subset selection algorithms that operate

on the information matrix F = STS as column subset selection (CSS) algorithms for the

sensitivity matrix S. After motivating and deriving theoretical error bounds for these

CSS algorithms, we first applied them to adversarial matrices to benchmark numeri-

cal performances in worst-case scenarios. The algorithms were then implemented, along

with Sobol’ and ARE analyses, to determine parameter identifiability in two data-driven

models, representing COVID-19 disease spread and hemostatic fibrin matrix polymeriza-

tion in wound healing. Finally, we demonstrated an extended application of parameter

identifiability analysis for mixed-effects modeling using real, aggregate data.

For our numerical comparisons of the CSS algorithms, we constructed matrices to

distinguish between performance, and with our original SHIPS construction, we were able

to demonstrate the superior accuracy of Algorithm 5 (srrqr). We found, however, that the

algorithms behaved very similarly in practice with matrices from our data-driven models

of dynamical systems, with the exception of Algorithm 3 (B4) whose performance was

consistently less accurate. Despite the overall similarities, we still came across instances

where Algorithms 4 (B3) and 5 (srrqr) together displayed better performances. As such,
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we conclude based on both our error bounds and numerical results that Algorithm 5

(srrqr) yields the most reliable partitions of parameters into identifiable and unidentifiable

subsets. Because of the ease of implementation of the presented CSS algorithms, though,

we still suggest that multiple algorithms be used for cross-validation; once an initial QR

decomposition has been performed to work with the smaller, but equivalent, matrix R

rather than S, the relative computational cost of applying each algorithm to R is very

low.

Taking further advantage of the straightforward implementations of our CSS algo-

rithms, we integrated them into our other approaches for a more comprehensive study

of identifiability. Namely, we incorporated these algorithms into our least squares opti-

mization procedure to find nominal parameter values for subsequent analyses; this also

gave us an opportunity to investigate parameter dependencies in different locations of

the feasible region for the optimization problem. The CSS algorithms were also included

as part of the main loops of our Sobol’ and ARE computations, yielding local sensitivity

results at every parameter vector considered by these methods. An integrated approach

like ours provides more information about parameter identifiability across the admissible

space, in addition to validating the resulting partitions of parameters into identifiable and

unidentifiable subsets by each method. As we observed, the Sobol’ and ARE computa-

tions are susceptible to inaccuracy due to parameter correlations, whereas local sensitivity

methods are more robust because they are designed to deal with parameter (or column)

dependencies; in fact, we demonstrated that parameter correlations can be obtained from

local sensitivities. Local sensitivity analysis is hence recommended as a simple, effective

way to identify and remove parameter correlations, recommended as both a precursor

and supplement to other identifiability analyses.

When we applied these different methods of identifiability analysis to our COVID-

19 model, the most identifiable parameters using data that tracked the total number of

infectious individuals were consistently shown to be β, η, and γ, pictured in boldface green

in Figure 9.1. We recall that β, η, and γ represent the transmission coefficient, the rate

of progression to infectiousness, and the rate of progression through the infectious stage,

respectively. In particular, these parameters have the most influence on the total number

of infectious individuals, while being the most reliably estimated from data tracking those

individuals. Results of our identifiability analyses indicate that values for the remaining

model parameters should be obtained through other means than our inverse problem
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formulation, findings which could then inform additional experiments or methods of data

collection to obtain more reliable parameter values.

Figure 9.1: Compartment diagram for COVID-19 model in § 6 with the most identifiable
parameters in boldface green.

Before analyzing the wound healing model as we did with the COVID-19 model about

nominal values, we determined more reliable nominal reaction rate parameter values from

our optimization procedure with integrated identifiability analysis. Once we had obtained

nominal values for each of our fibrin matrix polymerization experiment designs, we per-

formed ARE, Sobol’, and local sensitivity analyses about those values. Again, we observed

that the resulting parameter partitions were highly consistent among our methods of

identifiability analysis, as well as highly consistent across the different polymerization

experiment designs. The most identifiable reaction rate parameters (k+, k+1 , k
+
2 , k

−
2 , k

−
4 )

are provided again in bold above the corresponding reactions in Figure 9.2; we note that

the parameters k−4 and k+2 were found to be correlated though they were not flagged

consistently as unidentifiable by the different methods. The parameters k+, k+1 , k
+
2 , k

−
2 ,

and k−4 correspond most directly to the activation of fibrinogen, the initial production

of fibrin matrix, and the final breakdown of fibrin matrix. It is reasonable that these

parameters are the most reliably recovered from fibrin matrix data since they directly

govern key fibrin matrix dynamics among all of the reaction rates in the system. As

the most identifiable parameters, they are also the parameters that we can estimate in

a mixed-effects modeling framework using aggregate data for fibrin matrix absorbance

within each polymerization design.
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Figure 9.2: Coupled reaction system characterizing fibrin matrix polymerization from § 7
with the most identifiable model parameters in green. The color orange for the parameters
k−4 and k+2 indicates a high correlation between them though they were still included in
mixed-effects estimation.

When we utilized our identifiability results in the mixed-effects model of § 8 with ag-

gregate fibrin matrix data, we discovered that the random effects accounted for parame-

ter correlations, specifically between k−4 and k+2 . The most identifiable parameters overall

(k+, k+1 , k
−
2 ) were treated as fixed effects in the final wound healing mixed-effects model

after first being estimated with negligible random effects. By incorporating findings from

our identifiability analyses into our mixed-effects model, we achieved high-quality fits to

all of the fibrin matrix data in each polymerization design that also yielded compara-

ble estimates for designs exhibiting similar reaction kinetics (0.75 and 0.50 U/mL initial

thrombin concentrations). We note that without prior identifiability analysis, mixed-

effects estimation with the wound healing model would not have been possible due to the

singularity of the Jacobian in the underlying numerical solver.

While we achieved highly consistent results with our approaches to parameter identi-

fiability in this thesis, avenues for future work could include comparisons of our methods

to derivative-based global sensitivity measures (DGSM, [37, 94, 95, 97]). Since DGSM

can already be thought of as an extension of local sensitivity methods, we should like

to determine whether local sensitivity analysis integrated into DGSM computations, in

the manner outlined in this thesis, would yield consistent results. Additionally, while it

is beyond the scope of this thesis, our findings would benefit from rigorous uncertainty

quantification, specifically error propagation and confidence intervals with respect to our

final mixed-effect parameter estimates. While the measurement errors in our experiments
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were Gaussian, we found evidence of model discrepancy that could be remedied with fu-

ture work in uncertainty quantification.
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Appendix A

Proofs

Before proving the theorems in § 4, we recall the singular value interlacing property

that is used in each of the proofs. Let S ∈ Rn×p with n ≥ p have singular values

σ1 ≥ · · · ≥ σp ≥ 0 and a pivoted QR decomposition, partitioned for 1 ≤ k < p so that

SP = Q

[
R11 R12

0 R22

]
, R11 ∈ Rk×k, R22 ∈ R(p−k)×(p−k).

Singular value interlacing [58, Corollary 8.6.3] implies that the singular values of R11

cannot exceed the corresponding dominant singular values of S, while the singular values

of R22 cannot be smaller than the corresponding subdominant singular values of S,

σj(R11) ≤ σj, 1 ≤ j ≤ k

σj(R22) ≥ σk+j, 1 ≤ j ≤ p− k.
(A.1)

We also recall the Weyl product inequalities for singular values [78, Section 7.3] that

will be utilized in several of our proofs. Let A,B ∈ Rm×n, and take q = min{m,n}.
Recall our ordering of the singular values of an m× n matrix: σ1 ≥ σ2 ≥ · · · ≥ σq. Then

σi+j−1(AB
T ) ≤ σi(A)σj(B), 1 ≤ i, j ≤ q, i+ j − 1 ≤ q. (A.2)

Note that if we take i = 1, j = 1 in (A.2), then the largest singular values satisfy

σ1(AB
T ) ≤ σ1(A)σ1(B). (A.3)
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Moreover, rewriting (A.3) yields the following inequality for the smallest singular values:

σ1(AB
T ) ≤ σ1(A)σ1(B)

⇒ ‖ABT‖2 ≤ ‖A‖2‖B‖2

⇒ 1

‖ABT‖2
≥ 1

‖A‖2
1

‖B‖2
⇒ σq(AB

T ) ≥ σq(A)σq(B
T ). (A.4)

A.1 Proof of Theorem 4.3.1 (B1)

In the subsequent proofs we combine several parts of those proofs found in [29, sections

7 and 8] and [27, section 3], and add more details for comprehension.

The key observation is that a judiciously chosen permutation can reveal a smallest

singular value in a diagonal element of the triangular matrix in a QR decomposition. We

first show a consequence of a more general statement in [27, Theorem 2.1].

Lemma A.1.1 (Revealing a smallest singular value). Let v with ‖v‖2 = 1 be a

right singular vector of B ∈ Rm×m associated with a smallest singular value σm(B), so

that ‖Bv‖2 = σm(B). Let P ∈ Rm×m be a permutation that moves a magnitude-largest

element of v to the bottom, |(P Tv)m| = ‖v‖∞. If BP = QR is an unpivoted QR

decomposition (4.8) of BP , then the trailing diagonal element of the upper triangular

matrix R satisfies

σm(B) ≤ |rmm| ≤
√
mσm(B).

Proof. The lower bound follows from singular value interlacing (A.1). For the upper

bound, the relation between the right singular vector v and a corresponding left singular

vector u with Bv = σm(B)u and ‖u‖2 = 1 implies that

σm(B)u = Bv = (BP ) (P Tv) = QR (P Tv) = QR

[
∗

(P Tv)m

]
(A.5)

By (A.5), ‖u‖2 = 1, the unitary invariance of the two-norm, and the upper triangularity
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of R, we have that

σm(B) = ‖σm(B)u‖2 = ‖R(P Tv)‖2 ≥ |rmm(P Tv)m| = |rmm| ‖v‖∞ ≥ |rmm|/
√
m.

The last inequality follows from v ∈ Rm having unit two-norm ‖v‖2 = 1, since at least

one of its m elements must be sufficiently large, satisfying ‖v‖∞ ≥ 1/
√
m.

Lemma A.1.2 (Correctness of Algorithm 2). Let S ∈ Rn×p with n > p have singular

values σ1 ≥ · · · ≥ σp ≥ 0, and pick some 1 ≤ k < p. Then Algorithm 2 computes a QR

decomposition SP = QR where the p− k trailing diagonal elements of R satisfy

|R``| ≤
√
` σ`, k + 1 ≤ ` ≤ p.

Proof. We induct on the iterations i of Algorithm 2, using more discerning notation to

denote the different iterates. The initial pivoted decomposition reduces the problem size

SP (0) = Q(0)R(0), (A.6)

where P (0) ∈ Rp×p is a permutation, Q(0) ∈ Rn×p has orthonormal columns, and R(0) ∈
Rp×p is upper triangular.

Induction basis Set R
(1)
11 = R(0) ∈ Rp×p, and let v(1),u(1) ∈ Rp be right and left

singular vectors associated with a smallest singular value,

R
(1)
11 v(1) = σpu

(1), ‖v(1)‖2 = ‖u(1)‖2 = 1.

Let P̃
(1)

be a permutation that moves a magnitude-largest element of v(1) to the bottom,

|((P̃
(1)

)Tv(1))p| = ‖v(1)‖∞ ≥ 1/
√
p.

Compute an unpivoted QR decomposition R
(1)
11 P̃

(1)
= Q̃

(1)
R̃

(1)

11 , where Q̃
(1)
∈ Rp×p is

an orthogonal matrix. By Lemma A.1.1, the trailing diagonal element of the triangular

matrix reveals a smallest singular value, |(R̃
(1)

11 )pp| ≤
√
p σp. We insert this into the initial

decomposition (A.6):

SP (0) = Q(0)R(0) = Q(0)Q̃
(1)
R̃

(1)

11 (P̃
(1)

)T .
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Multiplying by P̃
(1)

on the right, we have that

S P (0)P̃
(1)︸ ︷︷ ︸

P (1)

= Q(0)Q̃
(1)︸ ︷︷ ︸

Q(1)

R̃
(1)

11︸︷︷︸
R(1)

where |R(1)
pp | ≤

√
pσp.

Induction hypothesis Assume that SP (i) = Q(i)R(i) for i = p− ` and ` > k+ 1 with

|R(i)
jj | ≤

√
j σj, ` ≤ j ≤ p.

Induction step Here ` = k + 2 is the dimension of the leading block, while i ≡ p− `
is the dimension of the trailing block. Partition

R(i) =

[
R

(i)
11 R

(i)
12

0 R
(i)
22

]
R

(i)
11 ∈ R`×`, R

(i)
22 ∈ Ri×i. (A.7)

Let v(i+1),u(i+1) ∈ R` be right and left singular vectors associated with a smallest singular

value of R
(i)
11 ,

R
(i)
11v(i+1) = σ`(R

(i)
11 ) u(i+1), ‖v(i+1)‖2 = ‖u(i+1)‖2 = 1. (A.8)

Let P̃
(i+1)

be a permutation that moves a magnitude-largest element of v(i+1) to the

bottom,

|((P̃
(i+1)

)Tv(i+1))`| = ‖v(i+1)‖∞ ≥ 1/
√
`.

Compute an unpivoted QR decomposition R
(i)
11 P̃

(i+1)
= Q̃

(i+1)
R̃

(i+1)

11 , where Q̃
(i+1)

∈
R`×` is an orthogonal matrix. Lemma A.1.1 implies that the trailing diagonal element of

the triangular matrix reveals a smallest singular value,

|(R̃
(i+1)

11 )``| ≤
√
` σ`(R

(i)
11 ). (A.9)

Substituting this into the decomposition SP (i) = Q(i)R(i) with partitioning (A.7), and

exploiting the fact that the inverse of the orthogonal matrix Q̃
(i+1)

is (Q̃
(i+1)

)T , we arrive

193



at

SP (i) = Q(i)R(i) = Q(i)

[
Q̃

(i+1)
R̃

(i+1)

11 (P̃
(i+1)

)T R
(i)
12

0 R
(i)
22

]

= Q(i)

[
Q̃

(i+1)
0

0 I i

][
R̃

(i+1)

11 (Q̃
(i+1)

)TR
(i)
12

0 R
(i)
22

][
(P̃

(i+1)
)T 0

0 I i

]
.

Multiplying by the permutation on the right,

S P (i)

[
P̃

(i+1)
0

0 I i

]
︸ ︷︷ ︸

P (i+1)

= Q(i)

[
Q̃

(i+1)
0

0 I i

]
︸ ︷︷ ︸

Q(i+1)

[
R̃

(i+1)

11 (Q̃
(i+1)

)TR
(i)
12

0 R
(i)
22

]
︸ ︷︷ ︸

R(i+1)

.

From (A.9), interlacing (A.1), and the fact that R(i) has the same singular values as S

follows

|(R(i+1))``| = |(R̃
(i+1)

11 )``| ≤
√
` σ`(R

(i)
11 ) ≤

√
` σ`(R

(i)) =
√
` σ`.

Together with the induction hypothesis, and i = p− ` = p− (k + 2) this implies

|R(p−k+1)
jj | ≤

√
j σj, k + 1 ≤ j ≤ p.

Lemma A.1.3 (Proof of Theorem 4.3.1). Let S ∈ Rn×p with n > p have singular

values σ1 ≥ · · · ≥ σp ≥ 0, and pick some 1 ≤ k < p. Then Algorithm 2 computes a QR

decomposition

SP =
[
Q1 Q2

] [R11 R12

0 R22

]
,

where the largest singular value of R22 ∈ R(p−k)×(p−k) is bounded by

‖R22‖2 ≤ p ‖W−1‖2 σk+1.

Here W ∈ R(p−k)×(p−k) is a triangular matrix with diagonal elements |wjj| = 1, 1 ≤ j ≤
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p− k; offdiagonal elements |wij| ≤ 1 for i 6= j; and

‖W−1‖2 ≤ 2p−k−1.

Proof. Let SP = QR be computed by Algorithm 2 with input k. The proof is an

extension of Lemma A.1.1. From the right singular vectors in Algorithm 2 we construct

a matrix Z, and then bound ‖RZ‖2 to derive an upper bound for ‖R22‖2.

Construction of Z The indexing of the partition is different than the one in (A.7),

R(`) =

[
R

(`)
11 R

(`)
12

0 R
(`)
22

]
R

(`)
11 ∈ R`×`, R

(`)
22 ∈ R(p−`)×(p−`), k + 1 ≤ ` ≤ p.

In the statement of this lemma, the partitioning is ` = k.

Let v(`),u(`) ∈ R` be right and left singular vectors associated with a smallest singular

value of R
(`)
11 ,

R
(`)
11 v(`) = σ`(R

(`)
11 ) u(`), ‖v(`)‖2 = ‖u(`)‖2 = 1, k + 1 ≤ ` ≤ p.

Algorithm 2 has permuted the right singular vectors so that a magnitude-largest element

is at the bottom,

|v(`)
` | ≥ 1/

√
` and |v(`)

j | ≤ |v
(`)
` |, 1 ≤ j < `, k + 1 ≤ ` ≤ p. (A.10)

The trailing elements in singular vectors associated with larger-dimensional blocks are

not affected by subsequent permutations; see (A.7), where permutations in the (1, 1)

block do not affect the (2, 2) block and its placement of diagonal elements.

We construct an upper trapezoidal matrix Z =
[
z1 · · · zp−k

]
∈ Rp×(p−k), whose

columns are the right singular vectors

z`−k =

[
v(`)

0p−`

]
, k + 1 ≤ ` ≤ p.
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Factoring out the diagonal elements and focusing on the trailing (p−k)×(p−k) submatrix,

Z =

[
Z1

W

]
D, where D =


v
(k+1)
k+1

. . .

v
(p)
p

 ∈ R(p−k)×(p−k) (A.11)

has diagonal elements |d``| = |v(`)` | ≥ 1/
√
`, k + 1 ≤ ` ≤ p. From (A.10), it follows that

W ∈ R(p−k)×(p−k) is a nonsingular upper triangular matrix with elements

|w``| = 1, |w`j| ≤ 1, 1 ≤ ` ≤ p− k, j > `.

Bounds for ‖RZ‖2 We derive an upper and a lower bound. Multiplying the QR

decomposition SP = QR by QT on the left and by Z on the right gives

QTSPZ = RZ ∈ Rp−k.

The columns of RZ are

Rz`−k =

[
R

(`)
11 v(`)

0p−`

]
= σ`(R

(`)
11 )

[
u(`)

0p−`

]
, k + 1 ≤ ` ≤ p.

From ‖u(`)‖2 = 1 and interlacing (A.1), it follows that

‖Rz`−k‖2 = σ`(R
(`)
11 ) ≤ σ`, k + 1 ≤ ` ≤ p.

If we bound the norm of RZ ∈ Rp×(p−k) in terms of its largest column norm [58, section

2.3.2], we obtain the upper bound

‖RZ‖2 ≤
√
p− k max

k+1≤`≤p
‖Rz`−k‖2 ≤

√
p− k max

k+1≤`≤p
σ` ≤

√
p σk+1. (A.12)

As for the lower bound, we use the partitioning in the statement of this lemma:

RZ =

[
R11 R12

0 R22

][
Z1D

WD

]
=

[
R11Z1D +R12WD

R22WD

]
.
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We then bound ‖RZ‖2 in terms of the trailing component

‖RZ‖2 ≥ ‖R22WD‖2 ≥
‖R22‖2

‖W−1‖2‖D−1‖2
≥ ‖R22‖2√

p ‖W−1‖2
.

Finally, we combine the above upper bound with the lower bound (A.12) to arrive at the

desired inequality

‖R22‖ ≤ p ‖W−1‖2 σk+1.

The bound for ‖W−1‖2 is derived in [67, Theorem 8.14]; and there are classes of matrices

for which it can essentially be tight [67, section 8.3].

A.2 Proof of Theorem 4.3.2 (B4)

In the subsequent proofs, we present more general and simpler derivations than the ones

in [29, section 7] and [28, sections 2 and 3], and add more details for comprehension.

The key observation is that a judiciously chosen permutation can reveal a largest

singular value in a diagonal element of the triangular matrix in a QR decomposition.

The next statement represents part of [28, Theorem 2.1], but with a simpler proof that

does not require a pseudo inverse as in [28, Theorems 6.1 and 6.2].

Lemma A.2.1 (Revealing a largest singular value). Let v with ‖v‖2 = 1 be a

right singular vector of B ∈ Rm×m associated with a largest singular value σ1(B), so

that ‖Bv‖2 = σ1(B). Let P ∈ Rm×m be a permutation that moves a magnitude-largest

element of v to the top, |(P Tv)1| = ‖v‖∞. If BP = QR is an unpivoted QR decompo-

sition (4.8) of BP , then the leading diagonal element of the upper triangular matrix R

satisfies

σ1(B)/
√
m ≤ |r11| ≤ σ1(B).

Proof. The upper bound follows from singular value interlacing (A.1). As for the lower

bound, the relation between the right singular vector v and a corresponding left singular
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vector u with BTu = σ1(B)v and ‖u‖2 = 1 implies

σ1(B)P Tv = P TB u = RTQTu.

From this, the lower triangular nature ofRT , the Cauchy Schwartz inequality, and ‖u‖2 =

1, we have that

σ1(B)‖v‖∞ = |σ1(B)(P Tv)1| = |eT1RT (QTu)| ≤ ‖Re1‖2‖QTu‖2 = |r11|.

Then ‖v‖∞ ≥ 1/
√
m follows from the fact that v ∈ Rm has unit two-norm ‖v‖2 = 1, so

at least one of its m elements must be sufficiently large.

Lemma A.2.2 (Correctness of Algorithm 3). Let S ∈ Rn×p with n > p have singular

values σ1 ≥ · · · ≥ σp ≥ 0, and pick some 1 ≤ k < p. Then Algorithm 3 computes a QR

decomposition SP = QR where the k leading diagonal elements of R satisfy

σ`/
√
p− `+ 1 ≤ |R``|, 1 ≤ ` ≤ k.

Proof. We induct on the iterations ` of Algorithm 3 with more discerning notation. The

initial pivoted decomposition reduces the problem size

SP (0) = Q(0)R(0), (A.13)

where P (0) ∈ Rp×p is a permutation, Q(0) ∈ Rn×p has orthonormal columns, and R(0) ∈
Rp×p is upper triangular.

Induction basis We set R
(1)
22 = R(0) ∈ Rp×p, and let v(1),u(1) ∈ Rp be right and left

singular vectors associated with a largest singular value,

R
(1)
22 v(1) = σ1u

(1), ‖v(1)‖2 = ‖u(1)‖2 = 1.

Let P̃
(1)

be a permutation that moves a magnitude-largest element of v(1) to the top,

|((P̃
(1)

)Tv(1))1| = ‖v(1)‖∞ ≥ 1/
√
p.
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We then compute an unpivoted QR decomposition R
(1)
22 P̃

(1)
= Q̃

(1)
R̃

(1)

22 , where Q̃
(1)
∈

Rp×p is an orthogonal matrix. By Lemma A.2.1, the leading diagonal element of the

triangular matrix reveals a largest singular value, i.e. |(R̃
(1)

22 )11| ≥ σ1/
√
p. Inserting this

into the initial decomposition (A.13),

SP (0) = Q(0)R(0) = Q(0)Q̃
(1)
R̃

(1)

22 (P̃
(1)

)T .

Right multiplication by P̃
(1)

yields

S P (0)P̃
(1)︸ ︷︷ ︸

P (1)

= Q(0)Q̃
(1)︸ ︷︷ ︸

Q(1)

R̃
(1)

22︸︷︷︸
R(1)

where |R(1)
22 | ≥ σ1/

√
p.

Induction hypothesis Suppose SP (`) = Q(`)R(`) for ` < k with

|R(`)
jj | ≥ σj/

√
p− j + 1, 1 ≤ j ≤ `.

Induction step Here ` = k− 1. The dimension of the leading block is `− 1, while the

dimension of the trailing block is i ≡ p− (`− 1). We first partition

R(`) =

[
R

(`)
11 R

(`)
12

0 R
(`)
22

]
R

(`)
11 ∈ R(`−1)×(`−1), R

(`)
22 ∈ Ri×i. (A.14)

Let v(`+1),u(`+1) ∈ Ri be right and left singular vectors associated with a largest singular

value of R
(`)
22 ,

R
(`)
22 v(`+1) = σ1(R

(`)
22 ) u(`+1), ‖v(`+1)‖2 = ‖u(`+1)‖2 = 1. (A.15)

Let P̃
(`+1)

∈ Ri×i be a permutation that moves a magnitude-largest element of v(`+1) to

the top,

|((P̃
(`+1)

)Tv(`+1))1| = ‖v(`+1)‖∞ ≥ 1/
√
i.

Then performing an unpivoted QR decomposition, R
(`)
22 P̃

(`+1)
= Q̃

(`+1)
R̃

(`+1)

22 , where

Q̃
(`+1)

∈ Ri×i is an orthogonal matrix. By Lemma A.2.1, the leading diagonal element of
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the triangular matrix reveals a largest singular value, i.e.

|(R̃
(`+1)

22 )11| ≥ σ1(R
(`)
22 )/
√
i. (A.16)

We insert this into the decomposition SP (`) = Q(`)R(`) with partitioning (A.14), and

exploit the fact that the inverse of the orthogonal matrix Q̃
(`+1)

equals (Q̃
(`+1)

)T . Thus,

SP (`) = Q(`)R(`) = Q(`)

[
R

(`)
11 R

(`)
12

0 Q̃
(`+1)

R̃
(`+1)

22 (P̃
(`+1)

)T

]
,

= Q(`)

[
I`−1 0

0 Q̃
(`+1)

][
R

(`)
11 R

(`)
12

0 R̃
(`+1)

22

][
I`−1 0

0 (P̃
(`+1)

)T

]
.

Multiplying by the permutation on the right,

S P (`)

[
I`−1 0

0 P̃
(`+1)

]
︸ ︷︷ ︸

P (`+1)

= Q(`)

[
I`−1 0

0 Q̃
(`+1)

]
︸ ︷︷ ︸

Q(`+1)

[
R

(`)
11 R

(`)
12

0 R̃
(`+1)

22

]
︸ ︷︷ ︸

R(`+1)

.

From (A.16), interlacing (A.1), and the fact that R(`) has the same singular values as S,

it follows that

|R(`+1)
`` | = |(R̃

(`+1)

22 )11| ≥ σ1(R
(`)
22 )/
√
i ≥ σ`(R

(`))/
√
i = σ`/

√
i.

Combining this with the induction hypothesis and ` = k − 1, we obtain the desired

inequality

|R(k)
jj | ≥ σj/

√
p− j + 1, 1 ≤ j ≤ k.

Lemma A.2.3 (Proof of Theorem 4.3.2). Let S ∈ Rn×p with n > p have singular

values σ1 ≥ · · · ≥ σp ≥ 0, and pick some 1 ≤ k < p. Then Algorithm 3 computes a QR

decomposition

SP =
[
Q1 Q2

] [R11 R12

0 R22

]
,
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where the smallest singular value of R11 ∈ Rk×k is bounded by

σk(R11) ≥
σk

p ‖W−1‖2
.

Here W ∈ Rk×k is a triangular matrix with diagonal elements |wjj| = 1, 1 ≤ j ≤ k;

offdiagonal elements |wij| ≤ 1 for i 6= j; and

‖W−1‖2 ≤ 2k−1.

Proof. Let SP = QR be computed by Algorithm 3 with input k. The proof is an

extension of Lemma A.2.1, and is more general than the one in [29, section 7] due to the

absence of inverses and no need for the requirement that σk > 0.

From the right singular vectors in Algorithm 3 we construct a matrix Z, and also

a matrix Y of left singular vectors. Then we bound the kth singular value of a top

submatrix of RTY , to derive a lower bound for σk(R11).

Construction of Z and Y We consider partitionings as in (A.14) with i ≡ p−(`−1),

R(`) =

[
R

(`)
11 R

(`)
12

0 R
(`)
22

]
R

(`)
11 ∈ R(`−1)×(`−1), R

(`)
22 ∈ Ri×i, 1 ≤ ` ≤ k.

In the statement of this lemma, the partitioning is ` = k + 1.

Let v(`),u(`) ∈ Ri be right and left singular vectors associated with a largest singular

value of R
(`)
22 ,

R
(`)
22 v(`) = σ1(R

(`)
22 ) u(`), ‖v(`)‖2 = ‖u(`)‖2 = 1, 1 ≤ ` ≤ k.

Algorithm 3 has permuted the right singular vectors so that a magnitude-largest element

is at the top, for 1 ≤ ` ≤ k

|v(`)
1 | ≥ 1/

√
i and |v(`)

j | ≤ |v
(`)
1 |, 1 < j ≤ i. (A.17)

The leading elements in singular vectors associated with larger-dimensional blocks are

not affected by subsequent permutations, see (A.14), where permutations in the (2, 2)

block do not affect the (1, 1) block and its placement of diagonal elements.
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We construct a lower trapezoidal matrix Z =
[
z1 · · · zk

]
∈ Rp×k, whose columns

are the right singular vectors

z` =

[
0`−1

v(`)

]
, 1 ≤ ` ≤ k.

By factoring out the diagonal elements and distinguishing the leading k × k submatrix,

we have

Z =

[
W

Z2

]
D, where D =


v
(1)
1

. . .

v
(k)
1

 ∈ Rk×k (A.18)

has diagonal elements |d``| = |v(`)1 | ≥ 1/
√
p− `+ 1, 1 ≤ ` ≤ k. From (A.17), it follows

that W ∈ Rk×k is a nonsingular lower triangular matrix with elements

|w``| = 1, |wj`| ≤ 1, 1 ≤ ` ≤ k, j > `.

Analogously, we construct a second lower trapezoidal matrix Y =
[
y1 · · · yk

]
∈ Rp×k,

whose columns are the right left vectors

y` =

[
0`−1

u(`)

]
, ‖y`‖2 = 1, 1 ≤ ` ≤ k,

and distinguish the leading k × k submatrix

Y =

[
Y 1

Y 2

]
, where Y 1 ∈ Rk×k, ‖Y 1‖2 ≤

√
k. (A.19)

Bounds for σk(R
T
11Y 1) We derive an upper and a lower bound.

The columns of RTY are for 1 ≤ ` ≤ k,

RTy` =

[
(R

(`)
11 )T 0

(R
(`)
12 )T (R

(`)
22 )T

][
0`−1

u`

]
=

[
0`−1

(R
(`)
22 )Tu`

]
=

[
0`1

σ1(R
`
22)v`

]
= σ1(R

`
22)z`
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Collecting all the columns gives

RTY = Z∆ where ∆ =


σ1(R

(1)
22 )

. . .

σ1(R
(k)
22 )

 ∈ Rk×k.

With the partitioning of R as in the statement of this lemma, the top k × k submatrix

of RTY = Z∆ equals

RT
11Y 1 = WD∆.

First, we derive the lower bound from the right side. The Weyl product inequality (A.4)

implies

σk(R
T
11Y 1) = σk(WD∆) ≥ σk(W )σk(D)σk(∆) ≥ σk√

p− k + 1 ‖W−1‖2
(A.20)

where the last inequality follows from applying interlacing (A.1) to

σk(∆) = min
1≤`≤k

σ1(R
(`)
22 ) ≥ σk,

and bounding the diagonal elements of D in (A.18) by

σk(D) = min
1≤`≤k

|v(`)1 | ≥ 1/
√
p− k + 1.

Now, we derive the lower bound from the left side. The Weyl product inequality (A.3)

together with (A.19) implies

σk(R
T
11Y 1) ≤ σk(R11)‖Y 1‖2 ≤

√
kσk(R11).

At last, combine this with (A.20) to obtain

σk(R11) ≥
σk√

k(p− k + 1) ‖W−1‖2
≥ σk

p ‖W−1‖2
.

The bound for ‖W−1‖2 follows as in the proof of Lemma A.1.3.
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A.3 Proof of Theorem 4.3.3 (B3)

The following is an extension of [58, Theorem 5.5.2].

Lemma A.3.1. Let S ∈ Rn×p with n ≥ p have singular values σ1 ≥ · · · ≥ σp ≥ 0, and

pick some 1 ≤ k < p. If Algorithm 4 computes a QR decomposition

SP =
[
Q1 Q2

] [R11 R12

0 R22

]
,

and chooses the permutation P so that V 11 ∈ Rk×k is nonsingular, then

σk/‖V −111 ‖2 ≤ σk(R11) ≤ σk

σk+1 ≤ σ1(R22) ≤ ‖V −111 ‖2 σk+1.

Proof. Let S = QR be an initial unpivoted QR decomposition, where Q ∈ Rn×p has

orthonormal columns, and R ∈ Rp×p is upper triangular. Suppose that R = U rΣV
T is

an SVD of the triangular matrix R (see Remark 4.2.1). Let Σ1 ∈ Rk×k denote the matrix

of the k largest singular values of S, and let the corresponding right singular vectors be

given by V 1 ∈ Rp×k, so that

Σ =

[
Σ1 0

0 Σ2

]
∈ Rp×p, V =

[
V 1 V 2

]
∈ Rp×p.

The idea of the proof is that we perform a QR decomposition with column pivoting

on V T
1 :

V T
1P = Q1

[
V 11 V 12

]
,

where P ∈ Rp×p is a permutation matrix, Q1 ∈ Rk×k is an orthogonal matrix, and V 11 ∈
Rk×k is a nonsingular upper triangular matrix. Then partitioning V T

2P commensurately,

V T
2P =

[
V 21 V 22

]
,

for V 22 ∈ R(p−k)×(p−k). The permuted upper triangular matrix RP expressed in terms
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of these partitions is thus

RP = U rΣV
TP = U r

[
Σ1 0

0 Σ2

][
Q1 0

0 I

][
V 11 V 12

V 21 V 22

]

= U r

[
Σ̂1 0

0 Σ2

][
V 11 V 12

V 21 V 22

]
where Σ̂1 ≡ Σ1Q1.

(A.21)

Because Q1 is an orthogonal matrix, Σ̂1 has the same singular values as Σ1, that is,

σj(Σ̂1) = σj(Σ1) = σj, 1 ≤ j ≤ k. (A.22)

Re-triangularizing with an unpivoted QR decomposition of RP yields

RP = Qr

[
R11 R12

0 R22

]
, (A.23)

where R11 ∈ Rk×k is upper triangular.

Inequality for R11 We first show that σk/‖V −111 ‖2 ≤ σk(R11). First, using (A.23) and

(A.21), we have

Qr

[
R11 R12

0 R22

]
= U r

[
Σ̂1 0

0 Σ2

][
V 11 V 12

V 21 V 22

]
.

Moving U r to the left,

UT
rQr

[
R11 R12

0 R22

]
= UT

rRP =

[
Σ̂1 0

0 Σ2

][
V 11 V 12

V 21 V 22

]
.

To derive the desired inequality, we want to isolate R11 in the preceding equation. To

this end, we partition

UT
rQr =

[
U 11 U 12

U 21 U 22

]
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and substitute this into the above expression for UT
rRP ,[

U 11 U 12

U 21 U 22

][
R11 R12

0 R22

]
=

[
Σ̂1 0

0 Σ2

][
V 11 V 12

V 21 V 22

]
.

Due to the triangular and diagonal structures of the above matrices, the (1,1) block of

this equation is

U 11R11 = Σ̂1V 11.

We first apply the Weyl product inequalities for singular values [78, (7.3.14)] to the

smallest singular value of the matrices (see (A.4)), so that

σk(Σ̂1)σk(V 11) ≤ σk(Σ̂1V 11).

Using (A.22),

σk

‖V −111 ‖2
= σk(Σ̂1)σk(V 11) ≤ σk(Σ̂1V 11) = σk(U 11R11).

Because the orthogonal matrix U has all singular values equal to one,

σk(U 11R11) ≤ σ1(U 11)σk(R11) ≤ σ1(U)σk(R11) = σk(R11).

Combining the extreme ends of the sequence of inequalities gives the desired inequality

σk/‖V −111 ‖2 ≤ σk(R11).

Inequality for R22 We now show that σ1(R22)/‖V −111 ‖2 ≤ σk+1. Again, we use the

equalities in (A.23) and (A.21), but now move the V matrix to the left,[
R11 R12

0 R22

][
V T

11 V T
21

V T
12 V T

22

]
=

[
UT

11 UT
21

UT
12 UT

22

][
Σ̂1 0

0 Σ2

]
.

As before, the triangular and diagonal matrices imply that the (2,2) block of this equation

is

R22V
T
22 = UT

22Σ2.
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Applying the Weyl product inequalities for singular values [78, (7.3.14)] to the largest

singular value of the matrices (A.3),

σ1(R22)

‖V −122 ‖2
= σ1(R22)σp−k(V 22) ≤ σ1(R22V

T
22) = σ1(U

T
22Σ2).

Because the orthogonal matrix U has all singular values equal to one,

σ1(U
T
22Σ2) ≤ σ1(U 22)σ1(Σ2) ≤ σ1(U)σk+1 = σk+1.

To finish the proof, recall that a CS decomposition [58, Theorem 2.5.3] for the orthogonal

matrix V , partitioned as in (A.21), involves two orthogonal matrices,W andZ, satisfying

[
W 1

W 2

]T
︸ ︷︷ ︸

W T

[
V 11 V 12

V 21 V 22

][
Z1

Z2

]
︸ ︷︷ ︸

Z

=



I 0

C S

0 I

0 I

S −C
I 0


.

The matrices C = diag(c1, . . . , cl), S = diag(s1, ..., sl) are square diagonal with 0 <

ci, si < 1 for 1 ≤ i ≤ l, where we do not specify the dimension l, as the matrices 0 in

the above decomposition may be empty. Hence, for invertible V 11, we have from the CS

decomposition that ‖V −111 ‖2 = ‖V −122 ‖2, so that σ1(R22)/‖V −111 ‖2 ≤ σk+1, as desired.

A.4 Proof of Theorem 4.3.4 (srrqr)

Here we give the proofs in [63], adding details for improved readability. Algorithm 5 is

shown to compute a strong rank-revealing factorization as described in the statement

of Theorem 4.3.4. First, though, we present a useful lemma that expresses the relevant

ratio of determinants from section 4.3.4 in terms of ωi(R11), γj(R22), and components of

R−111R22 as computed in the body of the algorithm.
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Lemma A.4.1. Let R ∈ Rp×p be an upper triangular matrix partitioned as

R =

[
R11 R12

R22

]
,

for non-singular R11 ∈ Rk×k, and matrices R12 ∈ Rk×(p−k),R22 ∈ R(p−k)×(p−k). Let P be

a permutation that interchanges column i of R11 and column j of R22 for 1 ≤ i ≤ k and

1 ≤ j ≤ p− k. Suppose that RP has (unpivoted) QR factorization

RP = Q̃R̃ = Q̃

[
R̃11 R̃12

R̃22

]
.

Then

det(R̃11)

det(R11)
=
√

(R−111R12)2i,j + (γj(R22)/ωi(R11))2.

Proof. Since it is not immediately obvious, we first show that it suffices to prove the

special case where i = k and j = 1. To that end, consider the cases where i < k or

j > 1. Let P i,k be the permutation that interchanges columns i and k of R11. Suppose

that R11P i,k = Q̄R̄11 is the QR factorization of R11P i,k, and define R̄12 = Q̄
T
R12P 1,j,

where P 1,j permutes the 1st and jth columns of R12. Let R̄22 = R22P 1,j and

P̄ =

[
P i,k

P 1,j

]
.

Then

RP̄ =

[
R11 R12

R22

][
P i,k

P 1,j

]
=

[
R11P i,k R12P 1,j

R22P 1,j

]

has the QR factorization

RP̄ =

[
Q̄

Ip−k

][
R̄11 R̄12

R̄22

]
.

Both R11 and R̄11 have positive elements on their diagonals, so det(R11) = det(R̄11).
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Noting that R̄
−1
11 R̄12 = (Q̄

T
R11P i,k)

−1(Q̄
T
R12P 1,j) = P T

i,kR
−1
11R12P 1,j, we have |R−111R12|i,j =

|R̄−111 R̄12|k,1. Moreover, because R̄
−1
11 = P T

i,kR
−1
11 Q̄ and postmultiplication by the or-

thogonal matrix Q̄ leaves the 2-norm of rows unchanged, ωi(R11) = ωk(R̄11). Finally,

γj(R22) = γ1(R̄22), so it suffices to consider i = k and j = 1.

Now, letting i = k and j = 1, consider the partition

RP = Q

[
R11 R12

R22

]
= Q


R̂11 a b R̂12

ω β cT

γ dT

R̂22

 ,

for matrices R̂11 ∈ R(k−1)×(k−1), R̂12 ∈ R(k−1)×(p−k−1), R̂22 ∈ R(p−k−1)×(p−k−1), vectors

a,b ∈ Rk−1 and c,d ∈ Rp−k−1, and scalars ω, γ, and β. Consider the matrix

R−111 =

[
R̂
−1
11 − 1

ω
R̂
−1
11 a

1
ω

]
.

Taking the reciprocal of the 2-norm of the i = kth row of R−111 yields ωk(R11) = ω. If we

next consider the matrix

R22 =

[
γ dT

R̂22

]
,

then the j = 1st column trivially has 2-norm γ1(R22) = γ. Finally, we compute the

(k, 1)st element of R−111R12:

|R−111R12|k,1 =

∣∣∣∣∣
[
R̂
−1
11 − 1

ω
R̂
−1
11 a

1
ω

][
b R̂12

β cT

]∣∣∣∣∣
k,1

=

∣∣∣∣∣
[
∗ ∗
β
ω
∗

]∣∣∣∣∣
k,1

=
β

ω
,

where we omit the other components of the right-most matrix for brevity. Note that

det(R11) = ω det(R̂11) by upper-triangularity. Since R̃ is obtained fromR by interchang-

ing columns k and k+ 1 and re-orthogonalizing, we have det(R̃11) =
√
β2 + γ2 det(R̂11).

Combining these two determinant equalities, we arrive at

det(R̃11)

det(R11)
=

√(
β

ω

)2

+
(γ
ω

)2
=
√

(R−111R12)2i,j + (γj(R22)/ωi(R11))2.
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We now turn to the proof of Theorem 4.3.4 given in [63, section 3], relying also on

useful results from [77, section 3.3].

Lemma A.4.2 (Proof of Theorem 4.3.4). Let S ∈ Rn×p with n > p have singular

values σ1 ≥ · · · ≥ σp ≥ 0, and pick some f ≥ 1 and 1 ≤ k < p such that the leading

k × k upper-triangular submatrix in its unpivoted QR decomposition is non-singular.

Then Algorithm 5 computes a QR decomposition

SP =
[
Q1 Q2

] [R11 R12

0 R22

]
,

where the singular values of R11 and R22 satisfy, respectively,

σi(R11) ≥
σi√

1 + f 2k(p− k)
, 1 ≤ i ≤ k,

and

σj(R22) ≤ σj+k
√

1 + f 2k(p− k), 1 ≤ j ≤ p− k.

Additionally, the components of R−111R12 satisfy

|R−111R12|i,j ≤ f, 1 ≤ i ≤ k; 1 ≤ j ≤ p− k.

Proof. For the last inequality, note that upon termination of Algorithm 5,

|R−111R12|i,j ≤
√
|R−111R12|2i,j + γj(R22)

2/ωi(R11)2 ≤ f.

Then for the other two inequalities, let α = σ1(R22)/σk(R11). Consider the matrix RD =

RW given by

RD =

[
αR11

R22

]
=

[
R11 R12

R22

]
︸ ︷︷ ︸

R

[
αIk −R−111R12

Ip−k

]
︸ ︷︷ ︸

W

.

We note that the smallest singular value of αR11 is equal to the largest singular value of
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R22:

(σ1(R22)/σk(R11))σk(R11) = σ1(R22),

so that σj+k(RD) = σj(R22) for all 1 ≤ j ≤ p − k. Recall that for any two real ` × `

matrices A,B we have σi(AB) ≤ σi(A)‖B‖2, 1 ≤ i ≤ ` [77]. In particular,

σj+k(RD) = σj(R22) ≤ σj+k(R)‖W ‖2 for all 1 ≤ j ≤ p− k. (A.24)

Now, we derive an upper bound for ‖W ‖2:

‖W ‖22 ≤ 1 + ‖R−111R12‖22 + α2

= 1 + ‖R−111R12‖22 + ‖R22‖22‖R−111 ‖22
≤ 1 + ‖R−111R12‖2F + ‖R22‖2F‖R−111 ‖2F

= 1 +
k∑
i=1

p−k∑
j=1

(
(R−111R12)

2
i,j + γj(R22)

2/ωi(R11)
2
)

≤ 1 +
k∑
i=1

p−k∑
j=1

f 2 = 1 + f 2k(p− k)

Thus, ‖W ‖2 ≤
√

1 + f 2k(p− k) and substituting this inequality into (A.24) yields the

desired result

σj(R22) ≤ σj+k(R)
√

1 + f 2k(p− k), 1 ≤ j ≤ p− k.

Now, first note that if the maximum singular value σ1(R22) = 0, the inequalities in

the theorem statement are trivially satisfied since σi(R11) = σi for all 1 ≤ i ≤ k and

σj(R22) = 0 for all 1 ≤ j ≤ p − k. Then suppose that σ1(R22) > 0 and consider the

factorization

R =

[
R11 R12

R22

]
=

[
R11

1/αR22

]
︸ ︷︷ ︸

R̂D

[
Ik R−111R12

αIp−k

]
︸ ︷︷ ︸

Ŵ

.
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By the argument above, ‖Ŵ ‖2 ≤
√

1 + f 2k(p− k) and

σi(R) ≤ σi(R̂D)‖Ŵ ‖2 for all 1 ≤ i ≤ p.

Again, noting that the minimum singular value σk(R11) = (σk(R11)/σ1(R22))σ1(R22) is the

maximum singular value of 1/αR22, we have that σi(R11) = σi(R̂D), so

σi(R) ≤ σi(R11)‖Ŵ ‖2 ≤ σi(R11)
√

1 + f 2k(p− k), 1 ≤ i ≤ k.
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Appendix B

Some Quarantine Math Poems

I have always loved reading and writing poems, and there is a natural connection in my

mind between mathematics and poetry. Poetry allows for creative expression in a way

that is similar to how we as mathematicians develop intuition for a proof, by breaking

a concept into smaller components and then putting them back together meaningfully. I

hope you enjoy reading them as much as I enjoyed writing them to pass the time during

quarantine while taking breaks from my thesis work.
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Origins

I read the love song

just a chorus really

of Prufrock on the wall of the cafe

every morning on my way to calculus

Somehow still I dirtied all my spoons

or bent them, or lost them in drawers

Desperate

I took to other tools

forced axes

scribbled maps

plotted coordinates

checked uncertainties

against deterministic truth

I do not know

How can you have any magnitude

if you have no origin?

Wiser ones than me

healers

spiritualists

therapists

mothers

with level voices try to center me

patiently tether me with tender cords

It surprises me every time I snap them

becoming unanchored again

How ugly, and telling, it is that Euclid’s women have no names.

I haven’t found norms,
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or metrics to reveal who I am most of all,

or where I go, which paths I follow

when I drift away from them

it’s immeasurable, isn’t it

the space you can put between your life

and the meaning of it
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Limits

Through warm air from parted lips

without thought

without effort vapors

of water elope

with trace elements

diffusing through untaken breaths

divulging secrets of the stars, Angel

hairs receiving in the lungs, Seraphim

fluttering like windswept leaves

branching seamlessly

from trunks of flesh, and blood, and bone like

forests moving through the trees

evolved in inverted symmetry

and laid like loam at their feet

when inspiration ceases.

Neurons fire.

Nerves carry.

But what generated that voltage that sent

the electricity crackling under our skin

ferrying invisible freight

in carnal circuitry

currents coursing

never tarrying

in signaling the lungs to breathe

or heart to beat?

Neurons fire.

Nerves carry.

But when the power goes does it go

suddenly like a flipped switch
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or flicker off and on then off again,

intermittent darkness growing permanent

when the voltage finally drops?

We are charged by the stars

and grounded in the earth

my only prayer

let me pass through you on my way out
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Continuity

Virgo with Capricorn Ascendant,

Sun in the Eighth House

Moon in Leo, eyebrows lifting slightly

at the last bit

words curling around incense

squeezing out air in the dark room

Square between Venus and Mars. . .

Love and hate are very much entwined for you.

You are passionate and creative

but you may go to excess and be disappointed

when others can’t match it.

You are loving and sincere,

but you can be too dramatic in your emotional displays

when you feel slighted.

It’s not real

but her diagnosis agrees with yours

mercurial

(in the Eighth House)

moments after reaching shore, gratitude:

shallow breath catches in the throat

blood pounds rhythmically

like a shell to the ear

like driftwood stiff limbs

gnarled and preserved

by salt spray

deformity, transmuted into strength,

fueled by rage as you remember

how the tide stormed your fortress

how you were swept away
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love a poison swallowed when hope is gone

love an ancient honey on the tongue

eventually, everything spoils

hammerhead worms could end all life on earth

blindly consuming

hydra regenerating

at the split, offshoot horrors

as real as the soil caving in their wake, as immortal

but for fire, the undoing of Sodom and Gomorrah

for the rape of angels, her husband

offering her daughters in their stead

or for salt, the ruin of the nameless woman

who turned back–

is it any wonder why

unless they devour us

worms and wicked men share the same fate

You are the thief

floating down dark lanes

my shadow from lamp post to lamp post

features impossible to make out except

through fleeting glimpses

a mosaic of faces

under scrutiny

there is nothing to hold it together

if I could only turn toward the light

I would be free of it

An offer came in

but I refused to budge

standing my ground til it crumbled beneath me
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last in a dying line, the artisans of suffering

I should have left when I could

with what I could carry

Greed will drive you past your goal to your grave

I folded up these things inside me like the corners of a knapsack

thought I was headed out of the city but the compass

needle jumped at every lurch of my heart

until it stopped

when I turned back–

was it in rebellion or remembrance?

I ask you again

Where would you go if you didn’t know where you’d been?
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Derivative

I.

To write maximal history of the world

in minimal ink on fewest scrolls unfurled

insects buzzing! scuttling! stinging!

birds soaring, and fluttering, and singing,

all beasts inhabiting land and sea

perennial blossoms, the eldest trees

mountains shimmering like diadems

I could not mention any of them.

I would exalt in blood like ink from my pen

watchful vulture maneuvering through wind

but the greed of men does not permit

such idle appreciation of our mortality.

II.

The youthfulness and serenity of Mary

in that frozen countenance eternally

gazing on the ruthlessness of men

was arguably an affront to those

like Toth who had taken his lumps

since the moment of his own conception

hardly immaculate. Sono Gesú Cristo,

risorto dai morti! on Pentecost no less.

What choice had he, rolling the stone away

himself having dragged his broken body down
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the sorrowful street, battled demons in fire

to offer his body as living proof, only to see

her resplendent face staring back unaffected?

His hammer was not even the first colonizer’s

to deface her. Once, as spoken by the prophets

she was unblemished:

‘Do you not know that chaste women stay fresh

much more than those who are not chaste?’

until it was rumored that she belonged

to another man. Michel Angelus Bonarotus

Florent Facibat, across her breast, no less.

What choice had he, chiseling the stone away

himself having chained his sense of meaning to

forlorn icons, labored to bring the word to stillbirth

to offer their bodies as lasting proof, only to hear

his masterpiece was not product of his own genius?

Still it is not mine to weigh the souls of men.

My body has changed. Someday

it will give up the ghost. I will leave you

to appraise it in abeyance.

III.

Vergine madre, figlia del tuo figlio,

if those virtuous saints have interceded for us

poets stirred you to life with pity, avert your gaze.

Shed no more tears for us. We plucked

your mystic rose; lingering is the sickly sweet

fragrance of its fading bloom. We explored

and exploited the heavens, covered our bodies
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and faces in shame after learned astronomers

branded heretics, the way to paradise lost.

What marginal cost could secure the souls of men

transferring their sorrows to a grieving mother?

What lien could even hold against

the weight of that destruction?
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Integral

I.

Infinitesimal moments I have missed

accumulate like grains of sand

softly blanketing the shoreline

who together could weather away

the sharpest corners of the world

(smoother than ocean waves under the moon’s sway

impress their ebb and flow onto jagged edges of broken glass)

tracing the arc of the earth

to a single point, a trailhead

to a complementary path I’ll never take

though the journey would make me better for it.

II.

Everything is fluid here, nothing staying

not a glass pane displaying images

of the past but translucent membrane

thinly separating what is to come

from what has already been

amniotic sacs punctuated

by their singular violent end

self-intersection of the remembered

with rememberer finally engulfed

by the rising waves of time.

Before the barrier breaks, observe

the flux of life across its surface
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fickle permeability permitting

painful vestiges of the past

pound for pound, shoulder to shoulder

with the very stuff sustaining life.

Instantaneously and continually

created and destroyed.

That is only one view

from the profile future

possibilities struggling through

like strange hands plunging

into the open womb under

skin cut away from fat

away from muscle until

the bubble exposed

feels the unfamiliar

pressure of fingers

for several awe-struck seconds

the life inside the sac

untouched in gloved hands

the baby sleeps peacefully

the mother weeps blissfully

all violence forgotten in

awe of such serenity

that once permeable walls

could now offer security.

Then a scalpel slice

and in floods reality.

Imagine instead

timelike threads as metal

against amnion spreads

open passageways, particles
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at the edge of the blade

splitting infinitesimal seams

that branch out endlessly

unrectifiable as the shoreline

changing with the tide

transcendental as a sunflower

spiraling to the light

the slumbering babe

inscribed in the shape

suddenly free floating

in the wake like flotsam

near a basket of reeds

released with surety

all troubled waters

in time recede

III.

There is potential here

nothing ever truly created

or destroyed, the earth itself

a vessel conserving

all manner of thing

a deft hand plucking

each delicate string

a womb harboring

one more beginning

an arc circling round

that closes the ring

On his wings the vulture tilts
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turns, plummets confidently

towards the core of the earth

instincts sharpened by ancient voices

his path, always varying

governed by identical forces

that guided scavenging ancestors

from the rarity of the air

to rotting carcasses in the dirt

reclaiming death before it spreads

beyond the street where it was left.

Hunger and disease abated

he cleans his beak with fingerlike

feathers, fans them open to catch

the sun before alighting gracefully

to the heavens, ascending
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