
ABSTRACT 

EMERSON, ANDREW JOHN. Multimodal Learning Analytics for Predictive Student Modeling 

in Game-Based Learning. (Under the direction of Dr. James C. Lester). 

 

A distinctive feature of game-based learning environments is their capacity to create learning 

experiences that are both effective and engaging. Recent advances in sensor technologies (e.g., 

facial expression analysis and gaze tracking) and natural language processing have introduced the 

opportunity to leverage multimodal data streams for learning analytics. Learning analytics 

informed by multimodal data captured during students’ interactions with game-based learning 

environments hold significant promise for developing a deeper understanding of game-based 

learning, designing game-based learning environments to detect unproductive student behaviors, 

and informing adaptive scaffolding to support game-based learning. Further, learning analytics 

frameworks that can accurately predict student learning outcomes early in students’ interactions 

hold considerable promise for enabling environments to adapt to individual student needs. 

This dissertation investigates a multimodal, multi-task predictive student modeling 

framework for informing individualized learning in game-based learning environments. The 

framework is evaluated on two corpora of game-based learning interactions from two distinct 

student populations who interacted with two versions of CRYSTAL ISLAND, a game-based learning 

environment for microbiology education. The framework leverages available multimodal data 

channels from the corpora to simultaneously predict student post-test performance and interest. In 

CRYSTAL ISLAND – SENSOR-BASED, student facial expressions, eye gaze, and gameplay behaviors 

are used to predict these outcomes at early points during interactions, and in CRYSTAL ISLAND – 

REFLECTION, textual representations of student reflections and gameplay are used. In addition to 

inducing models for each corpus individually, this dissertation investigates the ability to leverage 



information from one corpus to improve models based on another (i.e., transfer learning through 

the use of pre-trained models). 

This dissertation reports on research on multimodal learning analytics, multi-task machine 

learning, and early prediction. Previous work has shown that multimodal models of student post-

test performance and interest outperform unimodal models. Additionally, predictive models that 

incorporate multi-task learning have achieved improved accuracy compared to single-task models 

when predicting student performance on post-tests. Preliminary work has also demonstrated the 

efficacy of early prediction approaches for forecasting student performance. The dissertation 

research extends these approaches by combining them into a unified framework that makes 

predictions early during game-based learning. 
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CHAPTER 1 

INTRODUCTION 

Adaptive learning environments offer significant potential for creating highly effective and 

engaging learning experiences. They can adapt to students’ individual needs and account for 

varying behaviors that are associated with different motivational and learning outcomes 

(Normadhi et al., 2019). Certain student behaviors within these systems, such as “gaming the 

system,” are associated with negative outcomes and can be mitigated through the automated 

detection of the pattern and appropriate interventions (Baker et al., 2006; Paquette & Baker, 2019). 

To better support students through scenarios such as these, adaptive learning environments should 

be able to detect when students need assistance, either through explicit help requests by the student 

or by analyzing implicit behaviors exhibited by the student (Aleven et al., 2004; Sharma et al., 

2019). Automatically detecting specific student behaviors and modeling student knowledge and 

skills is a promising approach to support adaptive learning environments but poses significant 

challenges. 

Predictive student modeling holds significant promise for improving learning experiences. 

By observing students’ learning activities over time, models could predict student knowledge and 

interest, which could then be used in real time to inform adaptive scaffolding. Prior research has 

investigated student models of knowledge (Min, Frankosky, Mott, et al., 2017; Shute et al., 2016; 

Spires et al., 2011) and affect (Baker et al., 2010; Botelho et al., 2017; Henderson, Rowe, Mott, et 

al., 2019). Several studies have demonstrated the value of incorporating multiple modalities of 

data generated from sensor-based technologies (e.g., facial expressions analysis, eye tracking) to 

model students’ knowledge of complex domains (Blikstein & Worsley, 2016; Sharma et al., 2019; 

Taub, Sawyer, Smith, et al., 2020). 
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Recent years have seen a growing interest in multimodal learning analytics (Azevedo & 

Gašević, 2019; Blikstein, 2013; Blikstein & Worsley, 2016; Ochoa & Worsley, 2016; Oviatt et al., 

2018). Multimodal data have been widely used in machine learning (Baltrušaitis et al., 2018), and 

they can be leveraged to understand students’ learning behaviors at high granularities (e.g., 

millisecond level of onset of disinterest; Aslan et al., 2019). Data channels used to model students’ 

knowledge include learner-system interaction behavior and physiological measurements (Lane & 

D’Mello, 2019). Physiological sensors such as electroencephalography and electrodermal activity, 

in combination with eye gaze and video recordings of facial expressions of emotions, have shown 

significant promise for predicting learning outcomes when captured during learning with 

intelligent tutoring systems and other learning technologies (Blikstein & Worsley, 2016; 

Giannakos et al., 2019; Lane & D’Mello, 2019; Sharma et al., 2020; Vrzakova et al., 2020). Results 

have shown how physiological data, including eye gaze and facial expression, explain students’ 

knowledge, attention, affect, learning strategies, and other learning-related outcomes. They have 

also shown how multimodal data have the potential to improve predictive modeling with 

implications for improving pedagogical intervention and adaptation that support cognitive, 

affective, and metacognitive aspects of learning. As such, it is informative to model relationships 

using multimodal data between students’ post-test performance and characteristics related to 

learning (e.g., interest) to gain insight into designing adaptive learning technologies that tailor 

instructional experiences to meet the individual learning needs of students (Di Mitri et al., 2018). 

Multimodal learning analytics hold significant promise for game-based learning (Plass et 

al., 2020). However, few studies have examined relationships between unimodal and multimodal 

data to understand the joint effect of separate modalities and their capacity to explain students’ 

post-test performance and constructs related to learning (e.g., interest) when engaged in game-
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based learning. Multimodal learning analytics pose significant challenges that call for further study 

and analysis (Azevedo et al., 2018). For some tasks, such as affect detection during learning, 

multimodal data channels can have superadditive effects on the accuracy of predictive models for 

affective states, but sometimes multimodal data channels can have effects that are redundant or 

even inhibitory (D’Mello & Graesser, 2010). This calls for developing a better understanding of 

the multimodal data channels for learning analytics. 

Game-based learning environments integrate game mechanics with learning activities (e.g., 

exploring, navigating, investigating) to support domain knowledge learning (e.g., microbiology) 

and skill acquisition (e.g., self-regulation). These environments incorporate storylines with visual 

aesthetics that have been shown to motivate students to stay engaged during learning (Plass et al., 

2015). They often include game objectives (e.g., providing a treatment solution to a disease 

outbreak on a tropical island) and storylines that students find engaging (e.g., solving a mysterious 

illness as a Center for Disease Control agent; Rotgans & Schmidt, 2011). Empirical studies of 

game-based learning have found that students achieve higher learning gains relative to traditional 

learning environments such as classroom settings (Mayer, 2019; Vlachopoulos & Makri, 2017). 

Additional studies have found that students report higher motivation and interest toward content 

learning within these environments relative to traditional settings (Qian & Clark, 2016). 

A critical element of game-based learning is interest (Plass et al., 2020). Motivational 

frameworks, such as self-determination and intrinsic motivation theories, describe interest as being 

related to perceived control over learning activities (i.e., agency) and incentives (e.g., rewards; 

Mayer, 2019; Wentzel & Miele, 2016). Ryan and Deci’s (2000) motivation framework on intrinsic 

motivation describes interest as a result of satisfying needs for autonomy and competence when 

completing learning activities, often leading to higher performance outcomes (Ryan & Deci, 
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2000). Because interest plays a crucial role in whether or not students acquire knowledge, it is 

critical to capture and examine students’ interest in relation to performance after game-based 

learning. 

The majority of studies investigating relationships between students’ interest and 

performance use traditional methodological approaches such as administering self-report measures 

before and after game-based learning (Plass et al., 2020), which misses critical information on 

students’ interest during learning with game-based learning environments. Solely relying on self-

report data administered before and after game-based learning is methodologically and analytically 

problematic (Ainley & Ainley, 2019; du Boulay & Del Soldato, 2016). We argue that predicting 

students’ interest based on multimodal data generated during game-based learning will provide 

insight into capturing student interest in real time and also provide a means for understanding 

relationships between students’ interest and knowledge acquisition during game-based learning. 

Game-based learning environments are designed to promote student interest while 

enhancing performance or knowledge on a particular subject. Intelligent game-based learning 

environments leverage state-of-the-art methods from AI to address problems including narrative-

centered tutorial planning, student affect recognition, knowledge modeling, and goal recognition 

(Lester et al., 2013). Tailoring educational experiences by creating a personalized learning 

environment can contribute to improving student learning outcomes while keeping students 

engaged (Troussas et al., 2020). By adapting to students’ behaviors and actions in real time, 

intelligent game-based learning environments can improve students’ motivation, engagement, and 

skill mastery (Jackson & McNamara, 2013; Kuo, 2007). 

Due to the relationship between these motivational and learning outcomes (Jackson & 

McNamara, 2013), predictive student models may be able to share information in predicting each 
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outcome. By creating an individual predictive model for each learning outcome, we make 

assumptions that there are independent mappings of features in the input space that are 

representative of the latent construct being measured (e.g., student science content knowledge, 

student interest). A natural extension is to relax these assumptions by employing multi-task 

learning (MTL), wherein each learning outcome is a target variable in the same predictive model. 

MTL has been shown to yield improved model accuracy across a range of domains by sharing 

feature representations across different tasks, which provides a natural form of model 

regularization (Zhang & Yang, 2017; Argyriou et al., 2007). MTL has particular promise for 

predictive student modeling, where there are typically multiple target variables that measure 

similar concepts (e.g., knowledge, engagement) and where there is often limited data available on 

student interactions with the particular adaptive learning environment. 

The goal of predictive student modeling is to automatically induce a student model using 

features extracted from trace logs of students’ gameplay interactions and behaviors to predict 

student and learning-related outcomes, eliminating the need for labor-intensive encoding of human 

domain knowledge. The approach generally aims to predict student future competencies and 

characteristics using data acquired from a student up to a specific moment. This algorithmic 

approach is referred to as early prediction. Recent years have seen significant interest in machine 

learning approaches to predictive student modeling in game-based learning environments (Akram 

et al., 2018; Emerson et al., 2019; Falakmasir et al., 2016; Karumbaiah et al., 2018; Min, 

Frankosky, Mott, et al., 2017; Min et al., 2020; Sabourin, Mott, & Lester, 2013). Deep neural 

networks, in particular, have achieved significant improvements over other machine learning 

approaches for inducing accurate predictive student models (Akram et al., 2018; Geden et al., 
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2020; Min, Frankosky, Mott, et al., 2017; Min et al., 2020; Piech et al., 2015; Wang et al., 2017), 

although these improvements have not proven to be universal (Xiong et al., 2016). 

This dissertation introduces a unified framework for predicting key student motivational 

and learning outcomes at early points during students’ interactions with game-based learning 

environments. In particular, it investigates multimodal learning analytics, multi-task learning, and 

early prediction. The framework uses multimodal data from students up to specific time points to 

predict their future performance on a content knowledge post-test as well as their interest in the 

game. The dissertation focuses on two versions of the same game-based learning environment for 

microbiology education, CRYSTAL ISLAND. Results from studies involving multimodal learning 

analytics, multi-task learning, and early prediction will be discussed individually, and then the 

unified framework will be illustrated. 

1.1 Thesis Statement and Hypotheses 

This dissertation investigates the following thesis statement:  

A predictive student model that incorporates multimodal learning analytics, multi-task 

learning, and early prediction can accurately predict student knowledge and interest in 

game-based learning environments and furthermore can be applied to multiple student 

populations and multiple game-based learning environments. 

To investigate the thesis statement, we induce the predictive student modeling framework using 

two separate corpora collected using the CRYSTAL ISLAND game-based learning environment: 

CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – REFLECTION. In CRYSTAL ISLAND – 

SENSOR-BASED, undergraduate students interacted with the game, and gameplay interaction logs, 

student eye gaze, and student facial expressions were collected. We extract these temporal 

multimodal features, process the features, and use them as input to multi-task predictive models 
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that jointly predict post-test score and interest, which are the target variables available for CRYSTAL 

ISLAND – SENSOR-BASED, at each timepoint. We will follow this same process with CRYSTAL 

ISLAND – REFLECTION, where a group of middle school students interacted with a different version 

of the game. In this version, we did not collect sensor data, but we prompted the students for textual 

reflections at various points during their interactions. We then extract the temporal features 

associated with the reflections and gameplay, process these features, and use them as input to 

multi-task models of post-test score and interest, which are the same target variables available for 

CRYSTAL ISLAND – REFLECTION. These two corpora are used to evaluate the following hypotheses: 

• Hypothesis 1: The early prediction student modeling framework that incorporates 

multimodal data from each domain will outperform models that use gameplay alone: 

o Hypothesis 1.1: Specifically, in CRYSTAL ISLAND – SENSOR-BASED, models 

that incorporate a combination of eye gaze, facial expression, and gameplay 

will outperform models that use gameplay alone. 

o Hypothesis 1.2: Similarly, in CRYSTAL ISLAND – REFLECTION, models that 

incorporate reflection text in addition to gameplay will outperform models that 

use gameplay alone. 

The models will be evaluated via early prediction performance (convergence rate 

and standardized convergence point) and through standard prediction metrics 

(accuracy, AUC, and F1 score), using 5-fold cross-validation. 

• Hypothesis 2: The early prediction student modeling framework that incorporates 

multi-task learning to jointly predict both student post-test scores and interest will 

outperform baseline single-task models that predict these outcome variables separately. 

Model performance will be evaluated on each target variable, again using early 
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prediction metrics and standard prediction metrics via 5-fold cross-validation on each 

corpus. 

• Hypothesis 3: Leveraging the predictive framework in one domain and applying the 

model architecture or weight initializations to the target domain will yield higher 

predictive accuracy in the target domain when compared to a model that does not use 

this information: 

o Hypothesis 3.1: After training the predictive student modeling framework on 

the CRYSTAL ISLAND – SENSOR-BASED corpus, leveraging the trained predictive 

framework and fine-tuning it with the CRYSTAL ISLAND – REFLECTION corpus 

will result in higher predictive accuracy for CRYSTAL ISLAND – REFLECTION 

when compared to the individually trained CRYSTAL ISLAND – REFLECTION 

framework. 

o Hypothesis 3.2: After training the predictive student modeling framework on 

the CRYSTAL ISLAND – REFLECTION corpus, leveraging the trained predictive 

framework and fine-tuning it with the CRYSTAL ISLAND – SENSOR-BASED 

corpus will result in higher predictive accuracy for CRYSTAL ISLAND – SENSOR-

BASED when compared to the individually trained CRYSTAL ISLAND – SENSOR-

BASED framework. 

The models are evaluated via early prediction performance (convergence rate and 

point) and through standard prediction metrics (accuracy, AUC, and F1 score), 

using 5-fold cross-validation. 
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1.2 Contributions 

This dissertation makes the following contributions: 

• A novel multimodal learning analytic approach that predicts student knowledge and 

interest using student gameplay behavior, facial expressions, and eye gaze, as well as 

interprets the synchrony in the multimodal data channels (Emerson, Cloude, et al., 

2020). 

• A novel multi-task machine learning approach that uses deep learning to jointly predict 

student responses to questions on a post-test, leveraging information between 

predictive tasks (Geden et al., 2020). 

• A novel set of early prediction approaches that enable the use of multimodal data 

channels to be used for predicting student learning at early points in their game-based 

learning interactions, as well as a set of natural language processing techniques to 

process and use student written reflections for early prediction (Geden et al., 2021). 

• The first application and evaluation of a unified multimodal, multi-task, early 

prediction student modeling framework for game-based learning. 

• The first investigation of the generalizability of the unified framework. The predictive 

student modeling framework that yields high performance in multiple game-based 

learning environments with multiple student populations will demonstrate promise for 

a common student modeling approach that is scalable to unseen game-based learning 

environments. 

• A principled approach for leveraging information from the fully trained predictive 

student modeling framework that was trained on one data corpus and applied to another 

data corpus is investigated. 
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1.3 Organization 

The remainder of the dissertation is organized as follows. Chapter 2 discusses background on 

predictive student modeling, multimodal learning analytics, multi-task learning, and early 

prediction. These areas will be primarily discussed in the context of game-based learning but will 

include broader areas of research as well. Chapter 3 presents an overview of the proposed 

multimodal, multi-task early prediction framework for predicting student post-test score 

performance and interest. Chapter 4 describes the CRYSTAL ISLAND game-based learning 

environment, including two distinct multimodal corpora collected from two separate student 

populations interacting with the game. Chapter 5 presents multimodal learning analytics for 

gaining insight into predicting student post-test score performance and interest. Chapter 6 presents 

results from a deep learning-based multi-task model of student post-test performance on individual 

question items. Chapter 7 presents an early prediction approach for predicting student post-test 

performance at early points in student interactions using multimodal data. Chapter 8 presents the 

unified framework that combines multimodal learning analytics, multi-task learning, and early 

prediction in game-based learning. Finally, Chapter 9 summarizes the contributions of this work, 

revisits the hypotheses designed to support the dissertation thesis statement, and discusses several 

possible directions for future research. 
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CHAPTER 2 

BACKGROUND AND RELATED WORK 

The unified multimodal learning analytics framework is situated at the intersection of several 

active research fields: (1) multimodal learning analytics, (2) multi-task learning, (3) early 

prediction, and (4) intelligent game-based learning environments, which serve as the testbeds for 

the dissertation research. By combining techniques from multimodal learning analytics, multi-task 

learning, and early prediction, game-based learning environments gain the opportunity to provide 

adaptive support to students in real time. This chapter describes background and related work on 

these subjects. Chapter 2.1 introduces predictive student modeling in game-based learning and 

other related intelligent tutoring systems. Chapter 2.2 describes work on multimodal learning 

analytics in game-based learning, including both formal and informal learning contexts. Chapter 

2.3 discusses multi-task deep learning techniques that are gaining significant attention in learning 

analytics. Finally, Chapter 2.4 describes work on early prediction, which enables learning 

environments to make adaptations to assist struggling students. 

2.1 Predictive Student Modeling 

Devising predictive models of student knowledge and behavior in game-based learning 

environments has shown significant promise (Min et al., 2016; Min, Mott, Rowe, et al., 2017; 

Wang et al., 2017; Emerson et al., 2019; Wu et al., 2019). Predictive student modeling focuses on 

making early predictions about students’ future performance, knowledge, or skills using currently 

available data. A primary characteristic of predictive student modeling is that it infers future 

performance rather than current knowledge and skills. For example, knowledge tracing typically 

focuses on modeling whether a student has mastered a particular knowledge component or skill 

during their interactions with an adaptive learning environment. Knowledge tracing is often 
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performed using hidden Markov models or recurrent neural networks (Baker et al., 2008; Piech et 

al., 2015). 

A widely used approach for modeling student knowledge in adaptive learning technologies 

is Bayesian knowledge tracing (BKT) (Mao et al., 2018). BKT models student knowledge as a 

binary latent variable in a hidden Markov model. The model is updated based upon student 

interactions with an adaptive learning environment, which provide evidence of student knowledge 

and skills over time. Although BKT is an effective approach to student modeling in adaptive 

learning environments, it is not always well suited for student modeling in educational games, 

particularly in cases in which a game-based learning environment lacks repeated content exercises 

that provide recurring evidence of student skills. 

An alternative to Bayesian knowledge tracing is stealth assessment, which utilizes methods 

from evidence-centered design (ECD) to devise Bayesian networks that link student game-based 

learning actions extracted through trace data with content knowledge based upon network 

structures that are manually authored by domain experts (Shute et al., 2016; Kim et al., 2016). 

Stealth assessment is an effective approach for predictive student modeling in educational games, 

but the models are labor-intensive to construct. A related framework is deep stealth assessment, 

which utilizes long short-term memory (LSTM) networks to predict student test performance 

following interaction with an educational game and has shown promising results at modeling 

student knowledge without requiring domain experts (Min et al., 2020). In Min et al. (2020), 

LSTMs were used to predict student post-test performance following interactions with a game-

based learning environment for middle grade computational thinking. This approach minimizes 

the need to manually create a mapping between in-game actions and student knowledge; instead, 

the mapping is constructed automatically using deep learning techniques. In our work, we utilize 
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a similar formulation of student modeling and develop predictive models that converge toward an 

accurate early prediction of student post-test performance and student interest, assessing model fit 

through a diverse set of accuracy and convergence metrics. Additionally, we investigate the use of 

students’ sensor-based interactions and in-game reflection responses as complementary data 

channels with which to model post-test performance and interest. While previous work has 

investigated using data from student dialogue with virtual agents in adaptive learning 

environments to inform models of student learning (Graesser, 2016), utilizing student responses 

to in-game reflection prompts to enhance predictive student models is a novel contribution of this 

work. Further, investigating the relationships between multimodal sensor-based data and student 

performance and interest can help our understanding of student learning in game-based learning 

environments. 

A related family of computational techniques for modeling student knowledge is item 

response theory (IRT). IRT aims to model the probability that a student will correctly answer a 

given exercise by incorporating the characteristics of both the test-taker and the questions 

(Embretson & Reise, 2013). IRT does not assume all questions are the same difficulty, and it can 

model an individual’s probability of success as a function of both their capability and the difficulty 

of the question. Extensions of this work include time-varying models (Lan et al., 2014) and the 

integration of ideas from IRT into traditional BKT models (Khajah et al., 2014). More recent work 

has investigated recurrent neural networks to capture more complex representations of student 

knowledge and to estimate the probability that a student will answer the next question correctly 

(Piech et al., 2015). Other recent applications include the use of LSTM-based architectures with 

an attention mechanism to predict student performance for the personalization and sequencing of 

exercises (Su et al., 2018). Our prior work utilizes similar sequential architectures, but we 
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incorporate methods from multi-task learning to significantly improve model performance (Geden 

et al., 2020). 

2.2 Multimodal Learning Analytics 

Multimodal learning analytics has received significant attention for its potential to create a 

comprehensive view of learners’ actions and their internal states (Bosch et al., 2015; Ochoa et al., 

2017). By taking advantage of trace data extracted from different modalities, multimodal learning 

analytics can assess learner’s affective and cognitive behaviors (Oviatt, 2018; Worsley et al., 

2015). Prior work in learning analytics has explored the use of several modalities for modeling 

learning outcomes and components of learner engagement. For example, eye gaze has been used 

to determine a learner’s level of attention in a discussion by tracking the gaze direction in 

classroom (Raca & Dillenbourg, 2013); gesture has been used to provide alternative ways of 

emphasizing during presentation (Echeverría et al., 2014); posture has been used to model learner 

attention in a classroom setting (Raca et al., 2014); facial expression has been widely used to devise 

computational models for recognizing learner’s affective states (Bosch et al., 2016); and speech 

has been used to evaluate question-answering interactions between instructor and learners in a 

lecture setting (D’Mello et al., 2015). A broad range of multimodal learning analytics approaches 

have been investigated to measure or understand learning processes, including detecting and 

identifying learners’ collaborative behaviors in learning contexts (Eloy et al., 2019; Huang et al., 

2019; Reilly et al., 2018), assisting teachers with classroom orchestration (An et al., 2020; Aslan 

et al., 2019; Prieto et al., 2016), and understanding visitor engagement in science museums 

(Emerson, Henderson, Rowe, et al., 2020a; Emerson, Henderson, Rowe, et al., 2020b). Much of 

this prior work has investigated modalities in a setting where sensors are used to monitor all aspects 
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of student learning. These sensors are sometimes wearable by the student, and they often require 

calibration to accurately monitor student characteristics while engaging with learning content. 

A number of studies have examined knowledge acquisition with game-based learning 

environments using a range of data channels such as gameplay behavior traces (e.g., Alonso-

Fernández et al., 2019; Alonso-Fernández et al., 2020; Taub et al., 2017), facial expressions of 

emotions (e.g., Lane & D’Mello, 2019; Taub, Sawyer, Smith, et al., 2020), performance measures 

(e.g., pre-/post-test scores; Dever & Azevedo, 2019), self-report measures (e.g., Cloude et al., 

2019), and eye gaze (e.g., Dever et al., 2019; Gomes et al., 2013; Lee et al., 2019; Tsai et al., 2016). 

A noteworthy study used gameplay behavior traces to model students’ self-reported interest during 

game-based learning (Sawyer et al., 2018). Students’ gameplay behavior traces were 

operationalized as time spent interacting with various elements within the game such as the virtual 

books that introduce subject matter and the non-player characters where variables were calculated 

to account for relative time spent learning in the game. Their model highlighted how various 

gameplay behavior features may be more predictive of student interest in game-based learning 

depending on the learning context (e.g., game-based learning in a classroom vs. a laboratory), 

indicating more studies are needed to derive more general conclusions. 

Similarly, other studies have used facial expressions of emotions to examine its relation to 

students’ knowledge acquisition since studies have found that emotions play a critical role in 

learning complex information (D’Mello & Graesser, 2010; D’Mello et al., 2017; Lane & D’Mello, 

2019; Loderer et al., 2018). A noteworthy study contextualized students’ facial expressions of 

emotions by operationalizing these data in relation to their expression during gameplay (Taub, 

Sawyer, Lester, et al., 2020). Specifically, emotions were defined based on whether they were 

expressed during gameplay actions that were relevant to the overall objective of the learning 
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environment (i.e., how relevant were gameplay behavior traces to solving the mysterious illness 

during game-based learning). Results demonstrated that the context in which specific emotions 

were expressed (i.e., emotions expressed during relevant vs. irrelevant gameplay actions) were 

related to knowledge acquisition after game-based learning. Their findings highlight the critical 

importance of modeling facial expressions of emotions to examine their relationship to knowledge 

acquisition (Taub, Sawyer, Lester, et al., 2020). A study examining facial expressions of emotions 

also found that these data were related to students’ interest during learning (Hidi & Renninger, 

2019). Yet, few studies have used multimodal data such as facial expressions of emotions (Hidi & 

Renninger, 2019) in conjunction with gameplay behavior traces (Sawyer et al., 2018) to explain 

students’ self-reported interest. 

Other data channels used to model knowledge include eye-gaze data (D’Mello et al., 2017; 

D’Mello et al., 2012). Studies reveal that patterns of eye movements in combination with gameplay 

behavior traces were indicative of how students learned during game-based learning environments 

(Taub et al., 2017). Results showed that students who read virtual books in-depth (i.e., rereading a 

book or spending longer times reading a book) during game-based learning demonstrated higher 

knowledge acquisition relative to students who did not read virtual books in-depth after game-

based learning. Further, eye-gaze data have also been tied to motivation and emotions (Lallé et al., 

2018), what students’ are attending to during game-based learning (Hutt et al., 2019), and 

performance measures (Rajendran et al., 2018). Additional studies have found that low and high 

performing students demonstrate differences in their patterns of eye movements during game-

based learning (Gomes et al., 2013). This study showed that the lengths of fixations on relevant 

learning material at key moments were indicative of problem-solving strategies or lack thereof. As 

such, representing granular traces of students’ gameplay behaviors have shown to contribute to a 
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deeper understanding of gameplay or learning processes, during game-based learning that 

contribute to knowledge acquisition. 

In sum, multimodal data can paint a rich picture of students’ learning with game-based 

learning environments by modeling relationships between multimodal data and knowledge 

acquisition (Taub et al., 2017) and affective states (Henderson, Emerson, et al., 2019). Henderson, 

Emerson, et al. (2019) used student posture and galvanic skin response to model affective states 

during learning, showing improved performance with both modalities in comparison to unimodal 

models. However, significant gaps remain in literature using multimodal data as few studies have 

explored the degree to which three commonly used data channels (i.e., gameplay behavior traces, 

facial expressions of emotions and eye gaze), separately or jointly, can accurately predict student 

knowledge and interest. For instance, what is the ideal combination of data channels to predict 

knowledge acquisition with a game-based learning environment and is this combination the same 

when predicting interest? Little work has examined the joint effect of individual multimodal 

streams for predicting both post-test performance and no work has explicitly utilized multimodal 

data to model students’ interest. Understanding the role of multimodal data and its relation to 

knowledge acquisition and interest have implications for designing adaptive and personalized 

game-based learning environments that have the capability to detect students’ developing 

competency and interest using their multimodal data captured during learning activities and 

effectively intervene and scaffold students’ when they demonstrate maladaptive behaviors 

detrimental to performance and interest. 

2.3 Multi-Task Learning 

Recent years have seen a growing interest in multi-task learning in applications such as computer 

vision (Fang et al., 2017; Kendall et al., 2018), climate modeling (Goncalves et al., 2016), 
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healthcare (Jin et al., 2017), and dialogue analysis (Tong et al., 2018). Multi-task learning has been 

shown to improve model fitting by sharing information across multiple outcome variables, 

providing shared components of the model with additional training data and enhanced 

regularization (Zhang & Yang, 2017). Multi-task learning dramatically reduces the number of 

parameters that need to be estimated, as well as the compute time required compared to running 

each outcome variable separately. This is operationalized by sharing weights across multiple tasks 

based upon the assumption that the tasks have an inherent relationship (Shui et al., 2019). A 

challenge of multi-task learning is the sensitivity to the choice of loss weights for each of the tasks. 

Hyperparameter tuning of the loss weights is effective with a small number of tasks but does not 

scale well as the number of tasks increases. An alternative approach is to estimate the loss weights 

as part of the model building process (Kendall et al., 2018). Data collection for adaptive learning 

environments is often labor intensive compared to other machine learning applications. Therefore, 

frameworks that make efficient use of training data and incorporate regularization effectively can 

be beneficial in building predictive models from datasets with a limited sample size (Sawyer et al., 

2018). Multi-task learning allows for the separate modeling of individual questions, which IRT 

has demonstrated can have largely different characteristics even if the questions are manifesting 

from the same underlying latent variable. A previous study found favorable results using MTL to 

predict student test scores using a standard feedforward neural network (Bakker & Heskes, 2003), 

but it did not involve sequences of student actions as are often encountered in adaptive learning 

environments. Additionally, only one weighting of each tasks’ loss function was explored, even 

though different loss weightings can have a large effect on model accuracy (Kendall et al., 2018). 
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2.4 Early Prediction 

Early prediction enables adaptive learning environments to proactively deliver support to students 

(Acharya & Sinha, 2014; Mao et al., 2019; Sabourin, Mott, & Lester, 2013; Winchell et al., 2018; 

Emerson et al., 2019). There is a growing literature on methods for accurately predicting student 

performance at key early points in a student’s interaction with an adaptive learning environment. 

Common predictor features include static attributes such as demographic data, survey data, and 

pre-test scores. Olivé et al. (2019) use static features extracted from student data collected up to 

two days before an assignment deadline to predict on-time submissions. Other feature 

representations include sequential data on students’ academic behavior or interactions with an 

adaptive learning environment. For example, Jiménez et al. (2019) use sequences of student data 

(e.g., course enrollment history, grades) in a three-year computer science program with the goal of 

finding the earliest moment in a student’s academic career in which a reliable prediction of dropout 

is possible. Many early prediction tasks in adaptive learning environments are formalized as 

classification problems. A classic example is predicting whether a student will be a high or low 

performer in a course (Costa et al., 2017; Gitinabard et al., 2019; Polyzou & Karypis, 2019). 

Student performance is often discretized by performing a median split on student outcome data or 

by distinguishing between pass versus fail outcomes. Gitinabard et al. (2019) predicted student 

performance in a blended class that mixed in-person instruction with online learning platforms, 

splitting students into two groups: A- and above, and B+ and below. They segmented the data by 

defining a time threshold for consecutive actions in the online platforms. Then, they extracted 

features from the segmented data at different points in the semester, identified the most predictive 

features, and compared the predictive performance of using features encompassing the entire 

semester to features extracted using only data from earlier points in the semester. Polyzou and 
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Karypis (2019) predicted student course grades in future semesters, with a focus on poor-

performing students. When making early predictions about student outcomes, it is common to use 

a small set of discrete data segments defined by course milestones (e.g., semester start, semester 

end, assignment due dates, examination dates). For example, Baneres et al. (2019) split a course 

timeline into deciles to generate predictions about student success at each time point. Kostopoulos 

et al. (2019) split the academic year into four consecutive time periods, separating demographic 

and survey data from time-variant data as two “views” in order to predict if a student will pass or 

fail a class. These methods require access to the entire set of data prior to segmentation and would 

be challenging to apply to game-based learning environments where there can be an absence of 

clear event boundaries. A range of computational techniques have been utilized for early 

prediction, with recent years focusing increasingly on deep neural networks (Lykourentzou et al., 

2009; Min et al., 2020). Botelho et al. (2019) built multi-task deep learning models to predict 

student attrition and wheel spinning at each learning opportunity in an adaptive learning 

environment. 

A key challenge in modeling student knowledge and interest is developing the ability to 

make robust early predictions, i.e., making consistently accurate predictions as early as possible. 

Early prediction has been examined in the context of game-based learning environments centering 

on predicting middle-grade students’ engagement (Wiggins et al., 2018) and in the context of 

recognizing dynamically changing learning goals (Min, Mott, Rowe, et al., 2017). In addition to 

formal education settings, prior work has investigated early prediction in the context of informal 

learning environments. Previous work in museums has investigated a pair of visitors’ social 

behavior types to provide socially aware, adaptive support that addresses visitors’ diverse needs 

(Dim & Kuflik, 2014; Kuflik & Dim, 2013). There is a growing body of research that investigates 
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multimodal data for early prediction in these contexts as well, including a study that evaluates 

different combinations of multimodal data in predicting museum visitor engagement (Emerson, 

Henderson, Rowe, et al., 2020a). When combined, multimodal data streams have demonstrated 

significant promise for early prediction, such as predicting kindergarteners’ reading skills in two 

years using electrophysiological and functional MRI data (Bach et al., 2013), enhancing the 

predictive performance of goal recognition with gaze data (Min, Mott, Rowe, et al., 2017), and 

improving early prediction of academic failure with sentiment analysis of text‐based self‐evaluated 

comments (Yu et al., 2018). More work is needed to investigate predictive models that leverage 

different sets of multimodal data at early points to better model relationships between student prior 

knowledge, gameplay interactions, performance, and interest. We build upon the literature on 

predictive student modeling by leveraging machine learning to generate early predictions of 

student post-test performance and interest following interactions with a game-based learning 

environment. We show how the predictive model performs during early phases of students’ action 

sequences, and we use an absolute measure of time (i.e., minutes elapsed) rather than a relative 

measure (e.g., percentage-based) to segment student data. Furthermore, we utilize features 

extracted from students’ sensor-based interactions and in-game reflection responses, yielding an 

enriched view of student learning processes in order to enhance the predictive accuracy of student 

models in game-based learning environments. 
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CHAPTER 3 

ENABLING ADAPTIVE LEARNING ENVIRONMENTS  

WITH PREDICTIVE STUDENT MODELING 

Because there are significant differences in predictive student modeling tasks depending on the 

game-based learning environment, student data collected, and target variables to predict, we 

introduce a general version of this framework and tasks. 

Figure 3.1 illustrates a game-based learning environment equipped with a learning 

analytics engine for providing adaptive content and feedback for a student in real time. When the 

student interacts with the game, the system uses data extracted from the student’s interaction with 

the game (e.g., gameplay logs, sensor data) as well as prior data known about the student (e.g., 

survey data) to build a model of the student’s characteristics. This model is then used to adapt the 

game to the student’s individual needs, provide appropriate feedback, and provide additional 

resources if the student needs additional help (e.g., by prompting the teacher). These interactions 

ultimately produce a data corpus that can then be used by the game designers to enhance the game 

experience, by educational content specialists to fill gaps in the content, and by researchers to build 

better models of student learning. To implement this learning analytics engine, we utilize a 

predictive student modeling framework that makes incremental predictions of student 

characteristics (e.g., knowledge, engagement) during the student’s interactions with the game-

based learning environment. 
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Figure 3.1. Overview of a learning analytics engine that is used to adapt to a specific student’s 

needs and personalize their learning with a game-based learning environment. 

Figure 3.2 depicts a conceptualization of a game-based learning environment that 

implements a predictive student modeling framework enriched with multimodal student data. 

There are several components to this predictive student modeling framework that are implemented: 

multimodal learning analytics, multi-task machine learning, and early prediction. The overall 

framework is realized with supervised machine learning, wherein an existing dataset of student 

interactions with existing target variable labels are used to induce predictive models. Specifically, 

a student population interacts with the game-based learning environment, and a rich set of 

multimodal data channels (e.g., facial expressions, eye gaze, textual reflections) are extracted from 

their interactions in real time. Before interacting with the game, students respond to a series of 

surveys and questionnaires to report general demographics and prior knowledge about the content 

of the game. After interacting with the game, the students respond to a series of surveys and 

questionnaires to produce “ground truth” labels of their content knowledge (related to the content 
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of the game) and levels of engagement with the game. The goal of the framework is then to 

automatically infer these labels at early points during the students’ interactions with the game, 

enabling the system to adapt the content appropriately. 

 

Figure 3.2. Overview of the predictive student modeling framework for a game-based learning 

environment. 

The first core component of the predictive student modeling framework in Figure 3.2 is 

multimodal learning analytics. To be able to better understand student interactions with an 

interactive environment, multimodal data can help provide a more comprehensive understanding 

of student behaviors, engagement with the system, and knowledge of the game’s learning content 

(Aslan et al., 2019; Smith et al., 2018). The multimodal data elicited from student interactions is 

often collected from physical sensors (e.g., webcams, eye trackers) or software (e.g., game 

interaction logging software, in-game text prompts). As a result, the data is often collected at 

different rates and in different file formats. There are several steps involving the preprocessing of 

this data, the synchronization, and the combination of features extracted from each modality for 

the data to be used in machine learning-based models of student learning (Baltrušaitis et al., 2018). 

Moreover, there are several possible techniques for combining the multimodal data channels, 

including early and late fusion (Henderson, Rowe, Mott, et al., 2019). Due to the varying predictive 

value of different modalities for different target variables (Sharma et al., 2019; Emerson, Cloude, 

et al., 2020), this dissertation investigates techniques to capture the value from each modality in 
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each predictive task. Specific details of the multimodal learning analytics approach based on prior 

work (Emerson, Cloude, et al., 2020) will be discussed in Chapter 5. 

The second core component of the proposed predictive student modeling framework is 

multi-task machine learning. In Figure 3.2, there are N total target variables for each student’s 

interaction, which represent student knowledge, engagement, and other key learning-related 

outcomes. This number can vary depending on the game-based learning environment, the learning 

content, and the goal of the game’s designers. For example, if the game is only designed to be 

engaging with no emphasis on the learning content, then these variables will likely only include 

engagement-related variables. However, it is often the case that the set of variables will have strong 

relationships (e.g., similar correlations to the multimodal data being used to predict them, 

correlations between the target variables). For example, a student who significantly improves their 

content knowledge during the course of their game-based learning experience is likely to have 

been highly engaged with the game (Rowe et al., 2011). To capture these relationships, we 

implement multi-task learning, a form of machine learning that uses a single predictive model to 

jointly predict several target variables. Recent work in multi-task learning for student modeling 

has shown significant promise. Henderson et al. (2020) introduced a hybrid stealth assessment 

framework that simultaneously predicted student competencies. This approach, along with several 

other prior multi-task student modeling approaches (Geden et al., 2020; Qu et al., 2019; Chaudhry 

et al., 2018) have shown improvements in modeling student characteristics compared to single-

task models. These approaches are often implemented through the use of deep neural networks 

and other flexible machine learning techniques, and this dissertation also investigates a set of these 

approaches. The details of the multi-task implementations (Geden et al., 2020) that influence the 

unified framework will be discussed in Chapter 6. 
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The final component of this predictive student modeling framework is early prediction. To 

enable adaptive support for students in real time, the system must be able to infer outcomes based 

on the student’s current data. To make these predictions, a natural approach is to segment student 

multimodal data into time intervals. The predictive models will then make predictions of the set 

of target variables at each possible time point, using the multimodal features available up to that 

time point. Due to temporal correlations between each time point, early prediction approaches have 

integrated sequential-based neural networks that leverage relationships between the data at 

consecutive intervals (Min et al., 2020; Geden et al., 2020). These approaches are often evaluated 

in two ways: (1) an aggregation of how well the model predicts on all possible predictions; and (2) 

how early the predictive model begins to make accurate predictions. Evaluation type (1) is often 

achieved through standard metrics of predictive accuracy (AUC, F1 score, and accuracy), while 

evaluation type (2) is often achieved through convergence metrics (Min et al., 2020; Blaylock & 

Allen, 2003; Min et al., 2016). This dissertation evaluates the induced early prediction models in 

similar ways, and the work that informs this unified framework is discussed in detail in Chapter 7. 

Each of the core components described above has been evaluated on one student population 

and game-based learning environment. This dissertation investigates the combination of these 

components into a unified framework, as well as the framework’s predictive capacity across 

multiple student populations and game-based learning environments. 
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Figure 3.3. Predictive student modeling framework shown for two student populations and 

game-based learning environments. 

Figure 3.3 illustrates how the predictive student modeling framework could be constructed 

for multiple separate student populations who interact with different game-based learning 

environments. In the top half of Figure 3.3, student population A interacts with game-based 

learning environment A. We then extract mA temporal multimodal features across each student’s 

interaction (from time t=1 to t=j, encompassing each student’s entire interaction) and provide these 

features as input to a multi-task predictive model that jointly predicts N tasks (i.e., target variables 

A1 to AN such as post-test score, engagement, and affect) at each timepoint. The total timepoints, 

j, for each student can vary depending on how long the individual student interacted with the game. 

Similarly, the same framework is constructed in the bottom part of Figure 3.3 but with student 

population B interacting with game-based learning environment B. We now extract mB features 

from the students’ interactions across k timesteps, and these features are then used as inputs to a 

multi-task predictive model that jointly predicts M tasks for the learning environment B at each 

timepoint.  
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A key insight driving the design of this framework is that there may be similarities between 

domains A and B. Often in predictive student modeling, different student populations share certain 

characteristics, the multimodal data channels may be similar (i.e., similarities between mA and mB), 

game-based learning environments share similar learning content or game mechanics, and the 

predictive tasks may share significant overlap (i.e., the target variables may be the same). This 

potential overlap introduces the opportunity to explore how to leverage the predictive student 

modeling framework across these different student populations and game-based learning 

environments by effectively modeling characteristics commonly observed in different 

environments and regularizing the model with the related predictive tasks. Approaches for 

leveraging information across domains include the use of transfer learning (specifically, domain 

adaptation; Pan & Yang, 2009) as well as more general approaches that borrow data processing 

techniques from one domain to another. This dissertation research investigates how information 

(yellow arrow in Figure 3.3) can be optimally shared between the framework applied to two 

domains, A and B. 

To illustrate, Figure 3.4 shows a two-environment example of how we instantiate the 

framework introduced in Figure 3.3. We induce the predictive student modeling framework using 

two separate corpora collected using the CRYSTAL ISLAND game-based learning environment: 

CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – REFLECTION (described in more detail 

in Chapter 4). In CRYSTAL ISLAND – SENSOR-BASED, undergraduate students interacted with the 

game, and gameplay interaction logs, student eye gaze, and student facial expressions were 

collected. We extract these temporal multimodal features, process the features, and use them as 

input to multi-task predictive models that jointly predict post-test score and interest, which are the 

target variables available for CRYSTAL ISLAND – SENSOR-BASED, at each timepoint. 
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Figure 3.4. An illustrative example of how the proposed framework is realized with two student 

populations who interact with different versions of the CRYSTAL ISLAND game-based learning 

environment. 

We follow this same process with CRYSTAL ISLAND – REFLECTION, where a group of 

middle school students interacted with a different version of the game. In this version of the game, 

we did not collect sensor data, but we prompted the students for textual reflections at various points 

during their interactions. We then extract the temporal features associated with the reflections and 

gameplay, process these features, and use them as input to multi-task models of post-test score and 

interest, which are the same target variables available for CRYSTAL ISLAND – REFLECTION. We 

leverage information across CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – 

REFLECTION as follows. We will first train the predictive student modeling framework on domains 

A and B separately and record the performance of these models such as predictive accuracy and 

convergence metric-based early prediction scores (Geden et al., 2021) individually. Since each 

domain has the same predictive tasks (interest and post-test score), we will then fine-tune a pre-
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trained model that is first trained on one domain and then evaluate the performance on the other 

domain (e.g., train on CRYSTAL ISLAND – SENSOR-BASED, fine-tune on CRYSTAL ISLAND – 

REFLECTION, and evaluate the performance on CRYSTAL ISLAND – REFLECTION). This will require 

a similar feature representation to be shared between both domains. We will realize this through 

the use of feature selection and fusion techniques to achieve comparable representations of the 

respective features from each domain (e.g., ensuring each domain has m features, ensuring each 

modality has its own fixed set of model weights or separate model architecture, etc.). A more 

comprehensive diagram illustrating the similarities and differences between the two domains is 

shown in Figure 3.5. 

 

Figure 3.5. The similarities and differences between the CRYSTAL ISLAND - SENSOR-BASED and 

CRYSTAL ISLAND - REFLECTION domains for the predictive student modeling framework. 

Due to the frequent challenge of limited available data in student modeling domains, it is 

anticipated that leveraging information from one domain in another will enhance predictive 

performance for the target domain. The investigations of the individual components of this 

framework yielded results that demonstrated the efficacy of multimodal models compared to 

unimodal models in Chapter 5, deep, multi-task learning approaches compared to single-task 

approaches in Chapter 6, and early prediction approaches in Chapter 7. The combined framework 

that integrates each of these approaches is further evaluated on each domain, followed by the 
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transfer from each domain to the other. The results suggest that the transferred models enhance 

predictive performance when compared to the framework when only trained and evaluated on the 

individual domains. 

In combining the approaches described from the studies in Chapters 5-7, we encountered 

several challenges and outcomes that are addressed in the unified framework described in Chapter 

8. First, each domain (i.e., CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – 

REFLECTION) consists of different sets of available multimodal data channels. In CRYSTAL ISLAND 

– SENSOR-BASED, sensor-based modalities are available in conjunction with student gameplay. In 

CRYSTAL ISLAND – REFLECTION, reflection text is available in conjunction with student gameplay. 

Results have shown the promise of each of these additional modalities, respectively, and we further 

show that the modeling framework in each domain will have higher predictive accuracy using the 

additional modalities when compared to models that solely use student gameplay. Similarly, 

results have shown the improvement in predictive performance of deep, multi-task models 

compared to single-task predictive models. As such, we show that models that jointly predict both 

student interest and post-test score outperform individual single-task models for each of these 

variables, for both domains. Each result is evaluated under the early prediction student modeling 

framework. 

To evaluate the predictive models, we measure each model’s predictive accuracy in terms 

of standard metrics across each prediction for each individual timepoint (e.g., accuracy, AUC, and 

F1 score). Additionally, we evaluate the models’ ability to accurately predict and converge to 

correct predictions at early points in student gameplay through the use of convergence metrics 

such as the standardized convergence point and convergence rate of each model (Min et al., 2020; 
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Blaylock & Allen, 2003; Min et al., 2016). The framework is tested with “static” models that make 

predictions on cumulative count-based features at specified time intervals. 
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CHAPTER 4 

CRYSTAL ISLAND PREDICTIVE STUDENT MODELING CORPORA 

We describe two game-based learning environments utilized in this work. Chapter 4.1 presents 

CRYSTAL ISLAND – SENSOR-BASED, which was used by an undergraduate student population, and 

Chapter 4.2 describes CRYSTAL ISLAND – REFLECTION, which was used by middle-grade students. 

Both learning environments are discussed with respect to the game content, goals, and data 

collections. 

As described in Chapter 3, predictive student models induced using multimodal data must 

first appropriately process the multimodal data into features that can be utilized by machine 

learning techniques. To perform this processing and encoding of the multimodal data, we describe 

below how the data corpora are collected, the available modalities for each corpus, and the types 

of representations used for predictive student models. The specific data representations and feature 

preprocessing used by work in this dissertation vary and are described in detail in Chapters 5-8. 

4.1 CRYSTAL ISLAND – SENSOR-BASED 

CRYSTAL ISLAND is an open-world game-based learning environment for microbiology education 

(see Figure 4.1; Rowe et al., 2011). Students take on the role of a medical researcher who has 

arrived on a remote island research station. When students arrive at the island, they discover a 

mysterious disease outbreak plaguing the members of the research staff. Students can freely 

explore the open-world 3D environment by moving between different locations, speaking with 

non-player characters, and interacting with in-game objects (e.g., books, a scanner, and food 

items). All gameplay actions are recorded in gameplay behavior traces that are used for subsequent 

data analysis. To solve the mystery, students must gather evidence and test hypotheses related to 

microbiology concepts surrounding the disease. 
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Figure 4.1. CRYSTAL ISLAND - SENSOR-BASED game-based learning environment. 

College students were recruited from three large North American universities in 2016 and 

interacted with CRYSTAL ISLAND in a controlled, laboratory setting. Participants were compensated 

$10/hour for completing the study, as described in Taub, Sawyer, Smith, et al. (2020). IRB 

approved the study prior to recruiting where the study posed minimal to no risks for participating. 

For this study, participants were randomly assigned to one of three conditions where each was 

designed with varying levels of agency. For this dissertation, we only used participants in the full 

agency condition because this is the only condition where students were afforded complete control 

over their actions during game-based learning, such that they could select and interact with all 

elements at any point without restrictions. We do not describe the other experimental conditions 

because these participants were not included in the analyses. Additionally, we did not want the 

design of experimental manipulations to influence multimodal data generated during game-based 

learning. In this condition, there were sixty-five (n=65) college student participants. Four students 

were eliminated from our data set because critical survey or sensor data were missing. This resulted 

in a sample of 61 students (M=20.1 years old, SD=1.56) of which 42 (n=42; 69%) were female. 
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Each student played the game until correctly solving the mystery or running out of time (maximum 

of 3 hours). Gameplay durations ranged from 26.5 to 159.9 minutes (M=68.2, SD=22.7). 

Prior to learning with CRYSTAL ISLAND, participants completed a series of questionnaires 

as well as a 21-item, 4-option multiple-choice pre-test assessment to measure prior knowledge 

about microbiology (M=11.84, SD=2.74). Out of the 21 items, there were 12 factual questions 

(e.g., What is the smallest type of living organism?) and nine application questions (e.g., What is 

the difference between bacterial and viral reproduction?). After interacting with CRYSTAL ISLAND, 

the Intrinsic Motivation Inventory (IMI; Ryan, 1982) was administered, a validated survey 

consisting of a 7-point Likert scale (1=Not true at all, 4=Somewhat true, 7=Very true) with 29 

items and five subscales related to intrinsic motivation (McAuley et al., 1989). For the purposes 

of this dissertation, the Interest-Enjoyment subscale (⍺=0.96; M=4.67, SD=1.37) was the primary 

subscale utilized, which consisted of seven items: (1) I enjoyed doing this activity very much; (2) 

This activity was fun to do; (3) I thought that this was a boring activity; (4) This activity did not 

hold my attention at all; (5) I would describe this activity as very enjoyable; (6) I thought this 

activity was quite enjoyable; and, (7) While doing this activity, I was thinking about how much I 

enjoyed it. We do not provide information on the other IMI subscales because those data were not 

used in the analyses. Afterward, participants completed a 21-item, 4-option multiple-choice post-

test assessment similar to the pre-test assessment to capture acquired knowledge about 

microbiology (M=14.13, SD=2.85). The pre-test and post-test assessment sequence of items were 

randomized from pre-test to post-test administration to reduce practice effects. Both the pre-test 

and post-test are validated instruments that were adopted from Nietfeld et al. (2014). See Taub, 

Sawyer, Smith, et al. (2020) for specific details of the questionnaires not used in these analyses. 
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Participants entered the laboratory setting and were greeted by a researcher who instructed 

them to sit in front of a computer for a study that was conducted over a single session. Upon 

obtaining informed consent, the researchers randomly assigned participants to one of the three 

agency conditions. Afterward, participants completed the pre-test assessment prior to game-based 

learning with CRYSTAL ISLAND. The researchers then calibrated an eye tracker and facial 

expressions of emotions software for the participants (refer to Figure 4.2 of experimental set up). 

Once calibration was completed, participants were instructed to begin interacting with CRYSTAL 

ISLAND, which started with a tutorial that introduced participants to CRYSTAL ISLAND and the 

overall objective of the learning session, which was to solve the mystery illness plaguing the 

inhabitants on the island. Participants then interacted with CRYSTAL ISLAND for up to 180 minutes 

or until they completed the game by solving the science mystery. After gameplay, participants 

completed the Interest-Enjoyment subscale on the IMI questionnaire and the post-test capturing 

acquired knowledge of microbiology. Participants were then thanked, debriefed, and compensated 

for their time in the study. 
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Figure 4.2. Fully instrumented participant and CRYSTAL ISLAND environment. 

4.2 CRYSTAL ISLAND – REFLECTION 

The second game-based learning environment used in this dissertation is a different version of the 

CRYSTAL ISLAND environment. Students interacted with a version of CRYSTAL ISLAND that 

periodically prompted them to reflect on what they had learned and their upcoming plans in the 

game (i.e., “In your own words, please describe the most important things that you’ve learned so 

far, and what is your plan moving forward?”). The embedded reflection prompts were designed to 

elicit reflective thinking, thus encouraging students to monitor and adapt their self-regulated 

learning processes based on their previous game-based learning behavior and problem-solving 

plans (Van den Boom et al., 2007). After the reflection prompt, students were instructed to self-

report their problem-solving progress on a 10-point Likert scale. The prompts were delivered 

following key milestones in the game’s science problem scenario. 
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Figure 4.3. In-game reflection prompt. 

Students were prompted to reflect on their actions thus far and to comment on their plans 

moving forward (Table 4.1). The reflection prompt took the form of a message, delivered via the 

student’s in-game smartphone, requesting an update about the student’s investigation (see Figure 

4.3). When students finished the game, they were asked to reflect on whether their approach to 

solving the mystery was successful, and whether they would do anything differently when solving 

a similar problem in the future. In total, students spent an average of about 6 minutes interacting 

with reflection prompts, corresponding to approximately 8% of their total time in CRYSTAL 

ISLAND. 

Student responses to the reflection prompts varied significantly in length, specificity, 

quality, and content (Table 4.2). Some responses exhibited limited reflection by the student, 

providing only proximal information about the student’s latest and current actions. (See second 

row of Table 4.2.) Other students provided detailed responses which incorporated updates about 

their beliefs and hypotheses. (See fourth row of Table 4.2). 



  39 

 

Table 4.1. In-game reflection prompts. 

Trigger In-game Investigation Update Request Presence 

of 

Progress 

Self-report 

After talking to the 

camp nurse for the 

first time 

“Agent, it looks like you’ve spoken with the camp nurse. 

Before you continue, we’d like a report on your progress” 

Yes 

After reading six 

virtual books 

“Agent, it looks like you’ve found several materials that 

may be useful. Before you continue, we’d like a report on 

your progress.” 

Yes 

After obtaining a 

positive test result 

in the virtual 

laboratory 

“Agent, it looks like you found an object that tested positive 

for pathogenic contaminants. Before you continue, we’d like 

a report on your progress.” 

Yes 

After submitting a 

proposed diagnosis 

and getting it 

wrong.  

“Agent, it looks like you are making progress on diagnosing 

the illness, but you’re not quite there yet.” 

Yes 

After solving the 

mystery 

“Well done, Agent! You’ve saved everyone on the island. 

Now that you are finished, we would like to ask a couple of 

final questions. “ 

- “Please explain how you approached solving the 

mystery”. 

- “If you were asked to solve a similar problem in the 

future, what would you do the same and/or differently?” 

No 

After time expires, 

but the student has 

not solved the 

mystery 

“Thank you for playing CRYSTAL ISLAND. Now that you are 

finished, we would like to ask a couple of final questions.” 

- “Please explain how you approached solving the 

mystery.” 

- “If you were asked to solve a similar problem in the 

future, what would you do the same and/or differently?” 

No 
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Table 4.2. Examples of reflection responses. 

1 “I have learned that the disease is either a mutagen, pathogen, or carcinogen. Moving 

forward, I am going to discover which one the disease on the island is.” 

2 “I think I have a diagnosis. I am going to test my findings.” 

3 “To move forward I will just keep testing foods.” 

4 “I learned that the disease spreading is either a pathogen, mutagen, or carcinogen, but I 

am leaning towards pathogen because of how I think it spread. I am talking to the patients 

now to learn their symptoms in order to verify.” 

5 “The sickness is passing from one person to the other” 

 

Eighth-grade students from a middle school in the mid-Atlantic region were enrolled in 

2018 and 2019 as part of two separate classroom studies. The studies shared the same version of 

CRYSTAL ISLAND, procedure, and materials, but there were also several differences. The studies 

were conducted in different classrooms and at different points in the semester. We combine the 

data collected across the 2018 (n=61) and 2019 (n=95) studies into a single dataset and analyze it 

in aggregate. A binary variable representing which data collection the student belonged to was 

added as a feature to account for systematic differences between years. After removing students 

with missing data, the final dataset was composed of data from 118 students. Missing data was 

due to a number of factors, including student absences, failure to complete the post-study surveys, 

and forgetting assigned participant IDs during the pre-survey or post-survey phases of the study. 

There were 37 participants with missing pre- or post-survey data. The average age of students was 

13.6 (SD=0.5). There was approximately an equivalent number of students who identified as male 

(n=55) and female (n=60), with 3 students responding as Other. There were 43 students who 

identified as White, 32 as Black or African American, 21 as Hispanic or Latino, 3 as Asian, 1 as 

American Indian or Alaskan Native, and 18 as Other. 
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The pre-study survey began with a short series of demographic questions involving the 

student’s current age, gender, and race. None of these items were included as features in the 

predictive student model to avoid disparate treatment of students based on protected attributes. 

Following the demographic questions, the pre-study survey contained a 16-item 

questionnaire on emotions using a 5-point Likert scale adapted from Pekrun et al. (2011). The 

response options pertained to the student’s degree of agreement about their contemporaneous 

experience of the following emotions: happy, hopeful, proud, angry/frustrated, anxious/fearful, 

ashamed, hopeless, bored, surprised, contemptuous/disgusted, neutral, confused, 

interested/curious, sad, eureka/sudden understanding, and that the task/activity is valuable. The 

items were treated as continuous features for model input. 

The pre-study survey included a 17-item multiple-choice content knowledge assessment 

on the student’s microbiology content knowledge (M=6.78, SD=2.75). This pre-test consisted of 

thirteen factual and four application questions. An example question from the test was “Which of 

the following diseases is caused by a viral infection?” The response options included, “Anthrax,” 

“Smallpox,” “Salmonellosis,” and “Sickle Cell.” The items were converted to binary variables 

based on the correctness of the student’s responses, and they were included in the predictive model 

as input features. After the students played CRYSTAL ISLAND, they were presented with a post-test 

that contained a separate set of 17-items addressing the same microbiology content knowledge 

(M=7.36, SD=3.36). The post-test consisted of fourteen factual and three application questions. 

All of the information needed to answer the questions on both assessments could be found in 

CRYSTAL ISLAND, whether through books or articles, conversations with in-game characters, or by 

viewing informational posters. Pearson correlations indicated significant relationships between the 
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pre- and post-tests (r=0.53, p<0.01). Both the pre- and post-tests were created by an 

interdisciplinary team of researchers. 

At several milestones in the game, students were prompted to reflect on their learning by 

providing a free-response description of their recent progress and upcoming problem-solving 

plans. Students also responded to a self-report question about their progress using a 10-point Likert 

scale (M=6.6, SD=2.3). Students were prompted up to five times at selected trigger points in the 

game chosen to minimize disruption to gameplay. (See the left column in Table 4.1 for several 

example trigger points.) Students’ reflections added information to the predictive student models 

that was complementary to the pre-test and gameplay data to describe student behavior. 

After students completed the pre-study survey, researchers briefly described the overall 

purpose of the study. Next, all students watched a brief video that introduced the game’s science 

mystery storyline. Afterward, students began playing the tutorial phase of the game, which 

introduced them to the controls and game environment. Once finished with the tutorial, students 

had full agency to explore the island and investigate the mystery. Students in the 2018 study were 

allotted approximately two class periods and students in the 2019 study were allotted 

approximately three class periods to play the game until they either solved the mystery or ran out 

of time. The average playtime across all students was 76.3 minutes (SD=19.5). After all students 

had either solved the mystery (72%) or run out of time (28%), they were directed to the post-study 

survey.  
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CHAPTER 5 

MULTIMODAL LEARNING ANALYTICS FOR GAME-BASED LEARNING 

This chapter introduces a multimodal learning analytics approach that informs the dissertation. 

The work in this chapter is based on Emerson, Cloude, et al. (2020) and evaluates the approach on 

the CRYSTAL ISLAND – SENSOR-BASED data corpus. The methods, including data processing 

techniques and creation of the machine learning models, help inform the unified framework 

presented in Chapter 8. The purpose of this specific analysis is described in detail below, with two 

central research questions. 

While recent studies have shown that multimodal data can perform well in predictive 

models for student performance (Taub et al., 2017), little work has examined which combination 

of modalities most accurately predict students’ post-test scores and few studies have explicitly 

modeled student interest in game-based learning using a multimodal perspective. We address gaps 

in literature by examining relationships between students’ level of prior knowledge (i.e., pre-test 

scores), eye gaze, gameplay behavior traces, facial expressions of emotions, performance 

outcomes, and self-reported interest. Specifically, we built predictive models to assess 

relationships between students’ knowledge acquisition (i.e., post-test scores) and self-reported 

interest after interacting with CRYSTAL ISLAND by combining multimodal data streams. By 

adopting a multimodal perspective, we investigated the degree to which separate and combined 

modalities of data (e.g., gameplay, facial expression of emotions, and eye gaze) explain knowledge 

acquisition and self-reported interest after game-based learning with CRYSTAL ISLAND – SENSOR-

BASED. We address two research questions: 
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RQ1: How well do combinations of student gameplay behavior traces, facial expressions of 

emotions, and eye gaze classify low, medium, and high performing groups of students after game-

based learning? 

RQ2: How well do combinations of student gameplay behavior traces, facial expressions of 

emotions, and eye gaze classify low, medium, and high interest groups of students after game-

based learning?  

5.1 Methods 

To investigate the relationships between multimodal data, student performance, and student 

interest, we first code and score students as described below. 

Student Knowledge. To capture prior knowledge, we calculated the total number of correct 

answers on the pre-test (M=11.84, SD=2.74), which were included as a feature for the predictive 

models. Similarly, we calculated the total number of correct answers on the post-test (M=14.13, 

SD=2.85; min=8.0, max=20.0) to operationalize student knowledge and included these data as a 

target variable in our predictive model). Specifically, we standardized the pre-test score by 

subtracting each score by the mean and then dividing it by the standard deviation. For the post-test 

target variable, we converted the predictive task into a classification problem by splitting the post-

test scores into tertiles defined by the distribution of scores, where each group contained one-third 

of the sample scores. Next, we assigned participants to either a low (less than a post-test score of 

13.0; 21 students), medium (between a post-test score of 13.0 and 16.0; 21 students), or high 

(greater than a post-test score of 16.0; 19 students) post-test performance group. This approach 

follows prior work on creating a fine-grained, balanced classification problem for learning 

analytics (Akram et al., 2018; Min et al., 2020). We chose to split the data using this method over 



  45 

 

using the raw post-test values because of the limited sample size and we chose tertiles over a 

median split to achieve higher granularity. 

Student Interest. In addition to taking the post-test after interacting with CRYSTAL ISLAND, each 

student completed the Intrinsic Motivation Inventory (IMI; Ryan, 1982). To model interest, we 

used scores captured from the Interest and Enjoyment subscale (M=4.67, SD=1.37). Similar to the 

knowledge target variable grouping procedure, we converted interest and enjoyment scores to 

groups based on tertiles. The tertile approach simplifies the prediction task while maintaining some 

levels of granularity. For this variable, we split students into a low (less than or equal to a score of 

4.14; 21 students), medium (between a score of 4.14 and 5.23; 21 students), or high (greater than 

a score of 5.23; 19 students) interest group. This approach creates a balanced distribution of classes 

and achieves a more fine-grained representation than a high versus low binary split of interest 

groups. 

Facial Expression Recognition and Feature Representation. To study students’ facial 

expressions of emotions, we equipped CRYSTAL ISLAND with a video-based facial expression 

tracking system, FACET (iMotions, 2016). This system extracts features that correspond to the 

Facial Action Coding System (FACS) (Ekman & Rosenberg, 1997). This software analyzes each 

video frame of each student’s face and classifies 20 facial action units (AUs), as well as nine 

composite emotional states (i.e., Sadness, Fear, Anger, Disgust, Contempt, Surprise, Frustration, 

Confusion, and Joy), defined as deviations from the baseline affective state established during 

calibration. FACET computes evidence scores for each AU and composite emotion, which 

represent the log odds of the presence of a facial expression as coded by a trained human coder. 

While we collected both individual AUs and composite emotions, this study only analyzed AUs 
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data since they have been shown to predict learning in prior work (Sawyer et al., 2017; Taub et al., 

2019). 

We followed the same preprocessing steps used in Sawyer et al. (2017) to represent the 

facial expression features in a way that is suitable for predictive student modeling. First, we 

standardized the evidence scores of each AU data point for all participants by subtracting the 

evidence score by the mean and then, dividing it by the standard deviation over the individual 

student’s entire gameplay experience. The mean and standard deviation for each AU are calculated 

per student, as this step supports a fair comparison of the relative change in facial expressions 

between students. Second, we filter the sequence of the standardized AU data to include only AU 

events where the evidence score rose above one standard deviation. This ensures that each AU 

event captured represents positive evidence of that particular AU. Third, we remove any AU events 

that did not occur for longer than a threshold of 0.5 seconds in order to remove the effect of 

microexpressions in the AU sequence. Finally, we sum the duration (in seconds) for each of the 

20 AU events for each student to capture a static representation of the student’s facial expression 

over their gameplay. Ultimately, the features used in the predictive student models are the total 

duration for each AU divided by the total time that each student spent playing CRYSTAL ISLAND. 

This representation encodes the proportion of gameplay duration for which each student exhibited 

positive evidence above one standard deviation for each AU. This higher-level representation, in 

comparison to the original sequence of AU evidence scores, is a more compact encoding of student 

facial expressions and can be more easily utilized by standard machine learning models. While 

this representation loses the variability of AUs over time, it does enable the use of less 

computationally demanding modeling techniques that can explain relationships between the input 

and output data. In total, there are 20 facial expression features for each student. We will refer to 
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models that utilize facial expression data and features derived from this source with the term 

“Face.” 

Gaze-Based Entity Tracking and Eye Tracking Feature Representation. To incorporate eye 

gaze data into the predictive models, we captured eye gaze during gameplay with the SMI RED 

250 eye tracker using a 9-point calibration. During each student’s interaction with CRYSTAL 

ISLAND, the software responsible for logging student eye gaze data analyzes eye movements and 

finds the precise point on the computer screen where the student is looking. Eye movements were 

tracked at a rate of 120 Hz and logged with the corresponding timestamp. The eye gaze logging 

software then identified fixations using a standard minimal threshold of 250 milliseconds (Rayner, 

1998). Within the CRYSTAL ISLAND software, we also implemented eye-gaze logging software that 

detected the in-game element (e.g., book or research article) the student fixated upon by analyzing 

the angle and the gaze point on the screen. The logging software utilizes ray casting to find the 

intersection of the game object and the point on the computer screen in real-time, thus, allowing 

for a synchronized sequence of fixations. The final gameplay behavior trace has a record of the 

duration of the fixation and the name of the in-game object. To represent this data channel in a 

more compact encoding that is readily usable by standard machine learning models, we compute 

the total duration that the student spent fixating upon each in-game object. Within CRYSTAL 

ISLAND, there are 145 individual game objects which are specific to the game’s narrative. We 

group these objects into eight broader categories based on their context within the game. The 

categories were chosen to group the in-game objects tracked by the eye-tracker as higher-level 

game-based learning objects. We did not explicitly contextualize the gaze categories based on 

phases of scientific reasoning processes or self-regulated learning as has been done in previous 

work (Taub et al., 2017), but rather we categorize objects based on the context of the game itself 
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using a bottom-up approach (Emerson et al., 2018). The categories used in this work are listed in 

Table 5.1.  

Table 5.1. Eye gaze object categories. 

Category Description 

Non-Player 

Characters (NPCs) 
The set of virtual characters with which the student interacts 

Setting Objects the student encounters when traveling within the game 

Food Food items to test for contaminants 

Lab 
Equipment to test their hypothesis that are relevant to solving the 

mystery 

Diagnosis Notes about the student’s findings 

Book 

Virtual material that students read throughout their gameplay to gather 

evidence, which involves the use of several learning strategies and self-

regulated learning strategies 

Concept Matrix 
In-game assessments students complete after reading a virtual scientific 

book 

Miscellaneous 
Elements in the game that are not associated with game content, such as 

the heads-up display, settings menu, and achievement panel 

 

We selected these categories to create a high-level representation of student gaze patterns 

in relation to the game mechanics in CRYSTAL ISLAND and the differential diagnosis task students 

perform when interacting with it. After calculating the duration the student spent gazing upon 

objects in each category, we converted the durations into proportions of time for each individual 

category. In addition to the gaze categories, we incorporated a second metric for student gaze, 

fixations-per-second. This is calculated as the total number of fixations for each student, divided 

by their total game time. This feature representation has shown to be predictive of student 
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engagement in prior work (Emerson et al., 2018). The method of using broad categories is a step 

toward a generalized approach to modeling student gaze. For example, “Lab” and “Diagnosis” 

objects can be considered as a form of applying scientific reasoning processes in association with 

generating hypotheses. These patterns can help identify what a student is attending to during their 

gameplay. In total, there are nine eye gaze features for each student (8 object categories and 

fixations-per-second). We will refer to models that incorporate eye gaze features and features that 

are derived from this source with the term “Gaze.” 

Gameplay Features. In addition to the sensor-based data collected by the eye-tracker and FACET 

software, gameplay behavior logging software in CRYSTAL ISLAND recorded each in-game action 

performed by the students. In these data, we distinguish eight action types. These action types 

include movement to a new location in the game, conversation with a character in the game, 

reading a book, completing an in-game achievement (e.g., correctly solving the mystery), scanning 

a food item to test for a contaminant and recording findings in the diagnosis worksheet. We include 

student gameplay actions, which may reveal their interest, a key component of the multifaceted 

construct of emotional engagement (Fredricks et al., 2004). Following previous work that 

incorporates gameplay features into student models, we created a one-hot encoding of each action 

the student performs in the CRYSTAL ISLAND game (Min, Mott, Rowe, et al., 2017), such that each 

time a student performed one of these actions, we converted it to its corresponding one-hot 

encoding, operationalized as a vector of size eight, populated with all zeros except for the element 

that maps to the specific action, which is represented by a one. After converting each student’s 

game log into this format, we summed the one-hot encoded vectors over the entirety of the 

student’s gameplay, yielding a sum of each action type. We then converted these sums to 

proportions of how often the student performed each action divided by how many actions he or 
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she performed in total. This transformation process was inspired by previous work that has 

represented student actions from gameplay data (Geden et al., 2020; Min, Mott, Rowe, et al., 

2017). We also include the total time the student spent playing CRYSTAL ISLAND as a feature. In 

total, there are nine gameplay features for each student (8 game action types and gameplay 

duration). We will refer to models that incorporate gameplay features and the features derived 

from this source with the term “Gameplay.” 

Multimodal Predictive Modeling. To investigate a multimodal perspective to predictive student 

modeling, we built predictive models of student performance and interest that were informed by 

multiple modalities of data: (1) gameplay behavior traces, (2) facial expressions of emotions, and 

(3) eye gaze to classify both knowledge and interest separately into low, medium, and high groups 

based on their scores. We compared different sets of multimodal predictive classifiers trained on 

a data set of the 61 students who learned with CRYSTAL ISLAND. The total number of features from 

all modalities includes 20 related to facial expression, nine related to eye gaze and nine related to 

gameplay, for a total of 38 features per student. The training and evaluation of each predictive 

model was conducted using 10-fold stratified cross-validation at the student-level, allowing all 61 

students to be used for training and testing. We performed stratified cross-validation to maintain a 

training set distribution of the dependent variable that resembles the overall variable distribution. 

In practice, this meant that each training fold had approximately an equal number of each class 

represented in the data. This technique is critical with small data samples, such as ours with 61 

students. A common issue when creating predictive models with relatively little data is having too 

many features, which causes models to overfit. To compensate, we performed a feature selection 

within each cross-validation fold to select the most informative features. The specific method we 

used selected the 15 most informative features when predicting the training set’s dependent 
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variable with the training data. The algorithm calculates the ANOVA F-value for each feature and 

then selects those with the highest scoring features. If the specific data set has less than or equal to 

15 features, we used all of the features provided. Within each cross-validation fold, we 

standardized the training and testing data by using the mean and standard deviation of the training 

data. We also ensured that there was no overlap of students in each training and testing set to avoid 

data leakage. For both prediction tasks, the specific machine learning model we employed was a 

logistic regression model with an L1 loss function. The L1 loss supports further feature selection 

by setting features that do not provide useful information to have coefficients equal to zero. We 

adopted the logistic regression model for its relative simplicity and interpretability. The metrics 

shown in the results are the best performing model configurations for each combination of 

multimodal data. The parameters used in the logistic regression models are discussed in the results 

section. All predictive models in this work were constructed in Python 3 using the Scikit-learn 

library (Pedregosa et al., 2011). 

5.2 Results 

RQ1: How well do combinations of student gameplay behavior traces, facial expressions of 

emotions, and eye gaze classify low, medium, and high performing groups of students after game-

based learning? 

To examine how well combinations of students’ gameplay behavior traces, facial 

expressions of emotions, and eye gaze classified low, medium, and high performing groups after 

game-based learning, models were designed to predict students’ post-test performance at each 

moment in time throughout gameplay sessions. In contrast to a learning gains approach, this 

approach aims to find relationships between post-test knowledge and variables from the 

multimodal data streams without controlling for prior knowledge. To predict whether a student 
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was in the low, medium, or high post-test performance class, we trained logistic regression models 

and compared each combination of modalities, determining the most effective multimodal data 

combinations. To allow for better tuning of the logistic regression models, we varied the 

regularization penalty parameter, C, between 0.25, 0.5, and 1.0, where a smaller value corresponds 

to higher regularization and fewer features with nonzero coefficients. To compare the results of 

the predictive models, we report the cross-validation accuracy of each model. The baseline to 

which we compare all models is the majority class prediction. Because the classes are almost 

equally distributed, the baseline performance is 34.4% based on the majority class of the tertile 

split. The results for the predictive models with different combinations of the multimodal data are 

shown in Table 5.2. The coefficients for the non-zero features of the best performing models, Gaze 

and Gameplay + Face, are shown in Tables 5.3 and 5.4, respectively. 

Table 5.2. Post-test score prediction results. 

Data Used Accuracy 

Majority Class Baseline 0.344 

Gaze 0.607 

Face 0.574 

Gameplay 0.557 

Gaze+Face 0.541 

Gameplay+Gaze 0.574 

Gameplay+Face 0.607 

Gameplay+Gaze+Face 0.557 
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Table 5.3. Feature coefficients for the Gaze post-test performance model. 

Feature Low Medium High 

Gaze-NPC 0.0 0.012 0.0 

Gaze-Setting 0.149 -0.215 0.0 

Gaze-Food 0.001 0.0 0.016 

Gaze-Diagnosis 0.0 0.029 -0.017 

Gaze-Miscellaneous 0.0 0.124 -0.203 

Gaze-Book -0.048 0.0 0.003 

Gaze-ConceptMatrix 0.0 0.190 -0.013 

Gaze-FixationsPerSecond 0.0 0.0 -0.016 

Pre-Test Score -0.758 0.283 0.118 
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Table 5.4. Feature coefficients for the Gameplay + Face post-test performance model. 

Feature Low Medium High 

Gameplay-Books 0.0 -0.032 0.0 

Gameplay-Conversation 0.031 -0.130 0.0 

Gameplay-Movement 0.0 -0.032 0.012 

Gameplay-Posters -0.157 0.184 0.0 

Gameplay-Scanner 0.013 0.0 0.0 

Gameplay-WorksheetSubmit 0.031 0.0 0.0 

GameTime 0.0 -0.024 0.0 

Face-AU15 0.201 -0.286 0.0 

Face-AU23 0.014 0.0 0.0 

Face-AU7 -0.028 0.0 0.004 

Face-AU10 0.0 -0.079 0.0 

Face-AU28 0.0 -0.123 0.141 

Face-AU14 0.197 -0.117 0.0 

Face-AU24 0.010 -0.014 0.0 

Face-AU12 0.004 0.0 0.0 

Face-AU4 0.0 0.147 -0.005 

Face-AU25 0.0 -0.046 0.0 

Face-AU20 0.157 0.0 0.0 

Face-AU17 0.001 -0.024 0.0 

Face-AU43 -0.146 0.0 0.0 

Pre-Test Score -0.711 0.249 0.073 
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RQ2: How well do combinations of students’ gameplay behavior traces, facial expressions of 

emotions, and eye gaze classify low, medium, and high interest groups of students after game-

based learning? 

To examine how well combinations of students’ gameplay behavior traces, facial 

expressions of emotions, and eye gaze classified low, medium, and high interest groups of students 

after game-based learning, we used the same machine learning pipeline to compare the most 

predictive combination of modalities. To tune the logistic regression models, we again varied the 

C parameter by 0.25, 0.5, and 1.0. We report the cross-validation accuracy of each model and we 

compare each model against a baseline of 34.4% due again to the tertile splits. The results for the 

predictive student models of interest are shown in Table 5.5. The coefficients for the non-zero 

features of the best performing model, Gameplay + Gaze, are shown in Table 5.6. 

Table 5.5. Interest prediction results. 

Data Used Accuracy 

Majority Class Baseline 0.344 

Gaze 0.541 

Face 0.557 

Gameplay 0.525 

Gaze+Face 0.492 

Gameplay+Gaze 0.590 

Gameplay+Face 0.525 

Gameplay+Gaze+Face 0.508 
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Table 5.6. Feature coefficients for the Gameplay + Gaze interest model. 

Feature Low Medium High 

Gameplay-Books -0.163 -0.012 0.296 

Gameplay-Conversation 0.225 -0.250 0.069 

Gameplay-Movement -0.018 -0.143 0.018 

Gameplay-PlotPoint 0.0 -0.093 0.107 

Gameplay-Posters -0.025 0.173 -0.014 

Gameplay-Scanner 0.175 -0.004 -0.195 

Gameplay-Worksheet 0.014 0.021 -0.070 

Gameplay-WorksheetSubmit 0.715 0.155 -1.939 

GameTime 0.002 0.0 0.0 

Gaze-NPC 0.0 0.413 -0.297 

Gaze-Food -0.230 0.010 0.291 

Gaze-Lab 0.360 -0.338 0.001 

Gaze-Diagnosis 0.697 -0.774 0.001 

Gaze-Miscellaneous -0.057 -0.123 0.132 

Gaze-Book -0.016 0.093 0.009 

Gaze-ConceptMatrix 0.344 -0.016 -0.222 

Gaze-FixationsPerSecond -0.015 -0.182 0.263 

Pre-Test Score 0.0 0.176 -0.212 

 

5.3 Discussion  

In this study, we investigated the effectiveness of combining multimodal data streams to classify 

low, medium, and high-performance groups as well as low, medium, and high interest groups after 

game-based learning. We investigated the degree to which unimodal and combined modalities 

(e.g., gameplay, facial expression of emotions, and eye gaze) classify performance and interest 

after interacting with CRYSTAL ISLAND. Our results suggested that multimodal predictive models 
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can accurately classify both low, medium, and high-performance groups as well as low, medium, 

and high interest groups. 

For both predictive tasks, we evaluated baseline models that only incorporated student 

gameplay behavior trace data. The results showed that adding facial expressions of emotions data 

to predictive models of low, medium, and high-performance groups outperform unimodal models 

utilizing only gameplay behavior traces or facial expressions of emotions data. However, the 

unimodal model only utilizing eye-gaze data performed just as well as the multimodal model (i.e., 

gameplay behavior trace and facial expressions). While the unimodal model is more parsimonious 

and could be chosen as a means to reduce the overall features used, we believe that the multimodal 

model provides significant value for instructional decision making (e.g., scaffolding). Specifically, 

by incorporating additional modalities, the multimodal model using facial expressions of emotions 

and gameplay behavior trace has the potential to indicate which aspect of a student’s behavior is 

influencing their performance. For example, if at a given time during a gameplay session, a student 

is classified to perform poorly on the post-test (i.e., “low” performance) based on their multimodal 

data, real-time intervention and scaffolding can be informed by either (or both) of the modalities 

used in the model. 

Instructional decision making that is informed by gameplay behavior traces could provide 

instructors with opportunity to prompt students to explore unseen parts of the game (e.g., focus on 

relevant materials if the data indicate that the student is focusing on irrelevant features of the 

game), thus, scaffolding the student to develop a deeper understanding of particular concepts. 

Scaffolding that is informed by facial expressions of emotions data could be affect-aware, 

intervening to promote emotional regulation strategies to regulate affective states that could be 

detrimental to performance such as persistent boredom or frustration. The unimodal model that 
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only incorporates eye-gaze data has the potential to inform instructional decision making about 

what the student is attending to during game-based learning. The multimodal model utilizing both 

facial expression and gameplay is preferred to the eye-gaze-only model for real-time scaffolding, 

because it explains student performance with high accuracy and multiple modalities. We also show 

that adding eye-gaze data to predictive models of self-reported interest outperforms unimodal 

models utilizing only gameplay behavior traces or eye-gaze data. These findings highlight the need 

for multimodal data as well as the unique value of different combinations of modalities. The 

findings also show that utilizing all possible modalities does not always yield the best results, as 

models using all three modalities are outperformed by combinations of fewer modalities. This is 

possibly due to larger amounts of noise when using more modalities, affecting the robustness of 

the predictive model. Redundancy in features across separate modalities can also affect model 

performance. This finding supports previous multimodal learning analytics work that found 

occasional redundant and inhibitory effects for certain predictive tasks (D’Mello & Graesser, 

2010). An overview of the findings is illustrated in Figure 5.1, which shows how multimodal data 

streams extracted from CRYSTAL ISLAND are used as input for predictive modeling of both interest 

and post-test scores.  
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Figure 5.1. Overview of the multimodal data streams and predictive student modeling approach. 

For predicting both post-test performance and interest, the multimodal models 

outperformed the majority classifier by nearly double, with 60.7% and 59.0% accuracy, 

respectively. We are not aware of previous work that classifies tertiles of either post-test score 

performance or student interest, making further comparisons difficult. The ultimate goal of this 

work is to incorporate a predictive model into a real-time system that could adaptively provide 

feedback to struggling students. Models that incorrectly classify students as low performers or as 

not interested in the game can negatively influence a student’s gameplay experience if the game 

provides necessary feedback. Alternatively, incorrectly classifying a student as not needing either 

cognitive or motivational feedback when it is actually needed can also be detrimental. Considering 

the cost of misclassifications is an important next step of this work and is critical for paving the 

way toward a real-time scaffolding system. 

5.3.1 Predictive Models of Student Post-Test Scores 

To answer RQ1, we investigated how well combinations of student gameplay behavior traces, 

facial expressions of emotions, and eye gaze correctly predict whether students will be low, 
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medium, or high performing on the post-test after game-based learning. Our results showed that 

adding facial expressions of emotions data from the individual action units (AUs) captured during 

the student’s gameplay increased the models’ predictive accuracy. This combination of modalities 

outperformed the baseline model, with models incorporating all modalities achieving lower 

performance in comparison, potentially due to feature redundancy and noise. Additionally, the 

model that utilized only student gaze data performed equally as well as the Gameplay + Face 

model. A potential explanation for this result is the redundancy of eye tracking features and 

gameplay features, causing the logistic regression model using Gameplay + Gaze to perform 

poorly. The gaze features are categorized by the names of the in-game objects, while the gameplay 

features are often categorized by the actions students take in the game. These actions are often 

parameterized by the individual objects within the game, such as reading a specific virtual book or 

scanning a specific food item. Thus, there is overlap when using these features to predict post-test 

performance. Engineering new fine-grained feature representations that do not completely overlap 

for both the gaze features and the gameplay features could provide new insight into the prediction 

of student post-test scores. However, the combination of gameplay and facial expression for 

predicting student post-test performance is consistent with previous research (Sawyer et al., 2017). 

Gameplay data account for basic behavior in the game-based learning environment and facial 

expression data captures emotion-related responses of students to their interactions within the 

environment. Prior work has shown that emotion is related to learning in many ways and this work 

reinforces those findings (Grafsgaard, Wiggins, Boyer, et al., 2014; Pardos et al., 2014). However, 

we do not draw any conclusions for specific emotions and their relationship to learning. Recent 

work has questioned the validity of using facial movement to label emotions, even for people 

within a single situation, such as students interacting with the same game-based learning 
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environment (Barrett et al., 2019). The emotion labels assigned by automated systems often do not 

consider the fact that people express emotions differently based on aspects such as socio-cultural 

and environmental factors. To avoid this issue, we use the individual facial movements (AUs) 

directly as features, which compose the various affective labels in FACET. We can then observe 

the variability of facial movements of specific students. The strongest predictors for post-test 

scores in the Gameplay + Face model were Gameplay-Posters, Gameplay-Conversation, Face-

AU15, Face-AU28, Face-AU14, Face-AU4, Face-AU20, Face-AU43, and Pretest Score. The 

Gameplay-Conversation feature indicates a negative relationship with post-test scores, especially 

for students in the medium post-test performance category. Notably, AU15 Lip Corner Depressor, 

AU14 Dimpler, and AU43 Eyes Closed have been shown to be predictive of learning in previous 

work (Grafsgaard, Wiggins, Vail, et al., 2014; Sawyer et al., 2017). AU14 Dimpler specifically 

showed a negative relationship with learning, which is in line with this research. 

5.3.2 Predictive Models of Student Interest 

To answer RQ2, we investigated how well combinations of student gameplay, facial expressions 

of emotions, and eye-gaze data classified low, medium, and high interest groups of students after 

game-based learning. Our results showed that the most accurate model utilized gameplay and gaze 

features, which yielded higher predictive accuracy compared to models that used only a single 

modality. Additionally, adding facial expression features to this model decreased performance. 

Student gameplay data have value for predicting student interest because it provides a window into 

students’ problem solving in the game and whether they are interacting with the game’s artifacts. 

Students who engage in behaviors that are off-task (e.g., solitary behavior, inactivity, gaming the 

system; see Sabourin, Rowe, et al., 2013) may be disengaged, which can be captured from 

gameplay. Student gaze data can also indicate engagement. For example, a student who is 
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frequently scanning a food item while primarily looking at other unrelated objects in the game 

could be identified as disengaged or potentially unmotivated. This situation could indicate the 

student is either struggling to grasp the material or perhaps they are “gaming the system” through 

an exhaustive approach (Sabourin, Rowe, et al., 2013). We found that by adding in facial 

expression data, the performance of the predictive models of interest decreased. This could be due 

to the lack of context of the facial expression data. For instance, knowing when students expressed 

certain facial expressions (e.g., during reading) as opposed to a summary could be meaningful for 

predicting interest. The most predictive features in our models of student interest were the 

following: Gameplay Books, Gameplay-Conversation, Gameplay-Movement, Gameplay-Posters, 

Gameplay-Scanner, Gameplay-WorksheetSubmit, Gaze-NPC, Gaze-Food, Gaze-Lab, Gaze-

Diagnosis, Gaze-Miscellaneous, Gaze-ConceptMatrix, and Pretest Score. Notably, the Gameplay-

Conversation, Gameplay-Scanner, and Gameplay-WorksheetSubmit features were previously 

found to be predictive of interest (Sawyer et al., 2018). The number of conversations has a negative 

relationship with interest, possibly because it could indicate that the student is not grasping the 

material and is engaging with off-task behavior. The number of scanner events has a negative 

relationship with interest, which could be due to students who are repeatedly scanning objects to 

finish the mystery without expending effort. However, more thoughtful scanning and hypothesis 

testing could also indicate higher interest. Similarly, students who look more frequently at their 

diagnosis worksheet and submit the worksheet more frequently tend to have lower interest, again 

possibly due to a lack of thoughtful testing. 

5.3.3 Limitations 

While this study showed the promise of using multimodal data to model student post-test score 

performance and self-reported interest in game-based learning, there are several limitations of this 
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work. First, in measuring and coding students’ post-test performance and interest, we grouped the 

students into groups of low, medium, and high based on their scores. The splits are atheoretical 

and purely data-determined, as are any percentile-based grouping approaches, but they do provide 

insight into relative differences between students. Second, the instruments we used to measure 

student knowledge and interest can only measure these characteristics at one point in time. In 

reality, student knowledge and interest change over time during gameplay. It is important to note 

that the IMI is retrospective in nature, so it measures students’ intrinsic motivation for playing the 

game following their interaction with it. An alternative approach could have been to prompt the 

student for this measure throughout gameplay; however, interrupting the student’s gameplay to 

repeatedly administer the IMI would potentially have been disruptive to learning and decrease 

engagement and the overarching goal of this work is to create predictive models that operate 

unobtrusively. Third, the feature representation of gameplay behavior traces, facial expressions of 

emotions, and eye gaze are nontemporal; rather than explicitly encoding time as a variable, they 

implicitly encode time and explicitly encode an aggregate summary of data up to a particular 

moment in time. This representation loses information, as patterns of these data streams likely 

emerge over time. Using the sequence of these data streams would be an alternative approach, but 

this would require a machine learning model that accommodates sequential data. Finally, our study 

only focused on three modalities of student data. Utilizing additional channels of data could further 

improve performance. 
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CHAPTER 6 

MULTI-TASK LEARNING 

This chapter introduces a multi-task learning (MTL) approach that will inform the dissertation. 

The work in this section is based on Geden et al. (2020), and evaluates the approach on both the 

CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – REFLECTION data corpora. The 

methods, including data processing techniques and creation of the machine learning models, 

inform the unified framework. In this study, we present a novel predictive student modeling 

approach using MTL. We utilize MTL to model student outcomes at the item level within CRYSTAL 

ISLAND. Empirical results demonstrate the efficacy of the approach with markedly improved 

results over what is typical for predictive student modeling. Additionally, we explore how different 

mechanisms of self-attention can influence model performance through selecting relevant sections 

of student gameplay interactions. 

6.1 Methods 

To investigate the efficacy of MTL in game-based learning, we first describe the game-based 

learning dataset used for analysis. We then describe the MTL predictive models used and the 

competing baselines. 

6.1.1 Dataset 

In this work, we used data from two different samples of students across different contexts 

(laboratory and classroom) to increase the heterogeneity of the sample and the generalizability of 

the resulting model (Sawyer et al., 2018). Students from both samples answered the same pre- and 

post-test surveys, but there were some differences in the experimental setup and game. Combining 

the data from the university-based laboratory study (CRYSTAL ISLAND – SENSOR-BASED; n=62) 

with the data from the classroom-based study (CRYSTAL ISLAND – REFLECTION; n=119), the total 
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sample size of the dataset is 181 students. We utilized the overlapping pre- and post-test questions 

from each corpus to use a fixed set of labels, resulting in 17 pre- and post-test items each. The 

post-test content items were summed to create a single post-test score. 

Feature Representation. The input features for all models consisted of items from two 

components of the pre-game survey (33 features), an indicator variable representing the dataset 

which the student belonged to (3 features), and the student’s gameplay actions within CRYSTAL 

ISLAND (130 features), which yielded a total of 166 features. From the pre-game survey, we used 

16-items from a survey on emotions, interest, and value (Likert scales) and a 17-item microbiology 

content pre-test (correct/incorrect answers). Similar to previous work that used gameplay log 

features in a learning environment, we used a one-hot encoding of student actions using several 

components (Min, Mott, Rowe, et al., 2017): 

• Action type: The system records each time the student moves to a new location within 

the virtual environment, engages in conversation with a non-player character (NPC), 

reads a virtual book or article, completes an in-game milestone (e.g., identifying the 

outbreak’s transmission source), tests a hypothesis, or records findings in the diagnosis 

worksheet. The data include 8 distinct player action types. 

• Action arguments: Action arguments are specific to the type of action the student is 

taking. For example, they include the name of the book the student is reading, the NPC 

with whom the student is conversing, and the object the student is testing in the virtual 

laboratory. The data contains 97 distinct types of player action arguments. 

• Location: Within the game world, the system logs the location of each action. The data 

tracks 24 non-overlapping, discrete regions of the virtual game world. 
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• Game time elapsed: The system logs the time of each student action within the game, 

which is transformed into elapsed seconds since the start of gameplay. 

6.1.2 Predictive Student Modeling with Multi-Task Stacked LSTMs 

Student assessments are composed of multiple questions measuring the same construct (e.g., 

science content knowledge, personality) in order to provide accurate and reliable results. The 

traditional paradigm for modeling student assessments is to represent the outcome as an aggregate 

of the student’s performance across all questions. This approach constrains the model to utilize the 

same feature encoding 𝑓(𝑥𝑖 , 𝜃1) → ℎ𝑖  and mapping from the feature encoding 𝑔(ℎ𝑖, 𝜃2) → 𝑦𝑖 

across questions. 

In this work, student knowledge modeling is reconceptualized within a multi-task learning 

framework, allowing for a shared feature representation for efficient estimation, but providing 

increased flexibility of different question characteristics through unique mappings from the 

encoding space. The long sequences of student actions generated from the game-based learning 

environment are modeled using a stacked LSTM with a residual connection. We explore how 

attention can potentially help the model focus on relevant sections of gameplay (Luong et al., 

2015). Finally, the pre-test data containing student characteristics is concatenated with the encoded 

gameplay features, fed into a dense layer, and then output as a prediction via the output layer. 

Single-Task Learning. Consider a dataset composed of a 𝑑 dimensional input space associated 

with a set of K correct/incorrect responses to questions across n i.i.d. students. The performance 

of each student is represented as the sum of questions they answered correctly, �̃�. If using mean-

squared error as the loss function for �̃�, this single-task representation has the following 

formulation: 
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This formulation assumes that the loss for each of the T tasks are weighted equally. 

Additionally, each task is given an identical, shared representation, 𝑓(𝑥, 𝜃). 

Multi-Task Learning. A multi-task learning framework relaxes the assumption that all tasks are 

weighted equally by having both a shared representation, 𝑓(𝑥, 𝜃), and a task specific 

representation, for each task K. The overall multi-task learning loss function is often composed as 

a weighted sum of the individual task loss functions: 

The weight of each individual task, 𝑤𝑘, must be determined before training the MTL model 

and thus is not learned. A challenge stemming from this fact is that the overall loss can be sensitive 

to the selection of each 𝑤𝑘, which can become prohibitively expensive to tune as K grows large. 

Uncertainty Weighted. Kendall et al. (2018) proposed an alternative method for selecting 𝑤𝑘 by 

estimating it as a parameter within the model. The form of the adjusted loss function is derived 

from the log-likelihood of the multivariate normal distribution based on an assumption of 

independence across tasks. In order to prevent the model from selecting the weights 𝑤𝑘 = 0: ∀𝑘 ∈

𝐾, an additional regularization term is added. Equal weighting across tasks is a special case of this 

formulation when 𝑤𝑘 = 1: ∀𝑘 ∈ 𝐾. 
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Self-Attention. Given a sequential output of length T of an m-dimensional recurrent unit, ℎ𝑖 ∈

𝑅𝑚×𝑇, the most common approach to obtaining a static representation is to either take the 

unweighted average across the entire sequence or to select the last output from the recurrent unit. 

An alternative approach is to use self-attention, where a weighted average is taken across the 

sequence. There are a number of approaches to estimate attention weights, 𝑎𝑖. Here we describe 

the multiplicative attention approach outlined in Luong et al. (2015), where 𝑊 ∈ 𝑅𝑚×𝑚, 𝑏 ∈ 𝑅𝑚, 

and 𝑣 ∈ 𝑅𝑚 are estimated parameters. 

In addition to the traditional form of self-attention shown above, we also utilized a 

simplified form, given our smaller dataset, where 𝑊 ∈ 𝑅𝑚 instead of an 𝑚 × 𝑚 matrix. This 

greatly reduces the number of parameters at the cost of limiting the flexibility of the model. 

Implemented Predictive Student Model. To investigate MTL for predictive student modeling, 

we compared three model architectures: a single-task representation, an unweighted multi-task 

representation, and an uncertainty weighted multi-task representation. Each of the architectures 

were fit using three attention configurations: no attention, a simplified form of attention, and 

traditional matrix self-attention. 

Single-Task Baseline. The single-task model utilized post-test score as the outcome variable with 

an identity activation function (Figure 6.1). 
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Figure 6.1. Single-task model architecture. 

Unweighted Multi-Task Learning. The unweighted multi-task learning (MTL) model predicted 

the student’s accuracy on each of the post-test questions, for a total of 17 tasks (Figure 6.2). Each 

question was modeled as a binary classification problem (i.e., correct/incorrect) with a sigmoid 

activation function. Binary cross-entropy was used as the loss function for each task. The relative 

weighting for each task’s loss was selected prior to model training as a hyperparameter. Each task 

was weighted equally for the overall model’s loss function. 

Figure 6.2. Multi-task model architecture. 

Uncertainty Weighted Multi-Task Learning. The uncertainty weighted MTL model predicted 

the student’s accuracy on each post-test question using a similar setup to the unweighted multi-

task learning model (Figure 6.2). However, each task’s relative loss weights were not preselected 

and were instead estimated as part of the model using the method outlined in Kendall et al. (2018). 
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6.1.3 Experiments 

The single-task baseline models were formulated as a regression problem and trained to predict 

student post-test score. In contrast, the MTL models were trained as a joint binary classification 

problem across each of the 17 post-test items. The MTL predictions for each of the 17 items were 

summed to create a single post-test score in order to make comparisons with single-task baseline 

models. For the baseline models, we developed a set of predictive models utilizing a static 

representation calculated as the sum of each feature in the gameplay data in addition to a single-

task neural network with an otherwise equivalent architecture to the MTL models. All models were 

trained and evaluated using 10-fold cross-validation along the same set of students to remove noise 

from sampling differences. In conducting the cross-validation, we ensured that no student data 

occurred both in the training and test sets. Hyperparameter tuning was conducted for each of the 

models within the 10-fold cross-validation. Continuous data were standardized within each of the 

folds. 

Static Models. A set of baseline models were selected using a static representation to assess if the 

added complexity of deep learning methods was beneficial over non-neural machine learning 

methods. The static baseline regression models for the single-task problem were the following: 

mean value, Lasso, Linear Kernel Support Vector Regression (SVR), Random Forest (RF), 

Gradient Boosting (GB), and multi-layer perceptron (MLP). In addition, we used a multi-task 

majority classifier baseline for each of the post-test items. Prior work on predictive student 

modeling in educational games has often utilized feature representations that consist of summary 

statistics describing students’ gameplay behaviors (e.g., the number of books read, the number of 

laboratory tests run, etc.), which do not capture sequential patterns in student behavior over time 

(Sawyer et al., 2018). Student gameplay data was aggregated by summing the one-hot encoded 
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variables of each student action across their total gameplay and dividing by their overall gameplay 

duration, resulting in their relative action rate. 

Sequential Models. All sequential models were composed of two stacked long short-term memory 

(LSTM) layers with residual connections, a layer concatenating the LSTM gameplay features and 

pre-test features, and a single densely connected layer (see Figures 6.1 and 6.2). The activation 

function for the dense layer, single-task output, and multi-task output were the hyperbolic tangent 

function, the identity function, and the sigmoid function, respectively. All models used early 

stopping using mean squared error with a patience of 15 and 500 maximum epochs. Every model 

was hyperparameter tuned using a grid search: number of LSTM units (32, 64, 128), number of 

dense units (32, 64, 128), and dropout rate (.33, .66). The best model was selected using the 

validation data and reported using the 10-fold test data. 

6.2 Results 

The lasso and random forest models tied for the best performance among the static baseline models 

(Table 6.1). The single-task models outperformed the static models by a moderate margin. The no 

attention unweighted MTL model and the full self-attention weighted MTL model tied for the best 

performance among the sequential models, with a large improvement over the single-task 

sequential baseline (Table 6.2). Neither simple nor full attention had a notable effect on model 

performance with the exception of the weighted MTL model, where it provided a small 

improvement to model fit. All models terminated by early stopping prior to the maximum number 

of epochs. 

The relationship between the number of tasks and the performance of the sequential models 

was assessed by evaluating each tuned model on 15 random samples across an increasing number 

of outcome variables. The average performance is displayed in Figure 6.3. The MTL models 
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consistently outperformed the single-task representation, with the performance of both increasing 

with the number of tasks. The unweighted MTL models performed as well as or better than the 

uncertainty weighted MTL models. This result was contrary to expectations and led to an 

additional analysis exploring the properties of the uncertainty estimated loss weights. 

Uncertainty Weighted Loss Weights Simulation. An additional investigation was conducted on 

the flexibility of the estimated loss weights using Kendall et al.’s (2018) uncertainty estimation. 

To better understand the similarity between the weighted and unweighted MTL model results, we 

examined the range of optimal loss weights for an individual task with varying levels of accuracy. 

We optimized the loss weight with respect to the uncertainty estimated binary cross-entropy for a 

single classification subcomponent of the overall multi-task framework (Figure 6.4). Results 

showed that the uncertainty estimation method provides limited flexibility for reweighting across 

the most common ranges of accuracy. The accuracy of the weighted MTL models ranged between 

55-76% for each classification task, with loss weights between .77-1.07. This result is expected, 

as within this accuracy range there is a limited range of loss weights. 

Table 6.1. Performance comparison of post-test sum across static baseline models. 

Metric Mean GB Lasso Lin. SVR RF MLP 
Majority 

Class MTL 

MSE 13.91 9.77 8.69 12.14 8.76 12.49 18.22 

MAE 3.19 2.54 2.29 2.81 2.41 2.85 3.49 

R2 -0.00 0.30 0.37 0.13 0.37 0.10 -.29 
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Table 6.2. Performance comparison of post-test sum across neural sequential models. 

Metric Single-task Model Unweighted MTL Weighted MTL 

Attention None Simple Full None Simple Full None Simple Full 

MSE 8.36 8.19 8.08 6.93 7.05 6.99 7.40 7.29 6.92 

MAE 2.25 2.23 2.22 2.06 2.09 2.08 2.19 2.14 2.07 

R2 .41 .42 .42 .51 .50 .50 .47 .48 .51 

Figure 6.3. Sequential model performance by number of tasks. 

Figure 6.4. Optimal uncertainty estimated loss weight for a single-task. 
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6.3 Discussion 

Evaluation results demonstrated that the multi-task learning (MTL) formulation of predictive 

student modeling yielded a 24% improvement in R2 over the single-task neural network model 

using a sequential representation and a 38% improvement over models employing a static 

representation. Results showed that models leveraging the sequential nature of student interaction 

data outperformed those that used a static representation only. 

Within the MTL framework, we observed an increase in model performance as the number 

of tasks increased across all models, with MTL models consistently outperforming the single-task 

model. Previous work on predictive student modeling in adaptive learning environments has 

typically reported R2 ranges from 0.09 to 0.41, depending on the dataset and the chosen models 

(Mao et al., 2018; Bakker & Heskes, 2003; Zhang et al., 2017). These results are in line with the 

model accuracies observed for the static baseline models utilized in this work. By leveraging a 

multi-task stacked LSTM framework, we observe sizable improvements in predictive accuracy. 

In addition to the MTL framework, we used a self-attention mechanism to further act as a 

weighting scheme for modeling student’s sequential gameplay data. We did not see substantial 

improvements from this self-attention mechanism. A potential explanation for this could be that 

each of the 17 tasks in the predictive modeling problem are influenced by different parts of the 

input sequence. Students are likely to gain knowledge throughout their interaction with the 

CRYSTAL ISLAND game-based learning environment. Therefore, predictions about the collection of 

tasks, each corresponding to a single item from the content knowledge post-test, may rely fully on 

the entire gameplay sequence. We constructed the attention mechanism as part of the shared weight 

portion of the model architecture, and it was an alternative to using attention for each unique task. 

This was due to insufficient data and the computational expense that task-specific attention would 
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require. Because of this, attention may be forcing equal weighting across the game sequence 

because the tasks as a whole demand it. 

It is notable that we did not see a benefit of using uncertainty weighting estimation over 

unweighted MTL models. Simulations on the uncertainty weighted loss weights shed light on this 

finding by demonstrating that the range of optimal loss weights is constrained when each of the 

tasks has a similar base rate, which is true in our dataset. These results suggest that when tasks in 

a multi-task framework possess similar base rates, the simpler method of equal weighting of tasks 

is as effective as more complex uncertainty-weighted methods. 

Overall, results show that multi-task stacked LSTMs are an effective framework for 

predictive student modeling in educational games, and therefore, they show significant promise 

for enabling run-time support functionalities to enhance student learning in adaptive learning 

environments. Specifically, they enable personalized support, such as feedback and hints, that 

proactively intervene when a learner is trending toward a negative outcome. This support can also 

be targeted toward specific concepts and skills addressed by individual test items captured in the 

multi-task model. MTL is broadly applicable to predictive student modeling tasks, so long as they 

feature assessments with multiple questions, as is common in educational settings. Furthermore, 

MTL is likely to be most effective as the communality of test items decreases. Finally, predictive 

student models can also serve as a type of formative assessment, providing an “early warning 

system” for teachers that enables re-allocation of attention toward those students who need the 

most help. 
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CHAPTER 7 

EARLY PREDICTION 

This chapter introduces an early prediction approach that informs the dissertation. The work in this 

chapter is based on Geden et al. (2021) and evaluates the approach on the CRYSTAL ISLAND – 

REFLECTION data corpus. The methods, including data processing techniques and creation of the 

machine learning models, inform the unified framework.  

In this study, we incorporate student-written responses to in-game reflection prompts using 

word embedding methods for early prediction of student learning. We extract features from 

students’ reflections in an unsupervised fashion by using GloVe and ELMo pre-trained word 

embeddings (Pennington et al., 2014; Peters et al., 2018), which have been shown to yield 

significant benefits in automated text analytics. GloVe word embeddings are generated using a co-

occurrence matrix derived from a large corpus of text. ELMo embeddings are generated with 

stacked bi-directional LSTMs and capture additional information related to the specific context in 

which a word was used. By using word embeddings that are pre-trained on a large text corpus, we 

are able to capture complex syntactic and semantic characteristics of students’ natural language 

reflections from a comparatively small dataset.  

We compare predictive models that use word embedding representations to models that do 

not incorporate student reflection features using a range of supervised learning techniques, 

including deep recurrent neural networks, ensemble techniques, and several traditional 

classification algorithms (e.g., naïve Bayes, k-nearest neighbor, support vector machines). In 

addition to evaluating model accuracy, we measure the success of early prediction models by 

evaluating the standardized convergence point and convergence rate of each model (Min et al., 

2020; Blaylock & Allen, 2003; Min et al., 2016). Results point toward the promise of leveraging 
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features extracted from students’ reflection processes to devise predictive student models that can 

inform adaptive support in game-based learning environments. 

7.1. Methods 

While students played CRYSTAL ISLAND – REFLECTION, the game automatically time-stamped and 

logged their gameplay actions. Similar to Min, Mott, Rowe, et al. (2017), we encoded students’ 

in-game actions in terms of several components. The first component was the completion of any 

of the eight key milestones within the game (e.g., talked to the camp nurse, submitted a diagnosis 

for the epidemic). The second component was the action type, which denoted whether the student 

had moved to a new location, conversed with an NPC, read a virtual book or article, completed a 

problem-solving milestone (e.g., submitting a correct diagnosis worksheet), used the testing 

equipment in the virtual laboratory, or recorded notes in the diagnosis worksheet. In this study, the 

data included nine action types. The third component of an in-game action was the action 

argument, which varied based upon the action type. Action arguments included the titles of virtual 

books, the names of NPCs with whom the student conversed, the type of food object the student 

tested in the virtual laboratory, and the content entered into the diagnosis worksheet. The data 

included 95 different action arguments. The fourth component of an in-game action encoding was 

the location where the action occurred. The data included 24 non-overlapping, discrete locations 

in the virtual environment. Finally, three of the features were count-based action arguments that 

pertained to only a specific action type (e.g., number of edits in the diagnosis worksheet). In total, 

this yielded 130 distinct action features (8 milestones, 24 locations, 95 binary actions, 3 count-

based actions). We represent actions with a one-hot encoding of each action component (i.e., action 

type, action argument, action location) to produce 127 binary features and three count-based 
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features. Each encoded action also included the timestamp for the action’s occurrence during a 

gameplay session. 

Reflective Writing Processing. Students’ written responses to the reflection prompts underwent 

a series of pre-processing steps. First, punctuation was removed and all text was converted to 

lowercase. Next, misspellings were identified and corrected with a plausible candidate that was 

found within a Levenshtein (edit) distance of two. Incorrectly spelled words for which a plausible 

correction could not be found were removed. Word embeddings for each response were computed 

using one of two methods: 300-dimensional GloVe embeddings (Pennington et al., 2014) or 1024-

dimensional ELMo embeddings (Peters et al., 2018). These embedding sizes were chosen because 

they are the most similar in size—the largest pre-trained GloVe embeddings are of size 300, and 

the smallest pre-trained ELMo embeddings are of size 1024. GloVe generates word embeddings 

based on non-sparse elements of a global co-occurrence matrix through a log-bilinear regression 

on a local context window. ELMo generates context specific word embeddings through 

concatenating the output of the top layer of stacked bi-directional LSTMs. We utilized the final 

hidden layer of the ELMo language model to derive embeddings. 

A single representation of each reflection response was then created by averaging the word-

level embeddings (Wieting et al., 2016; Adi et al., 2017). Word embeddings were averaged along 

each dimension across all words included in a student’s written reflection. The limited sample size 

made the averaged word embedding approach advantageous compared to a sequential 

representation of the word embeddings, because a sequential approach (e.g., GRU, LSTM) would 

require learning many more model parameters. Additionally, averaging word embeddings has been 

shown to perform similarly or better than more complex methods across a number of datasets 

(Shen et al., 2018). These average word embeddings differentiated between reflection responses 
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based on the words used and the structure of the response. For example, responses that included 

statements that were structurally similar to “I have learned...disease/illness...I plan to…” had 

similar embeddings, as did responses that contained phrases like “tested positive for 

pathogenic/nonpathogenic bacteria/virus” (see Figure 7.1). Finally, a single representation of the 

student’s overall reflections at the time of model prediction was created by averaging their mean 

reflection embeddings across all reflection prompts to which they had responded. For example, if 

the student, at the 16-minute mark, had responded to two reflection prompts, then their reflection 

features would be the average of their two word-level averaged embeddings up to that point. At 

time points prior to the student’s first reflection prompt, a zero-vector was used. 
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Figure 7.1. t-SNE visualizations of embedding-based representations of student reflections: (a) 

GloVe embedding t-SNE plot, (b) ELMo embedding t-SNE plot, (c) Example student reflections. 

7.2 Results 

All models were constructed in Python using Keras and Scikit-learn (Pedregosa et al., 2011). 

Model training and evaluation were conducted using 10-fold cross-validation on the student-level. 

The outcome variable was a binary indicator derived from a median split of post-test scores 

(low/high performance). The median post-test score was 7, and the split exhibited an approximate 

bimodal distribution (see Figure 7.2). By using this outcome variable, the predictive student 

modeling task centered on predicting student knowledge at the end of the session, rather than 
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predicting the change in knowledge during the session. The input features for the models consisted 

of each question from the emotions questionnaire (k=16), pre-test questions (k=17), and a one-hot 

encoding of student gameplay actions (k=131). The predictive accuracy of the models was 

compared across three conditions, which varied in their utilization of reflection feature data: no 

reflection data, GloVe embeddings of reflection data (k=300), and ELMo embeddings of reflection 

data (k=1024). The conditions incorporating the reflection embeddings also included the self-

report Likert item asking about the student’s problem-solving progress. 

Figure 7.2. Histogram of student post-test scores. 

Student performance on the post-test was predicted at two-minute intervals of gameplay as 

well as at the conclusion of the game. Given that large sections of the game involve reading text, 

this time interval allows for the inclusion of several game actions and events within each prediction 

interval. For each interval, we used a cumulative representation of student data up to that point. 

For example, the first interval’s prediction was based upon the first two minutes of gameplay for 

each student. The second interval’s prediction was based upon the first four minutes, and so on. 

The construction of the gameplay intervals caused students with long gameplay durations to be 

overrepresented during training compared to students who solved the problem scenario quickly. 

To counterbalance this effect, within each training fold, the training data was sampled with 
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replacement so that all students had the same number of instances. Early prediction was evaluated 

using standardized convergence point with no penalty (Min et al., 2016) and convergence rate 

(Blaylock & Allen, 2003), as well as several standard classification metrics (i.e., F1 score, 

precision, recall, AUC, and accuracy). Standardized convergence point is the proportion of the 

sequence of predictions which had converged, with 0 indicating the sequence never converged and 

1 indicating an entirely accurate sequence. Convergence rate is the proportion of sequences with 

an accurate final prediction when utilizing the entirety of the student’s data. 

Several classification algorithms were compared across each of the embedding conditions 

(no reflection features, GloVe embeddings of reflection, ELMo embeddings of reflection): 

majority classifier, naïve Bayes, k-nearest neighbors (KNN), linear support vector machine 

(LinearSVM), logistic least absolute shrinkage and selection operator (LASSO), random forest, 

and Adaboost. The input features were the pre-test items, the sum of the one-hot encoded gameplay 

features, elapsed game time, and the reflection embeddings. All features were standardized within 

the 10-fold cross-validation, and then hyperparameter tuning of non-neural classification models 

occurred on an additional internal 10-fold cross-validation. The internal cross-validation split the 

training set into a training and validation set which were iteratively used to evaluate a range of 

model hyperparameters. 

In addition, a recurrent neural network was evaluated that utilized a sequential 

representation of the gameplay features. The neural network consisted of a gated recurrent unit 

(GRU; Cho et al., 2014) for the gameplay features and a fully connected layer for the concatenation 

of the pre-test and reflection features. The output of the GRU and fully connected layers were then 

concatenated and propagated into an additional fully connected layer before the output layer 

(Figure 7.3). 
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Figure 7.3. Recurrent neural network architecture for predictive student modeling with student 

reflections. 

For regularization, dropout was applied after the GRU and both fully connected layers at a 

rate of 0.66 (Srivastava et al., 2014). The model was optimized with RMSprop, and training was 

terminated through early stopping with a patience of 5 or a maximum of 50 epochs. Early stopping 

used a validation split from the training data within the 10-fold cross-validation. The number of 

units in both fully connected layers was selected through hyperparameter tuning based on the 

validation data across 16, 32, 64, and 128 units. The number of units selected from hyperparameter 

tuning for the fully connected layer following the pre-test/reflection concatenation and the fully 

connected layer following GRU were 32/32 for the no-embedding model, 64/16 for the GloVe 

embedding model, and 128/128 for the ELMo embedding model. Finally, an ensemble was created 

using predictions from all seven models (e.g., naïve Bayes, KNN, linear SVM) using hard voting. 

The results for each model using either no-embeddings, GloVe embeddings, or ELMo embeddings 

are respectively presented in Tables 7.1, 7.2, and 7.3. 

The accuracy of the predictions across each interval of a student’s sequence from the best 

early prediction model, the ensemble of models with ELMo embeddings, is presented in Figure 

7.4. Generally, predictions look to stabilize after the first 20 minutes of gameplay with the 

exception of a set of students whose predictions continued to oscillate throughout the entirety of 

their sequence of predictions. There were several students whose predictions never reached an 

accurate prediction throughout the entire sequence. However, no discernible characteristics were 
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found that distinguished this set of students from the larger set of students (e.g., no significant 

differences in pre-test performance or questionnaires). 

Table 7.1. Early prediction models for classification on post-test without reflection data. 

 Early Prediction Overall Classification 

Models 

Standardized 

Convergence 

Point 

Convergence 

Rate 

F1 

Score 
Precision Recall Accuracy AUC 

Majority .44 .55 .71 .55 1.0 .55 .50 

Naive Bayes .61 .61 .48 .58 .42 .59 .58 

KNN .40 .66 .62 .63 .62 .65 .65 

LinearSVM .44 .68 .65 .69 .61 .70 .69 

LASSO .45 .63 .62 .67 .58 .68 .67 

Random 

Forest 
.51 .56 .49 .55 .44 .58 .57 

Adaboost .52 .56 .52 .53 .51 .57 .56 

Sequential 

NN 
.37 .66 .58 .66 .52 .66 .62 

Ensemble .47 .62 .63 .67 .59 .68 .67 
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Table 7.2. Early prediction models for classification on post-test using GloVe embeddings for 

reflection data. 

 Early Prediction Overall Classification  

Models 

Standardized 

Convergence 

Point 

Convergence 

Rate 

F1 

Score 
Precision Recall Accuracy AUC 

Majority .44 .55 .71 .55 1.0 .55 .50 

Naive Bayes .59 .60 .43 .60 .34 .59 .58 

KNN .41 .67 .61 .62 .60 .65 .64 

LinearSVM .46 .71 .61 .65 .57 .66 .65 

LASSO .43 .70 .62 .66 .58 .67 .66 

Random 

Forest 
.53 .61 .46 .55 .40 .57 .56 

Adaboost .57 .61 .48 .51 .45 .55 .54 

Sequential 

NN 
.41 .71 .67 .66 .68 .69 .69 

Ensemble .43 .74 .63 .67 .58 .68 .67 
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Table 7.3. Early prediction models for classification on post-test using ELMo embeddings for 

reflection data. 

 Early Prediction Overall Classification 

Models 

Standardized 

Convergence 

Point 

Convergence 

Rate 

F1 

Score 
Precision Recall Accuracy AUC 

Majority .44 .55 .71 .55 1.0 .55 .50 

Naive Bayes .56 .69 .58 .59 .57 .62 .62 

KNN .36 .72 .67 .66 .69 .70 .70 

LinearSVM .44 .73 .73 .71 .75 .75 .75 

LASSO .40 .73 .70 .74 .66 .74 .73 

Random 

Forest 
.45 .69 .60 .61 .59 .64 .64 

Adaboost .43 .69 .58 .63 .53 .65 .64 

Sequential 

NN 
.37 .74 .68 .68 .68 .71 .71 

Ensemble .41 .77 .71 .74 .69 .75 .74 
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Figure 7.4. Early prediction accuracy by student for the ensemble model using ELMo 

embeddings of reflection. Sorted by length for interpretability. 

7.3. Discussion 

Game-based learning environments show significant promise by providing adaptive learning 

experiences to individual students, but the effectiveness of adaptive learning experiences is 

dependent upon access to accurate, reliable student models. Predictive student modeling is critical 

for building effective adaptive learning environments, enabling the delivery of student-specific 

coaching and feedback. We examined several machine learning models for early prediction of 

student post-test scores within a game-based learning environment, CRYSTAL ISLAND. The 

predictive models utilized three alternate feature representations incorporating word embedding-

based encodings of student reflection data: no reflection features, GloVe embeddings of reflection, 

and ELMo embeddings of reflection. The linear SVM model and an ensemble consisting of seven 
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models (e.g., naïve Bayes, recurrent neural network, linear SVM) that utilized ELMo embeddings 

of student reflection data demonstrated the best performance on overall classification accuracy and 

convergence rate, and substantially improved performance on F1 score and standardized 

convergence point relative to baseline models. The ensemble model achieved superior early 

prediction accuracy, while the linear SVM demonstrated superior overall accuracy. 

The incorporation of features extracted from student reflections provided a substantial 

improvement to the model’s predictive performance when utilizing ELMo embeddings. However, 

the GloVe embeddings provided little additional benefit compared to the no reflection feature 

representation. The large difference in classification accuracy across the GloVe and ELMo 

embeddings of reflection could be due to the additional capability of ELMo to encode contextual 

information into the feature representation. Through the use of contextual representations, ELMo 

is able to effectively disambiguate word sense, unlike GloVe, which forces a single representation 

for polysemous words. These results indicate that the incorporation of an additional information 

channel based upon student reflection text-based responses contributes toward the creation of 

predictive student models and student reflections can assist in inducing more effective predictive 

models. Additionally, the utilization of word embeddings allows for the integration of students’ 

written reflection responses to reflection prompts without requiring resource intensive annotation 

by subject matter experts on the breadth and depth of the student’s reflections. 

The best performing models varied significantly across the six evaluation metrics. 

Standardized convergence point results revealed limited variability across the three different 

feature representations, while convergence rate, F1 score, AUC, and accuracy all varied 

substantially. Given the use of a median split for post-test score, it was not surprising to see similar 

model selection across the accuracy and F1 score. Convergence rate consistently selected different 
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models from the standardized convergence point, indicating a tradeoff between how early a model 

can get an accurate prediction and how reliably the early predictions are accurate. These results 

show the benefit of evaluating early prediction models using a diverse set of metrics, including 

convergence metrics borrowed from the research literature on planning and goal recognition (Min 

et al., 2020; Blaylock & Allen, 2003; Min et al., 2016). 

Predictive student modeling has great potential to satisfy the requirements of adaptive 

learning environments by providing efficient, accurate, and reliable student models. The creation 

of predictive models that leverage automatically generated representations of student reflections 

circumvents the need for resource-intensive annotations of students’ natural language writing in 

the assessment process. The improved accuracy of early prediction models that utilize word 

embedding representations of student reflection allows for game-based learning environments that 

confidently adapt to student actions early in their problem-solving experience, thus providing 

greater opportunity to support the student. For example, if the predictive student model indicates 

that a student will perform poorly after 15 minutes, it may recognize that the student has missed 

several critical resources in the game, triggering a prompt to the student directing their attention 

toward the missed resources. Conversely, a confident prediction about student knowledge that 

occurs near the end of a student’s gameplay session has limited utility, because there is limited 

opportunity remaining to intervene by providing adaptive coaching and support. Generally, early 

prediction models that can accurately and efficiently predict student learning outcomes offer the 

ability to alert instructors or drive adaptive scaffolding features to provide assistance to struggling 

students. 
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CHAPTER 8 

UNIFIED FRAMEWORK FOR MULTIMODAL LEARNING ANALYTICS AND 

PREDICTIVE STUDENT MODELING IN GAME-BASED LEARNING 

Chapters 5, 6, and 7 have demonstrated the promise of several predictive student modeling 

approaches for game-based learning environments. Multimodal learning analytics has the ability 

to improve the performance of predictive models of post-test scores and student interest compared 

to unimodal baselines (Emerson, Cloude, et al., 2020). Further, early prediction models that 

incorporate distributed representations of student reflections during learning have improved the 

ability to predict post-test scores at earlier points during the students’ gameplay compared to 

models that use gameplay alone (Geden et al., 2021). Finally, deep, multi-task predictive models 

outperform single-task models of student performance on individual post-test questions (Geden et 

al., 2020). Each of these approaches has been evaluated on one student population and game-based 

learning environment. 

This chapter extends the current work by presenting a unified predictive student modeling 

framework that integrates the multimodal, multi-task, and early prediction approaches previously 

introduced. Additionally, this chapter investigates the framework’s predictive capacity across 

multiple student populations and game-based learning environments. Specifically, CRYSTAL 

ISLAND – SENSOR-BASED and CRYSTAL ISLAND – REFLECTION are used. For CRYSTAL ISLAND – 

SENSOR-BASED, we extract features from students’ gameplay, eye gaze, and facial expressions 

using techniques previously explored in Chapters 5 and 6. For CRYSTAL ISLAND – REFLECTION, 

we extract features from students’ gameplay and reflections using similar techniques as introduced 

in Chapter 7. We compare predictive models that use different combinations of the modalities and 

data fusion techniques to evaluate the set of hypotheses of this dissertation. Because of similarities 
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between the two game-based learning data corpora described in Chapter 4, we also investigate the 

use of transfer learning. Transfer learning aims to leverage information from one “source” task or 

domain and apply the learned knowledge to a “target” task or domain (Pan & Yang, 2010). 

We investigate different methods of information transfer from a source corpus to a target 

corpus and compare these approaches against models that only use information from the target 

corpus. Transfer learning can be achieved in many ways, and we employ an unsupervised learning 

technique, where a representation of the shared modality, gameplay, is pre-trained on prior 

students’ gameplay data and subsequently applied to a separate target corpus. Additionally, we 

compare models that do not leverage previous gameplay data and therefore only train on the 

current target corpus’ gameplay, models that apply a pre-trained gameplay model, and models that 

fine-tune a pre-trained gameplay model on the current corpus’ gameplay data. In each 

experimental setting, student interest and post-test score performance are predicted. All models for 

each experiment are evaluated using both early prediction metrics as well as standard classification 

metrics. Results point toward the promise of a unified framework that combines multimodal data, 

multi-task learning, and early prediction. Further, results suggest that in cases where there are 

common sources of data between corpora, there are ways to leverage shared information to boost 

model performance.  

8.1 Methods 

To investigate the efficacy of the unified predictive student modeling framework in game-based 

learning, we first describe the data processing for each corpus and how this data was used for 

analysis. We then describe the predictive models used and each experimental comparison. 
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8.1.1 Data Processing 

In this analysis, we used data from both the CRYSTAL ISLAND – SENSOR-BASED (n=61) and the 

CRYSTAL ISLAND – REFLECTION (n=118) corpora to investigate the applicability of this framework 

to different student populations and different versions of the same game-based learning 

environment. As described in Chapter 4, both sets of students from each corpus answered similar 

pre- and post-test surveys, and there were a few differences in the experimental setup and game. 

We first code and score students as described below. Many of the methods use the previous 

techniques outlined in Chapters 5-7. 

Student Knowledge. To capture prior knowledge of microbiology, we first encoded the students’ 

total correct answers on the pre-test for both CRYSTAL ISLAND – SENSOR-BASED (M=9.54, 

SD=2.36) and CRYSTAL ISLAND – REFLECTION (M=6.79, SD=2.73) using a binary representation 

for each question. Similarly, we calculated the total number of correct answers on the post-test for 

both CRYSTAL ISLAND – SENSOR-BASED (M=11.81, SD=2.40, min=6.0, max=17.0) and CRYSTAL 

ISLAND – REFLECTION (M=7.37, SD=3.35, min=2.0, max=16.0) to operationalize student 

knowledge, and we included these data as target variables in our predictive models. We utilized 

the overlapping pre- and post-test questions from each corpus to use a fixed set of labels and input, 

resulting in 17 pre- and post-test questions each. For the post-test target variable for each corpus, 

we converted the predictive task into a classification by splitting the post-test scores into two 

groups defined by a median split, where each group contained one-half of the sample scores. Next, 

we assigned participants to either a low or high post-test performance group. For CRYSTAL ISLAND 

– SENSOR-BASED, the low group was defined as a score of below 12.0 (27 students), and the high 

group was defined as a score above or equal to 12.0 (34 students). For CRYSTAL ISLAND – 

REFLECTION, the low group was defined as a score of below 7.0 (52 students), and the high group 
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was defined as a score above or equal to 7.0 (66 students). We chose to split the data using this 

method over the continuous post-test values (and more granular splits such as tertile splits) because 

of the limited sample size. 

Student Interest. Using the same Intrinsic Motivation Inventory (IMI; Ryan, 1982) Interest and 

Enjoyment subscale as described in Chapter 5, we encoded student interest for both CRYSTAL 

ISLAND – SENSOR-BASED (M=4.65, SD=1.39) and CRYSTAL ISLAND – REFLECTION (M=5.07, 

SD=1.23). Similar to the median split process described for student knowledge, we split students 

into low or high interest groups based on these scores. For CRYSTAL ISLAND – SENSOR-BASED, the 

low group was defined as a score of below 4.86 (34 students), and the high group was defined as 

a score above or equal to 4.86 (27 students). For CRYSTAL ISLAND – REFLECTION, the low group 

was defined as a score of below 5.29 (56 students), and the high group was defined as a score 

above or equal to 5.29 (62 students). 

Facial Expression Recognition and Feature Representation. To encode students’ facial 

expressions of emotions with CRYSTAL ISLAND – SENSOR-BASED, we used the same encoding of 

student facial expressions of emotions as described in Chapter 5. Each action unit (AU) was 

processed to derive a total duration each student spent exhibiting the given AU. In addition to the 

duration of each AU activation, we also computed the total number of times each AU was exhibited 

by each student. To compute the total number of AU occurrences, we counted the number of times 

each AU surpassed an intensity threshold of 0.5 for longer than a duration threshold of 0.5 seconds 

(Sawyer et al., 2017). This approach reduces the effect of noise in the sensor measurements. There 

were 40 total features extracted from students’ facial expression: a total duration and the total event 

count for each possible AU. As this is an early prediction setting, each feature was computed 

cumulatively over time to enable model predictions at incremental moments in student gameplay. 
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Gaze-Based Entity Tracking and Eye Tracking Feature Representation. To encode students’ 

eye gaze data from CRYSTAL ISLAND – SENSOR-BASED into predictive models, we used similar 

data processing techniques as described in Chapter 5. During interactions with the game, the 

software responsible for logging student eye gaze data records fixations on each possible type of 

in-game object. In the game, there are 145 unique in-game objects. Instead of using the eight broad 

categories of objects that Chapter 5 introduced, we used the fixations on each individual game 

object. This was done differently to allow feature reduction techniques to find optimal, data-driven 

features rather than manual groupings. In processing these fixations, we calculated the total 

duration that each student spent fixating upon each of the objects. We also computed the total 

number of fixation events for each student on each game object. Using both the counts and the 

fixation durations, this resulted in 290 total features for students’ eye gaze. Each feature was 

computed cumulatively over time, enabling early prediction at incremental moments in gameplay. 

Reflective Writing Processing. In CRYSTAL ISLAND – REFLECTION, students’ written responses 

to the reflection prompts were encoded using the same pre-processing steps as outlined in Chapter 

7. Specifically, we used one of two methods to embed each written reflection response: 300-

dimensional GloVe embeddings (Pennington et al., 2014) or 1024-dimensional ELMo embeddings 

(Peters et al., 2018). A single representation for each student’s overall reflections at the time of 

prediction was created to enable early prediction by averaging their mean reflection embeddings 

across the reflection prompts to which they had responded. 

Gameplay Features. Both the CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – 

REFLECTION corpora include gameplay data captured from students as they interact with the game 

environment. There are slight differences in the possible gameplay actions in the two versions, so 

for these analyses, we kept the common characteristics of gameplay in each version to enable a 
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shared representation of gameplay data. Using the same encoding procedure as outlined in 

Chapters 5-7, we encoded students’ gameplay actions using several components: milestone 

completion, action type, action arguments, and action location. Specifically, each action is 

represented by a concatenation of one-hot encoded vectors for each action component. We then 

sum the sequence of these concatenated one-hot vectors up to the point of prediction. This yielded 

a count-based feature vector with 130 features, where the counts identify how many times each 

type of action and the corresponding components occurred in the sequence. Each feature vector 

also included the current time elapsed from the start of the game. 

8.1.2 Multimodal Predictive Modeling 

To investigate the unified multimodal, multi-task, early prediction student modeling framework, 

we built predictive models of student knowledge and interest that were informed by the data 

described above. Using the available multimodal data from each corpus, we classified students 

into low and high groups for their post-test and interest scores. In the CRYSTAL ISLAND – SENSOR-

BASED corpus, Pearson correlations indicated non-significant relationships between the post-test 

and interest scores (r=0.16, p=0.23). However, Pearson correlations did indicate significant 

relationships between post-test and interest scores in the CRYSTAL ISLAND – REFLECTION corpus 

(r=0.23, p<0.05). We compared different sets of multimodal predictive classifiers trained on the 

data from students who learned with CRYSTAL ISLAND – SENSOR-BASED (n=61) and CRYSTAL 

ISLAND – REFLECTION (n=118) separately. For CRYSTAL ISLAND – SENSOR-BASED, the total 

number of features includes 40 related to facial expression, 290 related to eye gaze, and 130 related 

to gameplay, for a total of 460 possible multimodal features per student. For CRYSTAL ISLAND – 

REFLECTION, the total number of features includes either 300 or 1024 related to the reflection text 

and 130 related to gameplay, resulting in a total of 430 or 1154 possible multimodal features per 
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student. In addition to the multimodal features, each model also used data from the surveys prior 

to student gameplay, as described in Chapter 4. This included the 16 questions from the emotions 

questionnaire and 17 questions from the pre-test. The training of each predictive model for each 

corpus was conducted using 5-fold cross-validation at the student-level, allowing all 61 or 118 

students to be used for training and testing. This means that 80% and 20% of the students were in 

the training and testing sets for each fold, respectively, and there was no overlap of students in 

each training and testing set to avoid data leakage. 

To account for the high number of possible features in the models, we performed feature 

reduction with principal component analysis (PCA) in several ways to reduce the chance of 

overfitting. Within each cross-validation fold, we performed one of three possible PCA reductions: 

no PCA performed (i.e., no feature reduction), PCA performed on each input modality separately, 

and PCA on the input modalities jointly. When PCA was performed, the dimensions were reduced 

to either 32 or 64. These values were chosen because they work well in PCA settings for prior 

work (Min et al., 2021). To determine the optimal method of applying PCA across the multimodal 

dataset, we use two variations of feature-level data fusion. The first approach is performed by 

concatenating all features from each modality, and then performing PCA on this set to generate a 

final set of either 32 or 64 total features. In the second approach, PCA was performed on each 

modality’s feature set separately, generating sets of 32 or 64 features per modality, which were 

then concatenated prior to training the student model. These varying data fusion techniques allow 

for the complex inter- and intra-modal relationships to be leveraged during model training and 

prediction. When reporting the results of the multimodal predictive models for a specific 

combination of modalities, we will report the results from the data fusion technique (i.e., the PCA 

reduction details) that performed the best rather than reporting the performance of each possible 



  97 

 

data fusion technique. The rationale for this decision is that our work focuses on the contribution 

of different sets of modalities rather than the specific data fusion technique to process these 

modalities. Moreover, we treat the data fusion techniques in a similar way to how we treat the 

hyperparameters for the predictive models, where the technique with the highest performance is 

reported, but the technique itself is less important. 

Student performance on the post-test and their interest score was predicted at two-minute 

intervals of gameplay as well as at the conclusion of the game. For each interval, we used a 

cumulative representation of the student data up to that point. In this analysis, we used the random 

forest (RF) classification algorithm for each predictive model. This algorithm was chosen because 

its implementation in the Scikit-learn package supports both single-task learning and multi-task 

learning (Pedregosa et al., 2011). That is, we can train an individual RF classifier to predict either 

post-test performance or interest, and we can also use an individual RF classifier to predict both 

outcome variables. Its performance in previous work proved to be competitive for related tasks 

(Emerson et al., 2018; Geden et al., 2020), and using a single model for all comparisons allows for 

a fair experimental design. This allowed for easier comparison between the modality combinations 

and processing conditions using a single set of classification algorithms. The input features to each 

classifier were the pre-test items, the cumulative representations of the combination of modalities 

(i.e., a combination of facial expressions, eye gaze, gameplay, and reflection text depending on the 

experimental setting and modality availability), and elapsed game time. Each of the cumulative 

multimodal features were scaled first by elapsed game time. All features were then standardized 

within the 5-fold cross-validation, and then hyperparameter tuning of the classifiers occurred on 

an additional internal 3-fold cross-validation. The internal cross-validation split the training set 

into a training and validation set, which were iteratively used to evaluate a range of model 
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hyperparameters, including the minimum samples required per leaf node and the total number of 

trees.  

8.1.3 Transfer Learning 

To evaluate the effectiveness of transferring information from one source corpus to another target 

corpus in the multimodal predictive models, we constructed an unsupervised model of the shared 

modality between corpora: gameplay. Because both the CRYSTAL ISLAND – SENSOR-BASED and 

CRYSTAL ISLAND – REFLECTION corpora consisted of student gameplay with the same feature 

representation, it is possible to construct a model that learns a new, reduced feature set for this 

modality and apply it to a new target corpus. This idea is similar to the use of pre-trained language 

models (e.g., GloVe, ELMo) that have been previously employed in this dissertation, where we 

apply the pre-trained language model to domain-specific text and achieve a distributed vector 

representation of that text. Intuitively, a larger source corpus of gameplay data will allow for a 

more expressive unsupervised model to be trained, and this model can then be applied to new 

target corpora. We used a standard autoencoder, a type of neural network where the model attempts 

to reconstruct the input from a learned latent representation, to be used as the unsupervised learning 

method. The representation learned by the innermost hidden layer of the autoencoder can then be 

used as a feature reduction technique, similar to the PCA method previously described. The 

advantage of the autoencoder is that the parameters and architecture of the neural network can be 

saved after training to be used for a future application (e.g., fine-tuning). In this analysis, we 

compared the use of an autoencoder on the gameplay data from each corpus separately. 

Specifically, we compared three conditions: (1) training an autoencoder from “scratch” on the 

current target corpus without leveraging any information from another source corpus (i.e., no 

transfer), (2) applying an autoencoder that was first pre-trained on the source corpus’ gameplay 
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data (similar to applying a pre-trained language model to a new text corpus), and (3) fine-tuning 

an autoencoder that was first pre-trained on the source corpus’ gameplay data on the current target 

corpus’ gameplay data (similar to fine-tuning a language model on a new domain-specific text 

corpus).  

For Condition 1 (no transfer), the autoencoder is trained on the training data from the 

current target corpus. The encoder component of this autoencoder is then used to encode both the 

training and test data from the target corpus. Finally, the RF classifier is trained on this encoded 

representation and the features from any additional modalities. For Condition 2 (transfer without 

fine-tuning), the autoencoder is trained on all of the gameplay data from the source corpus and the 

trained encoder component is used to encode both the training and testing gameplay data from the 

target corpus. The RF classifier is then trained on this representation as it was with Condition 1. 

For Condition 3 (transfer with fine-tuning), the autoencoder is trained on all of the gameplay data 

from the source corpus, and then the autoencoder is further trained on the training data from the 

target corpus. The fine-tuned encoder is now used to encode both the training and testing gameplay 

data from the target corpus, and the RF classifier is trained and evaluated on this encoded data. 

Each autoencoder was constructed with a total of three hidden layers of dimensions 64, 32, and 

64, meaning the innermost layer learned has a dimensionality of 32 (Figure 8.1). The models were 

optimized with Adam (Kingma & Ba, 2014), and training was terminated through early stopping 

with a patience of 5 or a maximum of 100 epochs. If being trained from scratch or being fine-tuned 

from a previously trained model, the early stopping within the autoencoder used a validation split 

from the training data within the 5-fold cross-validation. However, if the autoencoder was being 

pre-trained on a different corpus, the model used the entire corpus of gameplay data. For each of 
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the transfer learning experiments, we did not use any other feature reduction techniques in addition 

to the autoencoder (i.e., no PCA was performed in addition to the autoencoders for any modality). 

 
Figure 8.1. Architecture of the autoencoders used for each comparison. The network has three 

hidden layers, where h1 (64) and h2 (32) are the number of hidden nodes in the respective layers. 

m and r represent the number of connections between each corresponding layer. The encoder and 

decoder are symmetrical, and the encoder can be extracted once the full network is trained. 

 

8.2 Results 

To examine how well each combination of students’ multimodal data classifies student post-test 

performance and interest in either a single-task or multi-task setting, models were designed to 

predict these scores at each 2-minute interval in gameplay sessions. To compare the results of the 

predictive models, we report the cross-validation metrics for each model. The critical metrics for 

this dissertation include metrics from both early prediction (standardized convergence point and 

convergence rate) and standard classification metrics (F1 score, precision, recall, accuracy, and 

AUC). For comparison between the combinations of modalities and single-task versus multi-task, 

we condense the set of compared metrics to be standardized convergence point (SCP) and F1 score 

as the primary metrics to be representative of the overall model performance for each condition. 

Thus, for each model, we report the early prediction metrics of the best performing model in terms 
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of SCP across all possible data fusion and PCA reduction techniques. Similarly, we report the 

classification metrics of the model with the highest F1 score across all possible data fusion 

techniques. We chose to use these two metrics as the primary representatives of model 

performance because they balance the most important aspects of making accurate predictions in 

this setting. SCP aims to identify model performance at early stages in the prediction sequence, 

where it is critical to make accurate predictions in real-time settings. F1 score aims to summarize 

how well the model is predicting with respect to each class. For this setting, understanding how 

the models perform with respect to both low/high post-test performance and low/high interest is 

critical for identifying struggling students. Therefore, these metrics help account for key desired 

characteristics of the early prediction models. 

8.2.1 CRYSTAL ISLAND – SENSOR-BASED 

We first report the performance of the predictive models with different combinations of modalities 

for classifying student post-test score performance and interest for CRYSTAL ISLAND – SENSOR-

BASED in Tables 8.1 and 8.2, respectively. For each table, both the single-task performance and 

the multi-task performance are shown. For each modality configuration, we report the best 

performance as determined by SCP and F1 score, and the statistical significance for the metrics 

are based on these. The best performing data fusion techniques and PCA reduction dimensions 

varied across all modality configurations, so we do not report these aspects of the best performing 

modality configurations. In all tables, we bold the statistically significant best performing models 

in terms of standardized convergence point (SCP) and F1 score. The * notation indicates the model 

is statistically significantly better in performance for that measure in comparison to the gameplay-

only model. For multi-task models, the ^ notation indicates that the model outperforms the best 

performing single-task model, and there is a statistically significant difference. We only used the 
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statistical tests to compare the best performing MTL models to the best performing STL models 

to reduce the overall number of statistical tests. All statistical tests were conducted using the one-

sided Wilcoxon signed-rank test between the performance of the models in each cross-validation 

fold. This test is a non-parametric test used because the results from each fold cannot be assumed 

to be normally distributed. As mentioned previously, lower SCP means better convergence, while 

higher F1 score means better performance. 

Table 8.1. Post-test score prediction results for CRYSTAL ISLAND – SENSOR-BASED. * indicates 

the model outperforms the gameplay-only model and ^ indicates the MTL model outperforms the 

best STL model (p < 0.05). g, e, and f represent gameplay, eye gaze, and facial expressions, 

respectively. 

Single-Task 

Modalities SCP CR F1 Precision Recall Accuracy AUC 

Maj. Class 0.531 0.540 0.694* 0.532 1.00 0.532 0.500 

{g} 0.554 0.524 0.628 0.534 0.762 0.547 0.533 

{e} 0.503* 0.597 0.682* 0.643 0.725 0.625 0.619 

{f} 0.593 0.508 0.557 0.502 0.626 0.475 0.467 

{g, e} 0.541 0.600 0.659 0.591 0.746 0.594 0.586 

{e, f} 0.655 0.525 0.609 0.522 0.732 0.504 0.491 

{g, f} 0.507* 0.599 0.715* 0.645 0.801 0.610 0.596 

{g, e, f} 0.590 0.542 0.598 0.540 0.669 0.525 0.517 

Multi-Task 

{g} 0.557 0.508 0.647 0.588 0.719 0.587 0.576 

{e} 0.461*^ 0.667 0.699* 0.647 0.759 0.644 0.638 

{f} 0.556 0.576 0.620 0.540 0.728 0.530 0.518 

{g, e} 0.491* 0.567 0.662 0.591 0.752 0.595 0.587 

{e, f} 0.572 0.610 0.614 0.524 0.740 0.508 0.495 

{g, f} 0.500* 0.642 0.693* 0.638 0.758 0.642 0.592 

{g, e, f} 0.583 0.576 0.614 0.516 0.757 0.497 0.481 
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Table 8.2. Interest prediction results for CRYSTAL ISLAND – SENSOR-BASED. * indicates the 

model outperforms the gameplay-only model and ^ indicates the MTL model outperforms the 

best STL model (p < 0.05). g, e, and f represent gameplay, eye gaze, and facial expressions, 

respectively. 

Single-Task 

Modalities SCP CR F1 Precision Recall Accuracy AUC 

Maj. Class 0.579 0.492 0.000 0.000 0.000 0.498 0.500 

{g} 0.600 0.471 0.603 0.543 0.679 0.552 0.551 

{e} 0.698 0.433 0.573 0.524 0.632 0.517 0.514 

{f} 0.593 0.559 0.636 0.576 0.710 0.581 0.571 

{g, e} 0.556* 0.653 0.717* 0.630 0.832 0.630 0.625 

{e, f} 0.595 0.593 0.636 0.555 0.745 0.555 0.543 

{g, f} 0.554* 0.661 0.702* 0.586 0.874 0.610 0.595 

{g, e, f} 0.552* 0.653 0.717* 0.623 0.844 0.649 0.639 

Multi-Task 

{g} 0.575 0.524 0.607 0.546 0.684 0.556 0.556 

{e} 0.714 0.417 0.542 0.505 0.586 0.493 0.491 

{f} 0.551 0.590 0.632 0.559 0.728 0.562 0.550 

{g, e} 0.514*^ 0.650 0.692* 0.638 0.756 0.635 0.621 

{e, f} 0.580 0.610 0.630 0.557 0.724 0.580 0.570 

{g, f} 0.514*^ 0.661 0.698* 0.617 0.802 0.634 0.625 

{g, e, f} 0.473*^ 0.680 0.769*^ 0.691 0.868 0.681 0.650 

 

8.2.2 CRYSTAL ISLAND – REFLECTION 

We now report the performance of the predictive models with different combinations of modalities 

for classifying student post-test score performance and interest for CRYSTAL ISLAND – REFLECTION 

in Tables 8.3 and 8.4, respectively. For each table, we again report both the single-task 

performance and the multi-task performance. For each modality configuration, we report the best 

performance as determined by SCP and F1 score, and the statistical significance for the metrics 
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are based on these. The best performing data fusion techniques and PCA reduction dimensions 

again varied across all modality configurations with no consistent best performing technique. 

Table 8.3. Post-test score prediction results for CRYSTAL ISLAND – REFLECTION. * indicates the 

model outperforms the gameplay-only model and ^ indicates the MTL model outperforms the 

best STL model (p < 0.05). g and t represent gameplay and reflection text, respectively. 

Single-Task 

Modalities SCP CR F1 Precision Recall Accuracy AUC 

Maj. Class 0.474 0.559 0.709 0.549 1.00 0.549 0.500 

{g} 0.525 0.639 0.681 0.641 0.727 0.631 0.622 

{t} 0.438* 0.653 0.756* 0.674 0.859 0.695 0.677 

{g, t} 0.422* 0.695 0.726* 0.669 0.794 0.671 0.658 

Multi-Task 

{g} 0.524 0.588 0.688 0.583 0.839 0.587 0.563 

{t} 0.394* 0.653 0.740* 0.669 0.828 0.681 0.665 

{g, t} 0.428* 0.737 0.749* 0.670 0.849 0.688 0.670 

 

Table 8.4. Interest prediction results for CRYSTAL ISLAND – REFLECTION. * indicates the model 

outperforms the gameplay-only model and ^ indicates the MTL model outperforms the best STL 

model (p < 0.05). g and t represent gameplay and reflection text, respectively. 

Single-Task 

Modalities SCP CR F1 Precision Recall Accuracy AUC 

Maj. Class 0.596 0.517 0.673* 0.507 1.00 0.507 0.500 

{g} 0.669 0.529 0.559 0.505 0.625 0.529 0.526 

{t} 0.564* 0.604 0.627* 0.608 0.649 0.590 0.592 

{g, t} 0.577* 0.592 0.634* 0.610 0.660 0.626 0.625 

Multi-Task 

{g} 0.658 0.529 0.587 0.543 0.640 0.538 0.535 

{t} 0.510*^ 0.644 0.649* 0.612 0.688 0.585 0.587 

{g, t} 0.507*^ 0.632 0.695*^ 0.640 0.761 0.636 0.646 
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8.2.3 Transfer Learning for CRYSTAL ISLAND – SENSOR-BASED 

Next, we report the performance of the transfer learning experiments for CRYSTAL ISLAND – 

SENSOR-BASED. Tables 8.5 and 8.6 illustrate the performance for post-test score and interest, 

respectively, but we now include instances where an autoencoder was used on the gameplay 

modality. For fair comparison, we conducted transfer learning only the modality combinations that 

include the gameplay modality. The non-transfer (NT) condition is compared to the transfer 

conditions of pre-trained (TP) and fine-tuned (TF). 
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Table 8.5. Post-test score prediction results with transfer for CRYSTAL ISLAND – SENSOR-BASED. 

* indicates the model outperforms the non-transfer (NT) model, and ^ indicates the MTL model 

outperforms the best STL model (p < 0.05). g, e, and f represent gameplay, eye gaze, and facial 

expressions, respectively. 

Single-Task 

Modalities, Transfer SCP CR F1 Precision Recall Accuracy AUC 

{g} - TF 0.568* 0.550 0.620* 0.609 0.632 0.588 0.585 

{g} - TP 0.597 0.542 0.607 0.607 0.608 0.598 0.595 

{g} - NT 0.608 0.508 0.567 0.521 0.619 0.508 0.504 

{g, e} - TF 0.702 0.533 0.619 0.549 0.709 0.579 0.572 

{g, e} - TP 0.651* 0.633 0.648* 0.583 0.730 0.584 0.575 

{g, e} - NT 0.715 0.483 0.588 0.543 0.643 0.505 0.507 

{g, f} - TF 0.529* 0.608 0.663* 0.599 0.654 0.566 0.556 

{g, f} - TP 0.540 0.611 0.540 0.503 0.583 0.526 0.520 

{g, f} - NT 0.584 0.553 0.592 0.546 0.647 0.529 0.523 

{g, e, f} - TF 0.663 0.542 0.575 0.520 0.643 0.519 0.538 

{g, e, f} - TP 0.659 0.492 0.587 0.509 0.692 0.506 0.493 

{g, e, f} - NT 0.669 0.542 0.577 0.515 0.654 0.513 0.503 

Multi-Task 

{g} - TF 0.565* 0.606 0.669* 0.623 0.722 0.620 0.613 

{g} - TP 0.551* 0.591 0.630 0.597 0.667 0.584 0.578 

{g} - NT 0.605 0.524 0.623 0.607 0.641 0.588 0.585 

{g, e} - TF 0.575* 0.573 0.643* 0.578 0.724 0.607 0.579 

{g, e} - TP 0.622 0.567 0.628 0.572 0.697 0.566 0.559 

{g, e} - NT 0.656 0.517 0.603 0.527 0.702 0.574 0.564 

{g, f} - TF 0.527* 0.559 0.664* 0.594 0.749 0.541 0.535 

{g, f} - TP 0.529* 0.578 0.666* 0.604 0.740 0.551 0.555 

{g, f} - NT 0.585 0.536 0.598 0.547 0.658 0.532 0.525 

{g, e, f} - TF 0.649 0.525 0.611 0.538 0.707 0.525 0.514 

{g, e, f} - TP 0.647 0.576 0.586 0.528 0.658 0.510 0.501 

{g, e, f} - NT 0.630 0.576 0.615 0.538 0.719 0.526 0.514 
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Table 8.6. Interest prediction results with transfer for CRYSTAL ISLAND – SENSOR-BASED. * 

indicates the model outperforms the non-transfer (NT) model, and ^ indicates the MTL model 

outperforms the best STL model (p < 0.05). g, e, and f represent gameplay, eye gaze, and facial 

expressions, respectively. 

Single-Task 

Modalities, Transfer SCP CR F1 Precision Recall Accuracy AUC 

{g} - TF 0.630* 0.560 0.516 0.483 0.554 0.479 0.478 

{g} - TP 0.676 0.524 0.511 0.489 0.535 0.486 0.486 

{g} - NT 0.698 0.524 0.520 0.484 0.562 0.479 0.479 

{g, e} - TF 0.768 0.433 0.599* 0.566 0.637 0.447 0.445 

{g, e} - TP 0.712* 0.467 0.542 0.500 0.593 0.487 0.484 

{g, e} - NT 0.783 0.400 0.536 0.489 0.592 0.474 0.471 

{g, f} - TF 0.679 0.471 0.563 0.494 0.654 0.466 0.456 

{g, f} - TP 0.611* 0.522 0.608* 0.531 0.711 0.518 0.508 

{g, f} - NT 0.673 0.475 0.554 0.509 0.606 0.521 0.513 

{g, e, f} - TF 0.669 0.525 0.631 0.553 0.733 0.548 0.538 

{g, e, f} - TP 0.616 0.593 0.641 0.550 0.768 0.548 0.536 

{g, e, f} - NT 0.643 0.559 0.656 0.566 0.781 0.570 0.558 

Multi-Task 

{g} - TF 0.589*^ 0.592 0.573* 0.555 0.592 0.549 0.548 

{g} - TP 0.697 0.540 0.501 0.480 0.524 0.476 0.476 

{g} - NT 0.709 0.460 0.466 0.447 0.486 0.440 0.440 

{g, e} - TF 0.640* 0.567 0.641*^ 0.605 0.682 0.594 0.591 

{g, e} - TP 0.679* 0.533 0.637 0.596 0.686 0.583 0.580 

{g, e} - NT 0.741 0.500 0.553 0.511 0.602 0.501 0.499 

{g, f} - TF 0.667 0.475 0.564 0.524 0.681 0.521 0.512 

{g, f} - TP 0.599* 0.542 0.593 0.543 0.652 0.569 0.562 

{g, f} - NT 0.653 0.542 0.566 0.502 0.650 0.541 0.534 

{g, e, f} - TF 0.673 0.576 0.614 0.540 0.712 0.529 0.520 

{g, e, f} - TP 0.700 0.525 0.612 0.533 0.720 0.521 0.511 

{g, e, f} - NT 0.646 0.542 0.619 0.545 0.718 0.536 0.526 
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8.2.4 Transfer Learning for CRYSTAL ISLAND – REFLECTION 

Next, we report the performance of the transfer learning experiments for CRYSTAL ISLAND – 

REFLECTION. Tables 8.7 and 8.8 illustrate the performance for post-test score and interest, 

respectively, but we now include instances where an autoencoder was used on the gameplay 

modality. For fair comparison, we conducted transfer learning only the modality combinations that 

include the gameplay modality. 

Table 8.7. Post-test score prediction results with transfer for CRYSTAL ISLAND – REFLECTION. * 

indicates the model outperforms the non-transfer (NT) model, and ^ indicates the MTL model 

outperforms the best STL model (p < 0.05). g and t represent gameplay and reflection text, 

respectively. 

Single-Task 

Modalities, Transfer SCP CR F1 Precision Recall Accuracy AUC 

{g} - TF 0.473 0.681 0.667 0.640 0.697 0.622 0.615 

{g} - TP 0.477 0.664 0.679 0.650 0.711 0.635 0.628 

{g} - NT 0.476 0.681 0.673 0.644 0.705 0.628 0.621 

{g, t} - TF 0.423* 0.681 0.752* 0.690 0.827 0.684 0.677 

{g, t} - TP 0.464 0.720 0.734 0.663 0.822 0.673 0.657 

{g, t} - NT 0.473 0.626 0.700 0.641 0.770 0.663 0.645 

Multi-Task 

{g} - TF 0.451 0.681 0.677 0.642 0.717 0.628 0.620 

{g} - TP 0.457 0.681 0.680 0.649 0.714 0.634 0.627 

{g} - NT 0.479 0.639 0.670 0.635 0.708 0.621 0.612 

{g, t} - TF 0.504* 0.669 0.731* 0.654 0.828 0.648 0.628 

{g, t} - TP 0.501* 0.661 0.731* 0.656 0.828 0.647 0.627 

{g, t} - NT 0.553 0.603 0.675 0.651 0.800 0.605 0.609 

 

  



  109 

 

Table 8.8. Interest prediction results with transfer for CRYSTAL ISLAND – REFLECTION. * 

indicates the model outperforms the non-transfer (NT) model, and ^ indicates the MTL model 

outperforms the best STL model (p < 0.05). g and t represent gameplay and reflection text, 

respectively. 

Single-Task 

Modalities, Transfer SCP CR F1 Precision Recall Accuracy AUC 

{g} - TF 0.682 0.513 0.508 0.517 0.499 0.503 0.503 

{g} - TP 0.690 0.495 0.520 0.515 0.524 0.501 0.500 

{g} - NT 0.671 0.555 0.550 0.546 0.553 0.534 0.533 

{g, t} - TF 0.620* 0.625 0.593* 0.621 0.568 0.612 0.612 

{g, t} - TP 0.613* 0.634 0.576* 0.614 0.543 0.605 0.606 

{g, t} - NT 0.686 0.585 0.522 0.547 0.500 0.660 0.645 

Multi-Task 

{g} - TF 0.699 0.454 0.491 0.500 0.482 0.485 0.485 

{g} - TP 0.687 0.487 0.505 0.518 0.493 0.504 0.504 

{g} - NT 0.667 0.487 0.500 0.511 0.490 0.496 0.496 

{g, t} - TF 0.579* 0.676 0.624* 0.626 0.621 0.619 0.619 

{g, t} - TP 0.590* 0.685 0.613* 0.640 0.589 0.629 0.630 

{g, t} - NT 0.724 0.534 0.474 0.516 0.438 0.506 0.507 

 

8.3 Discussion 

In this series of analyses, we investigated the effectiveness of combining the multimodal, multi-

task, early prediction components described in Chapters 5-7 into a single, unified framework. The 

goal of the framework is to classify students’ post-test score performance and interest in the 

CRYSTAL ISLAND game-based learning environment. Using available multimodal data streams 

from the CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – REFLECTION corpora, we 

investigated the degree to which different combinations of modalities performed in classification 

models of the two target variables, both in a single-task and multi-task setting. Additionally, we 

evaluated the ability of each of these models to make accurate predictions at early points within 

students’ gameplay. Our results indicated that multimodal data can accurately predict both 



  110 

 

students’ post-test scores and interest. Additionally, multi-task models were able to improve results 

in many cases when predicting student interest as compared to single-task models but did not 

markedly improve performance when predicting post-test scores. 

8.3.1 Performance of Multimodal Models of Post-Test Scores and Interest 

For both predicting post-test scores and interest, we evaluated baseline models that only 

incorporated student gameplay data. The results in Table 8.1 for CRYSTAL ISLAND – SENSOR-

BASED indicate that in the single-task setting, both the unimodal model of eye gaze-only and the 

multimodal model of gameplay and facial expressions outperformed this gameplay-only baseline 

in both the SCP and F1 score metrics. This finding is supported by the analyses in Chapter 5, where 

the same combinations of modalities were more predictive of post-test performance than 

gameplay-only in terms of accuracy.  

It is noteworthy that the findings support the previous results from Chapter 5 that the 

combination of all three available modalities may be inhibitive for predicting post-test scores. 

However, for predicting interest, we found that several different combinations of modalities 

outperformed the gameplay-only baseline (Table 8.2). Specifically, the gameplay plus eye gaze, 

gameplay plus facial expressions, and gameplay plus eye gaze and facial expressions combinations 

all outperformed the gameplay-only single-task model in terms of both SCP and F1 score. This is 

a somewhat different finding than shown in the interest results in Chapter 5, where only the 

gameplay plus eye gaze combination outperformed the gameplay baseline. We hypothesize that 

this new result occurred due to the feature reduction process and combination of features from 

modalities in ways that capture the correlations and synchrony between features from different 

modalities.  
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For CRYSTAL ISLAND – REFLECTION, the findings in Tables 8.3 and 8.4 reflect the same 

notion that by incorporating another modality in addition to gameplay, the early prediction models 

are better able to predict both post-test scores and interest, respectively. For this corpus, by adding 

reflection text as an additional modality to gameplay, the models are statistically better in terms of 

both SCP and F1 score. This finding is similar to the finding in Chapter 7, where models 

incorporating reflection text and gameplay outperformed gameplay alone for predicting post-test 

scores. There are two additional interesting findings from these tables that are worth discussing. 

First, reflection text alone in an early prediction model outperforms gameplay for predicting both 

post-test score performance and interest. It is possible that the models are better able to use direct 

feedback from students about their learning process (rather than students’ in-game actions) as 

indicators of their knowledge and interest in the game. A game-based learning environment 

equipped with information about both students’ gameplay and reflection text appears to be capable 

of making accurate predictions about students’ post-test scores and interest. These two sources of 

information provide a broad outlook of a student’s experience, as their reflections are a more direct 

representation of the student’s learning process, whereas the gameplay data can indicate different 

aspects of the student’s experience. Specifically, student reflection is a deliberate process that 

requires thought, while their gameplay actions can be more exploratory or incidental at times. 

Second, the difference in performance between the post-test score models and interest 

models is much greater in CRYSTAL ISLAND – REFLECTION than it is for CRYSTAL ISLAND – 

SENSOR-BASED. Specifically, in CRYSTAL ISLAND – REFLECTION, the models of student post-test 

are slightly better than the models of student post-test scores in CRYSTAL ISLAND – SENSOR-BASED, 

and the opposite relationship is true for models of student interest. The key differences between 

the two corpora could influence this disparity. It is possible that in the case of predicting post-test 
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performance, using student reflection text is more predictive than either eye gaze or facial 

expressions, when added to gameplay data. This is somewhat intuitive, because students are asked 

to reflect on their learning process and are directly providing information about what they know. 

This may not be the case for interest, however. Student facial expressions and eye gaze may be 

better at capturing affective states such as boredom or frustration, which may be more related to 

their interest levels in the game when compared to their reflection text. Because students are 

prompted for reflections about their learning process and not explicitly about their interest in the 

game, this is a somewhat intuitive result. As discussed in Chapter 5, if more than one modality is 

available and provides insight that results in accurate predictions, then this information can be 

useful for adaptive feedback to students.  

8.3.2 Performance of Multi-Task Models of Post-Test Scores and Interest 

For both predicting post-test scores and interest, we compared the performance of multi-task 

models of student post-test score and interest to their single-task counterparts as baselines. The 

results in Tables 8.1 and 8.2 for CRYSTAL ISLAND – SENSOR-BASED indicate that multi-task 

learning does not improve predictive performance significantly for post-test score prediction, but 

it does help significantly for interest prediction. In general, the same combination of modalities 

are predictive in the MTL setting compared to the STL setting for the respective target variables. 

However, these two tables indicate that predicting interest with MTL yields more improvement 

over STL models due to the joint prediction of post-test scores and interest. This finding highlights 

the connection between post-test scores and student interest in game-based learning, which aligns 

with previous theory (Ryan & Deci, 2000). 

For CRYSTAL ISLAND – REFLECTION, the findings in Tables 8.3 and 8.4 are also in support 

of multi-task models of student interest but not so for post-test scores. Specifically, there are no 
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statistically significant differences between the best performing STL and MTL models for 

predicting post-test score performance in this corpus, but there are statistically significant 

differences in the models of student interest. This finding from both corpora could indicate that by 

also forecasting what a student knows, the models are better able to detect how interested they are 

in the game itself. This could be because students are more likely to be interested in their 

experience if they are learning about the subject matter. For example, perhaps students who are 

predicted as low knowledge prior to playing but are able to significantly learn have higher interest 

scores. This relationship would then be useful to know in the MTL setting. Further, the joint 

relationships between the input variables (i.e., multimodal data) and these learning-related 

outcomes are complex as found in Chapter 5, and it is unsurprising that a model predicting both 

interest and post-test scores would be improved over the single-task variation. It is somewhat 

surprising that the MTL model predicting post-test score performance is not significantly improved 

compared to the STL version. This is perhaps due to the STL models of post-test score performance 

already being at extremely competitive levels.  

These findings have broad implications for predictive student modeling in game-based 

learning environments. While MTL was more useful in enhancing the predictions of student 

interest, Chapter 6 of this dissertation found that as the number of tasks increases, predictive 

performance also increases for these tasks. In this chapter, we represented student knowledge as a 

single binary variable. It is also possible to represent student knowledge by the student’s mastery 

of individual concepts, or as Chapter 5 argued, by the student’s predicted responses to individual 

post-test questions. For further improving the MTL results in predicting student knowledge, 

splitting the post-test performance variable into multiple variables could prove fruitful. This also 
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would enable adaptive feedback mechanisms to pinpoint with which specific areas the predictive 

model thinks the student needs teacher support. 

8.3.3 Performance of Transferred Models of Post-Test Scores and Interest 

A final goal of this dissertation was to investigate how the unified multimodal, multi-task, early 

prediction framework can be leveraged from one domain (i.e., the source corpus) and applied to 

another (i.e., the target corpus). To evaluate this idea, we leveraged the input information that was 

shared between the two domains: gameplay data. Because both CRYSTAL ISLAND – SENSOR-BASED 

and CRYSTAL ISLAND – REFLECTION share the same core game-based learning environment, the 

gameplay logs from each corpus are very similar. Further, the two corpora have distinct 

characteristics beyond the gameplay modality, which makes it very difficult to share information 

besides the gameplay modality. To leverage information between the two corpora, we trained an 

autoencoder on the gameplay from a source corpus and applied the pre-trained model to the target 

corpus as a way of applying a feature reduction that had been previously trained. We compared 

the use of no transfer (NT) to transfer with two variations: 1) applying the pre-trained gameplay 

model to the current corpus’ gameplay data as-is (TP), and 2) fine-tuning the pre-trained gameplay 

model to the current corpus’ gameplay data in its training set (TF). 

Tables 8.5 and 8.6 illustrate the performance of these conditions for CRYSTAL ISLAND – 

SENSOR-BASED. The relationships between multimodal data versus unimodal data and MTL versus 

STL remain the same, but we do note that by transferring the representation of the gameplay 

modality, we see a statistically significant increase in the predictive performance for both post-test 

scores and interest in many cases. In particular, we notice the biggest increase in performance 

when there are fewer modalities overall, meaning that gameplay is relied on more heavily for the 

prediction. We note that for the results in these two tables for both transfer cases (P and F), the 
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autoencoders were first trained on the gameplay data from CRYSTAL ISLAND – REFLECTION 

(n=118), which is a corpus of nearly double the size as CRYSTAL ISLAND – SENSOR-BASED (n=61). 

This increase in performance in this direction is a common characteristic of unsupervised machine 

learning models that were first trained on larger corpora. This is often seen in the field of natural 

language processing, where language models (e.g., GloVe, ELMo) are first trained on extremely 

large text corpora. We note that the performance of the full set of modalities does not improve in 

the transferred setting, indicating that the models are more heavily relying on information from 

the sensor-based modalities compared to the gameplay modality. It is also noteworthy that both 

transfer conditions outperform the non-transfer condition at various points, with no clear best 

approach when multiple modalities are used. However, when gameplay is the only modality 

present, a transfer approach that involves fine-tuning appears to be superior in terms of the SCP 

and F1 score metrics.  

Tables 8.7 and 8.8 illustrate the performance of the transfer learning experiments for 

CRYSTAL ISLAND – REFLECTION. This means that for both transfer conditions (P and F), the 

autoencoders were trained first on gameplay data from CRYSTAL ISLAND – SENSOR-BASED and 

either applied as-is or fine-tuned on the new gameplay data, respectively. While it appears that 

models that transfer the gameplay representation outperform the non-transfer models for both post-

test score and interest prediction for the multimodal combinations, we note that the gameplay-only 

models do not benefit from transfer. This finding is supported by the earlier point concerning the 

sizes of the two corpora. The CRYSTAL ISLAND – SENSOR-BASED corpus is much smaller, so a 

model first trained on this corpus is less likely to boost performance of a model that is trained and 

evaluated on a much larger corpus. It is noteworthy, however, that the models incorporating both 

gameplay and reflection text are improved by leveraging gameplay data from the CRYSTAL ISLAND 



  116 

 

– SENSOR-BASED corpus. This is likely due to the models more heavily relying on text for these 

predictive tasks and benefiting from the richness of the previous corpus. As a general point, the 

transfer appears to be much more effective when first pre-training on the CRYSTAL ISLAND – 

REFLECTION corpus and applying the gameplay representation from the autoencoder to the 

CRYSTAL ISLAND – SENSOR-BASED corpus compared to the opposite direction.  

The transfer results highlight the promise of using similar data that was collected from a 

previous version of the game-based learning environment. More broadly, when there are limited 

modalities available, it is critical to leverage information from other source corpora to improve 

predictive model performance. This could be used in several cases. For example, in online courses 

or a classroom setting with limited resources, students may interact with a version of the game-

based learning environment that does not support sensor-based modalities. However, gameplay 

data is very feasible to capture even in online settings and can therefore still be leveraged in 

predictive modeling, and more importantly, gameplay data from previous data collections can be 

leveraged in predictive models for the new set of students. Software that logs student gameplay 

data is also less prone to being noisy compared to sensors such as eye trackers and physiological 

sensors, which can be susceptible to mistracking, calibration errors, and hardware malfunctions. 
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CHAPTER 9 

CONCLUSION 

Predictive student models enable game-based learning environments to adapt to individual 

students’ needs in real-time. The models must be accurate and reliable. Advances in sensor-based 

technologies and natural language processing introduce the opportunity to leverage multimodal 

data channels in game-based learning environments. Together with gameplay behavior traces, 

these data channels not only enable predictive models to achieve high predictive accuracy for both 

student post-test performance and interest, but also can provide insight into student learning 

processes. Predictive models that have access to this information could thereby guide real-time 

scaffolding in game-based learning. We have investigated individual components of a unified 

predictive student modeling framework for game-based learning that integrates multimodal 

learning analytics, multi-task learning, and early prediction. 

9.1 Hypotheses Revisited 

This dissertation investigated the following thesis statement: 

A predictive student model that incorporates multimodal learning analytics, multi-task 

learning, and early prediction can accurately predict student knowledge and interest in 

game-based learning environments and furthermore can be applied to multiple student 

populations and multiple game-based learning environments. 

As part of this investigation, we evaluated the hypotheses below. In each case, the models are 

evaluated via early prediction performance (convergence rate and standardized convergence point) 

and through standard prediction metrics (accuracy, AUC, and F1 score), using 5-fold cross-

validation. 
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• Hypothesis 1: The early prediction student modeling framework that incorporates 

multimodal data from each domain will outperform models that use gameplay alone. 

o Hypothesis 1.1: Specifically, in CRYSTAL ISLAND – SENSOR-BASED, models 

that incorporate a combination of eye gaze, facial expression, and gameplay 

will outperform models that use gameplay alone. 

For predicting post-test scores, the single-task models that use facial 

expressions and gameplay significantly outperform those that use gameplay 

alone. The multi-task models that use either eye gaze or facial expressions in 

addition to gameplay significantly outperform gameplay alone.  

For predicting interest scores, both the single-task and multi-task models that 

use any additional modalities with gameplay significantly outperform those that 

use gameplay alone. 

This hypothesis is accepted. 

o Hypothesis 1.2: Similarly, in CRYSTAL ISLAND – REFLECTION, models that 

incorporate reflection text in addition to gameplay will outperform models that 

use gameplay alone. 

For predicting post-test scores, the single-task and multi-task models that use 

both reflection text and gameplay significantly outperform those that use 

gameplay alone. 

For predicting interest scores, the single-task and multi-task models that use 

both reflection text and gameplay significantly outperform those that use 

gameplay alone. 

This hypothesis is accepted. 
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• Hypothesis 2: The early prediction student modeling framework that incorporates 

multi-task learning to jointly predict both student post-test scores and interest will 

outperform baseline single-task models that predict these outcome variables separately. 

Model performance will be evaluated on each target variable, again using early 

prediction metrics and standard prediction metrics via 5-fold cross-validation on each 

corpus. 

In both CRYSTAL ISLAND – SENSOR-BASED and CRYSTAL ISLAND – REFLECTION, the multi-

task model performance on post-test scores is not consistently significantly better than 

that of the single-task models for this task. However, in both data corpora, the multi-

task model performance on interest scores is consistently significantly greater than that 

of the single task models. 

As a result, this hypothesis is partially accepted. MTL improved performance in 

predicting interest, but it did not significantly improve performance in predicting post-

test scores. 

• Hypothesis 3: Leveraging the predictive framework in one domain and applying the 

model architecture or weight initializations to the target domain will yield higher 

predictive accuracy in the target domain when compared to a model that does not use 

this information: 

o Hypothesis 3.1: After training the predictive student modeling framework on 

the CRYSTAL ISLAND – SENSOR-BASED corpus, leveraging the trained predictive 

framework and fine-tuning it with the CRYSTAL ISLAND – REFLECTION corpus 

will result in higher predictive accuracy for CRYSTAL ISLAND – REFLECTION 
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when compared to the individually trained CRYSTAL ISLAND – REFLECTION 

framework. 

o Hypothesis 3.2: After training the predictive student modeling framework on 

the CRYSTAL ISLAND – REFLECTION corpus, leveraging the trained predictive 

framework and fine-tuning it with the CRYSTAL ISLAND – SENSOR-BASED 

corpus will result in higher predictive accuracy for CRYSTAL ISLAND – SENSOR-

BASED when compared to the individually trained CRYSTAL ISLAND – SENSOR-

BASED framework. 

Training an autoencoder on the source gameplay data from CRYSTAL ISLAND – 

SENSOR-BASED and applying the learned encoding to the target gameplay data 

from the CRYSTAL ISLAND – REFLECTION corpus resulted in statistically 

significant improvements in the performance of the post-test and interest 

models for CRYSTAL ISLAND – REFLECTION. Both applying the encoding as-is and 

fine-tuning it on the new target gameplay data yielded improved results. 

Similarly, training an autoencoder on the source gameplay data from CRYSTAL 

ISLAND – REFLECTION and applying the learned encoding to the target gameplay 

data from the CRYSTAL ISLAND – SENSOR-BASED corpus resulted in statistically 

significant improvements in the performance of the post-test and interest 

models for CRYSTAL ISLAND – SENSOR-BASED. Both transfer conditions yielded 

improved results. Notably, the results using CRYSTAL ISLAND – REFLECTION as 

the source corpus improved the predictions for CRYSTAL ISLAND – SENSOR-BASED 

as the target corpus more than the opposite direction. 

As a result, this hypothesis is accepted. 
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9.2 Summary 

This dissertation has presented a predictive student modeling framework for game-based learning 

environments. The core components of this framework include multimodal learning analytics, 

multi-task learning, and early prediction. Multimodal learning analytics has shown improved 

performance for predicting student knowledge and interest in a game-based learning environment 

for microbiology education, CRYSTAL ISLAND, compared to approaches that do not leverage 

multimodal data. MTL with stacked LSTMs has shown improved performance for predicting 

student knowledge on post-test questions in CRYSTAL ISLAND compared to approaches that do not 

incorporate MTL or deep learning. Finally, predictive student models that incorporate word 

embedding representations of student written reflections are able to accurately predict student 

learning outcomes at early points in the student’s interaction with the game-based learning 

environment. These three components have been each individually investigated with the CRYSTAL 

ISLAND data corpora. 

This dissertation extends these components further by developing a unified framework 

consisting of the three components: multimodal learning analytics, multi-task learning, and early 

prediction. When combined, the unified framework was evaluated on each CRYSTAL ISLAND 

corpus individually. Subsequently, approaches to improve the predictive performance of the 

framework by transferring the trained model from one corpus to another were also investigated. 

The framework was evaluated through the use of early prediction convergence metrics as well as 

standard performance metrics on all predictions. Evaluations demonstrated that by using an 

autoencoder to encode the gameplay data from one game-based learning corpus and applying the 

encoding to the other corpus improved predictive model results for predicting both post-test scores 

and interest. These findings, and the overall unified predictive student modeling framework, 
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advances the field of predictive student modeling by creating a unified framework that enables 

adaptive and personalized learning. 

9.3 Future Work 

The findings presented here suggest several promising directions for future work. First, it will be 

important to explore more expressive feature representations for each modality. For example, 

analyzing written reflection responses can be extended beyond the direct application of 

unsupervised word embedding methods to more explicitly extracted qualitatively relevant 

reflection features. One approach is to pre-train word embeddings of written reflections to predict 

expert annotations of reflection characteristics (e.g., depth, categories, knowledge). The word 

embeddings from the pre-trained model could then be fine-tuned in a second supervised model 

predicting student knowledge and interest. For all modalities, we used a static-based representation 

in the work reported here to both synchronize each input source and examine the relationships 

between each modality with both student post-test performance and interest after game-based 

learning. A promising alternative could be a sequential representation that adds even more 

granularity to the predictive modeling approach. This sequential model could be updated with a 

more accurate estimation of student post-test performance and interest and it could be used to 

evaluate more fine-grained early predictions of both student post-test performance and interest. 

These early predictions could then be used to adapt the game at an early point. Evaluating how 

predictions improve over time and at what point models are robust as the models incorporate more 

student data will help determine when predictions are reliable.  

Second, it will be instructive to investigate more flexible modeling techniques to achieve 

higher performance. With the insight of which features perform well in both the predictive tasks 

we presented, more sophisticated modeling techniques may be able to achieve even higher 
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accuracy. More flexible modeling techniques such as deep learning models will require more data 

to be reliable in this setting, but the findings from Chapters 6 and 7 show promise for these 

techniques. In particular, for multi-task learning, Chapter 6 explored the use of different weights 

for the loss of each predictive task. It will be important to explore how different loss functions can 

be used to combine the loss across multiple correlated (and uncorrelated) binary variables without 

requiring the assumption of independence across each task. Further research is needed on 

developing interpretable predictions for multi-task predictive student models to allow teachers to 

incorporate model feedback into classroom settings.  

Third, utilizing additional modalities, such as posture and galvanic skin response, may 

further increase predictive accuracy. Additional modalities offer the possibility of finding new 

relationships between student behaviors and their learning-related outcomes. 

Fourth, we did not measure interest during gameplay. An alternative could be to measure 

interest at different time points in student gameplay and then model relationships between 

multimodal interactions and current interest.  

Fifth, it will be important to investigate the framework’s generalizability beyond the 

CRYSTAL ISLAND game-based learning environment by studying other learning environments 

using different combinations of modalities and with different student populations.  

Sixth, to further understand both student interest and post-test performance, a future 

evaluation could explore the prediction of the continuous scores rather than discrete splits (i.e., 

binary or tertile splits). This raises the need for the development of convergence metrics for 

continuous variables.  

A final promising direction is to investigate how multimodal models can be incorporated 

into game-based learning environments to support advanced learning analytics for real-time 
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adaptive scaffolding. This would set the stage for empirically assessing the efficacy of early 

predictive models that integrate students’ multimodal data to improve student learning outcomes. 
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