
Using an Approximate Multiplier in a One-Dimensional
Array Architecture for Real-Time Convolution

by

Sunil Ashtaputre
Carla Savage

and
Wesley Snyder

Center for Communications and Signal Processing
Department of Computer Science
North Carolina State University

December 1985

cosr-TR-85/20



Abstract

In this paper, we describe a systolic design for a hardware convolver which uses

approximate rather than exact multiplication. The design would allow convolution of a

fixed kernel with a sequence of images to be performed at video rates. In the case of 3 by

3 kernels with 4-bit coefficients and 512 by 512 images with 8-bit coefficients, we estimate

that in today's technology, the entire convolver could fit on a single chip. Experimental

results are presented which show that the effects of approximate rather than exact multi

plication are very small.
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1. Introduction

The aim of this project is to investigate where and how special purpose hardware can

be used to advantage in a real-time image processing system, and to determine what kind

of software support such special purpose hardware might require. As a goal for this pro

ject, we envisage a real-time image processing system with special purpose hardware dev

ices interconnected to perform the required operations, interfaced to a host machine with

the required software support. As a step towards this goal, we have examined an opera

tion commonly used in image processing, namely, digital filtering.

The image formation model can be written as an equation

g=Hf+n

The f in the equation is the original object being photographed. Typically, the photo

graphing process introduces a blur in the system. This blur is due to causes such as lens

aberration, out-of-focus lenses, motion between the camera and the object, and atmos

pheric turbulence, and is represented by H in the above equation. In addition, the sensing

and recording processes inevitably introduce some noise in the system. The noise term is

represented by n in the above equation. Thus, g is the image that is actually recorded

and stored in a computer. The aim of digital filtering is to reconstruct an estimate of the

original object f, given the recorded image g. An example of a filter that is useful is the

inverse filter, H-1, and f can be recovered from g using the inverse filter in the absence of

noise. In this paper, we examine how the filtering operation can be performed in real

time using special purpose VLSI hardware. Our main concern is not with the design of

the filter itself, but how to perform the filtering of each image, given that the filter to be

used has been determined. In section 2, we give a brief description of the convolution

operation required in this process and motivate our study of special purpose hardware. In

section 3, we describe a feasible design, presented in [1], to perform convolutions in real

time using special purpose hardware. In section 4, we show how the above design can be

modified to perform approximate convolutions using less hardware. In section 5, we show

how a large filter can be decomposed into several smaller filters, so that the size of the

hardware chip required for filtering is independent of the size of the filter. The decompo

sition technique we outline is from [3]. In section 6, we describe the simulation experi

ments we performed to test the effect of the approximation and the decomposition on the

filtering operation. We present our conclusions in section 7.

2. Convolution

Digital filtering can be subdivided for our purposes into two parts.
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(1) Design of the filter. This includes deciding the kind of filter which is to be used,

and computing the filter coefficients.

(2) Filtering each image using the filter coefficients obtained in (1). This involves

computing the convolution of each image with the filter.

The kind of assumption that motivates such a subdivision is that there is a whole

ensemble of images that must be filtered in exactly the same way, using the same filter.

Hence, the design of the filter need not be done in real-time, but can be done a priori.

What must be done in real-time, however, is the convolution operation. This involves a

large number of computations, since real-time implies video rates of 30 images/sec, each

image consisting of 512 x 512 array of 8-bit pixels, for example.

The convolving kernel can be thought of as a two- dimensional window of

coefficients overlapping a part of the image (fig. 1). Overlapping coefficients and pixel

values are multiplied and the results are added together to produce the value of the out

put image pixel corresponding to the window center (fig. 2).

To express this mathematically, let f and g represent the image before and after con

volution, respectively. Let H be the N x N convolving kernel. then,

N-l N-l
g(m,n) = ~ ~ f(m' + i.n ' + j) * H(i,j)

i=O j=O

where

, N-1
m =m---

2

and

N-l
n' =n---

2

The above summation must be computed for every position of the window over the

image.

The convolution operation in the space domain as described above transforms

to a multiplication operation in the frequency domain. Thus, two equivalent approaches

can be taken to filtering.

(1) Convolve the space domain image with the space domain filter to obtain the space

domain filtered image. This is called convolution by direct multiplication.
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(2) Multiply the frequency domain representation of the image by the frequency domain

filter to obtain the frequency domain filtered image. This is called convolution by

frequency domain multiplication.

Typically, the space domain image and the space domain filtered image are of

interest. However, primarily because of the development of the Fast Fourier Transform

(FFT) algorithm, it is faster, in software, to perform convolutions in the frequency

domain. Thus, in software, the FFT of the space domain image is computed to obtain the

frequency domain image. This is multiplied by the frequency domain filter to obtain the

frequency domain filtered image. Finally, an inverse FFT transforms the filtered image

back to the space domain.

Convolutions performed in software as described above are not computed in real

time. As an example, it took us about 30 seconds to convolve a 512 x 512 8 bit image

with a 3 x 3 kernel on a VAX 780. To convolve a 128 x 128 floating point image with a 19

x 19 kernel required about two minutes. Real-time considerations require that 30 convo

lutions be performed every second. It is not reasonable to expect a conventional sequen

tial computer, programmed to perform convolution, to meet this real-time rate.

It may be possible to make use of a general purpose parallel computer to compute

convolutions in real-time. Alternatively, a multiprocessor environment or a configuration

of signal processors may be appropriate. A third alternative is to design some special pur

pose hardware optimized to perform convolutions in real-time. Special purpose hardware

for convolution has been investigated by several researchers, including [1] and [2] . In this

paper we explore further the idea of special purpose hardware for convolution and pro

pose some ways to make it both faster and more compact.

3. Special Purpose Hardware For Convolution

Using special purpose hardware for convolution, it is feasible to compute convolu

tions by direct multiplication in space domain. Thus, it is not necessary to transform the

image to the frequency domain.

We have examined a I-D pipelined array processor design to compute 2-D convolu

tions. This design was developed at eMU by H.T. Kung et al. [1]. The design is cellular

in nature, with one cell in the array for each coefficient in the convolving kernel. The

structure of the overall design to compute convolutions with a 3 x 3 kernel is shown in fig.

3. This generalizes naturally to N x N kernels. The internal structure of each cell is

diagrammed in fig. 4. An important feature of this design is that the throughput of the
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array IS independent of the size of the kernel (or the size of the image). Thus, the

transmission rate of the data through the array is 1 pixel/clock pulse in raster scan order,

and the width of the clock pulse is independent of the size of the kernel. This means that

a 10 x 10 convolution can be performed just as fast as a 3 x 3 convolution, after an initial

delay to fill the pipe.

Another important feature of this design IS that the multiplications and additions

are essentially separated out, so that there is no connection between A and M as defined

in fig. 4. If the above design is examined for timing considerations, it is obvious that a

clock pulse must be wide enough to allow 1 stage in the pipelined adder, 1 stage in the

pipelined multiplier, and 1 shift in the shift register, all performed in parallel. To meet

real-time rates under our assumptions, the width of the clock pulse can be at most 125 ns.

It is relatively straightforward to build adders and shift registers that are fast enough to

meet these real-time rates. Thus, the design of the multiplier is the crucial step in the

design of the array. Kung et al. propose that the multiplier be pipelined to many stages

(M), so that each stage can be performed very fast. Thus, the clock pulse can be made

narrow enough to meet real-time considerations. There are other designs for multipliers

which meet the 125 ns rate. However, the area required to layout the multiplier on a

chip is very large.

Thus, the main problem with multipliers, pipelined or otherwise, is the large amount

of chip area required if the multiplier is to process at real-time rates. Note that for an

N x N kernel, N2 multipliers will be needed, so it may be expensive to put a multiplier in

each cell of the array.

As a viable alternative to an exact multiplier in each cell, we propose the approxi

mate multiplier described in the next section. This is smaller in area and fast enough to

work in real-time; the computation results, however, will be approximate.

4. Approximate Multiplier

Assume that the coefficients in the convolving kernel are n-bits long. We first show

below that an arbitrary n-bit number can be expressed as sums and differences of at most

n/2 powers of two, with an error of at most one.

Let

be the n-bit number, where the w.'s are the bits. We assume for simplicity that n is even.
1

Two cases are possible.
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(1) At most half the bits in ware one ie, ,

I {i Iwi = I} I $;n/2

Then, w can be expressed as the sum of the corresponding powers of two, ie,

w= ~ 2i
~

(2) Otherwise, w can be expressed as

w = 2D
- ~ 2i - 1.

~

Wj=O

Note that

is expressed as sums and differences of at most n/2 powers of two, since the

number of bits in wi that are zero is strictly less than n/2, ie,

I {i I w = O} I < n/2

Thus, w can be approximated to within an additive term of one by the sum or

difference of n/2 powers of two.

In fact, by using a more sophisticated scheme, we can demonstrate that for n even,

the number of n-bit numbers which cannot be expressed exactly as sums and differences

of n/2 powers of 2 is only

2(n/2-1)

For our purposes here, we will assume that the coefficients in the convolving kernel are

4-bits long. Note, however, that all ideas which follow can be extended to longer (e.g. 8

or 16 bit) coefficients as shown above.

If a 4-bit kernel coefficient is expressed as the sum or difference of two powers of 2

then multiplication by a kernel coefficient can be performed by two shifts followed by an

add or subtract and the two shifts can be performed in parallel.

Note that this scheme is approximate because some coefficients cannot be expressed

exactly as the sum or difference of two powers of two, as shown above. In particular, for

4-bit numbers, 11 and 13 cannot be expressed this way. We could approximate 11 as 12



6

and 13 as 14 by using the approximation scheme described at the beginning of this sec

tion. (We could also approximate 11 as 10 and 13 as 12 by using a slightly different

scheme).

For performing convolution with a kernel of 4-bit coefficients, then, we propose an

approximate multiplier consisting of two shifters which work in parallel and an adder.

The area required by the approximate multiplier should be roughly half the area of a pip

lined multiplier as proposed in [1]. In today's technology, a 4-bit by 8-bit approximate

multiplier could be designed to meet real-time image processing rates [4] .

Note that approximating the coefficients, expressing them as the sum or difference of

two powers of two, deciding the amount of each shift, and deciding whether to add or

subtract need not be done in hardware but can be done off-chip before loading the

coefficients into the array. Thus, only two shifts (in parallel) followed by an add/subtract

must be done in hardware. This can be done easily at the input rate of 8 MHz.

It seems feasible, therefore, to perform convolutions in real-time using Kung's design,

modified by replacing the pipelined multiplier in each cell by an approximate multiplier

as described above. A possible approach, at this point, is to design two separate chips 

one for a single cell in the array, and a second for the buffer which holds approximately

one scan line of the image. These chips would certainly be very simple to design and lay

out. As many of these chips as needed can be interconnected to build an N x N con

volver.

Another approach is possible. As large a convolver as possible can be laid out on a

single chip. We estimate that a 3 x 3 convolver could be built on a single chip today. It

should be feasible, in the future, to build a 4 x 4 or a 5 x 5 convolver on a single chip.

We conclude, therefore, that a VLSI chip can be built to perform 3 x 3 convolutions

in real-time. The results of the convolution will be approximate.

In the next section we examine how a larger N x N convolution kernel can be decom

posed to fit the size of a given hardware convolver. This comes under the category of

software support for the special purpose hardware convolver envisaged.

5. Decomposition

In the previous sections, we have examined a design for performing small (3 x 3) ker

nel convolutions using special purpose hardware. As discussed in [1], the design is easily

expandable for performing arbitrary sized (N x N) kernel convolutions; however, the

amount of hardware required grows with N2
. If N is large, it may not be desirable to

build an N x N convolver. Further, since a given hardware convolver can only perform
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fixed size convolutions, it cannot be used to perform arbitrary sized convolutions without

preprocessing.

In this section, we examine a method to decompose an N x N kernel into (many)

smaller K x K kernels. (For example, K = 3). The advantage of using the decomposi

tion is that only a small, fixed size (K x K) hardware convolver need .be built. An arbi

trary N x N convolution can then be performed by first decomposing the N x N kernel

into many smaller K x K kernels and then performing the K x K convolutions in

hardware-either by using the same hardware convolver repeatedly, or by using several

hardware convolvers in parallel.

The decomposition algorithm that we examine is from [3] and is based on the singu

lar value decomposition (SVD) of an N x N matrix into a sum of cascaded stages of K x K

convolutions. The decomposition is diagramed below.

H = k i (HII * HI2 * ... * HIt)

+
k2 (H21 * H22 * ... * H2t )

+

+
kN (HN1 * HN2 * ... * HNt )

where H is the N x N matrix to be decomposed, each Hij is a K x K matrix, t= (N

l)/(K-l), and the k.'s, 1 sis N, are constants which depend on the eigenvalues of HH
T

.

For each i, 1 s i -s N, the quantity

kt (Hi! * Hi2 * ... *Hit )

is called a term in the decomposition. Each term is a cascaded sequence of t convolutions

of K x K kernels; the sum of N such terms as depicted above gives an exact decomposition

of H in theory.

Each term in the decomposition is an N x N matrix of rank 1, multiplied by a con-

stant k
i
. The contribution of each term to the decomposition is weighted by ki 'So By

arranging the k
i

in decreasing order, the terms can be ranked in descending order of their

contribution to H. Thus, an approximation to H can be obtained by considering fewer

than N (say p) terms in the above decomposition. Since the k i are proportional to the
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eigenvalues of HHT , a reasonable approximation to H might be obtained by summing only

the terms corresponding to the dominant eigenvalues. The advantage of using fewer than

N terms is that fewer K x K convolutions are required, leading to savings in hardware or

time.

Let Hp be the approximation of H obtained by considering the terms corresponding

to the p largest eigenvalues. A measure of the accuracy of the approximation is the mean

square error between Hand Hp (mse(H, Hp ) ) .

Let e be the normalized mean square error

mse(H,HT)

~ h«
~ IJ
H

and let 1
1

' 1
2

,." , IN be the eigenvalues sorted in non-increasing order of magnitude. Then

from [3],

e=
~+l + ~+2 + + IN

11 + 12 + IN

Note from the above discussion that for matrices with a few dominant eigenvalues, a good

approximation (small e) can be obtained by considering a small number of terms

(p < <N). Whereas, if all the eigenvalues are of about the same magnitude, using only a

few terms would result in a poor approximation. The value of p that must be used to

obtain a reasonable approximation (e within a specified constant) thus depends on the

kernel to be decomposed.

Note further that the above discussion assumes exact arithmetic; inexact arith

metic leads to additional errors in the approximation.

Other algorithms can be used to decompose an N x N matrix. Reference [3] examines

the use of several algorithms which depend on various symmetry constraints in H.

The next section describes the simulation experiments we carried out to examine the

effects on images of performing convolution using decomposition, approximate decomposi

tion, quantization, and approximate multiplication.

6. Experiments and Results

In this section, we describe the simulation experiments we carried out to test the

effects of approximating kernel coefficients and decomposing large kernels on the images

produced after convolution, and summarize the results. We first describe our experiments

to test the effects of approximating kernel coefficients. Later in this section, we describe

our experiments to test the decomposition.
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6.1 Approximating Kernel Coefficients

Let H be an NxN kernel and let H' be the kernel obtained from H by approximating

some of the coefficients of H in the manner described in section 4. For example, if H has

4-bit coefficients, H' is obtained from H by replacing every occurrence of 11 and 13 by 12

and 14, respectively. Since corresponding entries in H and H' differ by at most 1, the
difference matrix

H' -H

is a binary matrix, that is, all the entries are either 0 or 1.

Let M be a matrix to be convolved with H. Let D represent the difference between

using Hand H' to compute the convolution with M, that is,

D = H' * M - H * M

Because convolution distributes over matrix subtraction,

D = (H' - H) * M

Let Q •. be the i.j entry of the matrix H' - H and let A.. be the N x N matrix with i,j entry
IJ IJ

(l .. and all other entries O. As noted earlier, each a .. is either 0 or 1. Then D can be writ-
IJ IJ

ten as

N
D= ~

i=l

N
~ (~j * M)

j=l

Each nonzero term A.. * M is a shift of M in one of eight possible directions. Thus, D is
IJ

the sum of zero or more shifted versions of M, each shifted version corresponding to an

approximation of a coefficient in H. If, for example, H were a 3 x 3 kernel, each nonzero

term in the sum representing D would be a shift of M only one pixel wide.

If all arithmetic performed is exact, the mean square error, E, introduced by convolv

ing M with H' rather than H can be expressed as
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However, if the matrix M represents, for example, an 8-bit image, there is an addi

tional complication involved which affects the error introduced by performing convolution

with H' rather than H. The image after convolution must be scaled so that each pixel is

only 8 bits wide. (If H is a 3 x 3 kernel of 4-bit coefficients, convolution of H with M

could result in 16-bit pixel values.) When the convolved images are thus scaled by a large

constant, the difference image, D, is also scaled and the mean square error, E, introduced

by using H', becomes much smaller.

We set up our experiments to measure the mean square error (mse) introduced by

using H ' instead of H for 3 x 3 kernels of 4-bit coefficients and 128 x 128 images of 8-bit

pixels. We also examined the images visually to see if any differences were visible. Note

that because of scaling, for 8-bit pixels, the maximum value of the mse introduced can be

255. We found, in our experiments, that if the mse exceeded 20, visual differences could

be seen easily; if the mse was less than 20, differences were harder to spot, although, with

careful observation, small differences were seen for mse values as small as 10.

In our experiments, we used 10 randomly generated 3 x 3 kernels, convolved them

with 7 different images, and measured the mse introduced by the approximation. Results

typical of those we obtained are displayed in tables 1 and 2. In our experiments, the mse

was always smaller than 10. Examining the different images visually, we found that the

differences were small, and often could not be seen at all.

6.2. Decomposition

We now describe our experiments to test the effect on the convolution of images, of

decomposing large kernels into smaller kernels. In our experiments, we used 10 different 5

x 5 and 9 x 9 kernels and convolved them with 7 different images. We computed the mse

between the image obtained by convolving with the original kernel, and the image

obtained by convolving with the decomposed kernel, and also examined the images visu

ally.

In the first phase of our experiments, we computed the decomposition using floating

point numbers. We tested our data for the effect of the number of terms (p) in the

approximate decomposition on the visual results. As discussed earlier, the value of p

depends on the eigenvalues of the kernel being used. In one example, using only 2 terms

in the approximate decomposition of a 9 x 9 kernel gave good visual results (mse = 0.43);
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whereas in another example, using 2 terms for a 5 x 5 kernel led to poor visual results
(mse = 41.11).

In what follows, we assume that all terms have been used in the decomposition, that

is, p = N for an N x N kernel to be decomposed. We found that in spite of using all

terms, differences introduced by the decomposition were often large (mse on the order of

30) and could be seen quite clearly. We observed that differences seen after decomposing 9

x 9 kernels were, on the average, larger than the differences seen after decomposing 5 x 5

kernels. From this, we conclude that the decomposition works better for smaller kernels.

For larger kernels, numerical errors lead to inexact decomposition, although theory

predicts exact decomposition. Visual results ranged from good (mse = 0.43) to poor (mse

= 31.64). We found that the effect of the decomposition depended on both the kernels

and the images we used.

The above discussion assumes that the decomposition has been done using floating

point numbers, that is, the coefficients in the kernels obtained after decomposition are

floating point numbers. To implement the convolution operation in hardware, the kernel

coefficients must be quantized (to 4 bits in our case). We examined the effects of quantiz

ing the coefficients in the kernels obtained after decomposition. (Note that since the

decomposition itself is done in software, the decomposition algorithm still handles floating

point numbers; only the output of this algorithm is quantized). We measured the mse

between the images produced after convolving with the decomposed kernel and the

images produced after convolving with the decomposed, quantized kernel. We found that

the effects of quantization are always visible, and can be quite large. The average mse was

about 20 and in one case the mse was as high as 46.86. We also found that the combined

error due to quantization and inexact decomposition may not always be additive, that is,

if dmse is the mse between the image convolved with the original kernel and the image

convolved with the decomposed kernel, dqrnse is the mse between the image convolved

with the original kernel and the image convolved with the decomposed quantized kernel,

and d_dq is the mse between the image convolved with the decomposed kernel and the

image convolved with the decomposed quantized kernel,

dqrnse =I: dmse + d_dq.

In one example, decomposition followed by quantization actually gave better visual

results than just decomposition (dmse = 21.,59 > dqmse = 7.60).

We also examined the effect of performing approximate multiplication after decom

posing and quantizing the original kernel. We found that the error introduced by the

approximate multiplication was much smaller than the combined effects of quantization
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and decomposition, and could essentially be ignored.

Finally, we examined the effects of performing approximate multiplication using 5 x

5 kernels, without decomposing the kernels. Our results were qualitatively similar to

results for 3 x 3 kernels. Further, the error due to approximating coefficients in the 5 x 5

kernels was invariably smaller than the error introduced by decomposition.

The results described in this section are summarized in tables 6.1-6.4 below. Tables

6.1 and 6.2 summarize the effects of approximate multiplication; tables 6.3 and 6.4 sum

marize the effects of decomposition (without quantization). The tables show the mse

between the image convolved with the original kernel and the image convolved with the

approximated/decomposed kernel. Tables 6.1 and 6.3 show the effects of one kernel on

several different images; tables 6.2 and 6.4 show the effect of several kernels on the same

image.

7. Conclusion

In designing a multiplier for a hardware convolver, three parameters to consider are

the cycle time of the multiplier, the area of the multiplier, and the complexity of the

design. Within limits, anyone of these can be made small at the expense of increasing the

other two. Our main concern in real-time image processing is to meet the real-time rate

and therefore speed is of primary interest. Although hardware multipliers can be made

today which would be fast enough, their area and/or complexity are large. The use of

approximate multipliers in place of exact multipliers, where feasible, would lead to a

small error in computations in order to meet the real-time rate, while keeping the area

and complexity of the multiplier relatively low. The results of this paper indicate that the

effect of approximate multiplication on the convolution operation is negligible, at least for

4-bit kernel coefficients. Thus, the use of approximate multipliers in a hardware array for

convolution seems to be very promising.

To perform convolutions with large kernels by decomposing them into sums of cas

caded convolutions of fixed size convolutions does not appear very promising, at least

with the SVD decomposition algorithm we used in this paper. Such a decomposition

would allow us to use some configuration of fixed size convolution chips to perform large

convolutions. However, numeric errors introduced in performing the decomposition, com

bined with the errors introduced by restricting kernel coefficients and image pixels to be

of fixed size (4 bits and 8 bits in our study) is very large. Thus, unless a better decomposi

tion algorithm exists, we conclude that it would be better to build a large convolver to

perform large convolutions. As technology improves, it will be possible to build larger

and larger convolvers on a single chip.
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