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Abstract

Rapid loss of global biodiversity has motivated a number of recent experiments that seek to understand

how species richness affects ecosystem functioning. In the first round of studies, researchers have formed

local communities differing in richness by selecting species at random from an experimental species pool,

which is a subset of the ’regional’ collection of species. Often, the effects of local community diversity

on ecological processes (e.g., nutrient cycling or primary production) are used to draw more general

conclusions about how extinction from the regional pool might influence these and other ecosystem

functions. Here, we investigate the extent to which such extrapolations are warranted. We use a simple

numerical model to make the intuitive but important point that whenever the experimental species

pool is a non-random sample of the regional pool, the results of the typical biodiversity experiment do

not lead to valid conclusions about the broader SRF relationship for the regional collection of species.

As experimental pools are seldom a random sample of species (most studies focus on taxa that are

abundant, commercially available, or that have biological traits of particular interest), more work is

needed to assess whether conclusions to date represent generalities. We go on to outline the limited set

of circumstances under which current experimental designs can draw broader conclusions safely. Most

promisingly, we show that if the experimental pool can be considered a random subset of the regional

collection, re-sampling techniques enable inference about the broader SRF relationship on the basis of

a single study.
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Introduction

One of the central tasks confronting ecologists is the need to articulate the ecological consequences of

global biodiversity loss. In recent years, a growing number of experiments have manipulated biodiversity

explicitly in hopes of elucidating causal relationships between biodiversity and community or ecosystem

functioning (Naeem et al., 1994; Tilman et al., 1996; McGrady-Steed et al., 1997; Hooper & Vitousek

1997; Wardle et al., 1997; van der Heijden et al., 1998; Hector et al., 1999; Mulder et al., 2001;

Cardinale et al., 2003). While each experiment’s design is unique, most of these experiments have

involved combining species randomly selected from an experimental species pool into communities of

pre-designated richness levels (Loreau and Hector, 2001; Schmid et al., 2002; Giller et al., 2004). The

experimental species pool is often a subset of those species occurring regionally. Patterns between

ecosystem function and richness that emerge are thought by some to suggest ways in which richness

and function are related in natural communities, at least to the extent that natural communities are

randomly assembled (Tilman, 1999).

An important question for interpreting random assembly experiments is: how do the conclusions

depend on the particular set of species chosen for the experimental pool? As an example, consider

the canonical species richness – function (SRF) system of grasslands. Suppose we were interested in

understanding how loss of herbaceous plant species would impact the primary productivity of grass-

land ecosystems. Typically, we would compile a species list, or pool, of grasses, forbes, etc., for which

sufficient propagules could be obtained to perform an experiment. Specific taxa that have particular bio-

logical traits of interest might also be added to this pool — for example, nitrogen fixing legumes. Then,

we could conduct an SRF experiment in which communities differing in richness would be assembled by

randomly selecting species from the pool. These communities would be sown in plots of some size, and

biomass accrual in the plots measured some time later. Our question is: Would this experiment provide
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meaningful information about how extinction of a species from the regional collection of grassland taxa

would impact grassland productivity, or do the results only inform us about the effects of species loss on

communities comprised exclusively of those species included in the experiment? Answering this question

is important for assessing whether conclusions of modern experiments provide generalities.

The goal of this paper is to explore the relationship between experimental and regional SRF patterns

using simple numerical models. The initial results are not surprising — we show that SRF patterns

depend strongly on the particular group of species chosen for the experimental pool and, therefore,

different experimental species pools can lead to different conclusions about the broader regional SRF re-

lationship. What may be surprising, perhaps, is the frequency and degree by which an experimental SRF

relationship may differ from the regional one. We explain why this is so, and identify one circumstance

where experimental results can be generalized to regional species collections with the proper statistical

tools. These results serve as both a reminder and a warning that the conclusions of SRF studies to

date are limited in scope, and suggest ways in which future experimental designs can be used to support

broader inference.

Relationship between experimental and regional SRF relationships

Before proceeding, we introduce some notation. Let R be a regional collection of species, and let P

be an experimental species pool drawn from R. To formalize our notion an SRF relationship, consider

some measure of ecosystem function for communities that could be assembled randomly from either

R or P. For sake of illustration, we call this measure of ecosystem function “productivity”, although

nothing about our model is specific to productivity, as opposed to other measures of ecosystem function

(Giller et al., 2004). Let µr denote the average productivity for a community with r species randomly

drawn from R or P. For this study, we define a SRF relationship to be the (log-)linear relationship



Gross & Cardinale p. 5

between µr and r. Other SRF relationships are certainly plausible (e.g., relationships between variance

and r; Huston (1997); McGrady-Steed et al. (1997)), but are not the focus of this study. For the species

in R, we write the slope of the best-fitting log-linear relationship between µr and r as θR, and for the

species in P, we write this slope as θP .

To explore the relationship between θR and θP , we have devised the following model. The model

is not intended to be an exact portrayal of community function, in the sense that it is not a detailed

model of how species interact in a community. Instead, we have aimed for a simple model that retains

the salient features of random assembly experiments, without getting bogged down in too much detail.

Our model supposes that the productivity of multispecies communities is determined by competitive

sorting (“selection” in the terminology of Loreau and Hector (2001), but see comparable terminology

of Huston (1997); Wardle (1999); Aarssen et al. (2003)). We will argue later that our results hold for

other mechanisms of determining community productivity as well.

In the model, each species i is described by two quantities: a score used to rank competitive ability

Xi and a value of productivity in monoculture Yi. In communities, the strength of competitive sorting

(i.e., dominance) is controlled by a parameter φ (0 ≤ φ ≤ 1). Specifically, mean community productivity

is equal to φ × the productivity of the competitive dominant, plus (1 − φ) × the average productivity

of all species in the community, so that larger values of φ correspond to increased dominance by the

strongest competitor. The SRF relationship in R (P) is entirely determined by φ and the correlation

between competitive ability and productivity among the species in R (P). When φ = 0, expected

productivity is the same for all richness levels, so there is no SRF relationship. When φ > 0, the

SRF relationship will be positive (negative) if and competitive ability and productivity are positively

(negatively) correlated among the species in R or P. All simulations in the first part of this paper have

φ = 0.75.
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In the first simulations, regional species collections were formed by drawing Xi and Yi independently

from normal distributions with zero mean and unit variance. The observed productivity for each com-

munity was equal to mean productivity plus a mean-zero noise term with standard deviation 0.25. For

all simulations, we considered communities consisting of 1, 2, 4, and 8 species. The results do not

depend on these details.

Fig. 1 illustrates the connections between R, P, and experimental data. Here, the regional collection

has 20 species. For the regional collection shown here, competitive ability and productivity are weakly

negatively correlated, and so the regional SRF relationship is also weakly negative (θR = −0.05).

From this regional collection, we have drawn 3 different experimental pools of 10 species each. These

might represent different subsets of species chosen by different researchers for separate experiments.

If these researchers had infinite resources and could assemble and replicate all possible combinations

of species from their experimental species pool, researchers 1 (θP = 0.07) and 3 (θP = 0.15) would

find a positive relationship between species richness and productivity while researcher 2 would find a

negative relationship (θP = −0.27). With limited resources, each researcher can only assemble some of

the possible communities at each richness level. Here, we simulate experiments with 20 communities

per richness level. For each simulated experiment, the experimental SRF pattern was estimated using

weighted least-squared regression, using the observed variation within each richness level to calculate

weights. (Weighted least-squares accounts for the variance reduction effect.) Confidence intervals were

calculated for each SRF pattern as well, assuming independent errors among the data. As these results

show, these intervals are valid for θP , but not for θR. (To emphasize this, we write the experimental SRF

pattern as θ̂P .) This makes sense, because the communities included in a random assembly experiment

are randomly selected from the population of all communities that could be formed from species in P,

not R.
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The results in fig. 1 are not peculiar to this particular regional collection of species. Fig. 2 shows

regional SRF relationships for four different regional collections (chosen by different random selections

of Xi and Yi) and distributions of θP and θ̂P for experimental pools drawn from each regional collection.

For each regional collection, the mean of the θP ’s is nearly equal to θR. However, the SRF relationship

for any one experimental pool need not resemble the regional SRF relationship, and may in fact be far

from it.

Two basic results appear in these simulations. First, SRF relationships among experimental pools

(the θP ’s) need not resemble the SRF relationships among the regional collection (θR) from which the

experimental pool was drawn. Second, with customary statistical techniques, the data from a single

random assembly experiment provide a basis for drawing inferences about θP , but not θR. These results

raise several questions. Why does θP vary dramatically among experimental pools drawn from the same

regional collection? To what extent do these results depend on the construction of this particular model?

And must inference from experimental data always stop with θP , or are there cases where inference can

be extended to the regional SRF pattern?

The variability among θP ’s drawn from the same regional pool can be best understood by contrast

with the following thought experiment. Suppose we were to construct many communities of various

richness levels by drawing species directly from R. These communities, and the data they would yield,

would be independent draws from the populations of all communities that could be assembled from

R. Consequently, statistical analyses of these data that assume independent errors would provide valid

inferences about θR.

Now consider a similar experiment, but with communities randomly assembled from an experimental

pool. These communities are also a sample from the population of communities that could be assembled

from R, and the SRF pattern among these communities provides an estimate of θR. However, these
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communities are not independent samples from the populations of all communities that could be assem-

bled from R, because they all share dependence on the same experimental pool. The resulting overlap

in species composition overlap makes the ecosystem response (here, productivity) positively correlated

both within and among richness levels when viewed as a sample from the population of all communities

that could be assembled form R. Positive correlations among data points in a regression inflates the

variability of the slope, and so the variance of the SRF pattern observed in communities assembled from

P is inflated, relative to the variance of an SRF pattern observed by assembling communities directly

from R. Others have already discussed the effects of shared dependence on P on community responses

within a richness level (Huston, 1997; Fukami et al., 2001; Morin and J.McGrady-Steed, 2004), but the

variability in θP described here is caused by correlations among richness levels as well.

Thus, inflated variability among θP ’s is a consequence of shared dependence on an experimental

pool, and the resulting overlap in species composition among observed communities. Importantly, this

explanation does not rely on the particular mechanism by which species interactions affect community

productivity. In addition to competitive sorting, the same phenomenon could arise with any of a number

of alternative mechanisms (e.g., facilitation, inhibition, complementary resource use, ecosystem engi-

neering, etc.; Fridley (2001); Loreau and Hector (2001); Cardinale et al. (2002); Naeem (2002)); all

that is required is that compositional overlap results in correlated productivities across richness levels.

The only biologically feasible example we can envision where θP ’s would not vary among subsets of R

occurs when mean community productivity is exactly the average of all member species’ productivities

in all communities (see scenario C in the simulation study that follows).



Gross & Cardinale p. 9

What can be done? A resampling method for extending inference to

regional SRF relationships

Are there alternative statistical methods that would permit inference about θR on the basis of a single

experiment from a single experimental pool? If we could model the effect of shared dependence on P on

the variability in θ̂P , then we could estimate the variability in θP ’s and use this estimate to draw statistical

inferences about θR. Unfortunately, it is difficult to envision a statistical model that could accommodate

the many ways in which species may interact to determine community function. However, it may be

possible to use resampling methods (ie, jackknife and bootstrap (Efron and Tibshirani, 1993)), which

are designed to estimate the sampling variability of an estimator without making parametric assumptions

about the distribution from which the data were drawn. Importantly, any inference about θR made on

the basis of such a method is only valid if the pool was selected by randomly drawing species from

R. If the species in P were not selected at random from the regional collection, then there may be a

systematic relationship between θP and θR that cannot be accommodated by purely statistical inference.

In the remainder of this paper, we introduce a bootstrap method for constructing confidence intervals

for θR on the basis of a single experiment and study the performance of this bootstrap in a simulation

study. To set the problem up, we divide the random assembly experiment into a two-step process

(fig. 1). In the first step, P is drawn randomly (without replacement) from R. In the second step,

experimental communities species are formed from P and an SRF relationship is estimated from these

data. For the remainder of this section, we call this estimate θ̂, dropping the P subscript to emphasize

that θ̂ can also be used as an estimate of θR if P is randomly drawn from R. We have examined

several resampling methods for using a single data set to construct confidence intervals for θR (namely,

bootstrap, jackknife, and infinitesimal jackknife estimators and their variations), and have found that

bootstrap-based confidence intervals perform best. Consequently, we present only the bootstrap here.
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To create a bootstrap mimic of the data-generating process, we first use the species in P to create a

bootstrap regional collection, R�. (We follow the convention of using �’s to denote bootstrap analogs.)

Assuming that the number of species in R is known, we populate R� with copies of the species in P

until R� has (nearly) the same number of species as R. We then draw P� from R� by sampling from

R� without replacement the same number of species as were in P. We then eliminate duplicate species

from P�, leaving fewer species in P� than in P. The bootstrap data set was formed by retaining those

communities from the original data set that were subsets of P�. If the bootstrap data set contained

only monocultures, a new P� was selected. For each bootstrap data set, the log-linear slope of the

SRF pattern, θ̂�, was estimated using weighted least squares, with weights calculated from the original

data set. We used percentile-based confidence intervals for θR, so that (for example) a 95% CI would

be formed by the 2.5th and 97.5th empirical percentile of the bootstrap distribution of θ̂� (Efron and

Tibshirani, 1993, §13.3).

We tested the bootstrap for three different simulation scenarios (fig. 3). The scenarios differed

either in the degree of competitive sorting within the communities, or in the correlation between com-

petitive ability and productivity among species. In scenario A, community productivity was determined

primarily by the productivity of the competitive dominant (φ = 0.75), but the competitive abilities and

productivities of species in the regional collection were determined independently of one another. In

scenario B, competitive sorting was again strong (φ = 0.75), but competitive ability and productivity

of species were drawn from a bivariate normal normal distribution with correlation ρ = 0.75. Finally, in

scenario C, community productivity was simply the average of the productivities of the species in the

community φ = 0, and competitive ability and productivity were determined independently. Scenario C

was a worst-case scenario for the bootstrap, because θP = θR = 0 for all P’s and all R’s.

In all scenarios, the following simulation was repeated 1000 times. First, 20 species were selected to
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form the regional collection, and the regional collection’s SRF pattern (θR) was determined analytically.

10 species were then selected from R to form P. From P, 20 communities were formed at random at

each of four richness levels (communities with 1, 2, 4, and 8 species), and data were simulated for this

collection of communities. 500 bootstrap replications were run for the simulated data set, and these

were used to calculate a 95% CI for θR. This CI was compared to the actual value of θR.

The percentile-based bootstrap CI covered the actual θR in 92.6%, 97.7%, and 97.0% of the simu-

lations from scenarios A, B, and C, respectively (fig. 3). For comparison, 95% CIs for θP covered θR in

55.8%, 60.5%, and 93.7% of the simulations. (Coverage rates are close to the nominal rate for scenario

C because θP = θR = 0 for every simulation.) These coverage rates are encouraging, although it is

difficult to determine if the CIs are as small as they could be for data sets of this size, or if alternative

methods of interval construction could provide similar coverage with smaller intervals.

These results suggest that it is possible to generalize the results of SRF studies to a broader collection

of species, as long as the species chosen for the experimental pool were drawn randomly from that

broader collection. Although we have been equating this broader collection with the regional pool, these

methods can be used to extend inference to any collection of species from which the experimental pool

was randomly selected. Thus, even if logistical constraints prevent some regionally occurring species from

being considered for a random assembly experiment, bootstrapping could be used to extend inference to

the collection of species from which the experimental pool was randomly drawn. Of course, the surest

way to make inferences about the SRF relationship among a collection of species is to include all those

species in the experimental pool, if that is feasible.
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Conclusions

SRF patterns observed in random assembly experiments depend strongly on the particular choice of

species in the experimental pool. Hence, SRF patterns observed in experiments do not necessarily

provide strong evidence of similar SRF patterns among larger collection of species from which the

experimental pool was drawn. This strong dependence on the experimental pool results from inflated

species-composition overlap of communities both within and among richness levels, relative to the

overlap of communities drawn directly from the regional collection. Hence, if the goal of an experiment

is to elucidate a general SRF relationship for a regional collection of species — for example, the effect of

grassland vegetation on production, or insect detritivores on carbon processing — then the experimental

species pool should include as many species from the regional collection as possible. Alternatively, if the

experimental pool can be drawn randomly from a subset of the regional collection (or better yet, from

the entire regional collection), then the bootstrap described here can be used to draw statistical inference

about the collection of species from which the experimental pool was drawn. If random selection is not

possible, we must simply be aware that inferences from random assembly experiments are limited, and

cannot automatically be extended to larger collections of species.
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Figure Legends

Figure 1. Relationships among θR, θP , and random assembly experiments. Here, letters indicate species.

The top panel shows simulated productivities for 1600 communities randomly assembled from a regional

pool R of 20 species — 400 communities for each of four richness levels (r = 1, 2, 4, 8). From R, three

experimental pools have been drawn with ten species each, and for each P 200 simulated communities

are shown for each richness level. Simulated experiments are also shown for each P, with 20 communities

at each richness level. Values of θR and θP are the slopes of the displayed least-squares regression lines

of mean productivity (for all communities, not just those shown) against log richness. Lines shown for

the experimental data are weighted least-squares regression lines for the data shown, and θ̂P values are

the slope of the regression line and 95% confidence intervals calculated assuming independent errors.

Figure 2. Relationships between regional and experimental SRF relationships for four different regional

collections. Panels on the left show regional SRF relationships for separate regional collections, his-

tograms in the center column show θP values for 500 experimental pools drawn from each regional

collection, and histograms on the right show θ̂P values for 500 experiments, one from each experimental

pool. Regional collections were formed by drawing (Xi, Yi) pairs from bivariate normal distributions

with either no correlation (upper two rows), a correlation of 0.5 (second row from the bottom), or a

correlation of -0.5 (bottom row). The top row is the same regional collection that produced the data

in fig. 1.

Figure 3. Left panels: Regional SRF relationships (θR) and experimental SRF patterns (θ̂P) for 1000

different regional collections and experiments. Right panels: Bootstrap confidence intervals for θR,

based on θ̂P , for 50 of these simulated experiments. Vertical ordering of the CI’s is not meaningful. ×’s

show the actual value of θR for the regional collection from which the experimental pool was drawn.

Upper panels: simulation scenario A. Middle panels: scenario B. Lower panels: scenario C.
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Figure 1
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