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Abstract

Entropy is a measure of probabilistic uncertainty. In 1957, E.T. Jaynes introduced his idea of the prin-
ciple of Maximum Entropy. This idea states that by finding a distribution with the maximum entropy, one
maximizes the uncertainty constrained to the given information. In essence, this involves using all of the
known information, and assuming nothing about the distribution. In this report, we explore the use of the
Maximum Entropy Method, (MEM), in contrast and along with other known methods. We apply this to three
different problems: the problem of non-transitive dice, the popcorn problem, and parameter estimation for
binary stars. The non-transitive dice problem involves finding the face values and frequencies on three dice
given the probabilities that each one beats the other. We use MEM coupled with logic to find this information.
For the popcorn problem, we wish to estimate the proportion of unpopped kernals of a given set of popcorn
using previous experiments. Finally, the aim of the last problem is to estimate the distance between stars
and planets with the help of MEM. In all cases, we find that MEM is a very powerful tool for estimating
probability distributions.

1 The Non-Transitive Dice Problem: God DOES Play Dice

1.1 Introduction and Motivation

For a given probabiliity distribution, p = {p1, p2, . . . , pN}, the entropy is defined as

S(p) = −
N∑
i=1

pi ln pi

Suppose we have a problem with some data given. It is often desired to obtain a probability distribution of
some state variables from the known data. A popular method to do this is the Maximum Entropy Method
(MEM). The Principle of Maximum Entropy is based on the premise that when estimating the probability
distribution, you should select that distribution which leaves you the largest remaining uncertainty (i.e., the
maximum entropy) consistent with your constraints [5]. In using MEM, one wishes to maximize the entropy
subjected to constraints.

Now assuming we have some known constraints, one can use the method of Lagrange multipliers to enforce
these constraints and obtain the probability distribution which maximizes the entropy. Let us look at an
example where we can use MEM to find a simple probability distribution.

Example: The restaurant Berger’s Burgers has a menu with three menu items as follows [5].

1University of Tennessee - Knoxville
2University of North Carolina at Charlotte
3University of Illinois at Urbana-Champaign
4Iowa State University
5University of Florida
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Entree Price
Burger $1
Chicken $2

Fish $3

Table 1: ”Menu at Berger’s Burgers.”

We know that Berger’s Burgers sampled a lot of customers and found out that the average price of a meal
was $1.75. The problem here is to use MEM to estimate the probabilities of which meal a customer will buy.
We label these probablities for a burger, chicken, or fish by p1, p2, and p3 respectively. Assume that each
customer can only order one entree.

In order to begin the problem we need to establish concrete constraints. Since each customer can only
order one entree from the menu, it follows that

3∑
i=1

pi = 1

Another constraint comes from the fact that the average meal costs $1.75. We may write that as

$1p1 + $2p2 + $3p3 = $1.75

From here, we could use both of the constraints to get the entropy as a function of one probability and
then find the maximum analytically. But we wish to illustrate the use of Lagrange multipliers to find the
maximum entropy since MEM is the focus of this project. So the first step is to set up the Lagrangian which
is:

L(p, λ1, λ2) = S(p) + λ1

(
3∑
i=1

pi − 1

)
+ λ2

(
3∑
i=1

ipi − 1.75

)
Here, λi is the Lagrange multiplier corresponding the to the ith constraint. Next, we wish to solve ∇L = 0.

∇L =



∂L
∂p1

∂L
∂p2

∂L
∂p3

∂L
∂λ1

∂L
∂λ2


=



− ln p1 − 1 + λ1 + λ2

− ln p2 − 1 + λ1 + 2λ2

− ln p3 − 1 + λ1 + 3λ2

p1 + p2 + p3 − 1

p1 + 2p2 + 3p3 − 1.75


= 0

We solve this system using Newton’s method and find that

p1 ≈ 0.4662, p2 ≈ 0.3175, p3 ≈ 0.2162

�

1.2 Definition of the Problem

Suppose that three fair six-sided dice of different colors (red, green, and blue) were rolled. Fair in this context
implies that each side is equally likely to appear after the die has been thrown. Let fi be the value on the ith
face of the die. Then the probability of seeing fi after one roll of the die is defined as p(fi) = 1

6 since the dice
are fair in the context described previously. Assume that the possible values that can appear on any side of
any die comes from the set F = {1, 2, 3, 4, 5, 6}. However, these values may be repeated more than once on a
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given die, but a value that appears on one die cannot repeat on the other two dice. For example, there can
be three 6s on the green die, but then there cannot be a six on either the blue or red dice. Assume that the
expected value of each of the three dice is 3.5. In other words,

6∑
i=1

fip(fi) = f1p(f1) + f2p(f2) + · · ·+ f6p(f6)

= f1
1

6
+ f2

1

6
+ · · ·+ f6

1

6

=

∑6
i=1 fi
6

= 3.5

Finally, assume that the probability of rolling a larger number on the green die when compared to the number
rolled on the red die is 21

25 . Also assume that the probability of rolling a larger number on the red die when
compared to the number rolled on the blue die is 25

36 . Finally, assume that the probability of rolling a larger
number on the blue die when compared to the number rolled on the green die is 21

36 . Figure 1 provides a visual
description of the experiment described above.

Figure 1: A visual description of the dice experiment.

1.3 Facts Obtained By Logic

Listed below are some facts that can be deduced logically without requiring a formal proof for the reader.

• Because the expected value (3.5) is not an element of F , all six faces of a die cannot be a single value
from F . Thus, each die must contain a combination of two or more elements from F .

• Because there are only six possible values each face can contain and a value that appears on one die
cannot appear on any other die, the maximum number of values that can appear on a single die must
be two. For example, if we let the first die contain three distinct values from F , then the second die will
contain two distinct values from that set that do not appear on the first die. Finally, the last die will
only contain one value from the set because a value that appears on one die cannot appear on any other
die. And the die with one value cannot be allowed due to the previous result.

• Since the expected value is 3.5 /∈ F and each die must contain two distinct values from F , it should be
clear that one of the two values on each die comes from the subset FS = {1, 2, 3} and other must come
from the subset FL = {4, 5, 6}.
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1.4 Setting Up The Constraints

1.4.1 A Detailed Description of the Experiment

Let us focus on the case where green beats red with the probability of 21/36 first. Winning (or when one color
beats another) is defined as when the number rolled on one die is larger than the value rolled on the other die.
Ties are not possible because a value on one die cannot appear on the other two. Suppose we use gS ∈ FS and
gL ∈ FL to denote the smaller and larger numbers on the green die, and rS ∈ FS − gS and rL ∈ FL − gL for
the smaller and larger number on the red one. Because the probability of green beating red is neither 0 nor
1, gL must be greater than rS , and rL must be greater than gS . We assign the occurring probabilities for the
four combinations of rolling a green and red die {(gS , rS), (gL, rS), (gS , rL), (gL, rL)} with p1, p2, p3, and p4.
And we know the sum of these probabilities must be equal to 1. Now let pg and pr represent the probabilities
of rolling the smaller number of the two on the green and red dice, respectively. Since the two dice rolls are
independent, we can replace p1, p2, p3, and p4 with pgpr, (1−pg)pr, pg(1−pr) and (1−pg)(1−pr), respectively.

Then, let us move to the probabilty when green beats red. Since gL is larger than rS and rL is larger than
gS , p2 will be always included in our constraints but p3 will never. Therefore, we have four constraints:

p1 + p2 + p4 = 21/36 (1)

p2 + p4 = 21/36 (2)

p1 + p2 = 21/36 (3)

p2 = 21/36 (4)

1.4.2 Elimination of the Constraints

If we look at equation (2), it can be implied that p2 + p4 = (1 − pg)pr + (1 − pg)(1 − pr) = 1 − pg = 21
36 . So

pg = 15
36 . Also equation (3) can be expressed as p1 + p2 = pgpr + (1− pg)pr = pr = 21

36 . Because at least one of
the two values on each die is repeated more than once, we know that the domain of pg (denoted by Dg) and
pr (denoted by Dr) are the sets Dg = Dr =

{
1
6 ,

2
6 ,

3
6 ,

4
6 ,

5
6

}
=
{

6
36 ,

12
36 ,

18
36 ,

24
36 ,

30
36

}
. Since 15

36 /∈ Dg and 21
36 /∈ Dr,

it is impossible to satisfy constraints in equations (2) and (3).. Therefore, we will eliminate them from the
potential set of constraints. A similar argument can be made when comparing rolling a red and a blue die as
well as rolling a blue and a green die.

Next, notice that the domain of 1− pg is the set
{

1− 1
6 , 1−

2
6 , 1−

3
6 , 1−

4
6 , 1−

5
6

}
=
{

1
6 ,

2
6 ,

3
6 ,

4
6 ,

5
6

}
= Dg.

Therefore, the domain of (1−pg)pr, which is Dg×Dr, is summarized in the following table where the domain
of (1− pg) is in olive green, the domain of pr is in red, and the domain of (1− pg)pr is in raw sienna.

After carefully reading Table 2, it is clear that 21
36 is not an element of this cross product. Therefore, the

equation (4) is eliminated from consideration. This leaves us with one and only one constraint, which is the
following

p1 + p2 + p4 =
21

36

=⇒ pgpr + (1− pg)pr + (1− pg)(1− pr) =
21

36

=⇒ 15

36
+ pg(pr − 1) = 0

Similarly, there will only be one possible constraint when comparing the red and blue dice as well as the
blue and green dice. These constraints can be seen below.

25

36
+ pb(pr − 1) = 0

15

36
+ pb(pg − 1) = 0
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1

6

2

6

3

6

4

6

5

6

1

6

1

36

2

36

3

36

4

36

5

36

2

6

2

36

4

36

6

36

8

36

10

36

3

6

3

36

6

36

9

36

12

36

15

36

4

6

4

36

8

36

12

36

16

36

20

36

5

6

5

36

10

36

15

36

20

36

25

36

Table 2: Table Illustrating Cross Product of Dg and Dr.

1.5 Using MEM to Find the Probabilities

Now that we know which constraints to use, we developed a program to find the maximum entropy of the
system subject to these constraints. First, we define the Lagrangian

L(p, λ) = −pg ln pg−pr ln pr−pb ln pb+λ1

(
15

36
+ pg(pr − 1)

)
+λ2

(
25

36
+ pb(pr − 1)

)
+λ3

(
15

36
+ pb(pg − 1)

)
Next we find:

∇L =



∂L
∂pg

∂L
∂pr

∂L
∂pb

∂L
∂λ1

∂L
∂λ2

∂L
∂λ3



=



− ln pg − 1 + λ1(pr − 1) + λ3pb

− ln pr − 1 + λ1pg + λ2pb

− ln pb − 1 + λ2(pr − 1) + λ3(pg − 1)

15
36 + pg(pr − 1)

25
36 + pb(pr − 1)

15
36 + pb(pg − 1)



= 0

We solved this system in MATLAB with the following lines of code from Dice.m, which can be found in
the appendix of this report. Upon running the program, we find that pg = 1/2,pr = 1/6, and pb = 5/6. Now
that we have the probabilities of the low or high faces occuring for each die, we are now in a position to find
the actual face values for each die.
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1.6 Finding the Face Values

Now that we know how often each face occurs we can find the values of the face. Recall that each die has the
expectation 3.5. From this we can find three formulas:

E[green die] = gSpg + gL(1− pg) =
1

2
(gS + gL) = 3.5⇒ gS + gL = 7

E[red die] = rSpr + rL(1− pr) =
1

6
(rS + 5rL) = 3.5⇒ rS + 5r2 = 21

E[blue die] = bSpb + bL(1− pb) =
1

6
(5bS + bL) = 3.5⇒ 5bS + bL = 21

From our previous logic, we know that gS , rS , and bS ∈ FS and gL, rL, and bL ∈ F2 and there are no
repeated numbers. If we look at the equation for the red die, we see that the term 5rL appears. In order for
this equation to be consistent, 5rL < 21. Therefore, rL = 4 and rS = 1. Now, if we look at the equation for
the green die, gL 6= 6 for if it were, then gS = 1 which would violate the no repetition axiom stated earlier.
Thus we see gL = 5 and gS = 2. So by the process of elimination, we have bL = 6 and bS = 3.

2 Popping Out Popcorn Models

2.1 Introduction and Motivation

A kernel of popping corn consists of a hard outer shell called the pericarp which is impermeable to moisture
and a dense center filled with starch, water and some oil [7]. As the kernel is heated, internal pressure rises
to approximately 135 psi, at which point the pericarp bursts. The steam and starch expands to a foam
which rapidly cools forming the popcorn. Variations in the strength of the pericarp, mass and composition
of the core, heating temperature and other factors contribute to the time required to pop the kernel. In
controlled experiments, Byrd and Perona [3] found that the number of unpopped kernels remaining after time
t is described by

N = Noe
−kt

where No is the number of unpopped kernels initially. The model they used consists of a system of differential
equations, the first being Newton’s Law of Cooling, and the second describes the rate of popping:

dT

dt
= c(Ta − T )

dN

dt
= −kN

Ta is the ambient temperature the surrounding air or of the oil in which the popcorn is heated. The distribu-
tion of critical pressures was assumed to be Gaussian.

The website Mixed Apparatus for Radar Investigation of Atmospheric Cosmic-rays of High Ionization
(MARIACHI) [6] describes a laboratory procedure to measure the times when individual kernels pop. Byrd
and Perona carefully controlled their experiments by popping only one kernel at a time, while the MARIACHI
setup uses a more traditional method that heats all of the kernels simultaneously and in close proximity. It
has been suggested by others that there are several mechanisms driving the time at which an individual kernel
pops. The first is that the pressure in the kernel builds over time, but with an unknown variance which we
wish to determine. Secondly, the probability of popping (failure of the pericarp) increases as a function of
time, and finally there are variations in the burst pressure of the pericarp itself.

Therefore, the goal of this section of the report is to come up with a model that best describes the
number of unpopped popcorn kernels at time t using the maximum entropy method (MEM). To describe how
we will use MEM to solve this problem, let us take a look at an example that is similar to the popcorn problem.
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2.2 Fight For Your Right To Par-Tay

The party problem, introduced by Ronald Howard at Stanford University, can be summarized as follows: Kim
is interested in having a party [1]. She has three alternatives: indoors, outdoors, and on the porch. However,
she is uncertain about the weather situation, which can be sunny or rainy. She orders the prospects from
best to worst, and assigns utility values and dollar equivalents to the prospects she is facing. These values are
shown in Table 3.

Prospect Dollar Value ($) Utility Values
Outdoors, sunny 100 1
Porch, sunny 90 0.95
Indoors, rainy 50 0.67
Indoors, sunny 40 0.57
Porch, rainy 20 0.32
Outdoors, rainy 0 0

Table 3: Kims utility values for some of the monetary prospects.

Now we would like to determine her continuous maximum entropy utility function over the domain of
monetary prospects she is facing. In continuous form, the entropy expression is known as the differential
entropy, h(x). The differential entropy of a utility density function on a domain, [a, b], is

h(u(x)) = −
∫ b

a

u(x) ln(u(x)) dx.

In the continuous case, the two essential constraints that are equivalent to the single constraint in the discrete
case

N∑
i=1

pi = 1

are the following: ∫ b

a

u(x) dx = 1 and u(x) ≥ 0.

If you apply the method of Lagrange multipliers in order to maximize the entropy, then the utility density
function that maximizes the entropy given the two constraints is

u(x) =
1

b− a
, a ≤ x ≤ b

which is very similar to the optimal probability distribution in the discrete case (pi = 1/N). This utility
density function integrates to a linear (risk-neutral) utility function

U(x) =

∫ x

a

u(x) dx =
x− a
b− a

, a ≤ x ≤ b.

However, there are more constraints in Kim’s problem besides the normalization and nonnegativity con-

straints. If we were to have n constraints of the form
∫ b
a
hi(x)u(x) dx = µi, i = 1, . . . , n as well as the

normalization and nonnegativity constraints, then the maximum entropy utility formulation with constraints
is

arg max
u(x)

(
−
∫ 100

0

u(x) ln(u(x)) dx

)
subject to ∫ b

a

hi(x)u(x) dx = µi, i = 1, . . . , n,∫ b

a

u(x) dx = 1, and u(x) ≥ 0.
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By using the method of Lagrange multipliers, this formulation yields a utility density of the form

umaxent(x) = eλo−1+λ1h1(x)+λ2h2(x)+···+λnhn(x)

Therefore, the maximum entropy formulation for the utility density in Kim’s problem is

umaxent(x) = arg max
u(x)

(
−
∫ 100

0

u(x) ln(u(x)) dx

)
such that ∫ 20

0

u(x) dx = 0.32,

∫ 40

0

u(x) dx = 0.57,∫ 50

0

u(x) dx = 0.67,

∫ 90

0

u(x) dx = 0.95,∫ 100

0

u(x) dx = 1, u(x) ≥ 0.

However, what are h1(x), h2(x), . . . , hn(x)? It turns out that if we compare hi(x) of the general case to
Kim’s problem, they are indicator functions over certain intervals! For instance, we can rewrite the first
constraint as ∫ 20

0

u(x) dx =

∫ 100

0

I20(x)u(x) dx =

∫ 100

0

h1(x)u(x) dx

where I20(x) is an indictor function for x ∈ [0, 20]. Therefore, the solution takes the general form of

umaxent(x) = eλo−1+λ1I20(x)+λ2I40(x)+λ3I50(x)+λ4I90(x)

Therefore, the estimated utility by MEM is Umaxent(x) =
∫ x
0
umaxent(y) dy. Now assume that the true utility

function is a constant absolute risk aversion (CARA) utility density. Figure 2 compares the true utility under
the CARA model and the estimated utility obtained by MEM. It appears that MEM does a very good job at
estimating the utility when we have little information.

Figure 2: Comparison of Kim’s vs. maximum utility entropy

8



2.3 Time to Pop the Question. . .

So, what does Kim’s party have to do with the popcorn problem described in Section 2.1? If we let P =
{P1, P2, . . . , Pn} be the percentages of popped kernels at various times T = {t1, t2, . . . , tn}. If we let p(t)
denote the density of popped kernels at time t, then we have the following maximum entropy formulation:

arg max
p(x)

(
−
∫ tmax

0

p(t) ln(p(t)) dt

)
subject to ∫ tmax

0

Iti(t)p(t) dx = Pi, i = 1, . . . , n,∫ tmax

0

p(t) dt = 1, and p(t) ≥ 0.

Like the example of Kim’s party, the density function p(t) takes the form

pmaxent(t) = eλo−1+
∑n

i=1 λiIti (t)

So what we are interested in is Pmaxent(t) =
∫ t
0
pmaxent(t) dt. The next section will discuss the data collection

and estimation of the λs in the density function for the percentage of popped kernels.

2.4 Casting Call for Popcorn Modeling

We popped several bags of Newman’s Own popcorn in a mircowave and used Audacity software to record the
experiments. From the software, we exported a .wav file to MATLAB and we then measured the the time and
number of popcorn left using the program Count_Pops.m. From this, we took a stratified sample of size 10 and
used these observations as our constraints for the maximum entropy modeling. In other words, we require that
the proportion of kernals unpopped is at time ti is pi. So we have 10 constraints along with the assumption
that the percentage at the end of the experiment, tmax, is 1. We have decided through experimentation that
tmax = 180.

From the entropy and constraints, we can construct the Lagrangian for for this MEM problem as follows:

L(p(t), λ0, . . . , λn) = −
∫ 180

0

p(t) ln p(t) dt+ λ0

(∫ 180

0

p(t) dt− 1

)
+

n∑
i=1

λi

(∫ 180

0

p(t)Iti(t) dt− Pi
)

The problem is to solve ∇L = 0. Unlike the dice problem, we cannot use Newton’s method directly to
solve this system. However, from the first equation we see

∂L

∂p(t)
= 0⇒ − ln p(t)− 1 + λ0 +

n∑
i=1

λiIti(t) = 0

Like the example of Kim’s party, the density function p(t) takes the form

pmaxent(t) = eλo−1+
∑n

i=1 λiIti (t)

Now we are concerned with finding the values of the lagrange multipliers λi which would enable us to find
the probability density function, (pdf). In order to do this, we plug our working model for the pdf into the
rest of the equations we have from ∇L = 0 to get a system of equations for which we may solve by Newton’s
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method. For example,

∂L

∂λ0
=

∫ 180

0

p(t)dt− 1

=

∫ 180

0

eλ0−1+
∑n

i=1 λiIti (t)

= eλ0−1

(∫ t1

0

e
∑n

i=1 λidt+

∫ t2

t1

e
∑n

i=2 λidt+ · · ·+
∫ tn

tn−1

eλndt+

∫ 180

tn

dt

)
= eλ0−1

(
(t1 − 0)e

∑n
i=1 λi + (t2 − t1)e

∑n
i=2 λi + · · ·+ (tn − tn−1)eλn + (180− tn)

)
= 0

From this process, we find n equations that we can solve for the n Lagrange multipliers. Once we find
p(t), we then numerically integrate via the trapezoidal rule to obtain the P (t), the estimated percentage of
popped kernels at time t. From there, we can easily estimate the percentage of unpopped kernels at time t
and compare with the raw data to see our results as shown in Figure 3.
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Figure 3: Comparison of Popcorn Models

A Kolmogorov-Smirnov test was carried out to determine how well the model obtained by maximum
entropy fits the data, and the p-value was 1. In addition to the model estimated by maximum entropy, a
lognormal model was fit to the data. Its p-value from the Kolmogorov-Smirnov test was 1 as well. So which
model is better? When looking at the sum of squared error (SSE) the measure for the maximum entropy
model (0.00226) was better than the lognormal model (0.00242), which is about a 7% improvement.

3 Using MEM to Wish Upon a Shining Star

We first start from a simple problem. Jaynes [4] states that the optical system has a point spread function
(sin(x)/x)2. A star whose image should be a sharp point at position x = a then produces a smeared image
proportional to

gS(x) =
sin2(x− a)

(x− a)2
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and a planet at x = b gives an offset diffraction pattern

gL(x) =
sin2(x− b)

(x− b)2

These are the model functions to be built into the computer program. The star and planet have brightnesses
A1 and A2 and so they produce jointly a smeared image

f(x) = A1gS(x) +A2gL(x)

This is observed at the positions (x1...xN ), getting a data set D = (d1...dN ) where

di = f(xi) + ei, 1 6 i 6 N

and the eis are white Gaussian noise measurements errors. However, these errors are not simply assumed to
be normally distributed. They can actually be derived using maximum entropy.

Figure 4: Possible position of star and planet.

Proof. Suppose that all we know about the distribution of the error term, or noise, is that the second
moment exists and that it is equal to c. Then our maximum entropy formulation for finding p(e), the density
function of the noise is the following:

arg max
p(e)

(
−
∫ +∞

−∞
p(e) ln(p(e)) de

)
such that ∫ +∞

−∞
p(e) de = 1 and

∫ +∞

−∞
e2p(e) de = c

The Lagrangian for this formulation is defined as

L = −
∫ +∞

−∞
p(e) ln(p(e)) de− λ1

(∫ +∞

−∞
e2p(e) de− c

)
+ λ2

(∫ +∞

−∞
p(e)de− 1

)
By going through a similar method to the popcorn problem, the solution takes the form

p(e) =

(
λ

π

)1/2

exp{−λe2}

∝ 1√
2πσ2

exp

{
e2

2σ2

}
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where σ2 is some constant. Therefore, it is shown that e ∼ N(0, σ2) by the MEM.
�

We simulated data assuming e ∼ N(0, 0.02), A1 = 1, A2 = 1, a = 0, and b = 3.5. Then the likelihood
function of parameters a, b, and σ2 is

L(a, b, σ2|D) ∝
(

1

σ2

)N
2

exp

{
− 1

2σ2

N∑
i=1

(di − f(xi))
2

}

Using the Jeffreys prior on σ2
(
1
σ

)
and uniform priors on a and b, we get the joint posterior distribution

of a, b, and σ2 as

p(a, b, σ2|D) ∝ (
1

σ2
)

N+1
2 exp

{
− 1

2σ2

N∑
i=1

(di − f(xi))
2

}
Then by integrating the posterior distribution of a, b, and σ over σ gives the joint posterior distribution

of a and b

p(a, b|D) ∝

(
N∑
i=1

(di − f(xi))
2

)−(N−1)
2

But we are only interested in the relative coordinates r = b− a. So we make the transformations

R = a+ b, r = b− a

such the joint posterior probability density for R and r is

p(R, r|D) ∝ p(a, b|D)

Then we use Gibbs sampling to generate a sequence of samples (R, r) from the joint posterior distribution.
This process repeats 100 times. Because we are not interested in learning about R, we simply calculate the
mean of r after each iteration of the algorithm and construct the highest posterior density for r using these 100
values. The 95% credible interval for r is (3.4275, 3.8227), and the posterior mean is 3.4974, which represents
the “best” estimate of its distance. At the beginning of the simulation, we let r = 3.5. So our MCMC results
do a very good job at estimating the true distance between stars and planets.

Figure 5: Mixing and Convergency Conditions of Random Samples

Figure 5 shows a good mixing for Markov Chain Monte Carlo random samples of r, and we can see that
after 3000 times MCMC process converges.
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Next let us relax the assumption that A1 and A2 are fixed. We assign uniform priors on both A1 and A2:

A1 ∝ 1; A2 ∝ 1

We used the same method to simulate the data as above, assuming e ∼ N(0, 0.02), A1 = 1, A2 = 1, a = 0,
and b = 3.5. In order to simplify the calculations, we can project the data onto the orthonormal space with
the model functions

H(x) = C[gS(x)± gL(x)]

Jaynes found that the proper normalization factor is C = [ 3
4π(1+u(r)) ]

1
2 , where

u(r) = 6

[
2r − sin(2r)

(2r)3

]
.

Then given the data set (d1...dN ), the projections of the data onto the H(x) functions:

hj(a, b) =

N∑
i=1

Hj(xi)di, j = 1, 2

We still use uniform priors on both a and b as well as the Jeffreys prior on σ2. Combining the likelihood
with these priors, the joint posterior probability density function for the parameters (a, b), as derived in
Bretthorst’s thesis [2], is proportional to

p(a, b|D) ∝
[

1∑
d2 −

∑
h2

]N−m
2

where m = 2 is the number of model functions that we are fitting to the data. Then we use the same
transformations as shown above, and the joint posterior probability density for R and r is the same as above.
Then using MCMC process we can get a 95% credible interval for r as well as a mean.

4 Conclusion & Future Research

Through these problems it has been shown that the Maximum Entropy Method is comparable to existing
methods in distribution estimation. The simple idea of using everything and assuming nothing is not hard to
implement and computationally cheap. In the dice problem, we saw that the discrete MEM yielded correct
results for the non-transitive dice. In the popcorn problem we saw that the continuous MEM yields very
good results in modeling the popcorn even with just a few measured data points. Finally, the MEM helped
us determine the noise distribution for the image processing problem. With that, we put the information on
the parameter to determine the posterior distribution on the seperation distance. Then we used the posterior
information to predict the true seperation distance.

In the future, it would be interesting to see how we can apply MEM to more practical problems like
ground-based imaging of satellites. Another interesting problem would be to investigate the strength of the
MEM model as the number of constraints increases.
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Appendix

MATLAB Code for dice.m

%Program that estimates the probability of getting the low numbers on the

%dice. x0(1)=pg=p(low green number)

%% x0(2)=pr=p(low red number)

%% x0(3)=pb=p(low blue number)

%% x0(4:6)= lagrange multipliers

x0=[1/4 1/4 1/4 1/4 1/4 1/4]’; %% Initial guess

for i =1:100

%J is the jacobian of the gradient of the lagrangian

J=[-1/x0(1) x0(4) x0(6) x0(2)-1 0 x0(3);

x0(4) -1/x0(2) x0(5) x0(1) x0(3) 0;

x0(6) x0(5) -1/x0(3) 0 x0(2)-1 x0(1)-1;

x0(2)-1 x0(1) 0 0 0 0;

0 x0(3) x0(2)-1 0 0 0;

x0(3) 0 x0(1)-1 0 0 0;];

%our nonlinear system we wish to solve, with the constraints being the

%probabilities that green beats red etc. Gradiant of Lagrangian

F=[-log(x0(1))-1+x0(4)*(x0(2)-1)+x0(6)*x0(3);

-log(x0(2))-1+x0(4)*x0(1)+x0(5)*x0(3);

-log(x0(3))-1+x0(5)*(x0(2)-1)+x0(6)*(x0(1)-1);

15/36+x0(1)*(x0(2)-1);

25/36+x0(3)*(x0(2)-1);

15/36+x0(3)*(x0(1)-1);];

x1=x0-J\F;

x0=(x1);

ENT(i)=real(-x1(1)*log(x1(1))-x1(2)*log(x1(2))-x1(3)*log(x1(3)));%calculate the entropy

end

real(x1)%output the probabilities and values of lagrange multipliers

MATLAB Code for Count Pops.m

function [time,PctRemain] = Count_Pops(Pops)

% Returns the times of popcorn pops in .wav file Pops

%

%

% Input(s)

% Pops: Single channel of .wav data from recorded popcorn popping

% Pops.wav file should be background subtracted.

%

% Output(s)

% time: Time that each kernel popped

% PctRemain: Percent of kernels remaining to pop at times given in time

% vector

%

% Example:

% Record popcorn in microwave oven, use Audacity to delete background noise

14



% due to oven fan. Load into Matlab:

% Pops = wavread(’Popcorn_denoise.wav’);

% Get times of pops and percent remaining:

% [time,PctRemain] = Count_Pops(Pops);

% Plot percent vs. time:

% plot(time,PctRemain,’bo’);

%

% See also:

%

%

% Dependencies: contiguous

%

%

%

% Author: John Peach

% Marrakesh Sailing Analysis and Design

% 20-Jul-2010

%

% Revisions:

% Parameters

DNthresh = 0.06; % Delete residual noise below this value

MAlen = 50; % Length of moving average window

Popthresh = 0.05; % Minimum pop noise threshold

MinSamps = 50; % Minimum number of contiguous samples considered valid pop

DataRate = 44100; % Data sampling rate (see Audacity)

% Take absolute value, and delete residual background

PopsDN = abs(Pops);

PopsDN(PopsDN < DNthresh) = 0;

% Apply a moving average filter to smooth the data

a = 1;

b = ones(1,MAlen)/MAlen;

PopsMA = filter(b,a,PopsDN);

% Locate contiguous runs where data is above threshold

PopsAT = PopsMA > Popthresh;

runs = contiguous(PopsAT);

dt = runs{2,2};

% Ref: http://www.polymerambassadors.org/microwavepop.pdf

idx = dt(:,2) - dt(:,1) > MinSamps;

% Delete short samples

dt = dt(idx,:);

% Convert samples to times

tf = length(Pops) / DataRate;

time = [0; dt(:,1) / DataRate; tf];

nt = length(time)-1;

% Vector of percent of kernels remaining to pop

PctRemain = 100 * (nt:-1:0)’/nt;
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1 Introduction

Extreme weather events, such as tornadoes, can cause loss of life and have tremendous economic impacts.
Frequent occurrences of these events in the US, as well as throughout the world, makes forecasting such events
a very active research field.

In this paper we attempt to forecast occurrence of tornadoes, which heavily depends on the behavior of
several factors. These factors are known as forecast variables. We try to establish several models in order
to determine the probability of the occurrence of a tornado based on these forecast variables. The goal is to
produce useful forecasts for the occurrence of tornadoes that could be used by operational weather forecasters.
Modeling these events is heavily dependent on computing power, therefore currently proposed numerical
models, based on their performance, might become operationally feasible within the next 10 years [5].

1.1 Available Data

We consider several data sets, that come from the run of the Weather Research and Forecasting (WRF) model
run and archived at the National Severe Storms Laboratory (NSSL). The first set of data shows records of
“all” severe thunderstorms (tornado, hail, and wind) from January 7th to December 27th 2008. The data
set also includes numerous other information, such as the influence of the severe thunderstorms, but our
main focus is on modeling the occurrence of tornadoes. Primarily we are interested in how often tornadoes
occur and at what locations (starting and ending latitudes and longitudes of tornadoes). The other data set
contains 54 files (April 16th – June 8th, 2008) with information about the 10 forecast variables at over 700,000
latitude/longitude points evenly spaced covering the entire territory of the US (points are approximately 4km
apart). Since all our observed values are recorded over the 24 hour long period, we focus on 24 hour forecasts.

Available forecast values include updraft-helicity calculated over a variety of levels [1], and simulated radar
reflectivity (refl) associated with the precipitation at any vertical level that the model is making. Additionally,
we have how fast the air is going up at each point (maxUP), how fast the air is going down (maxDOWN), and
maximal horizontal wind speeds at 10 meters above the ground (max10M). Note that the available data for
updraft-helicity is based on different levels of integration and that it represents the maximum updraft-helicity
(calculated on top of the hour) over the period of 24 hours. The last, and maybe the most important forecast
variable is maximum updraft-helicity (maxUH). Updraft-helicity is a product of updraft and rotation over mid
layers of atmosphere [1]. The maxUH represents the the maximum value of the updraft-helicity at any time
step (order 100 time steps per hour) during the 24 hour period.

1.2 The Challenges

From the statistical point of view, a regression model will be established, and a forecast probability will be
predicted using the model. There are several challenges associated with the WRF output. The response, yi
(the occurrence of the tornado or no tornado), is categorical i.e. yi ∈ {0, 1}. However, in reality, there are
several issues on how to assign the responses into an appropriate category, i.e. determine what exactly would
be a yes event at different geographic locations. In the following section we discuss how to distribute these
responses into different locations from a geometric point of view. Moreover, available data encompasses a large
number of locations in the United States for one day. We have 54 days of observations. Ideally, we should
consider building the model by using multiple covariates from all days in order to guarantee the accuracy of
our model. However, due to the current limitations of the memory allowance and the CPU system, as well as
short time frame, we choose to focus on a regional analysis.

To deal with the problem of tractability we choose to base our model on a specific set of data (May 22 - May
28, 2008) that reasonably represents the occurrence of typical severe thunderstorms. Also, considering that
the influence of factors in specific regions may be different in affecting the occurrence of tornadoes, we study
the following 3 regions: Region 1 (94 - 103W, 32 - 44N) that includes Texas, Oklahoma, Kansas, Nebraska,
and South Dakota; Region 2 (94 - 82W, 37 - 44N) that includes Illinois, Indiana, Ohio, Missouri, Wisconsin,
and Minnesota; and Region 3 (94 - 82W, 31 - 37N) that includes Louisiana, Missouri, Alabama, Arkansas,
Tennessee, and Kentucky (Figure 1 illustrates these 3 regions). We note that in Regions 1 and 3, tornadoes
occur more frequently than in Region 2. Empirical study indicates that the data from the Region 1 is more
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suitable for the analysis of extreme events than from the other regions. Therefore, we consider data from all
three regions separately, and build three different models.

Figure 1: Regions 1, 2, 3 in US map.

2 Models and Methodologies

2.1 How to Set the Response

We focus separately on the three geographical regions described above, and assign a response, 1 or 0, to each
site in the regions appropriately. In order to determine a Yes (1) or No (0) event, first we consider the starting
and the ending point of a tornado. We denote those points as s and e respectively. Further, we focus on the
observation points within the “black rectangle” which diagonal is the line connecting s and e. Finally, we
restrict our attention to observations within a “yellow rectangle” whose sides are d equidistant from the sides
of the ”black rectangle” (see Figure 2(a)). For the observations outside the “yellow rectangle”, we set the
responses to be 0. Now, after we have reduced the number of considered points and significantly reduced the
computation task, we calculate the minimum distance from s and e to any observation point in the “yellow
rectangle”. We denote this distance by d0. Further, we bound the region where d0 < d given by the the“blue
curve”. The responses within the “blue curve” are set to be 1, and outside the “blue curve” are set to be 0
(see Figure 2(b)). In all our analysis d = 25 miles.

(a) The first step (b) The second step

Figure 2: How to set the responses
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2.2 Examination of the Time Effect

Physically and intuitively, extreme storm events are temporally correlated. To address this, we first look at
the total number of tornadoes in the region of interest according to time (54 days) to determine periodicity.
This is reflected in Figure 3. We conclude that tornadoes in the region 1 exhibit the time effect, and that on
average the period is roughly 7 days (week effect). Moreover, we observe that there are a lot more tornadoes
occurring between days 37 and 43 (from May 22nd to May 28th, 2008) which is consistent with the fact that
there is an increased tendency of the tornado occurring during this period historically. Thus these dates are
selected to build our model.

Figure 3: The number of tornado in region 1 from April 16th to June 8th

Based on meteorologists’ understanding of tornado genesis, we expect that the occurrence of a tornado is
highly correlated with the maximum updraft helicity (maxUH). We plotted the 90% quartile of the maxUH
in region 1 (shown in Figure 4) for these 54 days . Note that there is a significant correlation between the
maxUH values and the number of tornadoes in this period.

Figure 4: 90% quartile of the maxUH in region 1 from April 16th to June 8th
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2.3 The Regression Model

Let yij denote the ith observation in the jth region, j = 1, 2, 3. In this case yij ∼ Ber(pij) where Ber(pij)
denotes the Bernoulli distribution with mean pij , where pij is the probability that an event will occur at the
location i in region j. Then the probability mass function of yij is given by

f(yij) = p
yij

ij (1− pij)1−yij .

We fit a generalized linear model with a logit link function

logit(pij) = x̃Tij β̃j ,

where

logit(p) = log
(

p

1− p

)
= log(p)− log(1− p).

Here x̃ij denotes the ith predictor in jth region. Let the kth component of x̃ij be xkij , i.e. x1
ij = 1, x2

ij =
reflectivity, x3

ij = maxUP, x4
ij = maxDOWN, x5

ij = max10M, x6
ij = maxUH.

For simplicity, assume logit(pij) = g(x̃ij , β̃j). The maximum likelihood method is applied to obtain the

parameters estimates ˆ̃
βj where the log likelihood function Lj for the jth region is given by

Lj =
∑
i

log pyij

ij (1− pij)1−yij

=
∑
i

(log pyij

ij + log(1− pij)1−yij )

=
∑
i

(yij log pij + (1− yij) log(1− pij))

=
∑
i

(yij log
pij

1− pij
+ log(1− pij))

=
∑
i

(yig(x̃ij , β̃j) + log(
1

1 + eg(x̃ij ,β̃j)
))).

2.4 The Estimation of the Parameters in Three Regions and Their Comparison

Table 1 summarizes the parameter estimates for region 1, 2, 3 based on the data from May 22 to May 28, while
Equations (1) are the generalized linear model for regions 1, 2, and 3 based on those parameter estimates.

logit(pi1) = −5.7− 0.032x2
i1 + 0.023x3

i1 − 0.33x4
i1 + 0.14x5

i1 + 0.011x6
i1

logit(pi2) = −7.4− 0.043x2
i2 − 0.036x3

i2 − 0.0062x4
i2 + 0.20x5

i2 + 0.033x6
i2

logit(pi3) = −9.5 + 0.022x2
i3 + 0.052x3

i3 − 0.042x4
i3 + 0.35x5

i3 − 0.0086x6
i3

(1)

From Table 1 we observe that the maxDOWN for region 2 is not significant (0.735 p-value). Further, based
on the 95% confidence interval of each coefficient, the models for three regions are different. This indicates
that the regional effect is significant in these established models. In the Section 3, we evaluate these models
separately. A linear relationship is justified based on meteorological methodology.

3 The Assessments of Forecast Models

3.1 Some Forecast Qualities

Once a probabilistic forecast is obtained, the usefulness of the forecast is evaluated. One way to evaluate
forecast is considering 2 by 2 contingency table, which is shown below.
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Summary of regression model for region 1
Coefficients Estimate Std. (95%)Confid interval Error z value Pr(> |z|)

intercept -5.72 0.030 (-5.78, -5.66) -188.44 < 2e-16
refl -0.032 0.00068 (-0.033, -0.030) -46.09 < 2e-16

maxUP 0.023 0.0020 (0.019, 0.027) 11.54 < 2e-16
maxDOWN -0.33 0.0074 (-0.34, -0.31) -44.17 < 2e-16

max10M 0.14 0.0025 (0.14, 0.15) 56.76 < 2e-16
maxUH 0.011 0.00056 (0.010, 0.012) 19.65 < 2e-16

Summary of regression model for region 2
Coefficients Estimate Std. (95%)Confid interval Error z value Pr(> |z|)

intercept -7.37 0.061 (-7.49, -7.25) -119.914 < 2e-16
refl 0.043 0.0015 (0.041, 0.046) 29.764 < 2e-16

maxUP -0.036 0.0052 (-0.046, -0.026) -6.960 < 3.41e-12
maxDOWN -0.0062 0.018 (-0.042, -0.030) -0.338 0.735

max10M 0.20 0.0063 (0.18, 0.21) 31.413 < 2e-16
maxUH 0.033 0.0019 (0.030, 0.037) 17.186 < 2e-16

Summary of regression model for region 3
Coefficients Estimate Std. (95%)Confid interval Error z value Pr(> |z|)

intercept -9.54 0.073 (-9.68, -9.39) -131.009 < 2e-16
refl 0.022 0.0014 (0.020, 0.025) 16.306 < 2e-16

maxUP 0.052 0.0034 (0.045, 0.058) 15.392 < 2e-16
maxDOWN -0.42 0.012 (-0.44, -0.40) -34.752 < 2e-16

max10M 0.35 0.0056 (0.34, 0.36) 61.495 < 2e-16
maxUH -0.0086 0.0011 (-0.011, -0.0066) -8.125 < 4.48e-16

Table 1: The summary of regression models for region 1, 2, 3.

hhhhhhhhhhhhhhhForecast
Observation

Event (Yes) Event (No)

Forecast (Yes) a b
Forecast (No) c d

Here a (d) are the numbers of correctly classified events (nonevents), while b (c) denote the numbers of
incorrectly classified nonevents (events). Several scalar measures commonly used to indicate the performance
of the forecast are shown below [3].

Measure Abbreviation Formula
Probability of Detection POD a

a+c

False alarm ratio FAR b
a+b

Prob of False Detection POFD b
b+d

Success Ratio (Frequency of Hits) SR a
a+b

Critical Success Index CSI a
a+b+c

One way of verifying probabilistic forecast models is by using the Receiver Operating Characteristic (ROC)
curve [3]. The ROC curve (see Figure 5) is generated by varying thresholds over the full range of probabilities
and plotting POD vs. POFD. The area under the ROC curve (AUC) is what provides the measure of quality
of a forecast. and it is equal to the Mann-Whitney statistic [7]. AUC of 0.5 would reflect no skill forecasts,
while AUC of 1 suggests perfect forecasts. In practice, forecast becomes useful if AUC is greater than 0.7.
Additionally, Figure 5 shows a general ROC curve. A point at (0, 0) suggests a too high threshold (no wrong
“yes”s for event prediction), and the point (1, 1) suggests a too low threshold (no wrong “no”s; forecast of “no
event”).
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Figure 5: General ROC curve

3.2 The Verification of the Forecasting model

We obtain the regression estimation model

logit(p̂ij) = x̃Tij
ˆ̃
βj .

The estimated probabilities p̂ij are given by

p̂ij =
ex̃

T
ij

ˆ̃
βj

1 + ex̃
T
ij

ˆ̃
βj

.

We need to choose a threshold t to define a tornado event, i.e. if p̂ij > t, we predict an event; otherwise, no
event occurs.

It is shown in [6] that the larger the Critical Success Index (CSI), the better the model. Thus we use CSI
to find the optimal threshold. We also plot the ROC curve and find the AUC area for each model in Region
1, 2, 3.

We choose four days in 2008 to test our model for region 1. These days are selected according to the
number of tornadoes occurred during this period. May 6th is the day when the two tornadoes happened,
May 14th is the day when 10 tornadoes happened, and May 29th and June 5th are the days when 40 and 43
tornadoes happened respectively. The optimal thresholds we tested on these days are t = 0.05988, t = 0.01257,
t = 0.06662 and t = 0.1374. The CSI and ROC curves for region 1 with each AUC value are given in Figure
6. It is shown that May 29th has the best quality in forecasting tornadoes since its AUC has the largest value
0.87 comparing with other selected days. The second best is May 6th of which the AUC is 0.76. The other two
AUC values (0.71 and 0.69) are around 0.70. They are also useful in forecasting the occurrence of tornadoes.

The contingency table for May 29th at different thresholds ti in region 1 is given in Table 2.

t1 = 0.01443 t2 = 0.02598 t3 = 0.06662 t4 = 0.3547
5152 42729 4962 22399 3691 8622 533 836
29 20492 219 40822 1490 54599 4648 62385

Table 2: May 29th: the 2× 2 contingency table for different ti, i = 1, 2, 3, 4 in region 1.

In region 2, we obtain similar plots by forecasting May 29th and June 5th in Figure 7. The optimal
thresholds are t = 0.06339 and t = 0.09728 respectively. The AUC values for each of them are 0.94 and 0.91.
The contingency table for May 29th in region 2 is shown in Table 3.

In region 3, the CSI and ROC curves are given in Figure 8 for May 8th and May 10th (no tornado occurred
in May 29th and June 5th). The optimal thresholds are t = 4.2055× 10−6 and t = 8.5625× 10−8. The AUC
value for May 10th is smaller than the no-skill forecasting. Even though the AUC value for May 8th is greater
than 0.5, it produces a very small optimal threshold which is not realistic in forecasting a tornado. For the
purpose of the comparison, we show the contingency table in Table 4.
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(a) May 6th: CSI (b) May 6th: ROC curve

(c) May 14th: CSI (d) May 14th: ROC curve

(e) May 29th: CSI (f) May 29th: ROC curve

(g) June 5th: CSI (h) June 5th: ROC curve

Figure 6: Plots of CSI and ROC curves in May 6th, May 14th, May 29th and June 5th in 2008 in Region 1.
The AUC for each day is also shown.
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(a) May 29th: CSI (b) May 29th: ROC curve

(c) June 5th: CSI (d) June 5th: ROC curve

Figure 7: Plots of CSI and ROC curves in May 29th, June 5th in 2008 in Region 2. The AUC for each day is
also shown.

(a) May 8th: CSI (b) May 8th: ROC curve

(c) May 10th: CSI (d) May 10th: ROC curve

Figure 8: Plots of CSI and ROC curves in May 8th, May 10th in 2008 in Region 3. The AUC for each day is
also shown.
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t1 = 0.001510 t2 = 0.002329 t3 = 0.005440 t4 = 0.06339
106 35164 106 24029 106 12890 43 886
0 11144 0 22279 0 33418 63 45422

Table 3: May 29th: the 2× 2 contingency table for different thresholds ti, i = 1, 2, 3, 4 in region 2.

t1 = 8.556× 10−7 t2 = 1.8405× 10−6 t3 = 4.2055× 10−6 t4 = 6.7086× 10−5

2490 28866 1729 16189 970 3958 191 705
478 12960 1239 25637 1998 37868 2777 41121

Table 4: May 8th: the 2× 2 contingency table for different thresholds ti, i = 1, 2, 3, 4 in region 3.

To further verify our model, we plot the tornado events in May 29th and June 5th in US map, as well as
the predictions of the probabilities (log scales) for the tornado occurrence. Note that the predictions of the
probabilities are scaled by (0,−1,−2,−3,−4,−5,−6) where 0 denotes the highest scale, and −6 denotes the
lowest one. The locations where the tornado occurred that day are highlighted by these black plus signs. It
is shown that on May 29th, the locations of the higher probabilities are overlapped very well with locations
where the tornado events occurred. On June 5th, the tornado events occurred in the locations with high
probability predictions. For most locations with higher probability predictions of the tornado, the tornado did
not occur. However, the forecast model is still useful, though other tornado forecast methods should also be
considered.

(a) May 29th (b) June 5th

Figure 9: The predictions vs. the tornado events (black plus signs) in May 29th and June 5th.

All the AUC values for region 1, 2, 3 in these 54 days are shown in Figure 10 (a). Note that we remove
the dates when there is no tornado occurring. Most of the AUC values are above 0.7, and there is no time
tendency shown here. Moreover, the box plots of the AUC values of these 3 regions are also given in Figure
10 (b), with the information of dispersion and skewness. Note that the median values are greater than 0.7,
which indicates that the forecast model is generally useful.
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(a) AUC values vs. time in Region 1, 2, 3 (b) Box plots of AUC in Region 1, 2, 3

Figure 10: AUC values vs. time and Box plots of AUC in Region 1, 2, 3.
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4 Conclusions and the Future Work

In this report, we developed a forecasting model for predicting the probability of a tornado occurrence. The
model is built by selecting a period of seven days during the data available over the 54 days, and applied to
forecast the occurrence of tornadoes for the rest of other days. A regional analysis was applied in building
the probabilistic forecast model. A strategy was developed for how to assign an event occurrence in any
location. The established model implied the region effect exists in the model. We evaluated the model based
on well-developed forecast verification methods. The model showed some useful forecast qualifications, and
the seven-day period model could be able captures the forecast for other time period.

For the possible future work section, we consider including the time effect by the variable λl. Thus we can
propose the model to be

logit(pijl) = x̃Tijlβ̃ + λl,

where x̃ijl denotes the the ith predictor in jth region at lth time period. This requires the computational
environment with capability of dealing with large data sets. Moreover, we can consider a spatial model
incorporating an underlying distance-based covariance structure between locations or a nearest-neighbor in-
formation structure. We can also work on the forecasting models of hail and wind by applying the similar
strategies as we deal with the tornado model.
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Abstract

Comparing forecasts and assessing their performance is important for both operational use and in forecast
model development. Field deformation has recently been implemented in order to aid in this process. Field
deformation allows assessment to be based on what is thought to be a common error in forecasting - spatial
displacement, rather than on just point by point statistics. The goal of this work is to build upon one field
deformation technique, image warping, by extending the method to include the third dimension of time. This
report describes one way in which the time element may be included in the image warping functions, and then
applies the method to compare two forecasts (NCAR and NCEP) on two separate days.

1 Introduction and Motivation

It is desired to monitor how weather forecasts perform under existing models through verification with real
observations. Subsequently, we want to compare different weather forecast models and improve weather
forecast quality. In the ideal case, forecasts should completely overlap with observations. However, actual
forecasts differ from observations because of intensity error, spatial error, timing error, etc. It is therefore
important to find an appropriate way to identify these errors and reasonably evaluate how well our models
are working.

Traditional verification methods based on point-to-point statistics only provide limited diagnostic infor-
mation and can be misleading sometimes because they confound different types of errors and don’t consider
the correlation in space and time. In Figure 1, point-to-point verification will not be able to discriminate
displacement error and orientation error in the first two panels; in the third panel, the displacement error
of a forecast is double penalized by misses and false alarms. Also, suppose that isolated thunderstorms are
predicted in the northwest of continental United States, but actual observations did not appear at particular
suggested spots, as shown in Figure 2. Point-to-point hits/false alarms measure tells us this is a forecast of
poor quality, yet it might still be a useful one for the entire region. There have been many efforts to address
these problems, as described by Gilleland et al. (2009) and they can be categorized into one of the following
four types: (1) neighborhood approaches (2) features-based approaches (3) scale separation approaches (4)
field deformation approaches. This report focuses on image warping, which is one of the field deformation
approaches.

Gilleland et al. (2010) uses an image warping method described by Åberg et al. (2005) to deform and
morph the forecast image spatially to get a closer match of what we observed. The image warping process
takes into account spatial errors by using a penalized component on how much the graph needs to be changed,
as well as intensity error between observations and the warped forecasts. Based on this model, we implement
the algorithm numerically with R and compare the performances between traditional and image warping ap-
proaches. We also extend the two-dimensional spatial warping function to three-dimensional spatial-temporal
by including an extra time component in order to describe the timing errors, for example, the forecast be-
ing earlier or later than it should be. There are several considerations about adding the time component,
because this might affect the original setting in two-dimensional space. First, the field deformation is now
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4Cornell University
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three-dimensional instead of two-dimensional. Second, spatial 3D (x, y, z) might have different properties than
spatial-temporal 3D (x, y, t). Third, spatial correlation structure is likely to differ from temporal correlation
structure. Fourth, scale transformation between time and space might be necessary.

(a) Figure 1 (b) Figure 2

2 Image Warping

2.1 2-Dimensional

Image warping is a mapping of control points in image I to Ĩ. In the 2-dimensional case W : (x, y) → (u, v)
and the simplest case is the translation

Wx(x, y) = u(x) = x+ a0, Wy(x, y) = v(y) = y + b0.

Other forms of 2-dimensional warping include the affine transformation, a global or parametric transfor-
mation, and the thin-plate spline, a non-parametric transformation.

The affine transformation,

Wx(x, y) = u(x, y) = a0 + a1x+ a2y, Wy(x, y) = v(x, y) = b0 + b1x+ b2y,

allows for stretching, shearing, and rotation in the mapping of image I to Ĩ, however it does not perform well
when I has local distortions. Piecewise affine transformation can be defined to account for local distortion but
a smoother mapping can be achieved with the use of nonparametric transformations (See Goshtasby, 1986,
Glasbey et al., 1998).

One should not expect weather image warping to be a global transformation so some method which allows
for local distortion of the control image is needed. The thin-plate spline transformation is often used for this
(Aberg et al. 2005). Thin-plate splines were proposed by Arad et al (1994) where the radial basis function
U(r) = r2 log(r) plus the affine transformation gives a smooth warping function

W (x, y) = u(x, y) = a0 + a1x+ a2y +

n∑
i=1

diU (‖pi − (x, y)‖) ,

which is the general solution to minimizes the functional

J(u) = J(W ) =

∫ ∫
(x,y)∈Dx×Dy

((
∂2W

∂x2

)2

+ 2

(
∂2W

∂x∂y

)2

+

(
∂2W

∂y2

)2
)
dxdy
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with the constraint that the squared second derivatives of W are integrable (See Arad et al. 1994, Aberg et
al. 2005, Carr et al. 2001, Arcangeli et al. 2007). W (x, y) can be written as the linear system of equations(

K P
PT 0

)(
d
a

)
=

(
u
0

)
where K is the n× n matrix with the ijth entry Kij = U (‖pi − pj‖) ,P is the n× 3 matrix with the ith row
Pi = (1, xi, yi) where xi and yi being the coordinates of the ith control point, and u is the n× 1 vector with
ui = W (pi) . The last three rows give the restriction

n∑
i=1

di =

n∑
i=1

dixi =

n∑
i=1

diyi = 0

guaranteeing that the warping W (x, y) is smooth (Carr et al., 2001). An intuitive physical analogy of the
thin-plate spline transformation is the bending of a sheet of material where the functional J(W ) tries to find
the minimum energy needed to warp control points to a desired position while ensuring that the deformation
is smooth.

If one just wished to find a smooth mapping of the control image to any position this warping function
would be fine, however our goal is to have a smooth warping with an additional restriction that the error
features of the control image map to the features of a deformed image. To do this we define a loss function
combining the error between the control image and the warped deformed image and the amount of bending
needed to create the warped deformed image. Let O will our control image and F will be our deformed image.
In the weather data O(x, y) = O(s) = z is the value at point s and F (Wx(x, y),Wy(x, y)) = F (W (s)) = z′

will be the value at the position of the warped point s. We follow the model of (Gilleland et al., 2010) in
assuming that the observation image O is a deformation of the forecast image F plus some errors in amplitude
due to noise in how the data is collected. Explicitly,

O(s) = F (W (s)) + ε(s), ∀s = (x, y) ∈ Ds

where ε(s) is a zero mean Gaussian process assumed to be independent in space. To account for the amount
of displacement any control point moves in the warping we follow the model of Aberg et al. (2005)and define
∆o
i = poi −W (poi ) as the displacement and ∆o

xiand∆o
yi as the displacement in the x and y direction respec-

tively. We assume the displacements in the xandy direction are independent giving us a multivariate Gaussian
distribution (

∆o
x

∆o
y

)
∼ N

((
0
0

)
,

(
σ2

∆x
(I−C)−1 0

0 σ2
∆y

(I−C)−1

))
,

where

C =

{
0, i = j

cij , i 6= j

and σ∆x = σ∆y = σ∆.
Explicitly our loss function is defined as:

Q(px
F ,py

F ) =
1

2σ2
ε

∑
s∈Dx×Dy

(O(s)− F (W(s)))2+

1

2σ2
∆

(
(pFx − pOx )T (I−C)(pFx − pOx )+

(pFy − pOy )T (I−C)(pFy − pOy )
)

where σ2
ε is chosen to penalize any difference in the control image with the warped deformed image and σ2

∆

penalizes the magnitude of displacement of the poi control points and the control points moving in opposite
directions (Aberg et al., 2005). The covariance matrix C should be defined either with previous modelling
results or by intuitive reasoning. We optimize our loss function Q by using numerical techniques.
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2.2 3-Dimensional

To extend our model to 3-dimensions with warps W: (x,y,t)→(u,v,w), new transformation methods are needed.
We define control points

poi = (xi, yi, t
o) = (x1i, x2i, x3i) = xi

all from the same observation image O at time to. For spline warps in R3 the we used the warp function

W (x) = f (x) +

n∑
i=1

diU (‖xi − x‖)

with the radial basis function U(r) = r3 and f(x) is at most a degree 2 polynomial giving a triharmonic spline
(Arcangeli et al., 2007). To ensure smoothness of the warping functionW (x) we wish to minimize the functional

J(W ) =

∫ ∫ ∫
D3

(
∂2W

∂x1
2

)
2 + 2

(
∂2W

∂x1∂x2

)
2 +

(
∂2W

∂x2
2

)
2 + 2

(
∂2W

∂x2∂x3

)
2 +

(
∂2W

∂x3
2

)
2 + 2

(
∂2W

∂x3∂x1

)
2dx

with the constraint that the squared second derivatives of W (x, y, z) are integrable (Carr et al., 2001). We let
f(x) be the degree one polynomial a0 + a1x1 + a2x2 + a3x3 and represent W (x) as the linear system(

K P
PT 0

)(
d
a

)
=

(
u
0

)
defined as before with P expanded to n× 4 to included the 3rd control point coordinate x3

and the restriction
n∑
i=1

di =

n∑
i=1

dix1i =

n∑
i=1

dix2i =

n∑
i=1

dix3i = 0

similarly expanded to ensure a smooth warp (Carr et al., 2001).
Again our goal of applying this model is not only to have a smooth warping of control points but to also ac-
count for the error in the images. We allow for noise in the data with a Gaussian process assumed independent
in each dimension by the model

O (x) = F (Wx1
(x) ,Wx2

(x) ,Wx3
(x)) + ε (x) ,∀x = (x1, x2, x3) ∈ Dx

We also account for displacement of the control points poi with the multivariate Gaussian distribution ∆o
x1

∆o
x2

∆o
x3

 ∼ N
 0

0
0

 ,

 σ2
∆1

(I−C)−1 0 0
0 σ2

∆2
(I−C)−1 0

0 0 σ2
∆3

(I−C)−1


where

C =

{
0, i = j

cij , i 6= j
, and σ∆1

= σ∆2
= σ∆, σ∆3

= στ .

Our loss function is also extended similarly:

Q(pF ) =
1

2σ2
ε

∑
s∈Dx×Dy×Dt

(O(s)− F (W(s)))2+

1

2σ2
∆

(
(pFx − pOx )T (I − C)(pFx − pOx )+

(pFy − pOy )T (I − C)(pFy − pOy )
)
+

1

2σ2
t

(pFt − pOt )T (I − C)(pFt − pOt )

4



where σ2
ε is chosen to penalize any difference in the control image with the warped deformed image and σ2

∆

penalizes the magnitude of displacement of the poi control points and the control points moving in opposite
directions in the x1andx2 coordinates and σ2

τ accounts for displacement in time and penalizes neighboring
points being mapped to different time frames. The covariance matrix C should be defined for the relation
of the control points either with previous modeling results or by intuitive reasoning. In deforming weather
spatially and temporally this can be a major consideration. Numerical techniques for evaluating polyharmonic
splines can be found in Beatson et al., (2007). The loss function Q must also be optimized numerically.

3 Implementation

In this project, our target data are the quantitative precipitation forecasts (QPF).

3.1 2005 Spring Program model output and stage II analyses

The available data sets we have are model output and stage II analyses from the National Severe Storms Lab
(NSSL)/Storm Prediction Center (SPC) 2005 Spring Program (see Kain et al., 2008,; Ahijevych et al., 2009).
These are hourly accumulated precipitations in hundredths-of-an-inch which we convert to mm by multiplying
all fields by 0.254. All models/analyses have been interpolated to the same grid (the National Center for
Environmental Prediction (NCEP) g240 grid). And the resulted domain is 601 (longitude) × 501 (latitude),
approximately 4-km grid spacing.

We consider “Observations” from the Stage II analyses (st2) as the “true” intensity of rainfall, which ranges
from 2005/04/18 1:00 am (UTC) to 2005/06/04 6:00am (UTC). The “Forecasts” used are model output where
all models are initialized at 0000 UTC (early evening when convection typically intensifies and organizes over
much of the central United States). Models are three configurations of the Weather Research and Forecast
(WRF) model: “wrf2” is originally on approximately 2-km grid spacing, from the Center for Analysis and
Prediction of Storms (CAPS), “wrf4ncar”: is on approximately 4-km grid spacing from NCAR and “wrf4ncep”
is on approximately 4-km grid spacing from NCEP. For each day we have in the ”Observations” there are 30
forecasts range from 1 hour to 30 hours in advance.

3.2 Geometric synthetic data sets

The geometric synthetic data sets are simple elliptical-shaped precipitation patterns with common forecast
errors and provide useful information about the output of each method. The data size is also 601×501. These
are good initial tests for the models since we can see clearly how the forecast have been warped.
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3.3 Implementation

The warping functions we will be using are thin-plate splines. We have one spline for x, y, and t respectively
and each spline is a function of all three dimensions.

Wx(x, y, t) = a+ axx+ ayy + att+

m∑
i=1

dx,iU(‖pO
i − (x, y, t)‖)

Wy(x, y, t) = b+ bxx+ byy + btt+

m∑
i=1

dy,iU(‖pO
i − (x, y, t)‖)

Wt(x, y, t) = c+ cxx+ cyy + ctt+

m∑
i=1

dt,iU(‖pO
i − (x, y, t)‖)

Before fitting the splines we must determine control points pO. More control points result in better per-
formance in modelling localized perturbations in the image, however each additional control point adds an
additional 3 parameters to be estimated. Previous analysis (spatial warp only) used 200 control points (400
parameters) (Gilleland et al. 2009), however , for time reasons we chose only 30 control points (90 parameters)
and restricted our domain to a subset of the data.
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To insure that points near each other move in a similar fashion we assume a covariance structure where the
nearest neighbor to a point takes a value of .25, and all others are zero. This is also how the covariance
structure was determined in the Aberg et al. paper (2005).

cij =

{
1/4, if control point j is the nearest neighbour of i
0, otherwise

The parameters for the spline will be estimated by minimizing the following loss function.

Q(pF ) =
1

2σ2
ε

∑
s∈Dx×Dy×Dt

(O(s)− F (W(s)))2+

1

2σ2
∆

(
(pFx − pOx )T (I − C)(pFx − pOx )+

(pFy − pOy )T (I − C)(pFy − pOy )
)
+

1

2σ2
t

(pFt − pOt )T (I − C)(pFt − pOt )

We used initial values which correspond to the zero-bending-energy configuration, ie

pO = pF

or

Wx(x, y, t) = 0 + 1x+ 0y + 0t+

p∑
i=1

0U(‖pO
i − (x, y, t)‖)

Wy(x, y, t) = 0 + 0x+ 1y + 0t+

p∑
i=1

0U(‖pO
i − (x, y, t)‖)

Wt(x, y, t) = 0 + 0x+ 0y + 1t+

p∑
i=1

0U(‖pO
i − (x, y, t)‖)

We then used the optim function in R, which used BFGS algorithm as the method. Since the warping
function may not map (x, y, t) to a location at which we currently have a precipitation value we round the
x, y, and t values to the nearest point at which we do have a precipitation value. Other methods of inter-
polation have been considered in other papers, such as bilinear-interpolation. Once the warp functions have
been determined, each point in our domain can them be mapped to a point in the forecast field at which the
precipitation value will be taken.

We have run this method on 2 separate days (April 26, 2005 and May 20, 2005), and 2 forecast models
(NCAR and NCEP).
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Figure 3: Results using NCAR Forecast on April 26, 2005

Figure 4: Results using NCEP Forecast on April 26, 2005

Loss function value RMSE reduction in RMSE
no warp warp no warp warp

NCAR 8010.1 2657.2 2.67 .727 56.5 %
NCEP 3361.6 1243.1 2.24 1.51 32.4 %
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Figure 5: Results using NCAR Forecast on May 20, 2005

Results using NCEP Forecast

Figure 6: Results using NCEP Forecast on May 20, 2005

Loss function value RMSE reduction in RMSE
no warp warp no warp warp

NCAR 28.51 8.030 .04 .009 74.4 %
NCEP 15.93 6.77 .02 .009 57.4 %

9



Figure 3: The top row are the NCAR forecasts (at times t−1, t, and t+ 1) to which a point in the domain
may be mapped. The bottom left figure is the observed data (at time t). The bottom central figure shows
the warping pattern. The final warped feild is on the bottom right. In this example, the optimazation found
a warp in time and space to be the best warp. The area with blue arrows represents the portion of the field
that was warped to the t − 1 forecast, and the area with red arrows represent the portion of the field that
was warped to the t + 1 forecast. The origin of the arrow is the location in the forecast field at which the
precipation value was taken, and the tip of the arrow represents where that value was moved to in the warped
forecast.

Figure 4: The top row are the NCEP forecasts (at times t− 1, t, and t+ 1) to which a point in the domain
may be mapped. The bottom left figure is the observed data (at time t). The bottom central figure shows
the warping pattern. The final warped feild is on the bottom right. In this example, the optimazation found
a warp in time and space to be the best warp. The area with blue arrows represents the portion of the field
that was warped to the t − 1 forecast, and the area with red arrows represent the portion of the field that
was warped to the t + 1 forecast. The origin of the arrow is the location in the forecast field at which the
precipation value was taken, and the tip of the arrow represents where that value was moved to in the warped
forecast.

April 26, Table: A comparison of the two forecast models NCAR and NCEP on April 26, 2005 using
the loss function values for the non-warped and warped coordinates, the root mean squared error, and the
reduction in root mean squared error by the warping function.

Figure 5: The top row are the NCAR forecasts (at times t−1, t, and t+ 1) to which a point in the domain
may be mapped. The bottom left figure is the observed data (at time t). The bottom central figure shows
the warping pattern. The final warped feild is on the bottom right. In this example, the optimazation found
a warp in time (and only a warp in time) to be the best warp. The area in blue represents the portion of the
field that was warped to the t− 1 forecast.

Figure 6: The top row are the NCEP forecasts (at times t-1, t, and t+1) to which a point in the domain
may be mapped. The bottom left figure is the observed data (at time t). The bottom central figure shows
the warping pattern. The final warped feild is on the bottom right. In this example, the optimazation found
a warp in time (and only a warp in time) to be the best warp. The area in blue represents the portion of the
field that was warped to the t − 1 forecast, and the area in red represent the portion of the field that was
warped to the t+ 1 forecast.

May 30, Table: A comparison of the two forecast models NCAR and NCEP on May 20, 2005 using the loss
function values for the non-warped and warped coordinates, the root mean squared error, and the reduction
in root mean squared error by the warping function.

4 Conclusions and Discussion

In both the examples given here, the NCEP model has a better initial performance (with respect to RMSE,
this is reflected in the loss function Q since not warping is used). Also, in the first example the NCEP forecast
requires less warping to achieve the RMSE of .009. In the second example, the NCAR forecast achieves a
lower RMSE of .727, however it requires a bigger shift in space and time to achieve this. According to the
penalty values we have chosen, despite the higher RMSE, the NCEP forecast performs better as it has a lower
loss function value of 1243.1

Adding the time dimension is a natural and relatively straight forward extension to the warping methods
used in Aberg, et al and Gilleland, et al. The preliminary results here suggest that timing is potentially an
important covariate in the warping function, i.e. the warp function uses time rather than space to adjust
for many of the errors in the forecast models. However, further research must be done to explore the right
balance between penalizing a shift in time and a shift in space. Additionally, other structures for C should be
considered as well as the sensitivity to the choice of C.

Appendix

#obs=read.table("st2/ST2ml_2005042020.g240.txt")

forc_1=read.table("wrf4ncar/wrf4ncar_2005042000.g240.f19.txt")
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obs=forc1=read.table("wrf4ncar/wrf4ncar_2005042000.g240.f20.txt")

forc0=read.table("wrf4ncar/wrf4ncar_2005042000.g240.f21.txt")

forc0=t(forc0);forc_1=t(forc_1);forc1=t(forc1)

forc=array(0,dim=c(dim(forc0),3))

forc[,,1]=forc_1;forc[,,2]=forc0;forc[,,3]=forc1

obs=t(obs)*0.254

grdinter=50

g1=seq(grdinter,600,by=grdinter)

g2=seq(grdinter,500,by=grdinter)

#g3=c(-1,0,1)

#g1=1:501;g2=1:601

grids=cbind(as.vector(matrix(rep(g1,length(g2)),byrow=TRUE,nrow=length(g2))),rep(g2,length(g1)))

interdist=200

s1=seq(200,600,by=interdist)

s2=seq(100,500,by=interdist)

#a two dimensional matrix for p_obs, at t=0

p_obs0=cbind(as.vector(matrix(rep(s1,length(s2)),byrow=TRUE,nrow=length(s2))),rep(s2,length(s1)))

p_obs=cbind(p_obs0,0)

#observation

O_fun=function(vec){

return(obs[vec[1],vec[2]])

}

F_fun=function(vec){

return(forc[vec[1],vec[2],vec[3]+2])

}

U_fun=function(pi_vec,s_vec){

r=sqrt(sum(((pi_vec-s_vec)*c(1/grdinter,1/grdinter,1))^2)) #r=|pi-s|

return(r^3)

}

K=matrix(0,nrow=nrow(p_obs),ncol=nrow(p_obs))

for(i in 1:nrow(p_obs))

for(j in 1:nrow(p_obs))

K[i,j]=U_fun(p_obs[i,],p_obs[j,])

P=cbind(1,p_obs[,-3])

mat_solve=solve(rbind(cbind(K,P),cbind(t(P),matrix(0,3,3))))

W_fun=function(vec,p_f){ #warping function

w_and_a=mat_solve%*%rbind(p_f,matrix(0,3,3)) #solve (w_1,...,w_p,a1,a_x,a_y) from p_f in W_x

return(c(apply(p_obs,1,U_fun,s_vec=vec),1,vec[-3])%*%w_and_a)

#result of the apply function here is (W_x(x,y),W_y(x,y))

#W_x(x,y)=(U(p_1-s),...,U(p_p-s),1,x,y)%*%(w_1,...,w_p,a1,a_x,a_y), where (w_1,...,w_p,a1,a_x,a_y) is noted as w_and_a_x

#this function returns (W_x(s),W_y(s))

}

smooth_fun=function(vec){

return(c(max(min(floor(vec[1]/grdinter+0.5)*grdinter,601),1),max(min(floor(vec[2]/grdinter+0.5)*grdinter,501),1),max(min(floor(vec[3]+0.5),1),-1)))

}

res_square=function(vec,p_f){

vec=c(vec,0)

return((O_fun(vec)-F_fun(smooth_fun(W_fun(vec,p_f))))^2) #O(s)-F(W(s)) where W determined by p_f

}

I_mat=diag(rep(1,nrow(p_obs)))

C_mat=matrix(0,nrow=nrow(p_obs),ncol=nrow(p_obs))
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for(i in 1:nrow(p_obs))

for(j in 1:nrow(p_obs))

if(sum(abs((p_obs[i,]-p_obs[j,])*c(1/interdist,1/interdist,1)))==1) C_mat[i,j]=1/6

#C_mat=diag(rep(0,30))

Q_fun=function(p_f){

res=sum(apply(grids,1,res_square,p_f=p_f))/(2*sig2_eps) #sum of O(s)-F(W(s))

penalty=(t(as.vector(p_f-p_obs))%*%(diag(c(1,1,1))%x%(I_mat-C_mat))%*%as.matrix(as.vector(p_f-p_obs)))/(2*sig2_delta)

# penalty=0

return(res+penalty)

}

sig2_eps=1;sig2_delta=1

#Q_fun(p_f=p_obs)

Q_fun1=function(par){

return(Q_fun(matrix(par,ncol=3)))

}

temp=optim(par=p_obs,fn=Q_fun1,method="BFGS",control=list(trace=1,ndeps=c(rep(grdinter,2*nrow(p_obs)),rep(1,nrow(p_obs)))))

temp_fun=function(vec){

return(F_fun(smooth_fun(W_fun(c(vec,0),p_f_opt))))

}

p_f_opt=temp$par

grdinter1=10

g1=seq(grdinter1,600,by=grdinter)

g2=seq(grdinter1,500,by=grdinter)

grids=cbind(as.vector(matrix(rep(g1,length(g2)),byrow=TRUE,nrow=length(g2))),rep(g2,length(g1)))

wf=apply(grids,1,temp_fun)

w_forc=matrix(0,nrow=length(g1),ncol=length(g2))

for(i in 1:nrow(grids))

w_forc[grids[i,1]/grdinter1,grids[i,2]/grdinter1]=wf[i]

library(fields)

library(maps)

load("loc")

pdf("real_cp_3d.pdf", width = 14)

par(mfrow=c(2,3),mar = rep(2,4))

image.plot(forc_1[g1,g2],col=c("grey",tim.colors(256)),main="forcast at t-1")

par(usr=c(apply(loc,2,range)))

US(add=TRUE)

image.plot(forc0[g1,g2],col=c("grey",tim.colors(256)),main="forcast at t")

par(usr=c(apply(loc,2,range)))

US(add=TRUE)

image.plot(forc1[g1,g2],col=c("grey",tim.colors(256)),main="forcast at t+1")

par(usr=c(apply(loc,2,range)))

US(add=TRUE)

image.plot(obs[g1,g2],col=c("grey",tim.colors(256)),main="obs at t")

par(usr=c(apply(loc,2,range)))

US(add=TRUE)

image.plot(w_forc,col=c("grey",tim.colors(256)),main="deformed forecast")

par(usr=c(apply(loc,2,range)))

US(add=TRUE)

dev.off()

[12][1][11] [9][6][5] [4][7][10] [15][8][13][3] [14][2]
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PROBLEM 4: UNCERTAINTY ENABLED DESIGN OF A SWITCH

Behdad Beheshti1, Kenny Chowdhary2, Jason Davis3, Shanshan Wang4

Problem Presenter:
Jordan Massad

Sandia National Laboratories

Abstract

An acceleration switch has been proposed to detect events in a multi-stage rocket sled track test in order to
activate instrumentation along the track. When the switch detects a desired acceleration profile, the switch
closes to complete a circuit for instrument activation. Preliminary tests on the proposed switch have shown
that statistical variations exist due to practical fabrication and assembly tolerances. It is supposed that the
variations can lead to a switch that does not respond correctly to the desired acceleration. If the switch
does not close at the proper time along the track, improper data may be collected or no data at all may be
collected before destructive impact in the worst case. The objective of this project is to quantify the affect of
uncertainity and to propose a switch design whose operation is insensitive to variation and uncertainty.
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1 Problem Description

Figure 1: Rocket Mounted Switch

The switch in question has a spring resisting motion
of the piston and is also filled with fluid, which fur-
ther resists movement. The fundamental mechanism
is that the rocketing sled imparts momentum to the
piston, while the resisting forces keep it from hap-
pening immediately, as we do not want the switch to
close immediately. Thus, not only must the switch
close before some critical time (which is generally a
function of the desired acceleration profile), but it
mustn’t close too early, as we defeat the purpose of
even having a switch in that case. A switch will be
considered successful if it meets both of those crite-
ria.

A solution to our problem can be reduced to the fol-
lowing steps:

• Step 1: Use physical principles to construct a mathematical description of the switch closing

• Step 2: Solve the mathematical model for a given set of parameters

• Step 3: Analyze the sensitivity of the model about a neighborhood of the nominal parameters

• Step 4: Propagate uncertainty in model parameters through the model and calculate estimations on the
probability of success

• Step 5: Optimize the uncertain parameters to maximize probability of success
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Figure 2: Sled Acceleration
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2 Mathematical Model

First, we need to model the motion of the piston mass. We will treat x as the displacement of the piston and
ẋ, ẍ as its velocity and acceleration, respectively. x = 0 corresponds to the mass in the initial, fully open
position.

Newton’s 2nd law states that the sum of the forces acting on a body is equal to its mass times it accelera-
tion: ∑

F = mẍ (2.1)

where F are the forces acting on the body, m is its mass, and ẍ is its acceleration. We identified 6 forces
acting on the assembly, ∑

F = Fw1
+ Fa − (Fw2

+ Fs + Ff + Fd). (2.2)

The form of the forces in (2.2) are listed in Table 1.

Table 1: Forces
Fa mas(t) Force due to acceleration of the sled
Fs P + kx Force of the spring
Ff sgn(ẋ)f(x) Force due to friction of the pins
Fd cd(x)ẋ Force due to drag; drag coefficient a function of x
Fw1

Ix≤0106x Normal force of the near wall, modeled as a stiff spring
Fw2

Ix≥L106(x− L) Normal force of the far wall, modeled as a stiff spring

Substituing values of Table 1 into (2.2), we obtain:

mẍ = mas(t)− Ix≤0106x− (Ix≥L106(x− L) + P + kx+ cd(x)ẋ− sgn(ẋ)f(x)). (2.3)

The intial conditions of the piston mass are

(x(0), ẋ(0)) = (0, 0). (2.4)

Table 2: Parameters
Parameter Value Unit Description

m 0.4 kg Mass of the piston
k 8.18 kg·s−1 Spring constant

Ff (x) - kg·m·s−2 Friction force (both fore and aft pins)
cd(x) - kg·s−1 Fluid drag coefficient
L 5.625 mm The maximum position of the piston
xc Ls + 0.8382 mm The minimum closed position of the piston
tc 2.811 s The critical time to close - not given directly
P 0.49 N The preloaded force on the spring

as(t) - m·s−2 The acceleration of the rocket sled
Lf 6.350 mm The length of the fore pin
Ls 2.667 mm The minimum displacement to contact aft pin

The friction force Ff (x) comprises the force of friction on the fore pin and the aft pin:

Ff (x) = Ffore(Lf − x) + Faft(x− Ls). (2.5)

Measurements of the friction forces on the pins were conducted relative to their respective tips; therefore the
position x must be translated with respect to Lf and Ls, as indicated in (2.5). These forces are illustrated in
Figure 3.

The drag force and combined friction force for a nominal switch is plotted in Figure 4. In the next section,
we discuss how to solve equations (2.3) and (2.4) numerically.
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3 Numerical Solutions

We initially utilized the builtin Matlab solvers ode45 and ode15s to solve (2.3) and (2.4), but including the
drag force significantly slowed them down and adding the friction force caused them to fail outright. Therefore,
we considered alternate methods, including the Hilbert-Hughes-Taylor α-method, Vensim (a system dynamics
modeling package), and a low order implicit-explicit splitting scheme.

3.1 HHT Method (α-method)

The Hilbert-Hughes-Taylor (HHT) method [1][2], also referred to as the α-method, is an implicit integration
scheme that is well suited for studying dynamic systems. The HHT method is an extension of the Newmark
family of implicit integration schemes; in the Newmark method, however, numerical dissipation cannot be
introduced without degrading the accuracy of the solution. In order to improve upon the Newmark method,
the HHT method retains the finite difference formulation of the Newmark method while modifying the time-
discrete equation of motion. Given mass m, stiffness k, damping/gyroscopic c matrices, a force vector q(t),
vectors of displacements xn, velocities vn, and accelerations an evaluated at time tn, the HHT method solves
the system at tn+1 = tn + ∆t by evaluating the following equations:

man+1 + (1 + α)cvn+1 − αcvn + (1 + α)kxn+1 − αkxn = q((1 + α)tn+1 − αtn) (3.1)

The displacements and velocities at time tn+1 are given as, respectively,

xn+1 = xn + ∆tvn +
(∆t)2

2
((1− 2β)an + 2βan+1) , (3.2)

vn+1 = vn + ∆t ((1− γ)an + γan+1) , (3.3)

where β = (1−α)2
4 , γ = 1−2α

2 , and α = −0.05. The parameter α is a mixing parameter that weights implicit
and explicit calculations. Increasing the size of α increases the numerical dissipation of the solver.

The difference between the original formulation and our own is that we also have friction as a dampening force
(a function of x) and our damping coefficient is not constant (also a function of x). However, if we α-average
them accordingly and perform a 1st order Taylor approximation, we are still able to use the scheme. It is an
implicit method so we expect it to do well. Note that (3.2) and (3.3) fully define xn+1 and vn+1 in terms
of (xn, vn, an, an+1), so the solution at each time-step can be reduced to finding the root of the univariate
nonlinear equation (3.1). Approximations to linearize the equation were considered, but ultimately the time
to derive and implement proved prohibitive. See Figure 5 for a plot of runs of the method with varying time-
steps (from 10−2 to 10−5) and a plot of the RMS error between consecutive runs as a function of time-step
size.

3.2 System Dynamics (Vensim)

System dynamics is an approach to understanding the behavior of complex systems over time. The central
concept of system dynamics is understanding how all the objects in a system interact with one another. The
objects and people in a system interact through “feedback” loops, where a change in one variable affects other
variables over time, which in turn affects the original variable, and so on. What system dynamics attempts
to do is understand the basic structure of a system and thus understand the behavior it can produce.

Vensim is a simulation software made by Ventana Systems, Inc. (Harvard, Massachusetts). Vensim is able
to simulate dynamic behavior of systems that are impossible to analyze without appropriate simulation soft-
ware, because they are unpredictable due to many influences, feedback, etc. It helps with causality loops
identification and finding leverage points.

We developed a system dynamics model for a small, but complex system where the objective was to a design
switch whose operation is insensitive to variation and uncertainty. The model can be seen in Figure 6.
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Figure 5: Numerical Verification of Convergence of HHT: First plot is actually 4 trajectories plotted together,
each solved on time steps ranging from 10−2 to 10−5. Second plot is the RMS error between trajectories solved
on consecutive time steps.

3.3 Implicit-Explicit Method (IMEX)

The HHT method allows one to balance the degree of implicit and explicit steps in time with a parameter
α. The trouble we ran into is that some of our forces are nonlinear in time and space, which necessitates the
use of a nonlinear equation solver at each time step. Although Matlab’s fsolve is fast, it is still significantly
slower than solving a linear system. Rewriting our modeling equation to explicitly show the dependencies, we
have:

v′ = A(v)v + f(t,v), v = [x, ẋ]T. (3.4)

We may discretize (3.4) as follows:

vn+1 − vn
h

= A(vn)vn+1 + f(tn,vn) =⇒ (I − hA(vn))vn+1 = vn + hf(tn,vn)

=⇒ vn+1 = (I − hA(vn))−1(vn + hf(tn,vn)) (3.5)

The idea is to treat the nonlinear forces explicitly and the linear forces implicitly – we are trying to get the
unconditional convergence of an implicit method, but keep the speed of an explicit method. Notice that the
iteration can be written explicitly as a function of (tn,vn).

The numerical results were impressive. As shown in Figure 7, there were no significant differences in accuracy,
even with relatively large time steps (10−3 and higher).

3.4 Choosing a Numerical Method

Overall, we tried five different numerical solvers to validate and verify our results. Matlab’s ode45 and ode15s

encountered problems with their adaptive time-stepping methods, and Vensim’s displacements did not seem to
match well with the other methods’. As can be seen in Figure 7, Vensim did not predict the complex changes
in slope that were predicted by the other solvers. These changes in slope are likely due to the interaction of
the nonlinear, position-dependent forces. Therefore, we downselected to HHT and IMEX.

It is interesting to note that the α-method was better able to control the initial oscillations in the velocity
term shown in Figure 8; however, using a 4th order Runge-Kutta method instead of the forward Euler also

6



Figure 6: Stocks and Flows Model of the Switch

Figure 7: Comparison of Numerical Methods: The coarse solve corresponds to a fixed timestep of 10−3 and
the fine solve 10−5. HHT and IMEX solutions matched very well.
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significantly dampened the oscillations. In the end, even with this initial oscillation, the implicit-explicit with
forward Euler was virtually identical to the α-method and it was not worth the extra computation of the
Runge-Kutta methods to dampen the initial velocity behavior. Further studies of these models determined
that IMEX was approximately 20 times faster than HHT. In conclusion, all subsequent analysis was conducted
using the IMEX method and a step-size of 10−3 (unless stated otherwise).
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Figure 8: Initial Oscillations in Velocity with IMEX
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4 Sensitivity Analysis

There are several procedures to perform uncertainty and sensitivity analysis. Some important classes of
methods are:

• Local methods, such as the simple derivative of the output Y with respect to an input factor Xi
dY
dXi
|X0 ,

where the superscript indicates that the derivative is taken at some fixed point in the space of the input.
Adjoint modeling and automatic differentiation are methods in this class.

• A sampling-based sensitivity analysis is one in which the model is executed repeatedly for combinations of
values sampled from the (assumed known) distribution of the parameters. Once the sample is generated,
several strategies (including simple input-output scatterplots) can be used to approximate sensitivity
measures for the system.

4.1 Forward Sensitivity Equation

Consider the ordinary differential equation (2.3) (its parameter variations are shown in table (3)). Define
α = (m, k, P ) and e = e(x, α). A first order approximation yields e = e0 + εH, where: H = (hx, hα)
hα = (hm, hk, hP ) = (δm, δk, δP ) hx = h

Table 3: Parameter Variations
Variable Nominal Value Variation

m 0.4 kg ±5%
k 8.18 kg ·s−1 ±10%
P 0.49 N ±10%
Lf 6.35 mm ±30%
Ls 2.667mm ±30%

It is assumed that the parameter variation hα is known and the uncertainity h = hx needs to be determined.
By the forward sensitivity equation, we get:

0 =
d

dε
{a(t)(m0 + εδm)− (m0 + εδm)(

d2

dt2
(x0 + εh))− (P 0 + εδP )− (k0 + εδk)(x0 + εh)

− sgn(
d

dt
(x+ εh))f(x+ εh)− C(x0 + εh)(

d

dt
(x0 + εh))} (4.1)

0 = a(t)εm −m0 d
2h

dt2
− 2εδm

d2h

dt2
− δP −K0h− x0 − 2εδkh−

dh

dt

d

dε
(sgn(ε

dh

dt
))f(x0 + εh)

− sgn(ε
dh

dt
)h
d

dε
f(x0 + εh)− d

dε
C(x0 + εh)(ε

dh

dt
)− dh

dt
C(x0 + εh) (4.2)

Letting ε→ 0, we have:

−md2h

dt2
− C(x0)

dh

dt
− kh+A(t)δm − δP − x0 − x0δk = 0 (4.3)

(h(0), ḣ(0)) = (0, 0) (4.4)

In theory, this equation can be solved for h; however, in practice, especially with noisy and non-smooth data,
it may be very difficult so we elected to use a sampling approach to quantify sensitivity.

9



4.2 Sampling-based Sensitivity

Since we already had the framework to simulate the system, it made a lot of sense to focus on sampling to
analyze sensitivity. After some further optimizing of the IMEX method, it was executing simulations in a tenth
of a second, so we were able to quickly execute thousands of simulations. With this in mind, we explored the
nominal parameter space (within the region of manufacturing tolerances, etc), but only along the axes. (We
held the other parameters fixed to their nominal values while adjusting one.) See figure (9) for the interesting
results; almost unsurprisingly, the system is most sensitive to mass (as it divides every term in the ODE),
but very surprisingly, the system is completely insensitive to the spring stiffness. Pin lengths also show some
interesting trends, but upon closer examination of the friction graphs (3), it isn’t too unexpected.
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Figure 9: Sensitivity of the system to its parameters
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5 Uncertainity Quantification

5.1 Distribution of Parameters

We define µ to be the mean of the parameters and ŝ2 to be their variance. Since the parameters m, k, P, Ls, Lf
are positive and finite bounded, we set the parameters follow the beta distributions[?]. In probability theory,
the beta distribution is a family of continuous probability distributions defined on the interval (0, 1) with two
positive shape parameters, denoted by α and β.

Table 4: Description of uncertain parameters
Parameters Description Descriptive statistics

m mass of piston µ = 0.4 kg, ŝ2 = 1/36
k spring constant µ = 8.180 N/m, ŝ2 = 1/36
P preload force µ = 0.49 N, ŝ2 = 1/36
Ls stroke length µ = 2.284 mm, ŝ2 = (0.158)2

Lf fore pin length µ = 6.35 mm, ŝ2 = (0.4393)2

In the absence of customer data we selected a standard deviation of 1/6 as it provided a fairly reasonable
distribution about our mean. The mapping from (µ, σ2) to (α, β) is fairly trivial. Let a be the minimum value
of the parameter of interest and b be its maximum. Then:

µ− a
b− a

=
α

α+ β
,

(
σ

b− a

)2

=
αβ

(α+ β)2(α+ β + 1)
(5.1)

Inverting it is a matter of simple (but messy) algebra, then, using the method of moments. Variance data is
provided for  Ls and Lf .
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Figure 10: Probability density functions of the five parameters. Note the slight skewness of the distributions
for Ls and Lf .
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5.2 Uncertainty Propagation

We assumed independence of the parameters and sampled random switches from the joint distribution. The
question of independence is a complicated one, but we simply didn’t have enough data to assume anything
more complicated. If P a joint random variable in the parameter space P and T (p) is the closing time of the
switch corresponding to p, then we are interested in the new random variable T (P), which is the distribution
of switch closing times. Knowledge of this pdf can allow us to estimate the probability of closing by a certain
time, how likely we are to close within a certain interval of time, etc. See figure (11) for the results of 10,000
samples binned over 100 intervals. Note that it is a multi-modal distribution, which highlights the nonlinear
dependencies of the problem on its parameters.

Figure 11: PDF of tclose

The estimated probability of success is defined to be the number of success over the total number of realizations,
which is p̂s = ns

n , where ns is the number of successes and n is the total number of simulations. We can also

construct the 95% Wald confidence interval p̂s ± z0.025

√
p̂s(1−p̂s)

n . Of course, the notion of success is still

not well-defined; for the rest of this paper, we will consider a switch successful if it closes between 2.311 and
2.811s.
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6 Design Optimization Under Uncertainity

Now that we can take a vector of parameters (and their distributions) and map it to the distribution of the
closing time, we can optimize our switch by simply finding:

arg max
p∈P

Pr[Success|(m,P, k, Ls, Lf ) = p]

To make this computationally feasible, we reduced the sampling in the construction of the pmf to 500 trials.
Also, given that the system appears to be insensitive to the spring parameter k, we opted to reduce the
dimensionality of the search by excluding it from the search.

At this point, we constructed the objective function O(p) = Pr[Failure|(m,P, k, Ls, Lf ) = p] and ran it
through Matlab’s fminsearch function. In the event that any of the parameters became physically infeasible
(such as having negative mass), we implemented a penalty. Given the large computational cost of running
these simulations, we initially limited the search to 100 objective function evaluations; however, empirically,
the search would converge to within 10−4 of an optima with far fewer function calls.

Matlab’s algorithm will only converge to local minima, but if it finds any set of parameters that outperform
the current nominal ones, we’ve still achieved a physically significant gain. (Figure 12)
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Figure 12: Distributions of Closing Times

Table 5: Nominal and Optimal Parameter Values
Variable Intial Value Optimal Value

m 0.4 kg 0.42 kg
P 0.49 N 0.47 N
k 8.18 N/m -
Ls 2.284 mm 2.412 mm
Lf 6.350 mm 6.231 mm

Earlier runs with coarser simulations resulted in the optimization being mostly executed on the mass. This
relates to the steepness of the system’s sensitivity to mass in relation to other parameters (figure (9)), but it
was very rewarding to see the more accurate optimization also modify the other parameters. Running finer
optimizations (1000 samples per objective call, unlimited objective calls) overnight did not seem to produce
appreciably better configurations.
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7 Conclusions and Recommendations

The goal of this project was to study the behavior of the rocket-sled switch under uncertainty and find the
optimal design parameters which produce the highest probability of success.5 To accomplish this goal, we
first derived a robust mathematical model, which we believe models the physical system very accurately.
Secondly, we were able to implement an efficient and fairly simple numerical solver to find the solution to our
mathematical model. This model handles both the stiff problem, due by the drag coefficient, and the nonlinear
problem, due to the nonsmooth acceleration and the nonlinear friction force, separately, but effectively. 6 It
is important to note that although the numerical method looks very simply, this step was arguably the most
difficult to address. Thirdly, with a fast solver in place, we were able to run the sensitivity analysis and forward
propagation through our model within a reasonable amount of time. As a result of these many simulations, it
became clear that the design of the switch itself was quite robust. That is, we found that small perturbations in
our parameter space resulted in non-dramatic changes to the time of closing. As an extreme example, we found
that changes in the spring constant produced very little to almost no differences in the closing time. Moreover,
with the choice of the nominal parameters, we observed an interesting tri-modal distribution of the closing
time, with a probability of success at .78. Lastly, we were able to do some preliminary optimization analysis
by varying the input distributions away from the nominal model. It turns out that by slightly increasing the
mass of the piston, the distribution of the closing times became uni-modal, with reduced variance, and with a
probability of success at 1. This means that reducing the piston mass can potentially give us a much higher
probability of success.

In summary, given the system’s insensitivity to spring stiffness, the manufacturer of the switch could safely
decrease the quality control on the spring. Moreover, decreasing the preload force and tightening the tolerance
on the pins’ fabrication would also help improve the behavior of the switch.

As we continue to work on improving the model speed and optimize our parameters, one new avenue of
exploration are polynomial chaos method. Polynomial chaos methods are ideally suited for problems with
independent random parameters and complex forward model propagation.

5Here, a success was defined as a closing time that fell within a given tolerance.
6Our semi-implicit method beat our initial α-method solver by a factor of about 50! Our α-method solver computed the

solution to our ode in about 5 seconds, while our semi-implicit was able to solve our problem in about .1 seconds.
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Abstract

Energy is a unique commodity in terms of its characteristics; it is a commodity difficult to store and as
such its supply must exactly match its demand at all times. Typical economies of scale are not found in energy
generation since increases in the energy output lead to generation based on more costly fuels. In addition to
the generation cost there are two other items which further increase the price of energy, transmision congestion
costs and the cost of losses, which are determined within the Locational Marginal Pricing scheme. Making an
accurate prediction of the spot energy price may allow Progress Energy develop appropriate hedging strategies
in order to mitigate basis risk between the PJM West price spot price and the CPL East Import price. There
are several drivers which govern the energy price process, among them are the temperature, the energy load
in the network, the month, the season, the year, etc.

Our first effort concentrates in understanding the effect of a subset of these drivers upon the basis risk using
a mixed effect model approach. Subsequently we attempt to understand the process which governs the spot
energy price (CPLE-Imp) in future periods by means of two different modeling strategies; the first approach
is through a Gaussian Stochastic Process and the second one employs a Mean Reverting stochastic process
combined with a Jump Diffussion process.
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1 Introduction and Motivation

Electricity is a highly physical commodity that is very hard to store, hence it has to be generated contempo-
raneously with demand. Electricity is generated by a wide variety of different technologies caused by regional
differences in availability of resources, different or changing political preferences and incentive patterns for
specific technologies. When companies produce energy they usually use combination of different fuels. High
energy demand in turn represents higher costs of production since more expensive fuel technologies have to be
exploited for the excess generation. Therefore an alternative to generating energy at higher costs is importing
energy.

PJM controls a vast portion of the energy generation and transmission network within the US, thus being able
to supply energy to this market is a highly appealing alternative for any energy generation company, as is the
case of Progress Energy. The PJM network uses a Locational Marginal Pricing (LMP) scheme to price energy
and as such the price not only depends on generation costs but also on transmission loss and transmission
congestion costs. As a consequence, in order to be able to take advantage of this market, the process which
governs the behavior of the import spot prices which PJM has to offer needs to be clearly understood.

In this project we attemp to accomplish mainly two objectives:

1. Identify the relevant drivers which significantly influence the behavior of the difference between the PJM
West spot price (price offered by PJM to the west network) and CPL East Import price (price offered
by PJM to Progress Energy), also known as the Basis Risk, and

2. Produce a suitable strategy to accurately forecast the CPL East Import Spot price as far ahead as pos-
sible.

Producing a reliable forecast of future CPL East Import spot prices, may allow Progress Energy develop
appropriate hedging strategies in order to mitigate basis risk between the PJM West spot price and the CPL
East Import spot price, which will generate further value for the company’s stockholders while reducing the
cost of energy for Progress Energy’s local customers.

2 Methodology

This project established two main objectives, first understanding the effect the price process drivers upon the
basis risk and devising a strategy in order to adequately forecast the spot energy price (CPLE-Imp) in future
periods. To fulfill these two objectives we made use of a combination of techniques.

The first goal was approached through the use of a mixed effect model. On the other hand, to attempt under-
standing the dynamic of the spot energy price (CPLE-Imp) two different modeling strategies were conducted;
the first approach is through a Gaussian Stochastic Process and the second one employs a Mean Reverting
stochastic process combined with a Jump Diffussion process, additionally in this last strategy some of the
required parameters were generated by means of a mixed effect model which aims to explain the relationship
between CPL East import spot price, the price drivers and the spot PJM west price, as follows:

Price ERTT+k
= f(Price WFWDT [k], P rice WRTT

, TEMP ET , TEMP WT ,

LOAD WT , Y EART , SEASONT ,MONTHT )

Where

Price ERTT+k
is the peak time average daily prediction of the CPLE import spot price k periods ahead of

period T.

Price WRTT+k
is the peak time average daily prediction of the CPLE import spot price k periods ahead of

period T.
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Price WFWDT [k] is the monthly PJM West forward price agreed on day T for k months ahead.

TEMP ET is the average daily temperature at peak time on day T of the eastern cities considered.

TEMP WT is the average temperature at peak time on day T of the western cities taken into account.

LOAD WT is the average daily load in the PJM network at peak time on day T.

Y EART is the year to which day T belongs to.

SEASONT is the season to which day T belongs to.

MONTH WT is the month to which day T belongs to.

2.1 Mixed Effect Models

Mixed effect modeling is a commonly used linear modeling technique which allows to introduce additional
variability originated from correlated observations. Mixed effect models include both fixed and random ef-
fects. Fixed effects are those for which all possible levels are included within the analysis, while the random
effects are such that the levels included in the model only constitute a random sample from a larger pop-
ulation of levels. In the model, random effects are taken as random variables and as such, the inference
performed on them in these type of models is valid for the entire population. Mixed linear models provide
a generalization of the standard linear linear model allowing the analysis of correlated and heteroscedastic data.

The structure of the model enables the analysis a wider variety of data:

Y = Xβ + Zγ + ε

Where X is the fixed effect matrix, β is an unknown vector of parameters corresponding to the fixed effects, Z
is the design matrix for the random effect values, γ is an unknown vector of parameters for the random effects
included in the model, and finally, ε is a random error vector which no longer require being independent and
homoscedastic.

To introduce a correlation structure which suits the data, the model assumes that γ and ε are uncorrelated
Gaussian random variables with E[γ] = 0, var(γ) = G, E[ε] = 0, and var(ε) = R, thus consequently:

var(Y ) = ZGZ ′ +R

This type of variance structure facilitates the analysis of time and space dependent series, as well as that of
many other correlated series. Some options for the covariance structure include compound symmetry, autore-
gressive, spatial and general linear among others [7].

In the context of our problem, two mixed effect models were estimated; the first of them was used to gain
some insight into the process of the difference between the PJM-West and CPLE-Imp prices, also known as the
basis, by attempting to establish a relationship between the basis and some of the effects which are commonly
known in the industry as potential drivers for energy price, and a second one which aims to shed light into
the relationship between the spot CPLE-Imp price and the spot PJM-West price along with a subset of the
potential drivers of the price process. This last model provided an estimate of the monthly equilibrium price
as well an aproximation to the volatility of the mean reverting process used to simulate the dynamic of the
spot price.
In both cases, models including many possible combinations of effects were estimated, but only results from
the best mode,l in each case respectively are shown in the following sections.
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2.2 Gaussian Stochastic Process

The random function (or stochastic process) is defined as Y (x) (or Y (x, ω) to emphasize the randomness),where
x is space-time,say χ and ω ∈ Ω, (Ω,F , P ) is a probability space. Fixing ω ∈ Ω, Y (x, ω) = y(x),y(x) is a
realization or a sample path of the random function Y (x); fixing x, Y (x) is a random variable. In another
way, random function can be thought of as a mapping from elements of a sample space of outcomes,say Ω,to
a given set of functions of x, just as random variables are mapping from a set Ω of elementary outcomes to
the real number. We say that Y (x) is a Gaussian random function(GFR) provided that for any L ≥ 1 and
any choice of x1, . . . ,xL in χ, the vector (Y (x1), . . . , Y (xL)) has a multivariate normal distribution. If the
argument x represents position only, it is called a Gaussian stochastic field; if the argument x represents time
only, it is called a Gaussian stochastic process [6] [5].

2.3 Stochastic Differential Equations

2.3.1 Mean Reverting Process

Mean Reverting Process is a stochastic process used to model energy spot and forward prices for derivative val-
uation and management. The process incorporates the tendency of energy prices to gravitate toward a normal
equilibrium price level that is usually governed by the price of production and the level of demand (see [3], [1]).

To illustrate the need for incorporating mean reversion in modeling energy prices, suppose we observe a jump
of electricity prices from $50/MWh to $200/MWh due to an unexpected event (e.g. plant outages, trans-
mission constraints, etc), by and large market practitioners will agree that prices will finally revert to their
average level once the jumps are over. Similarly, the price of oil falls to $10 due to overproduction, it would
be expected that, prices would rise and producers cut down on supply.

This illustration brings out the limitation of Geometric Brownian Motion (GBM) in its application to energy
prices. The GBM does not take into account, the abnormal jump of $200/MWh say, but accepts it as a
normal event, with no consideration of prior price levels and no greater probability of reverting to the average
level. This is at odds with market reality. Hence, the need for mean reverting process energy pricing and risk
management.

Mean Reverting Process (is a modification of a random walk used under GBM, for modeling prices, but unlike
GBM), believes that price changes are not completely independent of one another, but rather are related.

The random walk with mean reversion is modeled mathematically as:

St+1 − St︸ ︷︷ ︸
Expected change in price at t+1 and t

= α(S∗ − St)︸ ︷︷ ︸
Mean Reversion Component

+ σεt︸︷︷︸
Random Component

Where:

• S∗ is the mean reversion level or long run equilibrium price

• St is the spot price

• α is the mean reversion rate

• σ is the volatility

• ε is the random shock to price from t to t+1

The mean reversion component is governed by the distance between the current price and the mean reversion
level as well as by the mean reversion rate. The mean reversion is positive if the spot price is below the mean
reversion level and, thus, result in an upward influence on the spot price.
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Conversely, the mean reversion is negative if the spot price is above the mean reversion level and, thus, exert
a downward influence on the spot price. Over time, this results in a price path that drifts towards the mean
reversion, at a speed determined by the mean reversion rate.

Unlike the GBM, the Mean Reversion has additional parameters to be estimated. These are the mean reversion
level (the long-run equilibrium price), and the mean reversion rate (the speed at which prices revert). Depend-
ing upon the exact formulation of the Mean Reversion model, these parameters can be extracted from current
forward/futures prices and historical prices series. One approach is to assume the current forward/future
prices represent time dependent mean reversion price levels. This is based on the premise that forward/future
prices are the market’s best guess (unbiased estimate) of future spot prices. The added advantage in this
approach is that, it incorporates seasonality in the price process since the term structure of prices usually has
seasonal characteristics embedded in it.

In estimating Mean Reversion Rate, Linear Regression can be used to relate historical price changes to historical
prices. Complex calibration techniques that fit model parameters to historical price data have been developed
in recent years. The speed of mean reversion depend on factors such as the commodity being analyzed, the
delivery provisions associated with the commodity and so on. In Electricity Markets, it is common to observe
sudden price spikes with very fast mean reversion to the previous price levels before the price jump. In Natural
Gas Markets, the mean reversion rate is considerably slower, but the vitalities for longer-dated contracts are
usually lower than the vitalities for shorter-dated ones. In Oil Markets, the mean reversion rate is thought to
be longer term, and can take months or years for prices to gravitate to their mean. The mean reverting rates
are not constant but depend on factors such as the nature, magnitude and direction of the price shock. The
Mean Reverting Process fails to describe the discontinuous price jumps. Fortunately, this is addressed by the
Jump Diffusion Process (see [3], [1]).

2.3.2 Jump Diffusion Process

As mentioned before, energy price fluctuate around a normal equilibrium price, with occasional price spikes
due to some unexpected events like power outages. As a result, the jump diffusion process is more suitable to fit
the data than the mean reverting process. The jump diffusion model we use is a modification of Mertons 1976
jump diffusion model [2]. The model includes a mean reverting component that characterizes the fluctuation
of the price around the mean, and a jump component which adds occasional jumps to the price. It is in the
form of the following:

st − st−1 = α(s∗ − st)∆t+ stσε1t
√

∆t+ ηst(κ+ δε2t)

where
s∗ is the long run equilibrium price
st is the spot price at time t, more specifically, the spot price of CPLE IMP
α is the mean reversion rate
σ is the volatility of the general diffusion process
ε1t, ε2t are two normally distributed random errors of price from t to t+ 1
η is a random Poisson process which takes value of 1 if there is a jump, and zero otherwise
κ, δ are the expected jump size and standard deviation of the jump

Several parameters needed to be estimated in this model. For the mean reverting component, The monthly
long run equilibrium price s∗ and the votality σ are estimated in the mixed model. Thus we can incorporate
the information of temperature, seasonality and the spot price of PJMWest into the estimation of s∗ and σ.
The long run equilibrium price is assumed to be the same within each month, but different among different
months while assuming that the volatility is fixed through time. Mean reversion rate α is calculated by a
regression approach based on the spot prices of CPLE IMP from 2007 to 2009. We assume that α will remain
constant across the time.
To obtain an estimation of the monthly equilibrium prices and the fixed value of the volatility, a mixed model
which relates lnCPLE and lnPJMW, average temperature in the east region, season, month and year was
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used, where once again year was taken as a random factor.

In order to obtain an estimate of the monthly equilibria first we assume that the forward price for the west
is a suitable estimate for the future spot price for PJM West price and then make the assumption that the
relationship between the spot price between East and West is equivalent to the relationship between the future
contemporaneous spot prices between east and west. The results from the mixed model are shown below:
The volatility was taken as the square root of sum of the error and year component variance.
For the jump component part, three parameters need to be estimated. The expected jump size κ is estimated
as the average return after a jump, based on the spot price of CPLE IMP from 2007 to 2009. And the δ is
estimated as the standard deviation of the return. We also assume that κ and δ will remain the same across
time. The third parameter, η tells if there is a jump or not. Here jumps are defined as extreme values that
are two standard deviations away from the mean. The frequency p of the jumps can be estimated from the
same dataset. Thus the number of jumps will follow a Poisson distribution with mean around pn, based on
the assumption that the jumps will occur independently.
Monte Carlo simulation is applied to obtain the prediction for the future price. 10,000 simulations are done
for each daily price, and the mean, 2.5% and 97.5% quintiles are obtained as the expected daily price, and
the lower and upper 95% confidence bounds for the daily price. We have two approaches to predict the future
prices.

2.4 Data Description

Considering that the aim of the project is aiding the prediction of the energy price in the future, several
uncertain factors could potentially influence the behavior of energy price, such as local and PJM West region
temperatures, humidity, PJM electricity loads, gas prices, among others, hence such factors must be taken
into consideration in order to appropriately characterize the process.

From all the possible drivers, the available variables used to make an initial estimation of the CPLE Imp spot
future price are:

CPLE-Imp Hourly real time and day ahead price at which Progress Energy can sell energy to the PJM
system between 01–10–2007 and 05–21–2010.

PJM-West Hourly real time, hourly day ahead price and daily forward 1-48 month price at which the
PJM-West system buys energy between 01–10–2007 and 05–21–2010.

Temperature Maximum, minimum and average daily temperatures from 6 main cities in the CPLE region
(Raleigh-Durham NC, Wilmington NC, Fayetteville NC, Florence SC, Myrtle SC and Charleston NC)
and 8 main cities within the PJM region (Virginia Beach VA, Norfolk VA, Baltimore MD, Philadelphia
PA, Pittsburg PA, Cleveland OH, Columbus OH and Toledo OH) between 01–10–2007 and 05–21–2010
[8].

Load Hourly energy load within the PJM West network from 01–01–2007 to 07–11–2010.

The data was separated into peak and off-peak hours, where peak hours were non-holiday weekdays between 7
am and 11 pm and all other were considered off-peak. Since the peak hour price dynamics involve the largest
part of the overall energy load, our modeling efforts focused in this particular process.
As shown in Figure 1 there is a clear linear relationship between the CPLE spot price (Price E) and the PJM
west spot price (Price W), while there is an aparently a quadratic asociation between CPLE spot price and
the temperature both in the east as well as in the west. Regarding the load, there is no clear cut association
with CPLE.

With respect to log difference in prices (i.e. ln
(
PJM West

CPLE

)
) we are not able to observe a particularly strong

relationship with any of the drivers, nevertheless in posterior chapters a more formal analysis of these rela-
tionships is shown (see Table 1).
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Figure 1: Scatterplot matrix: Basis and Spot Price East vs. potential drivers

3 Results

3.1 Basis Risk Analysis

As mentioned above, mixed models to attempt to explain the behavior of basis risk were estimated. These
included several possible combinations of all the risk drivers taken into account, that is maximum, minimum
and average east and west daily peak hour temperatures and daily peak hour average, max, min and total
west network energy loads.

In addition to the risk drivers the month, the year and the season were to incorporate into the model the
seasonal effect and entered the model as categorical variables to allow the estimation of individual effects for
each of their different values.

All the effects except for the year to which a data point belongs to, were taken as fixed, while the year being
part of a larger population of potential years of observation may take the form of a random effect. This in
turns will allow to introduce additional variability into the model and help make the residuals independent of
one another (see Figure 2).

Figure 2: Basis Risk model scatterplot and histogram
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Effect Season Temp Month Estimate Error DF t Value Pr > t
Intercept 8.642 0.9154 2 9.44 0.011
Season Fall 0.000516 0.02233 733 0.02 0.9816
Season Spring -0.02058 0.02313 733 -0.89 0.3741
Season Summer 0.1151 0.02647 733 4.35 <.0001
Season Winter 0 . . . .

Month(Season) Fall 9 0.02803 0.02256 733 1.24 0.2145
Month(Season) Fall 10 -0.02763 0.02133 733 -1.3 0.1957
Month(Season) Fall 11 0 . . . .
Month(Season) Spring 3 0.01042 0.02152 733 0.48 0.6283
Month(Season) Spring 4 0.009302 0.02111 733 0.44 0.6596
Month(Season) Spring 5 0 . . . .
Month(Season) Summer 6 -0.02779 0.02133 733 -1.3 0.1931
Month(Season) Summer 7 -0.02577 0.02066 733 -1.25 0.2127
Month(Season) Summer 8 0 . . . .
Month(Season) Winter 1 0.06302 0.0217 733 2.9 0.0038
Month(Season) Winter 2 0.04654 0.02128 733 2.19 0.0291
Month(Season) Winter 12 0 . . .
TempAveC E 1High -0.02095 0.02437 733 -0.86 0.3904
TempAveC E 2Med -0.05091 0.01866 733 -2.73 0.0065
TempAveC E 3Low 0 . . . .
logTotLoad -0.6149 0.0639 733 -9.62 <.0001

Table 1: Estimated Coefficients Basis Risk Model.

Effect Num DF Den DF F-alue p-value
Season 3 733 12.53 <.0001

Month(Season) 8 733 2.21 0.025
Mean Temp East 2 733 4.67 0.0096

logTotLoad 1 733 92.62 <.0001

Table 2: Type 3 Test on Fixed Effects Basis Risk Model.

The models were generated by using the information between 2007 and 2009 and the data from 2010 was used
for cross-validation. From the estimated models, the one selected showed that the effects from the season,
the month, the daily peak hour mean temperature and the log total load in PJM West were statistically
significant. Once the model effects were defined a residual check showed some very large standarized residuals
that were removed and the model was estimated again. The model coefficients and the results from the Type
3 test on fixed effects are shown in Tables ?? and 2.

All the fixed effects are significant at the 5% level, being the most influential of them the log total energy load
in the PJM west region, followed by the effect of the season, nevertheless not all of the individual coefficients
for the levels of the different effects are significant in the model (see Table 1).

Despite all attempts to obtain properly behaved residuals (see Figure 2) we obtained a left skewed, non-
normally distributed, uncorrelated residual structure. It is possible that there are more risk drivers which are
necessary in order to properly explain the behavior of the basis risk, such as the gas price time series.

Series MAPE
Original 8.80%
log 260.67%

Table 3: MAPE daily forecast Jan 2010 to May 2010.
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Figure 3: Fitted 2007-2009 values and Forecasted 2010 values

When comparing the log series to the fitted values between 2007 and 2009 and the forecasted values for 2010 it
is evident that the model fails to properly estimate large jumps in the series, nevertheless it properly captures
the trend in the data (see Figure 3). This same conclusion is reached when estimating the Mean Averge
Percentual Errors (MAPE) shown in Table 3. In the transformed scale the percentual error is excessively
large due to the small values found in ln scale, when the forecasts are backtransformed and compared to the

ln
(

PJM West
CPLE Imp

)
, the MAPE is substantially reduced.

3.2 CPL East Spot Price Forecast

3.2.1 Gaussian Stochastic Process

Figure 4: East Prices in different years versus average temperatures in Jan.2007-May.2010
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In our experiment, after looking at the pictures of Average Temperatures versus Prices of East at 2007-2010
Figure 4, we consider the model below:

P (t) = f(t)Tβ + ε(t)

= a+ bt+ ct2 + ε(t)

where a,b,c are unknown regression coefficients, P ’s indicate prices of East at real time, t’s indicate Average
Temperatures, β = {a, b, c}, f(t) = {1, t, t2} ; ε(t) is a stationary Gaussian process with zero-mean and product
power exponential covariance function

Cov(ε(t), ε(t′)) = σ2R(|t− t′|)
= σ2 exp(−θ|t− t′|p)

where ξ = (θ, p) with θ ≥ 0 and 0 < p ≤ 2.
This model can be used to predict the output P (.) at a new site t0 given the training data pn = (p(t1), . . . , p(tn)).
First we assume that ξ is known conditional on (β, σ2),(

P (t0)
Pn

)
∼ Nn+1

(
β

(
fT0
F

)
, σ2

(
1 rT0
r0 R

) )
where
• P (t0) and Pn are the process of p(t0) and pn,respectively.
• f0 = f(t0) is the m× 1 vector of regression function of P (t0).
• F = fj(ti) is the n×m matrix of regression functions for the training data.
• r0 = (R(t0 − t1)|ξ, . . . , R(t0 − tn)|ξ)) is the n× 1 vector of correlation of Pn and P (x0).
• R = (R(ti − tj)|ξ)) is the n× n matrix of correlaiton of Pn.

We know the best Mean Square Predictor Error(MSPE) of P0 is

P̂0 = E(P0|Pn)

= fT0 β̂ + rT0 R−1(P− Fβ̂)

V ar(Ŷ0) = σ2 − rT0 R−1r0

with β̂ = (FTR−1FT )−1FT R̂−1Pn by MLE. In all, assuming a Gaussian process, the likelihood function is
a functon of β’s in the regression model, the process variance σ, and the correlation parameters ξ = (θ, p).

Given ξ, the β̂ is given above, σ̂ = 1
n (P − Fβ̂)TR−1(P − Fβ̂) by MLE. With the definition of β and σ, we

come to minimize (detR)1/nσ̂2, which is only a function of correlation parameters and the data. Notice, the
log likelihood function is − 1

2 [nlog(σ2)+ log(det(R))+((P −Fβ)T (R)−1(P −Fβ)/σ2)]. For further theoretical
details see [5] and [6].
We make the assumption of Gaussian stochastic process, we use the data of Prices of East at Real time from
the time springs of 2007-2009 to predict the Prices of East at 2010 spring. See Figure 5. We also did the
predictions from 2007 Spring to 2008 Spring, 2007 Spring to 2009 Spring, 2008 Spring to 2009 Spring. It turns
out the prediction is better as more data is included in the analysis. See Figure 6, 7 and 8.

Similarly we can predict the East prices of other seasons of 2010 using the history data and anything else.
The key here is that we need to make an assumption of Gaussian stochastic process and we need to know
the inputs for what we are going to predict,e.g., we have to know the temperatures of spring 2010 in order to
predict the prices using information from 2007 to 2009.

The Gaussian distribution assumption is a very strong assumption to comply with, nevertheless, it has been
used extensively in solving Engineering problems (see [4]) and it turns out this methods is easy to implement
and manageable.

All the programming is based on the MPERk package from Professor Santner and his students.

11



Figure 5: East Prices: springs of 2007-2009 to predict spring of 2010. Red line: mean or called predicted
prices; blue lines:boundaries of m± 2σ,which gives a 95% of confidence interval; red dots: real data.

Figure 6: East Prices: spring of 2007 to predict spring of 2008. Red line: mean or called predicted prices;
blue lines:boundaries of m± 2σ,which gives a 95% of confidence interval; red dots: real data.
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Figure 7: East Prices: springs of 2007 to predict spring of 2009. Red line: mean or called predicted prices;
blue lines:boundaries of m± 2σ,which gives a 95% of confidence interval; red dots: real data.

Figure 8: East Prices: springs of 2008 to predict spring of 2009. Red line: mean or called predicted prices;
blue lines:boundaries of m± 2σ,which gives a 95% of confidence interval; red dots: real data.
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3.2.2 Mean Reverting and Jump Diffusion Process

The results for the mixed model used to obtain the monthly equilibria and the volatility are shown below:

Effect Season Temp Month Estimate Error DF t-Value p-value
Intercept 0.5476 0.07101 2 7.71 0.0164
Season Fall 0.04599 0.02058 730 2.23 0.0258
Season Spring 0.07444 0.02061 730 3.61 0.0003
Season Summer 0.1017 0.02509 730 4.05 <.0001
Season Winter 0 . . . .
Month(Season) Fall 9 0.01672 0.0214 730 0.78 0.4349
Month(Season) Fall 10 0.001493 0.0201 730 0.07 0.9408
Month(Season) Fall 11 0 . . . .
Month(Season) Spring 3 -0.02278 0.02013 730 -1.13 0.2581
Month(Season) Spring 4 0.006429 0.02006 730 0.32 0.7487
Month(Season) Spring 5 0 . . . .
Month(Season) Summer 6 0.01342 0.01984 730 0.68 0.4991
Month(Season) Summer 7 -0.01558 0.01948 730 -0.8 0.4241
Month(Season) Summer 8 0 . . . .
Month(Season) Winter 1 0.04812 0.02053 730 2.34 0.0193
Month(Season) Winter 2 0.0522 0.02026 730 2.58 0.0102
Month(Season) Winter 12 0 . . . .
logPriceW 0.8335 0.0153 730 54.48 <.0001
TempAveC-E 1High -0.03741 0.02317 730 -1.61 0.1069
TempAveC-E 2Med -0.0456 0.01756 730 -2.6 0.0096
TempAveC-E 3Low 0 . . . .

Table 4: Coefficients ln(PriceEast) model

Effect NumDF DenDF F-value p-value
Season 3 730 5.32 0.0012

Month(Season) 8 730 1.71 0.0933
logPriceW 1 730 2968.24 <.0001

Mean Temp East 2 730 3.42 0.0332

Table 5: Type 3 Test on Fixed Effects ln(Price East) Model.

With the model shown above (see Tables 4 and 5), using a moving average over 10 days we of the forward
prices we obtain an estimate of the monthly equilibrium.

The estimate for the volatility, as mentioned before is simply
√
σ2 + σ2

Y ear shown in figure 9.

The first approach is to use today’s spot price of CPLE IMP to predict one day ahead price. 292 one day
ahead prices (from April 2009 to May 2010) are predicted by the spot price of the day before.

We can see from figure 10 that the prediction based on yesterday’s price follows closely to today’s price. That
is not surprising, since yesterdays spot price is a good predictor for todays price. The predicted price captures
the overall pattern and the peaks of the original price series.

The second approach is to use the spot price on the last trading day of March, 2009 to predict the whole series
from April 2009 to May 2010. The prediction is not that good, as we can see from figure 11. There are still
fluctuating behavior among the predicted prices, but not as dramatic as the real price. Another concern is
that the 95% upper bounds are too high to be of practical use.

14



h

Figure 9: Error and random coefficient variance component

h

Figure 10: Prediction of one day ahead price
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Month-Year S* 1DayAhead 1YearAhead
April-2009 44.56354837 37.8867064 42.89880606
May-2009 41.38544853 37.64362654 41.87537313
June-2009 46.58408768 40.18345096 45.9416792
July-2009 49.36191606 38.30912173 49.18334426
August-2009 47.27106616 40.40834879 47.66596836
September-2009 39.27966228 34.56185331 40.16217367
October-2009 35.13927734 35.09082511 35.50799047
November-2009” 41.62112662 35.61882168 40.54878051
December-2009” 40.96640961 41.9702912 41.06365339
January-2010” 49.34481069 50.44879674 48.04338857
February-2010” 54.24003403 48.69892277 53.48015397
March-2010” 48.77036519 39.83129236 49.35253443
April-2010” 43.20445382 41.2355682 43.81357757
May-2010” 40.93000924 44.07049948 41.36880124
MAPE monthly 0.174788519 0.046356609 0.173619977
MAPE daily NA 0.1724586 0.259445778

Table 6: MAPE for daily forecast CPLE spot 1 Day Ahead and 1 Year Ahead.

We use a statistic named Mean Absolute Percentage Error (MAPE) to sum up the performance of the two
prediction approaches. MAPE measures the accuracy in a fitted time series. The formula for MAPE is as
follows:

MAPE =
1

n

n∑
t=1

∣∣∣∣Rt − Pt

Rt

∣∣∣∣
Here Rt is the real spot price at time t, and Pt is the predicted price for time t.

In the two approaches the predicted price are daily price. Monthly averages are calculated for the daily pre-
dicted prices and the real spot prices. Then monthly averages from the two approaches are compared to the
real monthly averages (monthly averages of the spot prices). MAPE for the one day ahead approach is 4.6%,
and MAPE for the one year prediction is 17.2%. Generally a prediction with a percentage change below 5%
is considered a good one while a percentage change above 15% shows that the prediction is not that accurate.
This result matches what we have found in the graphs.

The results of the two approaches show that todays price is a good predictor for tomorrows price, but history
data provide a poor guidance in energy market. It is possible that the mean reverting rate is different for
normal price than the jumps, and the jumps are not independent of each other. Calibration of the parameters
might be needed for future studies.

4 Discussion

In this study we examine the relationship between different drivers and the energy price. Mixed effect models
are estimated to give some insight into the relationship. Although the model is showing that the effects taken
into consideration is statistically significant, the residuals show there are still need to include more drivers. It
is possible to use a different distribution assumption for the basis risk. Nevertheless, the current knowledge
produced about the relationship between basis risk and the drivers is a good first approach to understand the
differences between the price of PJM West and CPL East Import. The Gaussian process gives a prediction
between temperature and the CPL East Import price from springs 2007-2009 periods to spring 2010. The
assumption of Gaussian distribution is not tested. The prediction for future prices can be predicted only
when we know the future temperatures. The mean reverting jump diffusion model successfully captures one
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Figure 11: Prediction for April 2009 to May 2010 based on the spot price of last trading day in March 2009

characteristics of energy price that fluctuates around the mean, but it does not provide good estimation of
the jumps. Calibration of the parameters is needed for future study. In a word, this study is a preliminary
approach to model the relationship between energy price and different drivers.
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Abstract

This work was part of a pilot clinical study, the first of its kind, involving the implantation of a 96 electrode
array in the human brain for up to a full year. The work described here involved two of the subjects in the
study, one of which was a stroke victim (or “SCI3”), and the other had Amyotrophic Lateral Sclerosis (or
“ALS”). Both subjects were tetraplegic and also unable to speak. The intent of this study was to determine if
intended movements would evoke neural activity that could be successfully decoded and allow the subjects to
control various devices in their environment and communicate through a personal computer. Neural decoding
algorithms were developed to interpret the intracortical activity in the primary motor cortex of both subjects.
The previous work employed a support vector machine method to classify different arm movements. In this
current work, we modify the existing algorithm to improve the models. We also developed heat maps to
spatially identify the neuronal activities associated with various imagined movements.

1 Introduction

BrainGateTM, a Brain-Computer Interface (BCI) system founded by Cyberkinetics, was developed to enable
severely motor-impaired individuals to communicate, interact and function through their thoughts. The goal
is to allow them to communicate, use their PCs, and even control a wheelchair by decoding their thoughts
with the electrode array implanted in the Primary Motor Cortex (M1).

With the aim of isolating and predicting arm movements, Battelle developed user training methods and
neural decoding algorithms to process signals from the electrode array with 96 channels. In the pilot clinical
study, two patients volunteered to participate. One was a 54 year old female stroke victim (or “SCI3”) and the
other was a 36 year old male, diagnosed with Amyotrophic Lateral Sclerosis (or “ALS”). Both of them were
tetraplegic and unable to speak. In the study, an intended motion survey was conducted to look at neural
modulation (changes in neuronal firing patterns) for several visually cued movements paired as:

• Shoulder Flexion and Extension

• Shoulder Abduction and Adduction

• Elbow Flexion and Extension

• Wrist Flexion and Hyperextension

• Wrist Radial and Ulnar Deviation

• Wrist Pronation and Supination

• Hand Open and Close

1University of Texas at Arlington
2Washington State University
3Univeristy of Cincinnati
4Auburn Univeristy
5California State University at East Bay
6North Carolina State University
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The algorithms developed during the study were successful in allowing the patient to control a motorized
wheelchair through those imagined movements. In this project, we modified some of the existing algorithms
to improve the detection of different movements. The adapted model presents more robustness with the
data collected during the four-month period. Higher detection rates are given by using the proposed model
compared to the existing model, while maintaining the false positives at a similar level. In addition, heat
maps which describe the spatial distribution of active neurons during various motions are plotted. These
maps are employed to analyze the evolution of neuronal firing patterns over time and to identify the neurons
corresponding to the various movements.

1.1 Data description

The implant consisted of 96 electrodes arranged in a 10×10 array, with the corners left unused. Each electrode
detects electrical activity from neurons close to it and records that activity over time; this recording constitutes
the data.

Each data set is referred to as a task and is composed of the neural activity recorded as the subject is given
cues alternating between “rest” and some movement (e.g., “shoulder up”). Furthermore, a task consisted of a
training period and sometimes a test period. The data collected in the training period were used to develop
classifiers and the data from the test period were used to evaluate the performance of the classifiers. Finally,
a collection of tasks in a day is a session, and the entire data set for each subject consists of multiple sessions.

For algorithm development we employed MATLAB 7.9.0 (R2009b), and we used SAS R© software, Version
9.2, for statistical analysis of the results.

2 Support vector machine (SVM)

The brain’s electromagnetic (EM) field reflects a representation of the information in the neurons [1]. We
believed that the firing rates of the neurons change for each intended movement. Thus, methods developed in
data classification were applied to discriminate between neuron firing rates. Support vector machine (SVM)
is such an approach to assign points into one of two disjoint classes (or half-spaces), which we refer to as a
classifier. In this section, we first briefly introduce the existing model in Section 2.1, and the proposed model
is discussed in Section 2.2.

2.1 Proximal support vector machine (PSVM)

The standard SVM requires linear programming or solving a quadratic which may involve complex computation
and large amounts of memory. Proximal support vector machines were then introduced to simplify the
calculations. The PSVM classifies points depending on proximity to one of two parallel planes that are
pushed as far apart as possible [2].

Suppose m time points are separated into two classes, denoted by A+ and A−, in the n-dimensional real
space Rn. Let A be the m×n matrix corresponding to these time points, and D be the n×n diagonal matrix
with +1 or −1, where +1 and −1 correspond to A+ and A−, respectively. The Proximal support vector
machine with a linear kernel is then given by the following optimization problem with parameter ν > 0.

min
(w,γ,y)∈Rn+m+1

f(w, γ, y) = min
(w,γ,y)∈Rn+m+1

[

ν

2
‖y‖2 +

1

2
(wTw) +

1

2
γ2

]

, (1)

s.t D(Aw − eγ) + y = e,

where e is the vector of ones.

2.1.1 Standard method

The planes xTw−γ = ±1 produced by the PSVM are not bounding planes, but can be thought of as “proximal”
planes, around which the points of each class are clustered [2].
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The solution for this constrained problem is obtained using the Lagrangian:

L(w, γ, y, u) =
ν

2
‖y‖2 +

1

2
(wTw) +

1

2
γ2 − uT (D(Aw − eγ) + y − e). (2)

Here, u ∈ R
m is the Lagrange multiplier associated with the constraint in Equation (1). Thus, we have

the optimality conditions:

w −ATDu = 0,

γ + eTDu = 0,

νy − u = 0,

D(Aw − eγ) + y − e = 0.

By solving the equations, we have w = ATDu and γ = −eTDu. We also obtain an expression for u in terms
of A and D as

u =

(

I

ν
+HHT

)−1

e,

where H = D[A − e].
Another expression of u could also be derived by applying the Sherman-Morrison-Woodbury formula:

u = ν

[

I −H

(

I

ν
+HTH

)−1

HT

]

e.

Comparing the two expressions, the latter one involves the inversion of a much smaller dimensional matrix
of order (n+ 1)× (n+ 1). Having solved for w and γ, given a point x, we classify x by

xTw − γ











> 0, then x ∈ A+,

< 0, then x ∈ A−,

= 0, then x ∈ A+ or x ∈ A− .

2.1.2 A different expression

We found an additional derivation which gives an equivalent way of solving the minimization problem. From
the same constraint in Equation (1), we have the expression for y which is y = e−D(Aw − eγ). To minimize
f(w, γ, y), we substitute y in terms of D, A and γ into the equation which then becomes

f(w, γ, y) =
ν

2
[e−D(Aw − eγ)]T [e−D(Aw − eγ)] +

1

2
(wTw) +

1

2
γ2

=
ν

2

[

eT − (wTAT − γeT )DT
]

[e−D(Aw − eγ)] +
1

2
(wTw) +

1

2
γ2

=
ν

2

[

eT e− 2eTD(Aw − eγ) + (wTAT − γeT )DTD(Aw − eγ)
]

+
1

2
wTw +

1

2
γ2

=
ν

2

[

eT e− 2eTDAw + 2eTDeγ + wTATAw − 2γeTAw + γeT eγ
]

+
1

2
wTw +

1

2
γ2

=
ν

2
eT e − νeTDAw + νeTDeγ +

ν

2
(wTATAw) − νγeTAw +

ν

2
γ2N +

1

2
wTw +

1

2
γ2

where N is the number of rows in vector e. To solve for w and γ, we set the derivatives of f(w, γ, y) with
respect to w and γ to zero:



















∂f(w, γ, y)

∂w
= −νATDT e+ νATAw − νAT eγ + w = 0,

∂f(w, γ, y)

∂γ
= νeTDe − νeTAw + νNγ + γ = 0.

(3)
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From Equation (3), we then obtain

γ =
νeTAw − νeTDe

1 + νN
, (4)

and substitute γ using Equation (4) in the first part of Equation (3) to obtain

νATAw + w − ν

(

ATDT e+AT e
νeTAw − νeTDe

1 + νN

)

= 0

νATAw + w −
ν2AT eeTA

1 + νN
w − νATDT e +

ν2AT eeTDe

1 + νN
= 0

(

νATA+ I −
ν2ATJA

1 + νN

)

w = νATDT e−
ν2ATJDe

1 + νN

w =

(

νATA+ I −
ν2AT JA

1 + νN

)−1 [

νATDT e−
ν2ATJDe

1 + νN

]

. (5)

Equations (4) and (5) are derived directly from Equation (1).

2.2 Weighted proximal support vector machine (WPSVM)

2.2.1 Standard method

The PSVM is shown to be sensitive to noises. To overcome the drawback, a weighted PSVM was proposed
which gives a weight to each point by taking the distance between each point and the center of its corresponding
class into account [3][4].

Similar to Equation (1), we take S which denotes the weight into f(w, γ, y), then we get a new equation
called g(w, γ, y). Note that if S is the identity matrix, f(w, γ, y) and g(w, γ, y) are equivalent.

min g(w, γ, y) = min
w,γ,y

[

ν

2
‖Sy‖2 +

1

2
(wTw) +

1

2
γ2

]

(6)

s.t D(Aw − eγ) + y = e.

Let z = Sy, e1 = Se, A1 = SA and D1 = SDS−1, then

z = −SD(Aw − eγ) + Se

= −SDS−1(SAw − Seγ) + Se

= −SDS−1(A1w − e1γ) + e1

= −D1(A1w − e1γ) + e1.

Following similar steps of deriving w and γ shown in the section 2.1, we obtain the following equations for
w and γ,

γ =
νeTS2Aw − νeTS2De

1 + νN
(7)

w =

(

νATS2A+ I −
ν2ATS2JS2A

1 + νN

)−1 (

νATS2DT e−
ν2eTS2DeATS2e

1 + νN

)

. (8)
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Figure 1: Classification by using the PSVM. The green line is the classifying attempt (i.e. xTw − γ). The
blue line is −1 when the cue under observation has not been cued and +1 when the command is cued. The
red line is 0. Hence, when the green line is above the red line, we classify that data point as the action having
occurred. Otherwise, we classify the data point as the action not having occurred.

2.2.2 Adapted method

Since the standard WPSVM did not improve the performance in detection rates and false positives, a new way
to define the weight matrix, S, was developed. The data we analyzed had a much higher number of points in
the A− (or −1) classification as opposed to the A+ (or +1) classification. Hence, it is reasonable to assume
that the points in the −1 classification are getting more weight in a sense. To counteract this, a new way of
defining the weight of each point was developed for this specific data construction.

Suppose the y vector is permuted so that all the points for classification +1 correspond to the top part of
the vector y, and the other points are at the bottom of y. Then yT is defined as (yT1 , y

T
2 ) where y1 contains

all of the points pertaining to classification +1 and y2 is the vector containing all of the other points. Then
define ||y||2w = n

n+m
||y1||

2 + m
n+m

||y2||
2, where m is the length of y1 and n is the length of y2.

Equivalently, if S∗ is the diagonal matrix with entries S∗

ii =
√

n/(n+m) for 1 ≤ i ≤ m and S∗

ii =
√

m/(n+m) otherwise, then ||y||2w = ||S∗y||2. Once obtaining S∗, we substitute S∗ instead of S in Equa-
tion (7) and Equation (8) to get w and γ.

3 Data analysis with different SVM methods

3.1 Support vector machines and definition of event occurred

In section 2, we introduced and compared different support vector machine methods. In this section, we
visually examine the difference between the various methods.

Figure 1 shows a small sample of the neuronal activity classified using the PSVM method. Ideally the
green line would exactly match the blue line, but a common problem was the green line would seldom reach
+1. In the original work, the red line was biased downward, which resulted in a higher rate of classification
during cues, but also resulted in a higher rate of false positives.

Figure 2 shows the classification we obtained by applying the adapted WPSVM with the same data we
analyzed in Figure 1. As can be seen, this classifier moves the cued data closer to the value +1, which remedies
the problem observed in using the PSVM method.

Unfortunately, a new issue arises; occasionally a momentary spike in neural activity is found which was
not cued as illustrated in Figure 3. The original algorithm for determining false positives would consider this
spike as a false positive, but the spike is over a such a small time period that it should not be counted as
detecting a cue. Instead, one should get a measure of the classification over a small window of time. Thus,
instead of determining whether an event occurred or not by just one data point, we suggest adding the rates
of all the data points within a small window. In our analysis, we used a window of one second centered around
each time point to determine detection and false positive rates.
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Figure 2: Classification by using the adapted WPSVM. Note that we now obtain spikes that reach a magnitude
of +1 in the cued sections.

Figure 3: Classification by using the adapted WPSVM. A momentary spike in neural activity, circled in purple,
is found which was not cued.
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Detection Rates
Original PSVM Weighted PSVM adapted Weighted PSVM

wrist up 72.1 61.5 78.7
wrist down 26.4 17.4 61.2
wrist left 27.0 25.4 44.3
wrist right 42.6 22.1 56.6

False Positive Rates
Original PSVM Weighted PSVM adapted Weighted PSVM

wrist up 6.4 3.2 12.8
wrist down 7.1 3.0 11.7
wrist left 4.6 2.1 9.5
wrist right 10.4 7.9 18.7

Table 1: Comparison in detection and false positive rates using various PSVM and the original detection
method

Detection Rates
Original PSVM Weighted PSVM adapted Weighted PSVM

wrist up 73.8 63.1 80.3
wrist down 16.5 0.8 51.2
wrist left 29.5 27.0 43.4
wrist right 38.5 5.7 55.7

False Positive Rates
Original PSVM Weighted PSVM adapted Weighted PSVM

wrist up 5.0 0.7 7.8
wrist down 3.9 0.7 8.2
wrist left 1.7 0.9 3.8
wrist right 7.8 5.0 13.5

Table 2: Comparison in detection and false positive rates using various PSVM and the one-second window
detection method.

3.2 Comparison of detection and false positive rates

In Tables 1 and 2, both the original method of detection and the new method of detection are shown for all
of the support vector machines (i.e., PSVM, standard WPSVM and adapted WPSVM). The tables represent
a small sample of all the data analyzed.

For each patient, analyses were implemented for detection rates and false positive rates. All of the analyses
are conducted at a significance level of 5% using the two-way repeated-measures ANOVA. The two factors
used were (i) detection methods (with two levels) and (ii) classifiers (with three levels). All the data analyzed
satisfied the assumptions of the two-way repeated-measures ANOVA. Table 3 summarizes the results.

A more detailed description of these results are as follows:

a. For SCI3, each of the three classifiers performs differently from the other two, regardless of the detection
method. In addition, the adapted weight PSVM performs better (has higher detection rate) than the
other two. On average, the difference between the adapted weight PSVM and the PSVM detection rate
was at least 7.58% and at most 17.78%.

b. For the original detection method, all three classifiers perform differently (all p-values were < 0.0001).
Furthermore, on average, the difference between the adapted weight PSVM and the PSVM in the false
positive rate was at least 4.82% and at most 5.78%. For the new detection method, all three classifiers
also perform differently (all p-values were < 0.0001). Additionally, on average, the difference between
the adapted weight PSVM and the PSVM in the false positive rate was at least 3.73% and at most
4.69%.
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SCI3 patient
Detection Rates False Positive Rates

significance p-value significance p-value
Interaction NO 0.152 Yes 0.0005
Detection YES 0.0296 Yes < .0001
Classifier YES < .0001 Yes < .0001

ALS patient
Detection Rates False Positive Rates

significance p-value significance p-value
Interaction No 0.0531 No 0.3421
Detection Yes < .0001 Yes < .0001
Classifier Yes < .0001 Yes < .0001

Table 3: Summary of the analyses on both patients

c. For ALS, regardless of the detection method the WPSVM performs differently than the PSVM and the
adapted weight PSVM, however the last two do not perform significantly differently. That is, adapted
weight PSVM did not improve the detection rate from the PSVM.

d. On average, the adapted weight PSVM increases the ratio of the false positive rates from the PSVM by
at most 1.43% for ALS.

4 Mapping Neuronal Activity

Of interest is the spatial distribution of neurons that significantly change activity levels during various motions.
Such knowledge may lend insight to the functions for which various neurons are associated. To this end, we
took the given data and constructed heat maps illustrating a measure of change in neuronal activity, as
recorded by the electrodes on the implant. These maps are a visual representation of the magnitudes of the
entries of a matrix. In this paper, we used warm (red) colors to denote positive values, with an increase in
magnitude corresponding to darker colors, and cool (blue) colors to denote negative values.

4.1 Developing Heat Maps

In this section, we describe the development of a heat map to illustrate neuronal activity as recorded by the
electrode array implant. We assumed that the number of instances a particular neuron fires over a given
period of time is Poisson distributed. Furthermore, for each particular cue type (e.g., “rest”, “wrist up”), we
assumed the Poisson distribution describing the number of firings of a particular neuron is stationary over
time.

Although this assumption allows for tractability, it may often be incorrect. The two particular neurons
shown in Figure 4 illustrate an example of a relatively stationary and a non-stationary distribution of neuronal
firing counts. If we take the set of counts for each neuron and compute the sample mean and variance, we can
get a measure of how much our assumption of a stationary Poisson process is being violated. For each neuron,
if our assumption is met, then we expect the sample mean and variance to be equal, and hence, the ratio
to be near 1. Thus, we computed the ratio (mean/variance) for each neuron and then plotted these values.
Figure 5 shows an example of such a plot, with neurons sorted in ascending order of the ratio values. Note that
the great majority of values fell outside an arbitrarily chosen threshold, and so we have good evidence that
a reproduction of this study, with non-stationary distributions taken into account will be needed to further
improve the results. However, we note that a violation of our assumption merely masks smaller M.I.s; hence,
in this paper, large M.I. values truly indicate significant changes in activity.

As part of constructing the heat map, we first considered the number of firings corresponding to each rest
period of a task for individual neurons. Then we calculated the sample mean (Nr) and variance (Var(Nr))
of neuronal firing counts for each of the neurons associated with that particular task to obtain a summary of
the baseline neuronal firing counts. Next, for each non-rest period we calculated the sample mean neuronal
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Figure 4: Neuronal firing counts for two particular neurons over the 19 different rest periods that were included
in a particular example task. The dashed line shows a neuron that is stationary over time, while the solid line
is one that is non-stationary over time.
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Figure 5: The ratio of mean to variance for each neuron in a particular example task, sorted into ascending
order. The open circles represent the ratio for each neuron; the dashed line indicates where the ratio should
be if our assumption of a stationary Poisson distribution is correct; and the dotted lines show an arbitrarily
chosen threshold for which we may consider our assumption to be good enough.
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(a) (b)

Figure 6: (a) The relative neuronal activity of all individual neurons associated with the electrodes in the
implant; (b) The neuronal activity associated with each electrode in the implant. These two maps show the
“close hand” action of patient SCI3 on 2006/8/23 at 15:30. Note that the colors represented in a particular
electrode of the condensed heat map is the average of colors represented for all neurons in the corresponding
electrode of the expanded heat map. In both of these, and all other heat maps shown in this paper, we
arbitrarily chose limits of -2 and 2 for the color range to give the best balance of colors displayed.

firing count (Nm) related to each task, which gives the cued neuronal firing counts. Using these values we
calculated the relative change in neuronal activity between the rest and non-rest periods, which is measured
using a modulation index (M.I.) that we define as

M.I. =
Nm −Nr
√

Var(Nr)
. (9)

Using Equation (9) we calculated the M.I. for each identified neuron associated with a particular task. In
the implant there can be zero to four neurons affiliated with each electrode, so to see the relative activity of
each neuron we map their identifying numbers to an expanded representation of the electrode array (giving
us a 20× 20 matrix including the unused electrodes) and store the corresponding M.I. values. This generates
the underlying matrix used to produce an expanded heat map (HM) of all the neurons associated with each
electrode.

Also, instead of mapping the activity corresponding to all of the neurons, we could generate a heat map
showing the activity detected by each electrode. To do this we took the sample mean value of the M.I.s of the
neurons associated with each electrode and mapped them to a 10 × 10 matrix that represents the electrode
array. From this, we generated a condensed heat map (HMC). Figure 6 illustrates the difference between a
HM and a HMC. In each, the gray cells represent unused electrodes or a lack of detected neuronal activity.

4.2 Results

We generated and analysed heat maps showing the neuronal activities associated with two opposite motions,
“wrist up” and “wrist down”, for SCI3 during four different tasks on 2006/8/23. For each of the first three
tasks, the patient was given five different cues, while in the last task she performed twelve different motions.
We can do the same for other movements as well, but for the scope and purpose of this paper, we limited our
analysis to this pair of motions over this specific session.

We first considered the HMCs shown in Figures 7a and 7b. As the cue given changed between “wrist
down” and “wrist up”, it was clear that the overall neuronal firing rate decreased. All the dark red colored
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Figure 7: HMCs for each of the cues “wrist down” and “wrist up” for SCI3’s session that took place on
2006/8/23.
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(e) (f)

(g) (h)

Figure 7: continued
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electrodes which showed high neuronal activity during the “wrist down” movement changed to low neuronal
activity during the “wrist up” movement. At the same time, firing activity increased in some electrodes, shown
as a change from cool to warm shades. For example, the electrodes labeled 88, 91, 87, 80 and 76 show a clear
increase in neuronal activity, although not all the increases were of the same magnitude. Also some electrodes
had M.I.s near zero and did not show a color change when going from “wrist down” to “wrist up”, such as
the electrodes labeled 15 and 13. This may be evidence that those electrodes are not associated with either
of the movements.

The same general pattern of similarities and differences observed between Figures 7a and 7b are also seen
when comparing Figures 7c and 7d as well as Figures 7e and 7f. While specific electrodes identified above may
change between the tasks, the qualitative conclusions are analogous.

Next, we consider the HMCs in Figures 7g and 7h. Here, we see a different pattern from that of the other
heat maps. As we are going from “wrist down” to “wrist up”, the neuronal firing rate increases. All the
dark red colored electrodes (except number 12) which show high neuronal activity during the “wrist down”
movement change to low neuronal activity during the “wrist up” movement. At the same time firing activity
increased in a number of electrodes. Compared to all of the other heat maps, we see many, but not all, of the
same electrodes registering an increase in activity as the subject is given the different cues; many other neurons
also show increased activity. This difference may be due to the fact that in this task SCI3 was undergoing
twelve different cued motions, which may have created more neuronal activity. Here only electrode 94 had a
M.I. near zero and did not show a color change when going between “wrist down” and “wrist up”; this may
be evidence that this electrode is not associated with either of the movements.

From this preliminary work, it is clear that the neuronal activity changes for different movements. In all
the heat maps shown in Figure 7 we see that one electrode (number 13), while not near zero, did not show
a color change when going from “wrist down” to “wrist up”; this may be an indication that the neurons
associated with this electrode are not related to either of the movements. Also one electrode (number 88)
showed an increase in neuronal firing activity during each task as the subject is going from “wrist down” to
“wrist up”, possibly giving evidence that those neurons are related to executing a “wrist up” motion.

5 Conclusion

In the present work, we developed various modifications to the classifiers originally used. The modifications
showed mixed results of improvements. In particular, the adapted WPSVM method produced increased
detection rates while also increasing false positive rates. This results in a trade off of what is most important
for the application. We also developed methods for converting the data in to heat maps, which gave a visual
representation of neural activity and may aid in determining the neurons that are associated with various
movements of the arm.

Future work will need to reexamine the assumptions on which we based our methods, and, in particular,
determine how accounting for a non-stationary distribution of neuronal firing counts over time affects the
results given. Also, a more quantitative analysis of the data/heat maps may provide deeper insight in to the
association between individual neurons and motor controls. Developing and utilizing different measures for
recognizing significant changes in neural activity, i.e., expressions for the M.I., may likewise prove fruitful.
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