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Preface

This volume contains the proceedings of the Industrial Mathematics Modeling Workshop for
Graduate Students that was held at the Center for Research in Scientific Computation at North
Carolina State University (NCSU), Raleigh, North Carolina, July 26 to August 3, 1999. This work-
shop which was the fifth one held at NCSU, brought together 32 graduate students from various
national and international graduate programs (see participants section for a list of students and
their institutions). These graduate students represented a large number of graduate programs in-
cluding VPI, University of Florida, University of Texas (Austin, Dallas), University of California
(Berkeley, Irvine), North Carolina State University, Arizona State University, Chalmers University
of Technology, Sweden, California Institute of Technology, University of New Mexico, Texas Tech
University, Michigan State University, Rutgers University, Penn State University, University of Illi-
nois at Urbana Champaign, Claremont Graduate University, University of Malaga, Spain, Technical
University of Darmstadt, Germany, Johannes Gutenberg-Universitat Mainz, Germany, and the New
Jersey Institute of Technology. The students were divided into six teams to work on “industrial math-
ematics” problems presented by industrial scientists. These were not the neat, well-posed academic
exercises typically found in coursework, but were challenging real world problems from industry or
applied science. The problems, which were explained to the students on the first day of the workshop,
required fresh insights for their formulation and solution. Each group spent the first eight days of the
workshop investigating their problem and then reported their findings in half-hour public seminars
on the last day of the workshop. The following is a list of the presenters and the projects which they
presented.

• Damon Christenbury and Yue Zhang (Michelin North America) Equilibrium of a Statically
Indeterminant Problem with Stick-Slip Characteristics

• Chad Bouton (Battelle Memorial Institute) Modeling Compton Scattering and Photelectric
Absorption of X-Rays in Media Containing Heavy Elements

• Paul M. Schlosser (Chemical Industry Institute of Toxicology (CIIT)) Pseudo-Steady-State
Inhalation Model for Soluble Gases and Vapors

• T. Antony Royal (Jenike & Johanson, Inc.) Particle Trajectories on Surface of Arbitrarily
Shaped Frictional Surface

• Christopher Puin (National Security Agency) Document Pooling for Informational Retrieval

• Tien M. Nguyen (The Aerospace Corporation) Mathematical Modeling of RFI Problem

These problems represent a very broad spectrum of mathematical topics and applications. The
readers will observe that traditional topics such as number theory, algebra, probability and statistics,
fluid dynamics, ODE and PDE, optimization and numerical analysis play a very important role in
the solution of such industrial problems. Although nine days is a short time for a full investigation
of some aspects of the projects, the reports illustrate remarkable progress on all problems.

We, the organizers, strongly believe that this workshop (and previous workshops) provided sub-
stantive non-academic research-related experiences for graduate students while contributing to the
research efforts of industrial participants. In addition, these experiences facilitated the development
of graduate students’ ability to communicate and interact with scientists who are not traditional
mathematicians but require and employ various mathematical tools in their research. Finally, the
experience gained in the workshop will help to improve graduate student’s vision about the type of
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mathematics and science that should be pursued by students who aspire to both non-academic and
academic postgraduate career.

The success of the workshop was greatly enhanced by active participation in a very friendly
atmosphere and almost uninterrupted work during the nine days of attendance, and the organizers
are most grateful to participants for their contributions. The organizers would like to thank the
National Security Agency, the National Science Foundation, the Center for Research in Scientific
Computation, and the Department of Mathematics at North Carolina State University for their
generous financial support of this and previous workshops. Special thanks and appreciation are
due to the faculty and staff of the Center for Research in Scientific Computation, the Department of
Mathematics and North Carolina State University for the provision of excellent facilities and services.
Finally, we would like to thank Michelle Hein, Rory Schnell, and Brenda Smith for their efforts and
help in all administrative matters and Karen Bliss, Cammey Cole, Katie Kavanagh and John Peach
for providing transportation for the participants.

Pierre Gremaud
Zhilin Li
Ralph C. Smith
Hien T. Tran
Raleigh, 2000
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PROBLEM 1: EQUILIBRIUM OF A STATICALLY INDETERMINANT

SYSTEM WITH SLIP-STICK CHARACTERISTICS

Michael Buck 1, Sonia Gupta 2, Shengyong Hu 3, Ann Kaul 4, Hongrong Qin 5

Problem Presenters:
Damon Christenbury and Yue Zhang

Michelin Tire Company

Faculty Consultant:
Kazi Ito

Abstract
A question of major importance in the auto industry concerns the modeling and improved design

of vehicle tires. Tire performance affects the handling performance of the automobile. Many of the
variables on which tire performance depends can be calculated from the load and deflection of the
spindle in the suspension system for each wheel. The question of tire performance thus becomes a
question of the load and deflection of the suspension system for each of the wheels of the vehicle. The
project undertaken by this group involved the development of a model for the suspension system of
an automobile with the goal of predicting the load and deflection of each wheel for a given loading
of the vehicle. Two models are developed. In the first model, the suspension system is assumed to
be frictionless which produces a model in which each step is independent of the previous loading
situation. A more realistic second model incorporates friction for each wheel hub.

1 Introduction

The performance of a vehicle tire is dependent on the contact surface between the tire and the road.
The manner through which the tire contacts the road is dependent on many variables including the
steer, camber and toe of the wheels. These variables can be calculated from the load and deflection of
the spindle in the suspension system for that wheel. The question of tire performance thus becomes
a question of the load and deflection of the suspension system for each of the wheels of the vehicle.
In the problem presented by the Michelin Tire Company, a given load is applied at a given location
to a vehicle. Known properties of the vehicle include mass, wheelbase, treadwidth, center of gravity
and stiffness of the suspension system for each wheel. With this information, the wheel deflection
and load for each wheel hub can be calculated.

Two models are developed. In the first model, the suspension system is assumed to be frictionless.
As a result, the solution to the problem is not dependent on the previous loading situation. However,
in reality, the suspension system contains a friction component. The second model incorporates stick-
slip characteristics for each wheel hub. The resulting effect is that a certain threshold of additional
load must be added before there is any wheel deflection.

1Virginia Polytechnic Institute
2Chalmers University of Technology
3North Carolina State University
4The University of New Mexico
5Penn State University
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In Section 2, the governing equations for the static equilibrium problem are discussed. Several
equivalent formulations are developed. In Section 3, the methods used for the frictionless model are
discussed. Numerical results from these methods are given in Section 4.

2 Governing Equations

A car is supported at four corners by springs. There are also anti-sway bars across the front and
rear of the car. Vehicle properties such as the mass, wheelbase, treadwidth and center of gravity are
known. For the equations that follow, the coordinate system of the vehicle has its origin located at
the midpoint between the front tires at ground level.

The stiffness of each spring is assumed to be dependent on the deflection and a lookup of this
data is available. A lookup table is also available for the moment generated between the two front
wheels and the two rear wheels by a given displacement. At the initial rest state, the exact location
of each wheel on the lookup table is known. A point load of known mass at a known location is then
added to the car and the deflection of the four wheels of the vehicle is computed. The only forces
acting on the vehicle are a result of gravity pulling in the z-direction. Since the vehicle is at rest,
the system should satisfy the equation of static equilibrium, namely, that the sum of the forces in
each direction is zero to prevent lateral motion and that the sum of the moments around each axis
is zero to prevent torsional motion.

Let m denote the mass of the vehicle, G be the coefficient of gravity, cg be the center of gravity
of the vehicle, wb be the wheelbase of the vehicle and z̄ be the displacement in the z-direction of the
wheels at the initial rest state. The forces in the x and y directions automatically sum to zero since
the only forces acting on the system are in the z direction. Summing forces in the z direction yields

4∑
i=1

Fi(z̄) +mG = 0 (1)

where Fi(z̄) is the load on the ith wheel at the given displacement. Looking at the moments in each
direction, the moments around the z-axis automatically sum to zero since there are no forces in the
x or y directions. Summing about the x-axis yields the equation

4∑
i=1

Mi(z̄) +mGcgy = 0 (2)

while summing around the y-axis yields

2∑
i=1

F1(z̄)cgx +

4∑
i=3

Fi(z̄)(wb + cgx) = 0 . (3)

Here Mi(z̄) is the moment of the ith wheel at the given displacement. A system of three equations
in four variables will describe the model.

We now apply a load of mass ∆m at a given location. The new equilibrium point z must also
satisfy the equations of static equilibrium. This yields the equations

2



4∑
i=1

Fi(z) + (m+ ∆m)G = 0

4∑
i=1

Mi(z) + (m+ ∆m)Gcgy = 0

2∑
i=1

Fi(z)cgx +

4∑
i=3

Fi(z)(wb + cgx) = 0.

(4)

Equation (4) describes the vehicle at its new equilibrium point.
To simplify the equations to be solved, (1)-(3) can be subtracted from (4) to eliminate the mass

of the vehicle. The resulting system of equations, referred to as Formulation 1, is formulated as

Φ1(z) =

4∑
i=1

Fi(z)−
4∑
i=1

Fi(z̄) + ∆mG = 0

Φ2(z) =
4∑
i=1

Mi(z)−
4∑
i=1

Mi(z̄) + ∆mGcgy = 0

Φ3(z) =

(
2∑
i=1

Fi(z) −
2∑
i=1

Fi(z̄)

)
cgx +

(
4∑
i=3

Fi(z)−
4∑
i=3

Fi(z̄)

)
(wb+ cgx) = 0 .

(5)

A second set of equations, referred to as Formulation 2, can be obtained by linearizing (5) around z̄
to yield

Φi(z) = Φi(z̄) +
∂Φi

∂z
(z − z̄) (6)

for i = 1, 2, 3
Several numerical solution techniques were implemented for each of these formulations. These

methods will be described in the next section.

3 Methods Applied to Frictionless Model

Initially, Michelin supplied a program which used the optimization routine fmins from MATLAB to
solve Formulation 2 of the system. One of the goals of the project was to reduce the time required to
obtain an answer with this routine, while maintaining reasonable answers for displacement of each
wheel. To this end, several numerical routines were implemented. The least squares function of
MATLAB and a Gauss-Seidel iterative method were used to solve Formulation 2. A description of
the fmins and least squares functions can be obtained from MATLAB. The Gauss-Seidel iterative
method will be described in Section 3.1 below.

Formulation 1 was implemented using the fmins and least squares functions of MATLAB, a
successive substitutions iteration, a constrained optimization method and a “sweeping” method. De-
scriptions of the constrained optimization and “sweeping” algorithms will be provided in Sections 3.2,
3.3 and 3.4, respectively.
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3.1 Weighted Gauss-Seidel iterative method

Weighted Gauss-Seidel is a standard iterative method for solving a matrix-vector system Ax = b.
Given a weight, w, the solution is updated by the iterative process:

For i = 1, . . . , n

xk+1
i = (1− w)xki +

w

aii

b− i−1∑
j=1

aijx
k+1
i −

n∑
j=i+1

aijx
k
j

 (7)

where the superscript denotes the number of times each solution component has been obtained.
Since the system being solved was undetermined, appropriate adjustments were made to update
each solution component and solve each equation in turn. A weight of w = 0.25 was used in the
implementation of the method.

3.2 Constrained optimization method

In a constrained optimization method, an attempt is made to provide some physical meaning to
the system of equations being solved. For example, in this model it is reasonable to assume that
the equilibrium point of the vehicle minimizes the energy stored in the springs. Thus, the following
energy function for the system is proposed

U(z) =
1

2

4∑
i=1

ciz
2
i ,

where ci is the stiffness of the spring with displacement zi. This function is constrained by Formu-
lation 1 of the system of equations generated in Section 2 so that (5) must be satisfied.

The corresponding Lagrangian function for this constrained optimization problem is given by

L(z) = U(z) + λ1Φ1(z) + λ2Φ2(z) + λ3Φ3(z).

We wish to minimize this Lagrangian function with respect to the constraining equations. To obtain
the seven equations for the seven unknowns (z, λ1, λ2, λ3), we employ the derivative dL

dz = 0 to obtain
four equations and the linearization of the constraining equations to obtain the remaining three
equations.

Let C be the diagonal matrix containing the ci, i = 1, . . . , 4, evaluated at the initial equilibrium
position and let A denote the Jacobian matrix of the constraining equations. The system of seven
equations and seven unknowns can then be written in matrix notation as

[
C AT (zc)

A(zc) 0

] [
z
λ

]
=

[
0

A(zc)zc − Φ(zc)

]
where zc is the current iteration of displacement. Recall that z is a four-vector and λ is a three-vector.
With some simple algebra, the two vector equations in the matrix can be combined to eliminate λ,
with the result that

z = C−1AT (AC−1AT )−1[A(zc)zc − Φ(zc)].

This equation is then solved, to within a prescribed accuracy, in an iterative manner using the current
solution for zc and calculating the new solution z.
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3.3 “Sweeping” method

The “sweeping” method is an ad hoc iterative method to solve Formulation 1 of the equations.
Roughly the idea is to determine how far from equilibrium the current answer is and then distribute
the error equally to all four wheels. The three equations are evaluated in turn, using the following
scheme.

1. Given an initial displacement, z̄, calculate the appropriate forces and moments. From the
applied mass, calculate an initial guess for the equilibrium displacement, z.

2. Calculate the forces corresponding to z and substitute these into the first equation. Calculate
the resulting error in load and distribute this difference evenly to the 4 wheels. This is the new
guess for F (z). Use the lookup table to calculate the corresponding new z.

3. Calculate the roll angles and roll moments from the z in Step 2 and substitute these into the
second equation. Calculate the resulting error in moment and distribute this difference evenly
to the 2 axles. Calculate the new roll angle for each axle. To distribute to the 2 wheels on
the axle, assume that the difference in angle is equally distributed. This results in adding half
the difference in displacement to the right wheels and subtracting half the difference to the left
wheels. We now have a new z.

4. Calculate the forces from the z in Step 3 and substitute them into the third equation. Calculate
the resulting error in forces. Distribute half to each axle. On each axle, distribute half to each
wheel. Calculate the new z from the forces.

Repeat Steps 2-4 until the desired accuracy is realized.

4 Numerical Results

To illustrate the performance of the numerical methods, we compared the computation times and
accuracy of the methods to the results obtained using the MATLAB optimization routine fmins

for a variety of loading conditions. Specifically, we considered a prototypical chassis having three
seats respectively holding 2, 3 and 2 passengers from front to rear. The considered loadings were
represented as 7-tuples with 1 representing a passenger and 0 indicating an empty seat. For the
following simulations, we considered the following combinations

[1000000]: Load only the driver seat

[1111111]: All seats are loaded

[1010010]; Load only left seats

[0000011]: Load only the back seat.

When designating the displacements at the four corners, we employed the following notation

• LF: Left front wheel

• RF: Right front wheel

• LB: Left back wheel

• RB: Right back wheel
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Finally, we will consider a least squares method, the method of successive substitution, a constrained
optimization method, and the sweeping method which are respectively abbreviated as

• LeastSq – Least Squares

• SucSub – Successive Substitution

• ConOpt – Constrained Optimization

• Sweep – Sweeping Method

In the first example, we compare the CPU times required for these methods with the CPU time
required to obtain convergence of fmins. In each case, we employed the stopping criterion

|Change of Displacement| < 1.0e − 4 .

The results for the four loadings and five numerical methods are summarized in Table 1. For each nu-
merical optimization routine, the first number indicates the required CPU time measured in seconds
and the percentage in parentheses indicates the percentage of this time to that required by fmins. It
is observed that the method of successive substitution, the constrained optimization algorithm and
the sweep algorithm all provided substantial reductions in the required solution times.

To provide a more detailed comparison between methods, we compared the computed displace-
ments and forces in Table 2. For each loading, the first row represents the displacements and forces
predicted by the fmins routine. The remaining four rows for each load summarize deviations from
the fmins values as predicted by the other methods.

To illustrated the performance of the methods, we focus on the fully loaded car, [1111111], and
the car with passengers in the rear seat, [0000011]. For the first case, we would expect symmetric
displacements due to the symmetric loading. Hence it appears that fmins yields somewhat erroneous
predictions which are then corrected by the remaining four methods. For example, the method of
successive substitution yields displacements of −16.7633 and −16.7253 for the left and right front
wheels and −43.5931 and −43.6468 for the back wheels. Similarly, we would expect the left and right
displacements predicted for the two passengers in the rear seat to be approximately equal. Again,
the values predicted by fmins do not achieve this symmetry whereas the four methods discussed
here yield significant improvements in accuracy.

Loading fmins LeastSq SucSub ConOpt Sweep

[1 0 0 0 0 0 0] 33.97 (100%) 17.13 (50%) 0.70 (2%) 0.77(2%) 1.23(4%)
[1 1 1 1 1 1 1] 74.29 (100%) 13.27 (18%) 0.51 (1%) 0.76(1%) 0.88(1%)
[1 0 1 0 0 1 0] 74.74 (100%) 43.73 (58%) 0.52 (1%) 1.11(2%) 2.23(3%)
[0 0 0 0 0 1 1] 44.47 (100%) 15.24 (34%) 0.52 (1%) 0.61(1%) 0.87(2%)

Table 1: CPU times for the numerical routines for the four passenger loadings.

6



Loading LF RF LB RB Cal. force(N)

[1 0 0 0 0 0 0] -7.4586 -3.4220 -5.9205 -2.9548 19904
LeastSq -0.0093 -0.0083 -0.1143 -0.1158 15
SucSub 0.0077 -0.2812 -0.4209 -0.0127 0.05
ConOpt -0.2117 -0.0611 -0.1145 -0.3272 0
Sweep -0.2356 -0.0371 -0.0811 -0.3614 0

[1 1 1 1 1 1 1] -16.6146 -18.9997 -40.8687 -37.5000 23906
LeastSq 0.1571 2.5238 -2.1669 -5.5096 77
SucSub -0.1487 2.2744 -2.7244 -6.1468 0.42
ConOpt -0.1355 2.2612 -2.7431 -6.1281 0
Sweep -0.1438 2.2694 -2.7314 -6.1394 0

[1 0 1 0 0 1 0] -10.0997 -4.0853 -26.6692 -10.7402 21238
LeastSq -2.4830 2.5762 1.9260 -5.1953 50
SucSub 0.2301 -0.4716 -2.3737 -1.3578 0
ConOpt -2.8923 2.6662 1.8408 -5.9852 0
Sweep 0.0554 -0.2968 -2.1451 -1.6210 0

[0 0 0 0 0 1 1] 0.9262 1.8634 -16.6713 -17.9953 20571
LeastSq 0.4659 -0.4777 -1.7630 -0.4300 44
SucSub 0.5080 -0.4124 -2.4106 -1.1105 0
ConOpt 0.5129 -0.4173 -2.4176 -1.1036 0
Sweep 0.5102 -0.4145 -2.4138 -1.1074 0

Table 2: Displacements and forces predicted by the five numerical methods.

5 Concluding Remarks

In this project, we investigated the development of a model and commensurate numerical routines for
predicting the displacement at the four corners of the suspension system given a variety of loads. For
the numerical methods, the MATLAB optimization routine fmins was considered as a baseline and
a least squares method, the methods of successive substitution, a constrained optimization method
and a sweeping method were developed to improve the CPU time required for implementation as
well as the accuracy. Numerical tests indicated that the latter three methods provided significant
improvements in computational time while providing sufficient accuracy. Hence we would recommend
that these methods be considered as design tools when considering tire performance as a function of
load.
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PROBLEM 2: MODELING COMPTON SCATTERING AND

PHOTOELECTRIC ABSORPTION OF X-RAYS IN MEDIA

CONTAINING HEAVY ELEMENTS

Church Mickel1, Aurelia Minut2, Cheryl Peterson3, Stuart Walker4, Robert Wieman5, Di Xu6

Problem Presenter:
Chad Bouton

Battelle Memorial Institute

Faculty Consultant:
Ralph Smith

Abstract

Battelle is investigating the detection of heavy elements embedded within supporting media
through the use of X-rays. Other researchers have explored a variety of X-ray techniques such
as X-ray fluorescence for this application (e.g., see [1]). To further explore various techniques,
Battelle would like to model the scattering and absorption of X-rays within a volume of supporting
media. The goal is to create a three dimensional mathematical model of a system consisting of a
radioactive source, a volume of supporting media, and a removable volume of iodine located within
the supporting media. For the radiation energy range and materials involved in this problem, the two
(of four possible) phenomena that should be considered are photoelectric absorption and Compton
scattering. The Nobel Prize-winning work of Klein-Nishina (1929 [2]) should be considered when
modeling Compton scattering. The model output should consist of the X-ray fluence (flux area
density) at various points.

1 Introduction

1.1 Statement of the Problem

The goal of this project was to develop a three dimensional model and mathematical method to
quantify the use of an X-ray source to detect the presence of a small dilute iodine sphere suspended
within a cylindrical volume of water. The sphere’s volume was fixed at 5 cm3 while the cylinder had
a diameter of 9 cm and a length of 20 cm. The radioactive sources modeled were Americium-241 and
Iodine-129 and were chosen for their ability to effectively penetrate water without suffering much
attenuation and also their inability to effectively penetrate dilute iodine.

1.2 Method

Initial group discussion focussed on methods for tackling this problem. It was decided that a dis-
crete probabilistic approach using the “photon” description of X-rays (vs. the continuum wave/ray

1Texas Tech University
2Michigan State University
3Texas Tech University
4New Jersey Institute of Technology
5North Carolina State University
6Rutgers University
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approach) would be the most expeditious and effective means for solving the problem, particularly
given the time constraint of the workshop.

To implement this Monte Carlo method, MATLAB was used to simultaneously track a finite
number of “photons” with given initial energies appropriate to the source type and with randomly
generated initial directions from a point source located outside the cylinder, through the cylin-
der/sphere system and to a detector located on the opposite side of the cylinder. It was then
possible to determine the number of photons that actually hit the detector and compare this result
to the number of photons that hit the detector in the absence of the dilute iodine sphere in order to
obtain a Percentage Count Reduction (PCR) of photons, where PCR is simply,

(photons detected without iodine)− (photons detected with iodine)

(photons detected without iodine)
× 100. (1)

A mean PCR for each source energy can be obtained after completion of multiple MATLAB “photon
tracking” trials. Due to time constraints, however, it was not possible to complete a sufficient number
of trials to obtain averaged results.

1.3 Assumptions

In order to “track” a photon through a given medium, it was sufficient to consider only Compton scat-
tering and photoelectric absorption while neglecting pair production effects and Rayleigh scattering.
This was possible due to the energy range and materials involved in the problem. It should be noted
that the recoil electron of a Compton scattering event was deemed to be negligible in modeling the
photon scattering process. Also, the effect of any material boundary for the water cylinder or dilute
iodine sphere on the scattering of a photon was not considered. Finally, for ease of computation and
efficiency, photons were sent from the source simultaneously rather than individually over a given
time interval. This introduces no error as collision of photons with each other is not a necessary
consideration.

2 Elaboration of Model

A Monte Carlo scheme was adopted for the model; that is, the model generated many photons,
and determined their behavior according to the probability of that behavior in their real-world
counterparts. In this way, a hypothetical experiment could be simulated by computer and the
results could indicate the efficacy of this system in detecting the embedded iodine.

A critical feature of the model is the need to process many photons in reasonable time: the
photons produced by 6 microcuries of Am 241 or I 129 in one second is on the order of 174,000, and
a typical application would take a few seconds. This is the motivation for exploiting MATLAB’s
vector capabilities and following the course of all the generated photons at once. In a real-world
experiment, photons would not be generated simultaneously, but the model gives the same results,
since the photons do not significantly interact with each other in either case.

For each photon, an initial direction from the source is uniformly randomly generated along with
an energy randomly determined according to the emission spectrum of the source. Then all the
photons move a short distance dr in their respective directions. The distance dr is chosen suitably
small so that the absorption cross-section and Compton scattering cross-section may be used to
determine probability of absorption or scattering; in this case, dr = 0.1cm was determined to be
acceptably small. Then the probabilities of absorption, scattering, or neither are calculated, and a
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random variable for each photon determines which possibility takes place for that photon in that
step dr.

Absorbed photons disappear, and are no longer tracked (X-ray fluorescence is ignored in this
model). Scattered photons lose energy and are given a new direction. If a scattered photon loses
enough energy, it becomes undetectable and disappears as in the absorption case. Any photons that
hit the detector on the other side of the cylinder, or leave the region of the experiment, are accounted
for and no longer tracked. Then the remaining photons all move another step dr in their respective
directions, and the process is repeated until all photons have either hit the detector or been lost.
The flowchart depicted in Figure 1 summarizes the model process.

SPECIFY

GEOMETRY

AND SOURCE

MAKE  PHOTONS

- ENERGY

- POSITION

- DIRECTION

- MATERIAL

DETERMINE

MATERIAL

MOVING

STEP

CHOOSE

STOP

A
B

SO
R

PT
IO

N

STOP

DETERMINE

DIRECTION
COMPTON

SCATTERING

< MIN ENERGY

DETERMINE NEW ENERGY

NOTHING

  > MIN ENERGY

Figure 1: Flowchart of the model.
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3 Photoelectric Absorption

The probabilities of both absorption and scattering depend upon the energy of the incident photon
and on the material the photon is passing through. Because of the much higher probability of
absorption in iodine compared to water, the presence of iodine in the water cylinder can be detected
because fewer photons will escape absorption and penetrate to the detector.

In a small distance dr, the probability of absorption is

Pa = σanadr (2)

where na is the number of attenuating particles (atoms) per unit volume and σa is the absorption
cross-section which can be viewed as the area presented to the incident photon by an atom. If the
photon “hits” the cross-section, then it is absorbed.

The linear attenuation coefficient µa = σana is a measure of how attenuated an incident beam
becomes in passing through a material [4]. Equation (2) can then be rewritten as

Pa = µadr . (3)

The mass attenuation coefficient, µa/ρ, is available from the NIST website [3], as a function of
incident photon energy, for water and diluted iodine.

At each step, for each photon’s energy, the mass attenuation coefficient was found by interpolating
from a lookup table of reference values. We found the probability of absorption by multiplying the
mass attenuation coefficient by the density of the material ρ, and used the resulting value for µa

in (3).

4 Compton Scattering

In Compton scattering, an incident photon collides with an electron. This results in the photon
changing its direction and losing energy; the new energy depends on the original energy and on the
angle the photon is scattered. The energy is transferred to the electron, whose travel we neglect in
this model.

4.1 Probability of Scattering

As in the case of absorption, the probability of a photon scattering within a short distance dr can
be written as

Pc = σcnedr, (4)

where ne is now the number of electrons, instead of the number of atoms, per unit volume. Also
as in the absorptive case, µc = σcne is the linear attenuation coefficient. However, in this case it is
more appropriate to calculate σc and ne separately.

The number of electrons per unit volume can be determined from the material properties. The
density of electrons is the atomic number times the density of atoms, and the density of atoms is the
mass density ρ divided by the mass per atom. Finally, the mass per atom is the atomic weight (the
mass per mole) divided by Avogadro’s number (the number of atoms per mole). To summarize,

ne =
N0ρZ

A
, (5)

where N0 = 6.02× 1028 is Avogadro’s number, Z is the atomic number, and A is the atomic weight.
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The scattering cross section is a function of the energy of the photon, given by Klein and
Nishina [2]

σc = σ0fKN(α), (6)

where σ0 = 8πr2
0/3, and in turn r0 = 2.818× 10−13cm, and α = E/511keV, where E is the energy of

the incident photon. Finally, fKN is the Klein-Nishina function which is given by

fKN(α) =
3

4

[
2(1 + α)2

α2(1 + 2α)
+

ln(1 + 2α)

α

(
1

2
− 1 + α

α2

)
− 1 + 3α

(1 + 2α)2

]
. (7)

With this equation, as in the case of absorption, given the energy of each photon and the material
it is passing through, we can calculate the probability of scattering over the distance dr.

4.2 Generation of Scattering Angle Θ

If a photon is scattered, the scattering angle is randomly distributed in a manner governed by the
probability density function which was also first discovered by Klein and Nishina [2]

Θ ∼ f(θ) = C

(
1 +

α2(1− cos θ)2

(1 + cos2 θ) [1 + α(1− cos θ)]

)
1 + cos2 θ

[1 + α(1− cos θ)]2
. (8)

Here Θ refers to the random scattering angle, α = E
511KeV , where E is the energy of the photon and

C is a constant.
The following standard theory provides a method to generate a random variable Θ based upon

its density function f(θ):

1. F (θ) =
∫ θ
−∞ f(θ) dθ

2. U ∼ Uniform(0, 1)

3. Θ = F−1(U) has density f(θ)

U can be generated by most Math/Stat packages, so we can obtain Θ through the inverse transfor-
mation F−1(U).

In (8), f(θ) depends upon the photon’s energy E, so every time a photon is scattered we have to
recalculate, based on its current energy, F (θ) and F−1(U). A bit of reflection indicates it would be
difficult to implement the real-time computation of F (θ) and F−1(U). Therefore we use a look-up
table and interpolation technique to avoid this problem.

Since f(θ) depends on the energy E, f(θ) can be written as f(θ,E). Suppose E ranges from Emin
to Emax. We divide (Emin, Emax) into n equal intervals: Emin = E0 < E1 < · · · < En = Emax. For
each f(θ,Ei), we can compute

F (θj , Ei) =

∫ θj

0
f(θ,Ei) dθ, θj =

j

m
π, j = 0, 1, · · · ,m. (9)

In the above step, we use (m+ 1) discrete values to characterize F (θ,Ei).
If we are given a particular E∗, the mapping from U ∼ Uniform(0, 1) to Θ ∼ f(θ) can be carried

out through the following steps:

1. Find an interval (Ei, Ei+1) such that Ei ≤ E∗ < Ei+1. Let

F (θj , E
∗) =

E∗ −Ei
Ei+1 −Ei

F (θj , Ei+1) +
Ei+1 −E∗
Ei+1 −Ei

F (θj , Ei), j = 0, 1, · · · ,m. (10)
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2. Find j such that F (θj , E
∗) ≤ U < F (θj+1, E

∗). Then Θ is generated by

θ =
U − F (θj , E

∗)

F (θj+1, E∗)− F (θj , E∗)
θj+1 +

F (θj+1, E
∗)− U

F (θj+1, E∗)− F (θj , E∗)
θj (11)

By using a lookup table and interpolating in this way, we greatly reduce the time required to
calculate scattering angles. Since hundreds of thousands of photons must be modeled, this time
savings is vital.

4.3 Computation of Scattering Direction

Suppose the old moving direction of a photon is ~d(old) = (x0, y0, z0) with respect to the global

coordinate system. Let (i, j, k) be the bases of the global coordinate system; hence ~d(old) = x0i +

y0j + z0k. Without loss of generality, assume ~d(old) is normalized so that ‖ ~d(old) ‖= 1. If the

scattering angle is θ, then the new direction will be uniformly distributed on the cone with ~d(old) as
the axis and θ as the angle between the axis and the lateral surface of the cone. The geometry is
depicted in Figure 2.

Now we construct a local coordinate system in order to determine the new direction. The first
basis ī is chosen to be the old direction ~d(old), or

ī = ~d(old) = x0i+ y0j + z0k (12)

Therefore the second and third bases j̄ and k̄ must lie in the circular base of the cone and j̄ and k̄
have to be orthogonal. Without loss of generality, let

j̄ = − y0√
x2

0 + y2
0

i+
x0√
x2

0 + y2
0

j (13)

k̄ = ī× j̄ =

i j k
x0 y0 z0

− y0√
x2

0+y2
0

x0√
x2

0+y2
0

0
= − x0z0√

x2
0 + y2

0

i− y0z0√
x2

0 + y2
0

j +
√
x2

0 + y2
0 k . (14)

ϕ

θ

i

jk

k
j  _

  _

d(
ne

w
)

d(old)

i
  _

Figure 2: Geometry for the problem.
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Let Φ denote the angle between the projection of the new direction ~d(new) on the base and j̄.

Since ~d(new) is uniformly distributed on the cone, Φ ∼ Uniform(0, 2π). If Φ takes on the value φ,

then we are able to determine ~d(new) in the local coordinate system. Clearly, we have

~d(new) = ī+ tan θ cosφj̄ + tan θ sinφk̄ (15)

Through the mapping from (̄i, j̄, k̄) to (i, j, k), we can write ~d(new) in terms of (i, j, k) or

~d(new) = (x0i+ y0j + z0k) + tan θ cosφ

(
− y0√

x2
0+y2

0

i+ x0√
x2

0+y2
0

j

)

+ tan θ sinφ

(
− x0z0√

x2
0+y2

0

i− y0z0√
x2

0+y2
0

j +
√
x2

0 + y2
0k

)

=

(
x0 − y0√

x2
0+y2

0

tan θ cosφ− x0z0√
x2

0+y2
0

tan θ sinφ

)
i

+

(
y0 + x0√

x2
0+y2

0

tan θ cosφ− y0z0√
x2

0+y2
0

tan θ sinφ

)
j

+
(
z0 +

√
x2

0 + y2
0 tan θ sinφ

)
k

(16)

5 Numerical Results

Finally we would like to see that our model exhibits the behavior that we expect to see experimen-
tally. Specifically, we would like to see that our model exhibits photoelectric absorption of photons,
Compton scattering of photons, and a percentage count reduction at the detector when an iodine
sphere is placed inside the cylinder.

To see the first two phenomena, we ran the model without the cylinder and sphere, using 100,000
photons. A 20-by-20 cm detector was placed at y = 10, centered in the x − z plane. Figures 3(a)
- 3(c) display histograms of the number of particles at different regions along the detector. We see
that less particles are detected at the edges of the detector than at the center. We can also see a
circular symmetry in Figure 3(c). This is expected as outer portions of the detector account for a
smaller portion of the solid angle from the source. Next we ran the model with a cylinder of radius
4.5 cm and length 20 cm centered along the x-axis, and an iodine sphere of radius 1 placed at the
center. Figures 3(d) - 3(f) display the corresponding histograms. Notice that indeed, because of
absorption, we have a decrease in photons detected. Also, the photons that ended up farther away
from the center along the x-axis were more likely to absorb (Figures 3(a) and 3(d)). This behavior
is to be expected because those photons probably (neglecting scattering) had a longer path length
within the cylinder, since they passed through the cylinder diagonally, rather than perpendicular to
it. Similarly photons which ended up farther away from the center along the z-axis(Figures 3(b) and
3(e)) probably had a smaller path length within the cylinder, and so were less likely to be absorbed.
Hence the model appears to be modeling absorption well.

Figure 4 displays the number of photons detected in different energy ranges. Notice that in
Figure 4(a), the energies of the photons were at 30, 34, and 40 keV. This is expected as these are
the energies of the photons as they leave the source. With no cylinder or sphere to scatter in, the
energies should indeed be the same in the detector. However, when the cylinder and sphere were
inserted, we see in Figure 4(a) that these initial energies were “smeared” downward from Compton
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Figure 3: Number of particles at different regions of the detector.

scattering as expected. Thus we see that the model appears to be modeling Compton scattering
well.

Next, we tested our model to see if it would exhibit percentage count reductions that would agree
with experiment. For this we ran the model with the cylinder and sphere, with 500,000 photons being
emitted from the source. A 1-by-1 cm detector was placed at y = 10, centered in the x − z plane.
This was done first with the source modeled as Iodine-129, and then Americium-241. The percentage
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Figure 4: (a) Energies of detected photons and (b) photon energies after cylinder.

count reductions as seen in Table 1 agree with experiment, in the sense that the model values are
within 2 standard deviations of the data. However to check this better, this model should be run
with many more photons to get better statistical results.

Finally we wanted to see what the percentage count reductions would be as a function of the
energy of the emitted photons. To accomplish this, we did similar runs with photons being emitted
at single energies. These results are also displayed in Table 1. The jump in percentage count
reduction between 34 keV and 40 keV can be explained by a jump in mass attenuation coefficient
of the diluted iodine near 33 keV. This results in iodine absorbing photons whose energy exceeds
33 keV more effectively than those below, thus enhancing the PCR. More data using more photons
should enable the user to ascertain the energy source expected to give the highest percentage count
reduction.

Source: % Count Reduction

Iodine-129 72

Americium-421 68.35

30 keV 63.1

33 keV 58.5

34 keV 61.3

40 keV 70.05

50 keV 53.36

60 keV 54.23

Table 1: Percentage count reductions for various materials and energy levels.
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6 Conclusions

We have developed a three dimensional mathematical model of a system consisting of a radioactive
source, a volume of water for supporting media, and a removable volume of diluted iodine located
within the supporting media. The model is versatile in that it is relatively easy to change parame-
ters in order to model different sources, different geometries for the supporting media volume, and
different sizes and positions of a detector. This should be helpful for future use of the model. Pre-
liminary use of the model indicates that it agrees well with experimental results for Iodine-129 and
Americium-241 sources. More use of the model with single energy sources should result in a graph
that will more closely indicate which energy would result in the greatest percentage count reduction,
and hence best detect the embedded iodine sphere within the supporting media. Further studies
with this model should use more photons for greater statistical accuracy.
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Abstract
An important issue arising in the field of toxicology is the rate at which gases and vapors are

taken up by the body. We consider a physiologically-based pharmacokinetic model for methanol
uptake in monkeys. Gases introduced into the respiratory cycle are absorbed in the alveolar region
of the lungs. Furthermore, gases with a high solubility will also be absorbed into the tissue of the
conducting airways during inhalation and desorbed upon exhalation: this is called a “wash in-wash
out” effect. To analyze these processes, a pseudo-steady state model is developed. The absorption
of gas is described by an algebraic expression, which depends essentially on a function H modeling
the spatial distribution of the gas-phase resistance to uptake of the gas. The standard model for
gas uptake, which does not account for the wash in-wash out effect, does not fit the empirical data
[1] accurately. In order to improve the model we present three approaches. The first is based on
the fitting of H to the empirical data. Secondly, we use information concerning the geometry of the
respiratory tracks to obtain H by quadrature. Finally, we introduce an enhanced model that accounts
for diffusive effects in the direction of the air flow. The fitting of H by means of optimization yields
results comparable to those obtained by Schlosser [6], whereas the geometry-based approach has not
proved to be competitive. The enhanced model requires further research but is a good candidate for
improving the current results.

1 Introduction and Motivation

The primary function of the respiratory tracts is to provide the organism with oxygen and remove
carbon dioxide. However, toxicants can also be inhaled. To predict the fate of inhaled toxicants
accurately it is necessary to consider the characteristics of the toxicant, the anatomy of the respiratory
system, the deposition of toxicants in the respiratory tracts and the clearance or removal of inhaled
toxicants by the respiratory and blood systems.

The anatomy and physiology of the respiratory system is very complex and is divided in three
parts: the upper respiratory tract, the tracheobronchial region and the alveolar region; the latter
two of these are shown schematically in Figure 1.

In order to simplify the dynamics of an inhaled gas inside the respiratory tract, its concentration
is considered as a function of airway depth and time during the breathing cycle which is described

1University of Florida
2North Carolina State University
3Arizona State University-Main
4Universidad de Malaga
5Technical University of Darmstadt
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Figure 1: The respiratory tract and schematic of mathematical model

by a convection-diffusion, partial differential equation, representing the mass balance in the system
with a loss term accounting for deposition of the gas in the airways walls. The transport due to
longitudinal diffusion is not included in the present model because it is presumed to be negligible
compared to the transport due to convection [4].

In order to describe the uptake, distribution, and metabolism of a compound in the body in a
a computationally tractable way, a simplified compartmental model has been developed [2]. This
model is called whole-body physiologically based pharmacokinetic (PBPK) model and is shown in
Figure 2. This figure shows compartments for the alveolar region, the poorly perfused tissues, the
richly perfused tissues, the fat, and the liver. For each compartment, the model considers the
concentration of the chemical in it. The rate of chemical removal in the liver due to metabolic
processes is also included in the equations.

The equations for this model [2] are as follows:

Ca = Cv (1+H)QC+Cinh QM
(1+H)QC+QM/PB

, (1)

Cv = QFC CVF +QLC CVL +QSC CVS +QRC CVR, (2)

dCV S
dt = QSC QC

VS PS
(Ca − CV S), (3)

dCV R
dt = QRC QC

VR PR
(Ca − CV R), (4)

dCV F
dt = QFC QC

VF PF
(Ca − CV F ), (5)

dCV L
dt = QLC QC

VL PL
(Ca − CV L)− RM

VL
, (6)

dAexh
dt = QM Cinh +QC(Cv − Ca), (7)
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Figure 2: The Physiological Model

where the definitions of the variables used in this expression are listed in Table 1. In these equations,
the dynamics of the uptake in the respiratory tract has been simplified to an algebraic expression, cf.
Equation (1) , with the total amount exhaled calculated by (2) and (7) . Equation (1) models
the absorption, desorption, and uptake in the respiratory tracts and depends on its geometry, tissue
characteristics, and the solubility coefficient of the toxicants. The derivation of this equation is based
on a mathematical model of the dynamics of the respiratory system during the inhalation/exhalation
breathing cycle. During inhalation, gas is absorbed by the tissue lining of the respiratory tracts and
during exhalation it is desorbed. The model used in this report is based on the assumption that
steady-state has been reached; i.e., the rates of absorption during inhalation and desorption during
exhalation are equal [4]. Instead of tracking the air for each breath from inhalation to exhalation
across the respiratory system, the model averages the uptake of gas over each breathing cycle.
By introducing an appropriate geometric model of the breathing cycle, it is possible to study the
concentration of the gas that reaches the alveolar region and to obtain (1) as its solution. The
parameters of this equation depend on time, but we assume that its variation in time is sufficiently
slow to assure that the steady-state equilibrium holds at all times. For this reason our model is
called a pseudo-steady state model.

The numerical solution of the PBPK model allows us to obtain the concentration of the toxicants
in the venous (Cv) and arterial (Ca) blood coming in to and out of, respectively, the alveolar region
compartment. The resulting predictions can be compared with the empirical data obtained from
experiments with four monkeys.

As the fit of the standard computational model to the empirical data is not very good [1], the
main goal of this research is to find new values for the parameter H in Equation (1) to improve the
results obtained by P. Schlosser [6].
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F Fat
S Slowly Perfused Tissue
R Richly Perfused Tissue
L Liver
CVi Concentration of gas in venous blood leaving tissue i
Cv Concentration of gas in mixed venous blood
Cinh Concentration of gas in inhaled air
Ca Concentration of gas in arterial blood
QM Volumetric rate of air ventilation (flow) to alveolar region
QC Total blood flow/cardiac output
QiC Fraction of blood flow going to tissue i
H Mass transfer resistance term
PB Blood:air partition coefficient
Pi Tissue:blood partition coefficient for tissue i
Vi Volume of tissue i
RM Rate of removal of gas in the liver by metabolism

Table 1: Parameter Abbreviations.

2 Overview

After the implementation of the PBPK model in MATLAB, we have selected three strategies in order
to improve the results. The first method fits the empirical data with the model by considering H as
a constant parameter and introducing the difference between the computational and the empirical
data as a metric for the error. We implemented a Nelder-Mead optimization [3] in order to obtain
the best value for the parameter H.

The second approach calculates the value of H by using a quadrature formula and exploiting
geometrical data. Since we did not have any empirical data on the geometry of the respiratory tracts
for monkeys, we have extrapolated empirical data from a typical human.

The third approach introduces an additional term modeling the diffusion in the longitudinal
direction of the respiratory tracks. Although we restrict ourselves to the derivation of an analytic
solution in closed form, we emphasize the importance of a numerical simulation based on the enhanced
model. This is suggested research to be done in the future.

3 Derivation of the governing equations

To begin, we will investigate the uptake of gas in the tissue of the conducting airways. For this
reason, we introduce ha(x), ht(x), and h(x), the diffusional mass transfer coefficient in the air, the
tissue, and total for air and tissue, respectively. Furthermore, we define the equilibrium partition
coefficient Pt as

Pt =
Ct
Cw

,

where Ct denotes the concentration of the gas in the bulk tissue and Cw denotes the concentration
in air at the air:tissue interface lining of the conducting airways respectively.
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We begin with the determination of h(x). By mass balance, the net rate of the flux from the air
to the tissue is

h (Pt Cb − Ct) = ha (Cb − Cw) = ht (Pt Cw − Ct), (8)

where Cb denotes the concentration of gas in the bulk air far away from the wall.
Solving this for Cw, we obtain

Cw =
ha Cb + ht Ct
ha + Pt ht

;

thus, the net rate of the flux is

ha (Cb − Cw) =
ha ht

ha + Pt ht
(Pt Cb − Ct). (9)

Combining Equations (8) and (9) , we deduce that the diffusional mass transfer coefficient
between air and tissue is

h =
ha ht

ha + Pt ht
. (10)

After having established the basic interaction between air and tissue, we want to investigate the
absorption and desorption of gas in a differential element of the conducting airways. Let Ci(x) and
Ce(x) denote the concentration of air flowing into (on inhalation) and out of (on exhalation) the
respiratory system at position x.

We consider a cylindrical airway section of perimeter p(x) and length ∆x. If we assume that
there is no gas conserved in the tissue, so the rate of diffusion in during inhalation must equal the
rate of diffusion out of the tissue during exhalation:

h(x)p(x)∆x (PtCi(x)− Ct(x)) = h(x)p(x)∆x (Ct(x)− PtCe(x)) . (11)

Here x is the distance into the tracheobronchial region. From Equation (11) , we can determine the
concentration of gas in the tissue in terms of its concentration in the inhaled and exhaled air

Ct(x) =
Pt (Ci(x) + Ce(x))

2
. (12)

Now we can formulate a mass balance for the total amount of gas entering and leaving a differential
element as illustrated in Figure 3. As already mentioned, we have to account for both the gas reaching
the alveolar region and the gas interacting with the tissue.

Let Q(x) denote the average rate at which air enters or leaves the depth x. Q(x) is a decreasing
function of x since some volume of the inhaled air penetrates to distance x and no further. Then we
have

Q(x) Ci(x) = Q(x+ ∆x) Ci(x+ ∆x) + (Q(x)−Q(x+ ∆x)) Ci(x)

+h(x)p(x)∆x (Pt Ci(x)− Ct(x)) ;

therefore substituting Equation (12) for Ct(x),

Ci(x+ ∆x)− Ci(x)

∆x
=
h(x) p(x) Pt
2 Q(x+ ∆x)

(Ce(x) −Ci(x)). (13)
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Figure 3: Differential Element of Conducting Airways

Taking the limit ∆x→ 0 yields an ordinary differential equation for the concentration of gas in
the air inhaled air stream.

dCi(x)

dx
=
h(x) p(x) Pt

2 Q(x)
(Ce(x)− Ci(x)) (14)

To determine the unknown distribution Ce(x), we perform a mass balance on the whole differ-
ential element.

Q(x+ ∆x) Ci(x+ ∆x)−Q(x) Ci(x) = Q(x+ ∆x) Ce(x+ ∆x)−Q(x) Ce(x)

Note that because we assume there is no accumulation of gas in the tissue (the pseudo steady-state
approximation), the diffusion term drops out. Therefore, taking the limit yields

d[Q(x) Ci(x)]

dx
=

d[Q(x) Ce(x)]

dx
. (15)

We can obtain Ce(x) by integration from 0 to x:

Ce(x) =
Q(0)

Q(x)
(Cexh − Cinh) + Ci(x) (16)

with Cinh ≡ Ci(0) and Cexh ≡ Ce(0).
Substituting this into Equation (14) yields

dCi(x)

dt
=
h(x) p(x) Pt Q(0)

2 Q(x)2
(Cexh − Cinh); (17)

hence, integrating from 0 to x yields:

Ci(x) = Cinh +H(x) (Cexh − Cinh), (18)

where

H(x) =

x∫
0

h(y) p(y) Pt Q(0)

2 Q(y)2
dy. (19)
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By Equation (18) , we have a complete description of the concentration of gas in the conducting
airways leading to the alveolar region. Cinh − Cexh quantifies the amount of gas per volume of air
inhaled that is taken up by the body and H(x) describes the spatial distribution of concentration in
the conducting airways.

In particular, we are interested in the uptake of gas in the alveolar region of the lungs, thus
we will have to compute H(L). For now, we postpone the discussion of a suitable strategy for the
evaluation of H and investigate instead the diffusion of the gas from the air into the blood inside the
lungs.

If Ca denotes the concentration of gas in the arterial blood leaving and Cv its concentration in
the venous blood entering the alveolar (gas exchange) region of the lungs, the mass balance for the
whole alveolar region yields

Q(L) (Ci(L)− Ce(L)) = Qc (Ca − Cv), (20)

with the cardiac output of blood Qc.
From Equation (16) we have

Ci(L) =
Q(0)

Q(L)
(Cinh − Cexh) + Ce(L), (21)

whereas Equation (18) states

Ci(L) = Cinh +H(L) (Cexh − Cinh). (22)

By combining Equations (21) and (22) , we get

Ci(L)− Ce(L) =
(Q(0)/Q(L)) (Cinh − Ce(L))

H(L) +Q(0)/Q(L)
. (23)

Substituting Equation (23) into Equation (20) ,

Q(0) (Cinh − Ce(L))

H(L) +Q(0)/Q(L)
= Qc (Ca − Cv). (24)

If we then assume that concentration in the air leaving the alveolar compartment, Ce(L), is in
equilibrium with the alveolar concentration in the arterial blood leaving the compartment, Ca, then

Ce(L) = PbCa,

where Pb is the equilibrium blood:air partition coefficient. Hence

Ca =
Qc Cv + Q(L) Cinh

1+H

Qc + Q(L)/Pb
1+H

(25)

where

H =
H(L) Q(L)

Q(0)
. (26)
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4 Computational Approaches and Results

In this section we present two possible strategies to compute the model parameter H from (26) .
We postpone the introduction of the enhanced model to Section 5.

4.1 The Inverse Problem

For many problems, such as this one, there exists real data from experimentation. In order to use
models to predict this data, we must have values for all parameters in the model; some of these are
unknown. Through the optimization of a cost function, we can find values for these parameters by
varying the parameters to fit the solutions found from simulations to the experimental data.

In this particular model, we want to find the value of H(im) where im corresponds to the
individual monkeys; in other words, we want to find a value of H for each respective monkey.

In this model, the cost function that is being used is

J(H) =
N∑
i=1

‖xi(H)− x(ti)‖2

where

• J is the cost.

• H is the parameter set to be estimated.

• xi is the simulated solution at time ti.

• x(ti) is the experimental data.

By performing a Nelder-Mead optimization [3] with MATLAB, we found the value of H to be

H =


1.0387
5.0993
2.6997
0.3632

 .

The plots in Figure 4 show the model prediction versus the experimental data using the optimal
parameters.

4.2 Implementation of H using geometric information

In the derivation of the equations representing Ca and Cv, the following integral arose:

H =

∫ L

0

h(y) p(y) Pt Q(L)

2 Q(x)2
dx. (27)

H can either be treated as a fitted parameter or can be computed numerically. Here we solve H using
numerical integration. This enables us to incorporate geometric information about the respiratory
tract of the monkeys in our calculations. In particular, we use the length and diameter of the airways
in each generation.
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Figure 4: Model predictions obtained using the Nelder-Mead optimization routine (lines) versus
experimental data (discrete points).

The first term we need is Q(x) which can be computed by

Q(x) = Q(0)−W
∫ x

0
A(y)dy

where A(y) is the sum of the cross sectional areas of the airways for any depth y and W is the
breathing frequency. Since we assume that the length and diameter of the airways are constant in
each generation, A(y) is simply a piecewise constant function, allowing us to get an exact value for
Q(x).

Next we must determine h(x) using (10) . Since ht is a function of the thickness of and diffusivity
in the tissue, assuming the tissue has a uniform consistency this value is constant. For methanol, it
can be taken to be 4.7 cm/sec. We computed the air-phase coefficient, ha, using the equation given
in Appendix B of [5]:

ha(x) = (a[u
d

Dm
]b + 6)(

Dm

d
)

26



where u(x) = Q(x)
A is the air velocity, d =

√
A
π is the segment’s diameter and Dm is the molecular

diffusion coefficient. Lastly, a and b are obtained from Table 2.
Finally, combining all of the above, H can be written as an analytic expression that can be

computed numerically.
As illustrated in Figure 5, the model which incorporated geometric information over-predicted the

concentration of methanol in the venous blood. The values for H that we calculated using this method
were noticeably lower than those obtained from the optimization approach. Since H represents the
resistance to uptake of the concentration into the blood, the values for Cv were consequently higher
than the experimental data. The most significant factor contributing to this error was the dimensions
of the respiratory tract used in our calculations. The only available geometric data available to us
was that of humans. In order to accommodate our calculations, we used a linear scaling to generate
geometric data for monkeys, which is of course only a rough approximation.

5 Future work: Gas uptake in the presence of diffusion

There are actually two different contributing processes through which the gas can be transported
to the lung system. The model we have been discussing up to now only takes into account the gas
transport through the airspace by convection. However, we have to be aware of the possible diffusion
in the direction of the fluid flow as well. Let us consider the enhanced model

dCi(x)

dx
− DgA(x)

Q(x)

d2Ci(x)

dx2
=
h(x) p(x) Pt

2 [Q(x)]
[Ce(x)− Ci(x)].

where Dg is the diffusivity coefficient.
Rearranging the above, we obtain

ε
d2Ci(x)

dx2
− p(x)

dCi(x)

dx
− q(x) Ci(x) = q(x) Ce(x) (28)

with Dg = ε, p(x) = Q(x)
A(x) and q(x) = h(x) p(x) Pt

2 A(x) .

Performing a mass balance on both the entering and exiting airstream (at pseudo-steady state),
we obtain:

Q(x) Ci(x)−Dg u
dCi

dx
−Q(0) Cinh = Q(x) Ce(x) +Dg u

dCe

dx
−Q(0) Cexh

where u = Q(x)
A(x) .

Thus, we have

dCe(x)

dx
=
A(x) Ci(x)

ε
− dCi(x)

dx
− 1

ε
Â(x) +

1

ε
B̂(x) (29)

RT Region inhalation Parameters exhalation Parameters

Mouth and Distal URT a = 0.035 b = 0.804 a = 0.006 b = 1.269

LRT a = 0.0777 b = 0.726 a = 0.0589 b = 0.752

Table 2: Parameters for ha given in [5]
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Figure 5: Model predictions obtained using the geometric model (lines) versus experimental data
(dscrete points).

where

Â(x) =
A(x) Q(0) Cinh

Q(x)

and

B̂(x) =
Â(x)Cexh
Cinh

.

†The breathing frequency of the fourth monkey in the third data set was much higher than in the other experiments.
Since the geometric method relied heavily on the breathing frequency, the computation failed for this case, hence it
was omitted.
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We can solve Equations (28) and (29) by reduction to a first order system. We introduce

y1(x) = Ci(x),

y2(x) = Ci′(x),

y3(x) = Ce(x).

Differentiation of these terms yields

y′ = B(x)y + f(x), (30)

where

y(x) =

 y1(x)
y2(x)
y3(x)

 ,

B(x) =

 0 1 0
q(x)
ε

p(x)
ε

f(x)
ε

1
εA(x) −1 0

 ,

f(x) =

 0
0

−1
ε Â(x) + 1

ε B̂(x)

 .

The solution of Equation (30) can be obtained analytically

y(x) = e
R x
0 B(u) du

{
y0 +

∫ x

0
e−

R u
0 B(z)dz f(u) du

}
(31)

with

y0 =

 Cinh
0

Ce(0)

 .
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Abstract

In several industrial applications, it is necessary to know the movement of particles on surfaces.
For the presented problem, our goal was to develop an algorithm for calculating the trajectories on
an arbitrary frictional surface. Within the following pages, we will describe the differential equations
governing the motion of a particle on simple geometries, i.e. a vertical cone. The derivation of all
equations and some numerical examples will be given along with ideas for solving trajectory paths
in more complex shapes.

1 Introduction

Streams of powders are important in studying the behavior of filling of bins, as well as various
schemes to reduce dust and/or attrition in the handling of bulk solids such as belt-belt-transfers and
pneumatic conveying. Applications are relevant to a wide range of problems in pharmaceutical and
food industries, large scale power plants, and mining operations.

To the casual observer fluid motion and granular flow resemble each other very closely. In fact
the mathematics behind each are really quite different as summarized below:

• Internal friction supports shear stress without movement.

• Shear stress is also not dependent on the strain rate.

• The strength of granular materials depends on bonds between particles, is a function of the
level of compaction, and often depends on stress history.

• There are two different flow patterns for granular material:

– funnel flow

– mass flow

In industrial applications chutes are used to direct material flow. The shape of the chute affects
particle velocity and path, and in this way influences the generation of dust and effective belt-to-belt
transfer and filling of silos and bins.

1University of California, Irvine
2Virginia Polytechnic Institute & State University
3Arizona State University
4Johannes Gutenberg-Universität Mainz
5Texas Tech University
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A fairly common shape for a chute is the vertical cone, which can also be tilted at various angles.
In the following section, we will describe how to find the equations for a vertical cone, and then
generalize our results for a tilted one.

2 Equations for a cone

2.1 Derivation of the equations for a vertical cone

We will proceed with our derivation in cylindrical coordinates. The following will list the velocities
and accelerations in r−, θ− and z−directions:

Velocities:

vR = ṙ

vZ = ż

vθ = rθ̇

Accelerations:

aR = r̈ − r θ̇2

aZ = z̈

aθ = r θ̈ + 2ṙθ̇ .

To obtain our equations, we need the following observations:

• ~F = m~a =⇒ This gives us three equations for every direction.

• The particle remains on the surface.

• The frictional force is defined as

~Ffriction = −µ ~v|~v|

∣∣∣ ~N ∣∣∣
Also, from the geometry of a cone, we know that

r = z tanβ, ṙ = ż tan β, r̈ = z̈ tan β.

Figure 1 indicates the governing forces on a particle. The forces in each coordinate variable can
be written as the sum of the normal, frictional and gravitational forces in each respective direction:

~FR = (NR + Ffriction,R + Fgrav,R)~R

~FZ = (NZ + Ffriction,Z + Fgrav,Z)~Z (1)

~Fθ = (Nθ + Ffriction,θ + Fgrav,θ)~θ

Leaving the friction for later, we will first compute the components of the normal and gravitational
forces. For brevity we only write N for |N | in all the following equations.
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Figure 1: Free body diagram

Normal forces:
NR = −N cos β

NZ = N sinβ

Nθ = 0 (θ is orthogonal to N)

Gravitational forces:

Fgrav,R = 0 (since gravity is orthogonal to R)

Fgrav,Z = −mg
Fgrav,θ = 0 (since gravity is orthogonal to θ)

As one knows from physics, the frictional force is in the opposite direction of the velocity vector as
illustrated in Figure 2.

To compute the three components of the frictional force, we consider the angles

α = arctan
vR
vθ

with vR = Ṙ, vθ = Rθ̇

γ = arctan
vZ√
v2
R + v2

θ

indicated in Figure 3. To avoid problems calculating angles in this way (for example α = π
2 ), we

decided using expressions for sines and cosines based on known values
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sinα =
vR√
v2
θ + v2

R

cosα =
vθ√

v2
θ + v2

R

sin γ =
vZ√

v2
θ + v2

R + v2
Z

cos γ =

√
v2
θ + v2

R√
v2
θ + v2

R + v2
Z

As already stated, friction is in the opposite direction of the velocity vector, and its magnitude is
µN . The three frictional components are

Ffriction,R = −µN cos γ sinα

Ffriction,Z = −µN sin γ

Ffriction,θ = −µN cos γ cosα

Summing up the respective components, we arrive at

FR = −N cos β − µN cos γ sinα = maR (2)

FZ = N sinβ −mg − µN sin γ = maZ (3)

Fθ = −µN cos γ cosα = maθ (4)

As the normal force N is unknown, we use equation (2) to obtain

N = −m
K

(z̈ tan β − z tan βθ̇2) (5)

with

K = cosβ + µ cos γ sinα
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Substituting for N and r, we obtain the differential equations:

z̈ =
z sinβ tan βθ̇2 −K g − µ tan β sin γ zθ̇2

K + sinβ tanβ − µ tanβ sin γ
(6)

θ̈ =
1

z

[
−2żθ̇ +

µ

K
cos γ cosα(z̈ − zθ̇2)

]
(7)

2.2 Equations for a tilted cone

Now that we know the equations for a vertical cone, deriving the ones for a tilted cone can be easily
accomplished.

First one should consider that gravity will now have components in all three directions:

~g = gR~r + gθ~θ + gZ~z

Define θa as the angle of rotation from the z-axis to the positive x−axis, and let θb be the angle of
rotation from the z-axis to the positive y−axis. We then get the components

gR = g
(
sin θa cos θ + sin θb sin θ

)
gZ = g cos

(
arctan

√
tan2 θa + tan2 θb

)
gθ = g

(
− sin θa sin θ + sin θb cos θ

)
The gravity force then has the components

Fgrav,R = −mgR

Fgrav,Z = −mgZ (8)

Fgrav,θ = −mgθ

Putting (8) into (1) leads to the formulas

−N cos β − µN cos γ sinα−mg
(
sin θa cos θ + sin θb sin θ

)
= maR (9)

N sinβ − µN sin γ −mg cos
(
arctan

√
tan2 θa + tan2 θb

)
= maZ (10)

−µN cos γ cosα−mg
(
− sin θa sin θ + sin θb cos θ

)
= maθ (11)
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Using the same steps as for the vertical cone, we may derive the following differential equations:

z̈ =
zθ̇2(tan β sinβ − µ tan β sin γ) + gR(sin β − µ sin γ) +KgZ

K + tanβ sinβ − µ tanβ sin γ
(12)

θ̈ =
µ cos γ cosα(tan βz̈ − z tan βθ̇2 − gR)

Kz tanβ
+
gθ − 2 tan βżθ̇

z tanβ
(13)

with

K = cos β + µ cos γ sinα

3 Numerical treatment of the differential equations

To simplify solving the differential equations using common numerical algorithms, we transformed
the two second-order differential equations into a system of four first-order differential equations

d

dt


z
θ
ż

θ̇

 =


ż

θ̇
z̈

θ̈


using for z̈, θ̈ the respective equations from (6) or (12) . To solve this system, a 4th order, 5-step
Runge-Kutta method was employed from Matlab 5.3. We note that there exists a singularity when
z = 0 in equations for θ̈. However, this case is not of concern, since z = 0 means, that the particle
is already at the vertex of the cone.

4 Numerical examples

To get an impression of how the trajectories look on several basic geometries like a cylinder and a
cone, the respective differential equations were solved and numerical results will be presented in the
following section:

4.1 Vertical Cylinder

The calculations were derived using the same procedure as described for the cone. The initial
conditions used were

µ = 0.5

r0 = 5

z0 = 1000

θ0 =
π

6

Ṙ0 = 0 (because we are on the surface for all time)

Ż0 = −0.1

θ̇0 = 2

The time went from 0 to 50 using a time step of 0.01 with the results illustrated in Figures 4 and 5.
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Figure 4: Trajectory on the cylinder
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36



4.2 Vertical Cone

For the calculations on the cone, the following initial conditions used were

µ = 0.1

β =
π

6
z0 = 20

θ0 =
π

6

Ż0 = −5

θ̇0 = 1

The time went from 0 to 20 using a time step of 0.01 and the resulting trajectories are plotted in
Figures 6 and 7.

4.3 Tilted Cone

For the calculations on the tilted cone, the same initial conditions used for the cone were calculated,
except that the cone was rotated π

8 radians in the x-direction, and π
12 radians in the y-direction. The

other initial conditions were
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Figure 6: Trajectory on the cone
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Figure 7: Trajectory on the cone - side and top view

µ = 0.1

β =
π

6
z0 = 20

θ0 =
π

6

Ż0 = −5

θ̇0 = 1

The time for these simulations went from 0 to 10 using a time step of 0.01
As seen in the trajectories in Figures 8 and 9, the condition that the particle “loop” around the

edge of the cone is quite difficult to reproduce. The top view shows that the trajectory follows an
intuitive path, although predicting such a path is quite more difficult than one would suspect.

5 Conclusions

As the project’s abstract states, an algorithm for general surfaces was desired. Unfortunately, due
to time constraints, we were not able to fulfill this goal. Perhaps the following approach could be
used to derive such an algorithm.

Sticking to Cartesian coordinates and considering a constraint problem, we would calculate the
surface using g(x, y, z) = 0, and with Lagrangian multipliers, compute the direction of flow. Doing
this, we can avoid the lengthy process of deriving the second derivatives due to the curvature of the
surface. As we are computing the trajectory of a particle, the global shape of the surface may be
ignored and we can restrict our attention to the local surface at hand.

We expect, with this process, we will be able to minimize runtime and avoid the complicated
task of representing surfaces in given coordinate systems.

Our initial approach seen in section 2 shows, that even for basic geometries like a cone, the
derivation of the force equations using cylindrical coordinates becomes quite tedious. For example,
in the calculation of the frictional forces, the correct choices of the angles γ and α were not obvious.
Also, the choice of coordinate systems lead to complicated equations when attempting to convert to
a printable form.
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Figure 8: Trajectory on the tilted cone

−15 −10 −5 0 5 10 15 20 25
0

5

10

15

20

25

30

Tilted Cone with θ 
a
=−π/8,θ 

b
=π/12,β= π/6

Y coordinate

Z
 c

oo
rd

in
at

e

−30 −25 −20 −15 −10 −5 0 5 10 15
−15

−10

−5

0

5

10

15

20

25

Tilted Cone with θ 
a
=−π/8,θ 

b
=π/12,β= π/6

X coordinate

Y
 c

oo
rd

in
at

e

Figure 9: Trajectory on the tilted cone - side and top view
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Abstract
The rapid growth of massive document sets such as web pages presents the challenging problem

of quickly and accurately finding the information one is looking for. One way to attack this problem
is to group documents according to topic and use a representative of each group to determine the
relevance of that group. While this approach improves the speed of information retrieval, it degrades
the accuracy. Traditional research has focused on finding better ways to group documents in order
to improve information retrieval accuracy. This paper explores the possibility that the important
factor is not how documents are grouped, but rather how the groups are represented.

1 Introduction

Information retrieval (IR) is the process of evaluating a given query, or information need, against
a set of documents, web pages or journal articles, for example, in order to determine which of the
documents most closely satisfy the query. With the continuing growth of already massive document
sets (see [2] for example), it is difficult to quickly and accurately evaluate queries. A traditional
method for handling this difficulty is to group documents by topic, that is, “cluster” them, and
evaluate a query against representatives chosen for each group in order to determine which groups
of documents to search for relevant documents. Although this method improves the speed of the
IR, it degrades its accuracy. While current research is focused on finding better ways to cluster
documents, we examine whether it is possible to improve information retrieval by simply pooling
documents together and identifying better ways to choose representatives for the document groups.

A motivating factor for considering this new approach is the claim that the expected accuracy of
an IR engine resulting from the clustering of documents is the same as that resulting from a random
grouping of documents [5]. Furthermore, clustering of documents is a computationally expensive
task which must be done frequently on dynamic document sets, and thus one obtains a significant
improvement in preprocessing time and cost if a simpler method of grouping documents can be used.

2 Modelling a Document Set

The first step in our research on the efficacy of document pooling was the construction of a basic IR
engine using the vector space model for our document set. In the vector space model, a document is

1North Carolina State University
2University of California–Los Angeles
3Rutgers University
4Claremont Graduate University
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represented as an m-dimensional vector, where m is the number of terms in the document set and an
entry in the vector is the frequency with which the corresponding term occurs in the document. A set
of documents is then represented by a term-document matrix A = (aij), where aij is the frequency
with which the term i occurs in document j.

We have yet to define what we mean by a term in the document set. For our model, we start with
the set of words that occur in a least one document and create a list of terms from this set as follows.
First, the words in the documents are stemmed, removing the word suffixes and thus eliminating
distinctions (such as singular versus plural) between terms that do not aid in the IR process; we used
the standard Porter stemmer [3]. Second, we remove from the list of possible terms stop words; that
is, terms such as conjunctions and articles which do not aid in distinguishing documents since they
occur in most documents.

Now that we have a model for our document set, we can search this set for the needed information
as follows. The query containing the needed information is viewed as a document and represented
by a vector in the manner described above. Given a document represented by the vector x and a
query represented by the vector y, the document is considered relevant to the query if the cosine of
the angle between x and y, given by cos(x, y) = (xT y) / (|x| |y|), is above some given threshold; x
and y are identical if cos(x, y) = 1.

3 Performance Evaluation

In our experiments, we evaluated the performance of our IR engine using the values of the standard
baseline statistics precision and recall. Precision is defined as the ratio of the number of documents
retrieved by the IR engine which are relevant to the query to the total number of documents retrieved
by the engine. Recall is defined as the ratio of the number of documents retrieved by the IR engine
which are relevant to the query to the total number of relevant documents. These two statistics
yield a set of performance curves, by varying the cosine threshold determining relevance, which are
inversely proportional to each other.

To get a single value from which to judge the the overall effectiveness of the IR engine in our
experiments, these two statistics were combined to yield what is commonly referred to as the F -score
[5]:

F =
β2 + 1

β2R−1 + P−1
,

where P is the precision and R is the recall at a given cosine threshold and β is a weighting term.
When β = 1, F is the harmonic mean of P and R and equal weight is assigned to P and R, when
β = 2, twice as much importance is given to recall, and when β = 1/2, twice as much importance is
given to precision.

4 Experimental Results

For our experiments, we used 100 documents from each of ten different usenet newsgroups: alt.2600,
alt.gothic, alt.impeach.clinton, alt.mountain.bike, alt.religion.christian, comp.arch, rec.boats, rec.
video, sci.astro and, sci.crypt. Newsgroups were chosen to represent a realistic data set containing
a lot of “noise” that hinders the IR. The noise in this case was the large header on each document,
often as large as the actual text content of the document, tracking the path of the document through
the internet. By choosing mostly unrelated newsgroups, we achieved a psuedo clustering of the
documents and did not make an attempt to apply any of the standard clustering algorithms to the
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document set. In all of our experiments we used the query “ laws guns weapons use”, searching for
articles that discuss the laws concerning the use of guns and other weapons.

For large data sets, the traditional approach is to choose a representative for each of the clustered
groups of documents (each newsgroup in our case) by averaging the vectors that make up the cluster.
If a cluster representative is relevant to the query, then each document in the cluster is examined to
find the ones most relevant to the query. In our experiments, we tried other representatives for the
clusters and the IR engine performance (as shown below) is rather robust when changes are made
to the cluster representatives.

However, our main goal was to to see if we could match the IR performance of the traditional
approach by simply pooling documents together rather than clustering them. We did not attempt to
find an optimal way of pooling documents together, but rather grouped them pseudo randomly using a
random number generator. Our experiments show that by moving from clustered document groups to
document pooling, the choice of a representative for each document group becomes crucial although
a good choice for representative yields IR performance similar to or better than the traditional
approach.

We considered the following as representatives for a group of documents: the traditional average
of the vectors representing the documents, a weighted average of these vectors where the document
vectors are normalized before computing the average, the median of these vectors, a vector (labeled
NNZ below) where an entry refers to the number of documents containing the corresponding term,
a vector (labeled binary below) where each entry indicated whether or not (a one or zero) the
corresponding term occurs in some document in that group and, a vector where each entry is the
maximum value for that entry in each of the document vectors.

Table 1 shows unweighted F -scores and Table 2 shows weighted F -scores for our IR engine using
the different representatives mentioned above when the documents are grouped randomly and when
the documents are grouped by newsgroup. Table 2 indicates how the performance of the IR engine
can vary if precision and recall are not weighted equally. It is important to keep in mind that for each
random grouping the IR performance varies, so the values on Table 1 are only averages in this case.
Also, the values in these table are rather high from those seen in the literature (and what would be
expected from a typical IR engine), but we presume it is from the fact that we have a limited data
set.

Representative Clustered Random

Average 0.7273 0.6667

Weighted Average 0.7273 0.1538

NNZ 0.6957 0.5882

Binary 0.7273 0.4000

Max 0.7273 0.6667

Median 0.6957 0.3750

Table 1: Unweighted F -scores, β = 1
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Representative Clustered Random

Average 0.8727 0.9231

Weighted Average 0.8727 0.3158

NNZ 0.8136 0.8571

Binary 0.8727 0.6667

Max 0.8727 0.8235

Median 0.8136 0.5806

Table 2: Weighted F -scores, β = 1/2

Figures 1 and 2 below show plots of tolerance against precision (solid line) and recall (dotted line)
under clustering and random grouping, with values for the latter being averages over various random
groupings, and using the average as a group representative. The tolerance on the x-axis is the break
point, or cosine threshold, at which we accept or reject a document as relevant to our query. Lower
cosine scores than that given by the tolerance results in a rejection of the document as relevant while
scores higher than the tolerance indicate the document is relevant. The main difference between
the two figures is that in the case of random grouping, the recall is very low while the precision
reaches high levels at a lower tolerance values. High precision and low recall mean that most of the
documents retrieved are relevant, but we fail to retrieve a good proportion of them.

Figure 1: Precision and Recall with Psuedo Clustering
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Figure 2: Precision and Recall with Random Grouping

If we evaluate the IR engine with a measure that would weigh precision more heavily than recall,
the performances changes drastically as seen in Table 2. Figure 3 considers what happens if recall is
weighted more heavily than recall, with some additional considerations.

Clustering techniques are very expensive computationally since reclustering is needed each time
a new document is added to the data collection, while random grouping is certainly much cheaper
(almost effortless). For this reason, we would like to adopt random grouping as the strategy, and
therefore we must find the appropriate IR method (i.e., specify the group representative) that would
ensure good performance. The reason we obtained low recall values in our experiments is because
we were not allowing exhaustive searches in many different groups, and this was very limiting since
relevant documents can be scattered in practically every single group. One way to remedy this
situation is to allow exhaustive searches in more groups.

Analyzing Tables 1 and 2, we concluded that only the representatives given by the Average, NNZ
and Max were to be considered since those gave the best performance when the data was grouped
randomly. Among these three remaining candidates, we observed that Average and NNZ outper-
formed the Max when chosen as representatives. One of the characteristics that a representative
must have is that it must clearly indicate which groups should be explored exhaustively and, in
this particular matter, NNZ did a better job. Figure 3 depicts the Precision (solid line) and Recall
(dotted line) when we randomly grouped the documents, used NNZ as a group representative and
exhaustively searched those groups whose score (cosine score of its representative) was at least fifty
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percent that of the best scoring group. In the case of Figure 3, five groups were searched exhaustively
and we were able to deliver good performance (higher recall values) at a cheaper computational cost
than IR engines based on clustering techniques.

Figure 3. Precision and Recall with Random Grouping and using NNZ Representatives

5 Conclusions

Our experiments indicate that that document pooling can provide comparable if not increased per-
formance over traditional clustering methods if one is careful in choosing representatives for groups
of documents, thus avoiding the need for computationally expensive clustering algorithms. Our final
recommendation is to use random groupings and NNZ as a representative, allowing the engine to
search into more groups. While we are looking into more groups than we would in clustering based
IR engines, this is still much cheaper than the computational cost of clustering and with this choice
of representative we obtain good performances. This recommendation is based on the experiments
conducted and is subject to verification on larger data sets and with different queries, but we hope
that this would set a base and direction for future research. Future work is also needed to com-
pare document pooling with the various clustering algorithms, to find an optimal representative for
document group representatives, and to find an optimal way to pool documents.
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Abstract

When a (victim) satellite becomes visible to a beam from a ground station which is tracking
another satellite, the beam may cause radio frequency interference (RFI) for the victim satellite. We
develop a simplified model for the RFI problem so that the first reasonable prediction of whether a
specific satellite has RFI can be done in a short time. We assume that the unknown parameters in the
model are random, and we statistically estimate the mean of RFI duration, time between RFI and
fraction of time there is RFI. To help assess the model, we alter existing code for a physical simulation
of the problem provided by the Aerospace Corporation by randomizing its input parameters. We then
calculate similar statistical quantities for comparison of the mathematical model with the physical
simulation. We also alter the existing code to allow for elliptical orbits. This code can now be used
for assessing future models.

1 Introduction

This paper presents a mathematical model for the RFI problem of satellites. An initial model
of the uplink RFI problem is developed and verified. Uplink RFI is described in the following
way. Suppose all ground stations are sending information to their corresponding satellites. The
beamwidth of each interfering satellite tracks through the victim satellite. If the victim satellite
collects sufficient power from interfering sources, a communication blockage occurs. The interfering
satellites are located between Lower Earth Orbit (LEO) and Geostationary Earth Orbit (GEO).
Therefore, they lie between 1,000 km and 35,700 km above the surface of the Earth. Ground station
beamwidth depends on the location of the satellite as follows: ten degrees for satellites in LEO, 5
degrees for satellites in Middle Earth Orbit (MEO), and 1 degree for satellites in GEO. For simplicity,
we just assume the beam width to be between 1 and 10 degrees. Also, ground stations have fixed
elevation angles between 5 and 10 degrees (an elevation angle is a tracking boundary for a ground
station measured from the center of the beam to the tangent line on the Earth. The center of the
beam cannot become more horizontal than prescribed by the elevation angle).

A three-dimensional, deterministic simulation of RFI using the software at the Aerospace Corpo-
ration with available data about current known satellites and ground stations takes approximately

1University of Texas at Austin
2California Institute of Technology
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5University of Texas at Dallas
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two to four months. This is too long for answering “what if” type questions. Moreover, the number,
location and characteristics of ground stations and satellites is not completely known due to secrecy
maintained by the entities involved in launching and tracking satellites. So, The Aerospace Corpora-
tion is interested in a mathematical model that predicts RFI for different victim satellite and victim
ground station parameters with reduced calculation time and no dependence upon classified data.
The Aerospace Corporation provided an abridged version of their three-dimensional, deterministic
simulation program to verify our model.

Our group divided into two subgroups early in the workshop; a modeling group and a software
group. The objective of the RFI modeling group was to develop an initial two-dimensional model
since no models are known to exist. A simple, realistic model may assume only one victim satellite
in Geostationary Orbit (i.e., the victim satellite appears not to be moving relative to the earth’s
surface). Additional assumptions were made as follows. Each ground station is tracking only one
satellite. Interfering satellites follow 2D, circular orbits. We assume that each interfering beam is the
region formed by two lines meeting at the ground station on the earth’s surface, the interfering signal
has the same frequency as that of the victim ground station, and the interfering ground station is
providing sufficient power to cause an RFI problem if its beam sees the victim. We then extended
the model to determine the RFI function when there is more than one interfering satellite and some
of the parameters are not known with certainty.

The objective of the software group was to modify a realistic 3D simulation program written
by The Aerospace Corporation that does a deterministic simulation to relatively quickly calculate
the RFI. Note that this is different from the software that uses real data and takes two to four
months for each simulation. The program is realistic in the sense that it uses equations of motion
to track satellites with circular orbits over time. The software was modified to randomize the initial
ground station and satellite parameters. The goal was to use this modified software to verify our 2D
mathematical model of RFI using Monte Carlo Simulation. In addition, the program was extended
to more realistic, elliptical orbits for the satellites for use in verifying future models.

2 A Simplified Mathematical Model

In this section, we derive formulae to characterize the RFI function for a GEO victim satellite above
the north pole. GEO means that the satellite is stationary with respect to the earth. In this model,
one ground station tracks only one specific satellite. To start with, we assume that there is only
one interfering ground station; hence, only one interfering satellite. Note that in this case, the RFI
function generated by the interfering ground station is periodic since the satellite is in a periodic
orbit. An example of RFI function and some definitions are shown in Figure 1. The fraction of time
there is RFI is defined to be the ratio between the RFI duration and the period. We can use an on-off
graph to represent the RFI function since the victim is either being interfered or not interfered. Such
a representation is shown in Figure 1.

We use the following parameters in developing our model and initially suppose that they are
known and given.

θ elevation angle of the interfering ground station (measured from beam center to the tangent)
φ full beam width of the interfering ground station
γ location of the interfering ground station (measured from the vertical)
h height of the victim satellite from the earth surface
l distance from the center of the earth to the interfering satellite
ω relative angular velocity of the interfering satellite with respect to the earth
ρ initial location of the interfering satellite
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Figure 1: Definitions of RFI

We adopt the convention that an angle is positive if it is measured from the vertical in the
clockwise direction (up-to π) and is negative in the opposite direction (down-to −π). Observe that
for a given set of parameters,(γ, φ, θ, h), of a specific ground station and a victim satellite, the ground
station is doing exactly one of the following: does not interfere (if the beam cannot see the victim),
partially interferes (if the beam can swing through the victim only partially) or completely interferes
(if the beam can swing through the victim completely) with the victim satellite, depending on its
location γ (see Figure 2). Therefore, for given φ, θ, and h, we can compute the threshold angles,
γ1 and γ2, which divide the arc of the 2D earth into regions, and then for each region, derive the
RFI duration formulae. Finally, we can compare the given location γ with the computed threshold
angles, and apply the corresponding RFI duration formula.

victim satellite
V

V

beam can swing through V
partially in this region

beam cannot see V
at all

γ1γ1

γ2γ2

beam can swing completely through

in this region
if interfering ground station is 

Figure 2: Three regions of ground stations
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2.1 Computation of the Threshold Angles

To compute γ1, we consider a position of the ground station so that the trailing edge of its beam is
passing through the victim satellite as shown in the Figure 3.

By the Law of Sines, we obtain

R

sinx
=

h+R

sin(π2 + θ + φ
2 )
,

and we can solve for

x = arcsin

[
R sin(π2 + θ + φ

2 )

h+R

]
.

Then, we can compute γ1 as

γ1 =
π

2
− θ − φ

2
− arcsin

[
R sin(π2 + θ + φ

2 )

h+R

]
. (1)

Similarly for γ2, we consider the position at which the leading edge of the beam starts passing
through the victim as shown in Figure 4. We obtain γ2 as

γ2 =
π

2
− θ +

φ

2
− arcsin

[
R sin(π2 + θ − φ

2 )

h+R

]
(2)

2.2 Computation of the RFI Duration

After we obtain γ1 and γ2 for a given interfering satellite and ground station, we can compare the
location of that ground station with γ1 and γ2. The result is one of the following three cases:

• If −γ1 ≤ γ ≤ γ1 then the RFI duration is φ/ω because the interfering beam is able to swing
through the victim satellite completely from the leading edge to the trailing edge of the beam.
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• If γ ≥ γ2 or γ ≤ −γ2, then there is no RFI duration caused by that specific ground station.

• If γ1 < γ < γ2 or −γ1 > γ > −γ2, then that ground station partially interferes with the victim.
The duration can be computed. Figure 2 shows the three regions.

From Figure 5, the victim travels through the interfering beam with the angle

∆θ = θi − θf

= α+
φ

2
− θ (3)

where α is the angle that the leading edge makes with the tangent when the leading edge starts to
pass through the victim (see Figure 5) and θ is the elevation angle defined earlier. To compute α,
using the Law of Sines, we get

sin(α+ π
2 )

h+R
=

sin |γ|
x

. (4)

Substituting x from the Law of Cosines,

x2 = (h+R)2 +R2 − 2(h +R)R cos γ,

and using

sin(α+
π

2
) = cosα

in equation (4), we can solve for α as

α = arccos
(h+R) sin |γ|√

(h+R)2 +R2 − 2(h+R)R cos γ
. (5)

Therefore, the RFI duration for the last case is ∆θ/ω. By computing the period with which the
interfering satellite orbits around the earth, we then have a complete characterization of one period of
the RFI function. However, we still need to characterize the initial part of the RFI function because
it depends on the initial location of the interfering satellite.
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2.3 Computation of the Initial RFI Function

First, we consider when the ground station is on the right side of the vertical passing through the
center of the earth (see Figure 6). We find point A in the interfering satellite orbit such that when
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Figure 6: Initial RFI function when ground station is on the right
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the interfering satellite comes to this point the beam from the ground station starts the interference.
This position is shown in Figure 6. We locate point A by finding the angle σr. By the Law of

Sines, we obtain

l

sin(π2 + θi)
=

R

sinx

where l = length of OA, θi = α+ φ
2 and α is computed from equation (5). We solve for x as

x = arcsin

[
R sin(π2 + θi)

l

]
.

Then, by adding up all angles in the triangle OAG, we get

σr = γ + θi + arcsin

[
R sin(π2 + θi)

l

]
− π

2
. (6)

Next, we can find point B in the interfering satellite orbit such that when the interfering satellite
comes to this point the beam from the ground station stops interfering. Only the location of point
B is shown in Figure 6. Point B is located by computing the angle σl. With a similar calculation as
for point A, we obtain

σl =
π

2
− γ − θf − arcsin

[
R sin(π2 + θf )

l

]
(7)

where

θf =
π

2
− γ − φ

2
− arcsin

[
R sin γ√

(h+R)2 +R2 − 2(h+R)R cos γ

]
. (8)

Note that in this case, σl can be negative since the location of the ground station can be greater
than γ1. Thus, if σl is negative, then point B is to the right of the vertical line and its location is
determined by |σl|.

After computing σl and σr, for a given initial location, ρ, of the interfering satellite, we can
compute the initial duration of interference or no interference by using point A as a reference. For
example, if ρ is greater than σr, then the initial duration of no interference is (ρ − σr)/ω. Or, if
−σl ≤ ρ ≤ 0, then the initial duration of interference is (σl + ρ)/ω.

On the other hand, if the ground station is on the left side, we can locate two similar points on
the interfering satellite’s orbit, by angle δl and δr. We have left out the details of the calculation.
The expressions for δl and δr are as follows.

δl = |γ|+ θi + arcsin

[
R sin(π2 + θi)

l

]
− π

2
. (9)

δr =
π

2
− |γ| − θf − arcsin

[
R sin(π2 + θf )

l

]
(10)

where we need to use |γ| in the calculation α and θf for equation (5) and (8).
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In summary, for a given set of parameters, (θ, φ, γ, h, l, ω, ρ) for one victim and one interfering
ground station (and thus one interfering satellite), we can describe the RFI function as a periodic
function of time exactly. In the next section, we extend this result to include the case where there
are more than one interfering ground station.

3 More Than One Interfering Satellite

Now consider that there is still one geostationary victim satellite but several interfering ground
stations and satellites. Recall that we are assuming one interfering satellite for every interfering
ground station. Since each satellite is going around the earth in a periodic fashion, as explained in
the previous section, the RFI caused by each satellite is simply a periodic function. In fact since we
assume that each interfering ground station has enough power to interfere anytime it’s beam sees the
victim satellite, it is enough to keep track of the RFI as an on or off state as mentioned before. Thus
each interfering satellite gives rise to an RFI function that is a periodic rect function (also known as
a square wave). Since the starting point of the satellite (i.e the position of the satellite at time 0)
may be anywhere around the earth, it may take a while before the satellite causes interference. Or
the satellite may already be in such a position that the corresponding beam is causing interference
at the starting time.

To determine RFI when all the satellites are considered, we just need to add the individual
periodic rect functions, modulo 2. A sum modulo 2 is enough since we are assuming enough power
in the beams that once one is causing interference, any other overlapping beams will not contribute
anything to the status of interference.

This gives a graph of the final RFI which we will call the multi-satellite RFI function. This is
also a piecewise constant function with values 1 or 0. All the information we need will be contained
in such a function. The mean RFI duration, mean time between RFI events and other such values
of interest can all be computed from this multi-satellite RFI function. The question that arises now
is as to the nature of this function. The most basic question is the following – knowing that the
component functions (corresponding to the individual RFI functions) are periodic, can we assume
that the multi-satellite RFI function is periodic ?

An affirmative answer to this question will mean that computing just one period of the multi-
satellite RFI function is enough to gather all the information that we are interested in. Moreover, it
is an interesting question in its own right. The following theorem gives a sufficient condition for the
periodicity of the multi-satellite RFI function.

Theorem: Let fi : R → R, i = 1, . . . , n, be periodic functions, i.e there exist Ti ∈ R, Ti > 0 such
that for all x ∈ R, fi(x + Ti) = fi(x). Suppose there exists an r > 0, r ∈ R such that for every
i = 1 . . . n, Ti is a rational multiple of r. In other words there exist positive integers pi, qi such
that Ti = rpi/qi for every i. The claim is that then F =

∑n
i=1 fi is a periodic function with period

T = l.c.m.(p1, . . . , pn)r, where l.c.m is the least common multiple of its arguments.

Proof: We want to show that for all x ∈ R, F (x + T ) = F (x). Now

T

Ti
=

l.c.m(p1, . . . , pn)r

(pi/qi)r

= qi
l.c.m(p1, . . . , pn)

pi
= qini for some ni ∈ N, ni > 0

= mi for some mi ∈ N,mi > 0 .

54



Thus T = miTi for all i. Now let x ∈ R.

F (x+ T ) =

n∑
i=1

fi(x+ T )

=

n∑
i=1

fi(x+miTi)

=
n∑
i=1

fi(x) since each fi is periodic with period Ti

= F (x)

�

A useful corollary to the above theorem is obtained by taking r = 1, i.e by taking the periods Ti
to be rational. More precisely we have

Corollary: Let fi : R → R, i = 1, . . . , n, be periodic functions with rational periods, i.e there
exist Ti ∈ Q , Ti > 0 such that for all x ∈ R, fi(x + Ti) = fi(x). Let Ti = pi/qi (since they are
rationals). Then F =

∑n
i=1 fi is a periodic function with period T = l.c.m.(p1, . . . , pn), the least

common multiple of the numerators.

Note: A good way to understand the condition of the theorem is to think of it as saying that the
ratios of all the periods, say with the largest period, are rational.

Note: The sum function being periodic implies that the sum modulo 2 function will be periodic too.

Note: When we say that the period of the sum function is T we do not mean that T is the smallest
period (also called fundamental period). We just mean that at least the function will repeat itself
every T time units.

Note: The condition in the theorem gives a sufficient condition for the periodicity of the sum
function. But this is by no means a necessary condition. In other words it is possible to find periodic
functions with periods such that no r with the desired property exists but such that the sum function
is periodic. Specifically, one can find two periodic functions, such that the ratio of the periods is
irrational, but the sum function is periodic ! Such an example is given in ([1]).
Now we give a few examples to illustrate the above theorem and corollary.

Example 1. Figure 7 gives an example of what happens with two RFI rect functions that are
periodic with rational periods. This is a direct application of the corollary above.

One of the component functions has a period of 1/2 and the other one has a period of 4/3. The
sum and the modulo 2 sum of these functions is periodic with period 4 which is the least common
multiple of the numerators of the periods as predicted by the corollary.

Example 2. On a computer, irrational numbers are also represented by rationals due to finite
precision. Thus the corollary above guarantees that the the function that represents the multi-
satellite RFI will be periodic in any computation. This will be true even if theoretically the periods
do not satisfy the condition of the theorem above. Thus the multi-satellite RFI function will always
be periodic on a computer. Furthermore one can calculate the period of this function.
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Figure 7: Sum of periodic functions with rational periods

The period of the sum function will depend on the numerators of the rational computer rep-
resentation of the theoretically irrational and rational periods. The rational approximation to an
irrational number might have a very large numerator and so the periodicity will be seen only after a
very long time. Figure 8 shows a case when the periods do not satisfy the conditions of the theorem,
i.e the ratio of the periods is not rational. Thus the theorem and corollary make no statements about
whether the sum function will be periodic or not. We know however that it will be periodic on a
computer since

√
2/2 is represented as a rational number on a computer. The period in this case is

very long and depends on the way numbers are stored in a particular machine. Thus the displayed
part of the function sum looks non-periodic.

Example 3. An example that is not covered by the corollary but is covered by the theorem is as
follows. The functions sin(x) and sin(2x) are periodic with periods 2π and π respectively. Their sum
function, i.e sin(x)+sin(2x) is also periodic with period 2π even though the periods of the individual
functions are irrational. The periodicity of the sum is as predicted by the theorem with r = π and
the period of the sum function is T = l.c.m(2, 1)r = 2π, also predicted by the theorem.

4 The Model with Random Parameters

By using results from previous sections for a fixed number of interfering ground stations, N , we
can compute the RFI function if the parameters (θk, φk, γk, lk, ωk, ρk) are given for each interfering
ground station (and satellite) k where k = 1, . . . ,N . However, in real applications, some of the
parameters for some stations or satellites are not known. To include that affect in the model, we
assume that these parameters are random variables, and we draw samples of these random variables
to generate N realizations of (θ, φ, γ, l, ω, ρ). Applying the methods in previous sections, we can
generate a sample of the RFI function from these N realizations.
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Figure 8: Sum of periodic functions with one period irrational

By repeating the process ν times, we have ν iid samples of the RFI function, from which we can
construct estimates for mean RFI duration, time between RFI, and fraction of time there is RFI
based on the Strong Law of Large Numbers. In addition, by applying the Central Limit Theorem,
we construct an approximate confidence interval for a specified confidence level.

Suppose that we have n iid samples of the RFI function. We divide them into nb batches of equal
size, say each batch has ν = n/nb (assume to be integer) samples. Let D̄ij be the RFI duration of a
sample i from batch j. Thus, the mean of batch j is

D̄j =
1

ν

ν∑
i=1

D̄ij .

The estimate of the ‘true’ mean is then

D̄ =
1

nb

nb∑
j=1

D̄j . (11)

By the Strong Law of Large Numbers, we know that this estimator is strongly consistent, i.e., as
n→∞, D̄ converges to the true mean of RFI duration almost surely.

Applying the Central Limit Theorem when nb is large enough, for a given 0 < a < 1, we can
construct an approximate (1− a) · 100 % confidence interval as (D̄− zaS/

√
nb, D̄+ zaS/

√
nb) where

za is the positive real number such that

P (−za ≤ Z ≤ za) = 1− a,
where Z is a standard normal random variable, and S2 is the sample variance which can be computed
from

S2 =
1

nb − 1

nb∑
j=1

(D̄j − D̄)2.
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Parameter Probability Distribution

θ Uniform(5, 10)
φ Uniform(1,10)

γ Uniform(-arccos( R
R+h ), arccos( R

R+h))

l Uniform(7378, 42078)
ρ Uniform(-π, π)

Table 1: Distribution of random parameters

Similarly, we can construct the estimate for the mean and confidence interval for the time between
RFI and the fraction of RFI. Table 1 gives the distribution of random parameters that we put in our
MATLAB simulation program. We did the simulation for 100 hours of simulated time. We could have
calculated the period of the multi-satellite RFI function by using the methods of Section 3 and then
done the simulation for one period. However, it was easier to just use 100 hours of simulated time.

5 Results

We implement the model with random parameters in MATLAB. The total number of batches is 30
and the number of samples in each batch is 10 for each N . Table 2 summarizes the results. The first
column, N , is the number of interfering satellites in the simulation. The total elapsed time in the
last column is for each N (i.e. for 30 × 10=300 runs).

The plots of the results are in Figure 9, Figure 10, and Figure 11. As the number of satellites
increases, the mean of the RFI duration will increase, and it tapers off as saturation occurs. We feel
that the total elapsed time for computation is more than it needs to be. The reason for this belief
and suggestions for speed improvement are given in Section 7.

6 Comparison Using Software

The members of the group that worked on the software portion of the project were provided with
Fortran code written by Charles Wang and James Yoh at the Aerospace Corporation. The program
implements a physical model of orbiting victim and interfering satellites in conjunction with their
respective ground stations. The key aspects of this code are as follows.

• All satellite orbits are assumed to be circular.

• Parameters for victim and interfering ground stations and satellites are chosen arbitrarily.

N RFI duration 95% CI TB-RFI 95% CI RFI fraction Total elapsed time
1 5,024 (4727,5320) 354,976 (354680,355273) 0.0140 94.83
2 9,968 (9428,10508) 350,032 (349492,350572) 0.0277 212.23
4 19,730 (19202,20256) 340,270 (339743,340798) 0.0548 394.59
8 37,947 (37232,38662) 322,052 (321337,322768) 0.1054 848.97
16 72,071 (71279,72863) 287,929 (287137,288721) 0.2002 1,702.78
32 129,755 (128611,130900) 230,245 (229100,231389) 0.3604 3,522.04
64 213,367 (212125,214608) 146,633 (145391,147875) 0.5927 6,927.69

Table 2: Summary of the Modeling Group Results for 100 hours of Simulation (in seconds)
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Figure 10: Fraction of Time there is RFI for each N

• The program steps through time and marks those times at which the victim satellite is visible
to at least one victim ground station. These are the “potential” RFI times. Clearly, there is no
sense looking for RFI at any time interval during which we are not in contact with the victim
satellite.
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Figure 11: Mean Time Between RFI’s for each N

• Looking at just these marked times, the program then determines the start and end of all
actual RFI’s and records the RFI duration for each satellite.

• The mean and variance of RFI duration are then calculated.

We had two tasks at hand. The first was to modify the existing code to match the situation and
parameters of the simulation created by the modeling group.

6.1 Monte Carlo Simulation for the Modeling Group’s Scenario

In this capacity, we could use the physical model code as an initial test of the modeling group’s work.
Some alterations needed to be made, though.

• The original code was for orbits in three dimensional space, but the group did modeling for a
two dimensional space. We therefore set all satellite and ground station longitudes to 0 so that
we would be looking only in the equatorial plane.

• Secondly, the modeling group assumed that for each of the N interfering satellites, there is
exactly one interfering ground station being used for communication. Each ground station-
satellite pair works independently of all other pairs, and there is no communication between
ground stations and satellites that are not in a pair. This is fundamentally different from
the assumptions of the original code, which assumes that each interfering ground station is
simultaneously communicating with all interfering satellites within its line of sight. We had
to make some changes to allow for this pairwise interaction assumption used by the modeling
group.

• We created a MATLAB program to generate many of the input parameters randomly, allowing
for the same kind of Monte Carlo simulation that the modeling group designed. We assumed the
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N interfering satellites were positioned at altitudes that were uniformly distributed from 1000
to 35700 km. We assumed just one stationary victim ground station positioned at longitude
0 and altitude 35700 km. The angular distances of the interfering ground stations away from
the victim ground station were chosen uniformly between an angle −γ2 to γ2, where γ2 was
calculated using the modeling group’s specifications. The interfering ground stations had beam
widths uniformly distributed from 0.5 to 5 and elevation angles uniformly distributed between
5 and 10 degrees.

• The part of the original code that checks for “possible” RFI times was eliminated. This was
done because the victim satellite is always visible to the one victim ground station under the
modeling group’s assumptions, so all times need to be checked for possible RFI’s.

With this setup, we performed the same number of batches and runs as the modeling group,
and calculated the same statistics for N=1, 2, 4, 8, 16, 32, and 64. Our results are summarized in
Table 3.

We see the same increase in RFI duration and fraction that the modeling group found as the
number of satellites increases. However, the statistics indicate that the RFI fractions calculated by
the software group are somewhat smaller than those calculated by the modeling group. It seems that
for each N our mathematical model overpredicts the RFI relative to the altered Wang/Yoh code.
Possible reasons for this should be investigated more closely than we had time to do in the scope
of the workshop. To show the difference graphically, we have included a plot of RFI fraction versus
number of interfering satellites for both groups in Figure 12.

A second aspect of the statistics to notice is the difference in total CPU time. This is one
difference that we had expected to see. The Wang/Yoh code takes much longer to run, and would
take longer still if it was set up with its original assumptions in place. A large reduction in run time
was one reason to look toward creating a simple mathematical model to calculate RFI. We make
suggestions in Section 7 for further speed improvements for the MATLAB implementation of the
mathematical model.

6.2 Allowing for Elliptical Orbits

Our second goal, which was completely independent of the work done by the modeling group, was
to modify the Wang/Yoh code to model satellites in elliptical orbits. It was requested that this code
have randomized input parameters as well, instead of arbitrarily chosen ones as was originally done.
Thus, in the future this program can be adjusted easily for many different Monte Carlo simulation
designs.

N RFI duration 95% CI TB-RFI 95% CI RFI fraction Total elapsed time
1 3,840 (3599, 4081) 337,424 (335419, 339429) 0.0107 291.85
2 7,661 (7239, 8083) 341,279 (339630, 342928) 0.0213 498.82
4 14,791 (14293, 15289) 339,196 (338517, 339875) 0.0411 904.09
8 29,130 (28517, 29743) 328,000 (327326, 328674) 0.0809 1,733.74
16 57,097 (56078, 58116) 301,408 (300428, 302388) 0.1586 3,401.05
32 104,599 (103345, 105883) 254,771 (253544, 255998) 0.2905 6,845.05
64 179,057 (177983, 180131) 180,730 (179656, 181804) 0.4973 13,508.33

Table 3: Summary of the Software Group Results for 100 hours of Simulation (in seconds)
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We achieved this second goal as follows :

(1) Generated randomized parameters. Using a MATLAB program similar to the one we used in
accomplishing our first goal, we

• Generated the locations of the victim and interfering ground stations.

• Generated parameters for the victim satellite.

• Generated parameters for all of the interfering satellites.

(2) Determined satellite position in the elliptical orbit. ([3], [4], [5])
Here, we first computed the position of the satellite in the orbital plane. We assumed that
the x-axis coincides with the major axis of the ellipse, the y-axis is parallel to the minor axis,
with the origin being at the focus of the ellipse (the center of the earth), and the z-axis is
perpendicular to the orbital plane. Now we can find the coordinates (x0,y0,z0) of the satellite
in the orbital plane. (Note that because of the orientation of the z-axis, the orbital plane is the
z = 0 plane, so we know that z0 = 0.) The coordinate system just described, as well as all of
the parameters and constants we will need, are presented in the figure on the following page.

We think of the length of the semi-major axis, a, and the eccentricity, e, as input parameters
of the orbit. With these values in hand, we start by calculating the eccentric anomaly, E. We
have

E − e sin(E) =
1

a

{
398613.52

a

} 1
2

t

where t is the elapsed time since perigee passage.
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Figure 13: Orbital Plane Diagram

Clearly, there is no closed form solution for E, so we used a Newton-Raphson numerical method
to solve the equation above. To implement this method, we used Fortran code, based on the
method described in ([2]), found at the netlib website ([6]). Once this is done, the radial
distance from the origin, r0, is found using

r0 = a(1− e cos(E)).

Now we can calculate the orbital plane coordinates. Since we have r0, we can solve the following
equation for cos(φ0):

r0 =
a(1− e2)

1 + e cos(φ0)
,

where φ0 measures the angle from the perigee of the ellipse to the instantaneous position of
the satellite (the true anomaly). We then get

x0 = r0 cos(φ0)

y0 = r0 sin(φ0)

= r0

√
1− cos2(φ0).

Finally, we converted the orbital plane coordinates into geocentric coordinates using the rela-
tions
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x = [cos(Ω) cos(ω)− sin(Ω) cos(i) sin(ω)]x0

−[cos(Ω) sin(ω) + cos(ω) cos(i) sin(Ω)]y0

y = [sin(Ω) cos(ω) + cos(Ω) cos(i) sin(ω)]x0

+[− sin(Ω) sin(ω) + cos(Ω) cos(i) cos(ω)]y0

z = [sin(i) sin(ω)]x0 + [sin(i) cos(ω)]y0.

Here, i is the angle of inclination of the orbit, which is the angle that the orbital plane makes
with the equatorial plane. The angle Ω is called the right ascension of the ascending node. The
ascending node is the location on the orbit where the satellite passes through the equatorial
plane in the positive z, or north, direction. The right ascension of the ascending node, then, is
the angle the ascending node of the orbit makes with the x-axis, measured counter-clockwise.
Finally, ω is called the argument of perigee. It is the angle that is measured along the orbit
from the ascending node to the perigee of the orbit. As can be seen in the following figure, these
three angles orient the orbital plane relative to the equatorial plane. Note that by convention,
the x-axis points towards the first point of Aries and the z-axis passes through the Earth’s
geographical north pole.
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These three important angles are also viewed as input parameters of the orbit. The following
summarizes all of the input parameters that we need to describe the orbit of a satellite:

• a, length of the semi-major axis of ellipse

• e, eccentricity of ellipse

• i, angle of inclination

• Ω, right ascension of the ascending node

• ω, argument of perigee

• tp, time of perigee passage. For our simulation, we start with all of the satellites at their
respective perigees at time 0 for simplicity, so we do not need to worry about tp.

With these parameters in hand, we use the equations described above to find the geocentric
coordinates of the satellite at any given time. These are the kind of coordinates that the
original program calculated for circular orbits, so at this point the RFI’s can be calculated.

(3) Calculated all RFI’s.
This was done in much the same way as in the original code. In fact, most of the code for this
stage of the process did not need to be changed. First, we step through time to determine all
possible RFI times. Again, these are times at which the victim satellite is visible to at least
one of the victim ground stations. Any time where this is not the case can be ignored. Next,
the RFI conditions are checked for each satellite and each interfering ground station at each
of these ”possible” RFI times. Once this is done, we can identify the RFI periods and frequency.

(4) Sorted RFI periods and calculated mean and standard deviation values.
Here, we sort all of the RFI’s so that we can combine any interference periods which overlap. In
other words, two overlapping RFI periods should just be viewed as one long RFI period. Once
this is done, we calculate the mean and variance of the RFI duration and the time between
RFI’s. We also find the fraction of time that the victim satellite has experienced RFI.

7 Suggestions and Future Work

The MATLAB code that does the sampling to estimate the RFI from the mathematical model should
be made more efficient. Here are a few concrete suggestions. We found for example that for one run
for N = 128 the total CPU time was 73.1 seconds while the total elapsed time (i.e the type of time
that is listed in the last column in Table 2 but for one run) was 1545.8 seconds. This means that
the bottleneck is memory access. Each interfering satellite’s interference pattern (RFI function) is
stored in a vector of size 36000 for a 100 hour simulation (our time step was 10 seconds). There will
be N such vectors for each run. Thus for N = 128 this uses approximately 4.5 megabytes.

The N such vectors are then summed in a loop a row at a time. The first improvement which is
very simple to do, is to store these vectors into a matrix and then use matrix sum which sums the
columns. Vectorizing operations this way in MATLAB often yields good improvements but it has to
be weighed against the increased use of memory. The other obvious improvement is to use a bit to
store the value of the RFI function at any time since it can only be a 0 or a 1.

A 2D model is unrealistic and a 3D model using cones for beams on a spherical earth should
be developed. Finally, an attempt should be made to develop an analytical probabilistic model to
describe the multi-satellite RFI function; for example, an alternating renewal process model should
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be carefully investigated because as the number of satellites increases, the deterministic model with
parameters randomized becomes analytically intractable.
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