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Abstract

Data-intensive systems routinely use derived data,
such as indexes or materialized views, to improve
query-evaluation performance. In this context, the
problem of dsigning derived data is as follows: Given
a database and a set of queries, return definitions of
derived data that, when precomputed and stored in
the database, would reduce the evaluation costs of the
queries. Designing materialized views and indexes is an
important part of automated query-performance tuning
in data-management systems that experience changes
over time, where a system addresses the performance
requirements of current frequent and important queries
by periodically reconsidering and rematerializing the
stored derived data. In this paper we focus on the accu-
racy of estimating the sizes of views that are considered
for materialization. We analyze and experimentally
evaluate several size-estimation techniques and suggest
guidelines for using the techniques depending on sys-
tem parameters. We describe experimental results ob-
tained in our prototype self-organizing database system
QPET. Our guidelines are also applicable to estimating
the sizes of intermediate results in query optimization.

1. INTRODUCTION

Derived data, such as indexes or materialized views,
are routinely used in data-intensive systems to im-
prove query-evaluation performance. In this context,
the problem of designing derived data can be stated as
follows: Given a database, a set of queries on the data
stored in the database, and a set of constraints on de-
rived data (e.g., a limit on the amount of storage avail-
able on disk), return definitions of derived data that,
when precomputed and stored (i.e., materialized) in the
database, would satisfy the constraints and reduce the

evaluation costs of the queries. Automated design of
materialized views and indexes to answer queries is an
important component of automated query-performance
tuning, where a system addresses the performance re-
quirements of current important queries by periodically
redesigning the stored derived data. For this reason,
developing techniques for designing derived data to
improve query-answering performance is a recognized
research direction in self-administering data-intensive
systems [1, 14, 27].

We are maintaining and extending a prototype of an
extensible self-organizing relational data-management
system for Query-Performance Enhancement by Tun-
ing (QPET) [9]. QPET monitors incoming user queries
to determine the current workload of frequent and im-
portant queries, and periodically invokes its view- and
index-design component to respond to the changes in
the prevalent query workload.1 In the process of de-
signing useful materialized views for a given workload
of frequent and important queries, see Figure 1, QPET
first generates definitions of candidate views; all view
definitions are expressed as queries on the stored data.
It then determines whether the candidate-view defini-
tions are competitive, that is, whether the answers to
those view definitions could contribute significantly to
improving the performance of the workload queries. If
the answer is yes, then the answers to the competitive
views should be precomputed and stored (that is, mate-
rialized) in the database. Those materialized views can
then be used, possibly in combination with the original
stored data, to answer in real time user queries posed
on the database, see Figure 2.

Determining in QPET whether candidate views are
competitive and thus should be materialized for the
given query workload is the task of an extended query
optimizer based on [7]. The decisions of the optimizer
are based on estimates of the sizes of the materialized

1For simplicity, in this paper we consider processing in QPET

of only views, rather than indexes.



answers to the candidate-view definitions. (In most
databases, the typically large volume of stored data
would render prohibitive the time costs of obtaining
the exact sizes of the materialized views by comput-
ing the answers to the definitions of candidate views.)
Using view-size estimates gives the optimizer a way to
efficiently estimate the costs of answering the workload
queries using the candidate views, as well as the I/O
costs and the amount of disk space required to store
the materialized answers to the views. The optimizer
can obtain the estimates using query-size-estimation
techniques, which are traditionally used in query opti-
mization [16] to give the costs of intermediate results.
(We can apply these techniques to view definitions be-
cause views are defined using queries.)
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Figure 1. Designing derived data in QPET.
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Figure 2. Using derived data in QPET.

To give reliable feedback to the view-design module,
the optimizer in QPET should apply accurate query-
size estimation techniques to estimate the sizes of ma-
terialized views. At the same time, it is well known [17]
that the effect of even small errors can in some circum-
stances render most estimation schemes no better than
random guesses. In this paper we focus on experimen-
tally evaluating existing methods for estimating sizes of
the materialized answers to given view definitions; we
seek to develop guidelines for preferring some of those

methods to others depending on system parameters,
and to use the guidelines in our QPET prototype for
automated query-performance tuning, to improve the
optimizer recommendations to the view-design module.
The results we report in this paper are as follows.

Our contributions. Based on our analysis of the
query-size estimation methods reported in the litera-
ture, we have selected for implementation those meth-
ods which have shown the most promise for size esti-
mation of materialized views. We have experimentally
evaluated the implemented methods using the TPC-
H benchmark data [29] and a variety of TPC-H-style
queries. Based on the experimental results, we report
our recommendations on the most accurate and opti-
mal methods, depending on the values of parameters
we have determined for query definitions. Our recom-
mendations can be used for view-size estimation in var-
ious view-design frameworks in relational databases, as
well as for estimating the sizes of intermediate results
in query optimization.

1.1. Related Work

A number of studies of query- or view-size estima-
tion methods in database-management systems have
been reported in the literature. The methods in the
studies can be classified into three categories: para-
metric [6, 22, 26, 28], histogram based [15, 18, 19, 24],
and sampling based [11, 12, 13, 20, 21, 31]. We now
briefly describe each category.

Parametric methods are developed for a partic-
ular distribution assumption on the stored data,
such as uniform, normal, Poisson, Zipf, and so on.
Selinger et al. [6, 26], Makinouchi et al. [22] and
Swami and Schiefer [28] have introduced paramet-
ric methods for the uniform-distribution assumption;
Christodoulakis [10] describes methods that work for
the normal and Pearson distributions for estimating
the sizes of answers to select-join queries. The ad-
vantage of parametric methods is their time efficiency,
as they typically require as inputs (in addition to the
query) just the number of distinct values of each at-
tribute and the number of tuples in each relation. The
drawback of the methods in this category is that it is
typically time consuming to verify whether the stored
data satisfy the assumed data distribution.

A histogram is built by partitioning the stored data
into mutually disjoint subsets called buckets, and by
approximating the data frequency in each bucket. Sev-
eral types of histograms have been proposed and eval-
uated, see, for instance, [18, 19, 24, 25]. Histogram-
based methods can be subdivided into two categories.
The first category contains methods based on equi-



width and equi-height histograms; the second category
uses maxdiff, compressed, end-biased, or v-optimal his-
tograms. Histogram-based methods for query-size es-
timation are easy to implement and do not require the
knowledge of the data-distribution assumptions for the
stored data. As a result, it is possible to obtain reliable
estimates for queries on skewed data. On the other
hand, some histogram-based methods rely on sorted
data, and sorting data could be time consuming. More-
over, many histogram-based methods are more suited
for numeric data values. In addition, it is complex to
estimate the size of the result of a join of two relations
using histograms, as the method involves merging the
histograms for the participating attributes. Finally,
multidimensional histograms for correlated attributes
are difficult to construct.

Sampling is the basis of relatively more recent ap-
proaches to obtaining estimates for the sizes of answers
to queries. Sampling-based methods estimate query
sizes by collecting and processing random samples of
the stored data. Lipton and Naughton [21] and Hass
and Swami [11] have proposed adaptive sampling; Ha-
rangsri et al [23] have introduced systematic sampling.
Sampling methods are relatively simple to implement,
do not require statistics on the stored data, and do not
depend on underlying data types (in particular, they
can be used on non-numeric data). At the same time,
sampling can be time consuming, especially in case of
systematic sampling, which relies on sorted data.

To the best of our knowledge, we are the first to
propose guidelines for preferring some of query-size-
estimation methods to others depending on system pa-
rameters, to improve the optimizer recommendations
on view materialization in the context of automated
query-performance tuning.

2. The Problem and Our Approach

In general, a SQL [5] query on relational data can
be executed using operators such as full table scans,
nested-loop or hash joins. A query optimizer esti-
mates the costs of executing the query using vari-
ous strategies, and then determines the lowest-cost
strategy for the actual evaluation of the query. Re-
search and commercial database-management systems
(DBMS) (e.g., [2, 3, 4]) use the concept of a material-
ized view to improve query-evaluation performance on
large databases. In a relational DBMS, a materialized
view is a stored set of derived data, computed as an
answer to a SQL query (which is the definition of the
view) on the original stored data. Materialized views
are precomputed and physically stored as relations and
are thus available for query processing alongside the

original stored data.
The cost of using a materialized view M in evaluat-

ing a query Q on a database D is determined by the
number of tuples in the answer to the view-definition
query V on D, in combination with the I/O and CPU
costs of accessing M when executing the query Q. In our
setting, we assume that each materialized view is re-
trieved from disk via a sequential scan.2 Therefore, the
I/O and CPU costs of accessing a materialized view in
query processing depend on the number of tuples in the
relation for the view. (Note that given the schema of a
relation and the number of tuples in it, it is straighfor-
ward to compute the number of disk blocks required to
store the relation.) Hence, our focus is obtaining max-
imal possible accuracy in estimating the number of tu-
ples in materialized views; the estimation can be done
directly using query-size estimation methods. Thus,
the goals of our project are to (1) determine query pa-
rameters whose values would influence the accuracy of
query-size estimation methods, and to (2) formulate
guidelines for choosing the most accurate view-size es-
timation methods for query evaluation in various envi-
ronments determined by the values of the parameters.

In our experiments we consider select-project-join
queries with equality and range (i.e., inequality) se-
lection conditions, on both numeric and string data.
The sizes of the answers to such queries depend on the
selectivities of the selections and joins in the query def-
inition. We say that a relation is of size t if the relation
has t tuples. The selection selectivity of a selection op-
erator σ on a relation R is the size of the portion of R
that satisfies σ, divided by the total size of R. The join
selectivity of a join operator 1C with join condition C
on relations R and S is the size of the relation R 1C S,
divided by the size of the cross product of R and S.

3. Method Analysis and Implementation

In this paper, we review the concepts used in some of
the query-size estimation methods described in the lit-
erature, describe the promising methods for view-size
estimation that we have selected for implementation,
and report the guidelines that we have obtained us-
ing our experimental results with these methods. Our
criteria for choosing promising methods for view-size
estimation include the following:

• whether the method has high accuracy;

• whether the method can work without using un-
derlying data-distribution assumptions;

2Evaluating queries using indexed materialized views is a di-

rection of our current work.



• whether the method is straighforward to imple-
ment3;

• whether the method can be used to handle a broad
spectrum of data types.

We have analyzed the advantages and disadvantages of
the methods described in Section 1.1. Using our crite-
ria, we have decided not to implement the parametric
method, as its accuracy cannot be guaranteed when the
data do not satisfy a fixed data-distribution assump-
tion. We have implemented a method that uses maxd-
iff histograms, as the method does not require as in-
puts the underlying data distribution and types. It has
been shown [25] that v-optimal and maxdiff histograms
perform better than compressed histograms, and that
the maxdiff-histogram based method is more accurate
than the method based on v-optimal histograms. (In
the maxdiff-histogram based method, we use sampling
to avoid looking through the entire relation.) Finally,
sampling methods look promising for our purposes: In
addition to matching our criteria, these methods re-
quire no extra storage and are straightforward to im-
plement. We have implemented both simple random
sampling and systematic sampling.

We now describe our implementation of the methods
we consider promising for view-size estimation.

3.1. Simple Random Sampling

Simple random sampling, also called adaptive sam-
pling, has been proposed by Lipton and Naughton [21].
Based on the values sampled so far, the method esti-
mates the mean and variance for the sample values and
stops when stopping conditions are met. We use the
stopping conditions suggested by Haas and Swami in
Algorithm S2 in [11]. There are three subconditions to
stop sampling, based on the variance and mean for the
sample values, which are updated whenever a sample
is acquired. Given some mean and variance values, we
apply the stopping conditions as follows.

Stopping Conditions

1. n > 0, where n is the number of sampled
values;

2. S2
n > 0, where S2

n is the sample variance;

3. ε max(s, nψ) ≥ t(nS2
n)1/2 : This condi-

tion finds the number of tuples that have to
be sampled within relative error max(s, nψ).
For large values of n and assuming the nor-
mal sample distribution, this formula follows

3Our goal is to build an extensible system where view-size

estimators can be easily added as needed.

from the Standard Central Limit Theorem
and prevents the new sample value from ex-
ceeding the given confidence interval. A san-
ity bound ψ is proposed to prevent over-
sampling, that is, to limit the sample size
n. Over-sampling is avoided by applying the
sanity bound ψ in max(s, nψ).

3.2. Method Based on MaxDiff Histograms

This method uses value-frequency pairs for attribute
values. The use of maxdiff histograms prevents val-
ues with vastly different frequencies from being rep-
resented in the same bucket, by maintaining bucket
boundaries between adjacent frequencies. The method
first sorts values in the input relation and calculates
the frequency of each value. Then bucket boundaries
are inserted, starting from the highest frequency differ-
ences. Each histogram bucket stores the number of dis-
tinct values, the frequency and the average frequency.
By increasing the number of buckets we can estimate
query sizes more accurately. Because using this his-
togram method as described can be time consuming
on large relations, our implementation uses sampling
to construct the histograms.

3.3. Random Sampling Algorithm

We have implemented a sampling algorithm that is
commonly used in selection and join selectivity algo-
rithms. We first determine the number of tuples to
sample in a relation. This algorithm is based on the
method of [8]. As explained in the paper, the minimum

size of a random sample is r = 4k ln(2∗n/γ)
f2 , where k is

histogram size, n is relation size, f is the maximum
relative error in bin size, and γ is the error probabil-
ity; both k and n are provided by the system catalog.
We then start sampling using Algorithm Z described
in [30]; the algorithm works by repeatedly computing
the size of the next batch of tuples to fetch, which
will replace a randomly chosen element of the current
tuple reservoir. At all times, the reservoir is a true ran-
dom sample of the tuples we have passed over so far;
the stopping condition is to exhaust the input relation.
We use the results of the sampling procedures in our
selection and join selectivity estimation algorithms.

3.4. Systematic Sampling

We have implemented the method proposed by Ha-
rangsri et al [23]. Systematic sampling takes tuples
within a k interval from a sorted relation R of size N .



Suppose that the tuples of R are assigned numbers be-
tween 1 and N , in the sorted order. To select a system-
atic sample of n samples, if k = dN

n e then every kth
tuple is selected, starting with a randomly chosen num-
ber between 1 and k. For instance, for N = 2000 and
n = 200, k = 2000/200 = 10. Therefore, we would se-
lect every 20th tuple, starting with a randomly chosen
number 5.

4. Experimental Setup

We have implemented the algorithms described in
Section 3 in our QPET prototype [9]; the prototype is
based on the code of an open-source relational data-
management system PostgreSQL version 7.3.4 [4]. We
performed the experiments on a single-processor 2.8
GHz Pentium-IV machine with 512MB memory and
80GB hard space running RedHat 9 Linux. We used
the TPC-H [29] database of total size 2.89MB (scale
factor 1); please see Appendix A for the relation lay-
out in the database. The query workload for the ex-
periments is loosely based on TPC-H queries; please
see Appendix B for a full description of the queries we
used in the experiments. We have conducted experi-
ments with queries defined using the following param-
eters. (In the experiments, we used at least 30 queries
for each parameter distribution.)

• Relations sizes: We divided stored TPC-H data
into relations of small (1 to 10, 000 tuples),
medium (10, 000 to 800, 000 tuples), and large
(over 800, 000 tuples) size. In the experiments,
we used queries defined on relations of either
uniform or mixed sizes. Queries on relations
of small size were defined using TPC-H rela-
tions region, nation, and supplier; relations
customer, part, and partsupp were used to de-
fine queries on relations of medium size; finally, we
used orders and lineitem for queries on large-
size relations. The small/medium mix used re-
lations region, nation, supplier, customer,

part, and partsupp, and so on.

• Data distribution : We conducted the experiments
using several degrees of skew for the attributes, in
the range between the low value of 0 and the high
value of 6. We used the following formula for skew:

n

(n− 1)(n− 2)

∑
(
xi − x̄

s
)3,

here n is relation size, xi is attribute value in tuple
i, x̄ is the average value, and s is standard devia-
tion. We consider the following ranges of degrees

of skew: 0 (which corresponds to the uniform dis-
tribution of data), (0 − 1], (1 − 2], and (2 − 6].
In case of uniform distribution (i.e., in case of de-
gree of skew 0), we ran separate experiments on
non-key and key attributes.

• Selectivities : We conducted the experiments us-
ing two different types of selectivities. If the (join
or selection) selectivity in a query is within the
interval [0, 0.2], we say that the query has low
selectivity; queries with selectivity within [0.8, 1]
are high-selectivity queries. (By design of TPC-H,
join selectivities on TPC-H relations do not exceed
1.) In the experiments, we ignored selectivities be-
tween 0.2 and 0.8, because the probabilities of the
tuples to be selected are almost the same in those
cases.

• Query conditions: In the experiments, we used
select-project-join queries with equality and range
(i.e., inequality) selection and join conditions.

• Sample sizes: In our experiments, we investigated
the accuracy of query-size estimates using various
sample fractions. We use 5%, 10% and 15% sample
fractions, which are the number of tuples sampled
relative to the size of the relation to be sampled.

• Elapsed time: We show elapsed time on relations
of varying sizes using various sampling fractions.
To estimate the time elapsed for a range of condi-
tions on the relations, we used the 10% sampling
fraction on all TPC-H stored tables. (Because the
stopping conditions for simple random sampling
do not depend on relation sizes, the time elapsed
in this case does not depend on relation size either.
Thus, this approach is ignored for that method.
Moreover, we do not use relations nation and
region in the approach, as their size is too small.)

• Mean relative error: All the experimental results
are presented in terms of the mean relative error,
which is defined as

S∑

i=1

100 ∗ abs(µ̂iN−µN)
µN

S
;

here, S is the number of samplings, µ is the actual
selectivity, µ̂ is the estimated selectivity which re-
sults from the ith sampling, µ̂iN is the query-size
estimate with the ith sampling, and µN is the ac-
tual size of the query answer. The range of ac-
ceptable values of the relative error is application
dependent or is determined by user requirements.



5. Experimental Results

5.1. Impact of Relation Sizes

Figure 3 shows the average relative error between
actual query sizes and the outputs of each method,
depending on the sizes of relations used in the query
definitions. In Figure 3, we use the letter S to de-
note small-size relations, M to denote medium-size re-
lations, L for large-size relations; the Figure shows re-
sults for queries on same-size relations and on com-
binations. For instance, the value of the average rel-
ative error for random sampling is 30 on queries de-
fined using medium- and large-size relations, M-L. We
can see from Figure 3 that overall, systematic sam-
pling performs better in our experiments than maxdiff
and simple random sampling. In fact, systematic sam-
pling method shows almost stable results for all cases
except queries on small-size relations. For small-size
queries, the maxdiff-histogram based method shows
very accurate results — approximately 0% average rel-
ative error. In other cases, systematic sampling is the
best-performing method. In particular, for queries on
large-size relations, the accuracy of systematic sam-
pling is significantly higher than the accuracy of simple
random sampling and of the maxdiff method. Based
on these results, we suggest using maxdiff histograms
when queries are defined on small-size relations; in
other cases, systematic sampling gives higher accuracy
than the other methods.
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Figure 3. Impact of relation sizes

5.2. Impact of Frequency Skew

Figure 4 shows the average relative error depend-
ing on the degree of skew in the frequency set for at-
tribute values. In the Figure, we use Non to denote
nonskew frequency, Low for low skew, Med for medium
skew, and High for high skew, see Section 4 for the skew
ranges used in the experiments. (In the nonskew case,
we ran the experiments using primary-key attributes.)

Overall, our results show that as the degree of skew
increases, the accuracy of the outputs of all methods
increases with the increase in the degree of skew. In
our experiments, maxdiff and systematic sampling ex-
hibited higher accuracy than simple random sampling
— the two methods show less than 5% average rel-
ative error in most cases. When value frequencies are
highly skewed, all three methods perform with high ac-
curacy (i.e., output estimates within 3% of the actual
result sizes). In summary, when data frequencies are
highly skewed or not skewed at all, we can choose any
of three methods because the average errors are very
similar. On the other hand, simple random sampling
does not seem to be accurate when data frequencies are
low-skewed or medium-skewed.

We did another set of experiments for uniformly dis-
tributed data, this time using nonkey attributes. As
can be sees in Figure 5, the results are different from
those for the nonskew (Non) case in Figure 4. The
reason is, the values of primary keys are unique by def-
inition. Therefore, for queries with conditions on a mix
of primary keys and nonkey attributes, the estimated
relative error is worse than that for queries with con-
ditions on only nonkey attributes. In the experiments
with nonkey attributes (Figure 5), systematic sampling
shows more accurate results than those of the other two
methods; the relative error is low for all three methods.
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Figure 4. Impact of frequency skew

5.3. Impact of Selectivities

Figure 6 shows the average relative error depending
on the values of selectivities. In a low-selectivity en-
vironment, the method based on maxdiff histograms
and the systematic-sampling method have relatively
low errors. In contrast, we see the opposite results in a
high-selectivity environment: Simple random sampling
performs slightly better than the two other methods.
Intuitively, for queries whose conditions have low se-
lectivities it is better to choose systematic sampling.
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In other cases, simple random sampling is preferred,
although all three methods have low error.
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Figure 6. Impact of selectivities

5.4. Impact of Query Conditions

The average relative errors for various query condi-
tions are plotted in Figure 7. For equality conditions,
the relative error given by systematic sampling is close
to zero, and the maxdiff method shows better results
than simple random sampling. We conclude that the
best method for queries with equality conditions is sys-
tematic sampling. For queries with range selectivities,
we see excellent accuracies in all three methods. Over-
all, systematic sampling has a lower relative error than
the other two methods. Intuitively, more accurate re-
sults in case of range queries stem from a larger num-
ber of candidate samples. Therefore, if a stored rela-
tion has repeated values, the probability of selecting a
value repeatedly is relatively high. In conclusion, any
of the three methods can be used for range queries.
It is recommended to use systematic sampling for join
operations.

5.5. Impact of Sampling Fractions on Accuracy

We ran experiments with 5, 10 and 15% sampling
fractions in the maxdiff-histogram based method and
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Figure 7. Impact of query conditions

in systematic sampling. For the experiments, instead
of using Chaudhuri’s algorithm [8] for maxdiff, we set
the number of samples in maxdiff to a fixed value of
sampling fraction. For systematic sampling, Figure 8
shows that, not surprisingly, by sampling more values
we can get more accurate results. Similarly, for maxd-
iff, we can see in Figure 8 that we can get more accurate
result when we apply 10% sampling fraction than in
case of 5%. However, we get worse results when we use
15% sampling fraction. Thus, it is not always good to
use too many sample values. Therefore, we recommend
calibration of sampling sizes in methods for view-size
estimation.
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Figure 8. Sampling fractions and accuracy

5.6. Measuring Elapsed Times

We ran experiments to measure the time required
to execute each of the three methods using relations
and samples of varying sizes. We ignored simple ran-
dom sampling for the case of relation sizes, because the
method stops when many sample values are matched
early. Thus, Figure 9 shows the measurements for
maxdiff and systematic sampling only. Systematic
sampling may take a long time to find the specific lo-
cation of a sampled tuple. In contrast, because sample
values are chosen randomly for maxdiff histograms, his-
togram construction is not too time consuming unless



the tables are very large. Figure 10 shows the results of
another experiment that we did to measure the elapsed
time with respect to sample sizes. We can see in the
Figure that simple random sampling takes more time
than either other method. Intuitively, when many sam-
ple values are taken in simple random sampling, it is
time consuming to compare and recalculate the mean
and variance for each new sample value. For systematic
sampling and maxdiff, Figure 10 shows patterns that
are similar to the results for relation sizes, see Figure 9.
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Figure 10. Sample sizes and elapsed times

5.7. Summary of the Experimental Results

In our experiments, we analyzed the accuracy of
query-size estimation for select-project-join queries us-
ing simple random sampling, maxdiff histograms, and
systematic sampling. We measured the accuracy based
on the difference between the actual sizes of the query
answers on the TPC-H database and the size estimates
returned by each method. The goal of the experiments
was to determine query parameters whose values would
influence the accuracy of the methods, and to use the
parameters to formulate guidelines in various query en-
vironments. We have elicited the following parameters:

relation size, degree of skew, selectivity, query predi-
cates and sample size fractions, see Section 4 for details.
In addition to doing experiments which measured the
accuracy of each method based on the values of each
parameter, we estimated the runtime of each method
with respect to relation and sample sizes.

Overall, systematic sampling is the best method in
almost all cases if the stored data is sorted and the run-
time of the method is ignored. Maxdiff histograms are
a preferred method when relation sizes are small and
the degree of frequency skew is between 1 and 2. Fi-
nally, simple random sampling is preferred when query
selectivities are within the range of 0.8 to 1. When the
stored data are not sorted, systematic sampling is not
a preferred method because to sort a relation, it scans
the entire relation. (In this case, it does not make
sense to sample further, because all values in the rela-
tion have already been touched by the sorting proce-
dure.) Moreover, systematic sampling is not preferred
if elapsed time is a consideration, because it may take
too long to find specific tuple positions.

6. Conclusions and Future Work

Deciding whether a materialized view can improve
the efficiency of evaluating a query is based on the num-
ber of tuples in the materialized view — in particular,
if the relation for a materialized view is too large then
using the view in query execution could be more expen-
sive than other available strategies for the same query.
Given a view definition, one can compute exactly the
size of the materialized view by precomputing and stor-
ing in the database the answer to the definition; at the
same time, using this strategy can be prohibitive in
terms of the time and system resources consumed in
the precomputation of large view relations. Our QPET
system architecture for automated query-performance
tuning uses view definitions and feedback from an ex-
tended query optimizer to determine whether a view
is competitive in answering the given frequent and im-
portant queries and thus should be materialized; the
optimizer bases its feedback on an estimate of the size
of each materialized view based on the view definition.

In this paper we studied three approaches for es-
timating the sizes of materialized views based on the
view definitions; the approaches are based on methods
for estimating query-result sizes. We have explored the
accuracy of view-size estimates given by the promis-
ing methods of simple random sampling, maxdiff his-
tograms, and systematic sampling. We did an imple-
mentation and an experimental evaluation of the ac-
curacy of the methods in several environments; in the
experimental setup, we defined several parameters in



query definitions and studied how the values of each pa-
rameter affect each view-size estimation method. The
experimental results can be used as guidelines to choose
the best method in each condition when estimating
the sizes of materialized views in automated query-
performance tuning.

Our experimental results show that systematic sam-
pling is the most accurate and stable method for our
purposes. However, when we consider the runtimes of
the methods (in particular, sorting in case of system-
atic sampling), it may take systematic sampling too
long to choose specific tuple positions, depending on
the relation and sample sizes. We can summarize the
recommended methods in each category when sorting
procedure and taken time are ignored as follows:

• Size : We can recommend maxdiff histograms with
sampling if relation sizes do not exceed 10, 000 tu-
ples. Otherwise, systematic sampling is preferred
with approximately 10% average relative error.

• Degree of skew: Overall, we can choose any of the
three methods in the nonskew case (for primary
keys) or if the degree of skew is high. In the other
cases, maxdiff histograms and systematic sampling
are recommended.

• Selectivity: We recommend systematic sampling
if query selectivities are between 0 and 0.2, and
recommend simple random sampling if selectivities
are within the range 0.8 to 1.

• Query conditions: We recommend systematic
sampling for all types of query conditions. In par-
ticular, each of the three methods works well for
range queries.

• Sampling fraction: We recommend systematic
sampling in all 5, 10 and 15% of sampling frac-
tions. For maxdiff histograms, we show that se-
lecting an appropriate sampling fraction may be
necessary, as the accuracy of the result is not di-
rectly proportional to sample sizes.

We now discuss some directions of our ongoing and
of possible future work. We plan to extend our exper-
iments to more parameters and other datasets. Fur-
ther, more work is needed on examining the tradeoffs
between accuracy and resource consumption in view-
size estimators. In particular, relatively more expen-
sive methods may be still acceptable when views are
materialized offline for queries that are expected to re-
main frequent and important in the system for a long
time (e.g., weeks or months). Finally, different meth-
ods seem to be needed for complex queries whose defi-
nitions use numerous join and selection conditions. In

this case, the methods we have explored so far are ex-
pected to become less accurate as the error accumulates
from the leaves to the root of the query plan. The an-
swer in this case could be to evaluate the query on the
results of sampling the original stored data. Studying
algorithms for accurate sampling of stored data for this
purposes is a topic of our future work.
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A. TPC-H Table Layout

In this section, we explain layouts for TPC-H ta-
bles. We indicate column names, data types, sizes and
primary keys.

PART Table

Column Name Data Type
PARTKEY identifier
NAME variable text, size 55
MFGR fixed text, size 25
BRAND fixed text, size 10
TYPE variable text, size 25
SIZE integer
CONTAINER fixed text, size 10
RETAILPRICE decimal
COMMENT variable text, size 23
Primary Key PARTKEY

SUPPLIER Table

Column Name Data Type
SUPPKEY identifier
NAME fixed text, size 25
ADDRESS variable text, size 40
NATIONKEY identifier
PHONE fixed text, size 15
ACCTBAL decimal
COMMENT variable text, size 101
Primary Key SUPPKEY

PARTSUPP Table

Column Name Data Type
PARTKEY identifier
SUPPKEY identifier
AVAILQTY integer
SUPPLYCOST decimal
COMMENT variable text, size 199
Primary Key PARTKEY, SUPPKEY

CUSTOMER Table

Column Name Data Type
CUSTKEY identifier
NAME variable text, size 25
ADDRESS variable text, size 40
NATIONKEY identifier
PHONE fixed text, size 15
ACCTBAL decimal
MKTSEGMENT fixed text, size 10
COMMENT variable text, size 117
Primary Key CUSTKEY

ORDERS Table

Column Name Data Type
ORDERKEY identifier
CUSTKEY identifier
ORDERSTATUS fixed text size, size 1
TOTALPRICE decimal
ORDERDATE date
ORDERPRIORITY fixed text, size 15
CLERK fixed text, size 15
SHIPPRIORITY integer
COMMENT variable text, size 79
Primary Key ORDERKEY

NATION Table

Column Name Data Type
NATIONKEY identifier
NAME identifier
REGIONKEY identifier
COMMENT variable text, size 152
Primary Key NATIONKEY

REGION Table

Column Name Data Type
REGIONKEY identifier
NAME identifier
COMMENT variable text, size 152
Primary Key REGIONKEY

LINEITEM Table

Column Name Data Type
ORDERKEY identifier
PARTKEY identifier
SUPPKEY identifier
LINENUMBER integer
EXTENDEDPRICE decimal
DISCOUNT decimal
TAX decimal
RETURNFLAG fixed text, size 1
LINESTATUS fixed text, size 1
SHIPDATE date
COMMITDATE date
RECEIPTDATE date
SHIPINSTRUCT fixed text, size 25
SHIPMODE fixed text, size 10
COMMENT variable text, size 44
Primary Key ORDERKEY, LINENUMBER

B. Queries for Experiments

In this section, we explain representative queries for
each category to use experimental results.



B.1. Size Category

This category has small, medium, large, small-
medium, small-large, medium-large, small-medium-
large set. For each set of table sizes, we illustrate
queries for experiments.

1. SMALL TABLE : Table sizes are less than or equal
to 10,000.

select regionkey from nation

where regionkey = ‘3’;

select nationkey from nation

where nationkey = ‘12’;

select regionkey from region

where regionkey = ‘4’;

select nationkey from supplier

where nationkey = ‘21’;

select acctbal from supplier

where acctbal = 8091.65;

select suppkey from supplier

where suppkey = ‘3942’;

select r.regionkey, n.nationkey

from nation n,region r

where n.nationkey = ‘17’

and r.regionkey = ‘4’

and n.regioney = r.regionkey;

select * from nation n,region r

where r.regionkey = n.regionkey;

select r.regionkey from nation n,region r

where n.regionkey = ‘1’

and n.regionkey = r.regionkey;

select * from supplier s,nation n

where s.nationkey = ‘8’

and s.nationkey = n.nationkey;

2. Medium Table : Table sizes are greater than
10,000 and less than or equal to 800,000.

select custkey from customer

where custkey =‘7204’;

select acctbal from customer

where acctbal = 1228.24;

select mktsegment from customer

where mktsegment = ‘HOUSEHOLD’;

select partkey from part

where partkey = ‘4941’;

select mfgr from part

where mfgr = ‘Manufacturer#3’;

select brand from part

where brand = ‘Brand#43’;

select type from part

where type = ‘PROMO ANODIZED STEEL’;

select * from part p,partsupp ps

where p.partkey = ps.partkey;

select * from part p,partsupp ps

where p.partkey = ‘32’

and p.partkey = ps.partkey;

select brand from part

where brand >= ‘Brand#20’;

select availqty from partsupp

where availqty > 50;

3. Large Table : Table sizes are greater than 800,000
and less than or equal to 6,001,215.

select orderstatus from orders

where orderstatus = ‘F’;

select orderdate from orders

where orderdate = date ‘1992-01-23’;

select orderpriority from orders

where orderpriority = ‘5-LOW’;

select partkey from lineitem

where partkey = ‘32012’;

select linenumber from lineitem

where linenumber = 4;

select orderstatus

from orders o,lineitem l

where o.orderkey = l.orderkey

and o.orderkey = ‘1000097’;

select orderstatus from orders

where orderstatus <= ‘O’;



select orderdate from orders

where orderdate <= date ‘1992-10-25’;

select * from lineitem

where linenumber <= 5;

select * from lineitem

where commitdate > date ‘1992-06-21’;

4. S-M Tables : Mixed type of small and medium
sizes of tables.

select * from partsupp ps,supplier s

where ps.suppkey = s.suppkey;

select * from partsupp ps,supplier s

where ps.availqty >= 670

and s.suppkey = ‘7310’

and ps.suppkey = s.suppkey;

select * from partsupp ps,supplier s

where ps.supplycost < 1000.00

and s.acctbal < 3000.00

and ps.suppkey = s.suppkey;

select * from customer c,supplier s

where c.nationkey = s.nationkey;

select * from customer c,supplier s

where c.acctbal <= 3000.00

and s.acctbal <= 0.00

and c.nationkey = s.nationkey;

select * from nation n,region r,part p

where p.retailprice >= 935.00

and r.regionkey = n.regionkey;

select *

from part p,partsupp ps,

customer c,nation n

where p.container = ‘JUMBO BOX’

and ps.supplycost = 1.00

and p.partkey = ps.partkey

and n.nationkey = c.nationkey;

select *

from part p,partsupp ps,

customer c,nation n

where p.partkey = ps.partkey

and c.acctbal <= 4000.00

and c.nationkey = n.nationkey;

select s.nationkey,p.size,ps.supplycost

from supplier s,customer c,

part p,partsupp ps

where s.nationkey = ‘10’

and s.nationkey = c.nationkey

and p.size > 50

and ps.supplycost <= 12.00

and p.partkey = ps.partkey;

select r.name,p.size,ps.availqty

from region r,nation n,supplier s,

part p,partsupp ps,customer c

where r.regionkey = n.regionkey

and n.regionkey = ‘4’

and s.nationkey = n.nationkey

and p.size < 150

and ps.availqty >=1000

and p.partkey = ps.partkey

and c.acctbal = 6853.37

and c.nationkey = n.nationkey;

5. S-L Tables : Mixed type of small and large sizes
of tables

select n.name, o.orderstatus

from nation n,orders o

where n.name = ‘JAPAN’

and o.orderstatus = ‘F’;

select n.nationkey, o.orderpriority

from nation n,orders o

where n.nationkey = ‘12’

and o.orderpriority > ‘3-MEDIUM’;

select clerk

from nation n,orders o

where clerk = ‘Clerk#000000039’

and n.nationkey = ‘22’;

select n.nationkey, l.returnflag

from nation n,lineitem l

where n.nationkey = ‘4’

and l.returnflag = ‘R’;

select o.orderpriority

from orders o,region r

where o.orderpriority <= ‘4-NOT SPECIFIED’

and r.regionkey < ‘3’;

select n.nationkey, o.orderpriority

from nation n,orders o,supplier s

where n.nationkey = s.nationkey

and o.orderpriority = ‘5-LOW’;

select o.orderdate,n.nationkey

from orders o,nation n,supplier s



where o.orderdate >= date ‘1992-09-10’

and n.nationkey = s.nationkey;

select o.clerk,n.nationkey

from orders o,nation n,supplier s

where o.clerk = ‘Clerk#000000028’

and n.nationkey = ‘4’

and s.acctbal > 10200.00

and s.nationkey = n.nationkey;

select *

from lineitem l,nation n,region r

where l.quantity <= 1000.00

and n.regionkey = r.regionkey;

select n.regionkey, l.quantity

from nation n,region r,lineitem l

where n.regionkey = r.regionkey

and l.quantity > 500.00;

6. M-L Tables : Mixed type of medium and large
sizes of tables.

select c.custkey, c.mktsegment

from customer c,orders o

where c.custkey = o.custkey;

select o.custkey, c.acctbal

from customer c,orders o

where o.orderkey = ‘79999’

and c.acctbal >= 8000.00

and c.custkey = o.custkey;

select c.custkey, c.mktsegment

from orders o,customer c

where c.mktsegment = ‘MACHINERY’

and o.clerk = ‘Clerk#000000010’

and c.custkey = o.custkey;

select p.brand from part p,orders o

where p.brand = ‘Brand#55’

and o.totalprice <= 300000.00;

select ps.supplycost

from partsupp ps,orders o

where ps.supplycost >= 10000.00

and o.custkey = ‘108290’;

select l.linenumber

from lineitem l,customer c

where l.linenumber >= 7

and c.phone = ‘32-363-455-4837’;

select l.partkey, p.type

from lineitem l,part p

where l.quantity < 100

and p.type = ‘ECONOMY ANODIZED STEEL’

and l.partkey = p.partkey;

select p.partkey, l.returnflag

from lineitem l,part p

where size >= 50

and l.returnflag = ‘A’

and l.partkey = p.partkey;

select l.suppkey,l.returnflag

from partsupp ps,lineitem l

where ps.suppkey = l.suppkey;

select *

from partsupp ps,lineitem l

where ps.availqty > 1000000

and l.linenumber < 4

and ps.suppkey = l.suppkey;

7. S-M-L Tables : Mixed type of small, medium and
large sizes of tables.

select n.nationkey,c.custkey

from nation n,customer c,orders o

where n.nationkey = ‘3’

and c.custkey = o.custkey

and n.nationkey = c.nationkey;

select c.custkey, c.mktsegment

from customer c,orders o, nation n

where c.mktsegment = ‘HOUSEHOLD’

and n.nationkey = ‘13’

and o.orderpriority = ‘3-MEDIUM’

and c.custkey = o.custkey

and n.nationkey = c.nationkey;

select o.custkey

from customer c,orders o,nation n

where c.custkey = o.custkey

and n.nationkey = ‘11’

and c.nationkey = n.nationkey;

select o.custkey, o.clerk

from nation n,customer c,orders o

where o.clerk = ‘Clerk#000000002’

and n.nationkey = c.nationkey

and o.custkey = c.custkey;

select r.regionkey,p.size

from orders o,part p,region r

where r.regionkey = ‘4’

and p.size < 16



and o.orderpriority = ‘5-LOW’;

select s.nationkey, l.suppkey

from lineitem l,supplier s,customer c

where l.linenumber = 3

and s.nationkey = c.nationkey

and l.suppkey = s.suppkey;

select *

from nation n,part p,orders o

where n.name = ‘JORDAN’

and p.type = ‘ECONOMY BRUSHED NICKEL’

and o.orderdate = date ‘1992-11-30’;

select *

from orders o,partsupp ps,supplier s

where o.orderkey = ‘208321’

and ps.supplycost < 47000.00

and s.suppkey = ‘5311’

and ps.suppkey = s.suppkey;

select ps.partkey,ps.suppkey

from partsupp ps,supplier s,orders o

where ps.suppkey = s.suppkey

and o.orderstatus = ‘F’;

select n.regionkey,l.linenumber

from nation n,customer c,lineitem l

where n.regionkey = ‘1’

and c.custkey = ‘32000’

and l.linenumber <= 3

and c.nationkey = n.nationkey;

B.2. Skew Category

This category has non-skew, low-skew, mid-skew
and high-skew queries.

1. Non Skew : Degree of skew is 0.

select regionkey from region

where regionkey = ‘3’;

select regionkey from nation

where regionkey = ‘4’;

select mfgr from part

where mfgr = ‘Manufacturer#5’;

select suppkey, acctbal from supplier

where acctbal = 4641.48;

select p.partkey, ps.suppkey

from partsupp ps,supplier s

where ps.suppkey = s.suppkey;

select n.regionkey,s.phone

from region r,nation n,supplier s

where r.regionkey = n.regionkey

and s.phone = ‘14-144-830-2814’

and s.nationkey = n.nationkey;

select ps.suppkey

from supplier s,part p,partsupp ps

where ps.suppkey = s.suppkey

and p.mfgr = ‘Manufacturer#2’

and p.partkey = ps.partkey;

select * from region

where regionkey > ‘1000’;

select * from nation

where nationkey > ‘11’;

select * from supplier

where acctbal < 3393.08;

2. Low Skew : Degree of skew is greater than 0 and
less than or equal to 1.

select * from orders

where clerk = ‘Clerk#000000028’;

select * from orders

where orderdate = date ‘1992-02-22’;

select * from part

where type = ‘ECONOMY PLATED TIN’;

select * from part where size = 29;

select * from part

where mfgr = ‘Manufacturer#4’;

select * from lineitem

where linenumber = 6;

select l.partkey, s.nationkey

from lineitem l,part p,supplier s

where l.shipmode = ‘MAIL’

and p.container = ‘WRAP BOX’

and l.partkey = p.partkey

and l.suppkey = s.suppkey

and s.nationkey > ‘10’;

select c.custkey

from customer c,part p

where c.mktsegment = ‘MACHINERY’



and p.size = 30

and c.custkey = o.custkey;

select discount from lineitem

where discount > 0.04;

select discount from lineitem

where discount = 0.05;

3. Mid Skew : Degree of skew is greater than 1 and
less than or equal to 2.

select * from orders

where orderstatus = ‘P’;

select * from orders

where orderpriority = ‘4-NOT SPECIFIED’;

select tax from lineitem

where tax = 0.02;

select orderkey,partkey,suppkey

from lineitem

where returnflag = ‘A’;

select orderkey,partkey,suppkey,tax

from lineitem where tax <= 0.03;

select * from lineitem l,orders o

where o.orderstatus = ‘F’

and l.tax > 0.00

and l.orderkey = o.orderkey;

select * from orders o,lineitem l

where o.orderpriority = ‘3-MEDIUM’

and l.returnflag < ‘N’

and l.orderkey = o.orderkey;

select * from lineitem l,orders o

where o.orderstatus < ‘O’

and l.returnflag = ‘A’

and l.orderkey = o.orderkey;

select orderstatus from orders

where orderstatus > ‘F’;

select * from lineitem l,orders o

where o.orderpriority > ‘1-URGENT’

and l.tax = 0.06

and o.orderkey = l.orderkey;

4. High Skew : Degree of skew is greater than 2 and
less than or equal to 6.

select * from lineitem

where shipdate = date ‘1992-02-22’;

select * from lineitem

where commitdate = date ‘1992-04-20’;

select * from lineitem

where shipdate > date ‘1992-02-29’;

select * from lineitem

where commitdate > date ‘1992-06-22’;

select * from lineitem

where shipdate < date ‘1992-02-13’;

select * from lineitem

where commitdate < date ‘1992-05-31’;

select * from lineitem

where shipdate <= date ‘1992-02-24’;

select * from lineitem

where commitdate <= date ‘1992-04-26’;

select * from lineitem

where shipdate >= date ‘1992-06-14’;

B.3. Selectivity Category

In this section, we suggest queries for experiments
in selectivity category.

1. Low Selectivity : Selectivity is between 0 and 0.2.

select * from region

where regionkey = ‘3’;

select * from nation

where nationkey = ‘11’;

select * from customer

where nationkey = ‘19’;

select * from orders

where clerk = ‘Clerk#000000038’;

select * from supplier s,nation n

where s.nationkey = n.nationkey;

select * from part p,partsupp ps

where p.partkey = ps.partkey;

select *

from supplier s,nation n,region r



where n.regionkey = r.regionkey

and s.acctbal > 0.00

and s.nationkey = n.nationkey;

select *

from customer c,nation n,orders o

where c.nationkey = n.nationkey

and o.orderdate > date ‘1992-01-03’

and o.custkey = c.custkey;

select * from customer

where mktsegment = ‘AUTOMOBILE’;

select * from lineitem

where discount = 0.04;

2. High Selectivity : Selectivity is between 0.8 and 1.

select * from orders where shippriority = 0;

select * from orders

where clerk > ‘Clerk#000000014’;

select * from lineitem

where quantity > 10.00;

select *

from lineitem l,partsupp ps,

supplier s,nation n

where l.quantity > 8.00

and s.nationkey = n.nationkey

and ps.availqty > 10;

select * from part where brand < ‘Brand#52’;

select *

from partsupp ps,lineitem l,

part p,customer c

where ps.availqty > 5

and linenumber < 7

and mfgr > ‘Manufacturer#1’

and c.mktsegment >= ‘AUTOMOBILE’;

select * from orders,lineitem

where linenumber > 1

and orders.orderdate > date ‘1992-01-03’;

select * from lineitem

where extendedprice > 910.00;

select *

from orders o,nation n,region r

where o.shippriority = 0

and n.nationkey > ‘0’

and r.regionkey > ‘0’;

B.4. Query Conditions

In this section, we suggest queries for equality, range
and join conditions for experiments.

1. Equality Conditions : The equality predicates (=)
are used for selection operations in queries.

select partkey from part

where partkey = ‘10’;

select supplycost from partsupp

where supplycost = 1.26;

select availqty from partsupp

where availqty = 32;

select suppkey from partsupp

where suppkey = ‘1001’;

select type from part

where type = ‘ECONOMY PLATED COPPER’;

select size from part where size = 21;

select * from orders

where totalprice = 112986.49;

select * from orders

where orderdate = date ‘1992-01-18’;

select * from orders

where orderstatus = ‘P’;

select * from lineitem

where linenumber = 3;

2. Range Conditions : The range predicates (<,
>, <=, >=) are used for selection operations in
queries.

select * from region

where regionkey > ‘3’;

select * from supplier

where acctbal < 10000.00;

select * from supplier

where acctbal <= 30000.00;

select * from part

where brand > ‘Brand#34’;



select * from part

where brand <= ‘Brand#15’;

select * from part where size > 21;

select * from part where size <= 39;

select * from partsupp

where supplycost > 20000.00;

select * from orders

where totalprice < 15000.00;

select * from lineitem

where linenumber >= 2;

3. Join Queries : The equality predicates (=) are
used for join operations in queries.

select * from supplier s,nation n

where s.nationkey = n.nationkey;

select * from supplier s,partsupp ps

where s.suppkey = ps.suppkey;

select * from customer c,nation n

where c.nationkey = n.nationkey;

select * from orders o,customer c

where o.custkey = c.custkey;

select * from orders o,lineitem l

where o.orderkey = l.orderkey;

select * from lineitem l,supplier s

where l.suppkey = s.suppkey;

select * from customer c,supplier s

where c.nationkey = s.nationkey;

select * from lineitem l,part p

where l.partkey = p.partkey;

select * from lineitem l,partsupp ps

where l.suppkey = ps.suppkey;

select * from region r,nation n

where r.regionkey = n.regionkey;

B.5. Sampling Fractions

In this section, we suggest queries for various sam-
pling fractions. All queries are same with all

sampling fractions for the accurate comparison.
Queries consist of selection operations using equal-
ity (=) and range predicates (<, <=, >=, >).

select * from supplier

where nationkey >= ‘3’;

select * from supplier

where nationkey = ‘21’;

select * from partsupp

where suppkey = ‘1015’;

select * from partsupp

where supplycost >= 100.00;

select * from part

where brand = ‘Brand#55’;

select * from customer

where nationkey = ‘21’;

select * from customer

where mktsegment = ‘FURNITURE’;

select * from orders

where custkey >= ‘108284’;

select * from orders

where clerk <= ‘Clerk#000000006’;

select * from lineitem

where linenumber = 7;


