ABSTRACT

DUNLAP, TREVOR ADAM. Enhancing Vulnerability Information Using Automated Analysis.
(Under the direction of Dr. William Enck and Dr. Bradley Reaves).

Software is complex, not only due to the code within a given project but also due to the vast
ecosystem of open-source dependencies and transitive dependencies upon which each project
relies. When one of a project’s dependencies contains a security vulnerability, the project
maintainer must either update the dependency, patch the dependency, or determine that the
vulnerability does not affect the project. Unfortunately, vulnerability information is messy and
incomplete, making the process of resolving vulnerable dependencies highly manual and error-
prone. When this manual process is combined with a large number of project dependencies
and a high rate of vulnerability discovery, project maintainers are left in an untenable position.

Our work seeks to clean up and enrich information in vulnerability databases to enable
future automated tools that help project maintainers efficiently triage vulnerability reports.
First, we present our efforts to identify security fixes missing from vulnerability databases
using a novel approach called Differential Alert Analysis (DAA). Developers often discover and
fix vulnerabilities without going through the process of contacting a Common Vulnerability
Enumeration (CVE) Numbering Authority (CNA). We applied DAA to a large corpus of per-
commit static application security testing (SAST) tool alerts to study silent fixes in NPM, Go,
PyPI, and Maven, adding to the public knowledge of vulnerability fixes. Second, we describe
our efforts to enhance existing vulnerability advisories with links to commit patches that fix
them, also known as vulnerability fixing commits (VFCs). Our tool, VFCFinder, surpasses prior
VFC discovery tools using state-of-the-art natural language programming language models.
We incorporate VFCFinder into a more extensive pipeline of GitHub security advisories to
identify previously undocumented patch links, backfilling over 300 security advisories with
their patches. Finally, we address the challenge of identifying vulnerable functions associated
with a security advisory. This process is typically manual or relies on a naive automated ap-
proach that incorrectly assumes all functions changed in a security patch link are vulnerable.
We explore using open-source large language models to enhance the process of pairing security
advisories with their vulnerable functions. Compared to the prior naive automated approach,
we demonstrate a significant increase in precision and only a minor decrease in recall. Identify-
ing security fixes and pairing security advisories with patch links and vulnerable functions lays
the groundwork for more automated tools, such as reachability analysis, which aid maintainers

in triaging vulnerability reports.
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CHAPTER

INTRODUCTION

Open-source software (OSS) plays a significant role in the security of nearly all software used in
production. In a recent report, 97% of codebases use OSS components [Syn22]. Unfortunately,
a shortcoming is the vulnerabilities within OSS dependencies [Joh23]. There is a long-held
assumption that the more developers or “many eyes” that review and contribute to OSS projects,
the less likely it is to have vulnerabilities. Nevertheless, vulnerabilities are routinely discovered
in OSS, even for high-profile projects (e.g., Log4j).

In the current landscape, vulnerabilities in software are abundant and varied. Effective
communication of these vulnerabilities is crucial for the security of the software supply chain.
To streamline the reporting and tracking of these vulnerabilities, the U.S. Department of
Homeland Security and the Cybersecurity and Infrastructure Security Agency back the MITRE
corporation’s Common Vulnerability Enumeration (CVE) Program [NIS23b]. Through this
program, researchers and vendors can report vulnerabilities, which the CVE Assignment Team
and CVE Numbering Authorities then assign unique tracking numbers (CVE IDs).

MITRE has simplified vulnerability reporting with its dedicated CVE intake form. The form
mandates three fields: vulnerability type (chosen from a drop-down with options like Buffer
Overflow, SQL Injection, and an "other or unknown" category), product vendor, and affected
products with their versions. The form also offers optional sections covering acknowledgment

of the vulnerability, attack nature, potential impact, affected components, attack pathways, a



recommended description, discovery credits, and relevant references. The CVE project em-
phasizes the balance in reporting details; if the information is underreported or overreported,
one risks either missing the appropriate match or obscuring distinguishing details, thereby
increasing the likelihood of errors. Once submissions are processed, the vulnerabilities are
assigned CVE IDs and publicly listed on the CVE list [CVE23].

Over the years, various downstream databases have emerged, such as the National Vul-
nerability Database (NVD) [NIS22], Google’s Open Source Vulnerabilities (OSV) [Goo22c], and
GitHub Security Advisory (GHSA) Database [Git22c], to access the CVE list to enrich their
reports. For example, the NVD offers an additional layer of detail with fields for numerical
vulnerability severity scoring, such as the Common Vulnerability Scoring System score. Google
introduced OSV with an associated schema that emphasizes machine-readable fields. The
schema converts the free-form text from CVEs into structured data, such as fixed versions.
Meanwhile, GHSA streamlines updates for vulnerability data, which has historically been chal-
lenging. GitHub allows the community to submit enhancement suggestions, which the GitHub
security team then verifies for the associated security advisory.

In light of the inherent complexities and the sheer volume of OSS dependencies, ensuring
the accuracy and effectiveness of these advisories is paramount. Both the United States and
the European Union have recognized this importance, stressing the need for high-quality advi-
sories in addressing software dependency vulnerabilities [You22, NIS23a)]. The consequences
of imprecise advisories are not trivial. As noted earlier, if key details are missing or inaccuracies
persist, it may lead to misinterpretations among software developers and system administra-
tors. Such instances can result in ineffective vulnerability management, potentially leaving

software systems vulnerable.

1.1 Problem

However, despite the presence or absence of security advisories, developers and companies
continue to grapple with a recurring dilemma: discerning the urgency and necessity to update
their dependencies [Rem21]. The core of this problem goes beyond mere awareness. While
security advisories highlight the existence of security issues, they often neglect the details to
assist in triaging the vulnerability. For instance, advisories might inform about a vulnerability
but omit details about which specific functions are vulnerable. This information gap not only
makes the patching process cumbersome for developers but can also misguide them into
prioritizing non-critical updates over pressing ones.

The software security industry is building tools [PPS20, End23] to help developers make

informed decisions regarding vulnerability management, but these tools can only function



effectively when accurate information is available. This has led to proprietary databases [Sny23,
Saf23, Vul23] where companies compete on who has the best data to help customers. A signifi-
cant amount of manual effort goes into enriching and collecting data, identifying vulnerability
fixes not in known databases, and labeling the vulnerable code so that risk assessments can
be conducted using automated reachability analysis. Moreover, despite the primary focus
within the security community to identify new vulnerabilities, a limited amount of work is
focused on enhancing existing security advisories [HSCT21, TZM*21, WZB*22]. In turn, this
leads to an increased amount of advisories, yet they remain incomplete and riddled with

inaccuracies [DGC*19].

1.2 Thesis Statement

However, these manual approaches for acquiring high-quality data are inefficient and do
not scale. Industry strongly needs high-fidelity vulnerability information that is both public
and open source [Sab21]. To truly make informed decisions, developers need more than just
the existing high-level security advisories. They need to discern whether their project, in its
unique context, is genuinely at risk. In fact, high-quality data can save developers twice as
much time in solving component upgrades for high-risk vulnerabilities [Son23]. This entails
understanding precisely where the vulnerability existed and, more importantly, the nature
and scope of the applied fix. For example, patch links have been shown to help practitioners
mitigate vulnerabilities by enhancing software composition analysis tools [PPP*20, PPS20] and
enabling patch presence verification [ZQ18, SXX*22, WWS*23], as well as new state-of-the-art
techniques such as enabling few-shot bug repair [MTL*17, XZ23]. The goal of this dissertation is
to make a significant step in this direction by proposing automated approaches that drastically
reduce the manual nature of vulnerability database enhancement and, in turn, aid further
future automated solutions for vulnerability management. Intuitively, our goal is captured by

the following thesis statement:

The ways developers fix and announce vulnerabilities naturally
form patterns that enable the automated identification of affected code.

We demonstrate this thesis statement in three ways. First, we consider identifying fixed
vulnerabilities. We show that a differential analysis of running commercial-of-the-shelf (COTS)
static application security testing (SAST) tools on two versions of code separated by a single
commit can identify when a vulnerability fix occurs. Consequently, this also identifies silently



fixed vulnerabilities. These occur when a developer fixes a vulnerability without issuing a
CVE or making a security announcement. Second, we target going from a security advisory
to the vulnerability fixing commit. We build upon this machine learning-based vulnerability
fix identification approach to design a novel method of deriving a vulnerability fixing commit
from a given security advisory. We are able to identify the VFC in a set of Top-5 commits with
an accuracy of over 96%. We further show that this recall generalizes by adding patch links
to over 300 existing security advisories. Finally, we explore a finer granularity of the affected
vulnerable code, moving from a VFC to identifying the affected functions. We evaluate a set of
large language models (LLMs) to pair security advisories with their vulnerable functions. We
show that using LLMs, various prompting strategies, and incorporating retrieval techniques
can increase the precision of prior naive approaches for identifying vulnerable functions
by 173% while only decreasing recall by 18%. In summary, this research supports the idea
that understanding patterns in how vulnerabilities are fixed and announced can help in the
automated detection of affected code, offering a promising direction for improving security

practices in software development.

1.3 Contributions
In this dissertation, we make the following contributions:

* We introduce Differential Alert Analysis (DAA) to discover vulnerability fixes in software
projects. In contrast to statistical analysis, DAA leverages SAST tools, which reason over
code context and semantics. We provide a language-independent implementation of DAA
and show that for Python and Java-based projects, DAA has high precision for a ground-
truth dataset of vulnerability fixes — even with noisy and low-precision SAST tools. We
then use DAA in two large-scale empirical studies covering several prominent ecosystems,
finding hundreds of resolved alerts, including many never publicly disclosed. DAA is
a powerful, accurate primitive for software projects, code analysis tools, vulnerability
databases, and researchers to characterize and enhance the security of software supply
chains. This work was published at the 8th IEEE European Symposium on Security and
Privacy (EuroS&P) in 2023. For more information about DAA, see Chapter 3.

» We introduce VFCFinder, a tool for pairing security advisories with patch links. VFCFinder
generates the top-five ranked set of VFCs for a given security advisory using natural lan-
guage programming language models. VFCFinder achieves a 96.6% recall for finding
the correct VFC within the Top-5 commits and an 80.0% recall for the Top-1 ranked



commit. VFCFinder generalizes to nine different programming languages and outper-
forms state-of-the-art approaches in terms of Top-1 recall by 36 percentage points. As
a practical contribution, we used VFCFinder to backfill over 300 missing VFCs in the
GitHub Security Advisory (GHSA) database. All of the VFCs were accepted and merged
into the GHSA database. In addition to demonstrating a practical pairing of security
advisories to VFCs, our general open-source implementation will allow vulnerability
database maintainers to drastically improve data quality, supporting efforts to secure
the software supply chain. This work was published at the 19th ACM ASIA Conference
on Computer and Communications Security (AsiaCCS) in 2024. For more information
about VFCFinder, see Chapter 4.

* Finally, we explore using open-source large language models (LLMs) to improve pairing
security advisories with vulnerable functions. We explore various prompting strategies
and learning paradigms (i.e., zero-shot vs. few-shot) and show our approach generalizes
to other open-source LLMs. Compared to the naive automated approach, we show a
173% increase in precision while only having an 18% decrease in recall. The significant
increase in precision to enhance vulnerable function identification lays the groundwork
for downstream techniques that depend on this critical information for security analysis
and threat mitigation. This work was published at the 21st Conference on Detection of In-
trusions and Malware & Vulnerability Assessment (DIMVA) in 2024. For more information

about paring security advisories with vulnerable functions, see Chapter 5.

1.4 Outline

The remainder of this dissertation proceeds as follows. In Chapter 2, we provide the necessary
foundations and related work. In Chapter 3, we introduce Differential Alert Analysis (DAA),
which finds fixes for vulnerabilities silently patched. In Chapter 4, we introduce VFCFinder,
which identifies the missing patch links for existing security advisories. In Chapter 5, we
evaluate the use of open-source large language models (LLMs) to pair security advisories with
vulnerable functions. Finally, in Chapter 6, we conclude this dissertation and propose future

directions for further research.



CHAPTER

2

FOUNDATIONS AND RELATED WORK

Our work relates to multiple areas: static analysis, differential static analysis, identifying vulner-
ability fixes, pairing vulnerability fixes to security advisories, and finally, identifying vulnerable

functions.

2.1 Static Analysis in Security

Static Application Security Testing (SAST), also commonly referred to as static analysis or
white box testing, is a method that reviews source code to detect security vulnerabilities that
can expose applications to attacks. SAST tools operate before code compilation and do not
require the code to be executed. This integration early into the development pipeline allows
developers to identify and repair vulnerabilities promptly without disrupting builds. These
tools offer real-time feedback, graphical depictions of issues, vulnerability pinpointing, and
detailed remediation advice, eliminating the need for deep security expertise. They also support
customized report generation for efficient tracking and contribute to a secure software supply
chain. To get the most out of SAST tools, they need to be run routinely, such as during code
check-ins or releases.

Static analysis is now standard practice for finding security flaws [CM04, APH"08, BBC*10]
in projects of virtually every major language ecosystem [EL02, YKXE03, HP04, LL05, JKKO06,



XA06, LBP*17]. While static analysis can be effective, analysts must overcome poor initial
configuration, faulty warning messages, and frequent false positives [JSMHB13, SJMH"15,
CB16, MS16]. Analysts must also accept that static analysis cannot detect all vulnerabili-
ties [AM14, XXVAE17], the use of multiple tools can improve recall [DSB*18].

Static analysis is particularly well-suited for large-scale analysis ranging from projects to
entire ecosystems [KWLO17]. In fact, static analysis has demonstrated how security vulner-
abilities can propagate through software supply chains [BMS06, PPP*18]. Zimmermann et
al. [ZSTP19] recently analyzed the npm ecosystem and found that up to 40% of projects have
a dependency with a known vulnerability. They also discovered that, on average, an NPM
project would depend on 79 third-party projects, severely increasing the attack surface. Duan
et al. [DAK*20] found 339 malicious projects across registries (PyPI, Npm, and Ruby Gems) by
applying metadata, static, and dataflow analysis techniques. Kula et al. [KGO"18] found across
4,600 GitHub projects that nearly 81.5% of them have outdated dependencies.

2.2 Differential Static Analysis

Differential static analysis is the process of comparing alerts from static analysis tools between
different versions of scanned software. This process of differential static analysis can help
identify fixed vulnerabilities. Over the years, differential static analysis has started to attract
researchers [LVH10]. However, it has yet to use different granularity levels to identify resolved
vulnerabilities. Brumley et al. [BPSZ08] leveraged static and dynamic analysis to determine
various check differences between two programs to build exploits for unpatched software
versions. Partush and Yahav [PY13] focused purely on C to compute the abstract semantic
difference between two programs, one being the unpatched version and the other being the
patched version. Differential assertion checking (DAC) verifies the correctness of assertions over
subsequent program versions and pairs with SymDiff to verify bug fixes [LMSH13]. Verification
Modulo Versions (VMV) [LLFB14] focuses on identifying new alerts and reducing static analysis
alarms using semantic information from previous program versions. SPAIN [XCC*17] considers
two binary versions of a project and discovers security patches by comparing control flow
graphs and semantic function count to determine if a patch is security-related. However, SPAIN
requires heavyweight analysis and knowing when developers might have applied security
patches.

LGTM [LGT22] is a platform running CodeQL against OSS projects, and then a user interface
displays the alert types and location. While not a forefront feature, they also display new and
fixed alerts throughout the commit history. LGTM uses three strategies to understand new and

fixed alerts. The first is location-based matching, which considers the starting line position of



the alert. Second, snippet-based matching considers the start and end positions of the alerts.
Finally, the hash-based alert matching considers the surrounding code to handle refactored
code. While LGTM attempts to handle refactors for fixes, their approach is too fine-grained
and often imprecise, leading to false positives.

2.3 Vulnerability Fixing Commit Identification

Vulnerability fixing commits (VFCs) are a valuable but often missing part of security advisories.
Identifying vulnerability fixing commits (VFC) involves two tasks: first, recognizing a commit
that addressed a vulnerability and then determining the specific type of vulnerability rectified.
In recent years, the research community has focused deeper on identifying VFCs, typically
classifying them in a binary manner: either a commit fixed a vulnerability or did not. However,
only recently, and notably in our work, has there been an emphasis on pinpointing the exact
type of vulnerability addressed within the fix.

VFC Identification: Recently, machine learning approaches have shown promise in identi-
tying VFCs. Zhou and Sharma proposed a stack-based classifier for security issue identification
based on bug reports[ZS17]. For instance, Sabetta et al. [SB18] uses two linear Support Vector
Machine models to classify commits using a Bag-Of-Words representation based on the com-
mit message and git diff. Sabetta et al. reported an F1 score of 64% on a single Java dataset.
Wang et al. [WSBJ19] used a voting algorithm on classifier results to detect security patches.
Wang et al. reported a precision of 66.8% and recall of 79.6%, calculating an F1 score of 73%.
HERMES [NTJKL"22] introduces issue request information with a Support Vector Machine
(SVM). HERMES reported an F1 score of 68% on a single Java dataset. dataset [WWF*21] and
reports an F1 score of 90%.

Other approaches have relied more on graph-based techniques. E-SPI [WLF*22] captures
the context of code diffs through contextual AST paths and ensembles with the dependency
graph of the commit message. The authors report an F1 score of 89.5% on four projects (Linux,
FFmpeg, Wireshark, and QEMU) for identifying VFCs. VFFinder [NVV23] introduced an AST
graph-based approach for identifying VFCs based only on code changes. Evaluating against
507 C/C++ projects, VFFinder reported an F1 score of 69%.

Additionally, transformer-based approaches have shown promise. Zhou et al. [ZPW*21]
create separate classifiers (including CodeBERT) for commit messages and code changes,
subsequently integrating the results through a stacking ensemble technique. Building on this
foundation, Nguyen et al. [NTJKL*22] incorporated commit issues as an additional feature for
classification. Vulcurator [NLCK*22] extended the model using CodeBERT to analyze messages,
issues, and code diffs. Vulcurator reported up to 87% on a Python dataset. SSPCatcher [SBM*22]



considered three projects (Linux, OpenSSL, and Wireshark) to evaluate their multi-model SVM
approaches to be around F1 scores of 90%. Hong et al. [HWC*22] consider multiple data
sources, including issue trackers like Bugzilla, GitHub projects, and Stack Overflow. TMVD-
Patch [ZPS*23] relies on the commit message and the patch to identify VFCs and uses an
attention-based BLSTM model. TMVDPatch uses the call graph and data flow graph from the
patch to represent the semantic and syntactic information of the code diff. TMVDPatch was
evaluated on the single C/C++ and reported an F1 score of 90%. Midas [NLCK*23] introduced
a multi-granularity approach, focusing exclusively on code to identify vulnerability fixes at
line, hunk, and file levels. Zhou et al. [ZPC*23] introduced CoLeFunDa to identify vulnerability
fixes at the function level with an AUC of 80% only on a Java dataset. Zhou et al. [ZXH*23]
introduced CCBERT, a new transformer-based pre-trained model to represent code changes.
Within a downstream task of identifying bug-fixing commits, they reported a 91.8% F1 score on
a set of Linux bug-fixing patches using just the code. Zuo et al. [ZZS*23], using a transformer-
based architecture relying only on the commit message, reported an F1 score of 89.1% across
C/C++ projects with commit patches from NVD. In parallel, Sun et al. [SXL*23] confirmed that
Codebert with commit messages and code changes provided the best performance in terms of
VEC prediction.

Aswe have seen, the majority of existing works have mainly concentrated on C/C++, Python,
or Java. Additionally, we have noted that the overall performance of identifying VFCs generally
ranges in an F1 score of around 90%.

Vulnerability Fixing Commit Type: Related to our work has been identifying the type of
vulnerability fixed during a commit, but the vast majority has been identifying CWE types
for longer descriptions in security advisories [NKK17, RL18, AKK*20, DSH*21, PWZ*23]. Tree-
Vul [PBX*23] uses a CodeBERT to embed the removed and added code during a git diff, which
is then fed into a hierarchical Bi-LSTM encoder to predict the CWE type of a VFC. TreeVul
reported a 72% weighted F1 score at the depth-3 CWE prediction and up to an 85% F1 score at
the depth-1 CWE prediction on 6,541 commits from 1,560 GitHub OSS projects. In addition,
CoLeFunDa [ZPC*23] can categorize the correct CWE type with an F1 score of 50% and AUC of
85%. While TreeVul and CoLeFunDa are part of our work, we later demonstrate the ability to
predict the vulnerability type by the OWASP Top 10 with similar performance.

2.4 Pairing Security Advisories and Patch Links

Prior work established several variations for matching security advisories to VFCs. Initial ap-
proaches include extracting the vulnerability ID from commit messages [JLTP18] or following

reference links in advisories [LP17, XCL*22]. However, poorly documented security commit



messages [RAP23] and incomplete security advisories [DGC*19] limit the effectiveness of these
techniques. In response to these limitations, machine learning approaches have shown promise
by transitioning the task into a ranking problem. For instance, FixFinder [HSCT21] ranks com-
mits using 23 features and a logistic regression model, achieving a Top-1 recall of 65.1% and
Top-5 recall of 77.7% on a single Java dataset [PPS™19]. PatchScout [TZM*21] uses 22 features
and RankNet [BSR*05] to attain a Top-1 recall of 69.5% and Top-5 recall of 85.4% across various
C/C++ projects and a single Java project. VCMatch [WZB*22], and its GUI-based implementa-
tion Patchmatch [SZB*23], extends PatchScout using 100 features and three machine learning
models to achieve the highest reported Top-1 recall of 88.9% and Top-5 recall of 95.3% across
10 OSS projects.

Existing Limitations: Despite the reported performance metrics, several key factors limit
the application in practice of the current state-of-the-art (i.e., VCMatch [WZB*22]).

(1) Lack of Representative Training Data: We performed a preliminary study on OSS projects
with fixes in GHSA and found that 41.2% of the projects do not include any contributing
guidelines.! Without guidelines, contributors submit poor quality commits messages [RAP23].
However, VCMatch (the top-performing prior work) evaluated rigorously maintained projects
with restrictive contributing guidelines. For example, FFmpeg’s contribution policy mandates
that a reference to an issue on the bug tracker is insufficient. Contributors must also include a
summary of the bug in the commit message.? This dataset is not representative of the broader
software supply chain. We address this limitation by curating data from 3,389 advisories across
2,138 different projects.

(2) Non-contiguous Data Sampling: PatchScout and VCMatch use a random sampling tech-
nique to build their training and evaluation datasets. Specifically, for every positive VFC, 5,000
other random commits from the code repository are selected as negative samples. This random
sampling can have unintended consequences. For example, the time difference between the
commit and the associated CVE file date in VCMatch can become emphasized by the model as a
discriminating feature and could lead to overestimation of recall. When commits are randomly
selected for analysis, there is a tendency to overlook nearby commits to the VFC that would
need analysis in a real-world setting. In contrast, contiguously sampling all commits between
the window of the reported fixed version and the prior version of commits does not introduce
this issue.

As a result, VFCFinder required approximately 24 times less data than PatchScout and
60 times less data than VCMatch for training purposes due to our contiguous sampling ap-

proach. The random sampling approach by PatchScout required 3,329,286 unique commit-to-

Evaluating if a CONTRIBUTING.md file exists in a repository.
*https://ffmpeg.org/developer.html#Contributing
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vulnerability pairs and 8,346,669 pairs for VCMatch. The contiguous sampling approach in
VFCFinder required only 138,529 commit-to-vulnerability pairs.

(3) Model Complexity and Risk of Overfitting: VCMatch incorporates 100 features, compli-
cating its interpretability and heightening the risk of model overfitting. Prior machine learning
research [GBD92, BHMM19] shows more features lead to a higher variance and tend to overfit
noisy patterns in the training data, resulting in poor accuracy on new examples. We confirmed
this hypothesis of overfitting through empirical evaluation of testing VCMatch on unseen data.

2.5 Pairing Security Advisories and Vulnerable Functions

Vulnerability Datasets: Recent work [CBK23, CDA*23] has found that commonly used vul-
nerability datasets have significant inaccuracy rates. These issues in such labels are due to
automatic data collection and flawed semantic filters, underscoring the need for manual ver-
ification and comprehensive function analysis to assess vulnerability relevance accurately.
For instance popular datasets such as CVEFixes [BNM21], ReVeal [CKDR21], BigVul [FLWN20],
CrossVul [NDLM21], and Devign [ZLS*19] consider the changed functions within a security
patch as vulnerable. Guo and Bettaieb found that vulnerability dataset quality (i.e., mislabeled
data) can significantly degrade models that depend on noisy datasets [GB23]. Alongside our
research, Wang et al. introduced ReposVul [WHG"24], a vulnerability dataset featuring CVE
entries in 1,491 projects across four programming languages, detailed to the line level. Re-
posVul uses vulnerability untangling, using both LLMs and static analysis tools to separate
vulnerability-related code changes from unrelated patch changes.

LLMs for Vulnerability Detection: The growing interest in LLMs for software vulnerability
detection has significant insights, yet the field is still in its infancy. Noever [Noe23] demonstrated
that OpenAl’s GPT-4 identifies approximately four times more vulnerabilities than traditional
static analysis tools such as Snyk and Fortify. In several scenarios, Khare et al.[KDL*23] showed
GPT-4’s ability to outperform static analysis and other deep learning-based approaches in
detecting vulnerabilities. Zhang et al.[ZL.Z*23] assessed ChatGPT’s performance on synthetic
Java datasets and the CVEFixes dataset with various prompting strategies. However, Purba et
al.[PGRC23] evaluated the efficacy of both open-source and proprietary LLMs in detecting
SQL injection and buffer overflow vulnerabilities, noting a high incidence of false positives.
Liu et al.[LSZ*23] combined LLMs with binary taint analysis to uncover 37 new bugs in real-
world firmware. The LLM4Vuln framework [SWX*24] focuses on identifying smart contract
vulnerabilities by enhancing LLMs with additional knowledge, tool integration, and prompt
engineering, uncovering nine zero-days. Other studies have explored using LLMs to generate

fuzzing inputs [DXP*23] and integrating them with static analysis tools for new vulnerability
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discovery [LHZQ23]. However, our interest lies in pairing security advisories with the corre-

sponding vulnerable functions, differing from identifying new vulnerabilities.
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CHAPTER

3

SILENT VULNERABILITY FIXES

3.1 Introduction

At the time of writing, limited work had been conducted on finding fixes in a code base. The prior
work only produced a binary classification of vulnerability fixes for commits, leaving context
about the vulnerability unknown or the precise location [SB18, WSBJ19, ZPW*21, NTJKL*22].
Additionally, once the fix is found, prior work relies on manual analysis to determine if project
owners disclosed a fix. Closely related work on discovering vulnerabilities corresponding to a
security fix assumes the existence of the fix is known [XCC*17, LZX"16]. Therefore, we pose the
broad research question: How can developers find fixes, with context, when they may not be
announced — or even known to the developers?

In this chapter, we answer this by introducing Differential Alert Analysis (DAA), a language-
agnostic algorithm that uses the outputs of lightweight and imprecise off-the-shelf static appli-
cation security tools (SAST) to discover resolved vulnerabilities in software projects without
relying on an announcement. The key insight driving DAA is that when a fix is introduced, it
will eliminate a SAST alert present in the prior version. We evaluate DAA against Python and
Java to measure its detection performance of resolved vulnerabilities using a ground-truth
database of 67 vulnerabilities from SafetyDB [PyU21] and Project KB [PPS*19]. We show that
when using a SAST tool with low precision, DAA had a precision of 98.08% and a recall of 64.56%

13



across a ground-truth database. DAA serves as an accurate language-independent technique
for identifying vulnerability fixes.

Next, we further demonstrate the value of DAA by performing large-scale breadth and depth
studies of NPM, Go, PyPI, and Maven projects using SAST alerts provided by the LGTM [LGT22]
platform. Our breadth study considers the last ten commits of each project within those ecosys-
tems. Our depth study is on the latest 1,000 commits for the 1,000 highest depended upon
NPM, Go, PyPI, and Maven projects indexed by LGTM. In total, DAA tagged 284 projects with re-
solved alerts. We then developed an automated approach to determine if an associated security
advisory was present for the resolved alert. We found 111 (52.86%) projects with resolved alerts
that had no announcements. These findings confirm the necessity of fix discovery techniques
independent of prior announcements.

We make the following contributions:

* We show that differential analysis over SAST alerts can efficiently identify vulnerability
fixes in OSS. DAA leverages the wealth of knowledge encoded into existing SAST tools and
bypasses the intense manual collection of ground-truth datasets for training. We demon-
strate that even noisy off-the-shelf SAST tools have valuable utility when repurposed
with DAA.

» We scale the analysis of silent fixes to tens of thousands of applications. The largest dataset
studied in prior work is on the order of tens of applications, whereas we gracefully scale
to thousands of applications. Additionally, we provide an automated approach for iden-
tifying announcement levels of resolved alerts. DAA is thus a practical mechanism for
security vendors and project maintainers to inform developers of vulnerable dependen-

cies.

» We discover and validate silent fixes throughout multiple ecosystems. Silent fixes were
present in both the most widely used projects and in lesser-used projects for niche func-
tions. We apply DAA to projects analyzed by LGTM and found 237 silent fixes, indicating
that announcement agnostic techniques like DAA are essential to secure software supply

chains.

We note that whether or not to release a security advisory for a patched vulnerability is a
long-time debate for the software community. Some believe silently patching vulnerabilities
is the safest option for the community [Tho21]. For those that update software dependencies
automatically, the security advisory would not matter. However, recent software supply chain
attacks (e.g., SolarWinds [Fir20]) have caused many software companies to reconsider updating

dependencies automatically. Furthermore, software companies commonly maintain internal
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custom forks of open source projects, and importing upstream patches is a manual and time-
consuming practice. We believe DAA is a valuable primitive for providing greater transparency
for vulnerability fixes and, consequently, will lead to a renewed debate on the benefits of
disclosing fixed vulnerabilities.

Availability: We have released our proof-of-concept implementation of DAA!. In addition

to the software, the ground truth datasets used in the evaluation are available.

3.2 When Fixes Are Silent

Software maintainers rely on security advisories to determine when to update third-party
libraries and dependencies. Unfortunately, the developers of libraries and dependencies may
notissue security advisories when they fix a vulnerability, leaving downstream projects unaware
of the fix. This section will formally define this notion and other concepts fundamental to this
work.

To make this discussion concrete, consider Django Tastypie and TensorFlow Models, two
Python projects available in Python Package Index (PyPI), the official repository for Python
projects. Both Django Tastypie version 0.9.9 (Figure 3.1) and TensorFlow Models version 2.4.0
(Figure 3.2) call yaml .1load (), a deprecated function allowing arbitrary code execution. Instead,
the PyYAML documentation recommends using yaml . safe_load () or a safe loader type. Both
Djanjo TastyPie and TensorFlow Models fixed these vulnerabilities in subsequent versions, as
shown in Figures 3.1 and 3.2.

While the patches are nearly identical, the two project maintainers took drastically different
approaches to notify others about the fixed vulnerability. Django Tastypie released a security
advisory urging users to upgrade to version 0.9.10 [KM11]. In contrast, a pull request was opened
onJanuary 25, 2021, to fixan arbitrary code execution within version 2.4.0 of TensorFlow Models
(tf-models-official) due to the vulnerable use of yaml.1load () [hun21]. An attached proof
of concept shows how arbitrary code could be executed through a custom YAML file [KA20].
The same day, the pull request was merged into the main branch. The official Google team
validated the request and awarded a small bug bounty to the issuer of the pull request. Almost
four months after the pull request, version 2.5.0 of tf-models-official was released to PyPI
with the patch. However, no official security advisory was released. These two instances provide

clear examples of an announced and a silent fix, defined as follows.

Definition 1 (Vulnerability Fix A;). Let P be a software project, and P’ be the subsequent

version of P. A vulnerability fix A; has occurred if there exists a vulnerability v in P that is not

'https://github.com/s3c2/daa
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def from_yaml (self, content):

Given some YAML data, returns a Python dictionary of the decoded data.

raise ImproperlyConfigured("Usage of the YAML aspects requires yaml.")

- return yaml.load(content)

1
2
3
4
5 if yaml is None:
6
7
8
9 + return yaml.safe_load(content)

Figure 3.1: django-tastypie 0.9.9 to 0.9.10 patch

1 def read_yaml_to_params_dict(file_path):

2 """Reads a YAML file to a ParamsDict."""

3 with tf.io.gfile.GFile(file_path, ’r’) as f:

4 - params_dict = yaml.load(f, Loader=yaml.FullLoader)

5 + params_dict = yaml.load(f, Loader=yaml.SafeLoader)

6 return ParamsDict (params_dict)

Figure 3.2: tf-models-official 2.4.0to 2.5.0 patch

in P’.

Definition 2 (Announced and Silent Fixes). Let A; be the vulnerability fix for a vulnerability v
that appearsin P but not P’. We say that A ; is an announced fix if there exists a security advisory
for P’ of v or A;. Security advisories should be in a location where it would be reasonable
for a developer using the project to check for updates, including the information listed in a
changelog, a news post owned by the project, a repository-integrated security advisory, or
a CVE. Otherwise, we consider A; to be a silent fix if no mention in a changelog (e.g., notes
identifying version changes or making use of release/tags tab within GitHub) or a CVE is
available. Because it is unreasonable to expect a developer to read every commit in every
dependency, a commit-log message alone is not a vulnerability announcement.

This chapter identifies silent fixes by first identifying vulnerability fixes and then deter-
mining whether or not the fix was announced or silent. We discover vulnerability fixes by
leveraging the wealth of existing tools to discover security vulnerabilities. For this chapter, we
limit our discussion to static application security testing (SAST) tools. However, we expect the
methodology can be expanded to other types of vulnerability detection tools. Our evaluation
in Sections 4.5 uses the popular tools Bandit [PyC21] and CodeQL [Git22b] for Python, and
CodeQL and SpotBugs [Spo22] for Java.

Definition 3 (Alert). Running a SAST tool on a software project P produces a set of alerts A.
Each alert a € A indicates a possible security vulnerability. For most SAST tools, an alert a is a
tuple (7,line, file) that defines the alert type 7, as well as line location /ine and filename
file where the SAST tool indicates a security vulnerability.
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Figure 3.3: A high-level architecture of our approach.

For example, a = (yaml_load, 8,serializers.py) occurs when running a SAST tool on
version 0.9.9 of Django Tastypie, shown in Figure 3.1. The set of alerts produced by running the
same SAST tool on version 0.9.10 of Django Tastypie does not include alert a.

Definition 4 (Resolved Alerts A). Let P be a software project, and P’ be the subsequent version
of P.Let Aand A’ be the sets of alerts generated by running a SAST tool on P and P’, respectively.
The set of resolved alerts A={alac Ana & A’}.

Conceptually, a resolved alert a € A suggests the existence of a vulnerability fix. However,
as we discuss in the next section, there are several reasons why resolved alerts may not be a
vulnerability fix.

3.3 Overview

This chapter introduces new techniques to identify vulnerability fixes and then determines if
they were announced. In this section, we provide an overview of the approach before discussing
details in subsequent sections. Our techniques must address the following issues:

e Identifying vulnerabilities is inherently difficult. All SAST tools face fundamental limits in
detecting vulnerabilities without runtime context, and there are classes of vulnerabilities
some or all tools cannot detect. SAST tools can also produce an overwhelming number
of false positives [JSMHB13, CB16].

» Code refactoring complicates identifying and localizing fixes. Software changes disturb
line numbering, which SAST tools use to localize and distinguish specific vulnerabilities.
Changes can also reorganize logic at the subroutine, class, or file level, which moves
the vulnerability and changes an alert between versions. Figure 3.3 demonstrates alert
type, 7, resolving in the third method m; of file one F in P’. Alert localization ability

disappears when using coarse granularity levels for alert analysis (e.g., project).
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* There is no single standard location or format for fix announcements. Developers are free
to announce fixes in any place they choose in unstructured natural language. The most

common locations are changelogs, news posts, and through CVEs.

Our broad approach to addressing the first two challenges is to use Differential Alert Analysis
(DAA) with SAST tools. Conceptually, DAA operates by determining the set of resolved alerts
A from Definition 4. Our work has two key observations. First, DAA eliminates many of the
false positives common to static analysis because developers tend not to fix false positives,
so alerts remain in later versions. However, as we gained experience with this approach, we
discovered that DAA can still have false positives when the code causing a SAST false positive is
refactored or deleted. When DAA sees the false positive alerts disappear, it incorrectly assumes
the initial positive was correct and marks the removal as a fix. Fortunately, prior work suggests
that vulnerability fix commits rarely change the underlying semantics of the program and often
change a few lines [LP17]. To handle code refactoring instances, counting SAST alerts at several
levels (i.e., project, file, function, and line level) of the project can eliminate false positives.
While the lower granularity levels (e.g., function or line) enable resolved alert localization.
Figure 3.3 shows the overall flow of our approach.

Step 1 — Generating Alerts: DAA leverages a SAST tool to generate initial security-related
alerts on projects. DAA tracks four levels of granularity for alerts: (1) project, (2) file, (3) function,
and (4) line level. Tools commonly emit alerts at the fine-grained level of the line number (i.e.,
line level). To increase the granularity of the alert location to its function, we use an AST of the
file to extract the coarse-grained code elements (e.g., classes and functions). The SAST alerts
are then tagged with the coarse-grained code elements for the associated version of the project.
Once alerts have been generated, we can then start to identify differences.

Step 2 — Identifying Alert Differences: We rely on DAA to identify resolved alerts. The
high-level concept is to extract alerts present in P and not in P’. The four levels of analysis allow
for alert localization of resolved alerts while still maintaining high precision. Alert counts are
taken at each level to determine when alerts are in P and not P’. The project level analysis drives
the overall recall of DAA, but without file, function, and line level information, the approach
loses the ability to identify the exact resolved vulnerability.

Step 3 — Identifying Silent Fixes: An automated process is then used to determine the
announcement level of the resolved alert. In prior work, determining the announcement
level relied on a fully manual process [WSBJ19, ZPW*21]. Automating the announcement level
process is a multi-step which requires extracting commit metadata, locating the changelog (e.g.,
notes identifying version changes or making use of the release/tags tab within GitHub), parsing
the changelog, and checking the text of the changelog for security related terms. Additionally,
advisories exist in security advisory databases (e.g., OSV or GHSA), which we automatically
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search. Automating the announcement level is critical for scaling DAA to determine if resolved

alerts are announced.

3.4 DAA for Vulnerability Fixes

Identifying vulnerability fixes is a prerequisite to identifying silent fixes. Our Differential Alert
Analysis (DAA) methodology identifies vulnerability fixes by running a SAST tool on a software
project P and its subsequent version P’. Conceptually, the set of resolved alerts A suggests the
existence of vulnerability fixes. This section describes how our DAA algorithm works. It then

provides a theoretical intuition on DAA accuracy in practice.

3.4.1 DAA Algorithm

DAA takes as input a SAST tool and two subsequent versions of a software project P and P’. It
runs the SAST tool on each commit to collect corresponding alerts. Next, it uses static program
analysis to extract additional program context for each alert (e.g., class and function name).
This additional function name is needed when performing fine-grained alert localization. DAA
then combines the four levels of analysis to produce the set of resolved alerts A. We note that
this section describes the process from the perspective of only fwo commits of a program. In
Section 3.6, the algorithm expands to inspect hundreds of commits for a single program.

Differential Alert Analysis

The high-level logic for DAA is in Algorithm 1. P’ is the child commit of P. Using a time-based
approach on commits is incorrect due to merges and thus requires a parent-child relationship
to capture the linear progression of code changes. We consider the alert type, 7, unique to
the desired SAST tool and do not change the context for the tool between runs. Finally, DAA
considers resolved alerts at various levels to handle code refactoring and alert localization:
project, file, function, and line levels.

The DAA algorithm begins by running the SAST tool on both P and P’, producing corre-
sponding sets of alerts A and A’. Conceptually, to determine if an alert @ in Ais notin A’, we need
a way to correlate alerts in A to alerts in A’. However, the alert information provided by most
SAST tools (Definition 3) only provides the filename and line location. DAA must also extract
the function name for the code triggering the alert. Specifically, it uses FindCodeContext(-)
(Algorithm 2) to identify the function, method, class, or file scope most appropriate for consid-
ering each alert in A and A’, adding this context to the alert data structure. For more detail, we
describe FindCodeContext(-)in Section 15.
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Algorithm 1: DAA to produce A from P to P’

Input: P; P’;

Output: Resolved alerts A

DAA(P,P’):

A, A, A =0, SAST(P), SAST(P’)

foreacha € Ado

a.function=FindCodeContext(a,P)

end foreach

foreach a’ € A’ do
\ a'.function=FindCodeContext(a’,P’)

end foreach

foreacha € Ado

T=a.T

if count(t, A) > count(t,A’)
Acount(t,A.file)> count(t,A’.file)
Acount(t,A.function)> count(t,A’.function)
Acount(t,A.line)> count(t,A’.line)
then

12 | Aappend(a)

13 end if

14 end foreach

15 return A

© NS ke Ny -

—
-

In the final phase, the DAA algorithm determines if the disappearance of the alert results
from a vulnerability fix or a code refactor. Recall from Definition 4 that A={ala € ANa & A'}.
This definition makes sense if alerts in A can be matched directly to alerts in A’. In Figure 3.3,
an alert resolved from P to P’. The alert, 7, is resolved in the third method m; of the first file F.
Considering the project alerts at the coarsest level (i.e., project) will lose the ability to identify
which alert resolved. To address this, DAA takes the intersection of four levels of analysis
from the set of alerts: project, file, function, and line. The groupings count how many specific
vulnerability types are within each level. For example, if A has n amount of a.7 and A’ has n—1
amount of a.7, then a vulnerability must have been resolved. DAA then uses the finer-grain
levels (i.e., file, function, and line) to maintain alert localization capabilities. Conceptually,
granularity-based matching improves the overall precision of DAA while maintaining the ability
to localize the resolved alert down to the line level.

DAA cannot account for the case when one vulnerability resolves, but the same type of
vulnerability is re-introduced somewhere else. For example, the vulnerable code for alert a
was in function foo in P and resolved, but function bar in P’ introduces the same type of

vulnerability. Our DAA algorithm will not include a in A, resulting in a false negative. While
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Algorithm 2: Extract code context names (e.g., function F, class C, method M) from a
project P for a given alert a.

Input: Alert a; Project P;

Output: Alert code context context

1 FindCodeContext(a,P):

2 name=a.file

3 F=0;C=0;,M=0

4 foreach node € ParseAST(P,a.file)do

5 if node.type=function then

6 | Fappend(node)

7 elseif node.type=class then

8 C.append(node)

9 foreach child e node.children do
10 | M.append(child)

11 end foreach

12 end if

13 end foreach

14 foreachec FUMUC do

15 ife.line start<a.line<e.line_end then
16 name =e.name

17 break

18 end if

19 end foreach

20 return name

we do not anticipate this to be a common scenario in practice, as few lines typically change
during a patch [LP17], it is nevertheless a possibility. We dive deeper into the state space of
such scenarios in Section 3.4.2.

Function Identification

As discussed in Section 3.4.1, SAST tools commonly only output the file and line numbers of
the code related to each alert. Since line numbers can easily change, DAA needs to extract
appropriate code context for the line producing the alert. Ideally, this context is the name of a
function or method within a class. However, not all alerts triggered are within functions, classes,
or methods. In such cases, the file is the location of the alert. We note that as long as this name
is determined consistently for both P and P/, DAA only needs to retain a string for the name.

Algorithm 2 shows how FindCodeContext(-) produces a context name from an alert
a and project P. Since the SAST identifies the filename, the algorithm only needs to con-
sider that file from the project. The first step is to extract the file’s abstract syntax tree (AST).
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Figure 3.4: Generating true positives and false positives in DAA in terms of SAST precision.
Solid bold lines indicate a path to a TP, while dotted lines show paths to an FP.

FindCodeContext(-)then iterates through all nodes, identifying functions, classes, and
member functions. The second step compares the line number of the alert with the line num-
ber of each identified node. Note that the union of F U M U C retains the order such that
FindCodeContext(-)prioritizes functions over methods over classes over files. The loop
breaks when a match occurs, and the resolved name is returned. The filename is returned by
default if no line number match is identified.

3.4.2 DAA Intuition

Previously we discussed the design of DAA; now, we discuss the intuition of how DAA works.
Consider the underlying SAST tool’s outputs on a single project P. SAST tools either emit alerts
(positive) or do not emit alerts (negative). True positives (TP) are alerts of true vulnerabilities.
False positives (FP) are alerts on non-vulnerable code. False negatives (FN) are vulnerabilities
that the SAST tool misses; thus, it does not emit any alerts. True negatives (TN) are correct

rejections to alert on non-vulnerable code. Precision is the proportion of true positives. That

is, precision = ——. Recall is the proportion of vulnerabilities detected. That is, recall =
TP
TP+FN*

DAA has outputs of type positive (true positive and false positive) and type negative (true
negative and false negative) alerts. For DAA to produce an alert, a SAST alert transition of type
positive to type negative must occur between P to P’. For example, a TP; is patched in P and

becomes a TNy, in P/, representing a DAArp. We refer to these as alert transitions.
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Figure 3.5: The dotted lines show paths to generate false negatives in DAA in terms of SAST
recall. Generating true positives is the same as in Figure 3.4.

Figure 3.4 demonstrates the alert transitions to generate a DAArp, and a DAAgp. DAAT, was
previously discussed; it is the alert transition of TPy to TNy, (solid arrow 4 in Figure 3.4). This
alert transition represents a true resolved vulnerability. A DAAgp can be obtained through three
alert transitions. The first is a TP, to FNp, (dotted arrow 2 in Figure 3.4). This alert transition is a
resolved vulnerability and only appears to be fixed. An example would be a code refactor that
altered the vulnerability from P to P’ so that it is still present but not detected. The second
DAAgp, is an alert transition from FPp to FNp, (dotted arrow 6 in Figure 3.4). These alert transitions
represent a new vulnerability in P/, but one the underlying SAST would miss, appearing as a
resolved vulnerability. The final DAAgp, is an alert transition from FPp to TNp, (dotted arrow 8 in
Figure 3.4). By construction, this alert transition is true — an FP is not a vulnerability — but
through some alteration of the project, the developer removed the alert in P’.

Paths to generate recall of DAA can be seen in Figure 3.5 based on the underlying SAST, .11
and paths to determine a DAArp and a DAAgy. We previously discussed the DAAp and now will
discuss the intuition of a DAAgy. A DAAgy consists of three paths. The first, a TPp to FPp, (dotted
arrow 3 in Figure 3.5). This alert transition represents a resolved vulnerability, but the alert still
appears in the P’. The second, a FNp to FPp, (dotted arrow 7 in Figure 3.5). This alert transition
represents a resolved vulnerability not initially detected by the underlying SAST tool but now
emits an alert in P’. The third, FNp to TNy, (dotted arrow 8 in Figure 3.5). This alert transition
represents a resolved vulnerability the underlying SAST tool missed and would not emit an
alert in P’. We consider the SAST,..,11 the probability out of all vulnerabilities within P to be
how many are of condition true positive or false negative.
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DAA alert transition types are complex, but the probabilities of those transitions are crucial
to how well DAA performs. Because a DAAgp will be relatively rare (especially compared to the
SAST FP rate), the DAA,, ;5100 ratio approaches 1. This provides an intuition for the findings
in Table 3.2 that DAA can have high precision even with low precision tools. We show these
probabilities within our evaluation in the next section and that it is unlikely developers resolve
SAST false positives. We also note that the underlying SAST tool will determine the maximum
number of resolved vulnerabilities DAA can detect. If the SAST tool can not initially detect the

vulnerability in P, DAA will not detect if the vulnerability resolves in P’.

3.4.3 Announcement Level Identification

DAA is responsible for determining if alerts from SAST tools resolve, but it does not determine
if developers announced the fix. To scale the search for silent fixes, we automate a process to
determine resolved alert announcement levels. The general concept is that a security announce-
ment should be clearly stated as a security-related fix and be in an accessible location, such
as a changelog within a repository. Changelogs come in various formats (e.g., changelog.txt,
news.rst, history.md); in some cases, developers use the release tab of GitHub to communicate
changes. In addition, CVEs can bring awareness of security fixes. In this subsection, we discuss
the methodology of obtaining changelogs from GitHub repositories and how to determine if a
security announcement took place, and if there are any CVEs for the fix.

Announcement Level Method: The initial step is to obtain commit metadata. Extracting
commit metadata involves acquiring the commit title, commit message, commit date, and the
associated commit version tag. We obtain the commit message and tags through the GitHub
API [Git22d)]. GitHub tags point to a time along the commit history tree and indicate a commit
associated with a particular version. For the scope of this chapter, we are only concerned with
tags and commits on the main branch.

To obtain the changelog, we rely on the project changelogs released by PyUp.io [PyU22].
The PyUp project searches a GitHub repository for standard changelog naming conventions
(e.g., changelog.txt, news.rst, history.md) to identify the associated changelog. In addition, we
obtain the release tab of GitHub as some developers will announce changes in such locations.
Built into the changelogs project is a parsing feature, which will parse a changelog into
separate blocks based on the version within the text.

With the parsed changelog and commit metadata, we then match the block of changelog to
the associated commit version tag. Within the associated block, we run git-vuln-finder [CVE22],
which finds security-related messages within text based on regexes [BMM17, ZS17]. We be-

lieve it is unlikely that developers would not use security-related terms when disclosing a
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vulnerability fix.

Any matches in the changelog imply an announced fix, while no matches in the changelog
text imply a silent fix. We discuss the results of this automated announcement analysis within
Section 3.6.3.

Matching CVEs to Resolved Alerts: To match CVE data, we rely on Open Source Insights
(OSI) [Goo22b]. This Google-based platform gathers known security advisories from the GitHub
Security Advisories Database (GHSA) [Git22c] and the Open Source Vulnerability Database
(OSVDB) [Goo22c] to match advisories to projects. Both GHSA and OSVDB include official
CVEs from the national vulnerability database [NIS22]. OSI then handles the process of match-
ing advisories related to the correct project and version. In addition, the advisories contain
reference links. These reference links, for example, point to the GitHub commit patch links
that fixed the security issue.

We first download the OSI advisory table from the Google BigQuery snapshot [Goo22a] to
match the resolved alerts to OSI. The dataset contains a title and description of the vulnerability,
reference links, project name, affected versions, and the disclosure date. The project name
and reference links are key matching points for our pipeline. We first match the resolved alerts
on the project name to determine if any matches exist for a given project. If so, we search
for the associated commit with a resolved alert in the reference links. Matches on the project
name and commit patch reference links are then marked as announced with a known CVE. We

discuss the evaluation results of the matching process in Section 3.6.3.

3.5 Evaluation

This section describes how we collected a ground truth dataset and selected the necessary
underlying tools to perform DAA. We then evaluate the underlying SAST tool against the
vulnerable projects in the ground truth dataset. Finally, we evaluate DAA over the dataset
in which the SAST tools produce true positives. While DAA will work on any language the
underlying tools support, we evaluate DAA for Python and Java due to their popularity.

3.5.1 Evaluation Setup

We first require a labeled dataset of software with resolved vulnerabilities for both Python
and Java. Various databases exist that identify resolved vulnerabilities in Python and Java but
lack the exact location of the vulnerability. To identify the location of the vulnerability, we use
information from within the report of the associated CVE, which is cataloged by the National
Vulnerability Database (NVD) [NIS22]. In more recent years, the report of a CVE contains a
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patch link (e.g., a GitHub commit fixing the vulnerability). We obtained changed lines from the
GitHub diff of the commit for assistance in identifying the vulnerability location.

Python Ground Truth Dataset: We used the SafetyDB database [PyU21] to identify CVEs
associated with vulnerability patch links to PyPI projects for the ground truth dataset. SafetyDB
database contains disclosed vulnerabilities in Python projects hosted on PyPI, the Python
Package Index used by virtually all Python developers. SafetyDB comes from a team at py-
up . io that filters CVEs and changelogs looking for vulnerabilities related to PyPI projects.
The database continued to receive updates as of our data collection in November 2021. The
data in SafetyDB contains the PyPI project name, advisory, CVE-ID (where available), and the
vulnerable versions. We only target resolved vulnerabilities with associated CVEs containing
patch links to a GitHub repository. We obtained 174 CVEs accounting for 94 unique PyPI
projects.

While we believe our approach is reasonable and appropriate, it does have some limitations.
We assume the correctness of SafetyDB and that the patch link reported in the CVE is correct.
We also must assume the vulnerability is resolved in the version immediately after the last
listed vulnerable version in the SafetyDB tag. If this assumption were false, it would imply an
error in the database entry. Finally, when a SafetyDB entry did not contain a pointer to a CVE
with a link to the relevant patch, we excluded the vulnerability from analysis simply because
we could not be confident about where the fix should be.

Java Ground Truth Dataset: We rely on a pre-built database by Ponta et al. [PPS*19] that
identifies fixes to open-source Java projects containing 624 security fixes. The data was manually
built over four years and open-sourced in 2019. The database contains 1,282 commits for
security fixes pointing to the project repository, CVE, and commit-patch link for 205 open-
source Java projects used within SAP products. As noted in the opening of Section 3.5.1, we still
need to extract git diff information of the commit-patch link to obtain changed lines for
identifying the potential vulnerability location. Discussion on validating vulnerability location
occurs in Section 3.5.2.

SAST Tool Selection: As discussed in Section 3.4, DAA relies on an underlying SAST tool. We
have selected two tools for evaluation purposes for Python: Bandit [PyC21] and CodeQL [Git22b)].
We evaluate our DAA approach for Java using CodeQL and SpotBugs [Spo22]. Bandit, CodeQL,
and Spotbugs are oriented toward detecting security-related flaws in software and are actively
maintained. CodeQL, used in Section 3.6 for our ecosystem analysis, is adopted by GitHub as
the primary tool for scanning project code [Git22a].

Bandit is explicitly designed to find security flaws in Python, is lightweight, and is actively
maintained. Bandit analyzes the AST for each file in a project and produces alerts at a line-level

granularity. CodeQL is a versatile tool that can run checks for several languages. CodeQL uses
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data-flow analysis to find flaws in code. CodeQL creates a queryable database extracted from
code and uses an object-oriented query language (.QL) to allow end-users to search for known
bug patterns. CodeQL relies on the build process for Java to extract syntactic and semantic
data. For Python, CodeQL extracts information directly from the source code. SpotBugs is a
static analysis tool designed specifically for Java applications. SpotBugs checks for over 400
bug patterns and has some specifically related to security. Like CodeQL, SpotBugs needs to
compile Java-based projects to scan the bytecode. More detailed information regarding each
tool is in their respective documentation.

Adapting DAA to SAST tools is straightforward. Generally, SAST tools export alerts with line
level and file name granularity. DAA only needs to extract the function name (Algorithm 2).
DAA can then be applied with alerts at the project, file, function, and line levels. We excluded
commercial tools in our study due to not having licenses for them. In the following section, we

discuss the evaluation process of these tools on ground truth data.

3.5.2 SAST Evaluation

SAST Tool Evaluation Method: The goal of evaluating the underlying SAST tool is to determine
the initial precision and recall values to validate the DAA theory previously described in Sec-
tion 3.4. To do so, we must identify the true and false positives that each tool produces. We also
use the true positives as the primary evaluation set for DAA, as discussed in Section 3.5.3.

We began by running the selected SAST tools across all parent commits of the commit-patch
link in the ground truth dataset. The parent commit, in theory, should be the source code before
the patch and still contain the vulnerability concerning the CVE. Bandit and SpotBugs are run
using default settings. For CodeQL, we used two query packs (python-security-and-quality and
python-security-extended) to search for security related flaws in Python. For Java, we used the
java-security-and-quality and java-security-extended query packs. When running CodeQL, we
confirmed current scans overwrote any existing databases from a previous scan of the target
projects.

For easy build management of the Java ground truth database, we constructed a Jenkins
pipeline integrating CodeQL and SpotBugs to scan the associated projects. For simplicity, we
only targeted Maven-based projects and used the Maven 3.5.4 JDK-8 docker images in Jenkins
for the build environments. We have a four-stage build process for the Jenkins CI/CD. The first
stage is the build stage which invokes CodeQL to create a database using Maven. We skipped
test cases and used a clean install for each target project when compiling with Maven. The
second stage analyzes the compiled CodeQL database with the desired query packs. In the

third stage, we run SpotBugs using Jenkins’s built-in plugins. The final stage was copying alert
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Table 3.1: Evaluation of SAST tools on ground truth datasets. Precision is calculated with alert
TP, and Recall is calculated with CVE TP,

Tool GTCVE TPCVE TPAlert FPAlert PrecisionAlert Recall CVE
Python-Bandit 174 25 64 35,871 0.18% 14.37%
Python-CodeQL 174 14 28 18,028 0.16% 8.05%
Java-SpotBugs 130 13 41 181,739 0.01% 10.00%
Java-CodeQL 130 15 25 10,494 0.24% 11.54%

records (i.e., CodeQL and SpotBugs reports) outside the Docker environment for future analysis.
Due to the simplicity of scanning Python projects, we opted for a custom-built script to run
Bandit and CodeQL.

Once alerts return for the associated target project, we distinguish false positives from true
positives. We automatically identified the set of potential true positive alerts by comparing
the alert location to the locations of the changed code from the commit patch. To establish
ground truth, we manually validate each tagged alert and determine if the alert was directly
related to the vulnerability. If the alert matched the root cause of the vulnerability from the
commit patch link, we could be confident the alert is a true positive. Otherwise, if an alert is not
within the location of the changed code from the commit patch link, we know it is unrelated to
the vulnerability. We conservatively assume all of those alerts to be false positives; if they are
indeed vulnerable, it would merely improve the reported precision of the tool. The count of false
negatives is the difference between the number of known vulnerabilities within the project and
the number of true positives identified. We retain these metrics at the vulnerability type level

to help us gain insight into the relationship between SAST metrics and DAA in Section 3.5.3.

SAST Tool Results

SAST tools are well-known to produce false positives [J[SMHB13, SJMH*15, CB16]. Understand-
ing the type of false positives produced by the underlying SAST tools is outside the scope of
this work. We report results of each SAST tool across the entire project rather than the commit’s
diff. The deciding factor was to show that despite the number of false positives produced by a
tool, DAA can still perform with high precision.

Python SAST Tool Evaluation Results: The two Python SAST tools correctly identified 39
CVEs compared to Python’s 174 CVE ground-truth dataset. For Python, we scan all 94 projects
for the 174 CVEs. Between Bandit and CodeQL, an overlap of 6 CVEs occurred. Table 3.1 provides
a breakdown of the SAST evaluation. Precision was calculated based on alerts and recall at the
CVE level. Recall at the CVE level is appropriate since we are only aware of the vulnerabilities
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Table 3.2: Evaluation results of industry standard (line-level) for identifying resolved alerts
vs. DAA for identifying resolved alerts on ground truth data based on 67 CVEs. Precision and
recall values are based on the labeled alert counts from the underlying SAST evaluation in
Section 3.5.2.

Ground Truth Industry Standard (Line-Level) DAA

Language  Tool CVE Total AlertTotal | TP FP FN Precision Recall| TP FP FN Precision Recall

Python Bandit 25 64 | 57 152 7 27.27% 89.06% | 43 0 21 100.0% 67.19%
Python CodeQL 14 28 19 147 9 11.45% 67.86% 14 0 14 100.0% 50.00%
Java SpotBugs 13 41 39 99 2 28.26% 95.12% | 35 2 6 94.59% 85.37%
Java CodeQL 15 25 17 1 8 94.44% 68.00% 10 0 15 100.0% 40.00%
Totals ‘ 67 158 | 132 399 26 24.86% 83.54% | 102 2 56 98.08% 64.56%

described in the projects.

Bandit had a precision of 0.18% and recall of 14.37% against the vulnerable projects in
the ground truth dataset. Bandit produced 35,935 alerts across the vulnerable parent commit
of projects in the ground truth dataset. We concluded 64 of those alerts to be true positives,
resulting in 35,871 false positives and 149 false negatives concerning the CVE count. The most
common detection true positive type for Bandit is related to improper neutralization of special
elements in output used by downstream components, also known as injections. Precisely, cross-
site scripting (CWE-79) vulnerabilities with five CVEs were the most common and followed
by operating system command injections (CWE-78) with three associated CVEs. The three
most common missed vulnerabilities were type cross-site scripting (CWE-79), open redirects
(CWE-601), and improper input validation (CWE-20).

CodeQL for Python had a precision of 0.16% and recall of 8.05% against the vulnerable
projects in the ground truth dataset. We concluded 28 of those alerts to be true positives,
resulting in 18,028 false positives and 160 false negatives to the CVE count. The most common
detection true positive type for CodeQL is related to open redirects (CWE-601) associated with
four CVEs. The next most common vulnerability type was of type cross-site scripting (CWE-79),
assigned to three CVEs. Similar to Bandit, the most missed vulnerability was for cross-site
scripting (CWE-79), followed by improper input validation (CWE-20), and then open redirects
(CWE-601).

Java SAST Tool Evaluation Results: For Java, issues arose when compiling the projects. We
could only compile 46.94% of the projects accounting for 130 CVEs, which align with previous
work when compiling Java applications [TPB*17, HMIW17]. The Ponta et al. database was
released in 2019 and contained CVEs in 2007. The older projects lead to a natural removal of
dependencies from their respective repository, making compilation impossible.

SpotBugs for Java had a precision of 0.01% and recall of 10.00% against the vulnerable
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projects in the ground truth dataset. We concluded 41 of those alerts to be true positives,
resulting in 181,739 false positives and 117 false negatives with the CVE count. The greater
number of alerts in SpotBugs can be explained by having more security checks integrated
within the tool. The most common detection true positive type for SpotBugs is improper
input validation (CWE-20) associated with three CVEs and permissions, privileges, and access
control vulnerabilities (CWE-264) assigned to two CVEs. The three most missed vulnerability
types for SpotBugs were improper input validation (CWE-20), deserialization of untrusted data
(CWE-502), and cross-site request forgeries (CWE-352).

CodeQL for Java had a precision of 0.24% and recall of 11.54% against the ground truth
dataset. We concluded 25 of those alerts to be true positives, resulting in 10,494 false positives
and 115 false negatives with the CVE count. The most common detection true positive type
for CodeQL is path traversal vulnerabilities (CWE-22) associated with six CVEs. The next most
common vulnerability type was of type improper input validation (CWE-20), assigned to five
CVEs. The most missed vulnerability was for improper input validation (CWE-20), deserializa-
tion of untrusted data (CWE-502), and then cross-site scripting (CWE-79). With the underlying

performance of the SAST tools, we can now evaluate DAA.

3.5.3 DAA Evaluation

We evaluate DAA against a ground truth dataset to demonstrate the following research ques-

tions:

RQ1: Does DAA work better than simple line-level approaches for identifying resolved vulnera-
bilities (e.g., LGTM)?

RQ2: How does DAA performance relate to the underlying SAST tool performance?

DAA Evaluation Method

To evaluate DAA, we run the ground truth vulnerable parent commits and patched commits
through our DAA technique described in Section 3.4.1. The entire process was automated using
a Jenkins pipeline to run the SAST tools and a Python implementation of Algorithm 1 and 2 for
DAA.

The output of DAA will emit true positives or false positives. True positives in terms of DAA
are the resolved vulnerabilities. False positives are alerts emitted by DAA not corresponding
to true resolved vulnerabilities. False negatives are when DAA misses resolved vulnerabilities.

The number of resolved vulnerabilities DAA detects is driven by the number of true positives
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the underlying SAST tool initially detects. Due to this fact, we only run DAA on the projects for
which the underlying SAST tool produced a true positive in Section 3.5.2. When considering
these projects, we still account for all possible checks from the underlying SAST tool emitted
during the scan. Doing so results in thousands of alerts from the SAST tool that DAA has to
analyze. The DAA evaluation ground truth dataset consists of 67 CVEs from real Python and
Java-based open-source projects.

We also compare the industry standard (line-level) technique for identifying resolved vul-
nerabilities [LGT22]. The line-based analysis is a naive differential alert analysis that only
considers the type of vulnerability and line-level of alerts. The line-based approach is prone
to false positives triggered by code refactors. For example, minor refactors, such as moving

functions within the file, can trigger fixes using the line-based approach.

DAA Evaluation Results (RQ1)

DAA resulted in an average precision of 98.08% and an average recall of 64.56% across the
four separate evaluations based on alerts in Table 3.2. When comparing DAA to the industry
standard line-level approach, our approach increases precision by 294.53% while only having
a 22.72% decrease in recall. Note we only ran DAA and the industry-level approach evaluation
against entire projects where the SAST tool could detect a TP. Therefore, the related recall is a
calculation of the TP alert counts from Section 3.5.2. As predicted, DAA performed with high
precision despite our test set’s dismal (though typical for SAST) precision of Bandit, CodeQL,
and SpotBugs. As Section 3.4 mentions, DAA only emits alerts when a positive alert was in P
and transitions to a negative alert in P’. The critical property that allowed DAA to perform with
high precision is that the probability of an FP in P resolving to an alert of type negative in P’
was nearly negligible as only two FPs transitioned in our ground truth dataset. The reason false
positives do not resolve from P to P’ is apparent: they are not vulnerabilities, so developers do
not fix them.

DAA detected true positives for various vulnerability types. For Python with Bandit, DAA
identified 43 TP alerts. The most common type of TP was for the improper control of a resource
through its lifetime, which had five associated CVEs. For Python with CodeQL, DAA found 14
TP alerts. The most common alert types were a combination of improper control of a resource
through its lifetime (three CVEs) and improper neutralization (three CVEs). DAA also detected
two other CVEs related to improper access controls. For Java with CodeQL, DAA discovered
10 TP alerts. DAA identified three CVEs related to improper control of a resource through its
lifetime and three of improper neutralization. Regarding SpotBugs, DAA detected 35 TP alerts

and observed the widest variety of CWE true positives. These TPs included alerts related to
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Table 3.3: Multilinear regression analysis between the underlying SAST metrics and DAA
metrics. SAST recall is a significant predictor for DAA recall, while the other SAST metrics have
little impact on DAA precision.

Independent Variables Dependent Variable Coefficient p > ||

SAST Recall 0.59 0.004
SAST Precision DAA Recall 0.16  0.68
SAST Recall .. -0.09 0.11
SAST Precision DAA Precision 003  0.75

improper neutralization, access control, credential management errors, cryptographic issues,
and improper control of a resource throughout its lifetime.

For recall, DAA will only detect a fix if the underlying SAST tool detects the initial vulnera-
bility, the primary limitation of DAA. The overarching theme among missed vulnerabilities for
DAA is the CWE class of improper neutralization of special elements in output used by down-
stream components (CWE-74). For example, vulnerabilities missed by DAA added sanitization
of input before the downstream function or component call. The primary limitation of such
instances is the SAST tool’s inability to verify a sanitized data flow and issue a true negative for
the fixed version. The higher recall for the line-level approach can be misleading due to the
underlying weaknesses of the SAST tool. Even though the alerts missed by DAA remain in the
P’, they only shifted a few lines during the patch, triggering a positive alert for the line-based
approach. We found that DAA outperforms the industry standard line-level approach. In the
next section, we dive deeper into the underlying relationship between SAST metrics and DAA.

Takeaway: DAA finds resolved vulnerabilities in a ground-truth dataset, outperforming
the industry standard line-level method with an increase of 294.53% in precision and

only a 22.72% reduction in recall.

DAA Underlying SAST Relationship (RQ2)

To gain insight into the relationship between the performance of DAA and SAST tools, we
evaluated the results at a granular level of vulnerability type. As detailed in Section 3.5.2, we
established the performance of each SAST tool at the level of individual vulnerability types,
specifically their checks. We calculated the underlying SAST precision/recall for each tool’s
check and vice-versa for DAA. The analysis provides valuable insights into how DAA operates

with SAST performance, enabling us to understand the dynamics between the two better.

32



Specifically, we conducted a multilinear regression to analyze the relationship between
SAST precision and recall (independent variables) and DAA precision and recall (dependent
variables). We perform separate regression analyses for DAA precision and recall. We consider
all false and true positive alert types from DAA for the regression analysis for DAA precision. If
DAA triggered an alert, we would consider the other alerts of the same type from the SAST tool.
As shown in Table 3.2, our ground truth analysis consisted of 158 true positive alerts from the
underlying SAST tools. Considering the same checks that generated true positives, we have
36,508 false positives alerts from the underlying SAST tools. We use these positive alerts to
perform the regression analysis regarding DAA precision. For DAA recall, we consider all of
the positive alerts along with the false negatives that were missing by DAA. Table 3.3 presents
the regression results for the dependent variable of DAA precision and recall to the underlying
SAST metrics. Next, we discuss the SAST relationship with DAA recall and precision.

The regression analysis shows a strong correlation between SAST recall and DAA recall.
The coefficient for SAST recall is 0.59, indicating that a one-unit increase in SAST precision
corresponds to a 0.59 unit increase in DAA recall. The p-value of 0.004 indicates a statistically
significant relationship. However, the coefficient for SAST precision is -0.16, indicating an
inverse relationship with DAA recall. The p-value of 0.68 for SAST precision shows no statistically
significant relationship to DAA recall. For example, Bandit’s recall for the check permissions,
privileges, and access control vulnerabilities (CWE-264) was 80%, while the check for cross-site
scripting (CWE-79) was 32%. Additionally, both checks had a precision under 1%. DAA achieved
100% recall for CWE-264 and 40% for CWE-79, demonstrating a higher SAST recall results in a
higher DAA recall. Overall, SAST recall significantly impacts DAA recall, while SAST precision
has little effect.

Furthermore, the regression analysis revealed that the underlying metrics of the SAST tool
have minimal impact on DAA precision. The lower coefficient values of SAST recall (-0.09)
and SAST precision (0.03) suggest any increase or decrease in SAST metrics has a negligible
effect on DAA precision. For example, CodeQLSs precision for the check related to a path
traversal vulnerability (CWE-22) was 13.6% and a recall of 66.7%. The check XML external entity
references (CWE-611) had a precision of 0.47 and a recall of 15%. These underlying checks
for DAA produced a precision of 100%, demonstrating that neither the precision nor recall
impacted DAA precision. As previously mentioned, the high precision of DAA is driven primarily
by developers not fixing false positives simply because they are not actual vulnerabilities.

Therefore, one should focus on SAST recall to obtain optimal DAA results.
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Takeaway: Despite low-precision SAST tools, DAA produces high-precision results.
Furthermore, increasing SAST tool recall will increase DAA recall.

3.6 Ecosystem Study

We now seek to apply DAA at an ecosystem scale. Because DAA relies on SAST alerts, we can
leverage an existing alert database made available by LGTM, a code review platform 2. The
LGTM platform scans an entire project’s GitHub commit history with CodeQL and provides
alerts for each commit. We focus on projects from NPM, PyPI, Maven, and Go ecosystems, as
these are the intersection of scanned languages on LGTM and the available data from Open
Source Insights [Goo22b]. The Open Source Insights (OSI) platform is a project hosted by
Google to catalog dependency information (e.g., full dependency graphs, advisories) from
various ecosystems. We break our dataset into two parts: a breadth and depth collection. The
breadth study consists of running DAA on the latest ten commits for all available projects
scanned on LGTM from the NPM, PyPI, Maven, and Go ecosystems. The depth study targets
the latest 1,000 commits on the top 1,000 most depended upon projects from NPM, PyP],
Maven, and Go that have been scanned by LGTM. We start our discussion by describing the
data collection and analysis methods, then provide results and case studies from the DAA
analysis across projects in LGTM. We seek to demonstrate that DAA finds vulnerability fixes

regardless of their disclosure to the public.

3.6.1 LGTM Methods

Data Collection: The initial step is to obtain projects from NPM, PyPI, Maven, and Go. We used
a Google BigQuery snapshot released by OSI to obtain the available projects quickly [Goo22a].
The data contains project version information, dependency graphs for each project, and asso-
ciated security advisories. The data is available to query and download.

From a March 3, 2022 scrape of LGTM using their APIs, the platform contained 104,121
projects from NPM, PyPI, Maven, and Go. Most of the projects came from NPM, with 62,551
scanned projects on LGTM, followed by Go (18,649), PyPI (16,143), and then Maven (6,778). We
use these projects as the basis for a breadth and depth analysis. We scraped at a rate of 5,000
API calls per hour to avoid significant stress on the LGTM servers.

Breadth Data Collection: For the breadth analysis, we restrict the data collection process

to the latest ten commits on the intersection of LGTM scanned projects and OSI data. We used

2Since publication, LGTM was deprecated and moved scanning capabilities to GitHub [LGT22].
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GitHub APIs to obtain commit information on the latest ten commits for each project before
March 5, 2022. While not all projects had ten commits, we confirmed at least two commits
exist for the project to allow for DAA. We automatically confirmed the commits held a parent-
child relationship when extracting commit information. In total, we obtain alerts for 535,000
commits across 104,121 projects for the breadth analysis.

Depth Data Collection: For the depth study, we targeted the latest 1,000 commits on the
1,000 most depended-upon projects from NPM, PyPI, Maven, and Go ecosystems. We defined
most depended-upon projects as a ranking of projects with the highest number of direct and
transitive dependents. The Open Source Insights platform compiled each project’s dependency
graph and released the data in a Google Big Query snapshot to allow for a simple query.

In total, 1,980 of the most depended upon projects have been scanned by LGTM from our
initial scrape on March 3, 2022. The breakdown of projects for each ecosystem is as follows:
NPM (720 projects), Go (541 projects), PyPi (545 projects), and Maven (174 projects). The initial
target was to pull the latest 1000 commits for each project. When scraping each project’s GitHub
repository for commits, we found the average number of commits to be 387 across the 1,980
projects, representing the entire lifecycle for most projects. In total, we successfully obtained
alerts for 406,222 commits across 1,980 projects.

LGTM Challenges: The LGTM alert data posed a challenge for DAA. The returned data from
LGTM was unreliable when CodeQL produced alerts, reducing the number of commits in our
ecosystem analysis. For example, the project Celery With Flask is scanned on LGTM. The project
runs a Flask application in debug mode, which triggers a CodeQL alert for allowing an attacker
to run arbitrary code through the debugger. Figure 3.6 shows the parent commit, £c45071,
returns an alert from the LGTM APIL. When querying the API for the child commit, c3bbeeb
(Figure 3.7), which only updates the requirements. txt file, the alert is no longer returned by
the API. The subsequent commit to the child, 76£785e (Figure 3.8), only updating the README. -
nd file, reports the Flask alert for the project from the API. We only considered resolved alerts
changing the associated file during the commit using git diff commit information to avoid such
instances. We discuss the results and totals in Section 3.6.2.

Classifying Resolved Alerts: With DAA alerts obtained, we are next interested in two key
questions: Are these alerts correct? and Was this fix publicly disclosed?. The first question will
validate the precision of DAA in this setting, while the second question will give us a window
into how well DAA works in leading us to undisclosed vulnerability fixes. Our claims on this
second point will be conservative: silent fixes are indeed a phenomenon that occurs with some
regularity. By using LGTM and CodeQL, and the nature of vulnerability discovery in general,
we cannot claim to definitively identify all or even a majority of fixes, silent or otherwise.

Because this section aims to explore fixes without even partial ground truth, we rely on

35



Figure 3.6: Parent commit (fc4507) for project Miguelgrinberg/flask-celery-example

{
"version": "2.0.0",
"runs": [
{
"tool": {
"name": "Semmle",
"version": "1.31.0-SNAPSHOT",
}’
"files": {
"app.py": {
"fileLocation": {
n uri n . n app . pyll
}
}
}’
"results": [
{
"ruleId": "python-queries:py/flask-debug",
"partialFingerprints": {
"primaryLocationlLineHash": "592eb5113a7053ce:1"
}
}
]’
"resources": {
"rules": {
"python-queries:py/flask-debug": {...}
}
}
}
]
}

our automated announcement pipeline to help identify announced alerts, thus reducing
effort on our end. To validate our findings, we conduct a principled manual review to confirm
our automated announcement pipeline results. The manual review determines whether a
vulnerability is fixed and validates whether project owners disclose the fix.

Initially, an automated file is generated offering details like the project name, LGTM link,
GitHub commit link, and specifics about the alert, such as its type and location. Doing so
allows the reviewer to understand the resolved alert in question. Subsequently, the reviewer
verifies the vulnerability fix by checking the corresponding commit in the project’s repository.
Once following the provided GitHub commit link, the reviewer navigates to the specified line
location where the vulnerability was resolved and confirms the code alteration that addressed
the alert. This validation can be as straightforward as observing a change from a problematic
code to a safer version, for instance, transitioning from 'yaml.load’ to 'yaml.safe_load’. The
reviewer then seeks out the project’s changelog, typically located within the repository under
tabs like "releases" or "tags." However, some projects maintain this log on their standalone
website. It is expected to find changelogs named HISTORY.rst, CHANGES.md, or similar files.
Reviewing this changelog for the version that received the patch, the reviewer categorizes the
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Figure 3.7: Child commit (c3bbee) for project Miguelgrinberg/flask-celery-example with
missing results.

{
"version": "2.0.0",
"runs": [
{
"tool": {
"name": "Semmle",
"version": "1.31.0-SNAPSHOT",
"language": "en-US"
} 3
"resources": {
"rules": {}
}
}
]
¥

announcement’s nature, whether it is an explicit or implicit mention of the vulnerability fix
(termed "Announced") or if there is no mention at all (termed "Silent"). To conclude the process,
a search is conducted for the project on databases like OSVDB, GHSA, or OSI to establish the
existence of a CVE, which could lead to a reclassification.

As mentioned in Section 3.2 the fixed announcement location can vary in prominence and
specificity; therefore, we have created a hierarchy to classify the announcement. An announced
fix is one where the specific vulnerability fixis mentioned in a place where it would be reasonable
for a developer to use the project to check for updates. Our other classification for fixes is silent
fixes. These silent fixes will contain no mention in the changelog or a CVE. For our purposes, a
“silent fix” may have a note in a commit log or a code comment but not in one of the locations
mentioned earlier. Our justification for this decision is that it is unreasonable to expect a
developer to review every commit message and code comment for every project they include

in their software.

3.6.2 Fixesin LGTM

In this subsection, we discuss our results from applying DAA to the LGTM data, and then we
validate these findings and classify whether the fixes were silent or announced. We demonstrate
that DAA is a precise tool for identifying fixes and that silent fixes are sufficiently common to
merit concern. We discuss both the breadth and depth results providing high-level takeaways
and examples of silent fixes, announced fixes, and false positives.

In the breadth analysis of the ten most recent commits across the four ecosystems scanned
on LGTM, DAA produced 7,241 alerts representing potential security patches. For the depth
analysis, DAA initially produced 3,749 potentially resolved security alerts. As described in
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Figure 3.8: Subsequent commit (76f785) for project Miguelgrinberg/flask-celery-example
with matching results from the initial parent commit.

{
"version": "2.0.0",
"runs": [
{
"tool": {
"name": "Semmle",
"version": "1.31.0-SNAPSHOT",
Fo
"files": {
"app.py": {
"fileLocation": {
n uri n : n app . pyll
}
}
Fo
"results": [
{
"ruleId": "python-queries:py/flask-debug",
"partialFingerprints": {
"primaryLocationlLineHash": "592eb5113a7053ce:1"
}
}
]’
"resources": {
"rules": {
"python-queries:py/flask-debug": {...}
}
}
}
]
}

Section 3.6.1, we noticed inconsistent responses from the LGTM platform on returned CodeQL
alerts. Therefore, we filtered alerts based on if files changed during the commit were also the
files with an associated alert. After automated filtering, DAA tagged 172 projects accounting
for 304 security-related resolved alerts for the breadth analysis and 112 projects accounting for
209 alerts for the depth analysis. We note that these are purely security-related alerts as defined
by CodeQL. We also confirmed that DAA did not duplicate alerts between the breadth and
depth analysis; any initial duplicated alerts were counted within the breadth analysis. Next, we

determine the correctness and advisory classification of these resolved alerts.

Fix Validation Advisory Classification

As previously discussed, we are interested in the correctness of DAA and the correctness of our
automated announcement levels process of the fixes. Table 3.4 displays the resolved alerts by
project and alert count aggregated by CWE pillar type. The results presented in the table have
been manually validated for correctness, along with the announcement level. We discuss the

performance of our automated announcement pipeline in Section 3.6.3. The following section
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Table 3.4: LGTM DAA classification by CWE pillar type across the breadth (172 projects) and
depth (112 projects) analysis.

Breadth Analysis Depth Analysis

CWE Pillar Type Silent Announced False Positive Silent Announced False Positive

Proj. Alert Proj. Alert Proj. Alert Proj. Alert Proj. Alert Proj. Alert
CWE-284: Improper Access Control 22 79 2 2 2 5 2 3 2 2 0 0
CWE-710: Improper Coding Standards 7 7 2 2 0 0 5 7 5 7 0 0
CWE-664: Improper Control of a Resource 21 26 19 29 27 44 10 19 26 38 13 24
CWE-707: Improper Neutralization 18 34 17 27 15 22 6 8 9 13 6 12
CWE-682: Incorrect Calculation 8 9 4 4 1 6 8 39 7 14 6 14
CWE-693: Protection Mechanism Failure 2 2 3 4 2 2 2 4 3 3 2 2
Totals ‘ 78 157 47 68 47 79 ‘ 33 80 52 77 27 52
Percentage of Whole ‘ 45.35% 51.64% 27.33% 22.37% 27.33% 25.99% ‘ 29.46% 38.28% 46.43% 36.84% 24.11% 24.88%

discusses more alert fix classifications with samples from both silent and announced fixes, as
well as false positives.

Silent Fixes: From our DAA alerts, we confirmed 111 projects with silent fixes, accounting
for 237 alerts across the breadth and depth study. We noted a surprising amount of silent
fixes related to improper neutralization, such as reflective cross-site scripting and log injec-
tions for the breadth study. In the depth analysis, we noted many fixes related to improper
control of resources, such as regex denial of service (ReDoS) fixes. Additionally, we saw fixes
related to integer overflows, which ranked 13th in the most dangerous software weaknesses
of 2022 [MIT22b]. Despite these fixes, project owners did not provide any form of a security
advisory for the patched vulnerability.

An example silent fix is within three high-profile NPM projects fixing ReDoS vulnerabili-
ties. Those three projects are node-tar (18.7M weekly downloads), clean-CSS (12.7M weekly
downloads), and ua-parser-js (7.8M weekly downloads). Specifically, in node-tar, on August 3,
2021, a developer pushed a commit to fix a potential regular ReDoS vulnerability. While the
developer notes in the commit log that the vulnerability is unlikely to be exploited, it would be
theoretically possible to exploit it if a user passes untrusted input into a particular function.
Various releases appeared for the project, but the repository’s changelog has not been updated
since May 24, 2020. We consider the fix to be a silent fix in a highly used project.

For another silent fix example, we reference the Python project streamlit, which allows for
easy transformation of data scripts into web applications [Str22]. On April 21, 2022, a developer
opened a commit to remove a path from a 404 response, which falls under a stack trace exposure
vulnerability. Such vulnerabilities could lead to an attacker learning sensitive information. The
developer simply removed the path from the response code to fix the vulnerability. Deeper in
the pull request, the developer acknowledged they should not risk exposing such information
through the browser. In the changelog, the project failed to mention any vulnerability type

surrounding information exposure or stack trace exposure.
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We also note that some of the alerts resolved in Java fall under dependency issues for
using JFog Bintray, which houses JCenter for hosting Java artifacts. Access to the deprecated
artifact repository JFrog could lead to eventual supply chain attacks from attackers targeting
deprecated repositories. A Yahoo-owned project, EGADS, on December 22, 2021, removed the
Bintray dependency link and the Log4j dependency from the projects pom.xml file, following
the Log4] vulnerability (CVE-2021-44228). Based on Defintion 4, we consider this a silent fix
as no changelog exists for the project, and maintainers removed the dependencies from the
project.

Announced Fixes: From our sampled data, we confirmed 47 projects from the breadth
analysis and 52 from the depth analysis with announced fixes. The most commonly announced
fix among the data was for ReDoS attacks. Generally announced fixes were mentioned in the
changelog and often added the initial pull request or a commit SHA that points back to the
security fix.

An example announced fix from the breadth study is from a WebSocket emulation Python-
based server, Sock]JS-tornado [St22]. The project has 857 stars on GitHub, with 2,089 other
projects depending on Sock]S-tornado. On October 19, 2018, a user opened an issue to fix an
URL path XSS vulnerability. The issue includes a proof of concept to replicate the vulnerability
on the users’ local host. The same day, a project owner merged a fix into the main branch to
escape the user’s callback input. The project owner also bumped the project to version 1.0.6
on PyPI within the same day, accompanied by a changelog stating: XSS security fix for the
HTMLFILE transport.

False Positives: While expected, the precision dropped from the evaluation to the LGTM
ecosystem analysis due to more deletions and advanced code refactors. The false positives were
generally related to refactors or changed context undetectable by CodeQL after the change,
thus not triggering an alert. For example, one project with 21 associated resolved alerts entirely
moved code to a new repository and then used the new repository as an import.

Another example of a false positive is from the Apache Airflow project [The22]. The original
CodeQL alert regarded an untrusted URL redirection in four locations. A developer pushed a
commit for some code cleanup to remove duplicating code and create a single function with
the same functionality that contained the untrusted URL redirection. DAA detected that the
overall count of alerts of the same type was reduced, producing resolved alerts. We consider this
a weakness of CodeQL to not correctly understand the code’s data flow to realize the function

is still called four times throughout the program.
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Table 3.5: Evaluation of the automated announcement pipeline on LGTM results across the
382 announced and silent fixes from Table 3.4.

TP FP FN TN Precision Recall F1

Breadth 157 39 0 29 80.10% 100.00% 88.95%
Depth 74 51 6 26 59.20%  92.50% 72.20%

Totals 231 90 6 55 71.96%  97.47% 82.80%

3.6.3 Automated Announcement Evaluation

During the manual evaluation process of the LGTM DAA alerts, we also assessed the correctness
of the automated announcement pipeline. We evaluate the breadth and depth analysis ap-
proach across 382 positive alerts from Section 3.6.2. As mentioned in the previous section, when
evaluating the DAA results, we confirmed the project uses a changelog and the announcement
level (i.e., announced in the changelog or a CVE) for a fix. We would then read the changelog
and confirm that the developers either announced or did not announce the security-related
fix from DAA. For the CVE match, we initially matched against all of the project names and
then confirmed whether the DAA fix was related to the CVE. True positives for the automated
announcement pipeline are correctly labeled silent fixes. False positives are labeled as silent,
but the project announced the fix. False negatives are labeled as announced, but the project
silently fixes the security-related issue. True negatives are correctly labeled announced fixes.

Table 3.5 displays the results from the analysis across the 382 DAA alerts. Overall, the
automated pipeline produces an acceptable F1 score of 82.80%. In rare cases, the pipeline
would produce false negatives, for example, labeling fixes as announced, but the fix was silently
patched. These instances occurred when the announcement was related to a different fix and
not the fix reported by DAA. False positives were generated in cases when the pipeline labeled
a fix as silent but was announced. An example is when a project does not maintain a changelog
within GitHub but on its product’s website. Other false positive cases were when the text did not
contain standard security terms. For example, the text Fix unsafe shell command constructed
from library input is in a release. In such instances, git-vuln-finder cannot detect the context
of the message. Future research should explore more advanced approaches to determine the
context of these messages as security-related fixes.

In terms of matching CVEs, we were able to correctly detect eight advisories from the OSI
database for true positive DAA alerts. Of particular interest is the project path-parse with nearly
26M downloads per week and used by 13.8M. On May 13, 2021, the project pushed a patch to
avoid a ReDoS attack. CVE-2021-23343 was published on May 4, 2021, disclosing the possible

attack. The project does not have a changelog and fails to mention updates in the releases tab
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of GitHub, meaning if users do not use other sources (e.g., NVD, OSI, DAA), they, too, would
miss such a critical patch. The automated pipeline missed two advisories from OSI, which
did not have the commit patch link directly in the reference links. We did find the commits
for a missing reference through an external proof of concept link, and the other commit was
referenced through a pull request. The method of matching purely on the project name and

commit patch links proved effective.

3.6.4 Threats to Validity

Like all research, the analysis of LGTM-enabled projects has several validity threats. The princi-
pal concern is that Section 4.5 showed that each SAST tool has a low recall for known vulnerabil-
ities. Because we have no ground truth for the LGTM projects, we can assume that we only see
a fraction of the total vulnerabilities. Second, our study is not longitudinal, as it is meant only
to demonstrate the scalability and precision of DAA. Third, while we relied on independent
review and a thorough process for validating each alert, we may have misclassified an alert just

as in any other human endeavor.

3.7 Discussion

Throughout the chapter, we worked with a commit level analysis. The decision to pursue the
commit level represents what DAA would encounter in the real world (e.g., through CI/CD
implementations or how LGTM operates). Sometimes, a commit level analysis may not be
appropriate, as an alternative semantic version level analysis for DAA is possible. That is when
P is the semantic version (SemVer®) that comes immediately after P’. In an earlier approach
to DAA, we used semantic versions to evaluate and perform an empirical study of the PyPI
ecosystem.

Similar to our current approach, our previous approach enhanced the set of alerts produced
by the SAST tool with additional program context but then used existing code-clone detection
tools to identify the existence of refactoring. Using code-clone detection tools restricted DAA
resulting in a lower recall than our current approach of a hierarchy analysis. Despite this, we
applied the technique to a May 2021 snapshot of PyPI on the latest two semantic versions using
only Bandit as the underlying SAST tool. Similarly, we found 58.33% of resolved alerts were
silent fixes.

Responsible Disclosure: Prior to disclosure, we emailed developers informing them of our

plans to release the fixes publicly. We gave developers an appropriate timeline (30 days) to

3major.minor.patch (https://semver.org/)
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respond before the disclosure; two developers requested non-disclosure, which we did not
include in the public release. After the timeline, we submitted our current silent fixes findings
to the Global Security Database [Clo23] to disclose the results from Section 3.6.2. The Global
Security Database is an open-source community project supported by the Cloud Security
Alliance that aims to improve the quality and usability of vulnerability databases by involving
the community in a collaborative effort. During the previous iteration, we disclosed the findings
to PyUp, the parent company of SafetyDB [PyU21]. Their engineers validated the vulnerabilities
and added 55 projects to their vulnerability database. The two databases provide security

updates to thousands of companies.

3.8 Conclusion

Software vendors increasingly rely on security advisories for open-source software depen-
dencies to ensure the security of their products. Unfortunately, not all vulnerability fixes are
announced and pose harm to the unaware end consumer. This chapter introduced Differential
Alert Analysis (DAA), an algorithm that uses lightweight and imprecise SAST tools to discover
the existence of vulnerabilities in software projects. We described our design and proof-of-
concept implementation of DAA for various tools and languages. Using a ground-truth dataset
of vulnerabilities for both Java and Python, we showed that DAA provides very high precision
even with a noisy and imprecise SAST tool. We further used our DAA tool to evaluate a March
2022 snapshot of the LGTM projects in a breadth and depth study, including the most depended
projects, in four separate ecosystems, finding a variety of silent fixes. We demonstrate that
DAA can provide a valuable primitive for transparency to aid software vendors who rely on

open-source software.
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CHAPTER

4

PAIRING SECURITY ADVISORIES AND
PATCH LINKS

4.1 Introduction

In this chapter, we propose VFCFinder, a novel approach for helping an analyst match a given
security advisory to its VFC. Our key intuition is to leverage the fixed version number, which
is available for the overwhelming majority of advisories (84%, see Section 4.4.3). Specifically,
we take the window of commits between the fixed version and the prior version to determine
the VFC. We empirically found that advisories with fixes contain 94% of VFCs between this
window. We then use a combination of five intuitive features to produce a ranked set of five
potential VFCs for a given advisory. These features are: (1) the likelihood a commit fixed a
vulnerability, (2) the type of vulnerability fixed, (3) the similarity between the commit message
and the advisory details, (4) where the commit appeared in the window, and (5) any direct
indicators in the commit message (i.e., CVE/GHSA-ID).

The first two features, VFC fix probability and VFC vulnerability type, are generated by
fine-tuning the CodeBERT model [FGT*20]. The semantic similarity between commits and
advisory details is generated from sentence embeddings using a pre-trained language model.

The final two features, commit location and CVE/GHSA-ID in the message, are statically gener-
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ated. Finally, these features are fed into an XGBoost model for ranking. We then introduce a
contiguous sampling technique that divides the training and testing sets between fixed and
prior versions, simulating the approach a human would take to identify a VFC.

We began our work with the goal of automatically backfilling VFCs to security advisories.
However, we found that a fully automatic solution inherently introduces unacceptable risk.
Adding the incorrect VFC to a security advisory can result in a false sense of security. While
a "human-in-the-loop" process will always be required for matching VFCs to their security
advisories, our work seeks to provide a nearly-automatic method.

Evaluation and Measurement: We evaluate VFCFinder in two ways. First, we construct a rep-
resentative dataset consisting of the set of all security advisories from the GHSA database with
a known patch link: thousands of projects spanning nine programming languages. VFCFinder
identifies the correct VFC for a given security advisory 96.6% of the time within the Top-5
ranked commits and 80.0% within the Top-1 ranked commit. For projects with 15 or fewer
commits between version releases, VFCFinder identifies the VFC for a given security advisory
with a Top-1 recall of 90.9%. In contrast, running VCMatch on our dataset resulted in a Top-1
recall of 44.0% and a Top-5 recall of 70.1%.

Second, we deploy VFCFinder on over 300 randomly selected GHSA advisories without
patch links to demonstrate that VFCFinder generalizes beyond our training and testing data.
VECFinder found the missing patch link with a Top-5 recall of 96.1% and a Top-1 recall of 81.2%.

In summary, we make the following key contributions.

» We propose a security advisory-to-VFC matching approach that generalizes to nine pro-
gramming languages and thousands of open-source projects. In contrast to prior work,
which uses 100 features [WZB*22], our approach only uses five. By using a smaller set
of features, we reduce the amount of variance in the resulting model, allowing similar
performance of the model across nine languages. Specifically, VCMatch [WZB*22] has a
36 percentage point lower Top-1 recall than VFCFinder when evaluated on VFCFinder’s
dataset, which spans thousands of projects and nine languages. Whereas VFCFinder
performs similar to VCMatch when tested on the VCMatch dataset (not included in
VFCFinder’s training).

* We propose a new evaluation standard for security advisory-to-VFC matching tools. Prior
work [TZM*21, WZB*22] uses a non-contiguous sampling approach for VFC ranking,
which overestimates their recall in practice. Our contiguous sampling approach ranges

from 24 times less data to 60 times less data than non-contiguous approaches.

» We deployed VFCFinder to backfill over 300 security advisories in the GitHub Security
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Figure 4.1: 63.1% of GHSA security advisories are missing their patch link based on a snapshot
taken through 2022.

Advisory database. GitHub’s security team confirmed all of our submitted VFCs and
integrated them into the GHSA database.

Availability: VFCFinder is available on GitHub: https://github.com/s3c2/vfcfinder

4.2 Background

Motivating Examples: Figures 4.2 and 4.3 present two scenarios on the difficulty of pairing se-
curity advisories and VFCs. Figure 4.2 shows CVE-2019-9721, from the VCMatch dataset, which
addressed a denial of service within FFmpeg. The advisory description is clear. The commit
message addresses the vulnerability and is similar to the advisory, making it straightforward to
pair the advisory to the patch. VCMatch and VFCFinder rank the commit as the top choice.

In contrast, for a cross-site scripting vulnerability in the CKEditor4 project (Figure 4.3), the
CVE description is informative, but the commit message for the patch link contains little useful
information. Had the patch link not been included in the original CVE reference links, it would
have been nearly impossible for a human to identify. There are 78 commits between the fixed
version (4.18.0) and the prior version (4.17.2). VCMatch ranked the corresponding commit as
38th, whereas VFCFinder ranked the commit as third.

Multiple VFCs and Multiple Versions: We anecdotally observed that some security advi-
sories reference multiple VFCs. To understand this relationship, we performed a preliminary
study and found that 96% of GHSA security advisories with a fix (see Section 4.4.3 for data
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CVE-2019-9721

Description: A denial of service in the subtitle decoder in
FFmpeg 3.2 and 4.1 allows attackers to hog the CPU via a
crafted video file in Matroska format, because

handle open_brace in libavcodec/htmlsubtitles.c has a complex
format argument to sscanf.

Commit Message for VFC: avcodec/htmlsubtitles: Fixes denial
of service due to use of sscanf in inner loop for handling braces
Fixes: [Semmle Security Reports #19439]

Fixes: dos_sscanf2.mkv

Figure 4.2: An informative commit message for a VFC within FFmpeg for CVE-2019-9721.

CVE-2022-24728

Description: CKEditor4 is an open source what-you-see-is-
what-you-get HTML editor. A vulnerability has been discovered
in the core HTML processing module and may affect all plugins
used by CKEditor 4 prior to version 4.18.0. The vulnerability
allows someone to inject malformed HTML bypassing content
sanitization, which could result in executing JavaScript code.
This problem has been patched in version 4.18.0. There are
currently no known workarounds.

Commit Message for VFC: Code refactoring.

Figure 4.3: A misleading commit message for the VFC within CKEditor4 for CVE-2022-24728.

collection process) only list a single VFC. The remaining 4% of advisories offer more than one
VEC. Of those, 39% are for patches in multiple versions. For instance, the project parse-server
from GHSA-2m6g-crv8-p3c6 gives two patch links that correspond to two patched versions
(4.10.14 and 5.2.5). In fact, the backport patch link for 4.10.14 needed more changes than the
patch for version 5.2.5, demonstrating that it is important to find all VFCs. Therefore, identifying
the patches for each reported version is valuable to aid practitioners.

Commit Window for VFCs: We hypothesized that VFCs generally appear between the
reported fixed version and the prior version. To test this hypothesis, we performed a second
preliminary study that examined all GHSA security advisories with a VFC and found that around
65% of VFCs appear in this range. An additional 29% of commits are backported from the VFC
listed in the security advisory, indicating that there exists a VFC in the hypothesized range.
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Figure 4.4: The architecture of VFCFinder ranking commits based on their relevance to fixing
a given security advisory.

Therefore, 94% of the examined security advisories had the VFC in the expected location. The
remaining VFCs not appearing in the anticipated location may be due to unreliable version
data [NM13, AAC*21]. VFCFinder leverages this intuition for its approach.

How the commit window is determined matters. PatchScout’s optional branch analysis is
the closest to using a commit window: it considers all commits for an entire branch. However,
version releases within GitHub are based on git tags, not branches [Git23c]. For example,
parse-server maintains branches 4.x.x and 5.x.x, each having many minor releases and CVEs.
Therefore, the commit window should be based on git tags and not branches. We note that
each GHSA advisory contained an exact version [Git23a].

4.3 The Design of VFCFinder

Figure 4.4 illustrates the architecture of VFCFinder. The primary goal of VFCFinder is to match
security advisories to VFCs. Initially, VFCFinder consumes a security advisory extracting in-
formation regarding the fixed and prior version commit windows. Then, considering each
commit within the window, the commit message and git diff are extracted. Leveraging Code-
BERT [FGT*20], VFCFinder generates the first feature, predicting the likelihood that a com-
mit fixed a vulnerability. We fine-tune the CodeBERT model using data from NVD [NIS22],
OSV [Goo22c], and VulasDB [PPS*19]. In addition to VFC identification, VFCFinder uses Code-
BERT for vulnerability type classification for each VFC, explicitly focusing on the OWASP Top 10.
The third feature is a commit-to-advisory semantic similarity score using SentenceTransform-

ers. The final two features are a CVE or GHSA identifier in commit messages and the commit
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rank location. These features are fed into a single XGBoost model to create the final ranking of

commits relevant to fixing security advisory.

4.3.1 Extracting Advisory Information

VFCFinder uses the OSV format [CC23] for security advisories, which provides the following
key-value data : (1) a detailed vulnerability summary, (2) CWE type, (3) source code repository,
(4) related CVE/GHSA identifiers, and (5) fixed versions. VFCFinder additionally identifies the
associated VFC for each fixed version.

Identifying Prior Version and Commit Window: VFCFinder uses git tags, typically used
for versioning, to determine the commit window. Once cloning a project locally, all project
tags are retrieved (i.e., via git tag). The fixed version from the advisory is then matched
directly to the tag set. For the prior version tag, VFCFinder uses the package packaging,'
allowing for semantic version sorting of the tags. The tag immediately preceding each fixed
version is selected as the prior tag. Upon obtaining the fixed and prior tags, the command
git tag prior_ver...fixed_ver lists all commits within the specified commit window.
As mentioned in Section 5.2, this approach resulted in a success rate of 94% for identifying the

commit window of the provided VFC.

4.3.2 VFC Identification

VECFinder first predicts if a commit resolves a vulnerability, a process based on a fine-tuned
CodeBERT model. CodeBERT [FGT*20]is a transformer-based architecture [VSP*17a] equipped
with bimodal pre-training for natural language (NL) and programming language (PL). Code-
BERT was initially trained on six programming languages paired with function-level documen-
tation. HuggingFace [WDS*20] hosts CodeBERT with pre-trained weights, allowing fine-tuning
of the model for specific tasks.

We fine-tune CodeBERT for VFC identification using a custom tuning loop, Figure 4.5, and
tuning data described in Section 4.4.

Tokenization: Before fine-tuning, we transcribe the free-form commit message and code
into numerical forms through tokenization. The tokenizer expects two elements from commit
data: (a) the commit message, and (b) the git diff featuring modified, deleted, and added
code. The tokenizer produces a tensor divided into three sections: input_ids, attention_mask,
and token_type_ids. The input_ids are a blend of the commit message and git diff as follows:
[CLS] commit_message [SEP] git_diff [EO0S].Tokens [CLS] [SEP] [EQS] are special

'https://pypi.org/project/packaging/
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separators; [CLS] signifies the beginning of the segments, [SEP] is a divider between the
commit message and raw git diff code, and [E0S] is the end-of-sequence token. The attention_-
mask assists the model in identifying input_ids padded tokens, indicating which tokens require
attention. The token_type_ids designates the start and end of sequences, specifically, the length
of the commit message tokens and the git diff.

The tokenizer accepts a maximum token count based on the pre-trained model; for Code-
BERT, it is 512 tokens. Excess tokens are truncated. In order to minimize truncation, we section
the commit data into smaller chunks, each based on a file with changes, and generate tensors
from these chunks. This method not only aids in reducing data truncation but also allows us to
make predictions and evaluations for individual programming languages separately.

Fine-Tuning: We implemented a classification fine-tuning loop for the CodeBERT model.
The model includes an embedding layer that maps input tokens to 768-dimensional vectors and
12 encoder layers. These encoder layers incorporate a self-attention mechanism for focusing
on varying parts of the input sequence. Each encoder’s intermediate layer executes a non-linear
input transformation, followed by a linear output layer transformation. The last encoder layer’s
output is directed to a pooling layer, averaging the hidden states across the input sequence.
This output is then processed through a fully connected layer with an output size of one. During

tuning, we use an unweighted binary cross entropy loss function defined as:

lgcp=—[y -logx +(1—y)-log(1— x)] 4.1)

where x is the input and y is the target. The logits are passed to a sigmoid activation
function, producing the final prediction, ranging from 0 to 1, indicating the VFC positive class
probability.

Aggregating Predictions to Commit Level: VFCFinder generates predictions on a per-file
basis. This strategy ensures that different programming languages are handled separately
during the prediction process. For instance, when a commit updates Python and C files, Code-
BERT does not need to process multiple languages simultaneously. Therefore, VFCFinder
consolidates file predictions into a total commit prediction. To do so, VFCFinder calculates the
arithmetic mean of the file predictions, resulting in a single value between 0 and 1, where 1

suggests a likely vulnerability resolution.

4.3.3 VFC Vulnerability Type

The fine-tuning for VFC type identification mimics the VFC identification outlined in Sec-

tion 4.3.2, differing primarily in the classification tasks. VFC type is categorized based on the
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Figure 4.5: A fine-tuning CodeBERT framework for VFC identification. The fully connected
layer of the VFC classification is vector size one. VFC Type identification uses the same frame-
work, but the vector size from the fully connected layer is 10 (i.e., OWASP Top 10) and uses a
softmax function.

OWASP Top 10 and an additional “Other” class that signifies vulnerabilities outside the OWASP
Top 10. Initially, we contemplated predicting VFC type at the CWE level, but since MITRE
defines 933 different CWE types and the relatively sparse training data, we decided against it.
Discussion of VFC type data collection and mapping OWASP Top 10 labels to VEC types is in
Section 4.4.2.

Tokenization: The tokenizer for VFC type is the same for VFC identification, as seen in
Section 4.3.2.

Fine-Tuning: The fine-tuning architecture for VFC type is similar to that of VFC identifica-
tion. The primary differences are the output size of the fully connected layer, the loss function,
and the activation function. The VFC type’s output size is 10, denoting its deployment for
a 10-class classification task.? We specifically use a weighted cross entropy loss function as
defined:

eV

lycp=—w,log =" 4.2)

x,c
c=1 e

where x is the input, y is the target, w is the weight, and c is the number of classes. A

softmax activation function is then used on the fully connected output layer, transforming the

2As outlined in Section 4.4.2, the classification size would be 11, but no examples exist for one of the OWASP
Top 10 classes.
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results into a probability distribution across the classes.

Aggregating Predictions to Commit Level: Predicting the VFC type on a per-file basis
requires a distinct commit-level aggregation process. To determine the VFC type, we use the
file prediction that has the maximum probability. In specific terms, we use an argmax function
to identify and select the OWASP Top 10 type that has the highest probability within a given

predictions.
argmaxf(X)=x:f(s)< f(x),VseX (4.3)

This procedure ensures the selection of the VFC type with maximum confidence. The evaluation

of VFC type identification is in Section 4.5.3.

4.3.4 Semantic Similarity

VFCFinder also incorporates the similarity between the commit message and the original

advisory. For instance, consider the advisory GHSA-fj7c-vg2v-ccrm and its associated VFC:

GHSA-fj7c-vg2v-ccrm description: “Buffer leak on incoming WebSocket PONG mes-
sage(s) in Undertow before 2.0.40 and 2.2.10 can lead to memory exhaustion and

allow a denial of service.”

undertow@c7e84a0 VFC commit message: “{UNDERTOW -1935] - buffer leak on

incoming websocket PONG message”

VFCFinder uses SentenceTransformers [RG19], an advanced technique for generating em-
beddings to produce semantic similarity scores between texts. Specifically, we use the pre-
trained all-mpnet-base-v2 model. * VFCFinder then feeds these embeddings into a cosine
similarity function to identify semantic correlations from the embeddings. The output ranges
from -1 (indicating opposite meanings) to 1 (denoting identical meanings). A score of 0 signifies
orthogonality or dissimilarity between the two vectors.

Regrettably, not every advisory and VFC commit message is as descriptive as the previous
instance. Take the advisory GHSA-rgp5-m2pq-3fmg and the related VFC as an example:

GHSA-rgp5-m2pq-3fmg description: “microweber prior to version 1.2.11 is vulnera-

ble to cross-site scripting”
microweber@f7f5d41 VFC commit message: “update”

In the initial example, the cosine similarity score is 0.88, reflecting considerable similarity.
However, for the second example, despite being the VFC for the advisory, the cosine similarity

score is -0.01.

Shttps://huggingface.co/sentence-transformers/all-mpnet-base-v2
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Table 4.1: VFCFinder’s ranking model uses five features.

Features Description
VFC Probability Probability distribution of commit fixing a vulnerability
VFC Type Match* Boolean match between advisory and VFC Type prediction

Commit/Advisory Similarity ~Similarity score commit message and advisory report

CVE/GHSA ID in Commit* Boolean match if CVE/GHSA ID in commit message

Commit Rank Location Normalized commit rank location of a commit in version lifecycle

* We describe this as five features, but the XGBoost model uses seven features. We split individual features
for CVE and GHSA, and split VFC type into Top-1 and Top-5.

4.3.5 Static Features

VFCFinder also incorporates two static features to enhance the classification. We initially
considered other static features, similar to those in prior work [HSCT21, TZM*21, WZB*22],
however, most demonstrated limited feature importance, leading us to retain the following
two prominent static features.

CVE/GHSA Identifier: In some cases, developers mention the CVE or GHSA identifiers
for advisories directly in commit messages. Naturally, VFCFinder should encapsulate this
information. The presence of the CVE/GHSA-ID within the commit message is determined
using a direct search method. This feature is encoded as a binary value, with 1 signifying a
match.

Normalized Commit Rank Location: In our feature engineering, we observed that VFCs
often occur toward the end of the commit lifecycle, typically before the next version release.
For instance, the GHSA-prrh-qvhf-x788 advisory resolved a vulnerability across 32 commits,
with the VFC (314456d) as the 31st commit, directly preceding the v5.0.2 release.* VFCFinder
computes commit,,,./commit,,;, for the normalized commit rank location, yielding a
location of 31/32 =0.97 for the cited VFC. According to our ground truth dataset (Section 4.4),
the average normalized commit rank location for VFCs is 0.67. This is intuitive for vulnerability
patching practices. As vulnerabilities are identified, the expectation is a new software release
with the patch provided shortly after.
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4.3.6 Ranking Commits

The final step in VFCFinder is to use the previously described features, Table 4.1, to rank the
commits relevant to the given security advisory. VFCFinder uses XGBoost [CG16], an iterative
gradient-boosting algorithm that progressively incorporates decision trees while adjusting ob-
servation weights based on previous inaccuracies. By combining weak learners and predicting
residuals from prior trees, XGBoost uses regularization techniques to optimize performance
and mitigate overfitting.

To initially tune the hyperparameters of the XGBoost model, we used hyperopt [BYC13], a
Bayesian optimization algorithm. The best results were obtained when the learning rate was
set to 0.001, and the decision tree depth in the model was restricted to four. Furthermore, we
set the maximum number of boosting rounds, i.e., the number of decision trees included in
the model, to 1,500.

A binary logistic objective was used during training, classifying each commit as related
or unrelated to the security advisory fix. The model outputs the predicted probabilities for
each input to belong to the positive class, which range from 0 (non-match) to 1 (match). This
process transforms the task into a classification problem. These probabilities are then ranked
to denote the likelihood of each commit fixing a security advisory. Section 4.5 elaborates on

the model’s evaluation.

4.4 Data Collection

Here, we discuss the training and testing datasets for VFCFinder. The data collection process is
organized into three sets, each corresponding to a unique classification model: VFC identifi-
cation, VFC type identification, and the final XGBoost ranking process. Table 4.2 provides a
summary and the aggregate commit count for each set.

4.4.1 Vulnerability Fixing Commits

We sourced data from three vulnerability databases: NVD [NIS22], OSV [Goo22c], and Vu-
lasDB [PPS*19]. NVD, operated by NIST, is a primary vulnerability disclosure platform. Google’s
OSV aggregates data from multiple sources (GHSA, PyPA, RustSec, Global Security Database,
and OSS-Fuzz) and primarily targets open-source dependencies. VulasDB manually curated vul-
nerable commits in Java projects and has been used extensively in previous studies [NLCK*22,
NTJKL*22, SB18].

‘https://github.com/PrestaShop/productcomments/compare/v5.0.1...v5.0.2
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Table 4.2: Datasets used for training various aspects of VFCFinder. The dataset size indicates
commit count.

Dataset Objective Size
VFC Identification VFC and Non-VFCs 54,858
VEC Types OWASP Top 10 Labeled VFCs 7,847
GHSA Data Matching VFCs to advisories 138,529

Our training data included 54,858 commits, with 9,143 VECs and 45,715 non-VFC commits.
The commits span nine languages. We started data collection by downloading all datasets,
beginning with the NVD, which contained 193,250 CVEs as of August 16, 2022. CVEs contain
reference links tagged as a patch, typically signifying VFCs. We focused specifically on GitHub
commit links, identifying 8,951 GitHub commit patch links. A similar methodology on OSV
yielded 3,633 GitHub-referencing VFCs, and VulasDB provided 1,282 Java commits linked to
open-source dependencies. After consolidation and de-duplication, 9,143 unique VFCs were
obtained.

We then cloned each repository containing the commit and confirmed the commits used
languages in C/C++, PHDP Java, JavaScript, Python, Go, Ruby, TypeScript, or C#. To pull the
data, we developed an additional tool for parsing commit data, PatchParser.’ The tool pulls
key features from GitHub commits and formats them in a way ideal for ML/AI applications.
Figure 4.6 demonstrates the language distribution for the study, emphasizing PHP and Java.

Collecting Non-VFCs: Training requires non-VFCs in addition to VFCs. Consistent with
prior work, we keep a ratio of five non-VFCs to one VFC [SB18]. For every VFC in a repository,
we gather five non-overlapping non-VFCs from the same repository.

To collect non-VFCs, we follow methods established in previous studies [SB18, NTJKL"22].
Firstly, we collect unique repositories from the VFCs, a total of 2,658. From these repositories,
we compile the commit history. We then run a modified version of git-vuln-finder [CVE22],
which includes additional keywords from SPI[ZSW*21], on the commit history. Commits not
matched by git-vuln-finder are assumed to be non-VFCs. We then check if the commit modified
at least one file associated with the study’s target languages; if not, the commit is discarded.
After verifying the commits, we shuffle the non-VFCs and match each VFC with five non-VFCs
from the same repository. For validation, we randomly sampled 100 non-VFCs to ensure they
weren't related to security fixes. This process yielded 45,715 non-VFCs from 2,658 unique

repositories.

5This tool has been publicly released on PyPI: https://pypi.org/project/patchparser/
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Figure 4.6: Language breakdown across Vulnerability Fixing Commits within the VFC Identifi-
cation dataset

4.4.2 Vulnerability Fixing Commit Types

Security advisories are associated with a common weakness enumeration (CWE), denoting the
type of vulnerability. With 933 existing CWE types [MIT22a], predicting a VFC'’s corresponding
vulnerability type is challenging. We leverage the CWE to OWASP Top 10 mapping provided
by MITRE [MIT22a], simplifying our prediction classes. VFCs not in the OWASP Top 10 are
categorized as “Other.”

We excluded advisories with multiple CWEs. Our preliminary analysis found that less than
2% of the total advisories list multiple CWEs. Furthermore, 1,296 VFCs did not possess a CWE
label, resulting in a dataset of 7,847 VFCs with a CWE label. Table 4.3 details the commit
distribution per OWASP Top 10 label and the “Other” class. This imbalance mirrors the real-
world vulnerability distribution. Notably, "Vulnerable and Outdated Component" was not a
classification within the VFC dataset.

4.4.3 GHSA Data

We used GHSA advisories to train the final ranking model of VFCFinder. The GHSA data is a
subset of the OSV data described in Section 4.4.1. We selected GHSA as the full pipeline training

because it (1) is guaranteed to be on GitHub and (2) is one of the popular advisory databases
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Table 4.3:  VFC OWASP Top 10 Distribution

Category VFC Count
A01: Broken Access Control 1,333
A02: Cryptographic Failures 126
A03: Injection 2,249
A04: Insecure Design 232
AO05: Security Misconfiguration 125
A06: Vulnerable and Outdated Components 0
A07: Identification and Authentication Failures 322
A08: Software and Data Integrity Failures 209
A09: Security Logging and Monitoring Failures 30
A10: Sever-Side Request Forgery (SSRF) 88
Other (Weaknesses outside OWASP Top 10) 3,133

for open-source projects. An advisory was considered for training if it contained a GitHub
code repository link and an identified fixed version. In total, 15.7% of GHSA advisories did
not contain fixes, leaving approximately 84.3% of advisories with fixes. We identified 3,605
advisories with a VFC, each containing a fixed version. As Section 5.2 mentioned, we matched
94% of the VFCs to their associated fixed version range. Therefore, we only considered those
VFCs within that range.

Our total dataset consisted of 3,389 advisories, across 2,138 projects, and 138,529 associated
commits. The average number of commits between fixed and prior versions was 15. Commit
labels were determined based on their association with an advisory, with VFCs in the advisory
receiving a label of 1 and others labeled as 0.

Contiguous Data Sampling: The contiguous aspect is to obtain all of the commits in the
order in which they appear in the commiit lifecycle between the prior and fixed versions. As
discussed previously, current state-of-the-art [TZM*21, WZB*22] uses a non-contiguous data
sampling technique, selecting non-associated commits randomly throughout the project. By
narrowing the dataset to commits within the fixed version’s window, we eliminate the risk of
overemphasizing the time difference between commits and CVE file dates.

FixFinder [HSCT21] uses a contiguous sampling approach, but the boundaries are set
without respect for the prior and fixed version, creating a selection of commits two years before
and one hundred days after the CVE file date for each evaluation, resulting in 2,753,058 commits
for their training datasets. VCMatch collected a dataset containing 1,669 vulnerabilities from
10 open-source software projects for training their prediction models. VCMatch used the
corresponding fixing commits for each of these vulnerabilities as positive samples. To construct
negative samples, they followed the method used in the study of PatchScout, which involved
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randomly sampling 5,000 other commits in the code repository as negative samples for each
positive sample. VCMatch required a total training set of 8,346,669 pairs of vulnerabilities and
commits. Each of those approaches requires significantly more data than VFCFinder.
Additionally, our approach separates training and testing datasets to keep advisories distinct
and ensures that commit lifecycles within each set are non-overlapping. This strategy ensures
the integrity of our training and testing sets, preventing any associated commits from being
split between them. Further details on training and testing can be found in Section 4.5.1.

4.5 Evaluation

This section presents the evaluation of VFCFinder on the datasets from Section 4.4. We pose

four research questions:

RQ1: What is VFCFinder’s effectiveness in pairing security advisories and vulnerability fixing
commits? This question assesses the full VFCFinder ranking pipeline. We benchmark
VECFinder against VCMatch [WZB*22] on their dataset and across our dataset, repre-

senting the software supply chain.

RQ2: How well does VFCFinder identify VFCs? We evaluate against nine programming lan-
guages for identifying VFCs.

RQ3: How effective is VFCFinder in determining the VFC type? Extending past VFC identifi-
cation, we evaluate how VFCFinder can identify the vulnerability type fixed during
the VFC. We classify based on the OWASP Top 10 and an “Other” class.

RQ4: What features are important for matching security advisories to VFCs? In addition, we
provide insight into how the features of matching security advisories to VFCs impact
the output of VFCFinder.

4.5.1 Evaluation Setup

Our evaluation depends on three datasets: GHSA commits (Section 4.4.3, RQ1), VFC/Non-VFC
labels (Section 4.4.1, RQ2), and VFC types (Section 4.4.2, RQ3). These are real-world, up-to-date
data from maintained vulnerability databases.

We create a holdout set of 10% of each dataset, preserving vulnerability type and language
imbalances through stratified sampling. We apply a 5-fold cross-validation for model fine-
tuning on the remaining 90% of data. Each fold results in a model that we test on the holdout

set. We then average the model probabilities to create the final holdout set prediction. We
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Table 4.4: A Top-N recall comparison of VCMatch [WZB*22] vs VFCFinder on VCMatch’s
dataset (8.3M commits across 10 OSS projects) and VFCFinder’s dataset (138K commits across
2,138 projects). VCMatch’s performance on unseen data (VFCFinder data) indicates overfitting,
while VFCFinder demonstrates robust performance on new unseen data.

VCMatch VFECFinder Difference*
Dataset (# cmts) Top-1 Top-5 Top-1 Top-5 Top-1 Top-5

VCMatch (8.3M) 89.6% 94.3% 81.9% 97.3% =17 +3.0
VECFinder (138K) 44.0% 70.0% 80.0% 96.6% +36.0 +26.6

* VFCFinder performance minus VCMatch performance.

confirmed that the training/testing and holdout data do not contain any forms of overlap,
which would result in data leakage. Throughout, we use a machine with an Intel i7-9700k CPU,
32GB RAM, and an NVIDIA RTX 3090 Ti GPU.

During the evaluation of VFCFinder, we use Top-N metrics as those in prior work [TZM*21,
WZB*22]. The Top-N metric measures how often the correct item (or one of the correct items)

appears in the top N recommendations or predictions made by a model.

4.5.2 Evaluation Results

Baseline Comparison: We focus our comparison on VCMatch [WZB*22], as it is the latest
and highest reporting metric for advisory to VFC matching. Additionally, we omit Patch-
Scout[TZM*21] from our comparative analysis because the source code is not publicly available.
VCMatch replicated PatchScout by themselves in their work and demonstrated a 17-percentage-
point performance advantage over PatchScout. We attempted to retrain VCMatch on our data
but could not get their source code implementation to work. However, we could get the source
code and trained models to work that was publicly accessible within Patchmatch [SZB*23], the
GUI-based implementation of VCMatch. This availability allows for a noise-free, direct com-
parison. We first validated Patchmatches implementation matches VCMatch to obtain results
using their original dataset before comparing its performance with our dataset. We applied
VCMatch on the same contiguous data as VFCFinder and used our contiguous sampling to
evaluate VFCFinder on VCMatch data.

Table 4.4 presents the results of VFCFinder compared to VCMatch. VFCFinder significantly
outperforms VCMatch in Top-1 recall by 36 percentage points (80.0% vs. 44.0%) on our dataset,
demonstrating greater generalizability. Although VCMatch shows a marginal 7.68 percentage
point increase in Top-1 recall when evaluated on its dataset (89.6% vs. 81.9%), it suggests
overfitting to its specific data. Furthermore, VFCFinder excels in Top-5 recall on both datasets,
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Figure 4.7: Top-N recall for ranking commits based on the commits between the prior and
fixed versions of an advisory. Note, the CDF percentage of the commit count is at 100% at
11,015 commits (the maximum number of commits seen between versions).

indicating a broader and more consistent ability to identify vulnerabilities correctly. These
performance metrics in both Top-1 and Top-5 recalls validate VFCFinder’s robustness in real-
world scenarios for matching security advisories to patch links.

Detailed VFCFinder performance: Figure 4.7 illustrates the performance of VFCFinder.
When searching for the vulnerability fixing commits, each version lifecycle will have a different
number of commits. We found the median number of commits between versions to be 15.
Focusing on the Top-1 recall, when considering the lower quartile (25%) of data, the commit
count is less than 5; the recall is 95.9%. This recall value changes to 90.9% for the median
(50%, commit count < 15) and to 85.8% for the upper quartile (75%, commit count < 44). For
the entire dataset, the Top-1 recall is 80.0%. For 75% of the data, the Top-2 to Top-5 recall
consistently remain above 93%. On the entire dataset, the Top-2, Top-3, and Top-5 recalls are
89.5%, 93.2%, and 96.6%, respectively.

Accurately Ranked Commits: Consider the advisory GHSA-h47x-2j37-fw5m,® addressing
a critical injection vulnerability in the Infinispan project. This advisory reports two patched
versions and provides two VFCs. In the case of version v9.4.17, with 63 commits in the window,

fhttps://github.com/advisories/GHSA-h47x-2j37-fwbm
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VECFinder correctly ranked the corresponding VFC as first. The VFC identification probability
was 0.96, and the model accurately classified the vulnerability type. Despite the final prediction
output of 0.30, it was significantly higher than the second-rank commit of 0.08. For the older
version, v8.2.12, with just six commits within the window, VFCFinder identified the correct
VFC as the top-ranked commit, validating patches for both versions.

Misranked Commits: An instance of an incorrectly ranked commit happened with advisory
GHSA-wqv4-9gr3-3qgh related to Jenkins, where VFCFinder ranked the actual VFC seventh
among 82 commits. This version had six additional GHSA-IDs, three of which fell into the
same OWASP category, leading to the misranking. This highlights the challenge of correctly
associating a VFC with its relevant advisory, mainly when multiple vulnerability fixes of a

similar type exist between versions.

Takeaway: Within five commits, VFCFinder produces a 96.6% recall for containing the
correct VFC within the prior and fixed versions. Over prior work [WZB*22], VFCFinder

increases the Top-1 recall by 36% percentage points when applied to various OSS

projects.

4.5.3 VFCFinder Characterization

This section assesses the distinct elements of VFCFinder, with a particular emphasis on the
fine-tuned CodeBERT models used for VFC identification and VFC type. Although a substantial
body of research exists regarding VFC identification and type (refer to Section 2.5), they pre-
dominantly concentrate on individual facets of VFCFinder. To our knowledge, a comprehensive
analysis of VFC identification spanning nine languages has not been extensively explored. Our
claim is not to have enhanced VFC identification or VFC type identification; rather, our focus
has been to further evaluate CodeBERT across nine languages in VFC identification and VFC

type as they are important aspects of VFCFinder.

VFC Identification

The VFC identification component of VFCFinder proves effective, achieving an 89.3% macro F1
score and a 94.4% accuracy. Additionally, the performance generalizes across nine languages.
We use a base threshold of 0.5 during evaluation to represent a VFC; values below this do not

indicate a VFC. Formally,
0 ifiS™" x,<0.5,
VFC = " 2uint (4.4)
1 if+>" x,>05
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Table 4.5: VFC Identification Language Generalization

Language Macro Precision Macro Recall Macro F1

C/C++ 92.4% 89.3% 90.7%
Python 90.1% 87.6% 88.8%
TypeScript 86.1% 86.1% 86.1%
JavaScript 89.2% 84.9% 86.9%
PHP 92.9% 88.4% 90.4%
Java 91.0% 84.2% 87.1%
Ruby 93.9% 88.7% 91.0%
C# 87.5% 98.5% 92.1%
Go 89.4% 85.7% 87.4%
Total 91.5% 87.5% 89.3%

where x is the output from the sigmoid activation function from the fine-tuned CodeBERT
model.

VFC Identification Evaluation: Table 4.5 presents VFC identification results for the dataset
outlined in Section 4.4. Key metrics include a macro F1 score of 89.3%, recall of 87.5%, precision
0f 91.5%, accuracy of 94.4%, and an area under the ROC curve (AUC) of 95.7%. Weighted F1
on the holdout data is 94.2%. Evaluation against the holdout set yielded 4,452 true negatives,
209 false negatives, 100 false positives, and 704 true positives. The overall performance of
VFCFinder is similar to prior work (Section 2.5) for identifying VFCs, ranging in an F1 score of
around 90%.

Correctly Classified VFCs: The true negatives and positives from the model classification
within the holdout dataset offer insight into VFCFinder’s performance. The average probability
for the 4,452 true negatives is 0.04, with a standard deviation 0.07. The true positives average
a probability of 0.94, which indicates high model certainty. VFCFinder also applies to less
descriptive commit messages, such as d158413 in ckeditor/ckeditor4, to resolve a cross-site
scripting vulnerability with a commit message of “Code refactoring” and a probability of 0.84.

Misclassified VFCs: False negatives refer to true VFCs wrongly classified as non-VFCs, while
false positives denote non-VFCs incorrectly classified as VFCs. False negatives had a mean
probability of 0.18, with a standard deviation of 0.16. For instance, CVE-2017-5553 identified a
cross-site scripting (XSS) vulnerability in the b2evolution CMS project, with a single patch link:
cebb36e.” The commit message, Ignore wrong URLs on markdown plugin, corresponded to a

patch where developers refined an existing regex to accept only URLs beginning with http://,

"https://github.com/b2evolution/b2evolution/commit/ce5b36e44b714b18b0bcd34c6db018
7b8d13bab8
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Table 4.6: VFC Type Identification (OWASP-Top 10 + Other Class) Top-N Evaluation

Precision Recall F1 Accuracy
Top-1 80.2% 80.1% 79.7% 80.1%
Top-2 89.3% 88.8% 88.5% 88.8%
Top-3 94.4% 94.3% 94.1% 94.3%
Top-5 98.6% 98.6% 98.6% 98.6%

https://, or /. The model overlooked this subtle regex adjustment and vague commit message,
marking it as a false negative. The probability outputted by VFCFinder was 0.30. Revising the
probability thresholds could make the model identify it as a VFC.

False positives produced a mean probability of 0.72 with a standard deviation of 0.16,
implying model uncertainty compared to the mean of 0.93 for true positives. For instance, a
false positive arose from the Ansible package’s bug fix for a missing dependency. Though the
commit message, defend against bad or missing crypt, initially suggested a vulnerability fix,
code review clarified the issue as a failure due to a missing package.

VFC Language Generalization: Table 4.5 presents the performance metrics for the nine
languages in our holdout set. VFCFinder performed well across each programming language.
C#, with 2 92.1% macro-F1 score, performed best, largely owing to a high recall 0f 98.5%, despite
its lower precision at 87.5%. Interestingly, C# accounted for the smallest training samples in

our dataset. TypeScript was the least successful, with an 86.1% macro F1 score.

Takeaway: VFCFinder identifies VFCs with an F1 score of 89.3% and generalizes across

nine languages.

VEFC Type Identification

Table 4.6 shows the Top-N metrics for VFC vulnerability type classification, labeled as per the
OWASP Top 10. VECFinder scores 80.1%, 88.8%, and 98.6% accuracy for the Top-1, Top-2, and
Top-5 labels, respectively. The metrics are weighted to account for data imbalance.

Correctly Classified VFC Types: Figure 4.8 shows the normalized confusion matrix for
predicting vulnerability types, labeled by OWASP Top 10 categories as per Table 4.3. The matrix’s
diagonal indicates the recall for each category; for instance, VFCFinder correctly identified
73% of A01: Broken Access Control vulnerability types. In the “Other” class the model correctly
detects 84% of them for the Top-1 label. Even with approximately 40% of the data classified as
“Other,” VFCFinder can accurately distinguish different OWASP classes.
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A02 1 0% 0% 0% 0% 8% 0% 0% 0% 8%
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Figure 4.8: Normalized Confusion Matrix for the VFC Type Top-1 Identification by OWASP
Top 10 Categories

Misclassified VFC Types: Figure 4.8 additionally shows the misclassification analysis of
OWASP Top 10 categories. For instance, 22% of A10: SSRF VFCs were predicted as A03: Injection.
Despite initial concerns, these types exhibit notable similarities. Taking CVE-2022-1723 as an
example, an SSRF was fixed in jgraph/drawio before version 18.0.6, mitigating potential local
file access by web server attackers. The commit message "18.0.6 release" fails to specify the
patch’s purpose. Upon commit review, a sanitizeUrl(String url) function emerged to validate
URL parameters, a method similar to A03: Injection patching. Thus, SSRF and Injection patches
may resemble each other regarding code modification.

Takeaway: VFCFinder correctly classifies the VFC type with a Top-1 accuracy of 80.1%
and a Top-5 accuracy of 98.6%.

4.5.4 Feature Importance

In this section, we explore the impact of five specific features outlined in Table 4.1 on the
performance of VFCFinder. Although machine learning models are often seen as black boxes,
using Shapley Additive Explanations (SHAP) values [LL17] has enhanced our ability to interpret

64



High
Commit/Adv. Sim. :}' » % 29 = 8 se
VFC Prob. 3 I (WY .
GHSA-ID Match .

VFC Type@1 .

Feature value

CVE-ID Match L
VFC Type@5 |

Commit Rank l [} ] [ .

-
L

. . . . T Low
—-0.25 0.00 0.25 0.50 0.75

SHAP values (impact on model output)

Figure 4.9: The SHAP values (impact on the model output) of VFCFinder’s features. High
feature values correspond to high SHAP values, underscoring the importance of all features in
VECFinder’s classification. Features are ranked by importance, from highest (Commit/Advisory
Similarity) to lowest (Commit Rank).

these models. Specifically, SHAP values are used to explain the output of a model. They help to
understand how much each feature (or input variable) contributes to the model’s prediction,
whether positively or negatively. We approach each combination of features as a distinct power
set, subjecting each to training. By measuring the contribution of each feature to the model’s
overall predictive outcome, we assess its relative importance. These measured values allow for
an understanding of each feature’s role in the model.

Figure 4.9 visually represents the SHAP values distribution across the complete training
data pipeline for VFCFinder. The y-axis is the feature value (e.g., a description similarity score
0f 0.98 would be considered high), with darker colors denoting higher values. The x-axis reflects
the aggregated SHAP value. A rise in VFC probability correlates with elevated SHAP values,
impacting the model’s overall predictive probability. A decrease in VFC probability diminishes
the likelihood of a match. Features with higher values, such as VFC probability, commit advisory
similarity, and types of vulnerability fixes, are more likely to correspond to an accurate patch
link.
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Takeaway: Each feature in VFCFinder provides a strong contribution to the matching

of security advisories to VFCs.

4.6 GHSA Missing Links

This section explores an empirical study of VFCFinder applied to a set of GHSAs missing VFC
links. As stated in Section 5.2, around 63% (6,159/9,764) of GHSAs do not have VFC links. We
pose the research question: How does VFCFinder work on existing real-world advisories with
missing VFC links?

4.6.1 Considered GHSA Advisories

Section 4.4.3 details VFCFinder prerequisites: a source code link, a fixed version, and a prior
vulnerable version, which are not universally available across advisories. Approximately 2,129
(34.6%) of VFC-lacking GHSA advisories do not contain a source code link. As described in
the Appendix, we created a simple methodology for obtaining the missing GitHub repository.
We can directly locate project links on GitHub using the GHSA package name (e.g., Source
Code/Issues/Homepage). This method yielded source code links for approximately 1,092 GHSA
advisories missing VFCs. However, 1,037 (16.8%) GHSA advisories continue to lack source code
links. We have submitted this data to GitHub.

In total, 5,122 GHSA advisories still lacked VFC links. During repository cloning, 239 (3.88%)
did not use tags to define the commit window (Section 4.3). Not all advisories have been
fixed; 1,537 (24.9%) do not contain fixed versions, which would not have a VFC. Three (0.05%)
advisories did not contain a previous vulnerable version. Ultimately, VFCFinder could be used

on 3,343 advisories.

4.6.2 Missing Link Results

Table 4.7 provides the results of VFCFinder applied to GHSAs missing VFCs. We assessed
VFCFinder using a random 10% (334) subsample of 3,343 advisories. We manually validated
the results of VFCFinder to confirm the correct VFC was found.

In total, 334 advisories and VFCFinder’s output underwent manual review. VFCFinder’s
output identified the VFC for 296 (88.6%) advisories. For 12 (3.59%) cases, the patch link was
found but not among VFCFinder’s Top-5. In 25 (7.78%) cases, the patch link wasn’t found in
the reported fixed versions, leading us to assume these 25 advisories may have incorrect fixed

version data. For VFCFinder’s Top-N recall calculation, we considered advisories where the
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Table 4.7: Results based on 334 reviewed GHSA Advisories missing their VFC. Top-N recall is
calculated on the 308 advisories VFCFinder found inside and outside of the Top-5.

GHSA Breakdown Top-N Recall
Total Reviewed 334 Top-1 81.2%
Inside Top-5 296 (88.6%) Top-2 88.9%
Outside Top-5 12 (3.59%) Top-3 93.5%
Could Not Find 25 (7.78%) Top-5 96.1%

VEFC was found or wasn't in the Top-5, resulting in 308 advisories. The Top-N recall results were
as follows: 81.2% at Top-1, 88.9% at Top-2, 93.5% at Top-3, and 96.1% at Top-5.

Community Contribution: As a valuable contribution to the community, we submitted all
found patch links (308) back to GitHub. The GHSA database welcomes community enhance-
ments to advisories [Git23b]. The security team at GitHub independently reviews the suggested
updates to determine if the security advisory will be updated. As discussed in Section 5.2,
advisories can list multiple versions where a vulnerability is fixed. In response to this, for each
advisory that mentioned multiple fixed versions, we submitted a VFC corresponding to each of
those versions. All 308 patches submitted to GitHub were accepted.

Takeaway: The recall of our empirical study of missing VFCs matches the evaluation
in Section 4.5, demonstrating generalizability. The GitHub security team reviewed and
merged all 308 VFCs into GHSA.

4.6.3 Ethics and Disclosure

Before submitting VFC links to the GHSA database, we consulted our Institutional Review Board
(IRB), which confirmed that analyzing public open-source software projects for vulnerabilities
does not require IRB approval as it doesn’'t involve human subject research. The data is public,
and our work aims to improve the quality of security advisories for the public.

Initially, we contacted GitHub to see if they would be interested in VFC data. After confirming
GitHub’s interest in the VFC data and agreeing to manage about 300 updates, we limited our
submissions to roughly ten per day to prevent overwhelming the team. Due to the amount
of data, the GitHub security team recommended we update through their manual advisory

update process, allowing the team to also thoroughly validate and approve our VFC links.
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4.7 Threats to Validity

Noisy Data: There is potential for noisy labels within our ground truth data. While we randomly
sampled our non-VFC commits to confirm the absence of VFCs from within the set, some
could be within the remaining data set. We also trust the original stakeholders provided the
correct VFC links in the security advisories. We note that prior research has reported errors in
NVD data [DGC*19, NM13].

Unseen Vulnerability Types: VECFinder cannot label vulnerability types it has not seen.
For example, we had no instances of “Vulnerable and Outdated Components" in our training
data. Therefore, VFCFinder will not be able to properly label vulnerability types of that nature.

Advisories without Fixed Versions: VFCFinder works with advisories that have fixed ver-
sions. Of the total GHSA dataset, 1,537 (15.7%) advisories do not contain fixed versions. These
advisories are assumed not to have been fixed and do not contain a VFC.

Silent Vulnerability Fixes: VFCFinder only works if a known security advisory exists for
a project. The purpose of VFCFinder is to pair those known security advisories with their
associated VFC. Therefore, the task to find silent vulnerability fixes [ZPW*21, DTER23, NVV23,
SXL*23, ZPC*23] is significantly different than VFCFinder.

4.8 Conclusion

The completeness of security advisories is crucial for downstream users, yet about 63% of
GitHub Security Advisories lack their patch link. This chapter presents VFCFinder, a tool
designed to perform security advisory to VFC matching. VFCFinder achieved arecall 0f 96.6% in
identifying the correct VFC within five commits. Our approach demonstrates that a streamlined
pipeline and concise features offer superior generalization over complex systems. Applied to
GHSA adpvisories lacking VFCs, VFCFinder found 96.1% of the VFCs within the Top-5. GHSA

has accepted and merged over 300 of our submitted VFCs.
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CHAPTER

S

PAIRING SECURITY ADVISORIES WITH
VULNERABLE FUNCTIONS

5.1 Introduction

In software development, leveraging open-source dependencies is fundamental, accelerating
innovation and development processes. Yet, these dependencies often carry the burden of
security vulnerabilities, posing significant management challenges [AWQE20]. This challenge
has led to the widespread use of software composition analysis tools (e.g., OWASP Dependency-
Check, GitHub Dependabot) that notify developers of potential vulnerabilities in their depen-
dencies. One shortcoming is that these tools often overgeneralize by flagging any inclusion
or use of a known vulnerable dependency as potentially vulnerable, resulting in a high rate of
false positives [DPH*21] and alert fatigue [AAM22].

State-of-the-art industry tools [PPS20, End23, Goo23a] have begun to determine how those
dependencies are used within projects. These tools rely on a program analysis concept known
as reachability to determine whether functions containing vulnerable portions of code are ever
called within dependencies. By assessing if vulnerable functions are called, developers can
prioritize genuine threats, focusing on vulnerabilities that pose an actual risk to their projects.

However, the success of reachability analysis first depends on accurately identifying vulnerable

69



functions within dependencies. Incorrectly identifying safe functions as vulnerable causes
unnecessary alerts for developers about threats that do not exist.

There are two common approaches for pairing security advisories with vulnerable functions:
(1) manual curation and (2) using a naive automated approach that considers all changed func-
tions in a security patch link as vulnerable. The Go Vulnerability Database (GoVulnDB [Goo23c)),
supported by Google’s Go security team, exemplifies the manual approach by releasing high-
quality security reports for the Go community. In these reports, the Go security team manually
identifies the root cause of vulnerabilities, accurately pinpointing the exact vulnerable func-
tions. Despite its high accuracy and the trust it builds, this manual process is time-consuming
and limited in scalability.

Alternatively, the automated approach, often seen in academic literature [Z1.S*19, CKDR21,
FLIWN20, NDLM21, BNM21], is intuitive but flawed. The automated approach assumes all
modified functions in a security patch are vulnerable. The underlying assumption is that
developers are only addressing the vulnerability and not any additional changes during the
patching process. However, our preliminary analysis found that out of all the functions the
automated approach labeled as vulnerable, only 22% were correct when using GoVulnDB as
ground truth. This means that 78% of the functions modified in a security patch were unrelated
to the actual vulnerability, underscoring the significant issue of overestimation and highlighting
the need for improved automated methods.

In this chapter, we hypothesize that LLMs can significantly improve the accuracy of pairing
security advisories with vulnerable functions over the current naive automated approach. Our
high-level approach is to take a vulnerability description from the security advisory and the
associated changes from the security patch link to ask the model if the changes fix the underly-
ing vulnerability. We explore various model sizes (i.e., CodeLlama 7 billion (B) parameters, 13B,
and 34B versions [RGG*23]) using a variety of prompting strategies. We develop three prompts:
a simple standard prompt, a detailed prompt, and a chain-of-thought prompt that involves
the model providing an explanation [WWS*22]. We evaluate these prompts in two learning
paradigms: either zero-shot or few-shot. The zero-shot approach does not have examples
in the prompt, and the few-shot relies on our retrieval system to obtain similar examples to
provide in the prompt to help guide the model. Additionally, we evaluate the computation
times for each strategy. Finally, we explore how these techniques generalize to three other
popular code-oriented LLMs (Mixtral [AI24], WizardCoder [LXZ*23], and DeepSeek [LXZ"23]).

Our experimentation demonstrates the following key findings:

e LLMs surpass the naive automated approach that assumes all functions modified in a
security patch are vulnerable. We show a 173% increase in precision (i.e., from 0.22 to
0.60) with only an 18% decrease in recall (i.e., from 0.90 to 0.74).
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1 func unzipFile(file *zip.File, dstDir
string) error {

2 - filePath := path.Join(dstDir, file.
Name)

3 + mname := strings.TrimPrefix(filepath. 1 func RemoveFile(path string) error {
Join(string(filepath.Separator), 2 - err := os.Remove(path)
file.Name), string(filepath. 3 - return err
Separator)) 4 + return os.Remove (path)

4 + filePath := path.Join(dstDir, name) 5}

(a) Modifications in the unzipFile function pre- (b) Refactoring of the RemoveFile non-vulnerable
vent a path traversal vulnerability by sanitizing function to directly return the result of
the file name before joining the destination di- os.Remove(path), removing the temporary
rectory path. variable.

Figure 5.1: Condensed updates of multiple functions in the patch for the Go utility library, go-
huge-util, addressing CVE-2023-28105. Figure 5.1a are changes to the root causing vulnerable
function, unzipFile. Figure 5.1b shows unrelated changes to the underlying vulnerability in
function RemoveFile.

e Smaller models, with appropriate prompting, can match or even exceed the performance

of larger models, suggesting a resource-efficient alternative.

e While chain-of-thought prompting proves the best approach in zero-shot settings, it
comes at a 13x slowdown compared to more streamlined prompting with a few-shot

setting that can show similar results.

* Our approach generalizes to multiple LLMs, allowing downstream users to pair security

advisories with vulnerable functions.

We have released our data and implementation on GitHub.!

5.2 Background

5.2.1 Motivating Example

Security advisory CVE-2023-28105 highlights a path traversal vulnerability in the go-huge-
util Go library. Within the security advisory, a reference link exists, also known as a patch link,
that points to how a developer applies a fix for the vulnerability. These patch links are the
basis for identifying vulnerable functions. However, the patch for CVE-2023-28105 does more
than fix the vulnerable function, as described by the developer in the commit message: “fix
zip.Unzip path traversal vulnerability and add some new file utility functions.” Specifically, the

'https://github.com/s3c2/11lm-vulnerable-functions
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patch has modifications in four files, modifies five existing functions, adds two new functions,
and totals 104 line additions and 45 line deletions. The comprehensive changes within the
patch link underscore the complexity of accurately identifying vulnerable functions.

Figure 5.1a contains the changes to the root causing vulnerability within the patch link
for CVE-2023-28105 and its fix in the unzipFile function. The fix was straightforward: the file
path input requires sanitization to prevent the traversal vulnerability. Interestingly, the security
advisory and developer mentions the function zip. Unzip: “When users use zip.Unzip‘ to unzip
zip files from a malicious attacker, they may be vulnerable to path traversal.” However, the Unzip
function was unchanged during the patch link, and this is simply the public-facing function
that calls the underlying vulnerable function, unzipFile.

In addition to fixing the underlying path traversal vulnerability, other changes occurred
within the patch link. Figure 5.1b is an example of one of the five existing functions modified
during the patch link unrelated to fixing the path traversal vulnerability. In this case, the
developer refactored the function RemoveFile to directly return the status of removing the given
file instead of saving the result in a temporary variable. Using a naive approach to label all
changed functions in a patch link as vulnerable would misidentify the non-vulnerable function

RemoveFile as vulnerable, thus creating noise for downstream data consumers.

5.2.2 Go Vulnerability Database (GoVulnDB)

The Go Vulnerability Database (GoVulnDB), supported by Google, is a high-quality dataset of
vulnerabilities in Go [Goo23c]. The Go Security team compiles data from various datasets (e.g.,
the National Vulnerability Database, GitHub Advisory Database). The Go Security team then
manually checks reports for precise details about the vulnerabilities, including descriptions
and affected versions [Goo23d].?

Vulnerable Functions: One unique aspect of GoVulnDB is its curation of vulnerable func-
tions. These vulnerable functions are in two distinct fields: symbols and derived symbols. The
symbols field identifies the root causing vulnerable functions, such as functions or methods,
that directly cause the reported vulnerability. These initial symbols are manually identified by
the Go security team. The derived symbols represents a further analysis of public functions that
reach the root causing vulnerable symbols. These derived symbols are generated automatically
using portions of their static analysis tool govulncheck [Goo23a] and converted into reports
using their vulnreport tool [Goo23b]. The GoVulnDB is a reliable, ground-truth foundation

2After the submission of this work, GoVulnDB started experimenting with assigning any changed functions
within the patch links as vulnerable.

72



id: G0O-2023-1640

modules:
- module: github.com/dablelv/go-huge-util
packages:
- package: github.com/dablelv/go-huge-util/zip
symbols:

- unzipFile
derived_symbols:
- Unzip
cves:
- CVE-2023-28105
references:
- fix: https://github.com/dablelv/go-huge-util/commit/0e308b0

Figure 5.2: Condensed GO-2023-1640 report for CVE-2023-28105.

for understanding the nature of pairing security advisories with their associated vulnerable
functions.

Figure 5.2 shows the GoVulnDB report, GO-2023-1640, for the prior motivating examples.
The Go security team manually reviewed the report and identified the root causing vulnerable
function as unzipFile. When automatically generating the derived symbols, the Unzipfunction is

identified as the public-facing function initially mentioned in the security advisory description.

5.3 Naive Automated Approach (ChangedFuncs)

While manual curation of vulnerable functions delivers high-quality data (e.g., GovulnDB), it
suffers in scalability. The alternative approach, commonly seen in academic literature [ZLS* 19,
CKDR21, FLWN20, NDLM21, BNM21], uses an automated approach. The automated approach,
while intuitive, is naive. The underlying assumption is that all modified functions within a
patch link are vulnerable. However, we find the approach only correctly identifies 22% of the
root causing vulnerable functions (Section 5.5.2), further emphasizing the need for an accurate
automated approach.

To replicate the naive automated approach for identifying vulnerable functions, we imple-
ment Algorithm 3, referred to as ChangedFuncs. This process begins with a patch link from a
security advisory. Such patch links lead to specific commits in a project’s source code reposi-
tory, highlighting the changes. These commits, also known as git-diffs, appear in hunk levels
(git-hunks). A git-hunk represents a block of code changes within a file. Naturally, git-hunks do
not specify if these changes are within functions, as modifications can occur inside and outside
functions. Determining if the git-hunks are modifying code inside of a function is trivial. We first
parse the patch links with PatchParser [Dun22], a Python library that transforms commits into

machine-readable data and provides the associated line numbers of git-hunk modifications.
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Algorithm 3: Generalization of the naive automated approach used in prior
work [ZLS*19, CKDR21, FLWN20, NDLM21, BNM21].
Input: patchLink from the security advisory
Output: functions unique set of changed functions in the patch
1 ChangedFuncs(patchLink):
2 functions — empty set
3 for(gitHunk, fileName) < PatchParselpatchLink)do
4 if "test" not in ToLower(file Name) then
5 forlineNumberegitHunk do
6
7
8
9

for func € Tree-Sitter(file Name) do
if func.startLine<lineNumber < func.endLine then
\ functions.add(func.name)

end if
10 end for
11 end for
12 end if
13 end for

14 return functions

Using Tree-sitter [ts23], a language-agnostic parsing library, we identify the functions’ start and
end line numbers within the same file the git-hunk appears in. If a git-hunk’s modifications are
within a function’s line range, the git-hunk is labeled with the function name. We also exclude
files containing the word “test,” ensuring only non-test functions impacted by the patch are
considered. In our results, we use ChangedFuncs as a baseline, treating each identified function
within the patch link as vulnerable.

5.4 LLM Approach

Figure 5.3 overviews our approach for using Large Language Models (LLMs) to pair security
advisories with vulnerable functions. Our approach consumes a given security advisory (i.e.,
GoVulnDB report) and individual function code changes (i.e., git-hunks) from the associated
patch link within the security advisory. We design three prompts: a standard, detailed, or
chain-of-thought prompt, all aimed at determining whether the code changes address the
vulnerabilities described in a security advisory. We compare these prompts in two scenarios: a
“zero-shot” setting, where the LLM operates without prior examples, and a “few-shot” setting,
incorporating similar examples into the prompt to guide the LLM’s analysis. These similar
examples rely on our retrieval system. The prompt is given to the LLM to determine if the given

function changes are related to fixing the specific security advisory description.
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Figure 5.3: Our design approach involves using either a zero-shot or few-shot technique for
pairing security advisories with vulnerable functions.

5.4.1 InputData

Our approach relies on two inputs: the description from the security advisory and associated
function changes (i.e., git-hunk) from the patch link.

Security Advisory Description: We rely on the free-form text description given within the
security advisory. We preprocess the description details by removing any additional spaces
and new lines.

Function Git-Hunk: The input granularity within the system is at the git-hunk level based
on the patch links provided within the security advisory. We chose this level as it helps separate

individual changes for a commit.

5.4.2 System Prompt Design

LLMs rely on system prompts to instruct the model on what to do. We design three system
prompts to instruct the model to determine if the git-hunk is responsible for fixing a given
security advisory. 1) The standard prompt, designed to be straightforward, asks if the provided
git-hunk fixes a vulnerability. 2) The detailed prompt has more specific instructions for the
model, asking to consider the git-hunk’s direct relevance to the vulnerability description. These
prompts instruct the model to respond in a boolean fashion of either True or False. Where
True represents the git-hunk was indeed fixing or related to the vulnerability description,
and False would mean the fix is unrelated. 3) The third prompt uses the chain-of-thought
method [WWS*22], prompting the model to explain the git-hunk’s function before producing a

decision. Each of our prompts is as follows:

Standard Prompt: ] want you to act as a vulnerability fix detection system. Deter-
mine if the following git-hunk fixed a vulnerability. Respond with only “True’ or
‘False.’
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Detailed Prompt: Your task is to analyze the provided code changes (GIT-HUNK)
to determine if they target a specific vulnerability (Fixed Vulnerability Description).
Review each line, considering its direct relevance to the vulnerability description.
Ignore any new vulnerabilities that may have been introduced. Answer ‘True’ if
changes are directly related to fixing or even somewhat partially related to fixing
the vulnerability. Only provide a ‘False’ conclusion if the GIT-HUNK changes are
absolutely unrelated to the vulnerability. Respond with only ‘True’ or ‘False.’

Chain-of-Thought (CoT): Your task is to analyze the provided code changes (GIT-
HUNK) to determine if they target a specific vulnerability (Fixed Vulnerability
Description). Review each line, considering its direct relevance to the vulnerability
description. Ignore any new vulnerabilities that may have been introduced. Provide
a brief description of what the GIT-HUNK changes have done, then conclude by
labeling ‘True’ if changes are directly related to fixing or even somewhat partially
related to fixing the vulnerability. Only provide a ‘False’ conclusion if the GIT-HUNK
changes are absolutely unrelated to the vulnerability. Justify your decision before
ending with a clear ‘True’ or ‘False’ decision. Do not answer right away. Answer in
the following format:

Explanation - {Your Explanation}

Final Decision - {True/False}

5.4.3 Zero-shot and Few-shot Learning Paradigms

Two distinct learning paradigms exist in LLMs: zero-shot and few-shot learning. The primary
difference between the two is if example data is present in the prompt. Figure 5.4 illustrates
the high-level template for each approach. A primary benefit of these approaches is that they
do not require end-users to fine-tune any models and avoid the significant effort of obtaining
training data.

Zero-Shot: The zero-shot learning paradigm prompts an LLM without examples [RWC*19].
Instruction-tuned models, such as the ones used within our experiments, have shown promis-
ing capabilities in zero-shot learning [WBZ*21]. Additionally, zero-shot is useful when end-
users have little to no example data.

Few-Shot: Contrary to zero-shot, few-shot learning incorporates a set of examples within
the prompt [BMR*20]. These examples serve as a guide, allowing the LLM to grasp the context
and specifics of the new task quickly. This approach is beneficial in limited data scenarios,
but a set of known ground truth labels must exist. In the few-shot setting, these examples are
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{system prompt}

{system prompt} {retrieval system examples}

# System Input # # System Input #

Advisory Description: Advisory Description:

{advisory-description} {advisory-description}

Function GIT-HUNK: Function GIT-HUNK:

{git-hunk} {git-hunk}
(a) Zero-shot prompt template for pairing secu- (b) Few-shot prompt, note the addition of the
rity advisories to vulnerable functions. retrieval-based examples.

Figure 5.4: Simplified prompt templates for the zero-shot and few-shot paradigms. The dif-
ference is the addition of the retrieval examples placed after the system prompt within the
few-shot template.

added directly after the system prompts, shown in Figure 5.4b. However, determining which

examples to provide within the prompt is essential for few-shot learning.

5.4.4 Retrieval System

The retrieval system enhances few-shot learning by providing relevant examples to the git-
hunk under analysis. The relevant examples are returned through a similarity comparison
process of the known labeled examples and the git-hunk in question. We begin by building an
offline datastore of known labeled examples, with the GoVulnDB serving as our primary data
source (as detailed in Section 4.4). The core of this system lies in transforming these git-hunks
into embeddings, which are compact vector representations that encapsulate their semantic
meaning. These embeddings are typically generated with a specialized code embedding model
(i.e., CodeT5+ [WLG"23]). The embeddings are then stored in a datastore optimized for vector
retrieval (i.e., Faiss index [DGD*24]). Upon querying, the system fetches both True and False
examples of git-hunks with the associated advisory description similar to the git-hunk under
analysis.

Populating the Retrieval System with Examples: To populate the retrieval system, we
rely on a model specifically designed to create embeddings, the CodeT5+ 110M embedding
model [WLG"23]. Wang et al.[WLG™"23] extensively evaluated CodeT5+ and found it performed
exceptionally well for retrieval tasks. The input into the embedding model is at the git-hunk
level. The resulting embeddings from this process are 256-dimensional vectors that we store
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Figure 5.5: The retrieval system takes the function git-hunk as input. Then, it returns k-similar
examples based on the set of labeled GoVulnDB changed functions at the git-hunk level from
the ground truth data.

within a Faiss index [DGD*24].

Querying the Retrieval System: When inputs come into the retrieval system, we use the
same CodeT5+ embedding model as previously described. When querying the retrieval system,
the Faiss index computes a similarity metric (based on the dot product) between the input
vector and all pre-populated vectors. The search returns the top-K similar git-hunks with the
associated advisory description of both True and False examples in alternating order. Leading
with the most similar True example first, then the next most similar False example. We show
the impact of this ordering in Section 5.5.4. We also ensure that the examples come from a
different advisory and git-hunk, confirming that we are not leaking data or labels at inference

time. The overall retrieval system is implemented using the LangChain library [Lan23].

5.4.5 LLM Text Generation

LLMs use an autoregressive generation method, where text is generated iteratively by predicting
the next words, more specifically tokens, based on the context of all previously generated
tokens [VSP*17b]. This process involves a sequence of forward passes through the model’s
network, each pass calculating the probability distribution for the next possible token. The next
token is selected based on this distribution and then appended to the growing text sequence.
Generating longer sequences increases computational time due to the number of iterative
passes required through the model. Consequently, the output format from the LLM (e.g.,
boolean responses vs. an explanation) significantly impacts generation time.

Standard and Detailed Prompt Responses: When using the standard and detailed prompts,

we aim for a boolean single-word response of True or False from the model. This requires
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just a single forward pass through the model to produce the boolean response. At the end of
this step, the model produces preliminary scores, known as logits, for each potential token in
its vocabulary [Aro23]. These logits are the model’s initial guesses, not yet probabilities. We
then use a function called softmax to turn these logits into actual probabilities, showing how
confident the model is in each outcome. By focusing on the probabilities for True and False
tokens, we can identify the model’s decision.

Chain-of-Thought Responses: The expected result is a longer free-form text when using
the chain-of-thought (CoT) prompt. This is because the model explains what the git-hunk has
changed, then concludes with a definitive True or False, categorizing the git-hunk as related
or unrelated to the vulnerability fix. A consequence of the longer text will be an increase in
computation time. To identify the final decision, we search the text for either True or False

values.

5.4.6 Aggregating Results to the Function Level

Predictions from the LLM are at the git-hunk level. However, this chapter aims to associate
security advisories with entire functions rather than individual git-hunks. In some cases, multi-
ple changes can occur within a single function spanning multiple git-hunks, requiring us to
aggregate the results into one function. To do so, if any git-hunk of a function is predicted as
True, indicating a relation to the vulnerability, we classify the entire function as vulnerable.
This methodology assumes that the vulnerability impacts the whole function if any portion of

the function is involved in the vulnerability fix.

5.5 Results

We evaluate the use of LLMs to pair security advisories with vulnerable functions with the goal

of addressing the following questions:

Q1: How well does the naive approach work for identifying vulnerable functions?
Q2: How do various prompts impact the performance of using LLMs?

Q3: How does zero-shot and few-shot learning impact the effectiveness of LLMs?
Q4: How does the computational time compare across prompt strategies?

Q5: Can the developed prompts generalize from one LLM to another LLM?
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Key Takeaways: Our analysis shows that using open-source large language models (LLMs)
to link security advisories with vulnerable functions presents various insights and challenges.
Current automated detection methods, like the naive ChangedFuncs approach, identify only
22% of actual vulnerable functions, leading to many false positives. This highlights the need
for more advanced techniques. LLMs can improve precision in detecting these functions by
up to 173% compared to ChangedFuncs, however, they have an 18% drop in recall. The study
also finds that the effectiveness of LLMs varies with the quality of the input prompt, with well-
designed prompts significantly boosting the performance of smaller models. Few-shot learning
enhances recall but comes at the cost of reducing precision. The Chain-of-Thought prompting
method excels in performance but requires significantly more computational resources, 13
times slower than other methods. Finally, our findings apply across different LLMs.

5.5.1 Experimental Setup

Throughout the results, we primarily focus on the CodeLlama family of models [RGG*23].
The CodeLlama family is designed explicitly for coding tasks and has instruction-following
versions, each available in 7 billion (B), 13B, and 34B parameter configurations. Additionally,
we also evaluate other popular coding-oriented LLMs: Mixtral 7x8B [AI24], DeepSeek [DA24],
and WizardCoder [LXZ"23]. We use a machine with an Intel i7-9700k CPU, 128GB RAM, and
two NVIDIA RTX 3090 Ti GPUs. During evaluation, each model is split across both GPUs with
4-bit quantization and parameters set to half-precision (float16). We use the same CodeLama
parameters as Meta for text generation throughout [RGG*23].

Data Collection: We rely on the GoVulnDB as ground truth data. We initially cloned GoVul-
nDB on October 26, 2023, and obtained 409 GoVulnDB reports. Out of these, 318 (78%) had an
associated patch link. Of those 318 security advisories, 280 (88%) of the reports listed vulnerable
functions. When a vulnerable function is not listed, the entire project is considered vulnerable;
therefore, we do not consider those for further analysis. These 280 reports form the foundation
for our subsequent analysis. Using ChangedFuncs, Algorithm 3, we identify 2,370 modified
functions from 298 patch links across the 280 GoVulnDB reports. From GoVulnDB, 528 of those
functions were labeled as vulnerable functions. We consider the remaining 1,842 functions
non-vulnerable. We note that some git-hunks can change multiple functions; we split these
git-hunks to ensure that only one function is processed at a time.

5.5.2 Comparing the ChangedFuncsto GoVulnDB

When comparing ChangedFuncs (Section 5.3) to the GoVulnDB dataset, we found the approach
produces a precision of 0.22. The remaining functions (1,842 functions) changed during the
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Figure 5.6: Zero-shot setting between the standard, detailed, and chain-of-thought (CoT)
prompt across CodelLlama 7B, 13B, and 34B. Prompt design has a greater positive impact on
the smaller 7B model, allowing it to produce similar results to the larger 13B and 34B models.

patch links were not listed in the GoVulnDB reports, resulting in false positives. Furthermore, 61
reported vulnerable functions were not found within the patch link. The overall recall rate is 0.9,
demonstrating the ability to capture the majority of vulnerable functions. Through a manual
analysis, we found that the missing functions were either due to a missing patch link from the
advisory or were mentioned in a subsequent link (e.g., areference to the Issue). Researchers and
practitioners using the naive automated approach will create significant noise for downstream

consumers.

5.5.3 LLM Prompt Impacts

Figure 5.6 compares the standard, detailed, and CoT prompts from Section 5.4.2 using the
CodeLlama model family (7B, 13B, 34B) in a zero-shot context. The ChangedFuncs approach,
assuming all changed functions in a patch link are vulnerable, serves as the baseline. The
evaluation focuses on True labeled functions to ensure fairness against the ChangedFuncs
baseline.

The prompts have the largest impact on the smaller 7B model. For instance, switching
from the standard to the detailed prompt resulted in a 66.7% increase (0.27 to 0.45) in the F1
score. Then, switching from the detailed prompt to the CoT prompt resulted in another 26.7%
increase (0.45 to 0.57) in the F1 score. However, these increases in F1 have tradeoffs in precision
and recall. Both the detailed and CoT decreased the precision and increased the recall in the 7B

model. A higher precision and lower recall indicate the model was predominately responding
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Table 5.1: Zero-shot vs Few-Shot in terms of F1 across CodeLlama (7B, 13B, 34B) using the
basic, detailed, and CoT prompt. Best metrics are bolded.

CodeLlama-7B | CodeLlama-13B | CodeLlama-34B
#Examples 0 3 5 10| o 3 5 10| o 3 5 10
Basic 027 038 039 035|053 057 054 053|059 053 054 0.60
Detailed ~ 0.45 0.53 0.58 052 | 054 0.56 0.56 054 |0.62 057 0.59 0.62
CoT 057 056 059 0.60 | 0.59 0.60 0.60 0.55 | 0.62 0.63 0.62 0.61

False to each input, with fewer True responses. However, when the recall increased, the model
responded with more True responses.

The prompts have a less significant impact on the larger CodeLlama 13B and 34B models.
On average, the 13B version has a 5.6% increase (ranging from 0.53 to 0.59) in F1 score across
the prompts, and the 34B version has a 2.5% increase (ranging from 0.59 to 0.62). For the larger
CodelLlama-13B model, the prompts have similar performance across precision and recall.
The largest CodelLlama-34B model performed similarly using the standard and CoT prompts.
However, the detailed prompt has a higher precision of 0.67 and a lower recall of 0.58. Both
the detailed and CoT prompt in the CodeLlama-34B model had the highest F1 score of 0.62.
Overall, the prompts have a minor impact on the larger models.

An additional benefit of the CoT prompt is the extra explanation provided. Below is an
example of the response from the CodelLlama-34B zero-shot setting from Figure 5.1a in the

Background:

The GIT-DIFF changes have addressed the path traversal vulnerability in the ‘unzip-
File‘ function by using the ‘path.Join‘ and ‘strings.TrimPrefix‘ functions to ensure
that the file path is valid and does not contain any malicious traversal sequences.

Final Decision: True

5.5.4 Zero-Shot vs. Few-Shot

Table 5.1 compares the performance of the CodelLLama 7B, 13B, and the 34B model in a few-
shot learning context using the standard, detailed, and CoT prompting. The few-shot approach
helps improve performance compared to the zero-shot approach, primarily in recall in the
basic and detailed prompt settings.

Introducing a few-shot paradigm has the largest impact on the smaller CodeLlama 7B
model. On average, each prompt in a few-shot setting increased the F1 score of the CodeLlama

7B model by 26.2%. Few-shot learning increased the CodeLlama 13B version’s F1 on average
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Figure 5.7: Randomly shuffling the examples in a few-shot setting of CodeLlama 7B using the
detailed prompt stabilizes the overall performance of the model.

by 4.1%, and the Codellama 34B version’s by only 1.1%. The overall trend for the standard
and detailed prompt after adding few-shot examples was an increase in recall and a decrease
in precision. The CoT prompt had the opposite reaction, typically seeing a minor decrease
in recall and an increase in precision. Interestingly, a few-shot approach in the detailed and
CoT prompts allows the smaller CodeLlama 7B model to perform similarly to the 13B and 34B
versions.

Example Order: When experimenting with the few-shot paradigm, we noticed that the
order in which the examples in the prompt appear impacts the model performance, as shown
in Figure 5.7. For instance, our retrieval system returns both True and False examples (detailed
in Section 5.4.4). Once examples are returned, we place them in an alternating order in the
prompt: start with a True example followed by a False example.

Figure 5.7a shows the alternating impact of precision and recall depending on the number
of examples in the prompt. The number of examples changes the type of example before
the input. For instance, an even number of examples ends with a False example, and an odd
number ends with a True example. A closing True example tends to influence the model towards
a true prediction, enhancing recall but at the cost of precision. While a closing False example
influences the model towards false predictions, improving precision while reducing recall. In

Figure 5.7b, we randomly shuffle the order of examples to counteract the observed bias. Our
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Figure 5.8: Performance metrics for DeepSeek 33B, WizardCoder 15B, CodeLlama 34B, and
Mixtral 8x7B using the detailed prompt in a 5-shot setting. The best overall performing model
was Mixtral 8x7B, with a 173% increase in precision and an 18% decrease in recall compared to
the naive approach.

findings suggest that structured example sequencing creates tradeoffs between precision-recall,
whereas randomization offers stable model performance.

Retrieval Impact: Additionally, we observed the similarity of returned examples impacts
the model’s predictive performance. Specifically, a higher mean retrieval score for a given
example type (e.g., True examples) correlates with the model predicting that the target function
addressed a vulnerability. A greater discrepancy in retrieval scores between True and False
examples led to more accurate predictions by the model. However, when retrieval scores for
True and False examples were similar, the model had difficulty distinguishing between the two,
often mislabeling functions as True. This pattern was also evident in missed instances, where
False examples had higher overall retrieval scores. The influence of retrieval scores on model
accuracy was greater under an alternating example approach, though the trend continues with

randomly shuffled examples.

5.5.5 Generalization across additional LLMs

Here we demonstrate the performance of prompts across the Mixtral 8x7B [AI24], DeepSeek
33B [DA24], WizardCoder 15B [LXZ"23], and CodeLlama 34B [RGG"23] models. We evaluate
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Table 5.2: Comparing mean generation times (seconds) at report level with detailed vs. CoT
prompts across CodeLlama models (7b/13b/34b) in zero-shot and few-shot settings. The
Increase Factor CoT measures the slowdown with CoT prompts.

Zero-Shot Time | Five-Shot Time
. Increase . Increase
Model Detailed CoT Factor CoT Detailed CoT Factor CoT
Codellama 7B 1.30s 38.80s 30x 4.57s 43.01s 9x
Codellama 13B 2.87s 46.85s 16x 10.13s  65.54s 6x
Codellama 34B 8.08s 88.05s 11x 28.78s 126.54s 4x

using the 5-shot detailed prompt for each model.

Figure 5.8a specifically focuses on performance regarding True labels. Notably, Mixtral
8x7B has the highest overall F1 score. Specifically, its precision is a 173% improvement over the
ChangedFuncs (0.60vs. 0.22) and an 18% decrease in recall (0.90 vs 0.74). In contrast, CodeLlama
34B has a slightly higher recall than Mixtral 8x7B but significantly reduces precision (0.60 to
0.48). DeepSeek and WizardCoder achieved higher precision scores but at the expense of lower
recall rates than CodelLlama and Mixtral. This suggests that DeepSeek and WizardCoder were
more prone to producing False responses than the other two models. We note that the Mixtral
8x7B is the largest model (47B parameters [AI24]) of any code model we evaluated, which could
be a factor in the higher performance.

Figure 5.8b focuses on the models’ ability to distinguish True from Falselabels. The ROC
curve is based on the probabilities from the True and False tokens as described in Section 5.4.5.
Mixtral 8x7B and DeepSeek models achieved an AUC of 0.80, with CodeLlama 34B and Wizard-
Coder 15B closely following. Each model demonstrates their effectiveness in differentiating
between labels.

5.5.6 Computational Time Performance

The results in Table 5.2 show the mean computational time the CodeLlama models took to
generate a response for pairing a GoVulnDB report with a vulnerable function. Report times
were calculated based on the inference times for git-hunks within each report, with an average
of five git-hunks per patch link per report. For instance, CodeLlama 7B averaged 0.31 seconds
(s) per git-hunk, leading to a mean report time of 1.30s. The standard and detailed prompts
have similar performance. Therefore, we only show the detailed prompt.

CoT prompts were, on average, 13 times (x) slower than the detailed prompt. Specifically,

CoT prompts were 19x slower in zero-shot settings and 7x slower in few-shot settings. Overall,
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the few-shot approach was 2.4x slower than the zero-shot approach. Additionally, generation
time doubles (2.1x) when moving from the smaller CodelLlama 7B model to the 13B model
and a similar increase when moving from the 13B to the 34B model, regardless of the prompt
or learning paradigm. These findings highlight the generation complexity of CoT prompts
(discussed in Section 5.4.5), the inclusion of more text (i.e., few-shot), and larger models

contribute to longer performance times.

5.6 Discussion

LLMs demonstrate a possible path forward for pairing security advisories with vulnerable
functions, offering high-quality pairings with minimal manual effort, thereby enhancing in-
dustry vulnerability management efforts. Despite the potential, considerable scope exists for
improvement, especially in increasing the overall recall of our analysis. Integrating program
analysis with LLMs could improve recall. For example, a challenge for all models was identifying
vulnerabilities addressed by introducing new functions, which are then invoked from within the
existing vulnerable function. Such fixes are common in vulnerabilities requiring sanitization
(e.g., CWE-20 Improper Input Validation, CWE-79 Cross-Site Scripting), where sanitization
needs to be applied across multiple code locations. In such instances, additional context (e.g.,
surrounding code) would be required. Outside of code aspects, integrating commit messages
and identifying additional links or missing patch links could enrich LLM effectiveness in the
future. This could address cases where patch links are missing or vulnerable functions are
located elsewhere. Another area for improvement is in the retrieval of examples. When the
retrieval system finds similar examples between both True and False labels, the models have
trouble discerning the correct results.

Threats to Validity: Our research is subject to both internal and external validity threats. In-
ternally, we trust that the Google Go security team accurately identifies vulnerable functions in
Go data. If these identifications are inaccurate, our results and evaluations could be inaccurate.
The models we evaluated were also trained on public data, potentially including some of the
Go code under investigation and GoVulnDB report data. However, our methodology, which
pairs these security advisories with vulnerable functions from git-diff data, differs from the
original training and testing approaches of these models, helping to mitigate the risk of data
leakage. Externally, limiting our evaluation to the Go language could impact the generalizability
of our findings. We expect similar performance across different languages, drawing on the gen-
eralization capabilities of LLMs [RGG*23, A124, DA24, LXZ"23]. Nevertheless, this assumption
remains speculative without further empirical validation across a broader set of programming
languages for pairing security advisories with vulnerable functions. This highlights a critical
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area for future research. However, it will take substantial effort first to accumulate high-quality

data such as GoVulnDB in other languages.

5.7 Conclusion

In summary, this study highlights the challenge of automating the association between security
advisories and vulnerable functions and demonstrates the potential of LLMs as a promising
initial solution. Our findings suggest that while CoT prompting enhances accuracy, it incurs
computational costs. Alternatively, strategies using few-shot learning and concise prompts
achieve comparable accuracy with reduced computational overhead. These advancements
suggest a path to scale the automated matching of security advisories with vulnerable functions,

which is key for enhancing vulnerability management processes.
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CHAPTER

6

CONCLUSION AND FUTURE DIRECTIONS

In this dissertation, we explored automated analysis techniques that contribute to the en-
hancement of vulnerability data. In Chapter 3, we introduced Differential Alert Analysis - a
technique for finding fixed vulnerabilities. We found hundreds of fixes with a high precision
rate, often leading to vulnerability fixes that were never publicly announced. As a contribu-
tion, we submitted the unannounced vulnerabilities to the Global Security Database to spread
awareness of the fixes. In Chapter 4, we introduced VFCFinder - a tool to pair security advisories
with patch links. The vast majority of security advisories were missing their associated patch
links, which are often critical for downstream consumers. VFCFinder can pair those security
advice with their missing patch links with a high rate of accuracy. As a contribution, we used
VFCFinder to backfill over 300 GitHub Security Advisory Database reports that were missing
their patch links. In Chapter 5, we explored using LLMs for pairing security advisories with
their vulnerable functions. Prior work often used a naive approach that assumed all changed
functions within a patch link were part of the vulnerable function. We showed that only 22% of
the changed functions were related to the underlying affected code, demonstrating the need
for a higher-quality technique to identify the affected code from a security patch. To do so, we
evaluated the use of open-source LLMs, showing that they can increase the precision of the
naive automated approach by 173% while only having a minor 18% decrease in recall.
Through this work, we demonstrated patterns in how developers fix and announce vul-
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nerabilities to enable automated identification of the affected code. First, the patterns from
both SAST tools (Chapter 3) and machine learning approaches (Chapter 4) lead to the fixes,
which come in the form of patch links. Next, when combining the fixes with the announcement
of the security advisory (Chapter 5), we show that it leads to the vulnerable functions or the
affected code of the underlying security advisory. Each of these steps—finding vulnerability
fixes, identifying the associated patch link for a security advisory, and finally identifying the
associated functions for a security advisory—enhances vulnerability data, which in turn can
improve the software supply chain.

As in any research, numerous opportunities for future work remain. This dissertation

motivates the following areas for further investigation:

* Validation of Vulnerability Data - Ensuring the accuracy and reliability of vulnerability
data is crucial. Previous research has predominantly concentrated on discovering new
vulnerabilities or developing protective measures. However, comprehensive validation
of all components of a security advisory remains underexplored. Future efforts should
systematically verify every aspect of security advisories, including but not limited to
vulnerability summaries, affected versions, Common Weakness Enumerations (CWE),
and Common Platform Enumerations (CPE). Each of those components significantly

impacts both this work and future work.

* Enhancing Additional Aspects of Vulnerability Information - Comprehensive vulnera-
bility management extends beyond patch links and vulnerable functions. It encompasses
various components for securing the software supply chain. This includes detailed de-
scriptions within security advisories and accurate severity assessments. Current metrics
like the exploit prediction scoring system [JRE*21] and the Common Vulnerability Scoring
System are foundational yet insufficient, as evidenced by ongoing challenges in vulnera-
bility management [dSvDB*23]. Additionally, proof-of-concept (PoC) links are invaluable
for validating the exploitability of vulnerabilities. Enhancing the linkage between affected
code and these PoCs could accelerate the generation of exploits, thereby enabling quicker

and more effective responses by those impacted.

* Additional Streams of Data for Enhancing Vulnerability Information - This disser-
tation primarily focused on vulnerability fixes to enhance vulnerability information.
However, an equally critical aspect involves examining vulnerability-contributing com-
mits (VCCs) [RSA*21]. A thorough analysis of VCCs can offer significant insights into the
origins and characteristics of software vulnerabilities. Understanding these origins allows
for a better grasp of vulnerability lifecycle management and the development of more
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effective preventive measures. Additionally, while this work largely relies on security ad-
visory descriptions and commit messages, other data sources such as pull requests, issue
discussions, and mailing lists could also contain valuable insights. Expanding research

to include these data streams can further enrich our understanding and response to

software vulnerabilities.
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