ABSTRACT

WENDELBERGER, LAURA JEAN. Robust Statistical Methods for Model Selection and Land
Cover Change Monitoring. (Under the direction of Brian J. Reich and Alyson G. Wilson).

Interpretable statistical models are valuable collaborative tools that make incorporating
expert knowledge, gleaning insights from analyses, and iterating on hypotheses easier.
Robust model selection should not be sensitive to a particular sample, and studying model
ensembles instead of a single model mitigates the sometimes restrictive form of an in-
terpretable model while acknowledging uncertainty about the exact form of the model.
Bayesian methods are a natural setting to incorporate model uncertainty because they
weight model contributions based on the data. In this dissertation, we explore robust
methods for model selection and change detection using penalized regression and exact
Bayesian models to acknowledge model uncertainty.

In the first project, we consider model uncertainty in the context of model selection,
which often aims to choose a single model, assuming that the form of the model is cor-
rect. However, there may be multiple possible underlying explanatory patterns in a set of
predictors that could explain a response. Model selection without regard for model uncer-
tainty can fail to bring these patterns to light. We explore multi-model penalized regression
(MMPR) to acknowledge model uncertainty in the context of penalized regression. We
examine how different penalty settings can promote either shrinkage or sparsity of coeffi-
cients in separate models. The method is tuned to explicitly limit model similarity. A choice
of penalty form that enforces variable selection is applied to predict stacking fault energy
(SFE) from steel alloy composition. The aim is to identify multiple models with different
subsets of covariates that explain a single type of response.

In the second and third projects, we consider near real time change detection in the
context of Earth monitoring applications using remote sensing data. We introduce Robust
Online Bayesian Monitoring (roboBayes), which extends Bayesian Online Changepoint
Detection (BOCPD; Adams and MacKay, 2007) to be robust against occasional outliers
without compromising the computational efficiency of an exact posterior change distri-
bution nor the detection latency. Without this robustness feature, the change detection
algorithm cannot be employed autonomously without an inflated false positive rate. We
show via simulations that the method effectively detects change in the presence of outliers.
The method is then applied to monitor deforestation in Myanmar where we show competi-

tive performance compared to current online changepoint detection methods with fewer



limitations on when it can be applied.

In the third project, we propose MultiResolution roboBayes (MR roboBayes) to incor-
porate spatial information into image monitoring. Instead of analyzing pixel intensities,
we propose representing images using multiresolution, spatially localized basis functions
calculated by a Discrete Wavelet Transform (DWT; Mallat, 1989). We posit several ways to
recombine change information from wavelet space into real space. MR roboBayes supplies
an opportunity for computational speedup while still incorporating information from each
pixel in different resolutions. We show via simulation that redundancy of detection in mul-
tiple components is useful for differentiating true from false detections. We demonstrate
MR roboBayes for heavy construction detection in two different regions.
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CHAPTER

1

INTRODUCTION

Many statistical methods rely on the assumption that the model form is known a priori
and that observed data records the intended target. In robust model selection, the model
(or set of models) should not be sensitive to the individual data sample, i.e., additional
data sampling should produce similar results. Considering model uncertainty creates a
deeper understanding of the process under study and offers a more comprehensive view of
uncertainty overall. A similar concept, uncertainty regarding data inclusion in the models, is
imperative to consider when establishing robust statistical methods. Statistical methods for
model selection and change detection should be robust to sample variability and anomalies.
This chapter provides an introduction to, and a summary of, contributions to the analysis
of problems using robust, interpretable methods.

The rst contribution is the development of Multi-Model Penalized Regression (MMPR)
to perform variable selection in the presence of model uncertainty. Variable selection
methods can be sensitive to the correlation structure of the covariates. Instead of estimating
only one model, MMPR produces several possible explanatory groups of variables, creating
opportunities for interpretation unavailable from either a single model or an averaged
model. It makes use of global and coordinate-wise optimization algorithms in the search
for the model set.



The subsequent contributions, motivated by global monitoring using remote sensing
framework, build on Bayesian Online Changepoint Detection (BOCPD) methods. The
second contribution constructs a framework to acknowledge data inclusion probability in
the presence of occasional outliers during a monitoring process. The robust online Bayesian
Monitoring (roboBayes) method, in particular its approximation, distinguishes between
outliers and sustained change based on inclusion probability of individual points. Ef cient
calculation of this distinction is important in any high throughput monitoring scenario to
mitigate false alerts, such as for change detection and quality control.

The third contribution combines the use of Discrete Wavelet Transform (DWT) and
roboBayes to monitor multi-resolution spatial trends in images across time. A method to
recombine wavelet domain information into real space change probability is proposed. The
development of the data fusion techniques to produce high resolution gapless data in time
and space, as in Planet Fusion Monitoring, enables the new use of spectral decomposition
methods for monitoring analysis.

1.1 Multi-Model Penalized Regression

Model tting maps covariates to a response based on data. One view of modeling is that
it enables prediction at untried covariates, but another, the one we will focus on, is that
model form can offer a fundamental understanding of how the input and output relate. As
materials scientists seek to fabricate new materials with desirable properties, like strength,
ef ciency, etc., gaining an intrinsic understanding of how composition and processing
relate to nal material behavior can help guide future design choices. In a typical analysis,
an experimentalist records the composition and processing variables that produce each
material in a dataset as well as the performance of its target property.

For example, consider steel alloys for manufacturing a part. Steel deforms in different
ways when exposed to excessive stress due to forces such as tension, shear force, bending
etc. One approach to investigate the bulk properties of a material is to change scale and
look to the microstructure. Stacking fault energy (SFE) is the energy associated with the
deviation in atomic plane stacking at the microstructure level. There is not necessarily
an “optimal” SFE value, rather, it can help predict deformation mode (Allain et al. 2004).
Methods in Chaudhary et al. (2017) focus on SFE prediction over model interpretability; the
data-driven predictive models do not readily furnish information regarding the mechanism
of the relationship between composition and steel performance. Instead of aiming for a



target SFE value, we are interested in how material composition relates to SFE, which may
give insight into how component elements interact. Constrained by physical laws, there
is often high correlation present within the elements and synthesis conditions. We seek
several different possible interpretable models to expose underlying patterns in the data
between alloying elements and SFE.

In datasets with many predictors and /or few observations, variable selection may be
necessary to avoid overparameterizing the model. Current methods for model selection
are dominated by methods that attempt to t a single, best model. For example, penalized
regression balances model t with other model priorities like reduced variance (Hastie et al.
2015, 2017) and sparsity (Tibshirani 1996; Zou 2006). Even penalized regression methods
that do acknowledge model uncertainty, like Random LASSO (Wang et al. 2011) and Split
Regularized Regression (SplitReg) (Christidis et al. 2020), emphasize prediction over model
dissimilarity by tuning to minimize prediction error. From the lens of model averaging, it is
possible to tamultitude of models over many permutations of variables and combine them
according to their posterior probability as in Bayesian Model Averaging (BMA; Raftery, 1995)
or similar approximations like information criteria weighting (Burnham and Anderson
2010). This can be computationally intensive as the number of covariates increases and it
introduces an order to the value of the models; nding an arbitrary number of well- tting
models with comparable performance would require some digging.

In Chapter 2, we specify a penalized multiple model linear regression framework and
a corresponding tuning strategy to encourage dissimilar models. Further, we use global
optimization paired with coordinate descent in the search for optimal model sets. We apply
the method to relate steel alloy composition to SFE.

1.2 Multi-resolution spatial structure in robust online

monitoring of remote sensing data

Global earth monitoring aims to identify and characterize land cover changes like defor-
estation and construction as they occur. Data collection from the ground for this purpose is
impossible due to the sheer size of the Earth as well as accessibility to certain regions based
on environmental, political, and other factors. Remote sensing makes it possible to collect
large amounts of data over vast geographic areas and is becoming available in increasingly
ne temporal and spatial resolution and with low latency. The volume and velocity of
the data means that monitoring is restricted by the computational tractability of analysis



methods forcing a paradigm shift from using the techniques designed for retrospective
analyses to applying near-real time methods.

When agging sustained change, it is important that methods address nonstation-
ary trends present due to inter- and intra-seasonal effects as well as data contamination
from clouds, cloud shadows, aerosols, etc. Monitoring approaches inthe eldtendto ta
model to an assumed stable period, update that model as more data comes in, and then
ag change based on lack of t of the data to the expected trend (Verbesselt et al. 2010b;
Zhu and Woodcock 2014; Zhu et al. 2020). A stable period can require a relatively long
period of data to t and has to be veri ed, making sequential change detection dif cult.
Repeated observations are necessary (Zhu et al. 2012) to ag change, adding robustness
to contaminated data. However, they tend to neglect correlation in a multivariate signal,
either over / under-representing the lack of t or limiting the signals that can be used to
independently varying ones.

Bayesian Online Changepoint Detection (BOCPD) looks at the problem in a different
way; instead of tting a model in the past and carrying it forward to nd deviations, it
nds the furthest back point such that the data from then to the present can be t “well”
by the same model. Another strength of BOCPD is that the Bayesian framework, with
well-chosen priors, allows model estimation with relatively few points. In its classic form,
BOCPD is susceptible to noise, prompting Knoblauch and Damoulas (2018) to develop
robust Bayesian Online Changepoint Detection with Model Selection (rBOCPDMS) and
Fearnhead and Rigaill (2018) to add their own robustness by adjusting the loss function.
However, this overrides some of the computational bene ts of the original BOCPD. Further,
much of the “noisy" data in remote sensing applications is really due to contamination,
not natural variation in observation of re ectance; the data is not measuring re ectance
from the land, but rather a cloud, which is justi able to exclude entirely from the data.

In Chapter 3, we specify a multivariate formulation of BOCPD based on linear regression,
making it possible to monitor signals with dependence on covariates. This is necessary
for modeling seasonal variation in land cover observations as it changes during monitor-
ing. We introduce a robustness mechanism that quanti es the inclusion probability of
individual observations without affecting the exact speci cation of the problem. We also
present an approximation of that method to entirely remove contaminated points from the
analysis online. In practice, the approximation performs  in situ cloud removal, providing
an opportunity for better model ts and differentiating noisy data from sustained change.

The methodology developed in Chapter 3 is still pixel-based, treating all grid locations in-
dependently. In reality, change in remote sensing images usually occurs in spatial “clumps".



Spatiotemporal models can account correlation in spatial and temporal dimensions, but
can be computationally intensive due to large matrix inversions. In change monitoring, the
change of interest often has an associated expected size; housing from urban expansion,
heavy construction of industrial facilities, and deforestation occur on different scales. A
multi-resolution representation of change can target the change of interest while ignoring
changes on scales that are not relevant for the application. Multi-resolution analysis (MRA)
in the context of wavelet decomposition represents an image as a combination of spatially
localized wavelet basis functions of various resolutions.

Up until now, missing data due to cloud contamination prevents decomposition without
missing data imputation. In fact, image-to-image comparisons have done well atidentifying
change using difference images of various resolutions, but this requires two clear images. In
the monitoring context, image-to-image comparisons encounter problems of missing data
and nonstationarity over time. A new development in data collection and fusion, Planet
Fusion Monitoring, collects near daily data at high resolution (3 m). The real bene t of the
product, though, is that it uses a data fusion algorithm to incorporate data from several
sources to generate gapless, i.e., cloudfree images, mitigating the missing data roadblock.

In Chapter 4, we extend the use of roboBayes to monitor multiresolution wavelet contri-
butions of Planet Fusion Monitoring data. MR roboBayes incorporates spatial information
in the local basis functions at different scales. Change detected in wavelet space is con-
verted into real space based on change in multiple components and the local territory of
the basis functions. We detect heavy construction changes over regions in both Jacksonville
and Dubai, whose distinctly different environments present unique challenges based on
seasonality, noisy data, and subtle changes.



CHAPTER

2

SELECTING DIVERSE MODELS FOR
SCIENTIFIC INSIGHT

2.1 Introduction

Analysts often identify a single best- tting model to be used for subsequent prediction.
However, there may be several models that t in-sample data well. When the goal of an
analysis is to better understand the relationship between the covariates and the response,
tting a single model neglects the possibility of additional models with similar explanatory
power. For example, comparing model tting to route mapping, when we search Google
Maps for a route, it often presents several route options; one may take back roads while
another may take a more direct highway, and a third may take a toll road. Depending on
your travel needs, you may prefer one route to the others, so it is bene cial to be aware of
all of the options. If we consider model tting in a similar way, it is valuable to identify a
range of different models that relate the predictors to the response.

As motivation, we consider a materials science problem in predicting stacking faulty
energy (SFE) from alloy composition. Historically, materials scientists use theoretical and



computational tools to model material properties. When these methods exist, they are
sometimes poor representations of the processes because of unmodeled physics. Even
when suf cient physical understanding is available, including it can incur prohibitively slow
computation speeds, making screening of large materials data sets impractical. Recently,
materials scientists have begun to adopt data-driven approaches to modeling material
properties (Ramprasad et al. 2017). Much of this research has concentrated on prediction,
with less focus on model interpretability. An interpretable model reveals the extent to
which the composition elements, or even groups of elements, in an alloy relate to the
resulting stacking fault energy. This type of analysis is suitable for the SFE data because the
aim is to delve into why certain alloys have higher SFE rather than to only identify good
candidates. Furthermore, correlation among the alloy components can make it dif cult to
capture all of the information in a single model. Multiple different models are desirable

to reveal several potential relations between alloying elements and SFE. Our goal is to
provide several possible interpretable explanations of the observed data to spark scienti ¢
insight. Considering the model set as an exploratory tool is necessary to alleviate confusion
associated with treating any or all of the models as nal predictive model.

Broadly, model uncertainty refers to uncertainty regarding the form of the model. In a
very general form, model uncertainty may be captured by a model discrepancy term to,
for example, capture the inadequacy of computer simulation to fully describe the data
generating process behind experimental data (Kennedy and O'Hagan 2001). Since we
restrict the models under consideration to linear models, the model uncertainty refers to
the subset of variables to include in the model, which is in uenced by the interactions of the
variables. In this chapter, we consider model selection as a variable selection process, which
allows us to include meaningful variables in a statistical model while excluding nonessential
ones. Penalized regression methods are common variable selection tools that use different
penalties to promote shrinkage (Hastie et al. 2015, 2017). The least absolute shrinkage and
selection operator (LASSO) technique is a frequently used approach for model selection
because it obtains model sparsity by shrinking variable effects whose explanatory power
does not justify their inclusion in the model (in the presence of the other variables) to
exactly zero while maintaining computational ef ciency (Tibshirani 1996; Zou 2006). In
the presence of multicollinearity, however, the LASSO-selected values are unstable. Some
extensions take into account prior knowledge about correlated covariates to include or
exclude them from the model as a group via the fused LASSO (Tibshirani et al. 2005) and the
grouped LASSO (Yuan and Lin 2006). Taking this a step further, the OSCAR method performs
supervised grouping of important variables without a prior speci cation (Bondell and Reich



2008). Existing penalized regression methods attempt to t one true, best model. While
straightforward, this approach ignores the concept of model uncertainty. The Random
LASSO (Wang et al. 2011), developed in the context of highly correlated microarray data,
incorporates model uncertainty by applying LASSO to bootstrapped samples of covariatesin
a multi-stage procedure and generating a weighted averaged model, automatically realizing
grouped covariate inclusion /exclusion behavior. Split regularized regression (SplitReg)
Christidis et al. (2020) addresses model uncertainty by proposing a multi-model objective
function to construct a set of diverse and sparse models. The model average of this ensemble
has improved prediction capabilities. Tuning parameters are selected via cross validation
on mean squared error (MSE), meaning that model tis optimized, possibly at the cost of
identifying very diverse models.

Outside of penalized regression, Bayesian Model Averaging (BMA) was developed to
account for model uncertainty using a Bayesian hierarchical framework (Madigan and
Raftery 1994; Raftery 1995; Draper 1995). BMA considers multiple model con gurations to
calculate posterior distributions over both models and coef cients (Clyde and George 2004;
Hoeting et al. 1999; Burnham and Anderson 2010). Consider a standard linear model with
ann p matrix of covariates X associated withthe n 1lresponseY :Y =X +", where
isap 1vector of coef cients and

N (0, 21). An exhaustive BMA approach considers
the ts ofthe 2P possible subsets of covariates X; in X and assigns a prior probability to
each of the possible model con gurations M; 2M for i = 1,...,2P using the hierarchical
model (Hoeting et al. 1999)

Yii M N (X 4, 20)
doAM (i AMy)
ZiM; (3M))
M; (M5)

where ; are the parameters associated with X;. The posterior probability of each model M;
and the posterior distributions of each i can be calculated. However, this method typically
generates highly correlated models that are often slightly modi ed iterations of the best
model. In addition, it may be necessary to sift through thousands of model candidates
when performing BMA to identify a set of uncorrelated models.

Several machine learning techniques incorporate model uncertainty through the use of
ensemble techniques to improve stability and reduce variance by incorporating informa-



tion from multiple model ts (Hastie et al. 2017). Bootstrap aggregation (bagging) creates
multiple models by tting many subsets of the data and then averaging the output. These
models can vary widely, especially with highly correlated predictors (Breiman 1996a,b). Ho
(Ho 1998) introduced the random subspace method, which generates trees using pseu-
dorandom subsets of the available features, ultimately reducing the correlation between
the trees. Random forests (Breiman 2001) combine the advantages of bagging and the
random subspace method to produce both accurate estimation and a measure of variable
importance. However, random forests struggle when there are many unimportant features
present. Notice that these techniques acknowledge model uncertainty only in the context
of making predictions rather than investigating the models themselves.

On the other end of the spectrum from BMA, Principal Component Regression (PCR)
can generate completely dissimilar models using orthogonal principal components. If
we consider each principal component as a model, there is a de nitive ordering to these
models, where the rst explains the most uncertainty and the following models explain
successively less information. The models lack the same level of interpretability as models
that use covariates directly. PCR supplies multiple different models at the cost of the quality
and interpretability.

Generating multiple useful, but fundamentally different, models is desirable because
it provides a range of models with similar explanatory capacity that incorporate informa-
tion from correlated variables. We propose a multi-model penalized regression (MMPR)
algorithm that penalizes the similarity between models in order to generate M distinct
models with limited similarity. The algorithm uses the same framework as that established
in Christidis et al. (2020), but it is tuned for the goal of identifying fundamentally different
models to relate groups of covariates to the response rather than to reduce prediction error.
The variability in these models stems from the presence of variables supplying redundant
information. These models collectively capitalize on the information that correlated vari-
ables provide by including them in separate models rather than arbitrarily choosing one
and excluding the others as in the single-model LASSO algorithm. These models provide
multiple representations of the process under investigation, which allows subject matter
experts to understand the relationship between the predictors and response from several
different perspectives. These alternative explanations may generate new lines of inquiry in
research that a single model interpretation would not, but are not intended to be used as
a nal predictive model. The SFE data analysis is a natural setting for the goals of MMPR
because we want to delve into several possible interpretable relationships between the
correlated alloying elements and SFE.



The article is organized in the following way. Section 2.2 introduces a general form
for the MMPR as well as several speci ¢ cases. Section 2.3 discusses tuning and the use
of coordinate descent to minimize the objective function (Friedman et al. 2007; Wu and
Lange 2008). Several illustrative examples using both simulated and real data are analyzed
in Section 2.4. Section 2.5 applies MMPR to the motivating fault stacking energy dataset.
Finally, Section 2.6 provides a discussion.

2.2 Multi-model Penalized Regression

Suppose that we want to identify M linear models that describe different relationships
between the predictors and response while accounting for model uncertainty. We introduce

a similarity penalty to the objective function that encourages different subsets of or different
coef cients for the covariatesinthe M models. We denote the n 1 vector of responses Y,
the n p standardized design matrix of covariates as X, andthe p 1 vector of parameters
formodel i 2f1,....Mgas ;=( is,..., ip) . The penalized objective function, following
the SplitReg framework Christidis et al. (2020), is:

bl X 1M hal
KY X K+! Pu( i, )+ P( i), (2.1)
i=1 i=1 j=i+1 i=1
where P;() is the similarity penalty, P,() is the sparsity penalty, ! isthe similarity penalty
weight, and is the sparsity penalty weight. The rst term in the objective function is the
total sum of squared errors (SSE), which is the sum of the SSEs for each of the M models.
This term penalizes poor model t to the data, thereby encouraging good ts for each
individual model. There is no requirement thatthe M models contribute equally to this
term. They may be ranked in terms of their individual SSE values.
The second term is the total similarity penalty, which is the sum of the similarity penal-
ties between each pairof models. If ! = 0, the similarity penalty disappears and the objective
function reduces to the sum of sparsity inducing objective functions. Since these have equal
weight and similarity is not penalized, the resulting models willbe M copies of the LASSO
solution if P, isthe LASSO penalty. Two models are similar if the same set of coef cients are
present and those coef cients have comparable values. We choose the similarity penalty

X

Pi( i, j): j ikjdj jkjd- (2.2)
k=1
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The absolute values ensure that the penalty is positive. They penalize the magnitude of
coef cients based upon their presence in multiple models. It can be helpful to think of
the similarity penalty as a shrinkage penalty applied between the models. Rather than
penalizing the magnitude of a single coef cient, the term penalizes the product of the
magnitudes of the same coef cients in pairs of models. Therole of  d isto apply this penalty
using different norms. Setting d = 1 discourages the presence of a given variable ;. in
multiple models i; it will encourage sparsity based upon similarity. This effectively allows
us to choose different subsets in the different models. Setting d = 2 encourages shrinkage of

ik inall but one model i because the pairwise products are penalized, making it costly to
have more than one large coef cient for the  kth covariate. The intuitive description of the
role of d will be formalized in Section 2.2.1. The similarity penalty only shrinks coef cients
based on the other models. With only this penalty present, i.e., = 0, there is no mechanism
to shrink the coef cients of non-in uential variables in each model.

The third term, the total sparsity penalty term, is the sum of the model sparsity penalties,

which shrinks the non-in uential parameters in each model to zero. We use

X
P( )= i (2.3)

k=1
The settings ¢ = 1 and ¢ = 2 correspond to LASSO and ridge penalties, respectively. One
perspective of the addition of this sparsity penalty is that it reduces the variance for
estimates at the cost of adding some bias to improve prediction (Hastie et al. 2015). From
the perspective of interest — variable selection rather than inference — that aligns with the
goals of MMPR, the sparsity penalty performs variable selection, including only covariates
with stronger effects.

2.2.1 Understanding the Similarity Penalty

The full solution to Eq. (2.1) does not have a simple form. In fact, the solution is not unique,

as switching the labels of the models, e.g., swapping ;and ,, does not affect the value
of the objective function. Therefore, to understand the similarity penalty, we examine the
solution for one model conditioning on the others. We note that these solutions are special
cases of elastic net regression (Zou and Hastie 2005) and thus have unique solutions for
both n p and n > p. The solution is available in closed form for some special cases, shown
in Section 2.2.2. Solutions for more general cases can be obtained for single coef cients,
as shown in Section 2.2.3, by rewriting the objective funciton as a weighted elastic net
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(Christidis et al. 2020). These one-at-a-time solutions, shown in Table 2.1, provide intuition
about how the sparsity penalty and similarity penalty affect the solutions. These equations
are also computational tools to nd solutions via coordinate descent (Christidis et al. 2020).

The parameter d controls the similarity penalty. When d = 1, the similarity penalty
correspondstoan L1norm, shrinkingthe coef cientstoexactly 0. Whend = 2, the similarity
penalty termis instead incorporated as a coef cient that promotes L2 shrinkage. The effect
of ¢ similarly promotes either sparsity or shrinkage by penalizing the magnitude of the
coef cients.

In even a small case, with p = 2 covariates and M = 2 models, the similarity penalty
region depends on all four components of 5 making it dif cult to visualize. Instead, we
condition on Model 1 to nd the penalty region with respect to Model 2 to gain a visual
interpretation of the penalty. With equally important covariates whose true coef cients are

o=(1,1)", Figure 2.1 shows the SSE contours along with the point at which they intersect
the penalty regionfor d = 1 with respectto Model 2 for data generated with =0and =079
correlation between the two covariates. When both covariates X; and X, are included with
equal weightin Model 1 ( ;= 1, = 1), they have equal penalty in Model 2. When only X,
isincluded in Model 1 (4, > 0) while X, is excluded ( 1, = 0), Model 2 places a stronger
penalty on the coef cient for X, than X,. This effect of the penalty on the solution (red
dots) is more pronounced when the covariates are highly correlated with =0.9.

Figure 2.2 shows the SSE contours and penalty region for d = 2 with respect to Model 2
for data generated with = 0and = 0.9 correlation between the two covariates. These
penalty regions mimic the penalty regions in ridge regression. Like the d = 1 case, the
penalty encourages a well- tting model with both coef cients present in Model 2 when

= 0. It encourages different models in the more highly correlated data. Similar plots for
the cases in Sections 2.2.1-2.2.1 are included in Appendix A.1.

Thec=1and d = 1case

Without loss of generality, we study the solution for 1given ;= ,,..., = ,.The

solutionfor ;whenc=1andd =1is
!
~ . T X) . . )M PR
p=argmin (Y X ) (Y X )+  jou  +! I k) - (2.4)
1 k=1 j=2
This is F;[he adaptive LASSO objective function presented in Zou (2006) with weights ~ w, =
+1! JMzzj ~jkj. The weight/ penalty of 4 is large if the coef cients for covariate k are
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Figure 2.1: The similarity penalty region correspondingto d = 1with = O for differ-
ent components of Model 2, given Model 1, in the two covariate case for M = 2 and its
intersections with the SSE for =0 (left)and = 0.9 (right).

Figure 2.2: The similarity penalty region correspondingto d = 2with = O for differ-
ent components of Model 2, given Model 1, in the two covariate case for M = 2 and its
intersections with the SSE for =0 (left)and = 0.9 (right).

absolutely large for other models. The penalty encourages model coef cients Al that do
not appear rstinthe other M 1 models while shrinking those thatdoto 0. Therefore, the
similarity penalty encourages models to have different subsets of covariates.

Thec=1and d = 2case

In the case where ¢ = 1and d = 2, the solutionfor ; is

Tp=argmin (Y X )Y X g)+! 224 g (2.5)
1 k=1 j=2 k=1
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This is the adaptive elastic net objective function presented in Ghosh (2007) with constant

weight for the LASSO penalty and adaptive weights szk for the L2 penalty. The

j=2
penalty encourages ; to be a sparse model with the same coef cients that appear in the
other models, but with smaller magnitudes when those coef cients are already large in

another model.

The c =2and d = 1case

Inthe case where ¢ = 2and d = 1, the solutionfor ;s

!
~ . T x 2 x s .Y .
p=argmin (Y X 1) (Y X )+ wt! ITYEEDIE (2.6)
1 k=1 k=1 j=2

This is the adaptive elastic net objective function presented in Ghosh (2007) with adaptive
weights ]Mzzj ~jkj for the LASSO penalty and constant weight ~ for the L2 penalty. The
penalty encourages sparsity in  ; when coef cients are already present in other models
and shrinkage for the entire model.

The c=2and d = 2 case

In the case where ¢ = 2and d = 2, the solutionfor ; is

X Pal

“izargmin (Y X )T(Y X )+ +1 A (2.7)

1 k=1 j=2
This is the adaptive ridge objective function as de ned by Brown and Zidek (1980) with

M

adaptive weights w, = +! (=2 szk for the L2 penalty. This penalty encourages shrink-

age for coef cients present in other models and shrinkage based on magnitudes of the
coef cients.

2.2.2 Special Cases

We can examine the behavior that occurs in several simple special cases, also analyzed in
Christidis et al. (2020), to better understand the estimator.
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Independent covariates: XX =1,

Consider the case where we have n observations of p predictors, with p < n, so that “Ls
exists. Assuming that XX = I, and M models are desired, we can reduce the general
equations to solve for model i conditioning on the othermodels j=1,...,M, j 6i.Recall
that the LASSO estimator in this case is

- SSO — ~“LS :"LS:
S ) =sgn S

. (2.8)

2
When c=1and d =1, each ;, can be solved independently of the other parameters in

model i as I
w

RPN R A (2.9)
i6]
In this case, minimizing the objective fuBction in Eq. (2.4) simpli es to calculating the
LASSO estimator as a function of  +! :Véjj jkJ instead of

When ¢ = 1and d = 2, we can estimate Ai via Eqg. (2.5). The solution for the coef cients

is: -
R LASSO( )
K=" e - (2.10)
j6i jk +1

The solution for each coef cient is the LASSO estimator scaled by the sum of the squared
coef cients in the other models. This shrinks the coef cients in model i if the covariate is
already present in other models.

Correlated Covariates

Suppose we have p = 2 covariates and

™

Considering the p = 2 case with M = 2, we nd the MMPR estimates (assuming that
and ,, have the same sign) for j = 1,2 are:

T7LS 2
Vq 2 (1+! 12)

@+! )@+t Z) 2

~LS

21=SQN V] , (2.11)

where
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V= .o
12
Note that
vITE=er TR YT T
When! =0, the two models are equivalent and
® T4
~ _ ~ LS . "- .
i =sonC ) Tl 5 (2.12)
Assuming, without loss of generality, that AJ.LS is positive for j = 1,2, this is equivalent to
the form in Tibshirani (1996), where = 77— is chosen such that t = "+ ,.The mapping
from totisgivenbyt =1 +(1+ )( LS+ LS.
When = 0, the solution reduces to that of the independent case. When =1, assuming
that ~“Sisidenti able,
2 “Lsy "Ls 5 *
- - - 12 1 2
11+ 12+ 11 12

This provides the intuitive solution that completely co-linear covariates will affect each of

the MMPR estimates equally. As  increases from 0to 1, the weight shifts from AlLS toa
split between AlLS and ‘2le From the analytical solutionfor = 0, itis known that Model 1
and Model 2 are equivalent. However, it is interesting that in Figure 2.1, even with any of
the misspeci ed Model 1 options shown, the solution for Model 2 for the data with =0is
more robust to the values of Model 1. When = 0.9, the solution for Model 2 tends to take

opposite values to Model 1. When  ;;ishighand q,islow, then ,;islowand ,,is high.

2.2.3 Single Coef cient Solutions

The solution for a single coef cient ik given every other coef cientinall M models gy,
provides intuition about the roles of ¢ and d. For each (c,d) pair, the solution for ", in
Table 2.1 involves a soft-threshold and shrinkage term, where the soft-thresholding operator
isS(", )=sgn ~ | 5 .Therefore S(", )=0ifj j< 5.

If either ¢ = 1 or d = 1, the solution involves the soft-threshold operator and is therefore
sparse. The powers ¢ and d determine whether the values of the other covariates affect the
threshold, the magnitude of the solution, or both. The parameter  d controls the similarity
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Table 2.1: Coef cient Aik estimates conditioned on xed ~(ik) by sparsity power ¢ and
similarlgy d where
_ n P p ~ _ P n 2 ~ _ ~ N + .
ik = = XY hek ihXih) Zk = o1 Xh.and S( , )=sgn j 1 » Iisthesoft-
thresholding operator with a scaled threshold.

c|d ik b effect

111 2S( ., +! JMeij ") Sparsity based on
magnitude and similarity
12 —+—=S( ik, ) Sparsity based on magnitude,
shrinkage based on similarity
2|1 L S( k! J'.V'Sij Njkj) Sparsity based on similarity,
shrinkage based on magnitude
2|2 — s Shrinkage based on

magnitude and similarity

penalty. When d = 1, the similarity penalty term is incorporated into the threshold for the
soft-threshold operator, thereby encouraging sparsity, which depends upon the similarity
of this model coef cient to those in other models. When  d = 2, the similarity penalty term
is instead incorporated as a coef cient that promotes shrinkage based upon similarity. The
effect of ¢ similarly promotes either sparsity or shrinkage by penalizing the magnitude of
the coef cient.

Examining pairs of parameters, when (c,d)=(1,1), both magnitude and similarity en-
courage sparsity of the model because they appear as the threshold. We would expect to
identify models that split up covariates so that the coef cients shrink to exactly zero in all
but one model due to the sparse similarity penalty. Since we also encourage good t, the
similarity threshold will have more impact on correlated covariates, since similar informa-
tion is available from each covariate. It is also expected that non-in uential covariates will
shrink to exactly zero due to the sparse magnitude penalty.

When (c,d) =(1,2), the effect on non-in uential covariates is the same (they decrease
to exactly 0). The similarity penalty, however, will encourage the coef cient for a covariate
which is highly correlated with others to have a high value in one model and to shrink
toward O in the other models. When (c,d)=(2,1), correlated covariates will shrink toward
exactly 0, while uncorrelated ones will shrink toward almost 0. In reality, covariates gener-
ally demonstrate nonzero experimental correlation, creating sparsely dissimilar models.
When (c,d) = (2,2), the algorithm shrinks both non-in uential coef cients and similar
coef cients.
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2.3 Computational Details

2.3.1 Optimization

We use coordinate descent (Algorithm 1) to solve Eq. (2.1) because given all of the other co-
ef cients, a closed form solution for the remaining coef cient is available (see Section 2.2.1).
The objective function is not convex, so it is necessary to start the algorithm at multiple
starting values to nd a global minimum among the local minima. When the number of
parameters is small, it is possible to run the algorithm for an exhaustive list of starting
values composed of all subsets of the covariates ( 2P initial values). For the values that

are present, ~ may be reasonably initialized at AiRidge, AiLASSO, or AiOLS (if it exists). The

stopping criterionis . i <",where ., isthevalue of ;, atthe previous iteration
and " = 1le 6. Each covariate is scaled by its L2 norm.

Algorithm 1: Coordinate Descent Algorithm

Result: Solve for ~

initialize ;=0 8i=1,..M ;

while any(j u ikj>")do

foriin 1:M do

for kin 1:p do

ik i Pikn; p - |
ik =5 =1 Xik W hek  ih Xin);

P
- n 2 .
Zk = =1 X

Py .~
(=2 0) +2 d) el
(=(c D)+
ikzlks( ks K);

end

end
end

2.3.2 Tuning

In order to generate models, it is necessary to determine appropriate valuesfor M, ,and! .
Since our motivation for a multi-model analysis is interpretation and not, say, to improve
prediction, we either assume M is determined by the user or examine the solutions for
multiple M rather than select an optimal M . If M is chosen to be too large, the algorithm
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identi es the trivial model with i = 0. Given ! , we can generate solution paths for the
model parameter estimates across

We must de ne how to choose an appropriate ! to control how similar the models
are. There are several ways to de ne similarity /distance between vectors (models), which
include various norms, the Pearson correlation coef cient, cosine similarity, and Tanimoto
distance (Han et al. 2009). The cosine similarity is

S = , (2.14)

which ranges from 1to 1. Cosine similarity is particularly desirable because of its stan-
dardized values and its agreement with our qualitative de nition of similarity (Han et al.
2009).

Since we are searching for different models, the cosine similarity betweenthe | ;jes-
timates across models is a natural guide for selecting ! . For each value of M and , we
search for the smallest ! so that the maximum similarity between the models is less than a
threshold, (n,esh- A high threshold will allow the models to be more similar to each other,
while a lower threshold will encourage more difference between the model parameters.
Using the threshold  j,esnh = 0 works well to encourage completely different sets of param-
eters in models in the case where ¢ = 1and d = 1, although the lowest achievable distance
depends somewhat on the data. In practice, we have found that thresh = 0.3 works well to
produce separate models while maintaining necessary covariates in each.

2.4 Simulation

We demonstrate the method on several simulated data sets to examine the behavior of
the method. These simulations are presented as examples of how MMPR performs under
different conditions and not to study frequentist properties of the procedure. Consequently,
we provide a single simulation for each setting to illustrate the behavior of MMPR; we
see consistent results for similar datasets, as shown in the appendix. In a group of highly
correlated variables, a model need only include one of the group of correlated variables to
get a good t; including the others does not provide much additional information. Unlike

in (Christidis et al. 2020), we do not focus on prediction mean squared error. The objective
is to show that MMPR generates dissimilar models when it can leverage correlation and
identi es several possible underlying processes to explain the response. In this case, that
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means ideally identifying models that each individually depend on a single in uential
variable, but collectively recognize all of the in uential variables.

2.4.1 Data Generation

Each of the 7 simulated data sets is structured as blocks of correlated covariates. The 6
covariates x;, j = 1,...,6 that make up X have the correlation structure

where b is the number of blocks of covariates, s is the size of the covariate blocks, and t
indexes the correlation structure of the block. A block may have either a compound sym-

metric correlation structure, where all off-diagonal elements are , or an AR(1) correlation
structure with parameter . For example, with block size b = 3, the correlation structure of
the blocks is 0 1 0 1
1 1 2
C C
?fcs’:% 1 A, §"”)=?a) 1 A
1 2 1

The settings for the 7 simulated cases are detailed in Table 2.2. For this study we use n =80
data points drawn from
Y NX , ),

€
where =1 1 1 0 0 0 and 2=09.

Table 2.2: Simulation case settings for Cases 1 through 7. The correlation between the
covariates takesvaluesin f0,0.5,0.9g. Correlated blocks of block size s 2f2,3,6gsuch that
there are b 2f 3,2, 1gblocks respectively make up the covariance matrix. The correlation is

either compound symmetric (CS), meaning that all off diagonal elements are ,or AR(1).
Case Block number Block size Correlation

1 0 1 6 -

2 0.5 1 6 AR(1)

3 0.9 1 6 AR(1)

4 0.5 2 3 CS

5 0.9 2 3 CS

6 0.5 3 2 CS

7 0.9 3 2 CS
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2.4.2 Competing Methods and Metrics

We compare our results to those obtained with Forward Stepwise Selection using the
regsubsets functioninthe leaps package (Lumley 2020) and with Bayesian Model Se-
lection using the BM/#Aackage (Raftery et al. 2019) in R For each case, a forward selection
method is applied and the coef cients of thetop M = 3 models chosen based on BIC are
examined as an indication of how well it captures the in uential variables and produces
fundamentally different models. Using a BMA analysis, the posterior probability of inclu-
sion for each covariate is recorded as an indication of how well BMA captures in uential
variables in the model. Each case is also analyzed via MMPR with ¢ =1and d = 1. Results
for other settings for ¢ and d are provided in the appendix. Thetop M = 3 forward selection
models, the most likely BMA models, and the M = 3 models generated by MMPR are com-
pared in terms of both their coef cients and predictions. The cosine similarity in Eq. (2.14)
between the absolute value of the model coef cients quanti es the similarity of the model
coef cients generated by each method. The correlation of predictions generated by each
pair of models within each method quanti es the prediction uncertainty stemming from
model uncertainty.

2.4.3 Simulation Results

The solution for each of M = 3 cases is presented as a path over a range of log( ) values. As
log( )increases, sparsity for the models increases. Ateach value,! istaken large enough
that model similarity is at most 0.3. When examining the simulation plots, recall that the

rst three covariates (shown in green) are in uential and the next three (shown in black)

are not in uential to the response. Each of the three covariates in the rst group is denoted

by a different line type; similarly for the second group of three covariates.

Solution paths over  for the rstthree cases are shown in Figure 2.3, which demon-
strates how the method behaves as autocorrelation among the covariates increases from 0
to 0.9. In Case 1, the method is unable to construct multiple useful models; one model is
the best tting model, with all three in uential covariates and no non-in uential ones that
persist, and the others assign all coef cients to be 0 (aside from some nonzero values at
high ). Thisis to be expected as, in this case, all three meaningful covariates are required
to explain the response.

In Case 2, Model 1 contains x; and, to a lesser degree, X3, X4, and Xs, which do not persist
for the largest values of . Model 2 contains X, and Model 3 contains x; and, to a lesser
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degree, x; and Xg, which persists less than the in uential covariates. The nonin uential
covariates in each case are penalized toward zero faster than the in uential covariate as
increases. Note that covariates assigned to the three models tend not to be those that are
most correlated; i.e., X; and x, have the maximum possible correlation and are not present
in the same model. Similar behavior is observed in Case 3 except that there is more sparsity
in the models, which is consistent with the increased correlation.

Model 1 Model 2 Model 3

Case 2 Case 1l

Case 3

Figure 2.3: The solution paths for MMPR for Cases 1, 2, and 3 (top to bottom), with M =3
models with ¢ = 1,d = 1. Models are arranged horizontally within each case.

Figure 2.4 shows solution paths for Cases 4 and 5 and demonstrates the model selection
behavior in the presence of blocks of correlated covariates whose size matches the number
of models M. In Case 4, Model 1 contains x; at a large magnitude and X, and x5 appear
at a much smaller magnitude; they persist as increases, while the coef cient for the
nonin uential variable X, is rstto disappear. Model 2 is mainly based on X, with a smaller
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magnitude coef cientfor x5;. Model 3 contains x5 with large magnitude and x; with smaller
magnitude. Each of the three models is based mainly on a different single in uential
covariate while the other two in uential covariates are penalized to a lower magnitude

or to zero. Nonin uential covariates are quickly penalized to zero. This is to be expected
because the correlation among the covariates allows each model to prioritize one of the

in uential covariates and leverage the correlation structure to shrink the others down to
maintain dissimilarity of the models.

In Case 5, there is a lot of switching between the nonin uential covariates in each model.
This is because they are highly correlated. For this case, Model 1 contains x; with large
magnitude and X3 with smaller magnitude; Model 2 contains  x, with large magnitude and
X; with smaller magnitude; and Model 3 contains x5 with large magnitude. Each model
contains a single in uential covariate with large magnitude. This is to be expected because
the high correlation allows each model to select only one or two of the in uential covariates,
leveraging the strong correlation to include a smaller number of variables.

Model 1 Model 2 Model 3

Case 4

Case 5

Figure 2.4: The solution paths for MMPR for Cases 4 (top) and 5 (bottom) with M = 3
models with ¢ = 1,d = 1. Models are arranged horizontally within each case.

The solution paths for Cases 6 and 7 in Figure 2.5 demonstrate the model selection
behavior when the number of models is greater than the size of the blocks of correlated
covariates. In Case 6, Model 1 contains x; and X5 while Model 2 contains X, and Model 3 is
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essentially empty. The models split the correlated covariates to achieve two models each
containing uncorrelated covariates. The method automatically accounts for the mismatch
in block size and number of models by reducing the third model to noise and eventually
zero. The results are similar for Case 7, but the magnitudes of the coef cients are larger.

Model 1 Model 2 Model 3

Case 6

Case 7

Figure 2.5: The solution paths for MMPR for Cases 6 (top) and 7 (bottom) with M =3
models with ¢ = 1,d = 1. Models are arranged horizontally within each case.

Solution paths for settings (c,d)=(1,2),(c,d)=(2,1),and (c,d)=(2,2) are included in
the appendix.

2.4.4 Comparison with Competing Methods

Forward selection and BMA were used to analyze each simulation case presented in Ta-
ble 2.2. In particular, Case 4 contains groups of correlated variables. With this type of
correlated data, BMA can have trouble assigning high probability to all in uential variables;
prediction leans on the high correlation of all of the in uential variables. However, the
correlation is still low enough that there is not much model uncertainty associated with
BMA.

Examining Case 4 in depth, we compare the similarity among the models generated
by each method. The MMPR model is discussed with = 14.8, based onthe suggested
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by cross validation for LASSO. Forward selection identi es nested models that are not
very different from each other as shown in Table 2.3. BMA identi es several models that
are mostly similar to each other. The top ten most likely BMA models are included in the
appendix. MMPR identi es three sparse models, each based primarily on a single in uential
covariate (also included in the appendix).

Figure 2.6 shows that the models for the MMPR method are dissimilar while the forward
selection and BMA models are highly similar, notably among the models assigned the
highest probabilities for BMA. The correlation between posterior predictions in MMPR is
lower than for BMA and forward selection. Therefore, with MMPR, we achieve uncorrelated
models that still contain the in uential variables.

Figure 2.6: Comparison of the model coef cient cosine similarity and prediction corre-
lations of the BMA (left), forward selection (center), and MMPR (right) models for Case 4.
The horizontal and vertical axes correspond to the models. The upper left corner measures
the pairwise correlation between the model predictions (X ;) while the lower right corner
shows similarity between the models ;. The diagonal displays the posterior probability in
the BMA case.

Stepping back again to consider all simulation scenarios, the coef cients for the top 3
forward selection models are shown in Table 2.3. While the in uential variables are included
in the each of the top 3 models for all cases, the models are not very dissimilar from each
other in cases with high correlation, such as Cases 3, 5, and 7, failing to provide the insight
that perhaps the model need only be based on one of the correlated covariates.

For BMA, the corresponding posterior probabilities of the coef cients for each case are
shown in Table 2.4. In Case 1, the probabilities for inclusion of each in uential parameter
are 100% and for each nonin uential parameter are low. BMA performs particularly well in
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Table 2.3: Forward selection coef cient estimates of top M models for simulation data

x1 X2 x3 x4 x5 X6
10.40 8.88 15.28 - - -
Casel| 10.40 8.88 15.28 -3.18 - -
1040 8.88 15.28 -3.18 2.27 -
10.40 12.32 9.16 - - -
Case2| 9.16 3,53 10.56 -3.18 - -
10.40 16.90 15.28 -3.18 2.27 -
26.15 12.32 9.16 - - -
Case 3| 1953 353 8.18 -3.18 - -
1953 16.90 9.30 -3.18 227 -154
12.77 6.50 16.20 - - -
Case4| 19.53 18.37 1493 -3.18 - -
12.77 6.50 16.20 -3.18 357 -154
12.77 6.50 23.10 - - -
Case5| 19.53 13.64 1051 -3.18 - -
12.77 13.64 1051 -1.40 357 -1.54
6.18 7.82 8.83 - 14.40 -
Case6| 883 7.82 10.51 -3.18 14.40 -
6.18 7.82 11.74 -1.40 14.40 -5.81
6.18 16.24 7.13 - 14.40 -
Case7| 883 16.24 1051 -3.18 14.40 -
6.18 16.24 7.13 -140 4.12 -581

the presence of independent covariates. BMA does not convincingly identify all three of
the in uential covariates in cases where correlation is high, notably in Cases 3, 5, and 7.
While this does not affect prediction, it does provide an inaccurate interpretation of the
in uential variables. For comparison, tables containing the coef cients of models from
LASSO and BMA are included in the appendix.

The forward selection method is unable to create very different models, while MMPR is.
As a side effect of creating the disparate models, MMPR is able to identify each of the three
in uential covariates in all cases. In contrast, for BMA, the posterior probability of inclu-
sion for the in uential covariates is often low in the presence of correlation. BMA focuses
on prediction, which can lead to these low inclusion probabilities for highly correlated
in uential covariates, sacri cing interpretation of variable selection.

26



Table 2.4: BMA posterior probabilities of covariates in simulations

x1 x2 x3 x4 x5 X6

Casel|1.00 1.00 1.00 0.16 0.11 0.08
Case2|0.11 1.00 0.89 0.06 0.09 0.09
Case3| 095 0.16 0.15 0.09 0.07 0.06
Case4| 054 1.00 1.00 0.08 0.21 0.08
Case5| 0.13 0.43 0.83 0.07 0.06 0.06
Case6|0.65 1.00 0.54 0.10 0.94 0.32
Case7|0.07 1.00 0.44 0.36 0.17 0.15

2.5 Stacking Fault Energy from Steel Composition

Steel components are widely used in tools, construction, infrastructure, and more. Steel
alloys are composed of iron (Fe) and carbon (C), with additional elements that determine
the material properties of the alloy. Speci cally, austenitic steels are non-magnetic stainless
steel alloys characterized by relatively high levels of chromium (Cr) and nickel (Ni). Avoiding
failure of components made from these steel alloys is important for safety and quality.

Deformations are a known failure mechanism for steel components. At a microstructure
level, a deviation in the order of the stacked atomic planes from the expected crystal struc-
ture is called a stacking fault . The associated energy associated with this aberration is called
the stacking fault energy (SFE). SFE can be useful in predicting the mode of deformation in
austenitic steels (Allain et al. 2004). Knowledge of the mode of deformation is important for
satisfying design criteria for the component.

There are rst-principles computational models for SFE that are based on quantum
mechanics (Vitos et al. 2006; Lu et al. 2011). However, these models can be computationally
costly and cannot capture all of the underlying physics. While SFE cannot be experimentally
measured, it can be inferred from transmission electron microscopy (TEM) or diffraction
techniques. However, running an experiment uses resources, so screening a large dataset of
different compositions experimentally is infeasible. Local linear models on small datasets
from individual experiments have been used as a rst statistical approach to relate compo-
sition to SFE.

Chaudhary et al. (2017) collected data from many different studies to form a combined
dataset with chemical composition and experimentally measured SFE for austenitic steels.
They apply a variety of machine learning techniques to predict SFE from steel composition.
We apply our method to the SFE dataset to identify several different possible explanatory
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models for stacking fault energy. The dataset, accessed on the Citrination platform (Citrine
2017), hasn = 946 observations of experimentally measured SFE for different compositions
of austenitic steel. The composition of each observation is reported in terms of weight
percentage for 17 different alloying elements. There are 10 observations where the com-
position of vanadium (V) is missing, but it is assumed to be zero since the compositions
of the other elements in these structures sum to 100. The observed correlation structure
among these p = 17 covariates (Figure 2.7) shows that many of the covariates display little
to no correlation with each other.

Alloys are fabricated, so the correlation structure depends on the choices made in
manufacturing. A quirk of composition data is that, since composition must sum to 100%,
the fraction of one element must decrease as another increases. Consequently, it may be
challenging to determine whether a change in SFE is due to the decrease of one element or
the increase in another. There are three pairs of elements with moderately strong negative
correlation (magnitude greater than 0.7): Fe and Ni, Mn and Cr, C and Cr. Many of the other
additive compositions are so small compared to elements like Ni and Cr that they do not
have strong correlations with Fe. Elements with moderately strong positive correlations
are C and Mn and Ni and Cr. Carbon (C) and manganese (Mn) occur together in many
alloys because, at relatively low concentrations, the presence of Mn helps a heated steel
alloy absorb C during a manufacturing step called carburization, improving the hardness of
the material (Materials 2016). Cr is soluble in Ni and, at certain concentrations, the pair is
known to improve properties like corrosion /wear resistance and hardness (Materials 2019).

Figure 2.7: Histogram (left) and correlation plot (right) of observed covariance for SFE
data.
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An MMPR analysis was conducted on the SFE dataset with ¢ = 1 to encourage sparsity
ofthe models and d = 1to encourage sparse dissimilarity between M = 2 models. Solutions
were calculated for a sequence of  values with ! chosen to limit model similarity to at
most 0.3. Figure 2.8 shows the solution paths for the two models generated by MMPR. The
MMPR results include elements with low correlation, Si, P, Al, Cu, Mo, Ti, Nb, Co, V, and
Hf, in both models at low values of , where sparsity is due to similarity of models. The
information provided by these elements is only possible to incorporate by including each
one. The elements Ni, P, Mo, and Ti persist in Model 1 while Fe, P, Cr, Mo, persist in Model
2. Recall that Ni and Fe as well as Ni and Cr are correlated. Each model identi es one of
these elements for most values of , although Ni is shared to some degree at values 15.
Only one element in the correlated pair is necessary in each model because they provide
redundant information. For the less sparse models, with low , itis interesting to note
that Mn and C appear together with negative coef cients. Even though they are correlated,
the information provided is not redundant and their appearance together despite their
correlation may be compared to the existence of an interaction term. This is consistent
with the idea that the inclusion of these two elements as a pair impacts steel properties
and further extends this pattern to SFE. The predictor elements P and Mo are relatively
uncorrelated with each other and other predictors and appear in both models.

While Fe must by de nition be present in the alloy, it is interesting conceptually to
consider both models. Does SFE increase due to large values of Ni or small values of Fe? In
context, it may be more enlightening to think of change in SFE in terms of the increasing
Ni additive composition (Model 1) rather than the decreasing iron composition (Model 2).
MMPR separates out these two perspectives.

A second MMPR analysis with M = 3 models and similarity limited to 0.5 shown in
Figure 2.9 offers complementary insights. Again, some elements appear in all three models:
Si, Al, Cu, Mo, Co, V, and Hf. Asinthe M = 2 case, Ni and Fe do not appear together in
the same model. Unlikeinthe M = 2case, atlow , Cand Mn appear in separate models;
the opportunity to t different models overrides the bene t of these elements appearing
together.

Mean squared error (MSE) is used to measure the quality of each ofthe M models as
shown in Figure 2.10. While similar, the models do not have exactly the same values for
MSE. Further, for any inclusion penalty weight, none of the MMPR models will achieve
superior MSE values compared to the corresponding LASSO solution (or OLS estimate)
because the similarity penalty in MMPR shifts the balance away from penalizing lack of t
and inclusion toward similarity.
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Figure 2.8: The solution paths for MMPR analysis of stacking fault energy datawith M =2
models at settings ¢ =1,d = 1.

Figure 2.9: The solution paths for MMPR analysis of stacking fault energy datawith M =3
models at settings ¢ =1,d = 1.

Chaudhary et al. focus mainly on classi cation based on black box algorithms, while
this MMPR analysis yields interpretable results relating composition by element to SFE.
MMPR is able to identify paths for two dissimilar models to explain stacking fault energy as
a function of composition. This information is best viewed in the context of the materials
science application to learn about the associations between composition and SFE. The
models suggest that the presence of P, Al, Cu, Mo, N, Ni, and S are positively associated with
SFE and Si, Mn, Ti, Cr, Nb, Co, V, C, Hf, and Fe are negatively associated with SFE. It suggests
the importance of the interaction between Mn and C on SFE and presents two different
views of how Fe versus Niimpacts SFE. These intuitions enrich the current understanding
of the impact of composition on SFE and can help intuitively guide composition proposals
to achieve either high or low SFE.
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Figure 2.10: MSE for SFE models with M = 2 (left) and M = 3 (right) models.

2.6 Discussion

MMPR adapts the SplitReg Christidis et al. (2020) framework to perform variable selection
with model uncertainty. Tuning parameter selection is intentionally designed to emphasize
model dissimilarity, instead of prediction, to achieve several different explanations of the
data. Different settings for the proposed objective function encourage shrinkage or sparsity
behavior in terms of model similarity and coef cient magnitude. Sparse settings with c=1
and d = 1 perform variable selection in terms of both magnitude and similarity. MMPR
tends to allocate correlated variables to different models, so that, collectively, the models
contain all of the in uential variables. This is an improvement over LASSO, which tends to
include a single variable in a correlated group arbitrarily based on the sample. With respect
to model uncertainty, MMPR chooses dissimilar models as opposed to Bayesian model
averaging, where the most probable models are frequently similar to each other. MMPR
also lends itself to interpretable models for the response.

MMPR is performed on several simulated cases to demonstrate the behavior of the
method on the variables selected in the individual models. When covariates are correlated,
they provide redundant information, so each of the multiple models need only include one
or two covariates to capture the information. Collectively, the multiple models identify all
in uential covariates, where BMA or LASSO might deem some unimportant. It tends to
include correlated variables in separate models and uncorrelated variables in all models,
identifying models with different covariates present when possible. We then apply the
approach to steel alloy composition data to model SFE and generate two different interpre-
tations of a composition model for SFE. These multiple views, in the context of materials
expertise, highlight two perspectives for relating alloy composition to SFE.
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Since MMPR models are designed for informing multiple model variable selection,
they are not optimal for prediction. Inspection of the difference between MSE values for
MMPR models and predictive models generated through other techniques is one way to
guantitatively summarize the quality of the MMPR models. If the difference is large, the
MMPR models should be viewed critically. To improve model quality to an acceptable level
while maintaining emphasis on dissimilarity, one could repeat the MMPR analysis with a
higher similarity threshold or even tune to achieve a maximum allowable MSE difference,
compared to a predictive method. The nal model ensemble should be treated as an
exploratory tool and we caution against the temptation to end any analysis here. Instead,
we recommend that the insights gained through MMPR inform further experiments and
model speci cations.

While this chapter only explores MMPR for linear models, the approach may be extended
to generalized linear models as in Hastie et al. (2015) by minimizing the negative log-
likelihood along with the sparsity and similarity penalties. This greatly increases the number
of problems for which MMPR can be applied.
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CHAPTER

3

ROBUST ONLINE BAYESIAN
MONITORING FOR REMOTE SENSING
DATA

3.1 Introduction

Online change detection is increasingly necessary for monitoring remote sensing data as
it becomes available (Woodcock et al. 2020). In global monitoring applications, remote
sensing data containing multiple spectral bands are collected over time for large geograph-
ical areas. Timely detection and characterization of deforestation, heavy construction, and
other land use changes are necessary to respond to environmental or security threats. We
aim to build a multivariate screening algorithm to ag changed areas of interest for further
analysis and inspection.

Modern change detection methods use massive amounts of individual remotely sensed
images to construct time series covering large spatial scales. Thus, automated methods
of identifying unusable observations, primarily clouds and their shadows, are necessary.
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However, failures in cloud masking algorithms do occur (Zhu and Woodcock 2014) and
lead to the presence of outliers in the data stream.

As an example, consider a forest disturbance in Myanmar shown in Figure 3.1. For a
single pixel in the region, the associated data streams have much of the data eliminated
based on cloud and aerosol ltering, resulting in a relatively sparse signal to monitor.
Seasonal patterns explain much of the signal variation within each year. There is a real
deforestation event on October 24th, 2019, butthere is an undetected anomaly on November
3, 2017. A good monitoring algorithm must be robust to transient changes like seasonal
variation and outliers.

(@) (b)

(c) (d)

Figure 3.1: Time series of the unitless indices (a) SWIR2 and (b) NDVI with Itered points
(red X's) and an un ltered outlier (blue circle) show sustained change beginning Oct 24,
2019. After this date, SWIR2 is slightly increased and NDVI has decreased from the compared
to the values before the change. Google Earth imagery from Myanmar in (c) 2016 and (d)
2020 visualizes the land cover change for the location of interest (circled in red)

A multitude of retrospective as well as online detection algorithms have been devel-
oped over the last four to ve decades. “Of ine" methods look at an entire time series
retrospectively, using all available data to identify changepoints throughout the series.
Hypothesis-test-based methods compare model parameters under a single model versus
one with a break (Chow 1960; Hinkley 1970; Bai and Perron 1998, 2003). A natural extension
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to multiple break detection balances a cost function for the models with the number of
breaks, as in binary segmentation (Scott and Knott 1974) and its variation wild binary seg-
mentation (Fryzlewicz 2014). The Bayesian time series forecasting method Prophet (Taylor
and Letham 2018) supports common time series attributes like seasonality and delivers
changepoints as a byproduct of its forecasts. Using an of ine method repeatedly for online
data monitoring can be computationally intensive and hypothesis-test based methods in
particular require consideration of multiple-testing. Further, many of these of ine methods
are not designed for monitoring multidimensional data.

On the other hand, online methods analyze data as it is observed and must update their
analyses as each new piece of data arrives. Considerations for both storage and compu-
tational time are more prominent for online than of ine methods. In the eld of remote
sensing, Continuous Change Detection and Classi cation (CCDC; Zhu and Woodcock,
2014) is a common method used to ag change based on repeated large deviations from
the expected output (derived from a stable period) and then classify the type of land cover
change. Since this chapter is focused only on detection of the existence of change, we
examine only the Continuous Change Detection (CCD) component of the algorithm. Mod-

i cations to CCD incorporate cumulative sums (CUSUM; Bullock et al., 2020), similar

to Breaks for Additive Season and Trend (BFAST,; Verbesselt et al., 2010a; 2010b; 2012). A
limitation of these methods is that both CCD, its variants, and BFAST are dependent on

a long stable period to learn model parameters before applying those models during a
monitoring period. Verifying the stability of the training period presents its own challenges

and, even when the training period is stable, the large amounts of data associated with long
training periods may be dif cult to store and access at scale. Spatial considerations based

on signal within a moving window can help Iter out false change (Lin et al. 2020), but can

be heuristic and may struggle where a site does not change all at once. Another limitation

is that in a multivariate setting, CCD assumes independent signals.

Bayesian Online Changepoint Detection (BOCPD) was simultaneously introduced
in Adams and MacKay (2007) and Fearnhead and Liu (2007). Unlike previous Bayesian
methods, which are more focused on retrospective segmentation, BOCPD uses a message-
passing algorithm to calculate a posterior distribution for the most recent changepoint.
Online hyperparameter optimization (Turner et al. 2009; Wilson et al. 2010; Caron et al.
2011) improves BOCPD performance. In a similar approach, Reiche et al. (2015) proposed
a Bayesian land cover change classi cation method. This classi cation view is limited by
dividing possible land cover into discrete categories and requires training data to charac-
terize class-speci ¢ distributions. Knoblauch and Damoulas (2018) extended BOCPD to
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incorporate model uncertainty regarding the form of the model into BOCPD with Model
Selection (BOCPDMS). They also set up a spatiotemporal model framework, adding depen-
dence on a neighborhood into the models for each location. This method ags change of
an entire image, but is not set up to identify nor localize partial changes within an image,
particularly when those changes are a small proportion of the overall scene, and offers no
mechanism for partially missing data neither spatially nor temporally. BOCPD is susceptible
to high false detection rates in the presence of outliers. Knoblauch et al. (2018) incorporates
General Bayesian Inference (GBI) with  -divergences to reduce the in uence of outliers
on the analysis, consequently reducing the mislabeling of outliers as changepoints. The
robustness to outliers and consideration of model uncertainty come at the cost of increased
computation time. Fearnhead and Rigaill (2018) use ef cient dynamic programming algo-
rithms (Maidstone et al. 2016) to minimize a bounded loss function, which are less sensitive
to outliers compared to squared-error loss. BOCPD with hyperparameter optimization
was the best-performing multivariate changepoint detection method in a comprehensive
review of changepoint algorithms using numerous benchmark datasets (van den Burg and
Williams 2020).

We propose a multivariate Bayesian changepoint detection method that is robust to
outliers. Our approach is based on the assumption that outliers arise from a completely dif-
ferent generating function than the data. Drawing on concepts from BOCPDMS (Knoblauch
and Damoulas 2018), we consider that there is some uncertainty over whether data comes
from the process of interest or from another source. Given an outlier distribution, it is
possible to ef ciently calculate the posterior probability that any given point is an outlier
and weight its in uence accordingly so that it neither causes a false detection nor distorts
estimated models of the process. Consideration of such a large number of possible models
is unwieldy, so approximations that only trigger outlier detection for recent suspected
points are introduced. Likely outliers can be completely removed from the data  in situ . The
proposed method is implemented using anew Rpackage roboBayes

The remainder of the chapter proceeds as follows. The motivating data are described
in Section 3.2. Section 3.3 sets up notation for the multivariate changepoint model and
reviews BOCPD. Section 3.4 introduces the outlier detection framework and approxima-
tions for implementing it online. Section 3.5 details our rule for classifying changepoints.
Computation is discussed in Section 3.6. The method is evaluated using a simulation study
in Section 3.7 and applied to areas undergoing deforestation in Myanmar in Section 3.8.
Section 3.9 concludes.
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3.2 Deforestation in Myanmar

Automated forest monitoring enables quick identi cation and response to sudden defor-
estation events. NASA produces and distributes well-registered, terrain-corrected surface
re ectance products from Landsat 8 radiance observations at a nominal resolution of 30
meters (Vermote et al. 2016). Each location on Earth is visited once every 16 days. Normal-
ized difference vegetation index (NDVI; Tucker, 1979) is a unitless red and near-infrared
based index commonly used to measure vegetation properties. Landsat 8 also provides
unitless observations in a portion of short wave infrared spectrum that are sensitive to
water, particularly vegetation moisture (SWIR2). NDVI and SWIR2 are thus complementary
signals useful for monitoring changes of interest on Earth, and are used throughout the
chapter as indicators of latent land cover change. The values in the Quality Assessment
(QA) band denote whether a pixel contains cloud, cirrus, cloud-shadow, water or snow. It
is usually a poor assumption to have con dence in NDVI and SWIR2 values for pixels at
times where they contain these ephemeral components.

The Global Land Analysis & Discovery (GLAD; Hansen et al., 2016) 2019 Forest Alert
Data was used as a starting point for the data assemblers (lan McGregor and Natalie Chazal,
North Carolina State University) to search the vicinity of suspected disturbance locations
using high resolution, commercial PlanetScope (Team 2017) imagery. Analysts identi ed
the location and temporal window for forest disturbances. Landsat 8 data associated with
the coordinates was recorded and the date of disturbance was annotated. The date of
disturbance is the rst date at which imagery shows that the land has undergone sustained
change, i.e., deforestation has begun. Depending on the temporal density of the PlanetScope
images and Landsat 8 data, evidence of the disturbance may be present in Landsat 8 data
at an earlier date than it is rstidenti ed in imagery. The date of disturbance, taking this
uncertainty into account, will be used to evaluate the performance of change monitoring
algorithms on real data.

The dataset of interest contains time series, as shown in Figure 3.2, for 114 pixel locations
in Myanmar from July 4, 2015 to January 30, 2020. Since clouds, atmospheric conditions,
and precipitation are not indicative of sustained land cover change, it is best to exclude
these phenomena from the analysis, so any data whose QA value indicates the presence of
any of these obstructions is eliminated from consideration and treated as missing. Pixels
with radiometric saturation or aerosol values that were not “low aerosol" were eliminated
for similar reasons.
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Figure 3.2: Observed SWIR2 and NDVI measurements ofa 30 30m location in Myanmar
with a deforestation event identi ed on Feb 2, 2019.

3.3 Multivariate changepoint model

In this section we review the Bayesian method for multivariate change-point detection that
does not consider outliers. This is extended to handle outliers in Section 3.4.

3.3.1 Bayesian linear regression model

Let Y, =[Y;1,..., Y;q]" be the observation at time step t. In our analysis, Y,; is the data for
index j onday t and d = 2 indices (NDVI and SWIR2). We will denote the data from days s
to t asthe matrix Yg; =[Ys, Yai1s-.., Y¢]7. Similarly, let X, =[X;1,...,X;«]" be the covariates
attime t and the covariates from days sto t are denoted as Xq; =[Xs, Xss1,--.,%]" . Inour
analysis, the covariates are trigopnometric functions of date that capture seasonality.

At time t, there is a partition of the data into states g; 2 f1,2,...g, as in a Product
Partition Model (Barry and Hartigan 1993). The changepoints between states are integers
c=fcy €1, Cy,...gwith ¢y = 0sothat state h occurs between changepoints ¢, ; and c,, where
for any h® c? 2 [0,t]. Denote the state attime t asg, = h if t 2 [c, ;,¢,). A multivariate
Bayesian linear regression model is chosen to model multi-dimensional data about a linear
trend and account for its correlation structure within each state,

Yii e h9c=h Normal (X, , n) (3.1)

where parameters |, and ,arek dandd d,respectively. The unknown state parame-
ters ,=[ ., n]have priordistributions

hj h Matrix Normal d,k(BO’ Ol; h) (3 2)
n  Inverse Wishart (Vo, o) |
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with xed hyperparameters =[By, 0.V, ol]- The dimensions of the hyperparameters are:
Boisk d, sisk k,Vyisd d,and isascalar.

3.3.2 Online algorithm

The following section reviews BOCPD (Adams and MacKay 2007; Fearnhead and Liu 2007)
by distilling it from the state model in Section 3.3.1. Estimating all the parameters h IS
burdensome and unnecessary for an online algorithm, so we marginalize them out. Given
the changepoints but marginally over |, observations in different states are independent
but observations in the same state are dependent via the shared parameters h- The joint
distribution for the datain state  h is

Z

f(Ych lzchjc): f(Ych 1:chj h,C)f( hj )d h

and the joint distribution of the entire data collected through time t Y givencis

F(Y2C) = T (Ve )T (Yeyep) - F (Yeg 1)-

The form of the marginal distribution is given in Appendix A.1.

In the monitoring paradigm, only recent state change is of interest. So we retain only
information that de nes the most recent changepoint (the difference C, Cp 1),disregarding
the location of any previous changepointsin ¢ and, consequently, the value of the current
state. To keep track of the most recent changepoint, de ne run length  r; as the number of
time points that have passed since the preceding changepoint,i.e., r,=rifg,=g;, r+1=
0;  + 1 (see Figure 3.3). The data associated with a particular run length r, = r is denoted

Y« ryt- Let the data for each possible run length be described by the parametric model
f(Ye mad V)where ) contains the model parameters associated with run length 1 given
data throughtime t. E” is equivalent to the state speci c parameter  ,jt =c¢,,r =¢, C, 1.

For online change detection, the run length posterior distribution f(ryjY.y)ateachtime
point is the quantity of interest because it contains the information about the most recent
changepoint. Adams and MacKay (2007) formulate the following recursive message passing
algorithm to calculate the run length distribution ef ciently. According to Bayes' rule, the
posterior run length distribution is given by:

f (r'[ ’ Yl:t )

f(rejYo)= F(Yee)
"

(3.3)
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Figure 3.3: Simulated data with states de ned by the set ¢ =1f0,181,270g, where c; = 181
separates states 1 and 2. An outlier is present at t = 145. The underlying run length r,
increases within each state and drops down to 0 when a new state beginsat t = 181.

A recursive prior distribution for the run length is de ned so that the prior probability of a
changepoint occurring at any time point is

flre=re 1+ )=1

f(ro=0jr, 1)= 4

Run length can either increment by 1, remaining in the current state, or return to 0, starting
a new state, which corresponds to the interpretation that when moving forward one step in
time, the number of points since the last changepoint can only increase by 1 or return to 0.

3.3.3 Parameter updates

Given the conjugate priors in (3.2), the posterior distribution  f ( E’)jY(t ot X ryt) can
be calculated exactly and the resulting posterior predictive model depends on suf cient
statistics that can be updated recursively on-line. Based on (3.1) and (3.2), the posterior
distribution of the run length speci c parameters is

Ojy,x,r, MN@D, O ©)

t

(r) (r)y ()
O Tw v, )

t ot
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where the updated hyperparameters based on the datafor r, =r are
B =(Xg X mat 0) Xg 1y Ye mxt 0Bo)
Vgr): V0+(Y(t r)t X(t r)t B?))T (Y(t r)t X(t r)t Bgr))
+(B{? Bo)' oB{’ By
D= o+r

(r) = %7
t _X(t r):tx(t et o

Note that the updates are all functions of the run length speci ¢ suf cient statistics: Gt(r) =
Yg; e Y rt Ht(r) = x; e X Tyt Kt(f) = xg o Yyt and r. These statistics can be up-
dated incrementally; e.g., G/ = G/ , + Y, Y,". Therefore, the complexity of this step does not

increase with t.

3.4 Insitu outlier detection and removal

In a monitoring process, outliers can be present for various reasons unrelated to the process
of interest. For example, in remote sensing monitoring data, poor quality points due to
clouds or shadows may occasionally slip through masking algorithms, appearing as a large
spike that ends up agged as a change. Itis undesirable to ag these anomalous points as
real, sustained change. The following methodology is used to identify outliers on-line and
remove their effect from the analysis.

3.4.1 Model uncertainty with respect to outliers

Suppose there are occasional outliers which, instead of following the distribution of the
monitoring process in (3.1), are in a distinct state g, = 0 such that

YiJ 00 0.9t =0 Normal( o, o), (3.5)

where parameters ,and are xed. Unlike the other states in this problem, the parame-
ters in state O are prede ned, i.e., not learned from the data, and the state may be returned

to at any time. The outlier state exempts points from the partition model de ned by change-
points c. The prior probability of this outlier state is P (g; = 0) = po(t). The probability py(t)
could be based on quality control ags, but we will simply assume  pq(t) = p, for all t. Recall
the motivation for keeping track of run lengths instead of all possible segmentations of
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the data: only recent change (or here, outliers) are of interest in the monitoring paradigm,
so itis possible to greatly reduce computational complexity by keeping track of only the
most recent outlier. Dene o, 20, =f; ,1,...,t gas the number of time points since the
most recent outlier in dataup totime t and o, = ; corresponds to no outliers. The prior
probability of each model being the correct modelis  f (o, = s).

The recognition of different possible models based on outlier inclusion parallels ideas
in Knoblauch and Damoulas (2018) regarding BOCPD with model selection. In this case,
however, the number of models under consideration increases with time, one model for
each possible most recent change (and outlier). For this reason, as well as to set up later ap-
proximations, the prior probability of each outlier model o, isindependent of its probability
at the previous time step, o; ;.

3.4.2 Online outlier detection and removal

Attime point t, consider models for all possible run lengths and most recent outliers. The
likelihood can be simpli ed based on the assumption of independence between states to

FYdre00) = F (Y oy 1) Yise)tJOr = Si 1 = 1) (Ygjor = s). (3.6)
The joint distribution is, recursively,

P . . .
f (Y1, re,00) = r 1f(rtjrt DFYeiYe roe 1900F (Yo 201 20T (0). (3.7)

The rstterm is the run length prior distribution. The second term is the predictive proba-
bility of the newest datapoint Y, given the rest of the data associated with the same model,
i.e., the data within run length r, and excluding any outliers o,. This can be calculated
from suf cient statistics which exclude the outlier point. For an outlier point Y, and cor-
responding X, with data up to time t, update the run length speci c suf cient statistics
via:

G V= (Y] (o yeenn Yrs nisenn) =V Ye)  (YDYe)

HE D = (X0 e X nisene) =X Xen)  (XTXS) (3.8)
K, o =(Y] 46 nenp Xrs ene) = (T Xea)  (YDXS)

and recalculate the model parameters for each run length and outlier " ) hased on these.
Then the predictive probability  f (Y(jY ()« 1.0:)is afunction of the run length /outlier
speci ¢ model parameters (%), The third term is the joint distribution calculated at the
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previous time step, summed across all possible outlier models. The fourth term is the known
prior outlier distribution. The total evidence is then

X1 X
f (Y1) = f(Y11,00, 1)

rr=1o=1

Then the following posterior probabilities are

f O, rejY1) = F (Yo, 00,10 )=F (Yor) (3.9)
X1
f(01jY14)= f(re,0jY14) (3.10)
=1
- Xt -
f(rejYo)= f(re,00)Y1) (3.11)
o=1

3.4.3 Approximation

Two challenges exist with implementing the on-line outlier detection procedure described
above. First, itrelies on the assumption of either zero or one outlier for the entire monitoring
process. This is an unrealistic assumption, as multiple outlying points may occur. Second,
in an online monitoring context, it is computationally expensive to calculate and store all
possible outlier models and their probabilities in terms of both memory and computation.
The following approximation leverages the formulas in Section 3.4.1 to con rm and remove
suspected outliers.

First, relax the assumption of zero or one outlier for the entire process to an assumption
of zero or one outlier in a window of L, time points preceding the current time point. Next,
consider only calculating outlier posterior probabilities when there is reason to suspect
that an outlier has occurred. One of the biggest problems that outliers present in online
monitoring is that they can be agged as changepoints. So, we will proceed with the main
BOCPD algorithm, without model uncertainty due to outliers, and only trigger the outlier
model calculations when a suspected change has been agged.

Now that the window is xed, de ne the prior probability of an outlier as

P:=;) =po

3.12
P, =5s) = Eoﬂ (3.12)

1

In practice, pg is the conditional probability of no outlier given that some sort of change has
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been agged. Recall that in (3.7), the posterior predictive distribution f(YYe vy 100)
can be calculated by removing outliers from the suf cient statistics, and recalculating the
distribution based on updated model parameters. The third term, the joint distribution

from the prior time point conditioned on the outlier model f (Yiq 1),rc 1J0r) is harder to
recover retroactively since if the outlier lies outside the current run length, its distribution

is unknown. Instead, the joint distributions for the models with the most recent possible
outliers within the L, window are stored for every update. Then the full joint distribution
with outlier uncertainty is available from (3.7) and the posterior outlier model probabilities

from (3.10).
If the posterior outlier model probability exceeds a threshold , the suspected outlier
o; = s is removed from the analysis; (9 and f (Y,¢,r; ;jo, = s) are carried forward as

the “true' model parameters and the joint distribution in the standard BOCPD algorithm
without outlier uncertainty. In the approximation, the entire outlier checking procedure
will not be triggered again until a change is suspected. While averaging over uncertainty in
the outlier is done in exact analysis in Section 3.4.2, in the approximation, the outlier and
its effect are completely removed from both the suf cient statistics and joint distribution.

3.5 Extracting changepoints from run length distribution

The Bayesian algorithm provides posterior probabilities of a change-point for each time
point. However, arule is necessary to convert the run length distribution to a list of the most
likely change-points. One of the most simple options is to set a threshold for individual
changepoints and declare a changepoint if the posterior probability of its associated run
length exceeds the threshold. A shortcoming is that the method only looks at individual
points. When a change occurs, itis possible that multiple changepoint candidates may have
relatively large posterior probabilities. Uncertainty about the exact time of a changepoint
effectively splits the probability of each one being the changepoint into fractions. This
could force the changepoint probabilities for any of the individual candidates under the
threshold for detection.
Consider instead the posterior probability of the changepoint occurring between l,and

o+ L:
L
P(r 2flg,....lo+ LaiY1 )=  P(re=rjYyy). (3.13)

r=|0

Since we are developing an online algorithm, we limit |, to some maximum |, So that we
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Figure 3.4: Work ow for roboBayes

only search over 1, 2f0,...,I ,ax g Once the window is identi ed, the point with maximum
probability within the window is returned as a changepoint.

3.6 Computational details

The algorithms for multivariate regression BOCPD and roboBayes are detailed in Algorithms

1 and 2 and illustrated conceptually in Figure 3.4. They are implemented inthe =~ Rpackage
roboBayes which is available on Github (https: // github.com /Iwendelb / roboBayes). To
maintain computational ef ciency, implementation of the online algorithm is made as
lightweight as possible. Following Adams and MacKay, we retain data only for run lengths
with posterior probability at least 1e 4. We also only search over windows de ned by
Lo=20,L=5and |,y = 6.

Prior speci cation is a key step and should take real data and /or subject matter exper-
tise into account when available. For example, in the data analysis of Section 3.8 we t
multivariate linear regressions to a sample of historical time series from the geographical
region of interest and record the estimated hyperparameters that govern the distributions
of the estimated model parameters (See Appendix A.2). However, in the simulation study of
Section 3.7, we use a combination of the true underlying process priors and uninformative
priors.

3.7 Simulation study

Here we apply the methods described in Sections 3.3 and 3.4 to simulated data to test the
performance of roboBayes versus several other monitoring algorithms.
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Algorithm 1 roboBayes algorithm for multivariate linear model

1. Initialize (()0)= prior  P(rg=0)=1 for t =1:t,,, do
2. Observe new data Y, and record associated covariates X; foreach r, =r 2f1,...,tg
do

3a. Update suf cient statistics G, H", K

3b. update parameters for run length r, =r

4. Evaluate predictive probability for each possible run length:

FOY = 0)= MY e 0)= T (1)

5. Calculate growth probabilities

f(Vo,re=r=re 1+ )=FMijYoe e =F Yo 97 2=1r DA )

end
6. Calculate chq@gepomt probabilities
f(Yyq,re =0)= r -Of (YedYee 1 DF (Yo 107e 1)
7. Calcul@;e Ewdence
t
f (Y1) = n:of (Yo,T¢)

8. Determine run length distribution
; — 1Y)
9. Extract changepoints via threshold

10. Apply Algorithm 2 for outlier detection and removal

11. Update parameters for run length O
t0= prior
12. Truncate unlikely run lengths

end

3.7.1 Datageneration

Ad = 2dimensional response Y, is observed at eachtime t 2f1,...,270g. Suppose the data
follows one model during a stable period from t =0,...,t 1andanew model after time

t = 181. The modelis

iid
Y:[rz '[12+X;r +et1 e'[ N(01 t)1

where = ,=05fort<t and = fort t and ,isthed d covariance matrix at
time t. The covariatesare x] = sin(2 t) cos(2 t) t torepresenttwocomponents ofa

seasonal trend and a linear trend. The mean trend is either set to = 0 to omit seasonality

or simulated as in (3.2) to give seasonality. For the rst eight simulation scenarios the
covariance is constant overtime, ;= , and the mean and covariance parameters in (3.2)
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Algorithm 2 Outlier detection and removal

Input
Gt(rt)1 Ht(rt)1 Kt(rl)l t(r‘)1 f (Ylitjot)
for o, =s2f(t L,):tgdo

1. Identify outlier data Y, and record associated covariates X, foreach r, =r 2f1,...,tg
do

2a. Recover suf cient statistics

Gt(rxs)’ Ht(r's), Kt(r's)

2b. update parameters ) for run length r, = r, outlier o, = s

3. Evaluate predictive probability of the outlying point for each possible run length:
F(YsiYis prneTe =)= (Y )

end

end
4. Calculate joint distribution  f (Y44,r;,0;) from Eq. (3.7)
5. Calcul@{e Evigence

t

f (Yl:t) = 0; 20, re=0 f (Yl:t ’ rt 10t )

6. Determine outlier distribution  f (0;jY;) from Eqg. (3.10)
7. Identify most likely outlier model

0, = max (f (©Yi)> )

8. Pass on model parameters and joint distribution associated with the most likely model
(rl) (rl 10[)

f(Yee,re)  fF(Yee,rijo,)

are setto 2 3

0.1 01 1 —1 ™
6 7 0

B =40.04 0. , V= — ,
4000 0(5)45 1000 , 1

=10l ;and = 20. Forthe nal scenario, the covariance changes at the break point so that

t

= ,yfort<t and = fort t ,where ,isdrawn as before and is simulated as

o except with correlation parameter replacing . In each simulation, a single outlier

y,=[0.8,0.1] isintroduced at arandom time s Uniform (90,270). The nine scenarios vary

by the mean after the change, , the error correlation before the change, o, the error

correlation before the change, , and the presence of seasonality as de ned in Table 3.1.
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Table 3.1: Simulation settings for data generation are de ned by the mean after the change,
, correlation of the data before () and after () the changepoint, and whether season-
alityispresent( 6 Q)ornot( =0).

Case 0 Seasonality
0.4 0.0 -
0.3 0.0 -
0.4 0.9 -
0.3 0.9 -
0.4 0.0 -
0.3 0.0 -
0.4 0.9 -
0.3 0.9 -
05 05 05

=

O©C oo ~NOO O DWDN
<<<=<x=<zZzzZZZ

3.7.2 Competing methods

The proposed changepoint analysis using roboBayes is compared to continuous change
detection (CCD; Zhu and Woodcock, 2014), BOCPD with multivariate regression, the multi-
variate formulation of BOCPD with model selection (BOCPDMS; Knoblauch and Damoulas,
2018) and robust BOCPD with model selection (rBOCPDMS; Knoblauch et al., 2018). Com-
peting methods were limited to those that can handle multivariate responses. Due to
dif culties including seasonal trends, BOCPDMS and rBOCPDMS are run only on the rst
four simulation cases. Implementation details for these methods are given in appendix. The
key hyperparameters / tuning parameters for the roboBayes methods are: prior changepoint
probability = 1=270, conditional non-outlier probability parameter  py= 0.1 and outlier
threshold = 0.5. The remainder of the prior distributions for this and other methods is
given in Appendix B.2.

3.7.3 Metrics

For evaluation, we consider change detection as a classi cation problem where each point

is either a changepoint (CP) or not (Killick et al. 2012; Aminikhanghahi and Cook 2017).
The de nition of a true positive is a declared changepoint within a tolerance of tol =5
of the true changepoint as in van den Burg and Williams (2020). In the case of multiple
detections within the truth tolerance, only a single true positive is recorded. A false positive

is recorded when a declared CP lies outside of the tolerance range from the truth. The
latency for detection is the number of points between when the identi ed changepoint
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occurred and when it was rst declared. Let fj be the jth out of J changepoints declared
and t be the true changepoint. Then

02 3 1
xJ

TP=1@ | jfj tj tol 5 1A
j=1

FP= 1jtj tj>tol,

where | ()isthe indicator function. The classes are unbalanced so we also consider precision
and recall. In this simulation study, the precisionis P =T P=J, and since there is only one
true changepoint, recallis R = T P. The F-score of Rijsbergen (1979), F = 2PR=P + R),
balances precision and recall into a single performance metric; a larger F score is preferred.

In addition to the F-score, the latency of detection, or the number of points delay between

the true change and whenitis rst declared, is recorded for each TP. Finally, the average
computation times, Time (ms), for updating the model with one observation for a simulated

data set are compared.

3.7.4 Results

The simulation results are recorded in Table 3.2. See the results in Appendix B.4 for perfor-
mance metrics for different prior hyperparameters and tuning parameters that suggest
the method is robust to small perturbations of these parameters. The proposed roboBayes
method routinely records top or near top F-scores and seldom misses a detection. CCD has
competitive latency and performs well for cases with a larger mean shift, but has notably
poorer performance for small mean shiftsinterms of T P. The lower T P is expected be-
cause the three anomalous observations in a row required to signal change are less likely for
a smaller shift. rBOCPDMS records competitive F-scores, but its latency as well as run time
are much larger than for the other methods. Both BOCPDMS and BOCPD have relatively
high FPvalues, as they are not robust to outliers. In case 9, where correlation shifts and mean
does not, CCD fails to detect the change as expected since it treats signals independently.
BOCPD and roboBayes are much better at picking up the correlation change.
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Table 3.2: Average metrics (standard errors are in subscripts) for the simulation study. The
scenarios are de ned in Table 1.

Scenario  Method TP FP F-score Latency  Time (ms)
CCD 0.505e.04 0.083604  0.8%e04 2.00000  1.107604
BOCPDMS  1.0Qp0 1.08001  0.821¢.04 2.96p001 17.9%c.04
rBOCPDMS 1.005005 0.04yc.0s  0.99%05 21.16yg04 3448.3G 67

BOCPD 1.0Q o0 0.923..04 0.82%c.05 3.0646.04 0.375¢.04
rObOBayeS 1.0Q)'00 0.062e_04 0'9956-05 3'1766-04 0'4626—04
CCD 1.00oo 0.0046e.05 1.00105 2.00000  1.11ge04

BOCPDMS  1.0005 1.22%001 0.80060s 1.22%00s 17.981c04
rBOCPDMS 0.9300s 0.28500s 0.93c00 34.15009 3712.54) g3

BOCPD 1.0Qo0 09304 0.81ze.05 3.00p00 0.362¢.04
roboBayes 1.0Q 09 0.035c.04 0.99c.05 3.15¢0s 0.465¢.04
CcCDh 0.5%¢0s 0.164e04 0.8lpe0s 2.00p00  1.12¢04

BOCPDMS  1.0005s 17200  0.7%e0s 2700002  18.1230.04
rBOCPDMS  1.005.05 0.14se0s  0.97ge.05 20.48 005 3488.65 69

BOCPD 1.00,05 0.92304 0.82%c05 3.440001 0.372c.04
roboBayes 1.003¢.05 0.02¢.04 1.005c.05 3.8%.001 0.465¢.04
CCD 10Goo 0.04e0s  0.99c.05 2.00000  1.117c.04

BOCPDMS  1.000s 1.80001  0.7%c0s 1.360001  18.0%e.04
rBOCPDMS 0.90;00s 0.48500; 0.8%¢0s 35.5%0; 3714.06)74

BOCPD 1.0Q o0 0.93%c0s 0.825005 3.0lge05s 0.3726.04
roboBayes 1.000 0.0lic.04 1.00c05 3.407004 0.4650.04
CCD 0.505e.04 0.043¢04  0.8304 2.00000  1.147e.04
BOCPD 0.98c.0s 0.923.04 0.817605 3.32%5002 0.3726.04
roboBayes 0.99c.04 0.04c04 0.99%c05 344002 0.4650.04
CCD 0.9%e05 0.0045¢05 1.00305 2.00p00  1.10se04
BOCPD 1.0Qo0 094304 0.8l5e05 3.003¢05 0.36204
roboBayes 1.0090 0.05¢.04 0.99%c.05 3.145¢04 0.4650.04
CCD 0545604 0.125c04  0.8%e04 2.00000  1.1576.04
BOCPD 0.9%¢.04 0943604 0.80ge.0s 3.90g003  0.372¢.04
roboBayes 0.95.04 0.02¢04 098505 4.305002 0.465¢.04
CCD 0.963¢.04 0.06604  0.989e05 2.00000  1.09%c04
BOCPD 1.001c05 0.9230.04 0.82%¢05 3.04dse0s4 0.3750.04
roboBayes 1.0050.05 0.021¢.04 0.99%c.05 3.45/c04 0.475004
CCD 0.0%¢.04 0.0l1c04  0.67ge0s 2.00000  1.187e.04
BOCPD 0.80ie.04 0.963e04  0.751e.04 548004  0.38.04

© © W|0 0 O|N N N ooo|lon o aafld A B DB DWW WWWINDNDDNDDNDNDND|IFP PP PP

roboBayes 0.85c.04 0.0730.04 0.941c.04 5.55 004 0.465¢.04
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3.8 Land cover change using remote sensing data

In this section, we analyze the Myanmar deforestation data described in Section3.2.A d =2
dimensional response Y, containing NDVI and SWIR2 is observed at each time t. Suppose
Y, follows the state distribution in (3.1) where the covariates are

X;= 1 sin(%s) cos(ée) t (3.14)

to account for seasonal and long term trends. For this analysis, the known stable historical
time series data was taken from the geographical region of interest to set the hyperpa-
rameters of the Bayesian model de nedin (3.2) as described in Appendix B.2. For this
analysis,L = 3,Ly=8,lax =8,pp=0.5, =0.5and = 1=100. A sensitivity analysis in
Appendix B.4 shows that the results are not very sensitive to the choice of L, py, or and,
for estimated hyperparameters, achieves the maximum F1 score. The values of Lgand |,
are set such that change is still “recent" if it is detected. Approximately 1 change is expected
per time series, and time series lengths vary within a range that includes 100. The other
hyperparameter and tuning values are the same as for the simulation study.

The multivariate regression BOCPD method and roboBayes were run using the esti-
mated hyperparameters as prior values. The monitoring methods CCD, BOCPDMS, and
rBOCPDMS were run using the same values as in the simulation study exceptfor a = 2.02,
b =0.5, =10. Since the BOCPDMS and rBOCPDMS software does not account for sea-
sonality, data was preprocessed by tting a multivariate regression and running change
detection on the standardized residuals.

The detection results for a selected pixel are shown in Figure 3.5. roboBayes correctly
detects the initial change date (27 January, 2019) while identifying and removing the effects
of three outliers. The run length distributions for BOCPD and roboBayes are visualized in
Figure 3.6. The classic implementation of BOCPD locates numerous extraneous change-
points as shown by the probable run lengths starting over at zero repeatedly. The run length
distribution for the analysis with outlier detection correctly has the most likely run length
grow larger as more points are added despite anomalies. It then drops to zero around
the true disturbance. Further, the run length distribution suggests that evidence has built
to declare a changepoint around time point 59, where it appears that recovery from the
disturbance has begun.

Since the dataset only has annotations for the rst changepoint, only metrics for de-
tections up to the annotated date of detection (plus a tolerance of 5 points as discussed
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