
ABSTRACT

LI, MINHAN. Learning Based Control Adaptation of Robotic Knee Prostheses. (Under the
direction of Dr. He Huang).

Advanced robotic knee prostheses are becoming more accessible to individuals with

amputation with advancements in mechanical design, control system and biomechanics

over the last decades. With the capability of mimicking the active force generation of

the lost biological joint, the robotic knee prostheses have great potentials in benefiting

users in various way, such as improving gait kinematics, enhancing walking balance, and

reducing energy expenditure. To unleash these potentials, the prosthetic control system

needs to adapt to not only various environments and locomotion tasks but also individual

differences in physical measurement, gait pattern, etc. However, there are many challenges

when addressing the adaptation problem. First, unlike traditional robotic applications

where mathematical models are well studied, the robotic knee prostheses always couple

with human users whose motor control is barely known. Second, considering practical

requirements in clinic settings, we are in need of approaches with high efficiency, good

scalability, reliability, and robustness, which poses additional demands for seeking feasible

solutions. This doctoral study aims to propose a novel architecture leveraging state-of-the-

art machine learning algorithms to tackle the challenging problem.

As capturing user’s intent reliably and scalably is critical for adapting the prosthetic

control to changes in environment and locomotion task, we proposed to utilize human

gaze as an indicator of user’s intent and integrated it with environmental information

perceived by machine vision for locomotion intent recognition. To this end, we developed

two deep learning models to predict human intents and environmental contexts separately.

On top of these multimodal predictions, we then fused them in temporal sequences to

produce reliable locomotion mode decisions for prosthetic control via the dynamic time



warping technique. Due to user-independent data and generalizability of deep learning, the

proposed method can potentially be used for large-scale clinical applications and extended

to other wearable robots.

To accommodate for variance between individuals in physical conditions, gait pat-

terns, etc., we proposed an improved RL-based method to efficiently learn a tuning policy

for high-dimensional control parameters to meet a specified normative knee kinematics.

Thank to the ability of offline and online training as well as the design of a constrained

approximator, the method was able to significantly reduce online policy training time with

user involved compared to existing approaches, conferring the value of efficiency in clinical

practice. Additionally, a well trained policy proved to be robust against changes of users

and locomotion tasks, leading to a potential of policy transfer in large-scale applications.

Beyond realizing a normative knee kinematics, we attempted to push for an overall

gait performance (i.e., gait symmetry) improvement with the control adaptation. Thus,

we developed a new hierarchical framework by merging Bayesian optimization and RL.

The framework was able to identify an optimal knee kinematics which corresponded to

the most symmetrical gait through an efficient sampling of Bayesian optimization, and

then adjusted high-dimensional control parameters with the RL to match the identified

kinematics. This work provided robotic knee prostheses with a scalable solution, for the

first time, to addressing the inter-individual variance while pushing for the gait symmetry

improvement.
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CHAPTER

1

INTRODUCTION

1.1 Background

1.1.1 Individuals With Lower Limb Amputation

In the United States, there are nearly 2 million people living with limb loss. Among them,

623,000 people were estimated to have major lower limb amputation in 2005, and the

number is expected to double by 2050 as the incidence of dysvascular disease increases and

the population ages [1]. As revealed in the previous study [2], most of cases ending up with

amputation are related to diabetes, hypertension, and dyslipidemia. In addition, two other

major causes are trauma, such as injuries involving machinery, tools, firearms and motor
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vehicles, and cancer (e.g., osteosarcoma), respectively. The lower-limb loss is considered a

major health event that can negatively impact a person’s functional mobility, balance and

safety, independence, and associated psychological outcomes such as confidence, leading

to reduced quality of life and general satisfaction [3].

After amputation, individuals usually need to prescribe a prosthetic device in order

to return to activities of daily life. These prostheses are typically passive in nature and

offer the advantages of simplicity, lightweight, and economy by providing basic weight-

bearing support during stance and ground clearance during swing. Though these passive

devices allow amputees to perform basic locomotion tasks (e.g., sit and stand, level-ground

walking, etc.), multiple challenges are still facing individual users due to static mechanical

characteristics and lack of biomimetical adaptability, such as more effort [4] and cognitive

load [5] as well as increased risk of fall [6].

1.1.2 Robotic Knee Prostheses

Compared to traditional passive devices, the robotic lower limb prostheses show great po-

tentials to benefit lower limb amputees in various way, from reducing metabolic consump-

tion [7] to enhancing balance and stability [8], and from augmenting adaptability to varying

speeds and inclines [9] to enabling seamless ambulation across different terrain [10–12].

The benefits come with the critical capability of mimicking the active torque/force gen-

eration of the lost biological joint through harnessing external energy sources, such as

electromechanical motors, pneumatic artificial muscles, etc.

Specifically for robotic knee prostheses, many works have been done to advance its

mechanical design and improve its active force generation/transmission in recent decades.

For instance, the ball screw and slider-crank linkage mechanisms were firstly utilized to

develop robotic knee prostheses [13, 14]. Later, an innovative geared five-bar mechanism
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is proposed in a design of robotic knee joint for fulfilling more diverse movements and

reducing the complexity of control [15]. In addition, Lenzi et al. designed a lightweight

yet fully powered robotic knee prosthesis based on an actively variable transmission. The

design matches the weight of state-of-the-art passive prostheses while satisfying the speed

and torque requirements for different ambulation activities [16]. Rouse et al. developed

a robust, inexpensive, modular, and open-source belt-driven prosthesis to the research

community, lowering the barrier to entry for prosthesis research and enabling testing within

the lab, community, and even at home [17]. Furthermore, a couple of commercial devices

have also been developed and already available on the market, such as Power Knee®,

Össur [18].

Regardless of mechanical designs, the most adopted control framework for current

prosthetic devices is the finite-state machine impedance control (FSM-IC) [14,19–21]. This is

because studies have suggested that the human nervous system modulates the impedance

of lower limb joints in order to realize stable and robust dynamics when walking on various

terrains [22, 23], yielding an outstanding flexibility and safety. The FSM-IC is designed with

multiple locomotion modes to deal with varying environments (e.g., level-ground walking,

stair ascent/descent, etc.), each of which corresponds to a set of impedance parameters.

To unleash the potentials of robotic prostheses, we need the control system of robotic

prostheses to be able to adapt to not only various environments but also user’s locomotion

intent and individual differences in physical measurement, gait pattern, walking preference,

etc. However, there are multiple challenges when addressing the adaptation problem. First,

unlike the control adaptation in traditional robotic applications (e.g., industrial robots,

unmanned aerial vehicles, bipedal robots, etc.) where generic control models are well

studied, the robotic knee prostheses always couple with human users whose motor control

is barely known, leading to the failure of methods based on the first principles. Second,

considering the requirements of realistic application in clinic settings, we are in need
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of approaches with good scalability and high efficiency regarding data usage and time

consumption, posing additional demands for seeking feasible solutions.

Therefore, to tackle these challenges, we proposed a novel architecture by leverag-

ing state-of-the-art machine learning algorithms to enable adaptability in the intelli-

gent robotic prostheses. Towards our long-term goal of realizing the adaptation of pros-

theses in the daily use and improving amputees’ quality of life, as the first attempt, we

tested the feasibility of the proposed architecture in a laboratory setting and validated

its ability of adapting the prosthetic control to various intended locomotion tasks and

user’s gait variance while achieving desired gait performance.

1.2 Adaptation of Prosthetic Control

1.2.1 Locomotion Task Changes

Many traditional approaches have been proposed to recognize the user’s locomotion mode

(e.g., level ground walking, stair ascent/descent, ramp ascent/descent) by utilizing and

fusing information of interface between user and prosthesis. For instance, some on-board

mechanical sensors (e.g., pressure sensitive insoles,inertial measurement unit, etc.) were

used to classify gait patterns, thus inferring the locomotion mode being performed [24–27].

In addition, users’ electromyography (EMG) signals (i.e., efferent neural control signals of

limb mechanics) were also used to predict the locomotion mode transitions in advance

[10, 28, 29]. However, these interface signals are usually user dependent, and subject to

noisy and delayed sensor readings, leading to unreliable and unscalable application in

practice.

Recent progresses in machine vision provide another more practical solution, which

does not require training of a user-specific model, and is less sensitive to measurement
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noises. By harnessing the information of RGB images captured by wearable cameras, pros-

thetic devices are able to perceive environment down the path of walking, thus inferring

changes of locomotion task accordingly [30–32]. With additional depth information, robotic

prostheses can even distinguish terrains with different slopes [33–35]. Yet, without accessing

user’s biological signals, existing machine vision approaches failed to capture human’s

intent, resulting in limited applicable scenarios.

Thus, we proposed to develop a novel locomotion intent recognition system lever-

aging deep learning and multimodal data fusion algorithms. The system utilized both

human gaze and environmental information perceived by machine vision, leading to

robust identifications of the user’s locomotion intent with advantageous scalability.

1.2.2 User Population Variances

Considering inter-individual differences, personalizing the control parameters of prosthetic

devices is inevitable. In current clinical practice, highly trained prosthetists need to spend

hours to arduously hand-tune the control parameters (e.g., impedance) for each amputee

user and each locomotion mode based mainly on the subjective observations of the user’s

gait performance [36]. Not only does the hand tuning lack precision, but also costs time

and efforts.

As needs of seeking autonomous solutions grow, various approaches have been studied.

Among them, a few model-free methods have been proposed to achieve a desired kinemat-

ics at the prosthetic joint. For instance, employing knowledge and skills from experienced

prosthetists, an expert system was developed to encode human decisions as automatic

tuning rules [37]. In recent, reinforcement learning (RL) based methods were designed to

directly obtain a scalable impedance tuning policy for a prosthetic knee via interaction

with the human-prosthesis system in an online manner [38–40].
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However, none of them has touched the problem of efficiency and robustness arising in

high-dimensional tuning algorithms, which positively correlated with how economically

and timely an online personalization can be accomplished when involving users. Besides,

those advanced RL-based approaches only focused on reproducing desired local joint

kinematics rather than overall gait performances, such as balance, gait symmetry, energy

expenditure, etc. There are two reasons behind it:

1. As the relationship between local kinematics and overall gait performances remains

unclear, we have no grounds to specify the “desired" kinematics for RL to improve

the overall performances;

2. Generalizing RL approaches to directly optimize these overall performances is also

challenging, because they involve a number of latent variables dominated by hu-

man motor control, leading to a more complex partially observable Markov decision

process (POMDP). The feasibility of learning a tuning policy under POMDP for our

interested applications is yet unknown, and more prerequisite validations from both

theoretical and practical sides are needed.

Another promising solution is the human-in-the-loop (HIL) optimization, which has

been successfully employed to seek optimally personalized controls for improving walking

performance of exoskeletons. For instance, a gradient-based searching approach [41] and

an evolution strategy [42]were used to identify optimal control parameters for ankle ex-

oskeletons by real-time monitoring metabolic cost of users, leading to substantial energy

expenditure reductions. Similarly, the Bayesian optimization was proposed to rapidly iden-

tify the most energy-efficient control for a hip exoskeleton [43]. In addition, taking user

preference into account, a coactive learning based method was developed and it was able

to maximize user comfort when walking with lower-body exoskeletons [44]. However, the

major challenge of HIL optimization is not being able to scale up to a high-dimensional

parameter space (e.g., no more than 6 parameters being tackled in practice) due to inherent
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computational limitations. This restricts its applications in prosthetic devices which typi-

cally adopts the FSM-IC with 12-15 parameters to tune for achieving a safe human-machine

interaction.

Therefore, we proposed to develop a new RL based solution to enhance the efficiency

of policy training for reproducing desired kinematics, and investigate the robustness

of a well-trained policy against changes of tasks and users. Furthermore, to push the

improvement of overall gait performances with customized control, we proposed to in-

tegrate the RL and Bayesian optimization in an hierarchical fashion. That being said,

under an unified framework, we used Bayesian optimization to identify a desired joint

kinematics with respect to a specified gait performance while relying on RL to yield an

optimal policy for tuning high-dimensional control parameters to match the kinemat-

ics.

1.3 Significance

The proposed study is a significant step towards advancing the adaptability of robotic knee

prostheses. The study will demonstrate the learning based adaptation architecture can

autonomously and adaptively modulate control parameters in robotic prostheses to ac-

commodate for each individual’s differences and needs, without requiring prior knowledge

of the human-prosthesis system. The adaptability will come from:

1. An accurate identification of user’s locomotion intent in a varying environment,

resulting in an user-adapted locomotion mode for prosthetic control

2. A personalized assistive strategy for each individual, given a determined locomotion

mode, in order to meet a desired gait performance.

The progress in adaptation could potentially leads to a better coordination between robotic

prostheses and human users with improved gait performance, indicating an effective use
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of power in robotic prostheses by users.

The proposed methods could be applied in clinical applications in large scale. As the

complexity and volume of users in real clinical applications increase, the scalability of an

adaptive method becomes a critical aspect of practical values to assess. In the proposed

study, we will develop and design algorithms that can (1) be easily extended to deal with

high-dimensional parameter space, and (2) be able to maximally utilize available resources

(e.g., data, machine learning model) to reduce repetitive efforts engaging each user while en-

suring the adaptability. With the above capabilities, the proposed methods could potentially

go beyond laboratories and be deployed in real-world clinical settings.

The proposed concepts could be translational and applied to other wearable robots with

similar adaptation challenges. The challenge of adaptation is commonly facing various type

of wearable robots involving human users, such as exoskeleton, neuroprosthetics, etc. As

concepts proposed in the study are generic for use without constraints on the device type,

it could potentially shed light on similar problems for other devices. Thus, the translation

of the proposed architecture into other human-machine systems is of great promise if a

modest change, such as data collection or variable definitions, is all we need to reflect the

device-specific targets.

1.4 Outline

The remainder of this dissertation is organized as follows. In chapter 2, a novel system

fusing the human gaze (representing user intent) and machine vision (capturing environ-

mental information) was developed for accurate prediction of environmental changes and

recognition of user’s locomotion mode. The system possessed multimodal visual informa-

tion and was able to adapt to complex locomotion scenarios. The system performance

was validated by human experiments. In Chapter 3, we developed and implemented a
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novel reinforcement learning algorithm to improve the efficiency of automatic tuning of

the robotic knee control parameters for individual users with an objective to reproduce

normal knee kinematics. The algorithm was tested with human subjects to evaluate its

effectiveness, efficiency and robustness. In Chapter 4, we proposed a novel hierarchical

framework combining human-in-the-loop optimization and reinforcement learning to

solve the high-dimensional control optimization problem for robotic knee prostheses to-

ward improved gait symmetry of propulsive impulse. We investigated the feasibility of the

framework with human subjects by evaluating the improvement in gait symmetry as well

as algorithm-wise metrics, such as convergence. Finally, conclusions and future work are

provided in chapter 5.
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2
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2.1 Introduction

In nature, humans have evolved locomotor skills to adapt to changes of dynamics and

functional requirements when navigating various environments [45]. Aiming at restoring

the natural locomotion for populations with limited mobility such as spinal cord injuries or

limb amputations, a number of lower limb wearable robots (e.g., exoskeleton and robotic

prosthesis) have been developed [14, 46–48]. However, due to the lack of connection with

the user’s neural control pathway, these wearable robots do not possess adaptability to

environment per the user’s needs. Hence, solutions are needed for lower limb wearable

robots to coordinate with user intent for environmentally adaptive locomotion.

Historically, solutions have first involved recognizing the user’s locomotion mode (e.g.,

level ground walking, stair ascent/descent, ramp ascent/descent). On-board mechanical

sensors, such as motion and force sensors and inertial measurement units (IMU) on wear-

able robots [24–27], have been used to classify different gait patterns, thus inferring the

locomotion mode being performed. However, these mechanical sensors usually do not

present significant measurement changes until the switch of locomotion mode occurs. Such

a delayed, reactive response of mechanical sensors-based locomotion mode recognition

system challenges the control of wearable robots to enable the user’s seamless transitions

between terrains. In order to predict the locomotion mode transitions, electromyogra-

phy (EMG) signals, i.e., efferent neural control signals of limb mechanics, have been used

alone [28] or combined [10, 11, 29]with mechanical signals to identify the user’s intended

locomotion. One study has shown fusion of EMG and mechanical sensors can improve

the accuracy in classifying the locomotion mode during steady state walking, where EMG
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signals were essential to ensure accurate prediction of mode transitions [12]. However,

EMG signals alone are usually user-dependent and sensitive to sensor placement and daily

conditions, thus lacking scalability in practice.

Another approach is to use cameras to identify the terrain in front of the user. Equipping

wearable robots informed by machine vision enables the control of robotic limb to make

appropriate terrain transitions, as seen with classification of plain RGB images captured

by a camera to identify terrain [30–32]. Still though, as the 3D environment information is

compressed, the plain RGB image classification has limited ability to distinguish terrains

with different slopes. Efforts have been made to extract additional depth information from

the environment, by which the depth images and 3D point clouds can be reconstructed

prior to classification [33–35], further expanding the applicable scenarios of machine vision.

Studies have shown that this approach enables accurate recognition of walking terrain

in front the user, which comes 0.6 to 4 seconds ahead of the actual locomotion mode

transition. In addition, this approach does not require training of a user-specific model and

hence is more easily scalable and practical.

However, directly applying machine vision for wearable robot control has been challeng-

ing. Existing solutions, in essence, merely relied on environment perception to estimate

human intent rather than directly tapping into human biological signals for intent recogni-

tion. Their common underlying assumption is that the user’s intent on locomotion mode

transition is aligned with the change of walking terrain. Yet, this assumption may not be

valid when in a complex environment where multiple terrains are present at the same time.

In addition, the timing of recognizing the terrain change does not necessarily determine

the timing of user intent for locomotion mode transition. To make an accurate control

decision on wearable robots, terrain recognition is insufficient, and it is necessary to know

the user’s intent.

Given the growing demand for capturing user locomotion intent in an easily scalable
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manner, leveraging information acquired by human vision has become appealing as many

studies have demonstrated the fundamental significance of human vision in the locomotor

control [49,50]. Human gaze, an indicator of visual attention, has been used to interpret user

intent during route planning and foot placement when performing locomotion tasks [51–53].

In addition, human gaze exhibits relatively consistent behaviors across individuals and

daily conditions, conferring the advantage of scalability. Thus, the gaze lends itself as a

promising information source for recognizing user intent. However, human gaze tends

to precede the actual locomotion mode transitions towards environment far ahead and

occasionally away from the incoming terrains [54, 55]. Hence, it is challenging for wearable

robots to decide when to make timely transitions by relying on the gaze information alone.

Accordingly, in this study, we proposed a novel system for lower limb wearable robots to

predict a user’s intended locomotion mode, which fused human gaze and environmental

information perceived by machine vision. Gaze information towards a given terrain was

embedded in RGB visual images captured with eye tracker glasses. Meanwhile, a depth

camera supplemented information to reliably identify terrains in front of the user via point

clouds of the environment. Because human gaze and environmental information were

carried by different modalities, we utilized two networks to classify respective information

separately and adopted the concept of dynamic time warping (DTW) to fuse the multi-

modal predictions. Instead of building deterministic decisions directly, our fusion strategy

produced continuous probabilistic decisions, and offered a flexible way to design the timing

for wearable robots to change the locomotion mode, according to probability, for achieving

a smooth, safe, and seamless transition in humans.

The main contributions of this study are as follows:

1. We proposed a novel system to predict intended locomotion transitions for wearable

robots by integrating human gaze into machine vision.

2. We developed a DTW based strategy to fuse multimodal data and produce flexible
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decisions on the timing of locomotion transition.

3. We demonstrated the system’s feasibility and potential for wearable robot control

with preliminary validations in indoor experiments (with able-bodied and lower limb

amputee participants).

2.2 Methods

2.2.1 Pipeline Overview

The proposed system forecasted user intended locomotion modes for wearable robot

control ahead of performing terrain transitions. To this end, as shown in the Fig. 2.1(a),

two classification networks were utilized. Specifically, the Gaze-Terrain Network (GT-Net)

predicted the terrain on which the user’s gaze fixed regardless of the distance between

them, whereas the PointNet predicted the terrain right in front of the user (i.e., 1.5m ahead)

along the walking path. In addition, a fusion module aligned temporal predictions from

both networks, producing a fused probabilistic decision on the intended locomotion mode

for robotic control of the next step.

The system took the multimodal data from the eye-tracker and depth camera, which

were fed into GT-Net and PointNet, respectively. The eye-tracker captured gaze locations

and synchronized scene images, while the depth camera produced point clouds of per-

ceived environments. As the measurement of gaze locations is noisy, to guarantee the

prediction performance, directly using the measured gaze may require the exact knowl-

edge of noise level (i.e., gaze tracking error), which is usually unknown to us. Hence, we

indirectly leveraged gaze information by overlaying gaze locations on scene images to form

gaze-embedded scene (GES) images as an input for the GT-Net, as shown in Fig. 2.1(c). The

network learned to predict human attention distributions and attended terrains jointly in
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Figure 2.1 Illustration of the proposed system. (a) The intended locomotion recognition pipeline, which takes as inputs gaze-embedded
scene images and point clouds from the data acquisition devices (i.e., eye-tracker and depth camera) and outputs decisions on the
locomotion mode by fusing unimodal predictions. (b) The architecture design of GT-Net, in which three components are included
(i.e., feature extractor, gaze encoder and classification head) to produce an attended terrain from five candidate classes (i.e., upstairs,
downstairs, up-ramp, down-ramp and level-ground). (c) An example of a gaze-embedded scene image and a point cloud.
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an end-to-end fashion, avoiding the demand for acquiring precise noise information.

The architecture of GT-Net is shown in the Fig. 2.1(b). Inspired by previous work [56, 57],

it consisted of three components: feature extractor, gaze encoder, and classification head.

The feature extractor design was based on the MobileNetV1 [58] with an input size of

224×224×3. Three sets of hierarchical features were extracted in a single feed-forward pass,

which are denoted as F1, F2 and F3 respectively. The size of F1 was 28×28×128, while the

size of F2 and F3 were 14×14×256 and 7×7×512 respectively. Such an extraction enabled us

to access multi-scale features, accounting for differences in feature requirements between

the tasks of attention prediction and terrain identification. As the overlaid gaze was of a

relatively small size, the early-stage features F1 and F2, which contained more local visual

information, were fed into gaze encoder for predicting attention distribution map z . How-

ever, to understand the context of scene in a larger scale, late-stage features F3 possessing

more global visual information were used for terrain identification. Afterwards, combining

the attention distribution map z and global features F3, the classification head can predict

gaze attended terrains with a global average pooling layer and a fully connected softmax

layer.

In addition to GT-Net, we adopted the existing PointNet [59] to distinguish perceived

terrains in front of the user using the point cloud data. Two core components (i.e., the

shared multi-layer perceptron and the transformer net) are included in the network to

achieve both permutation and transformation invariances. However, considering our small

5-class problem rather than the original 40-class one in [59], we accordingly reduced the

number of trainable parameters by a factor of 4 at each original layer and retrained it

with our problem-specific data to have the design more lightweight and suitable for our

application.

Lastly, the decision fusion module utilizes the DTW concept to seek out an optimal way
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for aligning the mismatched multimodal predictions. Based upon the alignment, a fused

probabilistic decision on the intended locomotion mode is yielded for the next step control

of wearable robots.

2.2.2 Training Objective of Gaze-Terrain Network

Inspired by previous studies [56,57], we decomposed the task of identifying intended terrain

y given an input of GES image x into two sub-tasks: estimating human attention z and

predicting the attended terrain. To this end, the following training objective Lo b j to be

minimized is utilized [56, 57],

Lo b j =− log p (y |x , q (z |x ))+DK L

�

q (z |x )||p (z |x )
�

(2.1)

where the first term to the right hand side represents the negative log-likelihood of terrain

prediction y given input x and estimated attention distribution q (z |x ), and the second term

denotes the Kullback–Leibler (KL) divergence between the estimated attention distribution

q (z |x ) and the prior attention distribution p (z |x ). In this study, we assumed the prior

attention distribution p (z |x )was the same as the numerical distribution centered at the

measured gaze location with a standard 2D isotropic Gaussian tracking error.

2.2.3 Egomotion Compensation of Point Cloud

A point cloud is an unsorted set of vectors, representing the shape of an object inR3 space.

As the point cloud data captured by depth camera is represented in the camera’s local

coordinate Ol , the object’s original representation in the global coordinate Og (e.g., ground)

needs to be reconstructed by applying a homogeneous transformation, g Tl ∈ SE(3), to

compensate for the relative orientation and position between the coordinates caused by
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egomotion as follows,
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where pg and pl are representations of the same point in the global and local coordinate,

respectively. The rotation matrix is denoted as g Rl ∈ SO(3), while the relative position is

denoted as g dl ∈R3. We can obtain the value of g Rl through readings of a IMU embedded

in the depth camera. As the absolute position of point cloud was of insignificant to our

application compared to the pose, we simply ignored the value of g dl and set its as a zero

vector during the egomotion compensation.

2.2.4 Fusion Mechanism

As sequences of prediction between modalities were generally mismatched, a subsequence

variant of DTW was utilized to align and fuse multimodal predictions. Implementation de-

tails of the DTW can be found in [60]. Additionally, as the GT-Net and PointNet both had pre-

dictions of a probability distribution over all locomotion modes, we used Jensen–Shannon

divergence to measure the similarity of each pair of predictions for calculating alignment

costs in DTW.

With the optimally aligned prediction sequences of both modalities in a window of

interest, a fused probabilistic decision can be yielded by simply averaging probability

distribution across all predictions in the window. Furthermore, to convert the probabilistic

decision into a deterministic decision for prosthetic control, a transition threshold εi needs
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to be set and used as follows,

Dt =







i ∗, Pr t [i ∗]>εi

Dt−1, otherwise
(2.3)

where Dt−1, Dt , and Pr t [i ] denote the last fused deterministic decision, current fused deter-

ministic decision, and probability of i th locomotion mode in current fused probabilistic

decision, respectively. The index i ∗ denotes the the locomotion mode with the highest prob-

ability in current fused probabilistic decision. The selection of the threshold εi depends on

the inference task, more details are discussed in the following Section 2.4.3.

2.3 Experiments and Evaluation

2.3.1 Participant and Hardware Setup

We recruited three able-bodied individuals (AB) and two transfemoral amputees (TF) in

this study. Amputee participants donned their daily-used passive prostheses and sockets

to perform the tasks. The participants’ information is summarized in Table 2.1. All the

participants were provided written informed consent prior to any procedures, and the

study was approved by the Institutional Review Board of University of North Carolina at

Chapel Hill.

During experiments, all participants wore an eye tracker (Tobii Pro Glasses 2) and a

depth camera (Intel RealSense D435i) placed on the waist, as shown in Fig. 2.1(a). The

eye-tracker streamed raw videos of visual scenes with a resolution of 960×540 and synchro-

nized gaze positions at rate of 50 frames/second (FPS). The depth camera recorded raw

point clouds with default settings and associated motion data provided by the embedded

gyroscope and accelerometer at 30 FPS. A webcam (25 FPS) was used to record videos of
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participants during locomotion for data labeling. Raw data were down-sampled to 10 FPS

and synchronized for subsequent processing.

The data acquisition, processing, algorithm implementation and data analysis were

partly run on Python 3.6 and MATLAB R2019b, equipped with an Intel Core i7-8750H

CPU and a NVIDIA GeForce RTX 2080 GPU. We have made source code and datasets

publicly available at https://github.com/minhanli/Locomotion-intent-recognition and

https://dx.doi.org/10.21227/rgd8-2r66, respectively.

Table 2.1 Participant Information List 2

Subject Age Height Weight Sex Prosthetic Side

AB1 35 1.61 m 54 kg Female N/A

AB2 25 1.75 m 86 kg Male N/A

AB3 29 1.77 m 74 kg Male N/A

TF1 36 1.74 m 70 kg Male Left

TF2 23 1.71 m 84 kg Male Left

2.3.2 Data Processing and Configuration

We overlaid a solid green circle on a scene image captured by the eye-tracker at the gaze

location to generate a GES image and resized it to 224×224×3 to fit the input shape of

feature extractor in the GT-Net. By fusing raw data from the gyroscope and accelerometer in

the eye tracker glasses, the Euler angles of point clouds were calculated to compensate for

egomotion. To predict point clouds right ahead of participants while walking, compensated

point clouds were then cropped and the region of interest was restricted to 1.5m in anterior-

posterior direction, 0.5m in medial-lateral direction and 1.7m in cranial-caudal direction. In

addition, to save memory and accelerate computation, all point clouds were down-sampled
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to 5000 points by the approach of farthest point sampling [61].

We collected 27 868 GES images and 45 663 point clouds in total as the datasets for

training GT-Net and PointNet, respectively. The entire sets were further split into training

validation sets by a ratio of 7 to 3 for estimating training performance. For test sets, data

were separately collected by conducting experiments described in the Section 2.3.3. Note

that to speed up the training of GT-Net, a pre-trained feature extractor on ImageNet data

set was used [62]. Additionally, to alleviate KL collapse issue, a cyclical annealing schedule

was adopted for dynamically balancing the weight between cross entropy loss and KL

divergence in the objective function during the GT-Net training [63].

For decision fusion, the window lengths were selected to correspond to 3 seconds of

buffering for GT-Net and 1.5 seconds of buffering for PointNet, respectively. We chose these

window lengths because humans tend to look at the upcoming path as early as 3 seconds

before stepping on it [52] and 1.5 seconds is empirically sufficient for the depth camera to

detect terrain transitions. Therefore, the design enabled sufficient decision-making rate (10

Hz) and allowed human and robotic prostheses to prepare for locomotion mode transition

according to the terrain change one stride in advance.

2.3.3 Experimental Protocol

Experiments were set up in the laboratory to collect test data for validating and evaluating

performances of the proposed system. As shown in Fig. 2.2, there were five typical terrains

encountered in daily life under the setup, i.e., upstairs (US), downstairs (DS), up-ramp (UR),

down-ramp (DR) and level-ground (LG). We carried out two types of experimental tasks:

(a) standing tasks to assess the validity of the proposed GT-Net on capturing user intent

and (b) locomotion tasks to validate system performance in recognizing locomotion mode

transitions and investigate effects of fusion of multi-modal predictions on the recognition
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Figure 2.2 Laboratory setup for indoor experiments where five types of terrains are indicated by
arrows and three standing spots in standing task are marked by circled numbers.

for lower limb wearable robot control.

Standing Task

This task was designed to analyze whether the GT-Net is capable of accurately identifying

the gaze attended terrain in a complex scenario where users observe multiple terrains in

front of them. To this end, all participants were asked to stand still at three fixed spots in

the lab as shown in Fig. 2.2. There were three terrains facing the participants at each spot.

Specifically, at spot 1 there were one DS and two LGs at the top and bottom landings; at spot

2 there were one US to the right, one LG in the middle and one UR to the left; at spot 3 there

were one DR and two LGs at the top and bottom landings. During the task at each spot,

participants were asked to maintain their gazes on intended terrains for approximately

30 seconds each. Additionally, participants were instructed to have as little head motion

as they can while moving gazes, leading to a similar background being captured by the

eye-tracker despite various gaze locations. This instruction was given to solely reduce the

potential effects of background difference on the accuracy of recognition on intended
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terrains for this test.

Locomotion Task

Performances of the whole system were evaluated with a continuous locomotion task.

During the task, participants were instructed to walk across the lab at a comfortable speed

with their preferred gait patterns. Each participant repeated five trials of walking and

followed the same path in each trial, where the locomotion transitions were in the order:

LG-DS-LG-UR-LG-DR-LG-US-LG. A period of rest was taken between trials to avoid fatigue.

Amputee participants were allowed to hold rails when necessary for assistance while walking

on stairs and/or ramps.

In addition, to demonstrate the exclusive benefit of using gaze information, we deliber-

ately designed a non-continuous locomotion task where a participant was asked to walk

on the LG toward the US and stopped in front of the stairs for a random length of time

before transitioning. This task simulates a practical scenario where people randomly get

distracted (e.g., running into a greeting) before transitioning and do not intend to initiate

the transition until the distraction is gone. For this non-continuous locomotion task, we

only conducted a case experiment with AB1, including 3 trials with different lengths of

the simulated distraction, to simply manifest the advantage of robust intent recognition

brought by additional gaze information.

2.3.4 Performance Analysis

We compared four different values for the standard deviations representing gaze tracking

error (SRE) to specify prior attention distributions during GT-Net training; each SRE value

yielded 10 models by using different random seeds. Specifically, given the image of pixels

224×224 captured by the eye-tracker, we set the SRE in pixels to 16, 32, 48 and 64 respectively
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to constrain potential gaze attended areas on the image.

To evaluate the performance of GT-Net on predicting user intent against the standing

task data, the prediction accuracy served as the primary metric. Additionally, we compared

the performance of GT-Net with the following three network designs (naive design, pre-

masking design and post-masking design), which only consisted of the feature extractor

and classification head showed in Fig. 2.1(b) without gaze encoder. These designs differed

in how the gaze information was used. The first design was naive as its input data were

simply raw images without overlaying captured gaze locations. The second and the third

designs did utilize the gaze information. However, rather than being used to learn the

attention distribution, the numerical gaze distribution was directly used to mask the raw

images (pre-masking) and abstracted features F3 (post-masking), respectively. As done with

GT-Net, we trained models for each of the above design multiple times with the same sets

of random seeds and SREs (except for the naive design due to no use of gaze information).

We used the best GT-Net and PointNet models during model training as representatives

to analyze the performance of the whole system on recognizing transitions during the

locomotion tasks. Beyond looking at unimodal prediction results, we investigated fused de-

cisions. First, we compared the proposed DTW based approach with two other approaches:

(a) majority voting by which a deterministic fused decision is made only when two models

give the same predictions; (b) mean probability where both networks’ probabilistic predic-

tions were averaged to produce probabilistic fused decisions. The comparison explored

benefits gained from the proposed fusion mechanism. Second, we investigated probabilis-

tic decisions to determine thresholds for locomotion mode transitions that can be used as

a control signal for wearable robots.

Two metrics were introduced to assess the quality of fused decisions on locomotion

transitions: the number of misidentified transitions and the lead time of decision. Specif-

ically, the number of misidentified transitions quantified the overall accuracy of fused
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decision on recognizing locomotion mode changes. A misidentified transition was counted

if either a false alarm or a missed detection of a transition between any locomotion modes

occurred. The lead time of the decision quantified how early the system was able to identify

transitions (defined as elapsed time between our system’s identification of a transition and

a user’s start of a step on new terrain).

Lastly, as the system was designed for real-time applications, its computational costs

were also assessed. For neural networks, we looked at three metrics: forward pass time of

inference per frame, the number of floating-point operations (FLOPs), and the number of

parameters (Params). For fusion algorithm, we analytically evaluated the time and space

complexity.

2.4 Results and Discussion

2.4.1 Accuracy of Intent Prediction for Stand Test

Fig. 2.3(a) shows the prediction accuracy for gaze attended terrains in the standing task of

naive models. As anticipated, without utilizing gaze information, the 10 naive-designed

models had the lowest performance on capturing user’s intents with average accuracy

52.45± 2.39%. This indicates that raw images merely depicting visual scenes might not

sufficiently capture intents, especially when multiple terrains are in a scene, resulting in

a need for using gaze information to improve the accuracy of human locomotion intent

recognition.

Harnessing gaze information, the remaining three designs increased the prediction

accuracy significantly as shown in Fig. 2.3(b). Specifically, when averaging across all 40 mod-

els for each design, the pre-masking design yielded a 94.42% accuracy, the post-masking

design yielded a 88.09% accuracy, and the GT-Net design led to the highest accuracy 96.86%.
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In addition, we observed that the way of using the gaze information also affected the ac-

curacy performance within the three designs. When it came to varying SRE values for the

numerical gaze distribution, the GT-Net models presented to be most insensitive, yielding

the similar accuracy. The best accuracy was 97.27% with SRE of 32 pixels and the lowest

accuracy was 96.12% with SRE of 64 pixels. In contrast, the accuracy varied significantly for

the pre-masking models and the post-masking models. The pre-masking design yielded an

accuracy ranging from 90.05% to 97.84%. The post-masking design yielded an accuracy

ranging from 79.77% to 97.32%. Furthermore, the GT-Net models demonstrated a small

variance of accuracy (i.e., average standard deviation 0.96%) against the varying random

seed, whereas the pre-masking models and post-masking models showed a relatively large

variance, which were 1.45% and 2.35% average standard deviation, respectively.

Regarding the distinct performance between pre-masking and post-masking models,

our potential explanation attributes it to the difference in the model’s ability to select

relevant and pertinent visual information with respect to the gaze attended terrain. For

the pre-masking model, the attention mask is built upon the original scene image and

spatially directly represents the gaze attended terrain. Whereas, for the post-asking model,

the attention mask is built upon the high-level feature maps, which correspond to individual

abstracted semantic objects. The spatial relevance between the predefined attention mask

and gaze attended terrain may not be well preserved. Hence, visual information selection

of the post-masking model tends to be relatively less informative than that of pre-masking

model, leading to its worse performance.

The observations also imply that our designed gaze encoder in the GT-Net is essential

to ensure robust user intent recognition and insensitivity to SRE settings during model

training. The beneficial attributes arguably are gained from the joint end-to-end learning

of human attention and terrain recognition. Supervising both gaze and terrain information,

the gaze encoder could effectively learn what vision information was more pertinent and
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Figure 2.3 Average prediction accuracy for gaze attended terrains in standing task with error bars indicating standard deviations of the
accuracy. (a) Result of naive models. (b) Results of pre-masking, post-masking and GT-Net models under four different SRE settings.
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informative, allowing the adaptive generation of attention distributions. In addition, given

the GT-Net is an independent module in our proposed system, the promising results suggest

that it may be adopted by many other applications to recognize the human’s visual attention

and intent.

2.4.2 Unimodal Predictions for Locomotion Task

Fig. 2.4 shows the confusion matrices of the best trained GT-Net and PointNet models during

the locomotion tasks. As observed from the result in Fig. 2.4(a), it was more challenging

for the GT-Net to identify the UR and DR, which respectively showed lowest precision

(86.2%) and sensitivity (84.1%), compared with other gaze attended terrains. The relatively

degraded performance on ramps was in part due to the inherent limitation of RGB images

produced by the eye-tracker. Without additional depth and motion information, pure RGB

images might not be able to differentiate sloped runs, particularly when the images were

recorded locally right above the runs, lacking global spatial information potentially offered

by side views.

On the other hand, as shown in Fig. 2.4(b), the PointNet had a relatively low precision

(i.e., below 90%) on US (89.7%), UR (87.5%) and DR (86.8%), and tended to misclassify LG

to them while demonstrating a good sensitivity in general. The low precision was partly

because of biased predictions of transition areas from LG to non-LG terrains. These areas

were more likely to be misclassified as non-LG terrains, because the recorded point clouds

contained some feature points not belonging to a clean LG point cloud, typically a horizontal

plane.
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images captured by the eye-tracker. (b) PointNet predictions with point clouds captured by the
depth camera.
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2.4.3 Fusion Effects on Locomotion Transition

Fig. 2.5 shows a representative sequence of results obtained from the continuous locomo-

tion task. Three approaches (i.e., majority voting fusion, mean probability fusion and DTW

based fusion) were compared regarding performance of producing accurate and timely

decisions by fusing predictions of individual modalities in the sequence. As shown in Fig.

2.5(a), the majority voting fusion missed the transition from LG to DS. The missed transition

occurred because of the temporal misalignment of prediction sequences, where there was

no overlapped decision of DS found between modalities. Humans usually pay attention to

the intended terrain 3-5 steps before the actual locomotion mode transition [54] and they do

not rely on gaze further after that. However, for point-clouds, it requires a certain distance

between the camera and terrain to make the accurate prediction, causing its prediction on

terrain information came later than gaze-based user intent.

As shown in Fig. 2.5(b), the participant had the gaze directed on the DS at time t1, while

the point cloud was perceived as LG since the participant was still far from the staircase.

Conversely, when the participant approached the DS and prepared for the transition at time

t2, the gaze had already moved away to the LG at the end of stairs despite the perception

of DS by point clouds, seen in Fig. 2.5(c). This observation aligns with the gaze pattern

reported in a previous study that we occasionally attend gaze towards the end of a pathway

while approaching the transition area during stair descent [55].

Although the mean probability fusion approach somewhat alleviated the amount of

missed detections, it exhibited an unstable pattern of decision-making. As shown in Fig.

2.5(d), the fused decision was able to detect the DS (the yellow line, having the highest

probability in a short period right before the first grey area). However, when the user

approached the transition and descended stairs, the decision oscillated between LG (the

first and second grey areas) and DS (the area in between). As this approach equally values
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Figure 2.5 Performance comparison between majority voting fusion, mean probability fusion, and DTW based fusion for a case of
sequential locomotion mode transitions. (a) Predictions of GES images (top) and point clouds (mid), and deterministic decisions of
majority voting fusion (bottom). (b-c) GES images and point clouds captured at instances of time t1 and t2, respectively. (d) Probabilistic
decisions of mean probability fusion (top) and corresponding ground truth locomotion modes (bottom), areas shaded in grey indicate
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and corresponding ground truth locomotion modes (bottom), the valid time window to determine control mode switch for wearable
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Figure 2.6 The effect of varying transition threshold on lead time for each locomotion mode. The
red diamond marker denotes a threshold yielding miss detection, whereas the green square marker
denotes a threshold yielding false alarm.

the predictions from both modalities regardless of temporal relationship, the decision

accuracy and reliability are in doubt.

While mean probability fusion displayed minor instabilities, our DTW-based fusion

can promisingly address this issue, giving an improved accuracy of fused decisions. As

shown in the highlighted pink area in Fig. 2.5(e), for the same data it provided an accurate

prediction and a valid period of time (approximately 1.3 seconds) for wearable robots to

switch control mode to DS, which started when the probability of DS became the greatest

of all locomotion modes and ended when the user actually stepped on the DS (ground

truth). That means even if a decent time delay was introduced by the DTW based fusion,

given the predictive nature of user intent and machine vision to guide locomotion mode

transition, the fused decision was still ahead of the action of body and wearable robots.

With this, one important remaining question is how to determine the appropriate timing

of wearable robots for switching control between locomotion modes. The control decision,

ideally, should come one step before the transition step. Since the DTW outputs the fused

probability for each locomotion mode, we can design a flexible transition threshold that

modifies the decision time for locomotion mode transition based on the need. Fig. 2.6

shows the effects of the transition threshold on the performance of decision fusion for each
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locomotion mode by averaging over all participants. There was a clear trend over all modes

that the decision lead time decreased as the threshold increased. As the transition threshold

acted like a filter, setting a higher threshold was analogous to having a filter with a longer

window length, leading to a longer delay (i.e., reduced lead time) consequently. The extent

of effects, however, differed in individual modes. Specifically, with the threshold ranging

from 0.6 to 0.9, the mean lead time decreased, from 0.58 to 0.03 for LG, from 0.98 to 0.43

for US, from 1.10 to 0.63 for DS, from 0.79 to 0.07 for UR and from 0.91 to 0.37 for DR. In

addition, we observed that the miss detection occurred for some mode transitions when

setting the threshold high, such as transitions to LG with thresholds over 0.7 and transitions

to DR with thresholds over 0.9. In contrast, adjusting the threshold towards opposite way

might cause the false alarm problem, for instance, setting it to 0.6 for transitions to UR. Thus,

neither a long nor a short lead time is practically appropriate for controlling prosthesis

transitions and finding optimal is needed.

Table 2.2 Mean Lead Time (seconds) of Transition Decisions

Transition AB1 AB1 AB3 TF1 TF2

LG to DS 0.5(0.2) 0.6(0.1) 0.8(0.2) 0.8(0.4) 0.7(0.2)

DS to LG 0.6(0.2) 0.4(0.1) 0.2(0.1) 0.7(0.2) 0.6(0.2)

LG to UR 0.5(0.1) 0.8(0.2) 0.5(0.2) 0.4(0.2) 1.0(0.4)

UR to LG 0.7(0.2) 0.5(0.3) 0.7(0.1) 0.5(0.2) 0.8(0.3)

LG to DR 0.6(0.1) 0.6(0.1) 0.6(0.1) 0.7(0.2) 0.5(0.2)

DR to LG 0.6(0.3) 0.3(0.1) 0.3(0.1) 0.4(0.2) 0.3(0.1)

LG to US 0.7(0.2) 0.5(0.1) 0.4(0.1) 1.0(0.1) 0.6(0.2)

US to LG 0.7(0.1) 0.5(0.1) 0.5(0.1) 1.6(0.1) 0.7(0.2)

∗ The value in parenthesis is standard deviation.

The previous studies [64, 65] have shown that the average walking cadence is about

100 steps/min, equivalently 0.6 seconds/step. Therefore, it is reasonable to push the lead
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Figure 2.7 A sample sequence of DTW based decisions over all transition conditions in a continuous
locomotion task. (a) Probabilistic decisions. (b) Deterministic decisions after thresholding and
corresponding ground truth.

time of decision as close to 0.6 seconds as possible in order to have a prosthesis achieve

a smooth and timely transition. Given the promising results demonstrated in Fig. 2.6, we

were able to control the lead time to sit within a zone around 0.6 seconds by adjusting the

threshold delicately. To this end, we specifically set the threshold to 0.6 for LG, 0.8 for US,

0.9 for DS, 0.7 for UR and 0.8 for DR in this study. The average lead time of decisions for

all transition conditions and participants is summarized in the Table 2.2. Note that, the

lead time for participant TF1 to transition from US to LG (1.6 seconds) was significantly

away from the desired 0.6 seconds. This because the TF1 participant adopted a step-by-

step gait strategy, rather than a step-over-step strategy as able-bodied individuals typically

to climb stairs, which took more time to finish the transition and resulted in the longer

lead time. Hence, we suggest not only the locomotion mode but also the individual’s gait

pattern needs to be considered for the transition threshold adjustment. It will be interesting

future work when our designed system in this study is used for control of wearable assistive
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devices on different patient populations. Fig. 2.7 shows a sample sequence of continuous

decisions in the continuous locomotion test using the proposed DTW based fusion with

above thresholds. It is clear the proposed fusion performed accurately in identifying all

transitions without errors during the sample sequence. The same results were also achieved

for the rest of all experiments.

2.4.4 Robust Lead Time Benefited By Gaze Information

Fig. 2.8 shows the case experiment results during the non-continuous locomotion task. It

is clear to see that, with environment information (point clouds) only, the lead times of

the same transition varied as the length of distraction changed (ranging from 3.70 to 5.50

seconds) and decisions came far ahead of occurrences of the real transition, leading to

misleading decisions for wearable robot control. However, fusing the gaze and environmen-

tal information by DTW, the lead times were relatively more consistent regardless of the

length of distractions and the fused decisions came right before the real transition rather

than being too early (i.e., averagely 0.53 ± 0.42 seconds). The promising results suggest

that, by fusing gaze information, we can easily get more robust lead times for recognizing

intended locomotion in more complex tasks when compared with existing machine vision

approaches merely relying on environment information.

2.4.5 Computational Costs

We performed the end-to-end inference of GT-Net and PointNet for 1000 times with one

frame each time to simulate the real prediction tasks. Running on our devices as speci-

fied in Section 2.3.1, the averaged inference time is summarized in Table2.3, along with

corresponding FLOPs and Params. As shown in results, we are able to obtain real-time

predictions in less than 10 milliseconds. In addition, as the DTW algorithm is of quadratic
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time and space complexity [60], the time cost of decision fusion is nearly negligible given

the small size of fusion window (30 for GES images and 15 for point clouds). Therefore, the

proposed system manifests a satisfactory real-time performance when considering the

minimum requirement of 10 Hz for decision-making rate in this study.

Table 2.3 Inference Time and Resource Usage

Neural Network Forward Pass Time FLOPs Params

GT-Net 5.71ms 516.4M 1.77M

PointNet 4.12ms 141.1M 0.17M

2.5 Conclusion and Future Work

In this paper, we developed a novel system to recognize user intended locomotion for

lower limb wearable robots. Benefited from the integration of informative human gaze, the

system captured user’s intent beyond simply perceiving the environment. To maximize

the benefits of gaze integration, we explored three different models. The results showed

having neural networks learn the attention distribution adaptively by supervising measured

gaze information yielded more robust and accurate predictions than directly using it to

selectively filter visual information. In addition, a DTW-based fusion strategy was applied.

This method can produce reliable decisions on locomotion mode transitions by aligning

temporal predictions between different modalities. Furthermore, the data analysis revealed

that the fusion offered a way to modulate lead time of transition decision by a threshold,

giving the robot control flexibility to determine proper transition timing based on the need.

These promising results suggest great potential of fusing human gaze and environmental

information in future developments of intent recognition for wearable robot control.
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For future work, the developed system can be integrated into the control system and

thoroughly validated through real-time evaluations and comparisons with other available

methods. Meanwhile, to provide exact timing of transition for control, additional on-board

information (e.g., ground reaction force and prosthetic kinematics) can be integrated into

the fusion-based locomotion mode recognition system. Lastly, more realistic scenarios,

such as hallways with other pedestrians and outdoor environments can be tested for robust

system validation in the future.
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3.1 Introduction

Robotic prostheses have emerged with recent breakthroughs in mechanical design, con-

trol theory and biomechanics [13, 48, 66, 67]. These robotic prostheses have manifested

exceptional potentials to benefit lower limb amputees in various ways, such as reducing

metabolic consumption [7], enhancing balance and stability [8], augmenting adaptability

to varying walking speeds and inclines [9], and enabling walking on changing terrains

seamlessly [10–12]. The finite-state machine impedance control (FSM-IC) has been the

most adopted control framework for prosthetic devices [14, 19–21], because studies have

suggested that the human nervous system modulates the impedance of lower limb joints

in order to realize stable and robust dynamics when walking on various terrains [22, 23]. In

addition to the traditional FSM-IC, Azimi et al. recently proposed to estimate the ground re-

action force (GRF) [68], and integrated it into impedance controller [69], achieving improved

tracking performance of a prosthetic knee.

The challenges in applying FSM-IC in robotic prostheses are: 1) tuning of a large number

of impedance control parameters (e.g., 12-15 in a knee prosthesis for level walking only) in

order to achieve safe human-machine-environment interaction and sufficient characteriza-

tion of limb movement within a gait cycle [13, 14, 70, 71]; 2) these control parameters must

be personalized to assist individual amputees’ gait. To find a modest set of parameters,

in current clinical practice, highly trained prosthetists need to spend hours to arduously

hand-tune the parameters for each amputee user and each locomotion mode (e.g., level

walking, ramp ascent/descent) based mainly on the subjective observations of the user’s

gait performance [36]. Not only does it lack precision, but also it needs intensive time and
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efforts due to the inability of humans to tune high-dimensional parameters simultaneously.

Given a growing need for facilitating the assistive device personalization, the research

community has developed various solutions to automate the process. A few estimation

approaches were proposed to determine the impedance parameters by mimicking the

nature of biological joints via modeling [72, 73]. Further, optimization approaches were

developed and validated on able-bodied subjects to minimize metabolic cost by using a

small number of control parameters for exoskeletons (no more than 4) [42, 43]. Beyond

merely identifying a set of optimal parameters, a couple of studies have attempted to

learn the optimal sequential decision-making for optimizing high-dimensional prosthesis

control parameters. Employing knowledge and skills from experienced prosthetists, an

expert system was developed to encode human decisions as automatic tuning rules [37].

The method was challenged by the lack of sufficient data collected from the prosthetists in

device tuning. Alternatively, an actor-critic reinforcement learning (RL) based method (i.e.,

direct heuristic dynamic programming, dHDP for short) was designed to directly obtain the

impedance tuning policy via interaction with the human-prosthesis system in an online

manner [38, 39]without a closed-form model of the system.

Although the aforementioned studies have demonstrated the feasibility of applying

automatic tuning to wearable robots with human-in-the-loop, little attention has been paid

to address the efficiency and robustness of the tuning algorithms from a user’s perspective.

First, efficiency of a tuning algorithm (i.e., the ability to safely complete the online tuning

rapidly in time) is critical for the clinical translation of a new method due to patient-in-

the-loop. Second, the robustness of the tuning algorithm quantifies whether the optimal

control parameters or learned prosthesis tuning policy can handle situations when walking

condition (e.g., treadmill walking vs. level-ground walking) or user has changed. Addition-

ally, a robust policy is expected to alleviate computational burden in online learning or

continued customization, improve user safety during automated prosthesis tuning, and
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expedite the tuning process in clinics. Therefore, the objective of this study was to develop

an efficient and robust automatic tuning method for a robotic prosthetic knee to reproduce

near-normal knee kinematics during walking in clinic settings, which include level-ground

and ramp. The tuning goal stemmed from the fact that having amputees walk normally as

the able-bodied people has been widely used as the design goal or the evaluation criteria

for knee prosthesis control [71, 74]. To this end, the objective of this study includes: 1)

developing a learning algorithm with enhanced data and time efficiency; 2) investigating

the robustness of trained policies against changes in task and user.

To address the efficiency in learning a control parameter tuning policy for robotic

prostheses, policy iteration, a classical RL method, lends itself as a promising candidate. This

is because, like general RL-based control framework, it has an excellent capability of learning

optimal sequential decisions in high-dimensional space [75]. Also, our approach is data-

driven, which learns directly from interactions between the actions and the consequences

measured from the human-robot system. In another word, there is no need of explicitly

performing a system identification procedure, either online or offline, prior to or during

controller design as most control theoretic approaches do, including adaptive control. In

addition, as the process of customizing prosthesis control parameter design for a human

user does not render abundance of data, which is a necessary feature in those deep RL

applications [76–79], the classic policy iteration framework with moderate demands on

data amount is a suitable approach. Furthermore, previous evidences suggest that the

policy iteration has the advantage of fast convergence over other classical RL algorithms,

such as value iteration and gradient-based policy search [80, 81] (including our previously

reported dHDP [82]which is a stochastic gradient method). The idea of policy iteration is

to iteratively improve the policy by alternately carrying out the policy evaluation and the

policy improvement steps [83,84]. As the efficiency in the policy evaluation step significantly

influences the overall learning algorithm efficiency, the problem boils down to improving
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the efficiency of policy evaluation.

Therefore, in the present study, base upon the policy iteration framework, we proposed

an improved solution, namely the policy iteration with constraint embedded (PICE), to

enhance policy training efficiency. Such enhancement was enabled by the following special

designs in the algorithm tailored for our application. First, we leveraged a projected Bellman

equation from which the performance values can be approximately solved during each

policy evaluation step. This is to ensure positive semi-definiteness of the value function to

avoid incorrect outcome of negative values due to approximation errors. Second, inspired

by a widely utilized quadratic cost formulation in successful applications of RL [85–87], we

adopted simple yet efficient quadratic basis functions to approximately evaluate policies

rather than using complex structures such as actor critic networks. Additionally, we provided

flexible implementations of PICE to perform either offline or online learning, a proper use

of which can further improve learning efficiency. The PICE algorithm was implemented

and tested on human-prosthesis systems; the efficiency and robustness of the tuning policy

were evaluated quantitatively.

The main contributions of this study are as follows:

1. We developed a new problem solution PICE based on policy iteration reinforcement

learning for improving the efficiency of automatic tuning of the robotic knee control

parameters. Our new design entails constraining the performance values from going

into the incorrect range of having negative values.

2. The proposed PICE algorithm was implemented and tested in real time on human

subjects for prosthesis control parameter tuning. We successfully demonstrated its

efficiency and effectiveness in experiments involving human subjects;

3. The robustness of learned control parameter tuning policies against changes of tasks

and users were tested on human subjects. The successful demonstration of robustness

of PICE suggests its potential values for clinical application.
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The remainder of this paper is organized as follows. Section 3.2 describes the problem

to be solved and shows how it relates to the theory of optimal sequential decision. Section

3.3 presents details of the proposed RL algorithm for improving data and time efficiency.

Section 3.4 elaborates on the considerations regarding the implementations of the algo-

rithm. Results are presented in Section 3.5. Finally, we discuss these results and limitations

of the study in Section 3.6 and conclude in Section 3.7.

3.2 Problem Formulation

In this study, the proposed PICE algorithm aims at determining optimal control parameter

tuning policies to supplement the impedance controller of a robotic knee prosthesis in

order for its user to restore a near-normal knee motion. The algorithm is implemented

within a well-established FSM-IC framework [13, 14], as shown in Fig. 3.1.

3.2.1 Finite-state Machine Impedance Controller (FSM-IC)

As depicted in the FSM-IC block of Fig. 3.1, a single gait cycle during walking is decomposed

into 4 distinct phases in the FSM-IC: stance flexion (STF), stance extension (STE), swing

flexion (SWF) and swing extension (SWE). The major gait events determining the phase

transitions are identified by utilizing the measurements of knee angle and GRF together

using the Dempster-Shafer theory as described in [14].

For each phase in a single gait cycle, the FSM selects the corresponding set of impedance

parameters for the impedance controller to generate a torque τ at the prosthetic knee joint

based on the impedance control law,

τ= K (θe −θ )−Cω (3.1)
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Figure 3.1 The schematic illustration of the RL based impedance tuning for a robotic knee prosthesis
system within the finite-state machine impedance control (FSM-IC) framework. Red dashed lines
denote inputs and outputs in the impedance update loop, whereas blue dash-dotted lines stand for
those in the policy update loop. A tuning policy acts to adjust impedance parameters, according to
the state of human-prosthesis system, in the FSM-IC to regulate the interaction force with users.
The policy can be obtained from and further updated by the proposed PICE algorithm. In the block
of FSM-IC, STF, STE, SWF and SWE stand for stance flexion, stance extension, swing flexion and
swing extension, respectively.
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where the impedance controller consists of three control parameters: the stiffness K , the

equilibrium angle θe and the damping C . Real-time sensor feedback includes the knee

joint angle θ and angular velocityω. Therefore, a total of 12 impedance parameters need

to be regulated in a gait cycle.

3.2.2 Dynamic Process of Impedance Update

As shown in Fig. 3.1, the impedance update loop is executed by specified policies to adjust

impedance parameters for the FSM-IC. Without loss of generality, the following formulation

towards describing the dynamic process of impedance update for a robotic prosthesis is

applicable to all four phases in the FSM-IC. This is owing to the fact that, despite sharing

the identical framework for learning the tuning policy, each phase is associated with an

independent tuning policy running in parallel.

We consider the human-prosthesis system as a discrete time system with unknown

dynamics f , which was also studied in [39, 88],

x (k+1)= f (x (k ), u (k )), k = 0, 1, . . .

u (k )=π(x (k ))
(3.2)

where k denotes the discrete index in the impedance update loop in Fig. 3.1. We denote x

and u as state and action variables of the process, respectively, while the tuning policy π

represents a mapping to determine actions according to current states.

In the context of impedance update, the above state variables are defined based on

features extracted from the knee kinematic profiles for each segmented phase in the FSM-

IC. Specifically, the continuous knee profile within a single gait cycle (from the heel strike

to the next heel strike of the same foot) is characterized by 4 discrete points, each of which

is a local extrema in the corresponding phase along the profile as shown in Fig. 3.2. Each
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point is associated with two features, the angle feature P and the duration feature D ,

respectively. Similarly, target features (P d and D d ) in each phase can be determined from

the representative data of knee kinematics in the able-bodied population [89].

Consequently, state variables x ∈R2 are defined as the differences between measured

features and target features (referred as the peak error and the duration error, respectively)

in a specific phase at each impedance update as follows,

x = [P −P d , D −D d ]T . (3.3)

Meanwhile, action variables u ∈R3 are defined in the following form,

u = [∆K ,∆θe ,∆C ]T , (3.4)

where∆K ,∆θe ,∆C are the adjustments of impedance parameters for the corresponding

phase at each instance of impedance update.

3.2.3 Policy Update

The policy update loop is carried out by the proposed PICE algorithm, as shown in Fig. 3.1,

to progressively approach optimal policies with respect to specified objectives. In this study,

the objective is to regulate states with minimal control energy expenditure over the process

of impedance update in order to keep the peak error and duration error as close to zero as

possible.

Hence, at each instance of impedance update, we assign a scalar stage cost with a

quadratic form,

g (x (k ), u (k )) = x (k )
T Rs x (k )+u (k )

T Ra u (k ) (3.5)

where Rs ∈R2×2 and Ra ∈R3×3 are both positive semi-definite matrices. Thereby, given a
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Figure 3.2 Features of knee kinematics in a single gait cycle. The subscript numbers 1 through
4 denote respective phases (i.e., STF, STE, SWF and SWE) of a gait cycle, to which the features
correspond.

policy πi after the i th policy update, the corresponding discounted cost-to-go in an infinite

horizon, namely the action-dependent value function Q (i ), is given by

Q (i )(x (k ), u (k )) =g (x (k ), u (k )) +
∞
∑

t=k+1

αt−k g (x (t ), u (t ))

=g (x (k ), u (k )) +αQ (i )(x (k+1),πi (x (k+1)))

(3.6)

where α is the discount factor. This value function is non-negative due to the definition of

g (x (k ), u (k )) in Eq. 3.5, and the value function reflects a measure of the performance when

action u (k ) is applied at state x (k ) and the control policy πi is followed thereafter.

The goal for PICE, as in value-based RL algorithms [83], is to seek an optimal policy that

48



minimizes the cost-to-go by solving the Bellman optimality equation approximately,

Q ∗(x (k ), u (k )) =min
π

Q (x (k ), u (k ))

= g (x (k ), u (k )) +αmin
u (k+1)

Q ∗(x (k+1), u (k+1))

= g (x (k ), u (k )) +αQ ∗(x (k+1),π∗(x (k+1)))

(3.7)

where π∗ and Q ∗ denote the optimal tuning policy and the associated optimal value, re-

spectively.

3.3 Policy Iteration with Constraint Embedded

To solve the above Bellman equation approximately and effectively, we propose the PICE

algorithm. Instead of achieving a close approximation to the value function as in most

general policy iteration algorithms, the PICE makes use of simple quadratic polynomial

basis functions which are expected to provide simplified, albeit with approximation errors,

and thus efficient solutions during policy evaluation. Meanwhile, aiming at improving the

quality of policy evaluation, the PICE introduces a positive semi-definite (PSD) constraint

on the approximated value function to prevent the value function from becoming negative

due to approximation errors.

3.3.1 Value Function Approximation

To represent the approximate value function Q̂ (i ) associated with the policy πi being eval-

uated (referred to as target policy hereafter), a linear parametric combination of basis

functions is often used in classic policy iterations as follows, because of its virtues of easy-
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to-implement and fairly transparent behavior [80, 81].

Q̂ (i )(x , u ) =φ(x , u )T r (i ) (3.8)

where φ(x , u ) ∈ Rm is the vector of fixed basis functions of states and actions, and the

weight parameter vector r (i ) ∈Rm varies as policy updates. Hereafter, we ignore subscript

k in state and action and replace them with x and u , respectively, for notation simplic-

ity. Instead of the usual universal approximators, such as multi-layer perceptron neural

networks, radial basis functions, and splines, we opt for a simple structure of quadratic

polynomials as the basis functions to practically further simplify the basis functions, there-

fore potentially reducing uncertainties associated with large number of free parameters

used in the approximation.

As a result, the approximating value function can be rewritten in the following equivalent

form of weighted inner product, which yields all possible quadratic basis functions of states

and actions,

Q̂ (i )(x , u ) =







x

u




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T
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(3.9)

where H (i ) is a PSD matrix, and H (i )
x x , H (i )

x u , H (i )
u x and H (i )

u u are submatrices of H (i ) with proper

dimensions. By rearranging and grouping like terms in Eq. 3.9, we can convert the weight

parameter vector r (i ) to the matrix H (i ) and vice versa.

50



3.3.2 Policy Iteration Under Constraint

Two iterative procedures, policy evaluation and policy improvement, are alternately per-

formed in a standard approximate policy iteration. The policy evaluation is to find an

approximated value function Q̂ (i ) satisfying the Bellman equation under the target policy

πi as follows,

Q̂ (i )(x , u ) = g (x , u ) +αQ̂ (i )( f (x , u ),πi ( f (x , u ))). (3.10)

Replacing the approximate function Q̂ (i ) with parametric basis functions in Eq. 3.8, we

obtain the following equivalent form and its vector-matrix version,

φ(x , u )T r (i ) = g (x , u ) +αφ( f (x , u ),πi ( f (x , u )))T r (i ), (3.11)

Φr (i ) = g+αTΦr (i ) ¬ B (Φr (i )) (3.12)

where the matrix Φ consists of basis functions for every possible state-action pair in its

rows, and the corresponding stage costs make up the vector g. In addition, the T and B

denote the state transition matrix and the Bellman operator, respectively, under the target

policy.

The policy improvement then follows to seek an optimal mapping from states to actions

as an improved target policy, with which the next iteration starts,

πi+1(x ) = arg min
u∈U

Q̂ (i )(x , u ) (3.13)

where U is the admissible action space. With the choice of quadratic basis functions, the

improvement procedure Eq. 3.13 is equivalent to solving a quadratic programming (QP)
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problem. The equivalence can be easily observed by formulating the minimization problem

of Eq. 3.9 over the actions with any given states. As such, the equivalent QP problem can be

readily written as

πi+1(x ) = arg min
u∈U

{u T H (i )
u u u +2x T H (i )

x u u}. (3.14)

Directly solving the Bellman equation Eq. 3.12 based on the above standard policy

iteration framework, we obtained a preliminary proof-of-concept result for offline pol-

icy training [90]. To be more efficient and also to accommodate both offline and online

scenarios, we proposed the PICE algorithm with the following details.

As a result of the approximation error, some of the value functions solved from Eq. 3.12

may yield negative values. This clearly indicates poor approximation given the positive-

valued stage cost and the definition of value function. Stemming from insights on the

formulated problem, we therefore impose a PSD constraint on the solved value functions

from Eq. 3.12 towards an improved solution. Specifically, we seek an approximated value

function Q̂ (i ) satisfying the following projected Bellman equation that is to be solved by

PICE,

Φr (i ) = projS+
(B (Φr (i ))) (3.15)

where projS+
denotes the operator of projection onto a closed convex subset S+. The closed

convex subset S+ is contained in a subspace spanned by the columns of Φ,

S+ =ΦR+ (3.16)

where R+ ⊂Rm is the PSD cone in the vector space of Rm .

The idea of solving the projected Bellman equation was also used in the least square

policy iteration (LSPI) algorithm [80]. The PICE algorithm, however, imposes a new and
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tighter constraint and thus results in a different projected Bellman equation. Specifically,

the PICE requires the solved value function from the projected Bellman to be positive

semi-defnite. Similar to the LSPI, the PICE can be used as either on-policy or off-policy

learning schemes. In general, the behavior policy governing sample distributions for policy

evaluation is different from the target policy being evaluated for off-policy learning scheme,

whereas they are the same for on-policy learning scheme. Our discussions below on PICE

covers both learning schemes.

Inspired by established results [91], we convert the problem of solving Eq. 3.15 to the

one that corresponds to the solution of the following variational inequality,

(Φr (i )−B (Φr (i )))TΞ(Φr −Φr (i ))≥ 0, ∀r ∈R+ (3.17)

where Ξ is a diagonal matrix and its diagonal elements are the steady-state probabilities of

the Markov chain under the behavior policy for each corresponding state-action pair in Φ.

For notation simplicity, an equivalent form of the inequality Eq. 3.17 can be readily

written as

(A(i )r (i )− b (i ))T (r − r (i ))≥ 0, ∀r ∈R+

A(i ) =ΦTΞ(I −αT )Φ,

b (i ) =ΦTΞg.

(3.18)

Involving every single possible state-action pair in terms A(i ) and b (i ), the inequality is

intractable to solve in closed form. Instead, in practice, we can replace the two terms with
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approximated Â(i ) and b̂ (i ) by using observational samples as shown in [91],

Â(i ) =
1

N +1

N
∑

n=0

φ(sn )
�

φ(sn )−α
psn ,s ′n

qsn ,s ′n

φ(s ′n )
�T

,

b̂ (i ) =
1

N +1

N
∑

n=0

psn ,s ′n

qsn ,s ′n

φ(sn )g (sn ),

(3.19)

where n and N denote sample index and sample size of the collected data, respectively. The

variable sn ¬ (xn , un ) denotes a sample of a state-action pair, and the variable s ′n ¬ (x
′
n , u ′n )

denotes the next sample pair following sn in the sampling trajectory.

In addition, the ratio term psn ,s ′n/qsn ,s ′n is in place to correct any mismatch in state transi-

tion probability matrix T between the behavior policy and the target policy. Importance

sampling can be readily applied to address the mismatch. Specifically, psn ,s ′n and qsn ,s ′n de-

note transition probability from the sample sn to the sample s ′n under the target policy and

behavior policy, respectively. In the context of Q value function, the ratio can be further

simplified to the following form as shown in [84],

psn ,s ′n

qsn ,s ′n

=
δ
�

u ′n =π
i (x ′n )

�

ν
�

u ′n |x ′n
� (3.20)

where δ(·) denotes the indicator function (i.e., equals to 1 if u ′ =πi (x ′) and 0 otherwise),

and ν(·) denotes the conditional probability of taking action u of the behavior policy in

state x .

54



3.3.3 Iterative Approach for Solving Policy Evaluation

To solve the variational inequality Eq. 3.18, the following iterative approach has been

proposed in previous studies [91, 92] to approximate r (i ) with r̂ (i )j

r̂ (i )j+1 = projE [r̂
(i )
j −γ j (Â

(i )
j r̂ (i )j − b̂ (i )j )], (3.21)

where j denotes iterative steps and E is the constraint set for the solution.

To result in a convergent sequence, the approach also requires constraint set E to be

closed, bounded and convex [92]. In our case, however, the PSD cone is not bounded. To

address this issue, we construct a convex set with an intersection between the PSD cone

and an Euclidean ball as follows,

E =R+ ∩Zδ (3.22)

where Zδ denotes a closed Euclidean ball centered at the origin with the radius of δ, the

choice of radius can be as large as needed to cover a sufficient subset of the original PSD

cone. Since equation Eq. 3.21 involves a projection onto the intersection of two convex sets,

the Dykstra’s projection algorithm is applied [93].

Furthermore, the step sizeγ j also needs to be decreasing on the order of 1/ j to guarantee

a convergent sequence resulted from Eq. 3.21 as follows,

γ j −γ j+1

γ j
=O

�1

j

�

. (3.23)

3.4 Implementation

To apply PICE for tuning the impedance control parameters of a prosthetic knee on human

subjects, some practical issues need to be considered during implementation. Hereafter,
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an experimental trial with a human subject, namely a trial, refers to a single experiment

with impedance and policy initializations that allow prosthetic knee control parameters to

adapt until reaching a stopping criterion.

3.4.1 Human Variability and Stopping Criterion

Due to variations in physical conditions and fatigue of human subjects, measurement

noise, and other uncertainties associated with the environment, data recorded from the

human-prosthesis system need to be processed and tuning target set needs to be realistically

specified. Specifically, impedance update is set to take place every 4 gait cycles to reduce

noise introduced by human stride-to-stride variance. That is to say, knee features are

averaged over the 4 gait cycles with a single impedance update to form a state-action pair

to be used in policy update. In addition, we introduce a target set as tolerance levels of error

(specifically, ±1.5 deg for peak errors and ±3 percent for duration errors) to account for the

inherent walking variability [89, 94]. Consequently, we consider an impedance parameter

tuning procedure in a given phase a success if the errors stay within the target set for 8

out of 10 consecutive impedance updates. If all four phases become successful, a trial is

successful and is considered reaching the stopping criterion.

3.4.2 Safety Bounds for Impedance Tuning

In each trial, a set of initial impedance parameters are selected for the prosthetic knee, and

then subjects experience a series of impedance updates guided by tuning policies for each

phase of the FSM. While the initial impedance parameters are randomly selected, they need

to be feasible for walking. Such feasible initial impedance parameter setting is validated

prior to the start of a trial and is verified by the experimenter either via visual inspection if

the subject is capable of walking without holding on a handrail, or via the subject’s verbal
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expression. To avoid any potential harm to human subjects caused by unsafe parameters

and associated knee kinematics, we set a safety range within which peak error is allowed

to vary. Once a peak error is beyond the safety range, impedance parameters will be reset

to the initial ones, which are known to be safe. Herein, the peak error bounds are set to

±12 deg for all four phases since they cover two standard deviations of knee kinematic

features in normal walking among different test subjects [89]. More importantly, the safety

range also defines a compact set for states and actions, which consequently guarantees

our implementation to fulfill the requirement of initial admissible policy for general policy

iteration algorithms because the zero-output policy is always an eligible initial policy.

3.4.3 Implementations of PICE

Prior to feeding data into the PICE algorithm for policy training, feature scaling was first

performed on state and action variables for all four phases. To normalize them into a

comparable unit magnitude, following scaling factors were selected in the study. Specifically,

the state variables x in Eq. 3.3 were normalized with a scaling factor of 8 and 0.24 for

the respective peak error and duration error. Similarly, the action variables u in Eq. 3.4

were normalized with a scaling factor of 0.05, 0.5 and 0.0005 for respective adjustments of

stiffness, equilibrium angle and damping. The only one exception was that the value for

equilibrium angle in the SWF was set to 1 when considering phase differences. Meanwhile,

to keep actions staying in a reasonable range, we set the admissible space U in Eq. 3.14 for

normalized action variables to a range between −1 and 1.

The PICE features a flexibility that can be implemented in both offline and online man-

ners by taking off-policy and on-policy learning schemes, respectively. The procedures of

both implementations are described as pseudocodes in Algorithm 1 and Algorithm 2. A sum-

mary of value selections for parameters in PICE implementations is listed as follows. Penalty
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matrices for states Rs and actions Ra were set to d i a g (1,0.5) and d i a g (0.01,0.01,0.01),

respectively, while discount factor α was selected as 0.9. The radius of Euclidean ball δ was

assigned to 100. The tolerance for offline training εa was set to 10−4. The batch size Nb for

online training samples was selected as 15.

Algorithm 1 Offline Off-Policy PICE
Initialization:

Random initial target policy π0, policy update index i ← 0;
Empty replay buffer DS with capacity N ;
Choose a tolerance for offline training εa .

Offline Data Preparation:
Populate the buffer DS with N samples of 4-tuple (xn , un , gn , x ′n ) generated by a behavior

policy from previous experiments, where n is sample index and x ′ denotes the next state
in each sample.
Iteration:

1: repeat
2: (Update Next Actions) Compute u ′n with current target policyπi (x ′n ) for every sample

in DS;
3: (Update Sampling Weight) Compute the ratio

psn ,s ′n
qsn ,s ′n

by Eq. 3.20 for every sample in

DS;
4: (Policy Evaluation) Evaluate policy πi by solving Eq. 3.21 for r̂ (i ) and Q̂ (i ), along with

approximating Eq. 3.19 using all samples in DS;
5: (Policy Improvement) Update policy πi+1 by Eq. 3.14, i ← i +1;
6: until ‖r̂ (i )− r̂ (i−1)‖2 ¶ εa ;
7: return Q̂ ∗← Q̂ (i ) and π̂∗←πi .

The two implementations differ from each other in two major aspects: training data

and termination condition. For offline PICE, the training data consist of a fixed set of 4-

tuple samples, which were collected from previous studies and already stored in a buffer

beforehand. The same data are repeatedly utilized until the iteration terminates. The off-

policy scheme is adopted for offline training as the original behavior policy generating the

training samples is different from the target policy to be evaluated for every iteration. On the
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Algorithm 2 Online On-Policy PICE
Initialization:

Choose a batch size Nb , and empty replay buffer DS;
Random initial target policy π0, policy update index i ← 0;
Random initial state x(0), impedance update index k ← 0;
Choose an initial action u(0) using policy π0(x(0));

Iteration:

1: repeat
2: (Online Data Collection) Execute the action u(k ), observe stage cost g (k ) and next

state x(k+1), choose the next action u(k+1) by following current target policy πi , form a
5-tuple sample (x(k ), u(k ), g (k ), x(k+1), u(k+1)) and store it in DS;

3: if k = i Nb (i ∈N) then
4: (Policy Evaluation) Evaluate policy πi by solving Eq. 3.21 for r̂ (i ) and Q̂ (i ), along

with approximating Eq. 3.19 using all samples in DS;
5: (Policy Improvement) Update policy πi+1 by Eq. 3.14, i ← i +1;
6: (Reset Buffer) Empty DS;
7: end if
8: k ← k +1;
9: until Early-stopping termination condition is fulfilled

10: return Q̂ ∗← Q̂ (i ) and π̂∗←πi .

other hand, the online PICE follows an on-policy scheme. In each online iteration, the target

policy keeps interacting with the human-prosthesis system to generate on-policy samples

of up the specified batch size, thereby performing the policy evaluation correspondingly.

The sample will be discarded after usage and replaced with new ones for the new target

policy.

In addition, in contrast to offline PICE which terminates iterations until the parameters

in the parameterized value function get converged, we used an early-stopping termination

condition to deactivate an online training process. It is not only to prevent over training,

but also to take into consideration that human subjects can only walk for about 30-60

minutes during an experiential trial due to physical constraints. Specifically, during online

training, we analyze the trend in evolution of the stage cost based on the current policy

every time when we have newly collected Nb samples of state-action pairs. When either of
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the two conditions listed below is fulfilled, the online training is deactivated and the rest of

impedance update is carried out with the current policy until policy update is triggered

again.

1. The case of no occurrence of impedance reset due to hitting the safety bounds. We fit

a linear regression model between the time series of stage cost and that of impedance

update. From the model, we obtain a confidence interval (specifically 95% confi-

dence interval) around the slope of the regression line. If the interval falls below zero,

which signals a rigorously decreasing stage cost as impedance parameters updated

according to the current policy, we deactivate the online training;

2. The case of using stage costs. We averaged the stage costs over samples being analyzed.

If it is smaller than a threshold value εb , online training is deactivated. We set the

threshold to 0.043, which is equivalent to the stage cost of the largest tolerated errors

within target set (i.e., 1.5 deg for peak error and 3 percent for duration error).

3.5 Experiments and Results

We performed three tests involving four human subjects (two able-bodied and two am-

putees) to evaluate the performances of the proposed PICE.

3.5.1 Hardware Setup

A prototype of robotic knee prosthesis designed in our lab was used in this study [14]. The

prosthesis utilizes a slider-crank mechanism, in which the slider is driven by the rotation of

a DC motor (Maxon, Switzerland) through a ball screw (THK, Japan), and the crank rotation

mimics the knee motion. The whole mechanism is integrated with a pylon as shown in

Fig. 3.3. A maximum of 80 Nm torque output at the joint is ensured with such a design.
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The rotational motion of the prosthetic knee joint is recorded by a potentiometer (ALPS,

Japan). A load cell (Bertec, USA) is attached to the pylon to measure the GRF. All the analog

readings are converted to digital signals through a DAQ board (NI, USA) and then fed back

to the control system, which is implemented by LabVIEW and MATLAB on a desktop PC.

Motor

Ball Screw
Pylon

Loadcell

Potentiometer

Crank

Adapter

Figure 3.3 Hardware setup for the prototype of robotic knee prosthesis.

3.5.2 Participants

We recruited four male subjects, two able-bodied individuals (AB1 and AB2) and two trans-

femoral amputees (TF1 and TF2), in this study. The participants’ information is summarized

in Table 3.1. An L-shaped adapter (see Fig. 3.3) and a daily socket were used by AB and

TF subjects, respectively to allow them to walk with the knee prosthesis. The alignment of

prosthesis for each subject was done by a certified prosthetist. All the subjects received

training with the powered prosthesis until they can walk comfortably and confidently with-

out holding the handrail. All the subjects were provided written informed consent before
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any procedures, and the study was approved by the Institutional Review Board of University

of North Carolina at Chapel Hill.

Table 3.1 Participant Information List 1

Subject Age Height Body Weight∗ Prosthetic Side

AB1 43 1.78 m 74 kg Right

AB2 32 1.78 m 65 kg Left

TF1 63 1.64 m 64 kg Left

TF2 59 1.83 m 94 kg Left

∗ The body weight includes the robotic knee prosthesis.

3.5.3 Experimental Protocols

We carried out three experimental tests to validate and analyze the performance of the

proposed PICE. They are respectively associated with the following three goals: 1) to experi-

mentally assess convergence properties during offline training and the effect of training

data size; 2) to quantitatively assess potential gains by using an offline pre-trained policy as

the initial policy for online training, and compare its performance to randomly initialized

online training; 3) to investigate the robustness of a set of well-trained policies as tasks and

users change.

Test of Offline Training

We used five sets of offline data all collected from AB1 to perform the offline policy training

and obtained five sets of policies accordingly. The numbers of data samples in the five sets

were 15, 45, 75, 105 and 135, respectively, each sample was a 4-tuple (xn , un , gn , x ′n ). We

then evaluated each policy in five independent trials using AB1 as the test subject. AB1
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walked on a treadmill at a speed of 0.6 m/s, while the offline trained policy adjusted the

prosthesis impedance. The same set of initial impedance was applied to all the five trials.

To eliminate the confounding effect of fatigue resulting from prolonged walking, for each

tuning trial, AB1 performed several 3-minute walking segments followed by a rest period.

Additionally, a maximum of 135 impedance updates were allowed in consideration of the

subject’s limited enduring with walking. If training did not complete within this limit, the

trial was considered a failure.

Two outcome measures were captured in each trial. The first measure was the L 2 dis-

tance (i.e., ‖r (i )− r (i−1)‖2) between the two consecutive weight parameter vectors in Eq. 3.18.

It is used to quantify changes in the series of value outcomes in Eq. 3.10. The second mea-

sure was to explore the relationship between the number of offline training samples and

the number of phases in which the success as defined in Subsection 3.4.1 was reached

without any online policy updates beyond offline training.

Test of Online Training

We conducted online training under two different initial policy conditions: 1) randomly

initialized; 2) offline pre-trained. Two subjects, AB1 and TF1, were asked to perform the

treadmill walking task at the speed of 0.6 m/s. We used their own available offline data

to obtain the pre-trained policies. For both subjects, the offline training data had 105

samples. The same pre-trained policies were used to serve as initial policies across trials

for each subject, while randomly initialized policies varied. A few blocks of experimental

sessions were conducted, each including two online training trials for comparison purpose.

Specifically, in each block, we randomly selected the initial impedance parameters with the

only requirement of being feasible for walking. Then two online training trials with different

initial policy conditions were performed. For AB1, three blocks of experimental sessions

(each of which used different initial impedance parameter) were conducted. For TF1, one
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block was tested. The same walk-rest experimental protocol and the same maximum

number of impedance update were applied as discussed in the first test.

The evaluation for the test of online training included efficiency, effectiveness, and

impedance tuning convergence. Herein, the efficiency of online training was quantified by:

1) the number of phases needed for online policy updates beyond the initial policies until

meeting the stopping criteria defined in Subsection 3.4.1; 2) the number of impedance

updates to meet the stopping criterion for prosthesis tuning. To understand the effective-

ness of tuning prosthesis control for producing desired knee motion, the knee kinematics

were measured to reflect how the prosthetic knee joint moved when it interacted with the

human users as the impedance varied with the guidance of policies. Finally, the impedance

tuning convergence was analyzed by checking the evolution of peak errors and duration

errors of knee kinematics (states) and prosthesis impedance values (control parameters)

during the tuning.

Test of Policy Robustness

We investigated the robustness of well-trained policies and studied how well they behaved

against changes of task and human subject. Two sets of well-trained policies were used,

which were obtained from AB1 and AB2 in their respective treadmill walking tasks at the

speed of 0.6 m/s prior to trials in this test. We applied them as initial policies for three

new trials. Specifically, the trials consisted of: 1) up-ramp walking with slope of 4 degrees

performed by subject AB1 starting with his own policy; 2) self-paced level-ground walking

performed by subject AB2 starting with his own policy; 3) treadmill walking (0.6 m/s)

performed by subject TF2 but starting with AB2’s policy. To investigate how policies acted

when they were applied to different tasks or subjects, we monitored sequences of both

impedance and policy updates in each trial and the associated evolution of stage cost.
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3.5.4 Experimental Results
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Figure 3.4 Result of offline training evaluation. (a) Evolution of the L 2 distance between weight
parameter vectors in two value function consecutive updates (i.e., ‖r (i )− r (i−1)‖2) in a representative
trial of offline training test. At each instance of offline policy update, the vector is updated corre-
spondingly. (b) The number of phases being able to reach a success increases with the increase of
amount of training data.

Offline Training Assessment

Since similar results were obtained from all trials in the test of offline training, we only

demonstrate the representative results (trained by data with the size of 105 samples collected

from AB1) in Fig. 3.4(a). As shown in the data that changes in the weight parameter vectors

of the approximating value function in Eq. 3.18 reduced to within the tolerance (10−4) in 6

offline policy updates, which is equivalent to 10 seconds for performing the computation.

The results suggest that the approximate value functions, as well as the policies, were

convergent given the offline training data.

For the effect of the size of training dataset, we see in Fig. 3.4(b) that the number of

phases being able to reach a success increased as the amount of training data increased.

Particularly, when we performed the offline training with 135 samples, the number of
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Table 3.2 Efficiency Comparisons of Online Training by Using Pre-trained vs. Random
Initial Policies

Experimental

Block Number∗

Phase Requiring

Policy Updates†

Overall Number of

Impedance Updates

Pre-trained Random Pre-trained Random

B1 2 1, 2, 3, 4 39 126

B2 2 1, 2, 3, 4 43 94

B3 2 1, 2, 3, 4 42 111

B4 4 1, 2, 3, 4 28 53

∗ The experimental block B1 through B3 were tested with subject AB1, while the block
B4 was associated with the subject TF1.

† The numbers 1 through 4 under the column respectively represent STF, STE, SWF
and SWE in the FSM-IC.

phases reached up to four and no more policy updates were needed to accomplish the

tuning. The evidence implies that, with the offline implementation alone, the proposed

PICE algorithm is able to obtain policies ready to deploy as sufficient offline data of good

quality are available to use.

Online Training Assessment

We first looked into its improvement in tuning efficiency by employing the pre-trained

initial policies obtained from offline training. As shown in Table 3.2, the comparison results

reveal that online training starting with pre-trained policies obtained from offline training,

albeit not perfect, were significantly more efficient than those starting with random policies.

On average, the former cases only resulted in 1 phase that required online policy update,

whereas the number amounted to 4 in the latter cases. Meanwhile, pre-trained cases were

observed to have less overall number of impedance updates than random cases did to meet

the stopping criterion by an average of 58, which was equivalent to about 7 minutes of

walking time of a subject.
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Apart from the efficiency, for the trials staring with pre-trained initial policies, we studied

the tuning effectiveness. Fig. 3.5 displays the overall effect of tuning by comparing the knee

profiles generated by initial impedance parameters before tuning with those produced by

adjusted parameters at the end of tuning trials. We noted that, though differed in shape,

initial knee profiles in all trials deviated from the targets, especially peak angle features.

However, going through the tuning process under the guidance of final policies, the final

parameters enabled knee profiles to approach the targets.

To inspect the impedance tuning convergence, we present representative results here

(the experimental block B1 with pre-trained initial policies in the Table 3.2) as similar

results across trials were observed. As revealed in Fig. 3.6, no matter how large the initial

errors were, they all progressively converged into the tolerance range of errors (±1.5 degrees

for peak error, ±3 percent for duration error) and eventually remained within the range.

Correspondingly, in Fig. 3.7, we observed that impedance parameters converged to constant

values at the end of the trial (i.e., last ten updates) for most phases, except for the STF where

the momentum of impedance adjustment lingered. The difference may be attributed to

varying perturbations introduced by more dynamical interactions occurring in the STF

among the human, the robotic prosthesis and the ground. As a result, the final policy for

STF needed to respond by adjusting the impedance to accommodate such disturbances

and stabilize errors within tolerances.

Robustness Investigation

As seen in Fig. 3.8(a), subject AB2 used a pre-trained policy obtained from his own treadmill

walking to perform level-ground walking with no difficulty as no further policy update was

needed, and after 46 impedance updates (about 6 minutes of subject walking time), the

subject knee kinematics met stopping criterion. Similar results were observed from Fig.

3.8(b) in the trial of AB1 up-ramp walking with even fewer impedance updates (i.e., 30
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Figure 3.5 Prosthetic knee kinematics with initial and final tuned impedance parameters in the test
of online training. (a) to (d) Trials with pre-trained initial policies in experimental block B1, B2, B3
and B4, respectively. Time series of kinematics are divided and normalized to multiple profiles in
individual gait cycles based on the timing of heel strike. Shaded areas along profiles indicate the
real motion ranges across 4 gait cycles performed by subjects walking with the same impedance
parameters. The associated lines (dashed and solid) denote the averaged kinematics.

68



0 15 30 39

Number of Impedance Updates

(a)

-9

-6

-3

0

3

6

9

P
e

a
k 

E
rr

o
r

(d
e

g
)

0 15 30 39

Number of Impedance Updates

(b)

-9

-6

-3

0

3

6

9

D
u

ra
ti

o
n

 E
rr

o
r

(p
e

rc
e

n
ta

g
e

 o
f 

o
n

e
 g

a
it

 c
y

cl
e

)

STF STE SWF SWE Tolerated Errors

Figure 3.6 Evolution of states as impedance parameters were updated. (a) Peak errors, (b) Duration
errors.

impedance updates). As for the trial of TF2 treadmill walking using the AB2’s pre-trained

policy, despite not being completely successful in deploying policies to all four phases, only

three updates of policy occurred in the STF phase, as shown in Fig. 3.8(c). Although 72

impedance updates (about 9 minutes) were needed to meet the stopping criterion, it only

took 45 updates of impedance (about 6 minutes) to obtain the final policy refined for the

STF phase of the new subject.

Note that a cyclic pattern of change in the cost was displayed in Fig. 3.8(c). This was

caused by following initial or intermediate policies, which led to cost value sloping upward

until the safety bound was hit, thereby triggering the reset of impedance parameters and

getting the cost drop back to the initial value. The results suggest that policies we obtained

from AB2 treadmill walking were, to some extent, robust against the changes of tasks and

subjects.
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Figure 3.7 Evolution of the impedance parameters (i.e., stiffness, equilibrium angle and damping) in different phases. (a) STF, (b) STE,
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3.6 Discussions

In this study, we proposed a promising solution of PICE for tuning high-dimensional robotic

knee prosthesis control parameters in order to provide efficient personalized assistance in

walking. The tuning efficiency stemmed partly from our innovation that enables offline pol-

icy training, beside online training, via policy iteration. To our knowledge, few studies have

successfully addressed wearable robot personalization in such an offline-online manner.

Our proposed RL method, as suggested in Fig. 3.4, demonstrated the feasibility of

obtaining policies from a sufficient amount of existing offline data by the offline training,

which can be deployed directly without interacting with the real human-prosthesis system.

Clearly the offline implementation of PICE enables a maximal utility of existing parameter-

performance data and is a new way to improve training efficiency in obtaining prosthesis

tuning policies. Nevertheless, pure offline implementation has no guarantees to obtain

accurate and robust policies despite being convergent in the sense of offline training,

especially when the training data quality is poor. Note that the quality of data has two

meanings, which include the amount of data and the extent of mismatch in data distribution

[95]. In this study, however, we only investigated the influence of the amount of data on the

offline training. Therefore, the number of training data we examined in this study might not

be applicable to other datasets due to the confounding effect caused by data distributions,

and it is actually difficult to determine the exact number in practice. Hence, an RL algorithm

that is capable of performing offline-online training, such as our proposed PICE, became

especially intriguing in order to ensure efficiency and effectiveness of auto-tuning algorithm

for learning the prosthesis tuning policy. In this paper, we demonstrated that when offline

learned policies cannot handle realistic human-prosthesis interaction or were not robust

enough to handle the variation across human users, as shown in Fig. 3.8(c), PICE can trigger

online training that further update the policy to achieve the desired tuning goal.
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In addition, the investigation of robustness associated with policies learned by the

proposed algorithm showed other indirect benefits to potentially scale up the training

outcome. As shown in Fig. 3.8, most deployed polices possessed exceptional robustness,

in spite of the fact that policy refinements happened in the STF through online training

to further accommodate for the changes in users. A potential reason to explain the phe-

nomenon could be the fact that the underlying physical principles in prosthesis control

have no drastic changes across different subjects and walking tasks as well as the associated

variations in gait patterns and GRFs. The promising discovery may enable us to collect

data and obtain pre-trained initial policies, albeit not optimal, from more available users

and relatively easier tasks. From there, further user-specific or task-specific refinements, if

needed, could be accomplished by online training. As opposed to learning from scratch,

such an approach is more likely to result in higher training efficiency, and thus it is of great

clinical value when applied at scales.

As a generic and efficient learning framework, the proposed PICE could also potentially

shed light on similar problems for other assistive wearable machines, such as exoskeletons,

neuroprosthetics. These devices are also in need of identifying the optimal control parame-

ters for individual users with motor deficits [96, 97]. By unleashing the potentials demon-

strated in this study, translations of the proposed approach into other human-machine

systems are expected to be valuable because they all call for high training efficiency and

being model-free due to patient-in-the-loop. However, specific modifications regarding

problem formulations or implementations need to be properly considered before the

translations, such as how to define states, actions and costs for each application.

The successful implementation of the proposed PICE in the human-prosthesis system

would encourage future studies to explore more application-specific solutions to an efficient

approximation of the value function in reinforcement learning. We demonstrated, in the

study, that leveraging simple basis functions (e.g., quadratic basis functions) fueled by
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insights on the control problem (e.g., the PSD constraint for the value function presented

in this paper) is likely to yield a satisfying approximation for the value function with limited

amount of data. This is because, with fewer number of unknown parameters to estimate,

such a choice alleviates the high demands for persistent excitation [98] or data richness [99]

required by generic basis functions, which are often difficult to meet in practice; meanwhile

the pre-structured treatment is able to compensate for a poor approximation due to the

lack of data.

Our proposed design and study, although promising, also had several limitations. The

primary limitations of the study were the limited evaluation of the algorithm on human

subjects and walking terrains in daily environments, because the focuses of the study

were on developing a new automatic prosthesis tuning solution and demonstrating its

promising advantages in clinic settings. Systematic evaluation of proposed tuning algorithm

on more human subjects and terrain types (sand, grass, foam, etc.) are needed in order to

show the clinical value in the future. In addition, we need more designed experiments to

further validate the robustness of policies trained by the proposed approach against realistic

conditions of uncertainties or disturbances. Another limitation arose from the feature

extraction of the continuous knee profile. We selected four discrete points, as a means of

dimension reduction, to characterize knee kinematics in each phase of a single gait cycle.

Such a selection dropped the information of kinematics between these points, and thus we

had little control over the entire profile except for the feature points. To really reproduce

target knee kinematics, we need to explore more advanced feature extraction methods that

can better characterize a continuous profile. Lastly, in this study, the impedance tuning

goal was to drive the prosthetic knee kinematics to approach the pre-defined knee profile

extracted from representative motion in able-bodied population. This is limiting as well as

such a goal might not align with user’s preference, thus may not be optimal with respect to

other measures of gait performance (e.g., gait symmetry, energy expenditure, balance, etc.).
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How to set up target profiles will be investigated in our future study.

3.7 Conclusion

In this paper, we proposed an improved solution of an RL-based algorithm, PICE, to learn

impedance tuning policies for a robotic knee prosthesis efficiently. The tuning objective

was to reproduce near-normal knee kinematics during walking tasks. The PICE algorithm

benefited from an ability of offline-online training and from making a compromise in

using a simplified value function approximation structure. The problem of falsely yielded

negative performance values due to approximation errors was avoided by imposing a PSD

constraint to keep the approximated value function qualitatively correct. Therefore, it has

great advantage on improving efficiency of the policy training.

We directly tested the proposed idea on human subjects. Our results showed that PICE

successfully provided impedance tuning policy to the prosthetic knee with a human in the

loop, and it significantly reduced policy training time especially for online training after ini-

tializing with an offline pre-trained policy. In addition, the deployed policy is robust across

human subjects and modifications in tasks. These promising results suggest great potential

for future clinical application of our proposed methods on automatically personalizing

assistive wearable robots.
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4.1 Introduction

Advanced robotic prostheses have demonstrated many advantages over traditional passive

devices in restoring locomotion for people with lower-limb amputations [13, 48, 71]. These

reported advantages include energy reduction [7], balance enhancement [8], and adaptabil-

ity to different walking speeds and inclines [9] as well as various terrains [10, 29]. To fully

harness the aforementioned benefits of robotic devices, we are in need of an optimized

control, taking into account physiological and neurological differences between users.

Conventionally, this customized optimization relies on clinical experts (e.g., certificated

prosthetists) to complete, which has many challenges, such as long time consumption, sub-

jective results, limited scalability, etc. Therefore, there is a growing demand on developing

automatic solutions for optimizing the prosthetic control.

One potential solution is the human-in-the-loop (HIL) optimization, which has been

successfully employed to seek optimal controls for improving walking performance in the

field of wearable robots. For instance, a gradient-based searching approach [41] and an

evolution strategy [42]were used to optimize control parameters for ankle exoskeletons by

real-time monitoring metabolic cost of users, which achieved substantial energy expendi-

ture reductions. Similarly, the Bayesian optimization was proposed to rapidly identify the

most energy-efficient control for a hip exoskeleton [43]. In addition, taking user preference

into account, a coactive learning based method was developed and it was able to maximize

user comfort when walking with lower-body exoskeletons [44]. However, the major chal-

lenge of HIL optimization is not being able to scale up to a high-dimensional parameter

space (e.g., no more than 6 parameters being tackled in practice) due to inherent compu-

tational limitations. In addition, these methods are incapable of continuously adapting

the wearable robot control to physical changes of users (e.g., weight change) or changes of

walking conditions (e.g., speed change). This restricts its applications in prosthetic devices
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which typically adopts the finite-state machine impedance controller (FSM-IC) with more

than 10 parameters to tune for achieving a safe human-machine interaction [13, 14, 71].

Another promising solution is the reinforcement learning (RL). Unlike the HIL opti-

mization that only yields a set of static optimal parameters in the end, RL is able to learn a

parameter tuning policy which can optimally modulate parameters in a dynamic way as

the human-machine system changes. More importantly, with approximation techniques,

RL has an excellent scalability. Bearing these advantages, an RL method leveraging the

actor-critic neural network was developed, for the first time, to address a task of tuning 12

impedance parameters for a robotic knee prosthesis via online learning to match a prede-

fined target knee kinematics [39]. In addition, the actor-critic based RL was extended to

tracking control of a robotic knee prosthesis via mimicking the intact knee kinematics [100].

Furthermore, to expedite the online learning of RL, recent studies have demonstrated the

feasibility of enforcing constraints and transferring knowledge to RL [88, 101]. These algo-

rithms result in a robust prosthesis control tuning policy that can optimize the prosthesis

control when the needed knee motion changes or even the prosthesis user changes. Existing

RL approaches are, however, only used to improve the prosthetic kinematics (a local joint

performance). toward a specified target. This is because relationship between prosthesis

control parameters and human walking performances (e.g., balance, gait symmetry, energy

expenditure, etc.) remains unclear. Additionally, generalizing RL approaches to directly

optimize human walking performances is also challenging, because these performances

involve a number of latent variables dominated by human motor control, leading to a

more complex partially observable Markov decision process (POMDP). Compared with

HIL optimization seeking a one-shot optimum, learning an optimal tuning policy under

POMDP needs more prerequisite validations of its feasibility from both theoretical and

practical sides, which are lacking as of now.

Given challenges facing HIL optimization and RL separately, a novel solution is to
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put them together in a hierarchical way. Based on this solution, we developed an unified

framework, in which HIL optimization was designed to identify an optimal target joint

kinematics with respect to a specified metric of human walking performance, and RL was

used to yield an optimal policy for tuning high-dimensional control parameters to match the

kinematic target. The rationale behind the solution is that (1) we can typically parameterize a

joint kinematics with a few features with which BO is able to optimize [39,88,100,101], and (2)

compared to joint impedance, knee movement pattern in walking is more comprehensible

for people. Consequently, as an intermediate variable, the parameterized kinematics builds

a bridge between HIL optimization at top and RL at bottom, enabling improvement of

human walking performance and avoiding the limited scalability. Therefore, in this study,

we aimed to develop this novel hierarchical optimization framework for prosthetic knee

control and plan to show the feasibility of this design concept on tuning 12 prosthesis knee

control parameters to improve user’s gait symmetry of propulsive impulse. To our best

knowledge, none of previous studies has realized this concept or shown its feasibility in

prosthetic control.

Note that different from most of previous studies in the field of wearable robots that

focused on reducing metabolic cost, we looked at the improvement on gait symmetry

of propulsive impulse. The reasons are twofold. First, although completely restoring gait

symmetry may not be the essential goal for amputees, improving walking symmetry is one

of rehabilitation goals for lower limb amputees because asymmetrical gait is associated

with many secondary issues, such as osteoarthritis of unamputated joints [102] and lower

back pain [103]. Moreover, many studies attribute the asymmetry to deficit in propulsive

impulse generated by the prosthetic limb [104,105]. Second, successful cases of applying HIL

optimization to achieve metabolic cost reduction, by far, involved only able-bodied users

rather than amputees or populations affected by physiological or neurological conditions.

Indeed, a few studies have questioned the feasibility of reducing energy expenditure by
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optimizing the prosthetic control alone while neglecting amputees’ reactions [106, 107]. In

contrast, gait symmetry has shown to be significantly influenced by prosthetic control as

reported in [108].

The main contributions of this study are as follows:

1. We presented a novel prosthesis control optimization framework, leveraging from

the benefits of HIL optimization and RL optimal control.

2. We developed Bayesian optimization (BO), a typical HIL optimization approach, for

seeking an optimal target knee kinematics to improve the propulsive impulse gait

symmetry.

3. We integrated RL into BO in a hierarchical fashion to enable the tuning of high-

dimensional control parameters for a robotic knee prosthesis.

4. We demonstrated the feasibility of the proposed framework with experimental vali-

dations on both able-bodied and lower-limb amputee participants.

4.2 Methods

4.2.1 Framework Overview

In this study, we proposed a hierarchical HIL framework to rapidly identify the optimal

prosthetic knee kinematics and corresponding control parameters that minimized user’s

gait asymmetry. As shown in Fig. 4.1, this was achieved through the use of both BO and RL

to supplement a well-established FSM-IC of robotic knee prostheses. Two nested loops

were involved in the optimization. The outer loop utilized BO to find the optimal target knee

kinematics based on the user’s gait symmetry performance, while the inner loop leveraged

an impedance tuning policy obtained by RL to adjust control parameters of FSM-IC for

tracking the target knee kinematics generated by the preceding BO.
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Symmetry Index

The gait symmetry performance regarding the bilateral anteroposterior (AP) propulsive

impulse was quantified by a symmetry index (SI)

SI=
IPI − IPP

0.5(IPI + IPP )
, (4.1)

where IPI and IPP are AP propulsive impulses generated by the intact and prosthetic limbs,

respectively. The SI is negative when the impulse from the prosthetic side is greater than

that from the intact side; and zero SI represents perfect symmetry.

The AP propulsive impulses in (4.1) were calculated based on the method reported

in [108, 109]. Specifically, it is defined as the sum of the integration of ground reaction force

(GRF) in AP direction during terminal double limb support (TDS) and the integration of

the positive AP GRF during single limb stance (SS)

IPλ =

∫

TDS

Fλd t +

∫

SS

Relu(Fλ)d t , (4.2)

where subscript λ represents the side of interest (could be either intact side or prosthetic

side), F is the GRF in AP direction and Relu is the rectified linear function.

Knee Feature

As illustrated in Fig. 4.1, a typical knee kinematics of one gait cycle (from the heel strike to

the next heel strike of the same foot) during walking can be characterized by four discrete

points (local extremum). We selected magnitudes of these points as a feature Pm={1,2,3,4}

to represent the kinematics while neglecting timings. This was because the timings were

found to have lower signal-to-noise ratio, compared to magnitudes, in response to varying

control parameters in our previous study [90].
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Impedance Parameters

Based on critical gait events [14], FSM-IC segments a single gait cycle into four distinct

phases, which are stance flexion (STF), stance extension (STE), swing flexion (SWF) and

swing extension (SWE) respectively. Each phase has the corresponding three impedance

parameters that are fed into the controller to generate a torque τ at the prosthetic joint by

following the control law

τ= K (θe −θ )−Cω, (4.3)

where θ andω represent measured knee joint angle and angular velocity, respectively. The

stiffness K , the equilibrium angle θe and the damping C are collectively called impedance

parameters. Therefore, a total of 12 impedance parameters are needed to control a pros-

thetic knee.

4.2.2 Reinforcement Learning Based Impedance Tuning

In this study, we ran RL to obtain an independent tuning policy for each phase in parallel.

Without loss of generality, the following formulation involves only one of the four phases

and can be generalized to others.

Following our previous works [39, 101], we considered the human-prosthesis system

as a discrete-time nonlinear system with unknown dynamics f and an impedance tuning

policy π,

x (t+1)= f (x (t ), u (t )), t = 0, 1, . . .

u (t )=π(x (t ))
(4.4)

where t denotes the index of impedance update in the inner loop. The state x is defined

as differences between the measured and target knee feature ∆P , while the action u is
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Figure 4.1 Schematic illustration of the hierarchical human-in-the-loop optimization framework for a robotic knee prosthesis system
with the FSM-IC. Two nested tuning loop are included in the framework, the inner tuning loop is denoted by solid arrows and the outer
loop is denoted by dashed arrows. The outer loop takes a pair of target feature and corresponding propulsive impulse symmetry index
evaluated on the human-prosthesis system as input, and it outputs the next target feature to evaluate via Bayesian optimization. To
evaluate the target feature generated by outer loop, the inner loop utilizes an impedance tuning policy obtained by reinforcement
learning to drive the measured knee feature to approach the target feature, where twelve impedance parameters in the FSM-IC and
interaction torque with users are automatically regulated based on the deviation between the measured and target knee feature. The
knee feature is defined as a collection of characteristic angles of four local extremum on the knee kinematics, representing the respective
phase of STF, STE, SWF and SWE in a gait cycle.
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defined as adjustments of impedance parameters [∆K ,∆θe ,∆C ]T . The domain of f (x , u )

is denoted as{(x , u )|x ∈ X , u ∈U }, where X and U are compact sets.

To enable RL to get a policy that can keep the state (i.e., feature deviation) as close to

zero as possible with minimal control changes, we assign the following scalar stage cost at

each instance of impedance update,

g (x (t ), u (t )) = x (t )
T Rs x (t )+u (t )

T Ra u (t ) (4.5)

where Rs ∈R1×1 and Ra ∈R3×3 are both positive semi-definite matrices.

Given a policy πi and the stage cost, the discounted cost-to-go in an infinite horizon

Q (i ) (i.e., the action-dependent value function) is yielded as follows,

Q (i )(x (t ), u (t )) =g (x (t ), u (t )) +
∞
∑

l=t+1

αl−t g (x (l ), u (l ))

=g (x (t ), u (t )) +αQ (i )(x (t+1),πi (x (t+1)))

(4.6)

where α is the discount factor and superscript i denotes the index of policy update through-

out the learning. The value function reflects a long-term performance when action u (t ) is

applied to state x (t ) and the same policy πi is followed thereafter.

To seek an optimal policy, RL needs to solve the following Bellman optimality equation

to minimize the cost-to-go [83],

Q ∗(x (t ), u (t )) =min
π

Q (x (t ), u (t ))

= g (x (t ), u (t )) +αmin
u (t+1)

Q ∗(x (t+1), u (t+1))

= g (x (t ), u (t )) +αQ ∗(x (t+1),π∗(x (t+1)))

(4.7)

where π∗ and Q ∗ denote the optimal impedance tuning policy and the associated optimal

value function, respectively.
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Due to the unknown dynamics and continuous state-action space, deriving a closed-

loop solution is intractable and nearly impossible for our problem. Instead, our previously

proposed approximate policy iteration based algorithm [101] was used in this study to

efficiently find the solution. As a result, a linear parametric combination of basis functions

was utilized to approximate the value function as follows,

Q̂ (i )(x , u ) =φ(x , u )T r (i ) (4.8)

whereφ(x , u ) represents a vector of basis functions of states and actions and r (i ) denotes a

vector of weight parameters corresponding to the i th policy.

In general, starting from an initial admissible policy π(0), the algorithm performed two

steps, policy evaluation and policy improvement, in an alternate way at each iteration i .

Thus, it progressively converged to the approximate optimal policy and value function. The

policy evaluation substituted the value function in (4.6) with approximate parametric basis

functions (4.8) and solved the Bellman equation of policy πi , given training data, as follows,

φ(x (t ), u (t ))T r (i ) = g (x (t ), u (t )) +αφ(x (t+1),πi (x (t+1)))T r (i ). (4.9)

The policy improvement then followed to seek an optimal mapping from state to actions as

an improved policy, with which the next iteration i +1 started,

πi+1(x ) = arg min
u∈U

Q̂ (i )(x , u ) (4.10)

where U is the admissible action space. The detailed algorithm descriptions and imple-

mentations can be found in [101].
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4.2.3 Bayesian Optimization

In this study, we employed BO to optimize the target knee feature to minimize user’s gait

asymmetry as follows,

s ∗ = arg min
s∈V

h (s ) (4.11)

where V represents the candidate domain of target knee features from which the optimal

target s ∗ is allowed to select, and h (·) :R4 −→R is the unknown mapping from features to

symmetry index defined in (4.1).

For BO as discussed in [110], a zero-mean Gaussian process prior was placed on h (s ),

and the measured symmetry indices h̃ (s )were assumed to have an additive white noise

ε∼N (0,δ2
no i s e ). Additionally, the following squared exponential kernel, k (·, ·), was used for

the covariance function of the Gaussian process,

k (sa , sb ) =δ
2
s i g na l exp

�

−
1

2
(sa − sb )

T M(sa − sb )
�

(4.12)

where δs i g na l represents the signal variance of symmetry index, sa and sb are two arbitrary

target features, and M = diag(β1,β2,β3,β4) is a diagonal matrix composed of four char-

acteristic length-scales. Therefore, the Gaussian process was specified by a collection of

hyperparameters θ = {δno i s e ,δs i g na l ,β1,β2,β3,β4}, which can be optimally determined by

maximizing log marginal likelihood of a given data set.

Consider the data set consisting of n paired samples Dn = (Sn , yn ), where Sn ∈ Rn×4

and yn = h̃ (Sn ) ∈Rn×1 are a set of target features and corresponding evaluated symmetry

indices respectively, we can get the mean µ and varianceσ2 of the posterior distribution of

a new target knee feature sn+1 conditioned on the estimates of the hyperparameters by the
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following equation,

µ(sn+1) = kT
n+1(Kn +δ

2
no i s e I)−1yn

σ2(sn+1) = k (sn+1, sn+1)−kT
n+1(Kn +δ

2
no i s e I)−1kn+1 (4.13)

where

kn+1 = [k (sn+1, s1), k (sn+1, s2), · · · , k (sn+1, sn )]
T ,

Kn =















k (s1, s1) · · · k (s1, sn )

...
...

...

k (sn , s1) · · · k (sn , sn )















,

and I is the identity matrix.

With the posterior, we were able to maximize the expectation of the improvement (EI)

function to select the next sample šn+1 for evaluating symmetry index as follows,

šn+1 = arg max
sn+1∈V

EI(sn+1) (4.14)

where

EI(s ) =
�

h (s−)−µ(s )−ξ
�

Φ(Z ) +σ(s )φ(Z ),

h (s−) = min
j=1,...,n

µ(s j ),

Z =
�

h (s−)−µ(s )−ξ
�

/σ(s ).
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The Φ(·) and φ(·) are the cumulative distribution function and the probability density

function of the standard normal distribution, respectively. The parameterξ≥ 0 is to balance

the trade-off of exploration and exploitation.

Note that maximizing the EI function just tells us a good candidate point to sample next

in order to efficiently search the candidate domain, instead of indicating the next point

being selected is the estimated optimum. To get the estimated optimum, we need to seek

out the global minimizer of the up-to-date posterior mean function µ(·).

4.3 Experiments

4.3.1 Participant and Hardware Setup

Three participants, two able-bodied individuals (AB1 and AB2) and one transfemoral am-

putee (TF1), were recruited in this study. The AB participants donned an L-shaped adapter

to be able to walk with knee prostheses, while the TF participant used his a daily socket. All

participants were exposed to sufficient training of powered prosthesis until they can walk

comfortably and confidently without holding the handrail. A written informed consent

was provided to all participants prior to experiments, and the study was approved by the

Institutional Review Board of University of North Carolina at Chapel Hill.

A prototype of robotic knee prosthesis developed in [14] was used in this study. The

prosthesis utilized a slider-crank mechanism, in which the slider was driven by the rotation

of a DC motor (Maxon) through a ball screw (THK), and the crank rotation mimics the knee

motion. A maximum of 80 N ·m torque can be exerted at the joint with such a design. The

motion of prosthetic knee joint was recorded by a potentiometer (ALPS), and the GRF was

measured by a 6-axis load cell (ATI) and an instrumented treadmill (Bertec). A DAQ board

(NI) was used to convert analog readings to digital signals, which was later fed back to the
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control system. The whole control system was implemented by LabVIEW and MATLAB

on a desktop PC. In addition, to get the symmetry performance of walking with passive

prostheses as a baseline measurement, two commercial devices, Total-Knee (Össur) and

C-Leg (Ottobock), were used by AB and TF participants, respectively.

4.3.2 Implementation Details

We considered some practical problems when implementing the proposed hierarchical

HIL optimization for human test. To reduce effects of measurement noise, human stride-

to-stride variance and other environmental uncertainties on the impedance tuning, we set

the impedance update frequency as four gait cycles. That is to say, the RL collected states

from the human-prosthesis system as the sample mean of the previous four gait cycles

using the same impedance. Additionally, a target knee feature was viewed as being reached

whenever the feature deviations of all phases decreased to a tolerance level of 2 degree, to

account for the inherent walking variability [89, 94].

To control the prosthesis at the beginning of test and enable the HIL optimization

to start with, a set of initial impedance parameters were randomly selected. However, to

ensure the feasibility of walking and safety, these random initial impedance parameters

were verified prior to the start of a test by the experimenter either via visual inspection or

via the participant’s verbal expression.

As with the standard practice in previous studies [43, 111], to avoid biased sampling, we

initialized the BO by evaluating 6 distinct target features, which were pseudo-randomly

drawn from evenly spaced sub-regions in the candidate domain with geometry constraints.

The candidate domain and geometry constraints were as shown in Table 4.1, which were

specified to ensure basic gait functions while leaving sufficient space for BO to do sampling.

Lacking the analytical solution to the global maximization of EI in (4.14), we converted
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Table 4.1 Domain and Initial Sampling Sub-Regions of Target Feature

Feature Domain (deg)
Geometry
Constraint

Initial Sampling Sub-regions
(deg)

P1 [4, 16] N/A∗ [4, 8] ∪ [12, 16]
P2 [-5, 14] P2 ≤ P1 [-5, 3] ∪ [6, 14]
P3 [44, 58] N/A [44, 49] ∪ [53, 58]
P4 [0, 3] N/A [0, 3]

∗No constraints imposed on the domain.

it to an equivalent minimization problem and utilized MATLAB’s fmincon function to seek

a numerical solution by feeding 10 random initial guesses to avoid poor local minima.

Similarly, to find the minimum SI, minµ(s ), and its corresponding optimal target feature

predicted by a Gaussian process, the same fmincon function was used with 20 random

initial guesses.

The BO terminated when the following two conditions were both met: (a) Two consecu-

tive absolute differences of predicted minimum SI between adjacent iterations decreased

to a threshold (i.e., 0.05) or below; (b) Two consecutive absolute differences of all hyper-

parameters between adjacent iterations fell below a threshold (i.e., 1). These thresholds

were selected based on a pilot simulation, where we found the BO was able to identify the

optimal target feature when above thresholds were met.

4.3.3 Experimental Protocol

We conducted a single-day experiment on each participant who was asked to perform a

treadmill walking at a constant speed of 0.6 m/s. A whole experiment consisted of two

sessions: (a) optimization session, identifying an optimal target knee feature by the pro-

posed hierarchical HIL, (b) validation session, testing the optimal target and comparing it

with other conditions through a post-test. Prior to the optimization session, we obtained a
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trained impedance tuning policy via RL, detailed training process can be found in [90, 101].

As our previous study showed the policy exhibited robustness against changes of partici-

pants [101], a single policy was used for all participants throughout the study.

For the optimization session, 6 target features generated for initializing the BO, as

depicted in Section 4.3.2, and 14 following target features sampled by BO were set as control

goals in a sequence for the robotic knee prosthesis to reach. The total of 20 target features

were chosen partially based on: (a) our pilot simulation results suggested the BO was mostly

able to converge in 20 iterations, and (b) this number of iterations could practically result

in a reasonable length of an experiment, avoiding fatigue effects of a long walking.

Starting with a random initial impedance, the impedance tuning policy controlled the

robotic prosthesis to hit each target progressively till to the end. The tuning proceeded

alternately by a 3-min walking and a 5-min break. Throughout the tuning, we stored every

measured feature and respective impedance in a buffer. Once a measured feature reached

its respective target, the tuning came into a "steady evaluation" phase, where the policy

kept knee features within the error tolerance (2 degree) for three consecutive impedance

updates. The average SI during the steady evaluation, including 24 gait cycles, was then

used by the BO as the evaluation of the target for updating its Gaussian model. After the

steady evaluation phase, the target got updated by maximizing EI and the impedance was

set to the buffered one corresponding to the feature closest to the new target, reducing the

next tuning time.

For the validation session, each participant went through three conditions: (a) a 3-min

robotic knee walking with optimal target knee feature, (b) a 3-min robotic knee walking with

worst performing target knee feature, and (c) a 3-min passive knee walking. The presenting

order of conditions to participants was randomized, and resting periods were given between

all conditions. The optimal target knee feature was identified by the Gaussian model at the

converged iteration, while the worst performing target knee feature was found after the
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whole optimization session, corresponding to the feature yielding the maximum SI.

4.3.4 Statistical Analysis

We calculated means and standard deviations (STD) of propulsive impulse symmetry index

for each condition and participant in validation session. Prior to comparing differences

between conditions, we conducted the Jarque-Bera test with significance level 0.05 and

verified the collected data from each condition followed the normal distribution. Conse-

quently, the two-sample t-test, with significance level set at 0.05, was conducted to compare

the effect of conditions on the SI for each participant and identify significant changes. All

statistics were conducted using MATLAB’s functions.

4.4 Results and Discussion

4.4.1 Validity of Impedance Tuning Policy

We looked into the evolution of state (i.e., deviation of the measured feature from the target

feature) during impedance tuning between iterations of BO to inspect the efficacy of tuning

policy while target features changed. The representative results of state evolution for the TF1

were selected to present in Fig. 4.2, where changes of feature deviations in the 4th, 8th, 13th,

and 17th BO iterations were displayed. Note that, for each iteration, the feature deviations

started at large magnitudes. This was because a new target feature was set at the beginning

of each iteration, yet the impedance parameters were not immediately matching the target,

leading to jumps in feature deviations. However, regardless of the magnitude at beginning

of each iteration, as the tuning policy engaged in adjusting impedance parameters to reach

the newly set target, all feature deviations progressively went down below the tolerance level

of 2 degree and maintained there for three consecutive updates (i.e, a "steady evaluation"
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Figure 4.2 Representative results of state evolution from TF1’s optimization session. (a)-(d) State
changes versus impedance updates in the 4th, 8th, 13th, and 17th BO iterations.

phase).Similar results were observed in all participants during the optimization session.

The averaged impedance tuning time of one iteration was 8.21 ± 3.01 impedance up-

dates (equivalently 0.99 ± 0.36 min) for AB1, 6.84 ± 2.29 impedance updates (equivalently

0.82± 0.28 min) for AB2, and 10.11± 1.63 impedance updates (equivalently 1.21± 0.20 min)

for TF1. These results demonstrated the validity of the impedance tuning policy trained by

the proposed RL algorithm, and verified the policy’s robustness that enabled the framework

to function.
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4.4.2 Performance of Bayesian Optimization

We determined the time cost of BO during optimization session with the criteria introduced

in Section 4.3.2. Specifically, it took 17, 9 and 13 iterations including 6 initialization iterations

to meet both stopping conditions for participant AB1, AB2 and TF1 respectively. With time

spent on the impedance tuning between iterations being taken into account, the total time

cost was on average 14.1 ± 4.5 min (mean ± STD), ranging from 9 to 17.6 min. The short

optimization time is of significance, suggesting the proposed hierarchical framework is a

promising way to optimize control for robotic prostheses in clinic settings at large scale.

In those scenarios, the user’s endurance is limited, and the clinical practitioner’s time and

labor are expensive, calling for an efficient means to complete the optimization.

For the results of SI in validation session, as shown in Fig. 4.3, the identified optimal

target features and associated impedance parameters improved the gait symmetry index

across all participants, when compared with the worst performing target during optimiza-

tion session and the baseline walking performance with passive devices. Specifically, for

AB1, the SI significantly reduced to 0.58 ± 0.15 under the optimal condition from 0.83 ±

0.16 under the worst condition and 1.18 ± 0.27 under the baseline condition, respectively.

Similar trends were observed in results of AB2 and TF1, where the optimal condition yielded

the SI of 1.02 ± 0.10 and 0.37 ± 0.14 for AB2 and TF1 respectively. They were significantly

lower than those given by the worst condition (1.63 ± 0.12 for AB2, 0.74 ± 0.12 for TF1)

and the baseline condition (2.00 ± 0.25 for AB2, 0.75 ± 0.25 for TF1). Overall, the symmetry

improvement of the optimal condition ranged from 29.84% to 50.14%, with an average im-

provement of 39.21 ± 10.24% over the worst condition. Further still, the optimal condition

gained a substantial improvement averaging at 50.23 ± 0.90% (from 49.22% to 50.59%) over

the baseline condition.

It is noteworthy that the TF1 demonstrated the lowest SI of baseline condition. In
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addition, unlike the results of able-bodied participants, the SI was comparable (i.e., no

significant difference) to the worst performance of robotic prostheses. This may be partially

because amputees are well adapted to their daily-using passive devices. They may have

developed the best strategy to walk with it. As reported in many previous studies [112–114],

robotic prostheses may not be able to substantially improve, if not worsen, the walking

performance of those experienced users of passive devices without a proper controller. Our

evidence shown in Fig.4.3 underscored the necessity and importance of optimizing the

robotic prosthesis control.
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Figure 4.3 Mean propulsive impulse symmetry indices (with error bars representing standard
deviations) yielded on the baseline, worst, and optimal conditions during the validation session of
AB1, AB2 and TF1. The index was significantly different (p-value<0.05) between conditions for each
participant except for TF1 whose baseline and worst conditions were not significantly different.

4.4.3 Kinematics and Kinetics

We examined the identified optimal target knee features and worst performing features as

well as corresponding prosthetic knee kinematics measured during the validation session.
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For AB1, AB2 and TF1, the identified optimal target knee features were [16.0, 14.0, 53.2, 3.0],

[14.3, 12.4, 54.3, 0.4], and [16.0, 14.0, 58.2, 0.0] respectively, whereas the worst performing

features were [14.8,−3.7, 44.8, 1.4], [6.4, 0.2, 55.9, 2.7], and [14.6,−3.3, 46.3, 1.7] respectively.

With these features set as targets for impedance tuning under optimal and worst condi-

tions, the averaged prosthetic knee kinematics for each participant and variances of the

kinematics due to inherent walking variability are displayed in Fig. 4.4. Despite the worst

performing kinematics differing in profile across participants (e.g., a hyper-extension of

stance happened to AB1 and TF1, but not to AB2), the identified optimal target features

and kinematics appeared to share a similar profile for all participants. The most intriguing

characteristic of the shared profile is the plateau during terminal stance, indicating an

under-extension of the prosthetic knee over the period.

In addition, as presented in Fig. 4.5, the anteroposterior GRF profiles of validation

session on both prosthetic and intact sides were investigated. The kinetics results revealed

that the peak propulsive GRF as well as the propulsive impulse, defined in (4.2), were

distinguishable between conditions on the prosthetic side, whereas they were similar for all

conditions on the intact side. Specifically, the peak propulsive GRF on the prosthetic side

reached 137.8±28.8 N, 118.9±23.3 N and 150.9±24.6 N for AB1, AB2 and TF1, respectively,

on the optimal condition, outnumbering those of worst and baseline conditions. The

propulsive impulse exhibited a similar trend that the optimal condition was able to result

in the greatest impulse, which were 37.3± 6.3 N · s, 26.4± 3.6 N · s and 36.3± 4.4 N · s

for AB1, AB2, and TF1 respectively. The increased peak propulsive GRF and propulsive

impulse on the prosthetic side potentially elicited the consistent improvement of symmetry

performance on the optimal condition.
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Figure 4.4 Kinematics of the robotic knee prosthesis yielded on the optimal and worst conditions for AB1, AB2 and TF1 during the
validation session. The kinematics is normalized into a single gait cycle from heel strike to heel strike. The dashed lines represent
averaged kinematics and the shaded areas indicate variances up to one standard deviation.
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Figure 4.5 Anteroposterior GRFs yielded on the optimal, worst and baseline conditions for AB1, AB2 and TF1 during the validation
session. The GRF is normalized into a single gait cycle from heel strike to heel strike. The dashed lines represent averaged GRFs and the
shaded areas indicate variances up to one standard deviation. (a) Prosthetic side results, (b) Intact side results.
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4.5 Conclusion and Future Work

In this paper, we proposed a novel hierarchical framework, which merged BO and RL, to

optimize 12 impedance control parameters of robotic knee prostheses effectively and effi-

ciently with a goal to improve user’s propulsion symmetry in walking. With our framework,

an optimal target knee kinematics was identified via efficient BO sampling, and 12 high-

dimensional impedance parameters of a robotic knee controller were adjusted to match

sampled targets between BO iterations by following an optimal tuning policy yielded by RL.

Experimental results showed the feasibility of integrating RL into BO for high-dimensional

control parameter personalization regardless of how BO sampled target kinematics for

evaluation. In addition, the proposed framework demonstrated a promising capability in

identify the targeted prosthesis knee kinematics and impedance control parameters for all

participants in order to significantly improve the user’s propulsion symmetry in walking.

In principle, our developed framework can be generalized for optimizing high-dimensional

prosthesis control parameters to improve other human walking performances, such as

balance, walking energetic efficiency, and even the user’s preference. The success of such

generalization, however, requires established knowledge on the consistent influence of

prosthesis control on these gait metrics, which is unfortunately not fully available. Future

research on understanding the influence of prosthesis control on human gait performance

is needed [115]. In addition, our robust RL-learned tuning policy enables the potential use

of our framework as an adaptive controller for robotic prosthesis to deal with intra-user

variations in physical condition. However, additional design of wearable sensors for daily

use is needed since the prosthesis tuning goal requires monitor of states of both the prosthe-

sis and the human user. Another promising future work is to extend this control framework

to other wearable devices, such as exoskeletons, for personalized assistance. Finally, our

study only preliminarily validated on engineering control framework with a controlled
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experimental condition and limited number of human subjects. Clinical translation of

this technology requires more research efforts to determine the optimization goal for BO

and systematic evaluations on individuals with lower limb amputations. These will be our

future studies.
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CHAPTER

5

CONCLUSION AND FUTURE WORK

5.1 General Conclusion

This doctoral study focus on the control adaptation problem of robotic knee prostheses,

taking into account both changes of the locomotion task and variance of inter-individual

users. A novel architecture leveraging state-of-the-art machine learning algorithms was

proposed to address outstanding challenges facing previous solutions to the problem, such

as lack of scalability, robustness and efficiency in practical use.

For the adaptation to changes of locomotion task, we developed a new system to recog-

nize user intended locomotion tasks for task-adaptive control of prostheses. The system
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integrated human gaze into machine vision via deep learning. Additionally, as the data

were of multi-modalities, a dynamic time warping based strategy was proposed to fuse

the multimodal data. We demonstrated that the system was able to produce reliable deci-

sions on locomotion mode transitions by aligning temporal predictions from human gaze

and machine vision, and it allowed the control to have flexibility to determine a proper

transition timing by simply adjusting a threshold while ensuring the reliability of decisions.

These promising results suggest great potential of fusing human gaze and machine vision

in future developments of intent recognition for the control of other wearable robots (e.g.,

exoskeleton) beyond robotic prostheses.

Regarding the variance of individual users, to reproduce a predefined normative knee

kinematics as the first step, we proposed an improved solution of an RL-based algorithm

(PICE) to learn impedance tuning policies for high-dimensional parameters efficiently.

The novel solution benefited from an ability of offline-online training and from making a

compromise in using a simplified value function approximation structure. Results of tests

showed that the solution successfully yielded an impedance tuning policy, and significantly

reduced the policy training time. In addition, the deployed policy behaved robustly across

users and tasks. These promising results indicate its great potential for future clinical

applications of automatically personalizing wearable robots.

To push the personalized control for providing overall improvements of the gait perfor-

mance (e.g., gait symmetry) beyond knee kinematics, we developed a novel hierarchical

framework by merging Bayesian optimization and RL. With the framework, an optimal

target knee kinematics corresponding to the most symmetrical gait was identified via effi-

cient sampling of Bayesian optimization; and high-dimensional impedance parameters of

a robotic knee controller were adjusted to match the target by following an optimal tuning

policy trained by the developed RL solution. Experimental results showed the feasibility of

integrating RL into Bayesian optimization for managing high-dimensional control param-
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eters. More importantly, we demonstrated the promising capability of the framework in

improving the user’s overall gait performance (i.e., gait symmetry).

5.2 Future Work

For future work, we will continue on looking into how to fully integrated the intent recog-

nition system into the control system of robotic knee and thoroughly validated through

real-time evaluations. For instance, to provide exact timing of transition for control, addi-

tional on-board information (e.g., ground reaction force and prosthetic kinematics) will

be investigated for providing potential informative sources. In addition, more realistic

scenarios, such as hallways with other pedestrians and outdoor environments, will also be

tested to validate the robustness of recognition results in practical situations.

Another direction is to systematically evaluate these developed tuning approaches that

accommodate for user variance, including the PICE and hierarchical framework. We will test

them on more human participants from targeted population, various terrain types (sand,

grass, foam, etc.) through lengthy experiments of daily use in order to explore their real

clinical values. In addition, it will be also worth to explore the feasibility of generalizing the

proposed hierarchical framework to other gait performances (kinetic symmetry, balance,

metabolic cost, etc.), thus improving the overall quality of life of individuals with lower

limb amputation.
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APPENDIX

A

SUPPLEMENTARY MATERIAL FOR

CHAPTER 2

The task of subsequence DTW is to solve the following optimization problem,

(a ∗, b ∗, W∗) = arg min
nl ∈[1,N ];
ml ∈[a ,b ];

1≤a≤b≤M

fW

�

U, V(a : b )
�

W¬ (w1, w2, . . . , wL )

where a and b are the starting and ending indices of a subsequence of V (the prediction

sequence of eye-tracker), to which the U (the prediction sequence of depth camera) needs
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to match, and W is the warping path containing a sequence of index pairs. The sequence U

is chosen as the baseline for alignment, because, compared with the eye-tracker tending to

move along with gaze, the depth camera is more consistent at identifying the transition

timings by keeping track of terrain changes right ahead of the user. The tuple (a ∗, b ∗, W∗)

denotes the optimal solution. For each index pair wl ¬ (nl , ml )where l ∈ [1, L ], it defines

a correspondence aligning the element unl
of U to the element vml

of V. The total cost

function fW with respect to the warping path W is defined as,

fW =
L
∑

l=1

DJ S (unl
||vml

), (nl , ml ) ∈W

where DJ S (u||v) is the Jensen–Shannon divergence measuring the similarity of each pair of

predictions. Leveraging the dynamic programming technique, a solution (a ∗, b ∗, W∗) to the

optimization can be efficiently solved in O (N M ) time complexity.

Let Ũ and Ṽ denote the optimally warped prediction sequences of depth camera and

eye-tracker, respectively. Because the warped sequences are already aligned and both are of

length L , a fused probabilistic decision can be yielded by simply averaging the probability

distribution across all predictions as follows,

Pr[i ] =
L
∑

l=1

(ũl
(i )+ ṽl

(i ))/L

where the superscript i is the index notation of a vector and Pr[i ] is the fused probability of

i th locomotion mode. The value of i ranges from 1 to 5, corresponding to individual mode

discussed in the study.
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APPENDIX

B

SUPPLEMENTARY MATERIAL FOR

CHAPTER 3

The focus of the analysis is to obtain a qualitative error bound for our proposed PICE

algorithm. We performed this analysis along the line of [80, 116].

We require the following sufficient condition that the following contraction property

holds for any r ⊂Rm under the general projected Bellman operation without constraints

‖projS (TΦr )‖Ξ ≤ ‖Φr ‖Ξ .

The rationale of the assumption is that the property is theoretically guaranteed by adopt-
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ing an on-policy scheme, while it can also be practically fulfilled by means of optimized

sampling when utilizing an off-policy scheme as demonstrated in [116].

With the above assumption and non-expansive property of projections shown below

‖projS+
(·)‖Ξ ≤ ‖projS (·)‖Ξ ≤ ‖·‖Ξ ,

we have the following bounded error between the approximate value function Q̂π and the

ground truth Qπ for the target policy π in the context of PICE

‖Q̂π−Qπ‖Ξ ≤‖Q̂π−projS+
(Qπ)‖Ξ+ ‖projS+

(Qπ)−Qπ‖Ξ

=‖projS+
B (Q̂π)−projS+

B (Qπ)‖Ξ+ ‖projS+
(Qπ)−Qπ‖Ξ

≤α‖projS (T Q̂π)−projS (T Qπ)‖Ξ+ ‖projS+
(Qπ)−Qπ‖Ξ

≤α‖projS (T Q̂π)−projS (T projS (Q
π))‖Ξ+α‖projS (T projS (Q

π))−projS (T Qπ)‖Ξ

+ ‖projS+
(Qπ)−Qπ‖Ξ

≤α‖Q̂π−Qπ‖Ξ+ακ(Θ)‖projS (Q
π)−Qπ‖Ξ+ ‖projS+

(Qπ)−Qπ‖Ξ

≤
1+2ακ(Θ)

1−α
‖projS+

(Qπ)−Qπ‖Ξ ,

where the κ(Θ) denotes the condition number of the matrix Θ ¬ (ΞΛ)− 1
2 . The Ξ and Λ are

diagonal matrices consisting of steady-state probabilities of Markov chains under the

behavior and target policy, respectively.

Let ξ be the largest upper bound of evaluation errors over all iterations of policy evalua-

tion. According to [80, 117], when the policy improvement is performed exactly without

incurring errors (which is guaranteed in this problem setting due to a use of quadratic
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programming solution), the following bound is yielded

lim sup
i→∞

‖ Q̂ (i )−Q ∗ ‖≤
2αξ

(1−α)2
.

This result for off-policy learning may result in a less tight bound if the condition number

is poor. However, it still provides performance guarantees for the solution quality of PICE

with the error being bounded, as opposed to being arbitrarily large. The bound implies that

the proposed algorithm will eventually either converge or oscillate within a suboptimal

policy space where the resulted policy is at most a constant away from the true optimality.
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