
ABSTRACT 

 

MANRING, COLE ARTHUR. Development of Neural Thermal Scattering (NeTS) Modules for 

Reactor Multi-Physics Applications. (Under the direction of Dr. Ayman I. Hawari). 

 

In all current and proposed nuclear reactor designs driven by thermal fission, the space-

time distribution of fission events is inherently dictated by interactions between neutrons, the 

mediators of the fission chain reaction, and the ambient material environment, mostly comprised 

of fuel, moderator, control, reflector, and structural subdomains. During a single fission event, 2-

3 neutrons are óbornô fast (i.e., having high initial kinetic energies, ~ 2 MeV), after which they 

quickly thermalize (i.e., lose energy) to ultimately establish a distribution in thermal equilibrium 

with the surrounding atoms. Upon reaching such energies (~ 0.01-0.1 eV), the neutronôs de Broglie 

wavelength (~ 1-3 Å) approaches the order of interatomic spacing in condensed matter states, and, 

as a result, acquires a greatly enhanced sensitivity to the structural dynamics of these states. This 

sensitivity can be described by the material-dependent distribution function over energy-

momentum phase space, known as the thermal scattering law (TSL) or ( ),S a b. Such interactions 

(and their relation to the fission rate) underscore the importance of accurate thermal neutron 

interaction data in the reactor design process. 

Over recent decades, thermal neutron scattering data has been generated for a variety of 

nuclear materials, using a combination of atomistic simulation and theoretical neutron scattering 

methods. Many of these datasets are stored and disseminated in the form of Evaluated Nuclear 

Data Files (ENDF), where the designation, File 7, is reserved for thermal neutron interaction data. 

While past efforts to incorporate this data into reactor design calculations have proven effective in 

many cases, a new emphasis on multi-physics capabilities highlights several shortcomings. Most 

notably, current evaluations exist only for a relatively small, discrete subset of relevant operating 



temperatures, while typically ignoring other conditional (or compositional) dependencies (e.g., 

pressure). This has led many reactor physics practitioners to implement various interpolation-

based schemes and other reduced-order fitting techniques in close proximity to the neutronics 

calculation. Despite these advancements, such approaches suffer from inherent limitations in 

accuracy, scalability, and memory efficiency.  

As the need for improvement is clear, a new approach is warranted that will allow for more 

realistic multi-physics capabilities. To this end, a novel application of machine learning in nuclear 

data representation was investigated and demonstrated. Using open source deep learning libraries, 

a neural network was designed to represent the TSL for hydrogen in light water. The resulting 

model embeds a compact, multivariate (i.e., momentum exchange, energy exchange, temperature) 

distribution hypersurface onto a bounded input phase space, enabling rapid, high accuracy 

prediction for reactor physics applications.  

Corresponding accuracy levels show roughly an order of magnitude reduction in the 

percent deviation from reference data compared to adjacent methods, bringing the median and 

maximum deviations closer to ~ 0.1% and ~ 1%, respectively. The model size also alleviates the 

storage burden, requiring roughly 200 kB of memory, which is at least one to two orders of 

magnitude less than other approaches. These neural thermal scattering (NeTS) modules represent 

a departure from discrete, static evaluations, instead shifting towards continuous, dynamic 

evaluations provided over a range of operating conditions. Expansion of the NeTS phase space to 

other parameters of interest (e.g., porosity, burnup, pressure) is also highly possible, and the 

implementation of the implied on-the-fly  capability may enable a systematic change in the way 

nuclear data is employed in the design and simulation of nuclear systems.  



 

 

 

 

 

 

 

 

 

 

 

© Copyright 2021 by Cole Arthur Manring 

All Rights Reserved



Development of Neural Thermal Scattering (NeTS) Modules for Reactor Multi-Physics 

Applications 

 

by 

Cole Arthur Manring 

 

A dissertation submitted to the Graduate Faculty of 

North Carolina State University 

in partial fulfillment of the 

requirements for the degree of 

Doctor of Philosophy 

 

Nuclear Engineering 

 

Raleigh, North Carolina 

2021 

 

APPROVED BY: 

 

_______________________________                       _______________________________ 

Dr. Ayman I. Hawari                                                            Dr. Benjamin Beeler 

Committee Chair 

 

_______________________________                       _______________________________ 

Dr. Xu Wu                                                                       Dr. Albert Young 



 

ii  

 

DEDICATION  

To my wife and best friend, Alexandria, for your love and support during the completion 

of my degree. 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

iii  

 

BIOGRAPHY  

Cole Manring was born in High Point, North Carolina and raised in the nearby town of 

Kernersville. After graduating Salutatorian from Wesleyan Christian Academy in 2012, Cole 

attended North Carolina State University where he graduated summa cum laude in 2016 with a 

Bachelor of Science in Nuclear Engineering. In the summer of 2014, he began undergraduate 

research in Dr. Hawariôs group that continued throughout junior and senior year. Following the 

completion of his undergraduate studies and two internships at Idaho National Laboratory, Cole 

attained a Master of Nuclear Engineering degree in 2017 before pursuing his PhD under Dr. 

Hawari. Novel research performed in a variety of areas during this period led to recognition in 

innovation, numerous publications and conference presentations, and journal peer review 

experience. Cole will continue his career as a data scientist following graduation.   



 

iv 

 

ACKNOWLEDGMENTS  

I would like to offer my tremendous thanks to Dr. Ayman Hawari for his steady guidance 

and support throughout my graduate research experience. Working with someone who values 

innovation and who is not afraid of a challenge has been a true pleasure and will set a strong 

standard for my career. Dr. Hawariôs encouragement of intellectual rigor and cultivation of both 

team mission and individual freedom in pursuit of that mission have left a welcome mark on my 

time in his research group. 

I would also like to thank Dr. Benjamin Beeler, Dr. Xu Wu, and Dr. Albert Young for 

selflessly investing their time as members of my committee.  

Lastly, in addition to Dr. Hawariôs guidance, I would like to thank my former colleagues, 

Jonathan Wormald and Yuwei Zhu, for their mentorship during my earliest years in the group. 

Your time and effort spent in the transferal of knowledge have paid off and have been paid forward.  

  

  



 

v 

 

TABLE OF CONTENTS  

 

LIST OF TABLES ....................................................................................................................... viii  

 

LIST OF FIGURES ....................................................................................................................... ix 

 

LIST OF ABBREVIATIONS ..................................................................................................... xvii  

 

CHAPTER 1 Introduction............................................................................................................... 1 

1.1 Motivation ............................................................................................................................. 1 

1.1.1 Overview ........................................................................................................................ 1 

1.1.2 Advanced Reactor Development ................................................................................... 2 

1.1.3 Reaction Rates ............................................................................................................... 3 

1.2 Thermal Neutron Scattering Data ......................................................................................... 6 

1.2.1 Formats and Implementation ......................................................................................... 6 

1.2.2 Notable Disadvantages ................................................................................................... 8 

1.2.3 Previous Approaches ..................................................................................................... 9 

1.3 An Alternative Approach .................................................................................................... 10 

1.3.1 Artificial Neural Networks .......................................................................................... 10 

1.3.2 Representation via Deep Learning ............................................................................... 14 

1.4 Implications and Objectives ................................................................................................ 16 

 

CHAPTER 2 The Thermal Scattering Law .................................................................................. 17 

2.1 Physical Interpretation ........................................................................................................ 17 

2.1.1 Thermalization ............................................................................................................. 17 

2.1.2 The Weighting Function .............................................................................................. 19 

2.2 Theoretical Formulation...................................................................................................... 22 

2.2.1 Thermal Neutron Scattering in the Schrödinger Picture .............................................. 22 

2.2.2 The Van Hove Picture .................................................................................................. 34 

2.2.3 Detailed Balance and Moment Rules ........................................................................... 36 

2.3 Computational Pathways .................................................................................................... 40 

 

CHAPTER 3 Liquid TSL Evaluation in FLASSH ........................................................................ 44 

3.1 Diffusive Behavior in Liquids ............................................................................................ 44 

3.1.1 Types and Time Scales ................................................................................................ 44 

3.1.2 Asymptotic Limits and Difficulties ............................................................................. 48 



 

vi 

 

3.1.3 Investigation via Neutron Scattering Experiments ...................................................... 51 

3.2 The Standard Treatment ...................................................................................................... 57 

3.2.1 Convolution.................................................................................................................. 57 

3.2.2 Theoretical Models ...................................................................................................... 60 

3.2.3 Alternative Methods..................................................................................................... 67 

3.3 FLASSH Overview .............................................................................................................. 68 

3.3.1 General Capabilities ..................................................................................................... 68 

3.3.2 Liquid Physics Module ................................................................................................ 72 

3.4 Water Overview .................................................................................................................. 76 

3.4.1 Current Understanding ................................................................................................. 76 

3.4.2 Molecular Dynamics Model ........................................................................................ 86 

 

CHAPTER 4 NeTS Development ................................................................................................ 95 

4.1 NeTS Introduction .............................................................................................................. 95 

4.1.1 NeTS Module Definition ............................................................................................. 95 

4.1.2 Production Stages......................................................................................................... 97 

4.2 TSL Data Generation .......................................................................................................... 99 

4.2.1 The DOS ...................................................................................................................... 99 

4.2.2 Other Inputs ............................................................................................................... 114 

4.2.3 FLASSH Looping ....................................................................................................... 119 

4.3 NeTS Input Preparation .................................................................................................... 121 

4.3.1 Preprocessing ............................................................................................................. 121 

4.3.2 Feature Selection and Creation .................................................................................. 129 

4.4 NeTS Design and Training ............................................................................................... 139 

4.4.1 Guiding Principles ..................................................................................................... 139 

4.4.2 Hyperparameter Selection, Architecture, and Training ............................................. 141 

4.4.3 Performance Metrics and Evaluation ......................................................................... 167 

4.4.4 Performance in Context ............................................................................................. 180 

4.5 Guidance Regarding NeTS Packaging, Dissemination, and Use ..................................... 185 

4.5.1 Packaging ................................................................................................................... 185 

4.5.2 Dissemination ............................................................................................................ 187 

4.5.3 Use ............................................................................................................................. 188 

 

CHAPTER 5 Conclusions........................................................................................................... 190 

5.1 Results Summary .............................................................................................................. 190 



 

vii  

 

5.2 Implications....................................................................................................................... 190 

5.3 Suggestions for Future Work ............................................................................................ 192 

5.3.1 Architecture and Methods .......................................................................................... 192 

5.3.2 Memory Consumption and Speed .............................................................................. 193 

5.4 Final Thoughts .................................................................................................................. 193 

 

REFERENCES ........................................................................................................................... 195 

 

APPENDIX ................................................................................................................................. 204 

Appendix A. The Phonon Expansion.......................................................................................... 205 

 

  



 

viii  

 

 LIST OF TABLES   

Table 1.1     Select LEIP Labs TSL file sizes. ................................................................................ 9 
 

 

Table 3.1     TIP4P/2005f parameters. .......................................................................................... 88 
 

 

Table 4.1     List of 17 temperatures used in the water MD simulations and TSL evaluation.... 109 

 

Table 4.2     Comparison of interpolation method accuracy for hydrogen DOS data generation 

(lowest/best in bold). ............................................................................................... 110 

 

Table 4.3     Parameterization of the cyclic learning rate schedule used in this work. ............... 147 

 

Table 4.4     Weight initialization test results for a simple 6-128(4)-1 network architecture 

(lowest/best in bold). ............................................................................................... 154 

 

Table 4.5     Performance of select weighted skip connection settings (each averaged over  

four runs) for a 6-128(4)-1 network architecture (lowest/best in bold). Weight  

values given as a:b:c, for example, correspond to the weights of connections 

skipping 1, 2, and 3 hidden layers, respectively. ..................................................... 161 

 

Table 4.6     Summary of the hyperparameter/design space selections for 3-D training. ........... 165 

 

Table 4.7     Accuracy of the 3-D NeTS module (run 1) as measured by the mean, median,  

and maximum APDs. Percentages of APDs less than 1 and 2% are also given for 

each dataset. Results for the complete input grid are in bold. Validation  

sometimes abbreviated as V. ................................................................................... 179 

 

Table 4.8     Accuracy of the best 3-D NeTS module (run 2) as measured by the mean,  

median, and maximum APDs. Percentages of APDs less than 1 and 2% are also 

given for each dataset. Results for the complete input grid are in bold. Validation 

sometimes abbreviated as V. ................................................................................... 179 
  



 

ix 

 

LIST OF FIGURES 

Fig. 1.1.     First SMR design to gain Nuclear Regulatory Commission (NRC) approval. ............ 2 

 

Fig. 1.2.     Neutron life cycle highlighting predominant production and removal mechanisms.... 4 

 

Fig. 1.3.     Comparison of the ENDF/B-VII.1 U-235 total fission cross section from the NNDC 

database with a representative neutron flux spectrum for a VHTR [8]. ....................... 6 

 

Fig. 1.4.     Nuclear data pipeline highlighting the role of the nuclear data community. ............... 7 

 

Fig. 1.5.     Representative fully-connect FNN architecture with input, hidden, and output  

layers. .......................................................................................................................... 11 

 

Fig. 1.6.     Common activation functions used in DNNs to enable nonlinear feature learning. .. 13 

 

Fig. 1.7.     Neural thermal scattering (NeTS) modules in context of the broader artificial 

intelligence (AI) landscape. ........................................................................................ 15 
 

 

Fig. 2.1.     U-238 (red) and C-elemental (black) total cross sections (finite temperature) from  

the NNDC ENDF database with approximate energy regimes. ................................. 18 

 

Fig. 2.2.     TSL for hydrogen in heavy paraffinic oil at 293 K. ................................................... 20 

 

Fig. 2.3.     TSL for Li in FLiBe molten salt at 773 K. ................................................................. 21 

 

Fig. 2.4.     Representative Gaussian wave packet evolution in time. ........................................... 24 

 

Fig. 2.5.     The logit function expressed in terms of the upscattering probability. ...................... 37 

 

Fig. 2.6.     Prominent TSL computation pathways for crystalline solids (blue) and amorphous 

materials (e.g., liquids, green), as well as the direct method (red). FT is Fourier 

transform. .................................................................................................................... 41 
 

 

Fig. 3.1.     Relevant diffusion time scales for simple (green) and complex (blue) molecular 

liquids bounded by short-time ófreeô (red) and long-time hydrodynamic (purple) 

regimes. ....................................................................................................................... 45 

 

Fig. 3.2.     Representative pair (a) inter-atomic/molecular interaction with bond (b), angle (c), 

dihedral (d), and improper (e) intramolecular interactions involving two atom types 

(black and red). ........................................................................................................... 46 

 

Fig. 3.3.     A subset of dominant in-plane diffusive dynamics for water (H ï red, O ï black)  

over different time and length scales: bond stretching (light green), angle bending 



 

x 

 

(purple), hindered molecular rotation (light blue), intermolecular vibration  

(yellow), molecular translation (dark green), cluster rotation about a COM (dark 

blue), and cluster translation (black). .......................................................................... 47 

 

Fig. 3.4.     Qualitative mean squared displacement behavior over time (with exaggerated R0
2) 

divided into three separate regimes: the free gas limit (t < tshort), an intermediate 

region (tshort < t < t long) characterized by a relatively complex superposition of 

phenomena, and the asymptotic diffusion domain (t > tlong). ..................................... 50 

 

Fig. 3.5.     Simplified representation of a triple-axis spectrometer (TAS) used in steady-state 

inelastic neutron scattering experiments. .................................................................... 52 

 

Fig. 3.6.     Kinematically óallowedô regions of ‌Ⱦ‍ space given by curve interiors for a  

hydrogen target atom at 300 K. Incoming energies are given at 10 (red) and 20 

(black) meV (final energies are positive). ................................................................... 53 

 

Fig. 3.7.     Lorentzian function given in terms of arbitrary values of the diffusion coefficient  

and the scattering vector, ‖ ρ. ................................................................................. 55 

 

Fig. 3.8.     FWHM relation for the Lorentzian TSL form illustrating a linear dependence in ˁ2 
alongside a more realistic relationship with a nonlinear dependence. ........................ 56 

 

Fig. 3.9.     Separation of the total DOS (red) into the translational (blue) and oscillatory  

(green, i.e., solid-type) components. ........................................................................... 59 

 

Fig. 3.10.   Schofield DOS form evaluated for arbitrary ὧ and Ὠ values. ..................................... 64 

 

Fig. 3.11.   Qualitative (i.e., arbitrarily parameterized) width function comparison for the solid 

(black), free gas (red), asymptotic (blue), and Schofield (green) models. .................. 65 

 

Fig. 3.12.   Schofield diffusion model given for low and high ‌ demonstrating a smooth (and 

relatively simple) transition from asymptotic (i.e., Lorentzian) to free  

(i.e., Gaussian) forms. ................................................................................................. 66 

 

Fig. 3.13.   Simplified schematic of the FLASSH code workflow beginning with the GUI, 

proceeding through the inelastic (red) and elastic (blue) calculations, and ending  

with integration and postprocessing routines (green). The liquid physics module  

(used in this work) is outlined in bold red dashes. ...................................................... 70 

 

Fig. 3.14.   Representative FLASSH GUI configuration for hydrogen in light water at 300 K 

illustrating smart default presets and ógrey-outô policies. ........................................... 71 

 

Fig. 3.15.   FLASSH GUI landing page with project folder specification, input file creation,  

and run tabs. ................................................................................................................ 72 

 



 

xi 

 

Fig. 3.16.   LP module workflow, involving adaptive grid generation, liquid model 

parameterization and evaluation, interpolation, convolution, and conversion. .......... 74 

 

Fig. 3.17.   Representation of the resolution search process where (starting from an initial 

estimate) the resolution is determined arbitrarily in terms of the ratio dhalf / dpeak.  

This process compares the actual and interpolated values at the halfway point 

between zero and the first nonzero grid point. Naturally, a lower ratio gives higher 

accuracy but results in a finer (larger) grid (and vice versa), which takes more time  

to convolve. ................................................................................................................. 75 

 

Fig. 3.18.   Hydrogen bond (HB) between two water molecules with one donor (D) and one 

acceptor (A). ............................................................................................................... 78 

 

Fig. 3.19.   Water tetramer (i.e., four water molecules bound together by HBs) exhibiting a  

ring structure. .............................................................................................................. 79 

 

Fig. 3.20.   Molecular diagram representing three (red), four (red + green), five (red + blue),  

and six (red + green + blue) interaction site models. .................................................. 81 

 

Fig. 3.21.   Staircase representing the escalation of theoretical fidelity and computational  

demand associated with more realistic quantum material descriptions  

(DFT or better). ........................................................................................................... 83 

 

Fig. 3.22.   Water simulation box containing 504 molecules with O atoms (red), H atoms  

(white), and HBs (blue)............................................................................................... 89 

 

Fig. 3.23.   MSD for each simulated temperature averaged over 1000 5 ps loops. ...................... 90 

 

Fig. 3.24.   The self-diffusion coefficient (not adjusted for size effects) as a function of 

temperature compared with experimental data. .......................................................... 90 

 

Fig. 3.25.   Density as a function of temperature compared to experimental data [76, 94]. ......... 91 

 

Fig. 3.26.   Hydrogen VACF at 300 K over the first 1 ps and 300 fs (subplot). ........................... 92 

 

Fig. 3.27.   Full-range (i.e., 5 ps) hydrogen VACF at 300 K indicating a transition from high to 

low correlation regimes around 650 fs........................................................................ 93 

 

Fig. 3.28.   Hydrogen VACF at each evaluation temperature from 283 K to 650 K exhibiting 

significant variation above ~ 3 fs. ............................................................................... 94 
 

 

Fig. 4.1.     NeTS module production stages with application phase. ........................................... 98 

 

Fig. 4.2.     Hydrogen DOS at 300 K with corresponding intra- and intermolecular energy  

modes labeled............................................................................................................ 100 



 

xii  

 

 

Fig. 4.3.     Hydrogen DOS at every evaluation temperature from 283 K to 650 K  

demonstrating high-energy peak shifts. .................................................................... 101 

 

Fig. 4.4.     Hydrogen DOS at every evaluation temperature from 283 K to 650 K showing the 

low energy region with relevant peak shifts. ............................................................ 101 

 

Fig. 4.5.     Hydrogen DOS at select temperatures emphasizing the OH stretch mode as it  

blue-shifts with increasing temperature. ................................................................... 103 

 

Fig. 4.6.     Hydrogen DOS at select temperatures emphasizing the HOH bend mode as it red-

shifts with increasing temperature. ........................................................................... 103 

 

Fig. 4.7.     Hydrogen DOS at select temperatures emphasizing various intermolecular modes  

as they red-shift with increasing temperature. The tendency towards increased  

flow (i.e., higher diffusion coefficients) is also observed at the lowest energies  

(< ~ 0.0125 eV). ........................................................................................................ 104 

 

Fig. 4.8.     Linear fit through experimental translational weight data used to parameterize the 

diffusive model in this work. .................................................................................... 105 

 

Fig. 4.9.     Temperature dependence of diffusive Ὠ values derived from MD self-diffusion 

coefficients. ............................................................................................................... 106 

 

Fig. 4.10.   Temperature dependence of ὧ computed from wtrans. and Ὠ. .................................... 106 

 

Fig. 4.11.   Implied clustering vs. temperature computed from wtrans.. The dashed line at a  

value of 1 emphasizes the decreasing trend towards an effective mass equal to the 

molecular mass.......................................................................................................... 107 

 

Fig. 4.12.   Linearly interpolated 75 temperature DOS dataset for FLASSH TSL generation. .. 111 

 

Fig. 4.13.   75 temperature DOS dataset showing peak shifting and broadening with  

increasing temperature. Vertical dashed lines (roughly centered for the lowest 

temperature, i.e., 283 K) and horizontal spanning arrows (placed on the HOH  

bend and OH stretch peaks) are added for emphasis. ............................................... 112 

 

Fig. 4.14.   Bound DOS weighting factor, Ὢ, as a function of energy and temperature. Moving 

from 300 K (black) to 1200 K (blue) corresponds to an increase in the number of 

available energy states. ............................................................................................. 113 

 

Fig. 4.15.   Weighted hydrogen DOS in light water at 302.8 K demonstrating the relative 

importance of DOS features...................................................................................... 114 

 

Fig. 4.16.   The ‌ grid used in this work displayed in semi-log. ................................................ 118 

 



 

xiii  

 

Fig. 4.17.   The ‍ grid used in this work with a semi-log inset for emphasis at low ‍ values. .. 119 

 

Fig. 4.18.   Process flow diagram for FLASSH run looping with temperature-dependent  

inputs. Associated I/O files are also highlighted in green boxes. ............................. 120 

 

Fig. 4.19.   TSL for H in H2O at 450 K (arbitrarily selected in the center of the original 

evaluation range). ...................................................................................................... 121 

 

Fig. 4.20.   TSL for H in H2O at 450 K (arbitrarily selected near the center of the original 

evaluation range) against ‌ for select ‍. .................................................................. 122 

 

Fig. 4.21.   TSL for H in H2O at 450 K (arbitrarily selected near the center of the original 

evaluation range) against ‍ for select ‌. .................................................................. 122 

 

Fig. 4.22.   TSL temperature dependence for randomly selected ‌Ⱦ‍ values. ........................... 124 

 

Fig. 4.23.   Arrhenius-type plot of TSL temperature dependence for randomly selected ‌Ⱦ‍ 

values. ....................................................................................................................... 124 

 

Fig. 4.24.   Randomly generated 2-D input grids constructed via the described grid and free 

sampling methods following an initial lattice creation. Points included in the  

training set are represented in white. For comparison purposes, both the grid and  

free sampled examples represent a similar split fraction (i.e., ~ 84/16 train/test). ... 127 

 

Fig. 4.25.   Scaled and trimmed 2-D (at 283 K) TSL surface using grid sampling. ................... 128 

 

Fig. 4.26.   Scaled and trimmed 2-D (at 283 K) TSL surface using free sampling. ................... 129 

 

Fig. 4.27.   The 12 edges of 3-D input space forming a bounding box. ..................................... 131 

 

Fig. 4.28.   An arbitrary prediction coordinate (red cube) in 3-D input space with 12 

corresponding, 1-D edge features (blue arrows). These features are used to aid the 

TSL prediction at the given coordinate. .................................................................... 132 

 

Fig. 4.29.   1-D edge of the full 3-D input set corresponding to the lowest ‍ and Ὕ values. ..... 133 

 

Fig. 4.30.   1-D edge of the full 3-D input set corresponding to the lowest and highest ‍ and Ὕ 

values, respectively. .................................................................................................. 133 

 

Fig. 4.31.   1-D edge of the full 3-D input set corresponding to the highest and lowest ‍ and Ὕ 

values, respectively. .................................................................................................. 134 

 

Fig. 4.32.   1-D edge of the full 3-D input set corresponding to the highest ‍ and Ὕ values. .... 134 

 

Fig. 4.33.   1-D edge of the full 3-D input set corresponding to the lowest ‌ and Ὕ values. ..... 135 

 



 

xiv 

 

Fig. 4.34.   1-D edge of the full 3-D input set corresponding to the lowest and highest ‌ and Ὕ 

values, respectively. .................................................................................................. 135 

 

Fig. 4.35.   1-D edge of the full 3-D input set corresponding to the highest and lowest ‌ and Ὕ 

values, respectively. .................................................................................................. 136 

 

Fig. 4.36.   1-D edge of the full 3-D input set corresponding to the highest ‌ and Ὕ values. .... 136 

 

Fig. 4.37.   1-D edge of the full 3-D input set corresponding to the lowest ‌ and ‍ values. ..... 137 

 

Fig. 4.38.   1-D edge of the full 3-D input set corresponding to the lowest and highest ‌ and ‍ 

values, respectively. .................................................................................................. 137 

 

Fig. 4.39.   1-D edge of the full 3-D input set corresponding to the highest and lowest ‌ and ‍ 

values, respectively. .................................................................................................. 138 

 

Fig. 4.40.   1-D edge of the full 3-D input set corresponding to the highest ‌ and ‍ values. .... 138 

 

Fig. 4.41.   Growth of hyperparameter search space (matrix values) as a function of the  

number of hyperparameters and the number of evaluation points per  

hyperparameter. ........................................................................................................ 142 

 

Fig. 4.42.   Simplified loss landscape illustrating the path through weight space taken by  

learning rates of different sizes. The optimal path (red) also decreases the learning 

rate with each step. .................................................................................................... 144 

 

Fig. 4.43.   Learning rate ramp test for an arbitrary 3-D training case demonstrating the  

impact of learning rate on the loss metric. ................................................................ 145 

 

Fig. 4.44.   Triangle-based, exponentially decaying, cyclic learning rate policy used in this  

work. ......................................................................................................................... 146 

 

Fig. 4.45.   Initial 2-D trial architecture showing layer/matrix dimensions and activation 

functions (where applicable). The variables ni, wiŸh,1, and biŸh,1 represent the  

number of input layer neurons, the weight matrix connecting the input layer to the 

first hidden layer, and the corresponding bias vector, respectively (the others are 

likewise defined). Black arrows represent layer connections. .................................. 151 

 

Fig. 4.46.   Representative linear layer operation flow with an affine transformation 

(characterized by weight and bias matrices, ὡ and ὦ, respectively) and activation 

function, Ὤ, relating the input matrix, ὢ, to the output matrix, Ὣ. ............................ 152 

 

Fig. 4.47.   Scaling relationship between nh and the number of network parameters for 128 

neurons per hidden layer. .......................................................................................... 155 

 



 

xv 

 

Fig. 4.48.   Relationship between accuracy (as measured by MAPD) and nhidden_layers averaged 

over four 2-D training runs (for each case). Case 1 (dark gray) and Case 2 (blue) 

examine constant nh with increasing nhidden_layers (only switching weight  

initialization schemes). Case 3 (red) keeps the total number of network parameters 

roughly constant at ~ 5000 with increasing nhidden_layers. The y-axis values, at this 

stage, are of no practical importance beyond their use as a relative measure for 

qualitative comparison. ............................................................................................. 156 

 

Fig. 4.49.   Scaling relationship between nh and the number of network parameters for four 

hidden layers. ............................................................................................................ 157 

 

Fig. 4.50.   Relationship between accuracy (as measured by MAPD) and nh averaged over an 

arbitrary set of unique 2-D training runs. The y-axis values, at this stage, are of no 

practical importance beyond their use as a relative measure for qualitative 

comparison. ............................................................................................................... 158 

 

Fig. 4.51.   Comparison of sequential and dense skip connection schemes for an arbitrary 

sequence of 6 hidden layers. ..................................................................................... 159 

 

Fig. 4.52.   Comparison of representative (monotonic, decreasing) cascading layer schemes: 

geometric (i.e., multiplicative), arithmetic (i.e., additive), and the base case (i.e.,  

no cascading). ........................................................................................................... 164 

 

Fig. 4.53.   Final 3-D NeTS architecture with color-coded layers and skip connections.  

Weights, ά, are given for each skip connection. ...................................................... 166 

 

Fig. 4.54.   Training curves showing MSE loss over ~ 2.5 million iterations (i.e., weight  

updates), or 400 epochs (run 1). Top and bottom datasets are identical, having  

linear and logarithmic x-axes, respectively. The cyclic, decaying learning rate 

schedule (and its period constant, ὒ) is evident in both curves. ............................... 168 

 

Fig. 4.55.   Training curves showing APD over ~ 2.5 million iterations (i.e., weight updates),  

or 400 epochs (run 1). The train median (blue) and validation median (yellow)  

curves overlap considerably, with each eclipsing the 1% accuracy level. Inset  

shows a select portion of the same data with a linear x-axis. ................................... 169 

 

Fig. 4.56.   MAPD trajectory during training (run 2). Darker and lighter cubes represent  

earlier and later training results, respectively. The MAPD settles in the high ‌,  

high ‍, low Ὕ region at the end of training. .............................................................. 170 

 

Fig. 4.57.   TSL prediction surface (run 2) for the lowest evaluation temperature (i.e., 283 K). 172 

 

Fig. 4.58.   APD surface (run 2) for the lowest evaluation temperature (i.e., 283 K). ............... 172 

 

Fig. 4.59.   TSL prediction surface (run 2) for a central evaluation temperature (i.e., 466.5 K). 173 

 



 

xvi 

 

Fig. 4.60.   APD surface (run 2) for a central evaluation temperature (i.e., 466.5 K). ............... 173 

 

Fig. 4.61.   TSL prediction surface (run 2) for the highest evaluation temperature  

(i.e., 650 K). .............................................................................................................. 174 

 

Fig. 4.62.   APD surface (run 2) for the highest evaluation temperature (i.e., 650 K). .............. 174 

 

Fig. 4.63.   Training set APD histogram (run 1). Inset plot shows tail region. ........................... 176 

 

Fig. 4.64.   Validation set APD histogram (run 1). Inset plot shows tail region......................... 176 

 

Fig. 4.65.   Test set APD histogram (run 1). Inset plot shows tail region................................... 177 

 

Fig. 4.66.   Combined validation/test set APD histogram (run 1). Inset plot shows tail region. 177 

 

Fig. 4.67.   Combined train/validation/test set APD histogram (run 1). Inset plot shows tail 

region. ....................................................................................................................... 178 

 

Fig. 4.68.   Combined train/validation/test set APD histogram (run 2) with a fitted  

half-normal distribution. ........................................................................................... 178 

 

Fig. 4.69.   Demonstration of the effect of sample size on accuracy metric uncertainty (mean 

APD in this case, run 1). The uncertainty fraction, „Ⱦ‘, is given for each sample  

size. Each histogram was constructed using 1,000 samples (of a given size) from  

the combined validation/test set data (with replacement), which contains more  

than 60,000 values. ................................................................................................... 180 

 

Fig. 4.70.   Scaled TSL against ‍ for the scaled run 2 MAPD Ŭ/T-1 coordinates, 0.5323/0.75. . 184 

 

Fig. 4.71.   Scaled TSL against ‌ for the scaled run 2 MAPD ɓ/T-1 coordinates, 0.7237/0.75. . 185 

 

  



 

xvii  

 

LIST OF ABBREVIATIONS  

* Includes those appearing at least five times 

 

 

APD  Absolute percent deviation 

 

COM  Center of mass 

 

DFT  Density functional theory 

 

DL  Deep learning 

 

DNN  Deep neural network 

 

DOS  Density of states 

 

ENDF  Evaluated nuclear data file 

 

FLASSH Full law analysis scattering system hub 

 

FWHM Full width at half maximum 

 

H  Hydrogen 

 

HB  Hydrogen bond 

 

MAPD  Maximum absolute percent deviation 

 

MAPE  Mean absolute percent error 

 

MD  Molecular dynamics 

 

ML  Machine learning 

 

MSD  Mean squared displacement 

 

NeTS  Neural thermal scattering 

 

NN  Neural network 

 

NNDC  National nuclear data center 

 

NQE  Nuclear quantum effect 

 

O  Oxygen 



 

xviii  

 

 

TSL  Thermal scattering law 

 

VACF  Velocity autocorrelation function 

 

 

 

 



   

1 

 

CHAPTER 1 Introduction  

1.1 Motivation  

1.1.1 Overview 

Despite continual shifts in geopolitical influences and public opinion regarding nuclear 

energy, its track record of reliable, baseload power delivery remains an important selling point, 

particularly in light of current emission reduction imperatives [1]. More broadly, in addition to 

stated policy goals surrounding emissions, strategic supply directives and a call for international 

leadership in technological innovation underscore a competitive U.S. energy sector [2]. Federal 

funding of nuclear energy continues to be a priority, however, with just under $1 billion requested 

in the Department of Energyôs (DOE) 2020 congressional budget proposal [3].   

Globally, nuclear energy use is widespread, with roughly 440 power reactors providing 

about 10% of the worldôs electricity and 220 research reactors providing outlets for personnel 

training, isotope production, and scientific discovery [4]. Countries such as France and the United 

States derive around 71% and 20% of their electricity, respectively, from nuclear power. Other 

countries, like India and China, currently derive 3% and 5% of their power, respectively, from 

nuclear energy and are planning for significant capacity increases in the near future. Outside of the 

civilian sector, nuclear power has become a mainstay in critical marine propulsion applications of 

the worldôs largest navies, which comprise various nuclear-powered submarines and aircraft 

carriers. Additional use cases receiving increased attention include microreactors to support 

remote military installations and nuclear thermal rockets (NTRs) to support manned missions to 

Mars [5]. In each of these endeavors, the push for advanced nuclear technologies is evident, relying 

on creative innovation to design safer, more efficient reactors.     
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1.1.2 Advanced Reactor Development 

Design and prototype work on so-called Generation IV thermal reactors has increased 

considerably in recent years, centering around improvements in efficiency, safety, utility, and 

proliferation resistance [6]. These research efforts are planned to materialize in a meaningful way 

over the next decade. In addition to programs aimed at the nuclear sector, broader initiatives, such 

as the DOE-funded Exascale Computing Project, are already playing a role in the development of 

Small Modular Reactors (SMRs, Fig. 1.1) [7].  

 

 

Fig. 1.1. First SMR design to gain Nuclear Regulatory Commission (NRC) approval. 
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Under the projectôs energy sub-directive, the ExaSMR application brings national 

laboratory and university collaborators together to advance key neutronics and computational fluid 

dynamics (CFD) codes to achieve unprecedented performance levels on next-generation computer 

hardware. These improvements are intended to provide predictive, high-fidelity simulations of 

advanced reactor systems that will accelerate the development process. Many of these adaptations 

incorporate GPU-enabled software versions alongside state-of-the-art algorithms focused on 

speed, memory efficiency, and physical accuracy.  

One apparent priority, related to physical fidelity, centers around on-the-fly temperature 

dependence of continuous energy nuclear data. While efficient implementation of such data is 

critical, so too is its accuracy. This assertion holds true in any nuclear power system. Several of 

the most promising Gen IV reactor types, namely the Advanced High Temperature Reactor 

(AHTR), the Supercritical Water-Cooled Reactor (SCWR), and the Very High Temperature 

Reactor (VHTR), depend heavily on the interactions of low energy (i.e., thermal, ~ 0.01 to 0.1 eV) 

neutrons, specifically. Other popularized design concepts, including the aforementioned SMR and 

the microreactor, also depend on the material-specific, dynamic nature of these interactions. The 

accurate description of this dependence, which is encapsulated in the thermal scattering law (TSL), 

and its transferal into multi-physics simulations that predict system transient behavior are therefore 

paramount.    

  

1.1.3 Reaction Rates 

Amidst the wider categories of nuclear reactions, which include decay, emission, fusion, 

spallation, and others, the subset of reactions involving neutrons is particularly relevant to the 

operation of nuclear reactors. Among these, scattering and fission are codependent phenomena 
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having a strong influence on power production in the core. The overall balance of neutrons in the 

system is dictated by these and other processes (Fig. 1.2).     

 

 

Fig. 1.2. Neutron life cycle highlighting predominant production and removal mechanisms. 

 

Before proceeding, it is useful to establish some notion of a cross section, which is 

proportional to the probability of any particular reaction pathway occurring. While deferring a 

more in-depth discussion to a later section, the classical intuition of a cross section expressed in 

terms of an interaction area is appropriate to establish the correct relationship. That is, a larger 
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cross section corresponds to a larger probability of interaction. Each of the balancing channels can 

now be quantified in terms of relatively straightforward rate equations of the form 

 Ὑ „ὔ•ὠȟ (1.1) 

where Ὑ  is the reaction rate for channel ὼ in units of time-1, „ is the microscopic cross section 

for channel x in units of length2, ὔ is the atomic number density in units of atoms per length3, • 

is the neutron flux in units of neutrons per length2 per unit time, and ὠ is the domain volume in 

units of length3. Realistically, the situation is a bit more complicated. Given in less simplistic 

terms, the reaction rate equation with its major dependencies can be given as 

 
Ὑ ὸȟὝ „ ὶᴆȟὸȟὝϽὔὶᴆȟὸȟὝϽ•ὶᴆȟὸȟὝὨὶᴆȢ (1.2) 

Here, the spatial dependence, ὶᴆ, captures both continuous, intra-material changes and discrete 

gradations of different components making up the core domain. The temporal degree of freedom, 

ὸ, reflects, among other things, the accumulated structural shifts across length scales over the 

operation period. While it shares a time dependence, temperature, Ὕ, one of the most important 

parameters in reactor safety and operation, is also included and will be revisited in later sections.  

 Combining the scattering and fission processes with an understanding of reaction rates 

illustrates (Fig. 1.3) the role of thermal neutron interactions mentioned in the previous section. In 

this example, neutrons born around 2 MeV rapidly downscatter towards thermal energies around 

0.1 eV, where the U-235 fission cross section is relatively large. This assumes, of course, that these 

neutrons do not leak out of the system and that they are not absorbed outside of the fuel. The 

repetition of this process portrayed by the codependence in Fig. 1.2 further demonstrates the 

importance of scattering interactions. 
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Fig. 1.3. Comparison of the ENDF/B-VII.1 U -235 total fission cross section from the NNDC 

database with a representative neutron flux spectrum for a VHTR  [8]. 

 

1.2 Thermal Neutron Scattering Data 

1.2.1 Formats and Implementation 

The nuclear data community plays a pivotal role in providing the broader nuclear 

technology sector with interaction data that is as accurate, standardized, and practically useful (Fig. 

1.4). Collective efforts have, over time, shaped the nature of current formatting and 

implementation standards.  
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Fig. 1.4. Nuclear data pipeline highlighting the role of the nuclear data community. 

 

As shown above, the nuclear data community capitalizes on the considerable advances in 

experimental, theoretical, and computational nuclear physics that have taken place over recent 

decades, ultimately delivering an essential component to those on the technology application side. 

After many years of individual laboratories arbitrarily establishing, utilizing, and 

maintaining isolated data repositories, the Evaluated Nuclear Data File (ENDF) format was 

formalized in the summer of 1964 at Brookhaven National Laboratory (BNL) [9]. Today, the 

ENDF-6 format [10] continues to serve the original goal of consolidation and standardization. Per 

its requirements, thermal scattering data is stored for specific temperatures within a designated 

file, material file 7 (MF=7), or File 7. The data in this file is further categorized by reaction type, 

where MT=2 and MT=4 refer to elastic and inelastic reactions, respectively. Aside from thermal 

neutron scattering interactions, the ENDF-6 format comprises a host of other reaction types with 

accompanying storage options.  

Despite its relative success over the years, the ENDF-6 format is not the final paradigm in 

nuclear data storage and dissemination. Recent developments of a newer format, the Generalized 

Nuclear Database Structure (GNDS), seek to move beyond the inherent limitations of the old 

framework [11]. As a result, a more comprehensive and flexible array of formatting possibilities 
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are slated to emerge. The ENDF-6 format will remain the de facto standard, however, until GNDS 

(or some other project) is fully developed and widely adopted.  

   Once the TSL data is generated, it can be used to compute the double differential cross 

section,  

 Ὠ„

Ὠ‘ὨὉ
 θ  ὸὬὩ ὴὶέὦȢέὪ ίὧὥὸὸὩὶὭὲὫ Ὥὲὸέ Ὠ‘ ὥὦέόὸ ‘ ὥὲὨ Ὥὲὸέ ὨὉὥὦέόὸ Ὁᴂȟ (1.3) 

where ‘ is the scattering cosine in the laboratory frame, and Ὁᴂ is the secondary neutron energy. 

The details relating the TSL to the double differential cross section are addressed in the following 

chapter. In Monte Carlo neutronics codes, this information is customarily transformed into a 

distribution from which a physically constrained subset is sampled to determine the outcome of 

individual scattering events.  

 

1.2.2 Notable Disadvantages 

At present, thermal neutron scattering data is evaluated over a predefined range of energy-

momentum space for a list of roughly 5-20 temperatures. While the resulting dataset provides a 

reasonable representation of the scattering process for incoming neutron energies below ~ 5 eV at 

a given temperature, the inherent simulation limitations are apparent. Real-world reactor 

temperatures are characterized by kinetic energy transitions at the atomic level, hardly discrete at 

the scale of 25, 50, or 100 K increments common in current evaluations. Moreover, operational 

variations in material microstructure (e.g., burnup), pressure, system composition, etc., are notably 

absent in existing TSL packages, leaving reactor multi-physics codes without a comprehensive, 

physically realistic input set. If these shortcomings are addressed, further extensions into ómaterial 

continuumô evaluations over a given porosity or alloy weight percent range are also possible. Such 

densely featured TSL representations could potentially enhance reactor design and simulation 
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efforts. However, the present form of nuclear data evaluations is incapable of representing this 

additional complexity. 

   

1.2.3 Previous Approaches 

Numerous methodologies have been employed in addressing the missing temperature issue 

in particular. The requirement of temperatures other than those included in the original evaluation 

warrants a strategy to accurately estimate these values, thereby avoiding the storage of large 

amounts of data. Regardless of the selected approach, each must address the estimation location 

and technique.  The estimation location can practically be at one of three sources: the TSL data 

itself, the TSL-derived sampling (or secondary) distributions, or the cross sections. The estimation 

technique typically involves either interpolating between known reference points or fitting an 

analytical function to the reference data for later inference use. Furthermore, each method requires 

(at some point in the process) TSL files with sizes (Table 1.1) on the order ~ 10 MB (i.e., those 

containing multiple temperatures over a reasonably sized energy-momentum evaluation grid). 

 

Table 1.1 Select LEIP Labs TSL file sizes. 

Material # of Temperatures File 7 Size [MB] 

Crystalline Graphite 10 8.5 

H in H2O 17 38.5 

Li in FLiBe 9 17.5 

U in UN 8 7.1 

Be in BeO 8 7.3 
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Considering common neutron moderators, one approach takes advantage of the 

approximately linear temperature dependence of the Debye-Waller factor, a key component in 

most TSL calculations, splitting the TSL into strongly and weakly dependent terms [12]. This 

method of interpolating between adjacent reference TSL values is applied to graphite and hydrogen 

in light water. Another method applied to the same moderators uses various basis function 

expansions to capture the temperature dependence in the TSL-derived distributions, ultimately 

requiring roughly 0.5 MB of storage space per material [13]. Both of these techniques exhibited 

roughly similar results on respective evaluation datasets, with average deviations on the order ~ 

1% and maximum deviations on the order ~ 10% (e.g., ~ 40%). Others have applied function-

specific interpolation schemes. Some such examples utilize linear interpolation for cross section 

and angular distribution data, while switching to a reciprocal law interpolation for the secondary 

energy spectrum [14, 15, 16].  

 

1.3 An Alternative Approach 

1.3.1 Artificial Neural Networks   

As the name implies, artificial neural networks (ANNs) were originally abstracted from the 

biological neural networks in living beings [17]. Deep neural networks (DNNs) in particular, 

containing multiple layers of connected neurons, have become the most successful machine 

learning (ML) technique in addressing some of the most challenging applications (e.g., facial 

recognition, natural language processing (NLP)). This notable performance is attributable to their 

inherent ability to uncover complex, nonlinear input/output (I/O) relationships while benefitting 

heavily from additional data [18]. Moreover, practitioners and researchers in the field have adopted 

and developed a host of different frameworks (e.g., TensorFlow [19], PyTorch [20], Keras [21]) 
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with which they can address these problems. Many of these platforms are open source, allowing 

for a large degree of collaboration among developers. In addition to an ample set of tools, several 

architectures have become mainstays in the deep learning (DL) community: basic feedforward 

neural networks (FNNs) or multilayer perceptrons (MLPs), convolutional neural networks 

(CNNs), and recurrent neural networks (RNNs). While FNNs (Fig. 1.5) are useful in a variety of 

classification and regression tasks, CNNs and RNNs are generally more adept at addressing 

problems with grid-like (e.g., images) and sequential (e.g., time series) inputs, respectively.  

 

 

Fig. 1.5. Representative fully -connect FNN architecture with input, hidden, and output 

layers. 

 

Given the success of these architectures and other sophisticated offshoots, many believe 

that the problem of supervised learning, where the ML model is trained using óground truthô data, 

is largely solved. Many advanced architectures are also being developed and utilized in the fields 
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of gaming, robotics, and finance, among others. Some of these designs include generative 

adversarial networks (GANs) [22], variational autoencoders (VAEs) [23], and deep residual 

networks (e.g., ResNet, DenseNet) [24, 25, 26]. Beyond these examples, there are many more 

architectures to choose from, and the number is growing rapidly. 

ANNs commonly rely on a series of connected layers (following an input layer column 

vector, ὢ), each containing a set of individual neurons with associated weight (ὡ) and bias (ὦ) 

matrices defining a layer-wise affine function, Ὢ. The input layer transformation is then given by  

 Ὢὢ ὡϽὢ ὦȢ (1.4) 

Special ñactivationò functions are applied to the neuron outputs to provide the nonlinear mapping 

capabilities that help distinguish ANNs from other data fitting techniques. There are many 

different types of activation functions (Fig. 1.6) to choose from: rectified linear unit (ReLU), 

sigmoid, tanh, softplus, softmax, etc., and each has its own properties and relevant use cases. The 

first hidden layer output, Ὣ, can now be defined in terms of the activation function, Ὤ, and Ὢ as 

 Ὣὢ ὬὪὢ ὬὡϽὢ ὦȢ (1.5) 

Between the input and output layers of the network, hidden layers are generally added 

based on the desired fitting capacity. The number of neurons in the input and output layers depends 

on the number of input features and output type, respectively, while the number of neurons in the 

hidden layers is again related to model capacity. In this picture, successive layer outputs depend 

on previous outputs according to  

 Ὣ Ὤ ὡ ϽὫ ὦ ȟ (1.6) 

where Ὥ denotes the layer index. More advanced architectures combine these foundational 

elements, along with other adaptations (e.g., recurrent loops, convolution layers, dropout layers, 

pooling layers, skip connections), to solve a wide range of problems. 
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Fig. 1.6. Common activation functions used in DNNs to enable nonlinear feature learning. 

 

Once the model architecture is selected and the data is ready for training, the optimization 

algorithm (optimizer) and objective (loss) function are chosen. Selection of hyperparameters, or 

fixed values/characteristics of the modeling process that do not change during training, also occurs 

at this stage. The optimizer, which updates the weights and biases during training, is a very 

important factor in model performance, as it determines the course the parameters take through 

loss space towards some minimum region. Selecting a proper loss function is also very important 

to model performance. The loss function serves as the judging metric during training and is 

generally minimized to obtain acceptable results. Among many others, such as the cross-entropy 

loss for classification tasks, mean squared error (MSE, Eq. (1.7)) is useful in many regression 
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applications, where ώ, ώ, and ὔ represent the prediction, label (i.e., exact, target data), and 

number of samples, respectively.  

 ὓὛὉ
ρ

ὔ
ώ ώ  (1.7) 

One of the earliest and most intuitive applications for NNs came in the approximation of 

mathematical functions [27]. The universal approximation theorem states that a NN with a single 

hidden layer comprised of a finite number of neurons with an appropriate activation function can 

approximate a continuous function on a subset of n-dimensional real coordinate space (i.e., Rn) to 

arbitrary precision [28]. Two of the more popular activation functions used for this purpose are the 

sigmoid and tanh functions. A simple way to conceptualize the idea of approximating functions 

with NNs is the use of scaled step functions (or rectangles) with learned weights. Clearly, adding 

more step functions would increase the accuracy of the approximation. However, an optimal 

approach to this type of problem involves using a more complex set/arrangement of óbasisô 

functions, and this is what is done in practice.   

  

1.3.2 Representation via Deep Learning  

 The problem of developing a simple, accurate TSL representation scheme is essentially a 

problem of uniqueness. Each TSL is dependent not only on material type, but also on surrounding 

conditions. In this sense, the TSL is like a fingerprint, containing ridges and valleys corresponding 

to available exchange channels in energy-momentum space. The addition of temperature, or some 

other relevant parameter, further increases the difficulty, resulting in a feature-dense, multivariate 

hypersurface. Unfortunately, there are no tractable analytical functions capable of representing all 

TSL forms, despite the ability of some to provide rough approximations. This realization calls for 
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a method with greater flexibility, or fitting capacity. While there are many potentially viable ML 

techniques to address this challenge, few, if any, seem to naturally fit the requirements for 

accuracy, scalability, and memory efficiency as well as DNNs. The advantages in these areas, 

combined with a plethora of possible network architectures, provide a good chance of success in 

this task.  

 The use of DNNs to represent the TSL form (Fig. 1.7) involves a closed design loop, where 

arbitrary amounts of input data are used to train and evaluate the network in a supervised learning 

fashion. This is a highly advantageous situation that is quite distinct from other supervised learning 

applications where input data is difficult to come by or plagued with errors.  

 

 

Fig. 1.7. Neural thermal scattering (NeTS) modules in context of the broader artificial 

intelligence (AI) landscape. 

 

The resulting neural thermal scattering (NeTS) module, comprised of a structured set of many 

weights and biases, embodies the TSL, and is able to generate a unique TSL prediction for each 

unique input.         
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1.4 Implications and Objectives 

The successful implementation of the NeTS concept creates several potential use cases 

within the nuclear data and reactor physics communities. On the data side, NeTS modules would 

provide an efficient means of storing large amounts of thermal scattering information for a given 

material. Instead of storing a set of 10 or so discrete temperature evaluations, a NeTS module could 

store a continuous range of temperatures. Practitioners could then use NeTS modules to generate 

TSL data for any number of arbitrary temperatures within this domain. Taken a step further, a 

NeTS module might conceivably be used to store TSL data over a combined temperature and 

material continuum (e.g., a range of porosity values). These possibilities might also imply an 

inclusion for such an instrument in future nuclear data formats. On the reactor physics side, NeTS 

modules would enable accurate, on-the-fly sampling of the TSL space for relevant simulation 

conditions. This could prove particularly useful in multi-physics design applications.  

The aim of this work is twofold. The first aspect involves demonstrating the utility of the 

NeTS concepts in general as it relates to the aforementioned possibilities. The second involves 

achieving state-of-the-art performance in TSL representation accuracy, while also maintaining a 

minimal memory footprint on the order ~ 1 MB (or less), compared to ~ 10 MB for current 

evaluations (containing much fewer temperatures). More specifically, this means striving for 

average and maximum prediction deviations on the order ~ 0.1 and ~ 1%, respectively, as opposed 

to many previous methods with average and maximum deviations on the order ~ 1% and 10%, 

respectively. This endeavor should, in any case, serve to inform the community of a novel approach 

to a particular problem with potentially advantageous applications.      
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CHAPTER 2 The Thermal Scattering Law 

2.1 Physical Interpretation 

2.1.1 Thermalization 

 As fission-born neutrons with kinetic energies in the MeV range thermalize (i.e., lose 

energy) inside a nuclear reactor, they pass through a ópotential scatteringô regime (Fig. 2.1) 

characterized predominantly by the scattering lengths of the target nuclei. For many materials, the 

probability of scattering in this energy range, usually spanning eV to keV, is virtually independent 

of the incoming neutron energy (i.e., the cross section is essentially flat). However, after some 

number of collisions (typically very few for lighter target nuclei), the neutrons have slowed down 

to the sub-eV range, where a comparatively dramatic energy dependence emerges. In some cases 

(e.g., U-238), this dependence appears earlier (i.e., at lower energies) in a resonance region (Fig. 

2.1) with many peaks corresponding to discrete energy level transitions inside the nucleus.  

As the neutrons approach the (thermal) energy range of surrounding nuclei (e.g., ~ 0.025 

eV at 300 K), the scattering cross section indicates various features in the vibrational/phonon 

density of states (DOS), which depict the available energy modes in a given material and can be 

computed using advanced atomistic modeling techniques [29]. At this juncture, the quantum 

mechanical interpretation of neutrons as matter waves describes how the neutron de Broglie 

wavelength and energy near the scale of interatomic spacing and binding/excitation energies, 

respectively, in the scattering medium, resulting in a combination of structural coherence effects 

and a sensitivity to the motion of ambient atomic species. Eventually, both up (where neutrons 

gain energy from the surrounding environment) and down scattering become possible. While a 

combination of such interactions exists at any given time in a population of thermal neutrons, 

detailed balance ensures a statistically constant exchange of particle states.  
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Neutrons (perhaps in other settings) that reach even lower energies (i.e., sub-thermal 

neutrons), undergo yet another regime change where their scattering dynamics are dictated by the 

óhotterô surrounding atoms. Consequently, the cross section adopts an inverse relationship with 

neutron velocity, illustrating a ó1/vô behavior (Fig. 2.1). These cold neutrons can be useful in many 

applications (e.g., measuring small diffusion coefficients for atoms in solid crystals or for 

molecules in liquids). Evidently, low energy neutrons provide an indispensable tool for probing 

many aspects of material structure and dynamics. 

 

 

Fig. 2.1. U-238 (red) and C-elemental (black) total cross sections (finite temperature) from 

the NNDC ENDF database with approximate energy regimes.   
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2.1.2 The Weighting Function 

 As stated previously, energy and momentum transitions on the scale of atomic structural 

dynamics are characteristic of the thermal neutron scattering process. The TSL, acting as a 

distribution function over the transition space, is commonly stored and expressed as a function of 

the unitless variables for momentum (‌) and energy (‍), 

 ‌
Ὁ Ὁ ς‘ЍὉᴂὉ

ὃὯὝ
 (2.1) 

 ‍
Ὁ Ὁ

ὯὝ
ȟ (2.2) 

where Ὁ is the incident neutron energy, Ὁ is the secondary (final) neutron energy, ‘ is the 

scattering cosine in the laboratory frame, ὃ is the scatterer to neutron mass ratio, Ὕ is temperature, 

and Ὧ  is Boltzmannôs constant.  

 Alternatively, momentum (ᴐ‖) and energy (ᴐexchange can be expressed in terms of the (‫ 

difference between the incoming and outgoing neutron wavevectors (‖, i.e., the scattering 

wavevector) and frequencies (respectively. Now, ‌ and ‍ are given by ,(‫ 

 ‌
ᴐ‖

ςὓὯὝ
 (2.3) 

 ‍
ᴐ‫ 

ὯὝ
ȟ (2.4) 

where ὓ is the mass of the scatterer. The link between these relations and Eqs. (2.1) and (2.2) are 

readily derived from the free particle energy of a neutron, Ὁ, in terms of its mass, ά , and 

wavevector, k,     

 Ὁ
ᴐὯ

ςά
Ȣ (2.5) 
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 The relationships in Eqs. (2.3) and (2.4) facilitate the useful comparison between the TSL, 

Ὓ‌ȟ‍, and dynamic structure factor, Ὓ‖ȟ‫ , which are proportionally equivalent according to 

 Ὓ‌ȟ‍ ὯὝϽὛ‖ȟ‫Ȣ (2.6) 

In this work, TSL refers more specifically to Ὓ‌ȟ‍ȟὝ, which includes temperature dependence. 

However, in general, other dependencies are also possible (i.e., Ὓ‌ȟ‍ȟὝȟȣ ).  

 Importantly, the TSL acts as a kind of weighting function during the integration over angle 

and energy of the double differential cross section in Eq. (1.3). This yields a total cross section 

mirroring the various idiosyncrasies of the underlying Ὓ‌ȟ‍ȟὝ. In Figs. 2.2 and 2.3, examples 

are provided for two liquid materials, heavy paraffinic oil and FliBe molten salt, respectively, 

illustrating the notion of uniqueness.  

 

 

Fig. 2.2. TSL for hydrogen in heavy paraffinic oil at 293 K. 
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 The many features present in the hydrogen TSL are indicative of the relatively strong and 

directional intramolecular (covalent in this case) bonds. However, the pronounced magnitude at 

low ‌Ⱦ‍ values is indicative of liquids more broadly. The TSL for lithium in FliBe molten salt 

differs in feature complexity in that is predominantly smooth. This is a direct result of 

nondirectional (largely ionic) bonds that are weak relative to the thermal energy of the melt.  

 

 

Fig. 2.3. TSL for Li  in FL iBe molten salt at 773 K. 
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even larger domain, one ultimately reflecting the unique, material dynamics present for a range of 

conditions.    

 

2.2 Theoretical Formulation 

2.2.1 Thermal Neutron Scattering in the Schrödinger Picture 

While typical scattering theory expositions include a discussion of elastic processes, the 

application focus of this work, namely, that of neutron thermalization in liquid H2O, precludes 

such a discussion on both theoretical and practical grounds. Theoretically, there is no elastic 

scattering in liquids, as these modes are óreplacedô by quasi-elastic channels related to the nonzero 

drift in the center of mass (COM) of fluid constituents (i.e., diffusive motion). Otherwise sharp 

(i.e., resembling a delta function) scattering signals, such as those observed in solid elastic 

interactions, are broadened by this motion in a manner akin to the Doppler effect. Practically, the 

encapsulation of the TSL as a compact description of energy and momentum exchange, together 

with the previously conveyed importance of thermalization (related to fission rate dynamics and 

reactor control), necessitate a specific attention to inelastic scattering processes.  

Inelastic scattering from an ensemble of particles, like those commonly found in condensed 

matter systems (having many internal degrees of freedom), is framed around a conservative 

exchange of quantum states between the incident particles and the target nuclei. In practice, a 

portion of these exchanges is experimentally accessible through the measurement of the scattered 

neutron flux, •, at some detector location a distance ὶ away for the solid angle, ɱ. The differential 

cross section with dimensions of area, given in terms of the incident flux, •, is then expressed as  

 
Ὠ„

Ὠɱ
ὶ
• ὶȟ—ȟ‰ȟὸ

• ὸ
ȟ (2.7) 



   

23 

 

where, — and ‰ refer to the proper angles in spherical coordinates. Here, the ratio between the flux 

scattered into an area, Ὠὃ ὶὨɱ, and the incident flux provides an intuitive interpretation of the 

cross section as the interaction area presented by the scatterer. As nuclear size dimensions are on 

the order of femtometers (fm), these areas are typically expressed in barns (equal to 10-24 cm2). 

The above ratio also incorporates all information related to the state exchange rate, which is the 

subject of the following developments adapted from [30]. Naturally, if a particular energy loss is 

considered, the double differential cross section, given by  

 
Ὠ„

ὨɱÄ%ᴂ
ὶ
• ὶȟ—ȟ‰ȟὉȟὸ

• ὸ
ȟ (2.8) 

reflects the portion of the incident flux scattered into Ὠɱ about ɱ having secondary energies in Ä%ᴂ 

about %ᴂ. This expression can be integrated to obtain the total scattered cross section, „, 

 „
Ὠ„

ὨɱÄ%ᴂ
ὨɱÄ%Ȣ (2.9) 

 Before considering the problem statement in quantum mechanical terms, it is useful to 

establish the notion of particles (e.g., neutrons) as matter waves, where the trajectories can be 

represented by time-dependent wave packets (Fig. 2.4). This spatial envelopment scheme provides 

an informative picture of wave-particle duality and is also related to the Heisenberg uncertainty 

principle. The wave packet, ‪ὼȟὸ, can be expressed in terms of a plane wave localized by an 

enveloping function, ὪὯ,     

 ‪ὼȟὸ
ρ

Ѝς“
ὪὯὩ ὨὯȟ (2.10) 

where ‫Ὧ is the dispersion relation for a free particle (which can be deduced from Eq. (2.5)). If 

ὪὯ is allowed to take the form of a Gaussian,  
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 ὪὯ
ρ

ς“ɝὯ

Ⱦ

Ὡ Ὡ ȟ (2.11) 

where the first and second factors are related to normalization and the initial phase, respectively, 

and ὼ, Ὧ, and ɝὯ are the central position, central wavevector, and corresponding range of 

wavevectors, respectively, at ὸ π, the initial spatial width of the packet, ɝὼ, is given by 

 ɝὼ
ρ

τɝὯ

ρ

ς

ρ

ɝὯ
Ȣ (2.12) 

Reordered, this is the minimum solution to the Heisenberg uncertainty relation,  

 ɝØϽᴐɝË
ρ

ς
Ȣ (2.13) 

 

Fig. 2.4. Representative Gaussian wave packet evolution in time. 
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As the wave packet propagates, the squared width of the density, ȿ‪ὼȟὸȿ, evolves in 

time as 

 
ὭᴐὯὸ

ά
Ὡ
ᴐ ᴐὯ

ά
ὸȟ (2.14) 

and considering the initial range of wavevectors gives 

 
ᴐɝὯ

ά
ὸ

ɝὴ

ά
ὸ ɝÖ ὸȟ (2.15) 

where ὴ and ὺ are the momentum and velocity magnitudes, respectively, and ά is the particle 

mass. This demonstrates how the wave function (or, alternatively, a group of classical particles) 

spreads out in space with time, due to the initial range of velocities. Notably, the magnitude of the 

spread over time periods of interest to scattering experiments does not exceed the dimensions of 

common measurement apparatuses.  

 At this stage, it is important to note that in many introductory quantum scattering 

derivations, the stationary Schrödinger equation,  

 Ὄόὶ
ᴐ

ςά
ɝ ὠὶ όὶ Ὁόὶȟ (2.16) 

where Ὄ is the Hamiltonian, ɝ is the Laplacian, ὠ is the potential function, and ό and Ὁ are the 

eigenfunctions and corresponding eigenvalues of the Hamiltonian, respectively, offers a 

satisfactory starting point. This is due, in part, to the time-independence of the dispersion relation 

at times sufficiently before (i.e., ὸ Њ) and after (i.e.,  ὸ Њ) the scattering event (i.e., ὸ π). 

In most practical cases, these conditions hold for the measurement of the incident and scattered 

fluxes. This conclusion then permits the avoidance of the wave packet formulism, as the 

corresponding solution is also time independent.  



   

26 

 

 In order to proceed with the problem at hand, specifically, that of determining a solution to 

the combined system of free particle, probe neutrons and bound, target nuclei, an augmented form 

of Eq. (2.16) is required. This form can be expressed as 

 Ὁ Ὄ Ὑ
ᴐ

ςά
ɝ όὶȟὙ ὠὶȟὙόὶȟὙȟ (2.17) 

where Ὁ  is the total energy of the combined system and Ὄ is the target Hamiltonian. The 

eigenfunctions, όὶȟὙ , and the interaction potential coupling the probe to the target, ὠὶȟὙ, are 

identical in purpose to those in Eq. (2.16), but here they depend on separate probe and target 

coordinate systems, represented by ὶ and Ὑ (i.e., the collective set of target nuclear coordinates), 

respectively. As the target system contains many internal degrees of freedom, transitions between 

quantum states facilitate inelastic scattering of the probe particles. The nature of these transitions, 

as will be shown, ultimately characterize the scattering process, leading to the material-dependent 

focus of this work (i.e., Ὓ‌ȟ‍ȟὝ).  

 Now, the path to solution can begin with the notion of a Greenôs function, which will be 

used to construct an integral form solution to Eq. (2.17) that is amenable to the iteration techniques 

of perturbation theory. Interpreting the right side of  Eq. (2.17) as a forcing term,  

 ὪὶȟὙ ὠὶȟὙόὶȟὙȟ (2.18) 

the linear operator, ὒ, for the combined system in the absence of the scattering potential, given in 

terms of the Hamiltonian, Ὄ , and the corresponding eigenvalue, Ὁ (which is equivalent to Ὁ  

in this case), 

 ὒḧὉ Ὄȟ (2.19) 

acts on the Greenôs function, Ὃ ὶȟὶȿὙȟὙᴂ, yielding the point sources,  

 ὒὋ ὶȟὶȿὙȟὙ ὶ‏ ὶᴂϽ‏Ὑ Ὑᴂȟ (2.20) 
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from which ὪὶȟὙ can be built. Building the potential function from Eq. (2.20) illustrates the 

potentialôs dependence on the target states, which further implicates the importance of such states 

in a dynamical sense. The Greenôs functionôs utility in this regard, as a solution to the previous 

equation, underlies its uniqueness in relation to ὒ, particularly as an inverse operator, Ὃ, where     

 Ὃ ὶȟὶȿὙȟὙ ὶȟὙ
ρ

Ὁ Ὄ
ὶȟὙᴂ ὶȟὙὋ ὶȟὙᴂȢ (2.21) 

After some algebraic manipulation and contour integration, the Greenôs function is given by  

 Ὃ ὶȟὶȿὙȟὙ
ά

ς“ᴐ
‰ Ὑ‰ᶻὙ

Ὡ Ͻȿ ȿ

ȿὶ ὶᴂȿ
ȟ (2.22) 

where ‰  and Ὧ represent the target eigenfunction for state ’ and the scattered wave number, 

respectively. In this picture, Ὃ is represented by a superposition of spherical waves, which are 

only meaningful for Ὧ π, weighted by the appropriate target state norms.  

 Defining the originally sought solution in terms of the Greenôs function gives 

 όὶȟὙ ό ὶȟὙ ὨὶὨὙᴂὋ ὶȟὶȿὙȟὙ ὪὶᴂȟὙᴂȟ (2.23) 

which can readily be shown to satisfy the original equation by applying ὒ, 

 

ὒόὶȟὙ ὒό ὶȟὙ ὨὶὨὙᴂὒὋ ὶȟὶȿὙȟὙ ὪὶᴂȟὙᴂ

ὨὶὨὙᴂ‏ὶ ὶᴂ‏Ὑ ὙᴂὪὶᴂȟὙᴂ ὪὶȟὙȟ 

(2.24) 

where ό ὶȟὙ is the unperturbed solution. Substituting in the definition of Ὢ results in a solution, 

ό, that references itself, 

 όὶȟὙ ό ὶȟὙ ὨὶὨὙᴂὋ ὶȟὶȿὙȟὙ ὠὶᴂȟὙᴂόὶᴂȟὙᴂȟ (2.25) 

which, for repeated self-substitution, leads to the Born series, 
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όὶȟὙ ό ὶȟὙ ὨὶὨὙᴂὋᴂὠᴂό ὶȟὙ

ὨὶὨὙᴂᴂὨὶὨὙᴂὋᴂὠᴂὋᴂᴂὠᴂᴂόὶᴂᴂȟὙᴂᴂỄȟ 

(2.26) 

where Ὃᴂ and ὠᴂ correspond to Ὃ ὶȟὶȿὙȟὙ  and ὠὶᴂȟὙᴂ, respectively (similarly for Ὃᴂᴂ and 

ὠᴂᴂ). If the coupled interaction between the probe and target is very weak relative to the target 

states, the ófeedbackô within the perturbed wave function can be ignored. This outlines the (first) 

Born approximation, which is generally appropriate for low energy neutrons away from resonance, 

resulting in the truncated series, 

 όὶȟὙ ό ὶȟὙ ὨὶὨὙᴂὋᴂὠᴂό ὶȟὙ Ȣ (2.27) 

 Plugging in the Greenôs function and the known probe particle wave function gives  

 

όὶȟὙ

ό ὶȟὙ

ά

τ“Ѝς“ᴐ
‰ Ὑ

Ὡ Ͻ

ὶ
ὨὶὨὙᴂ‰ᶻὙ Ὡ ϽȿϽȿὠὶᴂȟὙᴂὩ Ͻ‰ Ὑᴂ 

(2.28) 

in the asymptotic limit (i.e., ὶO Њ, sufficiently far from the interaction), where Ὧ and ‰ (‰ ) 

are the initial probe wavevector and the initial (final) target state, respectively. Then, expressing 

the perturbed (i.e., scattered) component, ό, in terms of the scattering vector, ‖, yields 

 ό ὶȟὙ
ά

τ“Ѝς“ᴐ
ȿ‰ἃ
Ὡ Ͻ

ὶ
ὨὶὩ Ͻἂ‰ȿὠȿ‰ἃ ȟ (2.29) 

which can be used to construct the scattered flux, •, via  

 •ὶ
ᴐ

ςάὭ
όᶻᶯό όɳ όᶻȟ (2.30) 
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where ό, in this case, refers to the correction term in Eq. (2.29). Evaluation of the above expression 

gives 

 • ὶ
ᴐὯ

ςά

ά

ὶ

ς“

ᴐ
‰ȟὯὠ‰ȟὯ  (2.31) 

in the case where the target state is altered, and substitution into Eq. (2.7) results in the differential 

cross section for scattering into a single channel (i.e., final state), 

 
Ὠ„

Ὠɱ ᴼ ȟ ᴼ
ά
ς“

ᴐ

Ὧ

Ὧ
‰ȟὯὠ‰ȟὯ Ȣ (2.32) 

If ὡ ᴼ ȟ ᴼ  is taken to be the probability density transition rate in  

 
Ὠ„

Ὠɱ ᴼ ȟ ᴼ

ὡ ᴼ ȟ ᴼ

•
ȟ (2.33) 

it takes the form,  

 ὡ ᴼ ȟ ᴼ

ς“

ᴐ
‰ȟὯὠ‰ȟὯ ”Ὧ ȟ (2.34) 

where 

 ”Ὧ
ά

ᴐ
Ὧ (2.35) 

is the density of final states. This result is known as Fermiôs golden rule and is readily interpreted 

in terms of transition probability from the initial state, ‰ȟὯ , to the final state, ‰ȟὯ ,  

 ‰ȟὯὠ‰ȟὯ Ȣ (2.36) 

 Taking energy conservation into account, where the incoming and outgoing neutron 

energies, Ὁ and Ὁᴂ, respectively, and the initial and final target states, Ὁ and Ὁ, respectively, are 

related by  

 Ὁ Ὁ Ὁ Ὁȟ (2.37) 

Eq. (2.8) can be rewritten as  
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Ὠ„ ᴼ

ὨɱÄ%ᴂ
ά
ς“

ᴐ

Ὧ

Ὧ
ὴὉ ‰ȟὯὠ‰ȟὯ ‏ Ὁ Ὁ

ȟ

Ὁ Ὁ ȟ 

(2.38) 

where ὴὉ  are the occupation weights of the discrete target states in a thermodynamic ensemble, 

given by the canonical partition function, 

 ὴὉ
ρ

ὤ
Ὡ ȟ (2.39) 

where  

 ὤ Ὡ Ȣ (2.40) 

This expression (Eq. (2.38)) is known as the master equation of scattering, which is based on the 

Born approximation.  

 The interaction potential, largely ignored until now, can be expressed as a form factor for 

the Ὦ  scatterer (of ὔ total scatterers),  

 ὠ‖ ὨὶὠὶὩ Ͻȟ (2.41) 

which, when substituted into Eq. (2.38) after some manipulation, yields  

 

Ὠ„ ᴼ

ὨɱÄ%ᴂ

ά

ς“ ᴐ

Ὧ

Ὧ
ὴὉ ὠ‖ ‰ Ὡ Ͻ ‰ ‏ Ὁ Ὁ

ȟ

Ὁ Ὁ ȟ 

(2.42) 

where Ὑ is the coordinate of the Ὦ  scatterer. At this point, a suitable form for ὠ‖ can be found 

to be  

 ὠ‖
ς“ᴐ

ά
ὦȟ (2.43) 
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where ὦ refers to the experimentally measurable scattering length of the Ὦ  scatterer. Notably, 

this is the Fourier transform of the (relatively simple) Fermi pseudo-potential,   

 ὠ ὶ
ς“ᴐ

ά
ὦ‏ὶȟ (2.44) 

which is intentionally constructed as a spherically symmetric, short range potential that results in 

the correct form for ὠ‖. Using this result, the double differential cross section can be expressed 

as 

 
Ὠ„ ᴼ ȟ ᴼ

ὨɱÄ%ᴂ

Ὧ

Ὧ
ὴὉ ὦ ‰ Ὡ Ͻ ‰ ‫ᴐ‏ Ὁ Ὁ

ȟ

ȟ (2.45) 

where ᴐrepresents the energy transferred to the target. To incorporate the delta function more ‫ 

concisely, its expression as a Fourier transform allows the use of the time progression operator, 

Ὡ ᴐϳ , within the expectation norm. Breaking apart the square magnitude into a double sum, 

applying the time operator, and summing over final target states gives  

 
Ὠ„ ᴼ

ὨɱÄ%ᴂ

Ὧ

Ὧ

ρ

ς“ᴐ
ὴὉ ὦὦᶻ Ὠὸ‰ Ὡ Ͻ Ὡ Ͻ ‰ Ὡ

ȟ

ȟ (2.46) 

providing an expression that is completely characterized by the target system.  

 If a macroscopic sample size is considered (i.e., a sample comprised of a great many (ὔ) 

nuclei), as in the typical case, along with the observation that the scattering lengths are uncorrelated 

(i.e., randomly distributed) with respect to the nuclear coordinates, the ὦὦᶻ term can be interpreted 

statistically according to the relationship between Ὦ and Ὦᴂ. For distinct values (i.e., Ὦ Ὦᴂ), the ὦὦᶻ 

term is expressed as an average, 

 ὦὦᶻᴼộὦὦᶻỚ ộὦỚộὦᶻỚ ộὦỚ ộὦỚ Ὢέὶ ὥ άέὲὥὸέάὭὧ ίώίὸὩάȟ (2.47) 

while the same term for self values (i.e., Ὦ Ὦᴂ) is similarly expressed as  
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 ὦὦᶻᴼộὦὦᶻỚ ộὦὦᶻỚ ộὦ Ớ ộὦỚ Ὢέὶ ὥ άέὲὥὸέάὭὧ ίώίὸὩάȢ (2.48) 

Now, Eq. (2.46) can be divided into two terms, one covering the coherent (i.e., including all 

combinations of Ὦ and Ὦᴂ, that is, the self and distinct terms) contributions and the other covering 

the incoherent (i.e., only including the self combinations) contributions. Taking the ensemble 

average (i.e., over ὴὉ ), these components assume the following forms, 

 
Ὠ„

ὨɱÄ%ᴂ

„

τ“

Ὧ

Ὧ

ρ

ς“ᴐ
ὨὸộὩ Ͻ Ὡ Ͻ ỚὩ

ȟ

ȟ (2.49) 

and 

 
Ὠ„

ὨɱÄ%ᴂ

„

τ“

Ὧ

Ὧ

ρ

ς“ᴐ
ὨὸộὩ Ͻ Ὡ Ͻ ỚὩ ȟ (2.50) 

where „  is given by  

 „ τ“ộὦỚȟ (2.51) 

and „  is given by  

 „ τ“ộὦỚ ộὦỚȢ (2.52) 

 Expressing the total double differential cross section in terms of the appropriate dynamic 

structure factors,  

 Ὓ ‖ȟ‫
ρ

ς“ᴐ
ὨὸộὩ Ͻ Ὡ Ͻ ỚὩ

ȟ

ȟ (2.53) 

and  

 Ὓ ‖ȟ‫
ρ

ς“ᴐ
ὨὸộὩ Ͻ Ὡ Ͻ ỚὩ ȟ (2.54) 

gives  
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Ὠ„

ὨɱÄ%ᴂ

ρ

τ“

Ὧ

Ὧ
„ Ὓ „ Ὓ Ȣ (2.55) 

This relation can be provided in the alternative form, 

 
Ὠ„

ὨɱÄ%ᴂ

ρ

τ“

Ὧ

Ὧ
„ Ὓ „Ὓ ȟ (2.56) 

by recognizing that   

 Ὓ Ὓ Ὓȟ (2.57) 

where Ὓ (equal to Ὓ ) and Ὓ are the self and distinct scattering functions, and that the bound 

cross section, „, is defined as  

 „ „ „ Ȣ (2.58) 

 In evaluating Eq. (2.56), the Ὓ term is often assumed to be a negligible correction to the 

óbaselineô Ὓ  (or Ὓ). This approximation, known as the incoherent approximation, is regularly 

applied to solid, polycrystalline materials, and (in the case of this work on light water with „

ρȢχυψσ barns and „ ψπȢςχ barns [31]) applies even more so to liquids, as any coherence in 

liquids is heavily damped beyond some relatively small correlation volume (ignoring macroscopic 

correlations in the hydrodynamic regime). This is a direct result of the amorphous, dynamic nature 

of fluid materials. Finally, the double differential cross section can be expressed in terms of the 

relevant TSL (i.e., S ‌ȟ‍ȟὝ) via Eq. (2.6), 

 
Ὠ„

ὨɱÄ%ᴂ

„

τ“

Ὧ

Ὧ
Ὓ‖ȟ‫

„

τ“ὯὝ

Ὁᴂ

Ὁ
Ὓ‌ȟ‍ȟὝȢ (2.59) 

The next section discusses the TSL in real space (i.e., ὶȟὸ) and how it is described by the 

dynamics of the target constituents. 
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2.2.2 The Van Hove Picture 

The link between real space and inverse space (i.e., ‖ȟ‫ ), as it relates to the TSL in the 

Van Hove formalism [32], can be partially illuminated by defining an extensive intermediate 

scattering function from Eq. (2.53): 

 Ὅ‖ȟὸ ộὩ Ͻ Ὡ Ͻ Ớ

ȟ

Ȣ (2.60) 

This immediately allows the interpretation of the dynamic structure factor as the Fourier transform 

in time of the intermediate scattering function, 

 Ὓ‖ȟ‫
ρ

ς“ᴐ
ὨὸὍ‖ȟὸὩ Ȣ (2.61) 

Similarly, Ὅ‖ȟὸ can be Fourier transformed in space to obtain the pair correlation function, 

 Ὃὶȟὸ
ρ

ς“
Ὠ‖Ὅ‖ȟὸὩ Ͻȟ (2.62) 

which can be expressed in terms of the generic number density operator for a system of ὔ particles, 

 ”ὶȟὸ ὶ‏ Ὑ ὸ ȟ (2.63) 

as  

 

Ὃὶȟὸ Ὃȟ ὶȟὸ Ὠὶᴂộ” ὶᴂ ὶȟπ” ὶᴂȟὸỚ

Ὠὶᴂộ‏ὶᴂ ὶ Ὑ π ὶᴂ‏ Ὑ ὸ Ớ

ȟ

Ȣ 

(2.64) 

This expression associates the probability of finding a target scatterer at time ὸ at ὶᴂ with the 

position of a target scatterer (could be the same scatterer, i.e., the self interaction) at time ὸ π at 
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ὶᴂ ὶ. Intuitively, the division of Ὅ‖ȟὸ and Ὃὶȟὸ into self and distinct components, as 

demonstrated in Eq. (2.57), applies naturally, providing useful connections between correlated 

motion in real space and state transitions in inverse space. The pair correlation function, for 

example, evaluated at ὸ π and split into self and distinct contributions gives  

 Ὃὶȟπ Ὃ ὶȟπ Ὃ ὶȟπ ὶ‏ Ὣὶȟ (2.65) 

where the delta function term is related to incoherent elastic scattering (or quasi-elastic scattering 

in the case of liquids) and Ὣὶ is the static pair distribution function (analogous to the static 

structure factor, Ὓ‖), which is associated with coherent elastic scattering.         

 The direct connection between Ὓ‖ȟ‫  and Ὃὶȟὸ can now be summarized by  

    Ὓ‖ȟ‫
ρ

ς“ᴐ
Ὠὶ ὨὸὩ Ͻ ὋὶȟὸȢ (2.66) 

It is important to note that, as the target scatterer positions are represented by Heisenberg operators, 

 Ὑ ὸ Ὡ ᴐϳὙὩ ᴐϳȟ (2.67) 

the functions Ὃὶȟὸ and Ὅ‖ȟὸ are in general complex, while Ὓ‖ȟ‫  is real-valued (necessarily 

per its use in the expression for the double differential cross section). The imaginary components 

in the pair correlation and intermediate scattering functions serve to capture relevant quantum 

characteristics of the underlying system. Furthermore, if the commutation restrictions on Ὑ ὸ are 

removed, the real-valued, classical analogues to Ὃὶȟὸ and Ὅ‖ȟὸ can be obtained, where the 

classical pair correlation function is now expressed as  

 Ὃ ὶȟὸ ộ‏ὶ Ὑ π Ὑ ὸ Ớ

ȟ

ȟ (2.68) 

which corresponds to the probability of finding a particle (e.g., a target scatterer) at time ὸ at ὶ 

given that another particle (or the same particle) was at the origin at time ὸ π. Ultimately, these 
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relations between Ὓ‖ȟ‫ , Ὅ‖ȟὸ, and Ὃὶȟὸ render valuable means of interpreting experiments 

in terms of computational and/or theoretical results, or vice versa, in a predictive manner. Some of 

these methods will be discussed in later sections.      

 

2.2.3 Detailed Balance and Moment Rules 

The definition of thermodynamic equilibrium (in a target system for example) ensures the 

reversibility of microstate transitions, leading to a mathematical expression conveying a balance 

of opposing processes,   

 ὴὉὖὉᴼὉ ὴὉ ὖὉᴼὉ ȟ (2.69) 

where Ὁ and Ὁ represent the initial and final target states, respectively, as in Eq. (2.37), and ὴ 

and ὖ are the state and state transition probabilities, respectively. As a result, the energy exchange 

coupling between probe and target can be described using Eq. (2.37),   

 ὴὉὖὉᴼὉᴂ ὴὉ ὖὉᴂO Ὁȟ (2.70) 

where Ὁ and Ὁᴂ also retain their original definitions. Associating the state transition probabilities 

with the appropriate TSLs and substituting the Boltzmann factors (from Eq. (2.39)) in for the 

corresponding state probabilities gives the detailed balance relation,  

 Ὓ‖ȟ‫ Ὡ Ὓ ‖ȟ‫ Ὡ Ὓ ‖ȟ‫ Ὡ
ᴐ

Ὓ ‖ȟ‫ȟ (2.71) 

where here, ‫ π and the positive side of Ὓ refers to downscattering (and vice versa). In terms of 

dimensionless quantities, this expression assumes the following form for spatially invariant 

systems,  

 Ὓ‌ȟ‍ Ὡ Ὓ‌ȟ‍Ȣ (2.72) 
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 Alternatively, relating the TSLs in the previous equation back to the upscattering 

probability (an arbitrary choice here relative to the downscattering probability), ὖ ‍, the 

distribution,  

 ὰὲ
ὖ ‍

ρ ὖ ‍
‍ȟ (2.73) 

is obtained using  

 ὖ ὖ ρȢ (2.74) 

The left side of Eq. (2.73) is known as the logit (or log-odds) function (Fig. 2.5), which has the net 

zero óflowô property,  

 ὰὲ
ὼ

ρ ὼ
Ὠὼ ὰὲ

ὼ

ρ ὼ
Ὠὼȟ (2.75) 

where ὼ, in this case, refers to ὖ  on the interval πȟρ. This feature is another way of expressing 

precisely what is implied in the detailed balance relation. 

 

 

Fig. 2.5. The logit function expressed in terms of the upscattering probability. 
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In this figure, large positive values of ‍ are associated with high values of ὖ , whereas large 

negative values of ‍ are associated with low values of ὖ . 

 The principle of detailed balance is related more fundamentally to the intermediate 

scattering function, having the symmetry property connecting the real and complex time domains 

[30],  

 Ὅ‖ȟὸ Ὅ ‖ȟὸ Ὥ
ᴐ

ὯὝ
Ȣ (2.76) 

Substituting this relation into Eq. (2.61) yields 

 

Ὓ‖ȟ‫
ρ

ς“ᴐ
ὨὸὍ‖ȟὸ Ὥ

ᴐ

ὯὝ
Ὡ

ρ

ς“ᴐ
ὨὸᴂὍ ‖ȟὸᴂὩ

ᴐ

Ὡ
ᴐ ρ

ς“ᴐ
ὨὸὍ‖ȟὸὩ Ὡ

ᴐ

Ὓ ‖ȟ‫ȟ 

(2.77) 

giving a result equivalent to Eq. (2.71). In practice, however, the TSL is typically given in 

symmetric form (e.g., in ENDF File 7 and in this work) over dimensionless variables,  

 Ὓ ‌ȟ‍ ὩὛ‌ȟ‍ Ὓ ‌ȟ‍Ȣ (2.78) 

The classical TSL, by comparison, is inherently symmetric.  

 As is the case for most distributions, the moments of Ὓ‖ȟ‫  provide meaningful insight 

into its unique characteristics. The moments themselves are given by  

 Ὓ ‖ȟ‫ Ὓ‖ȟ‫ ᴐ‫ Ὠᴐ‫ȟ (2.79) 
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where Ὓ  is the ὲὸὬ moment of the scattering function, and are related to the intermediate 

scattering function by 

 Ὓ ‖ȟ‫
ᴐ

Ὥ

‬

‬ὸ
Ὅ‖ȟὸ Ȣ (2.80) 

Using this relation to obtain the zeroth moment for incoherent scattering gives the extensive 

relation,  

 Ὓ ‖ȟ‫ Ὓ‖ Ὅ‖ȟπ ὔȟ (2.81) 

which is necessarily unity in the intensive case. Alternatively, the zeroth moment for the total 

scattering law is  

 Ὓ ‖ȟ‫ Ὓ‖ȟ‫Ὠᴐ‫ Ὅ‖ȟπ Ὓ‖ȟ (2.82) 

the static structure factor.  

The first moment for the total scattering law (and the self scattering law, as it is zero for 

the distinct component) is found to be 

 Ὓ ‖ȟ‫ Ὓ‖ȟ‫ ᴐ‫Ὠᴐ‫ ὔὉ ‖ȟ (2.83) 

where Ὁ is the recoil energy of the scatterer given by  

 Ὁ ‖
ᴐ‖

ςά
ȟ (2.84) 

where ά  is the mass of the recoil scatterer. This relationship can also be expressed intensively in 

terms of dimensionless variables using Eq. (2.3), 

 Ὓ ‌ȟ‍ Ὓ‌ȟ‍ ‍Ὠ‍ ‌Ȣ (2.85) 
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Interestingly, neither the zeroth nor the first moment depends on the dynamic structure of the target 

system. 

 

2.3 Computational Pathways 

The theoretical developments in previous sections enable a wide variety of interpretations 

and applications. Predictive simulation, that is, the use of computational methods and theory to 

obtain a sufficiently accurate virtual representation of reality, is (arguably) chief among them. The 

ability to forgo timely and/or expensive experiments while maintaining high fidelity allows for 

more rapid iteration and greater flexibility over the design and operation life cycles.  

Over recent decades, two main computational approaches (blue and green pathways in Fig. 

2.6) for calculating the TSL have been demonstrated for dozens of materials of interest in the 

nuclear community. A third (red pathway in Fig. 2.6) has also been utilized, albeit less often (for 

nuclear data purposes). Outside of these options, other possibilities exist that may prove useful in 

the future. The remainder of this section will address some of the details surrounding the first three 

approaches.  

The generation of the TSL begins by specifying relevant material characteristics. This often 

includes information regarding atom types (e.g., mass, charge) and molecular structure (or crystal 

structure for most solids). Once the system description is complete (purple box in Fig. 2.6), it must 

then be paired with a simulation mode (black box in Fig. 2.6). Having these items as inputs, the 

first pathway (blue) can be outlined for crystalline solids. Following a series of static, self-

consistent convergence calculations of the electronic structure via any density functional theory 

(DFT) code (e.g., VASP [33]) that provides an approximate solution to the Schrödinger equation 

for the given many-body system [34], quantum-accurate (Hellmann-Feynman) forces are then used 



   

41 

 

to define effective óspringô constants within the lattice dynamics (LD) formulism [35] (using codes 

such as PHONON [36] or Phonopy [37]), where the symmetry and periodicity of the system can 

be exploited to solve a set of coupled equations for its normal modes. This process eventually 

yields the phonon DOS, which is a fundamental input into nuclear data codes like FLASSH.  

 

 

Fig. 2.6. Prominent TSL computation pathways for crystalline solids (blue) and amorphous 

materials (e.g., liquids, green), as well as the direct method (red). FT is Fourier transform.     
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 In the classical molecular dynamics (CMD) approach (green), which is applicable to any 

material, the forces are evaluated for a given classical potential function at each timestep, and the 

system is allowed to respond and evolve accordingly over many timesteps (using codes such as 

LAMMPS [38]). As this method is employed in this work, more details are reserved for the 

following chapter. The resulting velocity information for each (ὮὸὬ) atom, ὺὸ, is readily 

converted into the velocity autocorrelation function (VACF), ὅὸ, in the normalized form (such 

that ὅπ ρ),  

 ὅὸ
ộὺὸ Ͻὺὸ ὸỚ

ộὺὸ ϽὺὸỚ
ȟ (2.86) 

where the brackets denote averages over all atoms and time origins, ὸ. This expression can be 

rewritten, after noting that the denominator is related to the average kinetic energy, ὑὉ , at 

thermal equilibrium (i.e., ὑὉ ὓὺ ςϳ σὯὝςϳ , where ὓ is mass and ὺ is velocity), 

as  

 ὅὸ
ὓ

σὯὝ
ộὺὸ Ͻὺὸ ὸỚȢ (2.87) 

The resulting ensemble and time origin averages of particle velocities correlated over a range of 

time delays reveal the unique oscillatory behavior for a given system. Now, the DOS (i.e., ”‫ ) 

is given by the Fourier transform of the VACF over the time domain,  

 ”‫ ὨὸὩ ὅὸȟ (2.88) 

which reduces to a cosine transform due to the time symmetry of ὅὸ. In general, the Fourier 

transform of the position autocorrelation function (PACF) yields similar dynamics, but its slow 

convergence in some cases (relative to the VACF) [39] renders the problem less tractable.   
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 The direct method (red) also involves an MD simulation and applies to any material of 

interest, but the choices of force and position type (i.e., quantum or classical) are not restricted to 

classical. Quantum accurate forces can be obtained via DFT methods, and the quantum  (respecting 

detailed balance) Ὅ‖ȟὸ can be computed from the trajectories simulated within a path integral-

based formulism, such as Ring Polymer MD (RPMD) [40] or Centroid MD (CMD) [41]. This 

direct trajectory approach, when compared to the previous two pathways, has the advantage of 

bypassing the nuclear data code processing stage, where certain approximations (some discussed 

in previous and following sections) are generally made.       
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CHAPTER 3 Liquid TSL Evaluation in FLASSH 

3.1 Diffusive Behavior in Liquids 

3.1.1 Types and Time Scales 

The study of diffusive behavior in liquid systems covers a broad range of materials and 

phenomena, to say the least [42]. In the following description, some of the most important types 

of liquid diffusion are discussed from a physical point of view (relevant theoretical descriptions 

are the subject of subsequent sections), but this account is by no means exhaustive. Furthermore, 

the scope of materials is limited to that of simple atomic and molecular fluids. The aim of this 

section, regardless of the specifics, is to highlight relevant physical process that are (mostly) 

unique to liquids and that inform the TSL structure that is the subject of this work. 

 For the sake of description, diffusive phenomena can be divided along two domains. The 

first is the time domain, in which the separation of short, intermediate, and long time regimes can 

be made. The second involves defining motion in terms of the molecular COM, where the 

evolution of the COM in time is viewed separately from particle motion relative to the COM. 

Obviously, simple atomic fluids will exhibit no such motion relative to the atomic COM (as they 

are one in the same). The exact time scales that are relevant here is not necessarily apparent. It is 

therefore beneficial to establish reasonable bounds based on limiting behaviors (Fig. 3.1). Over 

long times (i.e., large ὸ), diffusive motion approaches something loosely akin to terminal velocity 

in free fall, where frictional effects (fully ódevelopedô at this point) are more or less in balance 

with macroscopic thermodynamic influences and constituent (e.g., molecular) traversal spans 

multiple constituent lengths. Quantitatively, this corresponds to ~ 1 ns (10-9 s) for large, complex 

molecular fluids and ~ 1 ps (10-12 s) for simple liquids. For times meaningfully beyond ~ 1 ns, 

continuum-based descriptions (i.e., hydrodynamics) become more apt [43].  



   

45 

 

 

 

Fig. 3.1. Relevant diffusion time scales for simple (green) and complex (blue) molecular 

liquids bounded by short-time ófreeô (red) and long-time hydrodynamic (purple) regimes. 

 

Over short times, for ὸ ~ 1 fs (10-15 s), particle dynamics take place in a volume that is a 

small fraction of the interatomic spacing. In this regime, particle motion is effectively free (i.e., 

acting as if not bound by a potential), but only until a short time later when the surroundings are 

ófelt.ô The large range of time between the stated boundaries (i.e., the intermediate region), 

stretching over 6 orders of magnitude, contains many different types of diffusive behavior, some 

of which are discussed below. Notably, it is this region that lacks comprehensive theoretical 

understanding in addition to harboring large spaces of unexplored dynamics. 

 The majority of these phenomena, as mentioned previously, can be categorized in terms of 

the molecular COM. Diffusion in purely atomic fluids (e.g., liquid argon) can be similarly 

described, albeit only relative to an off-body COM relating two or more particles. In molecular 
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fluids, motion relative to (or even, over a minute span, of) the COM (which may also be (slightly) 

off-body) can take many forms, where a portion may be classified as intramolecular (i.e., within 

molecules) while the rest may be classified as intermolecular (i.e., between molecules). Some of 

these diffusion types are vibratory in nature, including symmetric and asymmetric bond-stretch 

modes (2-body), angle-bend modes (3-body), as well as dihedral and improper modes (4-body) 

(Fig. 3.2). Other elaborate librational (i.e., oscillatory movement about the equilibrium orientation) 

dynamics are possible as molecular size increases. Accordingly, rotational behavior about the 

COM is also prevalent. Such motion is usually characterized as óhinderedô rotation (particularly 

over shorter time scales), which is indicative of the many impeding effects characteristically 

present in condensed matter fluids. Similar to that of intramolecular vibrational modes, hindered 

rotation of the whole molecule can exhibit periodic behavior.     

 

 

Fig. 3.2. Representative pair (a) inter -atomic/molecular interaction with bond (b), angle (c), 

dihedral (d), and improper (e) intramolecular interactions involving two atom types (black 

and red). 
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COM is characterized by longer time (i.e., having lower frequencies (energies)) and length scales 

(i.e., on the order of intermolecular spacing or greater). At sufficiently long times, the COM motion 

is more easily separable from the high-energy diffusion components. Here, significant 

conformational transitions for longer, chain-like molecules and rotation of the molecular COM 

(about some other COM) are possible. Perhaps more importantly, translational drift in the COM 

position over longer distances (i.e., macroscopic diffusion) is present in this regime. 

 As a pertinent example, Fig. 3.3 illustrates a subset of superimposed translational, 

rotational, and vibrational mechanisms spanning different time and length scales for water [44]. 

Such mechanisms are significantly influenced by the presence of hydrogen bonding (more on this 

in a later section).  

 

 

Fig. 3.3. A subset of dominant in-plane diffusive dynamics for water (H ï red, O ï black) 

over different time and length scales: bond stretching (light green), angle bending (purple), 

hindered molecular rotation (light blue), intermolecular vibration (yellow), molecular 

translation (dark green), cluster rotation about a COM (dark blue), and cluster translation 

(black).   
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Importantly, this subset only includes in-plane motion. Realistically, out-of-plane modes 

are also present in the other two spatial dimensions. On the issues of complexity and 

interpretability, all of the aforementioned dynamics are ósmearedô to varying degrees across time 

(i.e., energy space), where strong and weak coupling can exist to further obfuscate the otherwise 

separate diffusion mechanisms. In practice, useful investigation of these complexities can be 

performed using simulation approaches. 

 

3.1.2 Asymptotic Limits and Difficulties  

In the preceding section, limiting bounds were discussed in terms of their associated time 

scales. This section addresses these same limits in their analytic forms, while also providing 

additional qualitative descriptions. To aid the discussion, the mean squared displacement (MSD), 

given by  

 ὓὛὈὸ ộὙ ὸ Ὑ π Ớȟ (3.1) 

where Ὑ is atomic position and the brackets denote the ensemble average over all ὔ atoms, is 

provided as a direct link to the range of diffusion processes. It should also be noted that the choice 

of time origin is arbitrary (i.e., not fixed at ὸ π). This information is easily extracted from 

computer simulations.   

 At short times (see discussion in previous section), the MSD behavior is well established  

[45] and holds for both solids and liquids. Inserting the free trajectory, which can be expressed as     

 Ὑὸ Ὑπ ὺπὸȟ (3.2) 

where ὺ is the particle velocity, into Eq. (3.1) yields the MSD for free particles, 

 ὓὛὈ ὸ ộȿὺπὸȿỚ ộὺ πὸỚ ộὺ πỚὸȢ (3.3) 
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Recognizing that ộὺ πỚ is related to the average kinetic energy (as in Eq. (2.87)), Eq. (3.3) can 

be rewritten as  

 ὓὛὈ ὸ
σὯὝ

ὓ
ὸȟ (3.4) 

relating what is known as the free gas limit to a quadratic function in time.  

 At long times, frequent interactions (or collisions) between particles prevent such a rapid 

increase in the MSD. The time dependence is linear instead, giving rise to the asymptotic form of 

the MSD in three dimensions,  

 ὓὛὈ Ȣὸ φὈὸ ὃȟ (3.5) 

where Ὀ is the macroscopic self-diffusion coefficient with units of length2 per unit time and ὃ is 

given by  

 ὃ Ὑ . (3.6) 

Here, Ὑ is the characteristic length of the confining (or gyration) volume before the particle 

approaches the asymptotic regime (Fig. 3.4).  

 The linear relationship in Eq. (3.5) can in fact be gleaned from solving Fickôs second law 

of diffusion in one dimension, 

 
‬ὅ

‬ὸ
Ὀ
‬ὅ

‬ὼ
ȟ (3.7) 

where ὅ is the concentration with units of particles per unit length. The resulting solution takes a 

Gaussian form for a point source located at the origin (i.e., a delta function) [46],  

 ὅὼȟὸ
ρ

Ѝτ“Ὀὸ
Ὡ Ȣ (3.8) 

Specifically, the denominator in the exponential is related to the second moment (i.e., variance, 

„) of ὅὼȟὸ, where  
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 τὈὸ ς„ ᴼ„ ςὈὸ ὓὛὈ Ȣȟ ὸȟ (3.9) 

linking the solution in Eq. (3.8) to the time linearity in Eq. (3.5). In this case, the delta function 

source, which can be constructed using the limit of a Gaussian distribution as its variance 

approaches zero, evolves in the reverse direction, spreading out in time.  

 

 

Fig. 3.4. Qualitative mean squared displacement behavior over time (with exaggerated ╡ ) 

divided into three separate regimes: the free gas limit (◄ ◄▼▐▫►◄), an intermediate region 

(◄▼▐▫►◄◄ ◄■▫▪▌) characterized by a relatively complex superposition of phenomena, and 

the asymptotic diffusion domain (◄ ◄■▫▪▌). 

 

 Relative to the limiting regimes on either side of Fig. 3.4, which are well understood in 

most cases (certain liquid environments can result in anomalous behavior [47]), the intermediate 

time region (with an exaggerated Ὑ  befitting a highly viscous fluid) presents the greatest hurdle 

to theoretical description and general interpretability. In this region, multiple mechanisms, such as 

those portrayed in Fig. 3.3, contribute to the overall diffusive signal, each varying in character 
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from material to material. As a result, there are no universally descriptive, analytical forms 

connecting the full time range. However, numerous exact and approximate relations have been 

developed to describe liquids under specific assumptions [48, 49], some of which are given in later 

sections. Future advancements in this area will be aided by computational simulations, which can 

elucidate dynamics and correlations that are otherwise inaccessible, as well as increasingly 

sophisticated experimental capabilities. 

  

3.1.3 Investigation via Neutron Scattering Experiments 

Experimental neutron scattering techniques typically involve a measurement of the double 

differential scattering cross section (e.g., Eq. (2.55)). This necessarily links the experimental 

results to the TSL. To obtain such a measurement of inelastic scattering in liquids, multiple 

components (e.g., source, monochromator, collimator, chopper, sample, analyzing crystal, detector 

array) are combined to generate, filter, and direct a monoenergetic pulse train of neutrons towards 

a sample (i.e., target) and to detect those scattered neutrons (Fig. 3.5). This process requires, at a 

minimum, expensive equipment that must be calibrated and operated by trained researchers. The 

challenge of interpreting the results of the experiment is not easy either. Instrument resolution, 

finite sample size, background signal, and the sample container each serve to complicate the 

experimental outcome. Further corrections must be made to account for multiple scattering and 

self-shielding events, where a neutron scatters multiple times before exiting the sample towards 

the detector and where a scattered neutron that would otherwise reach the detector is either 

scattered away or absorbed, respectively. Notably, the majority of these hurdles are nonexistent in 

the simulation approach [29]. Detailed discussions of these (and the following) measurement 
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topics can be found elsewhere [50], and while demanding, experimental methods are an important 

part of the discovery and validation process. 

 

 

Fig. 3.5. Simplified representation of a triple-axis spectrometer (TAS) used in steady-state 

inelastic neutron scattering experiments.    

 

Depending on the desired information, researchers may wish to isolate the incoherent or 

coherent components of the TSL. This can be accomplished by investigating samples where 

„ Ḻ„  (to isolate the coherent signal) or „ ḻ„  (to isolate the incoherent signal). 

However, these are not always relevant or available. Other schemes involve selective isotopic 

inclusion or sample configuration where the mean scattering length is intentionally minimized. 

Again, computational material simulations differ with respect to these concerns, instead providing 

easy access to isolated TSL components. 

 In one relevant configuration, (i.e., the steady-state setup in Fig. 3.5), the scattered energy 

is (usually) held fixed, allowing for a constant ‖ space sweep. The range of accessible kinematic 
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combinations is, nevertheless, limited according to the following relations adapted from Eqs. (2.1) 

and (2.2), which are provided in terms of the incoming neutron energy, Ὁ,  

 ‌
ЍὉ Ὁ ‍ὯὝ

ὃὯὝ
ȟ (3.10) 

corresponding to ‘ ρ (i.e., forward scattering, — πЈ) and 

 ‌
ЍὉ Ὁ ‍ὯὝ

ὃὯὝ
ȟ (3.11) 

corresponding to ‘ ρ (i.e., back scattering, — ρψπЈ). Using these expressions, the óallowedô 

region can be visualized as a function of incoming energy (Fig. 3.6).  

 

  

Fig. 3.6. Kinematically óallowedô regions of ♪Ⱦ♫ space given by curve interiors for a 

hydrogen target atom at 300 K. Incoming energies are given at 10 (red) and 20 (black) meV 

(final energies are positive).  
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Clearly, higher incoming energies enable a wider exploration of inverse space. Although, 

practically, there are resolution tradeoffs and motivations (related to specific liquid phenomena) 

leading to the use of lower incoming energies (closer to or less than thermal energies). As material 

simulations do not require the use of a neutron óprobe,ô these limitations are avoidable in the virtual 

domain.   

 Post-experiment, it is often useful to compare results from liquid scattering experiments 

with theoretically derived diffusion models. As a reference point, the solution form in Eq. (3.8) 

can be employed to give the three-dimensional, continuum representation of the self part of the 

pair correlation function, 

 Ὃ
Ȣ
ὶȟὸ

ρ

τ“Ὀὸ
Ὡ Ȣ (3.12) 

This expression, which is Gaussian, can be Fourier transformed into the self intermediate scattering 

function (where the directional dependence is dropped due to isotropy in liquids),  

 Ὅ
Ȣ
‖ȟὸ Ὡ ȟ (3.13) 

which is also a Gaussian. While not exact over the complete time range, assuming this form of the 

intermediate scattering function for all ὸ is known as the Gaussian approximation (originally made 

by Vineyard [51]), and it is generally acceptable in that it is a limiting relation (see previous 

section) for several analytical models that describes the majority of the actual scattering law [48]. 

Converting Eq. (3.13) to the inverse time (i.e., frequency) domain yields the symmetric form, 

 Ὓ
Ȣ
‖ȟ‫

ρ

“

Ὀ‖

‫ Ὀ‖
ȟ (3.14) 

a Lorentzian function with the full width at half maximum (FWHM) equal to ςὈ‖. This result is 

another expression of the asymptotic diffusion limit described in the previous section, and it is 

equally, if not more, insightful. For example, Eq. (3.14) is portrayed below for several values of 
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the diffusion coefficient (Fig. 3.7), illustrating its trend in the limit as Ὀᴼπ. As the diffusion 

coefficient is reduced, the curve (representing the quasi-elastic scattering peak) shrinks further and 

further until it approaches a delta function in the elastic (i.e., solid) limit. 

  

 

Fig. 3.7. Lorentzian function given in terms of arbitrary values of the diffusion coefficient 

and the scattering vector, ⱥ . 

 

 Due to the inherent constraints of the approximation, this TSL form deviates from reality 

for most materials, especially for higher ‖ values where the FWHM dependence is no longer linear 

(Fig. 3.8). Nonetheless, it serves to illuminate the relationship between the diffusion process and 

the incoming neutron wavevector. In general, the neutron wave packet impinges on the target 

system having either a small or large characteristic wavelength. The magnitude of this wavelength 
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(and therefore that of the energy), determines what diffusive mechanisms are óvisibleô to the 

incoming neutron. Neutrons having very large incoming wavevectors are unable to óseeô (or ófeelô) 

long-time diffusional motion. Instead, these tend to interact in a more localized manner, perhaps 

only óseeingô a single atom move a near infinitesimal amount. Neutrons with small incoming 

wavevectors, alternatively, are able to ófeelô diffusive motion over the longer distances 

characteristic of macroscopic diffusion. These neutrons must also possess correspondingly low 

energies. This connection between the neutron wavelength (ergo frequency) and the ability to 

accurately measure diffusion processes requires careful attention during experimentation. The 

neutron probe must be ótunedô to the length (and time) scales that are relevant to the diffusion 

process under investigation. If the wavevector is too large, the signal can be hidden within 

instrument resolution, and if it is too small, it can appear as background.   

 

 

Fig. 3.8. FWHM relation for the Lorentzian TSL form illustrating a linear dependence in ⱥ 

alongside a more realistic relationship with a nonlinear dependence.  
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3.2 The Standard Treatment 

3.2.1 Convolution 

In many cases, the analytical treatment of the translational motion can be decoupled from 

that of the (assumedly uncorrelated) oscillatory motion. This is a reasonable approximation in most 

cases, particularly when the difference in relative time scales is large, as it is for low-energy 

asymptotic diffusion and high-energy intramolecular vibration.  

Applying this assumption to the particles trajectories amounts to separating the 

translational ódriftô from the superimposed vibrational behavior (thereby rendering an effective 

amorphous solid, where Ὑ Ȣ (or often, ό) is a displacement relative to Ὑ Ȣ),   

 Ὑ ὸ Ὑ Ȣὸ Ὑ ȢὸȢ (3.15) 

Using this relation, the self intermediate scattering function, which can be expressed (intensively) 

using Eq. (2.60), 

 Ὅ‖ȟὸ ộὩ Ͻ Ὡ Ͻ Ớȟ (3.16) 

where the brackets denote the average over all atoms and time origins, ὸ, can be rewritten in terms 

of the translational, Ὅ Ȣ, and oscillatory components, Ὅ Ȣ,  

 

Ὅ‖ȟὸ ộὩ
Ͻ Ȣ Ȣ

Ὡ
Ͻ Ȣ Ȣ

Ớ

ộὩ Ͻ Ȣ

Ὡ Ͻ Ȣ
ỚộὩ Ͻ Ȣ

Ὡ Ͻ Ȣ
Ớ

Ὅ Ȣ‖ȟὸὍ Ȣ‖ȟὸȢ 

(3.17) 

The general conclusion also holds for any finite number, ὑ, of uncorrelated modes,  

 Ὅ‖ȟὸ Ὅ ‖ȟὸȢ (3.18) 
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Interpreting the Gaussian approximation result from Eq. (3.13), which can be given in 

terms of the asymptotic width function (related to the MSD and scattering law widths), ‎ Ȣὸ, 

 Ὅ
Ȣ
‖ȟὸ Ὡ Ὡ Ȣ ȟ (3.19) 

along with that of Eq. (3.17), leads to the separation of the full  width function (due to the additivity 

of the exponent), 

 Ὅ‖ȟὸ Ὡ Ὡ Ȣ Ὡ Ȣ Ȣ (3.20) 

The implications of this relation are twofold. First, the additivity of the width functions extends to 

the respective MSD functions, which are related to the width function, ‎ὸ, by  

 ὓὛὈὸ ộὙ ὸỚ φ‎ὸȢ (3.21) 

Second, the convolution theorem relates the multiplicative intermediate scattering function 

components to the convolution of the corresponding TSL forms [52],  

 Ὓ‖ȟ‫ Ὓ Ȣ‖ȟ‫ Ὓ Ȣ‖ȟ‫ ‫ Ὠ‫Ȣ (3.22) 

Importantly, when Ὓ Ȣ is expressed in terms of the phonon expansion (see Appendix A), the 

convolution of the first (i.e., 0-phonon, elastic) term, given by ‫Ὡ‏
ộ Ớ

, where the exponential 

component is the Debye-Waller factor (A.10), is moved outside the integral in Eq. (3.22),   

 Ὓ‖ȟ‫ Ὓ Ȣ‖ȟ‫Ὡ
ộ Ớ

Ὓ Ȣ‖ȟ‫ Ὓ Ȣ‖ȟ‫ ‫ Ὠ‫Ȣ (3.23) 

This initial term represents the quasi-elastic behavior, which is scaled by the Debye-Waller factor. 

As mentioned previously and shown in Fig. 2.6, the DOS (i.e., ”‫ ) is a fundamental 

input into the calculation of the TSL. Evaluation of independent components (e.g., the oscillatory 

component), therefore, requires the use of the appropriate DOS (i.e., frequency distribution). The 
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separation of the total into its constituent parts (Fig. 3.9) is possible for the same reason as that 

given for the MSD above. Now, the total DOS is expressed as 

 ”‫ ” Ȣ‫ ” Ȣ‫ȟ (3.24) 

where the following normalization property is observed in terms of the translational and oscillatory 

weights, ύ Ȣ and ύ Ȣ, respectively, 

 ”‫Ὠ‫ ” Ȣ‫Ὠ‫ ” Ȣ‫Ὠ‫ ύ Ȣ ύ Ȣ ρȢ (3.25) 

   

 

Fig. 3.9. Separation of the total DOS (red) into the translational (blue) and oscillatory (green, 

i.e., solid-type) components.    
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Similar to Eq. (3.18), the following relations hold for ὑ contributing modes, 

 ”‫ ” ‫ȟ (3.26) 

 ύ ρȟ (3.27) 

where ” and ύ  are the frequency spectrum and associated weight value of the ὯὸὬ mode, 

respectively. 

 

3.2.2 Theoretical Models 

In this section, the ódivideô between the asymptotic TSL form (Eq. 3.14) and the free gas 

form (given below) is described using a hybrid model. Relevant use cases and limitations of this 

approximation are also discussed in addition to its general behavior. 

In the free gas limit, the self pair correlation function can be expressed in a form analogous 

to Eq. (3.12), 

 
Ὃ ὶȟὸ

ρ

τ“‎ ὸ

Ὡ ȟ 
(3.28) 

where 

 ‎ ὸ
ὯὝ

ςὓ
ὸȢ (3.29) 

Here, the time dependence of the gaussian width is again related to the corresponding MSD (Eq. 

(3.4)). Now the associated self intermediate scattering function can be expressed as  

 Ὅ ‖ȟὸ Ὡ Ȣ (3.30) 

Realistically, the width function for a perfect quantum gas is given by  
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 ‎ ὸ
ὯὝ

ςὓ
ὸ

ᴐ

ψὓὯὝ
ȟ (3.31) 

but the contribution of the second term is reduced at elevated temperatures. Transforming Eq. 

(3.30) to inverse space gives the symmetric (i.e., classical) self scattering law in the free gas limit,  

 Ὓ ‖ȟ‫
ὓ

ς“‖ὯὝ
Ὡ Ȣ (3.32) 

In practice (i.e., for nuclear data evaluation purposes), the asymmetric (i.e., quantum) version is 

used with dimensionless units,  

 Ὓ ‌ȟ‍
ρ

Ѝτ“‌
Ὡ Ȣ (3.33) 

 As implied above and mentioned previously, the Gaussian approximation holds in both the 

short and long time regimes (as defined in Section 3.1.1) and works reasonably well for 

intermediate times. Any further attempt to describe the entire time domain within this 

approximation requires a more complex width function relative to those in Eqs. (3.19) and (3.30), 

representing asymptotic and free gas diffusion, respectively.  

 Before introducing one such example, it is helpful to define a few relevant parameters that 

are often used in diffusive models. Notably, each of these is dimensionless, allowing for easier 

interpretation across use cases. The first variable, Ὠ, is perhaps the easiest to define and describe. 

It is given by 

 Ὠ
Ὀά

ᴐ
ȟ (3.34) 

where Ὀ is the self-diffusion coefficient and ά is the mass of the diffusing entity (typically an 

atom of some specified type). This parameter simply conveys the long-time diffusion behavior. 

The second variable, ὧ, is closely related to Ὠ and is defined by 
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 ὧ
Ὀάᶻ

ᴐ
ȟ (3.35) 

where άᶻ is the effective (or diffusive) mass. The effective mass for a diffusing atom in a 

molecular liquid is typically somewhat greater than the molecular mass, although it can be much 

greater for highly viscous fluids. Another way to interpret effective mass (in the scope of liquid 

diffusion) is related to the total mass of all entities within a locally mobilized volume (perhaps like 

one characterized by Ὑ in Fig. 3.4). This concept essentially captures the unique inertial 

impediments that a particular entity experiences over long times in a given system. Accordingly, 

the parameter ὧ is related to the amount of time preceding asymptotic diffusion (analogous to ὸ  

in Fig. 3.4). Combining these two variables through the relation,  

 Ὠ ὧϽύ Ȣȟ (3.36) 

helps define the translational weight from Eq. (3.25) as  

 ύ Ȣ

ά

ά
ȟz (3.37) 

which is representative of the relationship discussed above. Using these parameters, the 

introduction of another model is simplified. 

 In his extensive work on liquids, Schofield pushed further into the Gaussian approximation 

after proving its exactness for isotropic, quadratic potentials (e.g., harmonic oscillators) and in the 

limit of no binding effects (e.g., ideal gas) [53].  His and Egelstaffôs approach [49] gives the self 

intermediate scattering function (in a form identical to Eq. (3.19)) as 

 Ὅ‌ȟὸ Ὡ ȟ (3.38) 

where ύὸ is the width function (proportional to a corresponding ‎ὸ). In this way, the width 

function can be separated into oscillatory and translational components (i.e., ύ Ȣὸ and 

ύ Ȣὸ, respectively), just as in Eq. (3.20),  
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 ύὸ ύ Ȣὸ ύ ȢὸȢ (3.39) 

While the oscillatory (or bound) component can be interpreted through the phonon expansion (as 

mentioned above), the translational (or diffusive) component is assigned the useful form,  

 ύ Ȣὸ ςὨ ὸ ὧ
ρ

τ
ὧȟ (3.40) 

which has the proper linear time dependence for large ὸ and the correct behavior for small ὸ. The 

 term arises from the restriction that ύ Ȣ  must equal zero (here the self intermediate 

scattering function is defined over the complex time domain as in Eq. (2.76)). This expression has 

the advantage of linking the limiting cases (i.e., the free gas and asymptotic regimes) in a way that 

is analytically simple.  

 The resulting TSL is then given by  

 Ὓ
Ȣ
‌ȟ‍

ρ

“
Ὡ

ς ὧ
ρ
τὨ‌

‍ ςὨ‌
ὑ ὧ

ρ

τ
‍ ςὨ‌ ȟ (3.41) 

where ὑ is the modified Bessel function of the second kind. Additionally, ὑ ὼᴼρȾὼ as ὼ 

approaches zero, and ὑ ὼᴼ “ȾὼὩ  as ὼ approaches infinity. Using the following relations,  

 
ὴ‍ ‍ ÌÉÍ

ᴼ

ρ

‌
Ὓ‌ȟ‍

‍”‍

ςίὭὲὬ
‍
ς

ȟ 
(3.42) 

where ὴ‍ (in this case) is nearly equivalent to the frequency spectrum, the associated DOS is 

 ” Ȣ‍
τὨ

“
ίὭὲὬ

‍

ς
ὧ

ρ

τ
ὑ ὧ

ρ

τ
‍Ȣ (3.43) 

Visualizing this form (Fig. 3.10) illustrates the connection between the Schofield model and the 

extraction procedure in Fig. 3.9 (see blue translational component).   
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Fig. 3.10. Schofield DOS form evaluated for  arbitrary ╬ and ▀ values. 

        

 Now that the relevant analytic expressions have been discussed, taking a moment to 

compare the respective model width functions (i.e., asymptotic, free gas, and Schofield) can help 

highlight important differences. The free gas (red, Fig. 3.11) and asymptotic (blue, Fig. 3.11) 

limits, for example, display characteristic quadratic (Eq. (3.4)) and linear (Eq. (3.5)) time 

dependence, respectively. Alternatively, the Schofield model (green, Fig. 3.11, Eq. (3.40)) exhibits 

a óhybridô shape that is effectively quadratic at short times and linear at long times. A 

representative solid width model (black, Fig. 3.11) for a particular oscillatory frequency, ‫ , 

within a physical space given by ὃ, having the basic form [43],  

 ‎ ὸ ὃ ρ
ίὭὲ‫ὸ

‫ὸ
ȟ (3.44) 
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displays the expected bound behavior from which these and other diffusive models are easily 

distinguished. This expression also exhibits the required quadratic dependence at short times (see 

truncated Taylor series).    

 

 

Fig. 3.11. Qualitative (i.e., arbitrarily parameterized) width function comparison for the 

solid (black), free gas (red), asymptotic (blue), and Schofield (green) models.     

 

As a result of the Schofield modelôs accuracy in the limiting regimes, Eq. (3.41) reduces 

(using the proper Bessel function limits) to a Lorentzian in ‍ for low ‌ and a Gaussian in ‍ for 

high ‌ (Fig. 3.12). These, of course, correspond to the asymptotic (i.e., Eq. (3.14)) and free gas 

(i.e., Eq. (3.33)) forms, respectively, with associated FWHMs given by 

 ὊὡὌὓ Ȣ τὨ‌ȟ (3.45) 
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which is derived from the width of Eq. (3.14) multiplied by the conversion factor, ὯὝȾᴐ 

(sometimes used instead of Eq. (2.6)), and 

 
ὊὡὌὓ ςςὰὲς

Ὠ‌

ὧ
ρ
τ

Ȣ 
(3.46) 

 

 

Fig. 3.12. Schofield diffusion model given for low and high ♪ demonstrating a smooth (and 

relatively simple) transition from asymptotic (i.e., Lorentzian) to free (i.e., Gaussian) forms. 
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reasonable success in describing certain molecular fluids (e.g., water [54]) and accordingly in this 

work, where it is convolved with a solid-like contribution (via Eq. (3.22)). The model description 

begins to break down more severely, however, for sufficiently complex molecules (e.g., large 

polymers), particularly in the intermediate region. In such cases, the width function assumes a 

shape similar to that in Fig. 3.4, which then requires an intermediate form similar to those outlined 

by Rouse [55] and de Gennes [56], 

 ộὙ ὸỚ Ὑ
ρςὈὸ

“
ȟ (3.47) 

where Ὑ is equivalently defined in Eq. (3.6). It should also be noted that the Schofield model does 

not account for rotational contributions to the diffusive scattering law, specifically those occurring 

over longer time scales. These are present, nonetheless, in molecular fluids and can be reflected to 

varying degrees in the quasi-elastic peak. Lastly, there are many other theoretical descriptions of 

diffusive processes that, while out of the scope of this discussion, serve to underscore both a long 

history of development and the opportunity for further exploration.       

 

3.2.3 Alternative Methods 

While experimental and theoretical developments have aided in the description of various 

kinds of liquid phenomena, the utility of computational simulation arguably holds the greatest 

promise in terms of future advancement. Experimental methods have notable advantages in 

establishing ground truth benchmarks but suffer limitations due to high costs, long turnaround 

times, and accessibility of many interesting material conditions, among others. Likewise, 

theoretical developments are inherently limited in that they seek well-defined, analytical forms 

describing the largest possible portion of liquid space dynamics. As for TSLs, the problem of 
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uniqueness persists in liquid physics, perhaps rendering all future attempts at a universal 

descriptive form futile. These considerations further emphasize the potential for simulation 

methods to elucidate, by statistical means, behavior that defies simple description.  

 Using the relations in Section 2.2.2 within the scope of the direct method (discussed in 

Section 2.3, Fig. 2.6) allows a high degree of flexibility in isolating dynamical phenomena and 

building up correlation functions one atom (or some other entity) at a time. This method subsumes, 

of course, the ability to dictate material conditions in a near-arbitrary manner. Relevant hurdles for 

this approach include the accuracy of the simulated physical interactions as dictated by potential 

functions or approximations of the equivalent quantum system, as well as the quality of the 

statistical sampling procedure. To that last point, larger system sizes and longer runtimes may be 

necessary to fill out the lower end of ‌Ⱦ‍ space and to remove statistical noise that would 

otherwise obscure the underlying physical ósignal.ô  

 This type of process, despite its advantages, has not yet seen widespread adoption in the 

production of thermal neutron scattering evaluations, but this may change in the future. Naturally, 

as computational capabilities continue to increase alongside the sophistication of simulation 

techniques, the direct method will likely become more and more attractive to practitioners and 

researchers alike.  

 

3.3 FLASSH Overview  

3.3.1 General Capabilities  

The FLASSH nuclear data code [57] was developed in the Low Energy Interaction Physics 

(LEIP) group at the North Carolina State University (NCSU) Department of Nuclear Engineering, 

from a small collection of Fortran routines for neutron scattering calculations. Over time, these 
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and many other routines have been implemented and augmented to provide an aggregated, nuclear 

data production pipeline (i.e., a suitable alternative to older codes such as NJOY [58]). The general 

structure of the code in its current form, shown in Fig. 3.13, illustrates the progress since the project 

began in 2016.  

 Most nuclear data evaluations are initialized from a graphical user interface (GUI, e.g., Fig. 

3.14) that guides the practitioner through a variety of run settings (the user can also configure the 

input files manually). Some of these include a list of temperatures, DOS distributions, theoretical 

treatments, calculation grid specifications, and tolerance limits. This interactive feature, which 

reduces the learning curve for less experienced users (e.g., by including automatic error checks) is 

implemented using the open source Qt C++ software [59]. Default parameter settings, together 

with preloaded crystal structure data for common solid materials and other useful preprocessing 

tools, serve to minimize the setup time for all users. 

 The rest of the FLASSH code (with the exception of certain pre- and postprocessing 

routines, e.g., plotting, written in Python) is written in Fortran with parallelization of certain 

components implemented using OpenMP [60]. The resulting corpus, which comprises numerous 

modules, uses the latest Intel compiler suite and is compatible with Windows and Linux machines. 

After the inputs are configured, the calculation  proceeds down at least one of two pathways. The 

elastic pathway includes modules for coherent and incoherent scattering. The inelastic pathway, 

utilized exclusively in this work, contains modules for liquid physics (i.e., where the convolution 

of translational and solid TSL forms takes place, see next section) and various solid treatments 

(e.g., incoherent/cubic approx.., incoherent/non-cubic approx., and coherent 1-phonon correction). 

As an aside, the cubic approximation assumes directional lattice symmetry in crystalline solids, 
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and the non-cubic approximation relaxes this assumption for materials that do not meet this 

description.  

 

 

Fig. 3.13. Simplified schematic of the FLASSH code workflow beginning with the GUI, 

proceeding through the inelastic (red) and elastic (blue) calculations, and ending with 

integration and postprocessing routines (green). The liquid physics module (used in this 

work) is outlined in bold red dashes. 
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Following the inelastic/elastic scattering calculations, the results can be integrated to obtain 

differential quantities and the total scattering cross section. Output files are subsequently 

generated, where they can be formatted in a standardized manner (e.g., ENDF-6, ACE) for data 

dissemination and/or Monte Carlo simulation and used to visualize results. 

 

 

Fig. 3.14. Representative FLASSH GUI configuration for hydrogen in light water at 300 K 

illustrating smart default presets and ógrey-outô policies.  
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 While there has been much development activity, the FLASSH code (Fig. 3.15) is still in a 

nascent stage, having just recently entered a 1.0 version following several beta versions. 

Accordingly, work on the code continues among a modest number of developers and focuses on 

adding and improving capabilities, usability, and speed.     

  

 

Fig. 3.15. FLASSH GUI landing page with project folder specification, input file creation, 

and run tabs. 

 

3.3.2 Liquid Physics Module 

For the purposes of this work (and evaluations involving other fluids), the liquid physics 

(LP) module [61] is an important component of the TSL generation process. The module exists, in 

its current form, as a slight modification to the green/orange pathway in Fig. 2.6. The relevant 

process additions include the (previously discussed) separation of the DOS, as well as the 
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convolution of the resulting solid TSL with an appropriate diffusive model. To narrow the focus 

of this section, the following discussion will outline the details of the procedure occurring after the 

bound TSL component is computed. This is an appropriate demarcation, as all solid material 

evaluations terminate at this point. Only liquid materials require further handling of the TSL 

(excluding, of course, the integration process). It is also important to note that the following 

methods are only presented as a single example of the many ways such a task has and might be 

performed. Methods in the LP module are, therefore, subject to change and evolution, as is the rest 

of the FLASSH code. The current implementation was selected for its practicality, flexibility, and 

interpretability.  

 The basic structure of the LP module is given below in Fig. 3.16 and involves several steps. 

The first step, which is to construct a suitable ‍ convolution grid, is perhaps the most important, 

as it must faithfully represent the chosen diffusive TSL for each unique ‌ value over a wide range 

of such values. At low ‌, the diffusive peak can be quite sharp, requiring very high resolution and 

a large number of grid points to smoothly capture its form. Alternatively, high ‌ values typically 

correspond to much broader peaks, requiring far less points and lower resolution (see Fig. 3.12). 

Common issues at this stage include not integrating over a large enough ‍ range (usually centered 

at zero), resulting in insufficient integral precision and/or coverage, and using a resolution that is 

too large, resulting in a triangular diffusive peak (which also adversely affects the integral value, 

see Fig. 3.17).  

While the iterative outward search for ‍ values giving the desired peak-to-tail TSL ratio 

and the iterative increase in resolution (to some arbitrary precision level) are straightforward, the 

starting point for the latter is somewhat more nuanced. That is, if the practitioner wishes to avoid 

much wasted time, a decision must be made regarding how the resolution is initially estimated. 
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When using analytical TSL forms for the diffusive component, the best estimate is readily 

computed from any (reasonably accurate) heuristic involving the corresponding FWHM. For some 

models (e.g., free gas, asymptotic), this form is exact, requiring virtually no further iteration. In 

other, more complex cases, where the model FWHM exhibits transitory behavior (e.g., Schofield), 

the FWHM forms in the opposing limits (e.g., Eqs. (3.45) and (3.46)) can be used in tandem. 

 

 

Fig. 3.16. LP module workflow, involving adaptive grid generation, liquid model 

parameterization and evaluation, interpolation, convolution, and conversion. 
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The LP module makes use of these helpful relations where possible, comparing opposing forms 

and using the smaller of the two to initialize the iteration process (e.g., in the case of the Schofield 

model). 

 

 

Fig. 3.17. Representation of the resolution search process where (starting from an initial 

estimate) the resolution is determined arbitrarily in terms of the ratio ▀▐╪■█Ⱦ▀▬▄╪▓. This 

process compares the actual and interpolated values at the halfway point between zero and 

the first nonzero grid point. Naturally, a lower ratio gives higher accuracy but results in a 

finer (larger) grid (and vice versa), which takes more time to convolve.  
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interpolation) onto the same convolution grid. The resulting arrays, representing the solid and 

liquid TSL components, are convolved back onto the user grid and supplemented by the quasi-

elastic term in Eq. (3.23) (i.e., the first term). Before the total TSL is written to output files or 

postprocessed in any other way, it is converted to symmetric form.  

 In general, this approach is amenable to any analytic form of the diffusive TSL. It might 

also be readily extended to read in arbitrarily generated diffusive TSLs for convolution. As 

mentioned before, the ability to accurately incorporate liquid behavior into the TSL generation 

process is increasingly important and will continue to adapt along the balance point of 

computational methods and system fidelity requirements.    

  

3.4 Water Overview  

3.4.1 Current Understanding 

Water is without a doubt one of the most naturally intriguing and scientifically perplexing 

chemical species in existence. Its ubiquity in the atmosphere, underground, and on the Earthôs 

surface is equaled only by its importance in the biological processes of living beings. However, 

while there is plenty of water on Earth, around 96.5% of it is salt water from oceans, and more 

than 98% of the fresh water resources are contained in the ground, ice, glaciers, and permanent 

snow [62], rendering them difficult or impossible to access for even the most advanced nations. 

Ironically, the collection, storage, use, and processing of accessible water underpins so much of 

modern society that its presence is largely taken for granted. Such indifference contrasts sharply 

with the hardship felt in the absence of water. The historical and present day conflicts surrounding 

such an invaluable resource serve as perhaps the best evidence of its relevance to humankind. In 

regions where water is plentiful, it is an essential component in industry (~ 20% total water use, 
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includes manufacturing and energy production), agriculture (~ 70%), and domestic activity (~ 

10%) [62]. Furthermore, the largely solar-driven hydrological cycle (coupled with complicated 

weather patterns) continually redistributes the water supply in a variety of ways. In some cases, 

this redistribution saves the lives of plants, animals, and humans alike. In others, it is immensely 

destructive. Beyond the macroscopic phenomena that guide many of the experiential aspects of 

water, the molecular scale harbors subtle complexities that scientists are still working diligently to 

uncover. As a comprehensive understanding of water would greatly aid progress in numerous 

critical domains (e.g., drug design), such discovery (and the understanding that ensues) has never 

been more important.     

Many of the aforementioned complexities that make water unique are a direct consequence 

of hydrogen bonding (Fig. 3.18). This type of bond occurs (in water) due to the electronegativity 

difference between the covalently bonded hydrogen and oxygen components, resulting in a polar 

molecule (having remarkable solvent characteristics) with two lone electron pairs that attract 

neighboring hydrogen atoms. In this arrangement, one 2s orbital and three 2p orbitals mix to form 

the sp3 hybridized molecular orbital structure with four hybrid orbitals (i.e., comprising two 

bonded hydrogen atoms and two lone pairs). Importantly, as the electron orbitals spread out to 

reduce the energy of repulsion, the hydrogen bond (HB) directionality emerges. This directionality 

contributes to many of waterôs atypical properties.  

For example, unlike a simple liquid, waterôs density does not increase monotonically with 

decreasing temperature. After a region of increasing density with decreasing temperature, water 

attains a maximum density at around 4 °C, where further decreases in temperature actually 

correspond with lower density values, thus allowing the solid phase (ice) to float in the liquid phase 

[44]. The cause of the trend reversal lies at the balance of the molecular kinetic energy and the HB 
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strength. When the kinetic energy is sufficiently low, the HB strength dominates, forcing an 

expansion of the molecular structure to accommodate directional bonding. The HB strength (tens 

of kJ/mol, attractive), for context, lies in between those of the surrounding Van der Waals (vdW) 

forces (ones of kJ/mol, can be attractive or repulsive) and covalent O-H bonds (hundreds of kJ/mol, 

attractive) [44, 63], providing a distinct mix of attractive and repulsive influences. Some additional 

water properties associated with hydrogen bonding include its high (relative to simple liquids) 

specific heat capacity, high melting point, high boiling point, and its strong cohesion-adhesion. 

There are also at least 16 different phases (geometries) of ice, depending on the temperature and 

pressure environment during formation [62].    

  

 

Fig. 3.18. Hydrogen bond (HB) between two water molecules with one donor (D) and one 

acceptor (A). 

 

Despite the long list of static properties related to hydrogen bonding, the HBs themselves 

are dynamic in nature. More specifically, water plays host to a time-dependent distribution of HB 

interactions, where molecules typically participate in 2 to 5 HBs [62, 64]. The number of HBs per 

water molecule fluctuates around 3.5 on average with a mode of 4, often leading to a tetramer 
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formation (i.e., a group of four water molecules connected via HBs). These formations can also 

assume various structures, such as those resembling a ring (Fig. 3.19) or cage [44, 65].  

 

 

Fig. 3.19. Water tetramer (i.e., four water molecules bound together by HBs) exhibiting a 

ring structure.  

 

The general presence of HBs and the time-dependence of the HB network in liquid water 

also exert a tremendous influence on key rotational and vibrational features. As described in 

previous sections, these characteristics can span large time and energy scales while having a 

measurable effect on the neutron thermalization process. Over 10ôs ï 100ôs of fs, librational motion 

and the making/breaking of HBs are prevalent. Shorter timeframes (i.e., higher energy modes) 

include the intramolecular bending and stretching modes, while longer timeframes (i.e., lower 

energy modes) include the collective reorientation of the HB network (~ 1 ps) and macroscopic 

diffusion [66].  

In addition to the already intricate coupling between various intra- and intermolecular 

energy modes, hydrogen bonding further complicates the matter by superimposing its time-

dependence onto the mode spectrum itself. The bend, stretch, and librational modes, for example, 
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are blue, red, and blue-shifted, respectively, as hydrogen bonding increases [64]. As the degree of 

hydrogen bonding fluctuates in time, so do the frequencies of these and other modes. The line 

positions (i.e., frequencies), however, are not the only time-dependent spectrum features. The line 

widths are also dependent on the HB network dynamics, among other phenomena (e.g., mode 

coupling, intermolecular vibrations, Fermi resonance) [66]. A great deal of experimental work 

(e.g., using isotopic dilution to reduce coupling) has focused on these relationships, exploiting 

them as probes to better understand the structure of water [63, 66]. Some of the many unanswered 

questions include which of these modes is best for elucidating said structure, and what is the 

specific nature of the vibrational coupling that hinders the separation of spectral components. In 

the latter case, is it more or less delocalized/coherent? To help fill in these gaps and to supplement 

experimental efforts, there has been an increasing degree of reliance on simulation approaches. 

While vast, the landscape of water simulation techniques is readily divided into classical 

and quantum methods. Both approaches have proven effective and continue to improve with each 

passing year. Although there is much to be said about each method, the following discussion will 

limit the description (mostly) to empirical pair potentials and Kohn-Sham DFT. Moving on, 

classical models can be further separated by number of interaction sites, treatment of 

intramolecular degrees of freedom (DOF), and treatment of polarizability effects. The number of 

interaction sites is typically given by the total number of on (i.e., H1, H2, O) and off-atom (e.g., 

the M and lone pair (LP) dummy sites used to improve the charge distribution) locations that have 

at least one associated interaction potential term.  

Water models containing anywhere from three to five sites are common [62] (Fig. 3.20), 

but there are also models having site numbers outside this range. All else equal and up to a point, 

water models containing more interaction sites are generally better able to describe real behavior 
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than those with less. The treatment of the intramolecular DOF is either ignored altogether, as in 

rigid models, or included within a flexible model having extra terms for such interactions. In either 

case, the decision to include these terms depends on the objective of the simulation. The treatment 

of polarizability effects, which captures electron cloud distortion due to nearby charge centers, is 

slightly different in that it is (usually) either included implicitly through adjustments to the static 

point charges or included explicitly through the addition of dynamic components, all according to 

the needs of the practitioner. This phenomenon has been treated with varied success in different 

schemes, such as the Drude oscillator [67] and induced dipole models (e.g., Thole-type [68], 

AMOEBA [69]).  

 

 

Fig. 3.20. Molecular diagram representing three (red), four (red + green), five (red + blue), 

and six (red + green + blue) interaction site models.  

 

The simple point charge (SPC) model [70] and its extended variant SPC/E [71] are 

examples of popular rigid, three site models that have been subsequently adapted to include more 

physics (e.g., flexibility [72]). Such is the case for many models. Perhaps more than most, the 

transferable intermolecular potentials (TIPs) have evolved to serve a wide array of research cases. 

Available in three, four, five, and six site forms (each suitably named TIPnP, where n is the number 
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of sites) [73, 74, 75, 76, 77, 78, 79], TIP models also come in rigid and flexible versions. There 

are even versions to capture polarizability effects (e.g., TIP4P-FQ [77]). While there are many 

similarities between the SPC and TIP models (particularly TIP3P), some of the relevant differences 

include the equilibrium HOH angle, which is assumed to be the tetrahedral angle (i.e., 109.47°) in 

the SPC case and 104.42° in the TIP case, and the point charge values assigned to the H and O 

atoms. One member of the TIP family of water potentials will be discussed in greater detail in the 

following section. 

 Instead of computing interaction forces/energies directly from empirical potential 

functions, Kohn-Sham DFT frames the problem in terms of an electron density representing the 

system of n-electrons as a system of n non-interacting electrons. Nuclei positions, in turn, are 

evolved within the Born-Oppenheimer approximation. The corresponding electronic Hamiltonian 

is given by [34]  

 Ὄ Ὁ Ὗ ȟ (3.48) 

where Ὁ  is the non-interacting component of the kinetic energy and Ὗ  is decomposed as 

follows: 

 Ὗ Ὗ Ὗ Ὗ ȟ (3.49) 

with Ὗ  representing the Hartree potential (i.e., the interaction between the electron and the 

ambient electron density), Ὗ  representing the interaction between electrons and nuclei, and Ὗ  

representing all quantum, n-electron effects. While the first two terms in Eq. (3.49) are classical in 

nature and known in form, the last term includes both exchange (i.e., exchange interaction between 

electrons of the same spin) and correlation (i.e., interaction between electrons with different spins) 

effects, requiring accurate approximation in the aggregate. It is important to note that these notions 

of exchange and correlation are quite nuanced in reality and are sometimes subdivided further 
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(e.g., into static and dynamic components) and extended to include nonlocal effects. Naturally, the 

approximation of the exchange-correlation term has changed over time and is the subject of 

ongoing interest.  

As the DF in DFT implies, the exchange-correlation functional is canonically expressed in 

terms of the spatially óawareô electron density. The local density may be the only source of 

dependence (i.e., in the local density approximation (LDA)), or first and second derivatives of the 

electron density can be included through the generalized gradient approximation (GGA) and meta-

GGA approaches (Fig. 3.21). Pushing even further, hybrid functionals supplement the GGA 

exchange energy with fractions of the nonlocal Hartree-Fock (HF) exchange energy. There is also 

work on higher order methods and on the use of ML-based functionals [80]. Such improvements 

are not free of consequence, however, as they generally require a meaningful increase in 

computational capacity. Nonetheless, they have proven very effective in modeling the behavior of 

water. 

 

 

Fig. 3.21. Staircase representing the escalation of theoretical fidelity and computational 

demand associated with more realistic quantum material descriptions (DFT or better).   
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 Due to the broad success of the DFT formalism and its embedded theoretical flexibility, 

many simulations of water have incorporated ab initio forces into the MD framework (i.e., AIMD), 

realizing the scientific power of exploiting more accurate dynamics. A staple GGA-level model 

with dispersion corrections, revPBE-D3 [81, 82, 83], has been used extensively in this domain and 

to great success, illustrating the benefits of semi-local functionals. It has been shown however, that 

the exact utility of even one of the most popular functionals can be elusory. When approaching 

quantum truth, it is evidently quite important to consider the complete (physical) picture. In this 

case, the authors in [65] demonstrated that the success of revPBE-D3 hinged upon the fortunate 

cancellation of inherent functional error and the lack of nuclear quantum effects (NQEs). While 

the net result was a functional able to predict very accurate frequency spectra and other important 

properties, the takeaway was clear: the inclusion of NQEs (which are necessary to describe water 

most accurately) would likely have adverse consequences on said properties. The authors went on 

to propose that the comparison meta-GGA functionals (e.g., B97M-rV [84, 85]), which showed 

relatively tighter intramolecular bonding and looser intermolecular bonding, would likely benefit 

from the inclusion of NQEs and that the frequency modes of revPBE-D3 would be further red-

shifted away from experiment.  

A short time later, these intuitions were validated in [86], where it was shown that adding 

NQEs to revPBE-D3 via path integral (PI) simulation does in fact red-shift the frequency modes. 

It was also shown that the PI approach (accelerated by the ring polymer contraction (RPC) [87, 

88] and multiple time stepping (MTS) [89] methodologies) helps revPBE0-D3, the hybrid cousin 

of revPBE-D3 containing 25% exact exchange energy, compared to classical simulation that 

ignore NQEs. The hybrid functional, combined with PI, generally exhibited accurate structural, 

dynamic, and spectroscopic predictions of liquid water. One important caveat to using hybrid 
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functionals is the high computational burden. However, some of the same authors mentioned 

previously also demonstrated that combining PI with a suitable (and less computationally 

expensive) meta-GGA functional (i.e., B97M-rV) performs similarly to the hybrid case. This result 

is non-trivial and allows for easier access to highly accurate water simulations that include the 

location and interaction ósmearingô characteristics of NQEs, which further enhance important 

phenomenological descriptions (e.g., proton excursions). 

 Despite these advances in functional construction and simulation techniques, a 

comprehensive understanding of water and its associated NQEs is yet to be realized. Nonetheless, 

research incorporating PI-AIMD simulations is becoming increasingly prevalent thanks to 

advances in hardware and computation methods. Hopefully, these efforts will illuminate remaining 

areas of interest, such as the nature of competing NQEs, where the strength of the HBs (which 

themselves are influenced by NQEs) affects the balance of NQEs in the stretch and librational 

modes [63]. Experimental techniques (e.g., deep inelastic neutron scattering (DINS)) may also aid 

this pursuit.   

Moreover, since a perfect water model does not currently exist, future work will likely also 

push further along the axes of theoretical description and computational methods. This represents 

a continuation of past progress which has yielded dozens of water models catering to all sorts of 

specific applications and relevant conditions. Additionally, notwithstanding the focus throughout 

this section on bulk water simulation, research will continue to move towards a more 

comprehensive picture of the entire phase diagram across a wider diversity of environments (e.g., 

biologically confined spaces).   
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3.4.2 Molecular Dynamics Model 

In this work, the TIP4P/2005f potential [76] was used to simulate water for the purpose of 

extracting the DOS at various temperatures of interest. All simulation and VACF/DOS work 

discussed here was conducted previously by former LEIP group member, Dr. Drew Antony, using 

the LAMMPS code. Briefly, on the topic of relevance, water has been and will continue to be an 

important material in the reactor physics community, serving as both a moderator and a coolant in 

numerous critical systems. Water also provides a unique and highly interesting first glimpse at 

applying the NeTS concept to liquid materials.  

In keeping with the model conventions described earlier, this CMD potential contains four 

interaction sites and flexible terms for describing the intramolecular DOF. It does not include 

polarizability features. Importantly, it also improves on the popular and successful rigid version, 

TIP4P/2005 [75], with additions to the frequency spectrum that are relevant to the TSL. The 

potential can be expressed in terms of the inter- (ὠ ) and intramolecular (ὠ ) components,  

 ὠ ὠ ὠ ȟ (3.50) 

given by  

 ὠ ὠ ὠ ȟ (3.51) 

where ὠ  represents the Lennard-Jones interaction (comprising a repulsive term for electron 

cloud overlap and an attractive term for dispersion forces) between O atoms at a distance ὶ , 

parameterized in strength and range via ‭ and „, 

 ὠ τ‭
„

ὶ

„

ὶ
ȟ (3.52) 
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and ὠ  represents the electrostatic point charge interactions (i.e., between ή and ή in 

elementary charge units, Ὡ, for atoms a and b, with the permittivity of free space, ‐) over a distance 

ὶ ,   

 ὠ
Ὡ

τ“‐

ήή

ὶ
ȟ

ȟ (3.53) 

and 

 ὠ ὠ ὠ ὠ ȟ (3.54) 

where ὠ
Ⱦ

 is a Morse potential, parameterized by strength (Ὀ), width (‍), and equilibrium 

separation (ὶ ) constants, providing anharmonicity to the OH stretch mode (for each H atom 

separated from O by a distance ὶ
Ⱦ

),     

 ὠ
Ⱦ
Ὀ ρ Ὡ Ⱦ ȟ (3.55) 

and ὠ  represents the harmonic angle bending mode in terms of the stiffness (ὑ ) and 

equilibrium angle (— ) parameters,  

 ὠ
ρ

ς
ὑ — — Ȣ (3.56) 

In addition to the total potential function, the M site (i.e., the fourth site) position, Ὠ , is defined 

by the HOH bisector projections (ᾀ
Ⱦ

) for each H atom and a scaling constant (Ὠ ),    

 Ὠ Ὠ ᾀ ᾀ Ȣ (3.57) 

All relevant parameters are given in Table 3.1 [76] and are mostly similar to the rigid version, 

albeit with some exceptions to account for the inclusion of flexibility. 

 Water simulations in this work also employed a different ὶ  value (i.e., 0.93 Å) at 

temperatures at and below 300 K (at 1 atm), whereas higher temperatures used the same value as 

the original paper. Among other reasons related to bond elongation and experimental neutron 
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scattering cross section ratios, this was done to bring the average ὶ  distance during simulation 

in line with that of the rigid potential (i.e., 0.9572 Å), which is slightly lower than that of the 

flexible version (i.e., 0.9664 Å) at 298 K, 1 atm [76]. The corresponding average values for the 

ὶ  distance and the HOH angle are 0.15555 Å and 104.79°, respectively, compared to those of 

the rigid model, 0.1546 Å and 104.52°, respectively. 

 

Table 3.1 TIP4P/2005f parameters. 

Parameter [units] Value 

‭
Ὧ  [K] 93.2 

„ [Å]  3.1644 

ή  [e] 0.5564 

ή [e] -1.1128 

Ὠ  0.13194 

Ὀ [kJ/mol] 432.581 

ὶ  [Å]  0.9419 

‍ [nm-1] 22.87 

—  [deg] 107.4 

ὑ  [kJ/mol/rad2] 367.810 

 

 MD simulations containing 504 molecules (Fig. 3.22) were performed for 17 temperatures 

from 283 K to 650 K at 1 atm (except for 600, 623, and 650 K at 80, 100, and 150 atm, respectively, 

to maintain the liquid phase). During the equilibration and production phases, temperature and 

pressure were modulated within an isothermal-isobaric ensemble (NPT) using a Nose-Hoover 

thermostat to adjust velocities and an isotropic domain box controller for pressure adjustment. A 
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timestep of 0.2 fs was used over the course of a 4ps equilibration period, followed by a production 

loop of 1000 VACF calculations lasting 5ps each (for a total simulation time of ~ 5 ns ). The MSD 

was also computed simultaneously, along with several other measures, and averaged across loops 

with the VACF data. The choice of timestep was informed by the time scale of hydrogen dynamics 

as observed in the higher energy DOS features.    

 

 

Fig. 3.22. Water simulation box containing 504 molecules with O atoms (red), H atoms 

(white), and HBs (blue).  

 

 The MSD data (Fig. 3.23) and a variant of Eq. (3.5) (i.e., the Einstein relation), 

 Ὀ ÌÉÍ
ᴼ

ὓὛὈὸ

φὸ
ȟ (3.58) 

were used to compute the self-diffusion coefficients (Ὀ ) for hydrogen. This data was later 

transformed (discussed in the next chapter) and used to parameterize the Schofield model via Eqs. 

(3.34) and (3.35). Diffusivity results are compared to experimental data [90, 91, 92, 93] in Fig. 

3.24, where they exhibit systematic underestimation that improves slightly after adjusting for size 
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effects. Due to the changes in certain potential parameters discussed previously, these and the 

density results (Fig. 3.25) differ somewhat from those in the original TIP4P/2005f paper. 

 

 

Fig. 3.23. MSD for each simulated temperature averaged over 1000 5 ps loops. 

 

 
Fig. 3.24. The self-diffusion coefficient (not adjusted for size effects) as a function of 

temperature compared with experimental data. 
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Fig. 3.25. Density as a function of temperature compared to experimental data [76, 94]. 

 

 The hydrogen VACF (for 300 K, Fig. 3.26), computed via Eq. (2.86) and the appropriate 

velocity trajectories, reflects numerous important dynamical features of water. First, the 

correlation magnitude tails off considerably beyond the ~ 300 fs time lag. This is a reasonably 

indicative time scale subsuming all of the intramolecular modes and a majority (i.e., excluding 

only those characterized by the largest time constants) of the intermolecular modes. Furthermore, 

the superposition of these modes results in a rather complex signal, particularly within the first ~ 

300 fs (Fig.3.26 subplot). It should also be mentioned that the integral of the VACF, which is 

proportional to the self-diffusion coefficient, is positive (as expected for a liquid).  

 Examining the VACF at longer time scales shows (Fig. 3.27) a regime transition around 

650 fs, after which the correlation steadily hovers around zero. Interestingly, this region 

corresponds to the cage vibrations referenced in the TIP4P/2005f paper. These relatively slow, 
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intermolecular dynamics form the lowest energy peak in the DOS at lower temperatures (as will 

be seen in the next chapter). The remainder of the VACF beyond this region exhibits much lower 

correlation, which, while likely including some statistical noise from the computational process, 

is typical of the uncertainty inherent across the larger time spans of macroscopic diffusion.  

 

 

Fig. 3.26. Hydrogen VACF at 300 K over the first 1 ps and 300 fs (subplot). 

 

 Temperature dependence in the VACF is illustrated in Fig. 3.28, where shifts and variations 

in frequency space are readily observed over the first ~ 100 fs. The exact nature of the dependence 

is somewhat obfuscated, however, by the complex superposition mentioned previously. Many of 

the features are shifted both in magnitude and in position, rendering their collective interpretation 

difficult. It might be easier perhaps, if each mode (i.e., frequency) was considered in isolation. 
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Then, specific trends would be at least partially divorced from one another in energy space. Also 

notable is the relative lack of temperature dependence below ~ 3 fs (Fig. 3.28 subplot). This time 

frame, spanning less than 15 timesteps (in this work), represents a period of temperature 

óblindness,ô where each hydrogen atomôs motion is negligibly influenced by its surroundings.  

 

 

Fig. 3.27. Full -range (i.e., 5 ps) hydrogen VACF at 300 K indicating a transition from high 

to low correlation regimes around 650 fs.  

 

 In the next chapter, the resulting DOS and its temperature dependence will be examined in 

relation to the TSL generation process. This stage is one of the most important for ensuring the 

accuracy and reliability of what is a fundamentally unique and integral component to the thermal 

neutron scattering data production paradigm. The remainder of the chapter will describe the NeTS 

methodology and results for water in some depth. 

0 500 1000 1500 2000 2500 3000 3500 4000 4500 5000
-0.010

-0.005

0.000

0.005

0.010

V
A

C
F

 (
a

rb
.)

Time (fs)



   

94 

 

 

Fig. 3.28. Hydrogen VACF at each evaluation temperature from 283 K to 650 K exhibiting 

significant variation above ~ 3 fs.  
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CHAPTER 4 NeTS Development 

4.1 NeTS Introduction 

4.1.1 NeTS Module Definition 

 It is useful at this point to (re)establish a clear conception of NeTS modules in terms of 

what they are and what they are not. Broadly, NeTS modules are compact, accurate functional 

representations of TSL data for a specific material (or material continuum, e.g., multi-porosity, 

multi-alloy) over a given range of input conditions (e.g., ‌, ‍, temperature). In this sense, they 

behave like any other analytical function. They can take an input feature vector (or matrix) and 

return a TSL value (or range of values). The benefits of such a representation are numerous, but 

the most important among them are related to continuity and memory efficiency. In this context, 

continuity refers to a NeTS moduleôs ability to generate accurate TSL predictions both on and 

between the grid points that were used to train it. This is analogous to a univariate linear model 

fitted to an arbitrarily large number of points lying perfectly on a line. The resulting functional 

representation captures an infinite number of point relationships using only two parameters (i.e., 

slope and intercept) and despite only óseeingô a finite number of points during the fitting process. 

This, of course, generalizes to more complicated, multivariate model forms and is the essential 

goal of regression techniques.  

Similarly, NeTS modules embody a highly-compressed, continuous representation where 

there previously was none. The associated lack of resolution constraints along important feature 

axes can be transformative in certain application domains (e.g., transient analysis). As implied, the 

vast reduction of memory requirements afforded from the parameterization (i.e., fitting/regression) 

process also carries significant practical implications. Parameters (i.e., weights and biases) are 

simply stored alongside structural relations and perhaps some supplementary input data. This 
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allows them to be loaded into memory and called like normal programming functions. 

Furthermore, NeTS modules are neither stochastic nor extrapolative. It is also not advisable or 

particularly helpful to view them as óblack boxes.ô One of the chief benefits of this specific DL 

application is the relative lack of attention on the question ñWhy?ò. Instead, NeTS module 

interpretation is free of such diversions, and its utility is entirely predicated on accuracy, memory 

efficiency, and (sometimes) inference speed.  

 Aside from these matters, questions commonly arise around whether or not NeTS modules 

interpolate between grid points and around the role of uncertainty in the development process as a 

whole. Regarding interpolation, the author believes the question to be largely semantic in nature 

and of little to no practical concern. The opinion of the author is that if interpolation is defined as 

the application of a specific mathematical rule/process between grid points to generate new values 

using said grid points, then NeTS modules are not interpolating whatsoever (although they may be 

in a much broader sense of the term). During the training process, NeTS modules are steadily 

parameterized with the help of the provided grid points, but during prediction time, they can 

generate predictions for all points. These are subtle yet important distinctions. Consequently, 

interpolation is viewed as a rule-based augmentation of a finite, preexisting dataset, whereas NeTS 

modules are viewed as the representation of a new, infinite dataset over the same domain. Like in 

many complex functions, the exact mathematical relationship between neighboring grid points is 

not constrained in the same way that it is in the interpolation case defined above (unless the grid 

resolution is such that the relationship is strictly linear). As a result, NeTS modules represent all 

points in the input space in a uniquely functional manner.  

Regarding uncertainty, the answer might be better interpreted in the context of relevant 

error sources. The input TSL data, for example, contains a certain amount of both systematic and 
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random error. Systematic error appears mainly due to theoretical and computational constraints at 

the atomistic modeling and nuclear data generation stages. These can be partially addressed, albeit 

at some computational cost due to the demands of higher-order methods and/or tighter 

convergences, for instance. Notably, this ignores the separation of error sources embedded in 

specific modeling components. Random error appears in the inherent statistical fluctuations of 

various simulated quantities used as inputs in FLASSH. Fortunately, these are more easily reduced 

(i.e., converged) via increased sampling. Once in the NeTS development stage, some degree of 

systematic, modeling error appears due to imperfect parameterization, low capacity, or some other 

reason. This type of error is easy to measure against the ótrueô input TSL data and can be improved 

with more effective learning techniques and network architectures.  

 Several of the above points will be revisited periodically throughout the remaining sections, 

and other relevant questions will also be answered. The next section will briefly highlight the NeTS 

development workflow before proceeding from the VACF stage left open in the previous chapter. 

  

4.1.2 Production Stages 

 There are three main stages by which NeTS modules are constructed (Fig. 4.1). 

Conceivably, these stages would be followed by a packaging step and finally, dissemination and 

use. The first stage, TSL data generation, encompasses the preparation of FLASSH code inputs, 

the looping of FLASSH runs, and the collection of all generated órawô TSL data. Here, órawô 

denotes TSL data that is not ready for the NeTS training process. The second stage, NeTS input 

preparation, addresses this through a series of preprocessing steps. This stage also includes the 

selection and creation of feature columns that will be used to predict TSL values. It is here that a 

strong attention to detail and some creativity is required. The third stage, NeTS design and training, 
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is the most computationally intensive and involves an iterative loop: design Ą train Ą evaluate 

Ą design Ą é, and so on. This stage is the focus of this work, as it is completely novel in the 

nuclear data space. It is also a stage with great potential for improvement. Each of the 

aforementioned production phases will now be discussed in detail.  

 

 

Fig. 4.1. NeTS module production stages with application phase. 
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4.2 TSL Data Generation 

4.2.1 The DOS 

 The DOS, which was computed using Eq. (2.88) with the VACF data from the end of  the 

last chapter, is arguably the most important of the FLASSH inputs referenced in Fig. 4.1. In both 

solids and liquids alike, the DOS brings a unique shape to the TSL, one that is intimately associated 

with a particular material and set of conditions. Capturing its features, especially as they change 

along relevant feature axes, is integral to the quality of the final product, be it the TSL data or the 

NeTS module itself. For practical reasons, the VACF data was processed and transformed in 

MATLAB [95]. This afforded greater flexibility and efficiency in the generation, examination, and 

preparation steps.  

 The complex superposition of frequencies mentioned previously becomes much easier to 

discern after the transformation from the time to the frequency domain. In Fig. 4.2, a representative 

hydrogen DOS (computed in this work) is depicted, where different peaks correspond to different 

energy modes with wide-ranging time scales. There is an (intramolecular) OH stretch mode near 

0.4 eV, which represents the highest energy mode with the shortest time scale. The 

(intramolecular) HOH bend mode, close to 0.2 eV, is the next highest energy mode with a 

relatively longer time scale. Various librational óflavorsô are captured in a large feature around 

0.07 eV, having slower dynamics than the previous two peaks. A small shoulder to the left of the 

librational feature, near 0.03 eV, represents intermolecular stretching. Proceeding further left on 

the energy axis, towards longer time scales and predominantly intermolecular motion, sits the cage 

vibrational mode at ~ 0.006 eV. This mode corresponds to the lowest energy peak (at least for 

lower temperatures) that was referenced in the previous chapter. Additionally, the nonzero DOS 

value at 0 eV indicates a nonzero macroscopic diffusion coefficient. Such behavior is expected for 
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a liquid. The DOS temperature dependence, displayed across all 17 evaluation temperatures (Fig. 

4.3), correlates directly with the temperature-dependent shifts and variations in the VACF data. 

 

 

Fig. 4.2. Hydrogen DOS at 300 K with corresponding intra - and intermolecular energy 

modes labeled. 
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two important trends. The first, naturally, relates to the increasing 0 eV value with increasing 

temperature. This corresponds to an increase in the self-diffusion coefficient as reflected in Fig. 

3.24. Second, the prominence of the diffusive feature tends to overshadow the cage vibration peak 

at higher temperatures. This diminishment may very well correlate with the associated decreases 

in density with increasing temperature.  
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Fig. 4.3. Hydrogen DOS at every evaluation temperature from 283 K to 650 K demonstrating 

high-energy peak shifts. 

 

 

Fig. 4.4. Hydrogen DOS at every evaluation temperature from 283 K to 650 K showing the 

low energy region with relevant peak shifts. 
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 Other interesting trends are captured in each of the dominant high-energy modes. The OH 

stretch mode, for example, blue-shifts with increasing temperature (Fig. 4.5). This trend is 

consistent with the view that when the O-O distance increases (and density decreases), the OH 

stretch mode hardens in response to the associated weakening of HBs along the stretch direction. 

It also makes intuitive sense that a reduction in the attractive influence of the acceptor O atom on 

the donator H atom would tighten the covalent OH bond. Conversely, the HOH bend mode red-

shifts with increasing temperature (Fig. 4.6). This behavior is consistent with the reduced HB 

directionality that would accompany a change in the relative dominance between the molecular 

kinetic energy and the HB strength. It is also compatible with the effects of decreasing density 

with increasing temperature on hydrogen bonding. At relatively lower energies, where 

intermolecular dynamics are most prevalent, features are also red-shifted with increasing 

temperature (Fig. 4.7). This is not surprising, since these modes are predominantly occurring 

between (and not within) molecules, and density decreases are tied to the loosening of such modes.  

 Across each of the aforementioned cases, there are also relevant changes in peak height, 

peak symmetry, and base width (to some degree). The mere presence of such behavior implies that 

the temperature dependence of the vibrational spectrum is complex in nature and that it cannot be 

reduced to a simple left or right shift in frequency space. Of course, the integral of the distribution 

must be conserved, resulting in some of the óreallocationô of area to different regions. This, 

however, does not portray the full picture. The evolving balance of force contributions and the 

tendency towards increased mobility and flow with increasing temperature both contribute to the 

observed complexity. In effect, changes in temperature reveal a larger portion of the energy 

landscape intrinsic to the TIP4P/2005f potential. 
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Fig. 4.5. Hydrogen DOS at select temperatures emphasizing the OH stretch mode as it blue-

shifts with increasing temperature.  

 

 

Fig. 4.6. Hydrogen DOS at select temperatures emphasizing the HOH bend mode as it red-

shifts with increasing temperature.  
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Fig. 4.7. Hydrogen DOS at select temperatures emphasizing various intermolecular modes 

as they red-shift with increasing temperature. The tendency towards increased flow (i.e., 

higher diffusion coefficients) is also observed at the lowest energies (< ~ 0.0125 eV).  
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Ὠ values were then used to parameterize the diffusive Schofield spectrum (Eq. (3.43), Fig. 3.10). 

After scaling the first point in the diffusive component to match the first point in the total DOS, 

the diffusive component was subtracted from the total, leaving the desired bound form almost 

ready for FLASSH input.   

 

 

Fig. 4.8. Linear fit through experimental translational weight data used to parameterize the 

diffusive model in this work. 

 

300 350 400 450 500 550 600 650
0.000

0.005

0.010

0.015

0.020

0.025

0.030

0.035

0.040

0.045

w
tr

a
n

s
.

T (K)

 This work

 Novikov (expt.)



   

106 

 

 

Fig. 4.9. Temperature dependence of diffusive ▀ values derived from MD self-diffusion 

coefficients.   

 

 

Fig. 4.10. Temperature dependence of ╬ computed from ◌◄►╪▪▼Ȣ and ▀. 
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 Interestingly, the ratio between the specified diffusing atom mass (i.e., ά ά , where 

ά  is the mass of hydrogen) and its effective mass (άᶻ), expressed as ύ Ȣ in Eq. (3.37), 

captures some of the clustering effects brought about (largely) by hydrogen bonding. The implied 

cluster size, given as the equivalent number of water molecules, can be calculated using ύ Ȣ 

and the mass ratio between a water molecule and a hydrogen atom (i.e., 18:1). As illustrated in 

Fig. 4.11, the implied clustering spans a range of ~ 1 ï 5, which is quite similar to the range of 

HBs per water molecule discussed in the previous chapter.  

 

 

Fig. 4.11. Implied clustering vs. temperature computed from ◌◄►╪▪▼Ȣ. The dashed line at a 

value of 1 emphasizes the decreasing trend towards an effective mass equal to the molecular 

mass.    
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region) and lower clustering with less impedance to flow at higher temperatures. This is expected 

given the shifting balance of kinetic energy and HB strength with increasing temperature. 

Additionally, at higher temperatures, the de-structuring effect appears to result in an asymptote 

towards a value of 1, indicating an effective mass equal to the molecular mass. 

 Following the diffusive extraction, the bound DOS data was compiled for each of the 

original 17 evaluation temperatures (Table 4.1). The NeTS development process, however, both 

requires (to a certain degree) and benefits from a large training dataset. This involves the 

generation of TSL data at additional temperatures between those in the initial evaluation. There 

are two obvious ways to accomplish this. Either one must compute the DOS directly from a number 

of MD simulations equal to the number of desired temperatures, or one must compute the DOS 

from a sufficient number of MD simulations while employing some form of interpolation to amass 

the rest. The former process, while accurate, involves a significantly larger time commitment, one 

that is arguably unnecessary once a sufficient number of simulations have occurred. The latter 

process, dependent on both a sufficient cutoff and a suitable interpolation method, benefits from 

greater efficiency with an ideally minimal accuracy penalty. In the following description, these 

dependencies are examined in context and used to generate the remaining temperature datasets of 

interest (totaling 75).  

 Multiple interpolation methods (i.e., linear, logarithmic, logarithmic with inverse 

temperature, piecewise cubic Hermite interpolating polynomial (PCHIP), cubic spline) were tested 

in MATLAB and evaluated using (a version of) k-fold cross-validation [97]. In this case, cross-

validation was employed by removing each of the 15 interior temperature sets (i.e., using k = 15 

folds) separately and computing the interpolation accuracy across the resulting temperature gaps 

one at a time. This way, each interpolation method was evaluated within the full temperature range. 
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The process is also inherently conservative in that it judges interpolation accuracy across a 

temperature gap that is nearly twice as large as the one used in the actual production process 

(because the data that was removed during cross-validation is available during final interpolation). 

The average gap during cross-validation is 46.5 K, for example, compared to the average gap 

during production of 22.9 K. 

 

Table 4.1 List of 17 temperatures used in the water MD simulations and TSL evaluation. 

Temperature [K] Temperature contôd 

283 473 

293 500 

300 523 

323 550 

350 573 

373 600 

400 623 

423 650 

450 - 

      

 Mean absolute percent error (MAPE), 

 ὓὃὖὉ
ρππ

ὔ

ώ ώ

ώ
ȟ (4.1) 

where ὔ is the number of observations, ώ is the i-th prediction, and ώ is the i-th true (or observed) 

value, was used to quantify the accuracy of each interpolation scheme. A single MAPE value was 

computed for each method, accounting for accuracy both within and across temperatures (i.e., 
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putting no special emphasis on a particular region of energy or temperature space). To further 

measure the relative accuracies within a region of high importance (i.e., the thermal region), 

additional MAPE values were computed for energies below 0.05 eV (arbitrary). The results of the 

analysis are summarized in Table 4.2. Key takeaways include the relative outperformance of linear 

interpolation in both cases (i.e., complete dataset, thermal subset) and the comparable performance 

of the other methods (with the exception of cubic spline). The cubic spline method was the least 

successful due to its imposing spurious features within each gap. Moreover, the lower MAPE 

values in the thermal region are both beneficial in a production sense and indicative of the 

relatively large percent deviations in the lowest-lying DOS regions (present at higher energies). In 

these regions, particularly the region between the HOH bend and OH stretch peaks, the low values 

are subject to a certain amount of statistical noise that obscures the characterization of accuracy in 

more important regions.   

 

Table 4.2 Comparison of interpolation method accuracy for hydrogen DOS data generation 

(lowest/best in bold). 

Interpolation method MAPE (total dataset) [%] 
MAPE (thermal subset, < 

0.05 eV) [%] 

Linear  2.6236 1.6514 

Logarithmic 2.6451 1.9548 

Logarithmic (T-1) 2.6460 1.9814 

PCHIP 2.6777 1.9091 

Cubic spline 3.2923 2.2042 

       

 The outperformance of linear interpolation was somewhat expected from the onset, mainly 

due to its simplicity and the seemingly sufficient number of original evaluation temperatures (i.e., 
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17). The resulting MAPE comparison further supports this conclusion. In terms of accuracy, the 

application of linear interpolation in the half-size gaps (mentioned previously) during production 

should naturally yield even lower MAPE values than those in Table 4.2, perhaps even at or below 

~ 1%. This level of interpolation accuracy is well within acceptable margins, especially 

considering the MD modeling uncertainty. For context, a sensitivity check was performed by 

comparing arbitrary, adjacent DOS datasets (i.e., 323 K, 350 K) and two corresponding TSLs, one 

generated at 350 K with the correct DOS and the other generated at 350 K with the wrong (i.e., 

323 K) DOS. The MAPEs between the DOS datasets and the TSLs were 7.72% and 6.03%, 

respectively. This connection between DOS accuracy and TSL accuracy suggests that the linear 

interpolation fidelity discussed above would transfer to the TSL data, as expected.   

 Considering these conclusions, the full  75 temperature, interpolated DOS dataset was 

computed (Fig. 4.12), having uniform temperature deltas of 4.9595 K.  

 

 

Fig. 4.12. Linearly interpolated 75 temperature DOS dataset for FLASSH TSL generation. 
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As an aside, the number of generated DOS temperatures is largely arbitrary in terms of its relation 

to the NeTS development process.  

There are relevant concerns to balance when making this decision, however, such as having 

a sufficient amount of training data while maximizing hardware and training efficiency. In Fig. 

4.13, the temperature dependence discussed previously is again highlighted across the entire 

temperature set. The shifting and broadening of peaks are also readily observed in this format, with 

reference lines for emphasis.  

 

 

Fig. 4.13. 75 temperature DOS dataset showing peak shifting and broadening with increasing 

temperature. Vertical dashed lines (roughly centered for the lowest temperature, i.e., 283 K) 

and horizontal spanning arrows (placed on the HOH bend and OH stretch peaks) are added 

for emphasis.  
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 It should be noted that, while each peak appears prominently (i.e., of the same or similar 

order of magnitude), the DOS features does not contribute equally to the TSL. This can be shown 

from the following, where the bound DOS is weighted by a factor, Ὢ (so named for convenience), 

 Ὢ
Ὡ

ς‍ίὭὲὬ
‍
ς

ȟ (4.2) 

which is related to the Bose-Einstein occupation function [30]. As a standalone function of energy 

(i.e., ὪὉ, since ‍ ~ Ὁ from Eq. (2.2), Fig. 4.14), the corresponding temperature dependence 

agrees intuitively with the notion that higher energy states are more accessible at higher 

temperatures.  

 

 

Fig. 4.14. Bound DOS weighting factor, █, as a function of energy and temperature. Moving 

from 300 K (black) to 1200 K (blue) corresponds to an increase in the number of available 

energy states. 
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Multiplying Ὢ with a representative, bound DOS for hydrogen in light water at 302.8 K 

yields a form (Fig. 4.15) resembling the TSL vs. ‍ (as will be seen). This shape is particularly 

relevant in that it (at least qualitatively) illustrates the relative óimportanceô of DOS features. After 

covering some of the most important TSL inputs in the DOS and liquid model parameters (i.e., ὧ 

and Ὠ), the next section will address the remaining parameters used in the FLASSH calculations. 

 

 

Fig. 4.15. Weighted hydrogen DOS in light water at 302.8 K demonstrating the relative 

importance of DOS features.  
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neutron mass ratio (ὃ), as well as between free and bound cross sections, are handled internally in 

FLASSH. The ‌Ⱦ‍ grid was also tailored to the material of interest and scaled with temperature; 

this is discussed further below. Additional flags and parameters are mostly set automatically, 

depending on the run type (e.g., incoherent inelastic only, incoherent inelastic + coherent elastic, 

one-phonon correction). In this work, a liquid model (i.e., Schofield, parameterized by ὧ and Ὠ) 

was specified, and all integral quantities were disabled. This was done to save calculation time and 

because nothing beyond the TSL is needed in the NeTS development. A maximum phonon order 

(i.e., the number of terms included in the phonon expansion) of 1000 was used in the solid 

component calculation. This value was selected prior to the implementation of the short collision 

time (SCT) approximation [98] in the FLASSH code and was found to provide adequate 

convergence at the TSL and cross section levels. Other input options, such as output specification, 

also exist but are not particularly relevant to this work.  

 The ‌Ⱦ‍ grid is an essential component of the TSL generation process, as neglecting its 

proper construction can result in highly adverse output. Poor consideration at this stage might give 

TSL data that fails to meet moment checks and/or fails to represent important material features. 

Such issues are then passed on to the cross section, often yielding significant inaccuracies. To 

avoid this, a flexible, physics-informed approach is employed to faithfully capture relevant 

features and to set sensible limits. 

 Typically, the TSL ‌ dependence is less complex than that of ‍ space. A notable exception 

to this would involve the relaxation of the incoherent approximation, thus introducing coherent 

(i.e., structural) dependence along the ‌ axis. Most cases, however, are sufficiently represented by 

a logarithmic grid containing anywhere from 100 to 200+ points (or whatever resolution is 

necessary for convergence). As noted above, the TSL ‍ dependence differs materially, as it 
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includes the unique features of the DOS. This is usually addressed for solid materials with a linear 

grid over the entire DOS region (and sometimes beyond) followed by a logarithmic grid up to the 

maximum value. Liquid materials, by contrast, contain significant quasi-elastic components that 

add shape between ‍ π and the first nonzero DOS point. This is often addressed by the addition 

of a logarithmic grid in this region, forming a complete grid of the form log-lin-log. Due to the 

aforementioned complexity, the ‍ grid typically contains roughly 200 to 400+ points, which is 

somewhat higher than the number of ‌ grid points. This work, for context, uses an ‌Ⱦ‍ grid 

containing 200 and 828 points (extra ‍ resolution added for enhanced feature representation), 

respectively, some of which are later trimmed for relevance prior to NeTS module training. Similar 

that of the ‌ grid, ‍ grid resolution is determined (in this work) by what is necessary for 

convergence and what is favorable for NeTS development. 

 The limiting values of the ‌Ⱦ‍ grid are traditionally set using a mix of formulistic (i.e., 

using Eq. (2.1)) and operational intuition. The maximum ‍ limit , for example, is determined from 

the maximum incoming neutron energy (typically chosen to be 5 eV), Ὁ ,  

 ‍
Ὁ

ὯὝ
ȟ (4.3) 

where the thermal energy, ὯὝ, is usually taken at room temperature for later scaling purposes, 

corresponding to an energy of 0.0253 eV. The convention of setting the maximum incoming 

neutron energy to 5 eV is somewhat arbitrary, but it purposely subsumes the energy region where 

thermal effects are significant, at least to the point of their asymptotic approach to the free atom 

cross section. The maximum ‌ limit is subsequently computed using Eq. (2.1) under the 

assumption of perfectly elastic (i.e., Ὁ Ὁ) backscattering (i.e., ‘ ρ). Setting Ὁ Ὁ  and 

incorporating the result from Eq. (4.3) yields  
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 ‌
τ‍

ὃ
Ȣ (4.4) 

 The associated minimum values are determined in a different manner. In the case of the 

minimum ‍ value, it is naturally set to zero, relating no energy exchange (i.e., perfectly elastic). 

The minimum ‌ value, however, is not set to zero, as that would imply no scattering. The minimum 

nonzero ‍ limit for solid materials is given in terms of the DOS resolution (i.e., the smallest energy 

difference in this case), ЎὉ ,            

 ‍ ͺ

ЎὉ

ὯὝ
Ȣ (4.5) 

By contrast, the same value for liquid materials (i.e., this work) is set to reveal a sufficient portion 

of the diffusive peak (near ‍ π), while balancing practical constraints involving convergence 

and the size of the ‍ grid as a whole. The resulting minimum ‍ for liquids is typically much smaller 

than the one computed from Eq. (4.5), as the smallest energy difference (characterized by the 

diffusive peak width) is also much smaller.  

A minimum ‌ value for solids can now be given from the corresponding ‍ ͺ  

value as 

 ‌
‍

ὃ
Ȣ (4.6) 

Again, the same value for liquids is set similarly to represent the associated smallest energy 

difference mentioned above. Since the gap between zero ‍ and the first nonzero ‍ might differ 

from the gap between the first nonzero ‍ and the following point, perhaps due to the choice of grid 

type (e.g., logarithmic) and/or resolution, the smaller of the two gaps is used heuristically to 

determine the minimum ‌ for liquids. In any case, the impact of these choices on the convergence 

of important TSL properties is readily evaluated by FLASSH.  
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 The ‌ (Fig. 4.16) and ‍ (Fig. 4.17) grids in this work reflect the above prescription, having 

log and log-lin-log structure, respectively. The ‍ grid, in particular, contains a relatively large 

number of points in the linear region. While some of these were later removed, as previously 

alluded to, greater resolution is necessary in the vicinity of the DOS energy range if NeTS modules 

are to properly represent such features.  

 In the next step of the TSL data generation process, all of the inputs discussed so far are 

combined and used to initiate a number of FLASSH runs equal to the number of desired 

temperature evaluations (i.e., 75). This is the last step before the raw TSL data is prepared for 

NeTS training.  

 

 

Fig. 4.16. The ♪ grid used in this work displayed in semi-log. 
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Fig. 4.17. The ♫ grid used in this work with a semi-log inset for emphasis at low ♫ values. 
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divided into three separate sets (i.e., 25 temperatures each), allowing parallel looping runs to finish 

in under 24 hours.  

 

 

Fig. 4.18. Process flow diagram for FLASSH run looping with temperature-dependent 

inputs. Associated I/O files are also highlighted in green boxes. 
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4.3 NeTS Input Preparation 

4.3.1 Preprocessing 

 Once the raw TSL data (Figs. 4.19-21) was collected over the target input space (i.e., 

‌Ⱦ‍ȾὝ), a series of transformations was employed to render it usable for NeTS training. These 

manipulations, discussed below, serve the overarching purpose of enabling a more efficient 

learning process. To this end, all input streams were repositioned in range and scale to better align 

with those of the network parameters. The resulting consistency across input channels, specifically 

from the viewpoint of the input layer (with its randomly initialized weights and biases), has been 

shown to allow faster convergence and is common practice in the training of such systems [99].   

 

 

Fig. 4.19. TSL for H in H2O at 450 K (arbitrarily selected in the center of the original 

evaluation range).  

 

10-7

10-4

10-1

102

10-11

10-8

10-5

10-2

101

10-20

10-16

10-12

10-8

10-4

100

104

108

1012

a

S(a,b)

b



   

122 

 

 

Fig. 4.20. TSL for H in H 2O at 450 K (arbitrarily selected near the center of the original 

evaluation range) against ♪ for select ♫.  

 

 

Fig. 4.21. TSL for H in H 2O at 450 K (arbitrarily selected near the center of the original 

evaluation range) against ♫ for select ♪. 
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 Before proceeding, it is useful to mention what data was used for NeTS training input. The 

FLASSH input grid itself, ‌Ⱦ‍ȾὝ, formed a foundation of sorts, establishing a link between 

specific points in input space with specific TSL values used in the supervised learning procedure. 

These links, however, convey little (or perhaps nothing) in the way of non-monotonic structure 

that might reduce the capacity burden or ease suboptimal loss surface traversal during training. 

Certain additions to the three foundational input sets, where the aim is to introduce structure in a 

useful and practical manner, are the subject of the following section, but the same preprocessing 

routines discussed herein were also applied to those inputs. 

 Initially, all input columns (except the temperature column) and the output/label column 

(i.e., TSL data used to compare with network predictions) were transformed to base-10 log space. 

This was done to help reduce curvature in (or linearize) all inputs with strong exponential 

dependence (e.g., ‌ grid). As described here, linearization across the problem domain helps to 

reduce complexity during the fitting process. The temperature column, which is already linear, 

was simply inverted at this stage. The change in form illustrated from Fig. 4.22 to Fig. 4.23 

demonstrates the purpose of this decision. The latter highlights what is a quasi-Arrhenius 

relationship between the TSL and temperature (for randomly selected ‌Ⱦ‍ values). While the 

nature of this relationship varies somewhat over the full input space, the linearization effect of the 

temperature transformation is evident.  

 In the next stage, all transformed columns (except the label column) were shifted and scaled 

to fall within the range -0.75 to 0.75. The label column, however, which already underwent 

transformation to log space, was shifted so that every value was negative. This decision (or 

alternatively, shifting to all positive values) was made to alleviate apparent instabilities for network 

predictions close to zero.  
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Fig. 4.22. TSL temperature dependence for randomly selected ♪Ⱦ♫ values. 

 

 

Fig. 4.23. Arrhenius-type plot of TSL temperature dependence for randomly selected ♪Ⱦ♫ 

values.    

 

300 400 500 600 700
0

50

100

150

200

250

S
(a

,b
)

T (K)

a = 1.545E-04

b = 9.439E-04

15 20 25 30 35

0.5

1.0

1.5

2.0

2.5

lo
g

1
0(

S
(a

,b
))

10,000/T (K-1)

a = 1.545E-04

b = 9.439E-04



   

125 

 

After adjusting the columns in scale and range, the (3-D) data was randomly divided into 

training, validation, and test sets according to a 99/0.5/0.5 percentage split. Each of these datasets, 

serving a particular purpose, was then written to an individual file. Typically, during the training 

of multiple network architectures and hyperparameter configurations (using the training split), the 

validation set is used to judge prediction accuracy on data not used in the learning process. The 

test set, however, is usually saved until the end to judge the generalization performance of the best 

model [99]. Sometimes, the validation and test sets are combined into a single test set, especially 

if the model is predetermined, but their separation is often useful for guarding against unwanted 

overfitting in the out-of-sample pool.  

The above split percentages were selected with the following idea in mind. The division of 

input data into training and test sets should reflect the desired amount of variance in the metric of 

interest (e.g., accuracy) over each dataset. This idea, which also applies to the validation/test split, 

implies a balance between the group variations, as (barring supplementation) allotting more data 

to one split necessarily reduces the size of the other. Total dataset size, therefore, also factored into 

the decision. Small to medium size datasets might work well with an 80/20 train/test split, for 

example, while large datasets might benefit from a 99/1 split.  

In this work, the total input size equals 6,367,350 instances/rows (from a 187×454×75 

trimmed ‌Ⱦ‍ȾὝ grid). This provides a relatively large out-of-sample set containing nearly 64,000 

instances (a further discussion of validation/test set size, as it relates to metric variance, is 

addressed in a later section). Other important factors, such as the balance between the benefit of 

additional training data and training efficiency, were also considered. As alluded to previously, the 

input data was trimmed based on the integral contribution to the partial cumulative distribution 

functions (CDFs) in ‌ and ‍. TSL data from the highest evaluation temperature (i.e., 650 K) was 



   

126 

 

used to set the most conservative grid limits, resulting in integrals within a sufficiently small 

fraction (i.e., 1e-4 to 1e-6) of the corresponding totals. The ‍ π point was also temporarily 

removed (discussed later), as the logarithm of zero is undefined. 

Once the initial train/test split was determined, there remained a decision as to how the data 

should be sampled. One obvious (and frequently used) option is to split the data randomly. If this 

approach were taken in this work, however, entire feature spans might be left out of the training 

set, virtually ensuring suboptimal accuracy. To remedy this, a lattice was constructed from every 

other point in each grid dimension, and boundary points were included to maintain the input range 

and to avoid any form of extrapolation. The idea to use a lattice stemmed primarily from the 

necessary class coverage in image classification problems [99] and how that relates to feature 

coverage in the NeTS work. In short, if the network never sees examples of a given class (or set 

of classes for that matter) during training, it has little hope of forming any sort of predictive basis 

for that class (or set of classes). This same concept applies to regression/continuous representation 

problems. Additionally, the choice to use every other point was arbitrary, but the aim was to 

provide sufficient feature capture while also leaving adequate margin for sampling remaining 

points. 

 To build the training set, the lattice points in each dimension were supplemented by 

randomly sampling the remaining points. Using the combined ókeepô lists (i.e., ‌Ⱦ‍ȾὝ values 

selected for the training set), the complete training set was constructed according to two different 

methodologies. The first functioned in a grid-like fashion, hereafter referred to as grid sampling, 

where the points were added to the training set if each of their coordinates (in ‌Ⱦ‍ȾὝ space) were 

in the corresponding, randomly sampled ókeepô lists. This has the effect of removing entire ‌Ⱦ‍ȾὝ 

values from the training set. The second involved free sampling those points remaining after the 
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lattice construction, resulting in a hybrid lattice with freely sampled gaps. Notably, both 

methodologies supplemented the ‍ keep list with points of concavity change (i.e., peaks and 

troughs). This was motivated by the same feature capture reasoning described above. Example 

renderings of these approaches are shown in Fig. 4.24 for two dimensions, but the final NeTS input 

was similarly sampled in 3-D (i.e., ‌Ⱦ‍ȾὝ space).  

 

 

Fig. 4.24. Randomly generated 2-D input grids constructed via the described grid and free 

sampling methods following an initial lattice creation. Points included in the training set are 

represented in white. For comparison purposes, both the grid and free sampled examples 

represent a similar split fraction (i.e., ~ 84/16 train/test). 
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It should also be noted that these two construction methods do not exhaust the realm of possible 

sampling solutions. They do, however, provide a sufficient level of functionality, with the free 

sampling method performing better in comparison (using accuracy results from 2-D, i.e., ‌Ⱦ‍ 

space for set Ὕ, runs). This outperformance was hypothesized, as this method does not remove 

entire 1-D slices containing potentially relevant information from the training set. Both also retain 

a majority (or all) of the initial lattice grid, but the free sampled grid contains more. 

 Each of these methods is illustrated (Figs. 4.25-26) using 2-D TSL data processed 

according to the above sequence and corresponding to the lowest evaluation temperature (i.e., 283 

K). The differences are visually apparent, ultimately leading to a difference in performance. For 

this reason, free sampling was used subsequently in all NeTS training scenarios.  

 

 

Fig. 4.25. Scaled and trimmed 2-D (at 283 K) TSL surface using grid sampling. 
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Fig. 4.26. Scaled and trimmed 2-D (at 283 K) TSL surface using free sampling. 

 

4.3.2 Feature Selection and Creation 

 Two categories of input features were briefly introduced in the previous section: those 

base-level, independent variables and those conveying more information about the final, prediction 

target. The independent variables (i.e., ‌, ‍, Ὕ), or some one-to-one transformation of said 

variables, must be included to ensure function-like behavior of the trained NeTS module. That is, 

the end user must have the ability to pass in arbitrary input coordinates that map to a distinct output 

value. In this work, each independent variable was shifted and scaled, as described above, but was 

otherwise left untransformed. There may be transformations (simple or complex) that provide 

noticeable enhancements over this approach, but the decision was made in favor of simplicity and 

considering the subsequent addition of structural features.  

 During the preliminary construction of the NN in this work, 1-D TSL slices (e.g., against 

‌ or ‍) were used to quickly iterate towards a baseline architecture and to judge the level of 
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difficulty inherent in the training/fitting process (for the TSL for hydrogen in light water 

specifically). As hypothesized and demonstrated in previous work [100], the 1-D slice against ‍, 

particularly for low ‌, proved to be the most difficult to represent accurately. This is not surprising 

considering the presence of DOS features along this axis. These features, as seen in Fig. 4.21, also 

inhabit a relatively small fraction of ‍ space, with each individual feature widths comprising an 

even smaller portion of the total range. The juxtaposition of smoothly varying TSL behavior at 

low ‍ (again, at low ‌) with the relatively compressed DOS complexity at high ‍ also likely 

contributed to the learning difficulty. Such pronounced feature heterogeneity across input space is 

characteristic of the NeTS work and materially unique TSL datasets more broadly, particularly for 

those TSLs corresponding to structured liquids. Due to the combination of these factors, along 

with the early observed learning deficiency, the decision was made to move on to 2-D development 

(discussed in detail in a later section) while supplementing the input feature set with 1-D TSL data. 

The reasoning behind this is made clear below.  

 As in the case of the independent variable transformation (or lack thereof), the inclusion of 

1-D TSL data (shifted and scaled) is only an informed decision, hardly exhaustive of all 

possibilities. The general idea, in any case, is to greatly reduce the learning burden that is 

inextricably tied to the unique features of a given TSL. Intuitively, the 1-D TSL slices accomplish 

this by conveying a high degree of structure at the onset of their flow through the network. This 

form of feature engineering provides the network with a stronger initial guess, or template, of the 

predicted TSL structure, thus removing some of the required fitting capacity. Said differently, the 

presence of these features results in predictions that resemble the TSL form much more closely 

during the early portion of training than those in their absence, which are noticeably influenced by 

the activation function used. 
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 In the implementation of these structural features, the bounding 1-D slices were used to 

provide a reasonable range of the final output form. This way, the network could incorporate the 

slices into a more accurate prediction. For the 2-D case, the bounding slices correspond to the four 

edges of a rectangle (i.e., at every combination of high/low ‌Ⱦ‍), giving a total of six input features 

including ‌ and ‍. For the 3-D case (Fig. 4.27), the bounds correspond to the 12 edges of a cuboid, 

giving a total of 15 input features including ‌, ‍, and Ὕ.                         

 

 

Fig. 4.27. The 12 edges of 3-D input space forming a bounding box. 
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The incorporation of TSL data along each edge component is readily visualized (Fig. 4.28) 

for an arbitrary location in 3-D input space. Here, point values along each 1-D slice (Figs. 4.29-

40) are selected according to the corresponding ‌Ⱦ‍ȾὝ coordinates.  

It is also important to mention that, in an application environment, the 12 1-D slice datasets 

would be stored alongside the NeTS module parameters. Fortunately, the storage penalty is a 

relatively small fraction of the already small memory requirement for the weights and biases. This 

and other practical concerns are revisited later.   

 

 

Fig. 4.28. An arbitrary prediction coordinate (red cube) in 3-D input space with 12 

corresponding, 1-D edge features (blue arrows). These features are used to aid the TSL 

prediction at the given coordinate.   
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Fig. 4.29. 1-D edge of the full 3-D input set corresponding to the lowest ♫ and ╣ values. 

 

 

Fig. 4.30. 1-D edge of the full 3-D input set corresponding to the lowest and highest ♫ and ╣ 

values, respectively. 
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Fig. 4.31. 1-D edge of the full 3-D input set corresponding to the highest and lowest ♫ and ╣ 

values, respectively. 

 

 

Fig. 4.32. 1-D edge of the full 3-D input set corresponding to the highest ♫ and ╣ values. 
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Fig. 4.33. 1-D edge of the full 3-D input set corresponding to the lowest ♪ and ╣ values. 

 

 

Fig. 4.34. 1-D edge of the full 3-D input set corresponding to the lowest and highest ♪ and ╣ 

values, respectively. 
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Fig. 4.35. 1-D edge of the full 3-D input set corresponding to the highest and lowest ♪ and ╣ 

values, respectively. 

 

 

Fig. 4.36. 1-D edge of the full 3-D input set corresponding to the highest ♪ and ╣ values. 
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Fig. 4.37. 1-D edge of the full 3-D input set corresponding to the lowest ♪ and ♫ values. 

 

 

Fig. 4.38. 1-D edge of the full 3-D input set corresponding to the lowest and highest ♪ and ♫ 

values, respectively. 
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Fig. 4.39. 1-D edge of the full 3-D input set corresponding to the highest and lowest ♪ and ♫ 

values, respectively. 

 

 

Fig. 4.40. 1-D edge of the full 3-D input set corresponding to the highest ♪ and ♫ values. 
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 Interestingly, but perhaps not surprisingly, the 12 1-D datasets exhibit a unique mix of 

differences and similarities that reflect the particular TSL of interest. There are stark differences 

in form, for example, between the three boundary groupings (of four edges each) against ‌, ‍, and 

Ὕ. These are indicative of the expected variations along each feature axis. Obvious similarities 

exist between certain high/low combinations of ‌ and ‍, as seen in Figs. 29-30, 31-32, 33-34, and 

35-36.  

 In the edge datasets against temperature (i.e., Figs 37-40), the pattern of similarities present 

in the aforementioned cases above is much less apparent. There are slight observable differences 

in the degree of linearity between Figs. 37-38 and Figs. 39-40, but they are otherwise quite similar. 

For this reason, there is a higher degree of feature collinearity among the four temperature edges, 

likely indicating a redundance of information in the training process. Such conclusions are 

supported in subsequent, supplemental efforts, but the present work includes the full 1-D boundary 

set as a demonstration of the idea as a whole. Further refinement is nearly always a possibility.  

 The next section incorporates the entirety of every pre-design stage up to this point. Most 

of the domain-specific constraints have been discussed in detail, and what remains is largely an 

exercise in DL design, evaluation, and iteration.     

 

4.4 NeTS Design and Training 

4.4.1 Guiding Principles 

 As mentioned throughout previous sections, the aim of this work is to create a NN that can 

accurately represent the multivariate TSL hypersurface. The chief practical motivations behind 

this task and method relate to the absence of a known, material-dependent analytical expression 

and to the inherent dimensional and capacity advantages afforded by NNs, respectively. 
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Furthermore, while the space of possible NN architectures suitable to the task is quite substantial, 

the goal here is to outline the development of a promising subset. 

 To arrive at a highly functional end product, three guiding principles were deemed useful. 

The first, a methodical approach to network architecture and hyperparameter design, ensures a 

tractable progression from simple to complex, with a bias towards maximizing the benefit to 

complexity ratio. Practical specifics regarding this principle are discussed further below. The 

second involves the speed and efficiency in realizing the first principle. This can be summarized 

as follows: examine each design decision in the lowest (feature) dimension possible. In practice, 

this resulted in nearly all of the architecture and hyperparameter settings used in the final 3-D 

model being derived from tests performed at the 2-D (i.e., ‌Ⱦ‍) scale. Intuitively, and as seen in 

the 12 edge plots above, the ‌ and ‍ dimensions convey a majority of involved complexity. Given 

the relative linearity of the third dimension (i.e., Ὕ), it is straightforward to conclude that many of 

the adjustments that perform well in 2-D will translate favorably to 3-D (and this was observed). 

The third principle relates to the size of the design/search space in principle one. It essentially 

acknowledges that nothing is off limits, at least initially or until proven otherwise. It also rejects 

any notion of a single, perfect solution, instead supporting the idea of many possible designs that 

are more or less equally effective in terms of accuracy, although perhaps differing in practical 

efficiency. 

 These three principles are by no means meant to be a universal or complete prescription 

for solving ML problems, but they do serve to guide what is otherwise a quite daunting task of 

evaluating an exponentially large design space. The last principle, for reference, is merely an 

admission of ignorance at the initial, novel encounter of DL applied to neutron interaction data. 
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Taking these ideas into account, the following exposition should proceed in a clear and sufficient 

manner, with each step referring in some way to said ideas.                    

 

4.4.2 Hyperparameter Selection, Architecture, and Training 

 The term hyperparameter is often used in ML/DL to refer to a parameter that is set prior 

to training. The exact logic behind such settings can vary, but the important takeaway is that these, 

along with the particular method or scheme used to set them, are distinct from the learning process 

with its associated parameters. While this is a useful starting point, there is not a perfect consensus 

around the precise definition of the term. Some may assert that hyperparameters can be subdivided 

into model and training hyperparameters, while others may assert that model hyperparameters are 

not hyperparameters at all but should instead be grouped under model design. Such divisions are 

largely semantic and (in the opinion of the author) serve little to no practical purpose.    

Hyperparameters are typically represented numerically over continuous or discrete ranges. 

As such, there are many possible combinations when dealing with even a relatively small number 

of them. This fact is demonstrated in Fig. 4.41 for an array of arbitrary combinations of the number 

of hyperparameters, Ὦ, against the number of evaluation points per hyperparameter, Ὥ, resulting in 

a search space given by Ὥ. Here, without detracting from the previous point, Ὥ is assumed to be 

uniform across hyperparameters, but this often varies for each hyperparameter in practice. Notably, 

as Ὥ and Ὦ increase, the time required to exhaustively search every hyperparameter combination 

quickly becomes multiples of the average human lifespan (even assuming a relatively optimistic 

time of five minutes per combination). Such an endeavor is obviously impractical and 

demonstrably unnecessary (fortunately for the designer).  
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During the search process, certain hyperparameters may interact strongly in predictable 

ways, while others may interact weakly (if at all) in ways that are difficult to perceive. This 

observation has the practical effect of reducing the exponential expansion of the search space, 

instead limiting efforts to more relevant subsets. The resulting subspace can still be quite large, 

but with a starting (and reasonable) assumption of interaction independence, much progress can 

be made in a timely manner.    

 

 

Fig. 4.41. Growth of hyperparameter search space (matrix values) as a function of the 

number of hyperparameters and the number of evaluation points per hyperparameter. 

 

 There are numerous different ways in which the search space can be explored [101]. The 

first, and perhaps most straightforward, approach is to perform a grid search, where a 

predetermined set of hyperparameters is examined completely. This method, when done in 

methodical (see the first guiding principle above) and sensible way, can be both effective and 
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sufficient in terms of performance and intuition development. It can also be done manually or 

automatically. For these reasons, a non-exhaustive (i.e., results-guided) grid search was employed 

in this work. The second method, random search, examines a smaller number of possible 

hyperparameter combinations, sometimes allowing greater efficiency over grid search. A third 

approach, Bayesian optimization, iteratively builds a multivariate (i.e., over each hyperparameter 

axis) distribution (connecting the search space with the relevant performance metric) that can guide 

the search process towards combinations that more likely near an optimum. These and other useful 

techniques are available in numerous, popular computational packages (e.g., Ray Tune [102]). 

Also, depending on the method/implementation, the optimal search order and relative importance 

of each hyperparameter can vary. An example of this is given shortly.    

 For the sake of expediency and simplicity (in addition to the reasons previously described), 

the hyperparameters discussed herein reference the broadest interpretation of the above definition. 

That is, most every aspect of network or training design that can vary numerically or categorically 

and that is fixed prior to training will be declared a hyperparameter. What follows is a description 

of each decision axis, along with its implementation in the present work.  

 The learning rate is arguably the most important hyperparameter and should be tuned early 

in any optimization process. As shown in the simplified weight update expression for the i-th 

weight parameter,  

 ύ ύ –
‬ὒύ

‬ύ
ȟ (4.7) 

where – is the learning rate and ὒ is the loss function, the learning rate determines the trajectory 

through high-dimensional loss space via gradient descent (i.e., in which the goal is find a local 

minimum, Fig. 4.42). As a brief aside, Eq. (1.7) is used as a suitable loss function in this work, 

since it is readily differentiable and since this particular problem domain is devoid of outliers 



   

144 

 

(which might otherwise require a more robust measure). If the learning rate is set too low, the 

weight adjustments will proceed rather slowly, increasing the needed training time beyond what 

is efficient. If the learning rate is too large, each step in loss space has the potential of skipping 

over or out of a relevant minimum. This can render the convergence process impossible and might 

also result in terminal, numerical instability (i.e., a crash). The goal is to choose a learning rate that 

balances these opposing realities. 

 

 

Fig. 4.42. Simplified loss landscape illustrating the path through weight space taken by 

learning rates of different sizes. The optimal path (red) also decreases the learning rate with 

each step. 
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increased in a linear, step-wise fashion over some large range during which an accuracy-related 
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one step to the next. The high end of the range, by contrast, is highly unstable and ultimately 

ineffective. The region in the middle provides a more efficient set of values from which to choose. 

 

 

Fig. 4.43. Learning rate ramp test for an arbitrary 3-D training case demonstrating the 

impact of learning rate on the loss metric. 
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event-driven) or combine elements of multiple approaches. These methods are collectively 

referred to as learning rate schedules. 

 The learning rate schedule employed in this work (Fig. 4.44) is slightly different from those 

mentioned above. It belongs to a class of cyclic schedules that oscillate the learning rate between 

different minimum and maximum values. Some of the benefits of this class include the ability to 

choose two bounding values that likely encompass the (classically) optimal value (thus avoiding 

the selection burden) and the ability to navigate out of bad local minima. Naturally, the cycle shape 

(e.g., sinusoidal, triangular), amplitude, and frequency are also tunable, providing ample learning 

flexibility.   

 

 

Fig. 4.44. Triangle-based, exponentially decaying, cyclic learning rate policy used in this 

work . 
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The triangle-based, cyclic schedule with an exponentially decaying amplitude used in 

NeTS development was selected for its effectiveness and stability characteristics. This form is 

given in [103] for the general expression at training iteration ὸ, 

 ὒὙὸ ὒὙ ὅὸὒὙ ὒὙ ȟ (4.8) 

with a cycle amplitude defined by ὒὙ  and ὒὙ , the minimum and maximum learning rates, 

respectively, and modulated by  

 ὅ ὸ ‎
ς

“
ὥὶὧίὭὲίὭὲ

“ὸ

ςὒ
ȟ (4.9) 

where ‎ is the exponential decay factor and ὒ is half the cycle period. The four required parameters 

are provided in Table 4.3. The decay factor was set to shrink the amplitude by roughly two orders 

of magnitude over the training run, and ὒ was set within a recommended range from [104].  

 

Table 4.3 Parameterization of the cyclic learning rate schedule used in this work. 

Parameter Value 

ὒὙ  1.0e-4 

ὒὙ  4.0e-3 

‎ 0.999998051 

ὒ 30,000 

    

 As it pertains to the learning rate (and therefore the learning rate schedule), the choice of 

optimizer is very important since it determines how this information is incorporated into the 

broader optimization process. The first-order AdamW algorithm [105] was selected for this work, 

amidst other options, as an improved version of the already performant Adam optimizer [106]. 

Specifically, AdamW has been shown to achieve better convergence and generalization (compared 
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to Adam) in a variety of domains. The advantages afforded by the original Adam optimizer via the 

combination of traits from RMSProp [107] and AdaGrad [108], namely, the suitability towards 

nonstationary objective functions and sparse gradients, respectively, are augmented by the 

alternative weight decay scheme implemented in AdamW.  

 To better understand these features, it is helpful to discuss the algorithmic implementation 

[105]. Both Adam and AdamW use bias-corrected estimates of the first and second moment 

vectors at step ὸ, ά  and ὺ, respectively, in the weight update process. Biased moment estimates 

(due to their initialization at zero), ά  and ὺ, are first computed as  

 ά ‍ά ρ ‍ Ὣ (4.10) 

and  

 ὺ ‍ὺ ρ ‍ Ὣȟ (4.11) 

where ‍ and ‍ are hyperparameters specifying the exponential óinfluence decayô of previous 

terms and Ὣ is the loss gradient at step ὸ w.r.t. the network parameters, — , at step ὸ ρ. These 

are subsequently corrected in  

 ά  
ά

ρ ‍
 (4.12) 

and   

 ὺ
ὺ

ρ ‍
 (4.13) 

before the computing the weight update,   

 — — –
‌ά

ὺ ‭
‗— ȟ (4.14) 

where –, ‌, ‗, and ‭ correspond to the learning schedule multiplier, the learning rate, a weight 

decay constant, and a stability parameter (set to 1e-8 by default), respectively. The second 
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bracketed term in Eq. (4.14) represents the weight decay component that was decoupled from the 

gradient update in the AdamW implementation. This differs from the original Adam algorithm, 

which implements ὒ regularization (i.e., penalizing the sum of squared weights). 

 As described, the weight updates (applied to individual weights) are invariant to the scale 

of the gradient and rely instead on the learning rate. This feature, coupled with the ratio of ά  and 

ὺ in Eq. (4.14) acting as an uncertainty measure (e.g., it shrinks the update step near an 

optimum) and a built-in learning rate decay scheme, ultimately characterizes the algorithmôs 

robustness in many stochastic optimization settings. 

 The parameters ‍ and ‍ were left at the reference values (i.e., 0.9 and 0.999, respectively 

[106]). These also correspond to the default settings in most ML/DL libraries. The schedule 

multiplier, –, from which Adam/AdamW benefit substantially according to [105], is discussed 

above, and the weight decay constant, ‗, was investigated separately. The AdamW authors note 

that the optimal weight decay value depends on the number of weight updates during training. 

Their proposed setting is  

 ‗ ‗
ὦ

ὄὝ
ȟ (4.15) 

where ‗  is the normalized weight decay (i.e., the value corresponding to a single allowed 

batch pass), ὦ is the batch size, ὄ is the size of the training set, and Ὕ is the number of epochs (or 

the number of passes over the entire training set).  

 Typically, each training iteration/weight update only sees gradient information from a 

fraction of the total training set. While this adds noise to the gradient estimate, it speeds up training 

significantly compared to the full batch case, where the weights are only updated after every full 

sweep over the training dataset. Setting a suitable fractional batch (or minibatch) size involves 
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balancing the increased noise on the low end with the speed efficiency (or lack thereof) on the high 

end, while simultaneously observing hardware constraints (e.g., GPU memory). In this work, 

values were tested across powers of 2 from 128 to the size of the entire training set (i.e., ~ 6.3 

million), and a batch size of 1024 was eventually chosen to meet the above criteria.  

 Setting the number of epochs involves a somewhat different set of concerns. Training for 

too few epochs will not properly converge the results, and training for too many is simply a waste 

of resources. There is also the dependence on batch size, where larger batch sizes generally require 

more epochs of training and vice versa, and the standard practice of early stopping, where training 

is halted (and/or weights are saved) once the validation performance no longer decreases. In the 3-

D training cases, 400 epochs were sufficient to cover the training space of interest, although fewer 

were sometimes necessary.  

 Taking all these values together yields a square root factor in Eq. (4.15) of roughly 6e-4. 

This, combined with the assumption of a ‗  around 0.1 (perhaps on the higher side of optimal), 

suggests that a reasonable ‗ is probably less than 1e-4. To aid the decision, ‗ values of 1e-6, 1e-4, 

and 1e-2 were evaluated. The latter was unsurprisingly found to erode the training accuracy, as it 

implies a ‗  value greater than 10 (which is atypically high). The two former values did not 

suffer the same disadvantage, as suggested by the upper bound above, but 1e-6 was used most 

frequently in NeTS development. Apart from this concern, the weight decay value (and therefore 

its selection in this work) is more importantly linked to its regularization effect (involving the 

performance on the validation/test set relative to that of the training set), which is discussed further 

in the following section.  

 Per guiding principle two, virtually every hyperparameter discussed so far (and hereon) 

was either set or informed using 2-D experiment results. This decision facilitated more than 300 
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test/design iterations, where each case took minutes to run instead of hours or days for the 3-D 

dataset. The network architecture employed at the onset of the 2-D design process (Fig. 4.45) is 

relatively simple in structure and can be summarized as 6-32(2)-1 (i.e., the network has an input 

size of 6, 2 hidden layers of size 32, and an output of size 1). A 95/5 train/test split was used 

throughout, and the LeakyReLU activation function, based on ReLU (Fig. 1.6) with a (usually 

small) negative slope for negative inputs, was implemented initially as well, with a negative slope 

value of 0.01 to enable learning for all inputs (positive or negative). An illustration of relevant 

matrix operations (reminiscent of Eqs. (1.4-5)) is provided in Fig. 4.46.  

 

 

Fig. 4.45. Initial 2 -D trial architecture showing layer/matrix  dimensions and activation 

functions (where applicable). The variables ▪░, ◌░O▐ȟ, and ╫░O▐ȟ represent the number of 
input layer neurons, the weight matrix connecting the input layer to the first hidden layer, 

and the corresponding bias vector, respectively (the others are likewise defined). Black 

arrows represent layer connections. 

Input Layer (▪░ ): 

6 features (‌/‍ + 4 1-D edges) 

Hidden Layer 1 (▪▐ȟ ): 

32x6 ύᴼ ȟ, 32x1 ὦO ȟ   

+ LeakyReLU(0.01) 

Hidden Layer 2 (▪▐ȟ ): 

32x32 ύ ȟO ȟ, 32x1 ὦȟO ȟ  

+ LeakyReLU(0.01) 

Output Layer (▪▫ ): 

1x32 ύ ȟO , 1x1 ὦȟO   
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Fig. 4.46. Representative linear layer operation flow with an affine transformation 

(characterized by weight and bias matrices, ╦ and ╫, respectively) and activation function, 

▐, relating the input matrix, ╧, to the output matrix, ▌. 

 

Excluding the individual testing phases of batch size and number of epochs (during which 

the values spanned a wide range as noted above), batch sizes of 128 or 1024 were used most 

frequently for 100 and 800 epochs, respectively, depending on the hyperparameter in question. 

Absolute percent deviation (APD),  

 ὃὦίέὰόὸὩὖὩὶὧὩὲὸὈὩὺὭὥὸὭέὲρππ
ȿώ ώȿ

ώ
ȟ (4.16) 

or rather its maximum (MAPD), was used to determine relative performance, as it is a particularly 

salient metric (or performance proxy) in this work (along with mean and median percent 

deviation). The remaining descriptions are addressed within this adaptive, experimental scope, 

beginning with the choice of weight initialization.             
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 The starting point of the network parameters (i.e., where they will place in loss space) can 

have a substantial impact not only on the path taken during training but also on the endpoint 

reached. As a result, it naturally determines the success or failure of convergence. In order to assess 

any relative performance differences in the NeTS context, five different weight initialization 

schemes were tested (Table 4.4). The default setting for linear layers (in PyTorch, discussed at the 

end of this section) initializes the weights and biases from a uniform distribution, Ὗ „ȟ„, for  

 „
ρ

ὪὥὲͅὭὲ
ȟ (4.17) 

where ὪὥὲͅὭὲ is the size of the input feature. The other evaluated methods, normal and uniform 

variants of Xavier [109] and Kaiming [110] initialization (derived assuming an activation slope at 

zero equal to 1 and RELU-type activations, respectively), were specifically developed to address 

common issues in training DNNs (e.g., vanishing and exploding gradients). Xavier uniform, in 

particular, was shown to provide the best top-3 average performance (of 4 total runs) for the case 

in question (i.e., a 6-128(4)-1 network architecture with skip connections, addressed separately 

below). The relative outperformance of Xavier against Kaiming (despite the use of LeakyReLU) 

and uniform against normal is interesting and likely related to the test architecture.      

The main difference between this and the default scheme lies in the definition of „. In 

Xavier uniform initialization, „ is defined as follows: 

 „ ὫὥὭὲ
φ

ὪὥὲͅὭὲὪὥὲͅέόὸ
ȟ (4.18) 

where Ὢὥὲͅέόὸ is the size of the output feature and ὫὥὭὲς ρ ὲὩὫὥὸὭὺὩίͅὰέὴὩϳ  for 

LeakyReLU. It is important to note that while this scheme worked best in this limited case, it is by 

no means the best in all conceivable cases. Results varied in testing based on the particular 

architecture in question. Additionally, the bias terms were initialized close to zero (i.e., at 0.01). 
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Table 4.4 Weight initializ ation test results for a simple 6-128(4)-1 network architecture 

(lowest/best in bold). 

Method Top-3 Avg. MAPD [%] 

Default 29 

Xavier uniform  16 

Xavier normal 18 

Kaiming uniform 21 

Kaiming normal 25 

               

 The number of hidden layers, ὲ ͺ , and neurons per hidden layer, ὲ, were 

determined by the balance of four practical concerns: accuracy, memory consumption, training 

time, and inference speed. On one side, higher ὲ ͺ  and ὲ correspond to more weight 

parameters, which entails higher storage requirements and slower training and inference times (via 

an increase in the number of matrix operations). On the other side (and up to a point), higher 

ὲ ͺ  and ὲ typically result in greater capacity and therefore higher accuracy levels. 

Importantly, there is no ócorrectô balance point, only one that meets the needs of the designer. 

 A linear relationship between ὲ ͺ  and the number of network parameters is 

shown in Fig. 4.47. In general, this observation supports the exploitation of the depth parameter, 

contingent on accrued accuracy. The preference for shallower networks still exists, however, 

particularly in this application where size is tied to performance. Meaningful increases in accuracy 

are, therefore, required to support the use of deeper networks.  

 In Fig. 4.48, three cases were examined, where each result was averaged over four training 

runs. Two were used to compare the effect of keeping the total number of model parameters 

roughly constant (at ~ 5000, by reducing ὲ with increasing ὲ ͺ ) against simply keeping 
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ὲ constant with increasing ὲ ͺ . This was done using an ὲ of 64 or less, depending on 

the case. A third was used to test the relative impact of switching to Kaiming uniform weight 

initialization. In each case (and without further tweaking of the deeper networks), four hidden 

layers provides a large reduction in MAPD, while still maintaining size efficiency. Differences in 

capacity are also evident when comparing the constant ὲ cases (Fig. 4.48, dark gray and blue) 

with the constant model parameter case (Fig. 4.48, red). This same decision process is employed 

in the selection of ὲ below.  

 

 

Fig. 4.47. Scaling relationship between ▪▐ and the number of network parameters for 128 

neurons per hidden layer. 
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The relationship between ὲ and the parameter storage requirement is clear (Fig. 4.49), 

while the dependencies of training and inference time on ὲ are less so. Inference time has a 

relatively straightforward relationship with ὲ compared to training time, however. The former 

might depend simply on the number of matrix operations and perhaps on the implementation 

details, while the latter might exhibit more interesting, non-linear dependencies that are difficult 

to predict a priori [111].  

 

 

Fig. 4.48. Relationship between accuracy (as measured by MAPD) and ▪▐░▀▀▄▪■ͅ╪◐▄►▼ 

averaged over four  2-D training runs  (for each case). Case 1 (dark gray) and Case 2 (blue) 

examine constant ▪▐ with increasing ▪▐░▀▀▄▪■ͅ╪◐▄►▼ (only switching weight initialization 

schemes). Case 3 (red) keeps the total number of network parameters roughly constant at ~ 

5000 with increasing ▪▐░▀▀▄▪■ͅ╪◐▄►▼. The y-axis values, at this stage, are of no practical 

importance beyond their use as a relative measure for qualitative comparison.  
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 In this work, ὲ values were tested across powers of 2 ranging from 32 to 2048 (with the 

exception of a few cases below/above this lower/upper bound, e.g., down/up to 8/8192, in which 

there was no observed benefit). Ultimately, an ὲ of 128 was chosen to provide sufficient accuracy 

without the meaningful increases in memory consumption and training/inference time mentioned 

above (which scale rather poorly in the latter two metrics). The selected point is emphasized in 

Fig. 4.50, which shows the dependency of accuracy (as measured by MAPD) on ὲ averaged over 

a dozen unique test cases during the 2-D training process. Here, it is apparent that ὲ υρς 

corresponds to the lowest (best) average MAPD, but it is also evident from Fig. 4.49 that the order 

of magnitude increases in required storage (i.e., from ~ 50k to ~ 800k parameters) and 

training/inference time could be avoided (by selecting ὲ ρςψ), while retaining a majority of 

the accuracy benefit gained from increasing ὲ.  

 

 

Fig. 4.49. Scaling relationship between ▪▐ and the number of network parameters for four 

hidden layers. 
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The differences between the scaling of ὲ and ὲ ͺ  (among other observed 

concerns, e.g., capacity, training stability) generally suggest a preference for going deeper (i.e., 

increasing ὲ ͺ ) instead of wider (i.e., increasing ὲ). As such, the observed increase in 

MAPD beyond 512 hidden neurons per layer, which might otherwise require further attention at 

the training stage (to recover the naively expected downtrend in MAPD with higher ὲ), can be 

ignored in this case. 

 

 

Fig. 4.50. Relationship between accuracy (as measured by MAPD) and ▪▐ averaged over an 

arbitrary set of unique 2-D training runs. The y-axis values, at this stage, are of no practical 

importance beyond their use as a relative measure for qualitative comparison.  
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implementations have shown advantages in parameter efficiency, gradient propagation (e.g., 

helping address the vanishing gradient problem), and feature flow, with some also contributing a 

regularization effect [26]. One of the most impactful aspects of this design pattern is the ability to 

effectively train exceptionally deep networks (e.g., hundreds of layers or more), thus extracting 

the capacity potential inherent in the depth parameter. While this capability is not heavily exploited 

in this work (due to a preference for more compact models with faster inference speeds), it is 

important to mention and could be explored in future work.  

 

 

Fig. 4.51. Comparison of sequential and dense skip connection schemes for an arbitrary 

sequence of 6 hidden layers.  
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connections between a given hidden layer and all downstream layers. As the sequential pattern is 

already a subset of the densely connected scheme, and since weighted skip connections were later 

implemented (discussed below), the dense arrangement was adopted in the NeTS work. This 

decision provided greater design flexibility that resulted in some of the best 2-D testing results yet 

seen (Table 4.5).  

 Under the weighting scheme (which is the only one of its kind known to the author), one 

key benefit is the ability to modulate the influence of individual skip connections between the 

lower limit, where the connection is dropped via a zero weight, to the upper limit, where the 

connection influence is saturated via some large weight. Practically, this yields a design space that 

not only subsumes the sequential skip pattern but one that also includes the original, simplified 

(i.e., having no skip connections) architecture. A relatively small number of possible (skip) weight 

values were evaluated during the 2-D training process. In some cases, the skip connections were 

initiated/inserted prior to activation, while in most others (including the best case), they were 

initiated/inserted after activation. The weight values themselves were selected according to several 

tiered (i.e., depending on the ólengthô of the skip connection) approaches, based on the desire to 

boost the influence of early hidden layers on the input of later hidden layers.  

The most effective approach observed used a multiplicative tier structure with weights of 

1, 2, and 4 for skip connections spanning one, two, and three hidden layers, respectively. 

Experience from a variety of different test cases resulted in the following takeaways. Lower weight 

values (e.g., less than one) typically fail to provide significant information flow across skip 

connections, relative to the preexisting (adjacent) layer connections. Larger weight values (e.g., 

much greater than 10) tend to overshadow the information passing between adjacent layers, often 

resulting in poor accuracy or instability. Intermediate values, by contrast, specifically those 
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preferentially weighting earlier layers, seem to perform quite well. This behavior was 

hypothesized, since the input features were customized to provide a high degree of information 

content to the initial hidden layer. Regardless, more research is needed to fully examine the 

relevant parameter space, which could be the subject of future work.  

 

Table 4.5 Performance of select weighted skip connection settings (each averaged over four 

runs) for a 6-128(4)-1 network architecture (lowest/best in bold). Weight values given as 

a:b:c, for example, correspond to the weights of connections skipping 1, 2, and 3 hidden 

layers, respectively.  

Setting Avg. MAPD [%] 

Post/Pre-activation initiation/insertion ï 1:1:1 14 

Same as above ï 1:2:4 12 

Post-activation initiation/insertion ï 1:1:1 16 

Same as above  ï 1:2:4 11 

Same as above ï 0.01:0.1:0.89 (sum to one) 16 

Same as above ï 1:4:16 12 

Pre/Post-activation initiation/insertion ï 1:2:4 14 

        

 Following the selection of skip connection weights, further adjustments in the layer 

activations were examined. The observation in early training runs that network prediction forms 

(particularly those at the start of training) reflect the chosen activation motivated the use of mixed 

activation layers (e.g., where different hidden layers may have different activation functions). It 

was found, for example, that ReLU-type activation networks exhibited more angular prediction 

forms, while tanh activation networks exhibited comparatively smoother forms (which more 

accurately depict the spectral nature of  the TSL). For this reason, tanh activations were substituted 

in the last hidden layer (a few other configurations were tested but did not give better results) with 
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LeakyReLU activations in all preceding hidden layers, yielding an MAPD (averaged over four 

runs) of 8.5% (i.e., a marked improvement over the homogeneous activation cases in Table 4.5). 

The observed benefits of the mixed activation approach likely warrant further study, perhaps at a 

more granular level (e.g., mixed activations both across and within hidden layers). 

 Despite sparse experimentation with other activations functions at the start and end of the 

2-D development process, LeakyReLU (with the default parameterization for negative slope, i.e., 

0.01) demonstrated consistently dominant performance characteristics (or at least sufficient 

enough to avoid supplantation). Additional parameter tuning involved different negative slope 

values of 0.05, 0.1, and 0.2, with corresponding MAPDs (averaged over four runs) of 9.7%, 7.8%, 

and 9.3%, respectively. These results led to the use of the 0.1 negative slope in subsequent training 

runs.  

 Minor perturbations to the best performing hyperparameters were also tested, namely +/- 

25% adjustments to hidden layer size (i.e., ὲ ρφπ, ὲ ωφ) and a fifth hidden layer extension 

(i.e., ὲ ͺ υ). The first two adjustments gave MAPDs (averaged over four runs) of 

8.0% and 8.8%, respectively, while the third gave values (averaged over three runs) of 11.7% for 

a 1:2:4:8 skip weight scheme and 9.0% for a 1:2:3:4 scheme. Notably, none of the perturbation 

results eclipsed the best MAPD (i.e., 7.8%), so these changes were not incorporated. 

 It is reasonable to question whether 4 (or so) averaged runs per configuration are sufficient 

to converge the performance trends along each hyperparameter axis. To this point, it must be said 

that the intention of the hyperparameter exploration procedure was to quickly narrow down a very 

large search space while also meeting accuracy goals. A more exhaustive grid search would 

certainly help solidify the above findings, and the relaxation of the strong hyperparameter 

independence assumption might also yield interesting outcomes. Overall, the reduction in MAPD 
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values over the course of 2-D development (i.e., from up to 100%+ at the start to low single digit 

values at the end, especially for longer training runs) reflects a meaningful improvement that was 

also mirrored in the final (3-D) results (see next section).          

 There was an additional design scheme that was not implemented but is still worth 

mentioning. The cascading network architecture (so-named here for convenience; not to be 

confused with other, distinct cascade networks) is interesting in this work for a few reasons. As 

depicted in Fig. 4.52, the reduction in ὲ from one hidden layer to the next can result in a network 

with similar accuracy as the no cascade case, enabling a smaller memory footprint and faster 

training/inference speeds. There is also ample flexibility in how the reductions are performed, but 

in general, they should decrease monotonically (left-to-right) in an additive or multiplicative 

fashion, as this was found to give acceptable results with the benefit of fewer parameters. 

Preliminary testing found that stronger multiplicative reductions (e.g., using layer-to-layer size 

multiples of 0.5 or 0.25) worked well in particular.  

 The reason cascading networks were not used in the final stages lies in their interaction 

with skip connections. Specifically, it is preferrable that information passed along a skip 

connection is ófull and complete.ô When downstream layers have fewer hidden neurons than 

upstream layers, a portion of the information contained in a given upstream output matrix must be 

lost/removed (or at least compressed) before it can be added to the downstream input matrix (i.e., 

the sizes must match). This operation can certainly be done, but it necessarily affects the 

information flow in a non-trivial way that may ultimately prove suboptimal. As such, the benefits 

of dense skip networks were selected over those provided by cascading networks, and the topic of 

combining the two architecture types is left for future work.  
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Fig. 4.52. Comparison of representative (monotonic, decreasing) cascading layer schemes: 

geometric (i.e., multiplicative), arithmetic (i.e., additive), and the base case (i.e., no 

cascading).  

 

 The design space and hyperparameter findings listed above are briefly summarized and 

visualized in Table 4.6 and Fig. 4.53, respectively. Following the iteration process, these settings 

were carried over to 3-D training, where they could manifest their efficacy over the entire input 

set. Despite reaching a point of high accuracy, the presence of additional architectural and 

parametric possibilities is (overwhelmingly) apparent. This fact holds favorable implications for 

future work (as will be discussed later). 
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Table 4.6 Summary of the hyperparameter/design space selections for 3-D training . 

Setting Selection 

ὲ ͺ  4 

ὲ 128 

cascading none 

skip connections dense, weighted 

skip weight scheme multiplicative, 1:2:4 

activation function LeakyReLU(0.1) in hidden layers 1-3, tanh in hidden layer 4 

weight initialization Xavier uniform 

optimizer AdamW 

regularization (explicit) Weight decay (‗O  1e-6, as implemented in AdamW) 

batch size 1024 

training epochs 400 

learning rate schedule 
triangular, cyclic, w/ exponentially decaying amplitude (see 

parameters in Table 4.3) 

loss function MSE 

 

When NeTS research began, the PyTorch DL library (developed and maintained by 

Facebook AI research (FAIR)) was chosen to implement all design and training tasks (due to its 

flexibility, modularity, Python interface, native GPU support, parallelization features, 

documentation, and large user community). Model training employed a number of NVIDIA P100 

and V100 GPUS (located on a LEIP compute cluster), each containing 12 GB and 32 GB of 

onboard memory, respectively (i.e., large enough to hold the entire ~ 2.4 GB input set). This 

allowed the simultaneous training of multiple 2/3-D networks parallelized over 2-3 P/V-100s each. 

To measure progress, assess accuracy, and visualize results, various output metrics were collected 
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during training (e.g., learning rates, MSE loss, minimum/mean/median/max APDs for the training 

and validation sets, inputs corresponding to MAPDs). A standalone script was also constructed to 

perform inference over arbitrary inputs using a saved PyTorch weights file (from a previously-

trained network) and a defined model class (which can be saved together with the weight file, if 

desired).      

 

 

Fig. 4.53. Final 3-D NeTS architecture with color-coded layers and skip connections. 

Weights, □, are given for each skip connection.   
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4.4.3 Performance Metrics and Evaluation 

 Apart from their compactness, NeTS module accuracy was considered paramount 

throughout the development cycle. Naturally, if the accuracy levels achieved by the NeTS work 

did not mark a meaningful step over previous approaches (or if they failed to meet the lower, 

practicality threshold), there would be no reason to take on the added complexity. This is not the 

case, however, as will be demonstrated below. The results of the hyperparameter/design space 

search (outlined in the previous section) yielded networks capable of high-fidelity TSL 

representation. Further implications related to size, accuracy, and scalability are reserved for 

subsequent sections. 

 Upon reaching the 3-D training stage, a small handful of early trial runs (i.e., before 

converging the hyperparameter/design space at the 2-D level) were used to dial in the final 

configuration. Once this was achieved, two networks were trained (for comparison purposes, as 

each is initialized randomly). Various forms of output for each network, which are qualitatively 

identical, are provided in the figures and tables below. Quantitative comparisons can be drawn 

from Tables 4.7-8.   

 The minimization of the MSE loss function (Eq. (1.7)), shown in Fig. 4.54 , acts as a direct 

proxy for accuracy improvement during training. A large reduction in the loss of approximately 

six orders of magnitude is observed over the first learning rate cycle (spanning 60,000 training 

iterations, i.e., twice ὒ). The remaining loss decay of roughly two orders of magnitude occurs over 

the remaining training iterations. The total number of training iterations is nearly 2.5 million, with 

around 40 learning rate cycles. 
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Fig. 4.54. Training curves showing MSE loss over ~ 2.5 million iterations (i.e., weight 

updates), or 400 epochs (run 1). Top and bottom datasets are identical, having linear and 

logarithmic x-axes, respectively. The cyclic, decaying learning rate schedule (and its period 

constant, ╛) is evident in both curves.    

 

 Figure 4.55 shows the decrease in the median and max APDs for the training and validation 

sets. Similar to the loss curve, a majority of the reduction takes place early in training. The 

reduction in APD, however, is comparatively more dramatic, falling more than 20 orders of 

magnitude before the end of the first cycle. Median APDs drop below the 1% accuracy threshold 

shortly after, while the max APDs steadily approach low, single digit values towards the latter half 

of training.  

 In comparing the median APDs of the training and validation sets, the observed 

overlapping is indicative of similar performance for in and out-of-sample data (this is ideal), while 

also reflecting the robustness of the measure itself, which gauges aggregate centrality. The max 



   

169 

 

APDs, by contrast, exhibit minor visible differences. These differences, where the validation set 

marginally outperforms, are largely attributable to the volatility of the maximum (with respect to 

sampling) as a singly-defined measure of extremity. In all likelihood, the training set happened to 

contain a point (or points) that was more ódifficultô for the network to predict accurately, thus 

resulting in the observed discrepancy. 

 More generally, if large discrepancies were observed between the training and validation 

sets (particularly where the validation performance was much worse) for either/both the median 

or/and max APD/APDs, this would likely signal poor generalization (i.e., overfitting). Alleviating 

the issue would then involve more regularization (e.g., via increasing ‗). 

      

 

Fig. 4.55. Training curves showing APD over ~ 2.5 million iterations (i.e., weight updates), 

or 400 epochs (run 1). The train median (blue) and validation median (yellow) curves overlap 

considerably, with each eclipsing the 1% accuracy level. Inset shows a select portion of the 

same data with a linear x-axis.    
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 While the magnitude of the MAPD is of primary concern, its location in input space is also 

quite informative. This metric was recorded every five epochs during training, resulting in a 

complete MAPD trajectory (Fig. 4.56). Along the ‍ axis, the MAPD location hovers at 

predominantly higher values, which is not surprising considering the prevalence of DOS features 

in this region (that are inherently more challenging to learn). In ‌, the MAPD location starts out 

at lower values before óbouncingô back and forth between low and high, subsequently settling in 

the high ‌ region.  

 

 

Fig. 4.56. MAPD trajectory during training  (run 2). Darker and lighter cubes represent 

earlier and later training results, respectively. The MAPD settles in the high ♪, high ♫, low 

╣ region at the end of training.    
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 The trajectory along the (inverse) temperature axis took a somewhat different path 

compared to those in ‌ and ‍. Inverse temperature values start high and then immediately move 

lower before bouncing between intermediate and high values, ultimately converging within the 

high region (corresponding to a low actual temperature) after about 300 epochs. The final MAPD 

trajectory coordinates (in scaled input space, ‌/‍/Ὕ ), 0.5323/0.7237/0.75, where the latter two 

correspond to an intramolecular (i.e., higher energy) DOS peak and the lowest evaluation 

temperature (i.e., 283 K), respectively, are thus sufficiently representative of those belonging to 

the best, saved model state.  

 Regarding the saving of model parameters, it is common practice to stop training and 

record weight values once the validation performance stops improving (this is known as early 

stopping). In the NeTS work, however, this technique was not required, as evidenced by the 

progression of the validation APD curves in Fig. 4.55. Model parameters were instead saved once 

the training MAPD reached a minimum, which (interestingly) gave better results (in terms of the 

overall MAPD) than using the minimum validation MAPD.  

 Using the saved model state, inference runs were performed for the lowest, middle, and 

highest evaluation temperatures, resulting in the following prediction and APD surfaces (Figs. 

4.57-62). In general, APDs are elevated for higher ‌ and ‍ values, where curvature is more 

pronounced and TSL values are low. There is also some (relatively lower) APD peaking along the 

óspineô of the TSL, spanning ‌/‍ space diagonally from low ‌/‍ to high ‌/‍. Figure 4.58 shows 

the APD surface at 283 K and exhibits the highest observed value (see y-axis scale), further 

supporting the MAPD trajectory conclusions. Notably, it is both intuitive (due to the presence of 

DOS features) and preferable (due to their lower relative influence) to see the largest APDs 

distributed towards the higher end of ‍ space. 
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Fig. 4.57. TSL prediction surface (run 2) for the lowest evaluation temperature (i.e., 283 K). 

 

 

Fig. 4.58. APD surface (run 2) for the lowest evaluation temperature (i.e., 283 K). 
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Fig. 4.59. TSL prediction surface (run 2) for a central evaluation temperature (i.e., 466.5 K). 

 

 

Fig. 4.60. APD surface (run 2) for a central evaluation temperature (i.e., 466.5 K). 
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Fig. 4.61. TSL prediction surface (run 2) for the highest evaluation temperature (i.e., 650 K). 

 

 

Fig. 4.62. APD surface (run 2) for the highest evaluation temperature (i.e., 650 K). 
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 Figures 4.63-65 combine APD inference results over all input grid temperatures into 

individual histograms for the training, validation, and test sets, respectively. The same plots are 

provided for the out-of-sample data (i.e., validation + test sets, Fig. 4.66) and the total input grid 

(i.e., train + validation + test sets, Fig. 4.67).  

 In each of these figures, the presence of high peaks and long tails is evident, leading to the 

conclusion that the APD distribution is non-normal (or more precisely in this case, leptokurtic, i.e., 

having greater kurtosis than the normal distribution). Knowing the standard deviation in APD is ~ 

0.2 also helps rule out normality. This notion is further substantiated in Fig. 4.68, where a fitted 

half-normal distribution is compared to the total run 2 results. There, the visible redistribution of 

probability mass to the peak and tail (at the expense of the shoulder) highlights an interesting 

consequence of the TSL dataset and the resulting location-dependent (in input space) 

heteroscedasticity in prediction residuals (evident in the previous APD surfaces). Said differently, 

certain regions of input space are easier to learn (represent) than others, and this leads to the 

óstretchingô of the distribution as described.             

 The summarized accuracy results, as shown in Tables 4.7-8 for runs 1 and 2, respectively, 

contain mean, median, and maximum APDs, along with the portion of observed APDs that fall 

below 2% and 1%. Overall, the table metrics indicate high levels of accuracy and the practicality 

therein. 

 After noting the similarity in performance across the training, validation, and test sets of 

both runs, it appears that the regularization effects provided by the weight decay, skip connections, 

and high ratio (~ 120:1) of training examples to model parameters is sufficient for good 

generalization. Were this not the case (and as touched on above), additional techniques might be 

required (e.g., dropout, which was explored briefly).  
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Fig. 4.63. Training set APD histogram (run 1). Inset plot shows tail region. 

 

 

Fig. 4.64. Validation set APD histogram (run 1). Inset plot shows tail region. 
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Fig. 4.65. Test set APD histogram (run 1). Inset plot shows tail region. 

 

 

Fig. 4.66. Combined validation/test set APD histogram (run 1). Inset plot shows tail region. 
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Fig. 4.67. Combined train/validation/test set APD histogram (run 1). Inset plot shows tail 

region. 

 

 

Fig. 4.68. Combined train/validation/test set APD histogram (run 2) with a fitted half-normal 

distribution.  
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Table 4.7 Accuracy of the 3-D NeTS module (run 1) as measured by the mean, median, and 

maximum APDs. Percentages of APDs less than 1 and 2% are also given for each dataset. 

Results for the complete input grid are in bold. Validation sometimes abbreviated as V. 

Dataset 
Mean APD 

[%] 

Med. APD 

[%] 

Max APD 

[%] 
< 2% [%] < 1% [%] 

Train 0.2310 0.1664 3.0152 99.9925 98.9458 

Validation 0.2246 0.1635 2.4491 99.9969 99.0671 

Test 0.2258 0.1641 2.7513 99.9843 99.0985 

V + Test 0.2252 0.1639 2.7513 99.9906 99.0828 

Train + V + Test 0.2309 0.1663 3.0152 99.9925 98.9472 

 

Table 4.8 Accuracy of the best 3-D NeTS module (run 2) as measured by the mean, median, 

and maximum APDs. Percentages of APDs less than 1 and 2% are also given for each dataset. 

Results for the complete input grid are in bold. Validation sometimes abbreviated as V. 

Dataset 
Mean APD 

[%] 

Med. APD 

[%] 

Max APD 

[%] 
< 2% [%] < 1% [%] 

Train 0.2279 0.1675 2.8696 99.9910 99.0974 

Validation 0.2227 0.1635 2.2044 99.9969 99.1519 

Test 0.2227 0.1637 2.2620 99.9969 99.2336 

V + Test 0.2227 0.1635 2.2620 99.9969 99.1927 

Train + V + Test 0.2279 0.1675 2.8696 99.9910 99.0983 

 

 In revisiting the train/validation/test split decision, a bootstrapping procedure (where the 

combined validation/test set was sampled 1,000 times with replacement, Fig. 4.69) was used to 

elicit the effect of sample size on the uncertainty in a given statistical estimate (i.e., mean APD). 

The uncertainty (given in terms of the ratio, „Ⱦ‘) was shown to decrease according to the familiar 
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ρȾЍὔ relation, falling well below 1% for sizes near those of the validation and test sets used in 

this work.    

 

 

Fig. 4.69. Demonstration of the effect of sample size on accuracy metric uncertainty (mean 

APD in this case, run 1). The uncertainty fraction, ⱭȾⱧ, is given for each sample size. Each 

histogram was constructed using 1,000 samples (of a given size) from the combined 

validation/test set data (with replacement), which contains more than 60,000 values.    

 

4.4.4 Performance in Context 

1) Comparison with Modeling Uncertainty 

 In general, it is useful to compare the accuracy of NeTS with the accuracy in the underlying 

water models used to generate the inputs of the raw TSL data. The aim, in this respect, is to achieve 

a level of accuracy within, or at least on par with, MD modeling uncertainty. For properties such 

as the dipole moment, dielectric constant, self-diffusion coefficient, expansion coefficient, and 
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temperature of max density, most classical models fail to achieve accuracy levels within ~ 3-5% 

of experimental values [62]. Many are, in fact, considerably less accurate than this or perform very 

well for certain parameters but poorly for others (e.g., TIP4P/2005 quite accurately predicts the 

self-diffusion coefficient to within 1% when larger system sizes are used but overestimates 

vaporization enthalpy by at least 10% [112]).  

A majority of quantum MD approaches (e.g., AIMD, PI-AIMD) , while capable of 

producing more accurate frequency spectrums [86] (likewise for other measures) than their 

classical counterparts, often fall short in terms of accurately reproducing the self-diffusion 

constant. This is likely due in part to system size limitations and a relative lack of research volume 

in the more accurate methods (both will likely improve with time). In any case, NeTS accuracy 

(where a vast majority of APDs are below 1%) falls well within the range of expected model 

uncertainty (regardless of method), particularly that associated with the frequency spectrum and 

diffusion constant (which are the essential MD outputs and TSL inputs in this work). As a result, 

the overall accuracy of the NeTS module is limited by the modeling stage, not by the (NeTS) 

methodology itself.    

 

2) Comparison with Past Efforts 

Despite there being little in the way of exact comparison (e.g., to TSL fitting in 

temperature), other useful references lie in past work and include information regarding memory 

usage, implementation speed, and accuracy. As such, any subsequent conclusions should warrant 

deeper investigation.  

In [113] and [114], for example, previous work [13] on sampling temperature-dependent 

thermal scattering data in light water (and graphite) was extended, and later implemented in 
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MCNP6 [115]. More specifically, temperature dependence was addressed in the CDFs over ‌ and 

‍ using inverse temperature polynomial expansions (up to order 5). The resulting parameter 

storage requirements increased to ~ 10 MB (relative to their prior work) with temperature zoning 

(used for better accuracy), still representing a significant improvement over the ~ 25 MB required 

per temperature in the ACE thermal file for light water. Monte Carlo testing also showed minor 

runtime differences (i.e., 5-15%) compared to the base case. When the meshing scheme was 

improved and tested for graphite, PDF MAPDs approached 20%+ and 60%+ in ‌ and ‍, 

respectively. It is likely the results for light water would be similar, where the generated PDFs are 

proportional to the TSL.  

 Earlier research has predominantly addressed temperature dependence at the cross section 

level. In [15], free gas (i.e., ignoring binding effects) cross sections for U-238 and other materials 

were interpolated using a variety of different methods over discrete temperature grids in 

increments ranging from ~ 25-500 K. Log-log interpolation was shown to provide the best all-

around accuracy, and increments as high as 25 K resulted in quite low MAPDs (e.g., on the order 

~ 1-2%) for fission, capture, and elastic scattering cross sections. Intuitively, interpolating over 

larger temperature increments was found to be less accurate. These results, while practical, are not 

readily comparable with this work, as they do not include thermal effects or differential quantities.   

 The work of [116], which uses a Maxwellian kernel interpolation (MKI) scheme to provide 

temperature-dependent cross sections, gives similar results to the log-log interpolation mentioned 

above. Though it is physics-based, it may not function well for lower energy resonances broadened 

with TSL data [117]. Additional research has also been done to alleviate interpolation across 

heterogenous grids in the continuous format [14], further improving their implementation in 

modern Monte Carlo codes.   
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 Taken together, a majority of past work has addressed interpolation either at the cross 

section or secondary distribution level. The issue of temperature dependence at the TSL level, by 

contrast, has largely been ignored (with some exceptions). This has been done both explicitly, 

where it was previously deemed impossible, and implicitly. As a result, this work (at the TSL 

level) is rather unique. Reasons for the approach include the proximity of the TSL to the nuclear 

data generation process (i.e., through FLASSH) and the flexibility afforded in use and 

dissemination (i.e., both the secondaries and total cross section are derived from the TSL), not to 

mention the technical challenge.   

 In terms of possible future needs, the extension of input space beyond ‌/‍/Ὕ may become 

both useful and desirable. Were this to happen, those current methods will likely suffer greatly in 

terms of accuracy or become infeasible. NeTS modules, however, are designed in a manner that 

readily accommodates such changes. This scalability, coupled with the expressive capacity of NNs 

combines to maintain high accuracy levels within a compact, versatile package. As they stand 

today, NeTS modules are at least an order of magnitude more compact and more accurate than the 

most closely related approaches (e.g., basis function expansion fitting of TSL-derived 

distributions).  

 

3) Comparison with NeTS Direct/Raw Output 

 To further frame NeTS performance, it is helpful to compare the ódirectô accuracy level 

(i.e., the APDs in log space, as the model predicts the (shifted) logarithm of TSL values) with that 

in Tables 4.7-8, where the APDs are computed following a transformation back to non-log space 

(i.e., to obtain the actual TSL values). In Figs. 4.70-71, this comparison is shown in ‌ and ‍ at the 

‍ and ‌, respectively, corresponding to the MAPD coordinates listed above for run 2 (i.e., scaled 
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‌/‍/Ὕ  O0.5323/0.7237/0.75). Discrepancies between outputs and labels are too small to see 

without magnification, as they give mean APDs on the order of 0.01%. This high accuracy is a 

testament to the NeTS design process and the unusual capacity of NNs in general.    

 On a related note, since the location of the MAPD (and higher APDs more broadly) is 

concentrated at the higher end of ‌/‍ space, its lower relative impact (due to their values being 

much smaller) should supplement the accuracy of TSL-derived quantities.   

 

 

Fig. 4.70. Scaled TSL against ♫ for the scaled run 2 MAPD ♪/╣  coordinates, 0.5323/0.75. 
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Fig. 4.71. Scaled TSL against ♪ for the scaled run 2 MAPD ♫/╣  coordinates, 0.7237/0.75. 

 

4.5 Guidance Regarding NeTS Packaging, Dissemination, and Use 

4.5.1 Packaging 

 Before trained NeTS models can be used in a practical setting, several components must 

be combined into a NeTS module. The first component is the model parameter file (sometimes 

called the state dictionary), which PyTorch stores (or rather, serializes) as a Python ordered 

dictionary. For size reference, the 3-D model parameters in this work require roughly 205 kB of 

memory (i.e., close to the 51,713 model parameters multiplied by 4 bytes (32 bits) each). The 

second component is the zero ‍ data that was set aside during the preprocessing stage. In general, 

this data can be handled in a variety of ways (e.g., compact ML/DL  representation), but for the 

sake of simplicity, it can be saved explicitly and concatenated (or perhaps, interpolated then 
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concatenated) on an as needed basis. In terms of size, the zero ‍ data in this work requires 

approximately 55 kB of space (i.e., ~ 187 ‌ôs  75 temperatures  4 bytes).  

The 12 1-D datasets can be easily stored and interpolated as well, taking up only ~ 10 kB 

(i.e., 4  (187 + 454 + 75)  4) of storage. It is important to note that (for the zero ‍ and 12 1-D 

datasets) any required interpolation would take place at the input stage (i.e., prior to NeTS 

inference) over grids that are sufficiently fine-tuned (by the TSL and/or NeTS producer) as 

to allow high accuracy. The sizes of these two data categories are also rather small on a relative 

basis (i.e., less than 25% or so of the total memory footprint, including the model parameters).  

The last component is the inference óengine,ô which needs to compute TSL values using a 

suitable (to the particular application environment) combination of the aforementioned datasets. If 

desired, data access (by the inference tool, e.g., Python script) can be initiated from a single file 

(using a larger ordered dictionary), instead of using three separate files. The data that is read in 

wil l then need to pass through three main steps: input transformation, inference, output 

transformation/collection. The input transformation step will perform the needed scaling 

operations (as described in section 4.3), along with any pre-inference interpolation (which, as 

stated above, could alternatively involve inference over some ML model). The inference step is 

even more straightforward, using the defined model (which may be stored, at low cost, within the 

state dictionary) with its corresponding parameters to proceed like a function call. The output 

transformation/collection step is then responsible for converting NeTS output back to TSL space 

(by inverting the scaling operations) and subsequently returning them to (or storing them for) the 

user. Such an inference script might require an additional ~ 5-10 kB, bringing the total module 

footprint to about 280 kB. As they relate to the discussed datasets, relevant scaling implications 
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for higher dimensional NeTS (i.e., those having more than three inputs) will be discussed in the 

next chapter.             

 

4.5.2 Dissemination 

 Practically, dissemination may occur via three main avenues: direct/formal, 

direct/informal, and indirect. In the direct/formal case, and as it pertains to the ongoing operations 

of the NNDC, the author proposes the addition of a new section (or sections) to the GNDS and 

ENDF formats that would be included alongside the usual, corresponding TSL evaluation. This 

new section would simply comprise of the data file (or files), the inference file, and a third file for 

documentation and user instructions. 

 In the direct/informal case, where the usual TSL evaluation and the associated formatting 

restrictions may not warrant inclusion, the above components can be readily communicated 

between practitioners. This is trivial, but it allows for a new scale of TSL data exchange (e.g., by 

removing unnecessary subsequent requests for datasets generated at new conditions).  

 The indirect case, distinct from the previous channels, includes any embedding of NeTS 

modules within relevant nuclear data (e.g., FLASSH) or reactor physics codes. In either scenario, 

a collection of NeTS modules (for numerous materials) could be stored, implemented in 

accordance with preexisting compute/parallelization capabilities, and shipped in tandem with other 

package files. This is perhaps the most attractive endpoint, as it enables the realization of the NeTS 

moduleôs full potential in a localized, streamlined manner.  
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4.5.3 Use 

 Depending on the use environment, certain aspects of NeTS performance can matter more 

than others. Inference speed, for example, is more important in the embedded NeTS case, where 

longer latency times might slow down an already compute-intensive simulation. This aspect would 

likely be of less importance to the user looking to generate the TSL at a single new temperature 

(using NeTS). The size of the NeTS module is also of greater importance in the former case, where 

it also impacts inference speed (via the number of required matrix operations).  

 In such cases where high performance is essential, the importance of compactness cannot 

be overstated. The current NeTS modules, given their size, are actually small enough to fit 

(entirely) in cache memory, which can result in data transfer speedups one to two orders of 

magnitude greater than those using RAM (depending on the hardware configuration and/or level, 

e.g., L2, L3). This ability can make a large difference when data transfer comprises a meaningful 

chunk of total job time (or even more so when it represents a performance bottleneck). While 

multiple NeTS modules can fit in cache memory as is, there are other, yet to be applied, 

compression techniques that can further shrink their size and boost performance (e.g., quantization 

[118], single/mixed precision training [119]). These methods were not explored in this work as the 

NeTS modules are already quite small. On a related note, the accompanying data files and 

associated inference I/O can be compressed and optimized for speed using specialized formats and 

open source tools, respectively. 

 Aside from memory latency, NeTS module size is naturally proportional to the number of 

compute operations required for inference. This implies that smaller networks run faster than larger 

ones, all else equal. During inference testing in this work (for a single CPU on an Intel Xeon E5-

2690v4 processer @ 2.60 GHz), the wall-clock time was measured across one complete input set 
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call. Several runs gave times spanning 8-10 s, corresponding to per example (i.e., per row) 

inference speeds of ~ 1 µs. If the process was parallelized along the number of examples to be run 

(perhaps in combination with model parallelization), this time could be reduced by at least another 

order of magnitude or more. In any case, this initial discussion about the relationship between 

model/module size and speed should, hopefully, aid those who might seek to implement NeTS in 

a demanding production environment. 
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CHAPTER 5 Conclusions 

5.1 Results Summary 

 TSL evaluations were generated over a range of temperatures using the FLASSH nuclear 

data code and employed in the design and training of a neural network capable of representing 

Ὓ‌ȟ‍ȟὝ for light water. The resulting model exhibits very high accuracy levels approaching 

0.1% and 1% median and maximum APDs, respectively, while also maintaining a compact 

memory footprint of around 205 kB. Including the model parameters, the complete NeTS module 

for light water is about 280 kB in size. This novel realization of an effective TSL function 

(particularly one of this form and fidelity) is entirely unique in the field of nuclear data and carries 

interesting implications for reactor multi-physics applications (where the temperature feedback 

between neutronic and thermal hydraulic analyses can be impactful) and TSL dissemination more 

broadly. The size of the NeTS module also represents a massive reduction in storage requirements 

relative to adjacent methods and legacy formats. 

 The neural architecture in this work was custom-built, containing a mix of structural 

elements found to work well for this application. Weighted skip connections, for example, were 

used as a flexible means of adjusting information flow across the network. Feature engineering 

also played an important role in outcome success, where one-dimensional label subsets (i.e., edges 

of bound input space) were found to aid learning without a significant storage burden.       

 

5.2 Implications 

 As mentioned previously, NeTS modules in the kB range compress a large continuum of 

data into a very small package. This should help alleviate storage concerns in any related 

application while also enabling rapid inference via fewer required operations and the ability to fit 
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into (fast) cache memory. Additionally, the encapsulation of TSL data provided by NeTS is an 

easy add-on in current and future nuclear data formats, as these modules might usually be 

developed alongside typical TSL evaluations. Inclusion of NeTS modules for multiple materials 

within modern nuclear data codes (e.g., FLASSH) is also advantageous, allowing for convenient 

inference over input space as needed.  

 One of the more promising aspects of NeTS design is the natural incorporation of 

additional input dimensions (i.e., beyond ‌/‍/Ὕ). Apart from the energy and momentum transfer 

axes, which have relatively complicated forms, additional parameters such as temperature and 

pressure generally exhibit more simplistic, monotonic dependencies that are readily linearized in 

feature space. There is, as a result, the opportunity to create NeTS modules capturing both 

conditional (i.e., thermodynamic property) and compositional (e.g., porosity, alloy composition, 

high burnup structure) variation. Adding such features involves properly reflecting their influence 

on the TSL inputs and subsequently on the data used to train NeTS.  

The astute examiner may call the issue of scalability into question (as it relates to the use 

of hypercube edges as input features), since the number of edges on an ὲ-cube is given by ὲς . 

While adding a fourth or fifth input dimension would certainly require greater attention, the 

number of edges used in the feature set could be greatly reduced by taking advantage of redundance 

(i.e., collinearity). This is most easily seen along the temperature axis, where three or more of the 

input edges can be removed without meaningful consequence (not shown here, as it makes little 

practical difference in three dimensions), but it is also present among the energy-momentum edges. 

As described above, other simplistic dependencies could also benefit from this increased 

efficiency. 
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If desired, the NeTS methodology could also be applied to represent functional variations 

at other levels (in the nuclear data workflow). This might involve conditional/compositional 

dependencies in the DOS, for example, or even the same in the integral distributions (of the TSL). 

Such applications highlight the underlying generality of the fitting problem and may provide a 

highly performant framework for addressing similar challenges in the design and operation of 

nuclear systems.  

 

5.3 Suggestions for Future Work  

5.3.1 Architecture and Methods 

 Given the degree of progress achieved between the original NeTS proof of concept (for 

beryllium oxide [100]) and the development of NeTS for light water, it is highly likely that 

additional improvements are possible. Several specific avenues that were left for future exploration 

are described below. 

 On the topic of design, a more comprehensive hyperparameter search (e.g., using multiple 

iterations of successively finer grids within an automated framework) would likely prove useful. 

Testing for interactions therein might also yield conclusions that enlighten the independence 

assumption and ultimately lead to better performance. The combination of the cascading and skip 

weight architectures warrants additional attention as well. If the information from (wider) previous 

layers can be effectively conveyed (or compressed) across skip connections to (narrower) 

downstream layers, it might be possible to extract the combined efficiencies of both model types.  

 Whether combining these forms or maintaining the current skip configuration, the skip 

weights themselves could be made trainable. Assuming proper initialization and subsequent 

convergence, this would reduce the number of hyperparameters while adding minimally to the 
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learning process. A more extreme extension of this idea might involve the use of a skip ómask,ô 

where each skip connection is assigned a trainable weight matrix for filtering, augmenting, or 

otherwise manipulating upstream information (at the neuron level) before it is passed downstream. 

This could be implemented a number of ways and might render interesting results with broader 

ML/DL applications.  

 Another open area of NeTS research includes the sensitivity of the accuracy metrics to 

different forms of regularization. Greater understanding here would likely expedite the 

development process for other materials of interest. There is also the possibility of incorporating 

ensemble (e.g., stacking, boosting, bagging) and uncertainty approaches, which may further 

supplement performance.  

 

5.3.2 Memory Consumption and Speed 

 In terms of raw performance, there is ample room to further explore compression 

techniques (beyond the initial scope of this work). Pruning, which removes weakly contributing 

neurons or connections, is one such example. Quantization, which reduces the precision of 

constituent parameters, is another relevant example that is particularly useful in edge computing. 

These methods, alongside model-based changes, have the potential to shrink current NeTS 

modules by a factor of four or more. This would also result in meaningful improvements in 

inference speed. In any case, the current NeTS form should be sufficient for most applications.     

 

5.4 Final Thoughts 

 While this work has practical implications in the fields of nuclear data and nuclear 

engineering, it is essentially agnostic to the incoming dataset. Said differently, the neural networks 
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employed in NeTS development are designed purely for the purpose of functional representation, 

without óknowledgeô of the specific application. This makes NeTS analogous to other regression 

networks that might be used in an industrial setting and tweaked for robustness (i.e., resistance to 

noisy data). Further review would be necessary to determine the applicability of the NeTS 

architecture to other domains (e.g., ML-based DFT potential energy surface (PES) fitting), and 

certain adjustments (e.g., adapting the loss function and regularization scheme) would likely aid 

such an endeavor. 
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Appendix A. The Phonon Expansion 

Considering a harmonic system and starting with Eq. (2.54),  

 Ὓ ‖ȟ‫
ρ

ς“ᴐ
ὨὸộὩ Ͻ Ὡ Ͻ ỚὩ ȟ (A.1) 

the spatially-dependent portion of the integrand can be rewritten in terms of displacements (which 

are also operators like Ὑ ὸ), όὸ, about the equilibrium positions, Ὑ ὸ [30], 

 όὸ Ὑ ὸ Ὑȟ (A.2) 

and thus 

 

ộὩ Ͻ Ὡ Ͻ Ớ ộὩ Ͻ Ὡ Ͻ Ớ

Ὡ Ͻ ộὩ Ͻ Ὡ Ͻ Ớ ộὩ Ͻ Ὡ Ͻ ỚȢ 

(A.3) 

Now, the exponential factors can be combined using the commutator relation for ὃ Ὥ‖Ͻ

ό π and ὄ Ὥ‖Ͻόὸ,  

 ὩὩ Ὡ ȟ ȟ (A.4) 

and the Bloch identity (valid in the harmonic approximation),  

 ộὩỚ Ὡ
ộ Ớ
ȟ (A.5) 

where ὒ is a linear combination of phonon creation and annihilation operators (of which όὸ is 

comprised), can be used to move the expectation brackets into the exponent. This gives the 

following, where ộὃỚ ộὄỚ (due to time origin invariance), 

 ộὩ Ͻ Ὡ Ͻ Ớ ộὩὩỚ Ὡ
ộ Ớ

Ὡ
ộ Ớ
Ὡ
ộ Ớ
Ὡộ Ớ Ὡộ ỚὩộ ỚȢ (A.6) 

Here, Ὡ
ộ Ớ

 represents the Debye-Waller factor and is expressed explicitly using the 

Debye-Waller function, 
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 ὡ ‖
ρ

ς
ộ‖Ͻό π Ớȟ (A.7) 

as 

 Ὡ
ộ Ớ

Ὡ Ȣ (A.8) 

This renders the new expression,   

 ộὩ Ͻ Ὡ Ͻ Ớ Ὡ Ὡộ Ớȟ (A.9) 

where the Debye-Waller component can be removed from the time integral in (A.1) and Ὡộ Ớ can 

be expanded as [45] 

 Ὡộ Ớ ρ ộὃὄỚ
ρ

ςȦ
ộὃὄỚ Ễ

ρ

ὴȦ
ộὃὄỚȟ (A.9) 

where the ὴ-th term represents all exchanges involving ὴ phonons. This is known as the phonon 

expansion. 

 The zeroth order term in (A.9) corresponds to the (quasi)-elastic term in Eq. (3.23), in 

which the (effective) Debye-Waller factor is given for a cubic lattice,  

 Ὡ Ὡ
ộ Ớ

Ȣ (A.10) 

     

      

  

 


