
ABSTRACT

JIANG, MENGHAN. Experiment-free Reinforcement Learning Control of Hip Exoskeleton for
Versatile Locomotion Assistance. (Under the direction of Dr. Hao Su).

Exoskeletons have the potential to improve human mobility. However, the development

of controllers of existing exoskeletons requires either lengthy human testing or complicated

handcrafted control laws to assist versatile walking. Inspired by the biology field, wearable

robots such as human exoskeletons that can be powered by electromechanical, hydraulic,

pneumatic actuators, etc. have shown the potential to not only enhance the user’s strength,

endurance and speed during walking on able-bodied individuals but also improve mobility

for elderly and people with disabilities. The advancement of wearable exoskeleton technology

represents a remarkable interdisciplinary achievement, spanning biomechanical, electronic,

control, and rehabilitation sciences. However, state-of-the-art exoskeleton controllers require

intensive human experiments to tune the control parameters even only for developing strate-

gies for single activity such as walking, thus hinder their use in daily life. One challenge of robot

development process is to accurately simulate human muscle mechanics and the interactions

between humans and exoskeletons. Human locomotion is a complicated process that involves

coordination of multiple limbs and muscles. It is unclear which joints we target to assist or

which muscles to model can we achieve highest energy efficiency. Therefore, there is unfulfilled

need of full-body musculoskeletal modeling that can improve simulation fidelity and training

data-efficiency during controller design of exoskeletons. This research aims to improve the

fidelity and efficiency of exoskeleton control by incorporating detailed dynamic models. The

other challenge lies in controller development which does not need intensive human testing

and can be adaptive to versatile activities. State-of-the-art controllers typically require substan-

tial labor and time for human subjects to optimize the assistive torque for discrete activities

such as walking or running. The control parameters must be tuned for each activity and person

through human experiments that could last for several hours. Furthermore, the state-of-the-art

robots are mostly tethered to reduce the weight penalty caused by the actuation units, which

limits its use in real-world settings.

This research aims to optimize muscle coordination through reinforcement learning to

expedite the development of exoskeleton controllers for multimodal locomotion assistance

purely in simulation, and the controllers can be directly deployed to physical exoskeletons to

save human energy cost. We proposed a data-driven and dynamics-aware reinforcement learn-

ing control method and a comfort-centered mechatronics design of hip exoskeletons to address

these challenges. Our controller was trained purely in simulation, deployed directly to our hip



exoskeleton, and reduced 24.3 % metabolic costs for walking. Our proposed method contains

two parts: data-driven approach and dynamics-aware approach. For the data-driven approach,

we used 3 interconnected neural networks to simulate the human musculoskeletal response to

exoskeleton assistance. For the dynamics-aware approach, we incorporated a whole-body mus-

culoskeletal model, physical model of the hip exoskeleton, and bushing element to account for

human-robot interaction. The three neural networks were trained simultaneously to generate a

controller for walking. We evaluated the performance of the trained controller on 8 able-bodied

subjects for walking at 1.25 m/s. Results showed that the exoskeleton immediately reduced

the metabolic cost by 24.3 %, which is the largest reduction among lower-limb exoskeletons.

Our hip exoskeleton consists of two quasi-direct-drive actuators, multi-strap wearable, and

compact electronics, provides bilateral assistance in both extension and flexion with a total

weight of 3.2 Kg and a peak torque of 18 Nm. Our controller reduced 24.3 % metabolic rate in

Assist On mode compared with No Exo mode for walking.
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CHAPTER

1

INTRODUCTION

1.1 Background

Robotics has profoundly in�uenced many aspects of modern life by enhancing ef�ciency, accu-

racy, and safety in both automated processes and tasks that require human-robot interaction

(Buckner et al. (2022); Bulea et al. (2022); Fang et al. (2024); Fu et al. (2005); Huang et al. (2011); Li

et al. (2024b); Mahadeo et al. (2019); Park et al. (2017a); Zhao et al. (2023a,b)). Broadly speaking,

robots can be categorized by their applications, such as industrial robots, which handle large-

scale operations such as assembly and welding (Bischoff et al. (2010); Leveziel et al. (2022));

humanoid robots, designed to mimic human form and assist in advanced research or service

roles (Cui et al. (2018); Dickstein-Fischer et al. (2011); Su et al. (2010a); Yu et al. (2018)); medical

robots, enabling procedures like minimally invasive surgeries and advanced rehabilitation

(Chen et al. (2019); Cole et al. (2010, 2014); Di Lallo et al. (2021a); Fischer et al. (2011); Gao et al.

(2021); Gulrez and Hassanien (2011); Guo et al. (2018b, 2020, 2016); Hao et al. (2011); Huang

et al. (2011, 2012, 2019); Ji et al. (2013); Johnson and Mendonca (2023); Li et al. (2020, 2014,

2013); Ma et al. (2012); Shang et al. (2013a,b); Su et al. (2012a, 2021); Su and Fischer (2009); Su

et al. (2017b, 2011a, 2022, 2019, 2016, 2014, 2010b,c, 2012b, 2017c, 2011b,c); Wang et al. (2009,

2010); Xiao et al. (2023); Zaki et al. (2017)); military and security robots, deployed for missions

like surveillance or bomb disposal in high-risk environments (Chen et al. (2022b); Liu et al.
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(2024); Tang et al. (2020)); and wearable robots, intended to augment or restore human mobility

and functional capabilities (Di Lallo et al. (2021b); Duan et al. (2018); Guo et al. (2018a); Hunte

et al. (2020); Kapila et al. (2022); Li et al. (2018); Park et al. (2017b); Salmeron et al. (2020); Su

et al. (2017a); Wang et al. (2018); Yang et al. (2019a); Yu et al. (2019b); Yuen et al. (2019)). Among

these diverse �elds, wearable robots are increasingly recognized for their role in improving

human performance.

The advancement of wearable robotics, particularly lower-limb exoskeletons, represents

a signi�cant leap towards augmenting human physical capabilities and assisting individuals

with mobility impairments (Bulea et al. (2022); Chang et al. (2022); Kruse et al. (2024); Wang

et al. (2023)). Exoskeletons are external devices that provide support and enhancement to the

wearer's movements, aiming to reduce the physical strain and metabolic cost associated with

activities such as walking, running, and stair climbing (Siviy et al. (2023); Slade et al. (2022)). The

rapid progress in this �eld is driven by the growing demand for rehabilitation solutions, assistive

devices for the elderly and disabled, and enhancements for industrial and military applications

(Awad et al. (2017)). Despite these advancements, the development of exoskeletons that can

seamlessly transition between different activities and adapt to the unique biomechanics of

individual users remains a complex challenge. Traditional exoskeleton designs often struggle

to balance effectiveness, comfort, and adaptability, limiting their widespread adoption and

practical utility.

A major challenge that impedes controller development is the labor and time required to

train controllers through human experiments. Various lab-based testbeds have been developed

to apply a wide range of assistance pro�les to characterize human response to robotic assistance

(Ferris et al. (2005); Veneman et al. (2007); Zhang et al. (2017)). Techniques such as human-

in-the-loop optimization (Ding et al. (2018)) and myoelectric control (Koller et al. (2015))

have been used to optimize assistive torque to minimize metabolic rate, a key indicator of

human performance. However, these methods often require 30 minutes or more of testing

per participant. Although data-driven methods have enabled outdoor optimization within 30

minutes per participant, they still rely on substantial human tests. One recent control method

managed to reduce the time to less than 10 minutes for tuning control parameters for tracking

pre-de�ned hip joint trajectories, but this approach did not result in any reduction of metabolic

rate (Zhang et al. (2022)). While simulation-based learning has the potential to address these

challenges, no current simulation framework has demonstrated its effectiveness in experiments

with a physical robot. Existing simulations either fail to incorporate controller design (Dembia

et al. (2020); Song et al. (2021)) or do not account for human-robot interactions (Durandau

et al. (2022); Gordon et al. (2022)), leaving open the question of how to develop a controller

that can enhance human performance purely from simulation.
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Another signi�cant challenge in developing exoskeleton controllers is accommodating the

complex biomechanics of multi-gait human locomotion. State-of-the-art algorithms typically

use a two-level discrete control approach: �rst classifying different locomotion activities and

then discretizing the gait cycle into several phases, with different control laws applied for each

phase (Chen et al. (2022a); Lim et al. (2019); Meuleman et al. (2015); Yu et al. (2023)). Each

control law requires manual tuning of control parameters, which complicates the development

process. Several control methods have been proposed that directly generate the assistance

pro�le for the entire gait cycle, either using estimated joint moments (Molinaro et al. (2022)) or

a pre-de�ned trajectory (Shepherd et al. (2022)). However, these approaches are often limited to

discrete locomotion activities and require human training data for each activity, making them

unsuitable for continuous activity transitions. Moreover, the assistive torque produced by these

methods can be uncomfortable, as they are unable to manage transitions between activities

effectively. Additionally, the metabolic cost associated with wearing an exoskeleton needs to

be minimized to make these devices practical for everyday use. Reinforcement learning (RL)

has emerged as a promising alternative due to its adaptability to dynamic environments and

situations. However, RL has primarily been studied in the context of robot control, without hu-

man involvement, which introduces unique challenges for developing exoskeleton controllers.

A prior study using RL to control a human-prosthesis system was limited to position tracking

of a prede�ned gait kinematics trajectory (Wen et al. (2019)).

This dissertation addresses these challenges by exploring innovative control mechanisms,

advanced materials, and optimized mechanical designs to enhance the functionality and

usability of lower-limb exoskeletons.

1.2 Contributions and Outline

This dissertation makes signi�cant contributions to the �eld of wearable robotics, speci�cally

in the development and optimization of lower-limb exoskeletons. One of the primary con-

tributions is the development of an innovative lower-limb exoskeleton system that provides

seamless assistance during transitions between various activities such as walking, running, and

stair climbing. Traditional exoskeleton designs often face challenges in adapting to different

activities, leading to suboptimal performance and user discomfort. By addressing these chal-

lenges through advanced control mechanisms and adaptive algorithms, this research enhances

the exoskeleton's functionality, making it more versatile and user-friendly. The novel control

strategies employed in this exoskeleton ensure smooth transitions and consistent performance,

irrespective of the activity, thus signi�cantly improving the user experience and broadening

the exoskeleton's applicability in real-world scenarios.
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Another crucial contribution of this dissertation is the signi�cant reduction in the metabolic

cost associated with the use of the exoskeleton. The weight distribution of the exoskeleton is

meticulously optimized to minimize the physical burden on the wearer. Traditional exoskele-

tons often add substantial weight, which can offset the bene�ts they provide by increasing

the wearer's metabolic rate. This research utilizes advanced materials and design strategies to

develop a lightweight yet robust exoskeleton. Additionally, sophisticated control algorithms

are employed to ensure ef�cient energy use, thereby reducing the overall metabolic cost. By

achieving a balance between weight, durability, and energy ef�ciency, this exoskeleton makes

prolonged use more feasible and less physically taxing for the wearer.

The dissertation also includes comprehensive validation of the exoskeleton's performance

and adaptability through extensive experimental and simulation studies. Real-world testing

with participants across various activities provides valuable data on the device's effectiveness

and adaptability. These experiments are designed to rigorously evaluate the exoskeleton's per-

formance in different conditions, ensuring that the device meets its intended goals of improving

mobility and reducing metabolic cost. Simulation studies complement the experimental data

by offering insights into the biomechanical interactions between the exoskeleton and the

human body. These simulations help in re�ning the control algorithms and optimizing the

exoskeleton's design for better performance. The combination of experimental validation and

simulation provides a robust framework for assessing the exoskeleton's ef�cacy and offers a

solid foundation for future improvements.

The structure of this dissertation is meticulously organized to provide a comprehensive

understanding of the research process and �ndings. Each chapter is designed to build on the

previous ones, creating a logical progression of ideas and discoveries. Below is the layout of the

dissertation.

Chapter 1 sets the stage for the research by providing the background, outlining the main

contributions, and presenting an overview of the dissertation's structure.

Chapter 2 offers a comprehensive review of existing research on hip exoskeletons, focusing

on their design, control mechanisms, and applications for the elderly. This chapter starts with

an overview of hip exoskeletons, followed by detailed sections on the design requirements,

mechanical design, actuator design, and electronics design. It also discusses various control

strategies used in hip exoskeletons and examines their use speci�cally for the elderly.

Chapter 3 delves into the dynamics-aware modeling of human muscle mechanics, mo-

tion imitation networks, and human-robot interaction in exoskeleton control. This chapter

presents the theoretical underpinnings and computational methods used to model the com-

plex interactions between the exoskeleton and the human body. The models developed here

provide a foundation for understanding and predicting the exoskeleton's impact on human
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biomechanics.

Chapter 4 describes the data-driven learning approaches used to train neural networks for

motion imitation, muscle coordination, and exoskeleton control. This chapter also covers the

closed-loop simultaneous training of these networks and details the setup of the training envi-

ronment and computer hardware speci�cations. The innovative methodologies discussed here

enable the development of highly adaptive and responsive control systems for the exoskeleton.

Chapter 5 focuses on the design and implementation of a portable quasi-direct drive hip

exoskeleton. This chapter starts by introducing the quasi-direct drive actuation paradigm,

including the customized high torque density motor and actuator. It then discusses the design

requirements, wearable structure layouts, and mechatronic design of the hip exoskeleton. The

deployment of the learned controller and experimental results are also presented, showcasing

the practical application and performance of the developed exoskeleton.

Chapter 6 examines the application of hip exoskeletons for elderly individuals and people

with lower limb impairments, providing insights into the potential health bene�ts and impact

of exoskeletons for these populations.

Chapter 7 summarizes the key �ndings of the research, discusses their implications, and

suggests directions for future work. This chapter re�ects on the achievements of the study,

evaluates the exoskeleton's potential impact, and proposes further research to enhance its

capabilities and broaden its applications.
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CHAPTER

2

LITERATURE REVIEW

2.1 Overview of SOTA Hip Exoskeletons and Control Strategies

Humans exhibit ef�cient and versatile locomotion capabilities as a result of evolution, growth,

and learning, enabling them to execute complex transitions across different types of activi-

ties, such as walking, running, and stair climbing. Exoskeletons, a type of wearable robotic

device, have demonstrated signi�cant potential to augment human performance during these

activities for able-bodied individuals, as well as to restore mobility for people with disabilities.

Single-joint assistance is more ef�cient for untethered applications as it reduces the weight of

the device, leading to lower metabolic costs. While the majority of current studies and devices

focus on ankle (Slade et al. (2022)) and knee (Chen et al. (2021); Yu et al. (2022)) assistance,

this work identi�es and addresses that the hip joints are ideal targets for assistance as they

contribute the most to positive mechanical work. State-of-the-art (SOTA) hip exoskeletons (Fig.

2.1) aim to enhance walking ef�ciency, reduce energy expenditure, and improve stability during

multiple locomotion activities. The control strategies currently employed in these exoskeletons

typically involve either pre-de�ned assistance pro�les or substantial individual tuning, which

may include human-in-the-loop optimization and parameter adjustments. These approaches,

while effective, often require extensive human testing for each participant, leading to labor-

intensive and time-consuming procedures, thus limiting the scalability and practical usability
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of these devices.

Human-in-the-loop optimization (Ding et al. (2018)) and myoelectric control (Gonza-

lez et al. (2022); Koller et al. (2015)) have been explored as solutions to adapt exoskeleton

controllers to individual users and minimize metabolic cost. For example, Ding et al. (2018)

employed Bayesian optimization to determine control parameters for hip extension assistance,

allowing for improved user comfort and reduced metabolic cost during walking. Similarly,

Durandau et al. (2022) used an adaptive myoelectric control approach to optimize assistive

torque for exoskeletons, which enhanced walking performance across different conditions.

Although effective, these methods typically require prolonged training sessions and signi�cant

involvement of human participants to achieve optimal results.

To address these limitations, recent efforts have focused on reinforcement learning (RL)

and simulation-based training approaches (Bellegarda and Ijspeert (2022); Li et al. (2021b);

Siekmann et al. (2021)). Reinforcement learning has shown promise in autonomously develop-

ing adaptive controllers that can learn from dynamic environments. For instance, Siekmann

et al. (2021) proposed a sim-to-real RL approach to learn multiple bipedal gaits and successfully

transfer them to a physical robot. The use of simulation for training enables the development

of versatile controllers without the need for human trials, thus saving both time and resources.

However, bridging the gap between simulation and real-world deployment (sim2real) remains

a challenge, especially for wearable robotics that involve intricate human-robot interactions.

The control of robotic devices also requires maintaining user comfort, balance, and gener-

ating assistive torque pro�les that are adaptive and continuous across different locomotion

activities. Wen et al. (2019) demonstrated the application of online RL to personalize con-

trol parameters for a robotic knee prosthesis, achieving improved performance in terms of

user comfort and ef�ciency. Despite these advancements, there remains a signi�cant gap in

developing controllers that can autonomously adapt to varying activities without relying on

pre-de�ned kinematic trajectories or extensive human testing.

2.2 Challenges and Design Requirement for Experiment-free

Controller for Versatile Activities Assistance

The development of a generalized and adaptive controller for wearable exoskeletons faces two

primary challenges: accommodating the distinct biomechanics of multi-gait locomotion and

minimizing the reliance on human trials for controller development (Fig. 2.2).

The �rst challenge is the reliance on human participants for controller optimization. Lab-

based testbeds were developed to apply a wide range of assistance pro�les to characterize the
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Figure 2.1: State-of-the-art portable hip exoskeletons (Bajpai et al. (2023); Buesing et al. (2015);
Chiu et al. (2021); Zhang et al. (2018)). Our portable hip exoskeleton is the lightest and most
compliant among existing designs, imposing minimal constraints on natural movement.
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human response to robotic assistance (Veneman et al. (2007); Zhang et al. (2017)). Human-in-

the-loop optimization and myoelectric control have been employed to optimize assistive torque

to minimize metabolic rate, a key metric of human performance (Durandau et al. (2022); Koller

et al. (2015)). However, this process may require more than 30 minutes per participant during

walking. A data-driven method enabled optimization for outdoor walking in 30 minutes for

each participant (Song et al. (2021)). Though these methods have shown remarkable reductions

in energy expenditure, they still require substantial human tests. One recent control method

took less than 10 minutes to tune control parameters for tracking a pre-de�ned hip joint

position trajectory, without reductions in metabolic rate (Gordon et al. (2022)). Simulation-

based learning is a potential solution; however, no simulation has demonstrated its bene�ts in

experiments with a physical robot because they either do not incorporate controller design or

do not consider human-robot interaction in the simulation (Dembia et al. (2020); Zhang et al.

(2022)).

Another signi�cant challenge arises from the need to develop controllers that can accom-

modate multiple locomotion activities, such as walking, running, and stair climbing. State-of-

the-art algorithms deploy two levels of discrete control that �rst classify different locomotion

activities and then discretize the gait cycle into several phases (Meuleman et al. (2015); Wen et al.

(2019)). Different control laws are applied for each segmented gait phase, and each control law

requires manual tuning of control parameters. Several control methods have been proposed

that directly generate the assistance pro�le for the full gait cycle using the estimated joint

moment or a pre-de�ned trajectory (Bellegarda and Ijspeert (2022); Lim et al. (2019); Xing et al.

(2024)). However, these methods are tailored for discrete locomotion activities and require hu-

man training data for each activity. In addition, assistive torque produced by these methods can

be uncomfortable because they are unable to handle transitions among locomotion activities.

Reinforcement learning enables smooth control owing to its adaptability to environments and

situations (Li et al. (2021b); Molinaro et al. (2022); Zhou et al. (2024)). However, it is primarily

studied for robot control and does not involve humans, which poses unique challenges for

controller design. A prior study to control a human-prosthesis system with reinforcement

learning was limited to position tracking of a prede�ned gait kinematics trajectory (Shepherd

et al. (2022)). Prior work imposed pre-de�ned kinematic trajectories to drive the steady-state

walking of a human in simulation, where the virtual human model simulated a person with

quadriplegia and had no volitional interaction with the robot (Luo et al. (2023, 2021)).

An ideal exoskeleton controller should be capable of providing adaptive assistance across

multiple activities without the need for extensive human testing or manual tuning. To achieve

this, reinforcement learning has been proposed as a promising method due to its ability to learn

from interaction with dynamic environments and adapt to varying locomotion conditions. How-
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ever, most RL research in robotics is limited to robot control without considering human-robot

interaction. When applied to wearable robotics, RL-based controllers face unique challenges,

including the need to maintain user comfort, balance, and the seamless generation of assistance

during activity transitions. A promising solution is to develop a learning-in-simulation frame-

work that integrates RL with musculoskeletal modeling, allowing for a data-driven approach to

developing control policies without relying on human trials. This approach aims to bridge the

sim2real gap by employing dynamics-aware training, incorporating domain randomization,

and leveraging virtual models that accurately simulate human biomechanics and interaction

with robotic assistance. By eliminating the need for laborious human-in-the-loop optimiza-

tion and relying solely on simulation for controller development, the learning-in-simulation

approach offers a scalable and ef�cient solution for versatile activities assistance.

Figure 2.2: Comparison of existing and proposed controller development strategies for ex-
oskeletons. a, Current experiment-based methods, including human-in-the-loop and data-
driven optimization, require extensive human subject testing and post-training tuning, leading
to delays in real-world deployment. b, The proposed experiment-free approach, "learning-in-
simulation," eliminates the need for human subject testing and allows immediate deployment,
facilitating rapid and effective real-world application of the controller. Adapted from Luo et al.
(2024), Figure 1. ©2024 Nature
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CHAPTER

3

BIOMECHANICAL MODELING AND

SIMULATION OF THE HUMAN BODY

3.1 Dynamics-aware Modeling of Human Muscle Mechanics

Human muscle mechanics are replicated to produce realistic and accurate musculoskeletal

responses to understand muscle coordination of locomotions, providing an essential basis for

dynamic simulations of human movement (Afzal et al. (2022); Malcolm et al. (2017)). Human

locomotion and other physical activities are predominantly driven by muscle activations, with

muscles contracting and relaxing in coordinated sequences to create joint movements and

overall body motion. This section details the foundational biomechanical principles behind

these processes, building a framework for modeling and simulating muscle mechanics in

wearable robotics.

The human musculoskeletal system comprises rigid skeletal segments linked by �exible

muscles and tendons, which work in unison to drive joint rotation and body movements. Each

muscle contraction, regulated by the nervous system, causes changes in muscle �ber length,

directly impacting the force exerted on bones connected at joints. Modeling this complex

system requires capturing both the anatomical structure and the dynamic behavior of muscles

and joints. For the simulation framework, the musculoskeletal model (Fig. 3.2a) is parametrized
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to represent a 170 cm, 72 kg human body, incorporating 50 degrees of freedom (DoFs) across 8

revolute (tibia, foot, forearm) and 14 ball-and-socket joints (femur, talus, spine, torso, neck,

head, shoulder, arm, and hand, each with 3 DoFs).

The model includes 208 musculotendon units, each represented as a polyline that spans

from the muscle origin through various anatomical waypoints to its insertion point (Lee et al.

(2019)). This design replicates the actual path of muscles and tendons around bones and joints,

allowing the model to accurately re�ect the muscle routing and leverage effects during motion.

Active muscle force is generated at each musculotendon unit as it contracts, applying force

between its origin and insertion points, which in turn generates motion at the connected joints.

When muscles are inactive (i.e., in a relaxed state), they still produce passive force due to their

intrinsic elasticity, a characteristic that stabilizes joints and maintains posture.

3.1.1 Muscle Force Modeling Using Hill-type Muscle Model

To simulate muscle force accurately, a Hill-type muscle model (Thelen (2003)) is used. The Hill

model is a widely accepted biomechanical framework that characterizes the complex force-

generation capabilities of muscles, incorporating both active and passive force components.

The active force generated by a muscle depends on multiple factors, including muscle length

L, contraction velocity �L , and neural activation a . The Hill-type model can be expressed as

follows:

fM = fM (L , �L ,a ) = a � fL (L) � fv ( �L) + fp (L) (3.1)

where fL (L) is the force-length relationship, fv ( �L) is the force-velocity relationship, and fp (L)

represents the passive force due to the muscle's elastic properties.

• Force-Length Relationship: This relationship, represented by fL (L), describes how muscle

force changes with varying muscle lengths. Muscles have an optimal length where they

can generate maximum force, with the force diminishing when the muscle is either too

stretched or too compressed. This property is critical for designing controllers, as the

muscle's effective force output changes with the exoskeleton-assisted joint angles.

• Force-Velocity Relationship: Represented by fv ( �L), this function models the dependency

of muscle force on contraction speed. Muscles produce more force during slower contrac-

tions (concentric) and experience greater resistance during rapid stretching (eccentric).

This characteristic must be factored into the control algorithms of exoskeletons, espe-

cially for high-speed movements such as running or abrupt changes in direction.

• Passive Force: Passive forcefp (L) is produced by the muscle's inherent elasticity, even in

the absence of active neural activation. This component stabilizes the musculoskeletal
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system and is particularly important in low-activation scenarios such as standing or slow,

controlled movements. The passive force is calculated using an exponential function:

fp =

ek p
(LM � 1)
eM

0
� 1

ek p � 1
(3.2)

where k p is a shape factor determining the steepness of the force curve, LM is the nor-

malized muscle length, and eM
0 is the passive muscle strain at which passive force starts

to increase. This function ensures that passive force ramps up progressively, mimicking

the elastic behavior of muscles in response to stretching.

3.1.2 Maximum Muscle Force and Musculoskeletal Dynamics

The total muscle force FM generated by each muscle is a product of the active force fM and the

maximum isometric force Fm a x , which represents the peak force a muscle can produce under

optimal conditions:

FM = fM � Fma x (3.3)

This maximum force is speci�c to each muscle and is in�uenced by factors such as muscle

size, �ber composition, and physiological properties. Accurate modeling of Fma x for each

musculotendon unit is essential to replicate the force capabilities of the human body accurately

and is fundamental in designing control strategies for exoskeletons that aim to enhance strength

or endurance.

3.2 Dynamics-aware Modeling of Human Dynamics of Motion

Imitation Network

The dynamics-aware modeling of human motion is crucial for evaluating the combined ef-

fects of muscle forces and exoskeleton assistance on human movement patterns. This model

leverages principles from biomechanics and robotics to simulate the human body's dynamic

responses to internal and external forces. By incorporating the muscle activations and the

assistive forces provided by the exoskeleton, the model enables a detailed assessment of how

these forces impact joint motion, energy expenditure, and overall body dynamics.

To model human dynamics, we use the Euler-Lagrangian equations of motion in generalized

coordinates. This formulation describes how joint angles, velocities, and accelerations respond

to applied forces, allowing for a realistic simulation of movement. The equation of motion is
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Figure 3.1: Hill-type muscle model. This muscle model consists of three elements: the con-
tractile element (CE) represents the interactions between myo�laments and generates the
active force, the serial element (SE) represents the elasticity of tendon, aponeuroses, and my-
o�laments, and the parallel element (PE) represents the connective tissues. The force-length
relationship was speci�ed by an exponential function (SE, PE), a Gaussian curve (CE), force-
velocity relationship has a hyperbolic shape. Even though Hill-type models do not rely on
realistic muscle architecture, they enable modeling and simulate the biomechanical behavior
of musculotendon unit with a low computational burden.
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expressed as follows:

M (q )q̈ + c(q , �q ) = JM
T FM + Je x t

T Fe x t (3.4)

where q represents the vector of joint angles, q̈ is the vector of joint angular accelerations, Fe x t

is the vector of external forces acting on the body (such as ground reaction forces or exoskeleton-

assistive forces), and FM is the vector of muscle forces generated by muscle activations a =

(a1,a2, � � �an ) across all muscles. In this equation, M (q ) is the generalized mass matrix that

encapsulates the distribution of mass across different body segments, while c(q , �q ) represents

the Coriolis and gravitational forces acting on the system. The Jacobian matrices JM and Je x t

map the muscle and external forces to the joint space, respectively, translating these forces

into joint torques that drive the human body's movements.

3.3 Dynamics-aware Modeling of Human-robot Interaction of

Exoskeleton Control Network

To accurately assess how exoskeleton assistance impacts human movement, we developed a

model of human-robot interaction that accounts for the variability in actual torque experienced

by the wearer due to the non-rigid connection of soft wearable exoskeletons. This model

re�ects that the assistive torque delivered by the exoskeleton's actuators differs from the torque

ultimately applied to the user, due to slight movements of the exoskeleton relative to the body.

To simulate interaction forces and moments at all strap locations, a 3D CAD model of

the exoskeleton (Fig. 3.2b) was integrated into the simulation environment and linked to the

musculoskeletal model using linear bushing elements (Fig. 3.2c). Each bushing (B) represents

a �exible connection between a cartesian coordinate frame �xed on the exoskeleton and

a cartesian coordinate frame �xed on the user (Zhou and Zheng (2021)). This setup uses

springs and dampers to model both linear and rotational deviations between the human and

exoskeleton. During movement, any shifts in the translational and torsional directions in these

frames generate bushing forces FB = [ F x
B ,F y

B ,F z
B ] and moments � B = [ � x

B , � y
B , � z

B ], calculated

by:

FB = k � d + c � �d , � B = � � � + � � �� (3.5)

where d = [d x ,d y ,d z ] represents the vector of translational displacements along the x , y , and

z axes between the origins of the two frames and � = [ � x , � y , � z ] represents the vector of x-y-z

body-�xed Euler angles between the two frames. k = [ k x ,k y ,k z ] and c = [ c x , c y , c z ] represent

the translational stiffness and translational damping along the x, y, and z directions, respectively.

� = [ � x , � y , � z ] and � = [ � x , � y , � z ] represent the rotational stiffness and rotational damping
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around the x , y , and z axes, respectively. Speci�c values for each of these parameters were

chosen based on empirical testing. This modeling approach captures the varying resistance of

the straps in different directions, allowing for realistic simulation of the forces applied by the

exoskeleton during assisted movement.

Figure 3.2: Learning-in-simulation framework for exoskeleton control. a, The full-body mus-
culoskeletal human model, comprising 208 muscles. b, A physics-based exoskeleton model
that interacts with the human system. c, The data-driven, dynamics-aware reinforcement
learning framework, featuring a motion imitation network for versatile activities, a muscle
coordination network for replicating muscular responses, and an exoskeleton control network
for generating adaptive assistive torque pro�les. d, Deployment of the learned controller in
a physical untethered hip exoskeleton, utilizing kinematic inputs from two IMUs to deliver
real-time assistance. Adapted from Luo et al. (2024), Figure 2. ©2024 Nature
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CHAPTER

4

EXPERIMENT-FREE

LEARNING-IN-SIMULATION FRAMEWORK

4.1 Data-driven Learning of Muscle Coordination

The muscle coordination neural network � � (a ) (Fig. 4.1) was designed to simulate muscle

activations, enabling realistic musculoskeletal movements by modulating muscle forces in

response to desired joint torques. This network, with four layers (size 512� 256� 256� 208),

receives joint torque inputs from the motion imitation network and outputs activation values

for 208 muscles. To focus the model's optimization on the lower body, only the activations

of lower limb muscles (n = 108) are included in the reward function, as the exoskeleton as-

sistance is aimed at the hip and we assume it does not impact upper body muscles. During

optimization, these lower body muscles are treated collectively to minimize overall muscle

activity and improve ef�ciency in producing target movements. The activations generated

by the network are applied to musculotendon units, which then drive the skeletal segments,

producing coordinated human-like movements.

Training this network involves framing it as a supervised regression problem that works in

tandem with the motion imitation network. This approach allows the model to learn a deter-

ministic policy, minimizing discrepancies between actual and desired joint accelerations q̈d as
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indicated by the motion imitation network. The loss function for this network is formulated to

align actuated joint accelerations with target joint accelerations, balancing torque generation

with minimized muscle effort:

l o s s = Ekq̈d � M � 1(JT
M FM + JT

e x t Fe x t � c )k
2
+ wa kak2 (4.1)

where wa are regularization weights applied to muscle activation efforts, ensuring the network

prioritizes ef�cient activations. This structured approach facilitates a balance between accurate

joint actuation and reduced muscle strain, enabling the exoskeleton's assistance to be both

effective and biomechanically compatible with natural muscle coordination.

Figure 4.1: Muscle coordination neural network. A schematic representation of the muscle
coordination neural network, which takes joint torque inputs from 50 degrees of freedom (DoF)
and outputs activation for 208 muscles, enabling the simulation of coordinated human muscle
responses. Adapted from Luo et al. (2024), Extended Data Figure 3. ©2024 Nature

4.2 Data-driven Learning of Motion Imitation Neural Network

The motion imitation neural network � � (am jsm ) (Fig. 4.2), with a three-layer structure ( 256�

256� 50), was developed to teach the musculoskeletal model to replicate motions such as

walking, running, and stair climbing within a simulated environment. This network receives

the kinematic states sm of the human full body (e.g., hip joint angles and angular velocities)

as input and generates target joint angle pro�les am for each activity. The goal of the network

� � is to learn a policy that maximizes the expected cumulative reward, represented by the
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following equation:

� � = a r g ma x � Er � p (� )[
T � 1X

t =0


 t r t ] (4.2)

where 
 is the discount factor ensuring future rewards contribute less than immediate ones,

emphasizing the network's focus on continuous and immediate feedback during motion.

The reward function r t ,human integrates multiple sub-rewards to guide the network in

accurately imitating the target motion (walking, running, and stair climbing) while adhering to

physical constraints necessary for safe, effective movement. The total reward is de�ned as:

r t ,human = w p rp + w r oo t r r oo t + w c op rc op (4.3)

where rp encourages the minimization of joint position errors between the actual and reference

movements, r r oo t minimizes positional deviation of the pelvis (root), helping maintain stability

and balance, rc op encourages balance by maintaining the system's center of pressure (CoP)

within a stable support region. The weight w denotes the importance assigned to each sub-

reward within the total reward function, allowing �ne-tuning of how each factor contributes

to overall performance. Speci�cally, the imitation rewards rp and r r oo t are designed to guide

the human agent in minimizing position discrepancies between the simulated and reference

motion. This involves reducing the differences between actual joint positions phuman and

reference joint positions, as well as between the end-effector's actual position xhuman and its

reference position.

For training, the network relies on a public dataset (CMU Graphics Lab Motion Capture

Database:http://mocap.cs.cmu.edu/ ) containing 10 seconds of motion-capture data from

one subject, sampled at 120 Hz (1200 frames), covering walking, running, and stair climbing.

The imitation reward for joint position rp and root position r r oo t are de�ned as:

rp = e x p(� � p

X

j

kp̂ j
human � p j

human k
2
) (4.4)

r r oo t = e x p(� � r oo t

X

j

kx̂ j
r oo t � x p j

r oo t k
2
) (4.5)

where j indexes each joint, p̂human and x̂r oo t are the reference positions of the joints and root

from the dataset, and phuman , xr oo t are the actual positions achieved during training. These

terms drive the network to closely match the reference motion data, reducing deviations in

joint and root positions.

The CoP reward rc op is speci�cally included to assess and maintain balance. This reward

component evaluates how well the controller maintains stability with exoskeleton assistance
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by comparing the CoP position to a designated stability region S around the foot's support

center:

rc op = e x p(� � c opkD (cc op ,S)k2) i f c c op 2 S; rc op = 0 i f c c op =2 S (4.6)

where � c op = 10 controls the weight of the CoP reward, and kD (cc op ,S)k is the Euclidean

distance between the CoP and the center of the support region S. This term penalizes any

displacement of the CoP beyond the designated stable zone, ensuring the model learns to keep

balance during motion.

The neural network's output qd consists of the target joint angles across the 50 degrees of

freedom in the human musculoskeletal model, generating the necessary joint con�gurations

for achieving the intended locomotion. A proportional-derivative (PD) controller is then used

to translate these joint angles into desired joint torques � human , based on the equation:

� human = M q̈d = M (kp (qd � phuman ) � kv �phuman ) (4.7)

where M represents the mass matrix, kp and kv are proportional and derivative gains, re-

spectively, which help determine the desired joint acceleration q̈d needed for each motion.

This control mechanism allows the exoskeleton's assistance to align with the user's natural

movement dynamics, balancing assistive torque with real-time joint demands.

The network's hyperparameters w p , w r oo t , and w c op are tuned through a grid search over

speci�ed ranges to optimize performance. For instance, w p is chosen from [0.25, 0.5, 0.75,

1], and w r oo t from [0.1, 0.2, 0.3, . . . , 1]. The best-performing weights— w p = 0.75, w r oo t = 0.5,

w c op = 0.2—were selected based on their ability to yield high rewards and stable imitation

during testing, optimizing the model's capacity to replicate human-like motion and maintain

balance.

4.3 Data-driven Learning of Exoskeleton Control

The exoskeleton control neural network � � (ae jse) (Fig. 4.3), constructed with a three-layer

architecture ( 128� 64� 2), was developed to provide real-time assistance torque commands

that adapt to the user's current activity. The network receives proprioceptive inputs se from the

exoskeleton's IMU sensors on each leg, capturing joint angles and angular velocities across three

previous consecutive timesteps in a 16� 1 vector format. By processing this low-dimensional

sensor data, the network generates target joint positions ae for the exoskeleton motors. This

approach leverages low-dimensional input to infer the high-dimensional kinetics of the human

body (spanning 50 joint DoFs) within a latent space, effectively capturing movement patterns

that align with underlying physiological factors, such as metabolic energy demands. The aim
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Figure 4.2: Motion imitation neural network for versatile activities. A schematic representation
of the autonomous learning framework, illustrating the use of reference motions (e.g., walking,
running, stair climbing) to train the actor-critic network. The framework uses human kine-
matic inputs (joint angles and angular speeds) to generate joint torque commands, facilitating
versatile activity adaptation. Adapted from Luo et al. (2024), Extended Data Figure 2. ©2024
Nature
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is to develop a continuous control policy that maximizes the cumulative reward and optimizes

human movement assistance over time, represented by:

� � = a r g ma x � Er � p (� )[
T � 1X

t =0


 t r t ] (4.8)

where 
 serves as a discount factor that places emphasis on immediate rewards, promoting

responsive, adaptive control in real time.

The reward function r t is a weighted sum of several sub-rewards designed to optimize

both the user's comfort and the exoskeleton's performance. The composite reward function is

expressed as:

r t = w m rm + w � r � + w p rp + w r oo t r r oo t + w c op rc op + w a sra s (4.9)

where each sub-reward contributes to a speci�c aspect of performance: rm encourages minimiz-

ing muscle work to reduce physical exertion for the user, r � monitors and penalizes exoskeleton

energy consumption to improve energy ef�ciency, ra s enhances user comfort by ensuring

smooth transitions in assistive force, making the assistance pro�le easier to tolerate, w is the

corresponding weight for each sub-reward. The sub-reward rc op Supports balance by ensur-

ing the human model's center of pressure (CoP) remains stable, preventing falls. rp and r r oo t

correspond to the same sub-rewards from the motion imitation network, promoting accurate

tracking of joint and root positions. This ensures that the exoskeleton control neural network

achieves maximum reward only if the human model follows the desired trajectory, facilitating

sim-to-real transfer by incorporating real human response.

The reward ra s promotes smoothness in control actions, an essential factor in ensuring

user comfort. This is achieved by penalizing the second-order �nite difference of the target

joint angle ae :

ra s = e x p(� � a sk(ae)t � 2(ae)t � 1 + (ae)t � 2k2) (4.10)

This term minimizes abrupt changes in assistance, allowing the exoskeleton to provide a stable

and smooth output that does not disrupt the user's natural movement.

For effective control, the experiment utilized weights w m = 0.5, w a s = 0.2, w � = 0.1, balanc-

ing muscle effort, smoothness, and energy ef�ciency. To further re�ne the control output, the

network's predictions are passed through a second-order low-pass �lter, which mitigates high-

frequency variations, ensuring that the assistance delivered is both responsive and smooth.

The preprocessed actions ae are then fed into a proportional-derivative (PD) control loop and

speci�ed as PD setpoints to re�ne the �nal torque applied to the exoskeleton joints. The PD

controller computes the �nal torque � e xo applied to the hip joint based on the preprocessed
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joint angle as follows:

� e xo = kp (ae � pe xo) � kv �pe xo (4.11)

where kp and kv represent the proportional and derivative gains, respectively. These gains

adjust the torque to align closely with the user's movements, ensuring that the exoskeleton's

assistance remains responsive, stable, and user-friendly during diverse activities.

Figure 4.3: Exoskeleton control neural network. Schematic representation of the exoskeleton
control neural network framework. The network takes the exoskeleton state history, including
joint angles, angular speeds, and previous actions, as input to generate joint torque commands.
Adapted from Luo et al. (2024), Extended Data Figure 4. ©2024 Nature

4.4 Closed-loop Simultaneous Training of Three Neural Net-

works

To create a robust exoskeleton control framework, we developed a closed-loop simultaneous

training scheme involving three neural networks, designed and implemented using PyTorch.

This setup ensures that the human musculoskeletal model, the motion imitation neural net-

work, and the exoskeleton control neural network work collaboratively, while capturing the
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complex dynamics of human-exoskeleton interaction. Speci�cally, our training framework

decouples the musculoskeletal model and the exoskeleton control neural network, ensuring

that each component leverages its available information effectively.

The exoskeleton neural network controller only utilizes measurable inputs available in

the physical world, such as joint angles and angular velocities from wearable sensors. Mean-

while, the musculoskeletal model has access to more detailed information that is typically not

available during real-world deployment, such as the activation levels of individual muscles

and real-time center of pressure (CoP). To establish a causal link between the musculoskeletal

model and the exoskeleton controller, sub-rewards related to muscle work and joint / pelvis

position tracking errors are integrated into the reward functions of the exoskeleton controller.

This ensures that the exoskeleton control policy only achieves a high reward when both the

musculoskeletal model and the exoskeleton controller are functioning harmoniously, promot-

ing a training process that accounts for human response. This setup facilitates a more reliable

sim-to-real transfer, allowing the exoskeleton control network to adapt to real-world human

responses.

One of the key challenges in exoskeleton control is the transfer of a trained controller

from a simulated environment to real-world deployment while maintaining accuracy and safe

behavior (Hwangbo et al. (2019); Lee et al. (2020b); Tan et al. (2018)). Such sim-to-real transfer

often encounters issues such as poorly timed assistance or unsafe actions (Koos et al. (2012);

Salvato et al. (2021)), which can be attributed to the mismatch between simulated dynamics

and real-world conditions. Factors like differences in individual human properties, friction

coef�cients, and actuator dynamics often lead to performance degradation. To address this,

domain randomization, a machine learning technique initially proposed by Tobin et al. (2017)

for bridging the sim2real gap in object localization tasks was employed.

Domain randomization involves intentionally varying certain simulation parameters to

improve the robustness of the trained control policy. In our framework, we applied two main

approaches for domain randomization:

• Perturbation of Exoskeleton Dynamics Parameters: To address discrepancies in exoskele-

ton dynamics between simulation and the real world, we introduced random variations

in the exoskeleton's physical parameters, such as mass, inertia, center of mass, friction

coef�cients, and observation latency. These parameters were randomly sampled from a

uniform distribution at the start of each simulation episode, ensuring that the controller

learns to adapt to different potential con�gurations and conditions that may arise during

real-world use.

• Randomization of Musculoskeletal Dynamics Parameters: Human physiological vari-
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ability, such as differences in muscle strength, can greatly affect the effectiveness of the

exoskeleton's assistance. To model this, we randomized the maximum isometric force

values of the lower limb muscles in the Hill-type model equations. By introducing vari-

ability in these musculoskeletal properties, the trained controller is equipped to handle

individual differences in user physiology, making the solution more robust and widely

applicable.

By combining these two forms of randomization, we modi�ed the optimization objective

to maximize the expected reward across a distribution of dynamic characteristics � (� ):

� � = a r g ma x � E� � � (� )Er � p (� )[
T � 1X

t =0


 t r t ] (4.12)

where � represents the perturbed dynamics parameters in the simulation, introducing vari-

ability that allows the trained controller to be more adaptable and robust when faced with

heterogeneous real-world conditions. This variability in training ensures that the exoskeleton

control network can generalize well to unseen environments and adapt to different users.

The training simulation was executed on a computer equipped with an NVIDIA RTX3090

GPU, providing the computational power necessary for running complex simulations with

multiple networks. The simulation was set to terminate once the reward value of the exoskeleton

control network converged, indicating that further iterations would not yield performance

improvements. This convergence was reached around iteration #3500, with each iteration

taking approximately 8 seconds, resulting in a total training time of slightly less than 8 hours.

Reinforcement Learning (RL) is a machine learning paradigm where an agent interacts

with an environment, learning to transition from one state to another by selecting actions that

maximize rewards. Through trial and error, the agent discovers which actions yield the best

outcomes for achieving the assigned goals. RL methods can be categorized into value-based

and policy-based approaches, each with its own strengths.

Value-based methods revolve around estimating the value of being in a particular state, of-

ten using a value function that predicts the expected reward from that state. In some variations,

value functions also consider the action taken from a given state, returning the expected reward

for choosing a speci�c action. This enables the agent to assess the quality of its state without

waiting for the �nal reward at the end of an episode. The policy in value-based methods is

derived indirectly by selecting actions that maximize the return, based on the value function.

Policy-based methods, on the other hand, focus directly on learning the optimal policy that

guides the agent in selecting actions at each state. In this approach, the agent learns a policy

that estimates the probability of choosing each possible action from each state, without using
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Figure 4.4: Overview of the learning-in-simulation control framework. a, Schematic represen-
tation of the learning-in-simulation architecture. b, Control structure for online deployment.
Adapted from Luo et al. (2024), Extended Data Figure 1. ©2024 Nature
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an intermediate step to calculate the expected reward for each state-action pair. Policy-based

methods are bene�cial when dealing with high-dimensional action spaces or continuous action

domains, where directly estimating value functions becomes computationally challenging.

To harness the advantages of both approaches, actor-critic methods have been developed,

which combine value and policy-based techniques. In actor-critic methods, the actor uses

a policy-based approach to select actions, while the critic uses a value-based approach to

evaluate those actions by estimating the value function. The critic provides feedback that guides

the actor's policy, optimizing it to select actions that maximize the reward. In our proposed

framework, this actor-critic approach was used, and both the policy and value functions were

approximated using neural networks, offering convergence guarantees and faster training

compared to using policy or value-based methods independently.

To achieve ef�cient and stable training of the exoskeleton control neural network, we

employed Proximal Policy Optimization (PPO), a state-of-the-art policy gradient algorithm.

PPO is widely used for training RL agents due to its stability and effectiveness. As a type of policy

gradient method, PPO optimizes the parameters of the policy—the agent's decision-making

strategy—to maximize the expected cumulative reward. It employs a "clip" function to prevent

drastic changes to the policy from one iteration to the next, which helps in stabilizing the

learning process and prevents convergence to poor local optima. PPO is characterized by its

use of a trust region constraint that ensures the new policy does not deviate too far from the

previous one. This constraint is de�ned by the ratio:

r t (� ) =
� � (a t jst )

� � o l d
(a t jst )

(4.13)

This likelihood ratio compares the probability of an action under the current policy ( � � ) to

that under the previous policy ( � � o l d
). If this ratio becomes too large, it indicates a signi�cant

change in the policy, which could lead to instability. PPO mitigates this by using a clip func-

tion to constrain the ratio within a prescribed range [1 � � ,1+ � ], where � is set to 0.2 in our

implementation. This clipping mechanism ensures that the policy updates are conservative,

thereby providing smoother and more reliable learning. The surrogate objective function in

PPO is formulated by incorporating the clipping mechanism c l i p (r t (� ),1 � � ,1+ � )Ât , where

Ât represents the advantage estimate, which indicates the "goodness" of taking a certain action

compared to the average. The �nal objective function, which PPO aims to maximize, is the

expected value of the lower bound between the unclipped and clipped versions of the surrogate

objective:

JC LI P (� ) = Êt [min (r t (� )Ât , c l i p (r t (� ),1 � � ,1+ � )Ât )] (4.14)

This clipped objective ensures that updates do not push the policy too far in one direction,
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thereby improving stability and preventing over�tting during training. The gradient ascent

method is used to maximize this objective, updating the exoskeleton control policy iteratively

based on the expected discounted total reward.

4.5 Controller Training Environment Setup and Computer Hard-

ware Speci�cations

For the simulation of the human musculoskeletal model, physical hip exoskeleton, and human-

robot interaction, we employed DART (Dynamic Animation and Robotics Toolkit) (Lee et al.

(2018)). DART is an open-source library speci�cally designed for rigid-body and contact dy-

namics simulations, originally developed by the Graphics Lab and Humanoid Robotics Lab at

Georgia Institute of Technology. DART is extensively used in the robotics and machine learning

research community because of its advanced algorithms and reliability in dynamic modeling.

DART provides a comprehensive set of algorithms and data structures for kinematic and dy-

namic calculations of rigid bodies, facilitating simulations of robotic systems, musculoskeletal

models, and interactions between them. One of DART's strengths lies in its high accuracy

and stability in simulating dynamics, which is achieved through Featherstone's Articulated

Body Algorithm. This algorithm is implemented using Lie groups and generalized coordinates,

providing an ef�cient representation of rigid bodies. The result is accurate modeling of both

forward and hybrid dynamics, which is crucial for simulating the interactions between the hu-

man musculoskeletal model and the exoskeleton during training. Additionally, DART supports

multibody dynamic simulations and includes a wide array of kinematic tools, simplifying the

rapid development of robot control strategies in a simulated environment.

In training setup, we con�gured the time integration frequency for the simulation environ-

ment to 600 Hz. This high frequency ensures that the system's dynamics are captured accurately,

minimizing numerical instability during the simulation of human and exoskeleton interac-

tions. The control frequency for both the exoskeleton and the human musculoskeletal model

was set to 100 Hz, which is a typical rate that strikes a balance between responsiveness and

computational ef�ciency. Training and testing were performed on a high-performance desktop

computer equipped with an Intel ® Xeon® CPU E5-1660 v3 @ 3.00GHz× 16, and a NVIDIA RTX

3090 GPU with CUDA cores for parallel processing. The GPU played a critical role in expedit-

ing the training of the reinforcement learning models, allowing for ef�cient computation of

forward and backward passes during neural network optimization. The total training time was

approximately 8 hours, during which the neural network parameters were optimized iteratively.

We implemented the neural networks and the Proximal Policy Optimization (PPO) algorithm
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using PyTorch, a widely used deep learning framework that provides �exibility for de�ning

custom architectures and ease of integration with reinforcement learning libraries. The weights

of the neural networks were initialized using the Xavier uniform initialization method, which

helps maintain a stable variance of activations throughout the layers, thus accelerating conver-

gence during training. During the training process, approximately 20 million samples were

generated on-the-�y, allowing the networks to learn directly from simulated experience. The

policy and value networks of the motion imitation and interaction networks were updated with

a learning rate of 10� 4. This relatively low learning rate was chosen to ensure gradual and stable

improvements in the policy during training, avoiding signi�cant �uctuations that could lead to

convergence to suboptimal solutions. The maximum number of iterations for training was set

to 120,000, which was suf�cient for convergence in our experiments. The muscle coordination

network also used a learning rate of 10 � 4, consistent with the other networks to ensure stable

training. The neural network architectures and their parameters are described in Table 4.1,

while the hyperparameters used for training with PPO, including the discount factor, clipping

parameter, and number of epochs per update, are detailed in Table 4.2. This careful selection of

hyperparameters, coupled with the ef�cient simulation and powerful hardware setup, allowed

for effective training of the exoskeleton controller to achieve human-like motion and optimal

assistance with high robustness.

Table 4.1: Neural network parameters (Luo et al. (2024)).

Neural Network Input Dimension Number of Hidden Layers Number of Neurons Output Dimension
Motion Imitation Network (Actor) (50,2) 2 [256, 256] (50,1)
Motion Imitation Network (Critic) (50,2) 2 [256, 256] (1,1)

Muscle Coordination Network (50,1) 3 [512, 256, 256] (208,1)
Exoskeleton Control Network (Actor) (18,1) 2 [128, 64] (2,1)
Exoskeleton Control Network (Critic) (18,1) 2 [128, 64] (1,1)

Interaction Translation Stiffness Translation Damping Rotation Stiffness Rotation Damping
Human pelvis and exoskeleton waist belt k y = 8000 cy = 10 N/ A N/ A
Human legs and exoskeleton leg straps k x = 1500,k y = 500,kz = 1500 cx = 10,cy = 1,cz = 10 � x = 10,� y = 3,� z = 10 � x = 1,� y = 0.1,� z = 1

In the domain randomization process, error ranges were carefully selected based on com-

mon practices in the machine learning �eld to ensure the robustness and adaptability of the

trained controller (Lee et al. (2020b); Tan et al. (2018); Thelen (2003); Tobin et al. (2017)). For

the physical parameters such as robot mass, robot inertia, and actuator peak torque, we ap-

plied random sampling within an error range of [80%, 120%] of the actual values. These actual

values were either measured or computed with high con�dence to represent the real system
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Figure 4.5: Exoskeleton control diagram. a, High-level deep neural network control for gener-
ating assistive torque references. b, Low-level motor current control module. The exoskeleton
is electrically connected to a target PC running the Simulink Real-Time system (MathWorks,
Natick, USA), which integrates both high-level and low-level control functionalities. Adapted
from Luo et al. (2024), Supplementary Figure 2. ©2024 Nature
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Table 4.2: Hyperparameters for control policy training (Luo et al. (2024)).

Hyper-parameter Value Hyper-parameter Value
Discount Factor 0.99 Epochs 10
Learning Rate 10� 4 Clip Threshold 0.2

Batch Size 128 Memory Buffer 2048
Epochs (Muscle coordination network) 3 Max Iterations 120,000

accurately. This range allows for realistic deviations that might occur due to manufacturing

tolerances or operational uncertainties, enhancing the robustness of the trained policy in the

presence of model discrepancies. In addition, we introduced a larger error range for control

delay, which was set to [50%, 150%] of the nominal value. This choice re�ects the increased

uncertainties present in real-world hardware control systems, such as communication delays,

sensor inaccuracies, or latency in actuator response. Control delays can signi�cantly affect

the timing and ef�ciency of exoskeleton assistance, and accounting for a wide variability in

this parameter helps prepare the controller for a broad spectrum of real-world conditions. It is

common in domain randomization to use larger error ranges, such as 20%, 30%, or even 50%,

to simulate realistic variability and enhance the trained controller's generalization to unpre-

dictable conditions. For modeling human variability, we randomized the maximum isometric

force of all lower limb muscles within [50%, 100%] of their nominal values. This adjustment

was intended to account for differences in muscle strength among individuals, which can vary

signi�cantly based on factors like age, �tness level, and health. In a study by Thelen (2003),

it was reported that a 30% loss in muscle strength led to more than 40% reduction in ankle

plantar�exion power output, a value comparable to the 39-44% reduction observed in healthy

elderly adults around the age of 70. Given the substantial impact of reduced muscle strength

on movement capabilities, we opted to use a larger reduction of up to 50% during training to

encompass a wider range of variability and to enhance the adaptability of the controller. This

broader reduction allows the exoskeleton control policy to be trained in a more diverse set of

conditions, equipping it to effectively assist individuals with varying levels of muscle strength.
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Table 4.3: Parameters spaces for the domain randomization (Luo et al. (2024)).

Dynamic Parameters Training Range
Mass of exoskeleton [0.8,1.2]� default value

Inertia of exoskeleton [0.8,1.2]� default value
Motor strength of exoskeleton [0.8,1.2]� default value

Control latency of the exoskeleton [0.5,1.5]� default value
Friction coef�cient of the environment [0.9,1.6]� default value

Muscle isometric forces [0.5,1.5]� default value

4.6 Experiments

4.6.1 Automatic Recognition of Gait Phase Shown by Internal Representa-

tion of the Controller

In order to evaluate the capability of the neural network controller to generate continuous

torque assistance during walking and running, without the use of explicit gait phase detection

or activity classi�cation, we analyzed its internal state representations. This analysis was

done using t-distributed Stochastic Neighbor Embedding (T-SNE) (Hinton and Roweis (2002)),

a powerful machine learning technique for dimensionality reduction and visualization. By

employing T-SNE, we could examine how the learned controller internally represents different

gait phases, providing insight into its adaptability and effectiveness in versatile conditions.

The controller's internal state includes inputs such as joint angles and angular velocities,

as well as output joint angles generated during locomotion. To visualize how these internal

representations map to speci�c movement patterns, we applied T-SNE to the activation values

of each layer of the neural network, transforming them into lower-dimensional embeddings.

This dimensionality reduction was conducted on data obtained from three subjects and was

used to generate T-SNE visualizations. The reduced-dimensionality embeddings were then

labeled according to commonly recognized gait phases, providing a visual insight into how the

controller's activations correspond to speci�c phases of walking and running. This analysis

was performed under different conditions, including both walking and running at varying

speeds, using the same trained controller across all activities. Fig. 4.6 illustrates these results,

where each point represents the internal state of the controller at a speci�c time step. Data for

walking was collected from approximately 30 seconds of treadmill walking at three different

speeds, providing a representative sample of locomotor activity across various conditions.
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The key phases of the gait cycle, including heel strike, mid-stance, late stance, swing phase,

and other phases, were identi�ed and used to label the embeddings. The heel strike phase

accounted for roughly 10% of the gait cycle. The mid stance phase constituted 24%. The late

stance phase made up 18%. The swing phase represented 35%. The other phases, comprising

the foot �at phase (between heel strike and mid-stance) and the push-off phase (between mid-

stance and late stance), accounted for 13% of the cycle. These "other phases" were grouped

together for simplicity due to their relatively short duration compared to other phases of the gait

cycle. The T-SNE visualizations revealed clear clustering of the internal state representations

corresponding to similar gait phases, demonstrating that the output joint angles during similar

phases were consistently grouped together. Speci�cally, the embeddings for distinct gait phases

such as heel strike, stance, and swing phase formed separate clusters, which indicates that the

internal representation learned by the controller effectively captures key features associated

with different gait phases. This clustering suggests that the neural network has successfully

learned meaningful, high-level features from the data that allow it to adapt torque assistance

according to the user's current gait phase. This ability of the trained controller to generate

consistent assistive torques without relying on explicit gait phase or activity classi�cation, even

when presented with varying speeds of walking and running, highlights the generalization

capability of the controller. Instead of depending on pre-de�ned rules for recognizing gait

phases or activity types, the controller autonomously learns to adapt its torque outputs to the

user's movements in real-time. Such generalization is highly desirable for practical deployment,

as it reduces the need for complex activity-speci�c sensors or manual adjustments, leading to

a more intuitive and adaptive exoskeleton control.

4.6.2 Robustness of Controller Shown by Success Rates Under Parameter

Perturbations

A signi�cant challenge in deploying a learned controller in real-world settings is ensuring that it

maintains performance accuracy when transferred from a simulation environment to physical

hardware. This sim-to-real transfer is especially challenging for human-machine systems like

exoskeletons, where discrepancies between the simulated and real environments can lead to

failures in the controller's performance. To address these challenges, our framework incorpo-

rates domain randomization during training (Schulman et al. (2017)), enabling the controller to

adapt effectively to uncertainties in the physical world. In our training process, we randomized

several key parameters of the hip exoskeleton, including mass, inertia, motor strength, and

control latency, to account for potential discrepancies between the simulation and real-world

conditions. This technique allows the controller to learn how to adapt to changes that it might
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Figure 4.6: Internal knowledge representation of neural network-based exoskeleton controller.
T-SNE visualization of the internal state of the neural network-based exoskeleton controller
during real-time walking experiments at three speeds (0.75, 1.25, and 1.75 m / s). Each dot rep-
resents an internal state (exoskeleton joint angle, angular velocity, and neural network output),
colored by the corresponding gait phase: Heel Strike, Mid Stance, Late Stance, Swing Phase,
and Other Phases. The clusters of colors indicate that the controller's internal representation
implicitly groups similar gait phases, re�ecting its ability to recognize and adapt to distinct
events in the gait cycle during walking. Adapted from Luo et al. (2024), Supplementary Figure
4. ©2024 Nature

encounter when deployed in a real environment. Additionally, to handle individual variations

in human physiology, we randomized the maximum isometric forces of muscles, re�ecting dif-

ferences in muscle strength among users. The speci�c ranges for these perturbations are listed

in Table 4.3, which includes detailed information about the parameter variability introduced

during training. To evaluate the robustness of our controller, we tested its performance under

different levels of perturbations to the input states and the trained network parameters. The

objective was to assess how well the controller could maintain stability and provide effective

assistance when confronted with uncertainties or changes in system parameters. In this pa-

rameter perturbation experiment, we introduced controlled deviations in the input signals

provided to the exoskeleton control network, which included the joint angles and angular

velocities of the virtual human model.

For the experiment, we applied a 20% perturbation to all input signals, meaning that the

joint angles and angular velocities were randomly varied within [80%, 120%] of their nominal

values. These nominal values were derived from a public motion capture dataset, representing

typical human gait. This approach simulated realistic levels of variability that the exoskeleton

might encounter in practical scenarios. We conducted 200 simulation tests in which these

perturbed values were fed into the trained controller to examine its performance under diverse
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conditions (Fig. 4.7). In each simulation test, success was de�ned by the ability of the human-

exoskeleton system to maintain a center of mass (CoM) height above 80% of its initial value for

10 seconds. If the CoM fell below this threshold, it indicated a loss of stability, such as a fall or trip

by the virtual human, and the test was deemed a failure. By counting the number of successful

and failed tests, we determined the success rate of the controller for each perturbation level.

The results demonstrated that the controller maintained a high success rate for moderate

perturbations, indicating its robustness to small variations in input kinematics. Speci�cally, the

success rate remained high for perturbations up to around 20%, suggesting that the controller

was effective in adapting to typical variations in joint angles and velocities. However, at higher

levels of perturbation—such as 80%—the controller's success rate decreased signi�cantly,

falling to just above 40%. Such a high level of deviation from nominal joint kinematics is

unlikely to occur in real-world scenarios, as sensor measurements (e.g., from IMUs) typically

have much lower error margins.

These results highlight that the controller is well-equipped to manage small to moder-

ate variations in input parameters, demonstrating robustness to realistic uncertainties. By

incorporating domain randomization during training, the controller learned to operate effec-

tively despite the presence of such perturbations, which is crucial for ensuring safe and stable

operation in practical deployments. Although large perturbations led to lower success rates,

these extreme deviations are not representative of real-world conditions, which reinforces the

appropriateness of our training approach for enhancing controller robustness.

4.6.3 The Body Center of Pressure Positions

The center of pressure (CoP) represents the point of application of the resultant ground reaction

force, which plays a key role in maintaining balance during locomotion. In our study, the CoP of

each foot was tracked to assess the stability of the human-exoskeleton system during walking

and running. Although the CoP always remains within the foot contact area, it can occasionally

move outside a speci�cally de�ned region S, especially during certain phases of the gait cycle.

We did not enforce any restriction to keep the CoP strictly within the region S. Instead, the CoP

reward was set to zero whenever the CoP fell outside of this de�ned area. By de�nition, the

CoP will always stay within the boundaries of the foot's contact area with the ground, but it

is not constrained to remain within region S during all movement phases. For instance, the

CoP may brie�y fall outside this region during the toe-off phase, which is a transitional period

when weight shifts from one foot to the other.

To analyze the CoP dynamics, we plotted CoP positions over 10 seconds of walking in the

simulation (Fig. 4.8). The results illustrate that, while the CoP can occasionally move outside
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Figure 4.7: Robustness of the controller to perturbations in state space. The success rate of
the neural network-based controller is evaluated under different levels of perturbation in the
input state space, ranging from 0% to 80%. The success rate, de�ned by the ability of the virtual
human model to maintain balance in the simulation, decreases from 100% to 50% as the per-
turbation level increases. This result demonstrates the controller's robustness to uncertainties
and disturbances in the network input. Adapted from Luo et al. (2024), Supplementary Figure
5. ©2024 Nature
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region S, it is generally densely located near the foot's geometrical center. This concentration

of CoP positions in the central area re�ects an overall stable gait pattern, which is crucial

for maintaining balance during locomotion. The CoP-based balance reward was included

in the controller training to encourage the CoP to remain near the geometrical center of the

foot, which is bene�cial for enhancing balance stability. Maintaining the CoP near the center

minimizes the risk of excessive weight shifts that could lead to instability or falls. The dense

clustering of CoP points near the foot center indicates that the controller effectively promotes

balance while allowing the natural variability of CoP movement that occurs during walking

and running. Furthermore, during our simulations, we did not observe any undesired stiff or

static motions in the virtual human model, which could have been a potential consequence

of an overly restrictive balance mechanism. This result can be attributed to the higher weight

placed on the motion imitation reward during training, which prioritized accurate replication

of human movement over strict balance constraints. By maintaining an appropriate balance

between tracking the reference motion and promoting stability through CoP positioning, the

controller ensures naturalistic movement while also supporting safe and stable gait patterns.
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Figure 4.8: Center of pressure positions during 10 seconds of walking. Each blue point rep-
resents the CoP location at different time steps when the foot is in contact with the ground,
constrained within the foot boundary. The red rectangles, measuring 9 cm in width and 16 cm
in length, denote Region S, which is used in the calculation of the balance reward to enhance
balance stability. In the reward function (Eq.4.2) for the motion imitation network, a higher
weight ( w p = 0.75) was assigned to the motion imitation reward compared to the CoP-based
balance reward ( w c op = 0.2). Consequently, the virtual human prioritizes following the refer-
ence motion, while the CoP is encouraged—but not strictly constrained—to stay within Region
S. As shown, the CoP may temporarily leave Region S during the gait cycle, which helps avoid a
stiff or overly static gait pattern. Adapted from Luo et al. (2024), Supplementary Figure 7. ©2024
Nature
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CHAPTER

5

HIP EXOSKELETON HARDWARE AND

EXPERIMENTS

5.1 Portable Quasi-Direct Drive Hip Exoskeleton

5.1.1 Design Requirements

The design of hip exoskeletons must address several critical requirements to ensure effective-

ness, user comfort, and practicality (Rodríguez-Jorge et al. (2024)). Primarily, the exoskeleton

should provide suf�cient assistive torque to support hip �exion and extension during locomo-

tion, without disrupting the natural gait cycle. Optimal torque level (small to medium level

assistance torque, about 20-30% biological torque) is essential as insuf�cient assistance may

not reduce the metabolic cost of walking, while excessive torque may add unnecessary weight

and increase metabolic cost due to added inertia. For instance, Seo et al. (2016) applied about

20% biological torque with a portable hip exoskeleton. Kim et al. (2019) applied about 30%

biological torque with a portable hip exosuit. A study (Jackson and Collins (2015)) using a

tethered exoskeleton suggested that the assistance level does not exceed 50% biological torque.

Since a heavy and bulky robot ( > 10 Kg) with large energy penalties was used in Jackson and

Collins (2015), the maximum assistance level of a lightweight exoskeleton (about 3 Kg) that
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can still yield energetic bene�ts relative to the No Exoskeleton condition was likely to be a bit

lower thanks to the lightweight nature of the robot (smaller weight penalty with a lightweight

robot than a heavy robot).

In addition to torque, the mechanical design must offer a wide range of motion (ROM) to

accommodate various activities beyond walking, such as running or stair climbing. The ex-

oskeleton should allow for both sagittal plane movements (hip �exion and extension) and some

degree of frontal plane movements (abduction and adduction) to maintain natural mobility.

Human hip joints typically exhibit a range of motion of approximately 32.2� of �exion, 22.5� of

extension, 7.9� of abduction, and 6.4� of adduction during level-ground walking, indicating the

necessity for an exoskeleton to support such dynamics.

The weight of the exoskeleton is another crucial factor, as it must be lightweight enough to be

worn comfortably over extended periods yet robust enough to deliver the necessary assistance

(Wang et al. (2018)). A study by Honda (Ikeuchi (2007)) highlighted the importance of system

weight compensation, showing that reducing the burden on the user by compensating for the

exoskeleton's weight signi�cantly enhances user comfort and compliance. Achieving a balance

where the total weight is kept under 6 kg is ideal, with studies showing successful designs

around 3.71 kg that include actuators, wearable interfaces, and electronics.

Comfort at the human-exoskeleton interface is paramount to ensure user compliance and

the effectiveness of the device. The exoskeleton should minimize undesired contact forces and

distribute loads evenly to prevent discomfort and potential skin damage. This involves using

materials and design con�gurations that enhance comfort and reduce peak strap forces. The

study by Seo et al. (2017) indicated that proper load distribution and minimizing high-pressure

points are vital for long-term use.

Lastly, the exoskeleton must incorporate adjustable features to accommodate users of

different sizes and shapes. This includes mechanisms for lateral adjustability to �t various

waist sizes and leg circumferences. Such adjustability ensures a secure and comfortable �t for

a wide range of users, thereby enhancing the overall usability and effectiveness of the device.

Adjustable designs that �t waist sizes ranging from 44 cm to 59 cm have been shown to improve

the versatility and comfort of hip exoskeletons. By addressing these design requirements,

the development of hip exoskeletons can achieve a balance between functionality and user-

friendliness, ultimately improving mobility and quality of life for users.

Mechanical Design

The mechanical design of hip exoskeletons involves creating a structure that can provide the

necessary support and assistive torque while maintaining a lightweight and unobtrusive pro�le.

Key considerations include the materials used for the frame and joints, the con�guration of
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Table 5.1: Design requirements of hip exoskeleton.

Parameters Walking Desired Actual
Hip �exion / extension [� ] 32.2/ 22.5 32.2/ 22.5 135/ 60

Hip abduction / adduction [� ] 7.9/ 6.4 7.9/ 6.4 90/ 60
Flexion hip joint torque [Nm ] 45 13.5 18
Max hip joint speed [rad/ s] 2.3 3 40

Overall weight [kg] - 6 3.2

the wearable interface, and the integration of actuators and sensors. Lightweight materials

such as carbon �ber reinforced plastics are commonly used for the frame to reduce overall

weight while ensuring durability and strength. The wearable interface must be designed to

distribute loads evenly across the user's body to prevent discomfort and skin irritation. This

often involves the use of multiple straps and padding at contact points. To ensure user comfort

and promote long-term use, the exoskeleton must be as lightweight and compact as possible.

The total weight of the system, including the actuators, power supply, and control electronics,

should ideally be kept under 6 kg (Normand et al. (2023)). This constraint necessitates the

use of lightweight materials for the exoskeleton frame, such as carbon �ber composites or

lightweight metals like aluminum or titanium. The design must also minimize the bulkiness of

the actuators and other components to avoid obstructing the user's natural range of motion.

The exoskeleton must be ergonomically designed to ensure that it can be worn comfortably

for extended periods. This involves careful consideration of the human-exoskeleton interface,

particularly at contact points such as the waist and legs. Padding and adjustable straps should

be used to distribute pressure evenly and reduce the risk of discomfort or skin irritation.

Additionally, the exoskeleton should be adjustable to �t users of various body sizes and shapes,

ensuring a secure and comfortable �t for a wide range of individuals.

Furthermore, the design must account for the natural movements of the hip joint, allowing

for suf�cient range of motion in both the sagittal and frontal planes. This is achieved through

the use of �exible joints and adjustable components that can accommodate different body

sizes and shapes. The integration of actuators and sensors within the mechanical design is

also crucial. Actuators must be positioned to effectively deliver assistive torque, while sensors

must accurately capture the user's movements and intentions to ensure responsive control.

The exoskeleton must be designed to have low mechanical impedance, which ensures that

the device does not resist the user's voluntary movements. This is particularly important
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during transitions between different activities, such as shifting from walking to running. To

achieve this, the actuators should be highly compliant, allowing for a natural interaction

between the exoskeleton and the user. The design should incorporate features like low-ratio

gearboxes in the actuators to maintain low output inertia, enabling the exoskeleton to adapt

quickly and smoothly to the user's movements. The exoskeleton must be robust enough to

withstand the physical demands of daily use, including exposure to varying environmental

conditions. The materials and components should be selected for their durability, ensuring that

the exoskeleton can endure repetitive stress and occasional impacts without signi�cant wear

or failure. The design should also consider ease of maintenance, allowing for the replacement

of worn components without requiring extensive downtime or specialized tools.

Actuator Design

Actuators are the core components responsible for generating assistive torque in hip exoskele-

tons, and their design signi�cantly in�uences the exoskeleton's overall performance. The

primary objective of actuator design is to achieve a balance between torque output, weight,

compliance, and control bandwidth. Different types of actuators have been explored for use in

exoskeletons, including electric motors, pneumatic actuators, and hydraulic actuators (Di Lallo

et al. (2024)). Among these, electric motors, particularly brushless DC (BLDC) motors, are

commonly preferred due to their high ef�ciency, precise control, and compact size (Lee et al.

(2023b)). The primary function of the hip exoskeleton is to provide assistive torque to the hip

joints during various activities such as walking, running, and stair climbing. Therefore, the

exoskeleton must be capable of generating suf�cient torque to support these activities. The

torque output should be adjustable, allowing the exoskeleton to accommodate different users

and activities. For instance, the exoskeleton should be able to provide a peak torque of around

10-15 Nm during walking and higher torques during activities that require more power, such

as stair ascent or running. The torque must also be delivered smoothly and in synchronization

with the user's natural gait cycle to avoid disrupting movement.

One promising approach in actuator design is the use of quasi-direct drive (QDD) actuators.

QDD actuators combine high-torque motors with low gear ratio transmissions, resulting in

high torque density, high bandwidth, and high compliance. This design paradigm addresses the

limitations of conventional geared actuators and series elastic actuators (SEAs). Conventional

geared actuators, while capable of providing high assistive torque, suffer from high mechanical

impedance, which makes them resistant to free movement and can cause discomfort to the

user. SEAs, on the other hand, improve compliance by using elastic elements but often at the

expense of control bandwidth and increased system complexity.

The QDD actuators leverage high-torque density motors to achieve the desired performance.
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For instance, a custom BLDC motor designed with an outer rotor and �at concentrated winding

structure has shown superior torque density compared to traditional designs. This motor

employs fractional-slot type winding to reduce cogging torque and minimize copper loss. With

a continuous torque density of 7.81 Nm / kg, it outperforms commercially available motors like

the Maxon EC90, which offers a torque density of 0.75 Nm / kg.

In the context of hip exoskeletons, the high torque density motor is integrated with a low-

ratio gearbox to form a compact and lightweight actuator. For example, a fully integrated QDD

actuator might include an 8:1 ratio planetary gear, a high-accuracy magnetic encoder, and

control electronics, all housed within a compact structure weighing approximately 777 grams.

This con�guration not only provides the necessary torque but also maintains low output inertia,

which is crucial for ensuring the exoskeleton's responsiveness and user comfort.

Thermal management is another critical aspect of actuator design, as the motor's perfor-

mance is limited by its winding temperature. Experiments have shown that a well-designed

QDD actuator can maintain a continuous output torque of 17.5 Nm under a rated current of

7.5 A, with surface temperatures peaking at 62.7 °C after 15 minutes of continuous operation.

This level of performance demonstrates the actuator's capability to deliver sustained assistive

torque without overheating, making it suitable for prolonged use in wearable exoskeletons.

By combining high torque output, low weight, and high compliance, QDD actuators repre-

sent a signi�cant advancement in the design of actuators for hip exoskeletons. Their ability to

provide robust assistance while maintaining user comfort and mobility makes them an ideal

choice for the next generation of wearable robots aimed at enhancing human performance in

various activities.

Electronics Design

The electronics design of hip exoskeletons involves the integration of various sensors, con-

trollers, and power systems to ensure seamless operation and user-friendly interaction. Key

components include microcontrollers, inertial measurement units (IMUs), torque sensors,

and battery systems. Microcontrollers, such as the Raspberry Pi or Cortex-M series, are used

to process sensor data and execute control algorithms in real-time. IMUs are essential for

detecting the user's gait phase and adjusting the assistive torque accordingly.

Torque sensors provide feedback on the forces exerted by the actuators, enabling precise

control and ensuring safety. The power system, typically a rechargeable lithium polymer battery,

must be capable of providing suf�cient energy for extended use while remaining lightweight.

The electronics design also includes the development of user interfaces, such as smartphone

apps or wearable controllers, that allow users to adjust settings and monitor the exoskeleton's

performance. Ensuring robust communication between components and minimizing latency
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Figure 5.1: Actuation methods used in wearable robots. This �gure illustrates different actua-
tion methods used in wearable robotic devices, including conventional geared actuators (in
both rigid exoskeletons (Contreras-Vidal et al. (2016)) and textile-based exosuits (Kim et al.
(2018b))), series elastic actuators (Kang et al. (2019)), and quasi-direct drive actuators (Yu et al.
(2019a, 2020)). Each method's performance is rated in various metrics using color coding: green
indicates high performance, yellow indicates medium performance, and red indicates low
performance.
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is crucial for achieving responsive and reliable operation.

Given the need for portability, the exoskeleton must be powered by a lightweight, recharge-

able battery that provides suf�cient energy for extended use. The design must prioritize energy

ef�ciency to maximize battery life while maintaining the necessary torque output. This includes

optimizing the actuator design for low power consumption and incorporating energy-saving

modes during less demanding activities. Ideally, the exoskeleton should operate for at least

4-6 hours on a single charge, allowing users to engage in daily activities without frequent

recharging.

The exoskeleton must include a sophisticated control system that can accurately detect the

user's gait and adjust the assistive torque in real-time. This requires the integration of sensors

such as Inertial Measurement Units (IMUs) and force sensors that provide feedback on the user's

movements and the exoskeleton's performance. The control algorithms should be designed to

adapt to the user's gait patterns and provide consistent assistance across different activities.

Furthermore, the system should include a user interface that allows for easy adjustment of the

exoskeleton's settings, such as torque levels and activity modes.

By meeting these design requirements, the portable QDD hip exoskeleton can provide

effective and comfortable assistance to users across a variety of activities, enhancing mobility

and improving the quality of life for individuals who need support with locomotion.

5.1.2 Quasi-Direct Drive Actuation Paradigm

The Quasi-Direct Drive (QDD) actuation paradigm represents a signi�cant innovation in the

design of actuators for wearable robots, particularly in hip exoskeletons (Huang et al. (2022);

Yu et al. (2019a, 2020)). This approach addresses the need for high-performance actuators

that can deliver suf�cient assistive torque while maintaining a compact, lightweight, and

responsive pro�le. The QDD paradigm integrates high-torque motors with low gear ratio

transmissions, which not only ampli�es the torque output but also preserves the motor's

inherent compliance and low mechanical impedance. These characteristics are essential for

ensuring that the exoskeleton can provide effective assistance without compromising the user's

natural movement patterns.

In traditional actuator designs, high gear ratios are often employed to achieve the necessary

torque levels. However, these designs tend to increase the system's mechanical impedance,

making it harder for the exoskeleton to adapt to the user's movements and reducing overall

comfort. The QDD paradigm mitigates these issues by using low-ratio gearboxes, which allow

the actuators to remain highly responsive and compliant, thus enhancing user comfort and

the exoskeleton's adaptability to different activities and gait phases.
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Customized High Torque Density Motor

Central to the QDD actuation paradigm is the development of a customized high torque density

motor. This motor is speci�cally designed to meet the stringent requirements of wearable

exoskeletons, where space and weight are at a premium, but high torque output is still required.

The motor features an outer rotor con�guration, which is advantageous for achieving higher

torque densities. This design also incorporates a �at concentrated winding structure, which

not only maximizes the torque output but also minimizes the motor's size and weight.

The customized motor is further optimized through the use of fractional-slot type windings,

which signi�cantly reduce cogging torque and minimize copper losses. These improvements

are crucial for enhancing the motor's ef�ciency and performance, particularly in the context

of sustained, repetitive motions that are typical in locomotion activities. The motor achieves

a continuous torque density of 7.81 Nm / kg, which is signi�cantly higher than the torque

densities typically found in commercially available motors such as the Maxon EC90, which

offers around 0.75 Nm / kg.

To manage the thermal challenges associated with high torque outputs, the motor includes

advanced thermal management features. These features are designed to dissipate heat effec-

tively, ensuring that the motor can operate continuously without overheating. For example,

the motor's winding and stator designs are optimized for ef�cient heat transfer, allowing it to

maintain a stable surface temperature even under prolonged use. This capability is essential

for ensuring the reliability and longevity of the exoskeleton during extended periods of activity.

Customized Quasi-Direct Drive Actuator

Building on the high torque density motor, the customized Quasi-Direct Drive (QDD) actuator

integrates this motor with a low-ratio gearbox to create a highly ef�cient and compact actuator

unit. The gearbox, typically featuring an 8:1 planetary gear ratio, is designed to amplify the mo-

tor's torque while keeping the output inertia low. This careful balance is crucial for maintaining

the actuator's responsiveness and minimizing the resistance to the user's natural movements.

The entire QDD actuator unit is designed with a focus on compactness and integration.

Alongside the motor and gearbox, the actuator includes a high-precision magnetic encoder

for accurate position sensing and control electronics that manage the actuator's operation.

Despite its powerful performance, the complete actuator weighs only about 777 grams, making

it suitable for integration into lightweight, portable exoskeleton systems. The compact design

also facilitates easier incorporation into the exoskeleton's mechanical structure, ensuring that

it does not hinder the user's movements or add unnecessary bulk.

The actuator's low mechanical impedance is a key feature that enhances the exoskeleton's
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ability to provide seamless assistance. This low impedance ensures that the actuator can follow

the user's lead, providing assistive torque in a manner that feels natural and unobtrusive. This is

particularly important during transitions between different activities, such as walking, running,

or climbing stairs, where the actuator must rapidly adjust the torque output to match the new

movement dynamics.

Extensive testing of the QDD actuator has demonstrated its capability to deliver continuous

assistive torque without overheating, even during prolonged use. The actuator's design also

supports a wide range of motion, enabling the exoskeleton to assist with various activities

without compromising performance. These characteristics make the customized QDD actuator

an ideal component for modern hip exoskeletons, combining power, ef�ciency, and user

comfort in a compact and reliable package.

5.1.3 Mechatronics Design of Hip Exoskeleton

In this study, we developed a custom portable, lightweight, and compliant hip exoskeleton to

assist hip �exion and extension movements (Fig. 5.2). The exoskeleton features a combination of

mechanical, textile, and electronic components to provide effective and comfortable assistance

to the user. The textile components of the exoskeleton include a waist belt, two thigh braces,

and two inertial measurement unit (IMU) straps. The waist belt and thigh braces were crafted

from woven fabric, providing a comfortable and secure �t for the user. The waist belt helps to

distribute the load evenly across the hips, while the thigh braces ensure stability and alignment

during movement. Two IMUs (LPMS-B2 Series 9-Axis Inertial Measurement Units, LP-Research

Inc., Japan) are mounted on elastic bands positioned on the anterior part of each thigh, allowing

for real-time measurement of lower limb kinematics. For actuation, the exoskeleton is equipped

with two actuators (RMD-X8 1:9, Microactuator Technology Co.), each aligned with the hip

joints on either side to provide torque assistance for �exion and extension. These actuators

form the core of the quasi-direct drive actuation exoskeleton, which provides mechanical

versatility due to its lightweight (3.2 kg total weight), high torque capability (36 Nm), compliance

(backdrivability), and high control bandwidth. These features allow the actuators to deliver

precise, adaptive assistance to the hip joint while ensuring the exoskeleton remains comfortable

and responsive during use.

The electronics architecture of the exoskeleton is housed in a control box that is attached

to the back of the waist belt. This control box contains a printed circuit board (PCB) and a

Li-Po battery (270 g, 22.2 V, 1800 mAh) to power the entire system. The electronic system is

designed to facilitate high-level torque control, motor control, sensor signal conditioning, data

communication, and power management. A low-level controller, integrated into the smart
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actuator, measures various motor parameters, including motion, current, velocity, and position.

For high-level control, a Teensy 4.1 microcontroller (PJRC, USA) implements continuous torque

control, providing dynamic adjustment to the level of assistance based on user movement. This

microcontroller is paired with a Raspberry Pi Zero W (Raspberry Pi Foundation, UK), which

receives real-time joint angles and joint angular velocities from the wireless IMU sensors. The

IMUs transmit motion information, including Euler angles, angular velocities, and accelera-

tions, at a frequency of 100 Hz. Additionally, a Bluetooth microcontroller (ItsyBitsy nRF52840

Express, Adafruit, USA) is connected to the main controller to act as a transceiver, enabling

real-time communication with a desktop interface for monitoring and data collection. This

setup allows for easy adjustment of the controller parameters, logging of sensor data, and

visualization of system behavior during operation. To estimate the hip joint angle, the system

uses the data provided by the two IMUs on the thighs. The joint angle is computed based on the

change in the thigh segment angle relative to the reference standing position. By processing the

IMU data in real time, the controller can accurately determine the user's hip joint kinematics,

which is crucial for effective torque assistance.

5.1.4 Deployment of the Learned Controller

The ef�ciency and versatility of the trained controller for our portable hip exoskeleton were

evaluated in both indoor and outdoor settings. The exoskeleton, weighing 3.2 kg, is capable

of producing a peak torque of 18 Nm, making it suitable for various physical activities, such

as walking, running, and stair climbing, both in controlled laboratory environments and in

real-world conditions.

For �xed-speed treadmill experiments, the hip exoskeleton was connected to a target PC

equipped with Simulink Real-Time (MathWorks) to facilitate data logging and control (Fig.

5.3). This setup enabled precise recording of both human and robot data, including human

kinematics, robot states, outputs of each neural network, and metabolic rate data. Simulink

Real-Time provided a robust platform for running both the high-level exoskeleton control

neural network and the low-level motor control module in a synchronized manner. The learned

controller, trained in simulation, was deployed in the Simulink environment by importing the

network parameters directly from the training process, allowing seamless integration of the

trained policy into the real-time system.

For outdoor experiments, which included multiple activities like walking at different speeds,

running, and stair climbing, we implemented the same control framework on a portable

electronic platform. The high-level control was executed on a Raspberry Pi 4 microcontroller,

which ran the control logic using Python. The high-level controller generated the appropriate

48



Figure 5.2: Hip exoskeleton system overview. a, Full-body view of the hip exoskeleton setup. b,
Exploded view of the actuator. c, Close-up of the electronics housed in the control box. Adapted
from Luo et al. (2024), Extended Data Figure 5. ©2024 Nature
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torque commands for the exoskeleton based on real-time data inputs. These commands were

then transmitted to a mid-level microcontroller (Teensy, PJRC Inc.), which handled the direct

regulation of the low-level motor control to precisely implement the desired torque. The

Teensy microcontroller ensured that the motor responded with accurate torque output while

considering the dynamic requirements of the user's movement.

Figure 5.3: Electronic hardware architecture of the hip exoskeleton. The architecture includes
a high-level controller (laptop running Python), a mid-level Teensy microcontroller, and a
low-level controller embedded in the actuator. IMUs provide real-time kinematic data to the
microcontroller, which controls the torque delivered by the actuators for human-exoskeleton
system. The Bluetooth module (ItsyBitsy nRF52840 Express, Adafruit, USA) facilitates commu-
nication between the laptop and microcontroller for real-time monitoring and data collection.
Adapted from Luo et al. (2024), Supplementary Figure 3. ©2024 Nature

5.1.5 Experiment Results

Weight Penalty

The weight penalty of an exoskeleton is in�uenced not only by its total mass but also by how

that mass is distributed across the user's body. The impact of exoskeleton on metabolic rate was

estimated by considering the added mass of each component and multiplying it by coef�cients

derived from the literature that quantify the effects of added mass during locomotion, both

walking (Browning et al. (2007)) and running (Cureton et al. (1978); Franz et al. (2012); Sovero
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et al. (2016)). The metabolic impact of carrying additional weight depends on its placement,

as weight carried at different positions on the body affects the energy expenditure differently.

Research has established that the metabolic rate during walking is closely linked to the moment

of inertia of the legs, which is in�uenced by the mass and how it is distributed relative to the joint

axes. A load placed distally (further away from the body's center of gravity, such as on the legs)

has a greater effect on increasing metabolic cost compared to a load placed proximally (closer

to the center of gravity, such as on the waist). For this reason, an exoskeleton designed to carry

a larger portion of its weight at the waist would impose a lower weight penalty compared to an

exoskeleton that distributes most of its weight on the thighs. In our study, the hip exoskeleton

has a total weight of 3.2 kg, with 81% of the weight carried at the waist and only 19% on the

thighs. This distribution signi�cantly minimizes the metabolic cost associated with wearing

the exoskeleton, as the majority of the mass is located proximally. By reducing the amount

of weight on the legs, the device allows the user to maintain a natural gait with less added

resistance, thereby lowering the energy expenditure required for walking and running. The

speci�c mass distribution and its effects on metabolic rate are documented in Tables 5.1 and

5.2.

Table 5.2: Exoskeleton mass breakdown and weight penalty (Luo et al. (2024)).

Bilateral added mass m (kg)
Metabolic penalty coef�cients � (W/ kg)
Walking

(1.5 m s � 1)
Running

(2.5 m s � 1)

Waist

Actuator x 2 1.420
Waist belt 0.252

Control box 0.401
Battery & electronics 0.548

Waist subtotal 2.621 4.005 5.737

Thighs

Thigh strap x 2 0.193
Thigh frame x 2 0.388
Thigh IMU x 2 0.024

Bilateral thighs subtotal 0.605 6.674 12.09
Shanks 0 6.763 29.57

Feet 0 17.80 42.26
Total weight of hip exo 3.226

Expected metabolic penalty (W)P
m � �

14.53 22.35
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Table 5.3: Metabolic penalty test results (Luo et al. (2024)).

Participant
Walking (Watt / kg) Running (Watt / kg) Stair climbing (Watt / kg)
Assist Off No Exo Assist Off No Exo Assist Off No Exo

1 2.33 2.29 8.40 7.85 6.43 5.81
2 2.90 2.76 5.32 4.90 5.24 4.25
3 3.47 3.23 5.81 5.21 6.09 5.73
4 4.39 4.12 11.45 11.32 6.53 6.29
5 2.84 2.76 7.50 7.07 5.83 5.14
6 3.83 3.63
7 1.95 1.77
8 2.83 2.73
9 8.75 7.67 6.05 5.60
10 11.07 10.70 5.54 5.20
11 11.56 11.36 7.03 6.38

Mean 3.07 2.91 8.73 8.26 6.09 5.55
SEM 0.28 0.26 0.88 0.92 0.20 0.24

Penalty (%) 5.42 7.49 10.28

Torque Tracking

A torque tracking experiment was conducted to evaluate the accuracy of our exoskeleton

in following a reference torque pro�le during running at a speed of 2.0 m / s. The reference

torque pro�le was derived from one representative subject, and the experiment was designed

to assess how well the exoskeleton could replicate this desired torque. The measured torque

was estimated by monitoring the motor current, which is directly proportional to the torque

produced by the actuator.

The experimental results demonstrated a small tracking error, quanti�ed by a root-mean-

squared error (RMSE) of 0.83 Nm, which corresponds to 4.92% of the peak torque (Fig. 5.4).

This low RMSE indicates that the exoskeleton's actuator is capable of accurately delivering the

desired torque, effectively following the reference torque trajectory during dynamic movement

such as running. Accurate torque tracking is essential for providing effective assistance to the

wearer, as it ensures that the actuators respond appropriately to user movements, delivering

the right level of support at the right time. The small tracking error achieved in this experiment

highlights the precision and responsiveness of the actuators, which is crucial for minimizing

discrepancies between the desired and actual torque, thereby enhancing the wearer's comfort
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and assistance experience.

Figure 5.4: Torque tracking performance of the hip exoskeleton. The �gure illustrates the
torque tracking accuracy of the hip exoskeleton for a representative participant running at
2 m/ s. The measured assistive torque closely follows the reference torque, with a root mean
squared error (RMSE) of 0.83 Nm (4.92% of peak torque). This indicates that the exoskeleton
can accurately provide the intended assistance torque, ensuring effective support during
locomotion. Adapted from Luo et al. (2024), Supplementary Figure 6. ©2024 Nature

5.2 Experiments

5.2.1 Treadmill and Stepmill Metabolic Rate Testing Protocol

To assess the effect of the hip exoskeleton on metabolic rate, we conducted experiments in-

volving eleven participants performing walking, running, and stair climbing tasks. Participants

walked at a speed of 1.25 m/ s, ran at 2.0 m/ s on a level treadmill, and climbed stairs at a rate of

65 steps/ min on a step mill. The objective was to evaluate how the assistance provided by the

exoskeleton in�uenced energy expenditure during these activities, compared to performing

the same activities without the exoskeleton.

The protocol began with measuring the resting metabolic rate while participants stood

still for 5 minutes, providing a baseline for each individual. Participants then performed each

task—walking, running, and stair climbing—without the exoskeleton, allowing us to determine

the unassisted metabolic rate. This was followed by a warm-up and adaptation period where
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participants spent �ve minutes walking, running, or stair climbing while using the exoskeleton

to get accustomed to the assistance. After this adaptation, participants proceeded with the main

experimental conditions. Each participant performed the tasks under three conditions: Assist

On, Assist Off, and No Exo. The No Exo condition (without the exoskeleton) was performed

twice, at both the beginning and end of the protocol, and the average was taken to mitigate

any order effect. The sequence of all other conditions was randomized to prevent bias due to

task order. Each condition lasted �ve minutes, and participants were provided with at least a

�ve-minute break between each condition to avoid fatigue (Fig. 5.5).

Indirect calorimetry (VO2 Master Analyzer, VO2 Master Health Sensors Inc., Canada) was

used to measure oxygen consumption during each condition, which served as a basis for

estimating the metabolic rate. The metabolic rate was calculated based on oxygen consumption

data collected during the last two minutes of each condition to ensure steady-state metabolic

values. The Brockway equation (Brockway (1987)) was used to estimate the energy expenditure

(E E):

E E = 16.58� V O2 + 4.51� V C O2 (5.1)

where E E represents the respiratory response in W / kg, and V O2 and V C O2 are the volumetric

�ow rates in ml / (kg � min). The net metabolic cost for each condition was obtained by sub-

tracting the standing metabolic rate from the metabolic rate measured during each activity

condition. Since V C O2 was not directly measured, it was derived as being equal to V O2 � RQ,

where RQ (the respiratory quotient) was set at 0.85. The RQ value is indicative of the ratio

of carbon dioxide produced to oxygen consumed, which can vary between 0.7 (indicating

primarily fat oxidation) and 1.0 (indicating primarily carbohydrate oxidation) depending on

the metabolic state of the individual. By assuming an RQ of 0.85, we approximated a mixed-

substrate metabolism typical of moderate activity.

5.2.2 Treadmill Electromyography (EMG) Testing Protocol

To evaluate the effect on muscle activity, we tested three participants while walking at 1.25 m / s

on a level treadmill. The skin preparation included shaving and cleaning the skin with alcohol

to reduce skin impedance. First, surface electrodes were placed according to a standard EMG

text on the following lower limb muscles: rectus femoris (RF), biceps femoris (BF), and vastus

medialis (VM), connected with EMG sensors that were �xed beside with double-sided tape,

and wrapped with elastic tapes to prevent falling. Then, the participants completed walking

without the exoskeleton (No Exo condition). Then, the participants completed a walking task

at 1.25 m/ s with the exoskeleton under the Assist On condition. Each condition lasted one

minute, and participants were allowed at least a �ve-minute break between conditions.
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Figure 5.5: Experiment protocol for metabolic rate and kinematic data collection during
treadmill walking, treadmill running, and stepmill stair climbing. Adapted from Luo et al.
(2024), Extended Data Figure 6. ©2024 Nature

Muscle activity was measured using wireless EMG with internal IMU (The Ultium ® EMG

Sensor System, Noraxon, USA). EMG sensors were placed on the primary muscles involved in

the tasks, including RF, BF, and VM. EMG data were collected during the last two minutes of

each condition to ensure a stable signal. The raw EMG signals were processed by rectifying and

smoothing the data with a low-pass �lter at 10 Hz. For each condition, the root mean square

(RMS) of the EMG signals was calculated to quantify the level of muscle activation. The net

muscle activity for each condition was obtained by subtracting the baseline muscle activity

from the muscle activity recorded during each condition.

The treadmill EMG data processing involves several critical steps to accurately process and

analyze the raw EMG data collected during the treadmill experiments. First, the raw EMG data

is imported into MATLAB, where it undergoes �ltering to remove noise and artifacts. After

�ltering, the data is manually segmented into movement cycles, typically dividing the data into

�ve distinct cycles to ensure a comprehensive analysis of muscle activity. These segmented

data sets are then re-imported into MATLAB for further processing.

To unify the segmented data, 1-D data interpolation is applied, ensuring that the data

points align temporally across all cycles. This step is crucial for enabling accurate comparison

and averaging of the muscle activity across different movement cycles. Once interpolation

is complete, the mean of the segmented data is calculated and visualized, providing a clear

representation of the average muscle activity during the treadmill sessions. In some cases,

the raw EMG data corresponding to each movement cycle is also plotted to allow for a more

detailed examination of the muscle response.
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Following the visualization, the mean and maximum muscle signals are computed, which

are then compared across different conditions (e.g., with and without the exoskeleton) to

determine the percentage reduction in muscle activity. The results are plotted, highlighting

the differences between conditions. Finally, statistical signi�cance is assessed by calculating

the p-value, and asterisks are added to the plots to indicate signi�cant differences. This thor-

ough processing and analysis of EMG data ensure that the �ndings are robust, reliable, and

meaningful in assessing the effectiveness of the hip exoskeleton.

Figure 5.6: a, Experiment protocol for EMG data collection during treadmill walking. b, EMG
surface electrode placement on RF, BF, and VM muscles. c, EMG sensors were �xed in place
using elastic wraps around the participant's leg. d, Noraxon ® Ultium EMG sensor system. e,
Noraxon ® myoRESEARCH software.

5.2.3 Treadmill Torque Pro�le Testing Protocol

To evaluate the adaptability of the exoskeleton's control policy across different gait speeds,

we conducted a treadmill torque pro�le testing protocol involving eight participants. Each

participant walked or ran on a treadmill at varying speeds, speci�cally slow walking (0.75 m / s),

normal walking (1.25 m / s), fast walking (1.75 m / s), and running (2.0 m / s). The goal was to

validate the exoskeleton's ability to provide appropriate assistance during a range of walking

and running speeds. Participants wore the hip exoskeleton with the assistance turned on and

completed each speed condition for one minute. To ensure that fatigue did not in�uence the
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results, participants were given a �ve-minute break between each condition. This experimental

design provided insight into how well the controller could adjust its assistance in response to

changes in walking or running speed, which is critical for supporting natural and adaptable

movement in real-world use.

The motor current was recorded by the low-level controller embedded in the actuator

during each condition. This recorded current was then used to calculate the output torque ( � )

generated by the exoskeleton actuators, using the following equation:

� = n � k t � I (5.2)

where n is the gear reducer ratio, k t is the torque constant of the motor (which in this case

equals 2.09), and I is the motor current.

5.2.4 Single-participant Walk-run-stair Transition Testing Protocol

In this single-participant study, we evaluated the ability of the exoskeleton controller to handle

smooth transitions between different activities, simulating typical movement patterns that

could occur in daily life. The participant began by walking at approximately 0.8 m / s, gradu-

ally increasing speed until transitioning into running at around 2.0 m / s. After running, the

participant decelerated before approaching a set of stairs, and then climbed seven stairs at

a roughly constant speed. Throughout these activities, the controller generated continuous

assistive torque that smoothly transitioned between each phase of movement, demonstrating

its capability to effectively handle dynamic changes in activity.

To quantify the assistance provided by the exoskeleton during these transitions, we used

data from the thigh IMU and the motor output torque. The angular velocity ( ! ) measured by

the IMU and the torque ( � ) generated by the actuator were used to calculate the assistance

power ( P) provided by the exoskeleton:

P = � � ! (5.3)

where � is the output torque of the actuator and ! is the angular velocity of the thigh measured

by IMU. The mechanical work delivered by the exoskeleton during each step was then calculated

by integrating the assistance power with respect to time:

W =

Z t f

t i

P d t (5.4)

where P is the assistance power provided by the exoskeleton, t i is the initial time, and t f is the
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�nal time of each step. This approach allowed us to evaluate the amount of work delivered by

the exoskeleton during different phases of the movement, such as walking, running, and stair

climbing.

5.2.5 Participants

Participants for this study were recruited to include individuals both with and without previous

experience using exoskeletons (Table 5.4). The number of participants was determined based

on similar studies in the �eld (Kim et al. (2019); Zhang et al. (2017)), ensuring that our sample

size was consistent with prior research in exoskeleton testing. Importantly, no participants were

excluded based on any speci�c criteria, and the study aimed to include a representative sample

to validate the effectiveness and versatility of the exoskeleton. Participants were not blinded

to the experimental conditions in which they were tested, meaning that they were aware of

whether they were receiving assistance from the exoskeleton or not. All participants reported

no history of musculoskeletal injuries or diseases that could impact their ability to complete

the activities. This inclusion criterion was important to ensure that any effects observed during

the experiment were due to the exoskeleton and not in�uenced by pre-existing conditions.

5.2.6 Experiment Results

Activity-adaptive Versatile Control

To assess the activity-adaptive capabilities of the exoskeleton controller, we conducted a tread-

mill experiment involving walking and running at three different speeds. The participants'

demographic information is listed in Table 5.3. The controller, implemented on a desktop

computer running Simulink Real-Time, utilized weights and biases directly taken from the

simulation training phase, with real-time data inputs from thigh angles and angular velocities

measured by one IMU sensor mounted on each thigh. These wearable sensor inputs were

processed to decode human intention and generate the appropriate assistive torque for the

exoskeleton (Fig. 5.7). The controller is designed as a 3-layer neural network that receives real-

time data inputs to generate continuous assistance without requiring explicit activity detection

or gait cycle detection. Assistance torque is calculated at each time step with a frequency of

100 Hz (i.e., every 0.01 seconds), using current sensor data along with historical data from the

preceding 0.03 seconds (corresponding to three time steps). This continuous approach allows

the controller to adapt seamlessly to the user's movement, treating human locomotion as a

�uid, ongoing process rather than discrete phases.

The treadmill experiments were conducted at different gait speeds to assess the controller's
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versatility and generalizability. Speci�cally, participants walked at speeds of 0.75 m / s, 1.25

m/ s, 1.75 m/ s, and ran at 2.0 m/ s. The chosen gait speeds helped demonstrate the controller's

ability to adapt across a range of locomotor activities and movement intensities. The assistive

torque generated by the controller, which was trained in simulation, adjusted effectively to

the different walking and running speeds, showcasing its ability to generalize across various

movement patterns. The torque pro�les for each of the eight participants varied slightly in

shape for each activity, re�ecting the adaptive nature of the controller to individual kinematic

locomotion patterns, such as thigh angle and angular velocity (Fig. 5.8). The adaptive control

policy ensured that the generated assistance torque was speci�c to each participant's gait,

accommodating differences in movement dynamics. Moreover, the magnitude of the torque

pro�le increased as the locomotion speed increased, indicating the controller's ability to adapt

to the increased intensity and mechanical demands of faster movements, such as running.

The ability of the controller to adapt both in magnitude and timing of torque assistance in

response to different speeds and activities, without needing intermediate steps like activity

detection, is an important aspect of synergistic assistance. This continuous, activity-agnostic

approach enables smoother transitions between different activities and ensures that the as-

sistance is synchronized with the user's movements during both steady-state and transition

phases. The results suggest that the controller not only assists effectively during stable gait

cycles but also handles dynamic transitions between walking and running in a manner that is

�uid and natural for the user.

Continuous Assistive Torque Pro�le

To evaluate the controller's ability to provide smooth and synergistic assistance across multiple

activities and during transitions, we conducted an activity-varying real-world experiment in-

volving a single participant. The participant started with slow walking at approximately 0.8 m / s,

then accelerated to running at 2.0 m / s, decelerated, and subsequently performed stair climb-

ing (ascending 7 stairs) in a smooth and continuous manner (Fig. 5.9). The experiment was

designed to test the versatility and adaptability of the controller as the participant transitioned

seamlessly between different movement types. The same neural network controller used in

the treadmill experiment was deployed on a hierarchical mechatronics architecture, which

included a high-level microcontroller (Raspberry Pi 4) that calculated and sent torque com-

mands to a low-level microcontroller (Teensy, PJRC Inc.) housed in a waist-mounted control

box. This hierarchical architecture allowed for ef�cient processing and accurate application of

the assistive torque generated by the exoskeleton.

The torque pro�le during walking, running, and stair climbing showed distinct changes

in both the shape and magnitude of the assistance provided, demonstrating the controller's
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