
ABSTRACT

VAN EIJK, HENRY DIEDERICK. Forecast Combinations Using Asymmetric Loss Functions
with Applications in Revenue Forecasting. (Under the direction of Sujit K. Ghosh).

Forecasting revenues by aggregating analyst forecasts is a fundamental problem in

financial research and practice. The main question in any forecast combinations problem is

determining the optimal weights that minimize some loss function. Forecast combination

methods have traditionally emphasized symmetric loss functions, particularly squared

error loss, with equally weighted combinations often justified as a robust approach under

such criteria. However, these justifications do not extend to asymmetric loss functions,

where optimally weighted combinations may provide superior predictive performance.

Chapter 2 introduces the hit rate, which measures the proportion of correctly classified

revenue surprise signs, and the win rate, which quantifies the proportion of individual

forecasts that outperform an equally weighted consensus benchmark. While researchers

have extensively studied forecast combination techniques, two critical gaps remain: (i) the

estimation of optimal combination weights tailored to these specific performance metrics

and (ii) the development of Bayesian methods for handling missing or incomplete analyst

forecasts. This chapter proposes novel approaches to address these challenges. First, we in-

troduce a method for estimating optimal forecast combination weights using exponentially

weighted hit and win rate loss functions via nonlinear programming. Second, we develop a

Bayesian imputation framework that leverages exponentially weighted likelihood methods

to account for missing forecasts while preserving key distributional properties. Through

extensive empirical evaluations using real-world analyst forecast data, we demonstrate

that our proposed methodologies yield superior predictive performance compared to tra-

ditional equally weighted and linear combination benchmarks. These findings highlight

the advantages of incorporating tailored loss functions and Bayesian inference in forecast

combination models, offering valuable insights for financial analysts and practitioners

seeking to improve revenue prediction accuracy.

Chapter 3 introduces a novel contribution by incorporating modal regression into fore-

cast combinations, offering a Bayesian hierarchical framework that models the conditional

mode of the response through combinations of time-varying parameters and exponential

discounting. The proposed approach utilizes error distributions characterized by asymme-

try and heavy tails, specifically the asymmetric Laplace, asymmetric normal, and reverse

Gumbel distributions. Simulated data validate the parameter estimation for the modal



regression models, confirming the robustness of the proposed methodology. Applying these

methodologies to a real-world analyst forecast dataset shows that modal regression with

asymmetric Laplace errors outperforms mean regression in Chapter 2 based on the hit

and win rate. These results underscore the presence of skewness and fat-tailed behavior in

forecast combination errors for revenue forecasting, highlighting the advantages of modal

regression in financial applications.
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CHAPTER

1

INTRODUCTION

1.1 Background and Motivation

In the �nancial industry, analysts produce forecasts for various metrics such as macroe-

conomic indicators (e.g., GDP, in�ation) or company-speci�c indicators (e.g., revenue,

earnings per share). Market participants aim to anticipate these metrics in order to help

guide their investment decisions. The goal of any forecast combinations approach is to con-

solidate the estimates across all forecasters to produce a single, optimal forecast. Producing

this single forecast is usually done by assigning equal weights across all forecasters (i.e.,

equally weighted combination) or by estimating the weights for each forecaster (i.e., opti-

mally weighted combination) via some loss function. The main difference is that the equally

weighted combination requires no parameter estimation, unlike the optimally weighted

combination. Many applications have justi�ed the equally weighted combination (denoted

as the equally weighted consensus in revenue forecasting) as a robust choice in terms of

minimizing squared error loss; see Stock and Watson (2001), Elliott and Timmermann

(2004), and Aiol� and Timmermann (2006).

Although Timmermann (2006) and Lin et al. (2022) note that squared error loss–a sym-
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metric loss function–is the most commonly used loss function in forecast combinations

literature, it may not be the most practical in revenue forecasting. In addition, if the under-

lying error distribution exhibits asymmetry, optimally weighted combinations may provide

superior predictive performance over the equally weighted combination. We present the fol-

lowing limitations of symmetric loss functions, which motivate us to consider asymmetric

loss functions for revenue forecasting applications.

1. Squared error loss does not account for directional accuracy such as the sign of the

revenue (or any other metric) surprise (i.e., the difference between the actual revenue

and the equally weighted consensus). When companies disclose their quarterly results

during earnings season, a positive surprise indicates that the actual value exceeded

the equally weighted consensus. In contrast, a negative surprise indicates that it

failed to exceed. These surprises can dictate stock prices and concepts such as post

earnings announcement drift (PEAD) from Bernard and Thomas (1989) and the

earnings torpedo effect from Skinner and Sloan (2002) justify their importance. Thus,

we consider the hit rate de�ned as the proportion of correctly classi�ed revenue

surprises. AKAnomics–a real-life revenue nowcasting company–has utilized the hit

rate, and they deem it their most important metric (Agrawal et al. 2023). We de�ne

the hit rate loss function in Chapter 2. Researchers could extend this concept of

the hit rate to other measures of direction, such as the sign of the year-over-year

(YoY) revenue, which measures acceleration and deceleration; however, we focus on

revenue surprises for this thesis.

2. Much of �nance focuses on how often a strategy beats a benchmark, such as the

overall market or the equally weighted consensus in our case. Squared error loss

does not measure how often a forecast beats this benchmark. Thus, we consider the

win rate de�ned as the proportion of individual forecasts that outperform (i.e., by

having a smaller absolute error) an equally weighted consensus benchmark. This

metric was utilized by Fleder and Shah (2019) from MIT, which used alternative data–

speci�cally a credit card transaction dataset–to forecast quarterly revenue across 33

companies. In addition, Fleder and Shah (2019) notes the win rate to be the most

signi�cant statistic due to its connections to trading strategies. We de�ne the win rate

loss function in Chapter 2.

3. Assuming normality of the errors in a statistical model is equivalent to minimiz-

ing squared error loss, or more generally, mean squared error (MSE). However, this
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normality assumption is not always valid in �nancial applications (Tsay 2005, p. 14).

When this assumption is no longer valid due to skewness, an asymmetric loss function

may help capture the asymmetry; thus, we utilize the lin-lin, asymmetric quadratic,

and linex loss functions in Chapter 3. Elliott and Timmermann (2004) note that the

equally weighted combination may outperform the optimally weighted combina-

tion with respect to MSE; however, this statement is overturned for asymmetric loss

functions when the underlying error distribution exhibits skewness.

Chapter 2 and Chapter 3 present forecast combination methodologies based on symmetric

and asymmetric loss functions.

1.2 Contributions

This thesis presents two standalone papers that advance forecast combinations literature

through the lens of asymmetric loss functions. The following contributions are:

1. In Chapter 2, we further justify why we choose to use the hit and win rate. To our

knowledge, this is the �rst paper that focuses on the hit and win rate in forecast combi-

nations. We proposed four forecast combination methodologies: quadratic program-

ming to minimize MSE, Bayesian mean regression with normally distributed errors,

and our novel nonlinear programming approaches to minimize hit or win rate losses.

All four approaches allow for exponential discounting (i.e., a framework to weigh

more recent observations). Although our quadratic and nonlinear programming ap-

proaches utilize a simple cross-sectional imputation, our proposed Bayesian method

incorporates a Bayesian imputation framework that accounts for missing forecasts

while preserving key distributional properties. We apply our proposed methodologies

to a real-world analyst forecast dataset and �nd that they achieved higher hit and win

rates than (Agrawal et al. 2023) and (Fleder and Shah 2019), respectively. Furthermore,

the proposed methodologies yielded superior predictive performance to traditional

equally weighted and linear combination benchmarks.

2. After analyzing the residual plots from our proposed Bayesian model in Chapter 2,

there were a couple of cases where the residual plots exhibited fat tails and skewness.

This result motivates us to consider other asymmetric loss functions in Chapter 3 such

as the lin-lin, asymmetric quadratic, and linex loss functions mentioned by Elliott

and Timmermann (2004) in forecast combinations. Unlike hit rate loss and win rate

3



loss, these are more traditional asymmetric loss functions that are more speci�c to

revenue forecasting. We show that minimizing these three loss functions (for a �xed

value of the asymmetry parameter) minimizes the asymmetric Laplace, asymmetric

normal, and reverse Gumbel distributions, respectively. Another fascinating take-

away is that the asymmetric Laplace and Normals can handle the symmetric case–the

Laplace and normal distribution–when the asymmetry parameter � = 0.5. Although

researchers have utilized these distributions in quantile and expectile regression un-

der a �xed quantile � , our interest lies in modeling central tendency; thus, we treat the

asymmetry parameter unknown, leading to modal regression. This result is because

these three distributions have the mode as their location parameter � . In Chapter

3, we propose a Bayesian hierarchical framework to model the conditional mode of

the response that allows for time-varying parameter combinations and exponential

discounting. To our knowledge, this is the �rst paper on modal regression in fore-

cast combinations literature. Our Bayesian modal regression case with asymmetric

Laplace distributed errors outperforms our Bayesian mean regression from Chapter

2 regarding the hit and win rate. This �nding suggests using error distributions to

capture skewness and fat tails in revenue forecasting.

1.3 Future Research

Several promising avenues for future exploration emerge from the foundational work of this

thesis. An important direction involves enhancing the predictive power of our models by

incorporating additional features and predictors, including macroeconomic indicators and

alternative data sources. This integration may uncover deeper relationships and improve

model robustness under various economic conditions.

Additionally, we can re�ne our methodology by exploring alternative surrogate loss

functions within our nonlinear programming framework, particularly those that better

approximate 0-1 type loss functions. Additionally, a broader class of asymmetric loss func-

tions—beyond the currently utilized hit rate, win rate, lin-lin, asymmetric quadratic, and

linex losses, may provide greater �exibility in capturing distributional asymmetries and

risk preferences inherent in �nancial decision-making.

Another key direction involves extending the application of exponential accounting

frameworks, particularly to higher-frequency �nancial data, to assess their validity and

utility in dynamic market environments. Parallel to this, evaluating the performance and
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generalizability of forecast combination models across multiple sectors within the revenue

forecasting domain will be critical to assessing their practical utility and consistency.

Lastly, while the thesis primarily focuses on parametric modal regression approaches,

future work could explore nonparametric methods tailored for unimodal distributions (e.g.,

see Rodríguez and Walker (2014)) that allow for asymmetry. Such approaches may provide

a more �exible and data-driven alternative, particularly in contexts where distributional

assumptions are dif�cult to validate.

These directions collectively aim to strengthen the theoretical framework and broaden

the practical applicability of the models developed in this thesis.

1.4 Outline

Following this introduction, Chapter 2 introduces various models based on squared error

loss, hit rate loss, and win rate loss. Our proposed models are critiqued via a quarterly

revenue empirical study from 2015 through 2023 across 23 tickers. Chapter 3 expands

on Chapter 2 by introducing three well-known asymmetric loss functions via Bayesian

modal regression. We present a simulation study and an application to the same analyst

forecasting dataset. Lastly, Appendix B presents supplementary material to Chapter 3.
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CHAPTER

2

OPTIMIZING FORECAST COMBINATION

WEIGHTS USING EXPONENTIALLY

WEIGHTED HIT AND WIN RATE LOSSES

2.1 Introduction

In the �nancial industry, the U.S. Securities and Exchange Commission (SEC) mandates

that publicly traded companies disclose their �nancial statements every quarter to ensure

transparency and provide investors with key insights into their �nancial health. Antici-

pating these disclosures, �nancial analysts generate forecasts of fundamental �nancial

metrics—such as earnings per share (EPS) and revenue—that serve as critical indicators of

a company's pro�tability and growth potential. In addition to these widely tracked metrics,

analysts also forecast company-speci�c indicators, such as gross bookings for Uber or the

number of video subscribers for Net�ix (Yahoo Finance 2020). These forecasts are pivotal

in shaping market expectations, in�uencing investment decisions, and guiding corporate

strategies.
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The �nancial media closely monitor these earnings announcements and assess com-

pany performance by comparing reported results against market expectations. A company

either “beats” or “misses” expectations depending on whether its �nancial �gures exceed

or fall short of the forecasted consensus. The consensus forecast for a given metric, such as

EPS or revenue, is typically computed as the average of all available analyst estimates. This

equally weighted aggregation is a standard benchmark for evaluating forecast accuracy in

the forecast combinations literature. However, equally weighting all analysts' forecasts may

not always be optimal, as individual analysts differ in expertise, methodologies, and access

to proprietary information. This has led to growing interest in methods that optimally

combine analyst forecasts to improve predictive performance.

Generally, the goal of forecast combinations for a single point forecast is to optimally

combine multiple forecasts to minimize some loss function L (�). The equally weighted

combination has been justi�ed as a robust method because “(i) combination weights are

equal and do not have to be estimated; (ii) simple averaging signi�cantly reduces variance

and bias by averaging out individual bias in many cases; and (iii) simple averaging should

be considered when the uncertainty of weight estimation is taken into account” (Wang et al.

2023). However, the simple average (i.e., equally weighted combination) of heterogeneous

variables is known to be suboptimal in reducing variance due to the following lemma.

Lemma 1. Let X1, . . . ,Xm be pairwise uncorrelated random variables with E(X j ) = � 8 j

and Var(X j ) = � 2
j for j = 1,2, . . . ,m and weights ! = (! 1, . . . ,! m )0 satisfying ! 2 S m =

f ! � 0 : ! 01m = 1g. Then E(
P m

j =1 ! j X j ) = � and Var(
P m

j =1 ! j X j ) � Var(
P m

j =1 ! �
j X j ) where

w �
j =

1
� 2

jP m
k =1

1
� 2

k

. Clearly, if the � 2
j 's are not all equal, then ! �

j 6= 1
m for some j and hence

Var(
P m

j =1 ! �
j X j ) < Var(X̄ ) = Var( 1

m

P m
j =1 X j ).

Therefore, the variance of some optimally weighted combinations is less than the variance

of the equally weighted combination. The above lemma can be extended to correlated

random variables as well. E.g., if Var(X ) = � , where X = (X1, . . . ,Xm )0 is a vector of random

variables with mean E(X ) = � 1m , then the optimal weight vector is obtained by solving the

following quadratic programming problem:

! � = arg min
! 2S m

! 0� ! =
1

10
m � � 11m

� � 11m

if � � 11m , � 0. Clearly, the above solution reduces to the solution given in the above lemma
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when � is a diagonal matrix (i.e., when X j 's are pairwise uncorrelated). A proof of the above

result is made available in the Appendix.

Among many alternative methods of combining forecasts, choosing the best forecaster

model is a common method where given m forecasters, only the “best” forecaster is con-

sidered (i.e., assigning a weight of one to them and zeros otherwise). However, previous

literature has mentioned that the model does not perform well, such as Makridakis et al.

(1982), Makridakis and Winkler (1983), Gupta and Wilton (1987), and Hendry and Clements

(2002) (Timmermann 2006). Aside from the equally weighted combination and the best

forecaster model, how can one produce an optimally weighted combination? The previous

literature extensively focuses on minimizing the mean squared error (MSE) as Timmermann

(2006) and Lin et al. (2022) mention the squared error loss as the typical loss function for

forecast combinations. In addition, Stock and Watson (2001) and Aiol� and Timmermann

(2006) �nd strong evidence in favor of minimizing MSE in forecast combinations with

macroeconomic data (Timmermann 2006).

In forecast combinations applications, speci�cally earnings and revenue forecasting,

squared error loss may not be the ideal loss function. Bernard and Thomas (1989) in-

troduced the concept of post-earnings announcement drift (PEAD), which Fink (2021)

describes as “the drift of a �rm's stock price in the direction of the �rm's earnings surprise

over an extended period of time”. Current literature has found minimal evidence against

PEAD, also known as the earnings momentum effect, and Grif�n et al. (2010) and Hung

et al. (2015) �nd evidence of PEAD in both less and highly developed �nancial markets

(Fink 2021). Furthermore, Skinner and Sloan (2002) denote the earnings torpedo effect

as the “fact that missing analysts' forecasts [i.e., the consensus], even by small amounts,

causes disproportionately large stock price declines . . . it is the simple fact of an earnings

disappointment that matters for investors . . . rather than the magnitude of the disappoint-

ment”. Since forecasting whether a company will beat or miss consensus for a given metric

is necessary, a loss function for binary classi�cation may be ideal for such scenarios. To

solve this problem, consider hit rate loss that aligns with Skinner and Sloan (2002) where

we de�ne a hit as correctly classifying whether the actual value beats (exceeds) or misses

(fails to exceed) the analysts' consensus estimate. This de�nition aligns with the revenue

nowcasting company AKAnomics that de�nes a hit as when “both the AKAnomics estimate

and the actual value came in on the same side of consensus” (i.e., predicting the sign of

the revenue surprise, predicting a beat / miss) (Agrawal et al. 2023). Furthermore, they note

that “Con�dence can be expressed through many metrics (e.g., historical errors, hit rates,

forward returns). Our favorite metric for this purpose is the hit rate . . . Without access to
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differentiated information, one shouldn't expect a better than 50% hit rate. Our experience

shows that Sell-Side Research does no better than 50% either . . . higher hit rate, by de�nition,

suggests more ability to identify revenue disconnects from consensus . . . higher hit rates

historically translate into higher forward weekly returns” (Agrawal et al. 2023). AKAnomics's

average hit rate is 66% using a collection of macro, industry, and company data, and it is

important to note that they do not disclose their modeling approach and companies of

interest (Agrawal et al. 2023).

We de�ne win rate loss as a 0-1 loss function where a win is when the optimally weighted

forecast is closer to the actual value than the analysts' consensus estimate. A win rate

greater than 50% illustrates having a systematic edge over consensus. Win rate may not

be as bene�cial as the hit rate in earnings and revenue forecasting; however, many other

areas of �nance, such as trading, focus on how often a strategy beats a benchmark, such

as an index or the market itself. In addition, market participants may �nd the win rate

easier to grasp than other statistical error methods such as MSE. Prior literature on win

rate in revenue forecasting includes Fleder and Shah (2019) that utilized a classical linear

systems model with an alternative dataset, speci�cally a credit card transactions dataset

from Second Measure Inc., to forecast quarterly revenue. This prior study from Fleder and

Shah (2019) at Massachusetts Institute of Technology (MIT) inspired the creation of Fleder's

nowcasting startup Covariance (Covariance nd). The model from Fleder and Shah (2019)

achieved a win rate of 57.2% across 34 companies that remain disclosed. Although Fleder

and Shah (2019) does not directly minimize win rate loss, their model still performed well.

The two previous examples justify the hit and win rates' real-world applicability in

the �nancial markets. Although we choose to minimize hit rate loss using weighted logis-

tic regression with exponential discounting, minimizing win rate loss is a more complex

problem. The challenge in directly minimizing win rate loss, or more generally, any 0-1

valued loss function, is because of the discontinuity and non-differentiability of indica-

tor functions. In addition, an ideal forecast combinations framework should incorporate

parameter constraints and discounting, which further makes the optimization problem

more challenging. Section 2.2.2 introduces a novel, nonlinear programming framework

for forecast combinations that attempts to solve this problem by estimating the optimal

weights that is based on a smooth approximation of the indicator function by a Cauchy

distribution function (see Figure 2.1). In addition, we also use nonlinear programming for

our constrained weighted logistic regression model, which minimizes hit rate loss due to

the required parameter constraints.

In the over 50-year review of forecast combinations from Wang et al. (2023), they men-
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tion many techniques to �nd optimally weighted combinations, such as time-varying

weights, nonlinear combinations, correlations among components, and cross-learning;

however, there are few Bayesian approaches for forecast combinations. One of the chal-

lenges in combining analyst forecasts for revenue forecasting is handling missing data. We

propose a Bayesian imputation framework that utilizes exponentially weighted likelihood

methods to account for these missing forecasts, which preserves key distributional prop-

erties. Furthermore, this approach allows for a data-driven estimation of the exponential

discount factor. By incorporating a discounting term into the variance of the likelihood

function, we can place a prior on the discounting factor, thus eliminating the need for

hyperparameter tuning. Section 2.2.2 covers both of these points in detail.

The main focus of this paper is to address the two main issues stated above: (i) no previ-

ous forecast combinations literature on estimating the optimal weights under exponentially

weighted hit and win rate loss, and (ii) Bayesian imputation methods using exponentially

weighted likelihood methods. We present our framework regarding revenue (and earnings)

forecasting; however, many other applications where analysts, or more generally forecasters,

release forecasts can be considered. Other applications of this framework within �nance

include gross domestic product (GDP), interest rates, in�ation, commodity prices, currency

exchange rates, and more.

The remainder of this paper is structured as follows. Section 3.2 presents an overview of

the forecast combinations problem. Section 3.2.1 introduces three loss functions for forecast

combinations. Next, Section 3.2.2 covers estimation techniques including quadratic pro-

gramming in Section 2.2.2, Bayesian methods in Section 2.2.2, and nonlinear programming

in Section 2.2.2. The models are evaluated based on the predictive criteria for performance

evaluation in Section 2.2.3. Section 3.3 covers empirical results for revenue forecasting,

whereas Section 2.3.1 and Section 2.3.2 introduce the dataset and out-of-sample results,

respectively. Lastly, Section 3.4 touches on the concluding remarks.

2.2 Forecast Combination Models

Suppose data (yt ,x t ) for t = 1,2, . . . ,T is observed where yt denotes the variable of interest

to predict based on historical data (ys,x s) for indices s 2 T t . Here, x t = (x t ,1, . . . x t ,m )0 is a

vector of m analyst forecast values or feature variables available before the time t and yt is

the variable available at time t . The time points t can be discrete time units (e.g., hours,

days, weeks) depending on the speci�c application. It is important to note that to predict
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the value of yt +h , only training data D t = f (ys,x s), s 2 T t g is accessible and x t +h for any

given time point t and h > 0.

To �x ideas, suppose L denotes the look-back time horizon , and H denotes the forecast

horizon . Then, T t = f t � L + 1, t � L + 2, . . . ,t grepresents the indices for training data D t .

The goal is to predict the values of f yt +1, yt +2, . . . , yt +H g, based on observed training sets of

D t = f (ys,x s), s 2 T t g, for t = L,L + 1, . . . ,T � H . The choice of look back time L and forecast

horizon H can be based on the speci�c purpose of the applications. It is common to use

L = d2
3T eand H = 1 to use at least two-thirds of historical data to predict the immediate

next time point value of y .

Any such forecast critically depends on the choice of the divergence or distance used to

measure the discrepancy between the predicted values f ŷt +1, . . . , ŷt +H gand the actual values

f yt +1, yt +2, . . . , yt +H g. We can train forecast combination models by utilizing the desired

minimum value of the divergence criteria. Let L (ŷt , yt ) be a loss function that measures

the divergence between ŷt and yt at time point t , where ŷt is obtained based on a training

model using the observed data D t . Then the average loss for horizon time H can be taken

to be L H (t ) = 1
H

P H
h =1 L (ŷt +h , yt +h ). In literature, L refers to the rolling window size , and we

can measure the performance of the forecast values by the plot of L H (t ) as a function of t

for t = L,L + 1, . . . ,T � H .

Suppose there are m analysts that provide forecast values x t before time t . The goal is

to combine these forecast values into an optimally weighted forecast using a linear function

ŷt (! , ! 0) = ! 0 +
P m

j =1 ! j x t , j = ! 0 + ! 0x t , where ! 0 is the intercept representing the overall

bias after combining the forecasts and ! = (! 1, . . . ,! m )0 denotes a set of nonnegative

weights, satisfying ! 2 S m = f ! � 0 : ! 01m = 1g; a m-dimensional simplex where 1m =

(1,1, . . . ,1)0 is an m � 1 vector of 1's. The simplex constraint ensures that the combined

forecast (not including the bias) remains within the range of the analysts' forecast values

since the goal is model averaging. Additionally, negative weights are not appropriate in this

application, as a poor forecast should be excluded (i.e., assigned zero weight) rather than

penalized with a negative weight.

Let the equally weighted combination be denoted by ŷt (�! ) = �! 0x t where �! = 1
m (1, . . . ,1)0=

1
m 1m and note that it is a special case of the optimally weighted combination when ! 0 = 0

and ! = �! . We write ŷt (�! ) instead of ŷt (�! , ! 0) because the bias term ! 0 = 0 for the equally

weighted combination. Notice that !̂ and ˆ! 0 will change with t as the training subsets D t

vary, leading to the so-called time-varying parameter (TVP) estimates. However, for the

sake of simplicity of notation, we may not always use ! t in our subsequent description
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when the context is clearly understood. In this case, an estimate is obtainable from

( ˆ! 0,t (h ), !̂ t (h )) = arg min
! 2S m
! 02R

L (ŷt +h (! , ! 0), yt +h ).

For simplicity, the results in Section 3.2 consider a horizon of one ( H = 1) and only a single

fold within the rolling window cross-validation; thus, the goal is to forecast yL+1 given

x L+1 and the parameters ˆ! 0 and !̂ estimated from D t where TL = f 1,2, . . . ,Lg. However,

in Section 3.3, the results are based on many folds repeating the process for T t , for t =

L,L + 1, . . . ,T � 1.

2.2.1 Loss Functions

Exponential discounting places greater weight on recent observations while gradually

down-weighting older data. This weighting mechanism is advantageous in forecast combi-

nation methods, where past forecasts contribute to the �nal prediction, but their in�uence

diminishes over time. Taking account of this aspect, a generalized objective function for

forecast combinations that incorporates exponential discounting is

f (! , ! 0; � ) =
LX

t =1

pt (� ) � L (ŷt (! , ! 0), yt )

with discounting factor � � 0 that controls how much weight to give to more recent ob-

servations. In this setting, one possible normalized (i.e., pt (� )'s sum to 1), exponential

discounting function is

pt (� ) =
e � � (L � t )

P L
t =1 e � � (L � t )

=
e � � (L � t )(1 � e � � )

1 � e � � L
. (2.1)

Moreover, note that when � = 0, all time periods (e.g., quarters) are equally weighted. Expo-

nential discounting in forecast combinations aligns with an exponential moving average

(EMA) in �nance by giving more weight to recent prices and prioritizing more recent in-

formation. The main question, of course, is how much more weight should one give to

recent observations? In other words, how do we choose the value of the discounting factor

� in practice? Section 2.2.2 addresses the problem of a traditional approach of hyperpa-

rameter tuning across a grid of discounting factors. In Section 2.2.2, we develop a fully

hierarchical Bayesian model that addresses the uncertainty of choosing � using a relatively
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uninformative prior distribution.

The most commonly used loss function for forecast combinations is the squared error

loss de�ned as

L SE(ŷt (! , ! 0), yt ) = (yt � ŷt (! , ! 0))2 =

 

yt � (! 0 +
mX

j =1

! j x t , j )

! 2

.

Among others, Skinner and Sloan (2002) and Agrawal et al. (2023) highlighted the impor-

tance of considering the sign of forecast errors rather than the magnitude in earnings and

revenue forecasting.

We de�ne the notions of the hit rate and win rate that are often considered more useful

than average squared errors, which ignore the directionality of the forecast errors. First,

we maximize the hit rate (i.e., the total number of hits) by forecasting whether the actual

yt will exceed the equally weighted consensus ŷt (�! ). Let ỹt be the binary target variable

de�ned as

ỹt = I (yt > ŷt (�! )) =

8
<

:

1, if yt > ŷt (�! )

0, otherwise
(2.2)

where the indicator 1 denotes when the actual value yt is greater than the equally weighted

consensus ŷt (�! ), and 0 otherwise. Notice that if ˆ̃yt = I (ŷt (! , ! 0) > ŷt (�! )), then hit rate is

Pr( ˆ̃yt = ỹt ) where I (�) is the indicator function as de�ned in (2.2). Consider Table 2.1 for an

illustration of a hit which clearly shows that a hit occurs only when ỹt = ˆ̃yt .

Table 2.1: Six possible scenarios for hits based on the order of the actual yt , the optimally
weighted forecast ŷt (! , ! 0), and the equally weighted forecast ŷt (�! ). We then illustrate how
this connects to a rede�ned binary target variable.

Scenario Ordering Outcome ỹt
ˆ̃yt

1 ŷt (! , ! 0) < yt < ŷt (�! ) Hit 0 0
2 yt < ŷt (! , ! 0) < ŷt (�! ) Hit 0 0
3 yt < ŷt (�! ) < ŷt (! , ! 0) No hit 0 1
4 ŷt (! , ! 0) < ŷt (�! ) < yt No hit 1 0
5 ŷt (�! ) < yt < ŷt (! , ! 0) Hit 1 1
6 ŷt (�! ) < ŷt (! , ! 0) < yt Hit 1 1

Let the predicted probability be de�ned as pt (! , ! 0) = Pr(ỹt = 1) = [1+ exp(� ŷt (! , ! 0)]� 1

13



then we de�ne hit rate loss is given by

L HR(p̂t (! , ! 0), ỹt ) = �
”
ỹt log(p̂t (! , ! 0)) + (1 � ỹt )log(1 � p̂t (! , ! 0))

—
(2.3)

which is the negative log-likelihood for the Bernoulli distribution. Section 2.2.2 introduces

a weighted logistic regression model with parameter constraints to minimize the loss of hit

rate.

Although maximizing the hit rate can be thought of as a classi�cation problem, a binary

target variable cannot be constructed for win rate loss since it depends on our prediction

ŷt (! , ! 0). Thus, we opt for a different approach. Let us de�ne the relative bias as

Rt (! , ! 0) =
yt � ŷt (! , ! 0)

yt � ŷt (�! )
=

et (! , ! 0)

et (�! )

thus the win rate is de�ned as Pr(jRt (! , ! 0)j < 1). This de�nition aligns with the win rate,

where a win is when the optimally weighted combination is closer to the actual than the

equally weighted combination. To maximize win rate (i.e., the total number of wins), let

win rate loss be de�ned as

L WR(ŷt (! , ! 0), yt ) = I (jRt (! , ! 0)j > 1) = I (jRt (! , ! 0)j � 1 > 0). (2.4)

In terms of relative bias, Pr(Rt (! , ! 0) < 1) is another way to express the hit rate; however,

we proceed with the de�nition in (2.3). As de�ned above, win rate loss is a discontinuous

function of ! and ! 0. Hence, it cannot be used directly from an optimization point of view

to minimize the loss function. In Section 2.2.2, we provide a framework to approximate this

discontinuous loss function by utilizing smooth functions that enable the estimation of !

and ! 0 for optimal forecast combinations.

2.2.2 Estimation Methods

Let At denote the actual observed value of the forecast at time t and Ft , j be the forecast

value made by the j -th analyst before time t . The actual and forecast values are positive for

this application, so logarithmic values are used. Let yt = log(At ) and x t , j = log(Ft , j ), for t =

1,2, . . . ,L and j = 1,2, . . . ,m . The goal is to linearly combine the log forecast values (the x t , j 's)

to predict the log actual value (the yt 's) by using ŷt (! , ! 0) = ! 0 + ! 0x t . Notice that, on the

original scale, this amounts to using a geometric mean based combined forecast Ât (! , ! 0) =

expf ŷt (! , ! 0)g = expf ! 0g
Q m

j =1 F
! j

t , j , where ! 0 2 R, ! j � 0, 8 j � 1 and
P m

j =1 ! j = 1, i.e.,
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! 2 S m .

Logarithmic values are preferred because they help stabilize the variance of the errors,

and the common homoscedasticity assumption can be roughly justi�ed. For example, if the

quarterly revenue of a company increases over time, logarithmic errors capture the relative

error instead of the absolute error because log
�

a
b

�
= log

�
a �c
b �c

�
for any c > 0. This property is

not valid for absolute errors. Another useful property of logarithmic errors is the case of

symmetry where log
�

a
b

�
= � log

�
b
a

�
.

Quadratic Programming for Weighted Squared Error Loss

To obtain the optimal estimates !̂ and ˆ! 0, we �x the discount factor � � 0 to some arbitrary

value and obtain the optimal parameters that minimize the chosen loss function. We repeat

this optimization procedure across a grid of � values. The choice of � can be tricky, and we

provide some practical justi�cations in our numerical illustrations (see Section 3.3). The

objective is to estimate ! 2 S m and ! 0 2 R that minimizes the discounted mean squared

error given by

f (! , ! 0; � ) =
LX

t =1

pt (� ) � L SE(ŷt (! , ! 0), yt )

=
LX

t =1

e � � (L � t )

P L
t =1 e � � (L � t )

� (yt � ŷt (! , ! 0))2

=
LX

t =1

e � � (L � t )

P L
t =1 e � � (L � t )

� (yt � (! 0 +
mX

j =1

! j x t , j ))
2.

(2.5)

Above, (2.5) is a constrained, weighted least squares problem where one constructs a set of

linear inequality and equality constraints. To obtain the optimal weights !̂ = ( ˆ! 1, . . . , ˆ! m )0

and intercept ˆ! 0, we utilize quadratic programming, speci�cally, the function solve.QP
from the R package quadprog (Turlach et al. 2019) to address the general quadratic pro-

gramming problem in the form

min
x 2Rn

1

2
x 0Dx � c0x

s.t. Ax � b.
(2.6)

The objective function from (2.5) can be expressed in quadratic form to align with (2.6). Let

y = ( y1, y2, . . . , yL )0and X is the L� (m +1)matrix whose t -th row consists of (1, x t ,1, x t ,2, . . . ,x t ,m ).
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Let !̃ = (! 0, ! )0be the (m + 1) dimensional vector consisting of the intercept term and the

m -dimensional weight vector parameter to be estimated, and �nally let the matrix for the

exponential discounting W = W (� ) be an L � L diagonal matrix with pt (� ) for t = 1,2, . . . ,L

from (2.1) as its diagonal entries. Thus, the weighted least squares objective function is

min
! 2S m
! 02R

1

2
(y � X !̃ )0W (y � X !̃ ) = min

! 2S m
! 02R

1

2
y 0W y � (y 0W X )!̃ +

1

2
!̃ 0X 0W X !̃

= min
! 2S m
! 02R

1

2
!̃ 0X 0W X !̃ � (X 0W y )0!̃ +

1

2
y 0W y

= min
! 2S m
! 02R

1

2
!̃ 0D !̃ � c0!̃ +

1

2
y 0W y ,

where D = X 0W X , c = X 0W y , and we can drop y 0W y because it does not depend on

the parameters (for a �xed � � 0). Furthermore, the constraints mentioned by ! 2 S m and

! 0 2 R can be expressed asA !̃ � b. The R code available upon request on our GitHub page

provides the formulation of the inequality and equality constraints matrix A and vector b

from (2.6). To ensure numerical convexity and stability of the quadratic term !̃ 0D !̃ , the R

function nearPDfrom the package Matrix (Bates et al. 2024) is used to �nd the nearest

positive de�nite matrix D ensuring that a numerically unique global minimum exists.

After estimating !̂ (� ) = ( ˆ! 1(� ), . . . , ˆ! m (� ))0and intercept ˆ! 0(� ) based on TL = f 1,2, . . . ,Lg

for a given � � 0, the optimally weighted combination forecast for time L + 1 is denoted as

ŷL+1(� ) = ˆ! 0(� ) +
mX

j =1

ˆ! j (� )xL+1,j . (2.7)

Instead of a single combined forecast, we obtain a grid of forecast values ŷL+1(� ) for a chosen

grid of � values. Admittedly, choosing a �nite set of grid values of � can be dif�cult in practice

and computationally demanding if we use a �ner set of grid values. This motivates us to

develop a full Bayesian hierarchical model that avoids choosing a �nite set of grid values

and accounts for extra uncertainty introduced by the discounting factor � .

A Full Hierarchical Bayesian Framework

Clearly, the choice of � requires prior knowledge about the discounting rate of information

over the historical data. Instead of specifying a �xed value of � on a given discrete grid, it is

perhaps better to use a range of continuous values of � 2 (c0,d0) and let the data choose
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the optimum value. We can overcome this limitation by utilizing a full Bayesian inferential

framework. Let a Bayesian forecast combination framework that allows for exponential

discounting for TL = f 1,2, . . . ,Lgbe denoted as

yt � N

 

! 0 +
mX

j =1

x t , j ! j ,
� 2

pt (� )

!

where pt (� ) =
e � � (L � t )

P L
t =1 e � � (L � t )

,

! � Dir (� 1, � 2, . . . ,� m ),

! 0 � N(0,� 2
! 0

),

� � U(c0,d0),

� 2 � InvGamma (a0,b0),

(2.8)

with the goal of predicting the out-of-sample value YL+1 � N(! 0 + ! 0x L+1, � 2). In above,

N(� , � 2)denotes a normal distribution with mean � 2 R and variance � 2 > 0, Dir (� 1, � 2, . . . ,� m )

denotes a Dirichlet distribution with parameters � 1 > 0,� 2 > 0, . . . ,� m > 0, U(c0,d0) de-

notes a uniform distribution with lower bound c0 > 0 and upper bound d0 > c0, and

InvGamma (a0,b0) denotes Inverse Gamma distribution with shape parameter a0 > 0 and

rate parameter b0 > 0. Instead of utilizing hyperparameter tuning across the discounting

factor � , we specify a prior distribution for � to handle the uncertainty of which values to

use.

Presumably, some values of x t , j may be missing for t 's where an analyst j may not

have provided a forecast of a t . We will address the missing data model for the quadratic

and nonlinear programming approaches in 2.3.2. However, this missing data problem

can be more suitably handled within a Bayesian model, allowing for proper imputation of

missing forecasts using the relevant posterior predictive distribution under the assumption

of missing at random. Let

X1,j � N(
 j , �
2
j ), for j = 1, . . . ,m

Xl +1,j jXl , j = xl , j � N(
 j + � j (xl , j � 
 j ), �
2
j ), for l = 1, . . . ,L � 1

� j � U(e0, f0),


 j � N(x̄ j , �
2

 ),

� 2
j � InvGamma (g0,h0),

(2.9)

denote the framework for the AR(1) missing data model where x̄ j denotes the mean across

TL = f 1,2, . . . ,Lgfor analyst j . In (2.9), if one of the m analysts has a missing Xl , j for t = l
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and j 2 f 1,2, . . . ,m g, then its posterior predictive distribution is used to impute the missing

value given the observed ones. As such, the Monte Carlo sampling procedure (described

below) can impute missing data and naturally handle the imputation uncertainty within

the estimation procedure.

We implement (2.8) and (2.9) using rjags , an interface to JAGS(Just Another Gibbs

Sampler) (Plummer et al. 2003) that uses Markov Chain Monte Carlo (MCMC) to obtain

samples from the posterior distribution of the parameters speci�ed in the Bayesian model.

Let � denote the collection of all parameters speci�ed through the models described by

(2.8) and (2.9). After specifying this Bayesian model in rjags , the MCMC provides a desired

total of S (possibly dependent) samples � (1), . . . ,� (S) from the posterior distribution � given

only the fully observed data. The missing values are imputed on the �y using the posterior

predictive distribution of missing values given the observed values. Since the goal is to

predict YL+1, consider the respective posterior predictive distribution (PPD) denoted as

fP P D (YL+1jD ) =

Z

f (YL+1, � jD )d �

=

Z

f (YL+1j� ,D)p (� jD )d �

(2.10)

where f (� j �) denotes a generic conditional density based on the conditioning arguments,

D � ((y1,x 1), . . . ,(yL ,x L ),x L+1) is the observed data, and p (� jD ) is the posterior density

density of � given D. Notice that if some X t , j values are missing, those are imputed using

the posterior predictive distribution of X t , j conditional on the observed data D using the

equation (2.9).

We can bypass the computation of (possibly) high-dimensional integration required to

obtain the PPD in equation (2.10) by using MCMC-based sampling methods (implemented

using rjags ). This allows us to generate a large number of (dependent) approximate

samples from the posterior distribution p (� jD ), and then we reuse these samples to generate

samples from the PPD. Conditional on each of the posterior samples � (s), we generate

Y (s)
L+1 � N(! (s)

0 + ! (s)0x L+1, � (s)2) across all MCMC random samples � (1), . . . ,� (S). Then by (2.10),

it follows that Y (s)
L+1 � fP P D (YL+1jD ). Therefore, if we want to obtain the point estimate

E[YL+1jD ], we can utilize the empirical average of the sampled values Y (s)
L+1's to compute the

predictive estimate

ŷL+1 =
1

S

SX

s=1

Y (s)
L+1.
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More generally, the sampling-based approach approximates the entire posterior predictive

distribution of YL+1 conditional on the observed data D. E.g., by using the empirical quan-

tiles of Y (s)
L+1, we can obtain interval estimates for the future value of YL+1. Additionally, this

approach produces a single combined forecast without creating a grid of � 's as required in

(2.7) from quadratic programming. Moreover, the posterior distribution of � conditional

on the observed data D quanti�es the uncertainty of � . These are additional bene�ts of

using full hierarchical Bayesian models and an associated MCMC sampling procedure that

are not accessible for other classical methods described above.

Nonlinear Programming

The quadratic programming and Bayesian approaches do not directly optimize hit rate loss

and win rate loss. However, the reliability of MSE in forecast combinations justi�es why

they could still be effective. This section estimates the parameters that directly maximize

hit and win rates, equivalent to minimizing hit and win rate loss.

The problem that arises when maximizing the win rate is how to handle win rate loss

de�ned in (2.4) because of the discontinuity of the indicator functions. Naturally, we cannot

use gradient-based methods to minimize the expected loss function. Thus, we can approxi-

mate the 0-1 type loss function by using a continuous and differentiable function, known as

a surrogate loss function. As the indicator function only takes values 0 and 1, any cumulative

distribution function (CDF) can approximate such 0-1 loss functions. The CDF is de�ned

as F (zt ; z0, 
 ) where zt is where the CDF is evaluated at, z0 is the location parameter, and 


is the scale parameter. It is ideal to choose one that has an effective support that matches

the range of values of the variable inside the indicator function. An effective support is the

practical choice of the smallest interval (a ,b ] such that for a given CDF F (�), and a small

tolerance � , it satis�es F (b ) � F (a ) = P(a < X � b ) � 1 � � . Let Z be the random variable

inside the indicator functions. Then, our goal is to determine the largest lower bound zmin

and the smallest upper bound zma x that satis�es

F (zmax) � F (zmin ) = P(zmin < Z � zmax) � 1 � � .

In our case, Z = jR(! , ! 0)j � 1 for win rate loss. One challenge is how to pick zmin and zmax

because Z depends on the unknown parameters ! and ! 0; however, any optimally weighted

forecast with an intercept of zero is inclusively between the minimum and maximum of all
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analysts forecasts, expressed mathematically as

min (x t ) � ! 0x t � max(x t ), 8! 2 S m .

Therefore, it makes sense to empirically calculate the possible values of the relative bias

Rt (! , ! 0) = yt � ŷt (! ,! 0)
yt � ŷt (�! ) = et (! ,! 0)

et (�! ) across time-periods t = 1, . . . ,L and analysts 1, . . . ,m . Since

there are B = L � m total individual forecasts, z1, . . . ,zB can be computed by plugging in the

following into Rt (! , ! 0): (i) ŷt (! , ! 0) with x t , j and corresponding yt , and (ii) ŷt (�! ). Then the

empirical bounds zmin and zmax are computed by taking the minimum and maximum across

z1, . . . ,zB . After setting � and computing the empirical bounds zmin and zmax, the next step

is to estimate the scale parameter 
 . However, for the Cauchy and Logistic CDFs considered,

the scale parameter cannot be solved algebraically; we can use numerical approximation.

The R function uniroot can numerically approximate 
 for the given equation

F (zmax; z0, 
 ) � F (zmin ; z0, 
 ) � (1 � � ) � 0.

The location parameter z0 is set to zero because this is where the “activation” happens (i.e.,

the threshold that causes the indicator function function to take the value one).

We de�ne the generalized objective function to minimize discounted win rate loss as

f (! , ! 0; � ) =
LX

t =1

pt (� ) � F (zt ; z0, 
̂ )

where F (zt ; z0, 
̂ ) is a smooth approximation of the indicator function. Since F (zt ; z0, 
̂ )

is a nonlinear function, we utilize nonlinear programming to obtain the optimal weights

!̂ = ( ˆ! 1, . . . , ˆ! m )0and intercept ˆ! 0. The function nloptr within the R package nloptr is

utilized with the general nonlinear programming problem de�ned as

min x 2Rn f (x )

s.t.

g (x ) � 0

h (x ) = 0

x L � x � x U

where f (�) is the objective function, x is a vector of n parameters, g(�) and h (�) represent the

inequality and equality constraints respectively, and x L and x U are the bound constraints

(Ypma et al. 2024). We use the Cauchy CDF over the Logistic CDF because it is a closer
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approximation to the indicator function, as shown in Figure 2.1. The gradient-free COBYLA

algorithm (Powell 1994) is utilized since there are still sharp transitions in the objective

function (i.e., steep gradients).

Figure 2.1: Plots of the Cauchy and Logistic CDFs using the estimated scale parameter
from uniroot . This example used a lower bound of -2, upper bound of 5, and � = 0.005.

Given zt (! , ! 0) = jRt (! , ! 0)j � 1, we minimize win rate loss by using the de�ned nonlin-

ear programming problem (with Cauchy CDF)

min
! 2S m
! 02R

LX

t =1

‚
e � � (L � t )

P L
t =1 e � � (L � t )

Œ

�
•

1

�
arctan

•
zt (! , ! 0) � z0


̂

‹
+

1

2

‹

and the initial values parameter x0 for nloptr is set to ! = 1
m 1m and ! 0 = 0. Lastly, the

out-of-sample forecast ŷL+1 is calculated by plugging in x L+1, !̂ , and ˆ! 0 as in (2.7).

In order to minimize hit rate loss, all that needs to change is the loss function. We again

utilize the gradient-free COBYLA algorithm with nloptr along with the same constraints

and initial guess. We de�ne the objective function to minimize discounted hit rate loss as

min
! 2S m
! 02R

LX

t =1

e � � (L � t )

P L
t =1 e � � (L � t )

� �
”
ỹt log(p̂t (! , ! 0)) + (1 � ỹt )log(1 � p̂t (! , ! 0))

—
(2.11)
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where ỹt is the binary indicator from (2.2) and p̂t (! , ! 0) = 1
1+exp(� �̂ t (! ,! 0)) 2 (0,1) is the pre-

dicted probability with �̂ t (! , ! 0) = ! 0 + ! 0x t as the log-odds. Lastly, the out-of-sample

predicted probability is de�ned as

p̂L+1(� ) =
1

1+ exp(� �̂ t (� ))

with out-of-sample log-odds de�ned as

�̂ L+1(� ) = ˆ! 0(� ) +
mX

j =1

ˆ! j (� )xL+1,j .

2.2.3 Predictive Criteria for Performance Evaluation

In Section 3.3, we use a real-world dataset to evaluate the out-of-sample performance

for the three models: (i) quadratic programming method from Section 2.2.2; (ii) Bayesian

model from Section 2.2.2; and (iii) nonlinear programming from Section 2.2.2 to optimize

hit rate or win rate. For the classi�cation problem that maximizes hit rate in (2.11), we

de�ne the out-of-sample hit rate for fold f in the rolling-window cross-validation as

ĤR =
1

F

FX

f =1

I
�
ỹf = I

�
p̂ f (! , ! 0) > 0.5

��

however, the other three approaches (i.e., quadratic programming, Bayesian, and nonlinear

programming for win rate) use the relative bias as they are not classi�cation problems. The

out-of-sample relative bias for fold f in the rolling-window cross-validation is de�ned as

R̂f (! , ! 0) =
yf � ŷf (! , ! 0)

yf � ŷf (�! )
=

ef (! , ! 0)

ef (�! )
. (2.12)

Moreover, we need to calculate (2.12) as it is an input inside both the hit and win rate. Then,

we denote the out-of-sample hit rate as

ĤR =
1

F

FX

f =1

I
�
R̂f (! , ! 0) � 1 < 0

�
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for folds f = 1, . . . ,F . The second criterion utilized is the out-of-sample win rate expressed

as

ŴR=
1

F

FX

f =1

I
� �
�R̂f (! , ! 0)

�
� � 1 < 0

�
.

Section 3.3 aims to evaluate the three models' out-of-sample performance using hit rate

and win rate.

2.3 Empirical Results

2.3.1 Data

The revenue data collected come from the Institutional Brokers' Estimate System (I / B/ E/ S)

within the Wharton Research Data Services (WRDS). The sample includes the top 25 compa-

nies, by market capitalization, in the technology sector from Yahoo Finance (nd) (at the time

of the research). However, we omit two companies since their history length is less than the

nine years of data requirement. In theory, these large companies should be a challenging

subset to forecast because Ball and Ghysels (2017) note that their earnings “forecasts are

more accurate and have forecast errors that are smaller than analysts' when . . . the �rm size

is smaller”. For each company, the dataset includes the ground truth quarterly revenues

from 2015 through 2023 and all of the respective one-quarter-ahead analyst forecasts. Since

some analysts may update their original forecast or publish a new one as new information

becomes available within each quarter, only an analyst's most recent forecast is considered

(i.e., the forecast closest to the actual release date).

2.3.2 Out-of-sample Predictive Analysis

In the previous section, we used only a single fold within the rolling window cross-validation

for simplicity. However, our study uses nine years of quarterly data (i.e., 36 total quarters)

for robustness. The rolling window cross-validation has T � L = 36 � 12 = 24 folds (i.e.,

F = 24) and a horizon of one (i.e., H = 1), resulting in one out-of-sample prediction per

fold. We choose the window size L = 12 as Timmermann (2006) mentions that “the rolling

window combinations generally do best for the longest windows, i.e., � = 9 or � = 12”. In

addition, for the quadratic and nonlinear programming methods, the hyperparameter

� (i.e., the discount factor) is tuned across the grid � = f 0,0.25,0.50,0.75,1g, depicted in

Table 2.2. Given T , L, F , and H , we denote the training subsets D t asD12, . . . ,D35 and for
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Table 2.2: Exponential discounting (i.e., pt (� ) rounded to �ve decimal places from (2.1))
across the grid � = f 0,0.25,0.50,0.75,1gfor L = 12.

t � = 0 � = 0.25 � = 0.5 � = 0.75 � = 1
1 0.08333 0.01488 0.00161 0.00014 0.00001
2 0.08333 0.01911 0.00266 0.00029 0.00003
3 0.08333 0.02454 0.00438 0.00062 0.00008
4 0.08333 0.03150 0.00722 0.00131 0.00021
5 0.08333 0.04045 0.01191 0.00277 0.00058
6 0.08333 0.05194 0.01964 0.00586 0.00157
7 0.08333 0.06670 0.03238 0.01241 0.00426
8 0.08333 0.08564 0.05338 0.02627 0.01158
9 0.08333 0.10996 0.08801 0.05562 0.03147

10 0.08333 0.14119 0.14511 0.11775 0.08555
11 0.08333 0.18130 0.23924 0.24927 0.23255
12 0.08333 0.23279 0.39445 0.52770 0.63212

each training subset, the goal is to predict the yt +1 value given the analyst forecasts x t +1

that are available before yt +1 is released.

For each training set D t within the rolling window cross-validation, our study considers

an analyst if they meet the two requirements: (i) made a prediction for yt +1 (i.e., have a

present forecast in x t +1), and (ii) made forecasts in at least 90% of all quarters in D t . The

�rst requirement guarantees we produce a valid ŷt +1 since a corresponding analyst forecast

at time t + 1 must exist after estimating each weight ˆ! j . Both requirements also ensure

that we exclude analysts with minimal forecasting histories—whether they have stopped

forecasting entirely (e.g., due to a job change, retirement, or a shift in company coverage)

or have only recently started such that there is insuf�cient data to estimate their weights

reliably. Furthermore, this aligns with the fact that “statistical guidance articles have stated

that bias is likely in analyses with more than 10% missingness” (Madley-Dowd et al. 2019)

and selecting analysts with a longer forecasting history sides with Mikhail et al. (1997)

who claim that individual analyst experience increases forecast accuracy (Bradshaw 2011).

Any remaining imputation applies only to the occasional missing forecasts from active

analysts. However, our study considers all analysts when computing the equally weighted

combination, and once again, only an analyst's most recent quarterly forecast is utilized.

For the quadratic and nonlinear programming methods, the missing values within each D t

are imputed using the row mean, which is the mean across all analysts 1, . . . ,m for a given

quarter.
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For the Bayesian model, our study speci�ed the missing data model in (2.9). Let the

prior distributions for the parameters described in (2.8) and (2.9) be

! � Dir (1,1, . . . ,1),

! 0 � N(0,1000),

� � U(0,1),

� 2 � InvGamma (0.1,0.1),

� j � U(� 1,1),


 j � N(x̄ j ,100),

� 2
j � InvGamma (0.1,0.1),

for j 2 f 1,2, . . . ,m g. Setting � 1 = � 2 = . . . = � m = 1 for the parameter of weights ! indicates

that all weights ! 1, ! 2, . . . ,! m are equally likely as a Dir (1,1, . . . ,1)distribution is the uniform

distribution supported on the simplex Sm . Furthermore, the large variances in the normal

distribution and the small shape and rate parameters in the Inverse Gamma distribution

are relatively uninformative priors (as the large prior variances lead to essentially uniform

priors). Lastly, the Uniform prior implicitly signals equal values across the range of the

discount factor � . We used standard diagnostics to check for empirical convergence of the

MCMC samples using the codapackage in R, and such diagnostics indicate no speci�c

issues with numerical convergence. Our Bayesian models used two chains, each with a

burn-in of 10,000 samples followed by 20,000 samples, leading to a total of 40,000 MCMC

samples generated from the posterior distribution of the parameters.

We utilized two naive forecasting methods for benchmarking our models' performance.

In chapter 3.1, Hyndman (2018) mentions that the average method (i.e., the equally weighted

consensus in our case) can serve as a benchmark model in forecasting. However, the win

rate essentially has a built-in comparison to the equally weighted consensus, and bench-

marking the hit rate against the equally weighted consensus does not make sense as the

goal is to forecast whether the actual yt will be greater than or less than this quantity. This

motivates us to consider two other benchmarking models from Hyndman (2018); the naive

method denoted as ŷt +1 = yt and the seasonal naive method for quarterly data denoted

as ŷt +1 = yt � 3. Hyndman (2018) writes that these two naive models could be the best fore-

casting model available. However, they will most likely serve as benchmarks. In addition,

if a new method cannot beat these benchmarks, they are not worth exploring. Thus, we

will use these two simple models to benchmark our quadratic programming, nonlinear
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programming, and Bayesian methods and present hit and win rates.

Table 2.3 displays the hit rates across the quadratic programming, nonlinear program-

ming, and Bayesian models. First, the quadratic programming model achieved a 79.7%

hit rate averaging over the �ve hyperparameter choices. Next, again averaging over hyper-

parameters, the nonlinear programming approach recorded a hit rate of 79.2%. Although

the nonlinear programming method is the only approach that directly minimizes hit rate

loss, the 82.4% mean hit rate from the Bayesian model achieved the best performance;

however, the nonlinear programming approach with no exponential discounting (i.e., � = 0)

had the best results with a hit rate of 83.2%. The Bayesian model could have performed

the best due to its ability to handle the parameter uncertainty of the discounting factor

� more effectively than the quadratic and nonlinear programming approaches. All three

approaches exceeded the naive and seasonal naive methods that posted hit rates of 39.7%

and 28.1%, respectively.

Our literature review found no prior forecast combinations research on maximizing

hit rate in earnings and revenue forecasting except for the revenue nowcasting company

AKAnomics, which reports that their average hit rate is 66% using a collection of macro,

industry, and company data (Agrawal et al. 2023). In addition, they mention that Wall

Street sell-side research does not do better than a 50% hit rate (Agrawal et al. 2023). Our

average hit rates of 79.7%, 79.2%, and 82.4% across a robust test set of 23 companies and 24

quarters outperformed AKAnomics's 66% hit rate. It is dif�cult to answer why our methods

outperformed AKAnomics because their modeling approach is inaccessible to the public.

Win rate is the second metric used to validate our out-of-sample performance. Table 2.4

illustrates the win rates across all three models. We average over the hyperparameter uncer-

tainty to obtain a win rate of 61.2% and 68.7% for the quadratic and nonlinear programming

approach, respectively. In addition, the Bayesian approach recorded an average win rate

of 62.7%. The best-case scenario across all models and hyperparameters is the nonlinear

programming approach with a mean win rate of 71.9% when no exponential discounting is

used (i.e., � = 0). The nonlinear programming approach most likely performs the best in

maximizing win rate because it is the only approach that directly minimizes win rate loss.

Lastly, all three methods surpass the naive and seasonal naive methods that posted win

rates of 17.0% and 6.7%, respectively.

Fleder and Shah (2019) utilized a classical linear systems model to forecast quarterly

revenue from a sample of 34 companies from 2015 to 2019. Instead of using analyst esti-

mates, this approach used an alternative dataset, speci�cally a credit card transactions

dataset from Second Measure Inc. Their model achieved a win rate of 57.2% across 306
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out-of-sample predictions, while our three approaches achieved win rates of 61.2%, 68.7%,

and 62.7% across 552 out-of-sample predictions per model. Lastly, one limitation from

Fleder and Shah (2019) is that their study did not occur during a period of market stress,

such as the COVID-19 pandemic.

Since both the hit rate and win rate depend on the consensus, directly utilizing individ-

ual analyst forecasts could be why our model outperformed prior work. It is unknown if

AKAnomics's utilized analyst forecasts; however, Fleder and Shah (2019) only used alterna-

tive data, speci�cally a credit card transactions dataset. A direct comparison of our work

against AKAnomics and Fleder and Shah (2019) is dif�cult because they did not disclose

the companies that compose their average hit and win rates, respectively.

Although comparing our methods against these two sources is dif�cult, Table 2.5 gives

an example of how the estimated weights !̂ and ˆ! 0 across each of our models vary for the

ticker CSCO in the 24th fold of the rolling window cross-validation. Our previous results

show that both nonlinear programming methods and the Bayesian model produced weights

close to equal allocation of the weights. However, the quadratic programming approach

usually had a couple of weights dominate with the rest zero. These likely illustrate why

quadratic programming did not outperform the other methods by choosing forecast values

from a small subset of analysts.

One possible drawback of our study is that we evaluated our out-of-sample performance

against 23 large (by market capitalization) technology companies. This approach is similar

to 34 companies from Fleder and Shah (2019) who also focused on a single sector, but shy of

AKAnomic's 120 companies tracked (Agrawal et al. 2023). In addition, we derive our results

based on quadratic and nonlinear programming (which use several values of � on a grid)

from a research setting as, in practice, we would need to release our prediction based on a

speci�c value of � . In contrast, AKAnomics's and our Bayesian method (which estimates �

based on the training data) likely re�ect real-life performance. We have not yet determined

the performance across different-sized companies and other sectors. However, in theory,

larger �rms such as the ones utilized in our study should be more dif�cult to forecast than

smaller �rms since it aligns with the claim from Ball and Ghysels (2017) that their earnings

forecasts are more accurate when �rm size is smaller. Furthermore, they should be more

dif�cult to forecast due to the following characteristics of larger �rms: (i) less volatility, (ii)

more analyst coverage, and (iii) more publicly available information.

Aside from hit and win rates, one of the major takeaways from our research is the weak

evidence of using exponential discounting in revenue forecasting. Table 2.6 displays the

average posterior mean, median, and standard deviation for � across all 24 folds for each
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ticker. Although the table presents a mean of 0.10 across all tickers, the posterior densities

of � are highly skewed right, and the mode is approximately zero, indicating that setting

� = 0 would possibly provide the best forecasts for hit and win rates. Figure 2.2 illustrates an

example posterior histogram plot of � (based on MCMC samples) from a particular fold for

the ticker NVDA with an overlaid uniform prior with a lower bound of zero and an upper

bound of one. These results indicate weak evidence for exponential discounting for the

Bayesian approach that aligns with the strong performances of small discounting factors

for the quadratic and nonlinear programming approaches. One may suggest increasing the

window size; however, increasing the long window size of 12 indicated by Timmermann

(2006) comes with a trade-off; as the window size increases, more data becomes available,

but the number of forecasters ultimately decreases because the amount of missing data per

forecaster increases. Nonetheless, our proposed Bayesian method provides a data-driven

estimation of the discounting parameter � , which could bene�t other markets and tickers.

Figure 2.2: Histogram of the 40,000 posterior samples of the discount factor � overlaid
with 40,000 random samples from a U(0,1) (i.e., the prior distribution). This example is for
the ticker NVDA in the 24th fold of the rolling window cross-validation.
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Table 2.6: Average posterior mean, median, and standard deviation (rounded to four
decimal places) for the discount factor � across all 24 folds for each ticker.

Ticker Posterior mean Posterior median Posterior standard deviation
AAPL 0.0985 0.0823 0.0761
MSFT 0.0983 0.0821 0.0760
NVDA 0.0984 0.0821 0.0762
AVGO 0.0982 0.0820 0.0760
ORCL 0.0982 0.0819 0.0758
CRM 0.0983 0.0819 0.0760
AMD 0.0985 0.0822 0.0760
ACN 0.0984 0.0821 0.0761
ADBE 0.0984 0.0821 0.0759
CSCO 0.0984 0.0821 0.0759
IBM 0.0983 0.0819 0.0760
QCOM 0.0983 0.0820 0.0759
TXN 0.0982 0.0821 0.0758
NOW 0.0985 0.0822 0.0762
INTU 0.0985 0.0823 0.0762
AMAT 0.0982 0.0820 0.0759
ANET 0.0984 0.0821 0.0761
ADP 0.0983 0.0821 0.0759
MU 0.0984 0.0823 0.0758
ADI 0.0986 0.0823 0.0761
PANW 0.0984 0.0822 0.0760
KLAC 0.0985 0.0823 0.0761
INTC 0.0984 0.0821 0.0761

2.4 Discussion

Our paper aims to address two key gaps in forecast combinations literature: (i) exponen-

tially discounted hit and win rate losses using nonlinear programming to estimate optimal

parameters and (ii) Bayesian imputation approaches using exponentially weighted likeli-

hood methods. We evaluate our models' out-of-sample performance against the real-world

revenue nowcasting company AKAnomics and the research from Fleder and Shah (2019)

at Massachusetts Institute of Technology (MIT). Our quadratic programming, nonlinear

programming, and Bayesian models achieved hit rates of 79.7%, 79.2%, and 82.4% exceed-

ing AKAnomic's 66% hit rate. In addition, our models recorded win rates of 61.2%, 68.7%,

and 62.7% outperforming the 57.2% win rate from Fleder and Shah (2019). We display the

robustness of our results by utilizing a 24-quarter (i.e., six-year) test set through COVID-19,
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a time of market uncertainty.

Further research could include the following: (i) methods to convert minimized loss

function approach to Bayesian likelihood-based models (e.g., using Gibbs distributions),

(ii) including other features and predictors in our models, such as macroeconomic or

alternative data sources, and (iii) utilizing other surrogate loss functions in our nonlinear

programming approach to approximate 0-1 type loss functions. Given that losses are not

necessarily symmetric regarding forecasting, we may also consider other asymmetric loss

functions that account for the asymmetry of forecast errors. Our code (using R software)

will be available on GitHub following the publication of our research.
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CHAPTER

3

BAYESIAN MODAL REGRESSION FOR

FORECAST COMBINATIONS

3.1 Introduction

In the literature on forecast combinations, Timmermann (2006) and Lin et al. (2022) note

that squared error loss is the most widely used loss function. Minimizing squared error

loss, or more generally, mean squared error (MSE), is equivalent to minimizing the nega-

tive log-likelihood with a normality assumption for the error distribution. However, this

assumption of normality for errors is not always supported in �nancial applications (Tsay

2005, p. 14), which is not surprising since �nancial data typically exhibit both asymmetry

and fat tails; see Fama (1965), Boothe and Glassman (1987), Peiro (1999), and Campisi

et al. (2023). When the normality assumption is violated, even after transformations such

as the logarithmic transformation, an asymmetric error distribution may help to capture

the asymmetry. Elliott and Timmermann (2004) note several asymmetric loss functions

that are useful in forecast combinations: (i) lin-lin, (ii) asymmetric quadratic, and (iii)

linex. Furthermore, Elliott and Timmermann (2004) support the idea that, with respect to
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MSE, the equally weighted combination may lead to better performance than the optimally

weighted combination; however, they overturn these results with asymmetric loss functions

for skewed error distributions.

In order to �nd the optimally weighted combination with an asymmetric loss function,

one could use direct optimization. However, this approach lacks measures of uncertainty.

To overcome this limitation, consider a Bayesian hierarchical framework. This framework

does not easily support setting a loss function as an optimization problem; thus, one must

�nd an equivalent distribution for the errors. We connect the lin-lin, asymmetric quadratic,

and linex loss functions to the asymmetric Laplace, asymmetric normal (a reparameterized

split / two-piece normal distribution) and the reverse Gumbel distribution, respectively.

Consequently, we show how these three error distributions relate to the quantile, expectile,

and extreme value regressions. For each pair of the loss function and error distribution

described above, we show that by �xing the value of the asymmetry parameter, minimizing

the negative log-likelihood with respect to the location parameter is equivalent to minimiz-

ing the corresponding loss function. We present the derivations of these equivalences in

Section 3.2.

It is well-known that minimizing mean absolute error (MAE) is equivalent to minimizing

the negative log-likelihood under the assumption that the error distribution follows a

Laplace distribution. The asymmetric Laplace distribution is an extension of the Laplace

that can capture asymmetry. Since the asymmetric Laplace distribution can handle fat tails

and asymmetry, Kozubowski and Podgórski (2001) note that it applies to �nancial data

(e.g., currency exchange rates). Next, Wallis (2014) mentions that the �nancial industry has

utilized the split / two-piece normal (the asymmetric normal in our case) since the 1990s.

Speci�cally, the Bank of England used this distribution to release probabilistic forecasts

of future in�ation through its fan chart. Lastly, the reverse Gumbel distribution is not as

well known as the Gumbel distribution. Both Gumbel distributions are advantageous in

forecasting extreme events. Purohit and Lalit (2022) suggest that the Gumbel distribution

is advantageous in option pricing. Liu et al. (2024b) extended the Gumbel distribution by

introducing the �exible Gumbel to handle both the maxima (Gumbel) and minima (reverse

Gumbel) cases. As shown in Section 3.2, regression assuming that the error distribution

follows an asymmetric Laplace, asymmetric normal, or reverse Gumbel is essentially a

quantile, expectile, or extreme value regression, respectively. However, this result is only

valid for a �xed value of the asymmetry parameter.

What happens if we do not �x a value of the asymmetry parameter? By treating this

parameter as a random variable (r.v.) in our Bayesian hierarchical framework and placing a
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prior distribution on it, the problems of quantile, expectile, and extreme value regression

translate to modal regression since the interest is now to forecast the conditional mode of

the response Y conditioned on X . This result is because these distributions all have their

location parameter as the mode.

Figure 3.1: Comparison of the mode, median, and mean for the asymmetric Laplace
distribution density plot with � = 0, � = 1, and � = 0.2. See (3.5) for the pdf de�nition.

Our interest lies in modeling central tendency. Thus, we present why modal regression is

advantageous over mean and median regression; see Jing and Cho (2025) as an example of

modal regression outperforming both mean and median regression for COVID-19 data. For

a simple illustration, consider Figure 3.1 that displays how the mode, median, and mean

differ across an asymmetric distribution, speci�cally the asymmetric Laplace distribution.

Notice that the mode remains at the peak of the distribution—its highest density—making

it more robust than the mean or median when the distribution is asymmetric. Another

interesting takeaway is that the likelihood of the mode is approximately 0.15; meanwhile,

the median is approximately 0.10, and the mean is approximately 0.075. This result indicates

that the mode is approximately two times as likely as the mean and about one and a half

times as likely as the median. Liu et al. (2024a) mention three bene�ts of modal regression

over mean and median regression: (i) more robust to outliers, (ii) narrower prediction

intervals, and (iii) better interpretability. Result (i) is bene�cial in �nancial forecasting

36



as outliers are common. For example, consider forecasting quarterly revenue—outliers

could include revenues during COVID-19 or other periods of market uncertainty that

present large deviations or asymmetry in the error distributions. Removing these outliers

would be subjective and risks discarding valuable information. Next, modal regression

exhibits narrower predictive intervals than mean and median regression when the error

distribution is unimodal and skewed; see Yao and Li (2014) and Xiang and Yao (2022). Lastly,

the interpretability of modal regression may be ideal over mean or median regression since

we can predict the most likely or most probable value instead of the mean or median value.

To summarize, the conditional mode, as opposed to the mean or median, provides

several advantages:

• Robustness to skewed and heavy-tailed distributions: In �nancial forecasting, error

distributions frequently deviate from normality, exhibiting skewness and excess kur-

tosis. The conditional mean can be unduly in�uenced by extreme values, leading to

biased predictions, while the median only accounts for central tendency without fully

capturing the dominant forecast. The mode, in contrast, identi�es the most probable

outcome, making it more robust in such settings.

• Optimal decision-making in asymmetric loss contexts: In �nancial applications,

decision-makers often operate under asymmetric loss functions, where overestima-

tion and underestimation carry different penalties. Since the mode represents the

most frequently occurring outcome, it aligns with practical forecasting goals in situa-

tions where researchers must minimize extreme asymmetrical deviations from the

typical forecast.

• Enhanced predictive accuracy for forecast combinations: Analyst forecasts often

exhibit systematic biases, and their errors follow an asymmetrical distribution. The

proposed approach targets the most likely revenue surprise outcome by focusing on

the conditional mode rather than the mean or median, improving classi�cation-based

forecasting metrics such as the hit and win rates.

To the best of our knowledge, this is the �rst paper on modal regression (Bayesian or

frequentist) in forecast combinations. Thus, our main novelty is that we present this origi-

nal Bayesian hierarchical framework for modal regression that accounts for time-varying

parameters through rolling windows, exponential discounting through power likelihoods,

and parameter constraints. The rest of the paper is structured as follows. In Section 3.2.1,

we �rst present the de�nitions of the three loss functions from above, and then we derive
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their equivalent error distribution in Section 3.2.2. Next, Section 3.3 composes our Bayesian

modal regression models by specifying these error distributions. We apply our models in

Section 3.4, where we display Monte Carlo simulation results for using these error distribu-

tions for forecast combinations. Section 3.5 uses these Bayesian modal regression models

on a real-life revenue forecasting dataset and compares the results against Bayesian mean

regression from Chapter 2. Lastly, Section 3.6 presents our concluding remarks.

3.2 Error Distributions for Asymmetric Losses

3.2.1 Asymmetric Loss Functions

Let � denote a generic error variable, which can result by �tting the regression model. For

example, if we are predicting y using a regression function h (x , � ), then � = y � h (x , � )

denotes the error of the regression model. Even though we assume that E(� jx ) = 0, the

conditional distribution of � given x may not be symmetric around zero. This result leads

to asymmetric errors within a regression model. Timmermann (2006) notes that a common

way to express an asymmetric loss function is with a threshold, � , where forecast errors

above this threshold are penalized differently otherwise. Consider the general form with

error � as

L (� ) =

8
<

:

L 1(� ), if � � � ,

L 2(� ), if � < � ,

where L 1(� ) = L 2(� ) ensures that the loss function is continuous. This result motivates the

de�nition of the lin-lin (i.e., pinball) loss function

L � (� ) =

8
<

:

� j� j, if � � 0,

(1 � � )j� j, if � < 0,
(3.1)

where � 2 (0,1) is an asymmetry parameter (e.g., the � th quantile) (Koenker and Bassett Jr

1978). Another representation of lin-lin loss is L � (� ) = (� � I (� < 0))� where I (�) is the indicator

function. Notice that � = 0.5 denotes equal penalization and leads to the symmetric loss

function that depends only on j� j. However, different choices of � penalize � differently

based on where it lies compared to the threshold zero. In addition to the lin-lin loss function,
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the de�nition of the asymmetric quadratic loss function is

L � (� ) =

8
<

:

�� 2, if � � 0,

(1 � � )� 2, if � < 0,
(3.2)

where � 2 (0,1) is an asymmetry parameter. It can be expressed as L � (� ) = j� � I (� < 0)j� 2 in

indicator function form. Lastly, the de�nition of the linex loss is

L � (� ) = exp(�� ) � �� � 1. (3.3)

where � > 0 is the asymmetry parameter. Figure 3.2 depicts how the lin-lin, asymmetric

quadratic, and linex loss functions behave under varying degrees of asymmetry.

Figure 3.2: Comparison of the lin-lin, asymmetric quadratic, and linex loss functions for
� 2 f 0.25,0.5,0.75g.
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3.2.2 Derivations of Equivalent Error Distributions

Let yt denote the true variable to predict and x t denote a m-dimensional vector containing

predictions for m total forecasters before time t . We de�ne a forecast combination with

parameters � = (! 0, ! ) where ! = (! 1, . . . ,! m )02 S m = f ! � 0 : ! 01m = 1g(i.e., non-negative

weights that sum to one) and ! 0 2 R is the intercept. Thus, an optimally weighted forecast

combination is de�ned as ŷt (� ) = ! 0 + ! 0x t with forecast errors et (� ) = yt � ŷt (� ).

For a one-step-ahead forecasting horizon (e.g., forecasting the next quarter in revenue

forecasting), we de�ne the following rolling window cross-validation procedure for folds

f = 1, . . . ,F and window size L:

1. De�ne the training dataset D f = f (yt ,x t )gL
t =1 for time t = 1, . . . ,L that contains the

ground truth values and the respective analyst forecasts.

2. Use model M with data D f to estimate the parameters � (f ) = (! (f )
0 , ! (f )).

3. Produce ŷ (f )
L+1 = ˆ! (f )

0 + ( !̂ (f ))0x (f )
L+1 that is the single out-of-sample optimally weighted

forecast for fold f .

We repeat this procedure across folds 1, . . . ,F resulting in the parameter estimates !̂ and

ˆ! 0 to change as the training subsets D f vary, which is known as time-varying parameter

combinations. For simplicity, we present the rest of this section with a single fold in the

rolling window cross-validation and using n as window size L.

Consider performing inference on this collection of parameters � by minimizing some

loss function denoted as L (et (� )). A traditional approach to this problem is to minimize

the empirical risk function via optimization, denoted as

R(� ) =
1

n

nX

t =1

L (et (� ))

that leads to the solution �̂ 2 argmin � R(� ). We posit a probabilistic model to overcome the

quanti�cation of uncertainty (i.e., measures of uncertainty are dif�cult to attain) limitation;

a Bayesian inferential approach would help �x the lack of uncertainty. To make the connec-

tion between the empirical risk function and likelihood function, typically one assumes the

negative log-likelihood as the loss function denoted as � log L(� ) =
P n

t =1 L (et (� )) where

L(� ) is the likelihood function determined by the error distribution. This is equivalent to

f (Dj� ) / exp[�
P n

t =1 L (et (� ))] = exp(� nR(� )) where f (Dj� ) is the sampling distribution of
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the data given � due to the Gibbs posterior formalization; see Martin and Syring (2022) for

more details on Gibbs posteriors. The posterior distribution p (� jD ) is then de�ned as

p (� jD ) =
f (Dj� )� (� )

R
f (Dj� )� (� )d �

/ f (Dj� )� (� ) / L(� )� (� )

where
R

f (Dj� )� (� )d � is the marginal distribution and � (� ) is the prior distribution.

To connect the three asymmetric error distributions with their corresponding loss func-

tions presented in Section 3.1, consider the symmetric case as an example with a normality

error assumption. We assume that Yt jx t � N(! 0+ ! 0x t , � 2) where N(� , � 2) denotes a normal

distribution with mean � 2 R and variance � 2 > 0. The likelihood function is then

L(� ) =
nY

t =1

1
p

2�� 2
exp

�

�
et (� )2

2� 2

�

and taking the negative log-likelihood results in

� ` (� ) =
n

2
log(2� ) + n log(� ) +

1

2� 2

nX

t =1

et (� )2. (3.4)

Thus, minimizing (3.4) with respect to � is equivalent to minimizing the squared error loss

because n
2 log(2�� 2) + 1

2� 2 can be ignored for optimization (conditional on � ). Before we

present the equivalences between the three asymmetric error distributions and their loss

functions, we present the following results for a generic split distribution. We show that

asymmetric Laplace and asymmetric Normal are special cases of this general asymmetric

distribution family.

Lemma 2. Let g(u ) be any symmetric density on R with mode 0, i.e., 0 � g (� u ) = g(u ) � g (0)

for any u � 0 and
R1

�1
g(u )d u = 1. Then, a class of asymmetric densities with asymmetry

parameter � 2 (0,1) and scale parameter � > 0 is given by

f (� ; � , � ) =
2� (1 � � )

�

8
<

:

g
�

(1� � )�
�

�
, if � � 0,

g
�

��
�

�
, if � > 0

Remark 1. Clearly, the mode of the above density is zero for any � 2 (0,1) and � > 0. Notice

that the asymmetric Laplace and the asymmetric normal distributions result from choos-
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ing g(u ) = 1
2 exp(�j u j) and g(u ) = 1p

2�
exp

€
� u 2

2

Š
. However, we will use a slightly different

parametrization for asymmetric normal following the standard notations used in the litera-

ture.

We derive the quantiles by computing the cumulative distribution function F (� ; � , � ) =
R�

�1
f (u ; � , � )d u as

F (� ; � , � ) =

8
<

:

2� G
�

(1� � )�
�

�
, if � � 0,

� + (1 � � )
�
2G

�
��
�

�
� 1

�
, if � > 0

where, G(u ) =
Ru

�1
g(z)d z is the cumulative distribution function for the density g(u ).

Thus, the median of � is �
1� � G � 1( 1

4� ) < 0 when � � 1
2 and the median is �

� G � 1(3� 4�
4� 4� ) > 0 when

� � 1
2 . Notice that the median is zero only if � = 1

2 and it can approach to �1 or 1 as

� ! 1 , making it very sensitive to the scale parameter � > 0. Next, we provide the �rst

three moments of the above density, assuming that g(u ) has the corresponding �nite mo-

ments.

Lemma 3. Let f (� ; � , � ) be the density as de�ned in Lemma 2 of a generic split distribution.

Then, the �rst three moments are given by the following expressions.

1. Assume that c1 =
R1

0
ug (u )d u < 1 . The �rst moment, E(� j� ) is given by

Z 1

�1

� f (� j� )d � =
2c1�

� (1 � � )
(1 � 2� ).

As c1 > 0, unless� = 1
2 , the mean is strictly negative if � > 1

2 and positive if � < 1
2 .

2. Assume that c2 =
R1

0
u 2g(u )d u < 1 . The second moment,E(� 2j� ), is given by

Z 1

�1

� 2 f (� j� )d � = 2c2� 2� (1 � � )
•

1

(1 � � )3
+

1

� 3

˜
=

2c2� 2

� 2(1 � � )2
(� 3 + (1 � � )3).

This result illustrates that the distribution's spread increases as � moves away from 0.5.

3. Assume that c3 =
R1

0
u 3g(u )d u < 1 . The third moment, E(� 3j� ), is given by

Z 1

�1

� 3 f (� j� )d � = 2c3� 3� (1 � � )
•

1

� 4
�

1

(1 � � )4

˜
=

2c3� 3(� 2 + (1 � � )2)

� 3(1 � � )3
(1 � 2� ).
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Asc3 > 0, it follows that distribution is left skewed if � > 1
2 and right skewed if � < 1

2

and symmetric if � = 1
2 .

The proof of the Lemma 3, along with a few additional properties of the generalized

split distributions, are provided in the appendices.

From the above results it is clear that if we try to estimate the � based on the model

yt = ŷt (� ) + � t by regressing yt 's on x t 's using the ordinary least squares method (which

assumesE(� t ) = 0) or by a quantile or expectile method which assumes � -th quantile or

expectile of � t is zero, then such methods will necessarily lead to biased estimates when

the value of � is not known in advance or incorrectly speci�ed. This result justi�es the

need to use modal regression methods which are unaffected by the asymmetry parameter

� 2 (0,1) (and also the scale parameter � > 0). Consequently, that is precisely the reason

for preferring modal regression, which is robust to skewness and heavy tails. Next, we

develop methodologies assuming that the conditional mode of et = yt � ŷ (� ) is zero, but the

distribution may depend on the unknown parameters � and � . Although our methodologies

apply to any symmetric density g(u ) with mode 0, we focus on two distinct parametric

distribution classes motivated by the aforementioned loss functions. In addition, we apply

our modal regression approach to a class of densities that do not necessarily arise from an

underlying symmetric density with mode zero.

Let the probability density function (pdf) for the asymmetric Laplace distribution with

parameters � 2 R as the mode, � > 0 as the scale parameter, and � 2 (0,1) as the asymmetry

parameter be de�ned as

fAL(� ; � , � ) =
� (1 � � )

�

8
<

:

exp
�

(1� � )�
�

�
, if � � 0,

exp
�
� ��

�

�
, if � > 0,

(3.5)

with notation Y � A L (� , � , � ) for r.v. Y . For our forecast combinations model, we assume

that Yt jx t � A L (! 0 + ! 0x t , � , � ) therefore the likelihood function is

L(� ) =
nY

t =1

� (1 � � )

�

8
<

:

exp
�

(1� � )et (� ))
�

�
, if et (� ) � 0,

exp
�
� � et (� ))

�

�
, if et (� ) > 0,

and computing the negative log-likelihood results in

� ` (� ) = � n log
•

� (1 � � )

�

‹
+

1

�

nX

t =1

L � (et (� )) (3.6)
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where L � (et (� )) is lin-lin loss. Thus, for a �xed � 2 (0,1), minimizing (3.6) with respect to �

is equivalent to minimizing lin-lin loss from (3.1). This result is quantile regression since

one �xes asymmetry parameter � .

Next, let the pdf for the asymmetric normal distribution, with the same parameters

de�ned in (3.5), be de�ned as

fAN (� ; � , � ) = C(� )

8
<

:

exp
€
� (1� � )� 2

� 2

Š
, if � � 0,

exp
€
� �� 2

� 2

Š
, if � > 0,

where we de�ne C(� ) =
2
p

� (1� � )

�
p

� (
p

� +
p

1� � )
as a normalizing constant.

Remark 2. Notice that the above parametrization may appear slightly different from the

one in Lemma 2. However, if we replace � above by� 2, (1 � � ) by (1� � )2, and � by
p

2� , then

C(� ) above matches with that de�ned in Lemma 2.

We de�ne the notation for r.v. Y following an asymmetric normal distribution as Y �

A N (� , � , � ). The assumed regression model is then Yt jx t � A N (! 0 + ! 0x t , � , � ) with

likelihood function

L(� ) =
nY

t =1

C(� )

8
<

:

exp
€
� (1� � )et (� )2

� 2

Š
, if et (� ) � 0,

exp
€
� � et (� )2

� 2

Š
, if et (� ) > 0,

and taking the negative log-likelihood results in

� ` (� ) = � n log C(� ) +
1

� 2

nX

t =1

L � (et (� )) (3.7)

where L � (et (� )) is asymmetric quadratic loss from (3.2). Thus, minimizing (3.7) with respect

to � is equivalent to minimizing the asymmetric quadratic loss. This result is known as the

expectile regressionsince one �xes the asymmetry parameter; see Picheny et al. (2022) and

Seipp and Otto-Sobotka (2023) for more details.

Lastly, the pdf for the reverse Gumbel distribution with parameters � 2 R for location

and � > 0 for scale is de�ned as

fRG(� ; � ) =
1

�
exp

•
�

�

‹
exp

•
� exp

•
�

�

‹‹
.

We denote r.v. Y following a reverse Gumbel distribution as Y � RG (� , � ). The posited
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forecast combinations model is then Yt jx t � RG (! 0 + ! 0x t , � ) with likelihood function

L(� ) =
nY

t =1

1

�
exp

•
et (� )

�

‹
exp

•
� exp

•
et (� )

�

‹‹

and its corresponding negative log-likelihood is

� ` (� ) =
nX

t =1

•
log � + exp

•
et (� )

�

‹
�

et (� )

�

‹

= n log � +
nX

t =1

•
exp

•
et (� )

�

‹
�

et (� )

�

‹

= n log � +
nX

t =1

(L � (et (� )) + 1)

= n log � + n +
nX

t =1

L � (et (� )).

(3.8)

Minimizing (3.8) is then equivalent to minimizing the linex loss function L � (et (� )) from (3.3)

with � = 1=� (Atiyah et al. 2020). The scale parameter is often referred to as an asymmetry

parameter since it can be expressed in terms of the asymmetry parameter � from (3.3).

The assumed model with a reverse Gumbel error distribution is known as extreme value

regression.

We illustrated that minimizing the negative log-likelihood of the asymmetric Laplace,

asymmetric normal, and reverse Gumbell distributions with respect to � are equivalent to

minimizing lin-lin, asymmetric quadratic, and linex loss functions. However, this interpre-

tation holds only when the asymmetry parameter � remains �xed or arbitrarily chosen by

the user. Since our interest lies in modeling central tendency, we could �x the asymmetry

parameter over a discrete grid (i.e., hyperparameter tuning).

Instead, we treat the asymmetry parameter � as parameter within a Bayesian hierar-

chical framework. This approach has two advantages: (i) the asymmetry parameter can

take on a continuous range of values, allowing the data to choose the optimal value, and

(ii) it introduces a time-varying parameter aspect to the asymmetry parameter since it

changes over each fold in the rolling window cross-validation, unlike hyperparameter

tuning. Then, quantile, expectile, and extreme value regression are translated into modal

regression since we are modeling the conditional mode of response Y conditioned on x

denoted as M (Y jx ) = ! 0 + ! 0x . Next, we present the modal regression models for the three

asymmetric error distributions.
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3.3 Bayesian Modal Regression

Although we could derive equivalent error distributions for the lin-lin, asymmetric quadratic,

and linex loss functions, performing inference via techniques such as MCMC can still be

challenging. For example, popular Bayesian frameworks such as JAGS(Just Another Gibbs

Sampler) (Plummer et al. 2003) and Stan (Carpenter et al. 2017) do not support the asym-

metric Laplace, asymmetric normal, and reverse Gumbel distributions. We resort to using

Stan over JAGSfor two main reasons: (i) the ability to de�ne custom distributions via

the log pdf and (ii) the simplicity of incorporating exponential discounting into our mod-

els through the power likelihood. However, we include a stochastic representation of the

asymmetric Laplace in JAGS; see Section B.2 of the appendix for more details.

Rather than relying on frequentist optimization methods that minimize asymmetric loss

functions, a Bayesian approach provides a more comprehensive and principled framework

for modeling uncertainty and performing predictive inference. The Bayesian inferential

framework is particularly well-suited for modal regression and forecast combination due

to the following reasons:

• Quanti�cation of parameter uncertainty: Bayesian methods offer a probabilistic

treatment of parameters, capturing posterior distributions rather than relying on

point estimates. This property is critical in modal regression, where uncertainty in pa-

rameter estimates can signi�cantly impact predictive inference. Unlike optimization-

based methods that yield �xed estimates, Bayesian inference provides a full posterior

distribution, allowing for more reliable uncertainty quanti�cation in predictions.

• Flexibility in model speci�cation and hierarchical structuring: The Bayesian hier-

archical framework allows for incorporating time-varying parameter combinations

and exponential discounting, accommodating dynamic changes in forecast relia-

bility. This �exibility is dif�cult to achieve using standard loss-based optimization

techniques, which typically assume static parameters.

• Regularization and shrinkage for improved generalization: Bayesian priors can

impose regularization, preventing over�tting and improving predictive performance,

especially in high-dimensional or sparse data settings. This result is bene�cial in

�nancial applications where analyst forecasts vary in quality, and an appropriate

shrinkage mechanism can help balance the in�uence of different forecasters.

• Improved predictive inference with full posterior distributions: Instead of relying
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solely on point predictions, Bayesian inference enables full posterior predictive dis-

tributions, essential in risk-sensitive decision-making. Forecasting in �nance often

involves assessing the likelihood of extreme events, where understanding the entire

predictive distribution is more informative than simply optimizing a loss function.

• Prior information compensating for limited data: In �nancial applications, lack of

data is a common problem, especially when working with lower-frequency settings

such as quarterly revenue data. A Bayesian framework allows one to incorporate

external (prior) knowledge—possibly from a subject matter expert—to compensate

for the limited sample size. This bene�t is illustrated by Palm and Zellner (1992) that

mention “the Bayesian approach to combining forecasts can be adopted to obtain

optimal weights even if there is little information available on the performance of the

individual forecasts”.

By leveraging the conditional mode within a Bayesian inferential framework, the proposed

approach provides a more robust, �exible, and uncertainty-aware methodology for com-

bining �nancial forecasts, outperforming traditional mean- and median-based models.

We present our three Bayesian hierarchical modal regression models for each error distri-

bution. Below, N(� , � 2) denotes a normal distribution with mean � 2 R and variance � 2 > 0,

Dir (� 1, � 2, . . . ,� m ) denotes a Dirichlet distribution with parameters � 1 > 0,� 2 > 0, . . . ,� m > 0,

Half-Cauchy (x0, 
 ) denotes a Half-Cauchy distribution with location parameter x0 2 R and

scale parameter 
 > 0, and Beta(� , � ) denotes a Beta distribution with shape parameters

� > 0 and � > 0. See Section B.1 of the appendix for the corresponding probability density

functions. First, we de�ne the Bayesian modal regression model under the assumption that

the errors follow an asymmetric Laplace as

yt � A L

 

w0 +
mX

j =1

x t , j ! j , � , �

!

! � Dir (� 1, � 2, . . . ,� m ),

w0 � N(0,� 2
w0

),

� � Half-Cauchy (0,
 0),

� � Beta(� 0, � 0).

(3.9)

The next Bayesian modal regression model, assuming an asymmetric normal error distri-
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bution, is de�ned as

yt � A N

 

w0 +
mX

j =1

x t , j ! j , � , �

!

! � Dir (� 1, � 2, . . . ,� m ),

w0 � N(0,� 2
w0

),

� � Half-Cauchy (0,
 0),

� � Beta(� 0, � 0).

(3.10)

Lastly, we de�ne the Bayesian framework for a reverse Gumbel error distribution as

yt � RG

 

w0 +
mX

j =1

x t , j ! j , �

!

! � Dir (� 1, � 2, . . . ,� m ),

w0 � N(0,� 2
w0

),

� � Half-Cauchy (0,
 0).

(3.11)

Next, we present how to incorporate an exponential discounting factor � into the model,

allowing one to give more weight to recent data while gradually down-weighting older data

based on the choice of � . We de�ne the exponential discounting function as

pt (� ) =
e � � (L � t )

P L
t =1 e � � (L � t )

=
e � � (L � t )(1 � e � � )

1 � e � � L
.

Ideally, we want to incorporate this function within the variance of our likelihood, i.e.,

multiply the variance by 1
pt (� ) in order to increase the variance as the data get older, such as

in weighted least squares. We introduce exponential discounting via a power likelihood

that we de�ne as
nY

t =1

[ f (yt )]pt (� ).

Note that in Section 3.4 and Section 3.5 for our simulation and empirical results, respectively,

we do not consider exponential discounting due to the weak empirical evidence favoring

discounting from Chapter 2. However, exponential discounting could still be advantageous

in other �nancial applications.

The Stan software and its corresponding R interface, rstan , employ Hamiltonian

Monte Carlo (HMC) methods to generate posterior samples given a speci�ed log-likelihood
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function and log-prior density; for more details on HMC methods, see Neal et al. (2011). This

method contrasts with traditional Metropolis-Hastings (MH) algorithms used in software

like JAGS. The work�ow of Stan with HMC in rstan is (i) De�ne the Bayesian Model: The

user speci�es the likelihood function and prior distributions for parameters in the Stan
modeling language; (ii) Automatic Log Posterior Gradient Computation: Stan internally

computes the log posterior density by adding the log-likelihood, log-prior, and gradients;

(iii) Gradient-Based Sampling with HMC: Rather than proposing random jumps like MH,

HMC utilizes Hamiltonian dynamics, leveraging gradients of the log posterior to guide

ef�cient sampling; (iv) Ef�cient Exploration of High-Dimensional Space: HMC uses mo-

mentum variables to simulate a particle moving through the parameter space, reducing

random walk behavior and improving convergence speed; and (v) Adaptive Tuning via

NUTS (No-U-Turn Sampler) (Hoffman et al. 2014): Stan typically employs the NUTS variant

of HMC, which adaptively selects optimal step sizes and trajectory lengths, removing the

need for manual tuning. After one speci�es a model in Stan, it gets compiled into C ++

code which allows for fast computations. Because of these advantages, Stan with HMC

is particularly well-suited for Bayesian hierarchical models, high-dimensional parame-

ter spaces, and cases with complex posteriors—making it an excellent choice for modal

regression and forecast combination models that require accurate capture of parameter

uncertainty.

3.4 Simulation Study

We perform simulation studies for each of our models posited in (3.9), (3.10), and (3.11). For

each distribution, we generated random data from the following R functions: (i) rALDfrom

ald by Galarza and Lachos (2022), (ii) rasynorm from dirttee by Seipp and Otto-Sobotka

(2023), and (iii) rRevGumbelfrom DescTools by Signorell (2025). Our data generation

process was acrossN = 500 simulations with a sample size of n = 100. In order to generate

the data, we �rst set the location parameter as � = w0 +
P m

j =1 x t , j ! j where w0 = 0 and

! = ( 1
4 , 1

4 , 1
4 , 1

4)0 (implying that m = 4). The observed data X consists of n � m = 100� 4

observations that are random samples from a standard normal distribution. For both

(3.9) and (3.10), we �x the scale parameter � = 1 and run three simulation studies across

the asymmetry parameter � 2 f 0.25,0.5,0.75g. Whereas in (3.11), we ran three simulation

studies across the scale/ asymmetry parameter � 2 f 1,5,10g.

We utilized Stan via the R interface rstan . The speci�ed models contained two chains
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with 5,000 samples for the burn-in period followed by 10,000 samples for a total of S =20,000

post burn-in samples. We used the following uninformative priors: (i) w0 � N(0,1000), (ii)

! � Dir (1,1,1,1), (iii) � � InvGamma (2,2), (iv) � � Beta(1,1), and (v) � � InvGamma (2,2).

Initially, we used Inverse Gamma priors for the parameters � and � in our simulation

study. However, following the recommended practices through documentation, we later

switched to Half-Cauchy priors in Section 3.5 because they are often more well-behaved.

Our simulation studies used the built-in Stan functions to check for empirical convergence

of the MCMC samples, and the diagnostics showed no issues with numerical convergence.

Lastly, the nine speci�ed simulations (three models with three values for the asymmetry

parameter) required only 3.66 to 7.56 seconds to run for a given dataset over the N = 500

simulations.

Next, we present the results of the simulation studies. Consider the simulated dataset D j

for j = 1, . . . ,N (Monte Carlo sample size) with a sample size of n . Suppose � ( j )
1 , . . . ,� ( j )

S are

post-burn-in MCMC samples based on the dataset D j . We de�ne the following quantities

for performance evaluation:

• The posterior mean is estimated as ¯� ( j ) = 1
S

P S
s=1 � ( j )

s .

• The posterior standard deviation is estimated as �̂ ( j )
� =

Ç
1

S� 1

P S
s=1(� ( j )

s � ¯� ( j ))2.

• The Monte Carlo standard error (MCSE) is
Ç

1
N (N � 1)

P N
j =1( ¯� ( j ) � ¯� )2, where ¯� = 1

N

P N
j =1

¯� ( j )

is the sample average of posterior mean estimates.

• The bias as BIAS= ¯� � � t r ue which we would expect to be nearly zero.

• The quantity AVG.SE = 1
N

P N
j =1 �̂ ( j )

� as the average standard error of the estimates.

• The coverage COV= 1
N

P N
j =1 I (� t r ue 2 f l ( j ),u ( j )g) where l ( j ) and u ( j ) are the 0.025 and

0.975 quantiles of the posterior samples � ( j )
1 , . . . ,� ( j )

S providing the coverage of the

95% credible intervals for � based on the dataset D j . We should expect this value to

be close to 0.95.

If N is chosen suf�ciently large we should expect MCSE� 1
N

P N
j =1 �̂ ( j )

� = AVG.SEand the

bias, BIAS= ¯� � � t r ue � 0. The results for our posited models in (3.9), (3.10), and (3.11) are

found in Table 3.1, Table 3.2, and Table 3.3 respectively. There are no issues with the results

of our simulation studies. All the biases were nearly zero (i.e., no signi�cant statistical

biases), the average standard errors were close to the MCSE (indicating that we conducted

a suf�cient number of MC runs), and the coverages were around 0.95, though in a few cases,

the COV estimates slightly exceeded the expected values for a given sample size n .
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Table 3.1: Asymmetric Laplace simulation results across � 2 f 0.25,0.5,0.75g.

Parameter � BIAS AVG.SE MCSE COV

w0

0.25 0.027 0.018 0.016 0.970
0.75 -0.044 0.018 0.018 0.970
0.50 0.010 0.015 0.015 0.958

w1

0.25 -0.001 0.007 0.004 0.998
0.75 0.001 0.007 0.004 0.998
0.50 -0.000 0.006 0.004 1.000

w2

0.25 -0.006 0.006 0.004 0.992
0.75 -0.006 0.006 0.004 0.998
0.50 -0.002 0.006 0.004 0.994

w3

0.25 0.006 0.006 0.005 1.000
0.75 0.002 0.006 0.004 0.998
0.50 0.003 0.006 0.005 0.990

w4

0.25 0.002 0.007 0.004 0.998
0.75 0.003 0.006 0.004 1.000
0.50 -0.001 0.006 0.004 0.992

�
0.25 0.003 0.007 0.006 0.970
0.75 0.005 0.007 0.007 0.962
0.50 -0.011 0.005 0.005 0.942

�
0.25 0.005 0.002 0.002 0.970
0.75 -0.007 0.002 0.002 0.960
0.50 0.001 0.002 0.002 0.958

3.5 Application to Real Datasets

We produced our empirical results with the exact out-of-sample procedure as our previous

paper to compare to Bayesian mean regression with normally distributed errors. For all the

details and justi�cations, see Chapter 2; however, we brie�y recap the overall procedure

here. We utilize quarterly revenue data from the Institutional Brokers' Estimate System

(I/ B/ E/ S) within the Wharton Research Data Services (WRDS).

Our sample contains 23 technology companies across the years 2015 through 2023.

The dataset includes the ground truth quarterly revenues with corresponding one-quarter-

ahead analyst forecasts. Since an analyst can update their forecast for a given quarter, we

only include an analyst's most recent forecast, i.e., the forecast closest to the ground truth

release date. We obtained our empirical results with a rolling window cross-validation

procedure with 24 folds and a window length of 12. For each fold in the rolling window

cross-validation, the goal is to predict the yt +1 value given the analyst forecasts x t +1 (that is
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Table 3.2: Asymmetric normal simulation results across � 2 f 0.25,0.5,0.75g.

Parameter � BIAS AVG.SE MCSE COV

w0

0.25 0.077 0.013 0.011 0.970
0.75 -0.076 0.012 0.011 0.952
0.50 0.002 0.011 0.010 0.972

w1

0.25 -0.001 0.004 0.004 0.970
0.75 -0.001 0.004 0.004 0.974
0.50 -0.001 0.004 0.004 0.960

w2

0.25 -0.004 0.004 0.004 0.954
0.75 -0.004 0.004 0.004 0.952
0.50 -0.004 0.004 0.003 0.944

w3

0.25 0.003 0.004 0.004 0.964
0.75 0.002 0.004 0.004 0.964
0.50 0.003 0.004 0.004 0.964

w4

0.25 0.002 0.004 0.004 0.958
0.75 0.003 0.004 0.004 0.966
0.50 0.002 0.004 0.004 0.960

�
0.25 -0.008 0.006 0.005 0.982
0.75 -0.009 0.006 0.005 0.986
0.50 -0.046 0.004 0.004 0.938

�
0.25 0.053 0.005 0.004 0.972
0.75 -0.054 0.005 0.005 0.968
0.50 0.000 0.006 0.005 0.966

available before yt +1 is released) and the training data D f . See Section 3.2.2 for a recap of

the rolling window cross-validation procedure.

For all models shown in (3.9), (3.10), and (3.11), we de�ne the prior distributions for the

parameters as
! � Dir (1,1, . . . ,1),

w0 � N(0,1),

� , � � Half-Cauchy (0,1),

� � Beta(2,2).

(3.12)

See Section B.1 of the appendix for de�nitions of the corresponding probability density

functions. Setting all of the hyperparameters � 1 = � 2 = . . . = � m = 1 for ! indicates a uni-

form distribution across all weights ! 1, ! 2, . . . ,! m because the Dir (1,1, . . . ,1) distribution

is uniform supported on the simplex Sm . Next, based on our previous parameter estimates

from our previous paper, we had a general idea of the range of the parameter estimates
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Table 3.3: Reverse Gumbel simulation results across � 2 f 1,5,10g.

Parameter � BIAS AVG.SE MCSE COV

w0

1 -0.003 0.005 0.005 0.958
5 0.001 0.024 0.023 0.954
10 0.014 0.047 0.046 0.954

w1

1 0.005 0.004 0.004 0.968
5 0.004 0.008 0.003 1.000
10 0.002 0.008 0.002 1.000

w2

1 0.002 0.004 0.003 0.950
5 0.004 0.008 0.004 1.000
10 0.003 0.008 0.002 1.000

w3

1 -0.003 0.004 0.004 0.952
5 -0.003 0.008 0.004 1.000
10 -0.002 0.008 0.002 1.000

w4

1 -0.003 0.004 0.003 0.940
5 -0.005 0.008 0.003 1.000
10 -0.002 0.008 0.002 1.000

�
1 0.009 0.004 0.003 0.950
5 -0.010 0.018 0.017 0.944
10 -0.014 0.035 0.034 0.944

for the intercept w0 and scale parameters and note that these are still somewhat large

ranges as our data is on the logarithmic scale. Lastly, we chose a Beta(2,2) for � since there

was limited asymmetry in the residual plots from our previous paper. This choice gives

slightly more weight when � is closer to 0.5. Our Bayesian models utilized four chains with

a burn-in of 5,000 samples followed by 10,000 samples for a total of 20,000 MCMC samples.

Similar to Section 3.4, we used the built-in functions to check for numerical convergence

and encountered no problems. Lastly, if an analyst j was missing a forecast for quarter t ,

we used the following missing data model: X t , j � N(�̂ t , �̂ 2
t ) where �̂ t and �̂ 2

t are the mean

and variance across all analysts for a given quarter t . Using the cross-sectional estimates

in revenue forecasting aligns with Lin et al. (2022) that imputed missing values with the

mean across all analysts for a given quarter. Our missing data model allows us to utilize the

posterior predictive distribution (PPD) to impute any missing values given the observed

data through Monte Carlo sampling.

We present our results in terms of two relevant metrics in revenue forecasting. To justify

why the hit and win rates are relevant in revenue forecasting, refer to Chapter 2. First, we

de�ne the hit rate as the proportion of times our model correctly classi�es the sign of
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Table 3.4: Comparison of hit rates (in %) across three Bayesian modal regression models
with asymmetric Laplace, asymmetric normal, and reverse Gumbel error distributions.

Ticker Asymmetric Laplace Asymmetric Normal Reverse Gumbel

AAPL 83.3 83.3 83.3
ACN 87.5 87.5 87.5
ADBE 91.7 91.7 91.7
ADI 87.5 87.5 87.5
ADP 70.8 54.2 70.8
AMAT 87.5 87.5 87.5
AMD 79.2 79.2 79.2
ANET 95.8 100.0 100.0
AVGO 83.3 79.2 79.2
CRM 100.0 100.0 100.0
CSCO 87.5 87.5 87.5
IBM 45.8 37.5 66.7
INTC 83.3 83.3 83.3
INTU 87.5 83.3 79.2
KLAC 100.0 100.0 100.0
MSFT 87.5 87.5 87.5
MU 83.3 83.3 83.3
NOW 87.5 87.5 87.5
NVDA 87.5 87.5 87.5
ORCL 54.2 50.0 58.3
PANW 91.7 91.7 91.7
QCOM 75.0 75.0 75.0
TXN 75.0 75.0 75.0

Mean 83.2 81.7 83.9

the revenue surprise. Next, we de�ne the win rate as the proportion of times our model's

forecast is closer to the actual value than the equally weighted consensus. We proceed to

compare our three Bayesian modal regression models de�ned in (3.9), (3.10), and (3.11)

against our Bayesian mean regression with normally distributed errors from Chapter 2.

Note that our previous mean regression model achieved a hit rate of 82.4% and a win rate

of 62.7%. In contrast, our asymmetric Laplace, asymmetric normal, and reverse Gumbel

models achieved 83.2%, 81.7%, and 83.9% hit rates and 66.0%, 63.0%, and 55.8% win rates,

respectively.

The asymmetric Laplace was the only approach that achieved a higher average hit and
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Table 3.5: Comparison of win rates (in %) across three Bayesian modal regression models
with asymmetric Laplace, asymmetric normal, and reverse Gumbel error distributions.

Ticker Asymmetric Laplace Asymmetric Normal Reverse Gumbel

AAPL 66.7 62.5 41.7
ACN 66.7 58.3 45.8
ADBE 66.7 62.5 54.2
ADI 79.2 70.8 54.2
ADP 62.5 41.7 54.2
AMAT 79.2 79.2 79.2
AMD 41.7 41.7 37.5
ANET 70.8 70.8 54.2
AVGO 66.7 54.2 50.0
CRM 79.2 79.2 62.5
CSCO 79.2 70.8 66.7
IBM 33.3 29.2 50.0
INTC 62.5 66.7 58.3
INTU 75.0 70.8 54.2
KLAC 83.3 83.3 79.2
MSFT 75.0 79.2 66.7
MU 58.3 62.5 54.2
NOW 66.7 62.5 62.5
NVDA 75.0 70.8 58.3
ORCL 41.7 37.5 33.3
PANW 62.5 66.7 62.5
QCOM 66.7 66.7 54.2
TXN 58.3 52.5 50.0

Mean 66.0 63.0 55.8

win rate than mean regression with normally distributed errors . One possible reason is that

our rolling window cross-validation was performed over COVID—a time of market uncer-

tainty—meaning it could have handled outliers better. After all, it is a fat-tailed distribution,

unlike the asymmetric normal, normal, and reverse Gumbel distributions. This result sug-

gests that some degree of asymmetry and fat tails may be present in the error distributions,

which aligns with Kozubowski and Podgórski (2001), who note that the asymmetric Laplace

distribution is highly applicable to �nancial data because it can accommodate both fat

tails and asymmetry. Next, the asymmetric normal achieved almost identical results to the

symmetric normal case, suggesting that the degree of asymmetry is mild—or possibly the
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fat tails dominated, suppressing the amount of asymmetry captured. Lastly, the reverse

Gumbel achieved a high hit rate but a low win rate, possibly because it can only handle a

single skew direction, unlike the asymmetric Laplace and asymmetric normal distributions.

Due to this requirement, we did not expect the reverse Gumbel to perform well.

One interesting takeaway from our approach is that since no hyperparameter tuning

is needed, each model's asymmetry parameter can vary across a continuous range in the

rolling window cross-validation. To illustrate this time-varying parameter concept for the

asymmetry parameter, we present an example for the ticker AAPL. Figure 3.3 depicts the

posterior distributions of the asymmetry parameter � across all 24 folds for the asymmetric

normal and asymmetric Laplace models along with an overlayed � � Beta(2,2) prior. This

example provides evidence of time-varying parameter combinations and asymmetric error

distributions, as the densities change over time and � does not consistently center at 0.5

(i.e., the symmetric case). For a more holistic view of time-varying parameters in the models,

we included the posterior predictive distribution (PPD) plots for AAPL. To make the plots

more interpretable, we center each PPD by subtracting the model's predicted value ŷt from

the actual observation yt . Section B.6 of the appendix contains the PPD plots for all other

tickers and illustrates that the degree of asymmetry in the distributions �uctuates over time

for speci�c tickers.

Figure 3.3: Posterior distributions of � for AAPL across all 24 folds. The black dashed line
represents the Beta(2,2) prior distribution.

We compare our work to two other studies, as seen in our previous paper. Regarding hit

rate, we came across the real-world revenue nowcasting company AKAnomics, and Agrawal
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Figure 3.4: Posterior predictive distributions for AAPL.

et al. (2023) disclosed an average hit rate of 66%. Note that their modeling approaches are

inaccessible to the public. This result is shy of our 83.2%, 81.7%, and 83.9% hit rates for the

models posited in (3.9), (3.10), and (3.11) respectively. Next, we compare our results against

prior research from Fleder and Shah (2019) that reported an average win rate of 57.2% across

34 companies from 2015 to 2019. Their single classical linear systems model had 306 out-of-

sample predictions, whereas each of our Bayesian modal regression models had 552 out-of-

sample predictions. We note that their modeling approach only considered alternative data,

speci�cally, a credit card transactions dataset to forecast companies' quarterly revenue,

which could be why our models performed better. Comparing our work to Agrawal et al.

(2023) and Fleder and Shah (2019) is dif�cult since both did not disclose which companies

make up their hit and win rates, respectively.

3.6 Discussion

While forecast combinations primarily have been centered around symmetric losses, we

introduce a framework to use asymmetric losses through Bayesian modal regression. This

approach is unique since some asymmetric error distributions can also handle the sym-

metric case. For example, the asymmetric Laplace and normal distributions reduce to

the Laplace and normal distributions when the asymmetry parameter � = 0.5. Thus, the

Laplace and normal distributions are special cases of their asymmetric counterparts.

Our empirical study only focused on quarterly revenue forecasting. However, there

is an extensive history of asymmetry and fat tails present in �nancial data. Researchers

have previously utilized the three error distributions we considered. For the asymmetric

Laplace, see Kozubowski and Podgórski (2001) for currency exchange rates, Kou and Wang
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(2004) for option pricing (jump models), and Shi et al. (2018) for portfolio selection. Next,

refer to Wallis (2014) for in�ation forecasting with split / two-piece normal (the asymmetric

normal in our case). Lastly, see Purohit and Lalit (2022) for option pricing via the Gumbel

distribution. Although we did not use exponential discounting in our out-of-sample results

due to low-frequency quarterly data, we are optimistic that this feature can be highly

advantageous in higher-frequency �nancial applications (e.g., volatility forecasting and

FX trading). Our code for the three Bayesian modal regression models will be available on

GitHub after our work is published.
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A.1 Proof of Lemma 1

Let X = (X1, . . . ,Xm )0 be a random vector with mean E(X ) = � 1m and covariance matrix

Cov(X ) = � . The goal is then to minimize the variance of the weighted average Var(
P m

j =1 ! j X j ) =

! 0� ! such that the weights ! = (! 1, . . . ,! m )0satisfy ! 2 S m = f ! � 0 : ! 01m = 1g. First, we

use Lagrange multipliers and de�ne the Lagrangian to include the equality constraint as

L (! , � ) = ! 0� ! � � (! 01m � 1).

Next, computing the gradient of L with respect to ! and setting it equal to zero follows as

r ! L = 2� ! � � 1m = 0

and solving for ! results in

� ! =
�

2
1m =) ! =

�

2
� � 11m .

Plugging this result into the equality constraint ! 01m = 1 results in

10
m ! = 10

m

•
�

2
� � 11m

‹
= 1 =) � =

2

10
m � � 11m

.

Substituting � back in yields the solution to the optimization problem as

! � = arg min
! 2S m

! 0� ! =
1

10
m � � 11m

� � 11m

if � � 11m , � 0. If � is diagonal (i.e., when X j 's are pairwise uncorrelated), the solution reduces

to the inverse-variance weighting solution.

The next step is to prove that Var(
P m

j =1 ! �
j X j ) � Var( 1

m

P m
j =1 X j ). The variance of the

optimally weighted combination with weights ! � is

Var((! � )0X ) = (! � )0� ! � =

�
� � 11m

10
m � � 11m

� 0

�

�
� � 11m

10
m � � 11m

�

=
10

m � � 11m

(10
m � � 11m )2

=
1

10
m � � 11m

.

The variance of the equally weighted combination is

Var

 
1

m

mX

j =1

X j

!

=
•

1

m
1m

‹ 0

�
•

1

m
1m

‹
=

•
1

m
10

m

‹
�

•
1

m
1m

‹
=

1

m 2
10

m � 1m .
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We can rearrange the inequality of variances with the Cauchy-Schwarz inequality as

(10
m � 1m )(10

m � � 11m ) � m 2 =)
1

10
m � � 11m

�
1

m 2
10

m � 1m =) Var(
mX

j =1

! �
j X j ) � Var(

1

m

mX

j =1

X j ).

Thus, the variance of the optimally weighted combination is less than or equal to the

variance of the equally weighted combination.
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B.1 List of Distributions

Table B.1: List of distributions and their corresponding notation and PDF.

Distribution Notation PDF

Asymmetric Laplace A L (� , � , � ) � (1� � )
�

¨
exp

€
(1� � )(x � � )

�

Š
, if x � � ,

exp
€
� � (x � � )

�

Š
, if x > � ,

Asymmetric Normal A N (� , � , � )
2
p

� (1� � )

�
p

� (
p

� +
p

1� � )

¨
exp

€
� (1� � )(x � � )2

� 2

Š
, if x � � ,

exp
€
� � (x � � )2

� 2

Š
, if x > � ,

Beta Beta(� , � ) � (� + � )
� (� )� (� ) x

� � 1(1 � x )� � 1

Dirichlet Dir (� 1, . . . ,� m ) � (� 1+���+ � m )
� (� 1)���� (� m )

Q m
i =1 x � i � 1

i

Half-Cauchy Half-Cauchy (x0, 
 )

¨
2

�

1

1+(x � x0)2=
 2 , if x � x0,

0, if x < x0,

Inverse Gamma InvGamma (� , � ) � �

� (� ) x
� � � 1 exp

�
� �

x

�

Normal N (� , � 2) 1p
2�� 2 exp

€
� (x � � )2

2� 2

Š

Reverse Gumbel RG (� , � ) 1
� exp

€
x � �

�

Š
exp

€
� exp

€
x � �

�

ŠŠ

B.2 Stochastic Representation of ALD

We came across one stochastic representation for the asymmetric Laplace; thus, we consider

using data augmentation by introducing latent (i.e., unobservable) variables to transform

the target distribution into simpler, well-known distributions. This procedure leads to
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closed-form, full-conditional distributions for the model parameters and the latent vari-

ables, allowing for the use of Gibbs sampling.

Lemma 4. Let Y jV � N (� + �
�

1
� � �

�
V,2� 2V ) with unknown parameter V � E x p(1). Then

the result of compounding f Y jV with f V is

fY (y ) =

Z

fY jV (y jv )fV (v )d v,

where the resulting marginal distribution fY is the asymmetric Laplace distribution, i.e.,

Y � A L � (� , � , � ) with pdf

fAL(y ; � , � , � ) =
1

�

�

1+ � 2

8
<

:

exp(� �
� (y � � )), if y < � ,

exp(� 1
�� (� � y )), if y � � .

(B.1)

Punzo and Bagnato (2024) note this stochastic representation; however, they did not include

a formal proof. We include the proof of this Lemma in Section B.4 of the appendix.

Using this stochastic representation, we can use a forecast combinations framework to

express our Bayesian modal regression model. We de�ne the Bayesian hierarchical model

as
vt � Exp(1)

yt jvt � N

 

w0 +
mX

j =1

x t , j ! j + �
•

1

�
� �

‹
vt ,2� 2vt

!

,

! � Dir (� 1, � 2, . . . ,� m ),

w0 � N(0,� 2
w0

),

� � U(c0,d0),

� � InvGamma (a0,b0),

(B.2)

with the goal of forecasting yn +1jvn +1. In (B.2), Exp(� ) denotes an exponential distribution

with rate parameter � > 0, N(� , � 2) denotes a normal distribution with mean � 2 R and

variance � 2 > 0, Dir (� 1, � 2, . . . ,� m ) denotes a Dirichlet distribution with parameters � 1 >

0,� 2 > 0, . . . ,� m > 0, U(c0,d0) denotes a uniform distribution with lower bound c0 > 0 and

upper bound d0 > c0, and InvGamma (a0,b0) denotes Inverse Gamma distribution with

shape parameter a0 > 0 and scale parameter b0 > 0.
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Table B.2: Asymmetric Laplace simulation results (in JAGS) across � 2 f 0.5,1,2g.

Parameter � BIAS AVG.SE MCSE COV

�
0.5 0.005 0.003 0.003 0.956
1.0 0.025 0.005 0.005 0.954
2.0 0.187 0.016 0.016 0.932

�
0.5 -0.010 0.006 0.006 0.952
1.0 -0.007 0.005 0.005 0.952
2.0 -0.040 0.006 0.006 0.934

w0

0.5 0.016 0.009 0.009 0.974
1.0 0.011 0.008 0.008 0.966
2.0 0.029 0.008 0.008 0.956

w1

0.5 0.004 0.004 0.004 0.966
1.0 0.003 0.004 0.004 0.954
2.0 0.000 0.004 0.003 0.960

w2

0.5 -0.001 0.004 0.004 0.966
1.0 -0.005 0.004 0.004 0.946
2.0 -0.001 0.004 0.004 0.942

w3

0.5 0.006 0.004 0.004 0.964
1.0 0.010 0.004 0.004 0.974
2.0 0.006 0.004 0.004 0.960

w4

0.5 -0.009 0.004 0.004 0.966
1.0 -0.008 0.004 0.004 0.968
2.0 -0.005 0.004 0.004 0.952

Next, we present a simulation study for the model in (B.2) via the Bayesian software

package JAGS. Using a MCMC sample size of N = 500, n = 100 data points were sam-

pled from Yt jVt � N
€
w0 +

P m
j =1 x t , j ! j + �

�
1
� � �

�
Vt ,2� 2Vt

Š
where Vt � Exp(1). We used the

rnorm and rexp functions from R to sample from these distributions. We set the scale

parameter � = 1 then performed three simulation studies across the asymmetry parameter

� 2 f 0.5,1,2g. The uninformative priors speci�ed were � � U(0.001,4) and � � Gamma(2,2).

Figure 1 from Punzo and Bagnato (2024) shows that the parameter � asymptotically falls

within the range zero to four, which motivates us to use this range for the prior.

The model in JAGScontained 10,000 samples for the burn-in followed by 20,000 sam-

ples. The trace plots produced by JAGS assessed convergence and no issues were present.

Table B.2 presents the results of our simulation study across � 2 f 0.5,1,2g. One concern

with this model is the slightly elevated bias when � = 2, which further supports our decision

to use Stan.
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B.3 Proof of Lemma 2

Without any loss of generality, we assume that � = 1, becauseE(� k ) = � k E(�̃ ) for k = 1,2,3,

where �̃ can be assumed to have a density with � = 1. Consider the density f (� ; � , � ) as

de�ned in Lemma 2 of a generic split distribution. Then, the �rst three moments are given

by

1. Assume that c1 =
R1

0
ug (u )d u < 1 . The �rst moment, E(� j� ) is given by

Z 1

�1

� f (� j� )d � = 2� (1 � � )

–Z 0

�1

� g ((1 � � )� )d � +

Z 1

0

� g (�� )d �

™

= 2� (1 � � )

–Z 0

�1

� u

1 � �

�
g (u )

1

1 � �
d u +

Z 1

0

� u

�

�
g (u )

1

�
d u

™

= 2� (1 � � )

�

�
1

(1 � � )2

Z 1

0

ug (u )d u +
1

� 2

Z 1

0

ug (u )d u

�

= 2� (1 � � )
•
�

c1

(1 � � )2
+

c1

� 2

˜

= �
2�

1 � �
c1 +

2� (1 � � )

� 2
c1

= 2c1

•
�

�

1 � �
+

(1 � � )

�

˜

= 2c1

�
� � 2 + (1 � � )2

� (1 � � )

�

=
2c1

� (1 � � )
(1 � 2� ).
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2. Assume that c2 =
R1

0
u 2g(u )d u < 1 . The second moment, E(� 2j� ), is given by

Z 1

�1

� 2 f (� j� )d � = 2� (1 � � )

–Z 0

�1

� 2g((1 � � )� )d � +

Z 1

0

� 2g(�� )d �

™

= 2� (1 � � )

–Z 0

�1

� u

1 � �

� 2

g(u )
1

1 � �
d u +

Z 1

0

� u

�

� 2

g(u )
1

�
d u

™

= 2� (1 � � )

–
1

(1 � � )3

Z 0

�1

u 2g(u )d u +
1

� 3

Z 1

0

u 2g(u )d u

™

= 2� (1 � � )
•

c2

(1 � � )3
+

c2

� 3

˜

=
2�

(1 � � )2
c2 +

2� (1 � � )

� 3
c2

= 2c2

•
�

(1 � � )2
+

1 � �

� 2

˜

= 2c2

�
� 3 + (1 � � )3

� 2(1 � � )2

�

=
2c2

� 2(1 � � )2
(� 3 + (1 � � )3).

3. Assume that c3 =
R1

0
u 3g(u )d u < 1 . The third moment, E(� 3j� ), is given by

Z 1

�1

� 3 f (� j� )d � = 2� (1 � � )

–Z 0

�1

� 3g((1 � � )� )d � +

Z 1

0

� 3g(�� )d �

™

= 2� (1 � � )

–Z 0

�1

� u

1 � �

� 3

g(u )
1

1 � �
d u +

Z 1

0

� u

�

� 3

g(u )
1

�
d u

™

= 2� (1 � � )

–
1

(1 � � )4

Z 0

�1

u 3g(u )d u +
1

� 4

Z 1

0

u 3g(u )d u

™

= 2� (1 � � )
•
�

c3

(1 � � )4
+

c3

� 4

˜

= �
2�

(1 � � )3
c3 +

2� (1 � � )

� 4
c3

= 2c3

•
�

�

(1 � � )3
+

1 � �

� 3

˜

= 2c3

�
� � 4 + (1 � � )4

� 3(1 � � )3

�

=
2c3(� 2 + (1 � � )2)

� 3(1 � � )3
(1 � 2� ).
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More generally, assuming that ck =
R1

0
u k g (u )d u <1 for any given integer k � 1, we

can derive the k -th moment E(�k j�) given by

Z 1

�1
�k f (�j�)d�= 2�(1��)

�

Z 0

�1
�k g ((1��)�)d�+

Z 1

0

�k g (��)d�

�

= 2�(1��)

�

Z 0

�1

� u

1��

�k

g (u )
1

1��
d u +

Z 1

0

�u

�

�k

g (u )
1

�
d u

�

= 2�(1��)

�

1

(1��)k+1

Z 0

�1
u k g (u )d u +

1

�k+1

Z 1

0

u k g (u )d u

�

= 2�(1��)

�

(�1)k ck

(1��)k+1
+

ck

�k+1

�

=
2ck

�k (1��)k

�

(1��)k+1 + (�1)k�k+1
�

B.4 Proof of Lemma 3

Let Y �AL �(� ,�,�) with pdf

f� ,�,�(y ) =

p
2

�

�

1 +�2

8

<

:

exp
�

�
p

2�
� jy �� j

�

, if y � � ,

exp
�

�
p

2
�� jy �� j

�

, if y <� .

then its moment generating function (mgf) is

M� ,�,�(t ) = E [e t Y ] =
exp(� t )

1� 1
2�2t 2� �p

2

�

1
� ��

�

t
, �

p
2

��
< t <

p
2�

�

as shown in Kotz et al. (2001). This parametrization is equivalent to (B.1) where �= � , �= �,

and � = �p
2

. The reparameterized mgf according to (B.1) is therefore

M�,�,� (t ) = E [e t Y ] =
exp(�t )

1�� 2t 2��
�

1
� ��

�

t
, �

1

��
< t <

�

�
.

74



Let Y jV �N (�+�
�

1
� ��

�

V , 2� 2V ) with latent variable V � E x p (1). The mgf of r.v. Y given

V = v is
MY jV =v (t ) = E[e t Y jV = v ] = exp(�t +�2t 2=2)

= exp([�+� (
1

�
��)v ]t + [2� 2v ]t 2=2)

= exp(t�+ t� (
1

�
��)v + t 2� 2v )

because the mgf of a normal r.v. with mean � and variance�2 is exp(�t +�2t 2=2). Using

the law of total expectation, the mgf of r.v. Y is denoted as

MY (t ) = E[e t Y ] =

Z 1

0

MY jV =v (t ) fV (v )d v

=

Z 1

0

exp(t�+ t� (
1

�
��)v + t 2� 2v )exp(�v )d v

= exp(t�)

Z 1

0

exp(t� (
1

�
��)v + t 2� 2v � v )d v

= exp(t�)

Z 1

0

exp(�v [1�� (
1

�
��)t �� 2t 2])d v

=
exp(�t )

1�� ( 1
� ��)t �� 2t 2

due to the Laplace transformation of a constant c = 1 where

Z 1

0

c exp(�s v )d v =
�

exp(�s v )
�s

�v =1

v =0
=
�

0�
1

�s

�

=
1

s
.

B.5 Additional Properties of Generalized Split Distributions

Let g (u ) be any symmetric density on R with mode 0, i.e., 0� g (�u ) = g (u )� g (�) for any

u � 0 and
R1
�1 g (u )d u = 1. Consider the class of general asymmetric split densities with

mode � 2R, asymmetry parameter � 2 (0, 1) and scale parameter�> 0 given by

f (y ;�,�,�) =
2�(1��)
�

8

<

:

g
�

(1��)(y��)
�

�

, if y ��,

g
�

�(y��)
�

�

, if y ��

It is easy to see that f (y ;�,�,�)� f (�;�,�,�) for any�> 0 and � 2 (0, 1), establishing

that � is the mode of distribution regardless of the scale and asymmetry parameters. More-
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over, it is easy to derive the cumulative distribution function and the quantile function,

which we provide below without proof:

1. Cumulative distribution function is given by

F (y ;�,�,�) =

Z y

�1
f (x ;�,�,�)d x =

8

<

:

2�G
�

(1��) (y��)
�

�

, if y ��,

�+ 2(1��)
�

G
�

� (y��)
�

�

� 1
2

�

, if y ��

where G (x ) =
R x

�1 g (u )d u denotes the cumulative distribution function correspond-

ing to the density g (u ). Notice that F (�;�,�,�) = � and G (�x ) = 1�G (x ) for any

x � 0.

2. Quantile function is given by

Q (q ;�,�,�) = F �1(q ;�,�,�) =

8

<

:

�+ �
1��G �1

� q
2�

�

, if 0< q ��,

�+ �
�G �1

� 1+q�2�
2�2�

�

, if �� q < 1

where G �1(q ) denotes the quantile function corresponding to the density g (u ). Notice

that Q (�;�,�,�) =� and G �1(q ) +G �1(1�q ) = 0 for q 2 (0, 1).

B.6 Posterior Predictive Distribution Plots

Figure B.1: Posterior predictive distributions for ACN.
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Figure B.2: Posterior predictive distributions for ADBE.

Figure B.3: Posterior predictive distributions for ADI.

Figure B.4: Posterior predictive distributions for ADP.
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