
ABSTRACT

BEHROOZI, MAHNAZ. Toward Fixing Bad Practices in Software Engineering Hiring Process.
(Under the direction of Dr. Christopher Parnin).

A technical interview for software engineering roles consists of one or more stages

within the interview life cycle. It begins with an initial screening of the candidate, usually

conducted over the phone or through an online coding platform, such as CoderPad, Skype

Interviews, and interviewing.io. Depending on their performance, the candidate may be

invited for an on-site visit. This on-site visit consists of a series of one-on-one interviews

(each 45 minutes to an hour, over a period of half a day to several days) with engineers, and

sometimes managers. The interviews primarily focus on technical coding or algorithms,

either on the whiteboard or using a simple text editor on a computer. During these sessions,

candidates write code while thinking aloud as they work towards a solution, under the

watchful eye of the interviewer(s). In other words, technical interviews are primarily a test

of the candidates’ problem-solving or “analytical ability.”

Despite the intended usage of these technical interviews, they can be notoriously unre-

liable method of assessing candidates’ qualifications. Identity-related aspects of a technical

interview candidate (e.g., race, gender, disability, age) can affect interviewers’ behavior

and the interview outcome. However, discrimination might not necessarily be the result of

explicit bias on the interviewers’ part. An implicit bias may take place due to hidden factors

in the existing technical interviews’ nature (e.g., breaking candidates’ thought process by

asking them to think aloud or interrupting them.) These hidden factors may prevent certain

candidates from performing properly despite their qualifications.

The thesis of this dissertation is that the presence of an interviewer can disrupt a candi-

date’s problem-solving ability during a technical interview. Enhancing a candidate’s privacy

can improve their problem-solving performance by reducing the stress arising from a

social-evaluative threat.

This dissertation intends to provide a top-down framework that first studies the software

engineering hiring process as a set of stages. It then focuses on identifying the problems in

the most critical phase of the hiring process—the technical interviews. It further explores

the barriers—mostly cognitive-related—associated with technical interviews that can form

implicit bias against certain candidates. The ultimate goal of the dissertation is to reduce

these barriers and promote fairness and inclusion in software engineering hiring practices.



© Copyright 2022 by Mahnaz Behroozi

All Rights Reserved



Toward Fixing Bad Practices in Software Engineering Hiring Process

by
Mahnaz Behroozi

A dissertation submitted to the Graduate Faculty of
North Carolina State University

in partial fulfillment of the
requirements for the Degree of

Doctor of Philosophy

Computer Science

Raleigh, North Carolina
2022

APPROVED BY:

Dr. Kathryn Stolee Dr. Anne McLaughlin

Dr. Tiffany Barnes Dr. Christopher Parnin
Chair of Advisory Committee



DEDICATION

To my parents, Kobra and Alireza, who always supported me lovingly to reach my dreams.

To my sister, Behnaz, who is always there for me and cheers me up.

To the love of my life, Ehsan, whose affection and encouragement made this success and

honor possible.

ii



BIOGRAPHY

Mahnaz Behroozi was born and raised in Shiraz—a city in south-central Iran which is also

known as the “Capital of Iranian Art and Culture” and a major hub of “Medicine” in Iran.

She learned how to play chess when she was ten. For several years, Mahnaz was earning

medals in Iranian Chess Championship Tournaments. Getting curious to find out more

on how chess-playing computer games (e.g., Chessmaster) work, she obtained a Bachelor

of Science in Computer Science and Engineering from Shiraz University in 2010. Mahnaz

continued to dig deeper in knowing how computers learn by obtaining a Master of Science

in Artificial Intelligence from Shiraz University in 2014. She worked as a Data Scientist for

two years after graduation and applied her knowledge to solve real-world problems mainly

in health sector at central hospitals in Shiraz (e.g., projects on Parkinson’s Disease detection

from voice samples, and prioritizing liver transplant candidates in the waiting list based on

their mortality risk prediction).

In 2016, Mahnaz moved to Raleigh, North Carolina to pursue a Ph.D. in Computer

Science at NC State University. During her academic career (as a research assistant, teaching

assistant, mentor, and instructor), Mahnaz interned at IBM (2021) as a Data Scientist in

Marketing Department.

Mahnaz has many research interests evidenced through her publications in the inter-

section of applied Machine Learning, Human-computer Interaction, and Software Engi-

neering.

iii



ACKNOWLEDGEMENTS

I would like to express my deepest gratitude to my advisor, Dr. Chris Parnin, for all his

guidance, support, and encouragement. He played an integral role in my professional and

personal development by providing his constructive feedback.

Thank you to my committee members: Dr. Kathryn Stolee, Dr. Tiffany Barnes, and Dr. Anne

McLaughlin for their critical questions and feedback that enhanced the quality of this work.

I would also like to thank all my collaborators (included or not included in this dissertation)

and peers at Alt-Code lab who were always there to help with revising and giving feedback

on manuscripts, presentations, and brainstorming sessions.

Thank you to the organizations that �nancially supported this work: the National Science

Foundation and Google.

Last, but de�nitely not least, I would like to thank my family and acknowledge that this

dissertation would not have been possible without their love and unconditional support.

iv



TABLE OF CONTENTS

List of Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ix

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . x

Chapter 1 Thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

Chapter 2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
2.1 What is a Typical Hiring Process in Software Engineering? . . . . . . . . . . . . . 2
2.2 Why is it Important to Study the Hiring Practices? . . . . . . . . . . . . . . . . . . . 3
2.3 What is a Technical Interview in Software Engineering? . . . . . . . . . . . . . . . 4
2.4 Social-evaluative Threat and its Effects on Validity of Skill Evaluation . . . . . 5
2.5 Hypotheses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.6 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.7 How to Read this Dissertation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

Chapter 3 Investigation of Candidates' Concerns About the Hiring Process . . . . 8
3.1 Study Rationale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
3.2 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
3.3 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
3.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3.4.1 Data Collection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
3.4.2 Data Filtering . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
3.4.3 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
3.5.1 Contact . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
3.5.2 Preparation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.5.3 Interviews . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.5.4 Hearing Back . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
3.5.5 Offer and Negotiation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3.6 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.7 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
3.8 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.9 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

Chapter 4 Investigation of Candidates' Concerns About Technical Interviews . . 30
4.1 Study Rationale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
4.2 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
4.3 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
4.5 Concerns from Candidates . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

4.5.1 Relevance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

v



4.5.2 Anxiety . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
4.5.3 Affect . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.5.4 Affordances . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
4.5.5 Practice . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
4.5.6 Missing out . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.6 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
4.7 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
4.8 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.9 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

Chapter 5 From Concern Detection to Interventions . . . . . . . . . . . . . . . . . . . . 49
5.1 Study Rationale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
5.2 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
5.3 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
5.4 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52
5.5 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

5.5.1 Placing Boundaries for the Coding Area . . . . . . . . . . . . . . . . . . . . . 54
5.5.2 Determining AOIs for Coding Area . . . . . . . . . . . . . . . . . . . . . . . . . 55
5.5.3 Calculating Gaze Regressions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
5.5.4 Pilot Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

5.6 Preliminary Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
5.7 Vision: Inclusive Interviews . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
5.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

Chapter 6 Does Technical Interview Setting Affects Finding Cognitive Load Through
Eye-tracking? . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

6.1 Study Rationale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
6.2 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
6.3 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
6.4 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
6.5 Experimental Design and Performance Criteria . . . . . . . . . . . . . . . . . . . . . 64

6.5.1 Placing Boundaries for the Coding Area . . . . . . . . . . . . . . . . . . . . . 64
6.5.2 Determining AOIs for Coding Area . . . . . . . . . . . . . . . . . . . . . . . . . 65
6.5.3 Calculating Gaze Regressions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
6.5.4 Pilot Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
6.5.5 Looking for Predictive Eye-tracking Measurements . . . . . . . . . . . . . 66
6.5.6 Focusing on the Predictive Ability of Saccade and Visual Intake Mea-

surements . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
6.5.7 Studying the Effect of Parameter-tuning on the Performance of the

State-of-the-art Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
6.5.8 Performance Measures and Statistical Methods . . . . . . . . . . . . . . . 66

6.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
6.6.1 Results Answering RQ1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

vi



6.6.2 Results Answering RQ2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
6.7 Discussion and Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
6.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

Chapter 7 Effects of Privacy on Candidates' Performance . . . . . . . . . . . . . . . . . 77
7.1 Study Rationale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
7.2 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
7.3 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
7.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

7.4.1 Participants . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
7.4.2 Pilots and Tasks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82
7.4.3 Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

7.5 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
7.5.1 Measuring Correctness and Complexity of Solutions . . . . . . . . . . . . 84
7.5.2 Measuring Cognitive Load . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
7.5.3 Measuring Factors of Task Dif�culty . . . . . . . . . . . . . . . . . . . . . . . . 86

7.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
7.6.1 Participant Experiences and Observations . . . . . . . . . . . . . . . . . . . 87
7.6.2 Impact on Correctness and Time Performance . . . . . . . . . . . . . . . . 90
7.6.3 Impact on Cognitive Load . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
7.6.4 In�uence of Stress on Task Performance . . . . . . . . . . . . . . . . . . . . . 92

7.7 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
7.8 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
7.9 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
7.10 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

Chapter 8 Effects of Privacy on Think-aloud . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
8.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
8.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
8.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

8.3.1 Research Questions and Hypotheses . . . . . . . . . . . . . . . . . . . . . . . 107
8.3.2 Participants . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108
8.3.3 Tasks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109
8.3.4 Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

8.4 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
8.4.1 Measuring Think-aloud . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
8.4.2 Measuring Problem-Solving Strategies . . . . . . . . . . . . . . . . . . . . . . 115
8.4.3 Measuring Solution's Quality . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

8.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
8.5.1 Impact on Stress . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
8.5.2 Impact on Think-aloud Quality . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
8.5.3 Impact on Problem-Solving Strategy . . . . . . . . . . . . . . . . . . . . . . . 119
8.5.4 Impact on Solution's Quality . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

vii



8.6 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
8.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

8.7.1 Guideline I—Test Candidates' Technical and Soft Skills in Separate
Sessions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123

8.7.2 Guideline II—Collaborate With Candidates Rather Than Supervising
Them . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

8.7.3 Guideline III—Test Candidates With Your Everyday Job Problems . . 125
8.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

Chapter 9 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .127
9.1 Thesis Revisited . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127
9.2 Limitations and Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128
9.3 Epilogue . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .131

APPENDICES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .151
Appendix A Investigation of Candidates' Concerns About the Hiring Process

(Chapter 2) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152
A.1 Web Scraper for Glassdoor (Python Implementation) . . . . . . . . . . . . . 152

Appendix B From Concern Detection to Interventions (Chapter 4) . . . . . . . 156
B.1 De�nition of Stress . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 156
B.2 Eye-tracking Terminology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157
B.3 Devices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
B.4 Environment Setup. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160

Appendix C Effects of Privacy on Candidates' Performance (Chapter 6) . . . . 163
C.1 NASA Task Load Survey . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164
C.2 Pre Survey . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 165
C.3 Post Survey . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

Appendix D Effects of Privacy on Think-aloud (Chapter 7) . . . . . . . . . . . . . 168
D.1 Speech to Tex Conversion (Python Implementation) . . . . . . . . . . . . . 168

viii



LIST OF TABLES

Table 3.1 Breakdown of Companies' Technical Interview Reviews (Sorted in
Decreasing Order Based on the Total Number of Reviews) . . . . . . . . . 12

Table 3.2 Summary of Themes Found from Studying the Hiring Pipeline . . . . . 14

Table 4.1 Extreme Sentiments by Title . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
Table 4.2 The Concerns of Software Candidates . . . . . . . . . . . . . . . . . . . . . . . 37

Table 5.1 Statistical signi�cant differences ( p-value<0.05) of various summary
eye measures between different interview settings. . . . . . . . . . . . . . 54

Table 6.1 Statistical signi�cant differences ( p-value<0.05) of various summary
eye measures between different interview settings. . . . . . . . . . . . . . . 69

Table 6.2 Results from applying classi�ers on the labelling based on the partici-
pant survey (stressed/ not stressed) using 10-fold cross validation and
without parameter tuning. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

Table 6.3 Results from applying classi�ers on the labelling based on the partici-
pant survey (stressed/ not stressed) using 10-fold cross validation and
with parameter tuning. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

Table 6.4 Results from applying classi�ers on the labelling based on the set-
tings (paper / whiteboard) using 10-fold cross validation and without
parameter tuning. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

Table 6.5 Results from applying classi�ers on the labelling based on the settings
(paper/ whiteboard) using 10-fold cross validation and with parameter
tuning. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

Table 6.6 List of Parameters tuned for each classi�er . . . . . . . . . . . . . . . . . . . . 74
Table 6.7 Results from AutoWeKaClassi�er parameter-tuning for the stress / not

stress labelling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
Table 6.8 Results from AutoWeKaClassi�er parameter-tuning for the setting

labelling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

Table 7.1 Participants and Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

Table 8.1 Description of the Coding Problems . . . . . . . . . . . . . . . . . . . . . . . . 109
Table 8.2 Sample Acceptable Approaches' Time Complexity of Coding Tasks

and Test Cases . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110
Table 8.3 Comparison of Behroozi et al.'s Study with the Current Study . . . . . . 112
Table 8.4 Participants and Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

ix



LIST OF FIGURES

Figure 3.1 Software engineering candidates post their experiences about their
technical interviews on Glassdoor. Although the candidate in this
review ultimately did not receive an offer, they reported having a
positive experience in their interview. A Position title, B offer status,
self-reported experience, dif�culty level of interview, C interview
description, D interview questions. . . . . . . . . . . . . . . . . . . . . . . . . 11

Figure 5.1 Feasibility study of using ArUco markers to calculate regressions. . . 51
Figure 5.2 A head-mounted eye-tracker from SMI used in this study for the sake

of free mobility of the candidates. . . . . . . . . . . . . . . . . . . . . . . . . . . 53

Figure 6.1 Comparison of accuracies of the classi�ers on both labellings of the
data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

Figure 6.2 Comparison of ROC Area of the classi�ers on both labelling of the data 68
Figure 6.3 Comparison of saccade ROC Area of classi�ers before and after tuning

in labelling based on the settings . . . . . . . . . . . . . . . . . . . . . . . . . . 75
Figure 6.4 Comparison of VI ROC Area of classi�ers before and after tuning in

labelling based on the settings . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
Figure 6.5 Comparison of ROC Area of classi�ers before and after tuning in

labelling based on the stress . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

Figure 7.2 Participants in private settings frequently performed mental execu-
tion of test cases to gain con�dence in their solution, as indicated by
their scan path and utterances from audio recordings. . . . . . . . . . . 89

Figure 7.3 Percentage of participants remaining active during the experiment
session. More than 50% of the participants �nished their task in less
than 10 minutes in the public setting. In the private setting, partici-
pants generally took longer. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

Figure 7.4 Mean dilation size in �rst 10 minutes of the experiment across the
settings. Participants in the public setting experience larger mean
dilation size, indicating a larger cognitive load. Dilation size �uctuates
for the public setting participants while it remains stable throughout
the experiment in the private setting. . . . . . . . . . . . . . . . . . . . . . . . 93

Figure 7.5 Participants in the public setting had slower eye movements, as indi-
cated by mean saccade velocity, a measure of how fast a person looks
away or towards an area of interest. Slow values coincides with high
stress, due to inhibited attention processes. . . . . . . . . . . . . . . . . . . 94

Figure 8.2 Non-�ller words rate in whiteboard interview setting vs asynchronous
recorded interviews (screen cast) . . . . . . . . . . . . . . . . . . . . . . . . . . 118

Figure 8.3 Effectiveness of Participant Think-Aloud . . . . . . . . . . . . . . . . . . . . 119

x



Figure B.2 Saccade parameter illustration . . . . . . . . . . . . . . . . . . . . . . . . . . . . 159
Figure B.3 Example of ArUco markers 0 through 9 of size 5x5 . . . . . . . . . . . . . . 161
Figure B.4 Placement of ArUco markers (a) on the Whiteboard and (b) on the

Paper . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162

xi



CHAPTER

1

THESIS

The presence of an interviewer can disrupt a candidate's problem-solving ability during a

technical interview. Enhancing a candidate's privacy can improve their problem-solving

performance by reducing the stress arising from a social-evaluative threat .
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CHAPTER

2

INTRODUCTION

2.1 What is a Typical Hiring Process in Software Engineer-

ing?

Hiring processes for software engineering roles—or more generally, computing roles—are

performed wildly differently from company to company based on the values, culture, and

organization of the company—which may be classi�ed as start-ups, mature consumer-

facing companies, enterprise-oriented companies, government contractors, or embedded

systems/ chip design companies (Aziz et al. 2012). In some cases, even departments and

sections within the same company follow completely distinct interview regimen. However,

software engineering hiring pipeline usually consists of preliminary screenings, behavioral

and technical interviews, and offer and negotiation part.

For a given job description, if an applicant is recognized to be a good �t, at least on paper,

the employer proceeds with a preliminary screening. The screening is usually conducted

by a recruiter or coordinator on the company's talent acquisition team over the phone, to

verify the truthfulness of the application and to narrow down the application pool. If the

applicant remains in the pool after the screening, they will be asked for further rounds
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of interview. The interviews can generally be separated into two categories, behavioral

and technical interviews. Behavioral interviews focus on the soft skills—de�ned as the

interpersonal, human, or people skills needed to apply technical skills and knowledge in the

workplace (Rainsbury et al. 2002; Kantrowitz 2005). On the other hand, the main focus of

technical interviews is evaluating candidates' problem-solving or analytical ability, which

gives the interviewer an impression of candidates' cognitive state and thought process.

To test the problem-solving ability, candidates are tasked to solve programming chal-

lenges which typically involve writing actual code—even pseudo-code is usually not

acceptable—on paper, a whiteboard, or a speci�c set up computer or online environment

which limits the access to other sources. While technical interviews are commonly con-

ducted on-site, off-site testing such as take-home coding challenges and remote technical

interviews are among other alternatives. During a remote technical interview, interviewer(s)

and interviewee typically communicate using screen sharing technologies and a coding

platform making the interviewer(s) capable of observing candidates coding on the spot.

If everything goes well, the candidate may expect to get an offer upon clearing all the

interview rounds.

2.2 Why is it Important to Study the Hiring Practices?

The hiring process can be a “leaky pipeline,” a phenomenon where otherwise quali�ed

candidates are lost at some stage of the hiring pipeline. Yet, companies are typically more

concerned about hiring an under-quali�ed candidate (a false positive) rather than losing a

quali�ed candidate (a false negative). The reason may be that they can have an estimation

of the loses on a bad hire compared to missing out on hiring a quali�ed candidate. However,

several examples can show that companies need to be more alarmed on false negatives

instead. As an instance, Brian Acton and Jan Koum co-founded Whatsapp in 2009 after

both getting rejected by Facebook. Whatsapp quickly became a rising competitor and a

potential killer of Facebook. In 2014, Facebook found no way but to buy Whatsapp for

a staggering amount of $19B. Therefore, a leaky hiring pipeline impacts companies in

several ways. First, �nding quali�ed candidates is a substantial investment, and hidden

costs from engineers in a company—spent on interviewing and evaluating candidates—

quickly add up (Doctor 2016). Quali�ed candidates getting excluded at nearly any stage

of the hiring pipeline is an expensive loss. Second, leaky pipelines have been found to

disproportionately affect minorities and other underrepresented groups, across a variety
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of disciplines (Klein and Díaz-Hernández 2014; Chesler et al. 2010; Pell 1996; Jacob Clark

Blickenstaff* 2005; Wynn and Correll 2018). In addition to issues of ethics and meritocracy,

there is increasing evidence that suggests that more diverse software engineering teams

are also fundamentally more innovative and productive (Phillips 2014; Vasilescu et al. 2015;

Catolino et al. 2019), giving these companies a competitive edge (Beswick 2017). Third,

negative experiences from candidates have residual effects for the company beyond that of

the candidate—recent studies show, for example, that negative reviews about the hiring

process of a company can demotivate more than 55% of job seekers from applying to that

company (Robinson 2019b).

2.3 What is a Technical Interview in Software Engineering?

A technical interview for software engineering roles typically consists of one or more stages

within the interview life cycle (Aziz et al. 2015a; McDowell 2015). It begins with an initial

screening of the candidate, usually conducted over the phone or through an online coding

platform, such as CoderPad, 1 Skype Interviews, 2 and interviewing.io. 3 Depending on their

performance, the candidate may be invited for an on-site visit. This on-site visit consists of

a series of one-on-one interviews (each 45 minutes to an hour, over a period of half a day

to several days) with engineers, and sometimes managers. The interviews primarily focus

on technical coding or algorithms, either on the whiteboard or using a simple text editor

on a computer. In other words, technical interviews are primarily a test of the candidates'

problem-solving or “analytical ability” (McDowell 2015).

Technical interviews are the most critical stages in the hiring process. If conducted

effectively, an employer can decide if a candidate's skills, experience, and personality �ts

the job position. Moreover, candidates also bene�t from an effective technical interview as

they can determine if the company's culture, priorities, and types of projects would likely

ful�ll their career expectations.

1https://coderpad .io
2https://www .skype.com/en/interviews/
3https://interviewing .io
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2.4 Social-evaluative Threat and its Effects on Validity of

Skill Evaluation

Social-evaluative threats (SET), also referred to as threatening social interactions, are threats

to ones social esteem or social acceptance that induce fear of rejection or negative evalua-

tion (Frisch et al. 2015; Lehman et al. 2015; Dickerson and Kemeny 2004). SET can occur

when intellectual or competence of an individual is on display for judgment by others

such as an interviewer (Dickerson 2008). SET has many links to stress-related physiological

outcomes (e.g., increasing cortisol levels) and psychological outcomes (e.g., self-conscious

emotions and shame) (Buchanan et al. 2012; Dickerson et al. 2004). Excessive stress arising

from SET can contribute to cognitive overload and distractibility which are associated

with impaired performance (Bong et al. 2016; Kró et al. 1997; Zeidner 2007; Zeidner and

Matthews 2005). Research studies on employment interviewing context show that the stress

from social-evaluation threat negatively impact self-ef�cacy (Tross and Maurer 2008), verbal

�uency (Feiler and Powell 2013), body language, eye contact, voice levels, projected con�-

dence (Behnke and Sawyer 1999), and the ability to retrieve information from long-term

memory (Hall Jr and Gosha 2018)—all of which could detriment hiring decisions.

Through a happy accident, the software industry has seemingly reinvented a crude yet

effective instrument for reliably introducing stress in subjects, which typically manifests as

performance anxiety (Wilson and Roland 2002). Moreover, technical interviews can intro-

duce unwanted effects on candidates who report unexpectedly “bombing” (Miles 2018),

“freezing” (Shef�eld 2017), or “choking” (PTG 2006) during this critical hiring procedure. A

technical interview has an uncanny resemblance to the trier social stress test(Kirschbaum

et al. 1993; Frisch et al. 2015), a procedure used for decades by psychologists and is the

best known “gold standard” procedure (Allen et al. 2017) for the sole purpose of reliably

inducing stress. The trier social stress test involves having a subject prepare and then deliver

an interview-style presentation and perform mental arithmetic, all in front of an audience.

Alone, none of these actions consistently induce stress in a subject; however, the unique

combination of cognitive-demanding tasks with a social-evaluative threat (essentially being

watched) is consistent and powerful. If a technical interview is essentially a de facto version

of a trier social stress test, then the implications can be profound. Rather than measuring

the few that answer correctly in a timely manner, companies are most likely measuring

the ability of the few who perform well under stress (Fox 2019). Rather than measuring

explanation skills, companies are most likely measuring the ability of candidates to handle
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or mitigate stress (e.g. through practice (Pratini 2018)). Finally, rather than avoiding un-

wanted stress, technical interviews may be inadvertently designed with the sole purpose of

inducing it.

Even a cursory glance on collective experiences of interview candidates reveals that

“technical interviews are broken” (Veluvolu 2017), that they are an “antagonistic” (Thomas

2017) form of high-pressure “whiteboard algorithm hazing” (Hansson 2017) that have

“nothing to do with real day-to-day developer work” (Larson 2016a), are “humiliat [ing]

professionally” (Shogren 2015), assess candidates through an “algorithm question lottery

[of ] luck and chance” (Yalkabov 2016), and require substantial “upfront investment” from

the candidate (Thawar 2017) to learn the “cultural norms necessary to get themselves into

a desk at a technology �rm” (Monterroso 2016). Still others argue that technical interviews

may even “promote exclusion and discrimination, serving only as a barrier to entry for

quali�ed underrepresented candidates” (Alvino 2014).

2.5 Hypotheses

Based on the background information provided earlier in this section, this dissertation

holds two main hypotheses:

• The social-evaluative threat form having an interviewer watching a candidate code

can make the candidate stressed.

• The stress from being watched can negatively impact the candidate's performance.

2.6 Contributions

This dissertation advances knowledge about conducting scienti�c research on software en-

gineering hiring process. It raises key questions about the validity of skill evaluations in the

technical interviews and presents and evaluates possible interventions. The contributions

of this dissertation defend the thesis statement presented in Chapter 1 through a series of

top-down studies. In Chapter 3, I investigate bad practices in software engineering hiring

process through mining software engineers' posts on job review websites. After detecting

the most problematic stage of the hiring process—the technical interview stage—in Chapter

4, through qualitative analysis of online communities I identify barriers to candidates in

showing their true skills. To defend the claim “The presence of an interviewer can disrupt a
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candidate's problem-solving ability during a technical interview,” in Chapter 5 and Chapter

6, I �rst offer evidence that stress is measurable during the technical interviews. Then, in

Chapter 7 and Chapter 8, I propose and test interventions to defend the claim that “En-

hancing a candidate's privacy can improve their problem-solving performance by reducing

the stress arising from a social-evaluative threat.”

2.7 How to Read this Dissertation

Each chapter of this dissertation is a self-contained published paper of my work. The

chapters' order cover the top-down structure of my research toward supporting the thesis

statement (Chapter 1). Readers are encouraged to read the chapters of this dissertation in

order. The main content of each chapter is as follows:

• Chapter 3 presents a high-level study on identifying the bad practices in software

engineering hiring practices. This chapter considers and analyzes the hiring process

as a set of stages.

• Chapter 4 narrows down its focus to the most problematic stage of the hiring process

detected from Chapter 3—technical interviews. This chapter aims to identify the

barriers candidates face in showing their skills in technical interviews.

• Chapter 5 and Chapter 6 check if the most common barrier identi�ed from Chapter

4—stress—is measurable during the technical interviews through running a pilot

study.

• Chapter 7 and Chapter 8 report on studying the effects of eliminating the social-

evaluative threat on candidates' stress and performance.
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CHAPTER

3

INVESTIGATION OF CANDIDATES'

CONCERNS ABOUT THE HIRING

PROCESS

This chapter has been published in 2020 IEEE / ACM 42nd International Conference on

Software Engineering, Software Engineering in Society (ICSE-SEIS), pp. 71-80 1.

3.1 Study Rationale

Hiring is one of the most important things that companies do (re:work editors 2017)—it

essentially de�nes the culture and engineers talent of a company. As Lawrence Bossidy,

the former COO of General Electric, said, “Nothing we do is more important than hiring

and developing people. At the end of the day, you bet on people, not on strategies,” (M

2016). Yet, great talent may be excluded due to �aws in the process. Such exclusion harms

diversity, equity and inclusion. Thus, in each hiring season, a leaky hiring pipeline prevents

1https://ieeexplore .ieee .org/abstract/document/9276509
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companies from reaching their hiring target. This may negatively affect the companies'

product quality, which has broader negative effects on society and economics.

A successful hiring process is a fair and accessible one to the candidates. Such hiring

process is also capable of avoiding false negatives (Mohit Bhende 2019). Therefore, identi-

fying software engineer's concerns about the hiring process, presents researchers with a

taxonomy of detected problems to derive targeted solutions.

3.2 Abstract

The typical hiring pipeline for software engineering occurs over several stages—from phone

screening and technical on-site interviews, to offer and negotiation. When these hiring

pipelines are “leaky,” otherwise quali�ed candidates are lost at some stage of the pipeline.

These leaky pipelines impact companies in several ways, including hindering a company's

ability to recruit competitive candidates and build diverse software teams.

To understand where candidates become disengaged in the hiring pipeline—and what

companies can do to prevent it—we conducted a qualitative study on over 10,000 reviews on

19 companies from Glassdoor, a website where candidates can leave reviews about their hir-

ing process experiences. We identi�ed several poor practices which prematurely sabotage

the hiring process—for example, not adequately communicating hiring criteria, conducting

interviews with inexperienced interviewers, and ghosting candidates. Our �ndings provide

a set of guidelines to help companies improve their hiring pipeline practices—such as being

deliberate about phrasing and language during initial contact with the candidate, providing

candidates with constructive feedback after their interviews, and bringing salary trans-

parency and long-term career discussions into offers and negotiations. Operationalizing

these guidelines helps make the hiring pipeline more transparent, fair, and inclusive.

3.3 Introduction

The hiring pipeline is a chronological process through which companies recruit and ob-

tain employees: for software engineering candidates, this pipeline typically begins with a

preliminary screening, conducted over the phone, or through online coding platforms. If

candidates pass this initial round, they are invited to participate in one or more remote or

on-site technical interviews that involve whiteboards or simple text editors. Soon after, one

or more of these quali�ed candidates can expect to receive an offer.
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In an ideal hiring pipeline, the process yields a positive outcome for all parties: the

candidate is happy that they've found a position that aligns with their skills, interests, and

values—and the company is con�dent that they've hired a person who will make high-

impact contributions to their role. Even rejected candidates—having a good understanding

of why they weren't a good �t for the role, and armed with constructive ideas about what

they'd need to improve—leave with a positive interview experience, continue to have a

favorable impression of the company, and are open to potential future opportunities.

Unfortunately, the hiring process can also be a “leaky pipeline,” a phenomenon where

otherwise quali�ed candidates are lost at some stage of the hiring pipeline. This impacts

companies in several ways. First, �nding quali�ed candidates is a substantial investment,

and hidden costs from engineers in a company—spent on interviewing and evaluating

candidates—quickly add up (Doctor 2016). When a candidate withdraws at nearly any stage

of the hiring pipeline, this is an expensive loss. Second, leaky pipelines have been found to

disproportionately affect minorities and other underrepresented groups, across a variety

of disciplines (Klein and Díaz-Hernández 2014; Chesler et al. 2010; Pell 1996; Jacob Clark

Blickenstaff* 2005; Wynn and Correll 2018). In addition to issues of ethics and meritocracy,

there is increasing evidence that suggests that more diverse software engineering teams

are also fundamentally more innovative and productive (Phillips 2014; Vasilescu et al. 2015;

Catolino et al. 2019), giving these companies a competitive edge (Beswick 2017). Third,

negative experiences from candidates have residual effects for the company beyond that of

the candidate—recent studies show, for example, that negative reviews about the hiring

process of a company can demotivate more than 55% of job seekers from applying to that

company (Robinson 2019b).

To understand where candidates become disengaged in the hiring pipeline—and what

companies can do to prevent it—we conducted an empirical investigation of reviews on

Glassdoor,2 a website where current and former employees anonymously review companies,

and where candidates share their experiences with technical interviews. Since 2010, the

growth of employee review sites, such as Glassdoor (founded in 2007), has led candidates to

increasingly share their experiences about different companies' hiring processes (Robinson

2019a).

From Glassdoor, we collected over 10,000 technical interview reviews on 19 companies.

Through a qualitative analysis, we identi�ed several leaks in the hiring pipeline that impact

companies, such as: a lack of responsiveness to candidates' inquiries, disorganization in in-

2https://www .glassdoor .com
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Figure 3.1: Software engineering candidates post their experiences about their technical
interviews on Glassdoor. Although the candidate in this review ultimately did not receive
an offer, they reported having a positive experience in their interview. A Position title, B

offer status, self-reported experience, dif�culty level of interview, C interview description,
D interview questions.

terview scheduling, a lack of transparency in the hiring criteria, inexperienced interviewers,

and delays in the offer and negotiation stage. Our �ndings inform guidelines to make the

hiring pipeline more transparent, fair, and inclusive—for example, from being deliberate

about phrasing and language during initial contact with the candidate, providing candi-

dates with constructive feedback after their interviews, and bringing salary transparency

and long-term career discussions into offers and negotiations. The results of our study

advocate for a company culture that fosters a meritocratic pipeline—one that bene�ts both

candidates and companies alike.

3.4 Methodology

To understand how candidates become disengaged during the hiring process, we con-

ducted a qualitative analysis on interview reviews posted to Glassdoor. Figure 3.1 depicts a

Glassdoor review describing an interview experience at Microsoft.
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Table 3.1: Breakdown of Companies' Technical Interview Reviews (Sorted in Decreasing
Order Based on the Total Number of Reviews)

COMPANY POS (%) NEG (%) NEU (%) TOTAL

Google 61 13 24 3186
Facebook 58 21 24 1320
Amazon 48 19 29 1294
Microsoft 61 11 25 1076
Accenture 74 10 16 720
IBM 64 11 23 529
Uber 46 33 21 300
Apple 50 29 19 287
Oracle 57 16 26 287
Twitter 43 32 23 235
Square 58 20 18 149
Adobe 76 10 12 144
Intuit 62 20 16 123
SAP 74 11 15 120
Ebay 41 28 28 116
VMWare 43 26 28 99
Symantec 61 14 17 96
HCL 54 18 29 80
Lyft 45 45 10 64

3.4.1 Data Collection

To conduct this study, we collected 10,225 reviews about technical interviews for software

engineering positions posted on Glassdoor.com (see Table 3.1). We limited our reviews to

companies which appeared in the software category of Fortune 2000 and had at least 50

reviews on Glassdoor. This yielded a total of 19 companies. To collect the data, we developed

a web scraper using Beautiful Soup. We selected positions tagged as “software engineering”

and “software development engineering” roles. Reviews spanned from March 5, 2009 to

June 25, 2019.

Our dataset can be found at: https://go .ncsu.edu/debugginghiring .

3.4.2 Data Filtering

We organized our collected data into positive and negative reviews based on tags provided

with the review, such as ` Positive Experience' or `Negative Experience'. We excluded reviews

from further analysis if they did not provide a positive or negative tag. We also removed

short, non-informative reviews, containing fewer than 35 words, such as “It was a terrible

process.” After �ltering, 6747 reviews remained, including 5272 positive and 1475 negative
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reviews.

We then drew a statistically representative and strati�ed sample of reviews in our dataset.

Because companies were not uniformly represented in the dataset, we determined a sta-

tistically representative sample size for each company. To do so, we used a proportionate

strati�ed random sampling (Israel 1992) by considering each company as a strata. We used

a 95% con�dence level and 5% margin of error to calculate the sample size of each strata.

We repeated this process for positive and negative reviews separately, yielding a sample

of 358 reviews from 5272 positive reviews and a sample of 305 reviews from 1475 negative

reviews.

3.4.3 Analysis

We imported our sample into ATLAS.ti 3—a qualitative data analysis tool—and performed

two stages of qualitative analysis.

In the �rst stage of our qualitative analysis, we used descriptive coding, and assigned

short codes and labels to capture and summarize the salience of the reviews (Saldaña

2009). To address reliability concerns for descriptive coding, we applied negotiated agree-

ment (Campbell et al. 2013). Negotiated agreement has been applied as a means to address

reliability in software engineering research (Hilton et al. 2017; Barik et al. 2018), and found to

achieve “substantial agreement” (Landis and Koch 1977) when independently veri�ed (Barik

et al. 2018). Using this technique, the �rst two authors collaboratively coded 20 random

reviews (10 negative and 10 positive) to clarify the de�nitions of the codes and understand

and resolve disagreements. Then, the �rst two authors independently coded the remaining

negative and positive reviews.

In the second stage, we performed a re�exive thematic analysis (Braun and Clarke 2019)

to organize and cluster the codes. We �rst inductively clustered the codes across all reviews

into themes, and then situated those themes within each stage of the hiring pipeline.

3.5 Results

We present the experiences candidates encountered as they moved through each stage

of a company's hiring pipeline. In each stage of the pipeline, we describe the resulting

themes, and give examples of both negative experiences ( “what went wrong” ) and positive

experiences (“what went right” ) related to a theme (see Table 3.2).

3http://atlasti .com/
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Table 3.2: Summary of Themes Found from Studying the Hiring Pipeline

PIPELINE STAGE SUMMARY OF THEMES FOUND EXAMPLE

CONTACT

(section 3.5.1)
Candidates reviewed their experi-
ences on the initial phases (screen-
ing phases) in the hiring pipeline
and their interaction with recruiters
and hiring managers.

What went wrong? “I tried calling back the recruiter but they just
do not respond. . .had to withdraw my application.” ( N25)

What went right? “I got prompt response from this point till
the end. . .everyone was professional.” ( P125)

PREPARATION

(section 3.5.2)
Candidates expressed their opin-
ions about interview scheduling
and preparation. They also shared
their opinions about hiring process
organization.

What went wrong? “My interview was rescheduled three times,
which as a candidate provides a terrible experience, especially as I
am currently employed full-time.” ( N29)

What went right? “Very �exible. . . I asked the recruiter to schedule
interviews during time that would not impact my activities. I was
surprised when he proposed the �rst one on a Saturday morning.”
(P10 )

I NTERVIEWS

(section 3.5.3)
Candidates shared their experi-
ences with technical interviews.
They commented about inter-
viewers' experience in conducting
interviews, interviewers' involve-
ment, and the relevancy and
appropriateness of questions
asked.

What went wrong? “The next interviewer was a very jaded engineer
who clearly didn't want to be there. Unresponsive to questions. It
was very awkward and put me off in a major way.” ( N86)

What went right? “Interviewer was smart and polite; asking `logical'
questions rather than trying to show off or stump-the-candidate
sort of questions.” ( P118)

HEARING BACK

(section 3.5.4)
Candidates commented about
their experiences regarding feed-
back and status updates after each
stage in the hiring process.

What went wrong? “I can deal with rejection. I cannot deal with
poor processes, especially when followed by a generic rejection
letter, and no opportunity for feedback.” ( N29)

What went right? “Overall the interview experience was pretty
good and I got feedback in a decent amount of time.” ( P85)

OFFER AND

NEGOTIATION

(section 3.5.5)

Candidates shared their experi-
ences in the last stages of the
hiring process. They commented
on companies' performance in
promptness in extending an of-
fer, team-matching, and their
openness to salary negotiation.

What went wrong? “The team matching progress is extremely
slow and the recruiter is reluctant to arrange it. Took around three
months to �nish everything, way too long. Declined the offer
without hesitation.” ( N159)

What went right? “They were aware that I had a pending offer
that I had to make a decision on, and were very good about moving
the process along as quickly as possible.” ( P112)

3.5.1 Contact

The hiring process usually starts with �rst contact from a recruiter or a candidate reaching

out to a company representative. Even in this early stage, problems can occur when key

requirements about the position are not properly communicated or representatives from

the company do not provide timely responses.
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Paying attention to details

Glassdoor reviews reported several experiences where recruiters made critical mistakes

in matching the candidate to a position; for example, ignoring willingness to relocate,

requirements for work authorization, and skills required for the position.

Examples of what went wrong: “I speci�cally applied to Seattle, my resume said I'm

located in Seattle, and my LinkedIn says I'm not interested in anywhere but Seattle,” recalls

N63 about a recruiter who wanted to bring them to San Francisco. Another candidate, N285,

details how a simple mistake in the beginning derailed the entire hiring process: “I had

several phone calls with internal recruiters, in which I thoroughly described my visa status (I

am on F-1 right now).” After proceeding with an on-site interview, the company still “chose

not to go forward due to wrong visa reasons” after the immigration team was consulted.

Similar experiences caused problems in the �nal stages of hiring: “I am in the offer stage

but they're looking for an immediate start, which I already told them in the beginning that

my notice period is three months and I cannot join immediately” ( N11). Such problems can

make “the whole interview process a waste of time” ( N285).

Examples of what went right: Candidates appreciated when companies had a stream-

lined process for collecting candidate preferences. “They gather info on your interests and

ensure the role matches them, con�rm your location preferences, work authorization, and

visa requirements, and understand your decision timeline and desired start date,” shares

P185.

Responsiveness

Responsiveness can keep candidates engaged during a potentially long and uncertain

hiring process. Candidates expect recruiters to respond in a timely manner throughout the

hiring process.

Examples of what went wrong: “Prompt feedback is essential. Expected better than this

from such a reputed company” ( N89). Another candidate, N3, had several offers in hand but

found that communication had shutdown with the company: “both HRs and Management

didn't inform or reply to my emails.” N25 was particularly frustrated when the company did

not provide any feedback after an interview: “they are just meant to disappoint candidates.

I have gone through the programming interview for an hour with absolutely no feedback

shared after the interview. I tried calling back the recruiter but just they don't respond.

They are so unprofessional. I had to withdraw my application for such an unprofessional

recruitment process.” Once a candidate has disengaged, the effects can cascade to their
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peers, N25 continues: “will never recommend such horrible companies.”

Examples of what went right: Candidates appreciate when recruiters make an effort to

keep in touch throughout the process. As P125 says, “I got a prompt response from this point

till the end. . .everyone was professional. Communication was prompt and fast!” P101 shares

how their recruiter went the extra mile: “the recruiter was super engaging and extremely

responsive. She even responded on Sunday night.”

3.5.2 Preparation

After initial screening, companies need to schedule the interview and prepare the candidate

for what to expect.

Interview scheduling

Interview scheduling is an important but often overlooked step in the hiring process (Prof�tt

2019). Based on Glassdoor reviews, candidates were not always available to proceed with

the interview. Poor handling of this step could in�uence future decisions to reapply when

the time might be right.

Examples of what went wrong: “When I initially realized I was going to be interviewed

for this position, I was enthused, and immediately began to prepare. However, this quickly

waned as my interview was rescheduled three times, which as a candidate provides a terrible

experience, especially as I am currently employed full-time,” reports N29. N32 recalls an even

more extreme case: “probably the worst interview I ever had. They scheduled the interview

for a day in which I was not available, after I sent them an availability table. I asked them to

kindly reschedule and there was no reply till I got the call for the interview.”

Examples of what went right: Candidates appreciated when companies provided mul-

tiple time slots or offered to accommodate special scheduling circumstances. P10 was

pleasantly surprised when their recruiter agreed to tailor the timings of the interview, which

was “very �exible. I had my technical interview on a Saturday and the interview with a senior

manager the next Friday, end of the day. Since I was in a critical phase of the project with

deliverable, I asked the recruiter to schedule interviews during times that would not impact

my activities. I was surprised when he proposed the �rst one on a Saturday morning.”
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Hiring criteria

Transparency throughout the hiring process, especially in hiring criteria, results in faster,

more accurate hires and an improved employer brand in hiring (Woolf 2019; Luca 2019).

When companies are not clear on their hiring criteria, candidates perceived rejections as

unfair and arbitrary.

Examples of what went wrong: Some companies offer preparation documents that

emphasize the type of questions candidates can expect to be asked. N42 later found their

interviewer did not adhere to it: “the document stressed that the most important thing

was to prepare for algorithms and data structures and it stated clearly that no speci�c

knowledge of databases was assumed. Well, guess what, half of the interviewers asked

me about databases, so overall it did not go well. . . I spent several days preparing for the

interview and took the time (and vacation) to go through the process. I think they should

stick to what they write on their own documents.” A lack of clear hiring criteria often

results in candidates being uncertain how to prepare or what to expect after the interview

process. In these cases, candidates feel that the process is “random, and is biased strongly

toward failure” ( N83). Again, such experiences can lead to negative word-of-mouth to peers:

“probably going to fail, regardless of performance” ( N83).

Examples of what went right: “They are incredibly upfront about what they want out

of applicants” ( P198). Additionally, P174 found it helpful to get a run-down of the interview

beforehand: “the recruiter who contacted me was very helpful. She described to me how

the interview would be, what to expect, what not to expect, and what are the interviewers

looking for pretty well without a single hint of any question. She did her job well.”

3.5.3 Interviews

Candidates revealed several factors associated with the interview, such as helpful interac-

tions with the interviewer and relevance of the interview questions to the position, that

contributed to positive and negative outcomes.

Interviewers' involvement

Interviewers can act as shepherd through a long and stressful series of interviews, which

can often last all day. Poor interactions can make this worse.

Examples of what went wrong: “The next interviewer was a very jaded engineer who

clearly didn't want to be there. Unresponsive to questions. It was very awkward and put me
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off in a major way,” recalls N86. N104 noted the lack of direction offered by their interviewer:

“when I had asked if I was going in the right direction, he said things along the lines of,

whatever you think is right, which was not helpful at all.” Many candidates also reported that

their interviewers were distracted by something else instead of focusing on the interview:

“one of the interviewers wasn't that nice and was quiet through most of the interview. While

I wrote on the whiteboard and talked out loud, he was mostly on his laptop and barely

responded” ( N102). Similarly, N178 found their “interviewer was just strange, and clearly

was distracted.” N178 continues, “any time I asked a question to clarify some part of the

problem statement he grunted and glanced around the room wildly before stating that it

was obvious. Once the hour was up, the interviewer stood up abruptly and said `I have to

go' and left the room. With no instructions as a candidate I had to run after the interviewer

to catch him outside the building to ask what happens next. To which he shrugged and said

`go home or go �nd HR.' With no further information I decided that this wasn't a culture I

was willing to work in.”

Examples of what went right: Candidates feel more comfortable when interviewers

occasionally nudge them in the right direction and provide hints. P45 recalls, “when I got

stuck, the interviewer gave helpful tips to guide me in the right direction and I used it.”

Despite not receiving an offer, P309 appreciated their interaction with interviewers: “I was

only able to get it to work with some debugging help from the interviewer, who was very

nice and polite and helped me along the way. Even though I didn't pass the interview, I

enjoyed the coding challenge and felt proud of what I was able to complete.”

Interviewers' knowledge and experience

Knowledgeable and experienced interviewers conduct effective technical interviews. Unfor-

tunately, Glassdoor reviews often described many instances where interviewers conducted

interviews in an ambiguous and in�exible manner.

Examples of what went wrong: “Problem description was very vague and she never

clearly mentioned what exactly she wanted and kept rushing me into coding it without

properly understanding the question” ( N217). When asked to clarify questions, interviewers

often did “a poor job of explaining the problem and, when asked speci�c questions, was un-

able to explain what [they were] really looking for” ( N27). Technical interview questions may

have multiple solutions, yet several reviews described interviewers who rigidly expected a

speci�c solution. N48 shares, “the interviewers sounded like robots, they had this script of

how one should frame answers and if I did not frame it like they wanted, it's like they did
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not understand me.” Knowledge of different programming languages hindered some inter-

views: “the last interviewer was unfamiliar with my requested coding language (python)

and didn't understand lots of the built-in methods that were being used” ( N135). Beyond the

technical questions, candidates hope for interviewers to give them an “indication of the

culture of the company” ( N38). They also expect interviewers to be knowledgeable about

the job description and prospective role. “I asked him some questions about the job role,

but all I got was vague / cryptic answers,” recalls N164.

Examples of what went right: Candidates noted that skilled interviewers helped put

them at ease and made them “feel comfortable” ( P217). P118 found their interviewer “smart

and polite; asking `logical' questions rather than trying to show off or stump the candidate

sort of questions.” Candidates expected interviewers to give a better idea about whether

the candidate would potentially be a good “�t” at the company and what their expected

responsibilities would be. As P334 explains, “the exact interview is quite fun, with interview

questions being interleaved with chats about your work, their work and their short-term to

mid-term focus. This gives you an idea of what you will get to work on and helps to have an

informed decision. Again, many companies do not provide such information.”

Interviewers' friendliness

Glassdoor reviewers reported several cases of rude or hostile interviewers.

Examples of what went wrong: “This particular interviewer made the entire session

extremely stressful. I wasn't sure if this interviewer was trying to show off to a person who

was shadowing the interview session. The entire session was very unhelpful, condescending,

and interrogative,” recalls N136. “Interviewers were not very friendly. One was very abrupt.

One behaved like a police of�cer who pulled me over,” said N172. N277 recalls a hiring manager

“with a condescending tone and treated me like I was lying about everything. He acted

like he did not believe me.” N277 concludes, “I will never waste my time applying to this

company again.”

Examples of what went right: “Everyone was very friendly, positive, and respectful, so

even though I was rejected, all-in-all a positive experience—as someone often involved in

recruiting myself, I think we can all learn a lot from how it's done there” ( P86). P115 shares,

“as far as the interviewers go, they were an amazing bunch. Even when I was bombing the

system design module, the interviewer was very respectful, encouraging, and friendly. I

walked away with a very positive experience.”
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Relevant and appropriate interview questions

Questions are tools to help interviewers �nd best-�t candidates for positions. Irrelevant

and inappropriate questions can add to a frustrating interview experience.

Examples of what went wrong: N29 was frustrated when “questioned on skills that did

not remotely align to the role for which [they] applied.” This often extended to mismatches

in programming languages: “pro�le was of Java but asked C questions” ( N205). Candidates

also described being given unrealistically hard questions which are not solvable within

the interview's time limit. N21 shares their story about such a question: “I presented a

solution and the interviewer said that it's not what he wants. . . then, in the next few minutes

I noticed that the question is very hard. He admitted that the real solution is very very hard.

Then he explained that the question is a more complex version of the knapsack problem.”

Candidates remain unclear if they are expected to solve such tasks in time or if they are

just supposed to make their best attempt. N223 recalls another example of a long question:

“the problem they give is three typed pages long (yes, not kidding, in standard 11pt type). It

requires scaffolding an entire working application, reading in input from a �le and writing

out to another �le, converting between strings and time objects, managing multiple queues,

and has an algorithmic basis that would be at least a LeetCode medium (and maybe a hard).

If you were to ignore all good programming practices, you might be able to squeak it out.”

Examples of what went right: P328 found the interview question relevant for evaluating

their skills: “I had to code an Android app in the interview, which was pretty cool and I think

a good test of my engineering skills.” Some interviewers provided a variety of questions that

appealed to candidates in different ways. P174 appreciated that the company asked straight-

forward, but challenging questions: “they asked very smart, algorithms based questions.

No tricky questions.” Moreover, P315 appreciated that the company asked well-rounded

and thoughtful questions, that included behavioral aspects: a “highly technical interview

with good level of complexity. Coding tests, problem solving, in-depth technical interviews

with a minimum of three technical rounds. It is very technology-oriented product-based

company that hires very selective people with good technical and verbal skills and the

interview process is genuinely talent-oriented.”

Impression from on-site interviews

Impressions during interviews have a strong effect on candidates' decisions to join a par-

ticular company. Poor experiences related to a company's culture, its campus, and other

aspects can change candidates' minds.
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Examples of what went wrong:

“I was supposed to be very impressed about them as a brand. I wanted so bad to �t in,

but I realized that it just wasn't for me. . . I just didn't care anymore. I asked the interviewers

what projects they worked on, and I got the same lack of passion I got from my lunch-mate”

(N130). Poor impressions can form when the interview process does not go smoothly. N31

describes a late interviewer: “it was 3 pm, the last interviewer was late, I was waiting for

him, he came more than 20 minutes late (3:22pm), then he apologized, then he gave me a

question. I was in the middle of the answer when he said, `it's OK, I think we are out of time.'

I felt kicked out (3:28pm).” Unenthusiastic interviewers can change a candidate's mind

about a company: “unfortunately most of the interviewers were cold and gave a strong vibe

they didn't want to be there or be constructive. . . it was not a good experience and left a bad

impression on a company I previously thought highly of” ( N220).

Examples of what went right: P132 expressed the importance of punctuality: “the pace of

the interviews was comfortable, there was free lunch, and everyone was on time.” When

company employees show that they genuinely enjoy working there and are passionate

about their projects, candidates pick up on their job satisfaction, and hence, feel good

about the company. P115 saw themselves �tting in at the company: “I walked away with a

very positive experience. Everyone was excited to be working there, and I can see that it is a

terri�c place!”

3.5.4 Hearing Back

Ghosting refers to when someone suddenly stops reaching out or responding to messages.

Candidates reported many instances of being ghosted by companies. Candidates did not

know whether the company was not interested in them or if their application “fell through

the cracks” (Cappelli 2019).

Status update

Candidates often had dif�culty tracking down the status of their application and whether

there would be a next step, or not.

Examples of what went wrong: “Weeks passed without a response (it was already mid-

April), so I emailed asking what the status of my application is. Was told I would have a

response by April 29. It's now mid-May with no response,” said N273. “They don't have time

to update status. Suggestion: go for a better opportunity,” warns N6.
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Examples of what went right: P112 shares, “the recruiter did a great job of keeping me up-

to-date about what was happening.” Similarly, candidate P100 recounts how their recruiter

was swift in moving along the process and updating them about future interviews: “after

I was contacted by the recruiter, she arranged the �rst technical interview in less than a

week. The second one was planned two days after and the onsite interview just two weeks

after �rst contact.”

Feedback

While companies are not legally required to provide (or not provide candidates) with feed-

back, candidates desire explanations for the reasons they were rejected (Heath�eld 2018).

Examples of what went wrong: Candidates expressed that they appreciate constructive

feedback and they expect it from companies. N29 explains, “I can deal with rejection. I

cannot deal with poor processes, especially when followed by a generic rejection letter,

and no opportunity for feedback.” Candidates perceived feedback as way for companies to

signify appreciation of their time, and felt frustrated when they did not hear anything: “I

spent three hours doing their HireVue exam so the least I expect is to at least get a follow-up

email from the recruiter that they changed their mind or something instead of just ignoring

me,” said N208. N35 also shares their experience with being ghosted, “after a month, I sent an

e-mail requesting a feedback. They said that they will contact me in a couple of days, but

they didn't. Overall, it was a waste of time.” When no feedback is provided, candidates do

not know how to improve: “I am not sure on what grounds they rejected me. Not sure what

else they expect from an interviewee. I feel it's totally unfair and have a very bad opinion

about the company” ( N107).

Examples of what went right: P85 appreciated prompt feedback: “I got feedback in a

decent amount of time—overall interview experience was pretty good.” Correspondingly,

candidate P186 describes how the company provided a personal touch by sharing feedback

on their implementation over a phone call: “three days later after a phone interview recruiter

called me and gave me full feedback (which was very positive).” Candidates remember

and appreciate individuals in the company who get back to them regarding their work. P226

shares, “the reason that I hoped for the best is that at the end of the interview, he was the

only person who gave me very honest feedback.”
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3.5.5 Offer and Negotiation

Team matching and negotiation are the �nal stages of the hiring process. If anything goes

wrong in this stage, it could be a large waste of time and resources for companies and

candidates alike.

Examples of what went wrong: When the process of team matching takes too long,

candidates will start considering other offers they have. “The team matching progress is

extremely slow and the recruiter is reluctant to arrange it. Took around three months to

�nish everything, way too long. Declined the offer without hesitation,” says N159. Non-

negotiable companies also put themselves at the risk of losing candidates to rivals when it

comes to candidates who have multiple offers. N46 recalls, “their offer was reasonable, but

nothing extraordinary. I decided to sign with another top company for signi�cantly better

salary, perks, and location, but a bit less interesting project.” Candidates warn their peers

that companies which are resistant to negotiate try to “low-ball everyone unless [they] have

a competing offer” ( N159).

Examples of what went right: “After the interviews the recruiter followed up promptly,

with accurate estimates of when I would get updates. The hiring committee approved

the application in a week, followed by the �nal offer a few days later” ( P162). Candidates

appreciate when the company moves “the process along as quickly as possible,” particularly

when they have other pending offers that they have to make a decisions about ( P112).

3.6 Limitations

A limitation of using Glassdoor, like many online review sites, is that it is subject to a number

of biases. These include under-reporting bias (Bhole and Hanna 2017)—where candidates

who have extreme experiences, either positive or negative, are more likely to post them—

and the “hyperbole effect” (Gao et al. 2015), where candidates may tend to exaggerate or

even misrepresent their actual experiences. To reduce this threat, we inspected multiple

reviews, across multiple companies, and synthesized the commonalities between these

reviews into themes. Nevertheless, we should be cautious about how we interpret any

speci�c review.

Conducting qualitative research can introduce several types of threats related to con-

�rmation bias, interpretative validity, and ecological generalizability (Onwuegbuzie and

Leech 2007). We acknowledge that these threats exist to some degree within our study. To

reduce these validity issues, the two authors who were responsible for qualitative analysis
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met frequently to discuss the reviews and themes. Future studies should corroborate or

discon�rm our �ndings through triangulation, using other sources of interview experiences

such as surveys, interviews, online forums, and hiring data from companies.

Although strati�ed sampling attempts to include diverse companies, this approach nev-

ertheless results in overrepresenting interview experiences from larger companies that also

have a proportionally larger number of reviews on Glassdoor—such as Google, Facebook,

and Microsoft. Moreover, our �ndings may be in�uenced by the particular companies that

we sampled. An interesting future study could consider interview experiences for hiring

pipelines in different types of software organizations, such as startups, non-pro�ts, and

software engineering roles outside of the technology sector.

3.7 Related Work

Although hiring processes are widely discussed in the literature, hiring processes speci�-

cally in software engineering are understudied. To the best of our knowledge, a few studies

have been recently conducted on technical interviews but not on all stages of the hiring

process. Behroozi et al. (2019) conducted a qualitative study from developers' perspectives.

Their aim was to re�ect developers' concerns about technical interviews. They studied

comments from Hacker News 4—a venue for software practitioners—through the lens of

small stories. Their study identi�ed six concerns that makes technical interviews unpleas-

ant for candidates. They also provided guidelines to mitigate these concerns. In contrast,

our study in this paper does not focus on a speci�c aspect of the hiring pipeline—the

technical interview—but instead takes a broader approach to shed light on successful and

unsuccessful practices throughout the entire technical hiring pipeline.

Ford et al. (2017b) studied mismatches between candidates' expectations from technical

interviews and interviewers' assessment criteria. In their study, hiring managers conducted

mock interviews for University students, and asked the hiring managers to evaluate stu-

dents' performance. Results from their study report what interviewers actually expect from

technical interview candidates and how they are different from what candidates try to

prepare for.

Behroozi et al. (2018) conducted a preliminary study on cognitive load differences be-

tween public whiteboard interview settings and solving problem privately on paper. In their

study, they used head-mounted eye-trackers and found that candidates keep shorter atten-

4https://news .ycombinator.com/
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tion lengths and experience higher levels of cognitive load in the public whiteboard setting.

They conclude that “programming is a cognitively intensive task that de�es expectations of

constant feedback that today's interview processes follow.”

Findings from exploratory qualitative study conducted by Wyrich et al. (2019) on 32

software engineering students show that students with better exam grades and more pro-

gramming experience were more successful in coding challenges. Also, they report that

happiness enhances software engineers' performance.

Our study, besides complementing this prior work, has common ideas with other qual-

itative studies conducted on online reviews in software engineering. Speci�cally, in this

study we were inspired by work done by Washburn Jr et al. (2016). They studied 155 post-

mortems published on Gamasutra, a gaming site. The goal of their study was to �nd out a

set of best practices and drawbacks for game development. To uncover user complaints

about iOS apps, Khalid et al. (2014) conducted a qualitative study on low-rated user reviews

and found 12 types of complaints. Their goal was to help developers better prioritize Quality

Assurance resources by reporting the number and types of user-reported complaints. Vasa

et al. (2012) analyzed user reviews of mobile apps. Their results showed that reviewers use

longer and more detailed comments to describe their dissatisfaction, which highlights

the usefulness of studying low-star reviews. In our study, we considered both positive and

negative reviews. But we also admit that negative reviews were generally more detailed and

helpful.

3.8 Discussion

We discuss our results through �ve guidelines that help improve each of the stages in the

typical hiring pipeline.

Guideline I—Recruit widely and tailor communications to your candi-

dates.

Companies must expand their recruiting practices beyond the traditional avenues of posting

to the company's career site, broadcasting on social media, and submitting positions to

University recruiting channels. To identify and attract these diverse candidates, companies

should be visible in venues that acknowledge, promote, and bring together students and

professionals from different backgrounds and experiences; such venues include Tapia,
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Grace Hopper Celebration, Latinx Tech Summit, and the National Society of Black Engineers

Convention. They should additionally reach out to community colleges, historically black

colleges and universities, and non-pro�t coding bootcamps.

Recruiting from such a diverse background means that generic communications with

candidates are often insuf�cient: interactions should be tailored and roles should be

matched such that these roles resonate with the candidates. As we found in section 3.5.1,

candidates can become quickly dissatis�ed when available careers are radically misaligned

with their own skills, values, and career objectives.

A study by Wynn and Correll (2018) found that recruiting sessions in technology

sometimes alienated women, because these sessions included gender-imbalanced

presenter roles, geek culture references, overt use of gender stereotypes, and other

gendered speech and actions that lessened women's interest at the point of recruitment.

Another study by Snyder (2017) on hiring language from over 25,000 job descriptions found

that phrases such as “whatever it takes,” “all-star,” and “high-performance culture” tended

to attract a statistically higher proportion of applications from men, while phrases such as

“building alliances,” “lasting relationships,” and “passion for learning” attracted a higher

proportion of applications from women. In short, companies that want to attract diverse

candidates must take the lead.

Guideline II—Help candidates prepare for your interviews.

Although companies want to accurately assess candidates based on their actual skills,

they can inadvertently favor those who happen to be more familiar with the technical

interview structure or other skills that are orthogonal to the requirements of the position.

For example, Larson (2016b) argues that writing algorithms on a whiteboard have almost

nothing to do with modern software development, and that “it becomes dif�cult for the

average interviewer to �gure out who's good at developing software, and who's merely good

at whiteboard interviewing.” Fortunately, learning to code on the whiteboard is something

candidates can prepare for—but only if they know that it's important to do so.

Even then, every company has different evaluation criteria for how they assess candi-

dates: while some companies are more focused on the candidates' ability to communicate

clearly about design choices and the trade-offs, other companies may focus more on raw

problem-solving and coding abilities (Ford et al. 2017b). Candidates who aren't aware of

the peculiarities of a company may spend substantial effort incorrectly preparing for their
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interviews (section 3.5.2).

To address this inequity—and put all candidates on equal footing—companies should

provide candidates with information about: the skills they should emphasize; the scope of

the topics, such as speci�c algorithms or data structures that they are expected to know; ref-

erences to relevant materials, such as books or tutorials; representative interview questions;

and, if possible, sample interviews so that candidates can become “virtually” acquainted

with the interview experience. For example, to make candidates feel comfortable through-

out their interview process, Asana provides an engineering interview guide with information

about the types of questions, what qualities they're looking for, and how to prepare (Asana

2020). Similarly, Jane Street interviews are relatively standardized: their guide explains the

interview structure, enumerates the core computer science concepts that the candidate

should know, and includes a walkthrough of an example phone interview (Street 2020).

Guideline III—Develop standards and train interviewers.

Just because someone is a great software engineer doesn't mean that they're a great inter-

viewer. As we found in section 3.5.3, candidates report that they experience high variability

between interviewers—not only in knowledge, experience, and attitude, but even in the

types of interview questions different interviewers prefer to ask. Moreover, while software

engineers like to believe that they judge candidates purely on their merits, neuroscience

suggests that this isn't always the case (Klein and Díaz-Hernández 2014)—unconscious

biases, for example, are learned stereotypes that interviewers may unintentionally project

on a candidate, in�uencing their evaluation of them (Chamberlain 2016). Unconscious bias

when interviewing candidates, if unchecked, impacts a company's ability to hire diverse,

yet quali�ed candidates.

When companies develop standards and train interviewers, both of these issues can be

addressed. For example, Google makes interviewing a part of every engineer's role, requir-

ing them to attend training where they learn about Google's standards regarding desired

attributes for candidates, the hiring process, and conducting legally-compliant interviews—

so that candidates have a consistent experience, regardless of who they interview with. One

way that Google trains interviewers is through shadowing experienced interviewers. This

way, trainees have a consistent frame of reference for interview performance—this is called

interview calibration, and helps to ensure that interviewer ratings are valid (Google 2020).

And at GitLab, interviewers receive training on recognizing different forms on uncon-

scious bias—such as af�nity bias, con�rmation bias, and the halo effect—and learn about
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practical ways to reduce or avoid the impact of bias. For example, the GitLab handbook

asks interviewers who recognize a positive or negative bias during the interview to excuse

themselves and ask someone else to interview that candidate (GitLab 2019).

Guideline IV—Inform candidates of where they are in the interview pro-

cess, and give constructive feedback to them.

Candidates should have a positive experience about the hiring process and feel that they

have bene�ted from their interview experience, regardless of whether they ultimately

receive an offer (section 3.5.4).

One way to do that is to give candidates constructive and timely feedback (Heath�eld

2018). First, companies should tell the candidate about where they performed well, and

let them know about any interviewers who felt strongly about championing their hiring.

Second, the candidate should be told about what speci�c areas or skills they would need

to improve in order to make a stronger case for their hiring. This type of actionable feed-

back gives the candidate con�dence that they can be successful and would be considered

for other opportunities if they improve on these areas. Third, companies should provide

candidates with a reason for their rejection—this can be slight performance differences

between candidates, or even the result of internal changes within the company for the job

role. Leaving a good impression on the candidate is important because they or one of their

colleagues may want to apply in the future.

Guideline V—Negotiate not just the immediate offer but invest in long-

term career growth.

Quali�ed candidates are likely to be in a competitive, multiple-offer situation. In the long

term, giving candidates appropriate time to make an informed decision about joining

the company bene�ts both the candidate and the company. When candidates make rush

decisions about a non-negotiable, exploding offer , they may be forced to accept an offer

which is not their ideal choice (section 3.5.5) (Phillips 2017) . Although this bene�ts the

company in the short term, it ultimately results in higher attrition once the engineer �nds

a more suitable position.

The offer can also go wrong when candidates feel slighted: either they feel that the

salary is low-balled, or that they have been underleveled for the role based on their experi-

ence. Speci�cally, self-reported salary data is often available on sites such as Glassdoor or
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levels.fyi,5 but these numbers can be out-of-date, incorrectly reported, or otherwise mis-

leading because companies have different bonus structures and vesting schedules (Orosz

2020).

To mitigate against potentially incorrect information, companies can provide a reliable

source of data by publishing their salary ranges. By providing this transparency, candidates

can be reassured that they are receiving a fair offer relative to others within the same level.

In addition, because different companies have different career ladders, it can be dif�cult

for candidates to compare job responsibilities solely from job title. To address this concern,

companies should publish their career guides, which outline the speci�c responsibilities

for each level and the pathway for growth within the company.

3.9 Conclusion

The hiring pipeline for software engineering has become ubiquitous within the industry as

means to recruit, evaluate, and onboard quali�ed candidates. We conducted a qualitative

study using Glassdoor—a job review website—and analyzed reviews left by candidates to

understand their experiences within the hiring pipeline. The �ndings in our study bring to

attention how leaky hiring pipelines materialize—across all of the stages of the pipeline.

Poor practices within each of these stages impact companies in several ways, ultimately

hindering a company's ability to recruit competitive candidates and build diverse software

teams. Our �ndings inform guidelines that if operationalized, stand to make the hiring

pipeline more transparent, fair, and inclusive.
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CHAPTER

4

INVESTIGATION OF CANDIDATES'

CONCERNS ABOUT TECHNICAL

INTERVIEWS

This chapter has been published in 2019 IEEE Symposium on Visual Languages and Human-

Centric Computing (VL / HCC), pp. 1-9 1.

4.1 Study Rationale

Findings from Chapter 3 suggest that technical interviews raise the majority of the com-

plaints about the hiring process in software engineering. This chapter aims to identify what

barriers prevent otherwise quali�ed candidates from performing well during technical

interviews. Identifying these barriers can offer guidelines to design interventions that en-

hance technical interviews. This helps companies avoid false negatives and lose quali�ed

candidates through a leaky hiring process and faulty technical interview practices.

1https://ieeexplore .ieee .org/abstract/document/8818836
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4.2 Abstract

Technical interviews—a problem-solving form of interview in which candidates write code—

are commonplace in the software industry, and are used by several well-known companies

including Facebook, Google, and Microsoft. These interviews are intended to objectively

assess candidates and determine �t within the company. But what do developers say about

them?

To understand developer perceptions about technical interviews, we conducted a qual-

itative study using the online social news website, Hacker News—a venue for software

practitioners. Hacker News posters report several concerns and negative perceptions about

interviews, including their lack of real-world relevance, bias towards younger developers,

and demanding time commitment. Posters report that these interviews cause unnecessary

anxiety and frustration, requiring them to learn arbitrary, implicit, and obscure norms. The

�ndings from our study inform inclusive hiring guidelines for technical interviews, such as

collaborative problem-solving sessions.

Prelude

Let's begin with a technical interview problem. Consider the following coding question

from LeetCode, 2 an online platform for preparing software development candidates for

interviews:
2You can solve the problem interactively at https://leetcode .com/problems/maximum-subarray/. The

provably optimal solution to this question—called Kadane's algorithm—is described in Bentley's 1984 col-
umn, Programming Pearls (Bentley 1984). The column presents various solutions to this question with
cubic, quadratic, and linear time complexities. Bentley notes that the problem “is really a `toy'—it was never
incorporated into a system.”
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Before going further—and regardless of your coding pro�ciency—we'd like you to spend

a few minutes and take a stab at this question.

Well, how did it go? Did you �nd an O( n ) solution?

Developers within the LeetCode community report that—within the past six months—

this coding question has been used in technical interviews at well-known software compa-

nies such as Apple, Amazon, Microsoft, Google, Facebook, and Uber.

4.3 Introduction

A technical interview for software development consists of one or more stages within the

interview life cycle (Aziz et al. 2015a; McDowell 2015). It begins with an initial screening of

the candidate, usually conducted over the phone or through an online coding platform, such

as CoderPad,3 Skype Interviews, 4 and interviewing.io. 5 Depending on their performance,

the candidate may be invited for an on-site visit. This on-site visit consists of a series of

one-on-one interviews (each 45 minutes to an hour, over a period of half a day to several

days) with engineers, and sometimes managers. The interviews primarily focus on technical

3https://coderpad .io
4https://www .skype.com/en/interviews/
5https://interviewing .io
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coding or algorithms, either on the whiteboard or using a simple text editor on a computer.

In other words, technical interviews are primarily a test of the candidates' problem-solving

or “analytical ability” (McDowell 2015). And if all goes well, the candidate can expect to

receive an offer.

For hiring managers, technical interviews have considerable appeal (Lerner 2016b). First,

hiring managers are able to ask questions directly from their companies' question bank,

instead of having to design their own interview questions. Second, the format purports

to reduce variation between interviewers and teams, since candidates can be evaluated

through objective scoring criteria. Finally, the interview process becomes scalable: new

interviewers are straight-forward to train, and these interviewers can interchangeably ask

coding questions to any software engineering candidate. All of these, in theory, result in a

more-or-less standardized and meritocratic technical interview pipeline.

The collective experiences of interview candidates, however, appear to tell a very differ-

ent story—even a cursory glance reveals that “technical interviews are broken” (Veluvolu

2017), that they are an “antagonistic” (Thomas 2017) form of high-pressure “whiteboard

algorithm hazing” (Hansson 2017) that have “nothing to do with real day-to-day developer

work” (Larson 2016a), are “humiliat [ing] professionally” (Shogren 2015), assess candidates

through an “algorithm question lottery [of ] luck and chance” (Yalkabov 2016), and require

substantial “upfront investment” from the candidate (Thawar 2017) to learn the “cultural

norms necessary to get themselves into a desk at a technology �rm” (Monterroso 2016). Still

others argue that technical interviews may even “promote exclusion and discrimination,

serving only as a barrier to entry for quali�ed underrepresented candidates” (Alvino 2014).

The goal of this paper is to take meaningful, personal, and yet disjoint anecdotes such

as these—and amplify them into a principled theoretical foundation to support research to-

wards improving technical interviews in software development. To that end, we conducted

a qualitative study in which we obtained over forty-six thousand authored comments

from Hacker News—a social website for software practitioners focusing on computer sci-

ence, software development, and entrepreneurship—pertaining to the topic “interviews.”

We framed these comments through the analytical lens of small stories (Bamberg and

Georgakopoulou 2008)—stories of their personal experiences and their past events—and

through thematic analysis (Braun et al. 2019) identi�ed concernssoftware developers have

about technical interviews. The contribution of this paper is a state-of-the-practice synthe-

sis of concerns from the Hacker News community about technical interviews for software

developers, re�ected through their own words.

Our analysis of Hacker News identi�es several concerns in current software engineering
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practices with regards to technical interviews. Though hiring managers justify these prac-

tices as being meritocratic, our �ndings suggest that candidates perceive these practices as

subjective, arbitrary, unnecessarily stressful, non-inclusive—and at times—demeaning to

their sense of self-worth and self-ef�cacy. We propose guidelines to make hiring more in-

clusive and equitable without sacri�cing interviewing effectiveness, for example, providing

candidates with explicit evaluation criteria in advance.

4.4 Methodology

Research context. We used Hacker News, a social website for software practitioners, to

conduct our investigation. As a community, Hacker News contains over 1.5 million user-

submitted comments on a variety of cultural and technical topics of signi�cance to the

hacker community (for example, “F.C.C. Repeals Net Neutrality Rules,” “CIA malware and

hacking tools,” and “How to Pass a Programming Interview,” to convey a sense of the diver-

sity of topics). Wu and colleagues (Wu et al. 2014), through a survey with software developers

who use GitHub, found that Hacker News serves as an important venue for software devel-

opers to exchange ideas as part of a broader cultural ecosystem. Barik and colleagues (Barik

et al. 2015) conducted a formative study using Hacker News to demonstrate that investiga-

tions within the online community can yield insights into qualitative research topics, for

example to understand how software developers interpret programming and play (Barik

2017). We adopt this approach to investigate concerns with technical interviews.

Data collection. We used the Algolia 6 search engine API, which indexes all of Hacker

News, to retrieve JSON-formatted topics containing “interview.” The results were sorted

by popularity, and a limitation of this search engine is that it returns a maximum of 1,000

results—which it did.

Data cleaning. We automatically �ltered the results with some standard heuristics, such

as “interview with,” as these topics tend to be about interviews with people, not about the

activity of technical interviews. This procedure removed 262 topics from consideration.

Two authors then independently went through the remaining topics manually, and, using

the title alone, excluded topics that were not related to technical interviews (Cohen's � = 1;

these topics are easy to identify but dif�cult to write a systematic expression for, for example,

“Interviewing my mother, a mainframe COBOL programmer,” or “AT&T CEO interrupted by

a robocall during a live interview”). After data cleaning, 456 topics remained, containing a

6https://hn .algolia .com/
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Table 4.1: Extreme Sentiments by Title

Title Points Comments Polarity 1

Most Negative Titles

Programmers are confessing their sins to protest a broken job inter-
view process

303 226 -0.80

UBER ATC is disguising research as fake job interviews? 133 31 -0.75

Ask HN: Failed interview, feeling unemployable and depressed—what
do I do?

377 234 -0.73

My Day Interviewing for the Service Economy Startup from Hell 604 274 -0.68

The Programming Interview from Hell 174 136 -0.68

Most Positive Titles

Best interview questions to spot ideal employees 41 22 0.82

Thanks HN: Developers and YC companies video speed interview for
free

38 12 0.74

Ask HN: What should an ideal developer interview process look like? 261 278 0.70

Ask HN: What are good tech jobs that don't require being good at
interviewing?

92 84 0.70

Video games beat interviews to recruit the very best 129 122 0.67

1 Polarity computed by VADER, with scores ranging from -1 (most negative) to 1 (most positive).

total of 46,115 comments.

Characterizing the data on technical interviews. The relevant topics on technical in-

terviews spanned the time period from March 3, 2008 through April 25, 2019. The least

popular topic had 29 points (essentially, votes), and the most popular topic had 1020 points

(u = 146, sd = 151). The number of comments per topic ranged from 0 to 997 ( u = 101,

sd = 104). Points also strongly correlate with comments ( r = 0.78), such that more popular

topics tend to have more comments. To get a high-level sense of the diversity of topics on

technical interviews within the Hacker News community, Table 4.1 presents a list of the

most polarizing topics. To obtain this list, we applied a rule-based sentiment analysis tool,

called VADER (Hutto and Gilbert 2014), to the titles of the Hacker News topics. 86 of the

titles had a positive polarity (greater than 0 and less than or equal to 1, “Best interview

questions to spot ideal employees”), and 98 of the titles had a negative polarity (less than 0

and greater than or equal to -1, “Programmers are confessing their sins to protest a broken

job interview process”). For the remaining 272 posts, VADER did not identify a polarity in

either direction (0, “The GitHub Job Interview”). In short, the Hacker News community has
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quite a bit to say about technical interviews.

Qualitative analysis. We imported the Algolia JSON comments for the top �ve topics

by posted comments (or approximately 10% of the data in a Pareto distribution) into the

ATLAS.ti data analysis software.7 The topics are: “The latest trend for tech interviews: Days

of unpaid homework” (997), “I interviewed at six top companies in Silicon Valley in six days”

(692 comments), “How to Pass a Programming Interview” (552 comments), “I will not do

a tech interview” (545 comments), “`Clean your desk': My Amazon interview experience”

(509 comments).

We conducted coding over multiple iterations. In the �rst cycle, we used descriptive

coding, and assigned short codes and labels to capture and summarize the salience of

the comments (Saldaña 2009). We framed these comments through “small stories” (Bam-

berg and Georgakopoulou 2008)—an epistemological lens that permits analysis of small

vignettes of everyday stories and experiences—such as Hacker News comments (Barik

2017). In the second iteration, we conducted a thematic analysis to organize the comments

into concerns(Braun et al. 2019).

To further characterize the themes, we performed an additional purposive sampling,

or non-probabilistic sampling, on comments in technical interview threads from Hacker

News and authored memos (Birks et al. 2008). These memos captured interesting exchanges

that promoted depth and credibility of the concerns, and framed the posters' concerns

through their self-reported experiences. That is, the memos provide a thick description to

contextualize the �ndings (Ponterotto 2006).

Supporting veri�cation. In this paper, quotations from Hacker News are referred as

HN identifier . Each post can be accessed on Hacker News by substituting the asterisk with the

comment's identi�er in the following URL: https://news.ycombinator.com/item?id=* .

4.5 Concerns from Candidates

In this section, we present expressions of concern about technical interviews from candi-

dates, organized through themes. The complete list of concerns is found in Table 4.2.

4.5.1 Relevance

“Building a great and useful app rarely requires Herculean feats of logic and puzzle solving,”

saysHN 18944553. Indeed, adds HN 18945198, “the number of times I've seen things like dynamic

7http://atlasti .com/
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Table 4.2: The Concerns of Software Candidates

Concerns about... Description

RELEVANCE

(section 4.5.1)
Problem-solving is not grounded in real-world code, constraints, or scenarios.

ANXIETY

(section 4.5.2)
Stress associated with problem-solving in conjunction with time pressure and
surveillance by the interviewer.

AFFECT

(section 4.5.3)
Emotions, such as frustration, and humiliation associated with the technical inter-
view experience.

AFFORDANCES

(section 4.5.4)
A lack of naturally occurring resources and mechanisms typically available in a
normal programming environment. For example, coding with a marker or within a
word document.

PRACTICE

(section 4.5.5)
Time commitment needed to practice (“grind”) various problems and solutions in
order to be competitive with other candidates.

M ISSING OUT

(section 4.5.6)
Evaluation criteria and proxies that �lter out candidates, unfairly.

programming come up in a real world application are vanishingly small.” HN 18944499 de-

scribes an interview experience: “I'm a data scientist, and Google asked me to sum all values

of nodes at each height of a tree. I had to implement the tree, BFS, and the algo (which

was easy once you have BFS) in 25 minutes, minus any talky time. BFS is not something I

thought about much in the last 5 years, and quite frankly could care less about. I got stuck

when I knew I needed •something • to �nish implementing BFS, but couldn't remember and

the Google interviewer offered no help.”

These expressions capture the discrepancy between the skills needed for performing

a software development job and the problems they are asked to be solved to get that job.

HN 18946686 elaborates, “this then becomes representative of your experience in spite of the

fact that you are never likely to be confronted with that kind of problem with that kind of

time-frame. Whatever is on your CV, and whatever you can say about what you've learned

over the years, becomes totally irrelevant in the face of that.”

A noteworthy undercurrent we found within the discussion of relevance is the view that

developers should be able to solve technical interview problems “from scratch” or �nd

them to be enjoyable: “If you're a programmer, you like to solve puzzles,” says HN 11248511.

HN 18944989 explains their belief, “I wrote a custom HashMap for Java, used BFS and DBS on

graphs, wrote a top down custom parser, custom string searching algorithms to solve real

business problems. I would rather work with someone who knows how neural networks

really work rather than [someone] who knows pytorch or keras, because they can be learned
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rather easily. In some industries knowledge of algorithms can be more valuable than know-

ing a myriad of frameworks that change every few years any way.” Finally, HN 18944164 offers

that relevance could vary based on experience: “There are career stages. For candidates just

out of school or with little experience, asking algorithmic questions totally makes sense.

For more senior candidates (who actually progressed to the next stage, not just spent a lot

of years), the questions become more real-life, more open-ended and with more than one

(or sometimes none) correct answer.”

4.5.2 Anxiety

“The problem is that interviews are high stress affairs,” says HN 6251756. They continue, “this

is great when you've got to climb a tree to get away from a tiger. This is horrible if you are

trying to demonstrate your ability to function mentally. It does not matter how reasonable

your questions are. If this is what someone faces, you do not get an accurate picture of how

good anyone with interview anxiety is. And a lot of people suffer from this.” HN 6253596 also

describes anxiety that arose during an interview with their own team: “I once interviewed

for a job within the company I already worked for [with ] my existing boss, and a colleague.”

Then, “I was asked a question about ASP.NET ViewState which I drew a complete blank on.

I just couldn't wrap my ahead around the question because of nerves. It was only when my

boss reminded me that this was something I had actually taught him and my colleague

only 6 months ago that my nerves cleared, I relaxed, and then I could suddenly think clearly

again.”

Having stress can cause disruptive effects on memory (Newcomer et al. 1994;

Kirschbaum et al. 1996; Lupien et al. 1997; Diamond et al. 1999) which can negatively

affect candidates' performance during interviews, even with people they already know:

“The interview process creates a dynamic relationship between interviewer and interviewee

that never exists between colleagues and bosses,” continues HN 6253596. One possible cause

of anxiety during the interview is being watched and judged by the interviewer. HN 6252459

says, “I also get very anxious during exams and always make silly mistakes. It saddens

me to see some interviewers on this thread that naively believe that the kind of stress a

person feels during an exam (especially one where the tester is sitting in front of you and

watching your every move) is the same kind of stress you might experience while trying

to �x some problem in front of your computer.” Some developers were not sympathetic

with the concern of anxiety and HN 6253513 believes the problem is �xable: “I think the real

problem is in your head: your anxiety about job interviews is sabotaging something you're
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otherwise perfectly good at,” and continues by adding “You need to be more zen about this.

More laid back, relaxed, con�dent, or something like that.”

4.5.3 Affect

“I think it's offensive and I don't like how the industry has standardized on basically assuming

everyone's a bullshitter,” says HN 18946686, adding, “What's worse is that you'll have to repeat

this over and over again for any company you interview with.” Sometimes candidates see

themselves as being a gladiator �ghting in the Colosseum for entertainment.“But made-

up puzzles? For which the asker already knows the answer, so they sit back and watch us

dance?,” questions HN 1260547.

Some candidates perceive that companies try to negatively affect their self-esteem

by conveying that their standards are way higher than candidates' abilities. HN 11248119

complains about this with saying: “I have come to believe it is part of an industry-wide

negging style to keep people in their place.” HN 11251499 also shares a related story: “it is like

some companies like to feel special. After being invited twice for Google interviews, I mean

really invited by their HR, not me applying for them. On both occasions I failed the process

with their stupid questions. I started replying to their HR, if I am so good to be invited but

in their eyes unable to devise a inode search algorithm for unlimited hard disk sizes with a

speci�c set of hardware and search time constraints, over the phone interview, then why

couldn't they just please stop inviting me!? That was the last time I heard from them and I

don't care a bit about it.”

Candidates also report concerns with unveiled emotion from interviewers as well as

casual and open disinterest. HN 11251441 recalls, “I was literally asked, `What is the time

complexity of the moving window average algorithm over an array?' and when I asked for

clari�cation, I could hear an edge of... I guess frustration in my interviewer's voice. Granted,

by this time, we'd been through a couple of other problems, and time was running short, but

I still think it was pretty unprofessional of the interviewer to let frustration or any other sort

of negative emotion show during the interview.” HN 6245567adds, “the thing I found strangest

is that some interviewers would walk in the room and throw up a coding exercise without

any introduction at all. They literally wouldn't give their names and what projects they

worked on.” However, some candidates also have had happy experiences. “I've interviewed

for Google and Apple internships and the process has been extremely pleasant, with the

interviewers happy to give their time. With Apple, I got to meet the entire team and spend

time with them. I've heard similar stories about the Microsoft interview process (I mean,
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they even �y you out to Redmond)” (HN 13131599).

4.5.4 Affordances

“Expecting perfectly correct code on a whiteboard seems to me to be a slight abuse of the

medium. Whiteboards and chalkboards speci�cally exist to sketch things out in an adhoc

fashion, often in a collaborative and easy-to-edit way,” says HN 1247743. Another developer

adds, “every time an interviewer has told me something like this, they then nitpick syntax

and appear to be primarily concerned with `does my whiteboard code compile' sorts of

problems” ( HN 17728663). Affordance issues also extended to interviews over the phone. “I've

had that experience during a technical phone screen with a different `hires only the best'

company. I was asked to write (over the phone) a trivial statistical algorithm and started to

describe the algorithm: `Function F returns a double and has two parameters, pointer to

the start of the double array P and integer N for length of array.' Apparently on the other

end of the line was a human compiler that kept rejecting my input and preferred `double F

open parens double star P comma int n close parens'!” (HN 17727794).

Candidates were concerned that mediums such as whiteboards, shared Google docu-

ments, and phone communication did not take advantage of their skills built over many

years typing in computers and IDEs, with aids such as syntax highlighting, and auto-

completion. “I wouldn't pass then since I live in post 2000 and am used to letting the

IDE handle the nitty gritty details while I focus on the actual meat of creating software,” says

HN 11247663. HN 11247490 adds, “This happened to a friend. He con�rmed that pseudocode

would be acceptable, but then as he was writing it out the interviewer got on him about not

terminating lines with semicolons (I suppose the pseudocode looked C-ish).”

Some developers try to circumvent this concern. HN 11247779 suggests, “You can always

preempt the whiteboard issue by bringing a laptop along. Hey, I'm a lot more comfortable

writing code on a keyboard and with an IDE. Let's program this together in a text editor

instead of a whiteboard .” But, HN 11247895cautions, “Speaking as an interviewer, don't do this

to me without prior discussion. Being able to discuss things on a whiteboard is a necessary

skill for working in a co-located of�ce. This includes pseudocode.”

4.5.5 Practice

“ It's not about getting the right answer but the way you think . I've never found that to be true.

If you don't get to the right answer, you're gone. If they planned to ask two questions and
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you only got through one, you're gone no matter how you `thought' about it. A huge part

of this is LeetCode practice. If you can't solve most algorithm questions on a whiteboard

in less than an hour (because you haven't practiced) then you won't pass any interviews,”

warns HN 17729934. I never

Candidates were concerned about the time commitment required to practice and / or

memorize algorithms. “Now that I am 51, I feel annoyed that all of these stories of interviews

involve asking questions about algorithms that rarely come up in real coding,” laments

HN 18944082. They continue, “I cannot spend hours and hours studying up on these algo-

rithms, there are much more important things (real coding-related things) which I need to

learn about, to the extent I have time to do that.” HN 11249643 adds, “To me it was a bunch of

rote memorization, just like a biology course. I never— never—have needed to know how

bubblesort / heapsort / mergesort actually work, except to appease interviewers.”

Candidates highlighted the potential bias associated with availability to practice. “Hon-

estly, there are so many posts like yours on HN, it's a surprise companies don't change this

ridiculous algorithms thing,” questions HN 18944244 and continues, “However, algorithms

bias towards younger people, recently out of college, math hobbyists and people with a

lot of free time.” HN 18944519 adds, “They used to interview using the kind of brainteasers

found in books like the ones Mensa used to make. The algorithms approach, I suspect,

is just a CS proxy for a test just like their old approach was. It would also �lter for youth,

which they semi-openly advertise as well (see chess literature on brain age for what I mean).

Conformance too (due to the prep time).”

Finally, HN 11251399 warns about the dangers of hiring developers based on ability to

practice: “Even once you get past the outright bozos, there are quite a few programmers

who can program quick one-off things, but have no sense of design or maintainability. They

can deliver functionality, but deliver in a way that piles on technical debt and damages

the long term health of the codebase. I think the traditional technical interview format

ironically encourages this sort of behavior, by encouraging applicants to focus on narrowly

solving the problem at hand, as quickly as possible, both in terms of machine time and

programmer time, even if that means the code is an unmaintainable mess in the long run.”

4.5.6 Missing out

“I used to work at Google. I saw a lot of good candidates get rejected. I myself was rejected

multiple times before I got an offer. I was talking to my manager who was on the Hiring

Committee about this dilemma, and at the end of the day the fact is that good companies
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don't give a shit about their false negative rate—only their net positives. By having an

ef�cient technical interview process, yes, you let good candidates go. Just as you do by only

having certain target universities or requiring certain experience. But they don't give a fuck.

They get 1000 applications a day. Hundreds of internal referrals,” complains HN 6252419.

Developers frequently shared stories where candidates would have normally been

�ltered out if not for considerable interventions. HN 12860682 shares their experience: “ I

have a buddy who I have dragged along with me (many times staking my reputation on his

abilities), to every engagement I go on and this guy could not pass a how to use Microsoft

Word interview . He has Asperger's and locks up and fails miserably in the interviewing

process, but the honest reality is, he is 10 times the developer I am, the guy sees patterns

instantly and has a knack for code organization. He can master a new technology in a

week and is hands down the best developer I have ever met. That being said, over the years

watching him has lead me to the conclusion that [technical interviewers ] only see the world

through their limited experiences. It should be classi�ed as a form of con�rmation bias.”

Developers also wondered how current practices might be �ltering out candidates with

more diverse backgrounds and skills: “I cannot help but think that these big tech companies

(FAANG, et. al) are missing out on diversifying and increasing their engineering expertise

by passing over developers like you. I often think what Google / Facebook would be like if

they hired in some experienced engineers that may not be able to whiteboard a BFS tree or

can tell you Djikstra's algorithm, but have proven business track records of getting projects

done, on budget, and on time. Real, pragmatic, get-it-done types of engineers. That's not to

say whiteboard expert engineers can't also be this way—it's just that whiteboard interviews

don't hire for this in particular—technical expertise comes �rst” ( HN 18943168). HN 18944016

shares never being able to �nd gender parity in interviews: “Also... I mentioned that working

on teams with other women was important to me... but every technical onsite I've had has

been given by a man. They've pitched teams led by women, and my HR / recruiting contacts

have been nearly all women. But for the interview itself? All men.”

Conventional wisdom, as re�ected in “Cracking the Code Interview,” (McDowell 2015)

has claimed that a false positive (bad hire) is much more expensive than a false negative

(missing a good hire). HN 18945043 adds, “The top companies with these LeetCode tests

probably don't care that good people are being rejected or [that candidates are ] avoiding

them because of the amount of preparation required. Middle sized companies and startups

doing LeetCode tests are missing good people and probably can't afford the same number

of false negatives as someone like Google with an endless supply of candidates.” Several

developers, including HN 18944154, offered counter-arguments to conventional wisdom: “You
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think people that pass technical interviews can't be false positives? I think they weed out a

few, but completely ignore practical development skills, work ethic, soft skills, design and

architecture skills, etc. Of course maybe this explains why most of the big tech companies

have seemed pretty stagnant for the last decade, largely failing with products and decisions

that have poor execution and market �t outside of the products that made them big in the

�rst place.”

4.6 Limitations

The nature of small stories analysis, and our application of it to Hacker News, introduces

several limitations.

Representativeness. Our study into technical interviews were conducted through an

analysis of a single source of practitioner experiences, Hacker News. There are some sub-

stantial biases in terms of demographics. 8 Speci�cally, in a survey conducted in 2011 with

4643 respondents, 89% self-reported being under the age of 40, with 43% of respondents

being between the ages of 26-30. In a similar gender survey conducted in 2009 with 1487

respondents, 95% reported as male. We did not �nd any demographic information on race.

The implication of this demographic is that it may not accurately re�ect the concerns of

a more diverse population, particularly with respect to underrepresented minorities. Nev-

ertheless, our �ndings in some ways re�ects a lower bound on the concerns of developers.

If non-marginalized groups have substantial concerns about technical interviews, then it

is very likely that the impact of technical interviews on marginalized groups is even more

severe.

Groupthink in online communities. Another effect from online communities may

arise as a result of the moderation and points system used within Hacker News to rank and

display comments, in which individuals in the community internalize their true opinions

and instead converge to a form of groupthink . Fearing reprisal from other members of

the community, individuals may be compelled to only share experiences that they believe

would be positively scored by their peers (McCauley 1989).

It is also possible that other communities may have different perspectives than Hacker

News. Consequently, the set of identi�ed concerns may not be complete.

Qualitative interpretations. Finally, we acknowledge that qualitative research, however

rigorously conducted, involves not only the qualitative data under investigation but also

8https: // news.ycombinator.com / item?id=4397332
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a level of subjectivity and interpretation on the part of the researcher as they frame and

synthesize the results of their inquiry (Bott 2010; Mehra 2002). In particular, though many

posters express concerns about technical interviews, posters whose thoughts are better

articulated tend to be given greater representation in the results. Thus, we emphasize that

our own �ndings should be examined as only one of many possible presentations with

respect to technical interviews.

Additional studies are needed to mitigate these limitations, such as interviews, surveys,

and other instruments to triangulate our concerns (Golafshani 2003; Tracy 2010; Carter

et al. 2014). Our �ndings can be used as a starting point for conducting such studies.

4.7 Related Work

Despite their importance, technical interviews are understudied in the scienti�c literature.

Ford and colleagues (Ford et al. 2017b) conducted a study from the perspective of hiring

managers and University students participating in mock technical interviews. The study

identi�ed a mismatch of candidates' expectations between what interviewers assess and

what they actually look for in a candidate—speci�cally, through implicit norms in how

interviewers expected candidates to explain their solutions, such as using “concrete ex-

amples” and “asking relevant questions.” In contrast, our study in this paper focuses on

professional developers, rather than students.

A slightly distant study by Ford and colleagues (Ford et al. 2016) identi�ed barriers

for female participants in Stack Over�ow, an online programming community. Although

not conducted in a technical interview setting, several of the identi�es barriers resonate

with those we identi�ed in our study, in particular, impersonal interactions such as fear

of negative feedback, discomfort from lack of diversity in the interviewers, an imposter

syndrome of feeling that they didn't have the necessary expertise or quali�cations, and time

constraints that prevented investment in the site beyond their work day. A survey study

with both male and female developers con�rmed these barriers as being common across

genders.

Using head-mounted eye trackers, Behroozi and colleagues (Behroozi et al. 2018) con-

ducted a preliminary study of the public whiteboard interview setting and found that this

setting pressures candidates into keeping shorter attention lengths and experiencing higher

levels of cognitive load compared to solving the same problems privately on paper. The pa-

per concludes that “programming is a cognitively intensive task that de�es expectations of
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constant feedback that today's interview processes follow.” Zhou and colleagues (Zhou et al.

2018) investigated both technical and social competencies through GitHub and Stack Over-

�ow data dumps. They found that collaboration competency skills are strongly associated

with enhanced coding abilities as well as the quality of code.

Wyrich and colleagues (Wyrich et al. 2019) conducted an exploratory qualitative study

with 32 software engineering students and found that coding challenge solvers also have

better exam grades and more programming experience. Moreover, conscientious as well as

sad software engineers performed worse.

Our study complements this prior work by offering qualitative context that explains

technical interview performance.

Examining the grey literature of software engineering—that is, non-published, nor

peer-reviewed sources of practitioners—provides some additional, though contradictory

insights. Lerner (Garousi et al. 2016) conducted a study of over a thousand interviews using

the interviewing.io platform, where developers can practice technical interviewing anony-

mously. Their signi�cant �nding is that performance from technical interview to interview

is arbitrary, and that interview performance is volatile—only 20% of the interviewees are

consistent in their performance, and the rest are all over the place in terms of their interview

evaluation. In contrast, a study conducted at Google by Shaper (Shaper 2017) investigated

a subset interview data over �ve years to determine the value of an interviewer's feedback,

and found that the four interviews were enough to predict whether someone should be

hired at Google with 86% con�dence. Regardless, our study �nds that developers perceive

these interview practices to be arbitrary.

A study by Minor (Minor 2016), conducted across eleven �rms in various industries,

reported the desire to minimize false positives from “toxic hires”—hires who may steal,

commit fraud, bully other workers, or engage in sexual harassment. They found that “toxic

workers are actually much more productive than the average worker, which can perhaps ex-

plain why they tend to stick around an organization longer than they should.” Interestingly,

the study found that although greater con�dence predicts increased productivity, greater

con�dence also predicts greater likelihood of becoming toxic. As found in our study, this

is an important aspect of hiring that is elided when focusing primarily on the analytical

ability of the candidate.
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4.8 Discussion

In this section, we mitigate some of the concerns related to technical interviews from

software developers through a set of inclusive interview guidelines.

Guideline I—Use rudimentary questions for screening.

When applying for software development positions, candidates may have limited notice

before having to participate in a phone screen. Consequently, they may not have the time

available to adequately prepare for the interview (section 4.5.5). The goal of the phone

screen shouldn't be to fully assess the candidates' capabilities. Instead, the interview should

be a rudimentary �lter to assess whether the candidate can program at all, through what

Atwood (Atwood 2007) describes as “blindingly, intentionally easy” questions. A second

goal of the phone screen is informational: to share what the team does and to identify

whether the candidates' advertised skill set �ts these needs.

Our suggestion is that algorithms at this stage of the interview be no more complicated

than the Rainfall Problem—a programming task that has been used in a number of studies

of programming ability (Soloway 1986; Seppälä et al. 2015). 9

When complex algorithms are requested in interviews, hiring managers may be unnec-

essarily excluding candidates simply because of their time commitments, and not because

of their lack of technical quali�cations (section 4.5.6). If hiring managers need further

evaluation, they can propose a small take-home project, where the candidate has more

�exibility and autonomy in how they conduct this work.

Guideline II—Share the interview description in advance.

To make technical interviews more equitable for all candidates, the hiring manager should

share the details of the interview procedure with them. This includes not only the length of

the interview, but also the types of questions that they will be asked. If certain resources

are useful for being successful in the interview, these should be recommended to the

candidate. Importantly, the scoring rubric for the technical interview should not be opaque

to the candidate. Opaque hiring criteria gives an unfair advantage to those with prior

interviewing experience, and can be frustrating to candidates who are unaware of the

otherwise unwritten rules particular to the organization (section 4.5.3) (Ford et al. 2017b).

9The original wording of this problem is simple enough, though variations exist: “Write a program that
will read in integers and output their average. Stop reading when the value 99999 is input” (Soloway 1986).
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Guideline III—Offer alternative interview formats.

Allow candidates to opt-out of certain interview formats or make minor adjustments to the

format, without reducing the ability to assess problem-solving skills. Simple changes to

existing interview formats could reduce the anxiety associated with public performance in

front of an interviewer, for example, by offering the candidate the opportunity to initially

think about the problem in private (section 4.5.2) (Behroozi et al. 2018). Moreover, having

to think-aloud while performing a cognitively demanding task has been shown to inhibit

task performance (Jääskeläinen 2010).

Similarly, while some candidates may prefer conducting the technical interview on a

whiteboard, others may feel more comfortable working within an integrated development

environment on the computer, or �nd it more natural to explain and sketch a problem on

pencil-and-paper (section 4.5.4) (Tversky 2002).

Guideline IV—Use a real problem.

Several comments on Hacker News were critical of the use of arti�cial, puzzle-like problems

that did not re�ect the types of engineering tasks that candidates would do in their day-

to-day software development activities (section 4.5.1). Such problems were also perceived

as biased towards junior candidates just out of school, as these junior candidates were

more likely to have recently solved these kinds of homework-style problems. For senior

developers, our suggestion is to use technical interview problems that have real-world

scenarios, and resemble programs that the candidate would actually write as a software de-

veloper within the team. For example, consider the purely academic problem of performing

a depth-�rst traversal of a graph structure versus framing this problem as determining the

order in which to install packages from a package management system when provided with

an input of a hierarchy of dependencies. In the latter scenario, it may even be suf�cient

that the candidate can simply identify that this problem is an instance of depth-�rst search,

without needing them to actually write code.

Guideline V—Solve problems as colleagues, not as examiners.

Not all candidates can effectively solve technical algorithms in a fast-paced, high-pressure

whiteboard setting—nor do these candidates often work in such stressful situations in their

day-to-day software development jobs (section 4.5.2). Instead, the conversation between

the interviewer and candidate should be less of an antagonistic interrogation, and more of
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a conversation in which both the candidate and the interviewer work together to solve the

problem. Preferably, the candidate should be interviewed by the team that they intend to

join, so that they can experience �rst-hand how they would work with one or more of their

potential teammates.

4.9 Conclusion

The technical interview has become commonplace within the software development in-

dustry as a means to assess candidates. However, despite its importance for hiring quali�ed

candidates, the effectiveness and perceptions of the technical interview are understudied

within the software engineering research community.

To understand how software developers perceive technical interviews, we conducted

a qualitative study using the online social news website, Hacker News. By framing com-

ments as small stories, we identi�ed critical concerns from candidates regarding these

interviews. These concerns include the relevance of these interviews as well as their impact

on the candidates' anxiety, affect, and time commitments. We �nd that candidates who use

technical interviews as a primary assessment instrument may unfairly �lter out otherwise

quali�ed candidates. We propose inclusive interview guidelines towards improving the

technical interview process. The �ndings from this study underscore the need for additional

research in this area, especially towards understanding how technical interviews impact

underrepresented minorities within the software development community.
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CHAPTER

5

FROM CONCERN DETECTION TO

INTERVENTIONS

This chapter has been published in 2018 proceedings of the 40 t h International Conference

on Software Engineering, Software Engineering: New Ideas and Emerging Results (ICSE-

NIER), pp. 93-96 1.

5.1 Study Rationale

Each concern identi�ed in Chapter 3 and Chapter 4 can be used as an outline to propose

and develop interventions to improve fairness of technical interviews. The rest of my work

focuses on effects of the most prevalent concern in technical interviews—the stressarising

from social-evaluative threat—on candidates (Behroozi et al. 2019) and its negative impacts

on fairness of skill evaluation. As con�rmed with my study on candidates' online reviews,

I hypothesize that whiteboard interview is the most stressful format of technical inter-

views. Thus, I started with monitoring stress in traditional whiteboard interview setting

1https://dl .acm.org/doi/abs/10 .1145/3183399.3183415
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(as the control setting) versus a private setting (as treatments). Additional details on this

study's setup, eye-tracking terminology, and stressde�nition can be found in Appendix B.

5.2 Abstract

Problem-solving on a whiteboard is a popular technical interview technique used in in-

dustry. However, several critics have raised concerns that whiteboard interviews can cause

excessive stress and cognitive load on candidates, ultimately reinforcing bias in hiring

practices. Unfortunately, many sensors used for measuring cognitive state are not robust

to movement. In this paper, we describe an approach where we use a head-mounted eye-

tracker and computer vision algorithms to collect robust metrics of cognitive state. To

demonstrate the feasibility of the approach, we study two proposed interview settings: on

the whiteboard and on paper with 11 participants. Our preliminary results suggest that

the whiteboard setting pressures candidates into keeping shorter attention lengths and

experiencing higher levels of cognitive load compared to solving the same problems on

paper. For instance, we observed 60ms shorter �xation durations and 3x more regressions

when solving problems on the whiteboard. Finally, we describe a vision for creating a more

inclusive technical interview process through future studies of interventions that lower

cognitive load and stress.

5.3 Introduction

A technical interview is a stage of a job interview, which for software developers, often

includes a programming component performed on a whiteboard. A common goal of a

technical interview is to obtain visibility into and veri�ability of the cognitive processes

used by a candidate (Ford et al. 2017a). Although technical interviews are the most common

assessment technique, certain types of interviews can unnecessarily affect the candidate's

cognitive load , the total information demand placed on an individual (Paas and Van Mer-

riënboer 1994). There are several sources of cognitive load:

• Medium and affordances . Whiteboards are often selected for high visibility of the

problem-solving work by interviewers; however, whiteboards lack affordances, such

as syntax highlighting, which can cause higher cognitive load (Wästlund et al. 2005).
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Figure 5.1: Feasibility study of using ArUco markers to calculate regressions.

• Stress. Public performance, time pressure, and self-ef�ciency can in�uence cognitive

load (Klitzman et al. 1990).

• Interruption . Technical interviews require that a candidate perform talk-aloud while

problem-solving, which imposes high cognitive load (Russo et al. 1989a; Parnin and

Rugaber 2011) and eliminates opportunity for re�ection (Dawson 2003).

When software processes and tools are not well-aligned with the cognitive processing

styles of certain populations (Morris et al. 2015), discrimination can occur. For example,

research into gender differences has established that many software tools are designed to

be more supportive of problem-solving processes used by men than by women (Burnett

et al. 2016). Critics of whiteboard interviews argue that the technique systematically biases

hiring certain candidates (Thomas 2017; Alvino 2014), due to lack of time to practice for the

interview setting, and familiarity with problems. Finally, criteria used to evaluate candidates

during technical interviews, such as con�dence and problem-solving ability are taken into

consideration (Ford et al. 2017a). Thus, when selecting between two candidates producing

the same quality answer, the least visibly stressed candidate may be more likely to get the

job. In short, traditional technical interviews can overlook more skillful candidates who do

not perform well in these settings.
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Our work investigates the use of head-mounted eye-trackers that can obtain eye move-

ment measures without restriction to movement. Our primary research question is: Can we

detect differences in stress and cognitive load between the paper and whiteboard technical

interview settings? We hypothesize that the public setting of the whiteboard will increase

cognitive load while the private setting of the paper will reduce it.

To investigate the feasibility of using this approach, we conducted a pilot study with

11 participants, where participants wear a head-mounted eye-tracker (see Figure 5.2) and

we measured the difference between solving a programming task on paper and on the

whiteboard. Using a Latin Square design to rotate experimental conditions, we observed

that participants solving problems on the whiteboard appear to experience higher cognitive

load. Further, participants self-rated the whiteboard setting as being more stressful, we

observed several nervous tics displayed by participants, and we obtained several measures

consistent with stress.

Performing an analysis of the different cognitive states of interview candidates can help

de�ne the challenges and bene�ts of technical interview styles and how different settings

affects a candidate's state of mind. As a result, we can use these models of attention to

design better interview procedures that minimize disruption to candidates while allowing

interviewers to assess a candidate's thought process and problem solving speed.

5.4 Background

Eye-tracking is the process of locating the eye-position and measuring the eye-movement

of a subject. Eye-trackers are designed to monitor and collect eye-movement data while

the subject is looking at a stimulus during an experiment (Duchowski 2007; Rayner 1998).

A stimulus is an object, such as a piece of code, which is of interest during an eye-tracking

study. Generally, there are two types of eye-trackers: head-mounted eye-trackers and re-

mote eye-trackers. Head-mounted eye-trackers have embedded infrared cameras and the

subjects wear them. Remote eye-trackers have a screen with sensors and the subjects sit in

front of them, such as the ones used to study eye movements of developers while using

IDEs (Sharif et al. 2016, 2017).

Some common eye-tracking terms and measures are as following:

• Areas of Interest (AOI) : A �xed region corresponding to an object of study.

• Fixation or Visual Intake (VI) : Stabilization of the eye on a particular point of the

stimulus, typically between 200 to 300 ms. Fixations can be acquired from the eye-
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Figure 5.2: A head-mounted eye-tracker from SMI used in this study for the sake of free
mobility of the candidates.

tracker in the form of a time stamp and x-y pixel coordinates. Privitera et al. suggest

that most of the cognitive processes and information acquisitions happens during

�xations (Privitera and Stark 2000).

• Saccade: A sudden rapid eye movement which occurs between two �xations, typ-

ically lasting between 40–50 ms. Prior studies claim that cognitive processing and

information acquisition is not notable during saccades (Privitera and Stark 2000;

Duchowski 2007).

• Regression: A backward movement of the eye from an AOI to a previously visited AOI.

• Cognitive Load : Several studies report eye-tracking measures which reveal cognitive

load. Chen et al. conclude that �xation duration and �xation rate are indicators of an

increment in the attention (Chen et al. 2011). Increase or decrease of �xation duration

depends on the characteristics of the task. Fixation duration will decrease in stressful

tasks that need rapid responses (such as driving in a car (Unema and Rotting 1990) or

airplane piloting (Gerathewohl 1978)). In contrast, in the tasks that needs more cog-

nitive processes such as reading texts of increasing complexity, �xation duration will

increase (Rayner 1979). Chen et al. (2011) also included the measurements of saccade

velocity and saccade length in order to investigate human mental effort. Their results
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Table 5.1: Statistical signi�cant differences ( p-value<0.05) of various summary eye mea-
sures between different interview settings.

WHITEBOARD1 PAPER

Eye measure2 mean median mean median p-value

Trial duration [s] 405.3 407.5 453.7 416.7 0.438
Visual Intake Frequency [count/s] 1.94 2.2 2.25 2.2 0.74
Visual Intake Duration Average [ms] 276.8 295.4 353.8 363.2 0.04
Visual Intake Dispersion Average [px] 132.2 117.7 41.86 30.7 0.0001
Saccade Frequency [count/s] 1.73 1.9 2.01 2.1 0.89
Saccade Duration Average [ms] 375.8 96.9 69.8 62.7 0.002
Saccade Amplitude Average [Â� ] 5.84 5.3 4.14 3.8 0.059
Saccade Velocity Average [Â� /s] 2326.5 213.3 131.2 79 0.010
Saccade Latency Average [ms] 1432.3 356.1 432.3 397.8 0.22
Blink Frequency [count/s] 0.12 0.1 0.2 0.1 0.24
Blink Duration Average [ms] 1330.4 571.8 269.1 248.5 0.003
Regression Frequency [count/s] 0.15 0.14 0.08 0.04 0.039

1 WHITEBOARD predominately has statistical differences in measures associated with higher cognitive load.
2 High cognitive load associated with higher regressions, higher �xation dispersion, longer blinks, larger
saccade velocity, longer saccade duration. Stress associated with shorter �xation duration, larger saccade
velocity, and longer saccade duration.

show that saccade velocity and length are highly discriminatory parameters. Similarly,

Manuel et al. (2004) �nd that a decrease in saccade velocity indicates tiredness and

an increase of saccade velocity indicates a higher task complexity. High blink latency

and a low blink rate indicate high mental effort (Chen et al. 2011).

5.5 Approach

5.5.1 Placing Boundaries for the Coding Area

The SMI head-mounted eye-tracker we used in our experiment generates the pixel coordi-

nates of the gaze point of the participants. ArUco markers (Garrido-Jurado et al. 2014) can

be placed in the environment in order to help map gaze coordinates to physical locations

(See Figure 5.1). These markers are robust and perform well when they are viewed from

an angle or in the case of occlusion. We implemented ArUco marker detection in Python

using OpenCV. Each ArUco marker has a unique pattern which corresponds to an ID from

0 to 1024. We used an online tool to generate the markers.
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5.5.2 Determining AOIs for Coding Area

We placed markers in a grid pattern on the whiteboard. The size of each marker on the

board is 1x1 cm and the distance between each is 9 cm. There are 15 columns and 11 rows

of markers. We placed markers on the board in row-wise ascending order. We selected the

grid design for several reasons. First, to account for subjects changing their distance from

the whiteboard (getting too close), we ensured the distance between markers was close

enough to always be visible in the video recordings. Second, the grid pattern enabled us to

easily calculate gaze regressions in our analysis.

For the paper setting, we used 0.5x0.5 cm ArUco markers printed in a Legal page layout.

We placed the markers with 4.4 cm distance for top and bottom of the frame and 2 cm

distance between the markers for the sides of the frame.

5.5.3 Calculating Gaze Regressions

For the whiteboard setting, in each video frame we determined the nearest markers to the

gaze point. We considered regression as any backward movement of the gaze more than

one row. For the paper setting, we mapped the pixel distances into actual centimeters since

the distance of the user to the paper makes the pixel distances vary in each frame. After

calculating the actual distances, we considered 2 cm gaze point backtrack as the regression

threshold.

5.5.4 Pilot Methodology

We recruited 8 graduate and 3 undergraduate participants to participate in our study. First,

we helped participants don and calibrate the SMI head-mounted eye-tracking glasses. The

glasses were connected to a mobile phone placed in the participant's pocket. Next, we

assigned participants two tasks of comparable dif�culty from “Elements of Programming

Interviews in Java” (Aziz et al. 2015b): (1) reversing all words in an input string, and (2)

testing a string for being a palindrome. We allowed participants to write code to complete

each task in any programming language of their choice. Each participant completed tasks

in two settings: on a whiteboard and on paper. The order of settings varied randomly across

participants to account for learning and ordering effects. Each participant completed

both tasks in less than 45 minutes. We then conducted debrie�ng interviews with each

participant. We collected and analyzed 12 measurements of eye tracking data from each

participant to analyze stress and cognitive load.
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5.6 Preliminary Results

To identify statistically signi�cant differences between the whiteboard and paper setting, we

performed a Wilcoxon signed-rank test. Our results indicated that 6 eye-tracking measure-

ments reveal the differences between the two settings (see Table 6.1). Statistically signi�cant

p-values has been shown in green, with median values highlighted in yellow. We found no

statistical differences in any measure or time performance between the two tasks.

Under pressure. We observed signi�cantly shorter duration for �xations when partici-

pants were solving problems on the whiteboard. We believe that the whiteboard setting

may have placed participants under pressure to keep shorter periods of attention (Unema

and Rotting 1990; Gerathewohl 1978). As a result, this may limit the ability for a participant

to re�ect and reason during problem solving. In contrast, participants �nished their tasks

on the paper in 50 seconds on average. After the experiment, most participants rated the

whiteboard setting as more stressful. We also observed participants display several visible

nervous tics, such as humming and face and hand twitches, that were only noticeable when

solving problems on the whiteboard. Finally, it is interesting to consider that for some

problem-solving tasks, limited amounts of stress can enhance performance to a limited

degree (Yerkes and Dodson 1908). In some cases, whiteboard interviews can enhance per-

formance for some candidates; however, by increasing dif�culty or time pressure, these

effects can be quickly reversed.

Higher cognitive load. We observed several measures related to higher cognitive load.

When solving problems on the whiteboard, participants had 3x as many regressions versus

paper. During cognitively demanding or stressful tasks, a programmer may have more

dif�culty sustaining attention in working memory. Regression frequency shows that how

many times the participant needed to look back to their previous lines of code, which can

indicate memory failure as well as higher uncertainty. Higher saccade duration average

and saccade velocity average in the whiteboard setting indicate higher stress and lower

concentration while doing the task. Finally, higher blink duration average happens during

complex cognitive process. During whiteboard problem-solving, we observe a 2x increase

in blink duration, which indicates that the participants experienced higher cognitive load

in the whiteboard setting. Some of these measures are consistent with stress caused by the

public performance of the task; however, other measures may have resulted from the larger

coding area of the whiteboard. For example, higher saccade velocity and duration may be
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consistent with increased dif�culty in locating code fragments over a large space, which is

less likely to occur in a paper setting.

5.7 Vision: Inclusive Interviews

Our preliminary results demonstrate that our approach is a promising way to understand

the impact of technical interviews. However, more studies are needed to better understand

what characteristics contribute to high cognitive load. We highlight some future steps:

1. Simple vs. Complex tasks on a whiteboard

2. Solving problems on whiteboard, but in a private room

3. Effect of interviewer interruption

4. Effect of previous problem practice

The �rst study would allow us to isolate factors related to problem solving problem on

a large space. The second study would allow us to study the effect of public performance.

The third study would allow us to study how interruptions may further add stress and

high cognitive load. The fourth study examines the effect of previous practice on reducing

performance anxiety. In addition to future studies, collecting alternative measures of infor-

mation, such as heart rate variability, can offer deeper insight into the cognitive state of a

programmer. Finally, we can analyze in more detail how problem strategies and solutions

change with interview settings.

Once we better understand the impact of certain interview practices, we can then

design alternative procedures or interventions that reduce unnecessary cognitive load in

candidates. We will explore a set of interventions and evaluate their impact on cognitive

load. One example intervention includes the concept of an interview “blackout” (Ford et al.

2015). For example, an interviewer might say, “now that I have explained the problem, I

will step out for about 4 minutes to allow you to digest the problem.” This simple measure

can allow candidates to re�ect on a problem in isolation, potentially reducing anxiety and

allowing the candidate the opportunity to re�ect on potential approaches uninhibited.

Finally, we can derive a recommended set of interview practices that have been validated

in terms of enabling assessment of the candidate while minimizing unnecessary cognitive

load.
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5.8 Conclusion

Technical interviews provide visibility into a candidate's cognitive state and thought pro-

cesses. Programming is a cognitive intensive task that de�es expectations of constant

feedback that today's interview processes follow. This has left a gap in understanding what

goes on during the programming interview process and how to properly assess program-

ming skills of candidates to succeed at these interviews. With the proposed approach, we

will begin to comprehend the cognitive state and sustained attention of candidates during

technical interviews to re�ne the interview process.
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CHAPTER

6

DOES TECHNICAL INTERVIEW SETTING

AFFECTS FINDING COGNITIVE LOAD

THROUGH EYE-TRACKING?

This chapter has been published in 2018 proceedings of the the Workshop on Eye Move-

ments in Programming (EMIP), pp. 1-5 1.

6.1 Study Rationale

This chapter investigates whether the characteristics of the settings (e.g., the disparity of

dimensions of the two settings in the pilot study from Chapter 5) affect the analysis of

eye-movement measurements.

1https://dl .acm.org/doi/abs/10 .1145/3216723.3216729
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6.2 Abstract

Recently, eye-tracking analysis for �nding the cognitive load and stress level while problem-

solving on the whiteboard during a technical interview is �nding its way in software engi-

neering society. However, there is no empirical study on how much the interview setting

affects the eye-movement measurements. In this paper, we analyzed the eye-movements of

11 candidates in two interview settings, one on the whiteboard and the other on the paper,

to �nd out if the characteristics of the settings affect the analysis of stress and cognitive load

of the candidates. This paper will also focus on repeatability and improvement of applying

the state of the art machine learning algorithms after parameter tuning.

6.3 Introduction

A technical interview is a stage of a job interview, which for software developers, often

includes a programming component performed on a whiteboard. A common goal of a

technical interview is to obtain visibility into and veri�ability of the cognitive processes

used by a candidate (Ford et al. 2017c). Although technical interviews are the most common

assessment technique, they have several limitations:

• Medium and affordances. Whiteboards are often selected for high visibility of the

problem-solving work by interviewers; however, whiteboards lack affordances, such

as syntax highlighting, which can cause higher cognitive load (Wästlund et al. 2005).

• Stress. Public performance, time pressure, and self-ef�ciency can in�uence cognitive

state (Klitzman et al. 1990).

• Interruption. Technical interviews require that a candidate perform talk-aloud while

problem-solving, which imposes high cognitive load [16, 20] and eliminates opportu-

nity for re�ection (Dawson 2003).

When software processes and tools are not well-aligned with the cognitive processing

styles of certain populations (Morris et al. 2015), discrimination can occur. For example,

research into gender differences has established that many software tools are designed to

be more supportive of problem-solving processes used by males than by females (Burnett

et al. 2016). Critics of whiteboard interviews argue that the technique systematically biases

hiring certain candidates (Thomas 2017; Alvino 2014), due to lack of time to practice for

the interview setting, and familiarity with problems. Finally, research in criteria used to
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evaluate candidates during technical interviews �nds that factors (Ford et al. 2017c), such

as con�dence matter as much as problem-solving ability, meaning that when selecting

between two candidates producing the same quality answer, the least visibly stressed

candidate is more likely to get the job. Thus, traditional technical interviews can overlook

more skillful candidates who do not perform well in these settings.

Our work investigates the use of head-mounted eye-trackers that can obtain eye move-

ment measures without restriction to movement.

RQ1: How much do the properties of the interview setting affect the eye-movement

measurements?

To answer this question, we applied the classi�cation algorithms to our data with two

different labelling and partitioning:

1) Labelling based on user survey (stressed / not stressed). In this labelling, we split

the data into 4 parts: saccade in whiteboard setting, visual intake in whiteboard setting,

saccade in paper setting, visual intake in paper setting.

2) Labelling based on the paper and whiteboard setting. Here we partitioned the

data into two parts: saccade and visual intake (this time regardless of the setting they have

been taken from).

Then, we compared the performance of the classi�ers on these two partitioning

and labelling of the data.

RQ2: Does parameter tuning enhance classi�cation results?

We applied parameter tuning on our design from RQ3 to see how it changes the performance

of the classi�ers.

6.4 Background

Eye-tracking is the process of locating the eye-position and measuring the eye-movement

of a subject. Eye-trackers are designed to monitor and collect eye-movement data while

the subject is looking at a stimulus during an experiment (Duchowski 2007; Rayner 1998).

A stimulus is an object, such as a piece of code, which is of interest during an eye-tracking

study. Generally, there are two types of eye-trackers: head-mounted eye-trackers and re-

mote eye-trackers. Head-mounted eye-trackers have embedded infrared cameras and the
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subjects wear them. Remote eye-trackers have a screen with sensors and the subjects sit in

front of them, such as the ones used to study eye movements of developers while using

IDEs (Sharif et al. 2016, 2017).

Some common eye-tracking terms and measures are as follows:

• Areas of Interest (AOI) : A �xed region corresponding to an object of study.

• Fixation or Visual Intake (VI) : Stabilization of the eye on a particular point of the

stimulus, typically between 200 to 300 ms. Fixations can be acquired from the eye-

tracker in the form of a time stamp and x-y pixel coordinates. Privitera and Stark

(2000) suggest that most of the cognitive processes and information acquisitions

happens during �xations.

• Saccade: A sudden rapid eye movement which occurs between two �xations, typ-

ically lasting between 40–50 ms. Prior studies claim that cognitive processing and

information acquisition is not notable during saccades (Privitera and Stark 2000;

Duchowski 2007).

• Regression: A backward movement of the eye from an AOI to a previously visited AOI.

• Cognitive Load : Several studies report eye-tracking measures which reveal cognitive

load. Chen et al. (2011) conclude that �xation duration and �xation rate are indicators

of an increment in the attention. Increase or decrease of �xation duration depends

on the characteristics of the task. Fixation duration will decrease in stressful tasks

that need rapid responses (such as driving in a car (Unema and Rotting 1990) or

airplane piloting (Gerathewohl 1978)). In contrast, in the tasks that needs more cog-

nitive processes such as reading texts of increasing complexity, �xation duration will

increase (Rayner 1979). Chen et al. (2011) also included the measurements of saccade

velocity and saccade length in order to investigate human mental effort. Their results

show that saccade velocity and length are highly discriminatory parameters. Similarly,

Manuel et al. (2004) �nd that a decrease in saccade velocity indicates tiredness and

an increase of saccade velocity indicates a higher task complexity. High blink latency

and a low blink rate indicate high mental effort (Chen et al. 2011).

The science of eye-tracking analysis goes back to over a century ago in reading re-

search (Poole and Ball 2006). Today, eye-tracking as a research is growing in popularity

in different disciplines such as usability analysis, sports, psychology, marketing , human
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computer interaction (HCI), software engineering and many more. Software engineer-

ing community started showing interest in eye-tracking studies in the early nineties in

investigating the reading strategies in code comprehension (Shara� et al. 2015) The �rst

eye-tracking study in software engineering has been conducted by Crosby and Stelovsky

(1990) on analyzing reading strategies and their impact on procedural code comprehension.

However, before 2006, eye-trackers have not been vastly used in software engineering

society due to high price of eye-trackers and the dif�culties in using them (Bednarik and

Tukiainen 2005). As a result, many of the previous studies in software engineering domain

used Restricted Focus Viewer approach (RFV) (Privitera and Stark 2000). In this approach,

only a small portion of the screen has been displayed to the user and the rest of the screen

was blurred. A user controls which part of the screen is of regard with the help of the com-

puter mouse. Since RFV impacts the study results by restricting the subjects and unrealistic

conditions, software engineering researchers started using other strategies to conduct their

research since 2006.

One method of annotating videos is to instrument applications with a plug-in that

records data as a task is completed (Shaffer et al. 2015). The instrumentation approach

builds on previous methods in that it provides support for non-static applications, but

it fails to capture gazes in non-instrumented areas. Therefore, all possible regions must

be determined a priori. For example, prior studies require the participants use Eclipse

exclusively. In order to improve this approach, the researcher would need to similarly

instrument other applications, such as browsers and text editors. A second method is to

defer video annotation until after data collection, but this can be limiting and ineffective.

Unfortunately for researchers, the support available to tag dynamic AOIs in program-

ming environments like Eclipse is limited (Rodeghero et al. 2014). The main focus areas

of software engineering eye-tracking studies can be grouped in 5 main categories (Shara�

et al. 2015) from which we are more interested in the �rst two categories:

• Model comprehension

• Code comprehension

• Debugging

• Collaborative interactions

• Traceability
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Under the category of model comprehension, De Smet et al. (2014) investigated the

impact of different design patterns on code comprehension using UML class diagrams.

They ran their study on 18 students and 8 faculty members and the variables they took into

consideration from EyeLink II eye-tracker were spatial density, transitional matrix, average

�xation duration, time and scan-path distance. Another study of the same category has

been conducted by Soh et al. (2012) where they studied the relation between expertise and

professional status for UML diagram comprehension.

In code comprehension studies, the subjects will be asked to read pieces of source

code to answer comprehension questions. One of the earliest studies of this category is the

research of Crosby and Stelovsky in 1990 (Crosby and Stelovsky 1990). In their study, using

Pascal source codes of binary search algorithm, they tried to assess the impact of expertise

on the developers' comprehension strategies. Another study conducted by Busjahn et al.

(2011) investigates the differences between source code reading and natural text reading.

They also studies attention distribution on code elements to classify experts' and novices'

code reading strategies in (Busjahn et al. 2014a). Fritz et al. (2014) studied the task dif�culty

using psycho-physiological measures such as electroencephalography (EEG), eye-gaze,

electrodermal activity (EDA), and NASA TLX scores (Hart and Staveland 1988a).

Our motivation to conduct this research is to �nd out that what adds to the stress level

of the candidates while taking a technical interview and our ultimate goal in our future

work is to suggest better settings to help the candidates show their skills better and to help

the employers to recruit better candidates.

6.5 Experimental Design and Performance Criteria

6.5.1 Placing Boundaries for the Coding Area

The SMI head-mounted eye-tracker we used in our experiment generates the pixel coordi-

nates of the gaze point of the participants. ArUco markers (Garrido-Jurado et al. 2014) can

be placed in the environment in order to help map gaze coordinates to physical locations

(See Figure 5.1). These markers are robust and perform well when they are viewed from

an angle or in the case of occlusion. We implemented ArUco marker detection in Python

using OpenCV. Each ArUco marker has a unique pattern which corresponds to an ID from

0 to 1024. We used an online tool to generate the markers.
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6.5.2 Determining AOIs for Coding Area

We placed markers in a grid pattern on the whiteboard. The size of each marker on the

board is 1x1 cm and the distance between each is 9 cm. There are 15 columns and 11 rows

of markers. We placed markers on the board in row-wise ascending order. We selected the

grid design for several reasons. First, to account for subjects changing their distance from

the whiteboard (getting too close), we ensured the distance between markers was close

enough to always be visible in the video recordings. Second, the grid pattern enabled us to

easily calculate gaze regressions in our analysis.

For the paper setting, we used 0.5x0.5 cm ArUco markers printed in a Legal page layout.

We placed the markers with 4.4 cm distance for top and bottom of the frame and 2 cm

distance between the markers for the sides of the frame.

6.5.3 Calculating Gaze Regressions

For the whiteboard setting, in each video frame we determined the nearest markers to the

gaze point. We considered regression as any backward movement of the gaze more than

one row. For the paper setting, we mapped the pixel distances into actual centimeters since

the distance of the user to the paper makes the pixel distances vary in each frame. After

calculating the actual distances, we considered 2 cm gaze point backtrack as the regression

threshold.

6.5.4 Pilot Methodology

We recruited 8 graduate and 3 undergraduate participants to participate in our study. First,

we helped participants don and calibrate the SMI head-mounted eye-tracking glasses. The

glasses were connected to a mobile phone placed in the participant's pocket. Next, we

assigned participants two tasks of comparable dif�culty from “Elements of Programming

Interviews in Java” (Aziz et al. 2015b): (1) reversing all words in an input string, and (2)

testing a string for being a palindrome. We allowed participants to write code to complete

each task in any programming language of their choice. Each participant completed tasks

in two settings: on a whiteboard and on paper. The order of settings varied randomly across

participants to account for learning and ordering effects. Each participant completed

both tasks in less than 45 minutes. We then conducted debrie�ng interviews with each

participant to see which setting makes them experience more stress.
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6.5.5 Looking for Predictive Eye-tracking Measurements

For the �rst phase of our experiment we decided to look into 12 eye-tracking measurements

to see if the results con�rm the previous studies which noted that visual intake and saccade

can show the cognitive load. In addition to the outputs of the SMI eye-tracker, we also

implemented the regression frequency estimator since we believe that regression also can

be representative of the cognitive load.

6.5.6 Focusing on the Predictive Ability of Saccade and Visual Intake

Measurements

To study more on the visual intake and saccade in absence of other eye-tracking measure-

ments, we decided to just consider those measurements related to them and analyze the

data considering VI-based and saccade-based measurements. There are 7 VI-related and

11 saccade-related measurements. we labeled the data into two classes of stressed / not

stressed based on our participant survey. For this part of our study, we applied two data

splitting strategies: �rst, we split the data into 4 �les including saccade from whiteboard

setting, visual intake from whiteboard setting, saccade form paper setting and visual intake

from paper setting. Second, we split the data into 2 �les including all the saccadic data and

all the visual intake data regardless of the setting they came from.

We applied the following classi�cation algorithms on our data: Naive Bayes (NB), Ran-

dom Forest (RF), Multi-Layer Perceptron (MLP), SVM, KNN, Logistic Regression (LR) and

Decision Tree (DT).

6.5.7 Studying the Effect of Parameter-tuning on the Performance of

the State-of-the-art Algorithms

In order to see whether parameter tuning enhances the classi�cation results or not, we

repeated applying the classi�ers via parameter tuning.

6.5.8 Performance Measures and Statistical Methods

Statistical hypothesis test: For answering RQ1 and RQ2 and �nding relevant eye-tracking

measurements we used Wilcoxon signed-rank test which is a non-parametric statistical

hypothesis test.
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Model Validation: Throughout the study, we used 10-fold-cross-validation technique

for validating the generalization of our results obtained from applying classi�cation algo-

rithms on our data.

Statistical analysis of binary classi�cation: To evaluate the accuracy of the results

obtained from classi�ers, we reported weighted F-measure along with accuracy, weighted

precision and weighted recall of both classes. Their de�nitions are as following:

Ac c ur a c y =
T P + T N

T P + T N + F P + F N
(6.1)

P r e c i s i on =
T P

T P + F P
(6.2)

Re c a l l =
T P

T P + F N
(6.3)

F = 2.
P r e c i s i on.Re c a l l

P r e c i s i on + Re c a l l
(6.4)

To illustrate the diagnostic ability of each of the binary classi�ers on our data, we also

reported receiver operating characteristic curve (ROC Area).

6.6 Results

6.6.1 Results Answering RQ1

Comparing the results from Table 6.2 and Table 6.4, we can see that classi�ers were more

successful and accurate on the stressed / not stressed labelling (specially when it comes

to considering saccade, see Figures 6.1 and 6.2). Hence we can infer that although the

properties of the setting might in�uence the eye-tracking measurements, still it cannot

change the hypothesis that whiteboard setting bears more cognitive load on the candidates.

6.6.2 Results Answering RQ2

To identify if parameter tuning affects the results of classi�cation, we applied CVParame-

terSelection in WEKA (Kohavi 1995). Table 6.6 shows the parameters we tried to tune in each

classi�er. Table 6.3 and Table 6.5 show the results after parameter tuning. Improvements

are highlighted in green. Figures 6.3 to 6.5 visualize the improvement of ROC Area of the

67



Figure 6.1: Comparison of accuracies of the classi�ers on both labellings of the data

Figure 6.2: Comparison of ROC Area of the classi�ers on both labelling of the data
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Table 6.1: Statistical signi�cant differences ( p-value<0.05) of various summary
eye measures between different interview settings.

WHITEBOARD1 PAPER

Eye measure2 mean median mean median p-value

Trial duration [s] 405.3 407.5 453.7 416.7 0.438
Visual Intake Frequency [count/s] 1.94 2.2 2.25 2.2 0.74
Visual Intake Duration Average [ms] 276.8 295.4 353.8 363.2 0.04
Visual Intake Dispersion Average [px] 132.2 117.7 41.86 30.7 0.0001
Saccade Frequency [count/s] 1.73 1.9 2.01 2.1 0.89
Saccade Duration Average [ms] 375.8 96.9 69.8 62.7 0.002
Saccade Amplitude Average [Â� ] 5.84 5.3 4.14 3.8 0.059
Saccade Velocity Average [Â� /s] 2326.5 213.3 131.2 79 0.010
Saccade Latency Average [ms] 1432.3 356.1 432.3 397.8 0.22
Blink Frequency [count/s] 0.12 0.1 0.2 0.1 0.24
Blink Duration Average [ms] 1330.4 571.8 269.1 248.5 0.003
Regression Frequency [count/s] 0.15 0.14 0.08 0.04 0.039

1 WHITEBOARD predominately has statistical differences in measures associated with higher cogni-
tive load.
2 High cognitive load associated with higher regressions, higher �xation dispersion, longer blinks,
larger saccade velocity, longer saccade duration. Stress associated with shorter �xation duration,
larger saccade velocity, and longer saccade duration.

majority of the classi�ers after parameter tuning. Results show that the improvements

were more notable when we used the labelling based on stressed / not stressed and the

most successful classi�ers were Random Forest, Decision Tree and KNN. Hence, we can

con�dently say that parameter tuning is capable of enhancing classi�cation results.

We also tried another parameter tuning named as autoWekaClassi�er (Thornton et al.

2013). This method automatically �nds the best model with its best parameter settings for

a given dataset (see Table 6.7 and Table 6.8). The results again shows that random forest is

successful in this domain.

6.7 Discussion and Future Work

Our preliminary results demonstrate that our approach is a promising way to understand

the impact of technical interviews. However, more studies are needed to better understand

what characteristics contribute to high cognitive load. We highlight some future steps:

1. Simple vs. Complex tasks on a whiteboard
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Table 6.2: Results from applying classi�ers on the labelling based on the participant survey
(stressed/ not stressed) using 10-fold cross validation and without parameter tuning.

Classi�er Measure Board Saccade Board VI Paper Saccade Paper VI
NB Accuracy% 80.83 80.08 56.51 72.77

Precision 0.80 0.781 0.65 0.73
Recall 0.80 0.80 0.57 0.73
F-measure 0.77 0.77 0.45 0.73
ROC Area 0.69 0.82 0.75 0.76

RF Accuracy% 90.35 95.80 87.92 96.80
Precision 0.90 0.96 0.88 0.97
Recall 0.90 0.96 0.88 0.97
F-measure 0.90 0.96 0.88 0.97
ROC Area 0.94 0.99 0.95 0.99

MLP Accuracy% 81.40 92.08 82.81 93.07
Precision 0.80 0.92 0.83 0.93
Recall 0.81 0.92 0.83 0.93
F-measure 0.78 0.92 0.83 0.93
ROC Area 0.79 0.96 0.88 0.97

SVM Accuracy% 78.03 81.01 79.89 77.21
Precision 0.80 0.81 0.80 0.78
Recall 0.78 0.81 0.80 0.78
F-measure 0.69 0.77 0.80 0.78
ROC Area 0.51 0.61 0.80 0.78

KNN Accuracy% 81.10 92.08 80.52 96.71
Precision 0.81 0.92 0.81 0.97
Recall 0.81 0.92 0.81 0.97
F-measure 0.81 0.92 0.81 0.97
ROC Area 0.72 0.90 0.80 0.97

LR Accuracy% 83.25 90.06 79.44 77.57
Precision 0.82 0.90 0.80 0.78
Recall 0.83 0.90 0.80 0.78
F-measure 0.81 0.90 0.80 0.78
ROC Area 0.83 0.91 0.84 0.83

DT Accuracy% 86.93 93.83 84.89 95.28
Precision 0.87 0.94 0.85 0.95
Recall 0.87 0.94 0.85 0.95
F-measure 0.87 0.94 0.85 0.95
ROC Area 0.82 0.94 0.87 0.96

2. Solving problems on whiteboard, but in a private room

3. Effect of interviewer interruption

4. Effect of previous problem practice

The �rst study would allow us to isolate factors related to problem solving problem on

a large space. The second study would allow us to study the effect of public performance.
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Table 6.3: Results from applying classi�ers on the labelling based on the participant survey
(stressed/ not stressed) using 10-fold cross validation and with parameter tuning.

Classi�er Measure Board Saccade Board VI Paper Saccade Paper VI
NB Accuracy% 82.06 81.29 56.08 73.56

Precision 0.83 0.80 0.72 0.79
Recall 0.82 0.81 0.56 074
F-measure 0.78 0.78 0.43 0.73
ROC Area 0.76 0.88 0.85 0.87

RF Accuracy% 100 99.99 100 100
Precision 1 1 1 1
Recall 1 1 1 1
F-measure 1 1 1 1
ROC Area 1 1 1 1

MLP Accuracy% 81.89 92.71 83.53 86.34
Precision 0.82 0.93 0.84 0.87
Recall 0.82 0.93 0.84 0.86
F-measure 0.78 0.92 0.84 0.86
ROC Area 0.82 0.97 0.88 0.93

SVM Accuracy% 78.23 84.36 80.08 79.47
Precision 0.81 0.85 0.80 0.80
Recall 0.78 0.84 0.80 0.80
F-measure 0.69 0.82 0.80 0.80
ROC Area 0.51 0.69 0.80 0.80

KNN Accuracy% 86.51 93.69 85.81 100
Precision 0.86 0.94 0.86 1
Recall 0.86 0.94 0.86 1
F-measure 0.86 0.94 0.86 1
ROC Area 0.92 0.98 0.94 1

LR Accuracy% 83.15 90.01 79.43 78.26
Precision 0.82 0.90 0.79 0.78
Recall 0.83 0.90 0.79 0.78
F-measure 0.81 0.90 0.79 0.78
ROC Area 0.83 0.91 0.84 0.82

DT Accuracy% 94.49 98.23 92.59 98.01
Precision 0.94 0.98 0.93 0.98
Recall 0.95 0.98 0.93 0.98
F-measure 0.94 0.98 0.93 0.98
ROC Area 0.96 0.99 0.97 0.99

The third study would allow us to study how interruptions may further add stress and

high cognitive load. The fourth study examines the effect of previous practice on reducing

performance anxiety. In addition to future studies, collecting alternative measures of infor-

mation, such as heart rate variability, can offer deeper insight into the cognitive state of a

programmer. Finally, we can analyze in more detail how problem strategies and solutions

change with interview settings.
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Table 6.4: Results from applying classi�ers on the labelling based on the settings (pa-
per/ whiteboard) using 10-fold cross validation and without parameter tuning.

Classi�er Measure Saccade VI
NB Accuracy% 63.30 76.28

Precision 0.64 0.77
Recall 0.63 0.76
F-measure 0.55 0.75
ROC Area 0.63 0.79

RF Accuracy% 77.52 96.45
Precision 0.77 0.97
Recall 0.78 0.97
F-measure 0.77 0.97
ROC Area 0.85 0.99

MLP Accuracy 65.44 89.02
Precision 0.65 0.89
Recall 0.65 0.89
F-measure 0.61 0.89
ROC Area 0.65 0.95

SVM Accuracy% 62.61 75.27
Precision 0.72 0.76
Recall 0.63 0.75
F-measure 0.50 0.74
ROC Area 0.52 0.71

KNN Accuracy% 66.66 93.1
Precision 0.67 0.93
Recall 0.67 0.93
F-measure 0.67 0.93
ROC Area 0.65 0.93

LR Accuracy% 66.17 75.56
Precision 0.67 0.75
Recall 0.66 0.76
F-measure 0.61 0.75
ROC Area 0.69 0.79

DT Accuracy% 72.20 94.63
Precision 0.72 0.95
Recall 0.72 0.95
F-measure 0.72 0.95
ROC Area 0.76 0.95

Once we better understand the impact of certain interview practices, we can then

design alternative procedures or interventions that reduce unnecessary cognitive load in

candidates. We will explore a set of interventions and evaluate their impact on cognitive

load. One example intervention includes the concept of an interview “blackout” (Ford et al.

2015). For example, an interviewer might say, “now that I have explained the problem, I

will step out for about 4 minutes to allow you to digest the problem.” This simple measure
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Table 6.5: Results from applying classi�ers on the labelling based on the settings (pa-
per/ whiteboard) using 10-fold cross validation and with parameter tuning.

Classi�er Measure Saccade VI
NB Accuracy% 63.33 76.86

Precision 0.64 0.77
Recall 0.63 0.77
F-measure 0.55 0.76
ROC Area 0.66 0.79

RF Accuracy% 80.80 100
Precision 0.80 1
Recall 0.81 1
F-measure 0.80 1
ROC Area 0.90 1

MLP Accuracy 65.90 88.33
Precision 0.65 0.89
Recall 0.66 0.88
F-measure 0.65 0.88
ROC Area 0.68 0.96

SVM Accuracy% 62.96 76.42
Precision 0.68 0.77
Recall 0.63 0.76
F-measure 0.52 0.75
ROC Area 0.53 0.72

KNN Accuracy% 69.80 96.40
Precision 0.69 0.96
Recall 0.70 0.96
F-measure 0.69 0.96
ROC Area 0.75 0.996

LR Accuracy% 66.21 75.55
Precision 0.67 0.75
Recall 0.66 0.76
F-measure 0.61 0.75
ROC Area 0.69 0.79

DT Accuracy% 72.79 97.88
Precision 0.72 0.98
Recall 0.73 0.98
F-measure 0.73 0.98
ROC Area 0.76 0.99

can allow candidates to re�ect on a problem in isolation, potentially reducing anxiety and

allowing the candidate the opportunity to re�ect on potential approaches uninhibited.

Finally, we can derive a recommended set of interview practices that have been validated

in terms of enabling assessment of the candidate while minimizing unnecessary cognitive

load.
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Table 6.6: List of Parameters tuned for each classi�er

Classi�er Parameters
RF max features, ,max depth
MLP Hidden layers, learning rate, momentum
SVM C
KNN number of neighbors
LR number of boosting iterations
DT Con�dence factor

Table 6.7: Results from AutoWeKaClassi�er parameter-tuning for the stress / not stress
labelling

Classi�er Measures Board saccade Board VI Paper saccade Paper VI
RF Accuracy% 99.27 99.54 98.71 99.01

Precision 0.99 0.995 0.99 0.99
Recall 0.99 0.995 0.99 0.99
F-measure 0.99 0.995 0.99 0.99
ROC Area 0.999 1 0.999 1

Table 6.8: Results from AutoWeKaClassi�er parameter-tuning for the setting labelling

Classi�er Measures Saccade Visual Intake
RF Accuracy% 98.90 98.96

Precision 0.99 0.99
Recall 0.99 0.99
F-measure 0.99 0.99
ROC Area 0.999 1

6.8 Conclusion

Technical interviews provide visibility into a candidate's cognitive state and thought pro-

cesses. Programming is a cognitive intensive task that de�es expectations of constant

feedback that today's interview processes follow. This has left a gap in understanding what

goes on during the programming interview process and how to properly assess program-

ming skills of candidates to succeed at these interviews. With the proposed approach, we

will begin to comprehend the cognitive state and sustained attention of candidates during

technical interviews to re�ne the interview process.

A lesson that we learned from this study is that it is necessary to tune the classi�ers.

Moreover, a classi�er with a speci�c parameter setting which performs well in one domain
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Figure 6.3: Comparison of saccade ROC Area of classi�ers before and after tuning in
labelling based on the settings

Figure 6.4: Comparison of VI ROC Area of classi�ers before and after tuning in labelling
based on the settings

will not necessarily work for another domain. Finally, the most important lesson is that

data matters in a study. In another words, if data is not of high quality and not cleaned up,

then it does not matter how powerful are the classi�er and how much they are tuned.
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Figure 6.5: Comparison of ROC Area of classi�ers before and after tuning in labelling based
on the stress
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CHAPTER

7

EFFECTS OF PRIVACY ON CANDIDATES'

PERFORMANCE

This chapter has been published in 2020 proceedings of the 28 t h ACM Joint Meeting on

European Software Engineering Conference and Symposium on the Foundation of Software

Engineering (FSE), pp. 481-492.1

7.1 Study Rationale

The pilot studies from Chapter 5 and Chapter 6 showed that it is possible to detect stress

from eye-movement measurements. For this part of my research, Enhancing a candidate's

privacy can improve their problem-solving performance by reducing the stress arising

from a social-evaluative threat . I took the following further steps for conducting this study:

• Redesigned the preliminary study to eliminate the possible effects of the settings'

characteristics on eye-movement measurements.

1https://dl .acm.org/doi/abs/10 .1145/3368089.3409712
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• Proposed an intervention (elimination of interviewer's presence) to reduce stress in

our treatment group.

• Checked if the intervention enhances candidates' performance.

Supplementary resources and further details of this chapter can be found in Appendix C.

7.2 Abstract

Software engineering candidates commonly participate in whiteboard technical interviews

as part of a hiring assessment. During these sessions, candidates write code while thinking

aloud as they work towards a solution, under the watchful eye of an interviewer. While

technical interviews should allow for an unbiased and inclusive assessment of problem-

solving ability, surprisingly, technical interviews may be instead a procedure for identifying

candidates who best handle and migrate stress solely caused by being examined by an

interviewer (performance anxiety).

To understand if coding interviews—as administered today—can induce stress that sig-

ni�cantly hinders performance, we conducted a randomized controlled trial with 48 Com-

puter Science students, comparing them in private and public whiteboard settings. We

found that performance is reduced by more than half, by simply being watched by an

interviewer. We also observed that stress and cognitive load were signi�cantly higher

in a traditional technical interview when compared with our private interview. Conse-

quently, interviewers may be �ltering out quali�ed candidates by confounding assessment

of problem-solving ability with unnecessary stress. We propose interview modi�cations to

make problem-solving assessment more equitable and inclusive, such as through private

focus sessions and retrospective think-aloud, allowing companies to hire from a larger and

diverse pool of talent.

7.3 Introduction

Most companies in the software industry administer a technical interview as a procedure

for hiring a software developer (Aziz et al. 2015a; McDowell 2015). Companies believe

technical interviews offer a “reasonably consistent evaluation of problem-solving ability,

communication skills, and preparedness” (Tye 2018). Technical interviews can also give

visibility to the personality of the candidate, how they interact with their future colleagues
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and how much they pay attention to details—such as checking all possible test cases—

and knowledge of programming languages. Companies also �nd it important to reduce

unwanted stress (Behroozi et al. 2019) during a technical interview, as “not everyone does

their best work in fast-paced, high-pressure situations” (Montgomery 2018). In principle,

companies should expect the technical interview process to be a sound and fair assessment

of a candidate's ability, and thus yield a steady stream of quali�ed candidates for positions

that open up in the company.

Technical interviews can also introduce other effects on candidates who report un-

expectedly “bombing” (Miles 2018), “freezing” (Shef�eld 2017), or “choking” (PTG 2006)

during this critical hiring procedure. Through a happy accident, the software industry has

seemingly reinvented a crude yet effective instrument for reliably introducing stress in

subjects, which typically manifests as performance anxiety (Wilson and Roland 2002). A

technical interview has an uncanny resemblance to the trier social stress test(Kirschbaum

et al. 1993), a procedure used for decades by psychologists and is the best known “gold

standard” procedure (Allen et al. 2017) for the sole purpose of reliably inducing stress. The

trier social stress test involves having a subject prepare and then deliver an interview-style

presentation and perform mental arithmetic, all in front of an audience. Alone, none of

these actions consistently induce stress in a subject; however, the unique combination of

cognitive-demanding tasks with a social-evaluative threat (essentially being watched) is

consistent and powerful. If a technical interview is essentially a de facto version of a trier

social stress test, then the implications can be profound. Rather than measuring the few

that answer correctly in a timely manner, companies are most likely measuring the ability

of the few who perform well under stress (Fox 2019). Rather than measuring explanation

skills, companies are most likely measuring the ability of candidates to handle or mitigate

stress (e.g. through practice (Pratini 2018)). Finally, rather than avoiding unwanted stress,

technical interviews may be inadvertently designed with the sole purpose of inducing it.

To understand how to maintain the desirable goals of a technical interview (e.g. measure

time and correctness), while mitigating the undesirable effects of stress, we created a

design probe (Wallace et al. 2013) which removed the social-evaluative threat component

of a technical interview. To this end, we designed an interview format where participants

privately solved a technical problem on a whiteboard, without any monitoring or interaction

with an interviewer. We evaluated this format in a randomized controlled trial to understand

the impact of stress during a technical interview and whether we could isolate and dampen

its in�uence. We then compared this to a typical interview format, where a candidate

used talk-aloud to explain their problem-solving in front of a proctor. Participants wore
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specialized eye-tracking glasses, which allowed us to obtain measurements associated with

high cognitive load and stress. We then compared the correctness, self-reported experiences,

and cognitive load and stress levels of participants across the interview settings.

We found that participants reported high levels of stress and often had dif�culty coping

with someone else being present while they attempted to solve a cognitively-demanding

task. The impact on performance was drastic: nearly twice as many participants failed to

solve the problem correctly, and the median correctness score was cut more than half, when

simply being watched. In contrast, participants in the private setting reported feeling at

ease, having time to understand the problem and re�ect on their solution. Finally, measures

of cognitive load and stress were signi�cantly lower in the private setting, and majority of

participants solved the problem correctly. We also observed that no women successfully

solved the problem in the public setting, whereas all women solved it correctly in the

private setting. Standard NASA-TLX procedure (Hart and Staveland 1988b) and various

cognitive metrics, provided evidence that higher rates of stress could causally explain these

differences across groups.

We suggest that private interview settings have considerable advantages for candidates,

that both reduce their stress and allow more accurate assessment of their problem-solving

abilities. The implications of this work include several guidelines for more effective adminis-

trations of coding interviews. By offering the ability to solve a problem in private, even if only

for an initial few minutes, it could substantially increase the amount of quali�ed candidates,

particularly in traditionally underrepresented groups, entering the workforce. Furthermore,

we can expect these changes to minimize or mitigate other problematic effects experienced

by candidates—such as stereotype threat—that impact interview performance but are

orthogonal to assessing candidates' actual problem-solving abilities.

7.4 Methodology

The goal of our experiment was to understand whether being watched causes stress in

participants and affects their problem-solving. We designed a block randomized controlled

trial (Suresh 2011) to compare a traditional version of a technical interview (our control)

with an experimental condition involving a private problem-solving session (our treatment).

Participants were randomly assigned to a condition, performing the same task—a between-

subjects design. In this section, we describe our experimental settings and the data we

collected to measure the effects of our experiment.
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(a) Private Interview Setting (b) Public Interview Setting

Figure 7.1: (a) Solving a problem—alone—in a closed private room. (b) Solving a problem
in a presence of an experimenter while thinking aloud. *

* These images are not taken from our actual experimenter and participants.

7.4.1 Participants

We recruited 50 undergraduate and graduate students at NC State University (12 identi�ed

as female), who participated in our study. Students were required to have knowledge of

Java or any other high-level programming languages and previous course experience in

algorithms and data structures. We made sure that students had the typical knowledge

required for a technical interview, including constructing data structures, implementing

search and sorting algorithms, and characterizing running time and space requirements.

Furthermore, students represent potential technical interview candidates, as many were

actively engaged in their initial job search prior to graduation. To use head mounted eye-

trackers as a part of our study, participants had to have normal or corrected-to-normal

vision. They received extra course credit through an experiment pool and could end the

experiment at any time. The study was approved by the local ethics board. The �rst and

second authors of the paper conducted the study.

To estimate our population size for our study, we used the results of our pilot study to

obtain estimators for effect size. Through a power analysis of 2-sample 1-sided test with 80%

power and 5% Type I error (Chow et al. 2007), we found that approximately 18 participants

would be required in each group.
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7.4.2 Pilots and Tasks

We ran pilot studies at the authors' institutions. During our pilots, we experimented with

tasks that would satisfy the following criteria: be solvable within the time limits of the

experiment, demonstrate suf�cient dif�culty such that cognitive load can be induced and

is not trivial to solve, and have ecological validity—the problem should be similar to those

used in actual interviews. Based on feedback and observations during the pilot studies, we

found some tasks were too complex, where participants would quickly give up after a few

minutes, and some tasks too ambiguous, which required too many clari�cation questions.

Ultimately, we found the following problem satis�ed all our criteria: Longest Substring

Without Repeating Characters . The problem can be found in “Elements of Programming

Interviews in Java (13.9)” (Aziz et al. 2015a) and represents a class of problems related to

string manipulation, a concept most candidates should be familiar with. For example, we

did not want to con�ate a lack of familiarity with complex data structures (heaps or red-

black trees) or specialized algorithms (dynamic programming or quicksort) with interview

performance. Furthermore, the problem itself contains a large solution space with multiple

possible approaches, including a brute force solution and other more sophisticated ap-

proaches. Finally, we note that—within the past six months—this coding question has been

used in technical interviews at well-known software companies such as Amazon, Google,

Microsoft, Cisco, Facebook, Adobe, and Uber. 2

7.4.3 Procedure

Onboarding

Using a script, the experimenter verbally shared the details of the study with participants.

Participants were informed they would be wearing a pair of mobile eye-tracker glasses

and recorded audio and video footage would be collected. After consent was obtained,

participants �lled out a pre-survey to obtain background information.

Interview Formats

We created two interview settings: public setting and private setting (see Figure 8.1). In

the public setting, wearing an eye-tracker, participants solved the technical interview

2Based on reports from developers within the LeetCode community, an interview preparation site.
The problem can be solved interactively: https://leetcode .com/problems/longest-substring-without-
repeating-characters/
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problem in the presence of an experimenter. The participant was instructed to talk-aloud

while solving the task, which is a standard practice in technical interviews (Ford et al.

2017b; McDowell 2015). The lab space contained a whiteboard at the front of the room. An

experimenter was situated near the participant for the entire session without interrupting

participants' thought process. If a participant asked for clari�cation, the response was

brief. For example, if a participant asked, “Does this look correct”, the experimenter was

instructed to reply, “Complete to the best of your ability”.

In the private setting, participants were provided a private room with a whiteboard to

solve the technical interview problem in isolation. Participants were provided a private

room with a whiteboard. Participants were informed that the experimenter will step out of

the room and will not return while they are solving the problem. Thus, they had to make

sure that there is no questions left for them. When the participant was ready to begin the

task, they wore the eye-trackers, the door was closed, and the participant worked in privacy,

until the task was completed within allotted time. After the experiment, we clari�ed with

participants if they had any uncertainty about the problem they just solved.

Apparatus

Participants wore a head-mounted mobile eye tracking device, SMI Eye Tracking Glasses

2W (SMI-ETG), which participants wore as normal glasses. The SMI-ETG captures both the

environment with a high-de�nition scene camera (960x760 pixel resolution, 30 frames per

second), and the participant's eye movements (60 Hz) with binocular inner cameras posi-

tioned at the bottom rim of the glasses. The glasses were connected to a mobile recording

unit, a customized Samsung Android device. The SMI-ETG is capable of providing metrics

related to eye measurements, such as �xations, saccades, and pupil size and projecting the

gaze point onto the visual scene and exporting into a video (Engbert et al. 2016).

Eyetracking Data

For each participant and task, we collected screen recordings in video format (at 30 frames

per second) and a time-indexed data �le containing all eye movements and measurements

recorded by the eye-tracking instrument. 3

3Collected eye-tracking data can be found at: https://go .ncsu.edu/technical_interviews
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Calibration

Calibration improves the accuracy of measurements collected from an eye tracking device.

Before calibration, we ensured that the eye-tracker �t comfortably by adjusting the nose

bridge. We asked participants to con�rm that they do not have dif�culty seeing the coding

area on the board. To perform the calibration, we initiated the calibration software and

then we asked participants to �xate on three markers on the board. Target markers were

selected in such a way that they cover different gaze angles.

Experiment

Participants received a printed problem statement. The printout also included three exam-

ples, which indicated what the expected output would be when given an input. For example,

“Given the input abcabcbb, the answer is abc, with the length 3.” We asked participants to

provide a reasonable solution written in a programming language of their choice. We em-

phasized that their thought process and correctness of the solution were important while

ef�ciency and syntax were secondary. Participants could freely use basic utility functions

such as sort , if desired.

We asked participants to con�rm their understanding of the problem before proceeding.

The experiment ended when the participant completed the task or a 30 minute time limit

had passed. After the experiment, the participant completed a post-survey and a NASA

Task Load Index (TLX) questionnaire (Hart and Staveland 1988b) to collect information

of participants' self-evaluation about their performance. We designed our post-survey to

subjectively complement the questions of the NASA-TLX questionnaire.

7.5 Analysis

We analyzed the data to assess performance on the task, measure the resulting cognitive

load, and to identify possible sources of stress or cognitive load.

7.5.1 Measuring Correctness and Complexity of Solutions

We scored the code against the following test cases, which were also provided to participants:

1. Consecutive letters in a substring. For example, given the input ` abcabcbb', the out-

put is `abc'.
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2. Only one letter. For example, given the input ` bbbbb', the output is `b'.

3. Non-consecutive letters in a substring. For example, given the input ` pwwkew', the

output is `wke'.

Passing each test case is worth 1 point. Hence the scores range 0–3. To facilitate evalua-

tion, we went through each solution and manually translated it into executable code, �lling

in incomplete syntax when necessary. We consider passing all three test cases as indication

of a successfultask, otherwise, the participant has failed the task, as done by Wyrich and

colleagues (Wyrich et al. 2019).

We did not require an optimal solution but we did examine the solution to determine

its runtime complexity. For example, a solution using two nested loops would have a O(n 2)

runtime complexity.

Finally, we recorded time to complete the experiment. Participants who exceeded the

time limit before completing the task were not scored and instead marked with a TIMEOUT .

7.5.2 Measuring Cognitive Load

We measured cognitive load (Sweller 2011) using two proxy measures well-established in

the literature: �xation duration and pupil dilation.

A �xation is when eyes stop scanning, holding the central foveal vision in place so that

detailed information about the stimulus can be caught by the visual system. Fixation dura-

tion measures how long the gaze remains engaged in a particular point. A longer �xation is

well correlated with task dif�culty and indicates increased processing effort (Marquart et al.

2015; Suppes 1990; Miura 1987; Rayner 1998). Eye-tracking studies do not traditionally nor-

malize �xations when comparing task dif�culty because, in aggregate, they measure effort

in a unit of time, and not in a unit of space. It is standard to simply compare lengths of �xa-

tions between different text (Rayner 1998), images (Castelhano and Henderson 2008; Yarbus

1967), and code (Fritz et al. 2014; Busjahn et al. 2015; Barik et al. 2017) when understanding

relative dif�culty of tasks.

Pupil dilation measures the size of the pupil over time. Prior studies have identi�ed a

relationship between increases in pupil dilation and the mental demands of a task (Sirois

and Brisson 2014; Hess and Polt 1964). That is, when people need to maintain more items

in active memory or perform more mental operations, the size of their pupils increase.

While �xation data is readily available from our eye-tracker, pupil dilation is notably

noisy and requires more extensive data cleaning. Our eye-tracker provides the pupil diame-
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ter (millimeters) over time (approximately every 16.7 milliseconds). We adopted guidelines

proposed by Kret and Sjak-Shie (Kret and Sjak-Shie 2019) for �ltering out data that co-

incided with blinks and any values out of pupil diameter normal range (1.5mm–9mm).

We then proceeded with removing disproportionately large absolute pupil size changes

sympathetic to luminance changes (2–4mm) (Beatty et al. 2000), which are not related to

much smaller information-related dilations (.5mm) (Goldwater 1972).

To facilitate comparison across participants and reduce noise, we adopted temporally

course measures(Kang et al. 2014) by averaging �xation and pupil diameter data in time

windows of 30 seconds. Hence, each time window possesses a mean �xation duration and

mean pupil dilation size. Lastly, we used an empirically determined cut-off where we would

stop analyzing windows when the number of active participants still engaged in the task

dropped below 50%.

7.5.3 Measuring Factors of Task Dif�culty

To identify contributing factors of cognitive load, we �rst measured six factors obtained from

the NASA-TLX (Hart and Staveland 1988b): effort, frustration and stress, mental demand,

temporal demand, physical demand, and performance, each answered on a scale from

1–21. Each factor was averaged across participants and then compared across groups for

differences.

To investigate whether stress played a role in performance differences, we also investi-

gated eye movements related to stress. Stress inhibits attentional processes (Bishop 2007)

and as a result, eye movements become more dif�cult to control and slower (Bittencourt

et al. 2013). In particular, we used saccade velocity, which measures the speed of traveling

between areas of interest. Because saccadic velocity is not under voluntary control, numer-

ous studies have used it as an unbiased measure of stress level. For example, participants

exhibiting high stress had slower eye movements compared with low stress participants in a

gaze targeting task (Chen et al. 2014). We also obtained temporally course measures (Kang

et al. 2014) by averaging saccade velocity into 30 second time windows.

7.6 Results

From the 50 participants we recruited, two participants (both were female) decided to

terminate and withdraw from the study. Three were unable to complete the task within

the allocated time of the experiment. Finally, one participant had successfully completed
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the task, but had an incomplete recording due to equipment failure, and four participants

did not have pupil dilation data available. As a result, we had 48 participants, 22 in private

setting and 26 in public setting, that we could use for complete or partial data analysis (e.g.

TLX, correctness of solution, etc.).

Table 7.1: Participants and Performance

Private 1 Public 2

ID Gender Score Complexity Time (m:s) ID Gender Score Complexity Time (m:s)

P10 M O(n ) 13:55 P22 M O(n ) 09:14
P15 M O(n ) 07:52 P25 M O(n ) 11:38
P17 M O(n ) 16:11 P31 M O(n ) 12:26
P20 F O(n ) –:–3 P24 M O(n 2) 15:30
P21 F O(n ) 22:43 P33 M O(n 2) 17:08
P04 M O(n 2) 20:26 P34 M O(n 2) 13:34
P05 M O(n 2) 17:25 P40 M O(n 2) 25:23
P06 F O(n 2) 07:40 P41 M O(n 2) 09:31
P09 M O(n 2) 13:11 P45 M O(n 2) 08:59
P11 M O(n 2) 16:19 P39 M O(n 3) 16:14
P12 M O(n 2) 08:16 P23 M � 19:08
P13 M O(n 2) 12:07 P32 M � 19:40
P16 M O(n 2) 13:52 P42 F � 08:49
P18 F O(n 2) 26:15 P26 M � 09:29
P02 M � 04:47 P30 F � 06:12
P07 M � 21:33 P36 M � 06:35
P19 M � 07:39 P38 M � 14:20
P08 M � 17:34 P27 M � 06:42
P01 M � 10:03 P28 M � 09:55
P14 M � 21:07 P29 F � 14:17
P03 M � 13:31 P35 M � 18:23
P46 M timeout P37 M � 06:01

P43 F � 07:28
P44 F � 04:21
P47 M timeout
P48 F timeout

1 Participants in private setting. 2 Participants in public setting.
3 Participant's time data was lost due to battery failure when recording.

7.6.1 Participant Experiences and Observations

Participants shared general challenges with problem-solving in both interview settings.

Participants, typically used to coding on a computer, sometimes struggled with performing

the task on a whiteboard. Participants deprived of programming environments, with aids
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such as syntax highlighting and auto-completion, were burdened with recalling low-level

syntax details, such as declaring a function or variable. P24 found it “challenging to re-

member certain aspects of Java while I was working through the solution.” P18 had trouble

remembering “function calls speci�c to java for String Builder”, which you could usually

“just google really quick.” Participants also had trouble thinking of the “appropriate data

structures and string operations” needed to solve the problems, and strove to achieve

“an optimal solution” (P19), despite our guidance that they focus on completing the task

correctly. For example, P34 felt they did poorly because they did not provide an “optimized

solution immediately; wasting time of the proctor.”

However, each interview setting also brought unique experiences and challenges for

participants.

Stress from being watched and think-aloud Most participants in the public setting ex-

pressed concerns related to being watched, time pressure, and multiplexing tasks.

Participants expressed feeling “very nervous,” “rushed,” “stressed,” “monitored,” and

“unable to concentrate.” P43 stated “I was constantly supervised, which made me nervous.”

P25 felt unnerved that someone was “watching me and they are not commenting on my

progress.” P22 described being “self-conscious about the whole process” because their work

was visible. One participant similarly became more deliberate, worrying about “making

the mistakes that are usually very obvious” in front of someone—they ultimately did not

complete the task within the time limit.

The beginning was especially troublesome. Participants struggled with starting the task:

“thinking of a solution immediately” (P27), “organizing my mind in a short time” (P29), and

“as soon as I see the problem, I become blank” (P36). For these participants, the beginning

was often the most stressful part of the task, especially with someone else evaluating them

and “taking pauses might make me seem slow-wired” (P22). Even as this initial wave of

stress wore off, participants were still aware of time pressure throughout the task: “I feel

like the more time I take, the less chance of me getting the job ” (P25).

Participants also had dif�culty with performing tasks that involved multiple simultane-

ous actions. Participants felt stressed by having to “talk while trying to write” (P44 and P25),

and “think and talk and do code at the same time” (P39). P41 found it dif�cult to “constantly

speak during solving” and “lost breath at a few places during the task.”

Time and space to work alone Participants in the private setting particularly noted a re-

duction of stress. Solving the problem privately helped participants feel “pretty comfortable”
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Figure 7.2: Participants in private settings frequently performed mental execution of test
cases to gain con�dence in their solution, as indicated by their scan path and utterances
from audio recordings.

(P14), “less stressed” (P20), or even “not feel any stress” (P15). P18 expressed that solving

the problem privately is “better than panel” watching you, otherwise, it would be “dif�cult

to code when someone watches over” (P16).

Participants “did not feel rushed” because they were “working alone” (P2). P6 reported

“I liked having space + time to think about the problem without worrying about making

sure someone looking over my shoulder could follow what I was doing. I did not feel very

rushed since I was the one who determined when I was done.”

Challenges with isolation However, the private setting also brought its own unique chal-

lenges for participants, relating to lack of feedback and dif�culty in time management. P2

expressed uncertainty about “the logistics of the question” while being alone in the room.

They realized that they were “unsure about the methods” they were writing and needed

feedback to proceed. For one participant, the lack of an examiner was problematic because

they initially misunderstood the question and had no one available to explain—as a result,

they decided to end participation in the study.

Managing time became burdensome for some participants. Participants were not “pay-
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ing attention to the time during the task” and “remembered it at the very end”, resulting in

them wondering if they were taking too long (P4). Without having “awareness of time” (P8)

at the beginning, when participants realized how much “the time [was] passing”, some felt

“stressed by a huge margin” (P18).

Observations Based on replays of video recordings and overlays of eye-tracking data, we

noted a few observations that helped explain some of the participants' behavior.

Participants had a higher stability of eye movement when problem-solving in a private

setting versus public setting. That is, participants in public had a more scattered and erratic

set of eye movements (characterized by larger visual dispersion and scan paths), whereas

in private, the eye movements were more focused and in control. Additionally, participants

in private were more likely to perform mental execution (Xie et al. 2018) of their code, that

is tracing the behavior of their code under the control of a given test input. For example, in

Figure 7.2, a participant's gaze can be seen following the control �ow of the program, while

they verbally spoke about the result of each instruction. Many failed participants neglected

to perform mental execution of their code when in the public setting—an indication that

they may have not felt at liberty to allocate time to it or felt uncomfortable performing

mental executions while being observed.

Finally, we also have found some notable instances where participants suddenly reset

their solution. For example, one participant was more than half way through their solution,

when they suddenly erased the board without any declaration or signal. They wanted to

start all over, but only �ve minutes remained in the session, and as a result they could not

successfully complete their task.

7.6.2 Impact on Correctness and Time Performance

Participants in the public setting provided signi�cantly lower scores. They also tended to

�nish their tasks faster than participants in the private setting (on average, 1 minute and

36 seconds sooner); however, not signi�cantly so. Results for all participants can be seen

in Table 8.4. Figure 7.3 also shows the percentage of the participants in each setting that

remained active during each minute of the experiment.

In the public setting 61.5% of the participants failed the task compared with 36.3%

in the private setting. The correctness of the solutions in the public setting (excluding

timeouts) was 1.58 � 1.29 with median of 1 passed test case. In the private setting their score

was 2.29� 1.12 with median of 3 passed test cases. A Mann–Whitney U test showed the
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difference to be signi�cant ( Z =180.5,p =0.038,d =0.57).

Interestingly, a post-hoc analysis revealed that in the public setting, no women ( n = 5)

successfully solved their task; however, in the private setting, all women ( n = 4) successfully

solved their task—even providing the most optimal solution in two cases. This may suggest

that asking an interview candidate to publicly solve a problem and think-aloud can degrade

problem-solving ability.

Figure 7.3: Percentage of participants remaining active during the experiment session.
More than 50% of the participants �nished their task in less than 10 minutes in the public
setting. In the private setting, participants generally took longer.

7.6.3 Impact on Cognitive Load

Participants in the public setting had a higher cognitive load . To enable a better comparison

across the settings, we focused on data collected during the �rst 10 minutes of the program-

ming task, since a majority had already completed the experiment in the public setting

by that point (see Figure 7.3)—i.e., analyzing data after 20 minutes would only include a

few participants. Figure 7.4 shows the mean dilation size changes over time (solid line)

and with the colored bands representing 95% con�dence intervals. The pupil size remains

relatively stabilized and low in the private setting, while it remains high and �uctuates in

the public setting.
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Participants had signi�cantly longer �xations, a robust measure of cognitive load (Mar-

quart et al. 2015), when problem-solving in a public setting. The mean �xation duration in

the public setting (251.48 � 13.37ms) compared to the private setting (238.99 � 17.36ms) was

signi�cantly different based on a Wilcoxon signed-rank test ( Z =25.0,p =0.0028,d =0.78).

Participants had signi�cantly larger pupil sizes in the public setting, an indication of ele-

vated cognitive load (Sirois and Brisson 2014). A mean dilation size in the public setting

(0.13� 0.009mm) and in the private setting (0.12 � 0.003mm), is signi�cantly higher based

on a Wilcoxon signed-rank test between the settings ( Z =23.0,p =0.0022,d =1.43).

Returning to Figure 7.4, interestingly, we observe a decrease typically around �ve min-

utes in the public setting. After inspecting participant videos, we hypothesize that this

drop is due to participants reaching a partial solution (e.g., their �rst passing test case).

Unfortunately, this respite may be short, as cognitive load continues to rise again as they

must address bugs and more dif�cult test cases. We also note that the two bands do over-

lap, which indicates that a small subset of candidates in the public setting exhibited the

same level of cognitive load as those solving it in private. This represents a wider disparity

between participants in the public setting, as some participants may be disproportionately

experiencing higher cognitive load.

These results indicate that the public setting increases the extraneous cognitive

load (Sweller 2011) of a task, which could occur from additional demands from talk-aloud,

stress from being watched, or possible changes in problem-solving strategies.

7.6.4 In�uence of Stress on Task Performance

Participants experienced higher stresslevels in the public setting. A Mann–Whitney U test on

median ratings from �ve NASA-TLX categories did not identify any signi�cance difference

in effort, mental demand, physical demand, or performance across settings. However,

frustration and stress was signi�cantly higher in public (11) vs. in private (7) based on a

Mann–Whitney U test ( U =184.0,p =0.004,d =0.64).

Participants had slower eye movements, a marker for high stress (Bittencourt et al. 2013),

when problem-solving in a public setting. We found that the average saccade velocity

was slower for the participants in public setting (94.41 � 45.59� / s) compared to private set-

ting (120.77� 39.43� / s). A Wilcoxon signed-rank con�rmed this was signi�cantly different

between the settings ( Z =277,p =0.003,d =0.59). In Figure 7.5, a boxplot also depicts the dis-

tribution of ranges, including median values (public median =84, private median =119.25).

The results of the TLX survey and slower saccade velocity both indicate that stress was
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Figure 7.4: Mean dilation size in �rst 10 minutes of the experiment across the settings.
Participants in the public setting experience larger mean dilation size, indicating a larger
cognitive load. Dilation size �uctuates for the public setting participants while it remains
stable throughout the experiment in the private setting.

higher in the public setting. Increased stress can explain some of the previously observed

increase in cognitive load, independent of the intrinsic cognitive load (Sweller 2011) of the

task itself.

7.7 Limitations

Except for one interview, our interviews were all conducted by women. In practice, since

most technical interviews are typically conducted by men, additional factors, such as

stereotype threat (Spencer et al. 1999), may further in�uence and degrade performance

of candidates. A lack of peer parity (Ford et al. 2017) among underrepresented minori-

ties and hostile or indifferent interviewers (Behroozi et al. 2019) could further in�uence

performance.

We have chosen our question to be challenging but solvable. In particular, we asked for

candidates to prioritize correctness over runtime optimality. Our reasoning was partly based

on results by Wyrich and colleagues (Wyrich et al. 2019), where they found that only one

participant out of 32 could provide a correct and optimal coding challenge solution. Another

reason was that it is a common expectation in interviews for a candidate to �rst reach a
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Figure 7.5: Participants in the public setting had slower eye movements, as indicated by
mean saccade velocity, a measure of how fast a person looks away or towards an area of
interest. Slow values coincides with high stress, due to inhibited attention processes.

simple solution before engaging in optimization (Aziz et al. 2015a; McDowell 2015). For

our problem, a brute solution O(n 3) is possible (Aziz et al. 2015a), yet only one participant

used the approach. Participants were also able to obtain the optimal solution O(n ) in

both settings. Also, participants may have had prior exposure to the problems, though no

participant explicitly indicated this.

Some factors of our experiment could affect the generalizability of the results. Our

interview settings may be producing less stress than real interviews with real stakes, while

adding discomfort from the eye-tracker. Furthermore, our experimenters did not participate

in problem-solving. They did not give feedback if participants were taking a wrong route to

the solution nor interrupt with probing questions about the problem-solving process—it is

unclear whether an interactive interviewer has an additional positive or negative effect on

performance. Although most students participate in technical interviews, they may not

fully represent industry developers (Salman et al. 2015), who may perform differently in

interview settings. Finally, while our technical interview question is used by well-known

companies in practice, other coding questions may be easier or more dif�cult—individual

task characteristics (de Alwis et al. 2008) may elicit different kinds of mental effort and
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thus may have different interactions with stress. Similarly, in some cases, small amounts

of stress can enhance performance (Anderson 1994). Hence, we are not claiming that all

interview questions will result in the same barriers.

One construct validity issue is the accuracy of the eye tracker. While we used a pro-

fessional eye tracking instrument, environmental factors can disrupt the accuracy of our

measures. For example, our eye tracker was also sensitive to lighting conditions. Further-

more, dynamic and free movement in the environment limited our ability to perform

automated analysis of �xed areas of interest, such as �xations on particular words or lines

in a coding solution. Some participant data was incomplete, for example, four participants

did not have pupil dilation data available, and one participant had no recording due to

equipment malfunction during the participant session. We mitigated against this issue by

�ltering and reducing sources of noise, such as blink events, using temporal coarse values

in time windows (Kang et al. 2014), and using multiple, redundant measures. Future work

can consider alternative ways to detect stress (Hernandez et al. 2014) and analyze events

with normalization (Jeanmart et al. 2009; Busjahn et al. 2014b; Shara� et al. 2020).

7.8 Related Work

Despite their importance, technical interviews are understudied in the scienti�c literature.

Ford and colleagues (Ford et al. 2017b) conducted a study from the perspective of hiring

managers and University students participating in mock technical interviews. The study

identi�ed a mismatch of candidates' expectations between what interviewers assess and

what they actually look for in a candidate. Behroozi and colleagues (Behroozi et al. 2019)

conducted a qualitative study on comments posted on Hacker News, a social network for

software practitioners. Posters report several concerns and negative perceptions about

interviews, including their lack of real-world relevance, bias towards younger developers,

and demanding time commitment. Posters report that these interviews cause unnecessary

anxiety and frustration, requiring them to learn arbitrary, implicit, and obscure norms.

Researchers have investigated challenges faced by disadvantaged and low-resource job

seekers (Barnes 2000; Ogbonnaya-Ogburu et al. 2019), the effectiveness of resources such

as online career mentoring (Tomprou et al. 2019), and alternative job seeking interven-

tions, such as speed dating (Dillahunt et al. 2018). Our study provides empirical evidence

validating several of these concerns, and provides additional interventions for job seekers.

Using head-mounted eye trackers, Behroozi and colleagues (Behroozi et al. 2018) con-
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ducted a preliminary study with 11 participants solving one problem privately on paper and

one problem on a whiteboard. They found that the settings signi�cantly differed in metrics

associated with cognitive load and stress. The study concludes that “programming is a

cognitively intensive task that de�es expectations of constant feedback of today's interview

processes; however, more studies are needed to better understand what characteristics

contribute to high cognitive load.” Wyrich and colleagues (Wyrich et al. 2019) conducted an

exploratory study with 32 software engineering students and found that coding challenge

solvers also have better exam grades and more programming experience. Moreover, consci-

entious as well as sad software engineers performed worse. Studies have also characterized

the impact of interruptions on programming tasks (Czerwinski et al. 2004), including more

frequent errors (Parnin and DeLine 2010). Our study complements this prior work by of-

fering empirical evidence that explains how think-aloud and being watched contribute to

lower technical interview performance.

Examining the grey literature of software engineering—that is, non-published, nor peer-

reviewed sources of practitioners—provides some additional, though contradictory insights.

Lerner (Lerner 2016a) conducted a study of over a thousand interviews using the interview-

ing.io platform, where developers can practice technical interviewing anonymously. Their

signi�cant �nding is that performance from one technical interview to another is arbitrary,

and that interview performance is volatile—only 20% of the interviewees are consistent in

their performance, and the rest are all over the place in terms of their interview evaluation.

In contrast, a study conducted at Google by Shaper (Shaper 2017) investigated a subset

of interview data over �ve years to determine the value of an interviewer's feedback, and

found that the four interviews were enough to predict whether someone should be hired at

Google with 86% con�dence. Unfortunately, this study simply establishes the number of

interviews (four) needed to consistently reach a hire / no hire decision, not the accuracy

nor validity of the decision. Regardless, our study �nds that interview practices may be

confounding stress induced from assessment with problem-solving ability.

7.9 Discussion

Our �ndings demonstrate that stress impacts technical interview performance; indeed, in

our study, participants in a traditional technical interview format

• obtained signi�cantly lower scores (Section 8.5.4),

• experienced signi�cantly higher extraneous cognitive load (Section 7.6.3), and
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• experienced signi�cantly higher stress levels (Section 8.5.1).

Furthermore, participants reported (Section 7.6.1) feeling “very nervous”, “rushed”,

“stressed”, “monitored”, and “unable to concentrate” as a result of being watched. Partic-

ipants also reported extraneous cognitive load associated with having to “think and talk

and do code at the same time” (P39). When not being monitored, participants were more

likely to perform mental execution, allowing them an opportunity to evaluate and build

con�dence in their solution before having someone examine it. Moreover, our �ndings

suggest that social anxiety may cause the candidates not be capable of communicating their

thoughts and solutions, which can add up to their stress and deteriorate their performance.

We have demonstrated how one possible technical interview design, a private interview,

signi�cantly reduces the effects of unwanted stress on candidates and results in signi�cant

changes in performance, stress, and cognitive load. For companies that want to avoid

con�ating assessment of technical and communication skills with handling and mitigat-

ing stress, we have provided an experimental framework for designing and evaluating

alternative technical interview procedures.

In the remainder of this section, we present interim guidance for future directions on

technical interviews—consider the recommendations as hypotheses that need further

evaluation rather than outright policy.

Guidance I—Use Retrospective Think-aloud for Accessing Explanation

Skills

Although companies want to accurately assess candidates based on their actual skills, they

can inadvertently favor a candidate's ability to handle or mitigate stress. In most technical

interview formats candidates are asked to think-aloud. Think-aloud protocols are methods

to add visibility to cognitive process of a candidate while doing a set of speci�ed tasks rather

than only evaluating their �nal product. There are two main types of think-aloud methods:

concurrent think-aloud (Russo et al. 1989b; Van Den Haak et al. 2003) and retrospective

think-aloud (Nielsen 1994; HENDERSON et al. 1995).

In concurrent think-aloud, candidates explain their thoughts in tandem with doing the

task. Just as subjects given the trier social stress test, candidates who must vocalize their

thought-process in real-time risk exposure to a social evaluative threat that can hinder

performance in both explanation and problem-solving (Dawson 2003). (Van Den Haak

et al. 2003) also showed that verbalising thoughts at the time of performing tasks generally
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increase errors and impede task completion. In retrospective think-aloud, candidates �rst

�nish the task and then walk the interviewers through their thought process. That is, candi-

dates can perform the task in their own manner with limited impact on performance (Russo

et al. 1989b). To implement retrospective think-aloud in technical interviews, interviewers

can �rst provide the candidate with a problem description and allow them to privately solve

the problem, followed by an explanation of their thought process and a discussion about

their solution with the interviewer. This interview format mitigates many of the issues our

participants experienced from feeling monitored or supervised, while giving companies an

opportunity to still evaluate explanation skills.

Another way to effectively assess explanation skills is to use interview formats that simul-

taneously reduce the social-evaluative threat and while increasing focus on the explanation

component of the assessment. For interviewers who want to assess how the candidate

would communicate with other members of the team, the technical problem itself is primar-

ily a shared vehicle through which the interviewer and candidate engage in a conversational

dialogue. For example, Microsoft has attempted to reframe technical interviews as as more

of a conversation in which both the candidate and the interviewer work together to solve

the problem (Montgomery 2018). We recommend starting with straight-forward problems

that are no more dif�cult than �rst-year computer science exercises, and then using these

exercises as a way to progressively elicit explanations about their knowledge and experience

on different topics. For example, consider the Rainfall Problem 4, a programming task that

has been used in a number of studies of programming ability (Fisler 2014). If the candidate

does well in their explanation, the interviewer can probe more complex scenarios, such

as scaling this problem to a distributed algorithm, or building a user interface for such a

system, depending on the expectations of the position. In certain scenarios, it may not even

be necessary to fabricate a problem to drive the discussion. At Net�ix, some interviewers

ask the candidate to “teach something that they know,” and the candidate can choose any

topic of their interest, job-related or otherwise. 5

Guidance II—Evaluate the Kinds of Stress Necessary for Position

Although companies have been mindful to eliminate the in�uence of stress from their

assessment procedures, some view stress as an important characteristic of the job, and

4The basic description of the Rainfall Problem is to write a program that will read in integers and output
their average, stopping when the value 9999 is input.

5Personal correspondence with Net�ix interviewer.
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should not hire candidates who cannot manage stress: “the real problem is in your head:

your anxiety about job interviews is sabotaging something you're otherwise perfectly good

at” (Behroozi et al. 2019).

In this case, it is important to delineate the kinds of stress a developer would typi-

cally encounter in a day-to-day manner. Given important tasks that must be completed

in a timely manner, the ability to tolerate stress from time pressure is a reasonable con-

sideration (Mäntylä et al. 2014). However, time pressure is distinct from other sources of

stress (Orfus 2008), which might manifest during an evaluation but not during day-to-day

tasks, such asperformance anxiety (Wilson and Roland 2002), commonly called “stage

fright,” or closely-related test anxiety (Harleston 1962). Therefore, with interview formats

explored in our study, it is still possible to assess the ability for a candidate to perform under

time-pressure, without evaluating other sources of stress.

If stress is an important consideration for the job, companies should consider ways to

help candidates mitigate its effects, such as stress inoculation training. As such, interview

candidates have been advised to practice (or “grind” (Behroozi et al. 2019)) on various

problems and solutions in order to become immune to its effects (McDowell 2015)—Mekka

Okereke, a senior manager at Google recommends doing at least 40 practice sessions. While

stress inoculate training (Saunders et al. 1996) can be effective, developers also note the

immense time commitment (Behroozi et al. 2019) required to train for technical interviews

and the disparity caused by some candidates not having the same available time or re-

sources (Ogbonnaya-Ogburu et al. 2019) to train as others. Honeycomb, a women-lead

DevOps company, tries to eliminate stress by giving advanced details: “No surprises... un-

knowns cause anxiety, and people don't perform well when they're anxious. We willingly

offer up as much detail in advance about the process as we can, even down to the ques-

tions” (Majors 2018). Yet, there may be some companies that still need to assess candidates

on their stress-tolerance. For them, handling stress may be even more important than

candidates' technical skills. In that case, companies should be clear about that requirement.

This let candidates to decide whether those companies are suitable for them or that is the

culture they want to �t in.

Guidance III—Provide Accessible Alternatives

We observed several instances where the nature of the whiteboard interview interfered with

the candidate's ability to perform their task. Several changes to the interview procedure

can reduce the effects of stress and cognitive load.
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Warm-up Interview

The technical interview format is substantially different from how developers do their

day-to-day programming activities. To reduce stress, provide the candidate with a warmup

exercise that gives them an opportunity to familiarize themselves with the interview setting,

experience the interview format, and ask questions about the technical interview process.

Ideally, the warmup interview should be conducted by an interviewer who does not score

the candidate.

Free Reset

As we found in our study, in stressful situations some participants may forget or “blank”

on a particular solution. Interviewers should acknowledge that interviews are stressful

situations, and allow the candidate a “free reset“ to request another problem or start again

on the existing problem without incurring any penalty. Having such a safety net can reduce

the candidates' stress and improve their performance in the technical interview. Similarly,

dropping the lowest performance interview can reduce noise associated with problematic

questions or unfavorable interviewer–candidate interactions.

Partial Program Sketches

If you've ever had to write a paper, you know that starting from an entirely blank page can

be both dif�cult and intimidating. Participants in our study also reported additional stress

from having to write a program from scratch, for example, from having to recall the syntax

of the language without having any cues. Instead of asking participants to write a program

from scratch, interviewers can provide participants with an initial skeleton that contains a

partial solution, such as the method signature, a sample invocation, a few input and output

examples, and even some sample code snippets for the programming language.

Familiar Affordances

Conducting technical interviews on the whiteboard can also unnecessarily increase the

cognitive load for the candidate, especially if the candidate does not routinely write on a

whiteboard. To mitigate this, offer the candidate the option to use a laptop, or allow them

to solve the technical problems using pencil-and-paper. By doing so, candidates do not

have to write code on an unfamiliar medium just for purposes of the interview. Although
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not well-advertised, interviewers at Google can elect to use pencil-and-paper to conduct

their interviews instead of a whiteboard. 6

Guidance IV—Consider Impacts on Talent and Diversity

As companies embrace diversity and strive for inclusive hiring practices, companies should

evaluate how their technical interviews support or detract from that goal. Hiring proce-

dures that inadvertently exclude large segments of population can contribute to “leaky

pipelines” (Behroozi et al. 2020a), with impact to increased hiring costs (Reilly 2013; Doctor

2016) and a disproportionate reduction in hiring of minorities and other underrepresented

groups (Klein and Díaz-Hernández 2014; Chesler et al. 2010; Pell 1996; Jacob Clark Blicken-

staff* 2005; Wynn and Correll 2018). For example, a large population of people are impacted

by performance anxiety (estimated 40 percent of all adults in the U.S. (Diller 2013)). Collec-

tively, otherwise quali�ed candidates—who happen to perform poorly due to performance

anxiety–could be excluded from fair consideration for hiring. Furthermore, scienti�c evi-

dence �nds that women experience disproportionately more negative effects from test and

performance anxiety (McCarthy and Gof�n 2005; Sieverding 2009; Else-Quest et al. 2010),

which could explain our observations.

As we observed in our study, candidates who perform in traditional interview setting

are more likely to fail, but not necessarily for reasons related to problem-solving ability. As

a result, how an individual responses to stress and extraneous cognitive load can be driving

hiring decisions instead of ability. For example, if two candidates performed equally well, the

job may still go to the candidate who better projects con�dence (Ford et al. 2017b). Beyond

gender, these procedures could further impact the performance—and thus exclusion—of

other demographics, such as high-anxiety individuals (Beilock and DeCaro 2007) and neu-

rodiverse (e.g., dyslexia, autism, or anxiety) job seekers. Even wider bands of demographics,

such as disadvantaged and low-resource job seekers (Ogbonnaya-Ogburu et al. 2019) can be

impacted by unwanted stress in hiring procedures. For example, Mekka Okereke, a Google

senior manager speaking at a recent “Is the Technical Interview Broken?” panel, notes that

students at Stanford take courses for passing technical interviews, CS9: Problem-Solving for

the CS Technical Interview. Mekka �nds that most students typically lack these resources,

and speci�cally runs workshops at HBCUs to provide interview training. He reports that

40 practice interviews are needed to help someone overcome performance anxiety—a

time-consuming application of stress inoculation. Companies must decide at what cost

6Personal correspondence with Google interviewer.
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they are willing to pay for verifying explanation skills in tandem with problem-solving

ability, and what impact that has on their ability to hire diverse and talented candidates.

7.10 Conclusion

Our study raises key questions about the validity and equity of a core procedure used for

making hiring decisions across the software industry. We suggest that private interview

settings have considerable advantages for candidates, that both reduce their stress and allow

more accurate assessment of their problem-solving abilities and can be easily extended to

allow assessment of communication skills through retrospective think-aloud. Although this

study is one of the �rst to provide insights into impacts of stress on technical interviews,

we have only examined this effect in the context of one coding challenge, from participants

from one University. A larger collection of studies, including active participation by industry

to pilot alternative hiring procedures, would be valuable for informing how to create a valid

and inclusive hiring process for all.

102



CHAPTER

8

EFFECTS OF PRIVACY ON THINK-ALOUD

Supplementary resources and further details of this chapter can be found in Appendix D.

Study rationale

Commonly, companies do some online interviews before they �y candidates for on-site

interviews. Besides that, due to the pandemic, technical interviews have migrated to online

formats. To understand the differences between on-site interviews and the online format, I

propose comparing candidates' performance and the amount of stress, and the cognitive

load they experience in each format. My study aims to understand whether being watched

(in presence of an interviewer) causes any different levels of stress in candidates compared

to when they are asked to record their problem-solving process (including think-aloud) for

asynchronous evaluation.

In Chapter 7, we examined the effects of eliminating thinking aloud and being watched.

However, interviewers may argue that elimination of thinking aloud hinders candidates

technical skills evaluation as their thought process cannot be seen clearly. Hence, to propose

proper interventions to determine a balance between candidates' side and interviewers'

side, we need to check if elimination of synchronous public performance enhances candi-
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dates' clarity of think-aloud and performance.

8.1 Abstract

Software engineers commonly participate in technical whiteboard interviews as part of

hiring assessments. During these sessions, candidates write code while thinking aloud as

they work toward a solution to a coding problem under the watchful eye of an interviewer.

While thinking aloud in technical interviews gives interviewers a picture of candidates'

problem-solving ability, surprisingly, these types of interviews often prevent candidates

from communicating their thought process effectively. Previous research shows that perfor-

mance anxiety is one of the main reasons candidates perform worse in technical whiteboard

interviews. To understand if interviewers' direct supervision has any effects on candidates'

thought process communication, we introduce asynchronous screen cast interviews where

candidates submit recordings of their think-aloud and coding. We compared candidate

performance using this approach with traditional whiteboard interviews and found that

communication ability and performance improved by eliminating synchronous interviewer

supervision while the clarity of think-alouds was signi�cantly lower in traditional white-

board interviews. This work proposes interview modi�cations to make problem-solving

assessments more visible and effective, such as asynchronous sessions and increasing

candidates' privacy.

8.2 Introduction

Software developers often face a critical test before landing a job—passing a technical

interview. A technical interview is a specialized form of job interview where candidates

engage in problem-solving sessions (Aziz et al. 2015a). During these sessions, candidates

will be asked to write code to solve a programming problem on a whiteboard or using a

simple text editor on a computer in the presence of the interviewer(s). Candidates are also

asked to think-aloud , or provide a vocal walk-through explaining their approach in order to

assess their problem-solving ability (Ford et al. 2017b; McDowell 2015). Overall, candidates

can be expected to engage in a series of 4–8 technical interviews (each 45 minutes to an

hour) with developers or managers of a company before receiving an offer (IGotAnOffer

2021).

Think-alouds allow interviewers to gain visibility into candidates' thought processes and
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problem-solving strategies. In principle, the entire problem-solving process—from test case

and approach selection, to edge case detection and solution optimization—can be observed

by the hiring team. According to tech consultant Scott Hanselman, “usually interviewers

are looking for thoughtfulness, analysis, patience, calm, and humility” (Hanselman 2014).

Refael Zikavashvili, co-founder and CEO of Pramp 1—an online peer-to-peer platform for

practicing technical interviews—also explains, “More important than the solution is how

they work at getting the solution. Can they articulate their thoughts while writing out

the code on the whiteboard? Are they putting together a clear response to the question?”

Therefore, observing candidates think out load during a technical interview has several

perceived bene�ts by potential employers.

However, the collective experiences of interview candidates, those who reveal their raw

and exposed cognition, appear to tell a very different story about think-alouds—even a

cursory glance reveals candidates experience “bombing” (Miles 2018), “freezing” (Shef�eld

2017), “choking” (PTG 2006), and the “mind going blank” (evoneutron 2018) during tradi-

tional technical interviews. One candidate describes how her anxiety inhibited her basic

ability to write code: “systems-lockup, deer in the headlights, in�nite loop. It got so bad, I

could just barely remember how to [write ] def initialize .” (Kimm 2017). Another candi-

date described how he wrote very atypical code under the in�uence of stress: “Interviews are

weird: the pressure of time, and not being able to look things up, distorts the code” (Krubner

2015). One candidate was so overwhelmed with stress, they just wanted to �ee: “My palms

got sweaty, I just wanted to get the hell out of there” (PTG 2006). Finally, an exasperated

senior-level developer asked how candidates can learn to code “ under pressure and [with ]

someone looking at your code while you're trying to think?” and notes “One idea is to just

keep applying and failing until I become immune to it. But each failure kind of brings me

down, and makes me think that I'm a bad engineer.” (evoneutron 2018).

One explanation for these negative experiences is that interview candidates are suffer

from performance anxiety (Wilson and Roland 2002), commonly called “stage fright”, or

closely-related test anxiety (Harleston 1962). Prior work suggests the public nature of tradi-

tional whiteboard interviews can lead to performance anxiety suffered by candidates (Wilson

and Roland 2002). Additionally, research by Behroozi et al. shows that candidates reported

high-levels of stress and often had dif�culty coping with someone else being present while

they attempted to solve a cognitively-demanding task (Behroozi et al. 2020b). In contrast,

participants in their private setting reported feeling at ease, having time to understand

1https://www .pramp.com/
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the problem and re�ect on their solution. However, participants in a synchronous private

technical interview setting did not have to think-aloud while solving the problem, which

eliminates valuable information in interviewers' evaluation of candidates. Thus, it is still an

open question if interviewers are getting what they expect from private technical interviews.

To reduce the negative impacts of performance anxiety on interview candidates while

also allowing opportunities for interviewers to evaluate potential employee thought pro-

cesses, this work introduces asynchronous recorded interviews. In this setting, candidates

submit audio and screen cast recordings of themselves solving a technical interview coding

problem and explaining their approach throughout the process. Asynchronous recorded

interviews have considerable advantages for candidates and interviewers. They give candi-

dates privacy to provide a more accurate assessment of their coding abilities, while providing

potential employers with a better picture of candidates' thought processes and coding abil-

ity. By offering the ability to solve a problem privately and asynchronously, we also believe

this approach could improve the performance of candidates from traditionally underrepre-

sented groups, increasing diversity in the software engineering workforce. Furthermore,

we expect these changes to minimize or mitigate other problematic effects experienced by

candidates during traditional technical interviews, such as stereotype threat (Marsh 2020),

which impacts interview performances but are orthogonal to assessing candidates' actual

problem-solving abilities.

Here, we studied the effects of asynchronous recorded interviews on the think-aloud

and problem-solving strategies of candidates compared to synchronous whiteboard inter-

views. The goal of our study is to understand whether problem-solving and thinking-aloud

processes can be enhanced using asynchronous recorded interviews compared to tradi-

tional technical interviews. To asynchronously analyze think-alouds and performance, we

evaluated the quality of candidates' thought process and task performance in a retrospec-

tive evaluation of recorded screen casts without looking over their shoulder. We found that

communication ability and coding performance are improved by eliminating interviewers'

direct supervision and the clarity of think-alouds were signi�cantly higher in asynchronous

recorded session compared to traditional whiteboard interviews. The contribution of this

work is to elucidate the effects of interviewers' direct supervision on candidates' thought

process communication ability. The implications of this work include several guidelines for

more effective administrations of coding interviews.
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8.3 Methodology

We compared a traditional version of a technical interview (our control) with asynchronous

recorded interviews (our treatment). In this section, we describe our experimental settings

and the data we collected to measure the differences of participants' think-aloud and coding

abilities in each setting.

8.3.1 Research Questions and Hypotheses

To evaluate asynchronous recorded interviews, we investigated the following research

questions and their corresponding hypotheses:

RQ1: Do candidates seem less stressed in asynchronous recorded interviews?

Behroozi et al. found that think-aloud and public performance are sources of stress in

technical interviews, while participants were less stressed in private settings (Behroozi et al.

2020b). They also found that stress diminishes candidates' problem-solving ability and

increases the time it takes to �nish a coding task. In this study, we hypothesize that asyn-

chronous recorded interviews lessens candidates' stress by omitting public performance

for think-alouds. Hence, we measured the stress of participants in traditional whiteboard in-

terviews with asynchronous online screen casts, where candidates can think aloud without

the presence of interviewers.

RQ2: What are the effects of asynchronous recorded interviews on think-aloud qual-

ity?

To observe candidates' thought process, interviewers ask them to think aloud while

solving programming problems. Think-aloud, as a communication skill, is essential in tech-

nical interviews (Bradford 2020). To investigate whether asynchronous recorded interviews

impact the quality of candidates' vocalizing their thought process, we compared it against

traditional whiteboard interviews with synchronous interviewer supervision. Based on

Behroozi et al.'s �nding (Behroozi et al. 2020b), we hypothesize that asynchronous recorded

interviews will help to improve candidates' think-aloud quality by providing higher privacy

and reducing stress.

RQ3: What are the effects of asynchronous recorded interviews on problem-solving

strategy?
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Studies show stress can contribute to increased cognitive load and distractibility, which

hinder performance (Bong et al. 2016). We aim to discover if asynchronous recorded inter-

views impacts the techniques candidates use to solve technical interview problems. We

speculate that asynchronous recorded interviews are less stressful than traditional white-

board interviews by providing higher privacy and eliminating synchronous supervision.

Furthermore, We hypothesize that candidates will adopt more thorough problem-solving

strategies during technical interviews using our asynchronous screen cast approach.

RQ4: What are the effects of asynchronous recorded interviews on candidates' solu-

tion quality?

We will extend our RQ3 to investigate further effects of potential deterioration of

problem-solving strategies on overall quality of candidates' solutions. We hypothesise

that candidates will provide closer to complete and more optimal solutions using our

asynchronous screen cast approach.

8.3.2 Participants

We retrieved the data for our control group from the public setting in Behroozi et

al.'s (Behroozi et al. 2020b) study analyzing public and private technical whiteboard inter-

view settings. From their study, we considered 48 participants out of 26 in the public setting

who completed the task in the allotted time. To collect data for our treatment group using

asynchronous recorded interviews, we randomly sampled 24 participants from 87 students

enrolled in a graduate-level Software Engineering course at the �rst authors' institution.

Our sample consists of submissions from 9 female and 15 male students. Students in this

class had to complete an online exercise simulating a technical job interview challenge and

record a screen cast of their work as part of an assignment for the course. As a requirement,

they had to perform a think-aloud as they would in an actual interview.

Study participants had knowledge of Java and / or other high-level programming lan-

guages and previous course experience in algorithms and data structures. Prerequisites for

the Software Engineering course at the �rst authors' institution give students the typical

knowledge required to complete a technical interview, including constructing data struc-

tures, implementing search and sort algorithms, and characterizing run time and space

requirements. Furthermore, graduate students represent potential technical interview can-

didates, as many were actively engaged in their initial job search prior to graduation or

had prior professional experience. However, our data does not include explicit information
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about participants' previous professional experiences. The study was approved by the local

ethics board.

8.3.3 Tasks

In (Behroozi et al. 2020b), Behroozi et al. selected their task in such a way that it satis�es

two main criteria: to be solvable within the time limits of the experiment and demonstrate

suf�cient dif�culty such that cognitive load can be induced while not being too trivial

to solve; and to have ecological validity—the problem should be similar to those used

in actual technical interviews. In the asynchronous recorded interviews assignment, the

programming tasks maintained the same criteria. All of the problems for our evaluation can

be found in “Elements of Programming Interviews in Java” (Aziz et al. 2015a), a resource to

help candidates practice solving technical interview problems. These questions represent a

class of problems related to string manipulation and usage of arrays, stacks, or hash maps,

which are fundamental computer science concepts commonly tested during technical

interviews that participants were familiar with. None of the questions test participants on

their familiarity with complex data structures, such as heaps or red-black trees. Furthermore,

the problems contain a large solution space with multiple possible approaches, including

a brute force solutions and other more sophisticated approaches.

Table 8.1: Description of the Coding Problems

Question Description

Q1 (Valid Parentheses)

Given a string scontaining just the characters ` (', `)' , `{' , `}', `[' and `]', determine if the input string is valid.
An input string is valid if:

1- Open brackets must be closed by the same type of brackets.
2- Open brackets must be closed in the correct order.

Q2 (Jump)
Given an array of non-negative integers nums, you are initially positioned at the �rst index of the array.
Each element in the array represents your maximum jump length at that position.
Determine if you are able to reach the last index.

Q3 (Increasing Subsequece)

Given an integer array nums, return the length of the longest strictly increasing subsequence.
A subsequence is a sequence that can be derived from an array by deleting some or no elements without
changing the order of the remaining elements.
For example, [3,6,2,7] is a subsequence of the array [0,3,1,6,2,2,7].

Q4 (Rotate Array) Given an array, rotate the array to the right by k steps, where k is non-negative.

Q5 (Longest Substring) Given a string s, �nd the length of the longest substring without repeating characters.

Students were randomly assigned a task from a set of four questions with a similar level
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of dif�culty to each other and the problem from Behroozi et al.'s traditional whiteboard

interview study data. Table 8.1 shows the four coding questions used for our study and a

description of the problem (Q1-Q4) in addition to Behroozi et al.'s study task (Q5). In the 24

randomly sampled assignment submissions for our evaluation, nine students completed

Q1, �ve completed Q2, six completed Q3, and four completed Q4.

Table 8.2: Sample Acceptable Approaches' Time Complexity of Coding Tasks and Test
Cases

Question Approaches' Time Complexity Test Case 1 Test Case 2 Test Case 3 Test Case 4 Test Case 5 Test Case 6

Q1 Stack:O(n )
input: " "
Output: False

input: []
Output: True

input: }}
Output: False

input: }{
Output: False

input: (())
Output: True

input: ()( [])
Output: True

Q2
Greedy: O(n )

Dynamic Programming: O(n 2)

input : [2,3,1,1,4]
Output: true

Input: [3,2,1,0,4]
Output: false

Input: [2]
Output: true

Input: [0, 4, 8, 1, 17, 3]
Output: False

Input: [1, 1, 1, 1, 0, 1]
Output: False

Input: [5, 0, 0]
Output: True

Q3

Dynamic Programming
with Binary search: O(nl og n )

Dynamic Programming: O(n 2)

Recursive with memoization: O(n 2)

Input: [10,9,2,5,3,7,101,18]
Output: 4

Input: [0,1,0,3,2,3]
Output: 4

Input: [7,7,7,7,7,7,7]
Output: 1

Input: [4,3,2]
Output: 1

Input: []
Output: 0

Q4 Brute Force: O(n )
Input: [1,2,3,4,5,6,7], 3
Output: [5,6,7,1,2,3,4]

Input: [1,2,3,4,5,6,7], 6
Output: [2,3,4,5,6,7,1]

Input: [-1,-100,3,99], 2
Output: [3,99, -1, -100]

input: [28], 3
Output: [28]

Input: [50,51,52,53], 121
Output: [53, 50, 51, 52]

Q5

Sliding Window: O(n )

Sliding Window Optimized: O(n )

Brute Force: O(n 3)

Input: s = "abcabcbb"
Output: 3

Input: s = "bbbbb"
Output: 1

Input: s = "pwwkew"
Output: 3

8.3.4 Procedure

Asynchronous Recorded Interviews

Students were randomly assigned one of the four coding problems in Table 8.1 (Q1-Q4)

via email, and each problem statement included example test cases, which indicated the

expected output given certain input values. For example, students were provided with

the sample input of ` ()([]) ' for Q1 and given the answer of True. Students were asked to

provide a reasonable solution to their assigned task coded in a programming language of

their choice on Collabedit, 2 an online code editor with syntax highlighting but without a

compiler to run the code. The assignment also stated that thought process communication

and correctness of the solution were the most important criteria, while ef�ciency and syntax

were secondary.

Students were allowed to freely use basic utility functions, such as the ArrayList sort

2http://collabedit .com/
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method in Java, 3 if desired. However, students were not allowed to consult any other re-

sources during their asynchronous recorded interviews, including but not limited to the

Internet, books, notes, and other people. Students were required to record their screen

and voice while solving the problem (see Figure 8.1-a). Students had to complete their

coding assignment within one hour and upload their recorded screen cast; otherwise, the

assignment would not be graded. This assignment was aimed at helping students gain

experience performing think-aloud while solving a problem. Students who �nished the task

and uploaded their recordings received full credit for the assignment, regardless of their

performance. However, students were not aware of the grading criteria before completing

the task.

(a) Asynchronous Recorded Interviews (Screen Cast) (b) Public Whiteboard Interview Setting

Figure 8.1: (a) Solving a problem and recording their screen while thinking aloud. (b)
Solving a problem in presence of an experimenter while thinking aloud. *

* These images are not taken from our actual experimenter and participants. In the screen cast, students were not obliged to record
themselves.

Whiteboard Interviews

To investigate how asynchronous recorded interviews impact think-aloud and perfor-

mance in technical interviews, we compared students' submitted screen cast recordings to

Behroozi et al.'s (Behroozi et al. 2020b) data from their public setting . The public setting in

their study resembled the traditional whiteboard interview (see Figure 8.1-b). Participants

3https://docs .oracle .com/javase/8/docs/api/java/util/ArrayList .html#sort-
java .util .Comparator-
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were given 30 minutes to complete a coding problem on a whiteboard and to think aloud

to share their thought processes to the supervising researcher as if it were a real-life tech-

nical job interview. In each session, participants' voice and work on the whiteboard were

captured using a head-mounted mobile eye-tracking device. Table 8.3 compares Behroozi

et al.'s study with the current study. In this study, we used participant voice recordings,

elapsed time to solve �nish the task, and assessment of solutions from Behroozi et al.'s pub-

lic whiteboard setting and compared them against the asynchronous recorded interviews

data collected by our team.

Table 8.3: Comparison of Behroozi et al.'s Study with the Current Study

Study Eye-tracking Data Recorded Voice Medium Task Settings Analysis Channels

Behroozi et al. 4 4 whiteboard Q5 public vs. private whiteboard

� correctness of solutions,
� elapsed time to solve the problem,
� eye-movement analysis,
� candidates' self-report on the
task demand and stress

Current Study 6 4 screen cast and whiteboard Q1-Q4 public whiteboard vs. screen casts

� correctness of solutions,
� elapsed time to solve the problem,
� analysis of the voice and talking rate,
� analysis of the problem-solving strategy

8.4 Analysis

To test our hypotheses about the effects of privacy in asynchronous recorded interviews

compared to traditional whiteboard interviews, we collected data concerning the think-

aloud of participants vocalizing their thought processes and the task performance for

completing the coding questions from each technical interview setting.

8.4.1 Measuring Think-aloud

We analyzed think-alouds by observing speech patterns to identify possible sources of

stress or cognitive load and evaluate the clarity of thought process communication.

Stress

For RQ1, we aim to discover the impact of asynchronous recorded interviews on candidates'

stress. Speech can be affected by stress–which is a psychological state in response to task
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demand or fear (Hansen and Patil 2007). Research shows that public speaking (as in think-

aloud during a whiteboard interview) induces more anxiety than simulated public speaking

(as in screen cast think-aloud) (Zuardi et al. 2013). Moreover, in (Behroozi et al. 2020b),

Behroozi et al. found that public performance and think-aloud are sources of stress in

technical interviews. To compare the extent of think-aloud effects in technical whiteboard

interviews and asynchronous recorded interviews, we studied voice stress cues and talking

rate in both settings.

Human Perception on Stress Cues. We collected one-minute samples from the begin-

ning, middle, and the end of each voice recording from asynchronous recorded interviews

and whiteboard participants. To avoid biased evaluations, we shuf�ed the 144 generated

one-minute voice samples. This helped prevent recognizing the sample order and the

setting they were taken from. The �rst two authors of this paper independently evaluated

the extent of stress in participants' voice using a 5-point Likert scale (1 being not stressed

and 5 being extremely stressed). Then, they reported the voice features that in�uenced

their perception about participants' stress and preparedness. The common features they

took into consideration were: shortness of breath, mouth dryness, shaky voice, faster or

slower than normal rate of talking, higher or lower than normal voice pitch, and usage of

several �ller words. Completed ratings were further mapped to a binary scale of “stressed”

and “not stressed.”We categorized participants with Likert scales of 1 and 2 as “not stressed”

and scales of 3, 4, and 5 as “stressed.”

Quality

To answer RQ2, we explore the impact of asynchronous recorded interviews on the quality

of think-alouds in technical interviews. In technical interviews, candidates are evaluated

by their ability to communicate their thought process during problem-solving sessions,

sometimes even more so than their coding ability (Bradford 2020). Additionally, commu-

nication is a vital part of software engineering and development teams (Mair 2021). To

determine the quality of think-alouds, we analyzed the speech patterns informativeness

of thoughts vocalized by participants in the asynchronous and synchronous technical

interview settings.

Think-aloud Informativeness. According to the National Center of Voice and Speech

(NCVS),4 the average conversation rate for English speakers in the United States is approxi-

mately 150 words per minute. However, a secondary task, such as a problem-solving task,

4http://www .ncvs.org/ncvs/tutorials/voiceprod/tutorial/quality .html
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which requires attentional resources impacts the spatiotemporality of vocal systems and re-

duces speech rate and �uency (Bailey and Dromey 2015; Dromey and Benson 2003; Dromey

and Bates 2005; Dromey and Shim 2008; Whit�eld et al. 2019; Buchanan et al. 2014). Yet, not

all vocalized thoughts associated with problem-solving are worthy of communication. Ver-

balizing all thoughts is not the same as communicating the thought process. Furthermore,

complex thought processes make individuals use more �ller words, or non-informative

vocalizations, to seem less stressed during their uncertain pausing moments (Atoo� and

Sadiq 2018; Laserna et al. 2014).

To get a rough understanding of effective parts of speech in each setting, we extracted

non-�ller words. We used the Voice Activity Detector (VAD) module from Google's open-

source WebRTC5 code in Python to convert speech to text. Instead of using a simple energy-

threshold detector, VAD utilizes Gaussian Mixture Model (GMM) which detects human's

voice better in presence of background noise–such as keyboard noise while typing or marker

noise while writing on a whiteboard. As the recordings contained relatively long silence

periods, we also removed silent moments. We converted each audio recording into a 16 bit

Pulse-code modulation (PCM). We then sent 30-millisecond long frames using a sliding

window technique to VAD to �lter out the frames that did not contain human voice. To

decrease missed detection rate, we set VAD's aggressiveness mode to 1. The aggressiveness

mode represents an integer between 0 and 3, where 0 is the least aggressive non-speech

�ltering mode. We �nally used Google Web Speech API 6 recognizer to convert speech to

text on each chunk of the recordings. 7

The Google Web Speech API mostly considers vocalizations such as `um' and `uh' as

silence. We considered the following list of words as additional common non-informative

�ller words: `so', `huh', `oh', `okay', `then', `now', `oops', `yeah', `yes', `alright', `sorry', and `cool'.

We �ltered �ller words out of candidates' thought process text to evaluate their think-aloud

process. From the generated text for each participant, we calculated participants' thought

process non-�ller words rate ( N FRa t e) as:

N FRa t e =
N Ft

d
, (8.1)

where, N Ft is the total number of non-�ller words, and d is the duration of the session in

minutes.
5 https://webrtc .org/
6https://wicg .github .io/speech-api/
7The Python script and the generated texts from audio recordings can be found here: https://rb .gy/

iermrc
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Human Perception on Thought Vocalization. The ability for interviewees to clearly

express their thought process and vocalize their approach to interviewers during technical

interviews plays a major role in their evaluation. For instance, Ford and colleagues found

that companies evaluate prospective employees on the technical soundness of coding

solutions as well as their ability to communicate about it (Ford et al. 2017a). Additionally,

Indeed 8—an American worldwide employment website—suggests communication during

technical interviews can factor into candidates getting the job (Indeed 2020). For instance,

the Google Interview Prep Guide expects interviewees to be able to “explain your thought

process and decision making throughout the interview” (Gunay 2019) and the Microsoft

interview tips urge candidates to “be prepared to share your thought process and the

rationale behind your decisions” (Microsoft 2020).

To rate the thought vocalization of participants, two authors acted as evaluators to

analyze interview recordings from both settings. A 5-point Likert scale ranking was imple-

mented to assess the effectivenessof participants' think-aloud vocalization during their

problem-solving (1 being not effective and 5 being very effective). Additionally, the two

experts used a binary scale to further categorize participants' think-aloud process based

on engagement, or the clarity and articulateness of their communication (i.e. how easy it

was to follow), and smoothness, or the consistency of their think-aloud while solving the

problem (i.e., avoiding long periods of silence).

8.4.2 Measuring Problem-Solving Strategies

To answer RQ3, we observed aspects of technical interview strategies that contribute to

thought process vocalization to analyze the performance of participants in each interview

setting. These strategies we examined are based on themes companies say they look for in

candidates and derived from technical interview best practices proposed by programming

blogs and help resources during problem-solving within coding interviews.

De�ning Approach Before Coding

This refers to interviewees outlining their approach to solving a technical interview ques-

tion before starting to write the code. During technical interviews, planning and explaining

the approach to solve a coding problem before starting to code provides bene�ts for partic-

ipants. For example, freeCodeCamp recommends interviewees should “communicate your

8https://www .indeed.com/
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approach to the interviewer even before you start to code” (Tay 2017), FullStack Academy

notes describing approaches before coding provides insight into your thought process and

increases understanding for interviewers (Yang 2020), and Scaler suggests large tech compa-

nies like Google, Amazon, and Facebook are looking for candidates with “the patience and

intellect to analyze the problem at hand thoroughly before jumping into providing a solu-

tion” (Saxena 2020). To analyze this concept in our study, we observed whether participants

clearly explained their approach in each interview setting.

Checking the Code against Test Cases

After completing the code for the technical question, this category indicates whether inter-

viewees test their solution to validate their approach. In general, testing is vital for ensuring

software works correctly (Whittaker 2000). Testing is also an important step for validating

solutions work properly in technical interviews. For example, Tech Interview Coach and

Google Software Engineer Anthony D. Mays argues testing is something interviewees should

“always” and “absolutely need to do” during technical interviews (Mays 2017). Similarly,

Ibrahim Irfan notes the importance of testing your approach in a coding interview stating

“The biggest piece of advice I can give you here is to test your code, not your algorithm.

Go through the exact code you wrote down. This is especially important in whiteboard

interviews where you can't run your code” (IRFAN 2020). To explore the impact of interview

settings on participants' testing their solution against test cases, we observed whether

subjects went through at least one test of their solution with provided input and output for

the test programs after completing a solution to verify their approach during whiteboard

and screen cast interviews.

8.4.3 Measuring Solution's Quality

To answer RQ4, we evaluated the quality of participants' code. We measured metrics such as

the correctness of code (percentage of passed test cases), time complexity of the solutions,

and the elapsed time to complete the task (as done by Behroozi et al. (Behroozi et al. 2020b)).

Correctness

We scored the code solutions against speci�c test cases, which were also provided to partici-

pants. Table 8.2 summarizes the coding questions along with the test cases used to evaluate

solutions and the time and space complexity for examples of acceptable approaches. The
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screen cast participant solutions were evaluated on test cases based on their randomly

assigned question from Q1-Q4, while the whiteboard participants from Behroozi et al.'s

study were evaluated against Q5 (see Table 8.1). To facilitate evaluation, we went through

all of the solutions from each setting and manually translated them into executable code,

�lling in incomplete syntax when necessary. We scored the performance of students in each

setting based on the percentage of test cases their code could pass from the total number

of test cases. The test scores indicate how well the program solutions met the requirements

of the original problem

Optimality

In actual technical interviews, algorithm questions aim to help interviewers evaluate candi-

dates' problem-solving skill signals (Sikarwar 2021). Although we did not require an optimal

solution, we did examine the solutions to determine their performance based on space

and runtime complexity. For example, a solution using two nested loops would have an

O(n 2) runtime complexity while a solution using just an array to store data would have O(n )

space complexity. Evaluating solution optimality in combination with other performance

measurements (see Sections 8.4.2) suggest if there is a meaningful difference between

candidates' performance in the two interview settings.

8.5 Results

8.5.1 Impact on Stress

Of the 144 one-minute voice samples, the �rst two authors had similar perceptions of stress

cues in voice on 125 (86.8%) of the voice samples. 83.9% of the stressedlabeled samples were

from the whiteboard setting. Moreover, we summarized the stress level of each participant

by considering each rater's median rating of the three one-minute sample. In 85.4% of the

cases, ratings from both raters stayed in agreement (41 out of 48 participants). These 41

sessions consisted 21 asynchronous recorded interviews (from which 19 were perceived as

not stressed) and 20 whiteboard interviews (from which only four were perceived as not

stressed). The difference of perceived stress from voice was statistically signi�cant between

the settings ( � 2 = 20.6594,p < 0.00001).
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8.5.2 Impact on Think-aloud Quality

Informativeness

Participants in the whiteboard interviews used fewer words to communicate their thought

process compared to those in screen cast recordings. A Mann–Whitney U test showed

the difference between the rate of non-�ller words usage per minute to be signi�cant

between the two interview settings ( U =203.0,p =0.041,d =0.647) as presented in Figure 8.2.

Generally, talking rate of participants was also signi�cantly slower in the whiteboard setting

(U =204.0, p =0.043, d =0.615). Thus, we conclude the overall informativeness of think-

alouds was higher in asynchronous recorded interviews than in traditional whiteboard

interviews.

Figure 8.2: Non-�ller words rate in whiteboard interview setting vs asynchronous recorded
interviews (screen cast)

Thought Vocalization

Figure 8.3 displays the Likert scoring results the experts provided based on the effectiveness

of interviewees' think-aloud processes. Participants in the asynchronous setting received a

much higher rating in their think-aloud, averaging a 4.2 out of 5 while participants in the

whiteboard setting averaged 3.7. Furthermore, approximately 88% ( n = 21) of asynchronous
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recorded interviews think-aloud sessions were engaging and 79% (n = 19) walked through

their process smoothly compared to only 67% ( n = 16) smooth and 58% ( n = 14) engaging

in the whiteboard setting. However, these results on the engagement ( � 2 = 2.9484,p =

0.085962) and smoothness ( � 2 = 2.4242,p = 0.119471) were not statistically signi�cant.

Overall, we �nd that participants in asynchronous recorded interviews setting vocalized

and communicate their thoughts more effectively than those in the traditional whiteboard

setting.

Figure 8.3: Effectiveness of Participant Think-Aloud

8.5.3 Impact on Problem-Solving Strategy

De�ning Approach Before Coding

To determine how each interview setting impacted problem-solving strategies, we observed

how many participants in each environment adopted technical interview best practices,

such as explaining their approach before starting to code. In total, we observed 42% ( n = 10)

of participants in screen casts explained their approach before starting to code, while

only 25% (n = 6) did so in the whiteboard setting. This indicates, on average, participants

completing the technical interviews with private screen casts were able to plan and describe
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their approach more effectively. However, using a chi-squared we found no statistical

difference between students de�ning their approach in the screen cast and whiteboard

settings (� 2 = 1.5,p = 0.220671).

Checking the Code Against Test Cases

To validate solutions during coding interviews, it is best practice to test your solution

against potential test cases once the code is completed. Overall, we found 50% ( n = 12)

of screen cast participants tested their solutions against the provided input to ensure the

correctness of their answer for our technical interview problems. However, only �ve out of

the 24 participants 21% ( n = 5) did so in the whiteboard setting. These results also show

that the number of participants who checked their solutions was signi�cantly higher in the

screen cast setting compared the whiteboard ( � 2 = 4.463,p = 0.034637).

8.5.4 Impact on Solution's Quality

Correctness

Participants in the whiteboard interview setting got signi�cantly lower scoresfor their

solutions. On average, participants in the whiteboard setting covered 52.7% � 43% of the test

cases, while the asynchronous recorded interviews participants passed 79.4% � 24.3% of

their test cases. A Mann–Whitney U test showed the difference to be signi�cant ( U =197.5,

p =0.025,d =0.748). It is also notable that none of the participants in the asynchronous

recorded interviews setting failed all test cases for their task, while 29% of the participants

in the whiteboard setting did not pass any test cases for their problem.

Optimality

Participants in the whiteboard setting also tended to �nish their tasks faster than partici-

pants in the asynchronous setting (on average, 1 minute and 43 seconds sooner); however,

not signi�cantly so ( U =233.0,p =0.131). This may provide an explanation as to why 75% of

the asynchronous recorded interviews participants provided the most optimal algorithm by

not rushing to �nish their solutions due to a synchronous supervisor. Comparatively, only

13% of participants in the traditional whiteboard interviews provided the most optimal

solution, with the majority of the synchronous interview setting participants submitting a

sub-optimal or invalid solution to the programming problem. The difference in solution

complexity between asynchronous and synchronous interview participants is statistically
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signi�cant ( � 2 = 19.40476,p < 0.0001). The task performance results for the correctness

and quality of the coding solutions for all participants can be seen in Table 8.4.

Table 8.4: Participants and Performance

Screen Cast Whiteboard

ID Gender Question Score Complexity Time (m:s) ID Gender Score Complexity Time (m:s)

P1 F Q1 1.00 O(n ) 16:47 P22 M 1.00 O(n ) 09:14
P2 M Q1 1.00 O(n ) 09:05 P25 M 1.00 O(n ) 11:38
P3 M Q1 1.00 O(n ) 19:29 P31 M 1.00 O(n ) 12:26
P23 F Q1 1.00 O(n ) 06:49 P24 M 1.00 O(n 2) 15:30
P11 M Q2 1.00 O(n ) 07:37 P33 M 1.00 O(n 2) 17:08
P12 F Q2 1.00 O(n ) 05:16 P34 M 1.00 O(n 2) 13:34
P25 F Q2 1.00 O(n ) 10:25 P40 M 1.00 O(n 2) 25:23
P26 F Q2 1.00 O(n ) 18:19 P41 M 1.00 O(n 2) 09:31
P9 F Q3 1.00 O(n 2) 18:59 P45 M 1.00 O(n 2) 08:59
P7 M Q4 1.00 O(n ) 16:06 P39 M 1.00 O(n 3) 16:14
P21 M Q4 1.00 O(n ) 05:25 P23 M 0.67 � 19:08
P27 M Q4 1.00 O(n ) 06:40 P32 M 0.33 � 19:40
P8 M Q1 0.83 O(n ) 14:44 P42 F 0.33 � 08:49
P17 M Q1 0.83 O(n ) 14:49 P26 M 0.33 � 09:29
P15 F Q3 0.80 O(n 2) 22:36 P30 F 0.33 � 06:12
P4 M Q2 0.67 O(n 2) 19:37 P36 M 0.33 � 06:35
P10 M Q3 0.60 O(nl og n ) 10:53 P38 M 0.33 � 14:20
P13 M Q3 0.60 O(n 2) 20:49 P27 M 0.00 � 06:42
P14 F Q3 0.60 O(n 2) 19:59 P28 M 0.00 � 09:55
P24 F Q3 0.60 O(n ) 18:19 P29 F 0.00 � 14:17
P16 M Q1 0.50 O(n ) 12:30 P35 M 0.00 � 18:23
P18 M Q1 0.50 O(n ) 12:47 P37 M 0.00 � 06:01
P6 M Q1 0.33 O(n ) 18:07 P43 F 0.00 � 07:28
P22 M Q4 0.20 O(n ) 06:00 P44 F 0.00 � 04:21

8.6 Limitations

Some factors of our experiment could affect the generalizability of the results.

Human perception in recognizing stress cues from just one channel (voice in this study)

could be limited and biased. Although we have tried to minimize bias by sampling from

different parts of the sessions, shuf�ing the voice samples, independent rating processes,

and choosing the raters from differing genders (male and female), there are still limitations

that could be enhanced by triangulation of information resources.

The speech to text conversion was susceptible to inaccuracies, especially on the data
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from whiteboard interviews. Some of the voice recordings from the whiteboard interview

sessions had voices of other people, including the interviewer, which could not be excluded

from the generated text. Although, this was not a notable threat to the validity of the results

as the talking rate in whiteboard interviews, including extra conversations from other

people rather than the candidates, was generally lower than screen casts.

Although this study is one of the �rst to provide insights into impacts of direct supervi-

sion on think-aloud informativeness in technical interviews, we have only examined this

effect in the context of one coding challenge, from participants from one University. A larger

collection of studies, including active participation by industry to pilot alternative hiring

procedures, would be valuable for informing how to create a valid and inclusive hiring

process for all.

8.7 Discussion

Our �ndings demonstrate that in asynchronous recorded interviews candidates showed less

stress (8.5.1), demonstrated better problem-solving strategies (8.5.3), and provided more

optimal solutions (8.5.4). We also found this approach helps interviewers by enhancing

the quality of think-aloud and allowing potential employers to have a better evaluation of

candidates' thought processes and abilities (8.5.2). Behroozi et al. (Behroozi et al. 2020b,

2018) reported that being watched decreases candidates' problem-solving performance.

Our study con�rms their �ndings by showing an improvement of think-aloud and perfor-

mance as a result of removing the supervision of interviewer(s). Therefore, our �ndings

af�rm that maintaining candidates' privacy enhances technical skills evaluations. However,

in most cases, interactions between candidates and interviewers are required to making a

hiring decision.

To navigate the contradiction of maintaining candidate privacy in technical interviews

with necessary interviewer interactions, we propose three main takeaways: 1) Do not mix

technical and soft skills evaluation , 2) Make technical interviews resemble actual software

engineering jobs, and 3) Test candidates with your everyday job problems .

122



8.7.1 Guideline I—Test Candidates' Technical and Soft Skills in Separate

Sessions

In most technical interview formats, candidates are asked to think-aloud under direct super-

vision of interviewer(s). Interviewers use think-aloud with the aim of gauging candidates'

soft skills—speci�cally communication. According to Hurrell et al. (2013), soft skills are

“non-technical and not reliant on abstract reasoning, involving interpersonal and intraper-

sonal abilities to facilitate mastered performance in particular social contexts.” However, as

our �ndings suggest, in face-to-face interviews mixing technical and soft skills evaluations

may not lead to valid assessments (8.5.2 and 8.5.3). Ericsson and Simon (Ericsson and Si-

mon 1984) noted that the act of verbalizing thoughts can interfere with the execution of the

task. Moreover, think-aloud requirements generally may slow the candidates' progress due

to the dif�culty they may face putting their thoughts into words (Kluwe 1982). Behroozi et al.

(2020b) study also con�rms that asking candidates to perform supervised think-aloud may

shift their focus away from problem-solving itself—the focal point of a technical interview

session. Furthermore, in the real world, software engineers usually solve problems privately

then bring them to their team. Therefore, a technical coding interview session is not a good

place to evaluate candidates' non-technical skills.

Software engineers usually work in teams. They not only liaise complex ideas within

their team but they also need to be able to communicate with technical or non-technical

stakeholders and executives. Therefore, it is imperative to test candidates both on their

technical and soft skills (Peternsen 2018). Matturro et al. (2019) reported 30 skills essential

to software engineering positions. According to them, the top-�ve soft skills are: communi-

cation skills , teamwork , analytical and problem-solving skills , organizational skills , and

interpersonal skills . Once it is determined what soft skills are the most important ones to

the position of interest, interviewers can test them in separate session(s) from technical

coding session(s). One way to evaluate candidates' soft skills and personality traits is to

ask them interactive game-like questions as suggested by Yilmaz et al. (2017). Interactive

assessments are common and well-studied in psychology and education. In these types

of assessments, the examiner interacts with a subject more effectively rather than simply

asking questions statically (Haywood and Tzuriel 2013). Several other psychometric test are

also capable of capturing both non-context behaviour and context-dependent situations

through testing individuals on their verbal decisions (Mayer and Stalnaker 1968; Jung 2016;

McCaulley 1998).
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8.7.2 Guideline II—Collaborate With Candidates Rather Than Supervis-

ing Them

Our study shows that candidates had clearer think-aloud and better overall performance in

asynchronous recorded interviews compared to in-person whiteboard interviews. However,

private asynchronous interviews do not allow for interaction between employers and

candidates which is needed for hiring. To allow for interactions without the pressure of

direct supervision, we propose collaborating with candidates instead of supervising them.

One way to do so is using pair programming. Pair programming (also known as ping-pong

programming or peer programming) is a form of Agile software development in which two

programmers share a workstation (one screen, keyboard and mouse or sharing a coding

platform online). The peer at the keyboard is called the “driver” while the other one who is

also actively involved in programming but is more focused on overall direction is called the

“navigator”. Peers change their roles periodically (usually every few minutes).

In our previous guideline (see section 8.7.1) we discussed how interactive assessments

help in soft skills evaluation. Considering the social nature of pair programming, we suggest

it as another means of technical collaboration assessment. Unlike whiteboard interviews,

which are far from reality of the every-day job of a software engineer, in pair programming

interviewer(s) play the role of a colleague rather than a scary watchful evaluator. According

to Behroozi et al. (2020b), lack of affordances and being watched are two main factors

of shaping test anxiety and stage fright in candidates during whiteboard interviews. Pair

programming on the other hand, prevents these two factors while gives a better idea of

candidates' task-related knowledge, contextual knowledge, and social resources (Chau and

Maurer 2004).

The tacit knowledge concept was �rst introduced by Polanyi and Sen (2009) as knowl-

edge that cannot be articulated. Our �ndings show that while interviewers do not expect

it, supervised technical interviews break articulable explicit knowledge communication.

According to Chau and Maurer (2004), pair programming is “a great facilitator for eliciting

and sharing tacit knowledge.” We further speculate that pair programming is a way to better

reveal explicit knowledge and it is a better choice than whiteboard interviews and other

interviews of the same type where supervision is involved rather than collaboration.
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8.7.3 Guideline III—Test Candidates With Your Everyday Job Problems

In our study, we speculate one of the reasons that candidates performed better in the

screen casts is because they were typing their coding solutions, as they would in a real

software engineering role, rather than writing them on a whiteboard. Behroozi et al. (2019)

also reported that one of the most notable complains of candidates about technical in-

terviews is that they do not resemble to software engineering daily tasks. It is crucial to

test software engineers on a real problem in a real setting. Research shows that how well a

person conducts a task is directly related to the medium in which they use to do the task

successfully (Sternberg et al. 2001).

A job simulation is any task that gives a preview of every-day job tasks. Application

of job simulations goes back to 1980s (Schminke 1990). However, they traditionally been

used for determining social skills such as communication with teammates and members

of public (e.g. clients), responding to other peoples behavior, handling dif�cult situations,

and etc (Cucina et al. 2015). Job simulations can take various formats, such as in-person

assignments, online tests, take-home assignments, presentations, role-plays, case studies,

and etc.

Getting creative with designing a job simulation interview is key to prevent interviews

being formulated. Many companies still use classical algorithm and data structure problems

they �nd on LeetCode—an interview preparation site. The threat for these companies is

that many candidates are even memorizing coding problems (Tsang 2021). Therefore,

most probably, they are going to hire a “LeetCoder” with a great memory rather than a

skillful software engineer. A better idea to test candidates effectively is the way Jane Park,

chief executive of Julep, would do: “I often give the person a real problem, whatever I'm

wrestling with right now, because you can learn a lot about a person that way” (Bryant

2017). According to Matt Dodgson, Director of Market Recruitment, 9 some companies do

“mini-workday” interviews. In these “a day in the life” interviews, candidates are given a

scoped project that can be accomplished within four hours. These types of project give a

sense of every-day task in the target role. It also gives the company a chance to see how the

candidate would perform and if they are a good �t for the position (Team 2018).

9https://www .market-recruitment .co.uk/
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8.8 Conclusion

Our study raises key questions about the validity of using think-aloud in traditional technical

interviews as a means of candidates' problem-solving and thought process communication

skills evaluation. This work introduces asynchronous recorded interviews for conduct-

ing technical interviews by having candidates submit their problem-solving session and

think-aloud via screen casts. Our results show that private and asynchronous interview

settings have considerable advantages for candidates to reduce their stress, improve their

think-aloud quality, and allow a more accurate assessment of their coding and problem-

solving abilities. This approach is extendable to communication skills assessment through

retrospective think-aloud.
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CHAPTER

9

CONCLUSIONS

9.1 Thesis Revisited

This dissertation worked toward defending the following thesis:

The presence of an interviewer can disrupt a candidate's problem-solving ability during

a technical interview. Enhancing a candidate's privacy can improve their problem-

solving performance by reducing the stress arising from a social-evaluative threat.

In this dissertation I described the studies I have conducted to gain in-depth un-

derstanding of bad practices in software engineering hiring process (Chapter 3). Then, I

narrowed down my studies to the hiring stage with most reported concerns—the technical

interview stage—and studied the bad practices particular to this stage (Chapter 4). I

designed and ran several empirical studies to investigate the effects of the social-evaluative

threat from the presence of an interviewer on candidates' performance and reported

effects of privacy enhancement interventions (Chapter 5 through Chapter 8).

127



9.2 Limitations and Future work

I have mentioned limitations of my studies in their corresponding chapter. However, it

would be helpful to revisit some of the key limitations in order to outline future work.

In this section, I focus on room for future work by calling out limitations and threats

to generalizability of results from the empirical studies from Chapter 5, Chapter 7, and

Chapter 8.

Limitation with the Population. In my empirical studies, samples were drawn from Com-

puter Science students at NC State University. This population may not be representative

of software engineers across the U.S. and beyond. At this department, students have access

to several resources for job interview preparation (e.g., on-campus mock interview practice

sessions, career fairs through which several companies' talent acquisition recruiters come

to campus to interview students, and etc). Moreover, based on the curriculum of each uni-

versity, it is very likely that students have different levels of preparation for job interviews.

While conducting my pilot study reported in Chapter 5, I got a few senior undergraduate

participants from other institutions. I have not included their sessions in my pilot study as

they could not �nish the task and withdrew their consent to be included in my study. This

limitation is not a threat to the validity of the observations but to the generalizability of the

results. Therefore, for future studies we need to expand our population beyond a speci�c

institution.

Limitation with the sample's educational level distribution. I conducted my empirical

studies on a mixture of computer science graduate and senior undergraduate students. The

distribution of students' education level in my empirical studies participating in the public

interview setting (Control) and private setting interview (Treatment) were as following.

• Chapter 5— Each student participated in both the control and the treatment setting,

• Chapter 7— Control: 65% grad and 35% undergrad vs. Treatment: 59% grad and 41%

undergrad, and

• Chapter 8— Control: 71% grad and 29% undergrad vs. Treatment: 100% grad.

I did not observe any signi�cant differences between performance of graduate and

senior undergraduate students. However, this may be due to this dissertation's speci�c

population.
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No explicit information were collected in my studies regarding undergraduate schools

of graduate participants, years of potential work experience of the students, amount of

time they spend on job interview preparation, resources they use for interview preparation,

whether or not they have solved the experiment's task before, and etc. Therefore, for the

future studies, it is worth investigating if educational level, job interview preparedness, and

years of experience changes the results we have seen in this dissertation.

Limitation with the sample's different groups distribution. My studies only targeted

the effects of eliminating social-evaluative threat regardless of investigating the extent of

changes in performance of different participants (e.g., based on gender identity, ethnic,

minorities, people of color, neurodiverse people.) Chapter 7 reported evidences that women

were more affected by social-evaluative threat in technical interviews. However, due to

individual differences in stress reactivity (Cavanagh and Allen 2008), further investigations

are needed to uncover if any other factors beyond gender could explain the results.

Moreover, as pointed out in Chapter 4, there are several debates on unfairness of the

hiring practices especially when it comes to interview preparation. The female participants

in my studies had access to interview preparation materials and time to practice. However,

in more general populations, there are several groups of software engineers who have

limitations (e.g., homeschooling during the pandemic, having newborns, working full-time)

to get prepared for technical interviews. Therefore, lack of resources may further in�uence

the results I reported and degrade candidates' performance in technical interviews.

9.3 Epilogue

What does an inclusive and successful technical interview look like? I would say there is

a long way ahead of us to answer this. In our work, I saw participants who were different

from the majority. I remember a participant insisting on thinking aloud although he was

solving the problem alone in isolation. He expressed that when he hears his thoughts, he

can approach his solution better. Or a few participants preferred to communicate with an

interviewer. They did not like to solve a coding problem without con�rming their approach

�rst. Therefore, I would say that we �rst need to study what types of personalities �t a

given job position. We then need to study and offer different kinds of interviews that are

equally acceptable and �t the candidate's character. There are many hidden dimensions

to studying technical interviews for evaluating candidates inclusively and effectively. I
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hope this dissertation motivates the software engineering community, employers, and

researchers to start �xing bad practices one at a time.
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APPENDIX

A

INVESTIGATION OF CANDIDATES'

CONCERNS ABOUT THE HIRING

PROCESS (CHAPTER 2)

This appendix extends Chapter 3 with providing supplementary materials.

A.1 Web Scraper for Glassdoor (Python Implementation)

[ ]: import csv
from pycookiecheat import chrome_cookies
import os , re , lxml , requests , time
from bs4 import BeautifulSoup as bs
import pickle as pk

# Base addresses archive (note that the content of Glassdoor pages may change over time):

# Facebook(2:133):
#'https://www.glassdoor.com/Interview/Facebook-Software-Engineer-Interview-Questions-EI_IE40772.0,8_KO9,26.htm'

# Google(2:320):
#'https://www.glassdoor.com/Interview/Google-Software-Engineer-Interview-Questions-EI_IE9079.0,6_KO7,24.htm'
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# Microsoft(2:109):
#'https://www.glassdoor.com/Interview/Microsoft-Software-Development-Engineer-Interview-Questions-EI_IE1651.0,9_KO10,39.

,! htm'

# Amazon(2:131):
#'https://www.glassdoor.com/Interview/Amazon-Software-Engineer-Interview-Questions-EI_IE6036.0,6_KO7,24.htm'

# Apple(2:30):
#'https://www.glassdoor.com/Interview/Apple-Software-Engineer-Interview-Questions-EI_IE1138.0,5_KO6,23.htm'

# IBM(2:54):
#'https://www.glassdoor.com/Interview/IBM-Software-Engineer-Interview-Questions-EI_IE354.0,3_KO4,21.htm'

# Oracle (2:30):
#'https://www.glassdoor.com/Interview/Oracle-Software-Engineer-Interview-Questions-EI_IE1737.0,6_KO7,24.htm'

# Accenture(2:73):
#'https://www.glassdoor.com/Interview/Accenture-Software-Engineer-Interview-Questions-EI_IE4138.0,9_KO10,27.htm'

# Dell(2:15):
#'https://www.glassdoor.com/Interview/Dell-Technologies-Software-Engineer-Interview-Questions-EI_IE1327.0,17_KO18,35.htm'

# Twitter(2:25):
#'https://www.glassdoor.com/Interview/Twitter-Software-Engineer-Interview-Questions-EI_IE100569.0,7_KO8,25.htm'

# Uber(2:31):
#'https://www.glassdoor.com/Interview/Uber-Software-Engineer-Interview-Questions-EI_IE575263.0,4_KO5,22.htm'

# SAP(2:13):
#'https://www.glassdoor.com/Interview/SAP-Software-Developer-Interview-Questions-EI_IE10471.0,3_KO4,22.htm'

# salesforce(2:23):
#'https://www.glassdoor.com/Interview/Salesforce-Software-Engineer-Interview-Questions-EI_IE11159.0,10_KO11,28.htm'

# VMWare(2:11):
#'https://www.glassdoor.com/Interview/VMware-Software-Engineer-Interview-Questions-EI_IE12830.0,6_KO7,24.htm'

# Adobe(2:16):
#'https://www.glassdoor.com/Interview/Adobe-Software-Engineer-Interview-Questions-EI_IE1090.0,5_KO6,23.htm'

# Intuit(2:14):
#'https://www.glassdoor.com/Interview/Intuit-Software-Engineer-Interview-Questions-EI_IE2293.0,6_KO7,24.htm'

# HCL(2:9):
#'https://www.glassdoor.com/Interview/HCL-Software-Engineer-Interview-Questions-EI_IE814619.0,3_KO4,21.htm'

# Amadeus(2:10):
#'https://www.glassdoor.com/Interview/Amadeus-Software-Engineer-Interview-Questions-EI_IE6940.0,7_KO8,25.htm'

# Fiserv(2:6):
#'https://www.glassdoor.com/Interview/Fiserv-Software-Engineer-Interview-Questions-EI_IE1384.0,6_KO7,24.htm'

# Citrix(2:12):
#'https://www.glassdoor.com/Interview/Citrix-Software-Engineer-Interview-Questions-EI_IE5432.0,6_KO7,24.htm'

# Symantec(2:11):
#'https://www.glassdoor.com/Interview/Symantec-Software-Engineer-Interview-Questions-EI_IE1931.0,8_KO9,26.htm'

# Square(2:16):
#'https://www.glassdoor.com/Interview/Square-Software-Engineer-Interview-Questions-EI_IE422050.0,6_KO7,24.htm'

# Ebay(2:13):
#'https://www.glassdoor.com/Interview/eBay-Software-Engineer-Interview-Questions-EI_IE7853.0,4_KO5,22.htm'

# Lyft(2:8):
#'https://www.glassdoor.com/Interview/Lyft-Software-Engineer-Interview-Questions-EI_IE700614.0,4_KO5,22.htm'
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# a sample of how to use the above addresses
address = 'https://www.glassdoor.com/Interview/Facebook-Software-Engineer-Interview-Questions-EI_IE40772.0,8_KO9,26.htm'

adds = [address]
address_ranges = range(2, 320) # pages go like _IP2, _IP3, etc (change the range company wise!)
for add in address_ranges:

adds.append(address[:-4] + '_IP' + str(add) + '.htm') # Change it for each company accordingly

hdr = {'user-agent': 'Mozilla/5.0 (X11; Linux x86_64) AppleWebKit/537.36 (KHTML, like Gecko) Chrome/51.0.2704.84 Safari/
,! 537.36',

'accept' : 'text/html,application/xhtml+xml,application/xml;q=0.9,image/webp,*/*;q=0.8',
'accept-encoding': 'gzip, deflate, sdch, br',
'accept-language': 'en-US,en;q=0.8',
'Connection': 'keep-alive'

}

# Initiating a csv file
# Note that Glassdoor may change its layout over time. Make changes to the code accordingly

csvHeaders = [('Time', 'Offer Status', 'Interview Experience', 'Interview Difficulty', 'Application', 'Interview 
,! Description', 'Interview Questions')]

with open("reviews.csv","w+") as my_csv:
csvWriter = csv.writer(my_csv,delimiter=',')
csvWriter.writerows(csvHeaders)

#########################################
def func(eachReview):

## defining some flags to check if the review contains all the outcomes or not
offer = 0
difficulty = 0
experience = 0
OfferStatus = "NAN"
Experience = "NAN"
Difficulty = "NAN"

for review in eachReview:

Time= review.find('time').getText() # review's time

# Fetches all the outcome elements: offer status, experience, and interview difficulty
outcomes = review.find('div', class_="interviewOutcomes")
Alloutcomes = outcomes.findAll('span', class_="middle")
for i in Alloutcomes:

outcome = i.getText()
if ("Offer" in outcome):

OfferStatus= outcome
offer = 1
continue

if ("Experience" in outcome):
Experience= outcome
experience = 1
continue

if ("Interview" in outcome):
Difficulty= outcome
difficulty = 1
continue
'''

if(offer == 0):
OfferStatus= "NAN"

if(experience == 0):
Experience= "NAN"

if(difficulty == 0):
Difficulty= "NAN"
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'''

# reset the flags
offer = 0
difficulty = 0
experience = 0

details = review.find('div', class_="description")

# Fetches the application details
if (details.find('p', class_="applicationDetails mainText truncateThis wrapToggleStr ")!= None):

Application= details.find('p', class_="applicationDetails mainText truncateThis wrapToggleStr ").getText()
else :

Application= "NAN"

# Fetches the interview description
if (details.find('p', class_="interviewDetails mainText truncateThis wrapToggleStr ")!= None):

Description= details.find('p', class_="interviewDetails mainText truncateThis wrapToggleStr ").getText()
else :

Description= "NAN"

# Fetches interview questions
if (details.find('span', class_="interviewQuestion noPadVert truncateThis wrapToggleStr ")!= None):

Questions = details.find('span', class_="interviewQuestion noPadVert truncateThis wrapToggleStr ").getText()
else :

Questions= "NAN"

with open("reviews.csv","a") as my_csv:
csvWriter = csv.writer(my_csv,delimiter=',')
csvWriter.writerows([(Time, OfferStatus, Experience, Difficulty, Application, Description, Questions)])

###########################################

for add in adds:
r = requests.get(add, headers=hdr)
src = r.content

soup = bs(src, 'lxml')

review1 = soup.find('div', id="EmployerInterviews") # to capture the first review in each page
R1 = review1.findAll('div', class_=' empReview cf ')
func(R1)

reviews = soup.find('div', id="OtherReviews")
eachReview = reviews.findAll('li', class_=' empReview cf ')
func(eachReview)

print(add)
time.sleep(3)
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APPENDIX

B

FROM CONCERN DETECTION TO

INTERVENTIONS (CHAPTER 4)

This appendix extends Chapter 5 with providing supplementary materials and terminolo-

gies.

B.1 De�nition of Stress

Stress is a term used in reference to external (�nancial problems, relationship problems,

workplace problems) or internal (personal or spiritual beliefs, speci�c hormonal-imbalance

problems) situations which triggers negative emotions (fear, worry) and is associated with

physiological changes (referred to as physiological stress response) (Giannakakis et al. 2019).

A physiological stress response is bodily changes in response to an environmental demand

or conditions referred to as stressor.

Stress has a multidimensional indication nature (Lazarus 2000) which can be decom-

posed into the following main components: psychological, behavioral , and physiological .

Biosignal features of stress from the physiological response are moderated by the autonomic
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nervous system (ANS). This makes physiological responses uncontrollable and unmanipu-

latable in contrast to psychological stress (e.g., the tendency to respond to questionnaires

in a manner considered desirable to the experimenter) and behavioral stress (such as

facial expression and body language). However, there is not a strict boundary between

the three types of stress indications. For example, in particular, psychosocial stress arises

in response to actual or perceived psychological or social threat, especially the threat of

social evaluation (e.g., being watched and evaluated by an interviewer in technical inter-

views) (Dickerson and Kemeny 2004). The brain's neural response to such a threat results

in bodily reactions, including activation of the hypothalamus-pituitary-adrenal (HPA) axis

and the sympathetic nervous system (SNS) (Andrews et al. 2013; Lupien et al. 2009) which

typically causes the release of stress hormones such as cortisol (Takahashi et al. 2005). The

release of stress hormones causes changes in physiology (e.g., eye movement, heart rate,

skin temperature, and perspiration). In some people, the stress response also shows itself

behaviorally through changes in body movement (e.g., decreased hand movement (Vrij

et al. 1997)) and vocal production (e.g., decreased speech �uency (Buchanan et al. 2014);

increased voice pitch (Pisanski et al. 2016)).

As a result, for my studies, I propose the triangulation of stress indications through

collecting data from different channels (e.g., eye-tracking data, voice, self-reports, ques-

tionnaires, and observations on behavioral cues of stress).

B.2 Eye-tracking Terminology

Eye-tracking is the process of locating the gaze and measuring the eye movement of a

subject. Eye-trackers are designed to monitor and collect eye-movement data while the

subject is looking at a stimulus during an experiment (Duchowski 2007; Rayner 1998). A

stimulus is an object, such as a piece of code, which is of interest during an eye-tracking

study. Generally, there are two types of eye-trackers: head-mounted eye-trackers and re-

mote eye-trackers. Head-mounted eye-trackers have embedded infrared cameras, and the

subjects wear them. Remote eye-trackers have a �xed screen with sensors, and the subjects

sit in front of them, such as the ones used to study eye movements of developers while

using IDEs (Sharif et al. 2016, 2017).

Some common eye-tracking terms and measures are as follows:

• Areas of Interest (AOI) : A �xed region corresponding to an object of study.
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(a) SMI ETG front view (b) SMI ETG rear view

Figure B.1: A SMI ETG head-mounted eye-tracker and its key compo-
nents

• Fixation or Visual Intake (VI) : Stabilization of the eye on a particular point of the

stimulus, typically between 200 to 300 milliseconds (ms). Fixations can be acquired

from the eye-tracker in the form of a timestamp and x-y pixel coordinates. Privitera et

al. suggest that most cognitive processes and information acquisitions occur during

�xations (Privitera and Stark 2000).

• Saccade: A sudden rapid eye movement that occurs between two �xations, typically

lasting between 40 and 50 ms. Prior studies claim that cognitive processing and

information acquisition are not notable during saccades as it takes about 80 ms for

visual information to reach the visual cortex (Privitera and Stark 2000; Duchowski

2007). Saccade has the following parameters (Figure B.2):

– Amplitude : The size of the saccade, usually measured in degrees of arc. This

parameter determines the saccade accuracy.

– Peak Velocity : This is the highest velocity reached during the saccade.

– Duration : The time taken to complete the saccade. This is most easily measured

from the velocity pro�le. Partly because of the high velocities involved, most

saccades are complete within a few tens of milliseconds.

– Latency: This is the time taken from a target's appearance to the beginning of a

saccade in response to that target. Whereas the other parameters tend to fall in

a narrow range for a given set of circumstances, latency is extremely variable.
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The latency for most medium amplitude saccades (5 � -10� ) is usually around 200

ms. However, it can be as low as 100 ms or as high as 350 ms.

Figure B.2: Saccade parameter illustration

• Regression: A backward movement of the eye from an AOI to a previously visited AOI.

• Cognitive Load : Several studies report eye-tracking measures which reveal cognitive

load. Chen et al. conclude that �xation duration and �xation rate are indicators of

an increment in the attention (Chen et al. 2011). The increase or decrease of �xation

duration depends on the characteristics of the task. Fixation duration will decrease in

stressful tasks that need rapid responses (such as driving in a car (Unema and Rotting

1990) or airplane piloting (Gerathewohl 1978)). In contrast, in the tasks that need

more cognitive processes, such as reading texts of increasing complexity, �xation

duration will increase (Rayner 1979). Chen et al. (Chen et al. 2011) also included the

measurements of saccade velocity and saccade length to investigate human mental

effort. Their results show that saccade velocity and length are highly discriminatory

parameters. Similarly, Manuel et al. (Manuel et al. 2004) �nd that a decrease in saccade

velocities indicate tiredness and an increase of saccade velocities indicate a higher task

complexity. High blink latency and a low blink rate indicate high mental effort (Chen
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et al. 2011).

B.3 Devices

Our study uses SMI Eye Tracking Glasses 2w (SMI ETG), a head-mounted mobile eye track-

ing device with a 60 Hz binocular sampling rate. It captures a user's eye movements with its

high de�nition scene camera and special eye-tracking technology. The resolution of the

camera is 960x720p with 30 Frames Per Second (FPS). The SMI ETG is worn like a standard

pair of glasses. After connecting it to SMI Android Smart Recorder, a customized SAMSUNG

mobile recorder, it is powered up and ready for use. The SMI ETG is initialized and calibrated

by having the participant brie�y �xate on one or three points in the environment. Two small

cameras on the bottom rim of the glasses capture the wearer's eye movements and map the

wearer's gaze point into a scene video. Figure B.1 shows the key components of the SMI ETG.

B.4 Environment Setup.

Our eye-tracker generates the pixel coordinates of the gaze point of the participants. We

had to �nd a solution to map the gaze coordinates to physical locations. We came up

with the solution of using ArUco markers (Garrido-Jurado et al. 2014) (Figure 5.1). Each

ArUco marker has a black border and an inner binary matrix with a unique pattern that

determines its ID. The black border facilitates the fast detection of the marker. The size of

the marker determines the size of the internal matrix. For example, a marker of size 5x5 has

an inner matrix of 25 bits. We used an online tool to generate markers of size 5x5 (Figure B.3).

These markers are robust and perform well when they are viewed from an angle or in the

case of occlusion. We implemented ArUco marker detection in Python using OpenCV. The

pixel coordinate of the top-left corner of ArUco markers captured in a recording frame can

be obtained. We can determine the physical coordinate of the gaze point from the pixel

coordinate of the ArUco markers and their physical distance from each other.

Determining the coding area. We placed markers in a grid pattern on the whiteboard.

The size of each marker we used on the board is 1x1 cm, and the distance between each is 9

cm. There are 15 columns and 11 rows of markers (Figure B.4 part a). We placed markers on

the board in row-wise ascending order. We selected the grid design for the whiteboard for
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Figure B.3: Example of ArUco markers 0 through 9 of size 5x5

several reasons. First, to account for subjects changing their distance from the whiteboard

(getting too close), we ensured the distance between markers was close enough to always

be visible in the video recordings. Second, the grid pattern enabled us to calculate gaze

regressions in our analysis easily.

For the paper setting, we used 0.5x0.5 cm ArUco markers printed in a Legal page layout

(Figure B.4 part b). We placed the markers with a 4.4 cm distance for the top and bottom of

the frame and a 2 cm distance between the markers for the frame's sides.
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