
ABSTRACT

WANG, ZHE. Gibbs Posterior Inference with Applications in Biostatistics and Mathematical Finance.
(Under the direction of Ryan Martin).

Gibbs posterior inference is a model-free generalized Bayesian approach. Compared with the tradi-

tional Bayesian framework, which is model-based, a Gibbs posterior-based framework avoids possible

model misspecification bias and saves the burden to handle nuisance parameters. This dissertation

investigates three applications of the latter framework in biostatistics and mathematical finance.

In Chapter 2, we use Gibbs posterior to make inference on the area under the receiver operating

characteristic curve (AUC), which serves as a summary of a binary classifier’s performance. For inference

on the AUC, a common modeling assumption is binormality, which restricts the distribution of the

score produced by the classifier. However, this assumption introduces an infinite-dimensional nui-

sance parameter and may not be appropriate in modern applications. To avoid making distributional

assumptions, and to avoid the computational challenges of a fully nonparametric analysis, we develop a

direct and model-free Gibbs posterior distribution for inference on the AUC. We present the asymptotic

Gibbs posterior concentration rate, and a strategy for tuning the learning rate so that the corresponding

credible intervals achieve the nominal frequentist coverage probability. Simulation experiments and a

real data analysis demonstrate the Gibbs posterior’s strong performance compared to existing Bayesian

methods.

Chapter 4 contains an application of Gibbs posterior inference in mathematical finance. Lévy

processes are widely used for their ability to model both continuous variation and abrupt, discontinuous

jumps. These jumps are practically relevant, so reliable inference on the feature that controls jump

frequencies and magnitudes, namely, the Lévy density, is of critical importance. A specific obstacle to

carrying out model-based (e.g., Bayesian) inference in such problems is that, for general Lévy processes,

the likelihood is intractable. To overcome this obstacle, here we adopt a Gibbs posterior framework that

updates a prior distribution using a suitable loss function instead of a likelihood. We establish asymptotic

posterior concentration rates for the proposed Gibbs posterior. In particular, in the most interesting and

practically relevant case, we give conditions under which the Gibbs posterior concentrates at (nearly)

the minimax optimal rate, adaptive to the unknown smoothness of the true Lévy density.



In Chapter 3, we apply the Gibbs posterior inference in the context of single decision dynamic treat-

ment regimes. Single decision dynamic treatment regimes are decision rules that dictate an appropriate

treatment for each individual patient according to the patient’s history information. Practically relevant

feature of this problem are the optimal treatment, which is the one that maximizes the expected outcome

among the patient population, and the optimal value, which is the highest utility that treatment regimes

can achieve. Here, we construct Gibbs posteriors to infer the optimal regime and value, respectively, and

present some asymptotic concentration properties. To tackle the possible occurrence of non-regularity

in inference on the optimal value, we present a “m-out-of-n” bootstrap-based calibration strategy,

which accommodates both regular and non-regular scenarios. Simulation studies are carried out, and

Gibbs posterior performs favorably in rendering valid posterior credible region.

In Chapter 5, we highlights the contributions of this thesis and discuss some follow-up projects

which are worthwhile to explore in the future.
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CHAPTER

1

INTRODUCTION

Bayesian inference has a number of key bene�ts, including automatically incorporating available prior

information providing probabilistic uncertainty quanti�cation about unknown quantities of interest.

The traditional Bayesian approach combines a model-based likelihood, which extracts information

carried by data, with prior knowledge via the Bayes's formula, and its validity largely relies on correct

model speci�cation. When the model is misspeci�ed, the traditional Bayesian posterior may yield

biased results. Since a sound model speci�cation may be unavailable in practice, a model-free Bayesian

approach is desired.

On the other hand, Gibbs posterior inference, as a generalized Bayesian approach, connects the

quantity of interest with data through an empirical risk function, so that there is no need to posit a

model. Speci�cally, a Gibbs posterior distribution resembles a traditional Bayesian posterior, but is

constructed using different ingredients. Its construction proceeds by de�ning the quantity of interest

as the minimizer of a suitable risk function, then treating an empirical version of that risk function as

a negative log-likelihood, and combining with a prior distribution like in Bayes's formula. A general

1



discussion about the Gibbs posterior can be found in Zhang (2006a,b); Bissiri et al. (2016). We describe

the general setup to construct a Gibbs posterior.

Suppose that data T1, . . . ,Tn are identically distributed T-valued observations from distribution P,

and that there is some functional � = � (P), taking values in � , about which inference is desired. A

traditional Bayesian posterior starts with introducing a statistical model for P; that is, assuming P takes

a particular distributional form P� for some model parameter � , and then expressing � as a function of

� . Such a construction brings possible misspeci�cation bias into the inference results and nuisance

parameters into the implementation. Unlike the traditional Bayesian posterior which starts with a

statistical model and likelihood, the Gibbs posterior starts with a more general connection between data

and quantities of interest, through a loss function. Suppose there exists a loss function ` � (t ), mapping

T � � to R, such that the true value, � ?, of � solves the optimization problem

� ? = argmin
�

R(� ), (1.1)

where the risk function R(� ) = P` � is just the expected loss with respect to P. When the quantity of

interest is de�ned as the solution to an optimization problem, it makes sense to estimate that quantity

by solving an empirical version of the optimization problem,

ˆ� n = argmin
�

Rn (� ),

where the empirical risk Rn (� ) = bPn ` � is the expected loss with respect to the empirical distribution

bPn = n � 1
P n

i =1 � Ti
, with � t the point-mass distribution concentrated at t . From this empirical risk

function, the Gibbs posterior distribution is de�ned as

� n (d � ) / e � ! nRn (� ) � (d � ), � 2 � , (1.2)

where � is a prior distribution on � and ! > 0 is a scale parameter to be determined; see Bissiri et al.

(2016) for the decision-theoretic underpinnings of this approach.

For us, the motivation behind the use of a Gibbs posterior is that it gives us direct, model-free

posterior inference about the quantity of interest. This is bene�cial because, for one thing, a statistical
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model could be misspeci�ed and that would generally bias the results. Additionally, a closed-form

model-based likelihood is not always available, demanding model-free methods. Even if the model is

correctly speci�ed, it is unlikely that an appropriate statistical model could be described in terms of �

alone. In other words, the model index � characterizes everything about the underlying distribution, but

probably we are interested in only some aspects of P. A model-based likelihood about � extracts more

information carried by data than we need; correspondingly, prior distribution speci�cation and posterior

computation on nuisance parameters are required. Effort are effectively wasted if marginal inference on

� is the goal, and non-linear posterior marginalization can be challenging (e.g., Martin 2019; Fraser 2011).

The Gibbs posterior, by targeting � directly, avoids the possible misspeci�cation bias, allows for prior

beliefs about � to be readily accommodated, and does not require dealing with nuisance parameters.

Therefore, in implementing a Gibbs posterior, the computation is not unnecessarily demanding.

In implementing a Gibbs posterior, the magnitude of the loss function, controld by an ! > 0, affects

the performance of Gibbs posterior in (1.2). ! is also called the learning rate, as it determines to what

extent a Gibbs posterior learns from data. There exist various considerations in selecting the learning

rate. In this thesis, we consider calibrating the learning rate so that the Gibbs posterior credible region

achieves the nominal frequentist coverage probability. Data-driven calibrating methods are available

in the literature (e.g., Grünwald and Van Ommen 2017; Holmes and Walker 2017; Germain et al. 2009;

Syring and Martin 2019; Lyddon et al. 2019).

This thesis is organized as follows. In Chapter 2– 4, we present three applications of Gibbs pos-

terior inference in biostatistics and mathematical �nance. We construct the Gibbs posterior for the

quantity of interest in each application and investigate the asymptotic posterior concentration proper-

ties. Particularly, in Chapter 2 and Chapter 3, we use a Gibbs posterior to infer quantities, which are

�nite-dimensional; in Chapter 3, we use a Gibbs posterior to infer a so-called Lévy density, which is

in�nite-dimensional and in general does not guarantee a closed-form likelihood. For the applications

in Chapter 2 and Chapter 3, we offer suitable learning rate calibration strategies and compare their

performance and carry out simulation studies to compare the performance of Gibbs posterior with

some existing methods.

We consider the contributions of this thesis in two aspects. Compared with the model-based methods,

which �rst posit a model and then express the quantity of interest in terms of model parameters,

3



Chapters 2 and Chapters 3 adopt an interesting and apparently new strategy: reverse engineering a loss

function so that the quantity of interest can be interpreted as a risk minimizer. This is a nice strategy

because it allows for the construction of a posterior distribution directly for the quantity of interest,

without model speci�cation and marginalization on the posterior. At �rst glance, however, this seems

too naive to be effective. We show that, through appropriate choice of the learning rate, this seemingly-

naive approach can give meaningful inferences in non-trivial problems, all while being computationally

ef�cient and relatively robust to model misspeci�cation.

The major contribution in Chapter 4 is an advancement of the theoretical techniques for analyzing

Gibbs posteriors in in�nite-dimensional problems. This application had some technical dif�culties,

which are typical for making inferences on an in�nite-dimensional quantity. The techniques we use

can serve as an illustration of how to deal with these common challenges. Furthermore, in this project,

we obtain a marginal Gibbs posterior about the complexities of approximated models. The ability to

quantify uncertainty about model complexities is a more general way to implement model selection,

and it is something Gibbs posterior inference framework offers beyond M-estimation. Therefore, an

understanding of the properties of these marginal Gibbs posteriors is needed in order to better appreciate

what Gibbs posteriors have to offer.
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CHAPTER

2

GIBBS POSTERIOR INFERENCE ON THE

AREA UNDER THE RECEIVER OPERATING

CHARACTERISTIC CURVE

2.1 Introduction

First proposed during World War II to assess the performance of radar receiver operators (Calì and

Longobardi 2015), the receiver operating characteristic (ROC) curve is now an essential tool for analyzing

the performance of binary classi�ers in areas such as signal detection (Green and Swets 1966), psychology

examination (Swets 1973, 1986), radiology (Lusted 1960; Hanley and McNeil 1982), medical diagnosis

(Swets and Pickett 1982; Hanley 1989), and data mining (Spackman 1989; Fawcett 2006). One informative

summary of the ROC curve is the corresponding area under the curve (AUC). This measure provides an

overall assessment of classi�er's performance, independent of the choice of threshold, and is, therefore,
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the preferred method for evaluating classi�cation algorithms (Provost and Fawcett 1997; Provost et al.

1998; Bradley 1997; Huang and Ling 2005). The AUC is an unknown quantity, and our goal is to use the

information contained in the data to make inference about the AUC. The speci�c set up is as follows. For

a binary classi�er which produces a random scoreto indicate the propensity for, say, Group 1; individuals

with scores higher than a threshold are classi�ed to Group 1, the rest are classi�ed to Group 0. Let U

and V be independent scores corresponding to Group 1 and Group 0, respectively. Given a threshold t ,

de�ne the speci�city and sensitivity asspec(t ) = P(V < t ) and sens(t ) = P(U > t ). Then the ROC curve is

a plot of the parametric curve
�
1� spec(t ),sens(t )

�
as t takes all possible values for scores. While the ROC

curve summarizes the classi�er's tradeoff between sensitivity and speci�city as the threshold varies, the

AUC measures the probability of correctly assigning scores for two individuals from two groups, which

equals P(U > V ) (Bamber 1975), and is independent of the choice of threshold. Consequently, the AUC

is a functional of the joint distribution of (U ,V ), denoted by P, so the ROC curve is actually not needed

to identify AUC.

In the context of inference on the AUC, when the scores are continuous, it is common to assume

that P satis�es a so-called binormality assumption, which states that there exists a monotone increasing

transformation that maps both U and V to normal random variables (Hanley 1988). For most medical

diagnostic tests, where the classi�ers are simple and ready-to-use without training, such an assumption

serves well (Hanley 1988; Metz et al. 1998; Cai and Moskowitz 2004), although it has been argued

that other distributions can be more appropriate for some speci�c tests (e.g., Guignard and Salehi

1983; Goddard and Hinberg 1990). But for complicated classi�ers which involve multiple predictors,

as often arise in machine learning applications, binormality—or any other model assumption for that

matter—becomes a burden. This motivates our pursuit of a “model-free” approach to inference about

the AUC.

Speci�cally, our goal is the construction of a type of posterior distribution for the AUC. The most

familiar such construction is via Bayes's formula, but this requires a likelihood function and, hence,

a statistical model. The only way one can be effectively “model-free” within a Bayesian framework is

to make the model extra �exible, which requires lots of parameters. In the extreme case, a so-called

Bayesian nonparametric approach would take the distribution P itself as the model parameter (e.g.,

Ghosal and van der Vaart 2017; Gu et al. 2008). When the model includes lots of parameters, then

6



the analyst has the burden of specifying prior distributions for these, based on little or no genuine

prior information, and also computation of a high-dimensional posterior. But since the AUC is just

a one-dimensional feature of this complicated set of parameters, there is no obvious return on the

investment into prior speci�cation and posterior computation. A better approach would be to construct

the posterior distribution for the AUC directly, using available prior information about the AUC only,

without specifying a model and without the introduction of arti�cial model parameters. That way, the

data analyst can avoid the burdens of prior speci�cation and posterior computation, bias due to model

misspeci�cation, and issues that can arise as a result of non-linear marginalization (e.g., Martin 2019;

Fraser 2011).

As an alternative to the traditional Bayesian approach, we consider here the construction of a so-

called Gibbs posterior for the AUC. In general, the Gibbs posterior construction proceeds by de�ning

the quantity of interest as the minimizer of a suitable risk function, treating an empirical version of

that loss function like a negative log-likelihood, and then combining with a prior distribution like in

Bayes's formula. General discussion of Gibbs posteriors can be found in Zhang (2006a,b), Bissiri et al.

(2016) and Alquier et al. (2016), and some statistical applications are discussed in Jiang and Tanner

(2008) and Syring and Martin (2017, 2019, 2020). Again, the advantage is that Gibbs posteriors avoid

model misspeci�cation bias and the need to deal with nuisance parameters. Moreover, under suitable

conditions, Gibbs posteriors can be shown to have desirable asymptotic concentration properties (e.g.,

Syring and Martin 2021; Bhattacharya and Martin 2022; Chernozhukov and Hong 2003), with theory

that parallels that of Bayesian posteriors under model misspeci�cation (e.g., Kleijn and van der Vaart

2006, 2012).

A subtle point is that, while the risk minimization problem that de�nes the quantity of interest

is independent of the scale of the loss function, the Gibbs posterior is not. This scale factor is often

referred to as the learning rate (e.g., Grünwald 2012) and, because it controls the spread of the Gibbs

posterior, its speci�cation needs to be handled carefully. Various approaches to the speci�cation of

the learning rate parameter (e.g., Grünwald 2012; Grünwald and Van Ommen 2017; Bissiri et al. 2016;

Holmes and Walker 2017; Lyddon et al. 2019). Here we adopt the approach in Syring and Martin (2019)

that aims to set the learning rate so that, in addition to its robustness to model misspeci�cation and

asymptotic concentration properties, the Gibbs posterior credible sets have the nominal frequentist

7



coverage probability. When the sample size is large, we recommend an (asymptotically) equivalent

calibration method that is simpler to compute.

The present chapter is organized as follows. In Section 2.2.1, we review some methods for making

inference on the AUC based on the binormality assumption, in particular, the Bayesian approach in

Gu and Ghosal (2009) that involves a suitable rank-based likelihood. In Section 2.2.2, we argue that

the binormality assumption is generally inappropriate in machine learning applications, and provide

one illustrative example involving a support vector machine. This dif�culty with model speci�cation

leads us to the Gibbs posterior, a model-free alternative to a Bayesian posterior, which is reviewed in

Chapter 1. We develop the Gibbs posterior for inference on the AUC, derive its asymptotic concentration

properties, and investigate how to properly scale the risk function in Section 2.3. Simulation experiments

are carried out in Section 2.4, where a Gibbs posterior estimator performs favorably compared with

the Bayesian approach based on a rank-based likelihood. We also apply the Gibbs posterior on a real

dataset for evaluating the performance of a biomarker for pancreatic cancer and compare our result

with those based on the rank likelihood. Finally, we give some concluding remarks in Section 2.5.

2.2 Background

2.2.1 Binormality and related methods

Following Hanley (1988), the scores U and V satisfy the binormality assumption if their distribution

functions are � [b � 1f H (u )� ag] and � f H (v )grespectively, where a > 0, b > 0, H is a monotone increasing

function, and � denotes the N(0,1) distribution function, which implies that U and V can be transformed

to N(a ,b 2) and N(0,1) via H . If P = Pa ,b ,H denotes the distribution of (U ,V ) under this assumption,

then the ROC curve and the AUC, respectively, are given by t 7! � [b � 1f a + � � 1(t )g] and

� f a (b 2 + 1)� 1=2g. (2.1)

Even though H is not needed to de�ne the AUC—only (a ,b )—since the joint distribution of (U ,V ) does

depend on H , any likelihood-based method would have to deal with this in�nite-dimensional nuisance

parameter. Some strategies are used to avoid dealing with H directly. The semi-parametric approach
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in Cai and Moskowitz (2004) manipulates the equivalent densities ratio of U over V and W over Z ,

and introduces cumulative hazard function as a nuisance parameter. A pro�le likelihood is obtained

based on a discrete estimate for the cumulative hazard function. In the approach of Metz et al. (1998),

data are suitably grouped and a multinomial pseudo-likelihood is constructed. Alternatively, since data

ranks are invariant to monotone transformations, one can construct a rank-based likelihood, as in

Zou and Hall (2000), which can be maximized over (a ,b ) to estimate the AUC. But it turns out that a

Bayesian approach that uses Monte Carlo sampling from a rank-based posterior distribution, as in Gu

and Ghosal (2009), is computationally more ef�cient than maximizing the rank likelihood. Since this

is our proposed method's primary competitor, we give some details about Gu and Ghosal's Bayesian

rank-based likelihood approach here.

Consider the transformed scores W = H (U ) and Z = H (V ), according to the binormality assumption,

its joint distribution can be written as Pa ,b , no more dependence on H . Elimination of the nuisance

parameter H is desirable, but (W,Z ) are unavailable to us without knowledge of H . That is, unless we

consider a function of (U ,V ) that is invariant to transformations by H . A good candidate function is

the ranks. That is, let RU ,V denote the ranks of the vector (U1, . . . ,Um ,V1, . . . ,Vn ), where (U1, . . . ,Um ) and

(V1, . . . ,Vn ) are independent and identically distributed (iid) copies of U and V , respectively. Then

Pa ,b ,H (RU ,V = r ) � Pa ,b (RW,Z = r ), (2.2)

where RW,Z is the ranks of (W1, . . . ,Wm ,Z1, . . . ,Zn ), with Wi = H (Ui ) and Z j = H (Vj ). The key is that the

observed ranks based on the (Ui ,Vj ) sample can be plugged in for r on the right-hand side of (2.2) and

that gives a likelihood function for (a ,b ), without requiring knowledge of H . Of course, this is not a

proper likelihood function, i.e., there is loss of information caused by throwing away the values of (Ui ,Vj ),

but eliminating the in�nite-dimensional nuisance parameter might be worth the price, especially when

the goal is inference on the ROC curve or AUC, neither of which depend directly on H . The approach

outlined in Gu and Ghosal (2009) proceeds by treating the (Wi ,Z j ) values as latent variables and de�ning

a full posterior for (a ,b 2,Wi ,Z j ), given RU ,V , and then marginalizing out (Wi ,Z j ) to get a posterior

distribution for (a ,b 2) alone. If we take the Jeffreys prior for (a ,b 2), which is proportional to b � 2, then
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the full conditional distribution presented in Gu and Ghosal (2009) are

(a j W1, . . . ,Wm ,Z1, . . . ,Zn ,b 2,RU ,V ) � N
�
m � 1 P m

i =1 Wi ,b 2m � 1
�
,

(b 2 j W1, . . . ,Wm ,Z1, . . . ,Zn ,a ,RU ,V ) � IG
�

m � 1
2 , 1

2

P m
i =1(Wi � a )2

�
,

(Wi j W� i ,Z1, . . . ,Zn ,a ,b 2,RU ,V ) � N(a ,b 2) � 1(RW,Z = RU ,V ), i = 1. . .m

(Z j j Z � j ,W1, . . . ,Wm ,a ,b 2,RU ,V ) � N(0,1) � 1(RW,Z = RU ,V ), j = 1. . .n

where, e.g., W� i = (W1, . . . ,Wi � 1,Wi +1, . . . ,Wm ), IG(� , � ) denotes the inverse gamma distribution with

density � �

� (� ) x
� � � 1e � �= x , and 1(�) denotes the indicator function. With these full conditionals, it is straight-

forward to develop a Monte Carlo strategy that produces samples from the (a ,b 2) posterior distribution.

These samples can then be used to get a posterior distribution for AUC using the expression in (2.1).

2.2.2 Validity of binormality in machine learning applications

Before ROC and AUC analyses gained popularity machine learning, the binormality assumption had

been proposed and used in the context of medical diagnosis for simple classi�ers , where the scores U

and V are determined based on a single predictor variable. When assuming binormality for classi�ers in

machine learning (e.g., Brodersen et al. 2010; Macskassy and Provost 2004), the situation differs because

multiple predictor variables are usually involved.

Suppose that a binary Y 2 f 0,1gindicates the group, X 2 Rp is the predictors, and M X ,Y denotes the

joint distribution of (X ,Y ). As described in Section 2.1, a binary classi�er provides a parametric form

of the predictor, namely the scoreS(X ;� ), to indicate the propensity for Y taking value 1. A training

process is generally needed for estimating the unknown � based on data f (Xi ,Yi ) : i = 1, . . . ,n g, and let

ˆ� n 2 Rp denote that estimator. Then the random score U for Group 1 is de�ned as S(X ; ˆ� n ) where the

predictor X follows the conditioned distribution M X jY =1. Similarly, the random score V for Group 0 is

de�ned as S(X ; ˆ� n ) where X � M X jY =0. By assuming that ˆ� n converges to a non-random quantity as

n ! 1 , U and V are asymptotically independent. Consequently, for simple classi�ers, where p = 1 and

S(X ;� ) = X , a binormality assumption on U and V only restricts M X jY =1 and M X jY =0 to be two normal

distributions (after the transformation H ). In the general case where p > 1, even if each predictor is

normally distributed, because S(X ;� ) might be a complicated non-linear function, the corresponding
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(a) (b) (c)

Figure 2.1: (a) Training set and the SVM decision boundary (red curve). For each point, two predictors
(X1,X2) are plotted on axes and Y is visualized by the color (black for Group 1, gray for Group 0); (b)
Histograms for transformed scores H (U ) and H (V ) with the �tted normal densities; (c) Q-Q plot for
transformed samples f H (U1), . . . ,H (Um )g

scoresU and V need not satisfy binormality.

For example, we suppose that predictors X1 and X2 are used to classify two groups ( Y = 1 or 0).

In Group 1, X1 and X2 are independently and identically distributed as N(0,50); in Group 0, they are

distributed as N(0,2). Panel (a) in Figure 2.1 shows the training data, and it is clear that a non-linear

classi�er would be required to separate the two groups. Here we use a support vector machine with

the radial basis function kernel; based on the training result, we obtain scores fUi g
m
i =1 and f Vj g

n
j =1

for each group, m = n = 10,000. To verify the binormality, we approximate the monotone increasing

transformation H by H = � � 1 � F̂V , where F̂V (v ) = n � 1
P n

j =1 1(Vj � v ) is the empirical distribution

function. Although H uniquely transforms V to a standard normal, the transformed score H (U ) does

not follow a normal distribution, as indicated in Panels (b) and (c) of Figure 2.1. Therefore, given this

speci�c dataset and classi�ers, there is no such a H which simultaneously transforms U and V to

normal random variables.
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2.3 Gibbs posterior for the AUC

2.3.1 De�nition

As mentioned, the AUC is a functional of the joint distribution P of (U ,V ), i.e., � = � (P), given by

� = P(U > V ). Recall that the data consists of independent copies (U1, . . . ,Um ) and (V1, . . . ,Vn ) of U

and V , respectively. To construct a Gibbs posterior distribution for � as discussed above, we need an

appropriate loss function. That is, we need a function ` � (u ,v ) such that the corresponding risk function,

R(� ) = P` � , is minimized at the true AUC, � ?. If we de�ne

` � (u ,v ) = f � � 1(u > v )g2, � 2 [0,1],

then it is easy to check that R(� ) = � 2 � 2� ?� + � ?2 and, moreover, that this risk function is uniquely

minimized at � = � ?. Then the empirical risk function is

Rm ,n (� ) = bPm ,n ` � =
1

mn

mX

i =1

nX

j =1

f � � 1(Ui > Vj )g
2

where bPm ,n = (mn )� 1
P m

i =1

P n
j =1 � (Ui ,Vj ) is the empirical distribution of the score pairs. Note that the

minimizer of the empirical risk function, namely,

ˆ� m ,n = argmin
�

Rm ,n (� ) =
1

mn

mX

i =1

nX

j =1

1(Ui > Vj ), (2.3)

is the familiar statistic suggested by Mann and Whitney (1947) for testing if one of two independent

random variables is stochastically larger than the other.

Following the general approach described in Chapter 1, we can construct a Gibbs posterior distribu-

tion for the AUC, with density

� m ,n (� ) / e � ! mnRm ,n (� ) � (� ), � 2 [0,1],

where � is some prior density for the AUC, and ! is the learning rate to be speci�ed in Section 2.3.3.

This Gibbs posterior does not require any model assumptions, does not require marginalization over
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nuisance parameters, and can directly incorporate available prior information about � . Moreover,

the Gibbs posterior is approximately centered around ˆ� m ,n , which is a quality estimator of the AUC,

regardless of what form the underlying distribution P takes, so we can expect the Gibbs posterior—for

suitable ! —to provide quality model-free inference. Some nonstandard concentration results emerge,

see Theorem 1, because the summation in Rm ,n contains m � n dependent terms. To construct the

Gibbs posterior, the empirical risk function is multiplied by the product of two sample sizes m � n rather

than its total m + n .

After some simple algebraic manipulations, the Gibbs posterior above can be re-expressed as

� m ,n (� ) / e � ! mn (� � ˆ� m ,n )2 � (� ), � 2 [0,1], (2.4)

which shows some resemblance to a truncated normal distribution. A very reasonable choice of prior is

a truncated normal distribution with informative choices of prior location � 0 and scale � 0. With this

choice, the Gibbs posterior is a truncated normal distribution too, with corresponding location and

scale, respectively,

� m ,n =
� 0 + 2!� 2

0mn ˆ� m ,n

1+ 2!� 2
0mn

and � m ,n =
¦ � 2

0

1+ 2!� 2
0mn

©1=2
.

In the absence of prior information about the AUC, one can take a �at uniform prior, � (� ) � 1, in which

case the Gibbs posterior is still a truncated normal distribution but with location and scale, respectively,

� m ,n = ˆ� m ,n and � m ,n = (2! mn )� 1=2.

In practice, we recommend the use of available prior information about the AUC whenever possible, but,

for the remainder of this chapter, we will work with the Gibbs posterior based on the default uniform

prior.

Here we are interested in the inference on AUC for any given classi�er, and consequently the posterior

is constructed directly for the AUC. A similar Gibbs posterior formulation can be found in Ridgway et al.

(2014), which aimed at selecting the classi�er via AUC maximization and focused on the parameters

introduced by the classi�ers.
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2.3.2 Asymptotic concentration properties

It is natural to ask what kind of asymptotic concentration properties the Gibbs posterior distribution

enjoys. An advantage of our approach's simplicity is the ease in which the convergence properties can

be deduced, but some care is needed in formulating the asymptotic regime precisely. Indeed, since

the two groups may have different sample sizes, it is clear that what we need is for the smaller of the

two sample sizes to go to in�nity. Therefore, the rate is determined by m ^ n , and following theorem

states that, under no conditions on the joint distribution P of (U ,V ), the Gibbs posterior distribution

concentrates asymptotically around the true AUC at the rate (m ^ n )� 1=2.

Theorem 1. Let � ? be the true AUC corresponding to P. If � m ,n is the Gibbs posterior de�ned in (2.4)

based on a �xed learning rate ! > 0 and a prior density � that is positive and continuous in an interval

containing � ?, then for any sequence Km ,n ! 1 ,

� m ,n (f � : j� � � ?j > Km ,n (m ^ n )� 1=2g) ! 0 in P-probability as m ^ n ! 1 .

Proof. See Section 2.6.

Several remarks on the concentration rate theorem, its consequences, and some related results are

in order.

• The convergence in P-probability conclusion in Theorem 1 implies convergence in L1(P) by the

dominated convergence theorem, and can be strengthened to convergence with P-probability 1 by

assuming that sample sizes for two groups increase at the same rate, i.e., m (m + n )� 1 ! � 2 (0,1).

Under this condition, Korolyuk and Borovskich (2013, Chap. 3.2) show that ˆ� m ,n ! � ? with P-

probability 1 and, with this, the stronger Gibbs posterior concentration rate result can be proved

along lines similar to those in Section 2.6 below.

• As shown in (1.2), the Gibbs posterior resembles a Bayesian posterior based on a suitably misspec-

i�ed model, one whose “likelihood function” equals expf� ! nRn (� )g. Even in misspeci�ed cases,

Bernstein–von Mises-style distributional approximations are possible; see, e.g., Kleijn and van der

Vaart (2012). In our case, we immediately see a truncated normal form of the Gibbs posterior, so

as long as � ? 2 (0,1), the asymptotic normality of the Gibbs posterior is automatic.
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• We note the loss scale ! controls the proportion of information in the Gibbs posterior which is

learned from the data. Consequently, it is reasonable to adjust ! so that a set of observations with

a larger size is given more trust. In fact, if we substitute the �xed ! in Theorem 1 with a sequence

! n that vanishes slower than (m _ n )� 1, then the Gibbs posterior concentration rate result still

holds.

2.3.3 Tuning the learning rate

The good behavior of a Bayesian posterior is guaranteed only when the model is correctly speci�ed.

Under misspeci�cation, even if the posterior concentrate around an ef�cient estimator, the asymptotic

variance of the posterior could be drastically different from that of the ef�cient estimator; see Kleijn

and van der Vaart (2012). Consequently, 100(1 � � )% credible regions from a misspeci�ed Bayes model

may not achieve the nominal 100(1 � � )% con�dence. Fortunately, the Gibbs posterior learning rate

parameter, ! , which controls the spread, can be tuned in such a way that this undesirable discrepancy

between credibility and con�dence is avoided. Various tuning strategies are available in the literature

(e.g., Bissiri et al. 2016; Fasiolo et al. 2017; Lyddon et al. 2019; Grünwald 2012), but only the approach

presented in Syring and Martin (2019) focuses directly on coverage probability, so that is the approach

we will adopt here.

Algorithm 1 describes the calibrating procedure from Syring and Martin (2019) in the context of

inference on the AUC. The rationale behind this algorithm is as follows. Take a 100(1 � � )% credible

interval based on the Gibbs posterior (2.4) with learning rate ! , in particular, the highest posterior

density credible interval. Then the frequentist coverage probability of that credible interval, call it c� (! ),

depends on ! , � , and other things. If we could evaluate c� (! ), that is, if we knew and could directly

simulate from P, then we could just solve the equation c� (! ) = 1 � � . For future reference, in this ideal

case, we call the solution to this equation the oracle learning rate . In real applications, however, P is

unknown, so we cannot evaluate c� (! ) exactly, but we can get an estimate using the bootstrap, and then

solve that equation using stochastic approximation (Robbins and Monro 1951) with step size sequence

(� t ) that satis�es
P 1

t =1 � t = 1 and
P 1

t =1 � 2
t < 1 (2.5)
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Details are discussed in Syring and Martin (2019).

When implementing Algorithm 1, for each bootstrap sample and a �xed scale ! , calculating the

Gibbs posterior credible interval is straightforward thanks to the simple truncated normal distribution

form. However, that credible set calculation is required for every bootstrap sample in each ! updating

step, so this can be computationally expensive, especially when the sample is large. Fortunately, for

such cases, there is an alternative strategy, which attempts to match the Gibbs posterior variance to the

variance of its mode, the Mann–Whitney estimator ˆ� m ,n . A similar variance-matching idea can be seen

in Lyddon et al. (2019). Speci�cally, if

� = lim
m ,n !1

m

m + n
2 (0,1),

then Hoeffding (1948, Theorem 7.3) showed that the asymptotic variance of ˆ� m ,n is

1

m + n

€� 10

�
+

� 01

1 � �

Š
, (2.6)

where

� 10 = Cf 1(U1 > V1),1(U1 > V2)g and � 01 = Cf 1(U1 > V1),1(U2 > V1)g,

with C the covariance operator under joint distribution P. If we take the �at prior in our Gibbs posterior

construction, then choosing

ˆ! n =
m + n

2mn

€�̂ 10

�
+

�̂ 01

1 � �

Š� 1
, (2.7)

with the obvious estimates

�̂ 10 =
2

mn (n � 1)

mX

i =1

X

j 6= j 0

1(Ui > Vj )1(Ui > Vj 0) � ˆ� 2
m ,n

�̂ 01 =
2

nm (m � 1)

nX

j =1

X

i 6= i 0

1(Ui > Vj )1(Ui 0 > Vj ) � ˆ� 2
m ,n ,

will make the Gibbs posterior variance approximately match the Mann–Whitney estimator variance,

thus, approximate calibration.

Compared to Algorithm 1, this calibration strategy is computationally ef�cient; it can also provide an
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Algorithm 1: Gibbs posterior calibration

Data: U1, . . . ,Um and V1, . . . ,Vn

Input: Prior distribution; estimate ˆ� m ,n from (2.3); bootstrap sample size B; tolerance " > 0; and
step sizes(� t ) satisfying (2.5).

Output: An estimate of the learning rate, ˆ! n .

1 Generate bootstrap samples U (b )
1 , . . . ,U (b )

m and V (b )
1 , . . . ,V (b )

n , for b = 1, . . . ,B.
2 Initialize ! (1) and set t = 1.
3 repeat
4 ! = ! (t );
5 for b in 1. . .B do

6 Calculate HPD(b )
! , the 100(1 � � )% highest Gibbs posterior density credible interval, with

learning rate ! , based on the b th bootstrap sample.
7 end

8 Estimate the coverage probability ĉ� (! ) = B � 1jf b : HPD(b )
! 3 ˆ� m ,n gj;

9 Set � = ĉ� (! ) � (1 � � ); Update ! (t +1) = ! + � t � ; Set t = t + 1;
10 until j� j < " ;
11 Return ˆ! n = ! (t ).

initial guess for Algorithm 1. According to our simulation results in the next section, the two calibration

methods behave similarly as the sample size increases, but the optimal scale ˆ! n yield by (2.7) has more

variability when the sample size is small. Therefore, when the sample size is relatively small, we suggest

the strategy in Algorithm 1; on the other hand, when the sample size is large, the other strategy described

above is preferable since it achieves similar performance with lower computation cost. The numerical

results in Section 2.4 are all based on the Algorithm 1, and a summary of the ! values selected by the

two methods, justifying these claims, is shown in Figure 2.3.

2.4 Numerical examples

2.4.1 Simulation studies

Since the AUC is invariant when random variables U and V undergo the same monotone increasing

transformation, we �x the distribution of V to be standard normal and consider four examples for the

distribution of U :

Example 1. U � N(2,1) and � ? = 0.9214;
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(a) Example 1 (b) Example 2

(c) Example 3 (d) Example 4

Figure 2.2: Density for U (black line) and the standard normal density for V (gray line) in Examples 1–4.

Example 2. U � SN(3,1,� 4)—skew normal—and � ? = 0.9665;

Example 3. U � 0.2N(� 1,1) + 0.8N(2,0.52) and � ? = 0.8185;

Example 4. U � 2 � Exp(1) and � ? = 0.7895.

Figure 2.2 provides a visualization of the two densities in each of the four examples. Note that these four

examples capture binormality, a slight violation of binormality, a bimodal case, and one where U and V

have different supports.

Here we compare four methods for inference on the AUC, including the Gibbs posterior, the rank-

likelihood-based methods (BRL) described in Section 2.2.1, and another two Bayesian nonparametric

methods. One is that presented in Gu et al. (2008) where the Bayesian bootstrap (BB) is used to approxi-

mate the posterior distribution of the ROC curve, and the marginal posterior for the AUC is obtained by
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calculating the area under each ROC curve sampled from its posterior. The other is based on the proposal

in de Carvalho et al. (2013), where the distributions of U and V are each modeled as location-scale

mixtures of Gaussians with a Dirichlet process prior on the mixing distribution. We use the default

settings in the R package dirichletprocess (Ross and Markwick 2018) to get posterior samples from

these Dirichlet process mixture (DPM) models. Using this, we can sample from the posterior predictive

distributions of U and V , respectively, from which we readily obtain samples from the marginal AUC

posterior.

For the Gibbs posterior, we use �at prior and follow Algorithm 1, where B = 1000bootstrap samples

are generated and � t = ( t + 1)� 0.51 is set to satisfy (2.5). For the BRL and DPM, 50,000 posterior samples

are drawn via MCMC, with burn-in of 10,000. For BB, we set the number of bootstrap samples to be

1000. With each increasing observation sizes m = n 2 f 25,50,75,100,125g, we take 1,000 data sets from

the model as stated in the examples. Then for each data replication, we produce the AUC posterior for

the four methods. We summarize the methods according to the following three metrics: the average

absolute bias, computing by subtracting the true AUC from the posterior mean, the average posterior

standard deviation, and the coverage probability of the 95% posterior credible intervals. The results are

presented in Tables 2.1–2.4.

Both the Gibbs and BRL posteriors concentrate around the true AUC, but the former—thanks to

its built-in robustness—tends to have a smaller bias than the latter. Furthermore, for large samples,

the 95%credible intervals from the Gibbs posterior have coverage near the target level 0.95, while the

corresponding BRL credible interval tend to under-cover, even in Example 1 where the binormality

holds. Such a result is also demonstrated in Gu and Ghosal (2009). A possible explanation is that the

posterior mean of BRL converges to � ? but at a slower speed than the vanishing posterior spread. For the

two nonparametric methods, we expect that there would be generally less risk of model misspeci�cation

bias, but potentially some loss of ef�ciency due to treating the full U and V distributions as unknown.

This is precisely what we found with DPM, in particular, the posterior standard deviations tend to be

relatively large, which leads to over-coverage of its credible intervals. This extra variability may be due to

the posterior for the mixture model including too many components. The other nonparametric method

BB, however, has performance comparable to that of the Gibbs posterior, except in Example 2 where it

tends to under-cover. Although BB's performance is comparable to Gibbs in these settings, there are still
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Table 2.1: Gibbs posterior compared with BRL, BB, and DPM for Example 1.

abs(Bias) Standard Deviation Coverage Probability
n Gibbs BRL BB DPM Gibbs BRL BB DPM Gibbs BRL BB DPM
25 0.002 0.016 0.001 0.035 0.035 0.043 0.036 0.046 0.902 0.972 0.913 0.938
50 0.000 0.007 0.000 0.026 0.026 0.026 0.026 0.039 0.922 0.931 0.935 0.974
75 0.000 0.003 0.000 0.022 0.021 0.020 0.021 0.036 0.939 0.894 0.939 0.986
100 0.000 0.003 0.000 0.020 0.018 0.016 0.018 0.034 0.935 0.879 0.938 0.989
125 0.001 0.010 0.001 0.018 0.017 0.014 0.016 0.033 0.940 0.857 0.946 1.000

Table 2.2: Gibbs posterior compared with BRL, BB, and DPM for Example 2.

abs(Bias) Standard Deviation Coverage Probability
n Gibbs BRL BB DPM Gibbs BRL BB DPM Gibbs BRL BB DPM
25 0.005 0.022 0.001 0.026 0.020 0.035 0.021 0.033 0.997 0.949 0.857 0.958
50 0.001 0.006 0.000 0.018 0.015 0.017 0.015 0.027 0.912 0.904 0.885 0.985
75 0.000 0.001 0.000 0.015 0.013 0.012 0.013 0.025 0.919 0.902 0.911 0.995
100 0.000 0.002 0.000 0.013 0.012 0.010 0.011 0.024 0.931 0.907 0.923 0.999
125 0.000 0.004 0.000 0.013 0.011 0.009 0.010 0.023 0.944 0.861 0.927 1.000

advantages to the Gibbs formulation. In particular, since the Gibbs posterior focuses directly on the AUC

it would be possible to incorporate available prior information, which would improve its performance.

BB, on the other hand, is “non-informative” by de�nition and, therefore, cannot incorporate prior

information. In these simulations, we used a �at prior for AUC and, hence, did not take advantage of

this feature. But in real applications, using such prior information when available will give the Gibbs

formulation an upper hand over BB.

Finally, we investigate the learning rate estimates under the Gibbs setting. Figure 2.3 shows, for

each of the four simulation examples, the oracle learning rate compared to those obtained from the

two suggested learning rate selection methods, namely, that based on Algorithm 1 and that in (2.7)

based on asymptotic approximations. We �nd that the two have similar asymptotic behavior, and both

closely follow the oracle learning rate, hence both will produce Gibbs posteriors whose credible sets

achieve the nominal frequentist coverage probability asymptotically. However, the estimates produced

by Algorithm 1 have less variability than the asymptotic approximation, which is why the former is

our recommended method. Note, also, that the slope of the red line is less than � 1, which, in the log

scale, is agrees with the tolerable decay rate—slower than (m _ n )� 1—suggested by the general theory in

Section 2.3.2.
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Table 2.3: Gibbs posterior compared with BRL, BB, and DPM for Example 3.

abs(Bias) Standard Deviation Coverage Probability
n Gibbs BRL BB DPM Gibbs BRL BB DPM Gibbs BRL BB DPM
25 0.002 0.020 0.000 0.026 0.065 0.064 0.065 0.058 0.919 0.922 0.929 0.896
50 0.002 0.016 0.002 0.019 0.046 0.044 0.047 0.049 0.933 0.900 0.935 0.941
75 0.000 0.011 0.000 0.017 0.037 0.035 0.038 0.046 0.921 0.887 0.938 0.977
100 0.000 0.008 0.000 0.017 0.032 0.030 0.033 0.044 0.936 0.897 0.950 0.988
125 0.001 0.003 0.001 0.019 0.029 0.027 0.030 0.043 0.934 0.890 0.942 0.992

Table 2.4: Gibbs posterior compared with BRL, BB, and DPM for Example 4

abs(Bias) Standard Deviation Coverage Probability
n Gibbs BRL BB DPM Gibbs BRL BB DPM Gibbs BRL BB DPM
25 0.000 0.025 0.001 0.033 0.066 0.063 0.065 0.064 0.925 0.902 0.936 0.930
50 0.000 0.024 0.000 0.026 0.045 0.043 0.046 0.054 0.937 0.844 0.941 0.973
75 0.001 0.020 0.001 0.025 0.037 0.033 0.038 0.051 0.930 0.788 0.940 0.983
100 0.000 0.003 0.000 0.023 0.032 0.028 0.033 0.049 0.942 0.861 0.952 0.990
125 0.000 0.020 0.000 0.022 0.029 0.026 0.029 0.047 0.938 0.803 0.950 0.999

2.4.2 Real data analysis

Data consisting of two pancreatic cancer biomarkers' serum measurements was published by Wieand

et al. (1989); see, also, the R packagelogcondens. We consider a diagnostic test that utilizes one of

these biomarkers, namely, a cancer antigen (CA-125), to distinguish the case group (Group 1) from

the control group (Group 0). This diagnostic test is a simple binary classi�er, where the score is serum

measurement of CA-125. As described in Section 2.1, individuals with scores higher than some threshold

are diagnosed as positive outcomes. In this case-control study, the observations include m = 90 subjects

from the case group and n = 51 subjects from the control group.

Our focus is on estimating the AUC of this binary classi�er, and Table 2.5 presents results yielded by

the Gibbs posterior, BRL, BB, and DPM. The Gibbs posterior results are based on a �at prior, and the

learning rate chosen according to Algorithm 1. BRL and DPM are based on 50000MCMC samples and

10,000 burn-in, and the initial values in BRL are (a ,b ) = (2,2) which follows Gu and Ghosal (2009). For

BB, we use10,000 bootstrap samples. We observe that DPM produces quite different results, compared

to the other methods. The Gibbs posterior and BB yield similar results, and they have estimates slightly

larger than that from BRL, with comparable standard deviations. The BRL credible interval is slightly

shorter than the Gibbs and BB intervals but, in light of the simulation results presented above, especially
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Table 2.5: Posterior mean, standard deviation, and 95% credible intervals for the four methods—Gibbs,
BRL, BB, and DPM—in the real-data example in Section 2.4.2.

Gibbs BRL BB DPM
Posterior mean 0.705 0.691 0.707 0.579

Posterior SD 0.045 0.046 0.047 0.054
Credible interval (0.615, 0.795) (0.598, 0.774) (0.611, 0.793) (0.470, 0.680)

in the case of relatively large samples like considered here, it is likely that the BRL intervals are “too

short,” while the Gibbs and BB intervals are not.

2.5 Conclusion

In certain applications, the parameters of interest can be de�ned as minimizers of an appropriate risk

function, separate from any statistical model. In such cases, one can avoid potential model misspeci-

�cation biases by working some kind of “model-free” approach. The present chapter considered one

such example, namely, inference on the AUC, where the state-of-the-art statistical model is one that

depends on an in�nite-dimensional nuisance parameter. As an alternative, we propose to construct a

Gibbs posterior distribution for direct inference on the AUC, without specifying a model or introducing

any nuisance parameters. This simpli�es our computations and prior speci�cations, while allowing us

to avoid potential model misspeci�cation biases without sacri�cing on the desirable asymptotic con-

vergence properties. Moreover, a strategy for tuning the Gibbs posterior's learning rate is recommended,

that leads to credible intervals having the nominal frequentist coverage probability.

A direct extension of our work here is the inference on the analog of AUC in settings that involve

three-group classi�ers, namely, the volume under the ROC surface, or VUS (e.g., Mossman 1999). Similar

to the set up here for the AUC, the VUS is de�ned as P(T > U > V ), where T is the score for the third

group. Then much of the work presented here can be immediately generalized to the VUS case.
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2.6 Proof of Theorem 1

Without loss of generality, we assume n = m ^ n and n ! 1 , which implies that m = mn ! 1 too. Next,

when n (and, hence, m ) is large, � 7! expf� ! mnRm ,n (� )gwill blow up around � = ˆ� m ,n and, since the

prior � is �xed—and positive in an interval containing � ? and, hence, ˆ� m ,n —the Gibbs posterior will

be dominated by the empirical risk term. Therefore, the prior does not affect the asymptotics so, for

simplicity, we present the proof only for the case of a �at prior, � (� ) � 1.

By Chebyshev's inequality and the bias–variance decomposition of mean square error,

� m ,n (f � : j� � � ?j > Kn n � 1=2g) �
n

K 2
n

f Vm ,n + (M m ,n � � ?)2g, (2.8)

where M m ,n and Vm ,n are the mean and variance of the Gibbs posterior distribution, respectively, and

are given by

M m ,n = ˆ� m ,n + � m ,n
� (Am ,n ) � � (Bm ,n )

� (Bm ,n ) � � (Am ,n )

Vm ,n = � 2
m ,n

¦
1+

Am ,n � (Am ,n ) � Bm ,n � (Bm ,n )

� (Bm ,n ) � � (Am ,n )
�

” � (Am ,n ) � � (Bm ,n )

� (Bm ,n ) � � (Am ,n )

—2©
,

with � and � the N(0,1) density and distribution functions, respectively, and

Am ,n = � � m ,n � � 1
m ,n = � ˆ� m ,n (2! mn )1=2

Bm ,n = (1 � � m ,n )� � 1
m ,n = (1 � ˆ� m ,n )(2! mn )1=2.

Since ˆ� m ,n is a consistent estimator of � ? (see below), we clearly have that Am ,n ! �1 and Bm ,n !

1 , so those ratios involving � and � above are all Op (1). Then we can immediately conclude that

Vm ,n = Op ((mn )� 1) which takes care of the variance term. For the bias term, we �rst have that ˆ� m ,n , the

Mann–Whitney statistic, is an unbiased estimator of � ? and its variance is upper-bounded by

� ?(1 � � ?)(m + n )

mn
.
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Therefore, for any " > 0, there exists a number L = L " such that

P
�
n 1=2j ˆ� m ,n � � ?j > L

�
� " .

To see this, use Chebyshev's inequality and the bound on the variance of ˆ� m ,n to get that the left-hand

side above is upper-bounded by
� ?(1 � � ?)(m + n )n

L2mn
.

Since (m + n )=m � 2 and � ?(1� � ?) � 1=4, we can take L = L " suf�ciently large that the previous display is

less than " . This implies that j ˆ� m ,n � � ?j and, hence, jM m ,n � � ?j is Op (n � 1=2). Putting everything together,

we have that the right-hand side of (2.8) is

n

K 2
n

f Op ((mn )� 1) + Op (n � 1)g= Op (K � 2
n ).

But since Kn ! 1 , we have that the upper-bound in (2.8) converges to 0 in P-probability as (m ,n ) ! 1 ,

proving the claim.
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(a) Example 1 (b) Example 2

(c) Example 3 (d) Example 4

Figure 2.3: Boxplots of the learning rate estimates ˆ! from Algorithm 1 (yellow) and from (2.7) (green)
versus sample size n , on the log scale, for Examples 1–4, with m = n 2 f 25,50,75,100,125g. The red
dotted line represents logarithm of the oracle learning rate de�ned in Section 2.3.3.

25



CHAPTER

3

GIBBS POSTERIOR INFERENCE ON

SINGLE DECISION OPTIMAL DYNAMIC

TREATMENT REGIMES

3.1 Introduction

Dynamic treatment regimes are decision rules that decide appropriate treatments for each individual

patient according to the patient's history information. Compared with the traditional static regimes,

which stipulate the same treatments for all patients, dynamic treatment regimes take the heterogeneity

of patients' reactions towards possible treatment options into account. Adopting dynamic treatment

regimes in public health-related matters can bene�t patients and save policy budgets. Moreover, the

usage of personalized decision-making is beyond area of public health; see applications in education

(e.g., Hong and Raudenbush 2008; Raudenbush 2008) and economics (e.g., Manski 2002; Dehejia 2005).
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The primary research question is in �nding the optimal treatment regime, which maximize the expected

outcome among patient populations and also has the largest utilities among all regimes. Before we

introduce the setup of optimal treatment regime, we note that in practice, a dynamic treatment regime

may contain more than one stage of decisions; for example, the therapy of many chronic diseases requires

multiple-stage interventions. It is argued that even when facing a multi-stage problem, practically, it

is still of interest to consider a single decision stage separately (Tsiatis et al. 2019). In this chapter, we

focus on the single decision regime, and the speci�c setup is as follows.

Let H 2 H denote the collected covariates prior to the decision, and A 2 A denote the assigned

treatment. For illustration, we assume there are only two treatment options, i.e., A = f 0,1g, and the

following de�nitions are also applicable to any A containing a �nite number of treatments . Hypothet-

ically, to decide the best treatment for a given H , one would resort to the data triplet (H , Ỹ (1), Ỹ (0)),

where Ỹ (1) and Ỹ (0) are the outcomes a patient would yield if assigning treatment 1 and treatment 0,

respectively, to him / her. Ỹ (1) and Ỹ (0) are also called potential outcomes, because in practice, it is

often unrealistic to let one individual have both treatments. Dynamic treatment regimes are functions

mapping H into A , i,e, d : H 7! A , and the optimal regime selects the treatment which maximizes

the expected potential outcomes conditional on individual's collected covariates, i.e.,

d op t (h ) = argmax
a2A

P̃(Ỹ (a )jH = h ), (3.1)

where P̃ means taking expectation with respect to the underlying distribution (H , Ỹ (1), Ỹ (0)). In prac-

tice, however, we can not obtain samples from distribution P̃. Instead, the observed samples are

(H i ,Ai ,Yi ), i = 1, � � �n , identically and independently distributed (i.i.d.) from another unknown un-

derlying distribution P, where Y is called the observed outcome. The goal is to estimate d op t based on

observed data; when treatment regimes take a speci�c form, the interest becomes making inferences

on regime-indexing parameters. Moreover, the utility of a treatment regime can be expressed via a value

function, which is de�ned as the expected potential outcome if applying such a regime to the patient

population, i.e.,

V (d ) = P̃(Ỹ (d (H ))). (3.2)

Among all treatment regimes d 2 D , the optimal regime is the one that maximizes value function. It is
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also of interest to make inference on the value corresponding to the optimal regimes, which is also the

optima that function V (�) can achieve, denoted as

V ? = V (d op t ) = max
d 2D

V (d ). (3.3)

Constructing a likelihood-based Bayesian posterior distribution for the quantities of interest re-

quires assumptions on P (e.g., Rubin 1978). Positing a model for P̃ is not suf�cient to determine P. We

consider P̃ speci�es the marginal distribution of H and the conditional distribution, (Ỹ (1), Ỹ (0)jH ). The

P, on the other hand, requires the two distributions speci�ed in P̃, and the conditional distribution

(Y jỸ (1), Ỹ (0),H ,A), so that the conditional distribution (Y jH ,A) is determined. Additionally, speci�ca-

tion of P should also contain the joint distribution of (H ,A) is available, which requires the conditional

distribution (AjH ). Particularly, in observational studies, treatments are not randomly assigned, i.e., A

and Y are not independent. To fully specify P, it is essential to also posit a model about the treatment

assigning scheme, i.e., the conditional distribution for (AjH ). Misspeci�cation on any part of P should

be avoided whenever possible, since it may lead to biased estimators or poorly behaved credible regions.

A �exible speci�cation, such as the Bayesian non-parametric formulation, may be able to capture the

features in P, but it would inevitably introduce lots of nuisance parameters into the model, resulting

in demanding computation and extra variability in estimation. Especially for inferences on the op-

timal value, even if we have prior knowledge of V ?, such as its magnitude or its range according to

the context, it is still not straightforward to incorporate such knowledge into the prior distribution for

model parameters. The above-discussed concerns motivate us to construct a model-free posterior that

allows for inference on the optimal regime and optimal value, and preferably only requires relatively

straightforward computation.

In this chapter, we consider a so-called Gibbs posterior inference; a general introduction for this

model-free Bayesian approach can be found in Bissiri et al. (2016); Zhang (2006a). In general, the

construction of a Gibbs posterior starts with formulating the quantity of interest as the minimizer of

a risk function, then treating the an empirical risk function as the negative log-likelihood. A Gibbs

posterior connects the quantity of interest with data via a risk function, rather than a model-based

likelihood; such a model-free feature avoids the trouble to fully specifying a model and the associated
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risk of misspeci�cation bias. In addition, a Gibbs posterior focuses on quantities of interest directly, so

that there is no need to deal with nuisance parameters. In the context of dynamic treatment regimes,

to construct a Gibbs posterior for the optimal treatment regime, we are motivated by an M-estimator

formulation about regime-indexing parameters (Sutton and Barto 2018; Watkins 1989; Murphy 2005),

as described in Section 3.2. For the inference on optimal value, there are several ways to construct its

Gibbs posterior. One is to marginalize on the Gibbs posterior for regime-indexing parameters, given

V (�) is a function de�ned on treatment regimes. An alternative is to construct a risk function that takes

the optimal value or the optimal regime parameters and optimal value together as the minimizer.

In implementing a Gibbs posterior, a subtle problem is determining an appropriate scale to the risk

function, since the solution to an optimization formulation is invariant to any positive scaling. Such

a positive scale is also called learning rate, as it controls to what extent the Gibbs posterior believes

data. There are different considerations in selecting the learning rate (e.g., Grünwald and Van Ommen

2017; Holmes and Walker 2017; Germain et al. 2009; Syring and Martin 2019; Lyddon et al. 2019). In

this chapter, we calibrate the learning rate to assure the Gibbs posterior credible region attains the

nominal frequentist coverage probability for the optimal regime's indexing parameters and the value V ?.

Towards this, some common calibration approaches (e.g., Syring and Martin 2019; Lyddon et al. 2019;

Wu and Martin 2020) work well in the regular scenario, where the empirical risk function is smooth and

the M-estimator is asymptotically normal, uniformly over the parameter space. In the single dynamic

treatment regime context, inferences on regime-indexing parameters is regular. However, non-regularity

can occur for the inference on optimal value, because its de�nition (3.2) involves a non-smooth max

operator. The non-regularity actually corresponds to a practically relevant case where ore than one

treatment achieves the largest effect on patients population. The challenge brought by non-regularity

is re�ected by the under-coverage credible region for value when the learning rate calibration (Syring

and Martin 2019) uses a bootstrap strategy. As a remedy for bootstrap's inconsistency, in this chapter,

we adopt a “ m -out-of- n ” bootstrap (Bickel and Sakov 2008), which means sampling size- m bootstrap

samples from the size- n data set, instead of the ordinary “n-out-of-n” bootstrap. A non-regularity index

proposed in Chakraborty et al. (2013) is used to adjust the choice of m , so that the bootstrap-based

calibration accommodates both non-regular and regular scenarios.

The remainder of the chapter is organized as follows. Section 3.2.1 describes a regression-based
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method, which is a particular application of Q-learning in the single-stage treatment regime. In Sec-

tion 3.2.2, we construct Gibbs posteriors for inference on quantities of interest, and its asymptotic

concentration properties are demonstrated in Section 3.3. To let the Gibbs posterior produce a valid

credible region, calibration strategies for the learning rate are developed in Section 3.4. In Section 3.5, a

simulation study, which includes both regular and non-regular scenarios, is conducted. Finally, we have

some concluding remarks in Section 3.6.

3.2 Method

3.2.1 Regression based estimation

The goal is to make valid inference on optimal treatment regime and the optimal value, whose de�nitions

rely on an unknown distribution P̃, based on observed i.i.d. samples following an underlying distribution

P. The following common assumptions help to connect P with P̃ and give quantities de�ned on P, such

asd op t and V ?, a simple form, stated as

• The “stable unit treatment value assumption” says Y = I (A = 1)Ỹ (1) + I (A = 0)Ỹ (0), so that

the conditional distribution (Y jỸ (1), Ỹ (0),H ,A) is determined. It also assumes Yi , i = 1, � � �n are

mutually independent.

• The assumption of “no unmeasured confounders” says conditional on H , the potential outcomes

and assigned treatment are independent.

• The assumption of “positivity” says for any h in the support of the marginal distribution of H , the

conditional distribution (AjH = h ) is not a degenerate distribution.

Then the optimal treatment regime and optimal value can be re-expressed as

d op t (h ) = argmax
a2A

P(Y jH = h ,A = a) (3.4)

V ? = PH

�
max
a2A

P(Y jH ,A = a)
	

(3.5)

where P and PH means taking expectation with respect to the underlying distribution of (H ,A,Y ) and

the marginal distribution of H , respectively. Details on assumptions and derivations of (3.4) (3.5) can
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be found in Tsiatis et al. (2019).

In the following, we describe an regression-based estimator for d op t and V ?, which is a particular

example of the Q-learning (Sutton and Barto 2018; Watkins 1989; Murphy 2005) in single decision

treatment regimes. To simplify notations, let a function Q(H ,A) denote the conditional expectation

P(Y jH ,A). First, by assuming “Q” function takes a speci�c form parameterized by � , with true value � ?,

treatment regimes are indexed by � and the optimal regimes is indexed by � ?. Accordingly, the optimal

value is expressed as

V ? = PH f max
a2A

Q(H ,a ; � ?)g. (3.6)

Then, by regressing outcome Y on the conditional mean function Q(H ,A; � ), an M-estimator for � ? is

the solution to the following estimating equations,

nX

i =1

@Q(H i ,Ai ; � )

@ �

�
Yi � Q(H i ,a ; � )

	
= 0, (3.7)

If Q(H ,A; � ) linear in � , sayQ(H ,A; � ) = 
 T (H ,A)� , the estimators for � ? and the corresponding plug-in

estimator for V ? are given as:

ˆ� n = (��� T ��� )� 1��� Y, (3.8)

V̂n =
1

n

nX

i =1

max
a2A

Q(H i ,a ; ˆ� n ), (3.9)

where ��� = (
 (H1,A1), � � � , 
 (Hn ,An ))T denotes the design matrix, and Y = (Y1, � � � Yn )T contains the ob-

served outcomes.

According to the theory of M-estimation, the limiting distribution of n 1=2( ˆ� n � � ?) is normal, centered

at 0, and thus a valid con�dence region for � ? can be built. However, normal approximation does not

apply to the distribution of V̂n , because the max operator in (3.9) is non-differentiable when � ? takes

certain values. A toy example is when Q(H ,A; � ) takes a simple form A� , then V ? = maxf � ?,0gand V̂n =

maxf ˆ� n ,0g. We note that maxf ˆ� n ,0gcan be approximated by Taylor expansion at � ? only if the function

f (� ) = maxf � ,0gis differentiable in an open set containing � ?. Therefore, when � ? = 0, maxf ˆ� n ,0gcan
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not be expanded as a linear function on ˆ� n and thus does not have a normal approximation. Instead,

the approximate distribution for V̂n is a mixture of two distributions; see discussion in 3.4.2. When the

max operator is non-differentiable, similar to the failure of normal approximation, a bootstrapping

strategy also does not yield valid con�dence region (Shao 1994; Chakraborty et al. 2014). A heuristic

explanation is that the approximate distribution of V̂n experiences a sudden shift from a non-normal

distribution to a normal distribution even when � ? deviates from 0 by little. Let we consider quantity �

as functional on the underlying distributions, and � ? = � (P) = 0. When bootstrap samples are drawn

from an empirical distribution Pn which leads to � (Pn ) 6= 0, the corresponding plug-in estimator for

optimal value has a normal approximation.

3.2.2 Gibbs posterior for the optimal regime and optimal value

As a model-free Bayesian approach, a Gibbs posterior connects the quantity of interest with the data

differently than the traditional Bayesian posterior. The construction of a Gibbs posterior starts with

de�ning a loss function, which takes the quantity of interest and a sample as its arguments, so that

the expected loss function, also called risk function, is minimized at the true quantity of interest. Then

a Gibbs posterior mimics the structure of a traditional Bayesian posterior, but it replaces the model-

based likelihood with a pseudo-likelihood which treats a positively scaled empirical risk function as

the negative log-likelihood. The risk function here plays an essential role in connecting the quantity of

interest with data; it is particularly attractive when the interested quantity alone cannot fully specify

the underlying distribution. When the underlying distribution has a complicated form, a model-free

approach saves the burden of fully specifying a model and avoids the bias caused by misspeci�cation.

In the context of dynamic treatment regimes, let P be the underlying distribution of (H ,A,Y ).

Assuming the conditional expectation P(Y jH ,A) takes the form speci�ed by Q(H ,A � ), our interest is

in the true value � ?, which also indexes the optimal treatment regime, and the optimal value de�ned

in (3.7). In the following, we use � and V to denote general values in Rd and R, where d denotes the

number of components in a regime-indexing parameter.

We �rst construct a Gibbs posterior for � ?. Let a loss function be de�ned as

` � (h ,a , y ) = fQ(h ,a ; � ) � y g2.
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The risk function is the expected loss function, given as

R(� ) = P` � (H ,A,Y ). (3.10)

To check that R(� ) is minimized at � ?, we apply the double expectation formula on the right hand side

of (3.10), and obtain

R(� ) = P
¦
P

�
(Q(H ,A; � ) � Y )2jH ,A

�©

= P
¦
P

��
Q(H ,A; � ) � Q(H ,A; � ?) + Q(H ,A; � ?) � Y

�2
jH ,A

�©

= P
�
Q(H ,A; � ) � Q(H ,A; � ?)

	 2
+ P

�
P

��
Q(H ,A; � ?) � Y

�2
jH ,A

�	
.

Because only the �rst term depends on � and it attains minimum when � = � ?, we have � ? = argmin R(� ).

An empirical risk is given as

Rn (� ) = Pn ` � (h ,a , y ) =
1

n

nX

i =1

fQ(H i ,Ai ; � ) � Yi g
2. (3.11)

We note the empirical risk function is minimized at ˆ� n de�ned in (3.8). Following the general procedure

of constructing a Gibbs posterior, a Gibbs posterior for the optimal regime's indexing parameters has a

density function, given as:

� n (� ) / e � ! � nRn (� )� (� ), � 2 Rd (3.12)

where � denotes a prior density function on Rd . For the prior, it is reasonable and convenient to assign a

normal distribution, N(0, � 2
0), to each component of � ? independently. The consequent Gibbs posterior

is a multivariate normal distribution, N(� n ,��� n ), with

��� n = (� � 2
0 III + 2! � ��� T ��� )� 1 (3.13)

� n = 2! � ��� n ��� T Y (3.14)

Given the Gibbs posterior � n for � in (3.12), and the fact that the value V ? of the optimal regime is a
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function of � ?, a natural idea for constructing a posterior for V ? would be via marginalization. That is,

we take samples of � ? from the Gibbs posterior � n , and obtain marginal posterior samples of V ? via

(3.7). Since (3.7) involves the unknown distribution PH , we have to replace PH with its empirical version.

We note that with a large sample size, the likelihood in � n , which corresponds to a multivariate normal

distribution centering at ˆ� n for any ! � > 0, takes dominance. Intuitively, it means � n always centers

around ˆ� n , and learning rate ! � only controls its spreads. However, when varying the learning rate ! � ,

the center of marginal posterior for V ? may change. An intuitive explanation is given as follows. Let

Q(H ,A; � ) = (A�H )� , and let � denote Gibbs posterior samples for � ?. Then for � > 0, the corresponding

posterior samples of V ? is

� � n � 1
nX

i =1

maxf H i ,0g;

for � < 0, the corresponding posterior samples of V ? is

� � n � 1
nX

i =1

min f H i ,0g.

In general, the center of the Gibbs posterior for � ? is not 0, and its spreads determines how many � 's

are positive and how many � 's are negative. Since marginalization multiplies positive � 's and negative

� 's by n � 1
P n

i =1 maxf H i ,0gand n � 1
P n

i =1 min f H i ,0g, respectively, when learning rate varies, both the

center and spreads of posterior for V ? could change, resulting in challenge for learning rate selection.

Alternatively, we consider formulate the optimal value as the solution to an optimization problem.

Let the loss function be de�ned as:

` V (h ) = f V � max
a2A

Q(H i ,a ; � ?)g2,

then it is easy to check the true V ? is the minimizer of the following risk function:

R(V ) = PH f V � max
a2A

Q(H ,a ; � ?)g2.

Following the general procedure, an empirical risk is Rn (V ) = 1
n

P n
i =1f V � maxa2A Q(H i ,a ; � ?)jg2. Be-

cause � ? is unknown, to make the empirical risk ready to use, we replace � ? by its estimator ˆ� n , given
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as

Rn (V ) =
1

n

nX

i =1

f V � max
a2A

Q(H i ,a ; ˆ� n )jg2. (3.15)

The corresponding Gibbs posterior for optimal value has a density function,

� n (V ) / e � ! V nRn (V )� (V ), V 2 R (3.16)

where � denotes a prior density function on R.

A convenient choice for the prior is N(� 0, � 2
0), and the Gibbs posterior in (3.16) corresponds to a

normal distribution N(� n , � 2
n ) with

� n =
2! V n � 2

0V̂ + � 0

2! V n � 2
0 + 1

� 2
n = (2! V n + � � 2

0 )� 1.

(3.17)

3.3 Theoretical results

When constructing a Gibbs posterior, investigating its asymptotic concentration properties is expected.

That is, a Gibbs posterior is supposed to place most mass in an area, which centers at the true quantity

of interest with a vanishing radius. The vanishing radius is called the Gibbs posterior concentration

rate. In the following, we present the concentration rates for the Gibbs posterior in (3.12) and (3.16),

respectively.

Theorem 2. Let the P be the joint distribution of (H ,A,Y ), and let the expectation of Y conditional on

(H ,A) be a linear function on � with � ? denoting the true value. If � n is the Gibbs posterior de�ned in

(3.12) based on a �xed learning rate ! � > 0 and a prior density � whose density function is continuous

and bounded away from 0 in an open set containing � ?, then for any sequence Mn ! 1 ,

� n (f � : k� � � ?k > M n n � 1=2g) ! 0 in P-probability as n ! 1 .

Proof. See Section 3.7.
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Theorem 3. Let the P be the joint distribution of (H ,A,Y ), and let the expectation of Y conditional on

(H ,A) be a linear function on � with � ? denoting the true value, denoted as Q(H ,A;� ?), and let V ? be

de�ned in (3.7). If V̂n � V ? = Op (n � 1=2) where V̂n is de�ned in (3.9), and � n is the Gibbs posterior de�ned

in (3.16) based on a �xed learning rate ! V > 0 and a prior density � whose density function is continuous

and bounded away from 0 in an open set containing V ?, then for any sequence Mn ! 1 ,

� n (f V : jV � V ?j > M n n � 1=2g) ! 0 in P-probability as n ! 1 .

Proof. For simplicity, we present the proof for the case where � is a �at prior; the proof for a general

prior, which satis�es the speci�ed condition, is similar to the that for Theorem 2.

Since V̂n � V ? = Op (n � 1=2), we have

� n (f V : jV � V ?j > M n n � 1=2g) � � n (f V : jV � V̂n j > M n n � 1=2 � j V̂n � V ?jg)

� � n (f V : jV � V̂n j > M 0
n n � 1=2g), (3.18)

where M 0
n = M n � 1. With a �at prior, the Gibbs posterior in (3.16) corresponds to N(V̂n , (2! V n )� 1), so

that the the right hand side in (3.18) equals 2�
�
� (2! V )1=2M 0

n

�
, which is a vanishing term as n ! 1 .

Here are some remarks on Theorem 2 and Theorem 3

• The pseudo-likelihood in (3.12) and (3.16) correspond to two normal distributions for � and V ,

respectively. Asymptotic normality of the Gibbs posterior does not imply inferences are auto-

matically valid. The Bernstein–von–Mises phenomenon (posterior normality) only comes with

asymptotic inference guarantees in the well-speci�ed likelihood setting. In misspeci�ed scenarios

like this one, we still have to address the "covariance mismatch" to ensure valid inference. We do

this here by adjusting the learning rate, as discussed in Section 3.4 below.

• In Theorem 3, it is assumed that V̂n � V ? = Op (n � 1=2). But note that, in non-regular cases, the

asymptotic distribution of n 1=2(V̂n � V ?) may not be normal."; see Chapter 3.5 in Tsiatis et al. (2019)

for an example.
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3.4 Learning rate calibration

In implementing the Gibbs posterior, it is desirable to let the (1 � � ) credible posterior region also attain

the nominal (1 � � ) con�dence to cover the truth, because according to Bernstein–von-Mises theorem,

the Bayesian posterior should yield valid inference results from a frequentist perspective. Such a goal

can be achieved by tuning the learning rate, as it controls the spreads of Gibbs posterior. We call it an

oracle learning rate. In this section, we present two calibration strategies, which provide data-driven

learning rates ˆ! � and ! V for the Gibbs posterior in (3.12) and (3.16), respectively.

3.4.1 Covariance matrix matching strategy

For the Gibbs posterior in (3.12), since its pseudo-likelihood corresponds to a multivariate normal

distribution, it is straightforward to have the asymptotic normality for � n . The empirical risk function

in (3.11) has a minimizer ˆ� n , which also has a normal approximation as discussed in Section 3.2.1. Then

a simple calibration strategy is to match the asymptotic covariance of � n , which is relevant to ! � , with

the covariance of ˆ� n . Speci�cally, because in general the two covariance matrices can not be matched

in element-wise, as suggested by Lyddon et al. (2019), the strategy is to match the summary quantities,

called Fisher information number, of two matrices. Following the formula inLyddon et al. (2019), we

obtain an estimator for the oracle ! � , given as

ˆ! � =
Tr

�
��� T ��� (��� T R ��� )� 1��� T ���

�

2Tr(��� T ��� )
, (3.19)

where R is a n � n diagonal matrix with entries (��� ˆ� n � Y )2.

3.4.2 Bootstrap-based calibration strategy

The variance matching strategy in Section 3.4.1 is not applicable to calibrate learning rate ! V in the

Gibbs posterior (3.16). We note the empirical risk function (3.15) has a minimizer V̂n , which does not

guarantee a normal approximation. Here, we consider a bootstrap-based calibration strategy proposed

by Syring and Martin (2019), and the non-regularity is tackled by choosing the size of bootstrap samples

smaller than n , the so-called “-out-of-n” bootstrapping. Since we focus on the inference on optimal
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value in this subsection, the Gibbs posterior here refers to � n de�ned by (3.16), and the learning rate

! V is abbreviated as ! .

To describe the bootstrap-based calibration strategy, we �rst rephrase the de�nition of oracle learning

rate. Following notations in Syring and Martin (2019), let T n = f (H i ,Ai ,Yi ), i = 1� � �n gbe the observed

samples of size n , and let C� ,! (T n ) be the (1 � � ) Gibbs posterior credible interval based on data T n ,

with learning rate ! . The coverage probability of such credible interval is de�ned as

c� (! ;P) := Pf C� ,! (T n ) 3 V (P)g, (3.20)

where the optimal value is expressed as a functional about P, i.e., V ? = V (P). An oracle learning rate

! corresponding to credibility (1 � � ) should satisfy: c� (! ;P) = 1 � � .The essential idea of using boot-

strapping for calibration is to estimate the coverage probability c� (! ;P) by its bootstrap version, given

as

c� (! ;Pn ,m ) = Pn f C� ,! (T n
m ) 3 V (Pn )g,

where T n
m denotes bootstrap samples of size m � n drawn from the empirical distribution Pn . A data-

driven learning rate can be obtained by solving c� (! ;Pn ,m ) = 1 � � .

When the inference on V ? is non-regular, with a “n-out-of-n” bootstrapping, we �nd the bootstrap

coverage probability c� (! ;Pn ,m ) tends to be greater than the true c� (! ;P). For illustration, we consider

the toy example in Section 3.2.1. � ? and V ? can be explicitly expressed as functional about P, given as

� ? = � (P) = argmin
�

P` � (H ,A,Y ) (3.21)

V ? = V (P) = � ?I (� ? > 0) (3.22)

In a non-regular scenario, i.e., � ? = V ? = 0, the approximate distributions of ˆ� n and V̂n are

ˆ� n � N(0,n � 1�̃ 2), V̂n � 0.5� (0) + 0.5T N + (0,n � 1�̃ 2) (3.23)

where T N + (a ,b ) denotes a truncated normal distribution with mean a and variance b restricted on

[0,+1 ), and �̃ 2 is the asymptotic variance of n 1=2( ˆ� n � � ?). We focus on a �xed n , and without loss of
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generality, let n � 1�̃ 2 = 1.

First, we analyze the true c� (! ;P) and compute oracle learning rate for a given credibility (1 � � ).

The Gibbs posterior credible interval C� ,! (T n ) is roughly V̂n � (2n ! )� 1=2Z �= 2, where Z � denotes the �

upper quantile of a standard normal distribution. Then according to the approximate distribution of V̂n

in (3.23), we have c� (! ;P) = � ((2n ! )� 1=2Z �= 2), where � denotes the cumulative distribution function of

the standard normal distribution. Therefore, the oracle learning rate corresponding to credibility (1 � � )

satis�es (2n ! )� 1=2Z �= 2 = Z � . In other words, the Gibbs posterior credible interval centering at V̂n with

radius Z � yields coverage probability (1 � � ).

Next, we consider the bootstrap coverage probability c� (! ;Pn ,m ) when ! is the oracle learning rate,

i,e., using Z � as the radius to construct Gibbs posterior credible interval based on bootstrap samples.

Let Pn be an empirical distribution leading to estimator ˆ� n and V̂n . Then “true” optimal regime index

parameters and optimal value corresponding to Pn are given as:

� ?[b ] = � (Pn ) = ˆ� n (3.24)

V ?[b ] = V (Pn ) = � ?[b ] I (� ?[b ] > 0) = V̂n (3.25)

When size-m bootstrap samples are drawn from Pn , parallel to (3.23), the bootstrap estimator has an

approximate distribution as

ˆ� [b ]
n ,m � N(� ?[b ],n =m ), V̂ [b ]

n ,m � � (
� � ?[b ]

n =m
)� (0) + T N + (� ?[b ],n =m ). (3.26)

The bootstrap posterior credible interval C� ,! (T n
m ) centers at V̂ [b ]

n ,m with radius Z � . The bootstrap coverage

probability depends on the empirical distribution, more speci�cally on � ?[b ] = ˆ� n . The relationship

between c� (! ;Pn ,m ) and ˆ� n is given as

c� (! ;Pn ,m ) =

8
>>>>><

>>>>>:

� (Z � � ˆ� n
n =m ), if ˆ� n < 0

� ( Z �
n =m ), if 0 � ˆ� n < Z �

� ( Z �
n =m ) � � ( � Z �

n =m ), if Z � � ˆ� n

(3.27)

Figure 3.1 visualizes this relationship when the credibility takes (1 � � ) = 0.95. From Panel (a), we see
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(a) “n-out-of-n” bootstrap (b) “ m -out-of- n ” bootstrap

Figure 3.1: ˆ� n versus c� (! ;Pn ,m ). The gray points corresponds to bootstrap coverage probabilities
obtained from 1,000 data replications. The blue curve depicts the function de�ned in (3.27).

with the “n-out-of-n” bootstrapping, the bootstrap coverage probability tends to be above 0.95, so that

the data-driven learning rate is always greater than the oracle learning rate, resulting in under-coverage

of Gibbs posterior credible interval. This situation can be modi�ed, as Panel (b) shows the bootstrap

coverage probability tends to distributed above and below 0.95 when the bootstrapping takes size m < n .

This phenomenon also occurs in the simulation study in Section 3.5; see Figure 3.3 and Figure 3.4.

The choice of “ m ” is critical to the performance of this bootstrap-based calibration. A general idea

to select “ m ” is proposed in Bickel and Sakov (2008). It is described as follows. Let W ? and W [b ]
n ,m be the

interested quantity and its “ m -out-of- n ” bootstrapping estimator, respectively. Suppose we are given a

sequence of candidate bootstrap sample sizes,

m j = bq j n c, for j = 0,1� � � ,where q 2 (0,1), (3.28)

then a data-driven “ m ” is the m j that minimizes certain discrepancy between W [b ]
n ,m j

and W [b ]
n ,m j +1

. There

is literature using the ”m-out-of-n” bootstrapping to deal with non-regularity in the dynamic treatment

regimes, which targets on the non-regular regime index parameters or the value; see (e.g., Chakraborty

et al. 2013, 2014). Here, we targets on the “learning rate versus coverage probability” function. That

is, we treat the “ ! versus c� (! ;P)” curve as the interest, and the “ ! versus c� (! ;Pn ,m )” curve as its

estimator via “ m -out-of- n ” bootstrapping. Figure 3.2 is an illustration of function c� (! ;Pn ,m ) with
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Figure 3.2: Function c� (! ;Pn ,m ), where n = 1000, and bootstrap sample sizes m = n ,0.9n ,0.8,0.7n .

m0 = n ,m1 = 0.7n ,m2 = 0.72n ,m3 = 0.73n . m j is selected if

j = argmin
j

�
sup
! 2R

�
�c� (! ;Pn ,m j ) � c� (! ;Pn ,m j +1)

�
�
	

(3.29)

is selected.

We present Algorithm 2 for implementing the discussed ”m-out-of-n” bootstrap-based calibra-

tion. We note, suppose the number of bootstrap samples is B, then the c� (! ;Pn ,m ) is actually a non-

increasing step function, jumping from 1 to 0by B � 1 at each time. It is easy to check solving c� (! ;Pn ,m ) =

(1 � � ) in ! yields the � lower quantile of jumping points in c� (! ;Pn ,m ), and supx 2R

�
�Fj (x ) � Fj +1(x )

�
�

de�ned in line 20 of Algorithm 2 equals sup! 2R

�
�c� (! ;Pn ,m j ) � c� (! ;Pn ,m j +1)

�
�. In Algorithm 2, line 3

to line 17 uses a dichotomy method to �nd the B jumping points.

3.4.3 Non-regularity adjustment on bootstrap sample size

In selecting of “ m ”, although candidates in (3.28) allows for m = n , in practice, the data-driven m

tends to be smaller than n even in a regular scenario. To accommodate the bootstrap-based calibration

to both regular and non-regular scenarios, we consider adjusting “ m ” according to a non-regularity

index proposed in Chakraborty et al. (2013). Let �  and 
  be the components in � and 
 (H ,A), respec-

tively, which are relevant to assigned treatment; for example, �  = (� 3, � 4)T and 
  = (A,H )T , when

Q(H ,A; � ) = � 1 + � 2H + A(� 3 + � 4H ). The quantity P
�

 T

 � ?
 = 0

	
re�ects the degree of non-regularity; p
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being close to 1 implies a non-regular scenario, and p being close to 0 implies a regular scenario. An

estimator for the non-regularity index is given as:

p̂ = Pn

�
(
 T

 � n , )2 � (
 T
 � n , 
  )� 2

1,1� 0.001

	
, (3.30)

where � n , and � n , denote the Gibbs posterior mean and covariance for � ?
 , and � 2

1,1� 0.001 is the 0.001

upper quantile of a � 2 distribution with degree of freedom 1. p̂ in (3.30) is the Bayesian analogue of the

estimator suggest in Chakraborty et al. (2013). Let m w =o be the learning rate selected in (3.29). Then the

non-regularity adjusted “ m ” is de�ned as m w = = m w =o + (1 � p̂ )(n � m w =o ).

3.5 Simulation

In the simulation study, we compare the performance of the Gibbs posterior and the regression-on-

outcome (OR) method described in section 3.2.1. We adopt a data generating scheme presented in

the companion website of Tsiatis et al. (2019), which mimics an observational study regarding an anti-

hypertension drug effect. Each patient receives either the drug ( A = 1) or a placebo ( A = 0), and the

primary outcome is the decrease in systolic blood pressure (in mmHg) after six months. A baseline

systolic blood pressure is generated as

Z0 � 12+ 160� � � 1
�
Unif(0.05,1)

�

where Unif(a ,b ) denotes a uniform distribution within [a ,b ]. Two relevant covariates are the total

cholesterol (in mg / dl) and the potassium level (in mg / dl), simulated as H1 � N(211,2025) and H2 �

N(4.2,0.1225), respectively. Conditional on one patient's collected covariates, the assigned treatment

and observed primary outcome is given as:

AjH1,H2,Z0 � Ber
�
(1+ e16.348� 0.078Z0� 0.017H1)� 1

�
(3.31)

Y jH1,H2,A � N(Q(H1,H2,A; � ?),9), (3.32)

42



where Q(H1,H2,A; � ?) = � ?
1 + � ?

2H1 + � ?
3H2 + I (A = 1)(� ?

4 + � ?
5H1 + � ?

6H2). Two examples of � ? will be

considered, the �rst regular and the second non-regular:

Example 1. (regular) � ? = (� 15,� 0.2,12,� 65,0.5,� 5.5)T and V ? = 13.4587;

Example 2. (non-regular) � ? = (� 15,� 0.2,12,0,0,0)T and V ? = � 6.8.

We take sample sizesn = 100,250,500,750,1000and simulate 10000data replications. For the Gibbs

posterior, we use independent normal priors, N(0,106), for each component in � and V . The codes and

Rfunctions to implement the regression-based estimation and inference are provided by the companion

website of Tsiatis et al. (2019) and R package DynTxRegime.

Table 3.1 and Table 3.2 present the inference results on � ? from Gibbs posterior and OR. Summary

quantities include the average estimator bias, which measures by how far the estimator for � ? deviates

from the truth in L2 norm (the Gibbs posterior takes posterior mean as the point estimator), the coverage

probabilities of 95% credible region from Gibbs posterior and 95% con�dence region from OR, and

the average learning rate ! � computed by (3.19). In the two examples, the Gibbs posterior and OR

provides estimators that approach � ? as sample size increases, and the biases are comparable. The

coverage probability of the Gibbs posterior credible region grows rapidly, so that it is comparable to the

OR con�dence region with a large sample size. The small coverage probability of the Gibbs posterior

credible region for small n might result from the non-informative prior distribution and the learning

rate. Especially, because the learning rate (3.19) aims to match a summary quantity of two covariance

matrices, not element-wise matching, it is possible to miss some information.

For the inferences on the V ?, Figure 3.3 and Figure 3.4 visualize the performance of bootstrap-

based calibration strategy. Red curve depicts the relationship between learning rate and true coverage

probability; gray cures show the learning rate versus bootstrap coverage probability corresponding to

300 data replications. In Example 1, “n-out-of-n” bootstrapping yield reasonable estimates for coverage

probability (Panel (a)). Without non-regularity adjustment on “ m ”, the “ m -out-of- n ” bootstrap coverage

probability curve tends to be below the true coverage probability (Panel (b)); consequently, the selected

“m ” tends to be smaller than oracle learning rate, leading to over-coverage and inef�ciency, as discussed

in Section 3.4.2. Panel (c) in Figure 3.3 shows that the non-regularity adjustment can effectively guide

“m ” to approach n . Panel (a) in Example 2 shows that “n-out-of-n” bootstrap coverage probability tends
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to be greater than the true coverage probability, which is consistent with the toy example in Section 3.4.2.

From Panel (b) and Panel (c) in Example 2, we see “ m -out-of- n ” bootstrapping makes the bootstrap

coverage probability be around of the true coverage probability, no matter if non-regularity adjustment

is applied. Therefore, the non-regularity adjustment adapts to regular and non-regular scenarios.

Table 3.3 and Table 3.4 present the inference results on V ?. Summary quantities include the average

estimator bias, the standard error of V̂n and the standard deviation of Gibbs posterior, the coverage

probabilities of 95%credible interval from Gibbs posterior and 95%con�dence interval from OR, and

the average learning rate ! V . We consider two versions for Gibbs posterior; one has the non-regularity

adjustment on “ m -out-of- n ” bootstrap, and the other does not. In Example 1, both versions of the

Gibbs posterior and the OR yields comparable results, except that without non-regularity adjustment,

the Gibbs posterior credible interval tends to be over-coverage. It is not surprise, since the non-regularity

adjustment off-sets the extra coverage probability caused by unnecessarily small “ m ”. In Example 2,

the Gibbs posterior yields similar results in two versions, which implies the non-regularity adjustment

does not harm the “ m ” choice in a non-regular scenario. Both the Gibbs posterior estimator and OR

estimator approaches truth in the same rate. However, with a smaller standard error, the OR con�dence

interval tends to under-cover; the Gibbs posterior performs favorably as the credible interval yields

correct coverage probability.

The under-coverage of OR becomes more clear in non-regular scenarios involving three treatments.

To demonstrate this point, we consider adding a hypothetical treatment ( A = 2) into the data generating

scheme. We only replace the treatment assigning scheme (3.31) with

(� 0, � 1, � 2)jH1,H2 � Dir(jH2 + 100j, j0.5H1j, 40)

Aj(� 0, � 1, � 2) � � 0� (0) + � 1� (1) + � 2� (2),

where Dir denotes a Dirichlet distribution, and replace outcome generating scheme (3.32) with

Y jH1,H2,A � N(Q(H1,H2,A; � ?),9),

where Q(H1,H2,A; � ?) = � ?
1 + � ?

2H1 + � ?
3H2 + I (A = 1)(� ?

4 + � ?
5H1 + � ?

6H2) + I (A = 2)(� ?
7 + � ?

8H1 + � ?
9H2).
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(a) n-out-of-n bootstrap (b) m-out-of-n bootstrap (without adj.) (c) m-out-of-n bootstrap (with adj.)

Figure 3.3: Learning rate v.s. coverage in Example 1, where n = 1000.

Again, two examples of � ? can considered

Example 3. (regular) � ? = (� 15,� 0.2,12,� 65,0.5,� 5.5,� 50,0.3,4)T with V ? = 23.7785;

Example 4. (non-regular) � ? = (� 15,� 0.2,12,0,0,0,0,0,0)T with V ? = � 6.8.

Inference results on V ? are shown in Table 3.5 and Table 3.6. The comparisons between Gibbs posterior

and OR are consistent with the two-treatment case. Speci�cally, in Example 4, due to non-regularity, the

OR con�dence interval has a coverage probability much smaller than 95%, whereas the Gibbs posterior

still provides valid credible interval.

3.6 Conclusion

In this chapter, we apply the model-free Gibbs posterior inference in the context of single-stage dynamic

treatment regimes, so that we can make inferences on the optimal regime's index parameters and

the optimal value, without specifying the underlying distribution. We construct a Gibbs posterior

for each interested quantity, and demonstrate a n � 1=2 asymptotic concentration rate. Learning rate

calibration strategies are developed to let the Gibbs posterior yield a valid credible region. Speci�cally, a

bootstrap-based calibration tackles the possible non-regularity, whereas the con�dence region from a

regression-based method suffers under-coverage in a non-regular scenario. In the simulation, the Gibbs
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(a) n-out-of-n bootstrap (b) m-out-of-n bootstrap (without adj.) (c) m-out-of-n bootstrap (with adj.)

Figure 3.4: Learning rate v.s. coverage in Example 2, where n = 1000.

posterior performs desirably, rendering valid estimators and credible regions.

In the current application, we construct two Gibbs posteriors corresponding to two different quanti-

ties of interest, respectively. Other constructions are possible; for example, a risk function which takes

the optimal regime parameters and optimal value together as the minimizer could be explored. In

addition, the current structure of the Gibbs posteriors for optimal value lead to a credible interval

symmetrically placed on both sides of the posterior mean. As seen from the toy example in Section 3.4.2,

when non-regularity occurs, an estimator for optimal value can have a non-Gaussian limiting distribu-

tion. Therefore, it is of interest to explore if there exists a risk function that lead to a Gibbs posterior with

a �exible shape.

It is worth to extend the current application of Gibbs posterior inference in single-stage treatment

regimes to the multi-stage case. Especially, for a multi-stage treatment regime, non-regularity can occur

on the inference of regime indexing parameters prior to the last stage, not just optimal value. The

strategies developed to tackle non-regularity in this chapter could also be helpful in the multi-stage

regimes.
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3.7 Proof of Theorem 2

The pseudo-likelihood of the Gibbs posterior in (3.12) corresponds to a multivariate normal distribution

centering at ˆ� n with a covariance matrix Sn = (2! � )� 1(��� T ��� )� 1. Let An = f � 2 Rd : k� � � ?k > M n n � 1=2g.

Then

� n (An ) =
Nn (An )

Dn
=

R
An

e � (� � ˆ� n )T S� 1
n (� � ˆ� n )� (d � )

R
RK e � (� � ˆ� n )T S� 1

n (� � ˆ� n )� (d � )

First, we consider putting an upper bound on the numerator Nn (An ). We start with the integration

area An , which can be expressed as an union of disjoint sets, give as An =
S 1

J=1 An J ,where

An J = f � : (J + 1)M n n � 1=2 � k � � � ?k > J Mn n � 1=2g.

For a prior whose density function is continuous and bounded away from 0 in a neighborhood around

� ?, we have � (An J ) ®
�
(J + 1)M n

�d
n � d =2 � (2J Mn )d n � d =2. By the triangle inequality k� � � ?k � k � �

ˆ� n k+ k ˆ� n � � ?k, each An J is a subset of

�
� : k� � ˆ� n k > J Mn n � 1=2 � k ˆ� n � � ?k

	
. (3.33)

The M-estimator ˆ� n is regular and satis�es k ˆ� n � � ?k = Op (n � 1=2). Therefore, in (3.33), (J Mn n � 1=2 �

k ˆ� n � � ?k) can be replaced by J M 0
n n � 1=2, where M 0

n = (M n � 1) is a sequence diverging to 1 at the same

rate as M n . To further enlarge set An J , we use the inequality (� � ˆ� n )TS� 1
n (� � ˆ� n ) � � min k� � ˆ� n k2,

where � min denotes the smallest eigenvalue of matrix S� 1
n , and consequently An J � A0

n J , with

A0
n J = f � : (� � ˆ� n )TSn (� � ˆ� n ) > � min J2M 02

n n � 1g.
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Now, we can upper bounded the numerator Nn (An ) as

Nn (An ) =
1X

J=1

Z

An J

e � (� � ˆ� n )T S� 1
n (� � ˆ� n )� (d � )

�
1X

J=1

sup
An J

e � (� � ˆ� n )T S� 1
n (� � ˆ� n ) � (An J )

�
1X

J=1

sup
A0

n J

e � (� � ˆ� n )T S� 1
n (� � ˆ� n ) � (An J )

®
1X

J=1

e � � min J2M 02
n n � 1

(2J Mn )d n � d =2

® (2M n )d n � d =2

Z 1

1

e � (� min M 02
n n � 1)t 2

t d d (t ) (3.34)

The integration in (3.34) is a gamma function and by approximation, (3.34) is upper bounded by

e � � min M 02
n n � 1 (2M n )d n � d =2

� min M 02
n n � 1

We note that for a �xed ! � , each element in matrix S� 1
n = 2! � ��� T ��� is of order Op (n ), so that by Gersh-

gorin circle theorem, we immediately have � min = Op (n ). It follows that Nn (An ) is upper bounded by

e � M 02
n M d

n n � d =2.

The next step is to put a lower bound on the denominator Dn . Due to k ˆ� n � � ?k = Op (n � 1=2) and the

triangle inequality k� � ˆ� n k � k � � � ?k+ k� ? � ˆ� n k, there exists constant c1 and c2 such that

Bn = f � : k� � � ?k < c1n � 1=2g

is a subset of

B0
n = f � : k� � ˆ� n k < c2n � 1=2g.

48



It follows that Dn can be lower bounded as

Dn �

Z

B0
n

e � (� � ˆ� n )T S� 1
n (� � ˆ� n ) � (B0

n )

� inf
B0

n

e � (� � ˆ� n )T S� 1
n (� � ˆ� n ) � (B0

n )

� inf
B0

n 0
e � (� � ˆ� n )T S� 1

n (� � ˆ� n ) � (Bn )

� inf
B0

n

e �k � � ˆ� n k2� ma x � (Bn ),

where � ma x denotes the largest eigenvalue of matrix S� 1
n . Since � ma x = Op (n ) and � (Bn ) ¦ n � d =2, we

have Dn ¦ n � d =2.

The ratio of upper bound on Nn (An ) over the lower bound on Dn is a vanishing term, and we obtain

� n (An ) = op (1).
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Algorithm 2: Gibbs posterior calibration for optimal value

Data: (H i ,Ai ,Yi ), i = 1,� � �n
Input: a sequence of bootstrap sample sizes, m j = 0.97j n , j = 0,1� � � ;
the number of bootstrap samples B;
prior distribution N(� 0, � 2

0); credibility (1 � � );
initial values for ! ma x and ! min ; tolerance � .
Output: estimates of the learning rate, ! w/ (with non-regularity adjustment) and ! w/ o (without

non-regularity adjustment).

1 calculate V̂n in (3.9) and p̂ in (3.30);
2 for m 2 f m j ; j = 0,1� � �gdo
3 for b 2 1 : B do

4 generate a bootstrap sample of size m , (H (b )
i ,A(b )

i ,Y (b )
i ), i = 1,� � �m ;

5 within the current “for” loop, use bootstrap samples for calculating (3.17);

6 repeat

7 calculate � (min )
n and � (min )

n in (3.17) with ! = ! min ;

8 calculate � (ma x )
n and � (ma x )

n in (3.17) with ! = ! ma x ;

9 if j� (min )
n � V̂n j > Z �= 2� (min )

n then update ! ma x = ! min , ! min = 10� 1! min ;

10 if j� (ma x )
n � V̂n j < Z �= 2� (ma x )

n then update ! min = ! ma x , ! ma x = 10! ma x ;

11 until j� (min )
n � V̂n j < Z �= 2� (min )

n and j� (ma x )
n � V̂n j > Z �= 2� (ma x )

n ;

12 repeat

13 calculate � n and � n in (3.17) with ! (b ) = 2� 1(! ma x + ! min );

14 if j� n � V̂n j < Z �= 2� n then update ! min = ! (b );

15 if j� n � V̂n j > Z �= 2� n then update ! ma x = ! (b );

16 until (! ma x � ! min ) < � ;

17 end
18 let sj = f ! (1), � � � ! (B)g, and Fj (x ) be the empirical cumulative distribution function of

! (1), � � � ! (B)

19 end
20 let bootstrap sample size (without non-regularity adjustment) be

mw/ o = m j , with j = argmin
j

�
sup

x
jFj (x ) � Fj +1(x )j

	

21 let bootstrap sample size (with non-regularity adjustment) be

mw/ = mw/ o + (n � mw/ o)(1 � p̂ )

22 repeat 3 � 18 with m = mw/ and denote s = f ! (1), � � � ! (B)g;
23 let ! w/ o be the � lower quantile of sj ;
24 let ! w/ be the � lower quantile of s.
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Table 3.1: Gibbs posterior compared with OR for Example 1.

! �

(� 10� 2)
abs(Bias) Coverage prob.

Gibbs OR Gibbs OR
n=100 6.759 8.545 8.552 0.879 0.942
n=250 5.999 5.338 5.334 0.926 0.946
n=500 5.771 3.747 3.749 0.942 0.952
n=750 5.695 3.053 3.050 0.942 0.948
n=1000 5.660 2.639 2.637 0.945 0.951

Table 3.2: Gibbs posterior compared with OR for Example 2.

! �

(� 10� 2)
abs(Bias) Coverage prob.

Gibbs OR Gibbs OR
n=100 6.759 8.069 8.552 0.888 0.942
n=250 5.999 5.204 5.334 0.930 0.946
n=500 5.771 3.703 3.749 0.944 0.952
n=750 5.695 3.024 3.050 0.945 0.949
n=1000 5.660 2.620 2.637 0.948 0.951

Table 3.3: Gibbs posterior for value compared with OR for Example 1.

! V (� 10� 3) abs(Bias) standard deviation Coverage prob.
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

Gibbs
(w/ adj)

Gibbs
(w/ o adj)

OR
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

n=100 4.121 3.542 0.013 0.013 0.013 1.111 1.201 1.102 0.952 0.965 0.950
n=250 4.072 3.565 0.012 0.012 0.012 0.703 0.754 0.701 0.954 0.965 0.953
n=500 4.054 3.596 0.002 0.002 0.002 0.498 0.530 0.496 0.948 0.960 0.948
n=750 4.048 3.593 0.001 0.001 0.001 0.406 0.432 0.406 0.954 0.964 0.954
n=1000 4.047 3.592 0.001 0.001 0.001 0.352 0.374 0.351 0.953 0.964 0.953

Table 3.4: Gibbs posterior for value compared with OR for Example 2.

! V (� 10� 3) abs(Bias) standard deviation Coverage prob.
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

Gibbs
(w/ adj)

Gibbs
(w/ o adj)

OR
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

n=100 3.687 3.685 0.424 0.424 0.424 1.177 1.178 1.069 0.954 0.954 0.934
n=250 3.753 3.752 0.269 0.269 0.269 0.735 0.735 0.678 0.951 0.951 0.935
n=500 3.796 3.795 0.187 0.187 0.187 0.516 0.516 0.480 0.956 0.956 0.938
n=750 3.801 3.800 0.153 0.153 0.153 0.420 0.420 0.392 0.952 0.952 0.936
n=1000 3.806 3.805 0.130 0.130 0.130 0.364 0.364 0.340 0.953 0.953 0.937
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Table 3.5: Gibbs posterior for value compared with OR for Example 3.

! V (� 10� 3) abs(Bias) standard deviation Coverage prob.
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

Gibbs
(w/ adj)

Gibbs
(w/ o adj)

OR
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

n=100 6.117 5.296 0.033 0.033 0.033 0.915 0.992 0.895 0.950 0.965 0.945
n=250 6.160 5.377 0.022 0.022 0.022 0.572 0.614 0.568 0.952 0.966 0.951
n=500 6.157 5.449 0.009 0.009 0.009 0.404 0.430 0.402 0.949 0.963 0.949
n=750 6.153 5.455 0.002 0.002 0.002 0.330 0.351 0.329 0.951 0.962 0.950
n=1000 6.154 5.463 0.001 0.001 0.001 0.285 0.304 0.285 0.952 0.964 0.953

Table 3.6: Gibbs posterior for value compared with OR for Example 4.

! V (� 10� 3) abs(Bias) standard deviation Coverage prob.
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

Gibbs
(w/ adj)

Gibbs
(w/ o adj)

OR
Gibbs

(w/ adj)
Gibbs

(w/ o adj)
OR

n=100 2.672 2.662 0.770 0.770 0.771 1.406 1.408 1.090 0.961 0.962 0.897
n=250 3.005 3.003 0.477 0.477 0.477 0.829 0.829 0.691 0.947 0.947 0.900
n=500 3.032 3.031 0.336 0.336 0.336 0.582 0.582 0.489 0.948 0.948 0.901
n=750 3.079 3.077 0.275 0.275 0.275 0.471 0.471 0.400 0.946 0.946 0.900
n=1000 3.077 3.076 0.236 0.236 0.236 0.408 0.408 0.346 0.947 0.947 0.902
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CHAPTER

4

GIBBS POSTERIOR INFERENCE ON A LÉVY

DENSITY UNDER DISCRETE SAMPLING

4.1 Introduction

Mathematical �nance is largely focused on modeling the �uctuations in asset prices over time. Classical

models, such as that of Black and Scholes (1973), assume that the sample paths of an asset are continu-

ous. Recent technological advances, however, have made high-frequency trading possible, which means

prices can now change drastically and effectively instantly. Therefore, Lévy processes(e.g., Applebaum

2009; Bertoin 1996; Sato 2013; Cont and Tankov 2004; Barndorff-Nielsen et al. 2001) have become an

essential building block for models that allow for �exible jump behavior in the sample paths. More

speci�cally, a (real-valued) Lévy process X = f X (t ) : t � 0gis a collection of random variables, where

t is often interpreted as time, with the three key properties: independent and stationary increments,

right-continuous with left-hand limits (i.e., càdlàg), and no �xed jump times; see Section 4.2.1 and the
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references given there. Important special cases include Brownian motion with drift and compound Pois-

son processes, corresponding to the “no jumps” and “only jumps” extremes, respectively. By considering

more general Lévy processes, one's model can simultaneously accommodate both jump discontinuities

and asymmetric / heavy-tailed distributions for X (t + s) � X (t ).

The general Lévy process is characterized by a triplet (� , � , 	 ), where � and � are coef�cients related

to the continuous part of the sample path (basically a Brownian motion with drift), and 	 is a sigma-�nite

measure on R n f0g—the Lévy measure—that determines the frequency and magnitudes of the jump

discontinuities. Roughy, for each (measurable) subset A � R n f0g, the Lévy measure 	 (A) represents the

average number of jumps per unit time whose magnitudes fall into A. Since the jumps would be relevant

to so-called “black swan” events (e.g., Taleb 2007), which are crucial for risk assessments, our focus is

estimation of / inference on 	 . More speci�cally, as it is common in applications to assume that 	 has

a density with respect to Lebesgue measure, our object of interest is the Lévy density  that satis�es

	 (A) =
R

A
 (x )d x .

For statistical inference on 	 or  , there are two key challenges. First, only the jump frequencies and

sizes in the X sample path are directly related to the Lévy measure, but these are only observable under

continuous-time sampling, which is rarely possible in practice. Instead, typically X can be observed only

at discrete time points, t0 < t1 < � � � < tn , which means that jump features are not directly observable.

That is, X (t i ) � X (t i � 1) is almost surely non-zero, but it is impossible to separate the part corresponding

to jumps in [t i � 1, t i ] from that corresponding to continuous variation therein. However, it is possible,

at least asymptotically, to recover the relevant information needed to infer the Lévy measure under

a high-frequency sampling scheme (Aït-Sahalia and Jacod 2014), as we adopt here. More speci�cally,

we assume that the length tn of the observation window and the spacing, denoted by � = � n , are

approaching 1 and 0, respectively, as n ! 1 . The intuition behind such a sampling scheme is that

we nearly observe the jumps when the sampling frequency is high, and eventually there will be a large

number of such jumps when the time horizon is large, hence 	 can be recovered.

The second challenge is that the general Lévy process does not determine a closed-form likelihood

function for 	 as a function of the observable f X (t0), . . . ,X (tn )gthat can be used in model-based inference.

Indeed, the distribution of X (t ) is directly connected to the parameters (� , � , 	 ) through its characteristic

function and the Lévy–Khintchine formula, not through a density function. Consequently, at least in the
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general case, there is no convenient likelihood function in  available to carry out maximum likelihood

or Bayesian inference. For this reason, M-estimation techniques, as discussed in Section 4.2, are most

commonly used for estimation of and inference on the Lévy density.

The lack of an explicit likelihood motivates us to consider a model-free Bayesian-like approach,

the so-called Gibbs posterior, as advocated for in Zhang (2006a,b); Bissiri et al. (2016). Suppose the

quantity of interest minimizes some appropriately de�ned risk function. Then the Gibbs posterior

treats a scaled empirical risk function as a negative log-likelihood and applies Bayes's formula to obtain

a posterior distribution. For the present context, it has been shown (e.g., Figueroa-López 2009) that

the Lévy density can be viewed as the minimizer of a limiting risk or contrast function, which is what

inspires the aforementioned M-estimation techniques for inference. So, the Gibbs posterior framework

for estimation of and uncertainty quanti�cation for  seems quite natural. This is not straightforward,

however, since  is an in�nite-dimensional quantity.

The present chapter's focus is on the construction of a suitable Gibbs posterior distribution that can

be used for probabilistic inference on  . Note, again, that a proper Bayesian approach for inference on  

is out of reach, at least in the general case, because there is no likelihood function available. Theoretical

support for the proposed Gibbs posterior comes in the form of a demonstration that it achieves the

optimal, asymptotic concentration rate properties in various settings, under appropriate conditions

on the true Lévy density, the spacing � , etc. In particular, the highlight of the chapter (Theorem 6)

establishes that, if the true Lévy density,  ?, is order- � smooth with � unknown, then the proposed

Gibbs posterior concentrates, asymptotically and adaptively, around  ? at (nearly) the � -dependent

minimax optimal rate for estimators with access to the full sample path X . That is, remarkably, there is

virtually no loss of ef�ciency for not knowing the smoothness of  ? or for not having access to the full

sample path X .

The remainder of the chapter is organized as follows. In Section 4.2, we review the relevant details of

the general Lévy process model, as well as existing approaches for estimating the corresponding Lévy

density. Section 4.3 presents our proposed approach, wherein a suitable loss (or contrast) function is

used in place of a likelihood to update a prior distribution, making “model-free” posterior inference on

 possible. In the most general case, we introduce a complexity index and a corresponding hierarchical

prior, in the spirit of Arbel et al. (2013) and Shen and Ghosal (2015), which makes it possible for the
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posterior to adapt to the unknown smoothness of the underlying Lévy density. The main results are in

Section 4.4, where we present three asymptotic theorems, in increasing order of generality, culminating in

Theorem 6 which establishes the Gibbs posterior's adaptive and (nearly) minimax optimal concentration

rate. We also show, in Theorem 7, that the marginal Gibbs posterior for the complexity index will

concentrate on a range of values compatible with the oracle complexity that depends on the smoothness

of  ?. A remarkable feature of the proposed Gibbs formulation is that, despite the complexities of the Lévy

process and the in�nite-dimensionality of the Lévy density, posterior computation is straightforward.

In Section 4.5 we present �rst a simple Monte Carlo algorithm for simulating the Gibbs posterior for  

and then give a brief numerical illustration. Concluding remarks are given in Section 4.6 and proofs of

all the technical results can be found in the Section 4.7 and Section 4.8.

4.2 Background

4.2.1 Model

Let X = f X (t ) : t � 0gbe a real-valued Lévy process and write P for its probability distribution or law.

That is, X satis�es the following properties:

• �xed starting value , i.e., without loss of generality, X (0) = 0 almost surely;

• independent increments , i.e., for any pair of non-overlapping time intervals, say, [s1, t1] and [s2, t2],

the random variables X (t1) � X (s1) and X (t2) � X (s2) are independent;

• stationary increments , i.e., for any s < t , the random variables X (t ) � X (s) and X (t � s) have the

same distribution;

• and stochastic continuity , i.e., Pfj X (t + h ) � X (t )j > " ) ! 0 ash ! 0, for any " > 0 and t > 0.

The two most common examples of Lévy processes are Brownian motion, which has continuous sample

paths almost surely, and compound Poisson processes, which have a �nite number of jumps on every

bounded time interval almost surely. Of course, there are other examples, including ones with in�nite

jump activity (e.g., Madan and Seneta 1990). In general, the distribution P of a general Lévy process

X is determined by the three parameters, (� , � , 	 ), as elegantly described via the Lévy–Khintchine
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representation (Lévy 1934) of the characteristic function of X (t ), for t � 0, i.e.,

Ef e i
 X (t )g= exp
”
t
¦
� i
 �

� 2
 2

2
+

Z

(e i
 x � 1 � i
 x 1jx j<1)	 (d x )
©—

, 
 2 R, (4.1)

where i = (� 1)1=2 denotes the complex root, 1A denotes the indicator function of an event A, and E

denotes expectation with respect to the distribution P of X . Note that, while the characteristic function

fully determines the underlying distribution, it is not generally possible to work invert the character-

istic function / Fourier transform and obtain a closed-form expression for the density and, in turn, a

likelihood function, depending explicitly on the to-be-estimated 	 . That this problem generally lacks a

workable likelihood function makes model-based estimation and inference a challenge, as described in

Section 4.2.2 below. The Lévy–Khintchine representation above requires

Z

min (x 2,1)	 (d x ) < 1 . (4.2)

That (4.2) holds for the true Lévy measure being estimated is a standing assumption made throughout

the chapter.

A more descriptive characterization of the Lévy process structure is given by the celebrated Lévy–Itô

decomposition (Itô 1942). The �rst step is to split the process into its continuous and jump parts as

X (t ) = C(t ) + J(t ).

The continuous part, C(�), can be shown to be a Brownian motion with a linear drift of slope � and

volatility coef�cient � . Naturally, the jump part, J(�), is more complicated. Itô showed, �rst, that the

jump part can be written as

J(t ) =
X

s:0� s� t

f X (s) � X (s� )g.

and, second, that it can be further decomposed into a the sum of a compound Poisson process and

a certain limit of a compensated compound Poisson process. Start by de�ning the Poisson random

measure

N (t ,A) = jf s 2 [0, t ] : X (s) � X (s� ) 2 Agj,
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where jSj denotes the cardinality of a �nite set S. The idea is that, for a �xed t , A 7! N (t ,A) is a random

measure and, for �xed A, t 7! N (t ,A) is a Poisson process with rate 	 (A). Then, for any h > 0, the jump

part of the Lévy process can be written as

J(t ) =

Z

jx j>h

x N (t ,d x ) +

Z

jx j<h

x f N (t ,d x ) � t 	 (d x )g,

where the latter is de�ned as lim " ! 0

R
"< jx j<h

x f N (t ,d x ) � t 	 (d x )g, in mean square. This expresses J as

a an accumulation of �nitely many “large” jumps, as determined by the compound Poisson process,

and potentially in�nitely many “small” jumps, as determined by the compensated compound Poisson

process. From this “ X = C + J” decomposition, it is clear that Brownian motion and compound Poisson

processes are important special cases of Lévy processes. In the latter case, if � is the jump intensity of the

Poisson process and G is the jump size distribution, then the Lévy measure is given by 	 (d x ) = � G(d x ).

Note that 	 is generally not a probability measure.

A distinguishing feature of Lévy processes, and what makes them attractive models for use in

applications, is the jumps. Since the features of these jumps are controlled by 	 , which is generally

unknown in practice, it would be desirable to estimate or make inference on 	 (or functionals thereof)

based on data. If the entire sample path, t 7! X (t ), were observable, then the jump frequencies and

sizes would be observable as well and these observations could be used directly to estimate features of

	 relatively easily. In applications, however, it is rare for the entire sample path to be accessible; a more

realistic situation is where one observes the sample path a some large—but ultimately �nite—set of

time points, say, 0 = t0 < t1 < � � � < tn . This means that the jump sizes and frequencies, the quantities

that contain the relevant information about 	 , are not directly observable. In such cases, only in an

asymptotic regime under high-frequency sampling can the features of 	 be estimated accurately. See

Section 4.2.2 below for more speci�cs about the high-frequency sampling scheme adopted here.

4.2.2 Existing approaches

As mentioned above, the complexity of a general Lévy process makes model-based estimation and

inference on 	 a challenge. For that reason, model-based approaches—Bayesian in particular—have

focused on special cases of the general Lévy process, such as compound Poisson processes (Gugushvili
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et al. 2015, 2018a; Nickl and Söhl 2019), where a likelihood function readily is available. More recently,

Belomestny et al. (2019) developed a nonparametric Bayes approach for inference in another special

case, namely, gamma-type Lévy subordinators, in which they use a data-augmentation scheme to avoid

the intractable likelihood function. Unfortunately, to our knowledge, their approach cannot be readily

extended to the general case under consideration here.

Without a likelihood, how can one estimate and make inference on 	 ? As indicated above, a �rst

requirement is that, for general Lévy processes, we need a high-frequency sampling scheme in order to

separate the information relevant to the jump part of the process from that relevant to the continuous

part. Recall that the process X is to be observed at the times points 0 = t0 < t1 < � � � < tn , a collection

indexed by n . Following Comte and Genon-Catalot (2009), Figueroa-López (2009), Ueltzhöfer and

Klüppelberg (2011), and others, we consider a high-frequency sampling scheme where tn ! 1 and

� n = maxi =1,...,n (t i � t i � 1) ! 0, simultaneously, as n ! 1 . In contrast, a low-frequency sampling scheme

corresponds to keeping � n �xed while tn ! 1 .

For simplicity, and with virtually no loss of generality, we will assume throughout the chapter that

the observation times are equally spaced in the interval [0, tn ], so that t i = i � , for i = 0,1, . . . ,n . Then

the increments Yi = X (t i ) � X (t i � 1), for i = 1, . . . ,n are independent and identically distributed (iid). By

stationarity, X� = X (� ) has the same distribution as the Yi 's. A critical observation made by Figueroa-

López (2009) is that, for any bounded and continuous function f , vanishing in a neighborhood of the

origin, the following small-time result holds:

� � 1 Ef (X� ) =

Z

f (x ) ?(x )d x + O(� ), � ! 0. (4.3)

This motivates a powerful and �exible projection estimator , inspired by the method of sieves (e.g.,

Grenander 1981) and the model selection literature (e.g., Birgé and Massart 1997). That is, for a positive

integer K � 1, consider a K -dimensional linear space SK � L2(D ) of functions that are bounded,

continuous, and vanishing outside the interval D , which itself is bounded away from the origin. More

speci�cally, let

SK = spanf fK k : k = 1, . . . ,K g,

where the fK k 's are bounded and continuous functions, vanishing outside of D . Without loss of generality,
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let fK 1, . . . , fK K be orthonormal and form a basis for SK . Then the L2 projection of the Lévy density  ?

onto SK is given by

 ?
K (x ) =

KX

k =1

� ?
K k fK k (x ),

where

� ?
K k =

Z

D

fK k (x ) ?(x )d x , k = 1, . . . ,K .

This, together with (4.3), suggests a projection-based estimator, namely,

ˆ K (x ) =
KX

k =1

ˆ� K k fK k (x ),

where

ˆ� K k =
1

tn

nX

i =1

fK k (Yi ), k = 1, . . . ,K .

It is intuitively clear from (4.3) that, at least for �xed K , the projection estimator ˆ K converges  ?
K as

n ! 1 , provided that � ! 0 and tn ! 1 . This intuition can be made rigorous, e.g., Proposition 3.4 of

Figueroa-López (2009) states that, if the fK k 's have derivatives uniformly bounded in k

Ek ˆ K �  ?
K k2

L2(D ) � cK K t � 1
n ,

where k�kL2(D ) denotes the usual L2(D )-norm, and cK is a constant that depends on  ? and on K through

certain features of the fK k 's. Therefore, if K is �xed, then ˆ K converges to  ?
K in L2(D ) at rate t � 1

n .

However, the objective is not to estimate  ?
K , it is to estimate  ?. This depends on how well  ? can

be approximated by functions in SK which, in turn, depends on how large K is. By the Pythagorean

identity,

Ek ˆ K �  ?k2
L2(D ) = Ek ˆ K �  ?

K k2
L2(D ) + k ?

K �  ?k2
L2(D ).

The �rst term on the right-hand side, what Figueroa-López (2009) calls the “variance term,” has an upper

bound as a function of K and tn as above. The second term, which represents the bias of the model SK ,

or the approximation error, also has known upper bounds, depending on certain features of SK and

the smoothness of  ?. Suitably balancing the bounds on the two terms on the right-hand side above

establishes the convergence rate of the projection estimator. To make this approach practically useful,
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one needs a data-driven solution to the unknown- K problem. A natural idea is to somehow produce an

estimator “ ÒK ” of the unknown complexity, and return ˆ = ˆ ÒK as the �nal, plug-in projection estimator.

As proposed in Figueroa-López (2009), by penalizing on the complexity of linear space SK , a speci�c

choice of ÒK is given as

ÒK = argmin
K

¦
�

KX

k =1

( ˆ� K k )2 +
2

t 2
n

nX

i =1

KX

k =1

f 2
K k (Yi )

©
,

and the corresponding plug-in estimator ˆ is called a penalized projection estimator (p.p.e) for  ?. See

Ueltzhöfer and Klüppelberg (2011) for details about the penalty and convergence properties of the p.p.e.

4.3 Gibbs posterior distribution

The classical Bayesian formulation is designed for cases in which the data and quantities of interest are

linked through a likelihood function, in particular, when the quantities of interest are parameters of a

posited statistical model. In other cases, however, the quantities of interest are not naturally interpreted

as model parameters or, more generally, there may not be a likelihood function that links the data

to the quantities of interest. A more general formulation is as described in Walker (2013), where the

quantity of interest is connected to the data through a loss function or, more speci�cally, where the

quantity of interest is de�ned as the minimizer of a risk / expected loss function. In such cases, a so-

called Gibbs posterior formulation is recommended; see, e.g., Bissiri et al. (2016); Grünwald and Mehta

(2020); Syring and Martin (2021). In this framework, (a multiple of) an empirical version of that risk

function is treated like a negative log-likelihood function and then Bayes's formula is applied as usual.

As discussed brie�y in Section 4.1, the advantage of this construction and perspective is that one can

directly target quantities of interest without imposing extra model assumptions that may lead to model

misspeci�cation bias. For our present Lévy density estimation problem, a slight variation on the typical

Gibbs posterior construction is needed, as we describe next.

A slightly different perspective on the projection estimators presented in Section 4.2.2 above is as

a sort of “empirical risk minimizer.” In Comte and Genon-Catalot (2009), Figueroa-López (2009), and

elsewhere, this “empirical risk” function is referred to as a contrast function . Names aside, if we de�ne

Rn ,K (� ) = � 2h� , ˆ� K i + k� k2, � 2 � K � RK ,
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then it is immediately clear that

ˆ� K = arg min
� 2� K

Rn ,K (� ).

Note that Rn ,K depends on � , but since � depends on n too, we try to keep the notation simple and

use only a single subscript “ n ” to indicate the dependence on data. Then there is a corresponding

“population / limiting risk” which is obtained by taking expectation of Rn ,K , then a limit as � ! 0, and

then applying (4.3), which gives

RK (� ) = � 2h� , � ?
K i + k� k2, � 2 � K .

Then, of course, � ?
K is the minimizer of this population risk. With this perspective, we are now ready to

construct the proposed Gibbs posterior for  .

One of the advantages of the Gibbs posterior over the basic project estimators is its ability to incor-

porate available prior information about  . Here, since  is being represented by elements in the linear

spaceSK , or a union thereof, it will be convenient for us to express the prior distribution in terms of the

pair (K , � K ). This representation suggests a hierarchical prior formulation, i.e., a marginal prior mass

function �̃ for K and a conditional prior �̃ K for � K , given K . This induces a prior � for  , namely,

� (A) =
X

K

�̃ (K ) �̃ K (� K 2 � K :  � K
2 A), A � L2(D ),

where  � K
=

P K
k =1 � K k fK k . There may not be much useful prior information available to use for con-

structing �̃ K , in which case, one can choose a relatively diffuse prior. However, K is very much related

to the smoothness of  ?—see below—and one may have some justi�able beliefs about this smoothness

which can be used to inform the prior �̃ for K .

The Gibbs posterior is obtained by combining this prior information with the information in the

observed data—the increments X (t i )� X (t i � 1), i = 1, . . . ,n —as quanti�ed by the empirical loss functions

Rn ,K as follows:

� n (A) =

P
K �̃ (K )

R
f � K 2� K : � K 2Ag

e � ! tn Rn ,K (� K ) �̃ K (d � K )
P

K �̃ (K )
R

� K
e � ! tn Rn ,K (� K ) �̃ K (d � K )

, A � L2(D ). (4.4)
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The parameter ! > 0 is call the learning rate and its choice is critical to the �nite-sample performance

of the Gibbs posterior; see, e.g., Grünwald and Van Ommen (2017); Lyddon et al. (2019); Syring and

Martin (2019). Here our focus is on the asymptotic properties of the Gibbs posterior, so we treat ! as a

�xed constant.

In the machine learning literature, a Gibbs posterior is often referred to as a “randomized estimator,”

i.e., a distribution that can generate samples of the quantity of interest that tend to be close, in some

sense, to the risk minimizer. In addition, a Gibbs posterior can be used exactly like one would typically

use a Bayesian posterior. That is, the posterior mean could be used as an estimator of  ?. Similarly,

other features of  ? with appropriate summaries of � n . The Gibbs posterior also provides uncertainty

quanti�cation. For example, at least in principal, probabilities for any assertions “  ? 2 A” can be

evaluated, which could be used for testing hypotheses, etc. Moreover, 100(1 � � )% credible sets for  ?

can be readily obtained, which are of the form

f  : d ( , ˆ ) � cn (� )g,

where d is a metric, ˆ is the Gibbs posterior mean, and cn (� ) is the upper- � quantile of the marginal

Gibbs posterior for d ( , ˆ ), when  � � n . For example, if d were the supremum norm on D , then the

above display gives a uniform credible band for  ?.

It turns out that the choice of how to quantify prior uncertainty about K is quite important. For

example, a naive strategy would be to just take K to be a �xed constant, which amounts to �̃ to assign

probability 1 to a single value. That simpli�es the Gibbs posterior signi�cantly, since then there would

be no sums in (4.4). But there is a price to pay for the added simplicity in terms of the model �exibility.

For that reason, we will refer to K below as the model's complexity index and how the user's choice to

handle the prior for K affects the Gibbs posterior distribution's properties.
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4.4 Gibbs posterior concentration rates

4.4.1 Setup and objectives

At a high level, our goal is to establish that the Gibbs posterior distribution, � n , for  will concentrate its

mass in vanishingly small neighborhoods of  ? asn ! 1 . Then the radius of these vanishingly small

neighborhoods would determine the rate at which the Gibbs posterior concentrates around  ?. More

formally, we say that the Gibbs posterior concentrates around a limit  †, with respect to a metric d , at

rate " n ! 0 if

E� n (f  : d ( †,  ) > M n " n g) ! 0, n ! 1 ,

where M n is a deterministic sequence that diverges to 1 arbitrarily slowly. The idea is that the Gibbs

posterior is putting vanishingly small mass outside a neighborhood of  † whose radius is M n " n � " n ! 0.

Throughout this section, we will focus on the case where d is the usual L2(D ) metric. The particular

rate that can be attained depends, in a speci�c way, on how the complexity index, K , of the model is being

handled. In particular, when K is taken to be a �xed constant, so that �̃ (K ) = 1 and there are no sums

in (4.4), Theorem 4 states that the Gibbs posterior concentrates at a fast / optimal rate, " n = t � 1=2
n , but

around  † =  ?
K instead of  † =  ?. Of course, if  ? 2 S K for the chosen K , then  ?

K =  ? and we obtain

the best possible result. This is not fully satisfactory, however, because generally one cannot expect

 ? 2 S K for a known K . For this reason, we will consider two additional cases: one where we know the

smoothness of  ? and can incorporate that information to select a complexity index sequence Kn ! 1 ,

and one where no such information is available and the posterior needs to learn the complexity index

from the data itself. For these two cases, the rate " n at which the Gibbs posterior concentrates around

 ? will depend on the smoothness of  ? in a certain way (see below). In the latter case, we say the rate is

adaptive because the Gibbs posterior construction has no knowledge of the underlying smoothness of

 ? and yet it can, in some sense, learn the appropriate complexity index from the data and concentrate

at the same optimal rate as if that smoothness information were known. See Theorems 5–6 below for

details.

To end this �rst subsection, we will discuss the conditions we require on the sampling frequency,

� = � n , and how it depends on both n and certain features of the basis functions chosen for the
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construction of the sieve fS K : K � 1g. Recall that, for each K � 1, the collection fK 1, . . . , fK K are

orthonormal L2(D ) functions. Here and throughout, we will also assume that they are each continuously

differentiable on their respective supports. For each K -speci�c collection, de�ne the following two

features:

F1(K ) = max
k =1,...,K

¦
sup
x 2D

j fK k (x )j +

Z

D

j f 0
K k (x )j d x

©

F2(K ) = max
k =1,...,K

¦
sup
x 2D

j f 2
K k (x )j + 2

Z

D

j fK k (x )f 0
K k (x )j d x

©
.

Control on the magnitudes of these two features, as we discuss below, is effectively what Figueroa-López

(2009, p. 127–128) states as his “Standing Assumption 1.” There are so many different choices of basis

functions, but we have in mind the following two.

1. Piecewise polynomials. The space of piecewise polynomials of degree at most J � 1, based on a

regular L-piece partition of window D (i.e., a = x0 < x1 < � � � < xL = b ), can be spanned by J � L

orthonormal functions. If SK denotes such a space, then its complexity index is K = ( J � L), where

the degree of polynomials is often taken as �xed, and

SK = spanf fK (j ,l ) : j = 0, . . . , J � 1,` = 1, . . . ,Lg.

Speci�cally, basis functions are given as:

fK (j ,l )(x ) =
� 2j +1

xl � xl � 1

�1=2
Q j

� 2x � (xl � 1+ xl )
xl � xl � 1

�
1(xl � 1,xl )(x ),

where Q j is the Legendre polynomials de�ned on [� 1,1] of order j , satisfying

Z 1

� 1

Q j (x )Q j 0(x )d x = 0, for j 6= j 0.

2. Trigonometric functions . In this case, there is only one sequence of functions, rather than a
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collection of sequences indexed by K . That is, the sieve is constructed as

SK = spanf f1, . . . , fK g, K � 1. (4.5)

What makes this formulation special is that the sieves are nested in the sense that SK � S K +1 for

each K , which is important for the case considered in Section 4.4.4. With D = [a ,b ], the particular

basis functions are de�ned as

f1(x ) � (b � a )� 1=2

fk (x ) =

8
><

>:

�
2

b � a

�1=2
cos

� k � (x � a )
b � a g, if k is even

�
2

b � a

�1=2
sin

� (k � 1)� (x � a )
b � a g, if k > 1 is odd.

One key feature of both collections of functions is their approximation properties. For example, Barron

et al. (1999) states that, for Besov-smooth functions  ? with smoothness index � , as de�ned below, the

projection  ?
K of  ? onto SK satis�es

k ?
K �  ?kL2(D ) ® K � � . (4.6)

Of relevance to the present discussion, note that, for piecewise polynomials, F1(K ) ® K 1=2 and F2(K ) ® K

and, for trigonometric functions, F1(K ) ® K and F2(K ) ® K .

Then the general requirement on the sampling frequency � can be described as follows. Let � n

denote the largest index K in consideration; in Sections 4.4.2–4.4.4 this � will be a �xed constant, an

increasing deterministic sequence, and an increasing deterministic upper bound on the support of

the prior for K , respectively. Using the fact that tn = n � , we write the requirement on the sampling

frequency, � , as

maxf F 2
1 (� n )n � 3,F2(� n )� g= O(1), n ! 1 . (4.7)

In particular, when K is a �xed constant, as in Theorems 4, condition (4.7) boils down to n � 3 = O(1)

for any types of basis functions. In Theorem 5, where K = Kn is an increasing, for both piecewise

polynomials and trigonometric bases, condition (4.7) is satis�ed if n � 2 = O(1), assuming � > 1
2 . These
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constraints on n and � are consistent with those in Figueroa-López (2009, 2011) and Ueltzhöfer and

Klüppelberg (2011). When K is assigned a prior, as in Theorem 6, where we focus on the trigonometric

basis functions, (4.7) requires implies a slightly stronger condition, namely, n � 5=3 = O(1). Further

comments on this latter point are given in the discussion following Theorem 6.

4.4.2 Case 1: Fixed K

We start here with the simplest of cases, namely, where the model complexity index K is taken to be

�xed. That is, there is no prior for K so the Gibbs posterior for  in (4.4) takes a simpli�ed form,

� n (A) =

R
f � K 2� K : � K 2Ag

e � ! tn Rn ,K (� K ) �̃ K (d � K )
R

� K
e � ! tn Rn ,K (� K ) �̃ K (d � K )

, A � L2(D ).

This simpli�cation makes computations relatively straightforward and, moreover, as we see in the

theorem below, it allows for fast asymptotic concentration of the Gibbs posterior. However, the same

simpli�cation is a restriction on the model's �exibility, so there is generally a bias that cannot be

overcome, even asymptotically. Indeed, the result below states that the Gibbs posterior concentrates

quickly around � ?
K , not around  ?. Of course, if the model is “correct” in the sense that  ? 2 S K , then

there is no bias and we achieve the best possible concentration rate result.

Condition 1.

1. � satis�es (4.7) for � n � K .

2. The K -speci�c prior distribution, �̃ K , has a density function that is continuous and bounded away

from 0 in a neighborhood of � ?
K .

This is a standard condition in the literature on Bayesian asymptotics and would hold for virtually

any choice of prior for the K -vector � K .

Theorem 4. Under Condition 1, the Gibbs posterior distribution, � n , satis�es

E� n (f  : k �  ?
K kL2(D ) > M n " n g) ! 0, n ! 1 ,
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where " n = t � 1=2
n and M n ! 1 arbitrarily slowly. In particular, if  ? 2 S K , then the Gibbs posterior

concentrates around  ? at rate " n = t � 1=2
n .

Since � is vanishing, the rate " n = t � 1=2
n is slower than what is often achieved in regular, �nite-

dimensional estimation problems. This slower rate is a consequence of the problem, not our proof

technique. Indeed, the accumulation of information in this problem is not linear in n , since n ! n + 1

provides an additional observation but also extends the time horizon over which observations are taken.

So while the (n + 1)st observation provides extra information, a small amount of information is lost as a

result of extending the time horizon.

4.4.3 Case 2: Increasing K = Kn

To achieve the fast concentration rate in Theorem 4 to the true Lévy density,  ?, requires the strong

assumption that  ? 2 S K . In words, it requires  ? to be a very nice function. We may not always be

willing to make such a strong assumption, so more �exibility needs to be built in to the model. The

additional �exibility we consider here is to allow the model complexity index K be increasing in n . That

is, the �xed K appearing in the de�nition of the Gibbs posterior, � n , for  in Section 4.4.2 is replaced by

an increasing sequence Kn . To determine how fast K = Kn should be growing in order to achieve the

desired �exibility, we need to be more speci�c about our assumption on  ?.

As is customary in the nonparametric estimation literature, here we will assume that  ?, or at least

its restriction,  ?1D , to D , is smooth in the sense that it belongs to a certain Besov class of functions

(Barron et al. 1999). For a function g : D ! R, de�ne the �rst-order difference operator

� 1
h (g , x ) = g(x + h ) � g(x ), h > 0,

and then recursively de�ne the higher-order differences

� r
h (g , x ) = � 1

h f � r � 1
h (g , �), x g, r a positive integer.

Then we say that the function g belongs to the Besov space B �
1 = B �

1 (Lp (D )) with p � 2 and � > 0, if
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kgkB �
1

< 1 , where

kgkB �
1

:= sup

> 0


 � � sup
h 2(
 ,0)

k� r
h (g , �)kLp (D ), r = [ � ] + 1,

with [� ] denoting the integer part of � . The index � determines the smoothness of the functions in B �
1

and will be important for determining the (optimal) Gibbs posterior concentration rate; see below. What

follows holds for all �xed p � 2.

This boils down to a nonparametric function estimation problem so we can anticipate what would

be the optimal rate we hope to achieve and how it depends on the smoothness of  ?. Figueroa-López

(2009) showed that the minimax optimal rate for the Lévy density estimation problem in Besov spaces is

inf
ˆ 

sup
 ?2B 1

�

Ek ˆ �  ?k2
L2(D ) ¦ t � 2�= (2� +1)

n .

That is, for the “most dif�cult” of  ? to estimate, the best possible estimator would have a rate like that

in the right-hand side of the above display. So, if we can show that our Gibbs posterior concentrates

around  ? at this rate, then we will know that it is minimax optimal. The particular choice of K = Kn is

made by setting the approximation error bound on the right-hand side of (4.6) equal to the minimax

optimal rate, t � �= (2� +1)
n , and solving for K . It is easy to see that the solution, Kn , is roughly t 1=(2� +1)

n ,

which is the choice taken Theorem 5 below.

Condition 2.

1.  ?1D is bounded and  ? belongs to the Besov classB �
1 , with � known.

2. For the same� , let Kn = dt 1=(2� +1)
n e, where dzedenotes the smallest integer greater than or equal to z.

Then � satis�es (4.7) with � n = Kn .

3. For the prior, �̃ K , let the components of � K k , k = 1, . . . ,K , be independent with a positive density

function at � ?
K k .

Theorem 5. Under Condition 2, the Gibbs posterior distribution � n satis�es

E� n (f  : k �  ?kL2(D ) > M n " n g) ! 0, n ! 1 ,

where " n = t � �= (2� +1)
n and M n ! 1 arbitrarily slowly.
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As discussed above, the rate achieved by the Gibbs posterior is minimax optimal. It is also worth

pointing out that this is the same optimal rate that could be achieved if the entire sample path X were

observable, i.e., if we had continuous sampling, which is quite remarkable. Furthermore, there is no extra

logarthmic term in the rate achieved by the Gibbs posterior, as is often the case in nonparametric prob-

lems. This is due to our special requirement on the prior �̃ Kn
. If we relax the independence assumption,

then a version of Theorem 5 still holds, but with a slightly slower rate " 0
n = (log tn )1=2t � �= (2� +1)

n .

Finally, note that Theorem 4 is effectively a special case of Theorem 5. That is, if � ! 1 , so that  ?

is a “nice” function, in the sense of being very smooth (e.g., in SK for some K ), then Kn is effectively a

constant and the rate achieved is roughly t � 1=2
n .

4.4.4 Case 3: Prior distribution for K

The only disadvantage to the result in Theorem 5 is that it requires knowledge of the smoothness � of

 ?. Generally, this � would be unknown and, therefore, it would be impossible to set Kn = dt 1=(2� +1)
n ein

the Gibbs construction. Alternatively, as we described above, instead of taking K �xed and associating

 with a K -vector � K , we can express  as the pair (K , � K ) and introduce a prior for the pair. Recall

that the marginal prior for K is denoted as �̃ . Provided that �̃ assigns its mass in a suitable way, we can

show that (roughly) the same optimal Gibbs posterior concentration rate as in Theorem 5 is achieved,

adaptively , without prior knowledge of � .

Compared to the previous sections, here we are simultaneously considering sieves indexed by

different K and our theoretical analysis requires that there be some meaningful connection between

the spaces SK for different K . A natural connection is for these spaces to be nested in the sense that

SK � S K +1, K � 1. To achieve this, we take a concrete choice of sieves, namely that of the form (4.5)

with the functions (fk ) being the trigonometric functions as described in Section 4.4.1 above.

The prior for (K , � K ) is speci�ed hierarchically. The marginal prior for K is

�̃ (K ) / e � � K log K , K = 1, . . . ,dtn e, (4.8)

where � > 0 is a constant to be speci�ed by the data analyst; see below. Note that the marginal prior

for K is truncated so that K > tn has prior probability 0. This is reasonable because (a) Occam's razor
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suggests that we should attempt to limit the complexity of the model being �t, and (b) we know that the

“ideal” K is dt 1=(2� +1)
n e, which is never more than tn . For the conditional prior of � K , given K , we make

the same assumption as in Theorem 5.

Condition 3.

1.  ?1D is bounded and belongs to the Besov classB �
1 with � unknown.

2. The (nested) sieves(SK ) are of the form (4.5), where the fK 's are the trigonometric basis functions.

3. The condition (4.7) holds with � n = dtn ewhich, for the trigonometric basis functions, requires that

n � 5=3 = O(1).

4. For each K � 1, the conditional prior �̃ K assigns independent prior distributions to each basis

coef�cient � k , for k = 1, . . . ,K , each having positive density function in a neighborhood of � ?
k .

5. The marginal prior, �̃ , for K is of the form (4.8), where the coef�cient � > 0 satis�es

� > ! C 2 + o(1), (4.9)

with C > 0 given by

C 2 > 2sup
x 2D

 ?(x ) + o(1), n ! 1 .

The above condition on � can equivalently be written as a requirement that the learning rate ! be

suf�ciently small in the sense that

! < C � 2f � + o(1)g. (4.10)

Theorem 6. Under Condition 3, the Gibbs posterior distribution satis�es

E� n (f  : k �  ?kL2(D ) > M n " n g) ! 0, n ! 1 ,

where " n = (log tn )1=2t � �= (2� +1)
n and M n ! 1 arbitrarily slowly.

Recall that the difference between Theorems 5 and 6 is that the latter achieves (nearly) the minimax

optimal rate without the prior knowledge of � that the former assumed. So the extra logarithmic term in
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Theorem 6's rate can be interpreted as the (negligible) cost of adaptation to the unknown smoothness

of  ?.

Compared to the case where the smoothness is known, here we have a slightly tighter constraint on

� , coming from the stronger condition n � 5=3 = O(1). Figueroa-López (2009) did not get an adaptive

convergence rate result under the weaker n � 2 = O(1) condition. Ueltzhöfer and Klüppelberg (2011),

on the other hand, do achieve adaptive convergence rates for point projection estimators under that

condition. It is unclear if the difference is due to our proof techniques or due to our choice of basis.

Regardless, our conclusion in Theorem 6 above is arguably still stronger in the sense that we obtain a

rate for a full probability distribution on the space of Lévy densities, as opposed to just a point estimator.

Moreover, by averaging over different complexity indices according to a marginal Gibbs posterior, we

are better accounting for the uncertainty in K compared to previous approaches that simply plug in a

�xed choice.

We can also assess the Gibbs posterior's ability to learn the complexity of  ? by looking at the

asymptotic properties of the marginal Gibbs posterior for K . In particular, a relevant question is if the

Gibbs posterior tends to “over�t” in the sense of supporting values of K that are much larger than the

complexity index Kn used by an oracle, like in the context of Theorem 5, who knows the smoothness � of

 ?. The following result shows that, under conditions comparable to those in Theorem 6, the marginal

Gibbs posterior assigns vanishing probability to K values larger than a constant multiple of Kn .

Theorem 7. Suppose Condition 3 holds, but with (4.9) replaced by

� > � (� � 1)� 1C 2! , for some � > 1. (4.11)

Then E� n (f K : K > � Kn g) = o(1) as n ! 1 .

Note that, to achieve the strongest conclusion from Theorem 7, the condition (4.11) needs to be a

bit stronger than the condition (4.9) used in the proof of Theorem 6. That is, the conclusion is strongest

for � just slightly larger than 1, in which case, the right-hand side of (4.11) would be larger than the

right-hand side of (4.9).

It is perhaps not surprising, that the conditions on � stated in Theorems 6–7 depend on a certain

feature of the unknown  ?, namely, supx 2D  ?(x ). Since the learning rate ! can be taken to be arbitrarily
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small without affecting the concentration rate, the conditions (4.9) or (4.11) can always be arranged so,

in theory, there is no constraint. In practice, however, the user must set speci�c values for (� , ! ), and

likely this choice would need to be data-driven. General methods for selecting suitable values of (! , � )

are beyond the scope of the present chapter, but one simple idea is suggested in Section 4.5.

4.5 Practical implementation

4.5.1 Posterior computation

In addition to being free of a model / likelihood and achieving the optimal posterior concentration

rates, important feature of our proposed framework for inference on a general Lévy density is that

computation is not only doable, it is also relatively straightforward and ef�cient. Below we present these

details for the known- and unknown- K cases.

In the case where K is known, as discussed in Section 4.4.2 and Section 4.4.3, the Gibbs posterior

can be considered as a distribution for the K -dimensional basis coef�cient � K . The term e � ! tn Rn ,K (� K )

in (4.4) is proportional to the density of a multivariate normal distribution for � K , with independent

components. That is,

e � ! tn Rn ,K (� K ) =
KY

k =1

N
�
� K k j ˆ� K k , (2! tn )� 1

�
.

Therefore, if we choose the prior �̃ K for � K as

� K k
iid
� N(0,� 2

0), k = 1, . . . ,K , (4.12)

then the Gibbs posterior for � K satis�es

� K k
ind
� N

�
ˆ� K k (1+ (2! tn )� 1� � 2

0 )� 1, (2! tn + � � 2
0 )� 1

�
, k = 1� � � K .

Then by drawing posterior samples � K from such a multivariable normal distribution, posterior inference

on the Lévy density readily follows. Our choice to use a normal prior—which is conjugate to the Gibbs

“likelihood”—means we do not need Markov chain Monte Carlo, just the ordinary independent Monte

Carlo is enough. Of course, other choices of prior can be considered, and the formulas above can be
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adjusted accordingly, but then sampling from the Gibbs posterior might be more expensive.

In the case where K is unknown, as discussed in Section 4.4.4, the Gibbs posterior is for the pair

(K , � K ). Therefore, to sample from the Gibbs posterior, we �rst sample K from its marginal distribution,

and then generate � K according to the conditional distribution on K . Speci�cally, if we use the same iid

prior for the � k 's as is (4.12), then the marginal Gibbs posterior distribution of K has a probability mass

function

� n (K ) / exp
¦ KX

k =1

! tn
ˆ� 2
k

1+ (2! tn )� 1� � 2
0

�
K

2
log(2! tn � 2

0 + 1) � � K log K
©
.

The conditional Gibbs posterior distribution of � K , given K , is exactly the same as that in the known K

case discussed above.

4.5.2 Illustration

Here we present only a brief numerical illustration to demonstrate that the proposed Gibbs posterior

can be computed ef�ciently and provides an accurate estimation of the underlying Lévy density as the

results in Section 4.4 suggest, even in large-but-�nite sample cases. We consider only the unknown- K

case since that is the most practical.

Following Figueroa-López (2009), we consider X a so-called variance–gamma process, an important

special case of the general Lévy processes, as proposed by Madan et al. (1998). A variance–gamma

process can be interpreted as Brownian motion with drift with a random time generated from a gamma

process. That is, X (t ) = B(U (t ; � ); � , � ) where B(t ; � , � ) represents a Brownian motion with a linear

drift of slope � and a volatility coef�cient � , and U (t ; � ) represents a gamma process whose evaluation

at time t follows a gamma distribution with a shape parameter t � � 1 and a scale parameter � . Based

on such an interpretation, discrete observations X (t i ), i = 0, � � � ,n with t i = i � can be obtained by

alternatively generating iid increments Yi = X (t i ) � X (t i � 1), i = 0,� � �n , given as

Ui
iid
� Gamma(� � � 1, � ),

(Yi j Ui )
ind
� N(� Ui , �

2Ui ), i = 1, . . . ,n ,

where Gamma(a ,b ) represents a gamma distribution with density function proportional to x 7! x a � 1e � x =b .
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The Lévy density corresponding to a variance–gamma process parameterized by (� , � , � ) has the follow-

ing expression

 ?(x ) =

8
><

>:

� � 1jx j� 1ex =� +
, x > 0

� � 1jx j� 1ex =� �
, x < 0

where � � = (� 2� 2=4 + � 2�= 2)1=2 � ��= 2. In the following simulation, the triplet (� , � , � ) is taken as

(0,3.7 � 10� 1.5,2 � 10� 3), so we consider the same variance–gamma process set up as in Figueroa-López

(2009).

Here we consider three sampling settings where the number of observations, n , satis�es n = d0.05�

� � 5=3e, where � = 10� 3 � 2� 3 j , for j = 1,2,3. As the index j increases, we not only have more observations,

but the spacings between those observations are shrinking, as one expects in a high-frequency sampling

setting. Figure 4.1 shows a plot of the (discretely-sampled version of the) sample path t 7! X (t ), which

corresponds to the j = 3 setting, where the last observation time is tn = n � = 320. Recall that we cannot

separate the continuous and jump parts of the process without a high sampling frequency. Moreover,

the theory in the previous section implies that accurate estimation also requires a large number of

observations. So our choice of large n and small � are consistent with what both intuition and our

theory suggest is needed.

To construct the Gibbs posterior, the prior distribution for K is speci�ed in (4.8) with � = 0.5, and

the conditional prior distribution for � K , given K , is speci�ed in (4.12) with � 0 = 103. Throughout, we

use a �xed learning rate ! = 10� 5 and seek to estimate the Lévy density on the window D = [0.006,0.014].

It is convenient to actually do the numerical calculations on a slightly wider interval D 0, and then

restrict those results to the target interval D ; here we used D 0= [0.005,0.015]. In a simulation study like

this, where supx 2D  ?(x ) is known, we can set ! and � to satisfy (4.9). When the true Lévy density is

unknown, a naive strategy for choosing (! , � ) is to use (4.9) but with an estimator supx 2D
ˆ (x ) in place

of that unknown feature of  ?. Whether this is an effective strategy remains an open question.

Applying our Gibbs posterior framework to the data presented in Figure 4.1 produces the following

results. Figure 4.2 shows 500 (of the total 1000) Gibbs posterior samples of  and the corresponding Gibbs

posterior mean function, with the true Lévy density overlaid. Clearly, as j increases—i.e., increasing n
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Figure 4.1: Plot of the discretely observed sample path t 7! X (t ), on the time window [0,320], from the
variance–gamma process described in the text.

and decreasing � —the posterior samples and the posterior mean function becomes more concentrated

around the true Lévy density, as Theorem 6 predicts, and that the posterior mean curve is smoother

than any individual sample thanks to the mixing over the posterior distribution of K . Indeed, Figure 4.3

shows the posterior marginal distributions of K , which as j increases, concentrates its mass on larger

values of the complexity index, which is consistent with our expectations based on Theorem 7; some

further comments on this are given in Section 4.6. Figure 4.1 also shows the p.p.e. with trigonometric

bases and the p.p.e. with piecewise polynomials (degree =0). As described in Figueroa-López (2009), the

p.p.e. is based on a �xed penalty, which does not penalize strongly on complex SK . Therefore, the p.p.e

tends to be over-�tting, which is illustrated obviously with a trigonometric bases.

As discussed in Section 4.2.1, in general, a model-based posterior for  can not be constructed. To

compare the Gibbs posterior estimator with a model-based posterior estimator for  ?, we consider

drawing discrete observations from a compound Poisson process, a special example of Lévy processes.

Suppose g(x ) denotes the density of jump size and � denotes the jump intensity, then the Lévy den-

sity is given as � g(x ). Two examples of the jump size distribution are considered: a standard normal

distribution and a t distribution with degree of freedom 10, which are unknown; and � = 100 is as-

sumed to be known. Again, we choose three sampling settings where the number of observations, n ,
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(a) j = 1 (b) j = 2 (c) j = 3

Figure 4.2: Posterior samples of  (gray), posterior mean function (dotted black), p.p.e. with trigono-
metric bases (blue), p.p.e. with piecewise polynomials (light blue), and the true Lévy density  ? (red),
across the three sampling schemes indexed by j .

satis�es n = d� � � 5=3e, where � = 1.6 � 10� 3 � 0.5� 2 j , for j = 1,2,3. The Gibbs posterior is constructed

with ! = 0.01, � = 2! supx 2D  ?(x ), and � = 10 A model-based posterior is constructed using the

decompounding strategy (e.g., Gugushvili et al. 2018b; Duval 2013), and the jump size distribution is

assumed to be a normal distribution. That is, Yi , i = 1� � �n are modeled as i.i.d. samples from a normal

distribution with unknown mean and standard deviation, and a conjugate normal-inverse gamma prior

is adopted. Therefore, the Bayesian model is correctly speci�ed only when the jump size distribution,

encoded by g, is indeed normal. Figure 4.4 and Figure 4.5 show the estimates of  from both the Gibbs

posterior and the model-based Bayesian posterior on the window D = [0.4,2.6], based on 500 data

replications, when the true jump density g is normal (correctly speci�ed) and Student-t (misspeci�ed),

respectively. In both cases, as expected, the Gibbs posterior performs well in the sense that the posterior

posterior samples concentrate around the true Lévy density, more tightly as the sample size increases.

On the other hand, but also as expected, the model-based Bayesian posterior is very good when the

model is correctly speci�ed (Figure 4.4) in the sense that the posterior samples are more concentrated

around the true Lévy density than the Gibbs posterior samples, but when the model is misspeci�ed

(Figure 4.5, there is a bias that cannot be overcome, even when the sample size increases. The take-away

message is that, while a model-based approach can perform very well when the model is correctly

speci�ed, it can be arbitrarily bad when the model is misspeci�ed, and the data analyst has no way to
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(a) j = 1 (b) j = 2 (c) j = 3

Figure 4.3: Posterior marginal distribution of K , across the three sampling schemes.

know which of these two cases he / she is in; our proposed Gibbs approach, however, does not require

model speci�cation and, therefore, will perform well simultaneously across different data-generating

schemes.

4.6 Discussion

In this paper, we considered the challenging problem of estimation and inference on the Lévy density

under discrete sampling from a general Lévy process. Motivated by the inability to write down an

explicit likelihood in the most general of cases, we leveraged an “(approximate) expected loss minimizer”

interpretation of the Lévy density to construct a so-called Gibbs posterior distribution for  . Besides

being model- or likelihood-free, this approach also allows for the incorporation of available prior

information, e.g., on how smooth one might expect the true Lévy density to be. We investigated the

asymptotic concentration properties of our proposed Gibbs posterior distribution and established, in

the most interesting, challenging, and practically relevant cases, the posterior concentrates around

the true  ? adaptively and at (nearly) the minimax optimal rate. To our knowledge, this is the �rst

Bayesian-like concentration rate result for this general Lévy density estimation problem.

Beyond the theory, it turns out that there are some practical advantages to this Gibbs posterior

approach. One is that, since it directly focuses on the Lévy density, there are no nuisance parameters to

assign prior distributions for and to marginalize out in the posterior computations. Another advantage
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