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interpretation. Each group spent the first eight days of the workshop investi-
gating their project and reported their findings in half-hour public seminars
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Abstract

We analyzed air pollution, exposure estimates, and mortality to compare relative rates of mortality associ-
ated with airborne particulate matter smaller than 10 microns (PM10) to those of the Air Pollution Exposure
(APEX) simulated exposure estimates to PM10. We estimated the form of the relationship between PM10

concentration and mortality and APEX exposure estimates and mortality. To estimate the relative risk as-
sociated with PM10 and estimated exposure for each city, we built generalized additive models that included
adjustments for weather variables, long-term trends, and the presence of other pollutants. We completed a
case study on data sets from Cook County, IL (Chicago) and Cuyahoga County, OH (Cleveland). A simu-
lation study was conducted to compare the predictive abilities of the APEX estimates on mortality to those
of ambient concentrations. Conclusions were discussed based on the results of the case study and simulation
study.

1 Introduction and Motivation

Many recent studies [1] [2] [3] have investigated the association between air pollution and mortality. The US
EPA sets standards as to the level of air quality that must be maintained [4]. Although many convincing
trends have been observed, questions remain. A clearer picture of the effects of pollution on mortality would
aid in the development of appropriate air quality standards.

Air pollution is composed of many gaseous pollutants and various types of particulate matter (PM) which
are grouped according to the diameter of the particle. Although the mechanisms are still unknown, it is
thought that PM of different diameters may affect the body in different ways, some more harmful than others.
For instance, if PM is small enough it could be possible for it to penetrate deeper into the lungs than larger
PM. This deeper penetration could result in a higher probability of a health response. In our study we consider
PM of diameters less than 10 micrometers (PM10). This choice allows for incorporation of larger particles that
could have an effect, while still incorporating the smallest particles into our dataset. The amount and size of
PM is closely monitored by the EPA in each city. PM detecting sensors are placed throughout the cities to
collect data and monitor the air quality.

Many former studies have been carried out by calculating the average density of pollutant in the air of a
particular city and linking it to the levels of mortality within that city. However, this type of model makes
unrealistic assumptions about the uniformity of pollutant and exposure. Although the average density of air
pollutant can be a good indicator of the overall air quality of a city, the actual densities at any given locations
can vary wildly. For instance, the density of PM would be much smaller in an office building with filtered air
than at an industrial factory. Therefore, an individual in the office building would be exposed to much lower
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densities of PM than an employee in the factory. Hence the actual exposure to PM by individuals in a city
can be much different than average pollutant concentrations. It is the goal of this paper to consider a model
of the effects of air pollution on mortality that incorporates individual exposure to the pollutant rather than
simply the average ambient concentration.

In order to determine the amount of pollutant that individuals in a city are actually exposed to, the EPA
has developed a stochastic human exposure simulator model. This model generates virtual individuals, follows
them throughout their daily activities, and records their PM10 exposure. This model was created by recording
the day-to-day activities of actual people within a city. In this paper we will try to relate the simulated
individual exposure to PM to deaths due to cardiopulmonary, cardiovascular, and respiratory disease.

The paper proceeds as follows. Section 2 describes the data used in our analysis, as well as the treatment
of missing data. Section 3 describes the model we used to carry out the case studies of the data sets from
Chicago and Cleveland. Section 4 describes the simulation study we carried out to investigate the potential
benefits of including individual exposures in a health response model. Section 5 reports the results of several
models run for the case studies of the two cities. Section 6 discusses conclusions and possible future work
based on our findings.

2 Data

The data come from two sources. Mortality, meteorological data, and ambient air pollution data were obtained
from the National Mortality, Morbidity, and Air Pollution Study (NMMAPS) database and are described in
Section 2.1. The simulated personal exposures using the Air Pollution Exposure (APEX) simulator, described
in Section 2.2. The treatment of missing data is described in Section 2.3.

2.1 NMMAPS Data

The NMMAPS data are daily time series of mortality, meteorological data, and air pollutants for Cook County,
Illinois (Chicago) and Cuyahoga County, Ohio (Cleveland) taken from the NMMAPS data set completed
in 2003. The observations were collected over a 14-year period from 1987 to 2000 for a total 5114 daily
observations for each city. These data are freely available through the Internet-based Health & Air Pollution
Surveillance System at the Johns Hopkins Bloomberg School Of Public Health 1.

The mortality data considered are daily counts of deaths derived from death certificates and consist of
county residents who died of various non-accidental causes. Counts are broken down into three age categories
(under 65, 65-74, and 75 and over), and separate counts are also included for various causes of death (respiratory
failure, cardiovascular disease, and chronic obstructive pulmonary disease). The mean daily non-accidental
deaths is 115 for Chicago, ranging from a minimum of 69 deaths to maximum of 411. For Cleveland, the mean
is 37 deaths ranging from a minimum of 17 to a maximum of 68. Deaths among people age 75 and older made
up approximately half of the total deaths for each county.

Daily meteorological data included are mean temperature (◦F), dew point temperature (◦F), and the aver-
age of relative humidity (%). Air pollution data include the maximum hourly recorded measurement averaged
over all stations in the county (PM10max) and the mean daily value over the entire county (PM10mean). Air
pollutant concentrations measured in ppb are ozone (O3), sulfur dioxide (SO2), nitrogen dioxide (NO2), and
carbon monoxide (CO). PM10 and PM2.5 concentrations are measured in µg/m3.

2.2 APEX Data

The Air Pollution Exposure model (APEX) is a stochastic, multipollutant model designed to simulate pop-
ulation exposure to air pollutants. It is applied to specific study areas (in this case, Cook County, IL and
Cuyahoga County, OH) and uses census data, such as gender and age, to generate demographic characteristics
for various simulated individuals. It then constructs an activity diary to represent the sequence of activi-
ties and micro-environments each simulated individual experiences over a given period. Air quality of each
micro-environment is determined from user-specified methods and, when coupled with breathing-rate and
physiological parameters, generate the individual’s exposure to particular air pollutants. The data input to

1http://www.ihapss.jhsph.edu/
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the APEX model are briefly described in this section and more information can be found in the APEX User’s
Guide and Technical Support Document [6].

Our study considers only exposure levels to PM10, and the exposure modeling is based on PM10 concen-
trations measured at ambient air monitors in the areas being modeled. These data include the daily and
hourly concentration measurements from the monitoring data maintained in EPAs Air Quality System 2.
Daily maximum temperatures input to APEX come from the NMMAPS data set.

The population demographics are input to APEX for every Census tract in the study areas. 1,344 tracts
in Chicago (Cook County) and 502 tracts in Cleveland (Cuyahoga County) were modeled. Population counts
and employment probabilities by age and gender are used to develop representative profiles of hypothetical
individuals for the simulation. Tract-level population counts by age in one-year increments, from birth to
99 years, come from the 2000 Census of Population and Housing Summary File 1 3. The employment data
is described on the Census web site 4. In addition to using estimates of employment by tract, APEX also
incorporates home-to-work commuting data. Commuting data for all pairs of tracts were derived from the
2000 Census and were collected as part of the Census Transportation Planning Package (CTTP).

To ensure that individuals daily activities are reasonably represented within APEX, it is important to
integrate working patterns into the assessment. The APEX commuting data were collected as part of the
CTPP, and contain tabulations by place of residence, place of work, and the flows between the residence
and work. These data are available from the U.S. Department of Transportation, Bureau of Transportation
Statistics 5.

Daily activity patterns for individuals in a study area are obtained from detailed diaries that are compiled
in the Consolidated Human Activity Database (CHAD) [5]. The time-location-activity diaries input to APEX
contain information regarding an individuals age, gender, race, employment status, occupation, day-of-week,
daily maximum hourly average temperature, the location, start time, duration, and type of each activity
performed. Much of this information is used to best match the activity diary with the generated personal
profile, using age, gender, employment status, day of week, and temperature as first-order characteristics. The
approach is designed to capture the important attributes contributing to an individuals behavior.

The APEX model produces estimates of exposures in µg/m3 corresponding to the concentration of PM10

a simulated individual is exposed to in a given day according to their activities. The sample of individual
exposures is then analyzed to find the mean, maximum, and percentiles of the population exposure distribution.
For example, the covariate “P95” is the concentration of PM10 a person in the 95th percentile of the exposure
distribution experiences. The APEX exposure concentrations are lower than the ambient concentrations of
PM10 in the atmosphere, as shown in Figure 1.

2.3 Imputation of Missing Data

Our data set has a large amount of missing values for multiple covariates for various reasons. As our primary
objective is to analyze the association between PM10 concentration, APEX and the number of deaths, we
dismissed the observations that do not have PM10 measurements. The dismissed PM10 values appeared to be
missing at random and included approximately 7.8% of the observations. Also, APEX data are only available
from January 1, 1994 forward, so only these dates are included. After these two considerations, 2557 daily
observations for each city remain.

The average relative humidity information was absent in all observations past January 1, 1998, for both
Chicago and Cleveland. Alternate data were obtained through National Climate Data Center (NCDC) website
to help complete the data set. Daily minimum and maximum relative humidities were recorded for the majority
of days during the 14 year span of observations considered, and the average of the minimum and maximum
was computed from these observations to provide an additional measurement. Multiple months were not
recorded, but the new data filled in enough of the missing time period to allow analysis to continue. Due to
the difference in available measurements from the two sources, the NCDC maximum, minimum, and derived
average relative humidity measurements replaced the NMMAPS average relative humidity in our analysis.

2http://www.epa.gov/ttn/airs/airsaqs/detaildata/downloadaqsdata.htm
3http://www.census.gov/prod/cen2000/doc/sf1.pdf
4http://www.census.gov/population/www/cen2000/phc-t28.html
5http://transtats.bts.gov
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Figure 1: Ambient PM10 concentrations and APEX PM10 exposure concentration, Chicago. PM measured in
µg/m3. P95, P50, and P5 are the concentration of PM10 a person in the 95th, 50th, and 5th percentile of the
population exposure distribution experiences, respectively. pm10max and pm10mean are the maximum and
mean daily PM10 concentrations.
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Figure 2: Ozone Concentrations for Chicago.
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Predictors Primary reasons for inclusion
Day of the week To allow for different baseline mortality rates within each day of the week
Time To adjust for long-term trends and seasonality
Temperature

To control for the known effects of weather on mortalityDewpoint
Relative humidity
Mean CO

To control the potential effects of pollutants on mortalityMean Ozone
Mean SO2

Mean NO2

Table 1: Potential confounding factors in the model

The ozone measurement had systematic missing observations for Cleveland because the city does not
monitor ozone levels between November 1 and March 31 each year. We imputed the data from other covariates
known to affect ozone concentrations. Because Chicago has a near-complete data set for ozone levels (Figure
2a), it was used to explore general trends between ozone concentration and various meteorological data. A
linear regression model appeared appropriate with predictors of maximum relative humidity, average daily
temperature, day of the week, daily precipitation, total sunshine, and seasonality. A quadratic term for
temperature was included to account for a marked increase in ozone for temperatures over 50 (Figure 2b).
Seasonality was accounted for by including a sinusoidal term for time as a predictor. Model fit was checked
and the model explained most of the variation in ozone measurement. Missing ozone data for Cleveland was
filled in based on this model (Figure 3).

Several other covariates were still missing a small number of randomly distributed observations and were
chosen to be deleted. PM2.5 was not collected until March 1998, so we did not consider PM2.5 in our analysis
due to its absence in the majority of the observations and its inclusion in the atmospheric measurement of
PM10. After all omissions, there were 2535 observations for Chicago and 2542 observations for Cleveland.

3 Model Description

Generalized additive models (GAM) [7] were used in our analysis to explore the relationship between the count
of deaths as dependent variable, and additive predictors through a nonlinear link function. A log-linear GAM
was adopted in this case for the Poisson response – the number of events. Day of the week, temperature,
dewpoint, relative humidity, seasonality, mean CO level, mean Ozone level, mean SO2 level and mean NO2

level were included in the model as potential confounding effects (Table 1). To be able to get an overall picture
of the air pollution effect on the mortality, we modeled the cardiovascular deaths, respiratory deaths, all cause
deaths excluding accident, and chronic obstructive pulmonary disease seperately.

The outcome variable, Yt, is defined as the total number of events of a given type (e.g. cardiovascular
death) at time t. It is assumed to follow a Poisson distribution with mean µt, and Yt are independent of given
µt. The GAM model has the form

log(µt) = S(Xt) + βZt,

where S(Xt) = S(X1t)+S(X2t)+ · · ·+S(Xnt), Z = (Z1t, Z2t, · · · , Zmt)T and β = (β1, · · · , βm). The covariates
that are assumed to have linear impact on the log form of the count data are included in Z, while the others are
included in X. The non-linear effects of X are modeled using seperate spline functions with various number
of knots.

The lag effects of PM10 on the number of deaths were also analyzed. For example, the effect of PM10 level
from the previous day on the mortality of current day was evaluated, refered as ‘one-day lag effect’. In our
analysis, no lag, one-day lag, two-day lag, and three-day lag of PM10 were fitted in the log linear GAM model
seperately to compare the model difference. Akaike’s Information Criterion (AIC), coefficient estimate, and
p-value were used as the model selection criterion. AIC, a measure of the goodness of fit for an estimated
statistical model, is defined as AIC = 2k−2 log(L), where L is the maximized value of the likelihood function
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for the estimated model and k is the effective degrees of freedom being estimated, to keep the balance between
the goodness of fit and model complexity.

Statistical software R 2.9 was used to carry out the analysis. Package MGCV was used to analyze the
Poisson generalized additive models.

4 Simulation Study

In this section, we conduct a simulation study to investigate the potential benefits of accounting for individual
exposure in an epidemiological study of air pollution and a health response. We simulate data to closely
resemble the Chicago data. The idea of simulation is to generate pollution and response data at the individual
level using the APEX distribution and a logistic model. We randomly sample xit for the ith person on the
tth day from the data generated by APEX model (every 5th percentile of estimated PM10 exposure varying
from P5 to P95) and then yit as the response based on these predictors. Consider the logistic regression model
for a response variable yit ∼ Bernoulli(πit) where πit is the probability of death on the tth day in the city as
described below.

E(yit) = P (yit = 1|xit) = π(xit) =
exp (β0i + β1ixit)

1 + exp (β0i + β1ixit)
→ Logit(π(xit)) = log(

π(xit)
1− π(xit)

) = β0i + β1ixit

β0i ∼ N(µ0, σ
2
0) and β1i ∼ N(µ1, σ

2
1). This random-coefficient model allows for heterogeneity in the effect of

PM on different individuals in the population.
We report the simulation study in which there are d = 120 days and a population size in the city of

n = 10000 for s = 100 data sets.

Figure 4: Plot of simulated PM10 exposure data.

In the next step, we generated n=10000 Bernoulli trials, yit with the probability of π(xit). The simulated

response variable for a particular day is the sum of above Bernoulli values, i.e. yt =
n∑

i=1

yit. So, we studied

the properties of a Poisson random variable regarding our simulated data yt . Figure 4 shows a sample data
set.
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PM10Mean PM10Max P50 P95 Mean
Model 1:

β0 ∼ N(−7, 0.01) 9 7 6 6 6
β1 ∼ N(0, 0)

Model 2:
β0 ∼ N(−7, 0.01) 18 19 22 20 22

β1 ∼ N(0.0001, 0.01)
Model 3:

β0 ∼ N(−7, 0.01) 73 73 82 79 81
β1 ∼ N(0.01, 0.01)

Model 4:
β0 ∼ N(−7, 0.01) 100 100 100 100 100
β1 ∼ N(0.1, 0.01)

Model 5:
β0 ∼ N(−7, 0.01) 100 100 100 100 100
β1 ∼ N(0.5, 0.01)

Table 2: Estimated power for the GLM models.

All the simulations were conducted in R using the GLM to fit the model. We fit the Poisson regression
models taking the simulated yt as the response variable and PM10mean, PM10max, P50, P95, and mean
exposure as the predictor. Selecting one variable at a time we find the p-value of including this predictor in
the model. Table 2 reports the proportion of p-values < 0.05 for each method, i.e. the power of the method.

There are two things that we are interested in this study Type I error and the power of the test. Type
I error is defined by the probability that we reject the null hypothesis if the p-value< 0.05 when the true
value of is β1 = 0. Type I error is explored through the first model (where β1 = 0). The small percentage of
rejecting the null hypothesis indicates the small chance to include the predictor variable in the model when
there is truly no β1. It can be seen that all of these parameters provide a 6 - 9% chance of rejecting the null
hypothesis, slightly greater than the acceptable range (p-value = 0.05). For the power of the test, we look at
the probability that we reject the null hypothesis when β1 6= 0. The power of the test is examined by models 2
- 5. The high percentage of rejecting the null hypothesis represents the ability to include the predictor variable
in the model. Overall, these five variables have a high chance (> 70%) to add to the model when it should
truly be in the model. The APEX exposure estimates (P50, P95, and mean) are better predictors in all four
models (2–5) than the ambient concentrations (PM10mean and PM10max) since they generally have a higher
percentage of rejecting the null hypothesis when β1 6= 0.

5 Results

To determine the appropriate lag model, we considered lag for zero to three days and ranked them according
to their AIC value, and whether or not the lag was statistically significant. Our findings were that one day
lag was the best model for Chicago, and same day PM10 Cleveland. Because of this we chose to model both
cities separately, Chicago with one day lag and Cleveland with no lag. These choices of lag within each city
were consistent across all causes of death in each city respectively.

For each city we ran several models, shown in Tables 3 and 4. In both cities we varied our responses to
consider different types of death. We also varied the indicator of PM10, including the mean level of PM10 for
a given day (pm10mean), the maximum of the hourly measurements of PM10 (pm10max), 50th percentile of
the population exposure distribution (P50), the 95th percentile of the population exposure distribution (P95),
and the mean of the population exposure distribution (mean).

The predictor that is most commonly considered in epidemiological studies is pm10mean, however we can
see from the Table 3 that for the Chicago data set pm10max has smaller AIC for all four of our responses.
One plausible explanation for pm10max having a stronger association than pm10mean could be that the death
response is triggered only after PM10 has reached some threshold level. In this case the pm10max would be a
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COD AIC RR Log RR P-Values
PM10 Mean Resp 13021.9 1.01 0.011 0.0099
PM10 Max Resp 13018.6 1.01 0.011 0.0022

P50 Resp 13023.1 1.04 0.037 0.0179
P95 Resp 13021.5 1.02 0.021 0.0086

Mean Resp 13022.6 1.04 0.037 0.0140
PM10 Mean CVD 18199.4 1.005 0.005 0.0216
PM10 Max CVD 18195.1 1.01 0.005 0.0045

P50 CVD 18203.3 1.01 0.013 0.0999
P95 CVD 18200.2 1.01 0.009 0.0295

Mean CVD 18202.4 1.01 0.014 0.0691
PM10 Mean COP 10761 1.01 0.011 0.0675
PM10 Max COP 10759.9 1.01 0.011 0.0394

P50 COP 10762.6 1.03 0.031 0.1719
P95 COP 10762 1.02 0.018 0.1146

Mean COP 10762 1.03 0.030 0.1506
PM10 Mean NAD 20401.6 1.006 0.006 < 0.0001
PM10 Max NAD 20401.3 1.005 0.005 < 0.0001

P50 NAD 20409 1.018 0.018 0.0005
P95 NAD 20402.8 1.011 0.011 0.0001

Mean NAD 20407 1.018 0.018 0.0003

Table 3: Chicago. The relative risk, RR, correlates to a 10 µg
m3 increase in PM10. RR = e10β̂ . NAD = Non-

accidental death. Mean level of PM10 for a given day (pm10mean), the maximum of the hourly measurements
of PM10 (pm10max), 50th percentile of the population exposure distribution (P50), the 95th percentile of the
population exposure distribution (P95), and the mean of the population exposure distribution (mean).

good predictor of whether that threshold was reached.
Although pm10max is the best predictor for Chicago, the goal of our study is to determine how well the

APEX data predicts each response. From Table 3 we see that P95 is a statistically significant predictor for
respiratory death and non-accidental death, and that each model has an AIC value comparable to that of the
pm10max predictor. However, P95 does not appear to be a good predictor of COPD or CVD.

For Cleveland, Table 4, P95 is a noticeably better predictor of respiratory and non-accidental death. For
the Chicago data the difference between AIC values for the pm10max and P95 models is less than 3 for the
respiratory response and less than 1.5 for non-accidental death response, however for the Cleveland data we
find that the P95 model has an AIC value 2 less that the pm10max model for the respiratory response and
about 5.7 less than the pm10max model for the non-accidental death response. Hence P95 is a better predictor
of non-accidental death in Cleveland, and at least as good of a predictor for respiratory death in Chicago and
Cleveland, and non-accidental death in Chicago.

Upon analysis we discovered that the principal confounders that are significant to our models are mean
temperature, time trend (which accounts for seasonal variation), relative humidity, and in our Chicago models
carbon monoxide mean. Table 5 shows the p-values for each of the confounders for eight different models.
As we saw above, pm10max and P95 models for respiratory and non-accidental death responses are the most
interesting. Hence we only included these eight.

We can see from the table that mean temperature, date, and relative humidity are usually statistically
relevant predictors of the respiratory and non-accidental death responses. In Chicago carbon monoxide mean
is also a statistically significant predictor.

6 Conclusions

We studied the air pollution and its relationship to the mortality data in 2 selected cities, Chicago and
Cleveland. The exposures and ambient are used to compare for fitting the model in each city. One problem we
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COD AIC RR Log RR P-Values
PM10 Mean Resp 7605.7 1.026 0.026 0.0441
PM10 Max Resp 7606.7 1.015 0.015 0.0848

P50 Resp 7602.1 1.094 0.090 0.0063
P95 Resp 7604.6 1.037 0.036 0.0232

Mean Resp 7602.6 1.085 0.082 0.0079
PM10 Mean CVD 11776.1 1.019 0.019 0.0001
PM10 Max CVD 11778.4 1.012 0.012 0.0005

P50 CVD 11785.6 1.027 0.027 0.0443
P95 CVD 11783.2 1.016 0.016 0.0112

Mean CVD 11784.8 1.027 0.027 0.0276
PM10 Mean COP 6286.7 1.031 0.031 0.0663
PM10 Max COP 6287.2 1.02 0.020 0.0918

P50 COP 6282 1.105 0.100 0.0226
P95 COP 6289 1.041 0.040 0.0603

Mean COP 6282.7 1.092 0.088 0.0323
PM10 Mean NAD 13461.1 1.015 0.015 < 0.0001
PM10 Max NAD 13464.7 1.009 0.009 0.0001

P50 NAD 13463.3 1.037 0.036 < 0.0001
P95 NAD 13459 1.019 0.019 < 0.0001

Mean NAD 13461.7 1.036 0.035 < 0.0001

Table 4: Cleveland. The relative risk, RR, correlates to a 10 µg
m3 increase in PM10. RR = e10β̂ . NAD = Non-

accidental death. Mean level of PM10 for a given day (pm10mean), the maximum of the hourly measurements
of PM10 (pm10max), 50th percentile of the population exposure distribution (P50), the 95th percentile of the
population exposure distribution (P95), and the mean of the population exposure distribution (mean).

found is that there are many missing data, especially in Cleveland data set. The linear regression technique is
applied to impute the missing data in Cleveland. In the other hand, we removed the missing data in Chicago
as only a few are missing. The results show that the best predictor variables that will be included in the
model vary by city to city. The max, ambient, and concentration variables are significant to the model for
Chicago data whereas 95th percentile of exposure is only one significant variable for modeling Cleveland. We
also investigated an accounting for individual variable by simulation method. The non-accidental deaths are
generated by assuming Bernoulli distribution with the probability that was randomly selected from 5th 95th
percentile of the exposures of the APEX model. Then, we fitted the data to the Poisson regression model and
calculated the proportion that we reject the null hypothesis if p-value ¡ 0.05 when the null hypothesis is true.
The simulation results present that the exposure can lead to a 5-10% increase in the power of test.

Several issues concern about the limitations in this study, for example, the small data set, and the variables
assumed in the simulation model. First we picked only Chicago and Cleveland to fit the model and did the
simulation for Chicago data. It can be extended to additional cities and we also recommend investigating
these additional data as well as we did for Chicago. Second, we examine one variable in the simulation at a
time which is the percentile of the PM10 exposure estimated by APEX model. It is interesting to add one or
more variable to the model and also the higher order terms including the polynomial and interaction for the
further study. Another issue to concern is that the results of simulation technique rely on the generated data
only from the APEX model. It is possible to improve the data by combining the simulated exposures with
the actual data.
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Chicago Cleveland
pm10max P95 pm10max P95

resp NAD Resp NAD Resp NAD Resp NAD
Mean Tempeture 2.62e-08 2e-16 1.06e-08 2e-16 0.07 0.039 0.0683 0.0124

Date 7.54e-10 2e-16 7.89e-10 2e-16 0.04 0.0003 0.0431 1.05e-07
Relative humidity 0.0001 1.88e-06 0.0002 0.0001 0.007 0.0158 0.0272 0.0472

COmean 0.0124 0.009 0.013 0.0097 0.38 0.5131 0.4425 0.8706

Table 5: Table of p-values for each confounder for each model.
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1 Introduction

Since its discovery and approval for human use over fifty years ago, Warfarin has become the most widely
used oral anticoagulant worldwide, prescribed over 20 million times each year in the United States. It is
commonly used to prevent abnormal blood clotting.

Despite its widespread use it ranks among the top ten drugs in the United States associated with serious
adverse events, as doses required for safe and effective treatment can vary by a factor of 10 among individuals.
[NEJM] Thus traditional methods of establishing an appropriate warfarin dosage level based on clinically
measurable data end up using a significant degree of trial and error. This can put patients at risk from life
threatening side effects from over-dosage, which can result in hemorrhaging of blood, or under-dosage, which
can result in lack of efficacy in preventing those medical conditions for which warfarin is prescribed (such as
stroke).

The efficacy of warfarin for an individual is gauged by the standard measure for blood clotting ability is
the International Normalized Ratio (INR). The standard target INR range is between 2.0 and 3.0. For some
patients achieving a stable level within this target may not occur even after 90 days.

Currently the process for achieving a stable dose for a patient requires often months of a trial and error
process, decreasing efficacy and increasing risk of side effect during that time. By improving on the dosing
process, the amount of time it take to reach stable dose, and the corresponding risks to patients could be
reduced. It has been previously reported that the use of genetic markers within a predictive dosing algorithm
could reduce this time.[2, 3, 4, 7]

Many studies have reliably and consistently found that variations in two genes, cytochrome P4502C9
(CYP2C9) and Vitamin K epoxide reductase complex subunit 1 (VKORC1), are significantly correlated with
warfarin dose, and the U.S. Food and Drug Administration (FDA) includes this finding on the drug label. 1 [5]

Recently, the International Warfarin Pharmacogenetics Consortium (IWPC), composed of 21 research
groups from around the world, grouped their studies to assemble a collection of data from 5700 patients and
derived a global dosing algorithm based on 5052 of those patients. [6] This pharmacogenomic algorithm had
two genetic and six clinical predictors, and predicted over 43% of the variation in therapeutic dosing within
the study, outperforming a dosing algorithm with only clinical predictors (26%)and a traditional fixed dose
approach (0%).

In the current study, we use the data currently available from the IWPC consortium to evaluate several
aspects of the performance of the published algorithm. Additionally, we explore the potential of refined dosing
algorithms for different racial and ethnic subpopulations in the data, as unique risk factors and genetic back-
grounds may change the optimal model within these groups, with the goal of minimizing error in the models
for each individual.

1.1 Methods and Results

1.2 Data Cleaning

The current dataset contained and had clinical and genetic information from 5933 patients. We only consid-
ered those subjects who successfully reached a stable dose of warfarin, and whose target INR was between 2

1That these two genes play a part in the regulation of blood clotting levels has been known since around the early 1990s. The
genes encode proteins involved in the regulation of vitamin K, which is essential for blood clotting. The VKORC1 is part of the
Vitamin K epoxide reductase complex which activates vitamin K, thereby increasing blood clotting ability. CYP2C9 is resident
in the liver and its metabolism of warfarin deactivates the effect of warfarin on blood clotting.

This connection between warfarin and vitamin K can explain some of the instability in the dosage of warfarin. A shift in
vitamin K levels (through ingestion of spinach, for example) can throw off the relationship between warfarin dosage and INR.
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and 3, to be consistent with the approach of the IWPC study, resulting in a total of 5106 individuals available
for analysis. An additional 3 patients were excluded from analysis based on inconsistent or unique racial and
ethnic identifiers(H”, Black British”, Black African”), resulting in a total of 5103 patients for analysis. The
data had already been cleaned substantially to increase consistency among data entries, and we did some
further data cleaning. For example, we eliminated some differences in usage of capital letters and hyphens
(other” vs. Other”) as well as some variations in terminology (African-American”, African American”,Black or
African-American” were all changed to Black”). Additionally, due to deviations from normality, the outcome
variable of interest (the therapeutic dose of warfarin), was transformed using a square root transformation.

1.2.1 Subgrouping

The data set had multiple data fields pertaining to race and ethnicity, including “race reported” and “OMB”.
We relied primarily on these two variables to generate ethnic and racial subsets of the table. Individuals that
appeared to belong to more than one racial category (having been listed under reported race as “Intermediate”
or “Other Mixed Race”) were grouped together under “Other”. Not all racial and ethnic groups had sample
sizes deemed large enough to justify separate analysis. For example, only 42 patients (0.008%) were classified
as “Hispanic”. 2 Only groups with a minimum of 50 individuals per group were used for stratifying the
datasets into groups.

1.2.2 Data Summary

Data was evaluated for the following variables:

• Continuous variables: height, weight, therapeutic warfarin dose, square root of therapeutic dose, target
INR, INR reported with stable warfarin dose

• Categorical variables: clinical

– gender, age

– project site, reason for warfarin treatment

– other health conditions:
diabetes, congestive heart failure and or valve replacement

– other medications:
amiodarone, enzyme inducer status(carbamazepine, phenytoin, OR rifampin), aspirin, acetaminophen,
simvastatin, atorvastatin (Lipitor), fluvastatin, lovastatin, pravastatin, rosuvastatin,cerivastatin,
sulfonamide antibiotics, macrolide antibiotics, anti-fungal azoles, herbal medications or vitamin
supplements

• Categorical variables: genetic CYP2C9, VKORC1 SNPs (1639, 497, 1173, 1542, 3730, 2255, 4451)

Tables 1 through 6 display summaries of the majority of variables included in the current dataset. Summary
means, standard deviations, proportions, and total counts are included as appropriate for each variable.

2These 42 patients were classified as “Hispanic” under the current US Office of Management and Budget (OMB) racial and
ethnic classification scheme (enacted in 1997).
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Variable Whole Data OMB White OMB Black OMB Asian OMB Other
Count 5103 3035 663 958 447
Height (cm) 168.74 (10.29) 171.03 (9.94) 170.44 (10.42) 161.49 (7.74) 166.21 (9.57)
Weight (kg) 80.62 (22.09) 84.65 (19.92) 92.36 (27.07) 61.61 (11.74) 76.58 (19.76)
Therapeutic Dose 32.90 (17.36) 33.73 (17.83) 41.69 (19.5) 24.59 (11.12) 32.06 (13.72)
Warfarine Dose sqrt 5.56 (1.43) 5.63 (1.44) 6.28 (1.49) 4.84 (1.07) 5.53 (1.20)
Target INR 2.52 (0.18) 2.54 (0.15) 2.52 (0.13) 2.39 (0.17) 2.66 (0.23)
Reported INR 2.43 (0.33) 2.46 (0.32) 2.44 (0.33) 2.32 (0.32) 2.50 (0.37)

Table 1: Continuous Variables, mean(SD): OMB Categories

Variable Chinese Japanese Korean Malay Mixed NA
Count 335 227 259 82 80 464
Height (cm) 162.08 (7.78) 161.46 (8.29) 160.61 (7.58) 161.57 (6.8) 162.88 (9.79) 169.73 (9.61)
Weight (kg) 62.28 (12.91) 61.41 (10.41) 59.62 (9.87) 63.69 (13.33) 70.17 (14.17) 87.09 (21.33)
Therapeutic Dose 22.81 (10.51) 19.99 (9.03) 28.4 (8.33) 25.69 (9.7) 32.31 (10.93) 32.69 (14.68)
Warfarine Dose sqrt 4.66 (1.03) 4.36 (0.97) 5.27 (0.78) 4.97 (0.98) 5.6 (0.98) 5.58 (1.24)
Target INR 2.5 (0) 2.31 (0.25) 2.25 (0) 2.5 (0) 2.77 (0.25) 2.66 (0.12)
Reported INR 2.37 (0.36) 2.31 (0.25) 2.21 (0.3) 2.48 (0.26) 2.61 (0.36) 2.53 (0.34)

Table 2: Continuous Variables, mean(SD): Race Reported Categories (count ≥ 50)

Variable Whole Data OMB White OMB Black OMB Asian OMB Other
Count 5103 3035 663 958 447
Gender female 2234 (43.8%) 1183 (39%) 371 (56%) 448 (46.8%) 232 (51.9%)

male 2866 (56.2%) 1852 (61%) 292 (44%) 507 (52.9%) 215 (48.1%)
Total Known 5100 (99.9%) 3035 (100%) 663 (100%) 955 (99.7%) 447 (100%)

Age (years) 10-19 13 (0.3%) 6 (0.2%) 2 (0.3%) 2 (0.2%) 3 (0.7%)
20-29 119 (2.3%) 69 (2.3%) 21 (3.2%) 14 (1.5%) 0 (0%)
30-39 230 (4.5%) 103 (3.4%) 49 (7.4%) 51 (5.3%) 15 (3.4%)
40-49 545 (10.7%) 231 (7.6%) 109 (16.4%) 147 (15.3%) 27 (6%)
50-59 1000 (19.6%) 505 (16.6%) 163 (24.6%) 234 (24.4%) 0 (0%)
60-69 1211 (23.7%) 692 (22.8%) 151 (22.8%) 276 (28.8%) 58 (13%)
70-79 1341 (26.3%) 940 (31%) 120 (18.1%) 185 (19.3%) 98 (21.9%)
80-89 597 (11.7%) 465 (15.3%) 42 (6.3%) 34 (3.5%) 92 (20.6%)
90+ 33 (0.6%) 24 (0.8%) 6 (0.9%) 1 (0.1%) 96 (21.5%)
Total Known 5089 (99.7%) 3035 (100%) 663 (100%) 944 (98.5%) 56 (12.5%)

Table 3: Demographic Variables: OMB Categories
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Variable Chinese Japanese Korean Malay Mixed NA
Count 335 227 259 82 80 464

Gender female 142 (42.4%) 63 (27.8%) 176 (68%) 41 (50%) 51 (63.8%) 191 (41.2%)
male 193 (57.6%) 161 (70.9%) 83 (32%) 41 (50%) 29 (36.3%) 273 (58.8%)
Total 335 (100%) 224 (98.7%) 259 (100%) 82 (100%) 80 (100%) 464 (100%)

Age 10-19 1 (0.3%) 0 (0%) 1 (0.4%) 0 (0%) 2 (2.5%) 0 (0%)
20-29 4 (1.2%) 0 (0%) 5 (1.9%) 3 (3.7%) 5 (6.3%) 1 (0.2%)
30-39 21 (6.3%) 2 (0.9%) 19 (7.3%) 3 (3.7%) 8 (10%) 1 (0.2%)
40-49 46 (13.7%) 8 (3.5%) 58 (22.4%) 26 (31.7%) 15 (18.8%) 21 (4.5%)
50-59 79 (23.6%) 39 (17.2%) 89 (34.4%) 18 (22%) 26 (32.5%) 49 (10.6%)
60-69 91 (27.2%) 73 (32.2%) 74 (28.6%) 24 (29.3%) 18 (22.5%) 109 (23.5%)
70-79 81 (24.2%) 76 (33.5%) 11 (4.2%) 4 (4.9%) 5 (6.3%) 172 (37.1%)
80-89 12 (3.6%) 14 (6.2%) 2 (0.8%) 4 (4.9%) 1 (1.3%) 106 (22.8%)
90+ 0 (0%) 1 (0.4%) 0 (0%) 0 (0%) 0 (0%) 5 (1.1%)

Age Total 335 (100%) 213 (93.8%) 259 (100%) 82 (100%) 80 (100%) 464 (100%)

Table 4: Demographic Variables: Race Reported Categories (count ≥ 50)



1 INTRODUCTION 7

Genetic Marker Genotype Whole Data OMB White OMB Black OMB Asian OMB Other
(Count) 5103 3035 663 958 447
CYP2C9 *1/*1 3637 (71.3%) 1907 (62.8%) 577 (87.0%) 835 (87.2%) 318 (71.1%)

*1/*2 738 (14.5%) 619 (20.4%) 38 (5.7%) 1 (0.1%) 80 (17.9%)
*1/*3 467 (9.2%) 336 (11.1%) 23 (3.5%) 75 (7.8%) 33 (7.4%)
*2/*2 55 (1.1%) 49 (1.6%) 0 (0%) 0 (0%) 6 (1.3%)
*2/*3 68 (1.3%) 63 (2.1%) 1 (0.2%) 0 (0%) 4 (0.9%)
*3/*3 19 (0.4%) 15 (0.5%) 0 (0%) 1 (0.1%) 3 (0.7%)
Total Known 4984 (97.7%) 2989 (98.5%) 639 (96.4%) 912 (95.2%) 444 (99.3%)

VKORC1 497 G/G 78 (1.5%) 74 (2.4%) 3 (0.5%) 0 (0%) 1 (0.2%)
G/T 509 (10.0%) 464 (15.3%) 27 (4.1%) 6 (0.6%) 12 (2.7%)
T/T 1281 (25.1%) 637 (21%) 360 (54.3%) 245 (25.6%) 39 (8.7%)
Total Known 1868 (36.6%) 1175 (38.7%) 390 (58.8%) 251 (26.2%) 52 (11.6%)

VKORC1 1173 C/C 928 (18.2%) 455 (15%) 337 (50.8%) 46 (4.8%) 90 (20.1%)
C/T 881 (17.3%) 556 (18.3%) 67 (10.1%) 162 (16.9%) 96 (21.5%)
T/T 975 (19.1%) 207 (6.8%) 7 (1.1%) 732 (76.4%) 29 (6.5%)
Total Known 2784 (54.6%) 1218 (40.1%) 411 (62.0%) 940 (98.1%) 215 (48.1%)

VKORC1 1542 C/C 794 (15.6%) 231 (7.6%) 26 (3.9%) 525 (54.8%) 12 (2.7%)
C/G 1086 (21.3%) 806 (26.6%) 110 (16.6%) 138 (14.4%) 32 (7.2%)
G/G 887 (17.4%) 645 (21.3%) 169 (25.5%) 44 (4.6%) 29 (6.5%)
Total Known 2767 (54.2%) 1682 (55.4%) 305 (46%) 707 (73.8%) 73 (16.3%)

VKORC1 1639 A/A 954 (18.7%) 315 (10.4%) 12 (1.8%) 595 (62.1%) 32 (7.2%)
A/G 1364 (26.7%) 1063 (35.0%) 91 (13.7%) 98 (10.2%) 112 (25.1%)
G/G 1352 (26.5%) 800 (26.4%) 431 (65%) 13 (1.4%) 108 (24.2%)
Total Known 3670 (71.9%) 2178 (71.8%) 534 (80.5%) 706 (73.7%) 252 (56.4%)

VKORC1 2255 C/C 448 (8.8%) 306 (10.1%) 80 (12.1%) 46 (4.8%) 16 (3.6%)
C/T 551 (10.8%) 371 (12.2%) 28 (4.2%) 135 (14.1%) 17 (3.8%)
T/T 657 (12.9%) 116 (3.8%) 10 (1.5%) 524 (54.7%) 7 (1.6%)
Total Known 1656 (32.5%) 793 (26.1%) 118 (17.8%) 705 (73.6%) 40 (8.9%)

VKORC1 3730 A/A 313 (6.1%) 183 (6%) 82 (12.4%) 38 (4%) 10 (2.2%)
A/G 1011 (19.8%) 614 (20.2%) 203 (30.6%) 165 (17.2%) 29 (6.5%)
G/G 1320 (25.9%) 465 (15.3%) 102 (15.4%) 734 (76.6%) 19 (4.3%)
Total Known 2644 (51.8%) 1262 (41.6%) 387 (58.4%) 937 (97.8%) 58 (13%)
NA 2459 (48.2%) 1773 (58.4%) 276 (41.6%) 21 (2.2%) 389 (87%)

VKORC1 4451 A/A 72 (1.4%) 67 (2.2%) 3 (0.5%) 1 (0.1%) 1 (0.2%)
A/C 271 (5.3%) 227 (7.5%) 33 (5%) 4 (0.4%) 7 (1.6%)
C/C 594 (11.6%) 246 (8.1%) 243 (36.7%) 81 (8.5%) 24 (5.4%)
Total Known 937 (18.4%) 540 (17.8%) 279 (42.1%) 86 (9%) 32 (7.2%)

Table 5: Genotype Counts: OMB Categories
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Genetic Marker Genotype Chinese Japanese Korean Malay Mixed NA
(Count) 335 227 259 82 80 464
CYP2C9 *1/*1 285 (85.1%) 218 (96%) 231 (89.2%) 63 (76.8%) 63 (78.8%) 315 (67.9%)

*1/*2 0 (0%) 0 (0%) 0 (0%) 0 (0%) 11 (13.8%) 90 (19.4%)
*1/*3 24 (7.2%) 9 (4%) 28 (10.8%) 7 (8.5%) 5 (6.3%) 47 (10.1%)
*2/*2 0 (0%) 0 (0%) 0 (0%) 0 (0%) 1 (1.3%) 2 (0.4%)
*2/*3 0 (0%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 7 (1.5%)
*3/*3 0 (0%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 2 (0.4%)
Total Known 309 (92.2%) 227 (100%) 259 (100%) 70 (85.4%) 80 (100%) 463 (99.8%)

VKORC1 497 G/G 0 (0%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 4 (0.9%)
G/T 3 (0.9%) 0 (0%) 0 (0%) 0 (0%) 3 (3.8%) 7 (1.5%)
T/T 200 (59.7%) 0 (0%) 26 (10%) 5 (6.1%) 20 (25%) 17 (3.7%)
Total Known 203 (60.6%) 0 (0%) 26 (10%) 5 (6.1%) 23 (28.8%) 28 (6%)

VKORC1 1173 C/C 9 (2.7%) 0 (0%) 0 (0%) 7 (8.5%) 5 (6.3%) 83 (17.9%)
C/T 59 (17.6%) 26 (11.5%) 31 (12%) 36 (43.9%) 2 (2.5%) 91 (19.6%)
T/T 251 (74.9%) 201 (88.5%) 228 (88%) 39 (47.6%) 0 (0%) 27 (5.8%)
Total Known 319 (95.2%) 227 (100%) 259 (100%) 82 (100%) 7 (8.8%) 201 (43.3%)

VKORC1 1542 C/C 250 (74.6%) 201 (88.5%) 23 (8.9%) 37 (45.1%) 3 (3.8%) 33 (7.1%)
C/G 62 (18.5%) 26 (11.5%) 3 (1.2%) 38 (46.3%) 11 (13.8%) 151 (32.5%)
G/G 8 (2.4%) 0 (0%) 0 (0%) 7 (8.5%) 9 (11.3%) 107 (23.1%)
Total Known 320 (95.5%) 227 (100%) 26 (10%) 82 (100%) 23 (28.8%) 291 (62.7%)

VKORC1 1639 A/A 162 (48.4%) 201 (88.5%) 219 (84.6%) 2 (2.4%) 8 (10%) 4 (0.9%)
A/G 36 (10.7%) 26 (11.5%) 30 (11.6%) 0 (0%) 43 (53.8%) 10 (2.2%)
G/G 7 (2.1%) 0 (0%) 0 (0%) 3 (3.7%) 29 (36.3%) 15 (3.2%)
Total Known 205 (61.2%) 227 (100%) 249 (96.1%) 5 (6.1%) 80 (100%) 29 (6.3%)

VKORC1 2255 C/C 9 (2.7%) 0 (0%) 0 (0%) 7 (8.5%) 3 (3.8%) 14 (3%)
C/T 61 (18.2%) 26 (11.5%) 3 (1.2%) 38 (46.3%) 4 (5%) 10 (2.2%)
T/T 250 (74.6%) 201 (88.5%) 23 (8.9%) 37 (45.1%) 0 (0%) 4 (0.9%)
Total Known 320 (95.5%) 227 (100%) 26 (10%) 82 (100%) 7 (8.8%) 28 (6%)

VKORC1 3730 A/A 6 (1.8%) 0 (0%) 31 (12%) 7 (8.5%) 4 (5%) 3 (0.6%)
A/G 62 (18.5%) 26 (11.5%) 0 (0%) 36 (43.9%) 13 (16.3%) 17 (3.7%)
G/G 252 (75.2%) 201 (88.5%) 226 (87.3%) 39 (47.6%) 6 (7.5%) 8 (1.7%)
Total Known 320 (95.5%) 227 (100%) 257 (99.2%) 82 (100%) 23 (28.8%) 28 (6%)

VKORC1 4451 A/A 1 (0.3%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 3 (0.6%)
A/C 4 (1.2%) 0 (0%) 0 (0%) 0 (0%) 1 (1.3%) 15 (3.2%)
C/C 33 (9.9%) 0 (0%) 26 (10%) 5 (6.1%) 5 (6.3%) 10 (2.2%)
Total Known 38 (11.3%) 0 (0%) 26 (10%) 5 (6.1%) 6 (7.5%) 28 (6%)

Table 6: Genotype Counts: Race Reported Categories (count ≥ 50)

1.2.3 Remarks

Despite data cleaning, there are many caveats in order that are the result of a lack of consistency among
groups in (1) selecting patients and in (2) selecting data variables. An example of bias in selecting patients
appears in the Korean study, whose 258 patients were all listed as having had a heart valve replacement. The
location of consortium members could be partly responsible for the high number of white patients and the low
number of Hispanic and African patients. Lack of uniformity in selecting data variables resulted in missing
data. Despite a consensus within the IWPC on which variables to include in the overall study, only a few
variables had information for all patients in the study.

The therapeutic mean dose for the OMB Asian subpopulation is significantly lower than for other subpop-
ulations. Non-genetic factors such as differences in mean weight and target dosage are significantly lower as
well, so these could account for at least some of the difference. This lack of consistency makes it difficult to
assess the degree that genetic differences have a role in this difference.

While the uniformity of the data collected from the IWPC study is far from ideal, the lessons learned can
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be incorporated could be valuable should a follow up study of this scale be conducted.

2 Tests for Demographic Differences Between Subgroups

To investigate potential clinical and genetic differences between the racial and ethnic subpopulations eval-
uated, we performed tests of associations for these demographic variables. All analyses were performed with
JMP Version 7.0 (www.jmp.com) and SAS Version 9.1.3 (www.sas.com).

For each racial and Asian subgroup, we compared all of the variables in the published NEJM algorithm [6].
In addition, we compared gender, age, indication for Warfarin treatment, Carbamazepine Tegretol, Pheny-
toin Dilantin, Rifampin or Rifampicin, Diabetes, Congestive Heart Failure, Valve Replacements, Aspirin, Ac-
etaminophen or Paracetamol, Simvastatin Zocor, Atorvastatin Lipitor, Fluvastatin Lescol, Lovastatin Mevacor,
Pravastatin Pravachol, Rosuvastatin Crestor, Cervastatin Baycol, Sulfonamide Antibiotics, Macrolide Antibi-
otics, Anti Fungal Azoles and Herbal Medications Vitamins.

Association analysis was performed in JMP software (www.jmp.com). Contrasts between subpopulation
were performed with either Chi-square tests of association for categorical demographic variables, or Student’s
T tests for continuous outcomes (or nonparametric versions in the case of assumption violations). Two-tailed
p-values for obtained for each test. For each test our null hypothesis assumed that there was not a correlation
between the row variable and the column variable, and we used a conventional alpha rate of 0.05 as our cut-off
for determining statistical significance. Finally, we used Microsoft Excel to plot our p-values for each subgroup.

In tables 7 - 11 every variable that has a p-value of less than .05 is denoted with an asterisk (*). Our
tables visulaize differences between subgroups, and show that there is a significant difference between most
of the variables for each subgroup. For example, the Chinese have a significant difference for VKORC1 than
the other Asian subgroups as seen in the table. These significant associations suggest potentially important
demographic differences that could be accounted for by the subpopulation specific models.
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White vs. White vs. White vs. Asian vs. Asian vs. Black vs.
Variable Black Asian Other Other Black Other
Gender * * * *
Age * * *
Ind. for Warfarin Treatment * * * *
Amiodarone Cordarone * * * * * *
Carbamazepine Tegretol * * * *
Phenytoin Dilantin * * * *
Rifampin or Rifampicin * * * *
Enzyme Inducer Status * *
CYP2C9 *1/*2 * * * *
CYP2C9 *1/*3 * * *
CYP2C9 *2/*2 * *
CYP2C9 *2/*3 * *
CYP2C9 *3/*3
CYP2C9 NA * *
VKORC1 1639 NA * *
VKORC1 1639 A/A * * * * *
VKORC1 1639 A/G * * * *
VKORC1 497 G/T * * * * *
VKORC1 497 G/G * * * * *
VKORC1 497 NA * * * * *
VKORC1 1173 C/C * * * *
VKORC1 1173 C/T * * *
VKORC1 1173 NA * * * * *
VKORC1 1542 C/C * * * * *
VKORC1 1542 C/G * *
VKORC1 1542 NA * * * *
VKORC1 3730 A/A * * * *
VKORC1 3730 A/G * * *
VKORC1 3730 NA * * * * *
VKORC1 2255 C/C * * *
VKORC1 2255 C/T * * *
VKORC1 2255 NA * * * * *
VKORC1 4451 A/A * *
VKORC1 4451 A/C * * * *
VKORC1 4451 NA * * * * *
Diabetes * * * * *
Congestive Heart Failure * * * * * *
Valve Replacement * * * *
Aspirin * * * * *
Acetaminophen * * * *
Simvastatin Zocor * * * *
Atorvastatin Lipitor * * * * * *
Fluvastatin Lescol * * *
Lovastatin Mevacor * * * *
Pravastatin Pravachol * * * * * *
Rosuvastatin Crestor * * * *
Cervastatin Baycol * * * *
Sulfonamide Antibiotics * * * *
Macrolide Antibiotics * * * *
Anti Fungal Azoles * * * *
Herbal Medications * * *

Table 7: Contingency Analysis for OMB Races
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Korean vs. Korean vs. Korean vs. Korean vs. Korean vs.
Variable Chinese Japanese Malay Mixed NA
Gender * * * *
Age * * *
Ind. for Warfarin Treatment * * * * *
Amiodarone Cordarone * * * *
Carbamazepine Tegretol * * * * *
Phenytoin Dilantin * * * * *
Rifampin or Rifampicin * * * * *
CYP2C9 *1/*2 * *
CYP2C9 *1/*3 *
CYP2C9 *2/*3 *
CYP2C9 NA * *
VKORC1 1639 NA * * * *
VKORC1 1639 A/A * * * *
VKORC1 1639 A/G * * *
VKORC1 497 G/T * *
VKORC1 497 NA * * * *
VKORC1 1173 C/C * * * *
VKORC1 1173 C/T * * *
VKORC1 1173 NA * * *
VKORC1 1542 C/C * * *
VKORC1 1542 C/G * * * * *
VKORC1 1542 NA * * * * *
VKORC1 3730 A/A * * *
VKORC1 3730 A/G * * *
VKORC1 3730 NA * * *
VKORC1 2255 C/C * * * *
VKORC1 2255 C/T * * * *
VKORC1 2255 NA * * * *
VKORC1 4451 A/C *
VKORC1 4451 NA * *
Diabetes * * * * *
Congestive Heart Failure * * * * *
Valve Replacement * * * * *
Aspirin * * * * *
Acetaminophen * * * * *
Simvastatin Zocor * * * * *
Atorvastatin Lipitor * * * * *
Fluvastatin Lescol * * * * *
Lovastatin Mevacor * * * * *
Pravastatin Pravachol * * * * *
Rosuvastatin Crestor * * * * *
Cervastatin Baycol * * * * *
Sulfonamide Antibiotics * * * * *
Macrolide Antibiotics * * * * *
Anti Fungal Azoles * * * * *
Herbal Medications * * * * *

Table 8: Contingency Analysis for the Koreans
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Chinese vs. Chinese vs. Chinese vs. Chinese vs.
Variable Japanese Malay Mixed NA
Gender * *
Age * * * *
Ind. for Warfarin Treatment * * * *
Amiodarone Cordarone * * * *
Carbamazepine Tegretol * * * *
Phenytoin Dilantin * * * *
Rifampin or Rifampicin * * * *
CYP2C9 *1/*2 * *
CYP2C9 *2/*2 *
CYP2C9 *2/*3 *
CYP2C9 NA * * *
VKORC1 1639 NA * * * *
VKORC1 1639 A/A * * * *
VKORC1 1639 A/G * * *
VKORC1 497 NA * * * *
VKORC1 1173 C/C * * *
VKORC1 1173 C/T * * *
VKORC1 1173 NA * * * *
VKORC1 1542 C/C * * * *
VKORC1 1542 C/G * * *
VKORC1 1542 NA * * *
VKORC1 3730 A/A * *
VKORC1 3730 A/G * * *
VKORC1 3730 NA * * *
VKORC1 2255 C/C * *
VKORC1 2255 C/T * * * *
VKORC1 2255 NA * * *
VKORC1 4451 NA * *
Diabetes * * *
Congestive Heart Failure * * * *
Valve Replacement * * * *
Aspirin * * *
Acetaminophen * * * *
Simvastatin Zocor * * * *
Atorvastatin Lipitor * * * *
Fluvastatin Lescol * * * *
Lovastatin Mevacor * * * *
Pravastatin Pravachol * * * *
Rosuvastatin Crestor * * * *
Cervastatin Baycol * * * *
Sulfonamide Antibiotics * * * *
Macrolide Antibiotics * * * *
Anti Fungal Azoles * * * *
Herbal Medications * * * *

Table 9: Contingency Analysis for the Chinese
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Japanese vs. Japanese vs. Japanese vs.
Variable Malay Mixed NA
Gender * * *
Age * *
Ind. for Warfarin Treatment * *
Amiodarone Cordarone *
Carbamazepine Tegretol *
Phenytoin Dilantin *
Enzyme Inducer Status * *
CYP2C9 *1/*2 *
CYP2C9 *3/*3 *
CYP2C9 NA * *
VKORC1 1639 NA * * *
VKORC1 1639 A/A * * *
VKORC1 1639 A/G *
VKORC1 497 G/G * * *
VKORC1 497 NA * * *
VKORC1 1173 C/C * * *
VKORC1 1173 C/T * *
VKORC1 1173 NA * * *
VKORC1 1542 C/C * *
VKORC1 1542 C/G * *
VKORC1 1542 NA * *
VKORC1 3730 A/A * *
VKORC1 3730 A/G * *
VKORC1 3730 NA * * *
VKORC1 2255 C/C * *
VKORC1 2255 C/T * *
VKORC1 4451 A/A *
VKORC1 4451 A/C * * *
VKORC1 4451 NA * *
Diabetes * * *
Congestive Heart Failure * * *
Valve Replacement * *
Aspirin * *
Acetaminophen * *
Simvastatin Zocor *
Atorvastatin Lipitor *
Fluvastatin Lescol *
Lovastatin Mevacor *
Pravastatin Pravachol *
Rosuvastatin Crestor *
Cervastatin Baycol *
Sulfonamide Antibiotics *
Macrolide Antibiotics * *
Anti Fungal Azoles * *
Herbal Medications * * *

Table 10: Contingency Analysis for the Japanese
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Malay vs. Malay vs. Mixed vs.
Variable Mixed NA NA
Gender *
Age * *
Ind. for Warfarin Treatment * * *
Amiodarone Cordarone * * *
Carbamazepine Tegretol * *
Phenytoin Dilantin * *
Rifampin or Rifampicin * *
CYP2C9 *1/*2 * *
CYP2C9 NA * *
VKORC1 1639 NA * *
VKORC1 1639 A/A * *
VKORC1 1639 A/G * *
VKORC1 497 NA * *
VKORC1 1173 C/C * *
VKORC1 1173 C/T * * *
VKORC1 1173 NA * * *
VKORC1 1542 C/C * *
VKORC1 1542 C/G * * *
VKORC1 1542 NA * * *
VKORC1 3730 A/A * *
VKORC1 3730 A/G * * *
VKORC1 3730 NA * * *
VKORC1 2255 C/C *
VKORC1 2255 C/T * *
VKORC1 2255 NA * *
Diabetes * * *
Congestive Heart Failure * *
Valve Replacement * * *
Aspirin * * *
Acetaminophen * * *
Simvastatin Zocor * * *
Atorvastatin Lipitor * *
Fluvastatin Lescol * *
Lovastatin Mevacor * *
Pravastatin Pravachol * *
Rosuvastatin Crestor * *
Cervastatin Baycol * *
Sulfonamide Antibiotics * *
Macrolide Antibiotics * *
Anti Fungal Azoles * *
Herbal Medications * * *

Table 11: Contingency Analysis for the Malay and Mixed
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3 Measure of performance of the NEJM algorithm by subgroups

Based on the many demographic differences between the subpopulations (as shown in Tables 7 - 11, we decided
to evaluate the performance of the dosing algorithm previously described (reference the NEJM paper). The
mean absolute error was used as the measure of fit, based on the published algorithm, shown in Figure 1 .

Figure 1: published NEJM algorithm
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The Mean Absolute Error (MAE) is a measure of the performance of a forecasting model and is expressed
as:

MAE =
1
n

n∑

i=1

|fi − yi|

=
1
n

n∑

i=1

|ei|

Where

• n is the size of the dataset used.

• i is the index row indicator of individuals.

• fi is the vector of forecasted values by the algorithm.

• yi is the vector of observed outcomes in the dataset.

• ei is the vector of errors of the model.

For each stratified group, the algorithm was used to generate predicted values for the square root trans-
formed therapeutic dose of warfarin. These predicted values were used in calculating the MAE and standard
deviation of these errors for each group (shown in Table 1).

Group N Rows MAE (Mean/Std Dev)
Total 5103 0.840 (0.742)
OMB White 3035 0.840 (0.764)
OMB Black 663 0.979 (0.861)
OMB Asian 958 0.786 (0.627)
OMB Other 13 0.666 (0.454)
Korean 259 0.727 (0.486)
Chinese 335 0.761 (0.601)
Japanese 227 0.786 (0.707)
Malay 82 0.983 (0.735)
Mixed 80 0.679 (0.532)
NA 464 0.834 (0.612)

Table 12: NEJM algorithm [6] Performance

This chart shows the MAE for each subpopulation. In addition, this table shows the standard deviation
in parenthesis. The main observation of the table is that the MAE observed is similar between OMB groups
with more accuracy observed in the OMB Asian group. The variability observed is also very uniform between
groups with only one exception in the Korean case which is less variable (0.486).

4 Dosing Predictions for the Anticoagulant Warfarin

4.1 Univariate analysis

Univariate least square regression analyses were conducted for the whole data set and each subpopulation
to determine the effect of each variable separately. Since the distribution of the therapeutic dose of warfarin
was right skewed, the square-root transformation of doses was used. One patient with a weekly dose of 315
mg was excluded in the analyses because this dose was considered extraordinarily high and rare. Table 13
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and 14 shows the univariate analysis results, where ? indicates a significant association between the predictor
and the outcome at α level of 0.05. The tables also shows how the predictors affect the outcome differently
across subpopulations. For example, patient’s height is significantly associated with the outcome for the whole
population and all the subpopulations except for the Chinese and Malay. The patient’s weight is significantly
associated with the outcome for the whole population and all the subpopulations except for the Korean. The
presence of genotype variants of CYP2C9 affects the outcome for the whole population, the OMB white,
OMB Asian, and OMB Other group, but not for the OMB Black group. It also affects the outcome for the
Chinese, Japanese, and NA group, but not for the Korean, Malay, and Mixed group. All seven single nucleotide
polymorphisms (SNPs) of the gene VKORC1 have significant impact on warfarin dose for the whole population
and the OMB White subpopulation. For other subpopulations, at least one of the seven SNPs are associated
with the outcome. It is also worth mentioning that the VKORC1 -4451 consensus SNP has impact on only
the OMB White subpopulation.

OMB OMB OMB OMB
Variable Whole White Black Asian Other
Height (cm) * * * * *
Weight (kg) * * * * *
Target INR * *
INR on Reported Therapeutic Dose of Warfarin *
Age * * * * *
Gender * * *
Indication for Warfarin Treatment * * * *
Amiodarone (Cordarone) * * * * *
Carbamazepine (Tegretol) * *
Phenytoin (Dilantin) * *
Rifampin or Rifampicin * *
Enzyme inducer status * *
CYP2C9 * * * *
VKORC1 -1639 consensus * * * * *
VKORC1 497 consensus * * * *
VKORC1 1173 consensus * * * * *
VKORC1 1542 consensus * * * * *
VKORC1 3730 consensus * * * * *
VKORC1 2255 consensus * * * *
VKORC1 -4451 consensus * *
Diabetes *
Congestive Heart Failure and/or Cardiomyopathy * * *
Valve Replacement * * * *
Aspirin * *
Acetaminophen or Paracetamol (Tylenol) *
Herbal Medications, Vitamins, Supplements * * *

Table 13: Univariate Analysis for OMB Races
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Variable Korean Chinese Japanese Malay Mixed NA
Height (cm) * * * *
Weight (kg) * * * * *
Target INR *
INR on Reported Therapeutic Dose of Warfarin * *
Age * * * *
Gender * *
Indication for Warfarin Treatment * *
Amiodarone (Cordarone)
Carbamazepine (Tegretol)
Phenytoin (Dilantin)
Rifampin or Rifampicin
Enzyme inducer status *
CYP2C9 * * *
VKORC1 -1639 consensus * * * * *
VKORC1 497 consensus *
VKORC1 1173 consensus * * * * *
VKORC1 1542 consensus * * * *
VKORC1 3730 consensus * * * *
VKORC1 2255 consensus * * *
VKORC1 -4451 consensus
Diabetes
Congestive Heart Failure and/or Cardiomyopathy
Valve Replacement * *
Aspirin *
Acetaminophen or Paracetamol (Tylenol)
Herbal Medications, Vitamins, Supplements

Table 14: Univariate Analysis for the Asian Subgroups
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Figure 2: Frequency of different CYP2C9 variants in OMB population groups

As the gene effects on the Warfarin dosing is the focus of this study, a precise knowledge about the dis-
tribution of different gene variants within the various races is required. In Figure 2 the frequency of different
CYP2C9 variants (represented as proportions/probabilities), namely *1/*1, *1/*2,*1/*3, *2/*2,*2/*3, *3/*3
among the racial groups is shown. It can be seen that the OMB White and Black groups are significantly
different in the probability of CYP2C9 *1/*1. In addition, the OMB Asian and White show different behavior
for the CYP2C9 *1/*2 distribution.

Figure 3: Univariate analysis of CYP2C9 for different subpopulations
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Figure 3 shows the results of the univariate analysis of CYP2C9 for different subpopulations. As seen in
this Figure, CYP2C9 does not have a strong effect on the outcome for some subpopulations. It also can be seen
that the idea of splitting the OMB subpopulations, especially the OMB Asian group, to smaller race/ethnic
groups allows us to see the difference of the effect of the genetic factors across these refined sub-groups. For
example, the effect of CYP2C9 is substantially different between the Japanese and the Malay group, which
were included in the OMB Asian group.

Figure 4: Univariate analysis of different gene variants for the whole population

Figure 4 shows the p-values from the univariate analysis for the whole population with dummy coded vari-
ants of CYP2C9 and VKORC1 SNPs. It can be seen that VKORC1 497 GT, VKORC1 113 CT and VKORC1
1542 CG do not have an important effect on dosing prediction.

4.2 Whole Population And Subpopulation Models

Multivariable least square regression models were run for the whole population and each of the subpop-
ulations. Again, square-root transformed doses were used, and the single large outlier was excluded in the
analyses. Variable selection was carried out with the backward selection method. The significance level for
staying in the model was chosen as 0.05. Observations with missing on age, height, weight, or gender were
excluded in the analyses. For all other variables, missing was treated as a distinct category. Dummy variables
were created for each of the class variables with more than two categories. Table 15 shows the final models
and parameter estimates. It can be seen that the subpopulation models are quite different from each other
and from the model based on the whole population. After adjusting for other variables in the model, the
age, height, and weight factors act more or less the same for the OMB groups, but not for the more detailed
race/ethnic groups. Other demographic and background factors act differently across subpopulations. The
variations in the two genes, CYP2C9 and VKORC1, have similar effect for the whole population and the OMB
White subpopulation but not for other subpopulations. This may due to the fact that more than half of the
sample in our study is Caucasian, and for both genes, the haplotye and allele frequencies are different among
stratified subpopulations.

To evaluate the predictive accuracy of each model, the absolute difference between the predicted and
observed dose (in the square-root scale), i.e. absolute error, was calculated for each patient, and the mean
absolute error (MAE) was obtained for each model. Table 16 shows the MAE and its standard deviation, the
mean predicted weekly dose in the square-root scale and its standard deviation, and the coefficient of determi-
nation R2, which is defined here as the square of the sample correlation coefficient of the predicted dose and
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the observed dose (in the square-root scale). The results show that the MAEs from the subpopulation models
are consistently lower than the ones from the whole population model, and the R2’s from the subpopulation
models are consistently higher than the ones from the whole population model. Figure 5 shows the box plots
of the observed dose minus the predicted dose, i.e. residuals. On average, compared to the whole population
model, the subpopulation models give residuals with less extreme values and a narrower interquartile range.
We were unable to build a decent model for the Japanese subpopulation because most of the background
variables were missing.
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OMB OMB OMB OMB
Variable Whole White Black Asian Other Chinese Japanese Korean Malay Mixed NA
Intercept 4.38 4.37 3.21 7.22 2.17 7.03 4.91 5.21 7.82 5.72 2.30
Age in decades -0.22 -0.25 -0.20 -0.22 -0.20 -0.26 -0.13 -0.35 -0.18 -0.26
Height (cm) 0.01 0.02 0.02 -0.01 0.02 0.02
Weight (kg) 0.01 0.01 0.01 0.02 0.01 0.01 0.01 0.02 0.01
Indication 1 0.27 0.23 1.79
Indication 2 0.25 0.20 1.63
Indication 3 -0.62 1.38
Indication 4 0.22 0.43 -0.31 2.06
Indication 7 0.35 0.37
Indication 8 0.16 0.26 0.51 1.71
Acetaminophen NA -0.27 -0.29
Amiodarone -0.56 -0.56 -0.85 -0.50 -0.81 -0.65 -0.66 -1.07
Amiodarone NA -0.18
Aspirin -0.55
Atorvastatin -0.22 1.22
Atorvastatin NA -0.67
Carbamazepine 1.22 1.83
Cerivastatin NA 1.32 1.99 2.81
Congestive Heart Failure -0.18 -0.14 -0.28 -0.23 1.48
Congestive Heart Failure NA 0.68 1.70 1.30 0.84
Diabetes 0.10 1.18
Diabetes NA 0.25
Enzyme Inducer Status 1.18 1.17
Fluvastatin -2.75
Fluvastatin NA -0.42
Herbal NA 0.13 0.16
Lovastatin -0.46
Phenytoin -0.54 1.03
Phenytoin NA -1.64
Rosuvastatin NA -1.80
Simvastatin -0.12
Simvastatin NA 0.30
Sulfonamide NA 0.39
Valve Replacement 0.38
Valve Replacement NA -1.24 -1.96 -2.60
CYP2C9 12 -0.48 -0.51 -0.34 -0.39
CYP2C9 13 -0.89 -0.99 -0.57 -0.85 -0.69 -1.02 -1.02 -0.86
CYP2C9 22 -1.13 -1.19 -0.95 -1.73
CYP2C9 23 -1.74 -1.76 -2.50 -2.35
CYP2C9 33 -2.45 -2.61 -2.62 -1.49 -3.60
CYP2C9 NA -0.36 -0.65
VKORC1 -1639 AA -1.00 -1.08 -1.14 -1.78 -0.62 -1.44
VKORC1 -1639 AG -0.52 -0.50 -0.83 -0.72 -0.48
VKORC1 -1639 NA -0.29 -0.35 -0.69 -1.36
VKORC1 497 NA -0.23 1.36
VKORC1 1173 CC 0.86 1.00 1.22 1.49 1.55
VKORC1 1173 CT 0.48 0.58 0.69 0.71 0.85 0.75
VKORC1 1173 NA 0.24 0.34 0.33
VKORC1 1542 CC -0.77 -0.96 -0.71 -2.14 -1.67 -1.59
VKORC1 1542 CG -0.41 -0.47 -1.23 -0.69
VKORC1 1542 NA -0.23 -0.37 -1.74 -1.69
VKORC1 3730 AA -1.43
VKORC1 3730 AG -0.77
VKORC1 3730 NA -0.33 -0.34
VKORC1 2255 CC -0.37 -0.79
VKORC1 2255 CT -0.27 -0.52 -0.58
VKORC1 2255 NA 0.30 1.48
VKORC1 -4451 AA -1.98
VKORC1 -4451 AC -1.05
VKORC1 -4451 NA -0.25
OMB Other -0.49
OMB Black -0.37

Table 15: Multivariable Analyses



5 SUMMARY 23

Pred Sqrt Dose MAE R2(%)
Sub-Pop Whole Pop Sub-Pop Whole Pop Sub-Pop Whole Pop
Model Model Model Model Model Model

Whole - 5.56 (0.98) - 0.77 (0.66) - 48
OMB White 5.62 (1.00) 5.63 (0.94) 0.77 (0.66) 0.78 (0.67) 49 48
OMB Black 6.28 (0.95) 6.28 (0.89) 0.89 (0.73) 0.95 (0.77) 41 33
OMB Asian 4.85 (0.73) 4.82 (0.77) 0.59 (0.52) 0.64 (0.56) 46 39
OMB Other 5.53 (0.86) 5.53 (0.82) 0.65 (0.53) 0.74 (0.59) 51 39
Chinese 4.66 (0.73) 4.64 (0.77) 0.56 (0.47) 0.62 (0.53) 50 40
Japanese 4.36 (0.20) 4.47 (0.54) 0.72 (0.62) 0.74 (0.69) 4 5
Korean 5.27 (0.51) 5.17 (0.62) 0.46 (0.38) 0.52 (0.43) 42 33
Malay 4.97 (0.71) 5.10 (0.66) 0.55 (0.39) 0.64 (0.47) 53 37
Mixed 5.60 (0.67) 5.77 (0.77) 0.58 (0.41) 0.69 (0.54) 46 29
NA 5.58 (0.91) 5.49 (0.75) 0.66 (0.55) 0.73 (0.58) 53 44

Table 16: Model performance

Figure 5: Model performance by race

5 Summary

In the current project, we demonstrated there are potentially important demographic characteristics (both
clinical and genetic factors) in the racial and ethnic subgroups and evaluated the performance of the previously
published dosing prediction in each of these subgroups. As expected, there were differences in the performance
between the subgroups, with the smallest errors in the Asian groups and the largest error in the Black group.

Because of these differences in performance, we performed model building to develop of new dose prediction
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algorithm specifically for each subpopulation. These models were built using linear regression with backwards
selection for variable selection. The model fit and performance for each of these newly constructed models
was calculated and compared to the models based on the entire population. Our results indicate improved
model fit and predictive performance for these new models compared to a global model. While we compared
measure of model fit and prediction statistically, the real value of these models should be evaluated in future
studies. [1] Evaluating these models for clinical utility in future prospective and observational studies would
provide the most important measures of model fit - clinical utility.

Additionally, while these models have extremely high predictive performance (with 40-50% of the variation
in warfarin dosing explained), there is still a large amount of variation that is not explained by these models.
As additional factors that influence warfarin dose are identified, these models should be re-evaluated and
updated to obtain even better predictions to further increase the efficacy and decrease the risks associated
with warfarin use.
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Abstract

Global warming has become a generally accepted theory in the past decade or so. A recent wave of severe
storms has raised the question of whether global warming has or will result in an increase in both frequency
and intensity of such extreme weather events. This paper will examine large-scale indicators that are
generally believed to be closely related to severe storms, using extreme value theory. We present numerous
methods, such as the Generalized Extreme Value distribution, the Generalized Pareto distribution, and
Bayesian approaches incorporating spatial correlation between measurement locations. These approaches
are applied to a data set covering the United States and surrounding regions for the years 1958 to 1999,
to predict return levels for extreme events. We also attempt to determine if there was a change in the
behavior of these events over the time period of interest.
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1 Introduction and Motivation

Changing weather patterns have always been of interest, but what is of greater concern is the behavior of
extreme events. These pose significant threats to life and property. In many cases, they have a large economic
impact as well. An unexpected high-intensity tornado or snowfall could have serious repercussions. For
instance, the 20.3-inch snowfall in Raleigh, NC of 2000 [18] or the infamous hurricanes in the recent past. In
this paper, we look specifically at severe storms and whether they are becoming more severe or frequent over
time. Storms can be classified by windspeed (in kts.) and size of hail (diameter in cms.)

Severity Classifiers
Non-severe Hail < 1.9 and winds < 55 , no tornado
Severe Hail ≥ 1.9 and 55 ≤ wind < 65 or tornado
Significant non-tornadic Hail ≥ 5.07 and wind ≥ 65
Significant tornadic Same as above but with a tornado of intensity ≥ F2

Table 1: Table of storm classification [14].

Presently the average time of advance warning for an approaching tornado is 5-13 minutes [12]. The
coarse resolution of current climate models renders them incapable of capturing fine scale extreme events such
as tornadoes or hurricanes. This leads us into the consideration of large-scale indicators which can predict
extreme weather much farther in advance. Of specific interest are the convective available potential energy
(CAPE), measured in Joules/Kg, and the vertical shear of the tropospheric horizontal winds (WS), measured
in meters/second. From [1], a combination of these two parameters results in a good indicator of extreme
weather events. Typically, severe thunderstorms are associated with large values of CAPE and WS.

Figure 1: A scatterplot of CAPE and WS associated with severe thunderstorms in the US from 1997 - 1999 [1].

We consider
Wmax =

√
(2× CAPE)

WmSℎ = Wmax ×WS

Scaling Wmax in this way puts the indicator on the same scale as windshear, in meters per second.
The n-year return level, yn, is the extreme level expected to occur every n years. This paper deals with

the 20-year return levels of WmSℎ. Note that the return levels are not for storms themselves, but for an
indicator that tells whether the environment is conducive for severe storms or not.
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Our main goal is to try to provide probabilistic information about storms’ frequency and intensity of
occuring. This study begins with a brief introduction to univariate extreme value theory. We discuss the
Generalized Extreme Value (GEV) distribution and the Generalized Pareto Distribution (GPD) in sections 2.1
and 2.2. The data are described in section 3.1. In section 3.2, an exploratory analysis is done using the GEV
and the GPD methods, immediately followed by a comparison of the two methods based on results from our
data set.

Next, we briefly address the issue of dependence between subsequent extreme values in section 3.3. High
threshold exceedances tend to occur in clusters over time. We look into whether declustering may provide
some reasonable solutions to this problem. As a possible improvement to the GEV method, in section 3.4 we
attempt to incorporate a time component, or linear trend into the GEV model.

Further, in section 4 we consider employing Bayesian methods and spatial aspects in the analysis. Under
Bayesian methods, a prior density function for the unknown parameters is specified, and then a posterior
density for the parameters, given the observations, is computed. We account for the fact that extremal
behavior may also be related to a spatial component, included through the covariates latitude and longitude.
The Markov chain Monte Carlo (MCMC) methods are used for these computations.

2 Extreme Value Theory

This paper studies methods for univariate extreme value analysis. This section describes the two basic methods,
namely, the GEV distribution and the GPD, which we have employed to do the analysis. More details can be
found in [18].

2.1 GEV distribution

Let X1, X2, . . . , Xn be a sequence of i.i.d. random variables with distribution function F . Suppose Mn =
max(X1, . . . , Xn) is the sample maximum. Then we know that

Pr {Mn ≤ x} = F (x)n,

so for any fixed x such that F (x) < 1, P r {Mn ≤ x}
n→∞−→ 0

To obtain a non-trivial limit result, we must renormalize. We need to find sequences an and bn such that

Pr

{
Mn − bn

an
≤ x

}
= F (anx+ bn)n → H(x)

Here we invoke the Three Types Theorem first stated by Fisher and Tippett (1928) and later proved by
Gnedenko (1943):

If a non-degenerate H exists, then it must be one of the following three types:

H(x) = exp(−e−x), for all x (1)

H(x) =

{
0, x < 0,

exp(−x−�), x > 0
(2)

H(x) =

{
exp(−∣x∣−�), x < 0

1, x > 0
(3)

Equation (1) is called the Gumbel type, equation (2) the Fréchet type and equation (3) the Weibull type.
The three distributions may be combined into a single type called the GEV distribution. The GEV distribution
is defined by

P (X ≤ x) = exp

{
−
[
1 + �

(
x− �
�

)]−1/�
+

}
,

where x+ = max(x, 0). In this equation, � is the location parameter, � is the scale parameter and � is the
shape parameter. It can be seen immediately that the limit � → 0 corresponds to the Gumbel type, � > 0 to
the Fréchet type and � < 0 to the Weibull type.
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2.2 GPD

Long-tailed processes have been modeled using the Pareto distribution for some time now. A rigorous con-
nection of the GPD with classical extreme value theory was established by Pickands (1975).

Let X1, X2, . . . , Xn be a sequence of i.i.d. random variables with distribution function F . In this method,
first a threshold u is fixed. The threshold should be high enough to ensure that only the truly extreme values
are included in the analysis but not so high so as to prevent proper model-fitting. Threshold selection can be
a topic for further exploration but is not studied fully here. All points Xi in the data above this threshold are
included in the analysis. Consider the conditional distribution of the exceedances Yi = Xi − u :

Pr {Y ≤ y∣Y > 0} =
F (u+ y)− F (u)

1− F (u)

As u→ sup {x : F (x) < 1}, we have

Pr {Y ≤ y∣Y > 0} → G(y, �̃, �),

where G is the GPD given by

G(y, �̃, �) = 1−
(

1 + �
y

�̃

)−1/�
+

.

Here �̃ and � are the scale and shape parameter, respectively. We can establish a relation between these
parameters and the parameters of the GEV distribution as follows:

�GPD = �GEV = �

�̃ = � + � (u− �)

The main advantage of the GPD method is that more observations can be used than for the GEV distribution,
which only considers the annual maxima. This usually leads to more precise estimates of parameters and other
statistics, e.g., return levels.

3 Exploratory Data Analysis

3.1 Data

The data used is part of Brooks’ global data set [1]. The re-analysis data has all observations from each time
index synthesized using a static data assimilator. The WmSh data set consists of daily observations at 884
different locations on a 1.4× 1.4 degree grid across the United States and adjacent regions over a 42-year time
period (1958-1999). As several days are not observed, we have 15,300 observations at each location. For a
description of re-analysis data, see [1]. The data set used for this report has only one variable, namely, the
WmSh value itself. For more information, refer to [15].

Figure 2 is a simple histogram of WmSℎ values for 1000 < WmSℎ < 5500.
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Figure 2: Histogram of WmSh Data for 1958 - 1999.

Extreme value theory is not interested in all of the data, only the extreme points. Figure 3 shows the
spatial distribution of the data, in form of the three quartiles and the 95tℎ percentile, which will be used later
(section 3.2.2). It is important to note that the scale for the 95tℎ percentile is significantly higher than those
of the other quartiles.

Figure 3: Heat Maps of each of the Quartiles and (on a different scale) the 95th Percentile for the Data
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3.2 Stationary Models

3.2.1 GEV

In order to use the GEV method for our data, we first extract the annual maximum at each location and then
we obtain the maximum likelihood estimates of the three parameters of the GEV distribution, �, � and �, for
each of the 884 locations. Figure 4 shows the results we obtained using functions in R [2, 3, 7, 8, 11, 20, 10].
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Figure 4: Heat Plots of �, �, and � Values of the GEV Distribution

The location parameter � anchors the distribution towards the mean of extreme values of WmSh. Estimates
of � give us an idea of the average of extreme WmSh values across the region under consideration. In the first
plot, we can see a concentration of high values along the ‘tornado alley’ of the United States and downward
towards parts of Mexico and the Gulf of Mexico. (For the purpose of this paper, we will refer to this entire
region as ‘tornado alley’.)

The scale parameter � tells us about the spread of the data, but is not the same as the standard deviation.
From the plot we see that the data seem to be more variable in tornado alley. We also observe this phenomenon
over a part of the Pacific Ocean in the bottom left of the graph. This may be a consequence of the fact that
data collection over the ocean might not be as reliable as that over land. However, due to time constraints,
further analysis of this issue was not done.

Estimated values of the shape parameter � along the tornado alley seem to be negative, ranging from just
below 0 to about -0.4. A negative � corresponds to the Weibull distribution from section 2.1. This could
be due to the high values of WmSℎ in this area, so that many observations could have come close to the
physical boundary of the underlying process. Although they are negative, all values of � are within acceptable
reasonable range for MLE estimation. The remaining areas, however, show predominantly positive values,
ranging from just above 0 to about 0.3.

After obtaining the maximum likelihood estimates, we can obtain a plug-in estimator of the 20-year return
levels. Figure 5 shows the 20-year return level for each spatial location. Once again, values are particularly
high in tornado alley, which is in accordance with what we would expect.
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Figure 5: Heat Plot of the 20-Year Return Levels of the GEV Distribution

To assess the goodness of fit, we look at several diagnostic plots. Figure 6 shows quantile-quantile (Q-Q)
plots and histograms for two randomly chosen locations, indicating a reasonable fit of the GEV distribution
to the data. The first site is over the Pacific, while the second one is located in the northeast United States.
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Note that the first site does not contain many extreme values, and so the GEV distribution can easily account
for this. Due to the many extreme values at the second site, the data fit is not as good.

Figure 6: Q-Q and Histograms of sites 45 and 735 for GEV

3.2.2 GPD

As stated in section 2.2, to obtain the exceedances that go into the GPD distribution, we first need to select a
threshold u. Having a fixed u across all locations would be problematic, as the location of the data distribution
is very different across the region of interest (see Figure 3). Therefore, we choose u to be the 95tℎ percentile
at each location. That is, at each station separately, we include the top 5% of values. The bottom right plot
in Figure 3 shows these 95tℎ percentiles.
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Figure 7: Heat Maps of the MLEs of the GPD Distribution Parameters

The maximum likelihood estimates of the GPD distribution parameters �̃ and � are shown in Figure
7. As in the previous section, estimates of the scale parameter (left panel) are comparatively large in the
tornado alley region, indicating a higher variability of the data in that area. The estimated values of the shape
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parameter � (right panel) are mostly negative, indicating a distribution that is bounded above. In the tornado
alley, the values range from about -0.1 to approximately -0.24 in tornado alley.

The plug-in estimates of the 20-year return levels in Figure 8 are again comparatively high in tornado alley.
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Figure 8: Heat Maps of the 20-Year Return Levels of the GPD Distribution

Finally, we assess goodness of fit in the same way as we did in the previous section on the GEV distribution.
Figure 9 shows Q-Q plots and histograms for the same two locations. The next section features a comparison
of the two approaches.

Figure 9: Q-Q and Histograms of sites 45 and 735 for GPD

3.2.3 Comparison of GEV and GPD

This section will compare different aspects of the GEV and the GPD method, and provides some visual
comparisons of the results. Theoretically the � parameter is the same in the GEV and the GPD. However,
due to different amounts of data used in the annual max analysis vs. exceedances, the parameter estimates
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are different. The GEV only consideres annual maxima, while the GPD tries to model all values that exceed
a certain threshold u.
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Figure 10: Maximum Likelihood Estimates of � for GEV (left) and GPD (right)

First we will compare the estimates of � plots between the two methods. In theory, these parameters are
asymptotically equivalent. Of course, for any given data set, they will never be exactly the same for the two
approaches. Figure 10 shows the two previously included maps of parameter estimates side by side for ease
of comparison. These plots do not appear to be very similar. Dependences between subsequent exceedances
in the GPD model did not seem to be responsible for the difference in the estimates, since declustering (see
section 3.3) did not solve the issue. The discrepancies seem instead to be due to the fact that the GPD uses a
much higher proportion of the original data values. Using annual maxima (1/365 = 0.274% of the data) as in
the GEV approach corresponds to using a threshold of approximately 99.7%. We found that after applying
the same 99.7% threshold for the GPD, the � estimates are comparable.
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Figure 11: Return Level plots for GEV (left) and GPD (right)

Next, we compare our estimates for the 20-year return levels from the two approaches. The two heat maps
in Figure 11 look very similar. This is reassuring, as different estimates for � in Figure 10 did not result in a
large difference for the relevant statistic.
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Figure 12: Standard Error of the 20-Year Return Levels for the GEV and GPD

We also examine the variability in the 20-year return level estimates from the two methods. Figure 12
shows plots of the standard error of the 20-year return level for the GEV and the GPD in the left and right
panel, respectively. We see that the standard errors for the GPD appear to be lower than those for the GEV.
This is to be expected, as more data (and therefore information) is used in the GPD approach.

As a last step, we put the diagnostic plots for the two approaches side-by-side. We see that both models
fit the data fairly well, but the GPD appears to do a better job at the first site, which exhibited less extreme
values. Overall, however, the goodness of fit is fairly similar.

Figure 13: Q-Q Plots of 2 Stations for GEV (left) and GPD (right)

3.3 Declustering

When modeling exceedances using the GPD approach, it is often noted that subsequent extreme values are
correlated over time, and tend to occur in clusters. This, of course, violates the assumption of independent
observations, and might result in an inaccurate representation of the distribution of extreme values. As a
simple and somewhat crude solution to this problem, a technique called runs declustering is often employed.
To apply this technique, one must first choose a value r ≥ 1. Two subsequent exceedances are then considered
to be part of different clusters if there are at least r observations between them which do not exceed the
threshold under consideration. Then, declustering simply discards all observations but the maximum for any
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given cluster [14].
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Figure 14: Extremal indices for all exceedances (left), after declustering with r = 1 (middle), and after
declustering with r = 2 (right)

To assess the autocorrelation between threshold exceedances, one often consideres a statistic called the
extremal index [4]. The extremal index is bounded between 0 and 1, with large values indicating complete
independence, and values near zero an indication of perfect dependence between the exceedances.
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(c) r = 2

Figure 15: Return level for all exceedances (left), after declustering with r = 1 (middle), and after declustering
with r = 2 (right)

We ran two declustering algorithms on our data, using r = 1 and r = 2. The resulting extremal indices are
shown in Figure 14. Ultimately we are interested in estimating return levels after fitting our models. Figure
15 shows return levels based on the GPD model using original and declustered data. We see from the two
figures that, for our data set, declustering neither results in a big change in the extremal indices nor in the
estimated return levels. Therefore, we did not explore this avenue of data analysis any further.

3.4 Time Trend

One of the main points of our analysis was to find out whether there was any indication that the extreme
behavior of WmSℎ had changed over the 42-year time period under consideration. A change in scale and/or
frequency of extreme values of WmSℎ would indicate a similar change in extreme weather events.

To explore this question, we included a time component in the GEV model. The model is very similar to
the one in section 2.1, but now we assume that

� = �0 + year ∗ �1.

After fitting the model to all 884 locations separately, we obtain a maximum likelihood estimate of �1 at
each location. Figure 16 (a) shows that the estimated slope �1 is positive at many locations, thus indicating a
shift of the location of the annual maxima towards higher values. The average of �1, taken over all locations,
is 216.9.
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Figure 16: Heat maps of the slope coefficient over time for � (a), and the difference in estimated return levels
between 1999 and 1958 (b)

Using these estimates, it is now possible to calculate return levels for any year within the time period of
interest. In Figure 16 (b) we show the difference between the 20-year return levels for the year 1999, and the
20-year return levels for the year 1958. As expected, we see a similar behavior in these differences as we did
for �1. Many locations show an increase in the return levels, especially over the United States. The average
difference, taken over all locations, is 59.0. This means that we estimate an average increase in WmSℎ of 59.0
in the region of interest from 1958 to 1999, based on the crude model fitted.
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Figure 17: Locations with significant positive (green) and significant negative (red) slopes over time

This raises the question of whether the observed changes over time at some locations are just due to random
variability, or whether they are due to a real change in the underlying processes. To answer this question, we
calculated likelihood ratio test statistics to test the hypothesis “�1 = 0” for each location separately. Without
accounting for multiple comparisons, of the 884 locations, 115 exhibited a statistically significant positive
slope, while 46 exhibited a significant negative slope (all at the � = 0.05 level). Figure 17 shows the locations
of the locations where the null hypothesis �1 = 0 was rejected.

To actually control the family-wise error rate at � = 0.05 when conducting multiple statistical tests, one
must account for the fact that more than one test is carried out simulaneously. We decided to use the sequential
step-down procedure introduced by Holm [13] to adjust our p-values. Using this procedure, only four locations
showed a significant trend over time, all of them positive.

4 Analysis using Bayesian Spatial Extreme Value Models

Based on the findings of our exploratory data analysis, we fit two Bayesian hierarchical models using the
GPD as a likelihood function. Alternatively, we could have used the GEV distribution as a likelihood as in,
e.g. [16], but by using the GPD we exploit a larger amount of data. Both models allow parameter values
to vary spatially but the two models differ in their treatment of spatial association. By fitting each model
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using Bayesian techniques, the uncertainty associated with parameters and return-levels under each model is
properly accounted for. Additionally, the Bayesian framework provides sufficient flexibility to fit large and
complicated models. Markov chain Monte Carlo (MCMC) methods are employed to obtain a sample of size
5,000 from the posterior distribution after an initial burn-in period of 5,000 iterations. Four parallel chains
were used to assess convergence.

4.1 Model 1

The first, and most basic, Bayesian model we considered is based on a GPD model (see section 2.2) for the
exceedances yk(si) = xk(si)− u(si) with different shape and scale parameters for tornado alley and outside of
tornado alley. Specifically, consider the model defined by,

yk(si)∣yk(si) > 0, �(si), �(si) ∼ GPD(�(si), �(si)),

k = 1, . . . ,Ki

i = 1, . . . , n

u(si) = 95th percentile of x(si)

�(s) = � + ��1s∈A�

�(s) = � + ��1s∈A�

(4)

The sets A� and A� refer to arbitrarily defined regions which roughly align with tornado alley. We defined
the regions based on the heat maps of GPD MLEs (Figure 7). Alternatively, we could estimate A via, e.g. a
discrete mixture of normals, but manually defining tornado alley in this fashion is sufficient given the research
questions considered in this report.

To complete the model specification, the prior distributions for the unknown parameters are assumed to
be,

� ∼ IG(2.1, 500)

�� ∼ N(0, 1002)

� ∼ N(0, .12)

�� ∼ N(0, .12),

where each parameter is assumed a priori independent. As a general rule, we tried to use prior distributions
which were relatively diffuse but still place high mass on reasonable parameter values. However, given the
size of the data set, any prior will essentially be overwhelmed by the likelihood. In contrast, [5] describes an
approach for eliciting informative prior distributions but the prior distributions given above worked well for
our models.

The posterior means for the parameters were found to be �̂ = 265.07, �̂� = 281.46, �̂ = 0.04, and �̂� =
−0.09. Figure 18 displays the 20-year return levels over the region of interest.
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Figure 18: Posterior mean of 20-year return levels for Model 1.

As expected, Model 1 showed that values of WmSℎ were higher for the tornado alley region. However,
contrasting Figure 18 with Figure 11 shows that Model 1 is, perhaps, more simple than the process displayed
by the data.

4.2 Model 2

As an extension of Model 1, we allow �(si) to vary across locations by assuming

log(�(si)) = w(si) ∼ GP (�w, �
2��(⋅))

where GP (⋅) is a Gaussian process and ��(⋅) is the exponential correlation function such that

Cov(w(si), w(sj)) = �2 exp{−�× ∥si − sj∥}

and ∥ ⋅ ∥ is spherical distance. Even though examination of Figure 7 gives evidence towards the use of a
non-stationary process, the methodology to implement such a process is beyond the scope of this report so the
simpler stationary Gaussian process is assumed. The prior distributions for � and �� given above in Section
4.1 are again used for Model 2. Addtionally, we assume � ∼ IG(3, .3), �2 ∼ IG(2.1, 1), and � ∼ Unif(−∞,∞)
as prior distributions for the Gaussian process prior for w(si).

Again using 5,000 draws from the posterior distribution, the posterior means of the parameters are as
follows: �̂ = −0.02, �̂� = −0.12, �̂ = 5.52, �̂ = 0.01, and �̂2 = 0.05. Of particular interest is the difference in
the estimates of � and �� between Model 1 and Model 2. Specifically, Model 2 estimated � to be negative
compared to a positive estimate under Model 1. This could possibly be due to the fact that a more realistic
model for �(s) was used. Thus, because more of the variability in the data was explained by �(si), �̂ was
lower.

Figure 19 displays the posterior mean of the 20-year return level as estimated using Model 2. Notice that
Model 2 estimates slightly smaller 20-year return values over the region of interest. This is due to the lower
(negative) estimate of � as we have discussed above. These lower return values, however, are seen to be more
realistic return values than those given by Model 1 as Model 2 is a superior fit to the data than Model 1.

15



−120 −100 −80 −60

20
25

30
35

40
45

1500

2000

2500

3000

3500

4000

4500

20−Yr Return Levels for Model 2

Longitude

La
tit

ud
e

Figure 19: Posterior mean of 20-year return levels for Model 2.

4.3 Model Comparison

A natural question is whether or not the added complexity of Model 2 is necessary to obtain accurate and
precise predictions of extreme weather. To investigate this further, Model 1 and Model 2 were compared using
various model fit diagnostics. The deviance information criterion (DIC) is a model selection tool (similar
to AIC or BIC) which measures overall model fit, for more information refer to [19]. Lower values of DIC
correspond to better fit models. According to the values of DIC displayed in Table 2, the additional complexity
of Model 2 is beneficial as it increases model fit (i.e. decreases DIC).

To compare Model 1 and Model 2 further, the root mean square error,

RMSE =

√∑
i

∑
k

(yk(si)− ỹk(si))2,

where ỹk(si) = E(yk(si)∣y) and y is all the data, the coverage probability of a 95% predictive interval for
yk(si), and the average length of the predictive intervals for observations inside and outside tornado alley were
calculated and are presented in Table 2. Note that here, CI stands for credible interval. As Table 2 displays,
we found that by exploiting the spatial correlation in �(si) we were able to decrease the amount of uncertainty
associated with extreme events.

Table 2: Model fit diagnostics for Model 1 and Model 2.

Diagnostic MLE (GPD) Model 1 Model 2
DIC NA 2814.5 2724.8

RMSE 394.47 323.92 313.31
Coverage 0.95 0.94 0.95

Avg. Width of CI (Alley) 1294.19 1046.10 584.96
Avg. Width of CI (Other) 1368.19 1180.42 961.30

4.4 Analysis of Temporal Trend

Having developed a spatial model, we turn to the question of the temporal trend in extreme events. The
temporal aspect of extreme events is not explicitly included in Model 2 but in Section 5 we develop a spatio-
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temporal model for WmSℎ based on a point process for extreme events. Rather, here we answer the question
of a temporal trend by dividing the data set into two pieces: pre-1972 and post-1985. Data between 1973 and
1984 were discarded for this section. Model 2 was fit to both data sets and the differences in the posterior mean
of the 20-year return levels are displayed in Figure 20. While Figure 20 displays an increase in the intensity
of extreme storms, the increase is only slight. The largest increase in WmSℎ was in the South Pacific which
increased by 660.23. Again, most of the region under consideration showed an increase in WmSℎ but further
analysis is needed to determine whether or not this increase is practically significant (e.g. can cause significant
additional damage).
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Figure 20: Difference (1999 minus 1974) in posterior mean of 20-year return levels under Model 2.

5 Conclusion and Future Work

The purpose of this report was to model the large-scale indicator WmSℎ as a predictor of extreme weather.
Because WmSℎ can be measured and predicted in real time up to 3 hours in advance, residents can be warned
early of an approaching storm. Specifically, this report worked with daily re-analysis data during the years
1958 through 1999 from 884 locations across the continental United States and Mexico. As we were mostly
interested in extreme weather, we used the generalized extreme value and generalized Pareto distributions to
model the tail behavior of WmSℎ so as to properly predict extreme weather.

First, using maximum likelihood, we considered each location independently and obtained estimates of the
parameters of the GEV and GPD. Consistent with prior knowledge regarding locations of tornadoes, we found
distinctly larger return levels for the mid-western region of the United States near Kansas and Oklahoma (see
Figure 11). Additionally, we found strong spatial patterns in the estimates of the parameters. To account
for this spatial behavior, we developed, fit, and compared two hierarchical models using Markov chain Monte
Carlo techniques. The second hierarchical model, which accounted for spatial correlation through the use of
a Gaussian process prior on the scale parameter of the GPD, was found to be superior to the simpler model
by improving predictions and decreasing the uncertainty associated with extreme weather.

While a suitable spatial model was found which improves predictions of extreme weather, more advanced
spatio-temporal models could be developed which further improve predictions and decrease uncertainty. We
are continuing to develop a model, similar to the model of [6], based on a point process approach for extremes
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(see [17]). Specifically, using a point process approach, the likelihood for {xk(si)∣xk(si) > u(si)} is given by,

∏
i

∏
k

exp

{
−
∫ T

0

∫ ∞
u(si)

�(k, xk(si)dxdk

}
�(k, xk(si)),

where,

�(t, y) =
1

�t(s)

[
1 + �t(s)

(
y − �t(s)

�t(s)

)]− 1
�t(s)

−1

,

and (�, �, �) are the corresponding parameters of the GEV distribution. Specifically we propose the model,

�t(s) = �0 + �̃0(s) + �1 × t+ �̃1(s)× t
�t(s) = � + ��1s∈A� (5)

log(�t(s)) = �� + !(s),

where (�̃0(s), �̃1(s), !(s)) follow a multivariate mean zero Gaussian process induced via coregionalization
(see [9]). This model would allow a linear trend in time while account for the underlying spatial structure of
WmSℎ and should provide an improvement over the models developed in this report. Due to time constraints
on the current project, however, we were unsuccessful in coding an MCMC algorithm to obtain posterior draws
from this model.

Throughout this report we only considered modeling WmSℎ. Perhaps a better approach would be to jointly
model CAPE and WS as a bivariate extreme. Developing a bivariate model has several challenges in that,
while the theory underlying bivariate extremes is well-developed, standard approaches to bivariate modeling
are less developed. Additionally, the increase in dimensionality presents new challenges for model selection,
fitting, and validation. There is a final concern with bivariate models in that the strength of dependence
between two variables can, perhaps, diminish at the extreme levels. We feel that this final concern is not
the case for the re-analysis data considered here and a bivariate approach may prove useful in predicting and
modeling extreme weather.

Perhaps most importantly, we have discussed relatively little about the relationship between WmSℎ and
tornadoes and hurricanes. While high values of WmSℎ are typically associated with extreme weather, further
work is needed to determine the levels of WmSℎ which are associated with severe weather. While [1] has
addressed this question, we feel that this question is still open to further research and inquiry.
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Abstract

We propose a methodology to explore the distribution of the cumulative cash flow generated by a portfolio

of insured mortgage loans for various dependencies among geographic regions. We use historic house price

indices, interest rates, defaults and prepayment data to predict the future house price indices, defaults and

prepayemts which in turn help us calculate the cumulative cash flow. The methodology can be relatively easily

computed using MATLAB.

1 Preliminaries

We consider the data set containing information about the loans issued between 1980 and 1997 in 50 US states.
The data shows how many loans change status in each of 12 consecutive years from origination date in each
region. The following statuses can occur during the lifetime of a loan:

• PSTND, Persistent Never-Delinquent, loan is in progress and borrower never misses a payment. All loan
policies start in this status.

• NDROFF, Never-Delinquent Runoff, borrower never misses a payment but decides to refinance and the
loan therefore terminates. We consider it to be the case of prepayment.

• PSTED, Persistent Ever-Delinquent, loan gets this status as soon as the borrower ever misses a payment.
After that, the loan can either stay in progress in less reliable status or become EDROFF.

• EDROFF, Ever-Delinquent Runoff, borrower terminates the loan while having a missed payment on
record. We consider it to be the case of default. EDROFF can have two outcomes, EDROFF=EDNC+TC.

• EDNC, Ever-Delinquent Non-Claim, borrower terminates the loan, bank doesn’t file the claim to the
insurance company since the bank’s costs can be compensated from other sources (e.g. selling the house
for at least the amount of the loan balance or borrower paying the loan in full).

• TC, Termination with Claim, borrower terminates the loan, bank files the claim to the insurance com-
pany.

1Utah State University
2University of Denver
3University of California, Merced
4Duke University
5Pennsylvania State University
6Harvard University
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Income Stream The only inflow of cash for an insurance company is the fixed premium charged by the
company for a policy. The company suffers an outflow of cash if a policy defaults for which the company has
to bear a loss. Another term which goes into the calculation of income stream is the number of policies that
stop paying the premium because they settle the loan by prepayment. This term freezes the income flow.

Lets define a cohort as different policies originating in the same year. In the synthetic data provided to
us, the loan amount the number of policies are fixed for every cohort. So, for each cohort, let us define the
following terms:

dt = number of defaults at time t

g = optional guarantee

I = Installment paid towards the loan/period

bt = balance at time t of the loan amount still to be paid

lt = loss due to defaults at time t

nt = total number of policies in each cohort at time t

pt = number of prepayments at time t

L = loan amount per policy

it = net income at time t

P = fixed premium/period

The balance at time t is calculated by bt = L − I(t − 1) and the loss due to defaults is then calculated
using:

lt = dtbtg = dtI(t − 1)g, and, (1)

nt = n − dt − pt, where n is the initial number of policies in each cohort.

it = Pnt − lt (2)

Let N be the total number of loans issued in each region (assume the same number of loans in each state).
We calculate the default and prepayment probabilities for each year of the lifetime of a loan in each region.
E.g., given the number of loans that default (di) and prepay (pi) in year i (i = 1 . . . 12) from fixed origination
date in a fixed region, we calculate the probability of default Di and prepayment Pi in year i as follows:

Di =
di

N −∑i−1
j=1 dj −

∑i−1
j=1 pj

Pi =
pi

N −∑i−1
j=1 dj −

∑i−1
j=1 pj

2 Simulations and applications

We perform a simulation study to investigate how our proposed method works on simulated data. We model
the time variation of interest rate r and housing index Hi, i ∈ {1, 2, ..., 9} as Stochastic Differential Equations
(SDE):

dr(t) = (r0 − r(t))dt + σrαWr(t) (3)

dHi(t) = H̄i(t) + ΣdWi(t), i = 1, . . . , 9, (4)

where r0 is the expected mean interest rate over years (set at 0.05 for now) and Wr and Wi are Brownian
motions representing fluctuations of the indices of treasury bills and house price market index correspondingly.
Note that matrices are in bold. We chose these equations to be consistent with the idea that interest rate
should not have any drift (i.e. mean reverting) and that the housing index should have a drift comparable to
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Figure 1: Historic Income Stream.

inflation. We also allow the possibility that housing indices in different regions are correlated with each other.
To simulate ”dependent“ multivariate Brownian bridges Wi we sample from a joint multi-variate Gaussian
distribution with known covariance matrix. More precisely, suppose there are 9 regions. Choose µ to be a 9
dimensional vector of means and Σ to be a 9× 9 covariance matrix, and let MV N(µ, Σ) be the corresponding
multivariate normal. The forward Euler solution of SDE works as follows:

1. At time t = 0, initialize H to be a vector of initial housing indices.

2. Sample ξ ∼ MVN(µ,Σ).

3. Set H(t + ∆t) = H(t) + H̄∆t + ξ
√

∆t.

4. Iterate steps 2 and 3 until reach final time T .

By varying the off diagonal entries of the covariance matrix we can asses the impact of the interconnections
between different housing markets. Figure 3 displays housing indices in two correlated regions.

The SDEs are solved numerically using forward Euler’s method.
Figure ?? illustrates interest returns simulated interest rates for the whole 20 year period. A sample run

of the annual interest rate SDE gives the 20 year interest rate as follows r(t)={5.0049, 5.1396, 3.9439, 4.1021,
5.3583, 4.7933, 5.4302, 5.0709, 4.6832, 5.0007, 4.2242, 4.5853, 5.8883, 5.8684, 5.4519, 5.7423, 6.1391, 4.6700,
5.2552, 5.3029}.

We assume the refinance (prepayment) probability P (t) is inversely proportional to the interest rate r(t),
i.e. P ∝ 1/r. Since r(t) varies from year to year, the refinance probability also changes. Then using the
simulated interest rates, we model refinance as a simple binomial model. For year t, with probability P (t), a
house refinances and hence stops an insurance payment. That is we expect P (1) fraction of the original houses
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Figure 2: Cumulative Historic Income Stream.

to refinance after one year. If a house remains after one year, then with probability P(2) it refinances after
the second year. And so on. If it does not refinance after 20 years, then it has paid its full insurance contract.

To investigate the distribution of the durations of the contracts till termination or end, we simulate a large
number of houses and how long (in years) each house stays under a contract. Figure 4 displays durations
till termination of the insurance contract and Figure 5 displays the histogram of those durations. For the
simulation shown, the average number of years under contract is 14.12 and the variance is 47.56. The income
stream from this cohort of houses is proportional to the aggregate number of years that these houses stay
under contract.

3 Default and Prepayment Rate Modeling

In this section we introduce two different models to simulate the default and the prepayment rates. First
methods deals with Bayesian approach and the second methods employs the linear regression with MLE.

Probability of prepayment at time t for the loan initiated at t0 at region i:

yP
t,t0 = f(t − t0)e

β(rt−rt0
)+γ(ht−ht0

)/ht0 (5)

where t0 denotes the time of the origination of a loan, hit is the house price at time t and region i, and

f(t − t0) =

{

a(t − t0) , t − t0 6 3
3a, otherwise.

(6)

Analogously the probability of default at time t for the loan initiated at t0 at region i:

yD
t,t0 = f(t − t0)e

γ(ht−ht0
)/ht0 (7)
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3.1 Bayesian Parametric Model. Priors

In this section we will list the assumptions, i.e. prior distributions of the parameters in (??).

• For the sake of simplicity we assume that a(t− t0) ∼ N(µ, σ2) and a(t− t0) ∈ (0, 1) ∀t. Taking logarithm
of a(t − t0), implies that a∗ ∈ (−∞, 0). Thus we truncate a∗ at 0 and consider only negative values.
Moreover, it is natural to assume a∗ ∼ N−(µa∗ , σ2

a∗).

• Since rt ∈ (0, 1), we let rt ∼ Unif(0, 1).

• Since hit > 0 (house price cannot be negative), we assume hit ∼ N+(µhit
, σ2

hit
).

• Let ǫit ∼ N(0, σ2
it) is an idiosyncratic term allowing region i at time t to respond differently than expected

based on their overall logarithm of default value. Let δi ∼ Γ(a, b) , γt ∼ Γ
(

1
2 , 1

2

)

and a ∼ Γ(2, 1),

b ∼ Γ(2, 1). Suppose σ−2
it = δiγt, so that we have an additive log-linear model for the residual precision

which will account for variance both for region v and time t, and we also assume for simplicity that
there is no interaction. This allows the residual variance to change for the different regions (δi) and also
allows to account for variability over time (gammat).

• For coefficients b and c, we assume that b ∼ N(µb, σ
2
b ) and c ∼ N(µc, σ

2
c )

3.1.1 Gibbs Sampler

Next we use Gibbs sampler to update the prior distributions introduced in the previous section.

• Sample a∗ from the truncated normal distribution, i.e.

a∗ ∼ N−

(
∑

i

∑

t
1

σ2

it

(y∗

it − brt − c(hit − hit0)) + 1
σ2

a∗

µa∗

∑

i

∑

t(
1

σ2

it

+ 1
σ2

a∗

)
,

1
∑

i

∑

t(
1

σ2

it

+ 1
σ2

a∗

)

)

• Sample b from the following truncated normal distribution, i.e.

b ∼ N−

(
∑

i

∑

t
1

σ2

it

(y∗

it − a∗ − c(hit − hit0)) + 1
σ2

b

µb
∑

i

∑

t(
1

σ2

it

+ 1
σ2

b

)
,

1
∑

i

∑

t(
1

σ2

it

+ 1
σ2

b

)

)

• Sample c from the following normal distribution,

c ∼ N−

(∑

i

∑

t
1

σ2

it

(y∗

it − a∗ − brt) + 1
σ2

c

µc
∑

i

∑

t(
1

σ2

it

+ 1
σ2

c

)
,

1
∑

i

∑

t(
1

σ2

it

+ 1
σ2

c

)

)

• π(a|·) = Γ(2, 1 −∑i
i=1 log δi) and π(b|δi) = Γ(2, 1 +

∑i
i=1 δi).

• π(γi|·) = Γ( iT+1
2 , 1

2 (
∑i

i=1

∑T
t=1 δi(y

∗

it − a∗ − brt − c(hit − hit0))
2, σ−2

it = δiγt

3.2 Linear Regression Method

Linearising (5) and (7), allows us to estimate the coefficients using MLE. Let ymn be a prepayment or a default
rate in a certain region, where m represents the time of the origination of a loan and n represents the the
duration till either prepayment or default. Thus the model for each region (there are 9 regions in this study)
could be written in the following way:

yP
m,n − log(min(n, 3)) = log(a) + β(rm+n − rm) + γ(hm+n − hm)/hm, m = 1, 2, . . . , 19, n = 1, 2, . . . , 10 (8)

yD
m,n − log(min(n, 3)) = log(a) + γ(hm+n − hm)/hm, m = 1, 2, . . . , 19, n = 1, 2, . . . , 10. (9)
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Figure 6: Estimated coefficients for prepayment and default rates for 51 state

Regions 1 ENC 2 ESC 3 MA 4 MT 5 NE 6 PAC 7 SA 8 WNC 9 WSC
HPI trend 1.9 1.6 2.3 1.5 2.8 2.2 1.6 1.3 1

Table 1: HPI Trends

We fit the above model for the historical prepayment and default rate data from all 9 regions separately and
estimate the unknown parameters log a, β, γ. For the whole data set, namely 51 state, estimated coefficients
are illustrated in Figure 6.

For the estimating the coefficients in the prepayment rate and default rate model, we use standard linear
regression with the yearly house price index, 30-year-loan-interest rate and the relative the prepayment rate
(default rate), where the relative rates is a 19 × 10 matrix in which the (i,j)-entry give us the probability of
the borrowers of the loan initiated at year 1980+i prepaying (default) at year 1980+i+j.

Because of the limiting of the data set, we can only suppose for each regions, only one model for the
prepayment (default) rate exist (i.e. the coefficients do not depend on time or the age of the loan).

After linear regression, we can see that the coefficients tell us if the interest rate get higher, borrowers
intend to refinance their loan (i.e. the prepayment rate increase) which is coincide with the empirical results
for the prepayment of the loan.

4 Modeling House Price Bubbles

There are two components to the HPI time series: linear trend and long term housing bubble. The linear
trend is well modeled using the SDEs described above. We extract the linear trend, θi in region i, from historic
data.

The linear trend explains the growth and variation of the housing index during ”normal” times, but it can
not account for extremel events such as the rise and burst of a housing bubble. We create a second stochastic
process to specifically model the housing bubble. For simplicity, a bubble is assumed to have the shape of a
normal distribution. A bubble has three parameters: time gap between adjacent bubbles, the amplitude of a
bubble, and the duration of a bubble. Each of these is a random variable. We extract their mean values from
historical data: the average gap between bubbles is 10 years; at its peak, a bubble increases the housing index
by 150 points; a bubble lasts on average 10 years from start to finish.

We use historic data to extract the inter-connections between bubbles in different regions. We observe that
the amplitude of the bubble tends to be the largest in Middle Atlantic, New England, and Pacific regions.
Moreover, the smaller bubbles in other regions tend to lag behind these regions which drives the economy

9
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Figure 7: Linear HPI trend.

and housing market for the entire country. These information are captured in the distribution of the random
variables corresponding to the starting time, amplitude and period of the bubbles.

Overview of the simulation platform

1. USe historic data to obtain the relations between HDI and interest rate (input) and prepayment and
default rate (output).

2. Use historic data to capture the characteristics of HDI and interest rate. The historic information is
embedded in SDE with oscillation for the housing index and in SDE with jump for the interest rate.

3. Once we have the stochastic models of HDI and interest rate, use these to generate a large number of
samples of future HDI and interest rate. Each sample represents a future scenerio.

4. For each scenerio, use the simulated HDI and interest rate to generate the predicted prepayment and
default rate.

5. Use the prepayment and default rate to calculate the expected revenue due to premium and loss due to
default for each housing contract.

6. Aggregate over all housing contracts to calculate the total income stream.

7. Iterate steps 4-6 over all scenerios to generate a distribution of future income.

As an example, consider a bucket of 1000 housing contracts, each contract is for a loan of 150,000 USD
at 0.0065 premium rate and 15 percent Optional Guarantee. Figure ???? shows the income stream for this
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Figure 10: Income Distribution for Low Risk Model.

bucket over 20 years for one particular scenerio (i.e. for one particular pair of simulated HPI and interest
rates). We see that the net income is negative in some years due to large number of defaults.

We compute the distribution of total income during 20 years of this bucket over 1000 scenarios. We present
two sample distributions: one low-risk estimate and one high-risk estimate. The low-risk model assumes that
the probability of encountering a large bubble over the duration (20 years) is small. While the high risk
model assumes that the probability of a large correlated bubble over all the regions is large. For the low
risk model, the probability of the income being negative (i.e. firm losing money) is 0.067. For the high risk
model, this probability is 0.35. In our simulator platform, we allow the user/analyst to select various risk
levels and investigate the resulting income distribution. We anticipate that different firms have different level
of ”acceptable” risk and hence we make risk into a turnable dial.

5 Binary Time Series Analysis of House Price Indices.

Order Estimation Before performing order estimation, we map the HPI time series to a finite set of two
states in the following way:
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Let x1, x2, . . . , xn be the change in the HPI, i.e. xi = HPIi − HPIi−1, we then define yn as:

yn =

{

u xn >= 0

d xn < 0

where u and d stand for up and down movement of the house price index respectively.
After mapping data onto u and d states, we use the provably consistent BIC method [2] to estimate the

order of the binary time series. We calculate

f(k, N) = Lk − (1/2)(q − 1)qk log N (10)

where Lk is the log likelihood of the mapped q(=2, in our case) state time series data computed using MLE
estimates of the k-th order Markov Chain transition probabilities and N is the sample size. Looping over k
from 0 to K, the BIC order estimate equals the value of k that maximizes (10).

Performing the above order estimation for nine different sets of HPI data based on nine different regions,
we see that the up and down movements in HPI is best estimated by a first order Markov Chain for all the
regions.

Maximum Likelihood Estimation (MLE) for k-th order Markov Chain Assume that each Xj is
either u or d, so that the entire data set is an u/d sequence of length N . For a k-th order Markov chain,
Xj is either u or d and this outcome depends on k outcomes prior to the jth outcome. Hence, this Markov
property can kick in only if j > k. Let Si be a sub-sequence of k outcomes prior to the jth outcome. Since
each of these k outcomes in the sub-sequence can be u or d, there are 2k possible sub-sequences Si. Let these

sequences be denoted by {Si}2k

i=1. Let us scan the given sequence {Xj}N
j=1 from left to right and record the

following 2k+1 numbers:

nSiu = # of times we observe “Siu”

nSid = # of times we observe “Sid”

Let pSiu = P (u|Si), pSid = P (d|Si) = 1− pSiu, pk = P ({Xj}k
j=1). Putting everything together, the likelihood

function for an u/d sequence of length N is

L(pS1u, pS2d, ..., pS
2k u) = pk

2k

∏

k=1

(pSiu)nSiu(1 − pSiu)nSid

Taking logarithms of both sides, we obtain the log likelihood Lk for all k:

log L(pS1u, pS2u, ..., pS
2k u) = log pk +

2k

∑

k=1

log(pSiu)nSiu log(1 − pSiu)nSid (11)

First Order Estimates The first order transitional probabilities as estimated by MLE method gives us the
estimates for the probabilities P (u|u) and P (u|d). We further estimate P (d|u) and P (d|d) as 1 − P (u|u) and
1−P (u|d) respectively for each of the nine regions. It is observed that the regions with a pronounced bubble
have significantly higher values of P (u|u) and P (d|d) as compared to the regions without a bubble.

Order Estimation for more States(>2) We can further convert the HPI time series into a discrete time
series with more symbols depending on percentage upward and downward movements and estimate the order
of the new Markov Chain with (10) with q being the number of states chosen. We can then find the transition
probabilities to predict the percentage upward and downward change (magnitude of movement) rather than
just the upward and downward movement.
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6 Conclusions

We have analyzed the historic data and extracted relations between housing index and interest rate versus
default and prepayment probabilities. We have created projection tools based on these historic results. We
have created a technology platform that allows the users to select a risk profile and explore his future income
range. Historic income and default data agrees well with our predictions.
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Abstract

1 Introduction and Motivation

Resource depletion can influence the policy decisions of nations, and this is especially true now that many
natural resources are being severely depleted. Oil has passed peak production which poses a threat to the
transportation costs associated with the import and distribution of food and other goods in a nation. This,
coupled with the impending rise of large middle class populations in developing nations, will increase pressure
on these resources as demand for personal vehicles increases. Burning of fossil fuels releases carbon dioxide
further exacerbating the problem of global climate change. This will have further effect on the food supply
placing further pressure on vulnerable states, leading to the creation of refugee populations which can feed
extremist movements. Physical location and control of essential resources by competing or hostile nations also
exerts influence on policy decisions. Current national discussion has centered on the reduction of dependence
on the use of fossil fuels through technological innovation, renewable energy sources, and improvement in
efficiency of energy use. However, there are concerns that the resources needed to build these new technologies
may be scarce.

The interactions of these issues highlights the need for a model relating the interdependencies of pop-
ulation, resource depletion, food production, renewable technologies, and energy generation. Starting from
the preexisting implementation of the World3-03 Model as described The Limits to Growth [6]. Based on
experiments with this initial model and some insights gained from preliminary research, we sought to reduce
this model to its essential relationships. This turned out to be rather complicated and unfeasable in our short
timeframe. Instead, we began the process of sensitivity analysis to determine the sensitivity of certain outputs
to perturbations of certain inputs, choosing which inputs and outputs to test based on policy questions about
which we wished to probe the model. We answer some of our questions and chart a course for future study of
this model in a standardized fashion.

2 Projecting Future Resource Supply

We know that all mineral resources are in finite supply on earth, but it is difficult to project what quantity
of these resources is yet to be discovered. This is of primary importance for fossil fuel resources upon which
much of our economic activity and food production rests. The most obvious example is the need to project
how much oil is yet to be extracted from the earth. However, even if the world shifts the burden of energy

1Tufts University
2University of Rhode Island
3Utah State University
4University of California - Santa Barbara
5Temple University
6Penn State University
7Florida State University
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generation to renewable technologies, we must ask if the resources needed to build these new technologies. For
example, solar panels and electric car batteries use resources that may not be abundant enough to sustain a
large scale change in our energy production. This issue may be further exacerbated by the fact that some of
the resources currently used in the fabrication of these technologies are also involved in the production of other
technologies. For example, silicon, which is used to produce solar cells, is dominated by the semiconductor
industry and as a raw material for producing silicones. Indium and germanium, also used to produce solar
cells, are used in the construction of LCD flat screen panels and televisions.

We use the Hubbert Linearization in order to project the total cumulative quantity of a resource that will
be extracted. If we assume that the amount of a resource extracted follows a logistic curve with respect to
time, the Hubbert Linearization exploits the linear nature of the logistic model to represent yearly production
as a percentage of total production as a linear function of total cumulative production. In other words, let
Q(t) be the function representing total cumulative amount of a resource extracted at a particular time where
the variable t is time in years. Then the assumption that Q grows logistically is represented by the differential
equation

P (t) :=
dQ

dt
= KQ

(
1 − Q

F

)

where K is the logistic growth rate and F is the total amount of resource to be possibly recovered. Dividing
both sides by Q gives

P

Q
= K

(
1 − Q

F

)

which represents percentage of yearly production as a linear function of cumulative production at time t.
This allows us to project this percentage into the future and to estimate the total available resource that can
possibly be extracted. From this along with data on yearly consumption of the resource, we can estimate how
many years supply we have of the resource. This idea was originally suggested by Hubbert in 1982 to study
mineral resource supplies and applied more recently to the extraction of oil.

The actual computation and construction of the linearization is straightforward. The actual data is freely
available on the United States Geological Survey’s (USGS) website. We import the data for each resource into
Matlab. We computed the cumulative resource production for each year. We can then plot cumulative resource
production per year against yearly production as a percentage of cumulative production with cumulative
production as the independent variable. We then observed that it is not prudent to simply fit a linear model
to these points. In the first year of production, the amount of a resource produced is 100% of total production;
and in the first few years, this percentage drops at a steep rate before stabilizing. To get a better idea of the
linear relationship between these two quantities, we discarded the data points corresponding to the 25% of the
interval [0, Qmax] where Qmax is the cumulative cumulative resource production for the last year of recorded
data. The actual model was constructed using Matlab’s polyfit() function where we specified that we want
a degree 1 polynomial fit to the data. Where this line intersects the horizontal axis corresponds to the total
amount of the resource projected to be found before exhausting underground supplies. Then by computing
the total amount of resource yet to be extracted and dividing by the amount produced in the last recorded
year, we estimated how many more years we can expect to produce more of the resource. The most worrying
projects are for phosphate and germanium. Besides being an element used in the production of renewable
energy, phosphate is also extremely important in the production of fertilizers in agriculture. Germanium
demand is increasing both because of its use in renewable energy technologies and in flat screen televisions
and panels.

The veracity of our Hubbert Linearization rests on the assumptions that the supply of each resource is, in
fact, governed by a logistical model and that the data we acquired from the USGS website is complete. We
could not test the second assumption, but we did investigate the first by testing how well the linearization
fits the existing data. Therefore, we computed the R2, which is the proportion of variance explained by the
linear fitting model. An R2 closer to 1 implies better fitness of the model. We also computed the p−value
to test the significance of the predictor cumulative production, where p < .05 is taken to be significant. This
analysis shows that the predictions by Hubbert Linearization for lithium and copper are not good fits for the
data. This may imply that our hypothesis about copper and lithium production growing logistically may be
incorrect. We may undertake further testing to verify models which are not invalidated by R2 by back-casting,
which is to construct a model using historical data and see if it accurately predicts (approximately) data from
the years following the historical data.

2



Figure 1: Hubbert Linearization for Various Resources. R/P is projected remaining resources divided by
production in the last year of recorded data which gives an idea of amount of productive years left.
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3 Fossil Fuels and Carbon-Dioxide Emissions

Increases carbon dioxide (CO2) levels in the atmosphere have been linked with global warming. One of the
ways that CO2 enters the atmosphere is through the use of fossil fuels. We are interested in modeling the
effects of fossil fuel consumption on the trend of annual CO2 emissions. We propose study this by using a
univariate ARIMA(p, d, q) model for CO2 emissions and a regression-time series model for CO2 emissions
on fossil fuel consumption. We will use annual (1980-2006) CO2 emissions and fossil fuel consumption data
for coal and natural gas obtained from the Energy Information Administration website [3]. If Xt follows an
ARIMA(p, d, q) then it is defined as follows [9]

φ(B) (1 − B)d Xt = C + θ(B)at

where

φ(B) = 1 − φ1B − · · ·− φpB
p

θ(B) = 1 − θ1B − · · ·− θqB
q

and d is the trend differencing order, {at} is a zero mean white noise process, p is the Autoregressive (AR)
order, and q is the Moving-average (MA) order.

The autocorrelation, ρ(k), in the residuals, {at}, will be tested using the Ljung-Box Q-test: [9]

H0 : ρ(1) = ρ(2) = · · · = ρ(K) = 0,

H1 : At least one p(k) "= 0

Q = n(n + 2)
K∑

k=1

(n − k)−1ρ̂(k)2 ≈ χ2
K−p1

where p1 is the number of significant parameters(not including the intercept) and for a random sample of size
n, {y1, y2, ..., yn}:

ρ̂(k) =
∑n−k

t=1 (yt − ȳ) (yt+k − ȳ)
∑n

t=1 (yt − ȳ)2

for k = 1, ..., n
4 .

The regression-times series model used here has the following form:

Yt = β0 + β1X1t + · · · + βkXkt + Nt, t = 1, ..., sn

where β1, ...,β k are estimated using Least Squares regression, the random error {Nt} is further modeled by
an ARIMA(p,d,q) process for d=0.

The first model that was estimated using a univariate ARIMA(1,0,2) for Worldwide CO2 emissions from
coal consumption (Million Metric Tons),Xt, from 1980-2006:

(1 − 0.99842B)Xt =
(
1 + 0.89937B + 0.3851B2

)
at (1)

The parameter estimates of the MA part and the AR part of the model were significant at the 0.05 level. The
mean was not significant, so it was dropped from the model. The Ljung-Box Q-test rejects the null hypothesis
of no autocorrelation in the residuals at lag 6 and lag 24 at the 0.05 level of significance. This violates the
assumption of no autocorrelation in the residuals and suggest that this model might not be consistent or
adequate in explaining the variation in the data. The AIC is 1127.661.

The second model that we estimated was a regression-time series model of Worldwide CO2 emissions, {Yt},
on Coal consumption (short tons), {Xt} from 1980-2006:

Yt = 1.72222Xt (2)
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Figure 2: CO2 forecasts in model 1 through model 4. with a 95% confidence interval.

and
Nt = 0.98067Nt−1 + at (3)

The estimates for this model were significant at the 0.05 level and the AIC was 1076.481. The Ljung-Box
Q-test rejects the null hypothesis at lag 6, but the remaining lags are not signficant.

The third model we estimated was a univariate ARIMA(1,0,1) for CO2 emissions from Natural gas con-
sumption (Million Metric Tons), {Xt}, from 1980-2006. Before estimating the model we used a Box-Cox
tranformation of 0.5 to stabilize the variance. Then we estimated the following model:

(1 − 0.9903B)Xt = 1.26632 + (1 + 0.46783B)at (4)

The AIC for this model is 120.2246. The Ljung-Box Q-test rejects the null hypothesis for all the lags,
suggesting strong autocorrelation in the residuals.

The fourth model that we estimated was regression-time series model for CO2 emissions, Yt, on Natural
gas consumption (Billion Cubic Feet), Xt from 1980-2006. Using tranformed CO2 emissions from the third
model we estimated the following model:

Yt = 64.40581 + 0.000847Xt (5)

and
(1 − 0.79171B)Nt = at (6)

The AIC of this model is 40.344. The Ljung-Box test failed to reject the null hypothesis for all lags. This
suggests that there is no autocorrelation among the residuals and we have a white noise process.

Several tests of Normality: Shapiro-Wilk, Kolmogorov-Smirnov, Cramer-von Mises, and Anderson-Darling
showed that residuals from all 4 models depart from normality at the 0.05 level. The maximum likelihood
estimation method was used to estimate the parameters of the models. The parameter d was taken to be zero
in all four models. The regression-times series appears to fit the data better than the univariate time series
model in both the Natural gas data and the Coal data because the regression time series models have lower
AIC values 40.344 and 1076.481, respectively.
There are several problems with these model. One of the major problems is the size of the data set. The data
set contains only 27 data points so the model so the problems that we can run into in making forecasts include
potentially overfitting our the data and not being able to make accurate predictions outside of our data range.
The figure also shows that the variance estimate appears to grow with the number of steps forecasted into the
future. This would imply that the forecasts could be unstable.
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4 The World3-03 Model

4.1 Review of the World3-03 Model

The World3-03 Model was developed by Meadows et al. in 1972 to model the interactions of Earth’s human
populations with respect to resource consumption, agriculture, economic activity, and other factors to study
the interactions between the Earth’s natural resources and human activities. Their queries of this model
formed the basis of the book The Limits to Growth and the update of the model was used in the thirty-
year update Limits to Growth: The 30-Year Update [6]. This model is implemented in the Vensim modeling
software. Vensim allows the user to define relations between different inputs and outputs through GUI interface
manipulating a flow chart-like diagram. The World3-03 Model Vensim implementation is contained in fourteen
interconnected pages organized by node categories, e.g. demographics, energy demand, food production, land
use, carbon emissions; it is quite large and highly interdependent. Therefore, probing the model to determine
important nodes and loops with the goal of model reduction is much too ambitious in the context of a ten-day
workshop. The purpose of the world model is not to make specific predictions, but to explore how exponential
growth interacts with finite resources. The main systems comprising the model are

• the food system,

• the industrial system,

• the population system,

• the non-renewable resources system,

• the pollution system.

The sheer vastness of the model, hinders ones ability to gain a complete understanding of the interrelations
between the over 400 variables. See Figure 3. Essentially, one is relegated to black box analysis, where one
enters input and receives output without any knowledge of the inner workings of the model.

Figure 3: The Full World3-03 Model as Implemented in Vensim.

In order to facilitate gaining a rudimentary understanding of the relational dependencies in the model,
we develop a “simplified” structural version of the model. Redundant nomenclature and overly detailed
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components have been removed, while the general structure of the model has been preserved. Although
reducing the model highlights the causal relationships, the obvious deficiency is that the functional relationships
become less clear. See Figures 4, 5, and 6.

Figure 4: Demographics Diagram in the Reduced Model

From this reduced version of the World3-03 Model, we are able to pinpoint possible areas of improvement.
For example:

• Total Fuel for Transportation is not a function of Population and is primarily dependent upon Service
Output and Industrial Output. Since a large amount of transport fuel is used for personal transportaion,
we should include a Private Use Factor for the Total Fuel for Transportation quantity.

• Total Fuel for Transportation and thus Liquid Fuel Demand is not a function of the Gross Domestic
Product, while Heat Demand and Electricity Demand are. We can assume that transportation and thus
the consumption of liquid fuel would increase as GDP per capita increases.

• Total Fuel for Transportation only affects Liquid Fuel Demand and not Electricity Demand. Thus, the
model does not incorporate the possibility of electric powered transportation. This motivated some
modifications we made to the model which will be discussed in the next section.

• Carbon Emission is a function of Oil Usage, but the model does not take into account specific methods
of oil combustion. Perhaps, Oil Usage can be subdivided into Oil Usage for Transportation, Oil Usage
for Heat, and Oil Usage for Electricity.

• The current model does not factor in the electricity conversion loss which occurs during the generation,
transmission, and distribution of electricity.

Donella Meadows, one of creators of the World3-03 Model, acknowledges that certain aspects of the model
may not be ideal. In [5], p. 129, Meadows states:

We have a mixed degree of confidence in the numerical parameters of the model; some are well-
known physical or biological constants that are unlikely to change, some are statistically derived
social indices quite likely to change, and some are pure guesses that are perhaps only of the right
order of magnitude. The structural assumptions in World3-03 Model that I consider most dubious
and also sensitive enough to be of concern are:

• the constant capital-output ratio (which assumes no diminishing returns to capital),

• the residual nature of the investment function,

• the generally ineffective labour contribution to output.
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Figure 5: Energy Diagram in the Reduced Model

Figure 6: Industry, Agriculture, and Services Diagram in the Reduced Model
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4.2 Our Additions to the Model

To investigate the influence of new technologies in the existing model, we factored the increased use of electric
vehicles into the model. In the original model, industry and agriculture create a demand for liquid fuel,
which is met by oil production and a small contribution by biomass (presumable ethanol based technologies).
To alleviate the demand on oil we forced a fraction of transportation to be powered via electricity rather
than liquid fuels. This would correspond to electric car technology and electric mass transit. To make our
model historically realistic and allow for development and implementation of new technologies, the fraction of
transportation powered by electricity was gradually increased between the years 2000 and 2060. Ultimately
we optimistically allowed for 30% of transportation to be powered via electricity. See Figure 4.2.

Figure 7: Fraction of Cars Powered by Electricity in Modified Model

In the Vensim model this is accomplished by the following modification to the “Energy Demand” page.
This is demonstrated in Figure 4.2 with new nodes are highlighted in black.

Figure 8: Modification to “Energy Demand” Page of World3-03 -2003 Model

The main result of adding electric cars into the model was to increase the carbon-dioxide levels in the
atmosphere in the late 21st century. The reason for this is that the shift to electric cars creates a higher
demand for coal in the latter half of the 21st century, and in the model, coal produces more CO2 per unit of
energy than oil (see Figure 4.2)
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Figure 9: Carbon-dioxide levels projection in World3-03 Model

5 Sensitivity Analysis

5.1 Review of Sensitivity Analysis

Since the size of the Vensim model prohibits direct study in the relationships represented therein, we must
use a method of probing the model as a black box for which we do not know the internal function. We employ
a method known as sensitivity analysis. Essentially, the Vensim implementation of the World3-03 Model
represents a black box with known inputs and outputs. Sensitivity analysis refers to the study of the response
of the output of a dynamical system with respect to changes in the input parameters. Typical methods for
sensitivity analysis include:

1. Local Methods, such as those involving the study of derivatives

2. Sampling Methods, including Monte Carlo filtering

3. Variance based methods

4. Emulator based methods

Sensitivity analysis determines how sensitive a model is to the changes in the value of the parameters in
the model and to changes in the structure of the model. Parameter sensitivity is usually performed as a series
of tests in which different parameter values are set to see how a change in the parameter causes a change in
the dynamic behavior of the system. By showing how the model behavior responds to changes in parameter
values, sensitivity analysis is a useful tool in model building as well as in model evaluation.

Sensitivity analysis helps to build confidence in the model by studying the various uncertainties involved
with varying the parameters. Sensitivity analysis can also indicate which parameter values are reasonable to
use in the model. Experimenting with a wide variety of values gives us insight into the behavior of the system
under extreme conditions. Discovering the system behavior greatly changes for a particular parameter helps
us identify the leverage point in the model- a parameter whose value can significantly affect the behavior of
the system.

A simple local method is where we study the terms of the Jacobian Matrix,

Ji,j =
∣∣∣∣
∂Fi

∂Pj

∣∣∣∣ (7)

We use a center difference to approximate the partial derivatives, and use a local normalization. Normal-
ization is important because comparison of entries in the Jacobian is meaningful only if all the derivatives are
dimensionless.
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We then have the sensitivity of an output Fi to the parameter Pj is given by:

Si,j =
∂Fi

∂Pj
× Pj

Fi
(8)

≈ F+
i − F−

i

P+
j − P−

j

× Pj

Fi
, (9)

where P±
j = Pj ± δPj and F±

i = Fi(P±
j ).

Typically, derivative based sensitivity analysis is performed through automatic differentiation. However,
in the case where we only have access to a black box, we sample the model at different values of interest, and
approximate the derivative.

A more comprehensive method would involve Monte Carlo filtering, where we choose the probability density
function for the parameter of interest. A random number generator generates samples of the parameter and
the sensitivities are computed. This approach could not be used with the World3-03 Model since the trial
version of Vensim does not permit automated parameter sweeps required for Monte Carlo simulations.

5.2 Consequences and Conclusions of Sensitivity Analysis

Because of the limitations of the software, it was unfeasible to run a large sensitivity analysis. However
we were able to manually calculate relative sensitivities for a small set of variables and parameters in the
model. Table 1 summarizes our results by showing the maximum (in absolute value) relative frequency for
each variable-parameter pair over the time interval.

Industrial Output Life Expectancy CO2 Levels Human Welfare Index
EROEI of Renew-
able Electricity
(15—25)

0.8151 0.0655 -0.0063 0.2570

Fraction of trans-
portation from elec-
tricity (25%—35%)

-0.1804 -0.0100 0.0178 -0.0876

Carbon reduc-
tion technologies
(−.5—−1.5)

-0.1489 0.0000 -0.0876 -0.0649

Table 1: Maximum relative sensitivies of a small set of variables and parameters in the model.

We may draw some policy conclusions from this table. First, we clearly see that increasing the EROEI of
renewable electricity (presumably through new technology) has a strong (positive) influence on the industrial
output and human welfare index. We also note that Carbon Reduction Technologies (in the range considered)
have the strongest effect on reducing CO2 levels. However examining the sensitivity dependence over time in
Figure 10 reveals that the increase in EROEI and the proposed switch to electric powered transportation has a
stronger influence in the early 20th century. This is consistent with the fact that carbon reduction technology
is not set to take effect until quite late in the 20th century in the model.

Figure 11 compares the sensitivity of the human welfare index against the 3 parameters. We note that
carbon reduction technologies has a negative impact on the human welfare index as it i assumed in the model
that the development and production of new technologies diverts industrial capital away from GDP.

6 Search for Optimal Policies

Under the world model, a policy can be interpreted as a combination of parameters. Therefore, to find an
optimal policy, two different types of information need to be provided. First, the criteria or the responses to
be optimized need to be specified. Second, we need to determine the set of parameters we are able to and
would like to control. Because including all parameters in this set will increase the complexity of the searching
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Figure 10: Comparison of Sensitivity of Carbon-dioxide to 3 parameters

Figure 11: Comparison of Sensitivity of Carbon-dioxide to 3 parameters
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Figure 12: The optimal policy of Industrial Equilibrium Time and Industrial Output Desired for Human
Welfare Index

problem, the above sensitivity analysis can be used first to find a smaller subset of parameters that has the
most influence on the responses. After these sensitive parameters are selected, a steepest ascent gradient
method [8] can be used to search for the optimal combination. Since the below results point out the possibility
of local maxima, we may also need to restart the gradient method at many initial points so that we can obtain
the global optimization.

We illustrate this policy searching problem through the problem of finding an optimal combination of
Industrial Equilibrium Time and Industrial Output Desired per capita for Human Welfare Index. The example
also describes the need of the world consensus on controlling the global industrial development; otherwise, the
limited natural resources can not sustain the development of our society forever.

Since the free version of software Vensim does not allow us to setting up parameters and run simulations
automatically, we will discuss here our manual method to search for such a optimal combination. One impor-
tant issue is the outputs of the model are time dependent; therefore, we need to define how Human Welfare
Index should be optimized. We consider two criteria: the average of Human Welfare Index from 2010 to 2100
and the Human Welfare Index at the end of the twentyfirst century, the year 2100.

The graphs 12(a) and 12(b) illustrate the effects of industrial output desired on Human Welfare Index
under three different industrial equilibrium times. These graphs indicate that we need to set up the industrial
equilibrium time somewhere between 2000 and 2100, and the industrial output desired at 600 so that Human
Welfare Index will not only be improved but also last longer under the limitations of natural resources to
sustain such development. The graph 12(c) point out the optimal time somewhere between 2030 to 2040 for
industrial equilibrium given the industrial output desired 600.
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7 Conclusions

There is much work to be done to probe this model for useful information. As we have stated, the model has
some limitations, particularly in the simplicity of its assumptions with regard to renewable energy. Further-
more, there are issues surrounding water and land usage, sea-level, and changing location of farmland due to
global climate change and their effects on food production. The impact of a possible shortage of phosphates, a
necessary ingredient in fertilizers, should also be investigated. Given our limitations of time and and software,
there is much analysis that is yet to be done for this model. Our work suggests many avenues for further
research. A fully functional version of Vensim would facilitate faster sensitivity analysis. The full version of
Vensim provides many sensitivity analysis tools and allows for the running of Monte Carlo simulations which
would significantly aid in the sensitivity analysis and the development of a reduced model.

The goal of future research should be to leverage the full abilities of Vensim and sensitivity analysis tools
to add interactions to the model and then undertake model reduction of the World3-03 model.

Another issue unrelated to the implementation of the World3-03 model in Vensim is the challenge of finding
accurate data on various parameters of the model. In particular, we could not find verified historical EROEI
data for many resources. Research must be done to find accurate values of the EROEI of various resources
from which we derive energy, particularly those that are inputs in renewable energy technologies.

We must remember the the World3-03 Model represents a broad description of various relationships that
exist between human activity and the Earth’s natural systems. It is not a model to predict the future. However,
the model can be used to investigate the consequences of the complicated network of relations between finite
resources, human activities, and the Earth’s ecosystem.
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[2] Dolores Garćıa. A New World Model Including Energy and Climate Change Data. April 2009. http:
//europe.theoildrum.com/node/5145, accessed on July 26, 2009.

[3] Energy Information Administration Official Energy Statistics from the U. S. Government 2009. http:
//www.eia.doe.gov/emeu/international/contents.html, accessed on July 24, 2009.

[4] Thomas D. Kelly and Grecia R. Matos. Historical Statistics for Mineral and Material Commodities in
the United States. 2009. http://minerals.usgs.gov/ds/2005/140, accessed on July 26, 2009.

[5] Meadows, Donella H. and Richardson, John. and Bruckmann, Gerhart. Groping in the Dark: the First
Decade of Global Modelling. Wiley, New York, 1982.

[6] Donella H. Meadows, Jorgen Randers, and Dennis L. Meadows. Limits to Growth: The 30-Year Update.
Chelsea Green, Vermont, 2004.

[7] Robert Rapier. Predicting the Past: The Hubbert Linearization. March 2007. http://www.theoildrum.
com/node/2357, accessed on July 26, 2009.

[8] R. E. Steuer. Multiple Criteria Optimization: Theory, Computation and Application. Wiley, New York,
1986.

[9] Ruey S. Tsay. Analysis of Financial Time Series. Wiley, New York, 2002.

14



Design of RF MEMS Switches without Pull-in Instability

Tyler Skorczewski1, Gregory P. Richards2, W. Cyrus Proctor3, Chongyi Shen4, Min Wang5, Jingyan Zhang6,
Peng Zhong7, Ralph Smith8

Problem Presenter:
Jordan Massad

Sandia National Laboratories

Abstract

Micro-electro-mechanical systems (MEMS) switches for radio-frequency (RF) signals have certain advantages
over solid-state switches, such as lower insertion loss, higher isolation, and lower static power dissipation.
Mechanical dynamics can be a determining factor for the reliability of RF MEMS. The RF MEMS ohmic
switch discussed in this paper consists of a plate, suspended over an actuation pad by four double-cantilever
springs. Closing the switch with a simple step actuation voltage typically causes the plate to rebound from
its electrical contacts. The rebound interrupts the signal continuity and degrades the performance, reliability
and durability of the switch. The switching dynamics are complicated by a nonlinear, electrostatic pull-in
instability that causes high accelerations. Slow actuation and tailored voltage control signals can mitigate
switch bouncing and effects of the pull-in instability; however, slow switching speed and overly-complex input
signals can significantly penalize overall system-level performance. Examination of a balanced and optimized
alternative switching solution is sought. A step toward one solution is to consider a pull-in-free switch design.
This project aims to determine how simple RC-circuit drive signals and particular structural properties influ-
ence the mechanical dynamics of an RF MEMS switch designed without a pull-in instability. The projects
approach is to develop a validated modeling capability and subsequently study switch behavior for variable
drive signals and switch design parameters. In support of project development, specifiable design parameters
and constraints will be provided. Moreover, transient data of RF MEMS switches from laser Doppler ve-
locimetry will be provided for model validation tasks. Analysis showed that a RF MEMS switch could feasibly
be designed with a single pulse waveform and no pull-in instability and achieve comparable results to previous
waveform designs. The switch design could reliably close in a timely manner, with small contact velocity,
usually with little to no rebound even when considering manufacturing variability.

Sandia is a multiprogram laboratory operated by Sandia Corporation, a Lockheed Martin Company, for the
United States Department of Energy under contract DE-AC04-94AL85000.

1 Introduction and Motivation

Micro-electro-mechanical systems (MEMS)[6] have been used in various radio frequency (RF) applications to
improve operation and performance [10][4][5][7]. RF MEMS ohmic switches have shown lower insertion loss,
higher isolation, greater linearity, and lower static power dissipation than solid state switches [10]. Mechanical
dynamics can be a determining factor for the reliability of RF MEMS. The RF MEMS ohmic switch discussed
in this paper consists of a plate, suspended over an actuation pad by four double-cantilever springs; see
Figure 1.1. During operation, an input voltage is typically applied to close an RF MEMS switch, and the
dynamics of the closure event have a significant impact on the performance and design lifetime of a switch.

1University of California Davis
2Kent State University
3North Carolina State University
4University of Iowa
5Northern Illinois University
6Penn State University
7University of Tennessee Knoxville
8North Carolina State University
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Figure 1.1: Three Dimensional RF-MEMS switch [2].

The kinetic energy of a switch scales with its velocity, and when a switch closes this energy must be dissipated
before the switch attains a stable, closed state. This was observed experimentally using laser-Doppler vibrom-
etry [9]; a switch was shown to bounce on its contacts a number of times before closing. The voltage signal
used to close the switch was then replaced with a sequence of pulses that was shown to greatly reduce the
velocity with which the switch impacted its electrical contacts and the subsequent bouncing. A high velocity
before impact can also lead to higher deformations and, hence, higher stresses in the device during the close
event. These observations motivate the use of shaped voltage waveforms to limit the contact velocities of
electrostatically actuated MEMS devices.

There are many ways to design the waveform of the input voltage. In this paper, we focus on one pulse to close
the switch and hold it in contact. Moreover, the work described in this paper seeks to model and optimize the
dynamics of an RF MEMS switch while accounting for the unit-to-unit variability inherent in the fabrication
of the switches.

2 Model Equations

Using standard reduction techniques, a single-degree-of-freedom model of the switch was constructed [2]. Most
of the relevant physics of the free system could be captured using a driven damped harmonic oscillator as
shown in Figure 2.1.

Figure 2.1: RF-MEMS switch model [2].

The equation for the model above is given as:

ẍ + 2ζoωoẋ + ω2
ox =

Fe

meff
(2.1)
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where meff is the effective mass of the plate-spring structure, ζo is the dampening coefficient, ωo is the natural
frequency of the spring system and Fe is the electrostatic force exerted on the plate defined by Eq.(2.2). From
Figure 2.1, g is the distance between the plate and electrode at equilibrium, dt is the travel distance of the
switch until ’good contact’ and x the position of the switch plate mass from equilibrium.

Fe

meff
=

αV 2
h

(g − x)2
(2.2)

with

α =
εA

2meff

where ε is the permittivity of air, A is the cross-sectional area of the switch plate, Vh is the hold voltage.
Substituting Eq.(2.2) into Eq.(2.1) yields

ẍ + 2ζoωoẋ + ω2
ox =

αV 2
h

(g − x)2
(2.3)

Oscillation of the switch plate during contact in the closed position can approximately be captured by using
the system shown in Figure 2.2. This secondary system was used only when the switch came in contact with
the transmission line. The natural frequency and dampening coefficient, ωc and ζc, of this model were fit using
a least squares analysis of experimental data from closing of the switch. The impact model is given by

ẍ + 2ζcωcẋ + ω2
cx =

αV 2
h

(g − x)2
(2.4)

Figure 2.2: RF-MEMS switch model during impact [2].

To fit ζc and ωc, experimental data of position of the plate from equilibrium versus time was collected for
multiple runs. Data for the fit was used while the plate was in contact with the electrodes. A time shift of
0.75µs was used and data out to 6.0µs was utilized for fitting purposes. Figure 2.3, illustrates before and
after the fit. As the switch continues to bounce off the electrodes, higher-order effects may account for the
discrepancy between the one dimensional model and the experimental data.

2.1 Pull-in Instability

A phenomenon known as pull-in instability can occur in electrostatic MEMS devices [3]. To capture the onset
of instability we start by writing the total potential energy of the capacitive plate-spring system:

3



0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

x 10
−4

−3

−2.5

−2

−1.5

−1

−0.5

0
x 10

−6

Time

P
os

iti
on

(a) Before fit.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

x 10
−4

−3

−2.5

−2

−1.5

−1

−0.5

0
x 10

−6

Time

P
os

iti
on

(b) After fit.

Figure 2.3: Model calibration for closing switch data (a) before fit, (b) after fit.
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E = −1
2

εA

(g − x)2
V 2

h +
1
2
Keffx2 (2.5)

The first term represents the electrostatic potential energy of the variable plate capacitor and the second
represents the potential energy stored in the harmonic oscillator. The force acting on the system then is given
by

F = −∂E

∂x
=

1
2

εA

(g − x)2
V 2

h − Keffx (2.6)

The point of equilibrium occurs when the electrostatic force balances the spring restoring force and F = 0.
The stiffness of the spring system can be obtained from the derivative of the force with respect to the distance
from equilibrium

∂F

∂x
=

εA

(g − x)3
V 2

h − Keff (2.7)

Then, using 2.6, we have

∂F

∂x
=

2Keffx

(g − x)
− Keff (2.8)

Solving for the inflection point of the instability

x =
g

3
(2.9)
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Figure 2.4: Pull-in instability: potential energy versus travel distance normalized by gap.

If the distance of travel, dt, is less than 1/3 the gap distance no pull-in instability will occur. Beyond the
inflection point, the plate will abruptly accelerate towards the resistor pad until the switch makes contact
with the transmission lines. Figure 2.4 illustrates the onset of this instability. Note that the inflection point
gradually increases until just beyond g/3 it disappears all together. For this project, the travel distance will
be chosen to ensure that the pull-in instability will never be reached.

3 Deterministic analysis

To minimize the contact velocities of the switch without a pull-in instability, we first consider a deterministic
optimization for the design of the MEMS switch. This optimization will allow insight into the behavior of
the system with a variety of travel distances and wave forms. Additionally, the optimizations along with the
sensitivity analysis will give some intuition into which parameters are most important for running the larger
uncertainty quantification problem. We describe our solution method and optimization procedure followed by
a discussion some of the results of the deterministic optimization.
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3.1 Optimization

With different values for ζ and ω, system contact is determined by

ζ =

{

ζo x(t) < dt

ζc x(t) ≥ dt

where dt is the travel distance to contact and a similar relation for ω.

To solve this ODE numerically, the second order ODE is first transformed into a system of first order ODE’s
via the standard method

dy1

dt
= y2

dy2

dt
=

αVh(t)2

(g − y1)2
− 2ζωy2 − ω2y1.

Then two solvers are used, ode45() and ode15s(). The system can be compared to a damped oscillator, and
ode45() can spend a long time finding exact values for small oscillatory behavior. Thus, when concerned with
exactness for the entire behavior ode45() is employed. However, if we are only concerned about the behavior
of the first few impacts with the contacts we use ode15s(). MATLAB’s event locator is also used to determine
the times of contact and the associated velocities.

We constrain the waveform of the applied voltage to one that can be easily achieved by a RC circuit, thus we
provide the solvers with a voltage curve that can be determined by two parameters.

Vh(t) =

⎧

⎨

⎩

Vhold

[

1 − e(t/tb)

]

Vh(t) < 0.99 ∗ Vhold

Vhold o.w.

The next issue is to determine the metric to use for optimization. A variety of metrics are possible depending
on which behavior is most desirable. Is a small contact velocity more important than a large time to closure
of the switch? The metric that is used is a balance between the two. We minimize over energy in the system
after first contact until the switch is considered closed. That is we minimize

F =
∫ tclose

tcontact

ẋ2(t)dt.

tclose is defined by the point in time in which the contact tabs on the switch plate come in ’good contact’ with
the transmission lines and stay within a defined tolerance. The point of ’good isolation’ for the switch was
defined by capacitance of 170e-18 Farads. Capacitance between two parallel plates serves as an upper bound
when considering the electrostatic forces between the contact tabs and transmission lines. ’Good contact’ was
assumed to be 10 times less distance than the defined tolerance for ’good isolation’. Capacitance of an infinite
parallel plate system is given as

C =
εAct

d
(3.1)

where ε = 8.8542e-12F/m is the permittivity of air, Act is the area of the contact tab surface and d is the dis-
tance between contact tab and waveguide. Contact tab areas may be machined down to 1µm2 reliably which
gives the absolute minimum distance before ’good isolation’ occurs. This distance, dgi is given as 0.05208µm.
The distance for ’good contact’, dgc is then 0.005208µm. Note that this distance will affect the minimum
travel distance allowed for the switch. If while the switch is oscillating freely the plate travels into this region
that is smaller than ’good isolation’ the switch may leak current.
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To find the optimization of our objective function we use two of MATLAB’s built in optimization tools,
fminsearch() and fminunc(). fminbnd() is used for initial one dimensional investigations. Since fminbnd()
is a combination of a golden section and Newton’s method type search, it is restricted to one varying param-
eter. Thus, fminsearch() is used for optimization of the entire system. When using fminsearch() we do
have to adjust our objective function slightly by adding in a penalty term for when the test parameters are
outside of the physical bounds of the system.

We should note that fminsearch() is a Nelder-Mead Simplex direct search engine and is both highly depen-
dent on the initial guess and has a tendency to get stuck in local minima when trying to optimize over several
variables. To get around some of these limitations, we incorporate several one dimensional searches into the
larger optimization, but we are not guaranteed that the global minimum is obtained.

We begin our deterministic optimization with several one dimensional searches using the fminbnd() routine.
Our goal here is to find out if the possibility exists for a good switch design with no pull-in instability and a
single pulse voltage curve. After setting the holding voltage to an arbitrary number of 95 volts, we optimize
over the travel distance, dt. The resulting position and velocity curves can be found in Figure 3.1.
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Figure 3.1: Example of an optimized position and velocity curve. Optimized over travel distance with a
holding voltage at 95 volts, the red part of the position curve is when the switch is considered closed. As we
can see, this curve has no residual bounces. The optimal travel distance was found to be 6.13e-08m.

From Figure 3.1, we see that a switch design that is activated using a single pulse waveform is possible. The
switch design has several advantages. The time to closure of the switch is relatively short (roughly 4 microsec-
onds), The system does not short out (that is the position curve does not go through the point x(t) = g)
and the switch has a low contact velocity of approximately 3.7 cm/s. However, this design does have some
drawbacks. The travel distance is very close to a good separation distance where no signal can get through the
switch. So, when the switch would be opened and oscillating back into equilibrium, the switch would spend a
significant amount of time letting some signal through and thus could not be truly considered in the off position.

Once a travel distance is picked, one can then optimize over the waveform of the applied voltage. To keep the
search one dimensional, we assume the build up time to be fixed at 3.0e-7s. Fixing the travel distance to be
slightly less than one third of the gap distance (1.2e-6 m vs. 3.8e-6 m), the optimization search produces a
resulting position and velocity curves found in Figure 3.2 with an optimum voltage of roughly 148 V and an
impact velocity of 27 cm/s.

Now we consider the results of several multi-dimensional searches over travel distance, gap distance, holding
voltage, build up time, and spring stiffness (dt, g, Vh, tb and ωo). Analyzing the results of several runs, we can
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Figure 3.2: Example of an optimized position and velocity curve # 2. Optimized holding voltage over energy
with a travel distance of 1.2e-6 m, the red part of the position curve is when the switch is considered closed.

come to the realization that the search engine will always return an optimal travel distance that was equal to
the minimum travel distance allowed. Thus we will optimize only over g, Vh, tb and ωo. Some results of these
searches are shown in Table 3.1.

Table 3.1: Deterministic optimization results. Optimization results setting a fixed travel distance,dt, and using
the total energy as the metric. Here g is the gap distance, Vh is the maximum voltage, tb build up time, ωo is
the natural frequency of the spring, cv is the contact velocity, tclose is the time to close the switch, and en is
the energy from first contact to switch closure.

dt(m) g(m) Vh(V ) tb(s) ωo(Hz) cv(m/s) tclose(s) en (m2/s)
1.2e-6 3.6e-6 149.1 3.0e-7 1.5e5 0.28 8.3e-5 3.1e-7
1.1e-6 3.3e-6 145.5 3.1e-7 1.6e5 0.30 5.9e-5 2.4e-7
9.7e-7 2.9e-6 131.1 3.4e-7 1.6e5 0.29 4.8e-5 1.9e-7
8.6e-7 2.8e-6 126.4 3.9e-7 1.6e5 0.27 4.5e-5 1.5e-7
7.4e-7 2.2e-6 85.9 4.1e-7 1.6e5 0.22 4.9e-5 1.1e-7
6.3e-7 1.9e-6 67.4 5.5e-7 1.6e5 0.18 4.6e-5 7.7e-8
5.1e-7 1.5e-6 51.3 7.4e-7 1.6e5 0.16 4.1e-5 5.1e-8
4.0e-7 1.5e-6 47.1 7.8e-7 1.6e5 0.12 4.4e-5 3.6e-8
2.8e-7 1.6e-6 45.1 7.8e-7 1.6e5 0.09 4.5e-5 2.1e-8
1.7e-7 1.7e-6 41.3 8.2e-7 1.6e5 0.06 3.6e-5 7.8e-9
6.3e-8 2.0e-6 30.4 1.1e-6 1.6e5 0.02 3.2e-5 1.1e-9

These results show several interesting facts about the behavior of the optimized system as a function of the
travel distance. First, both the optimal hold voltage and the build up time to the hold voltage seem to have
a linear relation to travel distance. Additionally, ( though with round off it is less clear in the table ) the
stiffness of the spring appears to not affect the optimal design very much. The gap distance seems to have a
linear relationship up to the travel distance of 4.0e-7 m, but this is an artifact of the minimum gap distance.

Now that we have seen the results of our deterministic approach for the optimization of the switch, we will
consider the sensitivity of our system with some of the input parameters. For this next goal, one set of base
parameters is needed. We choose the travel distance of 5.0e-7 m. For the optimal gap, we chose a secondary
minimum with values found in Table 3.2 because the first optimization was very close to having a pull-in
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instability.

3.2 Opening switch constraints

If we not only consider the closing dynamics of the MEMS switch, but also when the switch opens, we find
new constraints that may need to be placed on the system. Here we are assuming that the closed switch is at
rest and is opened by turning off the voltage and letting the system come to rest at its initial open condition.
The equation governing these dynamics is

ẍ + 2ζωoẋ + ω2
ox = 0

x(0) = dt, ẋ(0) = 0

These equations are well known as the equations for unforced damped harmonic motion. The solution of these
equations is

x(t) = e−ζωot

[

dt cos(γt) +
ζ

√

1 − ζ2
sin(γt)

]

where γ = ωo

√

1 − ζ2 is the damped frequency of the system. The behavior of a typical representative switch
is given in Figure 3.3. Notice the very strong oscillations after the switch has been reopened. Because of the
typical values of natural frequency and dampening parameters of system these oscillations will not die out
until well beyond 100µs. Given that the switch will likely close again on the order of this time, there is need
for more study on the effects of extreme displacement and/or velocity at the start of closing the switch again.
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Figure 3.3: Shown here is a representative RF MEMS switch opening after having made contact. Because of
the typical ω and ζ parameters the switch will oscillate strongly for a long period of time after opening.

Hypothetically, if we assume ζ << 1, then we can say ζ√
1−ζ2

is negligible. In order to have the system relax

to within 2% of the travel distance, dt, in a specified time, t̂, we then need
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x(t̂) < 0.02d ⇒ e−ζωo t̂ < 0.02

⇒ −ζωot̂ < log(0.02)

⇒ ωo >
− log(0.02)

ζt̂

For ζ = 0.02 as in [2] and a relaxation time of t̂ = 10−4 seconds, this results in ω ≈ 850 kHz. Since

ωo =
√

keff

meff
, if we assume the mass of the system is constant then we would need to require the spring

constant to be approximately 50 times stronger than found in [2] [9] to have the switch open in a timely
manner without any additional electrostatic force applied.

This itself poses new challenges, since a spring this strong is especially hard to pull on and would require a
large voltage. A way to limit the need for large voltages is to shorten the travel distance, dt and the gap
between the resistor plate and the contact plate, g.

3.3 Sensitivity analysis

Both numerical and analytical sensitivity studies were carried out and compared. Below, each section is
outlined and discussed. Comparisons of the sensitivities of the output responses to the chosen input parameters
are analyzed from both studies.

3.3.1 Numerical simulations

It is important to check how sensitive the computed solutions of the model are to the choice of input parameter
values. Parameters used in the model of MEMS switch dynamics will vary during manufacturing, and any
voltage waveform designed to close the switch should be effective over a range of values defined by the tolerances
of fabrication. Before we undergo an uncertainty analysis of the model, we first must identify which parameters
of the model are the most sensitive. Sensitivity here is checked through direct simulations where all parameters
except the parameter of interest are held constant at an optimal value. Several computations are performed
where the parameter of interest is varied across an interval determined from experience with manufacturing
and previous simulations. These values are shown in Table 3.2. Extracted from the simulations are the time
it takes to close the switch and the largest impact velocity the plate makes with the waveguides. One can
infer from the relationships between these two variables and the parameter of interest how sensitive it is.
Parameters with greater sensitivity should be considered in the uncertainty quantification study.

Table 3.2: Parameters investigated in sensitivity analysis

Parameter Optimal Value Min Value Max Value
dt [m] 5.00e-07 5.00e-07 1.13e-06 (gopt/3 )
g [m] 3.41e-06 1.50e-06 4.00e-04
Vh [V] 1.27e+02 5.00e+01 1.5e+02
tb [s] 3.06e-07 1.00e-07 1.00e-04

ωo [Hz] 1.49e+05 1.12e+05 (75% ωo) 1.86e+05 (125% ωo)
x(0) [m] 0.00e+00 -1.00e-07 (−20% dopt) 1.00e-07 (+20% dopt)

ẋ(0) [m/s] 0.00e+00 -1.55e-02 (−10% vcopt) 1.55e-02 (+10% vcopt)

The results of these simulations show that the relationships between impact velocity and several parameters
are largely linear. See Figure 3.4. We can therefore quantify sensitivity as the magnitude of the slope of the
line fitting a plot of scaled impact velocity and scaled parameter values.

S =
∆R
Ropt

∆σ
σopt

(3.2)
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Equation 3.2 outlines a generalized definition of sensitivity, S, of the normalized change in output response
∆R = R − Ropt due to the change in normalized input ∆σ = σ − σopt. These results are shown in table 3.3.
From these results we see that impact velocity is most sensitive to changes in the gap thickness, peak voltage,
initial displacement, and travel distance. It is moderately sensitive to natural frequency and not sensitive to
changes in initial velocity or voltage ramp up time.

Table 3.3: Quantification of impact velocity sensitivity of model parameters

Parameter Sensitivity
dt 0.44
g 1.5
Vh 1.2
tb ≈ 0
ωo 0.24

x(0) 0.51
ẋ(0) 0.075

Two parameters do not show a linear relationship with impact velocity. These are the initial velocity
(quadratic) and the voltage ramp up time constant (exponential). See Figure 3.5. The initial velocity shows
little sensitivity to impact velocity, and it takes more than an order of magnitude change in the ramp up
constant to a exhibit significant change in the impact velocity. It is interesting to note that impact velocity is
minimized at an initial velocity greater than zero.
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Figure 3.4: Sensitivity of model parameters on impact velocity. Shown are plots of impact velocity scaled to the
impact velocity from a simulation with optimal parameter values versus parameter values scaled to optimized
values. For initial velocity and initial displacement the parameter values are scaled to the impact velocity
with optimized values and optimized travel distance, respectively. Larger slopes indicate more sensitivity.

The same analysis as above is also applied to the time it takes to close the switch. The results of the scaled
closing time versus scaled parameter value plots again look linear, though this relationship is less well defined;
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Figure 3.5: Shown here are plots of impact velocity versus initial velocity (top) and the voltage ramp up time
constant (bottom). These two parameters do not display a linear relationship with impact velocity in the
simulations of the RF MEMS switch. However, impact velocity is not sensitive to changes in either parameter.

see Figure 3.6. Again sensitivity is quantified as the magnitude of the slope of the linear fit to the data. The
results shown in Table 3.4 show that switch closing time is most sensitive to peak voltage and gap thickness.
These are followed by travel distance, natural frequency, and initial position. Closing time is least sensitive to
initial velocity and the voltage ramp up time constant, as before.

Table 3.4: Quantification of switch closing time sensitivity of model parameters

Parameter Sensitivity
dt 0.64
g 2.8
Vh 2.9
tb ≈ 0
ωo 0.49

x(0) 0.27
ẋ(0) 0.16

3.3.2 Analytic sensitivity analysis

Continuous sensitivity equation method (CSEM) is a common method to investigate the sensitivities of a
system. Here we present the idea about analyzing the sensitivities of the one dimensional model with respect
to the initial velocity ẋ(0), initial displacement x(0), natural frequency ω and the gap distance g. Consider
the model

⎧

⎨

⎩

ẍ + 2ζωẋ + ω2x =
αV 2

h

(g − x)2
,

x(0) = a, ẋ(0) = b
(3.3)
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Figure 3.6: Sensitivity of model parameters on switch closing time. Shown are plots of closing time scaled to
the closing time from a simulation with optimal parameter values versus parameter values scaled to optimized
values. For initial velocity and initial displacement the parameter values are scaled to the impact velocity
with optimized values and optimized travel distance, respectively. Larger slopes indicate more sensitivity.

where

α =
εA

2meff
, ω =

√

Keff

meff

Let ω0 and g0 be the optimized parameter values discussed previously. Sensitivity equations are used to
investigate the rate of change of the output response of a system with respect to the input parameters. For a
more comprehensive overview, see [8].
If we fix every parameter except b, then the solution x of (3.3) is a function that depends on t and b, i.e.,

x = x(t, b). (3.4)

Assume that x is C3 on b. Let y1 =
∂x

∂b
be the sensitivity of x with respect to b. Then

y′
1 =

∂

∂t
y1 =

∂2x

∂t∂b
=

∂

∂b
ẋ. (3.5)

It is clear that y1 represents the rate of change in displacement x to the initial velocity b. From (3.5), y′
1

represents the rate of change in velocity ẋ to b. By taking the derivative of (3.3) to b, the following sensitivity
equation can be derived

⎧

⎨

⎩

y′′
1 + 2ζωy′

1 + (ω2 − 2αV 2
h

(g − x)3
)y1 = 0,

y1(0) = 0, y′
1(0) = 1.

(3.6)

Substituting (3.4) into (3.6) and solving, we obtain a solution y1 = y1(t, b) and hence y′
1 = y′

1(t, b). Let ẋ(t1, b)
be the first contact velocity of (3.3), and ẋ(t2, 0) be the first contact velocity of (3.3) with b = 0, where
t1 = t1(b) and t2 are the first contact time for each case respectively. Then, we have following estimations
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|ẋ(t1, b) − ẋ(t2, 0)| = |ẋ(t1, b) − ẋ(t1, 0) + ẋ(t1, 0) − ẋ(t2, 0)|
≤ |ẋ(t1, b) − ẋ(t1, 0)| + |ẋ(t1, 0) − ẋ(t2, 0)|
≤ |y′

1(t1, 0)||b| + |ẋ(t1, 0) − ẋ(t2, 0)|, (3.7)

and

ẋ(t1, b) − ẋ(t2, 0) = ẋ(t1, b) + ẋ(t1, 0) − ẋ(t1, 0) − ẋ(t2, 0)
� y′

1(t1, 0)b + ẋ(t1, 0) − ẋ(t2, 0), (3.8)
= y′

1(t1(b), 0)b + ẋ(t1(b), 0) − ẋ(t2, 0), (3.9)

where y′
1(t, 0) and ẋ(t, 0) are known functions.

Let y2 = ∂x
∂a represent the sensitivity of the displacement, x, to initial displacement, a. The following sensitivity

equation be derived from Eq.( 3.3)
⎧

⎨

⎩

y′′
2 + 2ζωy′

2 + (ω2 − 2αV 2
h

(g − x)3
)y2 = 0,

y2(0) = 1, y′
2(0) = 0,

(3.10)

Where y′
2 represents the rate of change in velocity to a. Using a similar method to calculating the sensitivity

to b, the following estimations are obtained

|ẋ(t1, a) − ẋ(t2, 0)| = |ẋ(t1, a) − ẋ(t1, 0) + ẋ(t1, 0) − ẋ(t2, 0)|
≤ |ẋ(t1, a) − ẋ(t1, 0)| + |ẋ(t1, 0) − ẋ(t2, 0)|
≤ |y′

2(t1, 0)||a| + |ẋ(t1, 0) − ẋ(t2, 0)|, (3.11)

and

ẋ(t1, a) − ẋ(t2, 0) = ẋ(t1, a) + ẋ(t1, 0) − ẋ(t1, 0) − ẋ(t2, 0)
� y′

2(t1, 0)a + ẋ(t1, 0) − ẋ(t2, 0). (3.12)

Note that t1 in this case may not be the same as t1 with regard to the other sensitivity variables.
Let y3 = ∂x

∂ω be the sensitivity of x to ω, we can derive the following sensitivity equation from (3.3). The
estimations are

{

y′′
3 + 2ζωy′

3 + (ω2 − 2αV 2
h /(g − x)3)y3 + 2ζẋ + 2ωx = 0,

y3(0) = y′
3(0) = 0.

(3.13)

|ẋ(t1, ω) − ẋ(t2, ω0)| = |ẋ(t1, ω) − ẋ(t1, ω0) + ẋ(t1, ω0) − ẋ(t2, ω0)|
≤ |ẋ(t1, ω) − ẋ(t1, ω0)| + |ẋ(t1, ω0) − ẋ(t2, ω0)|
≤ |y′

3(t1, ω0)||ω − ω0| + |ẋ(t1, ω0) − ẋ(t2, ω0)|, (3.14)

and

ẋ(t1, ω) − ẋ(t2, ω0) = ẋ(t1, ω) + ẋ(t1, ω0) − ẋ(t1, ω0) − ẋ(t2, ω0)
� y′

3(t1, ω0)(ω − ω0) + ẋ(t1, ω0) − ẋ(t2, ω0). (3.15)

Let y4 = ∂x
∂g be the sensitivity of x to g. We can derive the following results
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{

y′′
4 + 2ζωy′

4 + (ω2 − 2αV 2
h (g − x)−3)y4 + 2αV 2

h /(g − x)3 = 0,
y4(0) = 0, y′

4 = 0.
(3.16)

|ẋ(t1, g) − ẋ(t2, g0)| = |ẋ(t1, g) − ẋ(t1, g0) + ẋ(t1, g0) − ẋ(t2, g0)|
≤ |ẋ(t1, g) − ẋ(t1, g0)| + |ẋ(t1, g0) − ẋ(t2, g0)|
≤ |y′

4(t1, g0)||g − g0| + |ẋ(t1, g0) − ẋ(t2, g0)|, (3.17)

and

ẋ(t1, g) − ẋ(t2, g0) = ẋ(t1, g) + ẋ(t1, g0) − ẋ(t1, g0) − ẋ(t2, g0)
� y′

4(t1, g0)(g − g0) + ẋ(t1, g0) − ẋ(t2, g0). (3.18)

We solve (3.3) with optimized parameters, then solve (3.13) and (3.16). Numerical solutions x′(t, 0), y′
3(t, ω0)

and y′
4(t, g0) are obtained as Figs 3(a), 3(b) and 3(c). Those solutions enable us to estimate the rate of change

of first contact velocity with respect to ω and g.
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Figure 3.7: Numerical estimations of values needed to solve for the bounds in equation 3.14 and 3.17. These
allow for the solutions of normalized sensitivities of g and ω.

Since the first contact time t1 depends on ω and g respectively, we obtain a first contact time interval about t1
by numerical simulation. To compare the sensitivities of them, we need to normalize y′

3 and y′
4. Let ŷ′

3 = y3ω0

and ŷ′
4g0 be the normalized sensitivities. From the Figures 3(a) 3(b), we know that (3.3) is more sensitive to

g than ω.
If we can obtain the analytic solution of (3.3), then the continuous sensitivity equation method can be applied
to (3.3) to investigate its sensitivities to different input parameters. This will be an interesting topic because
(3.7), (3.11), (3.14) and (3.17) show the upper bounds of the differences of contact velocities while (3.8), (3.12),
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Figure 3.8: Normalized sensitivities of contact velocities with respect to input parameters ω and g.

(3.15) and (3.18) present a way to approximate the differences of contact velocities. These approximations
will be very helpful to understand (3.3). More work can be carried out to find relationships between the
sensitivities of the initial displacement and initial velocity for the analytic and numeric sections.

Due to lack of time, more analysis is needed to fully understand the behavior of the sensitivity equations when
compared with the numerical results. One would expect that each should verify the other with approximations
and error taken into account.

4 Uncertainty Quantification

The deterministic model defined previously minimizes over a form of energy which takes both contact velocities
and closing times into consideration. The optimization procedure suggests the values of parameters, such as
g and dt, for the design of the switch. First, uncertainty quantification is a method to enhance the robustness
of the optimization due to variations in fabrication and use. Second, UQ seeks an optimized distribution of g,
dt and x0 for the manufacturer to set target goals in mass production.

4.1 Waveform optimization

From design optimization, we come up with a set of output parameters that are considered to be optimized.
However, these parameters are for one single switch. While in mass production, one must also consider random
unit-to-unit variability between the switches due to manufacturing techniques. Namely, it is that even if we
target the gap at 3.5µm for every single switch (for example), their actual gaps may be 3.4µm, 3.6µm, and so
forth. The same variability could apply to travel distance, Keff , and meff .

Our existing data of past experiments and relevant analysis suggest that a waveform designed to optimize one
switch cannot give good results when applied to an ensemble of switches, say, up to 1,000 variations. This is
because of the existence of variability mentioned above and because these statistics have not been incorporated
in the design. The uncertainty analysis aims to provide a waveform to an ensemble of switches so that the
overall performance is optimized. This waveform can be potentially different than the one designed for one
specific switch.

From the sensitivity analysis, we notice that ω is not very sensitive to our optimization. In other words, a
change of ω does not impact the output significantly. As such, we would exclude ω in the uncertainty analysis.
Similarly, we will not consider the variability of Keff and meff , which both are linked to ω. Therefore what
we will vary at this time is initial displacement, gap and travel distance.
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The distribution of these random variables should be specified. Previous experimental measurements indicated
that generalized Beta distribution is appropriate and conservative for both g and dt but their distribution
parameters are yet to be estimated. For initial travel, we would assume that it is uniformly distributed. A
code has been developed to plot generalized Beta distribution with different α(skewness), β(kurtosis), lower
bound and upper bound, so that they can be compared with the plot we have from past experiments [1] to
get closest estimates of α and β. Our final estimates of α and β for g are 2.0 and 4.8 respectively; for dt they
are 2.0 and 4.5 respectively.
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Figure 4.1: Distribution of gap and dt after parameter estimation.

Still using the same computational routine, we took 25 samples from each of the parameter distributions, which
form a total of 253 = 15625 simulations. The three variables are gap, travel distance, and initial displacement.
We will first take a look at the contact velocity histogram without considering unit-to-unit variability (which
will be called the ’deterministic model’ hereafter). As for initial travel, we assume there are three scenarios
(low, medium, and high travel distance values).

With this set of parameters we establish a base to compare with later. When initial travel is medium, up to
6967/15625 = 45% of the switches failed. This is due to the medium initial travel is close to the pull-in insta-
bility point we discussed previously. When initial travel is high, almost no switch can close with a speed less
than 25cm/s. We present this result only to illustrate the problem when we ignore the unit-to-unit variabil-
ity among the devices, and for a comparison purpose how better we can make with including random variability.

Next, we will admit the existence of unit-to-unit variability, and design the waveform so that optimized overall
performance is achieved. The optimization process we used is to minimize the 90th percentile of contact
velocity v90, which is defined by:

P (v > v90) = 0.1.

Still initial displacements are assigned to the three low, medium and high scenarios; we will see how the
frequency distribution of contact velocity changes with this optimization; see 4.2

Result: improvement is obvious. When medium travel is assumed, the switche fail rate dropped rapidly from
45% to about 15%. While initial travel is high, even from visual comparison, one can easily perceive the effect
of optimization. From a statistical perspective, it is also not hard to show that the improvement observed is
quite significant. To be specific, let’s calculate an asymptotic 95% confidence interval for the deterministic
model’s contact velocities and also for the probability models. Since the distribution of contact velocity is not
known, we use v̄ ± 1.96 ×√Sv2/N to calculate the asymptotic 95% interval. As such, we get the interval
for deterministic model is (0.2521, 0.3119), while for the probability model is (0.1752, 0.2402). These ranges
have absolutely no overlap with each other. This is strong evidence that an optimization is necessary when
we consider the parameter to be variable rather than ’theoretically fixed’.
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(b) Uncertainty optimized low travel energies.
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(c) Optimized medium travel contact velocities.
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(d) Uncertainty optimized medium contact closing times.
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(e) Optimized high travel energies.
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(f) Uncertainty optimized high travel contact velocities.

Figure 4.2: Comparison of optimized values before and after uncertainty analysis using contact velocity as
objective function.
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Table 4.1: Comparison of Waveform Designs Between Deterministic Model and Uncertainty Model.

Initial Travel: Vh(Deter) tb(Deter) Vh(Uncer) tb(Uncer) Initial E(g) Initial E(dt)
Low 41.303 8.1655e-7 38.403 8.4693e-7 1.31e-6 1.668e-7
Medium 51.309 7.4383e-7 49.385 7.9032e-7 1.5338e-6 5.112e-7
High 149.11 3.0068e-7 124.95 3.3256e-7 3.6037e-6 1.2e-6

4.2 Design optimization

The following work studies how the change of parameter distribution effects the optimized result. We start
from shifting the support of the distributions of parameters and investigate the generated pdf histograms of
optimized contact velocity, closing time and energy. (More work could be done in the future by changing other
parameters, such as skewness and kurtosis of the Beta distributions.) Following each distribution of g, dt, and
x0, 10 random values are generated for each parameter, respectively, giving us totally 1, 000 = 103 samples.
Thus, we get a corresponding distribution set of contact velocities, closing times, and energies from those 1000
samples. The goal is to pick up a shift value with provides ”best” optimized distribution set.

4.2.1 Performance Metrics

The objective function to be minimized is set up as

J(ε) = Vp + c1pf ,

where ε denotes the shift of distribution set, Vp denotes the 90 percentile of the optimized contact velocity
distribution, pf denotes the probability that the switch fails to close, and c1 is a weight to balance the energy
and the number of switches which fails to close [2].

4.2.2 Computational Routine and Results

In the computational routine, the shift of distribution is characterized by the variation of expectation value.
Since the deterministic model provides several sets of optimal parameters, the uncertainty analysis is done
within three different parameter domains distinguished by the value of travel distance dt. We elect three
different dt values, one relatively small, one medium, and one relatively large, to be the initial expectation
values of travel distance distributions. We do separate iterations for each to obtain three sets of optimized
results. Due to the time limit, all the numbers of iterations are fixed, thus the results shown in this paper are
not the best that we could achieve.

The histograms for optimized distribution of contact velocity, energy and closing time are given as in Figure 4.3,
which shows that the small initial dt value provides better results. The final uncertain optimized parameters
are given in Table 4.2.2.

Table 4.2: Waveform and Distribution Design Under Uncertainty.

Optimized Values: Vh tb E(dt) E(g) E(V0)
Small Initial 40.34 8.13e-7 1.68e-7 1.81e-6 0.0
Medium Initial 45.7 7.78e-7 4.63e-7 1.81e-6 0.0
Large Initial 135.4 3.05e-7 1.20e-6 3.85e-6 0.0
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Figure 4.3: Uncertainty optimized responses using contact velocity objective function.
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4.3 Uncertainty Optimization over Normalized Energy

The final results to be discussed are from running our uncertainty optimization over our normalized energy
metric,

J =
∫ tclose

tcontact

ẋ(t)2dt.

With the normalized energy as the optimization metric, the optimal waveform is one that closes the switch
with no bounces. Thus this metric does not consider a higher impact velocity at contact to be a negative and
may not be the best metric to use when considering device longevity. An example of the resulting displacement
curve can be found in Figure 3.1.
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Figure 4.4: Comparing Displacement Curves of an Ideal Switch. Displacement curves from initial guess and
optimized waveform for normalized energy optimization. The curve on the left has a holding voltage of 57V
while the curve on the right has a holding voltage of 49.3V.

The initial guess for this run of the optimization procedure was given a travel distance of 1.668e-07 m, a gap
distance of 1.73e-06 m, a holding voltage of 57 V and a build up time of 8.17e-07 seconds. This results in our
normalized energy to be zero ( since we are integrating over a single point ) where a non-normalized energy
would still consider the initial impact velocity.

The optimization procedure was allowed to vary both the holding voltage and the build up time while at-
tempting to reduce the 90th percentile of the normalized energy under our uncertainty distributions. That is,
the distributions themselves were not optimized in these results. The resulting optimum waveform has both
a lower holding voltage ( 49.3 V compared to the initial guess of 57V ) and a longer build up time ( 8.5e-07
seconds compared to the initial guess of 8.17e-07 seconds ). While this ”optimum” waveform has a resulting
normalized energy that is practically the same as the initial guess ( the differences are in the range of round
off error around 1e-14 ) the same as the initial guess waveform, the resulting waveform does reduce the 90th
percentile of the contact velocity from 10.1 cm/s to 8.6 cm/s. A comparison of the displacement curves for
the initial guess and optimized under uncertainty waveforms can be found in Figure 4.4. Also histograms
comparing the spread of normalized energies and contact velocities from samplings given the initial guess
waveform and the optimized waveform can be found in Figure 4.5.

5 Conclusion

In this report we discuss a one dimensional forced damped harmonic oscillator model governing the dynamics
of an RF MEMS switch. We have fit model parameters from experimental data to account for contact dy-
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Figure 4.5: Comparing Samples of Waveforms with Uncertainty. Histograms of normalized energy and contact
velocity samples from initial guess and UQ optimized waveform for normalized energy optimization.
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namics. Through sensitivity analyses, we determine that gap, peak voltage and initial distance are sensitive
model parameters that can significantly affect model output such as switch closing time and contact velocity.
Parameters such as initial velocity and natural frequency are less sensitive. It is important to note that while
model output is not sensitive to natural frequency, this parameter may play an important role in switch open-
ing dynamics. Exploring this is left to future work. Once the sensitive model parameters are determined, we
optimize the the voltage waveform over given distributions of the sensitive variables to perform an uncertainty
analysis. This optimization returned a peak voltage and an RC time constant so the switch can be driven
with a simple RC circuit voltage waveform. We have also found it is possible to design a MEMS switch that
closes without rebounding.

Through the results obtained from this project we can make several recommendations to the manufacturers of
RF MEMS switches. The first, is to use the smallest travel distance possible to make the switch with reliability.
Smaller travel distances require smaller gap thicknesses and peak voltages to drive. We also recommend to
use smaller RC time constants in conjunction with peak voltages, as these optimize model output. The next
recommendation is to develop manufacturing processes that reduce variability in gap thickness and travel
distance as these will produce more reliable switch dynamics and output. Lastly, consider the constraints of the
dynamics associated with switch opening. The oscillatory behavior seen in switch opening could significantly
affect switch closing performance.
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