ABSTRACT

PARK, JEREMY ISSAC. Deep Learning-Based Computer Vision for High-Throughput Plant
Phenotyping. (Under the direction of Edgar Lobaton).

Computer vision — the field of artificial intelligence (AI) which deals with images and video
— is increasingly being used to make plant phenotyping more efficient. Computer vision has
many benefits in agriculture, mainly the non-invasive, high-speed, low-cost nature of cameras.

Historically, plant phenotyping has been a bottleneck to scientific discovery in agricultural
research, as many phenotyping tasks are typically done either by hand or through slow, often
expensive machinery. The recent rise in computer vision-based phenotyping demonstrates
how computer vision can dramatically accelerate scientific discovery. A key argument of this
dissertation is that computer vision can be just as accurate as traditional, slower phenotyping
techniques, while saving time and resources.

Thus, this dissertation focuses on several different applications of computer vision at three
different scales: microscopic level (cotton fiber tips), organ level (blueberries), and agricultural
level (entire plants). First, I will discuss our work in using object detection to classify cotton fiber
tips as either tapered or hemispherical fibers (narrow or wide, respectively). We demonstrated
how computer vision was able to match human expert level performance on quantifying the
percentage of tapered fibers in six different accessions, saving significant amounts of time.
We also introduced an Al-assisted labeling pipeline, reducing the labeling time by roughly
3x. Thus, this first study demonstrates how relatively simple computer vision algorithms can
dramatically increase the efficiency of plant phenotyping.

Second, I will discuss our work in blueberry phenotyping. Similar to the cotton phenotyp-
ing, much of blueberry phenotyping involves tedious manual labor and/or slow machinery.
To improve phenotyping throughput, I developed an object detection pipeline for blueberry
counting from mobile images. I also discuss unsupervised techniques for blueberry anomaly
detection using models such as autoencoders. This work demonstrates how supervised detec-
tion models and unsupervised, anomaly detection methods can be used to facilitate blueberry
phenotyping.

Finally, I will discuss our work in 3D neural reconstruction for agriculture. As computer
vision detection models are increasingly used in agriculture, the need for high-quality training
data, uniquely suited to a given use case, becomes apparent. Our work seeks to understand to
what extent synthetic training data can be helpful in training real-world plant detection models,
where collecting real-world data may be very costly. Thus, I share one study which examines

how various imaging parameters, such as number of images, viewing angles, etc. affect 3D



reconstruction quality in plants using Neural Radiance Fields (NeRF) and Gaussian splatting
with datasets generated from Unreal Engine and the real world. Our contribution through
this study is exploring how these imaging parameters specifically affect 3D reconstruction
quality in agriculture, which is often overlooked. We also show how, in many cases, using
fewer images achieves similar performance to using more images, demonstrating how sparser
imaging budgets can be just as effective. We also compare the results from the synthetic and
real-world data, noting how performance trends translate across domains.

Thus, my work demonstrates how computer vision can significantly accelerate agricultural
research. My work focuses on automating tedious tasks through fast, deep learning-based
detection methods. I also contribute to our understanding of how we can better image plants

for high-quality 3D reconstruction.
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CHAPTER

1

INTRODUCTION

1.1 Motivation

Feeding a growing global population remains as one of the most important and pressing issues
of our day, as “Zero hunger” is Goal 2 of the United Nations' (UN) 17 Sustainable Development
Goals (United Nations 2025). In 2024, it is estimated that 22.8% of the world — roughly 2.3
billion people — experienced moderate to severe food insecurity (United Nations 2025).

As the UN projects the world population growing to 9.7 billion by 2050 (United Nations
2024), in order to feed a growing population, agricultural production would have to increase
270% from 2003/ 2005 to 2050 to meet the demand, according to the Food and Agriculture Or-
ganization (FAO) of the UN (FAO 2009). Thus, it is imperative that we develop greater solutions
to support global food production (United Nations 2025).

Meanwhile, as countries develop, more of the country's workforce moves outside of agri-
culture (Christiaensen et al. 2021). In high income countries, the percentage of workers in
agri-food systems (AFS) is around 210% of the workforce (Christiaensen et al. 2021). As Chris-
tiaensen et al. (2021) puts it, farm labor is going “from surplus to shortage”. In other words,
at the same time that we need to increase global food production, more and more workers
are leaving agriculture. Thus, new labor-saving technologies are essential to addressing the
agriculture labor shortage (Christiaensen et al. 2021).



1.2 A New Era: Al in Agriculture

Given these challenges, researchers have used terms like Agriculture 4.0 (Rose and Chilvers
2018; Zhai et al. 2020; Abbasi et al. 2022) and Agriculture 5.0 (Saiz-Rubio and Rovira-Mas
2020; Haloui et al. 2024; Bissadu et al. 2025; Holzinger et al. 2024) to describe this new era
technology-driven agriculture. In short, the progression through the eras is as follows:

Agriculture 1.0 (10,000 BC): human and animal labor, early tools

Agriculture 2.0 (19th century): machinery, chemicals

Agriculture 3.0 (20th-21st century): computers, GPS, precision agriculture

Agriculture 4.0 (Present): Al, 10T, big data, cloud computing

Agriculture 5.0 (Future): human-centric and collaborative Al and robotics, sustainable

Thus, the term Agriculture 5.0 encapsulates the journey towards a future that utilizes
technology in a human-centric and agriculture-centric way (Zhai et al. 2020; Saiz-Rubio and
Rovira-Mas 2020; Haloui et al. 2024; Bissadu et al. 2025; Holzinger et al. 2024).

Focusing on one method in this development, precision agriculture (PA), as introduced
in Agriculture 3.0 (Haloui et al. 2024), describes the technology-driven approach of under-
standing the agricultural environment and its variability in an effort to improve agricultural
production (Pierce and Nowak 1999; Zhang et al. 2002). The research community has observed
an exponential growth in the interest in PA, as Janior et al. (2024) found that the number of
publications in PA went from two papers in 1994 to 21000 in 2022. PA is increasingly being
used for tasks such as crop monitoring and management; some example technologies include
unmanned aerial vehicles (UAVs) and robots (Tey and Brindal 2012; Janior et al. 2024).

In line with the principles of precision agriculture, the movement towards Agriculture 5.0
is largely centered on this rapid rise of arti cial intelligence (Al) (Saiz-Rubio and Rovira-Mas
2020; Haloui et al. 2024), as Al tools such as ChatGPT and other large language models (LLMs)
are becoming more accessible to the public (Wu et al. 2023a; Naveed et al. 2025). Thus, as the
core capabilities of Al develop, we can imagine more possibilities for how Al can be used to
address the challenges in agriculture (Kuska et al. 2024).

As such, Al in agriculture is becoming an incredibly important topic and rich research
eld (Jha et al. 2019; Oliveira and Silva 2023; Manning et al. 2022; Dara et al. 2022; Kakani
et al. 2020; Jung et al. 2021). In an extensive literature review of Al in agriculture, Oliveira and
Silva (2023) found Al techniques such as Machine Learning (ML), Internet of Things (loT), and
Convolutional Neural Networks (CNNSs) being applied to seven main domains in agriculture:



crop management, crop prediction, crop classi cation, disease and pest management, soll
management, fertirrigation, and water management. Al will continue to grow as an important
tool that enables greater automation (Jha et al. 2019; Javaid et al. 2023), directly addressing the
shortage in agricultural labor (Christiaensen et al. 2021).

1.2.1 Computer Vision in Agriculture

Speci cally, we have seen how Al has enabled computer vision-based applications that can
help automate agricultural tasks (Tian et al. 2020; Kakani et al. 2020; Yu et al. 2024). Some
examples of how computer vision is being applied in agriculture include: estimating fruit
yield (Bulanon et al. 2019), assessing disease resistance (Divyanth et al. 2022), and precision
spraying of weeds (Alam et al. 2022). Tian et al. (2020) conducted a literature review of computer
vision and automation in agriculture and summarized six main application areas: crop growth
monitoring, prevention of disease, pests, and weeds, automatic harvesting, quality testing,
automated farm management, and farmland monitoring using UAVs. Computer vision has
the bene t of being “low cost, high ef ciency and high precision” (Tian et al. 2020), making Al
and automation more feasible and accessible. In addition, the UN highlights the importance

of supporting small-scale farmers (United Nations 2025), so the relatively low-cost nature of
computer vision makes it potentially a very effective solution for many problems in agriculture.

1.2.2 Computer Vision for Plant Phenotyping

One speci c application area of computer vision in agriculture is for plant phenotyping (Li

et al. 2020b). As Li et al. (2020b) describes it: “Plant phenotyping is an emerging science that
links genomics with plant ecophysiology and agronomy.” In other words, phenotyping involves
the study of how certain physical characteristics arise from the interaction of genes and the
environment (Li et al. 2014b; Pieruschka and Schurr 2019), as shown in Fig. 1.1. An example of
phenotyping for a given plant might look like quanti cation of parts such as the roots, leaves,
fruit, owers, etc. (Li et al. 2014b; Buckner et al. 2021).

Historically, phenotyping in breeding programs involved experts determining a visual
score for traits such as stress and disease resistance, which can be tedious and unreliable
(Li et al. 2014b). But with high-throughput phenotyping, breeders are able to accelerate and
standardize this process, allowing for more ef cient discovery of improved crops (Li et al.
2014b). In other words, phenotyping in this new computer vision era involves the movement
away from subjective, manual measurement towards objective, quantitative understanding (Li
et al. 2014b; Buckner et al. 2021). A major bene t of computer vision-based phenotyping is
that it tends to be noninvasive and nondestructive, which allows for measurement over time



Figure 1.1: Figure 1 from Akhtar et al. (2024) with permission from Elsevier, showing how
phenotype arises from the interaction between the genotype and the environment.

without disturbing the plant (Paulus 2019; Pieruschka and Schurr 2019; Li et al. 2020b). Fig. 1.2
shows several examples of different phenotyping platforms.

Phenotyping can be thought of as done in multiple scales — from the agricultural plot ~ / eld
level, to the organ level, all the way down to the cellular level (Buckner et al. 2021). Each scale
provides certain insight to plants and their environment, and these scale-speci c insights can
be combined to provide a comprehensive look of the plant systems (Buckner et al. 2021). See
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Figure 1.2: Figure 6 from Li et al. (2020b) with permission from Elsevier, showing different
examples of phenotyping platforms.

Fig. 1.3.

Recently, phenotyping has extended beyond 2D image analysis to 3D plant understanding
(Paulus 2019; Li et al. 2020Db). Different tools such as laser scanning and structure from motion
(SfM) are used to create a 3D representation of the plant, which is oftentimes a point cloud, a
set of points each given an X, Y, Z value in 3D space (Paulus 2019). Recently, plant phenotyping



Figure 1.3: Figure 1 from Buckner et al. (2021), illustrating the different scales of machine
learning and plant phenotyping.

has increasingly seen the use of techniques such as Neural Radiance Fields (NeRF) (Mildenhall
etal. 2021; Arshad et al. 2024; Hu et al. 2024) and Gaussian splatting (Kerbl et al. 2023; Shen et al.
2025; Jiang et al. 2025) for their ability to render multiple views with high quality combined
with fast training and evaluation times. With 3D phenotyping, we are able to understand how
plants in their entirety grow over time (ex. tracking how plants grow over time in different
locations) (Paulus 2019; Li et al. 2020b), in line with this idea of a “digital twin” (Grieves 2014;
Purcell and Neubauer 2023).

1.3 Contributions

Given the context of a new era of Al in agriculture, | will now describe my contributions in this
dissertation. Similar to how Buckner et al. (2021) describes phenotyping at multiple scales, this
work covers three projects at three different scales: cotton ber tips (cellular level), blueberries
(organ level), and entire plants (agricultural level). At each level, | demonstrate how Al can
support agricultural researchers by signi cantly improving phenotyping throughput, reducing
the burden of tedious manual labor. | will now provide a brief overview of all three projects



and highlight my main contributions:

1.3.1 Cotton Fiber Tips Image Analysis

As mentioned previously, plant phenotyping often involves extensive manual labeling and
subjective scoring (Li et al. 2014b). In Chapter 3, | describe my work done in collaboration with
cotton researchers at NC State, led by Principal Investigator (PI) Dr. Candace Haigler, to help
automate much of their manual annotation process for microscopic cotton ber tip images
using computer vision. Historically, their research group has had to manually classify and
measure cotton ber tips, which can be tedious, as there can around z60 ber tips in a given
image (Graham et al. 2022). Given that the group classi es these cotton ber tips as tapered or
hemispherical (thin or thick ber tips, respectively), where both classes have a clear, distinct
shape, we developed a computer vision algorithm based on object detection to perform this
repeatable task. Our results showed that our machine learning algorithm can closely match
human labeling performance on the percentage of tapered bers in a group of images, and
that our Al-assisted labeling approach allowed for a 3x reduction in ber tip labeling time
(Graham et al. 2022). In addition, Graham et al. (2025) extends this work by utilizing a simple
user interface that | developed for our collaborators in Google Colab (  https://colab.rese
arch.google.com/ ). While the interface is simple, it demonstrates a signi cant shift, where
now our collaborators are running the computer vision app on their own and analyzing its
outputs, allowing for our collaborators to make their own Al-powered insights from the data.
Thus, this computer vision for cotton ber tip detection work is an example of how relatively
straightforward Al tools can signi cantly help speed up an otherwise tedious phenotyping
process.

At a high level, these are my contributions that are described in more detail in Chapter 3:

Developed object detection models

Created an Al-assisted labeling pipeline

Trained regression CNNs

Created an interface for collaborators

1.3.2 Blueberry Visual Detection and Inspection

Similar to the cotton project described in Chapter 3, in Chapter 4, | describe our collaboration
with a blueberry research group at NC State led by Jessica Spencer to develop computer vision
algorithms for blueberry detection and anomaly detection. In a given blueberry harvest, our
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collaborators will encounter various anomalies such as green berries, bird damage, stem tears,
etc. Thus, we developed a blueberry detection algorithm, as well as an unsupervised anomaly
detection algorithm to quantify these stem tears. As stem tears represent a small percentage of
the overall dataset, | developed an algorithm based on autoencoders trained on normal berries
to reconstruct anomalous berries without the stem tear, thereby highlighting the anomalous
region. In line with phenotyping research being done to better understand blueberry traits
(Hislop et al. 2024), our unsupervised algorithm for stem tear quanti cation could be used to
better understand the traits responsible for a blueberry skin prone to tearing.

The following are my technical contributions for this project, which are described further
in Chapter 4:

» Coordinated dataset labeling
» Developed object detection models

» Developed autoencoders for unsupervised anomaly detection

1.3.3 Photorealistic Plant 3D Imaging

In Chapter 5, | describe our work done in collaboration with the agriculture research group led
by Dr. Chris Reberg-Horton to develop an analysis framework for understanding the imaging
parameters that go into generating a high-quality 3D reconstruction of plants, motivated by
improved weeds detection and measurement (Hu et al. 2022; Sapkota et al. 2022; Dobbs et al.
2023). As 3D representations become more common and allow for more detailed understanding
of plant growth (Paulus 2019), few works have described in detail how speci c imaging setups
affect plant 3D reconstruction (Arshad et al. 2024; Qiao et al. 2025; Wu et al. 2025; Meyer et al.
2024). Thus, our work examines the performance of several NeRF and Gaussian Splatting
models trained and evaluated on three synthetic plants captured in Unreal Engine 5 and one
real plant, showing how certain parameters such as number of images and imaging angle
affects 3D reconstruction performance. Our work shows when test set performance curves
starts to saturate as more training images are added, and that insights from performance trends
of synthetic data generalize to real-world data.

In Chapter 5, | explain in detail how I:

* Built a comprehensive code base for viewpoint analysis
» Conducted in-depth analysis of 3D imaging parameters.

Thus, through all of my three projects, | demonstrate how computer vision tools can improve
phenotyping outcomes for agricultural researchers.
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1.4 Dissertation Structure

The rest of this dissertation is organized as follows: | will give a brief overview of the core
computer vision concepts and technologies used in Chapter 2. In Chapter 3, | will describe the
cotton tip project. Chapter 4 will describe the blueberry project. Finally, in Chapter 5, I will
describe the plant 3D imaging project.



CHAPTER

2

BACKGROUND

2.1 Al, Machine Learning, and Deep Learning

Arti cial intelligence (Al) has long been a source of fascination and curiosity from the likes of
philosophers, science ction writers, and engineers (Buchanan 2005; Haenlein and Kaplan
2019). As Kaplan and Haenlein (2019) de nes it, Al is “a system's ability to interpret external
data correctly, to learn from such data, and to use those learnings to achieve speci c goals
and tasks through exible adaptation.” While Al formalized as a eld of study in the 1950s, Al
has become incredibly popular in recent years, with help of technologies like AlphaGo and
ChatGPT (Haenlein and Kaplan 2019; Kaplan and Haenlein 2019; Wu et al. 2023a). Kaplan and
Haenlein (2019) describes the evolution of Al in three stages: from Arti cial Narrow Intelligence
(ANI), which is Al that may outperform humans in only speci ¢ domains, to Arti cial General
Intelligence (AGI), which exhibits or exceeds human-level performance in many areas and can
solve problems on their own, to Arti cial Super Intelligence (ASI), which surpasses human
capacities and solves problems instantaneously.

In this eld of Al, one important and increasingly used technique is machine learning (ML),
which involves training a system to perform a certain task without explicitly programming
its method of doing so (Jordan and Mitchell 2015). ML accomplishes the learning through
optimizing some performance metric during the training process (Jordan and Mitchell 2015).
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Figure 2.1: Figure 1 from Manakitsa et al. (2024), showing how Al, machine learning, and deep
learning are related.

As Jordan and Mitchell (2015) describes it, ML involves “searching through a large space of
candidate programs, guided by training experience, to nd a program that optimizes the
performance metric.” Much of ML can be thought of as a “function approximation problen’,
which describes the ability of a computer to learn how to map a given input to a desired output
(ex. learning to label a given image as “bird”, etc.) (Jordan and Mitchell 2015).

The most common form of ML is supervised learning, where the computer learns to map
some input to an output given a set of labels (ex. labeling an email as spam or not spam), and can
be thought of as “function approximation”, like we just mentioned (Jordan and Mitchell 2015).
In the case where there are not explicit labels that can be used as training data, unsupervised
learning describes ML techniques which reveal informative patterns and structures of the
input data itself (ex. using clustering to nd distinct classes in the data) (Jordan and Mitchell
2015). Lastly, a third important ML technique is known as reinforcement learning, where a
system learns to take certain actions based on rewards, and has “the objective of maximizing
its expected reward over time.” (Jordan and Mitchell 2015).

One of the most popular and powerful ML techniques is known as deep learning, which
involves the use of arti cial neural networks (ANNs) (Haenlein and Kaplan 2019; Ongsulee
2017). These “multilayer networks of threshold units” learn a “simple parameterized function
of its inputs” and use “gradient-based optimization” to update its parameters based on output
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error (Jordan and Mitchell 2015). Deep learning computation has been largely powered by
graphics processing units (GPUs), which were originally designed for video games, due to
faster training times through parallel processing (Jordan and Mitchell 2015; Ongsulee 2017;
Krizhevsky et al. 2012). In recent years, deep learning has been the main technique driving
most Al applications (Haenlein and Kaplan 2019). See Fig. 2.1 for an illustration of how Al, ML,
and deep learning are related.

Convolutional neural networks (CNNs) are a type of ANN that uses convolution for feature
extraction (Li et al. 2021). CNNs are a very common architecture for tasks such as natural
language processing, computer vision, and speech recognition (Gu et al. 2018; Li et al. 2021).
Three of the main types of layers in a CNN include the convolutional layer, pooling layer, and
fully-connected layers (Gu et al. 2018; Voulodimos et al. 2018). A signi cant moment in the
development of the CNN was when Krizhevsky et al. (2012) used CNNs trained on GPUs to
achieve state-of-the-art results of image classi cation on the ImageNet dataset, inspiring future
work in deep learning (Gu et al. 2018; Li et al. 2021; Jordan and Mitchell 2015).

2.2 Computer Vision

Computer vision is the eld of Al that teaches computers to see (Tian et al. 2020; Bhatt et al.
2021; Manakitsa et al. 2024). As Manakitsa et al. (2024) describes it, the main aims “of computer
vision are to enable computers to see, recognize, and comprehend the visual world in a manner
analogous to human vision.” In other words, computer vision deals with Al in the domain of
images and video (O'Mahony et al. 2019; Bhatt et al. 2021; Manakitsa et al. 2024). Before the
widespread use of deep learning, traditional computer computer vision often required expert
knowledge to nd hand-crafted features in order to perform the vision task (O'Mahony et al.
2019). Now, neural networks are able to learn which features are most informative for the given
vision task (O'Mahony et al. 2019).

Three of the main computer vision tasks include image classi cation (determining whether
a certain class of object is in an image or not), object detection ( nding objects in an image),
and image segmentation (dividing an image into regions based on their shared characteristics)
(Manakitsa et al. 2024). There are two different types of image segmentation: semantic segmen-
tation, where all the pixels of a class are labeled the same, and instance segmentation, where
each instance of a class is separated (Manakitsa et al. 2024). The level of complexity increases
going from classi cation to detection to segmentation, as the level of pixel-speci ¢ detail of
the task increases (Manakitsa et al. 2024). Fig. 2.2 shows examples of the different computer
vision tasks.
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Figure 2.2: Figure 1 from Wu et al. (2020) with permission from Elsevier, showing the main
computer vision tasks.

2.2.1 3D Reconstruction

In addition to tasks such as image classi cation and segmentation that deal with 2D image data,
there is also the eld of computer vision that deals with understanding our three-dimensional
world (Zhou et al. 2024). As such, there has been more research in 3D reconstruction, the ability
to create a digital 3D representation of real-world objects and scenes (Zhou et al. 2024). 3D
reconstruction techniques are being used in cultural preservation, entertainment, surgery,
robot navigation, and more (Zhou et al. 2024).

3D reconstruction techniques use input like images in order to generate the 3D represen-
tation of an object (Zhou et al. 2024). Structure from Motion (SFM) describes the method of
taking a set of “partially overlapping photos” as input and creating the “3D reconstruction
of the object and the internal and external parameters of the camera” as output (Zhou et al.
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Figure 2.3: Figure 1 from Mildenhall et al. (2021), showing how NeRF uses input images to
create the implicit 3D representation.

2024). 3D reconstruction comes in the form of explicit and implicit expressions, where explicit
expressions use “geometric shapes and structures to directly describe the external or internal
geometry of an object’, whereas implicit expressions represent the 3D scene “through a func-
tion” (Zhou et al. 2024). Explicit expressions include point clouds and meshes, and 3D Gaussian
Splatting (Kerbl et al. 2023) has become a very popular explicit representation technique (Zhou
et al. 2024). Implicit representations include Neural Radiance Fields (NeRF) (Mildenhall et al.
2021), which represent the scene in a neural network (Zhou et al. 2024). There are active 3D
reconstruction methods, which interfere with the object in some way (like through a laser
scanner), and passive reconstruction techniques, which do not interfere with the object and
simply measure using its own sensors (ex. binocular stereo vision) (Zhou et al. 2024).
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CHAPTER

3

COTTON FIBER TIPS IMAGE ANALYSIS

The following chapter has adapted content from our published journal paper that | co-authored
with collaborators Benjamin P. Graham, Grant T. Billings, Amanda M. Hulse-Kemp, Candace H.
Haigler, and Edgar Lobaton (Graham et al. 2022). The content has been adapted with permission
from the corresponding authors. In short, my contributions include the development and
evaluation of the object detection models, and writing related to the object detection methods.
In the nal section on Extension (Section 3.10), | discuss my work in developing an interface
for our collaborators as a part of the recently published journal paper (Graham et al. 2025), and
additional results not included in the publications are shared.

3.1 Abstract

Premise: The shape of young cotton ( Gossypium) bers varies within and between commercial
cotton species, as revealed by previous detailed analyses of one cultivar of G. hirsutum and one
of G. barbadense Both narrow and wide bers existin  G. hirsutum cv. Deltapine 90, which may
impact the quality of our most abundant renewable textile material. More ef cient cellular
phenotyping methods are needed to empower future research efforts.

Methods: We developed semi-automated imaging methods for young cotton bers and a
novel machine learning algorithm for the rapid detection of tapered (narrow) or hemisphere
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(wide) bers in homogeneous or mixed populations.

Results: The new methods were accurate for diverse accessions of G. hirsutum and G. bar-
badenseand at least eight times more ef cient than manual methods. Narrow bers dominated
in the three G. barbadenseaccessions analyzed, whereas the three G. hirsutum accessions
showed a mixture of tapered and hemisphere bers in varying proportions.

Discussion: The use or adaptation of these improved methods will facilitate experiments
with higher throughput to understand the biological factors controlling the variable shapes of
young cotton bers or other elongating single cells. This research also enables the exploration
of links between early cell shape and mature cotton ber quality in diverse eld-grown cotton
accessions.

3.2 Introduction

Computer vision is a eld of arti cial intelligence that enables automated data extraction
from digital images, including techniques such as object detection and classi cation as will be
described here. Recently, computer vision has been increasingly used in agriculture to enhance
crop research, production, and breeding (reviewed by Kakani et al. (2020); Paul et al. (2020);
Tian et al. (2020); Li et al. (2020b)). Examples of effective implementations of computer vision
include monitoring crop development (Sadeghi-Tehran et al. 2017), identifying plant diseases
(Toseef and Khan 2018) and pests (Maharlooei et al. 2017), and increasing the ef ciency of
irrigation (Nhamo et al. 2018). Speci cally for cotton ( GossypiumL.), computer vision has been
used to: diagnose disease (Toseef and Khan 2018); detect boll maturity (Li et al. 2020a); and
map cotton boll number, volume, and distribution in the eld (Sun et al. 2018, 2020). Here, we
demonstrate a less common use of computer vision for cellular phenotyping—speci cally, for
the annotation of two cell shapes that may occur in young cotton bers.

Cotton bers are highly elongated and thickened extensions of the seed epidermis that
provide a key renewable resource for textile manufacture (Fang 2018; Kim 2018). Two allote-
traploid species, G. hirsutum L. (Gh) and G. barbadenseL. (Gb), produce most of the worldwide
ber crop (about 90% produced by Gh, 5% by Gb, and the remainder by a few diploids in minor
cultivation) (Constable et al. 2015). Although Gh is more productive, its ber quality is lower
than that of Gb. Researchers are actively seeking insights into the mechanisms underlying the
superior length, strength, and nenessof Gbcotton (for examples, see Tuttle et al. (2015); Brown
et al. (2020); Wang et al. (2020); Pei et al. (2021); Yu et al. (2021); Zhao et al. (2021)). However,
de nitively linking the higher quality of ~ Gb ber to particular cellular or genetic mechanisms
is yet to be accomplished. We previously studied an elite cultivar (cv.) of each species, Gbecv.
Phytogen 800 and Gh cv. Deltapine 90, to understand the control of ber diameter (Stiff and

16



Haigler 2016; Pierce et al. 2019; Graham and Haigler 2021). The diameter of the mature ber cell
contributes to ber neness (or mass per unit length) in tandem with the extent of secondary
wall thickening. Gb cotton is composed of smaller-diameter mature bers that are preferred for
spinning the ne, strong yarns used to manufacture the highest-quality cotton fabrics (Kelly
et al. 2015). The suboptimal neness of Gh ber (e.g., in Deltapine 90 versus Phytogen 800;
Avci et al. (2013)) may relate to Gh producing both wide bers (called hemisphere) and narrow
bers (called tapered), whereas Gb produces bers with one narrow shape that appear similar
to Ghtapered bers (Figure 3.1). These differences between ber shapes are apparent at the
ber apex on the rstday after ber initiation and extend down the shank as the ber elongates.
The narrow and wide Gh ber shapes stabilize by the second day after anthesis and persist
through ber maturity (Pierce et al. 2019; Graham and Haigler 2021).

Different apical shapes, diameters, and other cellular characteristics in the tip region dis-
tinguish three ber morphogenetic fates: two in Deltapine 90 versus one in Phytogen 800
(Stiff and Haigler 2016; Pierce et al. 2019; Graham and Haigler 2021). In theory, the tapered

bersin Gh cotton would be a positive contributor to optimal ber neness, making it nec-
essary to examine more cotton accessions to determine whether the results from the two
originally studied cultivars are typical of the species and whether variability in early cotton
ber morphology impacts mature ber quality. However, the currently used manual methods
for determining the proportion of narrow versus wide bers within a population are laborious,
requiring researchers to image the bers of one sample in multiple focal planes, generate
a stacked image for each eld of view, and annotate ber shapes by hand (Stiff and Haigler
2016; Pierce et al. 2019; Graham and Haigler 2021). It was not practical to extend these manual
methods to analyzing the shape of young bers in numerous cotton accessions, which is a key
next step in this research area as we work toward understanding the biological controls of this
trait and the potential relationship to the higher quality of Gbversus Gh cotton.

Here, we describe newly developed, semi-automated, ef cient protocols for imaging and
annotating the shape of young cotton bers using computer vision. For the bene t of diverse
readers, an overview of the problem addressed and the machine learning (ML) approaches that
we developed and employed are shown in Figure 3.2. The results show that object detection
within extended depth of eld images can automatically and reliably characterize cotton bers
as having tapered or hemisphere shapes. The effectiveness and robustness of computer vision
is demonstrated by the similarity of outcomes to ber shape annotations performed manually
for three Gh accessions (Deltapine 90, Half and Half, and Coker 312) and three Gb accessions
(Phytogen 800, Pima 3-79, and Pima S7). All three Gbaccessions had nearly 100% tapered bers,
whereas the percentage of tapered versus hemisphere bers varied between Gh accessions.
These improved methods expand our ability to: carry out experiments on the molecular control
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of this trait; phenotype young ber morphology in numerous cotton accessions, including
those grown in the eld; and explore linkages between early ber shape and mature cotton
ber quality.

3.3 METHODS

3.3.1 Plant materials

The cotton plants were grown in a greenhouse witha26 /22°C diurnal cycle in the North Carolina
State Phytotron, as described previously (Pierce et al. 2019). Flowers were tagged on the day of
anthesis and harvested at three days post anthesis (3 DPA). Although the distinct ber shapes
had already formed by 2 DPA (Stiff and Haigler 2016; Graham and Haigler 2021), we chose to
image at 3 DPA for two reasons. First, the bers were still relatively short, which minimized
entanglement and facilitated the visualization of multiple ber tips in each image. Second,
imaging at 3 DPA helped to address the theoretical possibility that ber tapering in some
accessions might be delayed beyond 1 to 1.5 DPA as observed for Gh cv. Deltapine 90 or Gbcv.
Phytogen 800, respectively (Graham and Haigler 2021).

3.3.2 Cotton ber sample preparation, digital image collection, and image
analysis

Ovules with attached ber were xed in the greenhouse. The xative previously used (Histo-
Choice, formerly available from Amresco) (Stiff and Haigler 2016; Pierce et al. 2019; Graham
and Haigler 2021) is obsolete, which led to the testing and validation of another low-toxicity,
formalin-free xative (A5472; Sigma-Aldrich, St. Louis, Missouri, USA; Appendix A Figure A.1).
To remove the boll wall and harvest undamaged tissue, shallow longitudinal incisions were
made between the locule walls, and lateral incisions were made 3 mm from the top and around
the base of the boll. The ovules with attached bers were lifted out of all of the locules of each
boll and xed (1 h at ambient temperature, approximately 1:10 v /v tissue: xative) prior to
optional storage at 4 °C. Immediately before imaging, the ovules were examined under a stere-
omicroscope (incident light, black background, 31x) and three vigorous ovules were selected
from each boll, taking care that the ovules did not dry out. The ovules were rinsed three times
(5 min each) in buffer (0.05 M PIPES, 12 mM EGTA, 5 mM EDTA, and 0.1% [w/v] Tween 80, pH
6.8), which had a lower osmolarity than the microtubule-stabilizing buffer previously used for
aldehyde- xed bers (Seagull 1990; Graham and Haigler 2021). While steadying an ovule with
forceps, one to three small pieces of its chalazal end with attached bers were dissected away
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Figure 3.1: Representative images and manually annotated distributions of apical diameter for

six cotton accessions tested by computer vision. (A—C) In images of three  Gossypium hirsutum
(Gh) accessions (A, Deltapine 90; B, Half and Half; C, Coker 312), tapered or hemisphere bers
are indicated by an arrow or arrowhead, respectively. (D—F) Bimodal apical diameter distribu-
tions for the Gh accessions pictured in A—C, with tapered or hemisphere shapes in orange or
magenta, respectively. (G-I) Images of three G. barbadense(Gb) accessions (G, Phytogen 800;
H, Pima 3-79; I, Pima S7) show only tapered bers with a (J-L) unimodal distribution. A total of

720 bers per accession were manually annotated, representing nine ovules from three bolls of
different plants. The 50 pm scale bar in panel | applies to all images.
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