ABSTRACT

CHENG, KELVIN BOLIN. Towards Robust, Generalizable, and Explainable Stereo Matching
for Autonomous Driving. (Under the direction of Christopher G. Healey).

The field of autonomous driving has grown tremendously in recent years thanks to the
development of deep neural networks (DNNs) for computer vision tasks. As a cost-effective
way of obtaining depth, DNN-based stereo matching plays a critical role in the development
of self-driving systems. Although accuracy and processing speed have been the primary
focus in recent stereo matching research, less emphasis has been placed on key aspects
such as robustness, generalizability, and explainability, which are vital for the safety of
autonomous vehicles. This thesis aims to address these shortcomings by exploring three
crucial components of DNN-based stereo matching: 1) cost volume formation, 2) disparity
distribution representation, and 3) intermediate layers in the cost aggregation stage.

First, we devised a physically realizable adversarial attack technique that can easily ma-
nipulate the output of the current best-performing DNN-based stereo matching methods,
presenting a significant danger to autonomous driving systems and exposing weaknesses
in current DNN designs. To improve robustness against adversarial attacks, we combine a
non-parametric cost volume with a parametric context feature map to replace the current
parametric cost volume. Experiments confirm the effectiveness of our design in enhancing
adversarial robustness and cross-domain generalizability.

Second, we improve the single-view disparity distribution representation used in the
current DNN-based stereo matching methods with a density-based volumetric representa-
tion. This allows for simultaneous generation of depth and occlusion maps for both views,
as well as self-supervised learning without modifying DNN structures.

Finally, to improve the interpretability of DNN-based stereo matching, we develop
techniques to visualize the intermediate layers of the cost aggregation stage by converting
intermediate tensors to disparity distributions. This offers a more intuitive understanding
of how an initial cost volume is progressively transformed into a disparity distribution
through the layers of a DNN. Experimentation using the visualization method reveals
interesting insights and limitations in current DNNs by comparing different DNN-based

stereo matching methods.
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CHAPTER

1

INTRODUCTION

The growth in autonomous driving technologies has been tremendous in recent years,
largely driven by advances in deep neural networks (DNNSs) for perception tasks such as
depth estimation and object detection (Geiger et al. (2012); Menze and Geiger (2015)).
While recent research has primarily focused on accuracy and processing speed, the critical
aspects of robustness and explainability have not received as much attention. These factors
are often considered less important in other machine learning applications, such as speech
recognition and machine translation, where errors are tolerable and data is plentiful. How-
ever, in autonomous driving, even small errors can have disastrous consequences, making
it essential for models to be robust and generalizable (Geirhos et al. (2020); Tu et al. (2021);
Ranjan et al. (2019); Tu et al. (2020)). If a model fails, it must also be explainable and provide
valid reasons, as a lack of understanding and trust can hinder the ability to address the
situation.

All perception tasks in autonomous driving face challenges related to robustness, gen-
eralizability, and explainability, but depth estimation is particularly crucial as it generates
depth maps that serve as input for other tasks like 3D object detection (Tu etal. (2020, 2021)).
Currently, there are three main sources used to obtain depth information in autonomous
driving based on input modality: 1) from a single camera, 2) from multiple cameras, and 3)



Figure 1.1: lllustration of a typical pipeline for traditional methods. H and W are the
height and width of inputimages. D is the maximum disparity level.

from a LIDAR system. Among these choices, we plan to focus on multi-camera setting in this
thesis, as it is much less expensive than LIDAR and more accurate than depth estimation
from a single camera (Geiger et al. (2012); Menze and Geiger (2015)).

The core task in depth estimation for the multi-camera setting is  stereo matching
(Szeliski (2010)). Inspired by human binocular vision, stereo matching has been a long-
standing challenge in computer vision that aims to recover 3D information from stereo
image pairs. Stereo matching has great potential over a wide range of applications such as
autonomous driving and virtual reality. Speci cally, with two cameras capturing the same
non-occluded physical point, its pixel locations on the two images are a function of its 3D
location, as described in Chapter 2. As its name suggests, the goal of stereo matching is to
accurately nd pixel correspondences between the two images.

As shown in Fig 1.1, solving stereo matching usually involves three stages in traditional
approaches: 1) feature extraction, 2) cost volume formation, and 3) cost aggregation (Szeliski
(2010); Scharstein and Szeliski (2002); Hirschmuller (2005)). During feature extraction, each
pixel is transformed from a 3D RGB vector into a more distinctive feature, such as a local
binary pattern or a xed-size patch centered around it. The pixel's feature is then compared
to all possible pixels in the second image, creating a cost curve for each pixel and a cost
volume for the entire image. Stereo matching is cast as a problem of energy minimization,
where an optimizer computes the best disparity assignment to minimize an objective
function that relates the cost volume to a smoothness term, promoting similar disparities
among neighboring pixels.

Stereo matching, despite being a seemingly simple task, has been a subject of study
for many years due to its inherent challenges such as occlusions, repeated patterns, and
textureless areas (Szeliski (2010); Scharstein and Szeliski (2002)). Occlusions occur when
pixels in one image do not have a corresponding pixel in the second image, either because



Figure 1.2: lllustration of a typical pipeline for DNN-based stereo matching. H and W
are the height and width of input images. D is the maximum disparity level. S is the down-
sampling scale used in DNN to reduce computation burdens.

the physical point is blocked by other objects or because it is projected outside the area
captured in the second view. In either case, the disparity of an occluded pixel cannot
be known by matching to other pixels. In traditional methods, occluded pixels need to
be explicitly detected and lled by propagating disparities from neighbouring regions.
Textureless or repeated regions, where many pixels have similar colors and are dif cult
to match, can be handled by enforcing that neighboring pixels have similar depths, but
this requires setting a hyper-parameter based on the speci c dataset being used. As an
illustration, it is dif cult even for a human to determine the correspondence of a single
pixel on a white wall in a second image, so we depend on other visual indicators to sense
the depth of the wall.

As in many other computer vision problems, deep neural networks (DNNs) have made
signi cant advancements in stereo matching (Geiger et al. (2012); Menze and Geiger (2015);
Scharstein et al. (2014); Mayer et al. (2016)). Compared to traditional approaches that
explicitly handle matching and occlusions, DNNSs are trained to directly estimate disparities
using a large number of stereo image pairs and corresponding depth maps. DNNs follow a
similar pipeline to traditional stereo matching methods, but with variations in each stage
(Fig 1.2) as shown in the works of GC-Net (Kendall et al. (2017)), PSMNet (Chang and Chen
(2018), GANet (Zhang et al. (2019)), LEAStereo (Cheng et al. (2020), among others.

In feature extraction, DNNs employ stronger convolutional layers to replace hand-
crafted features. The cost volume is constructed by concatenating these DNN-generated
features, unlike traditional methods that compute a scalar cost for each pair of corre-
spondences. For disparity representation, traditional methods directly compute the best
discretized disparity for each pixel, while DNNs use a disparity distribution. Cost aggrega-
tion in DNNs is performed using feed-forward layers, which allow for faster inference and
differentiability for training purposes.



Due to their reliance on data, DNNs can be less transparent compared to traditional
methods. Despite this, DNNs have proven to be faster and more accurate when they are
trained properly, as demonstrated in popular stereo matching datasets such as KITTI,
Middlebury, and SceneFlow (Geiger et al. (2012); Menze and Geiger (2015); Scharstein et al.
(2014); Mayer et al. (2016)). While recent research in stereo matching has primarily focused
onincreasing accuracy and speed, the importance of factors like robustness, generalizability,
and interpretability has been given limited attention. These factors are crucial for ensuring
the safety of autonomous vehicles and should not be overlooked. Robustness ensures that
the autonomous vehicle can operate safely and effectively under different road conditions,
traf c patterns, and other unexpected events. Generalizability refers to the ability of the
autonomous driving system to perform well in a wide range of environments and situations,
without the need for extensive retraining. Interpretability allows for a better understanding
of the decision-making process of the autonomous vehicle, which is important for ensuring
safety and accountability. These factors are critical to building trust in autonomous driving
technology, and they must be carefully considered during the design and testing phases of
development to ensure the safety and reliability of autonomous vehicles on the road. This
thesis aims to improve on these aspects by exploring three crucial components of DNN-
based stereo matching: 1) cost volume formation, 2) disparity distribution representation,
and 3) intermediate layers in the cost aggregation stage. Each of these components will be
further explained in detail in the following sections.

1.1 Robustand Generalizable Stereo Matching

For end-to-end fully differentiable learning of stereo matching in prior work, two interesting
guestions arise: First, how well do DNNs that are trained from scratch learn to match? We
can do some deductive reasoning: If they indeed learn to perform matching, their perfor-
mance should potentially increase after we add the same perturbations at  1-(x,y) and
IR(x D (x,y),y)using the ground-truth disparity D (X, y) (i.e., the stereo-constrained pho-
tometric consistency), regardless of what the perturbations are (e.g., adversarial attacks). As
we shall show, DNNs do not learn to match well and state-of-the-art stereo matching DNNs
are vulnerable to adversarial attacks, even when the photometric consistency is preserved
(Madry et al. (2018)). Second parallel to the adversarial vulnerability, cross-domain gener-
alizabilty also is an important problem in stereo matching: DNN-based stereo matching is
typically pre-trained under the so-called simulation to reality (Sim2Real) pipeline due to



the high cost of collecting ground-truth matching results in practice and the data-hungry
aspect of DNNSs. It has been shown that DNNs may learn shortcut solutions that are strongly
biased by the training dataset (Geirhos et al. (2020)). At the same time, it is desirable to have
stereo matching systems that are more directly transferable from simulation (training) to
reality (testing). Since stereo matching methods are widely used in autonomous driving,
adversarial vulnerabilities in these models can lead to catastrophic consequences. Boosting
the Sim2Real generalizability can signi cantly improve its applicability in diverse driving
scenarios. Thus, jointly addressing adversarial vulnerabilities and the Sim2Real generaliz-
ability has become a pressing need in DNN-based stereo matching as well as many other
deep learning applications.

To address the two questions jointly in stereo matching, one key is to enable learning
to perform matching based on features that are robust and generalizable between the
simulated data (training distributions) and real data (testing distributions). To this end,
the rst contribution in the thesis develops = DNN-contextualized binary-pattern-driven
non-parametric cost volumes . Additionally, it revisits the perspective of learning the cost
aggregation via DNNs for stereo matching, and presents a simple yet expressive design that
is fully end-to-end trainable, without resorting to speci c aggregation inductive biases.

The main steps of this work are:

1. We investigated the adversarial robustness of stereo matching DNNs by proposing a
physical realizable adversarial attack method tailored for stereo matching. Our results
showed that current state-of-the-art DNNs can be easily compromised.

2. We propose to use a non-parametric cost volume formed by the Census Transform
to replace DNN features. Tests con rmed that this approach not only enhances
adversarial resistance but also generalizability across different datasets.

3. We propose to use a single reference image's DNN feature map to capture semantic
information, rather than matching it with the target image. Experiments showed that
this technique improves accuracy without sacri cing robustness, further highlighting
the adverse effects of using DNN features in stereo matching.

Our contributions. DNN-contextualized binary-pattern-driven non-parametric cost
volumes make two main contributions to the eld of stereo matching: 1) they propose a
novel design for stereo matching by utilizing DNNs to aggregate / optimize non-parametric
cost volumes with parametric contextual features, which shows signi cantly better adver-
sarial robustness and improved cross-domain (Sim2Real) generalizability when no- ne



tuning is used, and 2) they present the stereo-constrained projected gradient descent (PGD)
attack method, which by design preserves photometric consistency to show more serious
vulnerabilities of state-of-the-art DNN-based stereo matching methods.

1.2 Learning a Density-based Volumetric Representation

State-of-the-art deep learning-based approaches estimate the pixel correspondences in a
reference image by learning the 3D cost volume representation that predicts a categorical
distribution across a prede ned and xed maximum number of disparity levels for every
pixel in the reference image. Despite its effectiveness in the end-to-end training of stereo
matching DNNSs, the 3D cost volume representation has several shortcomings. It can not
estimate the disparities concurrently for both images. This is a non-trivial task involving
warping and / or interpolating the 3D cost volume. Retraining from scratch is often required
when the reference image needs to be changed. Due to the inability to perform concurrent
disparity estimation, it also cannot estimate occlusion maps, since the 3D cost volume only
outputs the expected disparity.

More importantly, the aforementioned drawbacks hinder the applicability of the 3D
cost volume representation in self-supervised learning. Recently, self-supervised learning
has shown tremendous success in other vision tasks such as image classi cation (Chen
et al. (2020); He et al. (2020); Grill et al. (2020)). Many researchers envision it as one of the
most important paradigm shifts towards the next wave of Al. Self-supervised learning has
not been studied extensively in stereo matching but is much needed due to the dif culty of
collecting ground-truth depth  / disparity for large scale data, since collecting large numbers
of stereo image pairs has only recently become feasible. This has generated very large but
unlabeled data available for stereo matching, which calls for effective self-supervised stereo
matching methods. As in other problems where there are correspondences among images,
photometric losses are often used to train the model by projecting the correspondences.
However, since the reprojection process is not directly differentiable, prior art relies on
warping and bilinear interpolation at multiple scales to provide gradients for training
(Godard et al. (2017, 2019); Li and Yuan (2018); Wang et al. (2020); Zhou et al. (2017b); Yin
and Shi (2018); Mahjourian et al. (2018); Zhan et al. (2018)). This approach faces the issue
of locality due to bilinear interpolation. In stereo matching, new network architectures
are speci cally proposed to t the self-supervised training paradigm, often at the cost of
reduced accuracy in the supervised mode (Godard et al. (2017, 2019); Li and Yuan (2018);



Wang et al. (2020)). Because occluded pixels violate photometric consistency, occlusion
estimation is often needed to improve training. This requires a right-view disparity map.
Without the ability to compute both the left and the right disparity maps, previous work
needs to swap the two images and compute twice for both views, which is not only slow,
but also hinders the model's ability to learn contextual information due to the switching
order.

To address this challenge, this thesis rethinks the view-speci ¢ 3D cost volume repre-
sentation by directly learning a 3D density-based volumetric radiance eld representation
that can cast rays to both views concurrently using volume rendering. This density-based
volumetric representation is inspired by the recent success of the Neural Radiance Field
(NeRF) (Mildenhall et al. (2020)).

The main steps of this work are:

1. We construct a density-based volumetric representation to replace existing dispar-
ity distribution representations. Using this uni ed representation, we can infer the
expected disparities for both views and capture occlusions. Experiments show that
the proposed representation with existing DNNs will generate accurate disparity and
occlusion maps for both views.

2. We implement a self-supervised learning approach based on the density-based rep-
resentation to eliminate the need for speci ¢ design structures and bilinear inter-
polation and warping. The method generates the left image using the rightimage's
colors and the density volume, then calculates a similarity loss between the gener-
ated image and the actual left image to guide the training process. This process can
also be applied to the right image to further re ne the supervision. Our experiments
demonstrate that this approach achieves comparable or improved results compared
to deep neural networks speci cally designed for self-supervised learning.

Our contributions.  The proposed plug-and-play density-based volumetric represen-
tation for stereo matching enables: 1) concurrent disparity estimation for both views, 2)
occlusion estimation for both views, and 3) self-supervised learning of stereo matching in
a uni ed manner. It can be used with many of the existing DNN-based stereo matching
methods by simply replacing their existing representations.



1.3 Understanding Stereo Matching Through Visualization

In autonomous driving, transparency and explanation of decisions are crucial for building
trust. When a model fails, it must provide clear reasoning behind its actions to avoid
hindering the ability to resolve the issue and maintaining trust in the system. Due to the
black-box nature of DNNSs, visualization is one of the most promising ways to investigate
how DNNSs generate predictions (Rudin (2019); Rudin et al. (2021); Zeiler and Fergus (2014);
Selvaraju et al. (2017); Sundararajan et al. (2017); Bau et al. (2017); Kindermans et al. (2017);
Adebayo et al. (2018); Dijk and Croon (2019)). Compared to the well-explored visualization
for image classi cation (Zeiler and Fergus (2014)), however, the study of visualization for
depth estimation is still in its early stages. It is non-trivial to show how a DNN generates
depth for a certain pixel. One approach to gain insights into the inner workings of a DNN is
to conduct experiments by replacing parts in the inputimages. For example, recent research
has shown that DNNs can identify unexpected cues in monocular depth estimation, such
as the height of a wheel, but overlook other important factors like the size of a vehicle and
the road's slope (Dijk and Croon (2019)). This is due to DNNSs taking shortcuts to "hack"
the problem instead of learning a more generalizable solution, a phenomenon referred
to as short-cut learning (Geirhos et al. (2020)). For example, if a dataset only contains
greenish images of grass, a DNN might classify an image as grass based solely on its green
color, ignoring the shape of the grass. In monocular depth estimation, DNNs take similar
shortcuts to identify the bottom of the wheel without considering the entire vehicle.

The initial investigation in the thesis revealed that the formation of the cost volume in
stereo matching can be vulnerable to adversarial attacks, possibly due to short-cut learning.
However, itis yet to be determined if there are any shortcuts present in the cost aggregation
stage. If DNNs effectively learn to perform matching in the cost aggregation stage, they
should be less susceptible to shortcuts due to the geometric constraints of the binocular
vision system. Additionally, itis unclear how DNNs handle occluded and textureless regions,
or how they utilize semantic information. The method presented by Dijk and Croon (2019) of
altering only parts of an image is insuf cient for uncovering these underlying mechanisms.
To shed light on these questions and understand how an initial cost volume evolves into a
disparity distribution through feed-forward layers, a new visualization method is necessary.

This thesis enhances the understanding of DNN-based stereo matching methods by
introducing a visualization technique that converts an intermediate tensor in the cost
aggregation stage into a disparity distribution representation. Speci cally, since the spatial
dimensions (i.e. width, height, and disparity levels) of the intermediate tensors in the cost



aggregation stage remain consistent up to scaling, the feature vector of a voxel can be linearly
transformed to a scalar that represents the probability of a pixel at a speci ¢ disparity level.
This is achieved by minimizing the absolute differences between the expected disparities
of the transformed distribution and the predicted disparities. This representation displays
the best-case scenario of how an intermediate tensor can predict disparities. By visualizing
disparity distributions at different layers, it is possible to see the impact of each layer on
the previous disparity distribution. Additionally, we developed an interactive library for
visualizing the disparity distributions of a selected pixel. In experiments, our approach has
provided insightful results by comparing the inner process of different DNN architectures.
The main steps of this work are:

1. To visualize and understand the effect of layers in the cost aggregation stage, we
convert the 4D output tensor of alayertoa 3D per-pixel disparity distribution rep-
resentation by linearly transforming the feature vector to a scalar. We compute the
linear transformations by minimizing error.

2. In addition to our proposed visualization method, we create a user-friendly interface
that allows researchers to visualize the disparity distribution of a selected pixel at
speci c layers.

3. Using these visualization tools, we delve into the workings of various DNN-based
stereo matching methods and gain valuable insights.

Our contribution.  The third section in the thesis makes three important contributions:
1) it introduces a new approach for visualizing and understanding intermediate layers
in the cost aggregation stage of DNN-based stereo matching, 2) it offers a user-friendly
interface for exploring various DNN-based stereo matching methods, and 3) it uncovers
valuable insights and limitations in the current designs of DNNs through this visualization
method.



CHAPTER

2

BACKGROUND

2.1 Problem Formulation

Fig. 2.1 illustrates the stereo matching setup. The recti ed leftimage is used as the reference
image to infer the disparity map. For each pixel in the leftimage, the goal of stereo matching
isto nd the target pixel on the recti ed epipolar line in the right image. The search range
(i.e., disparity levels) often is prede ned and xed to a suf ciently large value in the cost
volume computation stage. The matching is based on minimizing the cost between features
centered at the source and target pixels respectively. The challenge of stereo matching
is to seek the globally optimal matching for all pixels in the left reference image and to
handle many uncertainties such as in the appearance features (textureless regions and
specularities), the cost function, and unknown repeated patterns and occlusion situations.

Let be animage lattice (e.g., 540 960) on which the recti ed left and rightimages are
de ned, denoted by I' and IR, respectively. Denote D (x,y) as the disparity map for the
referenceimage | -. In traditional methods, stereo matching is formulated as an energy  / cost
minimization problem,

min Eq(15,17,D)+ E(D), (2.1)
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Figure 2.1: lllustration of stereo matching. Top: the stereo imaging setup consisting of two
cameras capturing images of a physical scene. Bottom: Recti ed images that are used in
training and testing stereo matching models.

where the rstterm is the data energy /cost, E4(I-,IR,D)= i w2 COStRL(X,Y) Fr(x
D (x,Yy),y)) capturing the matching cost between a source pixel (x,y) inthe left reference
image and the target pixel (x D (x,y),y) on the recti ed epipolar line (i.e., the same
row) in the right image (the bottom of Fig. 2.1). The cost is measured based on features
F, . and Fr extracted for the source and target pixel respectively. The second term repre-
sents thePprior / regularity of a disparity map such as the pairwise smoothness assumption,
EsD)= v SOU),D(v))whereu,v2 andN the setof neighboring pixels (e.g., the
4-connected neighborhood). The challenges in the traditional formulation are two-fold:
What are good features and cost functions in the data term? And, what is a good prior that is
suf ciently expressive to capture the disparity structures while facilitating ef cient optimiza-
tion (e.qg., by the dynamic programming algorithm or semi-global method(Hirschmuller
(2005))?

Deep learning approaches mitigate the aforementioned challenges by exploiting the
highly-expressive representational power and the end-to-end learning capability of DNNSs.
A cost volume is rst computed that represents the solution space with respect to the
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