
ABSTRACT

CHAMPON, XIAOXIA. Categorical Functional Data Analysis with Application to Social Media.
(Under the direction of Ana-Maria Staicu).

Functional data (FD) come in the form of curves, surfaces, or images, where a single obser-

vation, represented by one or multiple series of high-frequency measurements, is a function

over a continuum. Functional data analysis (FDA) is an intuitive approach for analyzing data

observed over a compact interval because it considers the dependence of the observations

within the same individual. There are many examples of FD in various fields: mean diffusivity

is a function of position in Diffusion Tensor Imaging from 1D brain images, a patient’s monthly

intelligent test (Wechsler Adult Intelligence Scale Revised - WAIS-R) scores are a function of

time, the measurements of current from Zener diodes (a semiconductor device) are a function

of voltage, and the maximum horizontal distance traveled by the projectile is a function of the

velocity at which the projectile is launched when the angle and initial height of the projectile

are fixed. However, when the functional observation is categorical-valued, such as a patient’s

status over time, it is difficult to model due to its non-continuous nature.

This dissertation work is devoted to studying categorical functional data (CFD) and de-

veloping methods for clustering and hypothesis testing when the functional observation is

categorical-valued. All three of the projects are motivated by CFD applications from social

media. Examples of observed CFD include postings over time on Twitter by users about a

company’s brands or their sentiments towards the Israel-Hamas conflict. (Twitter is now called

“X,” but for simplicity we continue to use “Twitter.”)

The goal of CFDA is to study the behavior of subject-specific categorical series, aiming

not only to quantify the variations of individual behavior compared to a baseline but also to

explain the behavioral differences in a meaningful way using information summarized from

categorical-valued time series. We aim to answer three questions. The first involves identifying

high-value customers, the third requires grouping individuals and identify potential users who

are amenable to information diffusion. Both of these questions can be addressed through

clustering. The second one is to evaluate a specific category’s effect on customer membership,

and this question is resolved through hypothesis testing. The following summarizes the main

idea of each work.

We were approached for a marketing study with the goal of understanding which customers

a company should prioritize for interaction on social media platforms to positively promote

the firm. This becomes challenging, especially when limited information is available about

social media users within a short timeframe. We propose clustering social media users using



Categorical Valued Functional Data Analysis. This is a flexible methodology to group many

Twitter users based on their posting behavior. We provide a novel framework that views users’

high-frequency postings during a specified timeframe as densely-observed categorical func-

tional data and propose clustering them using latent user-specific characteristics. This leads to

an interpretable and computationally-efficient algorithm, enabling us to gain insights into the

posting behavior of social media users. While our methods are inspired by a Twitter application,

they can be applied to understand posting behavior across various social media platforms. We

implement this method in the function catfdcluster() in the R package catfda.

The second paper is motivated by the corporate challenges posed by the high-stakes and

politically charged conflict resulting from public statements or critical events showing support

on one side during the Israel-Hamas War. We aim to assess whether the way individuals discuss

a company, as reflected in the content of their tweets about the company over time, influences

customer opinions toward the company. We specifically focused on three companies: Star-

bucks, McDonald’s, and Nike. The first two companies are major players that have touched off

controversy tied to the Israel-Hamas conflict. We evaluate the impact of tweet categories toward

brand opinion using a Restricted Likelihood Ratio Test for Categorical Functional Data. (take

off “on X.”) This work considers a logistic regression-based framework for the classification of

categorical functional data, allowing the study of the statistical effect of specified categories.

We develop its null asymptotic distribution and discuss a computationally efficient way to

calculate the p-value. The empirical Type I error and power of the methodology are studied in

finite samples, and this test is implemented in the cfdaRLRT function in R package catfda.

The third work is inspired by the Modeling Information Pathways (MIPs) project funded by

the Defense Advanced Research Projects Agency (DARPA). Timely identification of influence

pathways enables earlier anticipation and detection of new influence messaging flows and

better forecasting of the impact of changes to the ecosystem (e.g., platform policies) on infor-

mation flows. The potential change of belief becomes of the interest to assess the magnitude

and effect of the influenced messages. We aim to identify individuals amenable to information

diffusion through clustering X users based on changes in sentiment in response to the Israel-

Hamas conflict. We use the marginal probability and average delay to explore the transitions

among the sentiment and apply sparse multivariate functional data analysis to cluster users’

reactions that reflect the immediate effects of information diffusion. The method is applied to

Twitter data related to the war. We provide interpretable clustering memberships representing

reactions to information from different opinions on a specific event over time. This approach

can be generalized to cluster users from any social media platform for any event, and it is

implemented in the clustersc() function from the R package catfda.

In summary, this dissertation has addressed three research questions of interest to market-



ing and information diffusion. The development of methods, including two clustering methods

and one hypothesis testing method, is entirely motivated by real data. Future work can ex-

tend the current Categorical Functional Data Analysis (CFDA) approach, such as exploring

longitudinal CFDA to assess long-term time-varying effects.
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CHAPTER

1

INTRODUCTION

1.1 Overview

This dissertation is motivated by the applications from social media, where the observations

are in the form of categorical functional data (CFD). We focus on developing methods to

address speci�c research questions raised from marketing studies and information diffusion

perspectives. In particular, we approach the problems through clustering analysis on CFD and

hypothesis testing on a scalar-on-function (SoF) linear model where the response is binary,

and the functional predictor is categorical-valued. Both of these methods have not been used

in these �elds before due to the data structure, and both require extra steps to accommodate

the speci�c features of the information architecture.

To be speci�c, in our work, we observe the data for the i th account by f (Wi 1, t i 1), . . . ,(Wim i
, t im i

)g,

where Wi j represents the category out of Q possible values f s1, . . . ,sQgthat is observed at the

j th time, corresponding to time t i j , where i = 1, . . . ,n . In our Twitter data application, Q = 3.

Assume t i j 2 T , where T is a bounded and closed interval. In the following chapters, Wi j rep-

resents the tweet status for the i -th account at the j -th time and can take one of three values:

0,1, or 2. The meaning of each value from tweet status is different based on the objectives of

the research questions in each chapter. For example, in Chapter 2, the value of the tweet status

Wi j depends on whether there is no tweeting, tweeting without mentioning a particular brand,
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or tweeting on that particular brand. However, in Chapter 3, the value of the tweet status Wi j

depends on the sentiment type of daily tweets, whether there is no tweet, mixed sentiment, or

consistent sentiment. In Chapter 4, the value of the tweet status Wi j indicates the sentiment of

a tweet, either positive, negative, or neutral. Figure 1.1 visualizes one example of two types of

functional data, one on the top is continuous, and the one on the bottom is categorical-valued.

The top continuous functional data is generated from a smooth mean function with noise;

however, this is not the data we have. The bottom categorical functional data is an example

user we observed from Chapter 2.

Figure 1.1: Functional Data Example, Top: Continuous, Bottom: Categorical-Valued

As shown from Figure 1.1, categorical functional data analysis (CFDA) poses challenges

for estimation, modeling, and prediction due to the non-continuous nature compared to

traditional functional data, and popular functional data analysis (FDA) techniques cannot be

directly applied. The outcome of this dissertation provides three practical options to overcome

this limitation and generalize the process to conduct CFDA.

In this chapter, we start by brie�y introducing the de�nition and basic concepts of continu-

ous functional data, as well as two of the most common modeling techniques for univariate

functional data: modeling smooth functions using basis expansion with a penalty and func-

tional principal component analysis (FPCA) in Section 1.2. Both basis expansion with a penalty
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from Subsection 1.2.1 and FPCA from Subsection 1.2.3 are used throughout the rest of Chapters

2, 3, and 4. This is followed by Subsection 1.2.4, which models sparse generalized longitudinal

data from Hall et al. (2008), serving as a key inspiration for both Chapter 2, where the response is

categorical, and Chapter 4, where the response is a Poisson count. We then review multivariate

functional data analysis (MFDA) in Section 1.3, where more than one function is observed

per user, and one of the key components in both Chapter 2 and Chapter 4. We discuss the

advantages of modeling multiple functional data jointly instead of separately and expand on

multivariate functional principal component analysis (MFPCA) in Subsection 1.3. MPCA is

a necessary step in our work for analyzing CFD once the categorical information is linked to

continuous latent functions. We cover MFPCA for dense data in Subsection 1.3.3 and sparse

data in Subsection 1.3.4, both of which are used, with the former in Chapter 2 and the latter in

Chapter 4. In Section 1.4, we review the essential pieces needed for the hypothesis testing in

Chapter 3, simple random effects in generalized additive model (GAM) in Subsection 1.4.2, and

simple randome effects in regression models in Subsection 1.4.3, the non-parametric bootstrap

hypothesis test in Subsection 1.4.5, and test statistic and approximate p-values for smooth

terms in Subsection 1.4.4. Section 1.5 concludes the introduction chapter with strategies we

adopted to conduct the categorical functional data analysis in the following chapters and key

contributions from this dissertation.

1.2 Univariate Continuous Functional Data

Functional data (FD) is in the form of curves, surfaces or images, where a single observation,

represented by one or multiple series of high frequency measurements, is a function over

a continuum. These curves and their derivatives can be evaluated at any continuum, and

usually display both amplitude and phase variations across different observations. For example,

current measurements from Zener diode devices are functions of voltage; average monthly

temperatures from different weather stations are functions of time; and the height records

of individuals are functions of age. In practice, the discretely observed data is assumed to be

generated by smooth curves, and thus possesses the functional attribute. Smoothness is the key

assumption for the analysis on the in�nite dimensional functional data on a compact interval.

The goal of functional data analysis is to study the behavior of the subject-speci�c curves,

and quantify the variations or dependency between the curves, which can be accomplished

through one of the following techniques. The exploratory investigation is mainly achieved

through using functional principal component analysis (FPCA) and canonical correlation

analysis. This process focuses on only the available data with less interest on population

characteristics or unobserved data (Ramsay and Silverman 2005). Functional linear models
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are used for con�rmatory analysis, which is inferential and aims at checking certain speci�c

statements or hypothesis, and prediction is generally beyond the scope of functional data

analysis (Ramsay and Silverman 2005).

Raw FD observed from the same domains for all subjects can be visualized through spaghetti

plots or 2D and 3D rainbow plots, where 3D plots are used for multiple curves simultaneously

collected per subject. FD may be dense, where the measurements are on a �ne grid for each

observation, or sparse, where measurements are sporadic for each observation but dense across

all observations once ignoring the subject factor. However, given that observations are usually

with measurement errors from any setting, the �rst task is always to use roughness penalty

smoothing , in order to transform discrete values from observations to functions. Certain

constraints might have to be imposed during the smoothing process due to the nature of the

curves. For example, we want to make sure the height curves are strictly increasing. Registration

or feature alignment might be needed after smoothing, to identify the true property of the curves

if both amplitude and phase variation are detected. The second key task of functional data

analysis (FDA) involves reducing the in�nite dimensions to �nite dimensions, either through

preset basis expansions FPCA. We discuss the common modeling and analysis frameworks in

the case of a dense sample grid and the general estimation approach. Consider FD f (Yi j , t i j )g,

where i = i , � � � ,n and j = i , � � � ,m i , are observations on subject i resulting from the random

curve Xi (t ) on a compact interval [0,1]. The observed data with noise can be described in the

form

Yi j = Xi (t i j ) + � i j (1.1)

with t as a continuum, usually time, and Xi (t ) are the smooth, square integrable functions in

Hilbert space L 2[T ]. � i j are independently identically distributed white noise.

1.2.1 Functional Descriptive Statistics

We assume the Xi (t ) are functional curves Xi (t ) with a dense design, de�ned on the interval

[0,1] where i = 1, � � � ,n , are realizations of a stochastic process X (t ) with mean function � (t )

and covariance � . The mean function can be estimated through the sample mean function,

and the covariance function can be estimated from the sample covariance. The correlation

function describes the dependence of observations across all continuum t , and the associated

correlation function for all t that C o rX (s, t ) = c ovX (s,t )p
va rX (s)va rX (t )

where va rX (t ) = 1
N � 1

P N
i =1[Xi (t ) �

X (t )]2. The above statistics can be found using basic R functions mean and cov on the observed

matrix.

The mean function can be considered as the group characteristic or point of reference that

is the same across all subjects within one group, and the covariance function helps quantify the
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individual deviations from the mean function. This is important, as once we can differentiate

the individual departures from the mean function, then we can summarize this information

to cluster or perform classi�cation based on a known criterion such as a distance measure.

These are the major ideas behind our clustering method in Chapter 2 and Chapter 4, where

we measure the level of variabilities from each individual by comparing them to the mean

function and group users using a standard metric.

1.2.2 Modeling Functional Data with Preset Basis Expansions

One method to represent the underling function X (t ) is to use the linear combinations of

preset basis functions, which are a set of independent functions � k , where k � 1, such that

X (t ) �
P K

k =1 ck � k (t ). The most common basis functions are cubic-spline basis, which are piece

wise cubic functions joined end-to-end , and Fourier basis, which are sine and cosine functions

with increased frequencies. The latter is usually used for periodic functional data. The solution

of the smoothing process for the following model with a roughness penalty

Yi j (t ) =
KX

k =1

� k (t i j )ck + � i j (1.2)

for j = 1, � � � ,m i , is ĉ = (� 0W� + � R)� 1� 0Wy, where R =
R

D 2� (s)D 2� (s)0d s and W is a weight

matrix to allow for possible covariance structures among residuals. This solution minimizes

the penalized error sum of square (Ramsay and Silverman 2005)

PENSSEm (y jc ) = (y � � c )
0
W (y � � c ) + � c

0
R c (1.3)

. A large enough dimension of the basis K is usually used to capture the intricacy of the curves

and penalizing the coef�cients using the square integral penalty to trade off smoothness

against data �t. The optimal smoothing parameter � can be selected through generalized

cross validation (GCV) or Restricted Maximum likelihood (REML) (Ramsay and Silverman

2005). The unique subject speci�c smooth curve associated with each observation can then be

recovered using estimated coef�cients ĉ as ÒYi j (t ) =
P K

k =1 � k (t i j )ĉi k . The above procedure can

be implemented using the gam function from R package mgcv and smooth.basisPar in FDA.

We use the basis expansion with penalty technique to model the smooth latent curves in

Chapter 2, smooth coef�cient functions in Chapter 3, as well as the number of transition curves

in Chapter 4.
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1.2.3 Modeling Functional Data using FPCA

FPCA was �rst introduced by Rao (1958) who extended multivariable principal component

analysis (PCA) to the curves. The goal of FPCA is to �nd the projections of maximum variance

from curves Xi (t ), where t 2 T . De�ne the covariance function

� f (t ) =

Z

T

� (s, t )f (s)d s (1.4)

where f (t ) 2 L 2[T ]. The �rst functional principal component (FPC)

� 1 = a r g ma x f < � f , f > (1.5)

subjected to jj f jj2 = 1, where <,> is the inner product. This FPC has the maximum variance

with the constraint jj� 1jj2 = 1. The �rst FPC score (FPCS)

� i 1 =

Z

T

� 1(t )Xi (t )d t (1.6)

. . Sequentially, the 2nd FPC � 2 = a r g ma x f < � f , f > subjects to < f , � 1 >= 0 and jj f jj2 = 1.

, � i 2 =
R

T
� 2(t )Xi (t )d t with the constrains < � 2, � 1 >= 0 and jj� 2jj2 = 1. FPC � k s are the

eigenvectors of the covariance operator � such that

� � k = � k � k (1.7)

where � 1 > � 2 � � � > � k such that independent random variables � i k � N o r ma l (0, � k ). This

process depends on the properly de�ned intergral operator on the covariance kernel associated

with the orthonormal basis functions � k in equation 1.4, and � in equation 1.7 needs to

be continuous, symmetric and non-negative de�nite (Chiou et al. 2014). Karhunen–Loève

(KL) expansion of the random function Xi (t ) with a �nite truncation can be represented as

Xi (t ) = � (t ) +
P K

k =1 � i k � i k (t ), t 2 T (Rice and Silverman 1991; Silverman 1996)

Xi (t ) = � (t ) +
KX

k =1

� i k � i k (t ), t 2 T (1.8)

where � k is the FPCs and zero mean random variables � k is the functional principal component

scores (Rice and Silverman 1991; Silverman 1996). . In practice, we can estimate the mean

function � (t ) by sample mean function b� and covariance function � by sample covariance

function b� . The �nal estimate of individual trajectory can be recovered through ÒXi (t ) = b� (t ) +
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P K
k =1

b� i k
Ò� i k (t ), t 2 T . The number of K can be determined by the percentage of explained

variance (PEV)
P K

k =1 � kP 1
i =1 � i

.

Essentially, FPCA can assess the individual deviations and summarize it into a low di-

mensional FPCA scores. Reducing a in�nite dimensional function to �nite size is the key to

clustering procedures in Chapter 2 and Chapter 4.

1.2.4 Sparse generalized longitudinal data with latent Gaussian processes

Both Chapter 2 and Chapter 4 used a latent Gaussian process, the idea is inspired by Hall

et al. (2008) that models sparse generalized longitudinal observations with latent Gaussian

processes. Chapter 2 models the densely observed categorical functional data and Chapter 4

models sparse observed count functional data. We brie�y review Hall et al. (2008) here.

Latent Gaussian Process Model

We denote the generalized responses Yi j , and we observe independent copies of Y , however, in

each case, only for a few sparse time points. Denote the observed data as (Ti j ,Yi j ) for 1 � i � n

and 1 � j � m i , where Yi j = Yi (Ti j ) for an random trajectory Yi , and Ti j 2 T = [0,1]. We assume

there is a latent Gaussian process X on T such that

Ef Y (t 1), � � � ,Y (tm )jX g =
mY

j =1

gf X (t j )g (1.9)

Ef Y (t )2jX g � g1f X (t )g

for 0 � t 1 < � � � < tm � 1 and 0 < t < 1, g is a smooth, bounded, monotone increasing link

function. Model 1.9 implies that

Ef Yi (Ti 1), � � � ,Yi (Tmi )jXi (Ti 1, � � � ,Xi (Tim i
))g =

m iY

j =1

gf Xi (Ti j )g (1.10)

The idea is to poo data across subjects to overcome the sparseness (Yao et al. 2005a), and that

data that are observed at each time point can be used for inferences about other values of Y (t )

on the dense interval.

7



Estimating mean and covariance of latent Gaussian processes

We assume the variation of Xi about its mean is relatively small such that

Xi (t ) = � (t ) + � Z i (t ) (1.11)

� = E(Xi )

where Z i is a Gaussian proess with zero mean and bounded covariance and � > 0 is an unknown

small constant. Assuming the link function g has four bounded derivatives, and the paris (X ,Z )

follows

g(X ) = g(� ) + � Z g (1)(� ) +
1

2
� 2Z 2g (2)(� ) +

1

6
� 3Z 2g (3)(� ) + Op (� 4)(1.12)

E[(g f X (t )g)] = g(� ) +
1

2
� 2Ef Z 2(t )gg (2)f � (t )g+ O(� 4)

cov[g f X (s)g,g f X (t ))g] = � 2g (1)f � (s)gg (1)f � (t )gcovf Z (s),Z (t )g+ O(� 4)

Set up the following

� (t ) = E[g f X (t )g] (1.13)

� (t ) = g � 1f � (t )g

� (s, t ) = cov[g f X (s)g,g f X (t )g]=g (1)f � (s)gg (1)f � (t )g

Then we have

� (t ) = Ef X (t )g= g � 1(E[g f X (t )g]) + O(� 2) = � (t ) + O(� 2) (1.14)

� (s, t ) = covf X (s),X (t )g=
cov[g f X (s)g,g f X (t ))]

g (1)f � (s)gg (1)f � (t )g
+ O(� 4) = � (s, t ) + O(� 4)

A estimator of � and � can be obtained by neglect the effect of orders O(� 2). Hall et al. (2008)

estimate the following using the iterative expectation such that

� (t ) = Ef Y (t )g= E[Ef Y (t )jX (t )g] = E[g f X (t )g] (1.15)

� (s, t ) = Ef Y (s)Y (t )g= E[g f X (s)g,g f X (t ))]

So we can estimate the mean function and the covariance function as follows

�̂ (t ) = �̂ (t ) = g � 1f �̂ (t )g (1.16)

�̂ (s, t ) = �̂ (s, t ) = f ˆ� (s, t ) � �̂ (s)�̂ (t )g=g (� 1)f �̂ (s)gg (� 1)f �̂ (t )g
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Then we can predict the individual trajectories using a generalized random effect model where

the response is the observed data and the random effects are the eigenfunctions (Yao et al.

2005a).

1.3 Multivariate Functional Data Analysis (MFDA)

In our work, although we observe one categorical series per individual with Q possible values

for each series, it can be viewed as the result of a Q � 1 dimensional multivariate latent process.

This highlights the signi�cance of Multivariate Functional Data Analysis (MFDA) as a critical

component for the Chapter 2, particularly after establishing the connection between categorical

functional data (CFD) and multivariate functional data (MFD).

MFDA is an intuitive approach to analyze multiple outcome curves observed concurrently

on the same subjects, where the quantities are measured relative to the same variable, typically

time in our cases. Joint modeling accounts for the dependence among the different outcome

curves by considering all curves simultaneously, facilitating a comprehensive investigation.

Performing MFDA, instead of conducting univariate FPCA for each curve, is advantageous

when the dependence between multiple curves is non-negligible. MFDA studies explore the

simultaneous variation, and this compound variability will not be captured if we only conduct

univariate FPC separately.

In this section, we will begin by discussing the advantages of MFD over Independent

Functional Data Analysis (IFDA), followed by a discussion of common modeling strategies and

the data structure of MFD. We will then elaborate on the model framework, assumptions, and

estimation methods for two multivariate functional principal component analyses (MFPCA).

One of these analyses pertains to densely observed data, as utilized in Chapter 2, while the

other deals with sparse data, as applied in Chapter 4.

1.3.1 Advantages of Modeling Simultaneously

In general, MFDA is an effective approach for handling multivariate and complex data (Górecki

et al. 2016), offering several advantages over IFDA. For instance, Górecki and Smaga (2017)

discussed the practical interest of MFDA in solving the multivariate analysis of variance prob-

lem, demonstrating its ability to detect small differences between vectors of curves even with

small sample sizes (Habeck and Stern 2010). Moreover, MFDA proves particularly useful in

neuroimaging, where it aids in evaluating the correlation and covariance of activation across

brain regions, thereby identifying neural networks and enhancing statistical power (Habeck

and Stern 2010). In contrast, univariate approaches cannot directly address functional connec-
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tivity in the brain. Collectively, these studies suggest that MFDA is a more comprehensive and

powerful approach for analyzing sophisticated and multivariate functional data.

1.3.2 Common Modeling Strategy and MF Data Structure

Just like univariate FDA, a common strategy in MFDA is to reduce the in�nite dimensions of

the data to �nite dimensions, either through preset basis expansions or multivariate functional

principal component analysis (MFPCA). The coef�cients of basis expansions or the multivariate

functional principal component scores (MFPCS) are then used for regression, clustering, or

classi�cation. Below, we will focus on two MFPCA methods that are utilized in the following

chapters.

From here forward, we will denote the multivariate functional data as

X (t ) = (X 1(t 1), � � � ,X p (t p ))2 Rp (1.17)

where t := ( t 1, � � � , t p ) 2 T := T1 � � � �T p is a p-tuple of d1, � � � ,dp -dimensional vectors, and each

X p (t ) is a function with argument t p . In the case when the multivariate functional data X p (t ) is

observed on one common domain, we can denote the argument for all functions is a common

vector t p := ( t 1, � � � , t j ),8p 2 1, � � � ,p . In our case, MFD in both Chapter 2 and Chapter 4 is

observed on the same domain—time, a closed interval.

1.3.3 Densely Observed MFD

Inspired by (Happ and Greven 2018), we use the following four step to perform MPFCA on

densely observed MFD.

1. Univariate FPCA for each gaussian process Z l
i (t ), and estimate mean functions b� l (t ),

eigen functions Ò� l
k l

(t ) and functional principal component (FPC) scores b� l
i k l

: eZ l
i (t ) =

b� l (t ) +
P Kl

k l =1
b� l

i k l

Ò� l
k l

(t ) such that e�
l
(�) = ( Ò� l

1(�), . . . , Ò� l
Kl

(�))

2. Concatenate the univariate FPC scores from all dimensions: b� i = ( b� 1
i 1, . . . ,b� 1

i K 1
, b� 2

i 1, . . . ,b� Q� 1
i KQ� 1

)T

the
P Q� 1

l =1 Kl -dimensional vector of FPC scores b� i k l
's, perform PCA on its covariance

G = U DU T

3. Rotate the eigen vectors: Ò k (�) = e	 (�)u k , where e	 (�) = diagf e�
1
(�), . . . ,e�

Q� 1
(�)gbe the (Q �

1) �
P Q� 1

l =1 Kl matrix of eigenfunctions

4. Estimate MFPC scores: b� i = U T
1:K

b� i , where U1:K = [u 1, . . . ,u K ]

10



For step one, we use fast covariance estimation for high-dimensional functional data, FACE,

from (Xiao et al. 2016), and we will expand upon this estimation process. The FACE approach is

designed to leverage the low-rank structure of the sample covariance to avoid the requirement

for calculating the empirical covariance operator in smoothing and spectral decomposition of

the smooth estimator of the covariance (Xiao et al. 2016). We review Xiao et al. (2016) here.

Consider a set of independent realizations f Xi , i = 1, ...,I gof a random functional process

X with covariance function K (s, t ), s, t 2 [0,1]. The observed data, denoted as Yi j = Xi (t j ) + � i j ,

represent noisy measurements of Xi at the sampling points f t 1, ...,t Jg. Here � i j are independent

and identically distributed errors with zero mean and � 2 variance. They are assumed to be

mutually independent of the processes Xi .

Sample Covariance Function

Sample covariance function K̂ (t j , t ` ) is calculated at each pair of sampling points (t j , t ` )

by using the formula K̂ (t j , t ` ) = I � 1
P

i Yi j Yi ` . The sample covariance matrix, denoted as K̂ , is

a J � J dimensional matrix where the
�
j , `

�
entry is equal to K̂ (t j , t ` . Covariance smoothing

involves applying bivariate smoothers to K̂ (Xiao et al. 2016) . Given that Yi = (Yi 1, ...,Yi J )T ,

i = 1, ...,I . Therefore, K̂ = I � 1
P I

i =1 Yi Y T
i = I � 1Y YT , where Y = [ Y1, ...,YI ] is a J � J dimensional

matrix with the i th column equal to Yi . When the number of subjects I is much smaller than

the number of sampling points J, K̂ is of low rank; This low-rank structure of K̂ is particularly

useful for developing ef�cient methods for smoothing K̂ .

Eigen Functions and FPC scores

Xiao et al. (2016) begin with the decomposition (BT B)
� 1
2 P(BT B)

� 1
2 = U diag(s)U T , where

U represents the matrix of eigenvectors and s is the vector of eigenvalues. By letting AS =

B(BT B)
� 1
2 U , it can be deduced that AS has orthonormal columns ( AT

S AS = IC ). Consequently

S = AS� SAT
S with � S = f IC + � diag(s)g� 1. Given that Ỹ = AT

S Y be a c � I matrix, K̃ is such

that K̃ = AS(I � 1� SỸ Ỹ T � S)AT
S , and only the c � c matrix within the paranthesis depends on

the smoothing parameter. Thus, it leads to simple spectral decomposition of K̃ . Consider

I � 1� SỸ Ỹ T � S = A� AT , where A is the c � c eigenvector matrix and � is the diagonal c � c

eigenvlaues matrix. Eigendecompositon of K̃ is then, K̃ = (ASA)� (ASA)T , revealing that K̃

comprises no more than c nonzero eigenvalues.

They determined the smoothing parameter by minimizing the pooled generalized cross-

validation (PGCV), an extended functional version of the GCV proposed by Craven and Wahba

(1978).
IX

i =1

�
�
�
�

�
�
�
�Yi � SYi

�
�
�
�

�
�
�
�

2

=f 1 � tr (S)=Jg2 (1.18)

In summary this FACE algorithm is as follwos:

1. Calculate the decomposition (BT B)
� 1
2 P(BT B)

� 1
2 = U diag(s)U T
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2. Get S by s and As = B(BT B)
� 1
2 U

3. Calculate Ỹ = AT
S Y

4. Find � by minimizing PGCV in Expression 1.18

5. Calculate � S = f IC + � diag(s)g� 1

6. Decomposition I � 1� SỸ Ỹ T � S = A� AT

7. Decomposition K̃ = (ASA)� (ASA)T

Consider Ỹi as the i th column of Ỹ . De�ne � i = (� i 1, ...,� iN )T and denote the �rst N columns

of A as ÂN . Let  i = f  k (t 1), ..., k (t J)gT and 	 = [ 	 1, ...,	 N ]. The estimation of the matrix J
� 1
2 	

is achieved by ASÂN . The method of numerical integration estimates � i k as follows:

�̂ i k =

Z 1

0

Yi (t ) ˆ k (t )d t � J� 1
JX

j =1

Yi (t j ) ˆ k (t j ) (1.19)

1.3.4 Sparse Multivariate FPCA

When the functional observations are irregularly observed, or when each individual has very

few observations at different time points, we consider the functional data as sparse. We use

fast covariance estimation for high-dimensional functional data from Li et al. (2020) by using

bivariate penalized splines. The tensor-product B-spline formulation of the proposed method

enables a simple spectral decomposition of the associated covariance operator and explicit

expressions of the resulting eigenfunctions as linear combinations of B-spline bases (Li et al.

2020). They selected the smoothing parameters in covariance smoothing using leave-one-

subject-out cross-validation. We brie�y review Li et al. (2020) here.

To be speci�c, denote the observed sparse multivariate functional data as f (y (k )
i j , t (k )

i j ) : i =

1, ...,n ;k = 1, ...,p ; j = 1, ...,m i k g, where t (k )
i j 2 T is the observed time point, y (k )

i j is the observed

k th response, n is the number of subjects, and m i k is the number of observations for subject

i 's k th response. The model is:

y (k )
i j = x (k )

i (t (k )
i j ) + � (k )

i j = � (k )(t (k )
i j ) +

1X

` =1

� i ` 	
(k )
` (t (k )

i j ) + � (k )
i j (1.20)

where x (t )
i = (x (1)

i (t ), ...,x (p )
i (t ))T 2 H , � (k )

i j are random noises with zero means and variances

� 2
k and are independent across i , j , and k .

Covariance estimation by bivariate penalized splines
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Let r̂ (k )
i j = y (k )

i j � �̂ (k )(t (k )
i j ) and Ĉ (kk 0)

i j 1 j2
= r̂ (k )

i j 1
r̂ (k 0)

i j 2
, the actual auxiliary variables. (Li et al. 2020)

used a three-step process to estimate covariance functions Ckk 0. First steps was to construct

covariance functions' empirical estimates. Given that r (k )
i j = y (k )

i j � � (k )(t (k )
i j ) is the residuals and

C (kk 0)
i j 1 j2

= r (k )
i j 1

r (k 0)
i j 2

be the auxiliary variables. E(C (kk 0)
i j 1 j2

) = Ckk 0(t (k )
i j 1

, t (k 0)
i j 2

) + � 2
k 1f k =k 0, j1= j2g for 1 � j 1 �

M i k ,1 � j 2 � m i k 0. C (kk 0)
i j 1 j2

is an unbiased estimate of Ckk 0(t (k )
i j 1

, t (k 0)
i j 2

) when k 6= k 0or j 1 6= j 2. Second

step was to smooth the noisy auxiliary variables to obtain smooth estimates of the covariance

functions by using bivariate P-splines (which are computationally simpler and automatic

smoother). Third step was to pool all estimates of individual covariance functions and use an

extra step of eigendecomposition to obtain re�ned estimates of covariance functions.

In particular, let Ckk 0(s, t ) = b (s)T � kk 0b (t ) and assume the positive de�nite G is such

that G =
R

b (t )b (t )T d t 2 Rc � c , where b (t ) are b-spline basis. The spectral decomposition
P 1

` =1 d ` u ` u T
` is possible for

�
G

1
2 � kk 0G

1
2

�
1� k ,k 0� p

2 Rp c � p c . The ` th largest eigenvalue of the co-

variance operator � is d ` , and associated eigenvector u ` = f u (1),T
` , ...,u (p ),T

` gT 2 Rp c . u (k )
` 2 Rc and

	 (k )
` (t ) = b (t )T G � 1

2 u (k )
` . Using this proposition, Ckk 0(s, t ) model (which is a bivariate P-splines

model) can be estiated with tensor-product splines Gkk 0(s, t ) for 1 � k ,k 0� p :

Gkk 0(s, t ) = b (s)T � kk 0b (t ) = f b (t ) 
 b (s)gT � kk 0 (1.21)

where � kk 0 is bivariate P-splines estimate the coef�cient. � kk 0 =
”
� (kk 0)


 1
 2

—

1� 
 1,
 2� c
2 Rc � c is a

coef�cient matrix.

Denote r (k )
i =

�
r (k )

i 1 , ...,r (k )
im i k

�T
2 Rm i k , Ĉ (kk 0)

i = r (k )
i 
 r (k 0)

i 2 Rm i k m i k 0 and Ĉ (kk 0) =
€
Ĉ (kk 0),T

1 , ...,Ĉ (kk 0),T
n

Š
2

RNkk 0 where Nkk 0 =
P n

i =1 m i k m i k 0 is the number of auxiliary responses. Let b (k )
i =

�
b (t (k )

i 1 ), ...,b (t (k )
im i k

)
�
2

Rc � m i k , Bkk 0

i =
€
b (k 0)

i 
 b (k )
i

ŠT
2 R(m i k m i k 0)� c2

, and B (kk 0) =
”
B (kk 0),T

1 , ...,B (kk 0),T
n

—T
2 RNkk 0� c2

The coef�cient
ˆ� kk 0 = (B>

kk 0Bkk 0 + � kk 01P1 + � kk 02P2)� 1B>
kk 0Ĉkk 0, (1.22)

and the estimate of the cross-covariance function Ckk 0(s, t ) is

Ĉkk 0(s, t ) = f b (t ) 
 b (s)gT ˆ� kk 0

. The process of selecting smoothing parameters for auto-covariance and cross-covariance

estimation involves leave-one-subject-out cross-validation, as detailed in previous studies

such as Yao et al. (2005b); Xiao et al. (2018). Xiao et al. (2018) also introduced a fast approximate

algorithm for auto-covariance estimation. This approach concentrates on cross-covariance

estimation.

Mean Function and MFPC scores

The unknown mean functions �̂ (k ) are estimated using P-splines with the leave-one-subject-
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out-cross-validation. Suppose the smooth curve xi (t ) is assumed to be generated by a multivari-

ate Gaussian process. Prediction of the i th multivariate response, xi (t ) at fSi 1...,Sim gfor m � 1.

Let y (k )
i =

�
y (k )

i 1 , ..., y (k )
im i k

�
be the vector of observations at f t (k )

i 1 , ...,t (k )
im i k

g for the k th response.

The k th mean function vector is � (k ),O
i =

�
� (k )(t (k )

i 1 ), ...,� (k )(t (k )
im i k

)
�T

. Let yi =
€
y (1),T

i , ..., y (p ),T
i

ŠT
,

� O
i =

€
� (1),O,T

i , ...,� (p ),O,T
i

ŠT
, and � n

i =
�
� (1)(Si 1), ...,� (1)(Sim ), ...,� (p )(Si 1), ...,� (p )(Sim )

�T
. The � n

i de-

notes the vector of mean functions at the time points.

Let �̃ =
�
�̃ kk 0

�
1� k ,k 0� p

2 Rp c � p c . With the estimates, xi is predicted as:

x̂i =
€
x̂ (1)

i (Si 1), ..., x̂ (1)
i (Sim ), ..., x̂ (p )

i (Si 1), ..., x̂ (p )
i (Sim )

ŠT
(1.23)

=
�
Bn

i �̃ BO,T
i

�
V̂ � 1

i (yi � �̂ O
i ) + �̂ n

i (1.24)

The estimate of � O
i is �̂ O

i =
€
�̂ (1)

�
t (1)

i 1

�
, ...,�̂ (1)

�
t (1)

im i 1

�
, ...,�̂ (p )

€
t (p )

i 1

Š
, ...,�̂ (p )

€
t (p )

im i p

ŠŠT
, and the

estimate of � n
i is �̂ n

i =
�
�̂ (1)(Si 1), ...,�̂ (1)(Sim ), ...,�̂ (p )(Si 1), ...,�̂ (p )(Sim )

�T
.

Note that the integral representation of � i ` is � i ` =
R

	 ` (t )T f xi (t ) � � (t )gd t . Following

a derivation similar to the one above, the term xi (t ) � � (t ) can be predicted using: f Ip 


B(t )gT �̃ Bo,T
i V̂ � 1

i (yi � �̂ o
i ). According to Proposition 1, the eigenfunctions 	 (k )

` (t ) are approxi-

mated by b (t )T G � 1
2 û (k )

` , leading to the 	 ` (t )T = û T
` f Ip 
 G � 1

2 b (t )g. This implies that

�̂ i ` = û T
`

€
Ip 
 G

1
2

Š
�̃ BO,T

i V̂ � 1
i (yi � �̂ O

i ) (1.25)

wehre V̂i = BO
i �̃ BO,T

i + blockdiag
�
�̂ 2

1Im i 1
, ...,�̂ 2

1Im i p

�
.

1.4 Hypothesis Testing

In order to compare two models—a simpler (null) model and a more complex (alternative)

one—we use hypothesis testing to contrast the evidence. Either the log likelihood ratio test

(LRT) or the restricted log likelihood ratio test (RLRT). The choice between using LRT and

RLRT depends on the context and assumptions of the statistical analysis. The basic idea is

to �t both the null and the alternative models to the available dataset. Next, we compute

the log-likelihood (LL) or restricted log likelihood (RL) for each model, which quanti�es how

well the respective model explains the observed data. Wilks' Theorem states that twice the

difference in the log-likelihoods of the nested models follows a chi-square distribution as the

sample size approaches in�nity (Wilks 1938).

The standard log likelihood ratio test (LR) statistic follows a chi-squared distribution with

degrees of freedom equivalent to the difference in parameter count between the alternative and

null models. We evaluate the calculated test statistic against the critical value derived from the
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chi-squared distribution to evaluate the hypothesis whether the alternative model signi�cantly

enhances data �t compared to the null model. The restricted log likelihood ratio (RLR) test

statistic is usually asymptotically distributed as chi-square. Speci�cally, when comparing

nested models, the RLR statistic asymptotically follows a chi-square distribution with degrees

of freedom equal to the difference in the number of parameters between the two models.

However, it's important to note that the chi-square approximation may not hold for small

sample sizes or if the conditions for asymptotic theory are not met (Berger and Casella 2001).

In such cases, alternative methods such as bootstrapping or simulation-based inference may

be more appropriate for assessing the statistical signi�cance of the RLR statistic. We use both

RLRT and non parametric bootstrap, and we review the follow subsetions that is related to

Chapter 3.

1.4.1 Approximate Generalized likelihood Ratio Tests

The Generalized Likelihood Ratio Test (GLRT), using either the frequentist marginal likelihood

or the conditional likelihood along with effective degrees of freedom, can be used to compare

Generalized Additive Models (GAMs) through hypothesis testing (Wood 2017). A conditional

GLRT allows approximation of a penalized model by an unpenalized model, with the number

of coef�cients for each smooth given by the effective degrees of freedom (EDF) of each smooth

(Wood 2017). We brie�y review GLRT from (Wood 2017) here. Suppose we want to test

H0 : F (� ) = 0 v.s.H1 : F (� ) 6= 0

where � is a parameter vector and F is a vector valued function of � .

The test statistic for hypothesis testing about eFl (t ) from equation 3.2 is based on the ratio

of the log-likelihood under the null hypotheses H0 : eFl (t ) = 0 and the alternatives Ha : eFl (t ) 6= 0.

X = � 2f l ( ˆ� HA
) � l ( ˆ� H0

)g (1.26)

� � 2
f E D FA� E D F0g

where � = ( e� 0, � 1,1, � � � , � 1,R, � � � , e� l ,1, � � � , e� l ,R)T , and ( e� l ,1, � � � , e� l ,R)T is the coef�cient we are inter-

ested in testing, 8l = 1, � � � , L � 1, � HA
is the MLE of � , � H0

is the value of � satisfying F (� ) = 0,

which maximizes the likelihood, E D FA is the EDF under the alternative, represented by the

number of unpenalized coef�cients needed to approximate the penalized model, and E D F0 is

under the EDF under the null. This result is used to calculate approximate p-values for the test

(Wood 2017).
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1.4.2 Simple random effects in GAMs and Direct GAM smoothness selection

Since our smooth functional data is modeled using Generalized Additive Models (GAMs) and

smoothness selection is a important step for both models with smooth terms and random

effects. We brie�y review the simple random effects in GAMs, as discussed in 'Fast stable direct

�tting and smoothness selection for generalized additive models' by (Wood 2008). In summary,

Wood (2008) used a penalized likelihood gen- eralized additive model by optimizing `whole

model' via iterative smoothness selection on working linear models (or working mixed models).

We brie�y review Wood (2008) here.

Basic structure of a GAM is given by:

g f E(Yi )g= X �
i � +

X

j

f j (X j ) (1.27)

For estimation of GAM, the �rst step is to represent smooth terms by using bases with

associated penalties:

f j (x j ) =

K jX

k =1

� j k b j k (x j ) (1.28)

b j k are known basis functions and � j k are unknown coef�cients to be estimated. Each function

has a penalty function � T
j S̃j � j which is related to function "wiggleness", where S̃ is a matrix

of known coef�cients. GAM could also be rewirtten as: g f E(yi )g= Xi � which is a generalized

linear model. In here, the columns of X � and basis functions are included in X , and � � and

smooth coef�cient vectors are contians in � . The devience D (� ) = 2f l max � l (� )g� measures

the �t of this model ( l and l max are log-likelihood of the model and maximum possible value

for l for observed data respectively. � is a scale parameter.). Therefore, GAMs are estimated by

minimizing:

D (� ) +
X

j

� j �
T Sj � (1.29)

� i are smoothing parameters and � T Sj � = � T
j S̃j � j . Fitting of GAM involves in maximizing pe-

nalized log-likelihood over both parameters � and the smoothness parameter � . � determines

the cost of wiggliness penalty. For convenience S is de�ned such that S = � j � j Sj , and Sj and S̃j

are padded with zeros to ensure that � T Sj � = � T
j S̃j � j .

Minimizing the penalized deviance, given the values of � j , can be ef�ciently carried out

using the Penalized Iteratively Re-weighted Least Squares (PIRLS) approach. This method is

detailed in works such as Wood (2006)for its derivation, and further insights into penalized

likelihood and generalized linear models can be found in Green and Silverman (1993). The key

function in this context is V (� ), which is var(yi ) = V (� i )� , and this relationship is de�ned for
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all distributions within the exponential family and models using quasi-likelihood.

In this process, ! i represents any prior weighting applied to speci�c data points, affecting

the deviance component attributed to each point. The algorithm progresses through repeated

cycles until convergence is achieved, outlined as follows:

1.Step 1:Calculate the current estimate of � i , then determine the weights w i = !
1
2
i V (� i )

� 1
2 =g 0(� i )

and the pseudodata zi = g 0(� i )(yi � � i ) + � i , where � i = g(� i ) serves as the linear predictor.

2. Step 2:De�ne W as the diagonal matrix containing the values of w i . The next objective is

to minimize the penalized least squares criterion, kW (z � X � )k2 +
P

j � i � T Sj � , with respect

to � . This minimization leads to the updated estimates of � , and consequently, the updated

estimates of � = X � and � i = g � 1(� i ).

The iteration begins with initial � i estimates set to yi , adjusted as necessary to prevent

in�nite values of � i . Although divergence is uncommon, any occurrences can be addressed

through step halving, assuming the existence of a maximum likelihood estimator. Upon con-

vergence, the estimated parameters ˆ� effectively minimize the penalized deviance.

A different approach that avoids the inherent convergence challenge involves adopting

a criterion for selecting smoothness that is directly applied to the GAM and assess upon the

convergence of the Penalized Iteratively Re-weighted Least Squares (PIRLS) process.

GAM can deal with simple independent random effects, by exploiting the link between

smooths and random effects to treat random effects as smooths. Such terms can can have any

number of predictors, which can be any mixture of numeric or factor variables. The terms

produce a parametric interaction of the predictors, and penalize the corresponding coef�cients

with a multiple of the identity matrix, corresponding to an assumption of i.i.d. normality (Wood

2008). The variance of the random effect is equal to the scale parameter divided by � .

1.4.3 Simple random effects in regression models

The foundation of the hypothesis testing in Chapter 3 is based on how to test the simple random

effect generalized linear model described in Wood (2013b). We review the summary of simple

random effects in generalized linear models and its hypothesis testing from (Wood 2013b) here.

Consider the scenario where we have n independent response variables, yi modeled by a

linear mixed model :

� = X � +
mX

j =1

Z j b j ,b j � N (0,� j �
2), yi � N (� i , �

2), (1.30)

in which Z j and X denote model matrices, � represents a vector of �xed effect parameters,

and  j � 2 stands for the parameterized covariance matrix associated with the random effects,
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b j . The objective is to conduct a hypothesis test for H0 :  k = 0 for a particular k .

Estimation of the  j parameters can be achived thorugh either restricted maximum likeli-

hood or maximum likelihood methods. Upon obtaining these estimates, one can derive the

predicted random effects b̂ j and the maximum likelihood estimates ˆ� by aiming to minimize

the expression: �
�
�
�

�
�
�
� y � X � �

mX

j =1

Z j b j

�
�
�
�

�
�
�
�

2

+
mX

j =1

b T
j

ˆ �
j b j (1.31)

where ˆ �
j denotes inverse or in certain cases, the Moore–Penrose pseudo inverse of ˆ j . As-

suming B̂ = ( ˆ� , b̂1, b̂2, ...) the solution to this minimization problem is represented as B̂ = P y.

Let Pj represent the rows of P corresponding to b̂ j = Pj y . Under the null hypothesis we model

y � N (X � , � � k ), where � � k = ( I + � j 6=k Z j  j Z T
j )� 2, leading to b̂k � N (0,Pk � � k PT

k ), given that

the expectation E(b̂k ) = 0.

The test statistic is derived from the logarithm of the ratio between the restricted likelihood

under the null hypothesis, H0 :  k = 0, and the alternative hypothesis H1 :  k = ˆ k . For H1, the

restricted log-likelihood can be formulated with ˆ� and b̂ j as follows:

l̂ 0
1 = �

1

2�̂ 2

�
�
�
�

�
�
�
� y � X ˆ� �

mX
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Z j b̂ j

�
�
�
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�
�
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�
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2�̂ 2

mX

j =1

b̂ T
j

ˆ �
j b̂ j + c1 =

l̂ 1

�̂ 2
+ c1 (1.32)

and for H0, it is expressed as:
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�
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�
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�
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�
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mX

j 6=k

b̃ T
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ˆ �
j b̃ j + c0 =

l̂ 1

�̂ 2
+ c0 (1.33)

These formulations result from integrating B out of the combined density of y and the

random effects through a Laplace approximation, which provides an exact solution in the

context of a Gaussian linear mixed model.

Let p = dim (B) and pk = dim (bk ). Augmented model matrix is decomposed as QR,

X̃ =

0

B
@

X Z� k Zk

0 B� k 0

0 0 Bk

1

C
A = Q

‚
R

0

Œ

(1.34)

where Z � k is Z with the columns of Zk omitted, B� k represents a square root of
P

j 6=k
ˆ �

j , and Bk

is a square root of ˆ �
k . The estimates ˆ� and the b̂ j are determined by minimizing the kf � R Bk2,

where f T consists of the �rst p elements of (y T ,0)Q and r includes the subsequent n elements.
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Therefore, the estimated B is given by B = R� 1 f and, 2l̂ 1 = �k r k2.

R =

‚
R0 R1

0 R̃

Œ

(1.35)

R0 represent the upper left block of R with dimensions p � pk � p � pk . Considering f0 as

the initial p � pk rows of f and f1 as the remaining pk rows, the minimizers of the expression

kf0 � R0B� k k2, where B� k is B with bk removed, are denoted as ˜� and the b̂ j . Additionally, the

quantity 2l̂ 0 = �k r k2 �k f1k2. Therefore, 2(l̂ 1 � l̂ 0) = kf 1k2. Utilizing the upper triangular structure

of R, we have f1 = R̃b̂k , leading to 2(l̂ 1 � l̂ 0) = b̂ T
k R̃T R̃b̂k . Subsequently, we seek a matrix square

root, C , of the covariance matrix of b̂k under H0, such that C T C = Pk � � k PT
k . Given a pk vector

of independent N (0,1) random variables, zk , under the null hypothesis H0, the statistic

W = b̂ T
k R̃T R̃b̂k � zT

k CR̃T R̃CT zk = zT
k U � U T zk �

pkX

i =1

� i X
2
1i (1.36)

where U � U T represents the spectral decomposition of CR̃T R̃CT , with U being an orthog-

onal matrix and � a diagonal matrix containing eigenvalues, � i . The distribution function for

this weighted sum of chi-square variables can be determined using Davies (1980b) method or

estimated through the approach by Liu et al. (2009).

Expanding to generalized linear mixed models (GLMMs) is a straightforward process (Wood

2013b). The response variables yi are conditionally independent and follow an exponential

family distribution. Their means, � i are linked to the linear predictor � i via a known link

function g, where g(� i ) = � i , with a scale parameter � and a variance function V (� ). The

Laplace approximation of the restricted loglikelihood under the alternative hypothesis H1 is

expressed as

l̂ 0
1 ' log f (y jB̂) �

1

2 ˆ�

mX

j =1

b̂ T
j

ˆ �
j b̂ j + c 0

1 (1.37)

where f (y jB̂) denotes the conditional density of y given B, and c1 is a constant that can be

disregarded when considering variance parameters as �xed. The corresponding formulation

under H0 is

l̂ 0
0 ' log f (y jB̂) �

1

2 ˆ�

mX

j 6=k

b̃ T
j

ˆ �
j b̃ j + c 0

0. (1.38)

With a �xed dimension for B, the ratio of these approximations to the true values is 1 +

O(n � 1), with further explanations provided by Wood (2011). For zi = g 0(�̂ i )(y � �̂ i ) + �̂ i and

19



W 2
i = g 0(�̂ i )� 2V (�̂ i )� 1, a standard quadratic approximation of log f (y jB̂) around B̂ results in
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Under H0, the same quadratic approximation applies to Î0, which means
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Given that the large sample normality of b̂k holds (as discussed by Wood (2006)) the test-

ing methodology proceeds similarly to the linear case but with W X replacing X and W Z j

substituting Z j in all computations.

1.4.4 Test Statistic and Approximate p-values for smooth terms

We aim to assess the effect of a smooth term in Chapter 3, where this speci�c smooth term

evaluates the relative categorical effect on the response. Speci�cally, we seek to determine

whether a certain interval of the smooth term carries more weight on the response, i.e., whether

the effect is constant or weighted more heavily at the beginning. We measure this effect by �tting

a smooth term and conducting a formal hypothesis test. We review the following concepts

from Wood (2006).

The key idea to test whether or not function f j (x ) is actually needed in a model is to exploit

the relatively good coverage properties of the Bayesian intervals (Wood 2017), as Bayesian

con�dence intervals can be viewed as including a component accounting for bias and that this

explains their coverage properties Nychka (1988).

Consider testing the function H0 : f j (x ) = 0, for all t in the range of the interest. Let f j be

the vector of f j (x ) evaluated at the observed covariate values, and let eX be such that f j = eX � .

The test statistic for f j is based on across-the-function evaluation of f j such that

Tr = f̂
T

j V r �
f j

f̂ j

where ˆ� � (� ,V � ) where V � is the Bayesian covariance matrix for � , f̂ j � ( f j ,V f j
) such that

V f j
= eX V �

eX
T

, and V r �
f j

is a rank r pseudo-inverse of V f j
, and the approximately optimal r

is the � 1 version of the term-speci�c effective degrees of freedom (EDF) from Wood (2013a)

(Wood 2017).

Let k = [ r ] denote the integer part of r , � = r � k and � = f � (1� � )=2g1=2, � 1f � +1+(1� � 2)1=2g=2
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and � 2 = � + 1 � � 1 then we have

Tr � � 2
k � 2 + � 1� 2

1 + � 2� 2
1

and under the H0, it simpli�es as Tr � � 2
r if r is integer (Wood 2013a).

To be speci�c, let eX j = Q

–
R

0

™

, then we have ( eX V � j
eX

T
)r � = Q(R V � j

R T )r � QT , where Q is

the �rst p j columns of Q , p j is the dimension of � j . It then follows that (Wood 2017)

Tr = ˆ�
T

j R T (R V � j
R T )r � R ˆ� j

.

1.4.5 Non-Parametric Bootstrap Hypothesis Test

Non-parametric bootstrap hypothesis testing is used in Chapter 3 due to the non-traditional

testing statistic we proposed. Here, we sum up the key components related to bootstrap hy-

pothesis testing that help to guide our hypothesis test procedures. The following is summarized

from the book by MacKinnon (2009).

Bootstrap hypothesis testing offers an alternative to traditional asymptotic theory-based

methods, especially useful in situations when asymptotic approximations may not be reliable in

�nite samples. In the context of hypothesis testing, the bootstrap method involves generating

a large number of simulated data sets or bootstrap samples from the original data under

speci�c assumptions that re�ect the null hypothesis . These bootstrap samples are then used

to compute the distribution of a test statistic under the null hypothesis. The observed value of

the test statistic from the actual sample is compared to this bootstrap distribution to determine

whether to reject the null hypothesis. One crucial aspect is that the bootstrap samples should

satisfy the null hypothesis, which can sometimes be challenging to implement (Hall and Wilson

1991). In our case, as described in Chapter 3, we are using a test statistic where, under the null

hypothesis, the categorical functional effect is assumed to be zero. We incorporate this into the

bootstrap method by constraining the coef�cient estimate to be zero.

A Bootstrap hypothesis testing is exact when the test statistic is pivotal, meaning its distri-

bution does not depend on unknown parameters. The accuracy and performance of bootstrap

tests are dependent on the number of bootstrap samples and the method for generating these

samples. Different bootstrap Data Generating Processes (DGP) can signi�cantly in�uence the

outcome and reliability of the test (Hall and Wilson 1991; MacKinnon 2009).

Monte Carlo tests are a subset of bootstrap tests that can yield exact tests under strong
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distributional assumptions. These tests compare the observed test statistic to a bootstrap

distribution of the statistic under the null hypothesis, generated through simulation based on

speci�ed distributional assumptions about the error terms or the underlying model MacKinnon

(2009).

Furthermore, the double bootstrap and the fast double bootstrap are advanced techniques

that can enhance the accuracy of bootstrap tests, especially in cases where a single-layer

bootstrap may not provide reliable results. These methods involve additional iterations of

bootstrapping to re�ne the estimation of the p-value or the test statistic's distribution under

the null hypothesis.

The non-parametric bootstrap is a resampling technique used in hypothesis testing that

does not rely on assumptions about the parametric form of the population distribution from

which the sample is drawn. It is bene�cial for estimating the distribution of a statistic (e.g.,

mean, variance) or testing hypotheses when the theoretical distribution of the statistic under

the null hypothesis is unknown or complex to derive analytically.

Non-parametric bootstrap generates a large number of bootstrap samples from the orig-

inal data by sampling with replacement. Each bootstrap sample should be the same size as

the original dataset.Then, the test statistic for each bootstrap sample is calculated to form a

bootstrap distribution of the test statistic.

The original sample size should be suf�ciently large to ensure that the bootstrap distribution

approximates the true sampling distribution well. Small sample sizes may lead to less reliable

bootstrap estimates, and a larger number of bootstrap samples improves the approximation to

the true distribution (Chernick and LaBudde 2014).

While bootstrap methods can provide asymptotic re�nements and potentially more ac-

curate tests than traditional methods, their effectiveness is highly dependent on the chosen

bootstrap DGP and the test statistic's sensitivity to the features of the DGP. The choice between

parametric and non-parametric bootstrap methods, as well as the impact of imposing the null

hypothesis on the bootstrap DGP, are critical factors affecting the test's performance under

both the null and alternative hypotheses (Chernick and LaBudde 2014).

1.5 Categorical Functional Data Analysis and Contributions

This dissertation extends classical functional data analysis to categorical values through the

connection between smooth multivariate latent curves or the conversion of information in

terms of time-dependent transitions. We address three research questions: two from marketing

studies and one from the Modeling Information Pathways Project. The methods developed in

the �rst two projects in this work have practical signi�cance and offer insights for customer
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relationship management due to unaddressed user behavioral differences in terms of functional

data. The third application is the �rst to consider short-term information diffusion effects

in terms of sparse multivariate functional data with user reactions. This method can detect

unusual short-term shifts in perceptions indicated by sentiment transitions over time. The

�ndings can serve as preliminary guidance to identify potential users amenable to in�uential

message �ows in the pathway.

To be speci�c, �rst, we contribute a new way to cluster Twitter users based on time-

dependent posting activity in terms of categorical functional data in Chapter 2. We simplify

the posting content into categories and consider their temporal dependence. Connecting

categorical functional data with multivariate latent curves offers interpretable clustering mem-

bership with reduced computational burden. Second, we consider a logistic regression-based

framework for the classi�cation of categorical functional data in Chapter 3, enabling the study

of the statistical effect of speci�ed categories. This inferential tool with hypothesis testing is the

�rst to compare the effects of speci�c types of tweeting content on customers' brand opinions

during the con�ict using categorical functional data. Third, we combine the information diffu-

sion characteristic and information from user sentiment transitions to compare the impact of

conversations related to the con�ict on social media in Chapter 4. This clustering method is

also unique compared to previous literature.

In general, our work is directly motivated by application data from social media, aiming

to develop �exible tools with categorical functional data and solve practical questions given

the information. Nevertheless, all proposed methods are implemented based on simulation

results, leaving room for further theoretical exploration in the future.
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CHAPTER

2

CLUSTERING SOCIAL MEDIA USERS USING

CATEGORICAL-VALUED FUNCTIONAL

DATA ANALYSIS

2.1 Introduction

X, formerly known as Twitter 1, has gained immense popularity among professionals across

various �elds, offering a convenient platform for global idea exchange through posts (Crockett

et al. 2017). As one of the top three social media platforms, Twitter boasts a user base of 396.5

million, with 206 million users actively engaging with the platform daily. On average, Twitter

users in the United States spend around 158 minutes per month on the app (Dean 2023). The

substantial volume of real-time messages generated every minute establishes Twitter as a

crucial source of information that can facilitate decision making in diverse domains. From a

marketing standpoint, social media has evolved into a vital channel that seamlessly integrates

with advertising and marketing communications (Chamorro-Mera et al. 2014). Research by

Ma et al. (2015) demonstrated that consumers who receive prompt responses from a �rm's

1Although Twitter is now referred to as X, we will retain the terminology associated with Twitter, such as “tweet,”
as this data pertains to the period when the platform was known as Twitter.
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customer service representative on Twitter tend to have a more positive perception of the �rm.

However, they are also more likely to raise complaints in the future. Therefore, �rms must

exercise caution when choosing consumers with whom to interact and generally prioritize those

who are likely to speak favorably about the company in subsequent interactions. Identifying

such consumers based on individual interactions alone can be challenging. One potential

solution is analyzing a user's posting patterns over time and using this information to assess

whether the consumer's behavior aligns with past consumers who have spoken positively about

the �rm. Utilizing clustering techniques to differentiate consumers can offer �rms a powerful

tool for making strategic decisions on social media.

The practice of clustering Twitter users has already found application in exploring social

behaviors across diverse domains and tasks (Crockett et al. 2017). It has been employed to

discern user interests based on textual content and social structures (Zhang and Wu 2011),

as well as in previous research endeavors such as clustering user biographies using web hit

counts (Kohana et al. 2013). Additionally, clustering techniques have been used to tailor adver-

tisements to speci�c groups sharing similar interests (Friedemann 2015), to identify clusters of

like-minded individuals on Twitter regarding the COVID-19 pandemic through retweets and

network analysis (Kappus and Groß 2022), and to cluster user-engagement patterns through

graph-mining models (Kanavos et al. 2023). From a business perspective, the effective identi�-

cation of clusters among Twitter user communities based on standard features can signi�cantly

reduce advertising costs by prioritizing in�uential groups. Moreover, it is advantageous for

customer service centers to accurately pinpoint potential high-value customers and respond

promptly to their feedback on Twitter. However, the sheer volume of user-generated content

on the platform has made it computationally expensive to apply deep-learning processes to

model such data (Crockett et al. 2017). Current Twitter user clustering approaches typically

focus on features at a particular point in time (Wischnewski et al. 2021) or trending topics

during speci�c periods (Ahmed et al. 2021; Aurpa et al. 2020). These approaches often neglect

users' posting behavior over extended time periods, which can ultimately negatively impact

the outcomes of marketing studies.

To address these limitations, we developed a computationally-ef�cient method for cluster-

ing social media users based on their time-dependent, high-frequency posting patterns over

an extended period. This approach enables us to identify cluster-speci�c posting behaviors

over time and offers a fresh perspective on clustering social media users.

In this paper, our focus is on users who have previously posted about a brand or company

on social media. It's important to note that not everyone posted about the same brand. We

track their subsequent posts related to the brand with the aim of identifying different types of

customer behaviors that companies should treat differently. To capture the posting behavior
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of each account, we begin by dividing the study period into shorter time intervals, such as 15

or 20 minutes. Within each interval, we categorize the activity with the following labels: “0”

for no activity, “1” for tweeting activity without mentioning a particular brand, and “2” for

tweeting activity that includes mentions of the brand. Consequently, the data for each account

resembles a time series with categorical values, as illustrated in Figure 2.1.

Figure 2.1: Twitter Data Processing

Clustering accounts based on such sequential information poses a challenge, primarily due

to the strong dependence of observations within the same account and those closely aligned

in time. Achieving interpretable clustering of users is of paramount importance for market-

ing endeavors, as it empowers companies to engage effectively with high-value customers,

ultimately promoting the brand in a positive manner. We approach this problem by viewing

the user posting data as a functional data with values given by one of the three categories,

0, 1, and 3. Recently, Preda et al. (2021) developed categorical functional data analysis that

allows extraction of the most important features of the categorical data to be used for clustering

purposes. Nonetheless, the method is computationally expensive when the number of time

points is large, which a common characteristic of social media data and our application in

particular, and is impractical to be used for our purposes.

We propose to model the categorical-valued functional data by a latent process and cluster

using the information from the latent curves. Via simulation we demonstrate numerically the

method works well in retrieving the true multivariate latent curves when there are many time

points from a large number of subjects. The interpretable clustering results can then be used to

inform �rms about the latent properties of consumers behavioral trajectories on social media.
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This �nding can assist in the development of personalized protocols for customer service

centers, facilitating the prioritization of high-value customers on social media platforms.

The main contributions of this work are as follows: �rst, we provide a novel statistical

framework to cluster social media users from posting behaviors using categorical functional

data analysis. Second, the new method can conveniently recover multivariate latent curves,

the differences of which explain the membership of the clusters. Additionally, the interpretable

clustering results can identify imbalanced group memberships as indicated by their unique

properties. This can be of great value for tweet recommendation, establishing marketing

communities, and identifying the source of information related to any topic of interest on social

media. Third, this process is computationally inexpensive and the function catfdcluster in

Rpackage catfda can easily be implemented in real-time clustering for any social media site.

The paper is organized as follows. Section 2.2 describes the statistical framework and

clustering methods. Section 2.3 introduces the estimation methodology. Section 2.4 compares

results between different multivariate functional data clustering procedures using a simulation

study. Section 2.5 applies the proposed method to the marketing Twitter data.

2.2 Methodology

2.2.1 Statistical Framework and Modeling

We begin by describing the modeling framework and the associated assumptions. Denote the

data for the i th account by f (Wi 1, t i 1), . . . ,(Wim i
, t im i

)g, where Wi j represents the category out of

Q possible values f s1, . . . ,sQgthat is observed the j th time, corresponding to time t i j , where

i = 1, . . . ,n . In our Twitter data application, Q = 3. Assume t i j 2 T , where T is a bounded

and closed interval. In our application, Wi j represents the Tweet status for the i t h account at

the j th time window of 20 minutes and can take one of three values 0,1, or 2 depending on

whether there is no tweeting, or brand-independent tweeting, or brand-citing tweeting. The

main objective is to develop an easily-interpreted clustering of the accounts based on their

repeated categorical information.

We propose model-based clustering, by modeling the account-speci�c probability trajec-

tory for every category. Speci�cally, we assume that, for each account, there exists a latent

(Q � 1)-dimensional continuous process that characterizes the probability trajectories for every

category, and which ultimately give rise to the observed data. More importantly, we assume

that account clusters depend only on these latent account-speci�c processes. In this regard,

for each Wi j observed at time t i j , de�ne the vector of dummy variables X i j = (X 1
i j , . . . ,X Q

i j ) by

X q
i j = 1 if Wi j = sq and 0 otherwise, for q = 1, . . . ,Q. We posit a multinomial model to describe
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the dependence among the components of X i j and use a latent process to quantify the depen-

dence over j 's and how it changes with time t i j . Assume that for each i there exists a (Q � 1)

dimensional Gaussian process Z i (t ) = (Z 1
i (t ), . . . ,Z Q� 1

i (t ))T for t 2 T such that

X i j jt i j ,Z i (�)
i nd e p

� Multinomial
�
1;p 1

i (t i j ), . . . ,p Q
i (t i j )

�
,8 j (2.1)

log

�
p l

i (t )

p Q
i (t )

�

= Z l
i (t ), l = 1, . . . ,Q � 1

p Q
i (t ) = 1 � f p 1

i (t ) + . . .+ p Q� 1
i (t )g.

It is assumed that the process Z i (�) has smooth mean � (t ) and smooth (Q � 1)� (Q � 1) covari-

ance function C(t , t 0) = covf Z i (t ),Z i (t 0)gfor t , t 02 T . It follows that p q
i (t i j ) = P

�
X q

i j = 1jZ i (�), t i j

	
=

P
�
Wi j = sq jZ i (�), t i j

	
is the probability of event sq at time t i j for the i th user. The probability

functions p l
i (�) can be expressed using the latent process components Z 1

i (�), . . . ,Z Q� 1
i (�) as:

p l
i (t ) =

expf Z l
i (t )g

1+
P Q� 1

l 0=1 expf Z l 0

i (t )g
(2.2)

An important property of the proposed framework is that it preserves some of the features

of the popular functional data models for functional data observed with measurement error.

By an abuse of notation, denote by Wi (�) the categorical-valued process de�ned on T , with

values in f s1, . . . ,sQgand such that at times t i j we have Wi (t i j ) = Wi j .

Proposition 2.2.1. Under the above assumptions we have lim � ! 0 Ef Wi (t + � ) � Wi (t )g= 0.

The result follows easily from the continuity of the probability curves. The latent multivariate

process Z i (�) essentially models the temporal dependence of the categorical-valued functional

data. We use the latent process Z i (�) to cluster the categorical-functional observations. In our

setting, the clustering membership remains constant throughout our study period.

2.2.2 Clustering Multivariate Functional Data

2.2.3 Reviewing existing approaches

Clustering multivariate functional data has attracted considerable interest. There are two com-

mon directions to address this task. One is to directly cluster the vectors of curves. Tokushige

et al. (2007) proposed what they called the crisp and fuzzy K-means clustering algorithm based

on the dissimilarity between multivariate functions. The clusters' center and memberships are

determined as the minimizers of a target function by using a calculus-of-variations approach.

28



Park and Ahn (2017) proposed multivariate phase-cluster using conditional subject-speci�c

warping framework where the main variation of interest occurs in phase. Clusters are differ-

entiated from phase variability across components within the observations. Martino et al.

(2019) presented the K-means algorithm based on the generalized Mahalanobis distance in

Hilbert spaces. The clusters are identi�ed by the differences between the curves that involve

their macro- or micro-structure. Most recently Ren et al. (2023) proposed clustering using

adaptive density peak detection where cluster centers are identi�ed by the relatively large

density-distance pairs, pseudo kernel-type functional density estimators and semimetric dis-

tance, and all other curves are then assigned to their nearest centroid. It outperforms the

existing methods and is computationally ef�cient; we include this method in our simulation

studies.

Another way to cluster multivariate functional data is based on extracted features, typically

through the principal component scores obtained using multivariate functional principal

component analysis (MFPCA) (Ramsay and Silverman 2005; Happ and Greven 2018). Jacques

and Preda (2014) developed a parametric mixture model that relies on the assumption of

normality of the cluster-speci�c scores. An expectation maximization (EM)-like algorithm

(Dempster et al. 1977) then assigns a vector of curves to the cluster that maximizes the pseudo-

likelihood in terms of cluster indicator and MFPC scores. Schmutz et al. (2020) discussed

clustering in group-speci�c functional subspaces that offers theoretical guaranties for inference.

Bouveyron et al. (2022) considered a functional latent-block model to co-cluster the MFPA

scores where a stochastic EM algorithm, embedding a Gibbs sampler, is applied for model

inference. Golovkine et al. (2022) used unsupervised binary trees where phase variations can

be captured. The only categorical functional data analysis paper by Preda et al. (2021) used a

hierarchical clustering on the �rst principal components to �nd hidden patterns in the care
dataset (Larmarange 2023) and we also adopted this two step process. Instead of using the the

optimal encoding on the categorical functional data like Preda et al. (2021), we use MFPCA to

summarize the features of the latent curves Z i (�) and then clustering is performed on the vector

of the MFPC scores. The popular clustering algorithm for low-dimensional multivariate data is

K-means where the data points are assigned to the nearest centroid based on say the Euclidean

distance MacQueen (1967). The optimum number of clusters is selected using ad-hoc criteria

such as silhouettes statistics Rousseeuw (1987), gap statistics (Tibshirani et al. 2001) or elbow

statistics (Thorndike 1953a).

K-means guarantees convergence and is easy to implement. It works well for clusters that are

well separated, the data points follow non-convex shapes, and there are no outliers. Nonetheless,

in situations where two clusters are in close proximity to one another, or in addition to well-

identi�ed clusters there are also data points that do not belong to any cluster - something the
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clustering literature calls “noise" - K-means has problems identifying the correct number of

clusters. In particular, clustering performance can be affected by outliers, a characteristic of our

data application. More speci�cally, for our motivating application, domain-expert knowledge

indicates that most accounts are expected to belong to well-identi�ed clusters, while some

others may show an unusual posting pattern and may be interpreted as “noise.” Using a

clustering algorithm that is able to discriminate noise from clusters of data points is critical

for our methodology. We use the density-based spatial clustering of applications with noise

(DBSCAN) (Ester et al. 1996), where the feature vector is used to de�ne the spatial location.

DBSCAN was developed to handle noise among well-de�ned clusters, a characteristic of interest

to our data application. This clustering method does not require one to choose the number of

clusters, as many clustering algorithms do; the number of clusters, while controlled by two

tuning parameters, is determined by the algorithm. This approach is known to be successful

at identifying various shapes of clusters de�ned by the vector of features and is robust to

outliers. Furthermore, DBSCAN is computationally ef�cient, an appealing property, especially

for datasets involving thousands of accounts like ours. For completeness, we brie�y review the

MFPCA and DBSCAN here.

Multivariate Functional Principal Component Analysis (MFPCA)

Recall Z i (�) are the (Q � 1)-dimensional vectors of curves de�ned on T , that are assumed to have

continuous mean vector function Ef Z i (t )g= � (t ) and continuous (Q � 1) � (Q � 1) covariance

function C(t , t 0) = Covf Z i (t ),Z i (t 0)g, for t , t 0 2 T . Mercer's theorem (Withers 1974) shows

that C(t , t 0) =
P

k � 1 � k 	 k (t )	 T
k (t 0), where f � k , 	 k (�)gk are pairs of non-increasing eigenvalues

� 1 > � 2 > . . . � 0 and orthogonal eigenfunctions, 	 k : T ! RQ� 1 with hh	 k , 	 k 0ii = 1 if k = k 0

and 0 otherwise. Here the inner product hh, ii is de�ned by hh	 k , 	 k 0ii =
P Q� 1

l =1

R
	 k l (t )	 k 0l (t )d t ,

where the (Q � 1)-dimensional vector of functions, 	 k (�), has the l th component equal to

	 k l (�), for l = 1, . . . ,(Q � 1) and all k � 1. A direct extension of the ideas of the usual functional

principal component analysis (FPCA) to multivariate functional data allows to represent the

vector of curves Z i (�) using the multivariate Karhunen–Loève (KL) expansion (Ramsay and

Silverman 2005), Z i (�) = � (t ) +
P

k � 1 � i k 	 k (t ), where the MFPC scores � i k = hhZ i � � , 	 k ii are

random, uncorrelated over k and have zero mean and variance equal to � k , for all k . Let K

be a �nite truncation, such that the truncated version of Z i (t ), Z K
i (t ) = � (t ) +

P K
k =1 � i k 	 k (t ) is

an accurate approximation of Z i (�); then we can use the K -dimensional vector of FPC score

� i = (� i 1, . . . ,� i K )T as the key features of the latent process Z i (�). Moreover � i can be viewed as

the vector of the representative features that characterize the posting pattern of the i th account

observed through f (Wi j , t i j ) : j = 1, . . . ,m i g. This vector of features is assumed to determine the

clustering of the accounts. The advantage of using MPFCA, instead of FPC separately on each
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component, is that it takes into account the non-negligible dependence among the latent curves

described in the model set up (2.1). Classical approaches for clustering of multivariate data

can be used at this step to determine the clusters of the latent multivariate functions, and thus

of the categorical-valued functions. Because we anticipate imbalanced group memberships

and some unusual posting behaviors-“noise” in our motivating application, we have chosen to

focus on DBSCAN.

DBSCAN on MFPC Scores

We use DBSCAN to cluster K -dimensional MFPC vectors � 's in order to group accounts. DB-

SCAN uses a density-based de�nition, which has been reported to be successful for identifying

clusters of arbitrary shape (spherical, linear, elongated etc.), while also identifying noisy obser-

vations. The main idea of the method is that clusters are de�ned by the sets of points whose

neighborhoods of a speci�ed radius contain at least a minimum number of data-points; in

other words, the density in the neighborhood around each point within a cluster is required to

exceed a certain threshold (Ester et al. 1996). This approach, as in any other clustering method,

uses a distance metric, and the choice of distance function determines the form of neighbor-

hood; we use Euclidean distance, resulting in spherical neighborhoods. DBSCAN relies on two

parameters - the radius, denoted in the literature by “ � " and the minimum number of points,

often denoted by “ minPts ." Speci�cation of these tuning parameters allows the methodology

to estimate the optimal number of clusters and determine observations labeled as “noise."

The performance of DBSCAN is sensitive to the selection of � and minPts ; reasonably chosen

parameter values yield both meaningful results and good clustering performance (Schubert

et al. 2017). Using common practice we select �rst the minimum number of points minPts ,

based on the dimension of the data-points and then the radius � , based on the Euclidean

distance between the neighboring data-points. Speci�cally, set minPts = 2K + 1 when K > 2;

and = 4 when K = 2 (Sander et al. 1998; Ester et al. 1996), whereK is the dimension of the

vector feature � . To select � , the distances between every point � i and its k -nearest neighbor

using Euclidean distance for k =minPts � 1, are plotted in an increasing order; the optimal � is

chosen as the distance value (say e� ) corresponding to the maximum curvature of a smooth

�t to these distances (Nicolas 2023). Figure 4 of the Supplementary Material illustrates this

selection for a simulated data set.

Once the clusters of users are identi�ed, the users' probabilities for each category can be

compared, within each cluster. For example in the Twitter data application, access to such

probability curves allows us to understand the posting behavior with respect to their reference

brand of accounts grouped together during the study period. This information can explain

group membership, which can be of high value in marketing strategy or for anomaly detection.
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2.3 Estimation methodology

We now turn to estimate the latent multivariate process and furthermore extract the MFPC

scores from the observed categorical-valued functional data. The road map of the procedure

involves three steps as follows:

1. Estimate the user-speci�c probability curves for each category, f bp 1
i (�), . . . , bp Q

i (�)g, and

estimate the (Q � 1)-dimensional, user-speci�c latent process (ÒZ 1
i (�), . . . ,ÒZ Q� 1

i (�));

2. Extract the MFPC scores, b� i ;

3. Identify the cluster-speci�c membership of each user by clustering b� i .

Step 3.1. In our case, and in the general case we study, the subject-level data are �nely sampled,

and thus there is a large amount of information for every subject. We propose to estimate the

subject latent process directly from the subject-level data. A penalized likelihood criterion using

the multinomial model (2.1) like in Wood et al. (2016) can be used at this step. Nonetheless,

recovering the latent processes directly is challenging and leads to numerical instability when

one or more categories are rare occurrences relative to the others. To bypass this issue, we

estimate the probabilities in two stages, by �rst modeling each component in part, using a

marginal analysis, to obtain a raw but smooth estimate of the probability curve and then

adjust the probability curves to satisfy the constraint that they sum to 1. Speci�cally, model

(2.1) implies that, marginally, for every i and j , we have that X q
i j

i nd e p
� B e r no ul l i (p q

i (t i j )),

where p q
i (�) is the smooth probability function de�ned earlier, for all q = 1, . . . ,Q. Rather than

using the full maximum likelihood, we used a composite likelihood, focusing on the marginal

probability. This approach is preferred when we are more comfortable specifying only part

of the overall model (Lindsay 1988; Liang 1987). In our case, it involves modeling probability

curves that are linked to the smooth latent curves, the problem of which is similar to Example

3B in (Lindsay 1988). There are different approaches to model time-varying binary valued

data in the literature, especially binary-valued observed functional data; see Hall et al. (2008);

Serban et al. (2013); Scheipl et al. (2016); Gertheiss et al. (2017) to name a few. These methods

rely on the underlying assumption that there is a latent smooth trajectory that give rise to

the observed repeated binary observations. Speci�cally, for each i and q we assume that the

probability curve p q
i (�) is related to smooth latent trajectory through a known link function

g(�); importantly for this work, the link function g(�) is selected to incorporate information

about the rarity of the event. We use the link, g(�), to be logit if the event is not rare, and probit

otherwise. In our work we de�ne a rare event situation by pi (�)q for which
R

T
p q

i (t )d t < 0.004.

Irrespective of the link function, we model the latent trajectory using a linear combination
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of b-spline functions. Let f Bm (t ) : m = 1,� � � ,M : t 2 T g be a �nite dimensional b-spline basis

system and assume that g � 1(p q
i (t )) =

P M
m =1 Bm (t )� q

im where � q
im 's are subject speci�c, unknown

coef�cients for m = 1, . . . ,M and all i .

With a dense sampling design, parameter estimation is generally performed at the subject

level; see also Scheipl et al. (2016). Let ` i (�
q
i ) be the log-likelihood corresponding to the i th

subject and based on this model;

` i (�
q
i ) =

m iX

j =1

”
X q

i j logf g(B T
i j � q

i )g+ (1 � X q
i j )logf 1 � g(B T

i j � q
i )g

—
,

where B i j is the M -dimensional vector with the m th element equal to Bm (t i j ) and � q
i is the

M -dimensional vector with the m th element equal to � q
im . To accommodate a large class of

latent trajectories, the dimension of the basis is chosen large and the parameters are estimated

using a penalized criterion to penalize over�tting. De�ne the penalized log-likelihood function

by

p ` i (�
q
i ) = � 2` i (� i

q ) + � � q
i S� q

i (2.3)

where S is an M � M known penalty matrix, characterizing the smoothness desired for the

underlying subject-level trajectory for the q th category, and � is a penalty parameter that

controls the tradeoff between the smoothness of the trajectory and the goodness of �t. We

use the second order penalty with the (m ,m 0)th element given by
R

f B
00

m (t )B
00

m 0(t )gd t , where

B
00

m (t ) is the second derivative of Bm (t ), for m = 1, . . . ,M . The estimates Ò�
q

i are obtained by

minimizing the penalized criterion p ` i (�
q
i ); see Wood (2001). To select the optimal value of

the penalty parameter we consider the REML-based approach introduced in Wood et al. (2016)

along with its fast Laplace approximation implementation.

Thus for each q = 1, . . . ,Q we obtain raw estimates of the probability trajectories p q
i (�) by

ep q
i (t ) = g

¦ P M
m =1 Bm (t ) b� q

im

©
. We use the “tilde" notation, to recognize that these estimates

may not necessarily satisfy the constraint that
P Q

q=1 p q
i (t ) = 1 for all t 2 T . We de�ne the

�nal estimates for p q
i (t )'s by bp q

i (t ) = ep q
i (t )=

P Q
q=1 ep q

i (t ), q = 1, . . . ,Q. Because each of the raw

probability curves is smooth, it follows that their sum is a smooth function, and as a result the

ratio between each initial probability curve and the sum of all the probability curves will be a

smooth function.

Access to the time-varying probabilities of each category allows us to classify the subjects.

However, working directly with the probability curves is rather complex, because of their

bounded range in [0,1] and furthermore because they take values 0 or 1 for nonnegligible parts

of the domain. Instead, we estimate the latent vector process and use it for classi�cation. Using
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the relationship between the subject-speci�c probability curves and the latent vector process

described in (2.1) may result in numerical instability problems when a denominator is close to

zero. To avoid numerical challenges, we recover the marginal components of the latent process

Z i directly from the initial raw estimates of probabilities, eZ l
i (t ) = logf ep l

i (t )g � logf ep Q
i (t )g, using

category Q as a reference category. The latter calculations can be simpli�ed in the case of logit

and probit link functions as follows:

eZ l
i (t ) =

MX

m =1

Bm (t )(b� l
im � b� Q

im ) � log

2

4
1+ exp

¦ P M
m =1 Bm (t ) b� l

im

©

1+ exp
¦ P M

m =1 Bm (t ) b� Q
im

©

3

5

for non-rare events where l = 1, . . . ,(Q � 1), and

eZ l
i (t ) = log

–

1=� � 1(

¨
MX

m =1

Bm (t ) b� Q
im

«

� 1

™

� log

–

1=� � 1(

¨
MX

m =1

Bm (t ) b� l
im

«

� 1

™

for rare event where l = 1, . . . ,(Q � 1). Because this step is performed at the subject level, it is

easily parallelizeable.

Step 3.2. Let eZ i (t ) be the (Q � 1) dimensional vector with components eZ l
i (t )'s, for l = 1, . . . ,Q � 1

that recovers the subject-level information over time. We use these pseudo-data to estimate

the subject-level process Z i (�) in a way that accounts for the inherent dependence of the

trajectories within the subject. As discussed in Section 2.2.3, we use a MFPCA model for Z i (t ).

The estimation of the mean and eigencomponents is inspired by Happ and Greven (2018) and

builds on the fast univariate FPCA for very �ne time grids introduced in Xiao et al. (2016).

Speci�cally, let the univariate FPCA be

eZ l
i (t ) = b� l (t ) +

KlX

k l =1

b� l
i k l

Ò� l
k l

(t )

using a large percentage of explained variance (PVE) for all the components, l = 1, . . . ,(Q � 1),

where b� l (�) is the smooth estimated mean function for the l th component, Ò� l
k l

(�) is the k l th

estimated eigenfunction for this component and b� l
i k l

is the predicted FPC score. Denote by

e�
l
(�) = ( Ò� l

1(�), . . . , Ò� l
Kl

(�)) the row vector of orthogonal functions for the l th component, and fur-

thermore let e	 (�) = diagf e�
1
(�), . . . ,e�

Q� 1
(�)gbe the (Q � 1)�

P Q� 1
l =1 Kl matrix of eigenfunctions. Addi-

tionally, denote by b� i = ( b� 1
i 1, . . . ,b� 1

i K 1
, b� 2

i 1, . . . ,� 2
i K 2

, . . . ,b� Q� 1
i 1 , . . . ,b� Q� 1

i KQ� 1
)T the

P Q� 1
l =1 Kl -dimensional

vector of FPC scores b� i k l
's. Naturally, the vectors of FPCs of various components are correlated

among them, because they capture the dependence among the functional components. In
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other words, the matrix e	 (�), while it has orthogonal columns in T 
 (Q� 1), is not a matrix of

eigenfunctions.

We can decorrelate � i using the eigenvectors of their covariance matrix. Let G be the

sample covariance of � i and denote its eigen decomposition by G = U DU T , where U is

(
P Q� 1

l =1 Kl ) � (
P Q� 1

l =1 Kl ) orthogonal matrix and D is a diagonal matrix with non-zero and non-

increasing sequence of eigenvalues d � for � = 1, . . . ,
P Q� 1

l =1 Kl . Let K be a �nite truncation

determined using a percentage of explained variance; in practice we set PVE equal to 95%.

Then we can use the K leading eigenvectors of U , call them U1:K = [u 1, . . . ,u K ] to rotate the

columns of e	 (�). Let Ò k (�) = e	 (�)u k , where u k is the k th column vector of U1:K . It follows that

the set f Ò k (�)gK
k =1 forms an orthogonal basis in L 2(T 
 (Q� 1)) with respect to the inner product

introduced in Section 2.2.3.

The corresponding MFPC scores for the i th subject, of length K , are obtained as b� i = U T
1:K

b� i

and have components that are have mean zero and are uncorrelated, by construction. Their

variance is b� k = dk , for k = 1, . . .K . In this representation the vector of estimated MFPC scores,
b� i = ( b� i 1, . . . , b� i K )T captures the user-speci�c features and will be used for clustering of subjects.

Step 3.3. Classical methods from clustering multivariate data can be used to cluster b� i 's. DB-

SCAN has good performance in general, and is able to identify noisy observations and remove

them from clusters. Our experience with this method is that in the presence of wildly scattered

noise with Twitter data, informative and meaningful clustering is achieved by appropriately

selecting the radius � , which we describe in Section 2.5.

2.4 Simulation Study

Next, we study the �nite sample properties of the proposed methodology for the analysis and

clustering of categorical-valued functional data (CFD). Our investigation includes two stages:

the recovery of the latent multivariate process from categorical-valued functional data; and

the subsequent evaluation of clustering performance.

To carry out these analyses, all computations were executed on a Linux cluster comprising a

DELL R7425 Dual Processor AMD Epyc 96-core 2.2 GHz machines, each equipped with 512GB

RAM. These machines run 64-bit Ubuntu Linux Version 18.04 and are connected through a

10Gb �ber-optic private cluster network.
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2.4.1 CFD Latent Curves Recovery: Simulation Design

We consider categorical-valued functional data with Q = 3 categories, f s1, s2, s3g. For each i and

t 2 [0,1] we generate Wi (t ) =
P 3

l =1 sl 1f X l
i (t ) = 1g, where

(X 1
i (t ),X 2

i (t ),X 3
i (t ))jt ,Z i

i nd e p
� Multinomial f 1;p 1

i (t ),p 2
i (t ),p 3

i (t )g,

with p l (t ) de�ned as in (2.1) and the bivariate process Z i = (Z 1
i ,Z 2

i )T is generated as

‚
Z 1

i (t )

Z 2
i (t )

Œ

=

‚
� 1(t )

� 2(t )

Œ

+

‚
 11(t )

 12(t )

Œ

� i 1 +

‚
 21(t )

 22(t )

Œ

� i 2 +

‚
 31(t )

 32(t )

Œ

� i 3. (2.4)

We consider three different settings for the generation of Z i , inspired from Qiu et al. (2021).

Setting 1. In this case we generate a bivariate process Z i that yields categorical-functional

data for which the frequencies of the three categories are relatively equally likely throughout the

domain [0,1]. Set the mean functions as � 1(t ) = � 1+ 2t + 2t 2, � 2(t ) = � 2.5+ exp(2t ), the eigen

functions components as  k 1(t ) = sin(2(k + 1)� t ),  k 2(t ) = cos(2k � t ) for k � 1 to avoid the

crossing at half point, and the functional principal component (FPC) scores as � i 1
i i d
� N (0,1),

� i 2
i i d
� N (0, 1

2), � i 3
i i d
� N (0, 1

4).

Setting 2. In this case we generate a bivariate process Z i that yields categorical-functional

data for which one category (category two) is much less frequent than the other two categories

throughout the domain [0,1]. This setting is similar to the latent process recovered from one

cluster identi�ed in our Twitter data application. The mean functions are set to � 1(t ) = � 1.2+4t 2,

� 2(t ) = � 3.5 + 4t 2; and the eigenfunctions ( k 1(�),  k 2(�))T as well as the FPC scores� i k are

generated as in Setting 1.

Setting 3. In this case we generate a bivariate process Z i that yields generally higher prob-

ability curves for category three and relatively high probability curves for category one and

very low probability curves for category two. The mean functions are set to � 1(t ) = � 2.2+ 4t 2

and � 2(t ) = � 7+ 6t 2 with one component of the mean function vector matching to each of the

previous two settings, similar eigenbasis as the other settings, and the FPC scores are generated

as � i 1
i i d
� N (0,1), � i 2

i i d
� N (0, 1

4), � i 3
i i d
� N (0, 1

16).

For each setting, we generate a sample of n curves observed at an equally-spaced grid of m

time points in the interval [0,1], while varying m . Our estimation methodology is elaborated

in Section 2.3, Step 3.1. To estimate the model 2.1, we �rst use M = 25 B-spline functions

and perform the marginal binary �tting using the mgcvpackage in R(Wood 2001; Wood et al.

2016), then we adjust for the multinomial setting. Additionally, the estimation results obtained

with multinomial �tting from the mgcvpackage (Wood et al. 2016) are also included in

Supplementary Material Table 1.
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2.4.2 CFD Latent Curves Recovery: Simulation Results

Figure 2.2: Depicted are the probability curves and latent processes for 22users, when data are
generated corresponding to individuals from Setting 2 for m = 2000. First row: True probability
and latent curves, Second row: Estimated probability and latent curves, Third row: Relative
differences between true and estimated probability curves

Figure 2.2 illustrates the accuracy of the estimated probability curves for each category, and

the components of the corresponding latent processes for data from n = 22 subjects generated

as in Setting 2, with each subject observed at m = 2000 time points. The top panels display

the true curves, while the bottom panels exhibit the estimated curves using the proposed

methodology. Similar results are achieved when subject data are generated from the other two

settings considered. For completeness, we provide additional illustrations in Supplementary

Material, Section 2, Figure 2. The quality of estimation relies on the number of time points

at which each subject is observed, as the recovery of the latent process is solely based on the

subject-level data.

To assess the accuracy of the predicted latent probability curves for each category, and

ultimately of the latent multivariate process, we use the Hellinger distance for the probabil-

ity curves and L 2-norm for latent curves, respectively. We use the Hellinger distance for the

probability curves as it is a proper distance measure. Let p l
i (�) be the probability curve for the

category l of the i th user, and let bp l
i (�) be its estimated counterpart. What we refer to as root
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mean square error (RMSE) for bp l (�) is based on the Hellinger distance between bp l
i (�) and p l

i (�)

and is calculated as

RM SE = (1=
p

2n )
nX

i =1

–Z 1

0

f
q

bp l
i (t ) �

q
p l

i (t )g2d t

™1=2

.

Let Z l
i (�) the l th component of the latent process for the i th user and denote by ÒZ l

i (�) the

estimated counterpart. The RMSE for ÒZ l (�) is based on the L 2-distance between ÒZ l
i (�) and Z l

i (�)

and is de�ned as

RM SE = (1=n )
nX

i =1

–Z 1

0

f ÒZ l
i (t ) � Z l

i (t )g2d t

™1=2

.

Table 2.1: RMSE for the probability curves and latent processes when data are generated from
the three settings, and for n = 1000users, each observed at m i = m time points. Results are
based on 100 Monte Carlo simulations. Maximum standard errors is 0.01

m p 1
i p 2

i p 3
i Z 1

i Z 2
i

Setting 1
300 0.05 0.04 0.04 0.71 0.68
750 0.03 0.03 0.03 0.49 0.48
2000 0.02 0.02 0.02 0.33 0.32

Setting 2
300 0.05 0.04 0.04 0.52 0.80
750 0.03 0.03 0.03 0.35 0.57
2000 0.02 0.02 0.02 0.22 0.37

Setting 3
300 0.09 0.04 0.08 0.47 5.85
750 0.10 0.03 0.09 0.31 2.42
2000 0.02 0.02 0.02 0.21 1.08

Table 2.1 quanti�es the accuracy of the methodology in recovering both the probability

curves and the latent process observed in 100 simulations, when the subject data are observed

at an increasing number of time points m i = m , varying from 300 to 2000. As estimation is

done at the subject level, the number of subjects for each simulation is �xed to n = 1000. The

results are shown for all three settings described in Section 2.4.1. As expected, for each setting,

RMSE decreases with increasing the number of time points m .

In particular, for Setting 3, the RMSE for Z 2
i is in�ated, compared to the other two settings,

but the RMSE for Z 1
i seems to be in the same ballpark as the other results. This is due to the fact

fact that second category is very rare (about 1%, see Figure 1 of the supplementary material) and
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thus, a large number of observations are needed in order to accurately are cover the probability

curve for this category. Due to the rare event situation, the probability curve for the second

category is estimated with less precision; see the increased standard error of the RMSE in this

case. For the second category the probability curve is recovered most accurately. For the same

reason, the RMSE for Z 2
i in Setting 2 seems slightly in�ated, when the number of time points

is m = 300: estimation quality is affected by the probability curve for the second category,

which occurs only 7% of the time (see Figure 1 of the supplementary material). Table 2 of the

supplementary material presents the results with �tting directly a multinomial model, and

con�rms that in the case of rare events, when m is not suf�ciently large ( m = 2000), estimation

is unstable.

Clustering CFD: Simulations

Next we turn to evaluating the clustering performance. We consider two scenarios, one that

involves two clusters, but which, in addition, contains noisy data, and one that involves three

different clusters.

Scenario A.We generate categorical functional data from two different clusters and include

some noisy-labeled categorical functional data as characterized by Dave (1991). Cluster 1 is

generated as described in Section 2.4.1 with the latent process Z i as described by Setting 1,

Cluster 2 is generated as before but with the latent process Z i as described by Setting 2. The

noisy-labeled functional data is generated as described in Section 2.4.1, with Z i generated by

Setting 3. This scenario generate data similar to the real Twitter application; also to match the

application we consider 75%curves from Cluster 1, 22%from Cluster 2 and 3% is the noisy

data.

Scenario B.We generate categorical functional data from three different clusters. Cluster 1

is generated as described in Section 2.4.1 with the latent process Z i as described by Setting 1

but shift the second mean function up by two units such that � 2(t ) = � 0.5+ exp(2t ). Cluster 2

is generated as before but with the latent process Z i as described by Setting 2, and Cluster 3 is

generated as before with Z i as described by Setting 3. This scenario contains data such that

50% curves are from setting one, 30% are from setting two and 20% are from setting three.

2.4.3 Competitive Methods

We use the proposed methodology to cluster the categorical functional data; because it �rst

analyzes the categorical functional data via a latent process (catFDA), it uses MFPCA to extract

the main features of the latent process, and then performs clustering of the feature-vectors

using DBSCAN (Ester et al. 1996), we label it “catFDA-dbscan". While there is no direct existing
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alternative to compare our approach to, we obtain competitive methods by combining methods

to analyze categorical functional data and classical techniques for clustering in functional data

or multivariate statistics.

Preda et al. (2021) introduced a functional principal component-based approach for cat-

egorical functional data using a concept called “optimal encodings”, called CFDA. The �rst

competitor is obtained by using CFDA to extract the principal component scores of the cate-

gorical functional data and then use DBSCAN to cluster these scores; we refer to this method

by “CFDA+ dbscan". The second competitor is based on using our approach to model the

categorical functional data analysis and performing clustering directly on latent processes via

a multivariate functional data based on adaptive density peak detection technique abbreviated

by FADP (Ren et al. 2023); we refer to this by “catFDA-FADP”. The last competitor uses our

approach to model the categorical functional data analysis (catFDA), extracts the feature-vector

using MFPCA just like in the proposed approach, and performs clustering of the vector of scores

by using K-means (MacQueen 1967); this alternative is referred to by “catFDA-kmeans".

In implementing the proposed method, we made the following selection for the tuning

parameters. First, in performing the MFPCA, the number of functional principal components

K is selected so that the PVE is at least 95%. Second, in performing clustering using DBSCAN,

the tuning parameters are selected as described in Section 2.2.3. For `catFDA-FADP", we used

the Rpackage FADPclust (Ren et al. 2023) where where the minimum number of cluster is

set to be two and the maximum number of the cluster is set to be �ve. “silhouette” statistics

is used with the method = “FADP1”. For “catFDA-kmeans”, we use the Rpackage NBclust
(Charrad et al. 2014) where “euclidean” distance for the method “kmeans” is used. This is to be

consistent with what is used in DBSCAN. We used "silhouette" index and the same minimum

and maximum number of the cluster just to be consistent with “catFDA-FADP”.

2.4.4 Simulation Results

We evaluate the performance of our methodology and competing approaches using the Ad-

justed Rand Index (ARI) (Rand 1971), a metric that corrects the Rand Index for chance. As

illustrated in the numerical study presented in the previous section as shown in Table 2.1,

the recovery of latent curves is signi�cantly more accurate when data are generated from two

clusters and observed at 2000equally spaced grid points. Moreover, achieving precise recovery

of the latent curves associated with noisy data requires a signi�cantly larger number of time

points, speci�cally m = 2000. In Table 2.2, we provide the ARI values for categorical functional

data observed at a grid of t = 2000equally spaced time points within the interval [0,1], consid-

ering different subject numbers denoted as n . These results are based on 100 simulations and
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apply to data generated from both Scenario A and B for all methods.

Table 2.2: Average Adjusted Rand Index (ARI) for 100 simulations with 2000 time points,
Maximum Standard Error is 0.10

scenario n CFDA-dbscan catFDA-FADP catFDA-kmeans catFDA-dbscan

100 1.00 0.88 0.97 1.00

A 500 1.00 0.97 0.97 1.00
1000 1.00 0.97 0.97 1.00
100 0.93 0.76 0.76 0.95

B 500 0.96 0.76 0.76 0.95
1000 0.96 0.76 0.76 0.96

In Scenario A, all methods perform well, with the highest ARI achieved by CFDA-dbscan

where the clustering is performed on the principal component scores obtained directly from

the categorical functional data (Preda et al. 2021). Clustering directly on the latent curves

using catFDA-FADP and clustering on the scores summarized from latent curves using catFDA-

kmeans or catFDA-dbscan consistently yield high ARI, with the lowest being 0.88 from catFDA-

FADP when the sample size is small ( n = 100). However, it is worth noting that CFDA-dbscan is

more time-consuming and impractical for applications involving massive social media user

postings over a 30-day period. For example, it takes around 11.41 seconds for catFDA-dbscan

with a sample size of n = 100 and t = 2000 time points, whereas CFDA-dbscan takes 190.10

seconds for the same con�guration. For detailed running times of each method, see Table 4 in

Supplementary Material Section 2.

When dealing with scenarios where well-separated clusters with minimal noise are expected,

our proposed approach of clustering directly on the latent curves using catFDA-FADP is the

most ef�cient and is highly recommended. CatFDA-kmeans also performs well under Scenario

A and is robust across varying numbers of subjects. Both catFDA-FADP and catFDA-kmeans

are excellent choices for Twitter clustering tasks, especially when dealing with distinct groups

that exhibit minimal noise.

However, in the context of Twitter data applications that involve marketing messaging,

interactions with �rms, and situations where unbalanced group memberships with noise are

common, catFDA-dbscan stands out. It excels at identifying and segregating noise groups

without compromising the primary clustering results. For more in-depth insights, see Figure 3

in Supplementary Material Section 3.
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In Scenario B, the challenge lies in distinguishing between cluster two and cluster three, as

they are closely located in terms of relative distance. Both catFDA-FADP and catFDA-kmeans

struggle to effectively separate these two clusters, whereas catFDA-dbscan excels by considering

local density information.

The imbalance in cluster sizes, which can vary in terms of the number of identi�ed clusters

and their relative sizes, has a signi�cant impact on the �nal results, as indicated in previous

studies (Romano et al. 2016; Warrens and van der Hoef 2022). CatFDA-kmeans does not per-

form well in this scenario, mainly because the standard K-means algorithm treats data space

as isotropic, meaning it assumes that distances remain unchanged under translations and

rotations. This assumption implies that data points within each cluster are modeled as lying

within a spherical region around the cluster's centroid, where this spherical region has the

same radius in each dimension. Unfortunately, this assumption does not hold for Scenario B,

where clusters exhibit varying shapes and sizes.

Furthermore, K-means implicitly assumes that all clusters have the same radius, which is of-

ten not the case in our Twitter data applications. When this implicit assumption of equal-radius,

spherical clusters is violated, K-means can produce non-intuitive results and is insensitive to

differences in cluster density (Raykov et al. 2016). In Scenario B, catFDA-dbscan's ability to

consider local density and adapt to varying cluster shapes and sizes makes it a more suitable

choice for effective clustering.

2.5 Twitter Data Application

Social Customer Relationship Management (CRM) systems tie traditional CRM data to the

identity of individuals on social media (Woodcock et al. 2011). Ma et al. (2015) showed that it

is useful to address customers' comments on social media, but that responding to them may

encourage future negative responses. Therefore, it is bene�cial for the companies to prioritize

their social media interactions, depending on the type of customer a client is. Possible types of

customers include openly praising a company's products if they like them, or being neutral,

or strongly criticizing their products if they don't like then, and so on. This information is

dif�cult to evaluate based on just one single event and a history of interactions over time is

more meaningful. Our objective is to gain insights into what types of customers the clients are

based on their posting behavior in reference to a company on Twitter during a speci�ed time

frame.

The Twitter data were collected via Academic Research access using the Twitter API. At a

�rst stage, the set of users of interest is de�ned as Twitter users who on some speci�ed day in

the past (August 13,2016) have tweeted about one of the 100top global brands (Rust et al. 2021).
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A total of 9,240 Twitter users are found in this way. For each user, the �rst tweet during August

13,2016that reference a brand is called a reference tweetand the (�rst) company included in

the reference tweet is the reference companythat will be followed for that particular user. About

nine months later, on March 16, 2017, these users are identi�ed on Twitter and then followed

back in time in terms of their posting activity on Twitter. Only 3,875 of them are still active on

Twitter on March 16,2017, and we focus on these long term customers in this study. The posting

activity of these users is followed back in time, in regards whether they continue to tweet about

the reference company. There are a total of 38 reference companies, and the distribution of

the top nine and the remaining companies is illustrated in Supplementary Material Section

3, Figure 6 on the left. Among the reference tweets, more than half of them express positive

sentiments towards the companies mentioned, as indicated in Figure 6 on the right.

Due to Twitter API restrictions, only the most recent 3,200 tweets are recorded. For some

users, the most recent 3,200 tweets takes them back to 2014, while for others it takes them only

30 days before. In our analysis, we consider only the posting data during February 14,2017to

March 16,2017, that includes the most recent 30 days of posting. To address our objective, we

�rst divide every day into contiguous time windows of 20 minutes and for each user we record

their posting activity using Labels 0, 1 or 2 corresponding to whether the user did not post,

tweeted but did not mention the reference brand, and tweeted and mentioned their reference

brand during the time window, respectively. If an individual posted more than one time during

that 20minutes window and some tweets are not related to the brand but one tweet is about the

brand, then we record the category as 2. Thus the posting activity of each user is summarized as

a time series of 0, 1 or 2 with 2160 time points. Furthermore, we performed sensitivity analyses

and incorporated the clustering results using a 15 minutes window in Figure 4, as shown in the

Supplementary Material. The two clustering results show similar group memberships, and this

�nding aligns with the conclusion in Weishampel et al. (2023a), suggesting that the choice of

the time interval has the least impact on the classi�cation rate.

On the left side of Figure 2.3, we observe the posting patterns of nine Twitter users in our

study for 1.5 days from March 11,2017to the �rst half of day of March 12,2017. On the right

side of Figure 2.3, we present the clustering results obtained using catfda-DBSCAN. Of the nine

users on the left side of Figure 2.3, three of them are from cluster one, three from cluster two,

and three are from cluster three. The clustering process consists of three steps: First, for each

individual, we recover the latent curves using the methodology described in Section 2.3. In this

step, we use25basis cubic splines. We apply MFPCA, as outlined in Step two of Section 2.3, with

the dimensions of the scores chosen to explain at least 95% of the PVE. Second, clustering is

performed using DBSCAN, and the optimal radius is selected using the elbow method Nicolas

(2023). AminPts value of 25 is chosen so the clustering results are useful in the context of our
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Figure 2.3: Left: Sample posting activity for nine Twitter users for one day. Users 1,2,3 are
from cluster one, users 4,5,6 are from cluster two and users 7,8,9 are from cluster three. Right:
Clustering results: each user is represented via a symbol and the shape corresponds to their
cluster membership.

study.

In accordance with the notation used in this manuscript, for each user denoted as i , their

posting data is recorded as (Wi j , t i j ), where Wi j 2 0,1,2and t i j 2 [0,30], representing the time

since February 14,2017. We apply the proposed methodology to identify Twitter communities

that exhibit similar posting activity patterns related to a speci�c reference brand. The ultimate

goal is to identify users who can effectively enhance positive word-of-Twitter publicity for

the brand. Our approach can be employed to identify Twitter communities related to various

interests based on time-dependent user posting behaviors. The scores, that are estimated using

our method for our dataset are depicted on the right side in Figure 2.3.

DBSCAN identi�ed three clusters and one group of noise in this application. Out of the 3,875

individuals, 541 subjects were assigned to cluster one, represented by the triangle shape and

cluster Label 1; 3,284 individuals belonged to cluster two, indicated by the square shape and

cluster Label 2; and 31 individuals were classi�ed under cluster three, represented by the cross

shape and cluster Label 3. DBSCAN clustering also identi�ed individuals classi�ed as noise,

with 19 such individuals represented by the circle shape and cluster Label 0. These individuals

often displayed unusual latent and probability curves compared to the other clusters.

Each row in Figure 2.4 represents the latent curves and the probability curves from the

identi�ed clusters in order, with the last row representing the “noise” group. The �rst three

columns represent the probability curves, where the �rst column indicates no posting, the
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second column denotes general posting, and the third column is speci�c to posting about the

brand. These columns exhibit distinct peaks and valleys. The last two columns of estimated

latent curves show clear differences in overall mean curve, range, and patterns for cZ 1
i and cZ 2

i

among different clusters. As expected, all groups have much lower mean probability curves in

the third column, but the probabilities vary differently over time by clusters. This is expected,

as this column examines posting behavior related to a speci�c brand, and people tend to post

less frequently about a speci�c brand than about other topics. For a more detailed view of the

probability curves, see Figure 5 in Supplementary Material Section 3.

Figure 2.4: Probability curves and Latent curves by Clusters for 3875 Twitter Users
1st row: Cluster one , 2nd row: Cluster two , 3rd row: Cluster three, 4th row: Noise group

Users in Cluster One, the �rst row in Figure 2.4, posted about the referenced brand less

frequently than Cluster Two (second row) and Cluster Three (third row). However, they reveal

increased activity in posting about the brand around day 10 and day 16 after February 14,2017.

While both Cluster Two and Cluster Three posted about the brand with a relatively higher
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probability over time, Cluster Three tends to tweet less overall, as indicated by the second

column (second probability curves). This suggests that individuals from Cluster Three are

more likely to tweet about the brand when they do tweet. Two visible peaks can be observed

in the �gure, indicating that these users actively discussed the referenced brand around day

5 and day 12. Furthermore, none of the individuals in Cluster Three discussed the brand

negatively in response to the reference tweet, as shown in Supplementary Material Section 3,

Figure 7. In general, if a user falls into Cluster Three, we recommend that the �rm engage with

them, as they can expect more consistent and positively inclined consumer interaction. This

insight is also valuable for our collaborators who are focused on studying information diffusion

and identifying in�uential nodes from Twitter messages. Instead of relying solely on the total

number of tweets and retweets as a measure of impact, we recommend initially distinguishing

users through clustering. This involves separating users who consistently post a signi�cant

volume of tweets over time and receive a substantial number of retweets from users who tweet

infrequently but have more than 80%of their tweets being retweeted over time. Our �ndings

offer a unique perspective on approaching the identi�cation of meaningful in�uencers.
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CHAPTER

3

ASSESSING THE IMPACT OF TWEET

CATEGORY TOWARD BRAND OPINION

USING RESTRICTED LIKELIHOOD RATIO

TEST FOR CATEGORICAL FUNCTIONAL

DATA FROM X

3.1 Introduction

Up to Feb 17,2024, there have been 52 million mentions by 2 million unique users for the query

(“Israel” OR “Palestine” OR “Hamas” OR “Gaza”) AND ("war" OR "con�ict") on social media

platforms since the war began on Oct 7,2023, with an 11.28%sampling rate on Brandwatch

search (Brandwatch 2024). Topics such as the history and potential root causes shaping the cur-

rent relationship between Israel and Hamas, human rights, war crimes, international reactions,

and humanitarian assistance peaked immediately after the outbreak of the con�ict.

One of the social media trending topics accompanying the conversations during the con�ict
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is the boycott or support for speci�c brands or companies based on their public statements

or reactions to a particular side. In particular, public reactions have been intense towards

two well-established brands, Starbucks and McDonald's, due to their stances. Tweets related

to Israel-Hamas discussions mentioning Starbucks, McDonald's, and Nike have generated

133k mentions from 67k unique users between Oct 6,2023and Feb 17,2024. This represents

a substantial 5866%increase compared to the preceding period of the same duration up to

Oct 6,2023. These spikes emerged shortly after October 7,2024, when Workers United posted

a statement featuring an image of a bulldozer tearing down a part of the Israel-Gaza border,

expressing their support for violence perpetrated by Hamas. Following McDonald's decision to

provide free food to the Israeli troops, protests erupted in Lebanon on October 13,2023and

the company is facing criticism amid the ongoing war against Hamas (Anoushka 2024).

The global trend of company boycotts from social media resulting from the Israel-Hamas

con�ict has concluded with varying degrees of success. AP News published an article titled "It's

not a happy holiday at Starbucks, facing boycotts over the Middle East war and unionization"

(Durbin 2024). McDonald's CEO mentioned that the Israel-Hamas war is signi�cantly impacting

its business, and the con�ict has affected several of McDonald's markets worldwide (Eliza-

beth 2024; Eleanor 2024). Evaluating the impact of customers' social media posts in response

to a company's stances, especially during con�icts, is crucial for effective online customer

relationship management (CRM). Research has consistently shown the value of monitoring

social media posts for customer sentiment. (Nave et al. 2018) and (Mostafa 2013) both highlight

the potential for this data to provide valuable insights into consumer expectations and brand

sentiment. Neri et al. (2012) and Vargas et al. (2016) further emphasize the importance of this

monitoring in the context of con�icts and crises, with Vargas (2016) speci�cally noting the

need to consider targeted sentiments. These studies collectively underscore the signi�cance of

social media monitoring in understanding customer sentiment, particularly during con�icts

and crises.

We aim to formally assess how a speci�c category of post history, as shown in Figure 3.1,in-

�uences whether a customer changes their opinion on these brands during the Israel-Hamas

con�ict in response to the company's stance. While various methods exist for classifying Twitter

users based on research interests (Bastos et al. 2012; Wu et al. 2011; Weishampel et al. 2023b),

no inferential tools are currently available. We present a statistically principled approach to

evaluate the relative importance of a particular tweet category to the class membership. Specif-

ically, we address two questions: (1) Does a tweet type affect user class membership over time

at all (i.e. Is the coef�cient function � (t ) = 0)? and (2) Is the relative importance of a speci�c

tweet category constant ( � (t ) = c)? In other words, we explore how customer relationship

management (CRM) can adjust the communication strategy based on the criticality of a tweet
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Figure 3.1: One Twitter Data Example

category toward class membership, allowing CRM to intervene earlier if the effect of a tweet

category weights more at the beginning.

To be speci�c, consider a classi�cation of user tweet history into three categories: 0, indi-

cating the user did not tweet; 1, indicating the sentiment of their tweets is positive about the

brand; and 2, indicating the sentiment of their tweets is not positive about the brand. We are

interested in investigating whether the positive category is indeed relevant in changing people's

opinions on the brand during this con�ict. A hypothesis test of this nature is important, and its

results can guide business decisions for marketing while providing insights into responding

to public reactions. To the authors' knowledge, no existing testing methods are available for

binary response with a categorical functional predictor.

(Swihart et al. 2014) used the exact test for a single variance component to test functional

effects for scalar on function (SoF) regression, where the response is Gaussian, and the func-

tional predictor is continuous. Wang and Chen (2012) discussed testing functional models with

independent random effects, each depending on a single variance parameter, and McLean

et al. (2015) extended it to the restricted likelihood ratio test (RLRT) by using a mixed model-

based reformulation of the original functional regression model. However, these hypothesis

tests have been limited to Gaussian responses for SoF. Chen et al. (2019) used a mixed effects

representation with penalized splines and variance components to test generalized functional
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linear models, where the functional observations can be either dense or sparse. The responses

for this model are from the exponential family distribution, and the functional predictor is

continuous. In our SoF model from Twitter data, the class membership (response) is binary,

and the functional predictor is categorical-valued.

To address these limitations, we propose a general procedure for the hypothesis test with

the SoF linear model, where the response is binary, and the functional predictor is categorical-

valued. Our main contribution is to provide a uni�ed testing framework that allows us to assess

the statistical effect of a speci�ed category (the tweet topic) and conduct formal hypothesis

testing for the form of the association between a particular category and the response. We

calculate the RLRT statistic after reformulating the generalized functional linear model (GFLM)

and penalty function to a generalized linear mixed model (GLMM); testing a category effect

can be reframed as testing a single random effect with the appropriate penalty matrix. The R
function cfdRLRT() for this implementation is provided. This test is interpretable and provides

a meaningful assessment of the impact of a particular category or tweet topic from post history

towards the change of opinion on the controversial brands during the Israel-Hamas con�ict.

The remainder of this paper is organized as follows. Section 3.2 presents the statistical

model framework and the proposed testing procedure. Section 3.3 describes the approximate

generalized likelihood ratio test and Section 3.4 provides an alternative testing procedure.

Section 3.5 presents a simulation study with different combinations of importance functions

and test types. Section 3.6 describes Twitter data applications.

3.2 Methodology

3.2.1 Statistical Framework and Modeling

This section elaborates on the statistical modeling and the associated assumptions to test the

signi�cance of a particular category from GFLM. In our study, the type of the observations

(t i j ,Xi j )m i
j =1 is known as categorical functional data (Preda et al. 2021; Champon et al. 2023).

Denote the observed data for the i -th account at the j -th time by f (Xi j , t i j )m i
j =1,Yi gwhere i =

1, . . . ,n , j = 1, � � � ,m i . Xi , j (�)T is the covariate for the i t h user measured at time t i j , and Yi is

the class membership for account i where Yi 2 f 0,1g. By an abuse of notation, let Xi (�) be the

stochastic process such that Xi (t i j ) = Xi j , Xi (t ) 2 f s0, � � � , sL� 1g. Assume t i j 2 T , where T is a

bounded and closed interval.

In our application, L = 3 corresponds to one of the three tweet statuses: 0 for no tweet, 1 for

positive type, and 2 for negative type. Speci�cally, for user i observed at time t i j , Xi j is de�ned

as follows: 0 indicates no tweet observed during a one-day interval, 1 represents one positive
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tweet on that day or multiple tweets posted about a brand on that day with positive sentiment

being the most frequent, and 2 represents either one or multiple tweets posted about a brand

on that day, with the most frequent sentiment being negative or neutral. Xi j represents the

tweet history of user i regarding one of the contentious brands that were subject to boycott or

support during the Israel-Hamas con�ict on day j . Yi is a binary variable for subject i , where

1 indicates that the customer changed their opinion after the outbreak of the war compared

to the posting history before the Israel-Hamas war, and 0 indicates that the customer did not

change their opinion.

We are interested in formally assessing whether a speci�c category has an effect on the

classi�cation of observations. In particular, we want to evaluate the impact of positive tweets

on individuals' brand attitudes based on their posting history toward the company, particularly

in response to public statements or events related to the con�ict. Our main objective is to test

the signi�cance of positive tweets on the change of individuals' opinions toward the company.

Speci�cally, we aim to quantify the level and form of in�uence of positive tweets on opinion

changes.

We consider the following Functional Generalized Additive Models (FGAM) with a func-

tional predictor, Xi (�), on the compact interval T and a scalar response Yi (McLean et al. 2014).

E(Yi jXi ) = g � 1(� i ) (3.1)

� i = � 0 +

Z

T

F (Xi (t ), t )d t

where � 0 is the intercept, g (x ) is a known link function, � i is the linear predictor for the i -th sub-

ject, and F (Xi (�), t ) is a smooth unknown function to be estimated, de�ned on f 0, � � � , Lg � [0,1].

In our case, Xi (�) categorical-valued function such that Xi (t ) 2 f s1, � � � , sL g, therefore, F (Xi (�), t )

can be decomposed to L smooth functions such that F (Xi (t ), t ) =
P L� 1

l =0 Fl (t )1f Xi (t ) = sl g,

where Fl (t ) = Fl ,t . Let eX l
i = 1(Xi (t ) = l ) for l = 1, � � � , L � 1. Then the link function can be

re-written as

� i = e� 0 +
L� 1X

l =1

Z

T

eX l
i (t ) eFl (t )d t (3.2)

where eX 0
i (t ) = 1 �

P L� 1
l =1

eX l
i (t ), e� 0 = � 0 +

R
T

F0(t )d t , and eFl (t ) = Fl (t ) � F0(t ). Category s0 serves

as the reference category. While Fl (t ) is explained as the category importance function for

category l , which is time-varying but �xed across all subjects, eFl (t ) is the relative category

importance function of category l compared to the reference category. Given daily tweet status

and class membership under our context, Fl (t ) quanti�es the contribution of a speci�c tweet
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category to the log odds of a customer's change of opinion status compared to the reference

type (no tweet).

In the context of categorical functional covariate, the link function in model 3.2 simpli�es

to the linear relationship
P L� 1

l =1

R
eX l

i (t ) eFl (t )d t with L � 1 unknown smooth functions eFl (t ). The

advantage of this linear regression framework allows us to formally conduct hypothesis testing

to assess whether a speci�c category affect the classi�cation of the users into the two groups.

In particular, we can mathematically represent this as testing this null hypothesis eFl (t ) = 0 if

the category sl is of interest. Furthermore, we can mathematically formulate this hypothesis

whether the category sl affects the probability of the class assignment on average.

To �t model (3.2) we model each unknown smooth term, eFl (t ), using a linear combination of

a �nite number of known basis functions f Br (t )gR
r =1, where R denotes the basis dimension, and

f Br (t )gis basis system de�ned on the compact interval [0,1]. Speci�cally for each l = 1, . . . ,L � 1,

we have eFl (t ) =
P R

r =1
e� l ,r Br (t ), where the basis functions coef�cients e� l ,r 's are unknown and

vary across categoriesl = 1, � � � , L � 1. Model �tting will be performed by using exponential family

model framework and by appropriately penalizing the coef�cient functions in an appropriate

way.

3.2.2 Hypothesis Testing

Our main objective is to develop formal testing for assessing the null hypothesis

H0 : eF (t ) � 0,8 t 2 T (3.3)

versus the alternative hypothesis that there exists eF (t ) 6= 0 for some t . If the null hypothesis

(3.3) or effect nullity is true, then whether a subject or user has or does not have the l th category

in their respective categorical functional data does not affect their class membership. For our

application, such a null hypothesis implies that tweeting positively about a brand before the

Israel-Hamas con�ict does not affect the potential for a user to change their opinion about

that brand due to controversial actions from the company during this crisis event. Testing the

null hypothesis (3.3) is not trivial for two reasons: �rst it involves a smooth function second

because the response is generalized. We approach this problem from two perspectives.

The �rst perspective relies on the equivalence that if eFl satis�es (3.3) then
R

T
eF 2
l (t )d t = 0, or

using operator notation
R

T
(L eFl )2 = 0, where we de�ne the operator by L (f ) = f for function

f : T ! R. In fact using this idea we can test various other structures for eFl . For example a linear

form of eFl is equivalently written in the same way as before -
R

T
(L eFl )2 = 0 - but for the operator

de�ned as L (f )(t ) = f 0(t ), where f 0(t ) is the �rst derivative of the differentiable function f .

We propose to test (3.3) or the null hypothesis that a general functional is null by modeling the
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unknown smooth term using known basis expansion, estimating it and the model components

by employing penalties based on the functional de�ned by the null hypothesis, and using an

approximated restricted likelihood ratio test. We detail this approach in Section 3.3.

The second perspective focuses directly on the summand in model (3.2) concerning the

hypothesis of interest and uses an L 2-norm test statistic with its null distribution approximated

by bootstrap. This approach, in this form, cannot be applicable to test structures of the smooth

function that are more complex, such as a constant or linear form. We detail this approach in

Section 3.4.

3.3 Restricted Log-Likelihood Ratio Test (RLRT)

For developing this test it is helpful re-write the null hypothesis (3.3) as H0 :
R

T
(L eFl )2 = 0, where

L ( eFl )(t ) = eFl (t ). By using the basis function representation for eFl we can reparameterize the

model (3.2) as a generalized mixed effects model by using jointly parameters assumed �xed and

parameters modeled as random. In terms of the new reparameterization the null hypothesis

reduces to the equality of a variance component to zero. In this section we develop a restricted

likelihood ratio test for one variance component in the presence of many in generalized linear

mixed effects models.

Consider the general case where L ( eFl )(t ) = eF (d )
l (t ) is the linear differential operator of

order d . Denote by P d the R � R matrix derived from
R

T
(L eFl )2 = e� T

l P d
e� l , where e� l is the

R-dimensional vector of e� l ,r . Eilers and Marx (1996) pointed out that P d has order (R � d )

where recall R is the number of basis functions and d is the order of the differential operator.

3.3.1 Reparameterization

Since P d ,l 2 RR� R is the symmetric and semi-de�nite penalty matrix, therefore, P d ,l can be

expressed asP d ,l = Q� QT , where Q = [Q 1,Q 2] is a matrix of orthonormal eigenvectors, and

� = blockdiag (� 1, � 2) with � 1 being the matrix of R � d non-zero eigenvalues, and d depending

on the order of the linear operator L . Further, Q 1 is the set of eigenvectors corresponding

to non-zero eigenvalues in � 1, and Q 2 corresponds to zero eigenvalues. Therefore, e� l can

be transformed into a set of penalized and unpenalized terms such that: de�ne the R � d

length vector of penalized terms as u �
l = QT

1
e� l , and the d length vector of unpenalized terms

as 
 l = QT
2

e� l . We can then represent the penalty function as P ( eFl ) = eu � ,T
l � 1 eu �

l . Let W i ,l be

the R-dimensional vector that varies across all category l and across all subjects i , such that

the r th element is equal to the numerically approximated
R

T
eXl ,i (t )Br (t )d t . � i in equations

3.2 can be reformulated as testing category l , where d depends on the test of interest, and
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non-testing category, where d = 2, as follows:

� i � e� 0 +
L� 1X

l =1

(W l Q 2e
 l + W l Q 1u �
l ) (3.4)

= x T
i � +

L� 1X

l =1

z T
i l u l

u l � N (0,� 2
ul � 1),8l = 1,� � � , L � 1

where u �
l � N (0, � 2

ul � � 1
1 ), and the �xed effects x T

i = (1,
P L� 1

l =1 W l Q 2) have coef�cients � =

( e� 0, 
 T
l )T . Additionally, z T

i l =
P L� 1

l =1 W l Q 1�
� 1

2
1 with each element of L � 1 random effect u l =

�
� 1

2
1 u �

l � N (0, � 2
ul I ). � and u l 8l 2 f 1, � � � , L � 1g. The matrix format of model 3.4 is � = X � +

P L� 1
l =1 Z l U l , where X is the design matrix for the �xed effects, and Z l is the design matrix for

the l t h random effects vector u l .

3.3.2 Test Simple random effects in GAMs

After the reparameterization, the hypothesis testing for eFl (t ) in equation 3.2 can be reframed

as testing the variance of a category-speci�c � 2
ul = 0 with a speci�c order of the penalty matrix

P d ,l within the GLMM setup in equation 3.4. To be speci�c, testing eFl (t ) = 0 is equivalent to

testing the zero variance with zero order P 0,l , and testing eFl (t ) = c is equivalent to testing

the zero variance with 1st order P 1,l , while always using the 2nd order penalty, d = 2, for the

non-testing item.

However, the test of our interest, � 2
ul = 0, restricts the parameter to the boundary of the

feasible parameter space, which makes the results of large sample generalized likelihood ratio

tests unreliable. Wood (2013b) developed a simple test for a zero effect using the link between

random effects and penalized regression. Wood (2013b) treats the variance components that

are not being tested as �xed at their estimates, and the conditional likelihood ratio is then

expressed as a standard approximation of quadratic form in the predicted values of the random

effect.

Consider the scenario where we have n independent response variables, yi modeled by a

linear mixed model:

� = X � +
L� 1X

l =1

Z l u l ,u l � N (0,� l �
2), yi � N (� i , �

2), (3.5)

in which Z j and X denote model matrices, � represents a vector of �xed effect parameters,

and  l � 2 stands for the parameterized covariance matrix associated with the random effects,
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u l such that the scale parameter � l = � 2
u l

=� 2. The objective is to conduct a hypothesis test for

H0 : � ul = 0 for a particular l .

With this setup, our response is from an exponential family distribution (Bernoulli distribu-

tion) where the exact log-likelihood is no longer possible, and integrating random coef�cients

u l out of the joint density of y and u is not analytically tractable (Wood 2017). One effective

way is to use Taylor expansion around the random effect estimate by neglecting the higher-

order terms rather than assuming they are identically zero. The idea for testing a smoothing

random effect is to rewrite the test's log likelihood ratio statistic as a quadratic form in those

predicted random effects from the larger model �t. This quadratic form would be zeroed by

the reduced model, thereby enforcing the null hypothesis (Wood 2001). This quadratic form

has a computable distribution, unaffected by edge of parameter space problems (Wood 2001).

In the study by Shun and McCullagh (1995), it is shown that the inference is well-founded,

provided that the rate of increase in the number of random effects does not exceed n � 1
3 . We

brie�y review testing the simple random effects from Wood (2013b) for completeness.

Let � i be the linear predictor � i via a known link function g, where g(� i ) = � i , with a

scale parameter � and a variance function V (� ). Using the Laplace approximation of the

restricted log likelihood Wood (2013b), for � i = g 0(�̂ i )(y � �̂ i ) + �̂ i and ! 2
i = g 0(�̂ i )� 2V (�̂ i )� 1,

we can use a standard quadratic approximation of log f (y jbu l ) around û l for both alternative

and the null. Given that the large sample normality of û l holds (Wood (2006)) the testing

methodology proceeds similarly to the linear case in equation 3.4 but with 
 X replacing X

and 
 Z l substituting Z l in all computations. Given our model in Equation 3.4, the test statistic

is based on the restricted likelihood under the null hypothesis, de�ned as follows:

� � X � + eZ su s +
X

� s

eZ l U l + � (3.6)

R LRT� = � 2f sup
f � 2H0g

àR E L(� ) � sup
f � 2HAg

àR E L(� )g

where � = (� , � 2
u 1, � � � , � 2

u ,L � 1)T , u l � N (0, � 2
ul I ), � i � N (0, � 2

� ), and � 2
u ,s is the variance compo-

nent we are interested in testing. Under the null hypothesis, the test statistic

� = û T
s R̃T R̃û s �

L� 1X

l =1

� l �
2
1l (3.7)

where R is the the element from the QR decomposition of augmented model matrix 
 X , and

� i are eigenvalues from a diagonal matrix � . Under the GLMM setting in equation 3.4, the null

distribution of the test statistic is a weighted sum of � 2
1 , and the cumulative distribution can be

calculated by the method of Davies (1980a) or approximated by Liu et al. (2009) (Wood 2013b).
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Chen et al. (2019) proposed approximate restricted likelihood ratio test (aRLRT) to test

the smooth coef�cient in a scalar-on-function linear model with generalized responses using

the “normalized" responses at convergence from Penalized quasi-likelihood (PQL) estimation.

This is similar to simple random effects in GLMM Wood (2013b).

This test is only approximate because of the �xing of the variance parameters at their

estimated values is not a standard, and the distribution of the testing statistics is asymptotic

under the null, as it relies on large sample normality (Wood 2001).

In our Twitter data, we aim to assess how important the positive type is from sentiment

history toward the change of opinion. If L is the 1st derivative operator ( L eFl )(t ) = eF (1)
l (t ),

the null of P ( eFl ) is the space of constant functions: eFl (t ) = c and
R

eXi l (t ) eFl (t ) = c eX i , eX i =
R

eXi (t )d t . Testing eFl (t ) = c : if modeling the full sentiment history is necessary, rejecting H0:

modeling just the mean sentiment history (probability of category l ) is not suf�cient.

3.3.3 Estimation

Estimation of the smooth coef�cient function eFl (t ) from Model 3.2 requires two standard

components (Ramsay and Silverman 2005). First, we approximate it with a linear combination

of the most popular B-spline basis system, Br (t ), developed by De Boor and De Boor (1978)

and use a large number of basis functions R = 30 to accommodate a large class of eFl (t ). Second,

control the trade-off between smoothness and the goodness of �t by imposing the penalty

� P ( eFl ) = �
R

T
(L eFl )(t )

2
d t , where L is a linear operator, and � is a penalty parameter that can

be selected using generalized cross-validation (GCV). We estimate the parameters � and u l for

all l 2 1,� � � , L � 1 using a penalized likelihood generalized additive model by optimizing `whole

model' via iterative smoothness selection on working linear models (or working mixed models)

(Wood 2008), that penalize the square of the d th order derivative, which can be approximated

by the d th order difference penalty on coef�cients of adjacent B-splines (Ramsay and Silverman

2005; Eilers and Marx 1996).

In our Twitter data, we aim to estimate the effect of positive sentiment history on the

change of opinion regarding MacDonald, Nike, or Starbucks during the Israel-Hamas con�ict.

Speci�cally, we want to determine whether the effect over time is constant or zero. If the effect is

not constant, we would like to identify which part of the time interval increases the probability

that users are more likely to change their opinion from the estimate.

3.3.4 Advantage and Summary

There are several methods available for hypothesis testing on the functional effect, including

the tests for nullity discussed by Kong et al. (2016), tests for nullity and functionality proposed
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by Swihart et al. (2014), and tests for nullity and linearity tested by McLean et al. (2015). However,

each of these hypothesis tests requires a different modeling framework. The main advantage of

a penalty function-based test from (Chen et al. 2019) is that it requires a single uni�ed modeling

framework to test any form of the coef�cient. The Generalized Functional Linear Model (GFLM)

with the penalty function can be reformulated as a Generalized Linear Mixed Model (GLMM),

and the test of null of the penalty function can be reformulated as a test of a zero variance

component.

3.4 Alternative Testing Procedure

Given the equation 3.2, where � i = f� 0 +
P L� 1

l =1

R
T

eXi ,l (t ) eFl (t )d t , we also want to consider a

test utilizing the properties of each category effect. The concept is that a category effect is

re�ected by the random variable
R

T
eXi ,l (t ) eFl (t )d t for all l 2 1, � � � , L � 1, where the only random

component is the category functional data eXi ,l . We are interested in the distribution of this

random variable, speci�cally its mean and variance, as discussed below:

E

�Z

T

eXl (t ) eFl (t )d t

�

=

Z

T

P( eXl (t ) = 1) eFl (t )d t =

Z

T

Pl (t ) eFl (t )d t (3.8)

V a r

�Z

T

eXl (t ) eFl (t )d t

�

=

Z

T

Z

T

c ov( eXl (t ), eXl (s)) eFl (t ) eFl (s)d sd t (3.9)

The goal of this work is to test the form of the relative functional effect eFl (t )—speci�cally,

whether it is zero. This is equivalent to testing the mean and the variance of the random variable
R

T
eXi ,l (t ) eFl (t )d t such that the nullity H0 : eFl (t ) = 0 that is equivalent to E(

R
T

eXl (t ) eFl (t )d t ) =

0 and V a r (
R

T
eXl (t ) eFl (t )d t ) = 08t .

In particular, we aim to simultaneously test the mean and the variance as represented in

equation 3.8. Speci�cally, for hypothesis (a), if both the mean
R

T
Pl (t ) eFl (t )d t and the variance

E(f
R

T
eXl (t ) eFl (t )d t g2) � f

R
T

Pl (t ) eFl (t )d t g2 are zero, it is equivalent to testing the second mo-

ment E(f
R

T
eXl (t ) eFl (t )d t g2) = 0. In other words, our interest lies in the properties of the two

components
R

T
Pl (t ) eFl (t )d t and

R
T

R
T

cov( eXl (t ), eXl (s)) eFl (t ) eFl (s)d sd t .

Therefore, following the same approach in Section 3.3.3, we approximate the relative func-

tional effect eFl (t ) and eFl (s) using R = 30 cubic B-splines with equally spaced knots, such that
eFl (t ) =

P R
r =1

e� l ,r Br (t ) = e�
T

l ,r B r (t ). Then, we can represent the expectation and variance of the
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random variable
R

T
eXl (t ) eFl (t )d t such that

E

�Z

T

eXl (t ) eFl (t )d t

�

= e�
T

l ,r

Z

T

Pl (t )b r (t )d t (3.10)

V a r

�Z

T

eXl (t ) eFl (t )d t

�

= e�
T

l ,r

Z

T

Z

T

c ov( eXl (t ), eXl (s))b r (s)b r (t )T d sd t e� l ,r (3.11)

We propose the following : Denote the R � 1 vector � B with the r th element, such that

� B =

Z

T

Pl (t )b r (t )d t (3.12)

and R � R dimensional matrix DB B with (r , r 0) element, such that.

DB B =

Z

T

Z

T

c ov( eXl (t ), eXl (s))b r (s)b r (t )T d sd t (3.13)

De�ne the test statistic

T = Ò�
T

l ,r (b� B b� T
B + ÒDB B)Ò� l ,r (3.14)

We de�ne a test statistic, T , such that it includes information from both the mean and variance

terms. We investigate the properties of T through simulations under the null, where the true

category effect eFl (t ) = 0 when l = 2.

3.4.1 Non-Parametric Bootstrap Hypothesis Testing

Non-parametric bootstrap hypothesis testing is a resampling technique used to assess the

statistical signi�cance of hypotheses without relying on explicit parametric assumptions about

the underlying data distribution (Boos and Brownie 1988). It is particularly useful when para-

metric assumptions are dif�cult to justify or when the data is non-normally distributed (Hall

and Wilson 1991). As the theoretical properties of the statistics T is unknown, we follow non-

parametric bootstrap hypothesis testing guidelines to approximate the rejection rate under

the null.

3.4.2 Distribution of T

The distribution of non-parametric bootstrap hypothesis testing statistics refers to the distribu-

tion of test statistics obtained from resampling the data via the bootstrap method (MacKinnon

2009). The distribution of bootstrap test statistics is empirical and approximates the true
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distribution of the test statistic under the null hypothesis (Beran 1988). The accuracy of this

approximation depends on the number of bootstrap samples generated and the variability of

the original dataset (Boos and Brownie 1988). In practice, researchers often generate a large

number of bootstrap samples (e.g., 1000 or more) to ensure reliable estimation of the empirical

sampling distribution (Hesterberg 2011), and we use 1000bootstrap samples in this study. A

large number of simulated T values with different sample sizes show a right-skewed distribu-

tion, similar to that of a chi-square distribution with a small number of degrees of freedom.

This exploration guides us to reject larger values.

3.4.3 Non-Parametric Bootstrap Steps

The algorithm below detailed the the steps we follow to approximate the null distribution of

the test statistic T and conduct the hypothesis testing.

Algorithm 1 Non-Parametric Bootstrap for Null Distribution of T

1: for m in 1 : M do
2: User X and Y to estimate Òe� l ,r for l 2 1,� � � , L

3: Use X and Òe� l ,r for l 2 1,� � � , L to calculate T obs
4: while for b in 1 : B do
5: Sample the index of X with replacement and denote it as X � b

6: Use X � b and Òe� l ,r to generate Y � b enforce the null hypothesis

7: Use X � b and Y � b to estimate Òe� � b
l ,r

8: Use X � b and Òe� � b
l ,r to calculate T � b

9: end while
10: p-value =

P B
b =1(T � b > T obs)=B

11: end for
12: return If p-value m < nominal level ) Reject at nominal level

3.4.4 Alternative T

We also considered the following “Wald” type test statistics that requires a double bootstrap

procedure. We propose the following:

T = Ò�
T

l ,r (ÒV� l ,r
)� 1Ò� l ,r (3.15)
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where Ò� l ,r is de�ned as in equation 3.10, representing the estimate of the basis coef�cient for

the category effect, and ÒV� l ,r
is the estimated covariance matrix of Ò� l ,r .

The algorithm below detailed the the steps we follow to approximate the null distribution

of the “Wald” type test statistic T and conduct the hypothesis testing.

Algorithm 2 Double Bootstrap for Null Distribution of T

1: for m in 1 : M do
2: User X and Y to estimate Òe� l ,r for l 2 1,� � � , L

3: Use X and Òe� l ,r for l 2 1,� � � , L to calculate T obs
4: while for b1 in 1 : B1 do
5: Sample the index of the paris (X ,Y ) with replacement and denote it as (X b1,Y b1)

6: Use X b1 and Y b1 to estimate Òe� b1
l ,r

7: end while
8: Calculate ÒV� l ,r

= S2, the empirical covariance matrix of the b� b1
l ,r using Òe� b1

l ,r
9: while for b2 in 1 : B2 do

10: generate (X B2,Y B2) from the null, b� B2
l ,r

11: repeat step 4 to 8 to �nd T �

12: end while
13: p-value =

P B
b =1(T � b2 > T obs)=B2

14: end for
15: return If p-value m < nominal level ) Reject at nominal level

3.5 Simulation

The performance of the proposed hypothesis testing is evaluated through simulations. The

results for the rejection rate in Table 3.1 and power in Figures 3.3 and 3.4 are based on 5000

simulations.

The algorithm below detailed the the steps we follow to approximate the null distribution

of the “Wald” type test statistic T and conduct the hypothesis testing.

3.5.1 Simulation Design

We consider three categories where L = 3, and the data f Xi (�),Yi gare observed from [0,1]. The

rejection rates of the proposed aRLRT for testing various null hypotheses H0 at nominal levels

0.05 and 0.10, as well as their standard errors (SE), are included in Table 3.1. Categorical func-

tional data are generated with 90 and 180 time points and 100, 300, 500 subjects, respectively.
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Algorithm 3 Double Bootstrap for Null Distribution of T

1: for m in 1 : M do
2: User X and Y to estimate Òe� l ,r for l 2 1,� � � , L

3: Use X and Òe� l ,r for l 2 1,� � � , L to calculate T obs
4: while for b1 in 1 : B1 do
5: Sample the index of the paris (X ,Y ) with replacement and denote it as (X b1,Y b1)

6: Use X b1 and Y b1 to estimate Òe� b1
l ,r

7: end while
8: Calculate ÒV� l ,r

= S2, the empirical covariance matrix of the b� b1
l ,r using Òe� b1

l ,r
9: end for

10: return If p-value m < nominal level ) Reject at nominal level

The relative importance function of the category of interest, eFl (t ), varies from a constant � ,

where � is 0,2.5,5, to a linear function 1+ � t , where � is in 0,5,10,20,30,40, over the compact

interval [0,1]. The categorical series and class membership f Xi (�),Yi g, where i = 1, � � � ,n and

Yi 2 0,1, are generated from Equations 3.1 and 3.2 with the following �ve steps.

Step 1 Generate a continuous multivariate latent process Z i (�) for t 2 T , giving rise to the

categorical functional data X i (�)

‚
Z 1

i (t )

Z 2
i (t )

Œ

=

‚
� 1(t )

� 2(t )

Œ

+

‚
 11(t )

 12(t )

Œ

� � i 1 +

‚
 21(t )

 22(t )

Œ

� � i 2 +

‚
 31(t )

 32(t )

Œ

� � i 3

where � 1(t ) and � 2(t ) are set through Multiple-Objective Genetic Algorithm (Konak

et al. 2006) such that � 1(t ) = � 6.67 � 2.47t + 5.42t 2, � 2(t ) = � 3.14 � 0.99t + 3.91t 2 .

Set the eigen functions components as  k 1(t ) = sin(2(k + 1)� t ),  k 2(t ) = cos(2k � t )

and principal scores follow normal distribution with different variances, � i 1
i i d
� N (0,1),

� i 2
i i d
� N (0, 1

2), � i 3
i i d
� N (0, 1

4). It follows that the vector of functional dummy variables

X i j = (X i j 1, . . . ,X Q
i j ), where X q

i j = 1 if Wi j = sq and 0 otherwise, for q = 1, . . . ,Q.

X i jt i j ,Z i (�)
indep
� Multinomial

�
1, ep 0

i (t i j ), ep 1
i (t i j ), ep 2

i (t i j )
�

(3.16)

Step 2 Generate the probability curves from Z i (�) such that

ep l
i (t ) =

eZ l
i (t )

1+ eZ 2
i (t ) + eZ 2

i (t )
for l 2 f 1,2g (3.17)

ep 0
i (t ) = 1 � ep 1

i (t ) � ep 2
i (t )
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Step 3 Generate the three dimensional binary series such that eX l
i (�) � B e r no ul l i (ep l

i (�)) and
eX i = ( eX 0

i (�), eX 1
i (�), eX 2

i (�)) by Xi (�) = l if eX l
i (�) = 1 and 0 otherwise, for l = 0,1,2.

Step 4 Calculate the Bernoulli probabilities, given by pi = 1

1+e �f e� 0+
P L� 1

l =0
R

eXl ,i (t )Fl (t )d t g
or equivalently,

log pi
1� pi

= e� 0 +
P L� 1

l =1

R
eX l

i (t ) eFl (t )d t , where e� 0 = 1+
R

(0.5t � 0.09)d t , eF2(t ) = � , eF3(t ) = 0.5t

and � is in f 0,2.5,5g. Additionally, we vary the form of the relative importance function
eF2(t ), for the category of interest 2, from a constant � to a function such that eF2(t ) = 1+ � t ,

where � is in f 0,10,20,30,40g.

Step 5 Generate class memberships from the model Yi � B e r no ul l i (pi ).

The example in Figure 3.2 illustrates data generated when testing the variable of interest
eF2(t ) = � where � = 10. The dataset consists of n = 500 subjects observed at 90 time

points. Ignoring the time points, 1% fall into category 1, 15%into category 2, and 84%

into category 3. Out of the 500 individuals, 76.6% (or 383) of them belong to class 0, and

23.4% (or 117) of them belongs to class 1. The group difference in the linear predictor

depends on whether or not
R

eX 2(t ) eF2(t )d t is included, i.e. eF2(t ) = 0.

Figure 3.2: The distribution of the linear predictor by whether or not to include
R

eX 2(t ) eF2(t )d t ,
the number of subject is 500 and the number of time points is 90

The Multiple-Objective Genetic Algorithm is used to optimize the selection of � 0, � 1(t )and � 2(t ).

The objective is to ensure that the mean group difference between linear predictors, with

or without
R

eX 2(t ) eF2(t )d t , is greater than 1. Additionally, the algorithm aims to maintain

proportion differences of success in the response below 0.60. In other words, the response
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variable Y is not skewed towards extreme proportions under all conditions of eF2(t ).

All computations were carried out on a Linux cluster comprising DELL R 7425Dual Processor

AMD Epyc 32 core 2.2 GHz machines, each equipped with 512GB RAM. The operating system

used was 64-bit Ubuntu Linux Version 18.04, and the machines were connected through 10Gb

�ber optic private cluster networking.

3.5.2 Simulation Results

Table 3.1 presents the rejection rates and standard error results using a simple test for random

effects in regression models by (Wood 2013b) when the true eFl (t ) = � and eFl (t ) = 1+ � for the

number of time points set at 90, and the number of subjects varying from 100 to 500. Results

for all combinations described in Section 3.5.1, as well as those using aRLRT by Chen et al.

(2019), are included in the Supplementary Material. All the results reported below are based on

5000 simulations, and we consider the nominal signi�cance levels � = 0.05 and � = 0.10.

Table 3.1: Rejection Rate(Standard Error) for 5000 simulations when the number of time
points is 90 using RLRT and L2 penalty for non-testing item

� =0.05 � =0.1

n � (t ) � H0 = c H0 = 0 H0 = c H0 = 0

100

0 0.057 (0.0033) 0.053 (0.0032) 0.116 (0.0045) 0.109 (0.0044)

� 2.5 0.058 (0.0033) 0.111 (0.0044)

5 0.062 (0.0034) 0.116 (0.0045)

1+ � t 0 0.058 (0.0033) 0.113 (0.0045)

300

0 0.057 (0.0033) 0.056 (0.0033) 0.110 (0.0044) 0.103 (0.0043)

� 2.5 0.057 (0.0033) 0.107 (0.0044)

5 0.058 (0.0033) 0.110 (0.0044)

1+ � t 0 0.056 (0.0032) 0.107 (0.0044)

500

0 0.052 (0.0031) 0.056 (0.0033) 0.098 (0.0042) 0.107 (0.0044)

� 2.5 0.054 (0.0032) 0.106 (0.0044)

5 0.056 (0.0032) 0.106 (0.0044)

1+ � t 0 0.058 (0.0033) 0.110 (0.0044)

When eFl (t ) = � under all settings, the rejection rates are in�ated for both nominal levels

� = 0.05 and � = 0.10, especially when the sample size is small ( n = 100). This in�ation is most

63



pronounced for the 'Functional' testing type and � = 5, which aligns with the �ndings of Chen

et al. (2019). On average, this in�ation is reduced by 9.6% for � = 0.05 and 8.6% for � = 0.10

when the sample size increases to 500 under the same setting. Similar changes are observed

when increasing the number of time points.

In general, all rejection rates are within three standard deviations around the nominal

level for a large sample size, such as n = 500, across all testing types and eFl (t ) choices. The

observed in�ation in rejection rates is typically attributed to an imbalance in the success

probability of the response, such as being less than 20%or greater than 80%. This imbalance

makes estimation and testing challenging.

Figure 3.3: Test Inclusion H0 : eFl (t ) = 0 for 100, 500 and 1000 subjects with eFl (t ) = �

Figure 3.3 presents the power curve for testing the inclusion H0 : eFl (t ) = 0 when eFl (t ) = � ,

where � takes values from 0,5,10,15,20. The number of time points varies from 90 to 180, and
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the number of subjects ranges from 100 to 1000. The power reaches higher values more quickly

with a larger sample size and approaches 1 as the deviation from 0 increases signi�cantly.

However, the number of time points has a less obvious effect on the power curve compared to

its impact on the rejection rate when other settings are �xed. Under the same conditions, the

maximum power when the sample size is 100 reaches approximately 75%for � = 0.05 and 80%

for � = 0.10 when the deviation from zero is 20 with 90 time points. The power is around 50%

and 62%, respectively, when the number of time points is 180.

We also observe that the power consistently tends to be lower when the number of time

points is 180compared to 90 for all subject numbers and both nominal levels, especially before

the power stabilizes at a certain percentage when the deviation from 0 (represented by � ) is

less than 10 and the number of subjects is small, particularly for n = 100. This can be explained

by the variance component estimation. Having more time points generally leads to a smaller

variance estimation, especially when � , the deviation from 0, is small and the number of

subjects is limited. This results in the hypothesis test being less powerful when testing against

the null hypothesis � u ,l = 0. As depicted in Figure 3.3, the difference in power between different

time points diminishes as � (deviation from 0) and the number of subjects n increases. There

is almost no difference in power between time points 90 and 180 when the number of subjects

is large (n = 1000) and the deviation from 0 (represented by � ) is greater than 10

Figure 3.4 presents the power curve for testing “Functional” ( H0 = c) when eFl (t ) = 1 + �

and testing “Inclusion” ( H0 = 0) when eFl (t ) = � , where � is in 0,10,20,30,40,60. Overall, as

expected, testing “Inclusion” shows more power than testing “Functional” given the same

slope deviation from zero. As shown in the right of Figure 3.4, the power of testing “Inclusion”

reaches 1 when the slope is 10 for n = 1000, and the highest power for n = 100 is around 0.95.

However, testing for “Functional” reaches approximately 0.91 when the slope is 40 and the

number of subjects is 1000with � = 0.10. Testing “Functional” becomes challenging when the

sample size is small, such as n = 100, and this aligns with similar �ndings when the functional

predictor is continuous (Chen et al. 2019).
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Figure 3.4: Test Inclusion H0 = 0 or Functional H0 = c for subjects number range from 100 to
500 with eFl (t ) = 1+ � t and the number of the time points is 90.
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3.5.3 Results Comparison

Table 3.2: Simulation results for 5000replications and 1000bootstrap when True eF2(t ) = � = 0,
and 1000 replications and 1000 bootstrap when True eF2(t ) = � 6= 0

� = 0.05 � = 0.1

n � T L 2 norm T Wald RLRT T L 2 norm T Wald RLRT

100

0 0.055 (0.003) 0.104 (0.01) 0.053 (0.003) 0.082 (0.004) 0.209 (0.013) 0.109 (0.004)

5 0.058 (0.007) 0.125 (0.01) 0.137 (0.005) 0.059 (0.007) 0.25( 0.014) 0.230 (0.006)

10 0.144 (0.011) 0.253 (0.014) 0.368 (0.007) 0.145 (0.011) 0.395 (0.015) 0.485 (0.007)

15 0.24 (0.014) 0.322 (0.015) 0.564 (0.007) 0.242 (0.013) 0.48 (0.016) 0.693 (0.007)

20 0.35 (0.015) 0.333 (0.015) 0.741 (0.006) 0.357 (0.015) 0.491 (0.016) 0.830 (0.005)

300

0 0.011 (0.015) 0.057 (0.005) 0.056 (0.003) 0.029 (0.024) 0.111(0.007) 0.103 (0.004)

5 0.102 (0.01) 0.188 (0.012) 0.351 (0.007) 0.11 (0.01) 0.301 (0.015) 0.470 (0.007)

10 0.467 (0.016) 0.515 (0.016) 0.795 (0.006) 0.477 (0.015) 0.657 (0.015) 0.874 (0.005)

15 0.697 (0.015) 0.795 (0.013) 0.960 (0.003) 0.7 (0.014) 0.903 (0.009) 0.979 (0.002)

20 0.78 (0.013) 0.928 (0.008) 0.994 (0.001) 0.785 (0.013) 0.966 (0.006) 0.998 (0.001)

500

0 0.018 (0.002) 0.055 (0.008) 0.056 (0.003) 0.043 (0.003) 0.116 (0.011) 0.107 (0.004)

5 0.259 (0.014) 0.266 (0.014) 0.504 (0.007) 0.263 (0.014) 0.384 (0.016) 0.630 (0.007)

10 0.745 (0.014) 0.749 (0.014) 0.950 (0.003) 0.75 (0.013) 0.863 (0.011) 0.977 (0.002)

15 0.917 (0.009) 0.957 (0.006) 0.999 (0.001) 0.917 (0.009) 0.98 (0.004) 0.999 (0.000)

20 0.93 (0.008) 0.998 (0.001) 1.000 (0.000) 0.93 (0.008) 1.000 (0.000) 1.000 (0.000)

1000

0 0.023 (0.002) 0.045 (0.007) 0.058 (0.004) 0.060 (0.003) 0.081 (0.009) 0.108 (0.004)

5 0.573 (0.016) 0.457 (0.016) 0.793 (0.006) 0.578 (0.015) 0.599 (0.016) 0.870 (0.005)

10 0.964 (0.006) 0.969 (0.005) 0.999 (0.000) 0.966 (0.006) 0.984 (0.004) 0.999 (0.000)

15 0.996 (0.002) 1.000 (0.001) 1.000 (0.000) 0.996 (0.002) 1.000 (0.000) 1.000 (0.000)

20 0.999 (0.001) 1.000 (0.001) 1.000 (0.000) 0.999 (0.001) 1.000 (0.000) 1.000 (0.000)

2000 0 0.042 (0.003) 0.089 (0.004)

Table 3.2 compares three different testing methods for the null hypothesis H0 : eFl (t ) = 0,

considering subject numbers of 100,300,500, and 1000. Additionally, we examine n = 2000 for

the T testing statistic based on the L 2 norm due to the fact that the rejection rate is conservative

even for the subjects number is 1000. We expect the row where � = 0 to be at the nominal level,

67



either � = 0.05 for the �rst three columns or � = 0.10 for the last three columns. We will focus

on the power values for all other rows where � 6= 0.

The rejection rate for the RLRT is close to the nominal level across all scenarios and is more

powerful than any of the T tests. The 'Wald' type T test reaches the nominal level when the

number of subjects is at least 300 and shows comparable power when the number of subjects

is large, speci�cally for n = 500 and when the deviation from zero is at least � = 15. The T

test based on the L 2 norm reaches the nominal level when the number of subjects is large,

speci�cally at n =2000. All powers are similar when the number of subjects is large, in particular

at n = 1000, and when the deviation is � = 10.

3.6 Twitter data application

For this study, We want to study if a company's position towards a con�ict changes the way cus-

tomers think about the company. We focus on three companies: Starbucks, McDonald's, Nike

and the actual Israel-Hamas con�ict. Because the �rst two companies are major companies

who have touched off controversy tied to the Israel-Hamas war, exemplifying the corporate

challenges posed by the high-stakes and politically charged con�ict (Max 2023).

3.6.1 Step One: User selection

We select the dataset by the following two steps. In the �rst step, we retrieve tweets directly

mentioning “Starbucks” or “starbucks”, “MacDonald” or “macdonald”, or “Nike” or “nike” from

individuals using Brandwatch. The data was collected during the period from May 1,2023, to

May 14,2023. These dates allow us to collect daily tweets over a suf�ciently long period, at 90

days, before the Israel-Hamas war, as preferred by the proposed hypothesis testing method.

We focus on only individuals who frequently mentioned these three brands, i.e. we study

individuals who are passionate about tweeting the brand, excluding picture tweets (i.e. Tweets

that contains only pictures and no text). We selected individuals who mentioned the brand at

least 20 times. For example, this gives us a total of 293 users after exclude 14 users who posted

one or more pictures other than tweet as those will only be labeled as neutral.

3.6.2 Step Two: User Tweet History

In step two, we queried the tweets of these users who mentioned the companies in tweets

between May 15,2023, and September 23,2023. This time interval does not overlap with the

dates from step one.
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The categorical functional observation for each individual is labeled as follows: �rst, we

count the number of tweets about each company for each individual. Then, we select one of

the most frequently discussed brands out of the three companies as an individual's topic brand.

If the number of tweets about two brands is equal, we select the brand from the �rst tweet

during the study period as that individual's brand.

Secondly, we examine the daily sentiment of the tweets for each individual. If no tweets

were observed on a speci�c day, we record 0. If only one sentiment type is observed during that

day, we record 1 for positive and 2 otherwise. If more than one type of sentiment is observed

during that day, we record the sentiment with the highest frequency from multiple tweets, 1

for positive and 2 otherwise. If more than one type of sentiment is observed during that day

with an equal number of occurrences for each sentiment, we record the sentiment of the �rst

tweet from multiple tweets, 1 for positive and 2 otherwise.

3.6.3 Class Membership Assignment

For the membership Y , we use the same users' posts from Sep 24,2023to Oct 21,2023. This

time interval covers signi�cant events, including the Worker Union post-event for Starbucks

on October 7,2023, and MacDonald's free meal action associated with the Lebanon protest on

October 13,2023. We take the following steps: �rst, we de�ne the absolute differences between

positive type and non-positive type as d . We �nd dbefore for two weeks before the war (Oct

7,2023), and dafter for two weeks after the war. If jdbefore � dafter j > s, where s is the standard

error of dbefore � dafter , we label the individual with class membership 1; otherwise, we label this

individual as 0.

3.6.4 Data Overview and Hypothesis Testing Results

As we can see from the left pie chart from Figure 3.5 that around 77.1%of the individuals discuss

the brand Nike more frequently, compared to those who discuss McDonald and Starbucks.

The stacked bar chart on the right of Figure 3.5 indicates that around half of the customers

discussing Starbucks changed their opinions, while less than 30%of the individuals changed

their opinions for both McDonald's and Nike. Even with the controversial events during the

Israel-Hamas con�ict. This provides information about loyal customers, suggesting that, in

general, it is dif�cult for a loyal customer to switch sides even under extreme circumstances

given the de�nitions from our study.
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Figure 3.5: Twitter Users Distribution by brand

We aim to assess the signi�cance of positive sentiment in tweet history regarding opinion

change. The test statistic for nullity testing is 3.715, with a corresponding p-value of 0.039

for the positive category. The estimated variance component for the positive category is 2.12.

Consequently, we reject the null hypothesis at a signi�cance level of � = 0.05. This provides

suf�cient evidence that positive sentiment in tweet history in�uences class membership,

determining whether an individual's opinion changes in response to the company's actions

during the con�ict. The T testing statistics is 1.35� 5 and the 95 percentile of the T � for 1000

bootstrap is 1.83� 5, and the 90 percentile is 1.24� 5. Therefore, we reject the null hypothesis at

� = 0.1 level.

The test statistic for testing functionality is 3.836, yielding a p-value of 0.0281. The estimated

variance component for the positive category is 6.81. These results indicate that the effect of

the mixed type has a non-constant relationship with opinion changes at a signi�cance level

of � = 0.05. This suggests that the relative importance of positive sentiment varies over time,

contributing differently to class membership at different time points.

70



CHAPTER

4

CLUSTERING X USERS BASED ON

CHANGES IN SENTIMENT IN RESPONSE

TO A CRISIS EVENT

4.1 Introduction

Controversies on social media garner public attention, and social media plays an in�uential

role in mediating issues of public concern (Burgess and Matamoros-Fernández 2016; Beelen

et al. 2017). People express their opinions and emotions regarding major public events on social

media, often leading to a tsunami of opinions (Heverin and Zach 2012). This is especially true

for controversial topics, which tend to spread faster and further than non-controversial topics

(Jasser et al. 2022). Kim and Cameron (2011) demonstrated that emotions matter in a crisis,

and emotional news affects people's responses. Therefore, microblogging, such as posting on X

(formally known as Twitter), contributes signi�cantly to the public's perception of the crisis

and information sharing (An 2022) and can play a vital role in collective sense-making during

crises (Heverin and Zach 2012). Consequently, understanding public stances through social

media due to contentious information dissemination can assist in managing a crisis event

Zhang et al. (2023).
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However, the role of social media in discussions is primarily for opinion sharing rather than

genuine debate. Individuals typically adopt a position on an issue before posting about it and

are unlikely to change their tweeting opinion (Smith et al. 2013). Additionally, coordinated

in�uence campaigns may swing discussions in unexpected directions (Iamnitchi et al. 2023).

Therefore, it is important to understand the diffusion of opinions throughout a population and

capture how the population reacts to the information, as both of these factors can help those

who need to respond to the event (Rand et al. 2015).

In addition, timely identi�cation of in�uence pathways enables earlier anticipation and

detection of new in�uence messaging �ows and better forecasting of the impact of changes

to the ecosystem (e.g., platform policies) on information �ows (Victoria 2024). The potential

change of beliefs motivate us to assess the magnitude and effect of the in�uenced messages.

Inspired by the research question from Modeling Information Pathways (MIPs) project funded

by the Defense Advanced Research Projects Agency (DARPA) (Victoria 2024), we aim to identify

potential individuals who are amenable to a change of opinion through clustering X users

based on shifts in sentiment in response to the Israel-Hamas con�ict. In sentiment analysis,

the sentiment refers to the expression of attitudes, opinions, and emotions expressed in a

piece of text, and it involves identifying whether the text expresses positive, negative, or neutral

sentiments (Srivastava and Gupta 2020). We assess the impact of crisis events on changes in

public opinion toward a con�ict using social media. Speci�cally, we model the changes in

public response indicated by transitions among different types of sentiments evolving through

users' social media posts over time. The goal of this work is to group individuals based on their

reactions.
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