
ABSTRACT

POTTS, COLIN MURRAY. Interactive Data Analysis for Experts: Tools, Techniques, and Assessments.
(Under the direction of Arnav Jhala).

Every day, we produce large amounts of data relating to many aspects of our everyday lives.

By some estimates, we generate 2.5 quintillion bytes of data daily spread over social media

platforms such as YouTube, Facebook, and Twitter. This wealth of data is often of great interest to

analysts and researchers in a variety of fields such as intelligence analysis, e-sports commentary,

and transportation. While the size and scope of this data make it interesting for analysts and

researchers, this also makes it difficult to work with. In order to derive any actionable insights

from such a large quantity of data, analysts must be able to effectively filter and triage data in

order to ensure that only relevant data is retrieved. Data filtering and triage refers to a problem

that is common in the analysis community in which analysts and researchers must select

information from a large corpus of data such that only relevant information is retrieved. We

consider how to design and implement interactive data analysis systems that leverage natural

language processing and any structured aspects a dataset offers. We consider three primary

tasks, knowledge extraction, information prioritization, and presentation. These interactive

systems make state-of-the-art algorithms accessible to human domain experts providing

insight to help guide their exploration of a dataset. We apply state-of-the-art text analysis such

as Latent Dirichlet Allocation and doc2vec to understand the textual content, then combine

this with the social network to measure aspects such as topic flow over time. Presenting the

results generally requires a high level of skill and effort by an analyst, we solve this issue by fully

automating a system that can reason across algorithmic results and create multimedia artifacts.

This work furthers research into the space of pattern analysis and natural language processing

in support of analysts. We do this by rigorously characterizing and exploring the space of state-

of-the-art techniques to create a framework for the evaluation and combined application of

these methods. By learning these rules (either explicitly or implicitly) through machine learning,

we expect to lower the authorial burden and cognitive load on the analyst, which makes this

a more approachable method for performing filtering and triage. The resulting systems can

perform NLP and social network analysis, create interactive visualizations, generate concise

summaries, and provide detailed reasoning for the automated choices the system makes.
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CHAPTER

1

INTRODUCTION

Every day, we produce large amounts of data relating to many aspects of our everyday lives.

By some estimates, we generate 2.5 quintillion bytes of data daily spread over social media

platforms such as YouTube, Facebook, and Twitter. This wealth of data is often of great interest

to analysts, researchers, and experts in a variety of �elds such as the intelligence community,

e-sports, and transportation. While the size and scope of this data make it interesting, this

also makes it dif�cult to work with. Each �eld is presented with its own unique challenges for

processing their data to gain important insights. This challenge is intensi�ed further due to

the variety of tools that need to be incorporated into an expert's process and their outputs

might need to be presented in interpretable and veri�able reports for colleagues including

non-experts. Effective �ltering and triage are critically important in order to ensure that experts

retrieve relevant data and are able to succinctly present their analysis results.

This dissertation focuses on interactive data analysis for experts, including tools, tech-

niques, and assessments. Many data analysis tools focus on the general user, but speci�cally

the focus here is on experts with extensive knowledge of a target domain. This necessitates tool

and techniques that account for this expertise in two ways. First, the tool needs to enable the

expert to gain greater insight into a dataset. We accomplish this with tooling that is developed
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speci�cally for the target domain, typically by taking existing generic techniques applying

appropriate domain-speci�c training and / or customization. Second, the interactive interface

should be adapted with particular affordances enabled by the experts. For instance, when

developing a search tool for transportation construction experts at the North Carolina Depart-

ment of Transportation, they desired to write queries using language speci�c to their �eld. To

accommodate this, we specially trained a language comprehension model on transportation

construction texts. This allowed the model and experts to share a vocabulary and enabled an

overall improved search experience. 1

As part of evaluating and building this system we worked extensively with a team comprised

of intelligence analysts and research scientists specializing in research supporting analysts. We

also worked closely with several members of the North Carolina Department of Transporta-

tion and collaborators in the NCSU Department of Civil, Construction, and Environmental

Engineering. This gives this dissertation a broad perspective and evaluation beyond the per-

spectives of a team comprised of purely computational scientists. We will present detailed

feedback in our evaluation, including lessons learned and best practices for designing tools for

analysts, engineers, project mangers, and other experts.

Analysis of large datasets where there isn't a clear idea of the search target is an iterative

process (Wongsuphasawat et al. 2017). This is usually characterized by transitions between high-

level exploration followed by a deeper look into elements of interest. This process iteratively

leads to more speci�c �lters along different dimensions. For instance, an analyst may want to

look at the frequency of emails about a particular topic over time as a temporal chart. Then they

identify peaks or valleys in the chart and focus on patterns of email within the month in the

neighborhood of these features. Even after this step, they end up with several hundred emails

to analyze. From here they could �lter by emails that only include senders or receivers at the

upper-management level or based on other meta-data such as emails that include attachments.

Eventually, the process leads to one or a chain of emails of interest that leads them through

the process of discovery of relevant content to their investigation. Finally, they generate a

multi-modal (text +charts) report that summarizes their exploration and presents items or

patterns of interest with justi�cations for them.

A project manager for a transportation construction project undergoes a similar process

when attempting to utilize prior knowledge to help better plan for a current project. There

is a wealth of existing information and lessons learned from prior projects but access to that

1Publication of this result is pending but can also be found in Section 3.3.1.
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knowledge, without an appropriately designed system, requires expert skills they may not

possess. Given an interface to explore that knowledge they will again iteratively switch between

high-level exploration and deep-dives into particular areas of the knowledge database. We

consider these processes and how to make tools typically utilized only by data science experts

available to expert users via practical systems.

We present a general approach for the design and use and knowledge discovery, triage, and

analysis. We are speci�cally interested in end-to-end pipelines from raw data to interactive mul-

timedia interfaces. We present 2 primary case studies with fully-engineered natural language

processing systems for both email and transportation construction. Through these systems we

explain design choices and trade-offs encountered when building these systems and provide a

roadmap with lessons learned and best practices to assist researchers and engineers with the

design of these systems. We also provide empirical evaluation of the systems along with novel

techniques proposed.

We take an engineering approach to understanding the design principles and potential

pitfalls associated with a chosen set of disparate example domains. We develop for each domain

using these principles and provide an analysis of the results. Our knowledge discovery system

construction process beings with is a survey of existing raw data and domain knowledge. Ta-

ble 1.1 summarizes the relevant features of each dataset that we consider in this work. Relevant

domain knowledge includes game rules, organizational communication norms, engineering

speci�cations, among many other potential sources. The next piece of our system pipeline is

to apply a base-level of state-of-the-art analysis techniques to produce an intermediary set

of artefacts (e.g., extracting a knowledge graph and generating interactive representations of

users). Next comes the exploration / hypothesis generation phase for the user using these

interactive tools. This produces further artefacts (charts, tables, etc.) and leads to the �nal

phase, interpretation. This stage produces complete narrative-based multimedia-reports for

human interpretation.

In order to develop these systems, we break the analysis into three core tasks.

Task 1. Knowledge Extraction

Task 2. Information Prioritization

Task 3. Practical Presentation

Knowledge extraction is about building effective ways to take raw data and transform it into

useful knowledge. This should be useful both for the tool under development but also for

3



the target domain experts. This requires the development of data models and corresponding

preprocessing strategies along with novel techniques for extracting and representing knowl-

edge. The second task, information prioritization refers to the need for an analyst or user to

ef�ciently sift through their large dataset for important information. We presume that the

dataset is too large to search manually and thus requires a computation system to effectively

search. It involves how we rank and prioritize search results and analysis pieces. While the �rst

task is about creating knowledge from data, the second is about choosing what information to

show a user. This interactive part is critical because both hiding important information and

oversharing unimportant information can result in an expert quickly becoming frustrated,

potentially abandoning the system, or making a critical mistake with potentially far-reaching

consequences. Finally, we discuss our formal framework for the practical presentation of infor-

mation to the end user. This includes complex narrative reporting, appropriate visualizations,

and the design of well-tuned interactive interfaces. We show that our framework provides such

complete systems to solves these tasks on two vastly different datasets and also give a detailed

analysis of the corresponding design choices and results.

Thus in summary, this work showcases the development and evaluation of 2 complete

systems. This includes a comprehensive analysis of how to design a system incorporating many

different levels of analysis (natural language processing (NLP), social-network analysis, etc.).

We present best practices and design idioms generally and include speci�cs about how this is

adapted for each dataset. Finally, we present several new analysis techniques for use within

the system and provide a systematic comparison of several state-of-the-art techniques for

natural language processing. This is a interdisciplinary work combining research in knowledge

discovery, visualization, machine learning, and natural language generation.

1.1 Developed Systems & Corresponding Datasets

The two systems developed as part of this dissertation are an email analysis system (Potts

and Jhala 2021; Potts et al. 2022) for the Laboratory for Analytic Sciences and a database

exploration system (Banerjee et al. 2021; Jaselskiset al. 2021) for the North Carolina Department

of Transportation. These systems were each designed for use by a particular type of expert

and whom were represented on the project team. The narrative report generation system was

designed for intelligence analysts and the CLEAR search interface was built for transportation

project managers (civil engineers).

4



We consider two primary datasets with corresponding goals as motivation for this work.

The �rst type of dataset is semi-structured textual communications in a social network. Email,

and speci�cally the Enron dataset (Klimt and Yang 2004), is our primary dataset for testing

purposes, although we also analyzed the Avocado Research Email Collection (Oard et al. 2015).

The second type of data is lessons-learned databases for human experts. We developed a system

to analyze the CLEAR database of lessons learned and best practices from the North Carolina

Department of Transportation (Fullerton et al. 2021). As an ancillary use case, we also consider

video game logs and the generation of replay summaries (Barot et al. 2017). These seemingly

disparate datasets allow us to investigate and show how a common approach to developing

analysis pipelines can be effective across a myriad of potential datasets.

Table 1.1: Comparison of different domains across a set of features. These features help
determine the relevant components and analysis techniques that can be used to understand a
dataset.

Business Email Transportation
Construction

DotA II

Natural Language Yes Yes No

Actions Yes No Yes

Agents Yes No Yes

Temporal Yes No Yes

Streaming Yes No Yes

Directed Communication Yes No No

General Communication Yes Yes No

Social Network Yes No Yes

Observability Partial Fully Partial

Audience Analysts Project Managers Players

Type of Reporting Reports Recommendations Reports
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1.1.1 Narrative Report Generation from Email

The narrative report generation project was motivated, in part, by prior work on the Bardic

(Barot et al. 2017) system. In particularly, one of the goals of Bardic was to generate narrative

reports of DotA II gameplay (see Section 1.1.3). Part of this dissertation includes this initial

work on tripartite narrative representations (Barot et al. 2015), that was later adopted for email

datasets in this project. The goal of the narrative generation project was given a collection

of emails too large for an analyst to manually triage, can we develop a tool to facilitate this

process by generating narrative-like reports? These reports should focus on trends in a target

organization and highlight anomalies. The generated documents should also be multi-modal

including text and corresponding graphics.

Unstructured and Semi-structured Text Datasets

In legal cases pertaining to corporate malfeasance, public attorneys and investigators need

to work with analysts to triage through large numbers of communications such as email,

chat messages, and social media messages to look for evidence. For this task, analysts and

researchers develop work�ows that incorporate available computational tools to effectively

sort through this data. In these large unstructured and semi-structured text datasets, the

process of knowledge discovery and information retrieval requires a way for analysts to identify

content and categorize documents for tasks like summarization, anomaly detection, and

report generation. Data �ltering and triage requires analysts to downselect information for data

streams to �nd relevant information. There often is not a clear search target for this process

which results in an iterative process (Wongsuphasawat et al. 2017). This is usually characterized

by transitions between high-level exploration followed by a deeper look into elements of interest.

This process iteratively leads to more speci�c �lters along different dimensions. Further, they

need to then document and create summary reports for further discussion, integration of

information from segments that are assigned to multiple analysts, and generation of reports

for �nal outcomes of the investigation (Robertson et al. 2020).

The �rst dataset we consider in this work are email datasets. Speci�cally we use the En-

ron(Klimt and Yang 2004) and Avocado (Oard et al. 2015) collections. The Enron email dataset (Klimt

and Yang 2004) consists of > 500K email communications over 3.5 years with nearly 30K inter-

nal and 77K total email addresses. The emails consist of around 18M words of which about

165K are unique words.The emails contain an average of 77 words. This dataset is well-utilized

within computer science from several different perspectives including classical and modern
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neural approaches for language processing. There are a number of distinct projects within

the area of Natural Language Processing such as topic discovery, sentiment analysis, stance

analysis, etc. This dataset is also popular for social network analysis of organizational networks

and communication patterns within these networks. In addition to the Enron dataset, we also

tested on the Avocado Research Email Collection (Oard et al. 2015). Avocado was an information

technology software and services �rm developing products for the mobile internet market,

operating from the late 1990s to the middle of the �rst decade of the 21st century. 2 We used

this collection extensively in our work with analysts but it comes under a rather restrictive

license that prevents detailed discussion and prohibits most sharing of information about the

dataset. It is comparatively larger than Enron (closer to 1M emails) and generally consists of

larger more substantive emails.

Parsing and Annotation

Our system uses an assortment of existing NLP and social network analysis techniques to

analyze our email dataset. The key dynamic we are seeking to capture is the relationship

between users over time. This will allow us to identify patterns of change that correspond to

narrative patterns that we can exploit later. First, we parse the dataset into a suitable meta-

representation. The base assumption is that all emails are in a relatively uniform MIME format,

but is extremely fault tolerant relative to this speci�cation. Messages are expected to be laid out

in a simple directory structure, with folders corresponding to mail folders and one message per

�le. The system can also parse PST �les by �rst dumping them to a directory and can account

for additional metadata like is present in the Avocado dataset via XML annotation �les.

The �rst step is to remove duplicates based solely on �le contents. We use the SHA256

hash of messages as the measure of uniqueness. Next we extract sender, recipients (to, cc, bcc),

subject, timestamp, and text. For the text, we attempt to separate content written by the sender.

In particular, we don't want to infer that a sender wrote the content from a forwarded message

included in the body of their message. Unfortunately, the way these messages are embedded is

not standardized and is email program speci�c. We also capture the entire message text and

each later component chooses which (or both) to use.

Next is another problem common to email text processing tasks, attempting to normalize

the representation of text in messages. In particular, we strip all HTML tags from messages

and attempt to identify. To identify the text of a message and excluding included text from

2This is the description of the dataset mandated by the license agreement.
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forwards and replies, we use a simple heuristic where we look for a set of common patterns

such as “��- begin forwarded message ��- ”, “ forwarded by ”, and “ reply to ”. These

are often used to indicate fowards and replies in our target dataset, but many more fringe cases

exist and this task needs to be speci�c to the target dataset. Sub-messages also typically contain

a set of headers that roughly correspond to actual email headers. We do this processing both

to differentiate where content comes from and to extract messages from the bodies of other

messages, greatly expanding the number of messages that can be recovered from a source.

However, it is important to note that this process can produce some duplicates, so we optionally

collect these messages. In particular, it was not advantageous in the Avocado dataset but was

helpful with the Enron corpus. Knowing the source of content is import for a number of the

metrics we will discuss later such as identifying topic drift in email chains.

We attempt some disambiguation of email addresses using “ X-” headers, but perform no

rigorous entity resolution. These headers, such as “ X-Sender” provide additional context about

the sender email address which sometimes may appear incomplete in the original “ Sender”
or the two corresponding entries may be variants of each other (e.g., ebass@enron.comvs.

eric.bass@enron.com). On the Enron dataset this yields a signi�cantly higher number of

entities than the number of accounts in the dataset (150). Some analysis steps only work for

accounts we have captured in their entirety, but we can still generate a number of interesting

aspects of non-captured accounts. It is important to note however, that all analysis the system

performs is relative to captured accounts, since several key assumptions we make would not

hold for partially captured accounts.

Then we revisit duplicate detection by again computing SHA256 hashes, but this time

only using the parsed content. We do this because sometimes messages appear twice with

different non-relevant headers (such as “ X-Message-ID” which is speci�c to email editors

and/ or platforms) which would not be detected in the �rst pass. Further, this is the only method

we use to remove sub-messages discovered by the parser (see below).

All of this information is stored in a relational database which is the only input given to

other components. This means all analysis components have no dependency on the API used

for accessing a dataset or how it was represented in raw form. 3 There is one parsing component

using this representation. This component does word segmentation, message matching (for

email chains), stop word removal, and feature detection. This allows later components to use

a consistent input instead of relying on each algorithm / library to parse the text into tokens

3It is possible for a particular API to introduce bias based on parsing errors, but the data format given to later
components remains the same.
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separately. Subjects are then normalized to remove reply and forward markers. All this gives

the following features per email:

• Date/ Time

• Sender

• Recipients

• Subject (both raw and normalized)

• Text (both written by sender and complete text)

This information is represented as a directed hyper-graph where nodes are email addresses

and edges are messages. There are other representations that afford better performance de-

pending on the desired metric (Engel 2011), but in terms of application to narrative patterns

we leave this to further research. Note that each hyper-edge has one source (sender) but any

number of destinations (recipients). Edges can then gain additional labels during the analysis

stage. We also consider a simpli�cation of this graph into a weighted directed graph, where

edges are weighted by the number of hyper-edges from a sender that include a particular

recipient. Edge labels are also propagated by using distributions as appropriate. For instance,

we label each edge in the hyper-graph with a distribution over topics. This is in turn reduced to

an overall topic distribution from a sender to a recipient.

1.1.2 CLEAR Database Exploration

The North Carolina Department of Transportation (NCDOT) created a new knowledge reposi-

tory called Communicate Lessons, Exchange Advice, Record (CLEAR) as an of�cial platform

for end-users to store and retrieve knowledge. Through the CLEAR program, end-users can

enter lessons learned and best practices gained in their workplace in addition to soliciting

solutions to any ongoing issue. This paper proposes an intelligent knowledge transference

process of information on NCDOT projects using natural language processing and knowledge

graphs based on neural language models developed by the CLEAR project team. The CLEAR

project includes a collection of documented lessons learned and best practices. The AI model

learns a statistical model of the domain vocabulary from various sources such as contract

documents, textbooks, and speci�cations. This model allows the system to make meaningful
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Figure 1.1: Various steps involved in CLEAR before a submission is institutionalized.

connections between lessons learned and best practices within CLEAR and the domain knowl-

edge. The model output will be shown to NCDOT team members belonging to various project

lifecycle phases such as design, construction, and maintenance to certify the usefulness of

the generated keywords and thereby the AI model in an iterative manner till the model has

been appropriately �ne-tuned. Necessary modi�cations will be made to the model based on

the feedback obtained from project personnel to ensure high-quality output. In the long run,

this automation in information retrieval will encourage NCDOT personnel to use the CLEAR

program as a part of their routine work to improve project work�ow processes.

Project-based construction teams are dynamic in nature and this leads to personnel working

on multiple different projects during their work lives. During this period, they accrue lots of

experiential knowledge which can hardly be measured monetarily. In the event of personnel

turnover, this vast knowledge base is lost forever if not properly documented. Currently, most

US state departments of transportation (DOT) face unprecedented personnel turnover, in

addition to increased dif�culties in recruiting and training new personnel while making good
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efforts in retaining existing personnel (Metro et al. 2021). Per the US Census 2020 report, within

a span of this decade, all baby boomers, that is people born 1946 to 1964, will be at least 65

years of age, or in other words, past the conventional retirement age of 62 years (United States

Census Bureau 2019). Additionally, a recent report states that more than 50 percent of workers

in some infrastructure industries will be retirement eligible in the next �ve years making it

necessary to repair and rebuild the infrastructure workforce to improve the national economy

(National Skills Coalition 2021). Thus, there is an urgent need to provide for an of�cial platform

for recording knowledge in addition to ensuring that this recorded knowledge can be used in

future projects to avoid repeat mistakes in project sites.

The Value Management Of�ce (VMO) of the North Carolina Department of Transportation

(NCDOT) commissioned its knowledge management program titled Communicate Lessons,

Exchange Advice, Record (CLEAR) in Fall 2019. CLEAR promotes cross-unit communication by

sharing of knowledge which leads to organizational enhancements through an easy-to-use

technical platform. The VMO is the gatekeeper of CLEAR and is responsible to ensure high

quality and timely disposition of submissions. This robust program was developed using a

Design for Six Sigma approach on a Microsoft SharePoint portal with Microsoft Access backend

for storing and retrieving data (Banerjee et al. 2020). NCDOT users can use this internal-only

web-based database to enter useful information gained in their day-to-day work using three

forms – lesson learned, best practice or idea, and solution needed. End-users make use of the

�rst two forms to input work experience gained in projects while the latter can be used to solicit

solutions from other users to any current obstacles faced (Fullerton et al. 2021). Figure 1.1 shows

the purpose and various stages that a submission goes through before it is institutionalized.

For this paper, we �rst provide a background on CLEAR program development, then describe

the research methodology that includes ontology development, setting up the manual and

automatic approaches to search lessons and best practices. Finally the preliminary results

are reported that describe how NCDOT end-users can bene�t from this automatic pushing of

content to apply on future projects.

Lessons-Learned Databases

Many organizations emphasize knowledge transfer between experts and also to new team

members. These include places like the National Aeronautics and Space Agency (NASA), the

United States Army, and the Federal Highway Administration (FHWA). A popular solution to

this goal is a database of lessons learned and / or best practices, where we de�ned these as the
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knowledge gained by performing a particular job (Rose 2013). These repositories of knowledge

codify learned experiences from experts in the hopes of propagating this knowledge to other

teams members and avoiding duplicated effort and errors. The databases often include speci�c

project-based lessons as well as more general recommendations. it is widely agreed that these

programs can potentially provide high value if implemented correctly (Rowe and Sikes 2006)

and also contribute to an enhanced organizational work culture (Ganopol et al. 2017).

We can reduce the primary challenges of developing a lessons learned database to three key

aspects: knowledge contained, ef�cient interaction, and organizational member buy-in. More

formally this this corresponds to a three step process for creating a lessons learned program

(Banerjee et al. 2021):

• Collection: Identify areas where there is existing expert knowledge or known problems

then solicit experts.

• Documentation: Have experts formally describe the issue or recommendation (typically

in a database). This should be a curated process.

• Communication: The collection of lessons learned needs to be communicated to the

right people—those who would gain from the contained knowledge.

The �rst point, knowledge contained, derives from the straightforward assumption that the

usefulness of a lessons learned database depends on the quality and quantity of lessons it

contains. Thus collection these lessons is one of the most fundamental needs of such a system.

The next challenge is ef�cient interaction. If the database contains good information, but users

cannot �nd information relevant to their current tasks or needs, then the users will see no

bene�t from the system. This aspect is the primary one we will focus on in this work. The

�nal challenge ties directly back to the �rst two—organizational buy-in. From prior work on

the design of lessons learned databases we know that buy-in from organizational members is

critical to overall program success. Without buy-in, user will not be motivated to contribute

high-quality lessons learned and thus the quantity and quality in the database will suffer. If

the database interaction is not ef�cient and does not appeal to users, then they will be less

likely to use or contribute to a system they do not value. Many lessons learned programs have

become defunct over time resulting in large �nancial losses and failure to achieve primary

goals of knowledge transfer.

The dominant mode for knowledge extraction from LL databases is keyword-based search.

This requires exact words be speci�ed in the LL narrative for extraction. Choice of keywords is up
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to the user and determines the quality of relevant retrieved LLs. LLs do not directly incorporate

the entire context of the project that includes a variety of factors (location, environment,

materials, timeline, resources, etc.). This research uses the latest advances in computational

language models to address this challenge.

Transportation construction involves the planning, construction, and evaluation of roads,

bridges, highways, railroads, and many other transportation related aspects. This includes

challenges like working with municipal and private utilities, environmental regulations and

agencies, and proper drainage to name a few. Like many specialized �elds, transportation

construction professionals have specialized language and terminology they use to commu-

nicate with each other to describe their projects. In this chapter we will discuss how to train

a language model for this specialized dataset to create a computational system capable of

reasoning over transportation text written in natural language. This system is used to search

knowledge databases and make automated recommendations to transportation construction

professionals about the projects they work on. In particular, we will showcase the utility of the

approach within the context of lessons learned databases. This is a widely used practice for

the effective communication of knowledge between professionals and we show how using our

language model and related algorithms we can improve the effectiveness of these programs

with more user engagement and more relevant recommendations.

Parsing and Annotation

Machine learning systems in general, and natural language processing in particular, require vast

amount of input data in order to train effective models. We curated a collection of transportation

construction text from a variety of sources containing over 4K documents and over 1.5M words.

This text comes from the CLEAR database (both lessons learned and best practices), a sample of

8 NCDOT projects, the NCDOT construction manual, several textbooks, and several thousand

claims and change orders for NCDOT projects. This allows us to train a Doc2Vec model (Le

and Mikolov 2014) which is a statistical language model that has a basic understanding of

the nuances of transportation construction text through statistical co-occurrence of terms

learned from the training corpus of relevant documents in a given domain. In order to process

all the documents, we used Google's Tesseract optical character recognition (OCR) software

(Smith 2007) in order to parse text out of PDFs that are scanned or are otherwise missing the

markup needed in order to extract text directly. We then used a custom tokenization runtime

to parse the results into a stream of tokens (words) per document. For other sources, we used a
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combination of loading directly from the CLEAR database and scripts to crawl manuals from

NCDOT webpages.

A corpus of domain-speci�c vocabulary is necessary to create useful tools to facilitate

better communication across stakeholders. In the transportation and public infrastructure

domain, this is even more important due to the scope and social impact of the projects. Looking

beyond the speci�c goals of the CLEAR program, this work contributes to connect the advances

in the world of computing technology to meaningful and impactful knowledge intensive

applications. This is a prominent contribution to the computing technology domain as it raises

interesting questions about deeper human-computer and computer mediated human-human

communication.

1.1.3 Video Game Logs

As a �nal dataset to analyze, we consider video game replay logs. These include a near-complete

view of all actions taken by player and non-player characters as well as any environmental

effects. In particular, we consider the development of pipelines to analyze game logs of the

online multi-player game Defense of the Ancients 2(or Dota 2 (Valve Corporation 2013)) because

of the existence of tools for parsing replay logs and the wealth of publicly available replays. This

work was part of the system called Bardic (Barot et al. 2017), which was developed over three

years as the core technology in the Narrative for Sensemaking project, an effort to automatically

generate narrative from low-level event data as an aid for sense making.

Dota 2 is a multiplayer online battle arena (MOBA) game in which two teams of �ve players

compete in fantasy-style combat to destroy the other team's base. The game is played in a virtual

outdoor arena roughly the size of four soccer �elds. Dota 2 presents a number of challenges for

systems working to automatically generate narrative summaries of complex event sequences.

In Dota 2 , players often form, revise, and drop plans over time as they obtain new information.

There are multiple factions and teamwork within each faction, but a team is not in the same

location at all times, so the resulting narratives will feature a variable number of actors. Games

typically last around 45 minutes, are self-contained, and follow a natural progression of phases.

The early part of game is dedicated to building up resources followed by a more objective-

oriented mid-game and a team �ght-focused late-game. Log data from gameplay is at a very

�ne-grained, high frequency level focused on game state snapshots compared to the abstract

narrative-oriented communicative style that people naturally use to communicate about game

dynamics.
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1.2 Background

Topic discovery algorithms have been popular in characterizing the content in large text

datasets. Latent Dirichlet Allocation (LDA) (Blei et al. 2003) is an approach that provides a

set of clusters of related terms based on frequency of co-occurrence. These groups of highly

correlated terms form semantically similar topic groups. The algorithm is popular partly due

to the interpretability of the resulting topic clusters and the controllability of features of the

model, although parameter tuning is important for reproducible results (Agrawal et al. 2018).

Document categorization is commonly carried out through the mapping of features of the

document in embedding spaces in which documents with semantic similarity with respect to

the represented features are clustered together. These neural approaches are becoming more

popular due to their ability to capture context of term-use and domain-speci�city of terms.

These approaches are currently used independently by analysts in practice. Term clusters that

represent coherent topics provide interpretable categorization of the documents containing

these terms.

Over the years several approaches have been introduced for topic discovery on text data.

Some of them are generative probabilistic topic models, vector representational models, and

neural variational inference models. Miao et al. (2016) presented the idea of using Neural

Variational Inference to uncover the topics in text based documents. Their neural variational

document model combines a continuous stochastic document representation with a bag of-

words generative model. When probabilistic generative model structure becomes deeper and

more complex true Bayesian inference becomes intractable. The general idea of the paper is to

build the inference network to approximate intractable distribution over the latent variables.

Towne et al. (2016) consider how human perception matches with LDA in terms of document

similarity. Moody (2016) introduced mixing Dirichlet models with word embedding introduced

the lda2vec model. In that they used dense vectors to represent the semantic and syntactic

regularities in the document and Dirichlet distributed latent document level mixture of topics

to get sparse document representation with dense topic vectors. They modi�ed the Skipgram

Negative-Sampling to utilize document wise featured vectors while simultaneously updating

document weights onto topic vectors. The bag-of-concepts model addresses combining these

models by clustering word vectors (Kim et al. 2017). One key limitation in these previous

approaches is that documents containing multiple topics are not correctly segmented although

this is also an active �eld of research (Blei and Moreno 2001; Du et al. 2015; Liet al. 2020). Another

aspect is the loss of interpretability in converting LDA based approaches to word-embeddings.
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One approach to solve this limitation is a visual exploration of neural document embedding

space (Jiet al. 2019). Neural models also require signi�cant amounts of data and parameter

tuning (Lau and Baldwin 2016). In this work, we are relating the two approaches in a way that

we can map the sparse vectors and dense vectors using NPMI metric to discover and segment

different dominant topics in a given document. Other approaches have considered combining

topic models such as Schnober and Gurevych (2015) who looked at using multiple LDA models

for digital humanities research. One of the reason to do that is, generally documents consist of

multiple topics and using this way we can segment document topics in a better way.

This work builds on a basis of natural language processing and social network analysis

algorithms. These are rich areas of research. We present a system for using currently popu-

lar techniques and algorithms to generate automated reports. The �eld of automated email

analysis includes interactive systems like TIARA (Liu et al. 2012). TIARA develops a few novel

measures for topic strength and ranking, but also allows a user to interact with several interac-

tive visualizations. It does not however, contain any automated reporting capabilities. Bardic

(Barot et al. 2017) is an interactive tool for analyzing video game relays. Similar to TIARA, it

provides a number of interactive visualizations, but most relevant to this work it attempts to

�nd and present narrative patterns from the replay data. The approach is similar in that it

uses a decomposition planner to match and apply narrative templates. Bardic does not deal

with any text or social networks however, making it similar only with respect to using narrative

patterns for report generation. Unlike Bardic, we externally solve for story patterns then use

the planner to exclusively solve the corresponding presentation plan. Harrison (2019) use a

hierarchical deep-learning approach to automatically generate narrative captions for images.

Battad and Si (2018) also do co-generate of visual plots and narrative captions. Our work is

more expansive than either because we do co-generation of complete narrative reports with

multiple visual artefacts.

Vesanto and Hollmén (2004) consider the processes of data mining in general, and present

an automated system for the generation of preliminary reports. This phase is meant to be

followed by interactive analysis. It takes a similar approach in that it begins by generating a

number of standard measures over a target data source and presents that information alongside

visualizations. The intent of this report is to enable a data miner to do further exploration and

thus is about getting a general understanding of the data source.

Erete et al. (2016) examine the use of storytelling by non-pro�t organizations. NPOs use

narratives to help engage stakeholders promote causes. McKenna et al. (2017) did a user

study on popular data-driven narratives on the web to determine the effect of different visual
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encodings. Traditional timelines used for data may not �t ideally with storytelling approaches.

Brehmer et al. (2017) consider this question and explore the additional dimensions that can

be explore in narrative. We �nd this relevant to our work because we present a timeline in

our narrative templates based upon detected in�ections points in data that we use an story

in�ection points. We are also concerned with the interplay between text and visual artefacts

because we need them to �ow together in a cohesive story. Zhi et al. (2019) explore this dynamic

relationship along two dimensions: layout and linking. This forms an important basis for

the speci�c text and visuals produced by our system.An interesting contemporary system is

DataShot (Wang et al. 2020). Given a tabular data source, the system automatically generates a

fact sheet using a number of visual techniques. While we use email data, both systems attempt

to create engaging visual artefacts. DataShot does not attempt to create reports however, or

use storytelling techniques.

A popular paradigm for language representation is to use neural language models, par-

ticularly pre-trained language models like BERT (Devlin et al. 2019) and GPT-3 Brown et al.

(2020). By using pre-trained models, researchers and practitioners can avoid the high compu-

tational cost of training these models and avoid having to collect a suf�ciently large corpus of

text training data. BERT in particular is specialized for �ne-tuning to achieve state-of-the-art

results on various NLP tasks. In particular, DeText is an application of BERT to a text ranking

service which is effectively the same task as developed in Section 3.3.1, where instead this

work uses doc2vec (Le and Mikolov 2014). BERT (and other complex language models) can be

treated as a black box, but some researchers have attempted to elucidate the inner workings by

investigating what actually happens during this �ne-tuning step (Merchant et al. 2020).

The downside of these pre-trained models is that they lack the domain expertise that would

be expected when used by a domain expert. While BERT models in particular are expected to

be specialized for a particular task, this does not in general involve changing the meaning of

vocabulary to �t a specialized domain like the transportation construction model developed

in this work. K-BERT (Liu et al. 2020) is an attempt to alleviate this issue by combining BERT

with specialized knowledge graphs to account for domain expertise. This contrasts with our

approach of training the entire model from scratch and future work could include evaluating

the strengths of using this competing approach. Instead of attempting to solve the problem gen-

erally, many specialized versions of BERT have been developed such as LEGAL-BERT (Chalkidis

et al. 2020) for legal analysis or PatentBERT (Lee and Hsiang 2019) for patent classi�cation.

These works are parallel to the work presented here in that they are also attempts to special-

ize models to a particular domain and task, although we hope to more explicitly capture the
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speci�c language variations used by domain experts.

Another drawback of these nascent techniques is by often exceeding the state-of-the-art

via specialization, they promote homogenization of the models used across tasks (Bommasani

et al. 2021). Further, researchers often resort to studying the model since we lack an effective

framework for understand the training and results they produce. This exciting line of research

should be investigated in future work for the understanding of transportation construction,

but with caution. Our approach differs in that doc2vec better allows explanatory power needed

with trying to understand why the system is making incorrect recommendations.

1.3 Outline of Work

This dissertation is structured as follows: Chapter 2 covers the knowledge extraction task.

This includes all of the data processing needed to understand a dataset and transform it into

useful knowledge. This includes work from the paper Leveraging multiple representations

of topic models for knowledge discovery (Potts et al. 2022). Chapter 3 takes these analysis

artefacts as input and discusses how to effectively triage this information by �ltering, searching,

and detecting patterns. This is the information prioritization task. This includes looking for

anomalies via aberrations from these patterns. This chapter is supported by two publications 4,

Narraport: Narrative-based Interactions and Report Generation with Large Datasets (Potts

and Jhala 2021), and Neural language model based intelligent semantic information retrieval

on ncdot projects for knowledge management (Banerjee et al. 2021). The Narraport paper, in

addition to contributions to pattern identi�cation, primarily informs the third task of practical

presentation found in Chapter 4. That paper, and this dissertation, discusses a novel approach

to using narrative tropes for selecting and presenting datasets using the storytelling with data

paradigm. This chapter also covers the how to present information to the target experts of

both developed systems in this work. Finally, Chapter 5 covers the lessons learned and offers

guidance for future development of AI-tooling targeting domain experts.

4A further publication is under review by the ASCE Journal of Computing in Civil Engineering.
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CHAPTER

2

TASK 1: KNOWLEDGE EXTRACTION

Knowledge extraction is about building effective ways to take raw data and transform it into

useful knowledge. This should be useful both for the tool under development but also for

the target domain experts. This requires the development of data models and corresponding

preprocessing strategies along with novel techniques for extracting and representing knowledge.

These representations need to enable an analyst or user to ef�ciently sift through their large

dataset for important information, which we explore in Chapter 3. We presume that the dataset

is too large to search manually and thus requires a computation system to effectively search.

This also requires the development of data models and corresponding preprocessing strategies.

This chapter will motivate and develop the models and algorithms needed to accomplish this

task for two target domains. We will also consider the more generally the concerns involved

and provide guidance on the development of future systems.
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2.1 Preprocessing Data

When working with text in a target domain, an import �rst step is to determine the natural lan-

guage processing approach to use. This requires identifying properties of your text (structured,

semi-structured, unstructured, noisy, etc.), performing preprocessing, selecting and training a

model, then tuning parameters and iteratively reevaluating the approach. While a goal of this

work is to provide NLP tools to domain-experts without requiring speci�c knowledge of NLP

algorithms, this step still requires a great deal of expertise and considerable time commitment.

The �rst representation step is preprocessing and tokenization of the target text. This is

highly domain-speci�c. For instance, typical approaches often discard numbers then lowercase

strings and perhaps stemming words. This works well for typical email domains such as the En-

ron (Klimt and Yang 2004) studied here, but falls apart for transportation construction text. This

is because Enron uses fairly standard English natural language without much domain-speci�c

jargon. Transportation constructions texts on the other hand are mostly communications

between highly-specialized engineers. This means there is an abundance of acronyms, terms,

structured road names (I-95, US-421, etc.) not found in other texts. Beyond this jargon, even

the way words are used varies from more typical texts.

Consider the trained model we developed for transportation construction texts (Banerjee

et al. 2021). The model contains domain knowledge such as Power being similar to Transmission,

Copper, Storing, and Energy. Power and Overhead combine 1 to be similar to Powerline and

Transmission.

VPow e r + VO v e r he ad � VPow e r l i ne or VT r ansmi s s ion

The sense of Transmission without the context of Power is more similar to Axle.

VT r ansmi s s ion � VPow e r � VAx l e

These examples help illustrate how our model understands the different contexts of common

words in transportation construction text. This is one of the advantages of curating our own

corpus instead of using a more generic pre-trained model. Further, semantic examples would

be the model understanding Interchanges and Intersections are related and Fiberoptics is related

to Roadways.

With semi-structured text like email, preprocessing often needs many specialized rules

to understand the structured aspects. This includes parsing out the headers to understand

1See the later discussion on doc2vec to understand the mathematical model here.
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senders/ recipients / subjects/ etc. as well as understanding how older messages can be embed-

ded within an email body. This preprocessing can help determine which text constitutes the

communicated payload of a message and which was actually written by the sender. Transporta-

tion texts typically have fewer structure elements and their typically longer length makes them

more robust to structural details.

2.2 Understanding Text Content

In large unstructured and semi-structured text datasets, the process of knowledge discov-

ery and information retrieval requires a way for analysts to identify content and categorize

documents for tasks like summarization, anomaly detection, and report generation. Data

�ltering and triage requires analysts to downselect information from data streams to �nd

relevant information. Analysts do not have a clear search target in this phase which results

in an iterative process Wongsuphasawat et al. (2017). This is usually characterized by tran-

sitions between high-level exploration followed by a deeper look into elements of interest.

As patterns are observed at a high-level, this leads to a deeper dive into speci�c �lters along

relevant dimensions. Finally, analysts then have to document and create summary reports for

further discussion with other analysts and consumers. Often integration of information from

segments that are assigned to multiple analysts is condensed into reports for �nal outcomes of

the investigation Robertson et al. (2020); Potts and Jhala (2021).

Topic discovery algorithms have been popular in characterizing the content in large text

datasets. One of the most popular approaches is Latent Dirichlet Allocation (LDA) Blei et al.

(2003), which provides a set of distributions of related terms based on frequency of co-occurrence.

These groups of highly correlated terms form topic groups that generally have semantic coher-

ence. The algorithm is popular partly due to the interpretability of the resulting topic clusters

and the controllability of features of the model. It is documented that parameter tuning is

important for reproducible results Agrawal et al. (2018) and the Dirichlet priors warrant more

exploration Wallach et al. (2009). LDA and similar probabilistic generative models label each

document with a mixture of topics. These labels give an understanding of document relation-

ships to topics and are of some use for comparing document content. Topics themselves are

de�ned by groups of frequently co-occurring terms. The downside of these term-space models

is that they do not consider the semantic relationships between words.

In addition to these term-based bag-of-words topic models, another approach for un-
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derstanding documents is to use a low-dimensional neural embedding such as paragraph

vectors Le and Mikolov (2014). Semantically similar documents then form clusters in the em-

bedding space. These neural approaches are becoming more popular due to their ability to

capture context of term-use and domain-speci�city of terms. Neural language models and cor-

responding document embedding spaces like doc2vec (Le and Mikolov 2014), lda2vec (Moody

2016), and FastText (Bojanowski et al. 2017), use a neural network to learn a continuous vector

space of words and documents. These models have the added bene�t that vector addition and

subtraction have been show to have meaning, such as

VPow e r + VO v e r he ad � VPow e r l i ne or VT r ansmi s s ion

from the prior chapter. These models were motivated by understanding words primarily, so

topic distributions are an added feature versus the topic-�rst nature of LDA. LDA is popular

partly due to the interpretability of the resulting topic clusters and the controllability of features

of the model, although parameter tuning is important for reproducible results (Agrawal et al.

2018). Neural models, while providing more tractable low-dimensional embeddings (50-500

instead of 1-per-word), we no longer have natural semantics of the space. Document categoriza-

tion is commonly carried out through the mapping of features of the document in embedding

spaces in which documents with semantic similarity with respect to the represented features

are clustered together. These neural approaches are becoming more popular due to their

ability to capture context of term-use and domain-speci�city of terms. These drive the need

for interpretive models such as that of Bhatia et al. (2016). This takes advantage of a known

subset of document vectors, in this case Wikipedia articles, with known labels / meanings. Their

technique (improved upon in this work) allows the labelling of any neural embedding or any

topic labelled by a set of top keywords.

These approaches are currently used independently by analysts in practice. Term clus-

ters that represent coherent topics provide interpretable categorization of the documents

containing those terms and neural approaches allow for more direct document similarity

comparisons. We argue that instead of analysts relying on single models they should be using

multiple distinct models with different theoretical approaches. Each unique approach is often

able to capture different aspects of a target dataset leading to greater insight for an analyst.

Beyond using the models individually however, an analyst needs to be able to understand the

relationship between these models in order to accurately use them for retrieving information

and interpreting results. As part of evaluating and building this system we worked extensively
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with a team from the Laboratory for Analytic Sciences comprised of analysts and scientists

specializing in research supporting analysts. In particular, when triaging large streams of email

or other data a particular concern is a topic models ability to differentiate between the content

of an email (the subject matter) and the intent of an email (what is it trying to accomplish).

There are some drawbacks for these approaches. For the LDA approach, due to the use of

bag-of-words, the context in which a given term is used can only be extracted on inspection of

speci�c documents. For instance, if we are considering a corpus of email messages then the

topic word clusters indicate which emails include them but fail to capture the communicative

intent. Second, it is unclear how much cross-topic interaction exists in the dataset within and

across documents. For instance, in a dataset of emails, personal topics could be included in

the text of the same email as work-related communication. For co-workers who have personal

relationships, these same emails are either categorized in multiple topic categories or the topic

groups contain terms from both types of interactions. Document clustering approaches, on the

other hand, perform well if documents have few dominant topics. In cases where documents

have multiple equally important topics, analysts need to do segmentation in order to derive

insight about each topic from relevant document cluster.

Interpreting the output of these models remains an ongoing challenge for the research

community. Consider Figure 2.1, which show the topic distribution of a dataset versus two

individuals of interest. This could be useful information for an analyst, but only if they have a

semantic understanding on the underlying topics. This can be dif�cult to achieve generally

and there are some speci�c drawbacks to the approaches models discussed here. For the LDA

approach, due to the use of bag-of-words, the context in which a given term is used can only

be extracted on inspection of speci�c documents. For instance, if we are considering a corpus

of email messages then the topic word clusters indicate which emails include them but fail

to capture the communicative intent. Second, it is unclear how much cross-topic interaction

exists in the dataset within and across documents. For instance, in a dataset of emails, personal

topics could be included in the text of the same email as work-related communication. For co-

workers who have personal relationships, these same emails are either categorized in multiple

topic categories or the topic groups contain terms from both types of interactions. Document

clustering approaches, on the other hand, perform well if documents have few dominant

topics. In cases where documents have multiple equally important topics, analysts need to do

segmentation in order to derive insight about each topic from relevant document cluster.
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Figure 2.1: Radar chart showing the topic distributions of messages for the entire Enron corpus
(“All“) and two Enron employees. Each axis represents the percentage of emails labeled with
that topic. This visualization is useful for highlight the differences between the two employees
and the global distribution, but an analyst would need to better understand each topic to truly
utilize this information.

2.2.1 Term Space: Bag-of-Words Topic Models

Bag-of-words document representations use a high-dimensional feature vector space with 1

dimension per unique word or term. Each feature has a value proportional to the count of that

word appearing in a document. This could be a simple frequency count, or something more

sophisticated like TD-IDF Salton and Buckley (1988) where words are discounted based on

their frequency in the entire collection. Each word is represented as a one-hot vector. Thus for

N unique terms in a model we get N vectors w1, . . . ,wN where w i has the i -th component set

to 1 and all others are 0. This vector space is not used directly, but instead is the input to one or

more topic modeling algorithms.

A popular algorithm using this representation is Latent Dirichlet Allocation Blei et al. (2003).
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Figure 2.2: Plate notation for the LDA Model. Note that the word is the only observable variable.

This family of generative probabilistic topic models are based on the assumption that the terms

in a document are determined by a distribution that is dependent on the mixture of topics

present in that document (see Figure 2.2). Each topic is assumed to be a distribution over

terms in the corpus ' k � D i r
�
�

�
where D i r

�
�

�
is a Dirichlet distribution. Each document is

modeled as being generated by choosing � k � D i r (� ) which is a mixture of topics � i . The j -th

document word is generated by choosing a topic zi , j � M ul t i nomia l (� k ) and then a word

w i , j � M ul t i nomia l
�
' zi , j

�
from that topic.

Documents are classi�ed using the topic mixture as their representation. This mixture

can then be used to measure similarity between documents and as a tool to understand the

content of a document. Note that the �nal vector space is a low-dimensional embedding of

the documents, but separate from the original word and document representations. Moreover,

LDA does not consider vector operations such as addition. This can be a useful proxy for

human topic similarity judgements under reasonable conditions Towne et al. (2016). LDA is an

extension of the PLSA (Probability Latent Semantic Analysis) proposed by Hofmann Hofmann

(1999). PLSA adopts the Aspect Model as the main framework, using a probability density

function to calculate proportion of the topics in the document and the probability of words

contained in a topic. We are working on �nding anomalies in large scale email datasets by

unveiling the probable topics and their distribution over emails.

Bag-of-words vectors are interpretable because each dimension represents a single term.

They are limited because all dimensions are treated independently and thus relations between

words are not captured. Topic mixtures from LDA are interpretable because they encode pro-

portions of each topic present in a document. Individual topics are de�ned to be distributions
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over corpus terms and thus require users to be familiar with the algorithm to semantically

interpret the outputs. One method for improving interpretability is to summarize a topic by

looking at the top N terms and / or threshold probability 0 � p � 1. Another is by weighting

term probabilities based on keyword entropy across topics Liu et al. (2012).

The space of documents can also be considered to be clustered by LDA. We have a mixture

� i for each document that corresponds proportionally to the amount of content considered

to be drawn from each topic. Thus this mixture can be used as a proxy for membership in a

topic cluster. This can either be considered directly as a proportional membership or by using

a minimum threshold 0 � t � 1. Since � i comes from a Dirichlet distribution, this membership

is very sparse so a single document is often only a member a relatively small set of topics

compared to the total number of topics.

2.2.2 Document Space: Neural Document Embeddings

Neural embeddings, �rst proposed by Bengio et al. Bengio et al. (2003), seek to solve the prob-

lem of statistical language modeling (as opposed to the above methods focusing on topic).

These models learn from large quantities of naturally occurring text data and predict sequences

of words in sentences which is an inherently high-dimensional problem. Nevertheless, state-of-

the-art techniques such as word2vec Mikolov et al. (2013) have been successful in applications

across various �elds. Building on these language models, distributed document representa-

tions such as doc2vec Le and Mikolov (2014) model the interaction between the context of

a document and the use of language within it. These models embed both words and docu-

ments into a uni�ed low-dimensional vector space (typically 100-300 dimensions) allowing

meaningful vector operations such as cosine distance to represent similarity.

Doc2vec is the extension of word2vec model to unsupervised learning of continuous repre-

sentation for larger text and documents. Word2vec is a continuous vector representation of

words on large datasets based on a Neural Network Language Model (NNLM). The objective of

the word2vec model is to provide the probability of word w t a r g e t from the given context words

w c on t e x t . Each word is represented by a vector that serves as a feature for the learning algorithm.

As in Figure 2.3, the neural network takes the context words w c on t e x t as input, averages or

concatenates them, then predicts w t a r g e t . The vector representations are then optimized to

solve this task.

The power of the resulting representation lies in the ability to perform vector calculations

on the embeddings. For instance, in a well-trained word2vec model vMadrid � vSpain + vFrance is
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Figure 2.3: A visual representation of the prediction task of the doc2vec neural network. Here
we predict the target word on from the context the cat sat and the context vector for the current
document. Because of the structure of this neural network, all of these vectors exist in the same
embedding space.

closer to vParis than to any other word vector. This works in the other direction as well as seen

by vector addition where vGermany + vCapital should be close to vBerlin .

For doc2vec, in addition to the context words w c on t e x t , the current document is also repre-

sented in the vector. This allows the model to characterize the changing nature of language on

a per-document basis, instead of imposing a purely global model. Because of the structure of

the algorithm, these document vectors are embedded in the same vector space as words. Thus

vectors operations between document and between words and documents also carry semantic

meaning. This allows operations to measure the similarity of a document to a word, or to see

how adding / subtracting a word from a document vector might change its meaning. Where

bag-of-words based approaches fail to preserve proximity information, neural models like

word2vec and doc2vec preserve this information. Because of the nature of this semantic space,

we can then use algorithms like k -means or OPTICS Ankerst et al. (1999) to cluster documents

and/ or words. There are also other more advanced techniques to cluster these spaces and

represent documents, but we will focus here are doc2vec as a general example of these ap-

proaches and their bene�ts. What these approaches lose however, is the easy interpretability of

bag-of-words based approaches. Each dimension of the vector space has no obvious semantic

meaning. Inferring meaning from vectors and provided human-interpretable semantic labels

is an active �eld of research.
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2.3 Leveraging Multiple Representations of Topic Models for

Knowledge Discovery

To address one of the challenges for analysts to extract semantically similar documents that

lead to meaningful exploration, this paper dissertation describes a process for analyzing topics

between both the semantic features space of words and in the semantic feature space of

documents. We demonstrate this approach on the Enron email dataset that contains over 500K

organizational emails over several years. We design a categorization task of identifying emails

with informational content versus logistical content. No known prior work has addressed this

speci�c task. To relate the feature spaces of words to documents, we utilize the Normalized

Pointwise Mutual Information (NPMI) metric and show that it is effective in the categorization

task. Overall, the main contributions of this section are:

1. Introduce a novel document analysis task (Section 2.3.1).

2. Propose an initial approach that combines two types of topic models that have not previ-

ously been combined and provide a rigorous theoretical justi�cation of this approach

(Section 2.3.2).

3. Report insights gained from the model at a richer level than what is afforded by individual

approaches (Section 2.3.3).

As part of evaluation and practical applicability, we worked extensively with a team from the U.S.

National Security Agency's Laboratory for Analytic Sciences comprised of two career analysts

and two data scientists on a similar data repository that is unavailable to the public.

We begin from the insight that these distinct models relying on different feature spaces

are able to capture patterns in the underlying data from different functional perspectives.

Beyond using the models individually however, an analyst needs to be able to understand the

relationship between these models in order to accurately use them for retrieving information

and interpreting results. In particular, when triaging large streams of email or other data a

particular concern is a topic model's ability to differentiate between the informational content

of an email (the subject matter) and the logistical content or practical intent of an email (like

scheduling, verifying presence of attachments, etc.). This type of categorization remains a

challenge for each of these approaches individually.
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2.3.1 Logistical vs Informational content

For a clear de�nition of the task, we worked closely with a team of two analysts and two re-

search scientists at the National Security Agency's Laboratory for Analytic Sciences. Over a year

of observations of their analysis process, we discovered that they were spending signi�cant

amount of time on triage of messages with informational content (such as arguments, ques-

tion / answers, predictions, interpretations, general content-speci�c discussions, etc.) from

logistical messages (such as trip planning, scheduling, acknowledgements, etc.). This inspired

our task description and implementation on the Enron dataset. The intuition for this approach

is to utilize the frequency and quantity of topical informational messages within structured

organizational groups in the Enron dataset to improve the knowledge discovery process. This

is achieved by extracting term clusters of common topics within organizational groups (func-

tional teams) separately from topics that relate to more generic communication common

throughout the organization (logistical content).

For topic modeling we use Latent Dirichlet Analysis (LDA) Blei et al. (2003) over all the

emails. This forms the basis of our topic model. The LDA algorithm provides clusters of related

terms representing topics. For temporal data such as emails, overall topics are not of much

interest to analysts. We further extend this model, following the work of TIARA Liu et al. (2012),

to compute topic strength over time. This allows analysts to �lter emails based on topic across

different time frames through an interactive interface. Figure 2.4 shows terms occurring in 5

topic groups. This indicates that topics 1 and 3 relate to relevant content (Topic 1: gas, market,

oil, ...; Topic 3: Enron, energy, news, ...), whereas topics 2 (thanks, know, attached, ...) and 4

(meeting, request, report, ...) are related to logistical aspects or acknowledgements. Topic 5 is

also informational content but corresponds primarily to a group of executives playing fantasy

football. This provides a useful �lter over the dataset for human analysts.

These topic clusters are currently analyzed with the assumption that they are independent.

We are particularly interested in the question of the purpose of emails in terms of its relationship

with topic clusters. Emails contain topical content, communicative acts (acknowledgement,

approval, etc.), and logistics information.

Similar NLP Tasks

While the authors believe this is a relatively novel task, it falls under the larger umbrella of text

classi�cation. Here we are particularly interested in unsupervised approaches to the task but

consider a wide array of techniques in related work section. One prominent (and similar) task is
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Figure 2.4: Wordclouds for a 5-topic LDA model trained on the Enron corpus.

spam detection. Many approaches to these more general tasks rely on supervised learning with

large datasets of labeled data. This is particularly important for spam detection. Currently, there

is no known dataset for the informational vs logistical content task as formulated here. Some

conceptually similar ad-hoc tasks exist such as identifying questions or extracting calendar

events information from emails, but we are looking at the problem more generally.

2.3.2 Combining Term and Document Spaces

Several researchers have attempted to unify bag-of-words and document embeddings to

achieve interpretable vectors without losing proximity information and taking advantage of

the rich semantics of low-dimensional embeddings of both words and documents Kim et al.

(2017); Moody (2016). Instead of developing a new algorithm for topic modeling or document

representation, we consider the question of using multiple techniques and provide a framework

for their combined usage. Consider for instance the work of Bhatia et al. Bhatia et al. (2016) who

used neural embeddings to label topics. Their approach begins by training both word2vec and

doc2vec models on Wikipedia. They then use article titles as labels. This gives them a labeled

semantic space, something missing from the direct application of the word2vec / doc2vec

approaches. The algorithm works by comparing each keyword to each labelled vector and

computing the average.

r e ld 2v (a ,T ) :=
1

jT j

X

v 2T

cos
�
E d

d 2v (a ),E w
d 2v (v )

�
(2.1)

r e l w 2v (a ,T ) :=
1

jT j

X

v 2T

cos
�
E w

w 2v (a ),E w
w 2v (v )

�
(2.2)
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where a is a potential label, T is a set of topic keywords, E d
d 2v (�) is a document vector in the

doc2vec model, E w
d 2v (�) a word vector, and E w

w 2v (�) is a word vector in the word2vec model.

Expanding out the dot product equivalence of cosine in Equation 2.1 and noting that the

dot product is distributive with respect to vector addition and homogeneous under scaling to

gives Equation 2.4. Noting that the second vector is a unit vector and reapplying the de�nition

of cosine gives us Equation 2.5.
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We are now computing an average over keyword vectors and directly comparing the result to

document vectors 2. This gives us Equation 2.6 which is an embedding algorithm from keyword

space to doc2vec space.
1
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Similarly, we can derive an embedding into word2vec space which yields Equation 2.7.

1

jT j

X

v 2T

E w
w 2v (v )




 E w

w 2v (v )



 (2.7)

Drawing on results by Bhatia et al. Bhatia et al. (2016) of computing semantic labels, we see that

these are embeddings of topics represented as keywords into a neural document model such

as word2vec or doc2vec. We can now utilize this computed embedding vector. The computed

vectors are close via cosine similarity to Wikipedia articles describing similar topics. It is

important to note however, that prior to producing �nal labels in their original approach they

utilized PageRank and other optimizations such as support vector machines on human-labeled

data. This was for differentiating between labels and not placing the embedding properly within

the vector space. Moreover, they found that taking the average of the corresponding vectors

from a topic's documents did not produce good results and indicates that naive embedding of

2This formulation is also an improvement on the number of computations needed to calculate this measure.
In the original formulation, O(n jT j) operations are needed where n is the number of articles. Using Equation 2.5
this is reduced to O(n + jT j) Bhatia et al. (2016).
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