
ABSTRACT

SAMBRAMA, . Hardware-in-the-Loop Implementation of Distributed SDR Systems and Throughput
- Optimal Coordinated Transmissions. (Under the direction of Dr. Shih-Chun Lin).

Recent breakthroughs in wireless networks have promised scalable coordinated trans-

missions for future ubiquitous communications, such as the distributed systems. However,

overcoming the data throughput issue with such distributed radio systems in practical field

trials and electromagnetic contested environments is challenging. We thus develop a novel

hardware-in-the-loop (HIL) prototyping and evaluation of a distributed software-defined radio

(SDR) system and the corresponding optimal signal reception combining techniques for max-

imizing multi-radio throughput. A programmable in-lab testbed with multiple SDR devices

and a TCP backhaul is built to emulate an end-to-end communication system. A distributed

maximum ratio combining, d-MRC, is provided and implemented to process multi-radio re-

ceptions for optimal spectral efficiency. A distributed linear minimum mean squared error

estimation, d-LMMSE, is implemented to mitigate high-levels of external interference. Device

to device communication is also established to ensure flexibility and make the system robust.

Comprehensive over-the-air tests with both bit-streams and image transmissions validate our

designed approach’s real-world feasibility and its superior performance compared to individual

SDR throughput. The approach is also validated against real-world data collected using moving

unmanned aerial vehicles (UAV)s through the AERPAW testbed. Thus, this work introduces an

HIL system integrations with coordinated commercial-off-the-shelf SDRs, providing a refer-

ence implementation for extensive use cases including wireless aerial uses in both commercial

and defense aspects.
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CHAPTER

1

INTRODUCTION

The growing need for newer communication systems to provide seamless connectivity to

remote and inaccessible areas comes with the need for a different set of infrastructure. The three

main services of 5G technology include Enhanced Mobile Broadband (eMBB), Ultra Reliable

Low Latency Communication (URLLC) and Massive Machine Time Communications(mMTC).

The main focus of eMBB is to provide high data rate for uninterrupted streaming, URLLC is for

high reliability and low latency applications like remote surgery and autonomous cars, while

mMTC concentrates on connecting huge number of devices with low energy consumption,

like in the case of internet of things applications. The challenge here is to support all three

of the services on a single shared infrastructure. Network slicing is believed to be one of the

ways to overcome this issue and distributed Single Input Multiple Output (SIMO) or Multiple

Input Multiple Output (MIMO) systems are considered to be the physical architecture for

network slicing [1], [2]. Such systems promise to provide better connectivity to all geographical

regions. However, implementation is not as straightforward as amount of the LOS regions is

huge especially in the remote areas. With the advent of 5G and beyond networks, the use of non-

terrestrial networks integrated with terrestrial networks has grown into a highly researched

area to provide high quality, high capacity and cost effective connection to the otherwise

non-accessible areas [3], [4].

Use of distributed systems enables using uncorrelated transceivers to work in unison and
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produce improved spectral ef�ciency. However, such architectures also introduce several

implementation challenges such as signal synchronization and channel synchronization [5] in

a distributed setting. In a fast-fading scenario, which is typical in most contested environments,

either in the form of large delay spreads or Doppler spreads, addressing these impediments is

a challenging task.

Considering their appealing attributes, we built our in-lab hardware-in-loop (HIL) proto-

type testbed for distributed Software De�ned Radio (SDR) systems. Towards this end, at the

physical layer, a distributed transceiver architecture that can provide distributed SIMO and

MIMO communications can help realize advanced spectrum sharing [2], [6].

Our testbed demonstrates a distributed SIMO operation using the universal software radio

peripheral (USRP) SDRs which are controlled by Raspberry Pi 4B (RPi) microcontrollers; with a

software-enabled wireless synchronization; and a multi-node coordinated distributed maximal

ratio combining (d-MRC) or a multi-node coordinated distributed linear minimum mean

squared error estimation (d-LMMSE) based combining, to improve the overall signal-to-noise

ratio (SNR), as compared to that of individual receivers. Synchronization is performed at each

receiver independently, in order to extract the received payload and channel estimates without

errors. The d-MRC or d-LMMSE operation is performed at a central computer after each receiver

extracts the relevant payload. For this, we implement a TCP socket-based wireless backhaul

between the microcontroller and the computer for payload transfer. The key performance

index in our implementations is the received data rate (in Kbps) at individual receivers and

after combining the received signals, using either of the schemes mentioned above.

The distributed system architecture along with the combining algorithms can be extended

to the terrestrial systems as well. They can mimic the swarm satellite structure of the Low

Earth Orbit (LEO) satellites. To demonstrate the effectiveness of our work, we externally induce

doppler shift to the system and show the superiority of our architecture. Another, important

aspect of LEO satellites is the Inter Satellite Link (ISL), which is one of the most researched

area to ensure seamless connectivity. We thus build towards developing ISL by enabling RPi

to RPi communication. To ensure that the said algorithms are robust and can work for real

world scenarios, we use AERPAW testbed to collect data and demonstrate the working of our

algorithm.

Chapter 2 introduces the testbed, and talks about the software-enabled synchronization

and the TCP-enabled backhaul. Chapter 3 focuses on combining algorithms and the results for

our testbed. Chapter 4 talks about the terrestrial use cases including doppler mitigation and

inter satellite links.
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CHAPTER

2

PREPROCESSING

2.1 Research Outcomes

• Sambrama , V.S.R. Kantheti, S.-C. Lin, L. C. Chu, and E. Blasch, "Hardware-in-the-Loop

Implementation of Distributed SDR Systems and Throughput-Optimal Coordinated Trans-

missions," in Proc. of IEEE DySpan Workshop, Washington,

2.2 Introduction

Implementation of the distributed system requires a testbed to be developed to evaluate the

performance. We thus make use of SDRs and micro-controllers to develop a HIL prototype

testbed that would form the base for our future experiments. A distributed testbed implies

the use of multiple radios working in unison. Since these devices work on independent os-

cillators and clocks, the signals are not synchronized. Thus, we perform a software-enabled

synchronization prior to implementing different algorithms, to ensure that all the signals are

synchronized.

The data received on each receiver is stored locally. To enable combining, data from all

the receivers must be present in a central processing system.To ensure the seamless transfer

of this data wirelessly to a central device, we use ad-hoc network-enabled TCP sockets. An
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ad-hoc network allows multiple devices to connect to a single network without the need for a

central administrator [7]. The use of TCP sockets ensures that there is no data loss and thus the

combined signal is not affected.

The rest of the chapter is organized as follows. Section 2.2 presents the system architecture

including the testbed and the signal processing techniques for synchronization. Section 2.3

proposes the data backhaul through TCP sockets.

2.3 System Architecture

This section presents the hardware implementation for our proposed transceiver system and

the necessary signal processing steps needed to enable software-synchronization among the

distributed receivers.

Figure 2.1: End-to-end communication block diagram

2.3.1 Testbed setup

Fig. 2.1 represents the end-to-end communication block diagram for the proposed distributed

transceiver architecture. It has a transmitter connected to a host computer and N receivers,

that are controlled and powered by microcontrollers. The transmitter continuously transmits

the data. Each of the receiver captures data and stores it. The data thus stored is sent to a central

system through wireless backhaul for processing.

Fig. 2.2 depicts a testbed we built in our lab, based on the aforementioned design principles.

We use USRP B210's as transeivers and RPi's as microcontrollers. The RPi's are further powered

4



Figure 2.2: A three-Receiver distributed system.

by the Li-ion batteries. An additional antenna besides the receiver 1 is for introducing external

interference for d-LMMSE implementation. It is connected to an USRP N210 that uses an UBX

daughterboard. The receivers are spatially separated to ensure that they all have uncorrelated

channels and are in the line-of-sight (LOS) for the transmitter. The USRP B210s support two

wireless channels simultaneously and hence can be used either as single-antenna radios for

single-input-single-output (SISO) or SIMO applications or as dual-antenna radios for MIMO

applications. Since, we are implementing a distributed SIMO system, we use all the USRPs as

single-antenna radios. The SDR RF parameters are con�gured through the USRP hardware

driver (UHD) Python APIs on RPi's, to control the receivers and on a host computer, to the

transmitter. The setup also includes another computer (referred as a central PC hereafter),

which creates the ad-hoc network and acts as the server for TCP sockets and enables the

wireless backhaul from the RPi's.

2.3.2 Signal Processing on the SDR Receiver

Any over-the-air (OTA) communication introduces frequency, timing and phase offsets into

the data �ow. The baseband data received at the receiver node is given as [8, 9]:

r (t ) =
p

pg he j (2� foff t )
1X

n =�1

x [n ]gs(t � nT0 � � T0) + � (T ), (2.1)

where r (t ) is the captured baseband signal, pg is the transmit power, h is the wireless channel,

foff is the frequency offset at the receiver, x [n ] is the transmitted signal, gs(.) is the pulse-shaping
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�lter, � is the timing offset, T0 is the symbol period and � (T ) is the Gaussian noise.

Since each USRP has an independent local oscillator and local clock, all receivers remain

out-of-sync with respect to the transmitter and with each other. Also, the receivers are placed

at different distances from the transmitter. This implies that the offsets in each radio are

independent and have to be eliminated within the individual receivers to extract the actual

payload and channel state estimates. For this, we leverage the communications toolbox in

MATLAB R2023a, to perform software-enabled synchronization.

Looking at the end-to-end data �ow during the communication: a random sequence of bits

are generated at the host computer and sent to the transmitting USRP B210 (TX) via the UHD

Python API interface. In case of image data transmission, random bit sequence is replaced

with a vectorized representation of the image being transmitted. The transmitter then sends

out these bits in a continuous fashion, with an oversampled rate of 2 samples per symbol. At

each individual receiver, the bit stream of appropriate length is captured and is transferred

across to the RPi. This data is temporarily stored on the RPi and later sent to the central PC

wirelessly through TCP sockets using an internal ad-hoc network. At the central PC, each of

these signals is passed through a series of signal processing modules as depicted in the Fig. 2.3

that are implemented using the MATLAB communication toolbox.

Figure 2.3: Processing at the receiver

Matched Filter

Each captured sequence is passed through an matched �lter to minimize the effects of inter-

symbol interference. The Raised Cosine Filter in MATLAB is split between the transmitter

and the receiver as Root Raised Cosine Filter. At the transmitter, they are pulse shaped with a

interpolating factor of 2 samples / symbol.The received signal after passing through the RRC

�lter is as shown in the Fig. 2.4.
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Figure 2.4: Received Signal after passing through the RRC �lter

Coarse Frequency Correction

The output of the RRC �lter is then passed through a coarse frequency compensator module

that will correct large frequency offsets. It uses a Fast Fourier transform-based algorithm to

estimate the coarse frequency offset [10]. The received signal after passing through the coarse

frequency compensator is as shown in the Fig. 2.5.

Figure 2.5: Received Signal after passing through the coarse frequency compensator
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Timing Offset Correction

A symbol synchronizer block is used to compensate for the timing offset in the coarse frequency

corrected signal, and obtains the best sample out of the oversampled input. Fig. 2.6 shows

the working of the symbol synchronizer block. It includes four components: a timing error

detector (TED), interpolator, interpolation controller and a loop �lter. The timing error detector,

estimates the error value for every sample using a Gardner method. It uses a non-data-aided

feedback method which is independent of carrier phase recovery. It is followed by loop �lter

which uses a proportional-plus integrator. It is followed by an interpolation controller that

determines the sample closest to the ideal sampling point and the time difference between the

two points. The interpolator creates a new sample at the ideal point [11].

Figure 2.6: Symbol synchronizer block

Figure 2.7: Received Signal after passing through a symbol synchronizer
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Fine Frequency Correction

Finally, we use a carrier synchronizer block, which is a closed-loop compensator and uses a

PLL to identify and eliminate any �ner frequency offsets. The output of the synchronizer,

yn = xne i � n , (2.2)

is the frequency shifted version of xn for the n th sample. � n is the output of the direct digital

synthesizer (DDS) which acts as an integration �lter in this case. The frequency correction

happens in the following manner, the phase error is �rst determined, which is then passed

through a biquadratic loop �lter to ensure system stability. This is then passed through the

DDS as shown in the Fig. 2.8 [12]. The output of the symbol synchronizer is as shown in the Fig.

2.9.

Figure 2.8: Carrier synchronizer block

Figure 2.9: Received Signal after passing through carrier synchronizer
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Preamble-based Channel Estimation and Payload Extraction

From (2.1), the captured data after frequency and timing offsets correction, and downsampling

to 1 sample per symbol, at i t h receiver can be written as:

r i [k ] =
p

pg h i x[k ] + n i , (2.3)

where pg is the transmit power and h i is the SISO channel. x[k ] represents the transmitted

frame from the transmitter while n i is the independent and identically distributed noise at this

receiver.

Since we assume LOS channels, we use a single-tap channel model for our implementation.

Therefore, to estimate the channel properties, after compensating for the offsets due to multiple

local oscillators and clocks, we apply a preamble-based channel estimation technique. We

perform correlation between the transmitted preamble sequence and the received pream-

ble sequence [13]. For a transmitted sequence of x [k ] and captured preamble sequence of

r i [n ] at i th node, then the single-tap channel estimate at this node in time domain ĥ i can be

represented as [14]:

ĥ i = max(corr (r i [m ], x [k ]) (2.4)

= r i [m ] � x 0
i [� k ] (2.5)

= h i [m ] � x [m ] � x 0[� k ] + n i [m ] � x 0[� k ], (2.6)

where corr(.) is the correlation operator, h i [m ] is the actual channel value at i th node, x 0 is the

complex conjugate of x and n i [m ] is the i.i.d noise. The term x [m ]� x 0[� k ] is the autocorrelation

between the preamble sequence at the receiver with the transmitted sequence. Since the

sequence choosen has good autocorrelation properties, m = k represents the time when the

captured and the transmitted sequences coincide the most. Therefore, x [m ] � x 0[� k ] � 1 for

m = k and approximates to 0 otherwise. Thus, the correlation in Eq. 2.6 reduces to,

ĥ i = h i [m ] � n̂ i [m ], (2.7)

where n̂ i [m ] = n i [m ] � x 0[� k ] is the distortion in the channel estimate due to noise. Therefore,

for a single-tap channel ĥ i represents the best channel estimate of the node. The Fig. 2.10

shows the output for the preamble-based channel estimation, where the peaks represent the

point at which m = k .

After performing channel estimation, we also need to extract the original signal sequence

which we call payload. Once the preambles are detected, the frames are synced and this allows
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Figure 2.10: Channel Estimates obtained through correlation

us to extract the received signal sequence.

2.4 TCP Backhauling for Control Messages

This section presents the implementation of TCP backhaul via an ad-hoc network. We discuss

connecting all our compute systems into the same wireless network to enable automated data

transfer between RPi's and the central PC.

The wireless OTA transmission of data bits occurs between the SDRs, where one of the SDRs

transmits the data while the rest of them receive the same data, which we call `transmitted

data'. Any other data apart from this transmitted data, we refer to it as `control data'. After the

transmitted data is captured at each RPi, it has to be passed through all the signal process-

ing steps mentioned in the previous subsection. However, since RPi has its own limitations,

especially when it comes to memory and performance, implementing heavy algorithms on

it will slow down the entire process considerably. Also, RPi has memory constraints which

makes it dif�cult to store a large amount of data. Hence, the raw payloads must be sent back to

the central PC for processing and for combining (using d-MRC or d-LMMSE) from multiple

receivers.

This transmission must also happen wirelessly but through a different channel than OTA to

ensure that the control data and the transmit data do not interfere with one another. For this

purpose, we create an ad-hoc Wi-Fi network at the central PC and con�gure all RPi's to connect

to this network. The ad-hoc network is built utilizing the 2.4 GHz Wi-Fi NIC card on the RPi's
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Figure 2.11: Ad-hoc connection through connectify.

and the central PC. Because the newer versions of windows doesn't allow to create an ad-hoc

network as is, we use a third party software called Connectify to create it. Fig. 2.11 represents

the Connectify application which is only used to create an ad-hoc network without sharing

internet. Once we start the hotspot, the connected devices are displayed at the clients tab as

shown in the �gure. Since we intend to use TCP-based socket programming to transfer the raw

payloads, we con�gure the central PC to act as a TCP server, that is open and listening to any

incoming connections (client-server communication). While the actual OTA data transmission

happens from SDR to SDR, the exchange of control data occurs between the micro-controller

and the central PC.

The overall working diagram of the TCP backhaul is shown in Fig. 2.12. The micro-controllers

are pre-programmed to automatically connect to the ad-hoc network on startup and create
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Figure 2.12: A �ow diagram of the proposed TCP backhaul.

a connection with the TCP server. They will then wait for an input prompt from the central

PC. The prompt is sent through the server, and upon receiving the trigger, the clients i.e., the

receivers, start capturing the data through the SDR, store it temporarily on the RPi, and �nally

send the data to the server through the ad-hoc Wi-Fi network. After all the data is received at

the server, the clients wait for the next prompt. The design ensures that the receivers do not

need any manual intervention and can operate independently.

Fig. 2.13 is the snapshot of the central PC screen. This shows the steps we explained earlier

in the line diagram. We can clearly see the server �rst waiting for the connection, connecting to

each of the clients. Once this connection is established, it sends transmitter gain as the trigger.

The data is then received at the server and once all the data is written into the central PC, it

sends an acknowledgment to the clients.
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Figure 2.13: Output screen on the central PC.
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CHAPTER

3

POSTPROCESSING

3.1 Research Outcomes

• Runner-up , "Multimedia Transmission with Distributed Wireless Systems," 2023-2024

Software Design Radio (SDR) Challenge, Air Force Research Laboratory (AFRL), 2024.

3.2 Introduction

The testbed is designed to work both as a SISO system and a distributed SIMO system. Here,

we currently make use of one transmitter and three receivers. Through SISO, we establish the

ef�cient working of individual receivers, and SIMO helps in the application of the combining

algorithms and improving the effective SNR of the system. This, in turn, improves the overall

data rate of the system.

Leveraging the design of our proposed architecture, if the receiver antennas are suf�ciently

far away, that is by atleast half of the carrier signal wavelength, the individual channels at each

of these antennas will be uncorrelated. In our testbed the receivers are much farther away, and

therefore, one can exploit the diversity in channels to implement a signal combining scheme

for improving the overall system performance. We implement the distributed Maximal Ratio

Combining (d-MRC) to enhance the signal strength over the individual receivers.
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The diversity in our testbed can also be exploited to decrease the effect of the external

interference [15]. For this, we implement the distributed Linear Minimum Mean Squared Error

Estimation (d-LMMSE) algorithm to improve data rates even in the presence of strong external

interference.

The rest of the chapter is organized as follows. Section 3.2 talks about d-MRC, section 3.3

discusess d-LMMSE and �nally, section 3.4 gives the results for both the algorithms.

3.3 Distributed Maximum Ratio Combining Scheme

We adopted the d-MRC scheme for our implementation, which utilizes a weighted combina-

tion of data sequence of different receivers, contingent on individual channel quality [13]. In

accordance with Eq. (2.3), the data from all receivers is collected into a single data structure for

further processing at the central PC. If there are a total of N receivers, then R = [ r1, r2, ...,rN ]T ,

represents this data structure. d-MRC exploits the uncorrelated channels in wireless communi-

cation to combine signals that carry the same information. It multiplies the data at all receivers

with a weight vector u = [ u 1,u 2, ...,uN ]T , such that the effective SNR is maximized [13]. The

SNR for the combined result can be written as,

SNR=
pg

P N
(i =1) jju

H
i h i jj2

� 2
P N

(i =1) jju i jj2
, (3.1)

where pg is the transmit power, � 2 is the AWGN noise power level, and h = [h1,h2, ...,hN ]T

represents a vector of channel state information from N receivers. We optimize the SNR [8] as

max
u

SNR= max
u

P N
(i =1) jju

H
i h i jj2

P N
(i =1) jju i jj2

, (3.2)

where
pg

� 2 is a constant and not relevant for optimization calculation. Applying Cauchy-Schwarz

Inequality, Eq. (3.2) can be written as:

max
u

P N
(i =1) jju

H
i h i jj2

P N
(i =1) jju i jj2

�

P N
(i =1) jju

H
i jj2

P N
(i =1) jjh i jj2

P N
(i =1) jju i jj2

, (3.3)

where (.)H is the Hermitian operator. For the optimality to hold the left hand side must reach

the right hand side, and the inequality in the Cauchy-Schwarz Inequality holds true when u
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and h are linearly dependent. Therefore, we can write the weight vector as,

ud� MRC = hH , (3.4)

By using the weight vector ud� MRC for combining, we obtain the best possible effective SNR for

the system.

3.4 Distributed Linear Minimum Mean Squared Error Estima-

tion

In the presence of interference [13], Eq. (2.3) can be rewritten as:

r i [k ] =
p

pg h i x[k ] +
p

p j h j ,i xj [k ] + n i , (3.5)

where p j is the external interference transmit power, h j ,i represents the channel distortion and

xj [k ] represents external interference frame.

Therefore, the total effective SINR for the signal with emphasis on external interference,

can be written as:

SINR=
pg

P N
(i =1) jju

H
i h i jj2

� 2
P N

(i =1) jju
H
i jj2 + p j

P N
(i =1) jju

H
i h j ,i jj2

, (3.6)

where � 2 is the AWGN noise power level and (.)H is the Hermitian operator. An optimal u

is choosen by d-LMMSE method to maximise the SINR. This can be solved as minimum

mean squared error optimization problem to identify u that mitigates the effect of external

interference. Therefore SINR maximization can be rewritten as:

max
u

SINR= min
u

E[jjuH R� xjj2], (3.7)

where E[.] is the expectation operator. This can be further expressed as

E[jjuH R� xjj2] = E(uH R� x)(uH R� x)H , (3.8)

where,

uH R =
p

pg uH hx +
p

p j u
H h j x j + uH n. (3.9)

We assume that the transmitted signals are legitimate and thus, external interference signals
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and additive noise are mutually independent, i.e. E[xx j ] = E[xn] = E[x j n] = 0, therefore, Eq.

(3.8) can be simpli�ed as,

E[jjuH R� xjj2] = pg uH hh H u � pg uH h � pg hH u + pg + p j u
H h jh j

H u + � 2uH u. (3.10)

For optimal combining, the derivative of Eq. (3.10) is set to 0 and can be further simpli�ed as,

@E[jjuH R� xjj2]

@u
= 2pg hh H u � 2pg h + 2p j h j h

H
j u + � 2u = 0 (3.11)

=) [pg hh H + p j h j h
H
j + � 2I ]u = pg h. (3.12)

Therefore, the weight vector for LMMSE can be written as,

ud � LM M SE = pg [pg hh H + p j h j h
H
j + � 2I ]� 1h, (3.13)

where, I is the identity matrix of size N � N .

3.5 Over-the-Air Performance Evaluation

The goal of the project is to build a HIL prototype testbed for distributed radio systems, and

show that our d-MRC combining scheme works better than the individual receivers and hence

is more reliable, especially in the non-urban regions. We developed an indoor testbed without

any external aid, such as an anechoic chamber, to resemble real-world scenarios as much as

possible.

To validate our hypothesis, we conducted experiments in three parts: �rst, the transmission

of a random bit-stream data; second, sending out grayscale images from the transmitter; and

�nally, transmitting RGB images. While there are small changes in the way the images are

transmitted and processed, they stay the same as the bit-stream transmission for the most

part.

3.5.1 Bit-stream OTA data transmission

For the transmission using bitstream data, a random set of data is generated in MATLAB, which

is then modulated, and the preamble is appended to it. We make use of single-carrier data

transfer with data modulated using quadrature phase shift keying (QPSK) modulation. The

transmitted data bits are also appended with a known preamble sequence in order to synchro-

nize the transmission signals between the transceivers. We utilize a Zadoff-Chu sequence to
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Figure 3.1: Bitstream throughput of individual radios and d-MRC.

work as a preamble for all our transmissions. The modulated data is then passed through a

root-raised cosine (RRC) matched �lter.

To evaluate the performance of our testbed under different conditions, we conducted an

extensive set of data transfers, with different transmitting power levels in periodic intervals in

the operating range: [� 19.5,10.5] dBm. All tests were conducted using a single-carrier channel

with a center frequency of 2.55 GHz, and a bandwidth of 1 MHz and observed the data rates of

individual receivers and after combining.

As observed in Fig. 3.1, we see that the d-MRC operation improves the spectral ef�ciency of

the overall system at all operating points.

3.5.2 Grayscale image OTA transmission

For image transmission, the image data is �rst vectorized and converted into bit-stream, and

then transmitted similar to the random bits transmission earlier. However, owing to the large

size of the image data, there needs to be some extra steps performed. Since the wireless channel

characteristics change frequently, sending the data as large as images appended with a single

preamble leads to a poor image at the receiver. Therefore, we break the data into multiple

chunks and append a different preamble at the beginning of each chunk, as shown in Fig. 3.2.
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Figure 3.2: The designed image data segmentation

Here, N is the total length of the image stream, and M is the number of chunks. Each chunk

is appended with a preamble, so that channel estimation occurs periodically within a single

image transfer, in order to mitigate the errors due to channel fading in OTA. The data is then

sent sequentially similar to the normal bitstream transmission. We used the standard Lenna

RGB image, of size 512� 512 for our experiments.

The original image was resized to 128� 128 in our transmission to reduce the bit-stream

size. It was then converted to a gray-scale image using MATLAB's in-built functions. For this

implementation,

N = 128� 128= 65,536 bits. (3.14)

We divided this payload into M = 8 chunks, each of size 8,192 bits. We use 8 preambles each of

size 101 bits to append to each of the chunks.

20



Figure 3.3: Gray image rates of individual radios and d-MRC.

Figure 3.4: Received gray Lenna images with -7.5 dBm transmit power.
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Fig. 3.3 shows the testbed performance in transmitting grayscale images for the same

operating region as bit-stream communication. Here too, d-MRC outperforms all individual

receiver nodes. Fig. 3.4 shows the reconstructed output for a gray-scale image at a transmit

power of � 7.5 dBm, for visual representation of the data rate plot shown above.

3.5.3 Color image OTA transmission

We use the scaled down version of the Lenna image (i.e. 128� 128) here as well. Now, since RGB

consists of three color tones, unlike gray scale,

N = 128� 128� 3 = 196,608 bits. (3.15)

We divided this payload into M = 24 chunks, each of size 8,192 bits. We use 24 preambles each

of size 101 bits to append to each of the chunks.

Fig. 3.5 shows the testbed performance in transmitting color images. As we can observe,

d-MRC continues to outperform all individual receiver nodes, proving the effectiveness of our

multi-node combining scheme in a distributed setting. Fig. 3.6 shows the reconstructed output

for a gray-scale image at a transmit power of � 7.5 dBm, for visual representation of the data

rate plot shown above.

3.5.4 Results for d-LMMSE

We perform over-the -air implementation of d-LMMSE similar to the d-MRC method. We

introduce an external interference using the USRP N210 SDR and place the antenna close to

RX1. It transmits a modulated unknown signal at a power of � 5 dBm. The operating region and

system con�gurations stay same as the previous experiment. Fig. 3.7 is the zoomed-in picture

of RX1 in Fig. 2.2. The antenna on the left is the interference antenna connected to an USRP

N210, while the one on the right is for legitimate data transmission.

As observed in Fig. 3.8, 3.9 and 3.11, we see that the d- LMMSE improves the spectral

ef�ciency of the overall system even in the presence of high levels of external interference.

We also notice that, at higher power levels, when the interference effect decreases d-MRC

outperforms d-LMMSE. This is because the d-LMMSE computation still takes into account of

the interference channel which in reality is negligible. Fig. 3.10 and 3.12 show the reconstructed

images at the transmit power of � 7.5 dBm for gray-scale and color image respectively.
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Figure 3.5: Color image rates of individual radios and d-MRC.

Figure 3.6: Received color Lenna images with -7.5 dBm transmit power.
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Figure 3.7: RX1 in more detail.

Figure 3.8: Bitstream throughput of individual radios, d-MRC and d-LMMSE.
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Figure 3.9: Gray image rates of individual radios, d-MRC and d-LMMSE.

Figure 3.10: Received gray Lenna images with -7.5 dBm transmit power - d-LMMSE.
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Figure 3.11: Color image rates of individual radios, d-MRC and d-LMMSE.

Figure 3.12: Received color Lenna images with -7.5 dBm transmit power - d-LMMSE.
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CHAPTER

4

NON TERRESTRIAL NETWORKS

4.1 Research Outcomes

• Sambrama , S.-C. Lin, "Distributed Transceivers Evaluation for Non-Terrestrial Networks

through Field Trials," in preparation for IEEE Communications Magazine.

4.2 Introduction

Distributed systems and shared infrastructures have found tremendous uses in realizing high

quality of service for 5G and beyond communications, mmWave communications, vehicu-

lar networks, non-terrestrial implementations and many more are prime examples of such

applications. Through our work, we demonstrate the application of distributed transceiver

architectures in non-terrestrial networks, particularly the LEO satellite communication. LEO

satellites have interesting characteristics such as highly variant Doppler shifts, inter-satellite

links (ISL), high susceptibility to interference and many more. Taking a closer look, considering

the low proximity of LEOs to the Earth's surface, they are prone to Doppler shift variations more

prominantly, compared to the traditional GEO / MEO satellites [16]. Thus, it becomes necessary

to mitigate the effect of Doppler shifts in order to obtain good quality signals. Therefore, in
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addition to the d-MRC and d-LMMSE gains through distributed receivers, we evaluate our

testbed against the Doppler shift, to show its relevance in satellite communication.

The LEO satellites can be connected through ISL through different methods which include

but not limited to connecting adjacent satellites and connecting satellites from different planes

[17]. ISLs are extensively used in satellite communications and are implemented in several lay-

ers of the OSI stack, using RF communications and laser optic communications [18]. Therefore,

we develop Inter Vehicle Communication (IVC) to build towards implementing an ISL system

in the physical layer to emulate real world applications.

The practical scenarios vary from the lab setup and to ensure that our distributed systems

work well in real-world implementations, they need to be tested out with �ying UAVs. To

enable this we leverage the AERPAW testbed. AERPAW-Aerial Experimentation and Research

Platform for Advanced Wireless is the research platform for the study of autonomous drones

and 5G based out at NC State. It is part of the PAWR project funded by NSF. The testbed allows

implementation of large-scale mobility experiments including the usage of vehicles carrying

radios with all its nodes managed at the AERPAW control center [19].

The rest of the chapter is organized as follows: Section 4.2 talks about the Doppler Shift

mitigation. Section 4.3 discusses about IVC; Section 4.4 talks about the in-�ight scenario

through AERPAW.

4.3 Doppler Shift Evaluation

High mobility of LEO satellites comes with an added challenge of high Doppler shifts. To

evaluate the performance of our testbed in the presence of Doppler shift, an offset in the

range of [0,60] kHz is externally introduced. A large set of data was captured at 2.55 GHz

while the transmitter frequency was offset. This experimentation is done multiple times for

increasing frequency offsets in the interval of 10 kHz. Therefore, we extensively evaluated our

software-enabled synchronization setup to compensate for these shifts through experiments

on bitstream, gray-scale and color images at the transmit power of � 7.5 dBm.
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Figure 4.1: Bitstream throughput rates of individual radios and d-MRC in the presence of
Doppler shift.

Fig. 4.1 shows the datarates for individual receivers and the d-MRC combining. As seen

from the graph, we start with 0 offset and go upto 60 kHz shift. The combining algorithm still

outperforms individual receivers. Fig. 4.2 and Fig. 4.3 show the outputs for grayscale data. The

image is reconstructed from the receiver outputs with a shift of 30 kHz and it can be clearly

seen that the d-MRC gives superior quality image, compared to the individual receivers. Fig.

4.4 and Fig. 4.5 represent the datarate graph and the reconstructed color images.
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Figure 4.2: Gray image rates of individual radios and d-MRC in the presence of Doppler shift.

Figure 4.4: Color image rates of individual radios and d-MRC in the presence of Doppler shift.
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Figure 4.3: Received gray Lenna images with 30 kHz Doppler shift.

Figure 4.5: Received color Lenna images with 30 kHz Doppler shift.
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4.4 Inter Vehicle Communication

To have a complete implementation of IVC, we require all the processing to happen on the

RPi, thus replacing the need of a central computing system. This also requires the RPi's to

communicate with each other and share control and data information. In this section we talk

about our readiness to build such a system.

4.4.1 Processing on Raspberry Pi

The most important part of building an IVC system is to have the software-enabled synchroniza-

tion, the channel estimation and payload extraction together called preprocessing discussed

in chapter 2 to happen on the individual RPi's. The major reason for this is to reduce the la-

tency by reducing the overall overhead of the data transmitted through the TCP sockets. The

implementation discussed in chapter 2 sends the IQ samples from each of the receivers to the

central PC. At the transmitter, we transmit 2 samples per symbol which implies that for a data

of length ` x' we transmit ` 2x' samples. At the receiver, to ensure that all the data is captured,

we collect samples of length ` 4x' at each receiver. This leads to ` 12x' data being sent to the

central PC. This creates a huge overhead at the TCP socket and can be drastically reduced if

preprocessing and the combining can be done on the RPi.

Figure 4.6: End-to-end communication block diagram for IVC

The updated block diagram for this operation is as shown in the Fig. 4.6. The captured data

is stored on each of the RPi's, followed by preprocessing and then the preprocessed data is

sent to one of the RPi's which in this case is RX1 where the combing is performed. Finally, the
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combined output is sent to a Central PC for display.

To enable preprocessing and combining on the RPi, we make use of the MATLAB Support

Package for Raspberry Pi Hardware and perform standalone execution. This internally converts

the MATLAB algorithm into a C functions, which are all grouped into a single folder and

an executable �le is provided. Executing MATLAB functions on RPi while still running the

functions on the PC is pretty straightforward but using RPi as standalone device needs the

entire algorithm with all the inbuilt functions inside it to be written inside a single MATLAB

function. There is also resistance to the functions that can be converted, a very straightforward

function like load is not supported and thus it required us to rewrite the code while using only

a certain set of functions which are supported. This conversion also internally hardcodes all

the parameters and to overcome this we need to ensure that we give the variables including the

received data �lename as command line arguments while running the executable �le. Another

major hurdle in implementation was the conversion of communication toolbox functions.

With little information available on this front, it becomes to dif�cult to implement this as a new

hurdle creeps up at every stage. While converting the combining code is not very complicated,

the preprocessing code had to be changed multiple times to ensure that the algorithm works

perfectly.

Figure 4.7: Flow of MATLAB function deployment on Raspberry Pi

Fig. 4.7 �ow for the standalone deployment of MATLAB functions on Raspberry Pi. As
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can be seen in the �gure, after writing the function, a directive is added after the function

signature. This indicates that the function is intended to run on the hardware and will help

us check for violations that would produce errors during code generation. We then create

a hardware con�guration object to con�gure options for deployment including, the device

address, username and password. Next, we use the deploy function to deploy the MATLAB

function as a standalone executable on the RPi. To ensure that the deployed function takes

command line inputs, we need to make changes to the generated main function and the header

�le. And �nally, the function is redeployed on to the RPi hardware.

Figure 4.8: Preprocessing on RPi

Fig. 4.8 shows the screen for preprocessing on RPi. As seen from the �gure, the path where

input data is stored, transmit and receive power along with receiver and version number are

passed through the command line while running the executable �le.

Once, the received data is preprocessed on each of the RPi's, the extracted channel and

payload information is sent to one of the RPi's. The extracted payload is of length ` x` and thus

the total payload sent to RX2 for combining becomes `2 x', thus reducing the overall overhead

from ` 12x' to `2x'. The Fig. 4.9 represents the comparison graphs for preprocessing and d-MRC

combining happening in the central PC against the one happening in the RPi. This result is for

bitstream data and it can be clearly seen that the datarates are very similar.
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Figure 4.9: Data rates for bitstream data processed on RPi vs PC

4.4.2 RPi to RPi Communication

As previously explained in chapter 2, we create an internal ad-hoc network to share data

information between the RPi's and the central PC. The TCP Backhaul in chapter 2 had the

central PC work as the server with RPi's acting as clients and sending data to the Central PC. For

ISL, we need the RPi's to communicate directly with each other. For this purpose, we �rst built

a User Datagram Protocol (UDP) connection between the RPi's. These work independently

and in parallel to the TCP algorithm. Fig. 4.10 shows the example working of the UDP based

RPi-to-RPi communication, where RX2 is sending data which is being received by RX1 and RX3.

We use UDP multicast so that each of the RPi's are both transmitting and receiving at the same

time.

While these works well for sending smaller size data like the control data, there is a large

amount of data loss for transmitted data transmission. Thus, we build a TCP algorithm where

one of the RPi's (RX1 in this case) acts as the server with rest of the RPi's and the central PC

acting as the client.

The overall working of the updated TCP backhaul for IVC is as shown in the Fig. 4.11. The

RPi's on creating a connection will wait for an input prompt from the central PC. The prompt
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Figure 4.10: Example for UDP transmission

is �rst sent to RX2 which in turn sends it to the other RPi's. On receiving the trigger, the RPi's

start capturing the data through the SDR and store it temporarily on the RPi. Once the data

is stored we implement preprocessing to perform synchronization and extract channel and

payload information. The recieved channel and payload information is then sent to RX2 for

further processing. At RX2, upon receiving data from rest of the RPi's, it implements combining

algorithm and stores the �nal datarates. Finally, the datarates are sent to the central PC to

display, after which the RPi's wait for the next prompt. This design, like its predecessor, works

independently without any manual intervention and can operate independently.

4.5 AERPAW

To demonstrate that our work can be extended to real world scenarios, we use the AERPAW

platform to collect data in �ight and implement d-MRC algorithm on the captured data. At

�rst we run the experiment in the simulation environment to ensure that our transmitter and

receiver functions integrate well with the platform. Fig. 4.12 shows the working of our functions

in the simulation environment, ready to be sent to the testbed.

Once submitted to the testbed, we have two UAV's �ying in different directions to act as

receivers with a �xed transmitter located at point LW1. The image in Fig. 4.13 shows the path

the UAV's took during their �ight. UAV 1 �ew North at a height of 50 m as seen in the red line

while UAV 2 �ew South at a height of 60 m and took the path of purple line. Both the UAV's �ew

at the constant speed of 5 m/ s. The transmitter gain was set to 72.5 dB while the receiver gain

was set to 25 dB with no attenuators used.

Fig. 4.14 is the plot for individuals receivers and the d-MRC for data collected using AERPAW.

The results are for bitstream data with RX1 corresponding to the data captured using UAV1 and
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Figure 4.11: A �ow diagram of the proposed TCP backhaul for IVC

RX2 is for the data captured through UAV2. The x-axis is the number of frames we collected

which is the function of both time and distance, as the UAVs where constantly moving. We can

clearly observe from the graph that the signals get compensated for both Doppler Shift and

Doppler Rate and provide us with the high quality signal even in the real world scenarios. The

dashed lines indicate the mean of the datarate values.
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Figure 4.12: Simulation environment for AERPAW.

Figure 4.13: Flight path for the UAV's.
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