
ABSTRACT

VOLKEL, KEVIN DANIEL. Exploiting Information Redundancy in the Design of DNA Storage
Systems. (Under the direction of James Tuck).

As the total amount of data in the world surpasses the order of Zettabytes, DNA is an
attractive medium due to its extreme theoretical density and longevity. Although technology
surrounding DNA has matured to make the medium more functional with operations such
as random access, significant work is still needed to make reading and writing data in DNA
more cost effective. This work proposes to address this issue by designing synthesis systems
and data organizations that focus on eliminating various forms of redundancy. Redundancy, a
common property observed in data and computing systems, indicates that costly operations
are being repeated with no informational gain. This work targets redundancy that arises
in data, its representation, and the decoding and encoding algorithms that add redundant
information to improve retrieval reliability.

The representation of any information can be viewed as a permutation of a repetitive finite
set of codewords. Leveraging this idea with the fact that making copies of DNA strands is
significantly cheaper than synthesizing a unique DNA strand, this work develops a synthesis
platform named DINOS. This platform connects small primitive blocks together via Watson-
Crick pairing to generate longer DNA strand messages. By only needing a small set of
primitive blocks, DINOS can synergize with the low cost of copying DNA fragments and it
is shown that this approach to synthesis can be potentially 5 orders of magnitude cheaper
than using de novo synthesis for a complete data set. Because DINOS requires successive steps
to build long DNA strands there is also the opportunity to eliminate reactions that produce
the same result. When configuring the primitive blocks to include 16 overhangs and 1 bit
codewords, our analysis demonstrates that decreases of 91% and 41.2% in reactions can be
achieved when synthesizing decompressed and compressed data respectively. Redundant
reactions can be reduced further by leveraging the mathematical properties of DINOS to reach
a total reduction in reactions of 91% and 59% for the same configuration.

At the storage system level, deduplication is a means to eliminate redundant large gran-
ularity chunks of information in a data set to reduce storage costs. However, due to small
granularity accesses and the referential nature of deduplication, it is unclear if this can be
efficiently implemented using typical DNA data storage techniques that emphasize extreme
single pool density. This work explores this question by expanding the typical state of the
art single pool organizations to include multi-pool organizations that offer different write,
read, density, and endurance tradeoffs. Analysis in this work shows that write and read
cost effective deduplication implementations can be achieved with a multi pool organization
with current DNA storage technology while still maintaining an areal density 10× that of



next generation tape technology. In fact, multi pool organizations reduce read costs over 97%
relative to single pool approaches with write costs depending on addressing granularity. File
granularity addressing negligibly impacts write costs, however chunk granularity addressing
can increase write costs by 23% for the benefit of reducing read costs 46% further relative
to file granularity addressing. Our analysis also shows that the scope of usable redundancy
impacts the density and endurance cost of the design. While increasing scope of redundancy
allows for designs at least 20× denser than tape while still utilizing smaller granularity chunks
for write cost improvements, the total amount of molecules touched per accesses can increase
115%

The final thrust of redundancy that this work investigates is how redundancy should be
balanced between read copies generated by sequencing and redundancy added at synthesis
for error correction. To aid in this investigation, a scalable fault injection framework named
FrameD is developed to enable in silico comparisons of encoder and decoder configurations.
FrameD is designed to allow flexibility in the composition of encoder and decoder pipelines
and in the models used for simulating DNA storage channel errors. FrameD is employed in
two demonstrations. First, an in silico analysis is performed to understand the trade-offs when
utilizing read copies in multi-sequence alignment (MSA) algorithms to reduce base errors
or by viewing individual reads as independent decoding trials when using DNA channel
error correction codes. Our analysis shows that utilizing MSA is an optimal choice only when
error rates are high or error models that represent nanopore sequencing are used. The second
demonstration of FrameD provides a case study in how a wet-lab experimental storage system
that stores DNA molecules adhered to soft dendritic colloids can be designed, verified, and
validated. When analyzing 102 experiments applied to this storage system, FrameD analysis
reports that per-base error rates of 0.1-0.2% are achieved. Compared to the baseline error rates
of Illumina NGS sequencing, this confirms that the experimental storage system’s processes do
not significantly impact the error rate of stored information. We also confirm that file deletion
operations incur significantly more lost encoded strands and lower read counts per strand
compared to access operations.

In the same theme of balancing read copies with synthesized error correction redundancy,
we observe that existing storage systems that use nanopore sequencing devices read out
orders of magnitude more molecular information than what is initially archived. This is due
to the employment of MSA algorithms to reduce the inherently high error rates of nanopore
sequencing basecalls. In response, we consider what information densities can be achieved
when we restrict the storage system to only allow 1 read per encoded strand. Under this
viewpoint, we consider three decoding algorithms that are designed to tolerate noise within
single reads. We find that HEDGES, a state of the art algorithm, applied to basecalls results in
byte error rates over 25%. To improve byte accuracy, we consider two algorithms that evaluate
probability information output from machine learning models instead of correcting basecalls.



The state of the art approach that leverages probabilities improves error rates to 2.25%, but can
only be evaluated over a two strand set due to its decode throughput of 183 seconds/strand
even when executing on GPU devices. In response, we develop a novel algorithm with lower
time and memory complexity that improves decoding throughput by a factor of 257x with
a small increase in byte error rate to 3.52% for the same encoded strands. Enabled by our
improved decoding throughput, we expand our dataset to include 17 strands which vary
encoding efficiency and strand lengths. By combining results obtained for each strand and
filtering the quality of reads passed to decoding, we estimate that the density of information
stored post-sequencing can reach 0.33 bits/base. This signals a 4x decrease in molecular
information stored during sequencing compared to state of the art multi-sequence alignment
dependent decoding approaches.
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CHAPTER

1

INTRODUCTION

The total information in the world is experiencing exponential growth with the projection that

we are entering an age where the world's entire collection of data is on the scale of 100's of

Zettabytes (80). Thus, alternative long term storage solutions with superior raw density to

that of disk and tape need to be developed. One promising technology that has emerged is

DNA due to its lifetime of over 100,000 years ( 30) and theoretical storage densities 7 orders

of magnitude larger than magnetic tape ( 12). However, costs related to writing and reading

DNA remain a barrier to its adoption. The cost of writing data in DNA is on the order of 10� 4

USD/bit ( 98), leading to the cost of a TB to be on the order of 109 USD. This is an unacceptable

cost for extreme scale data volumes, and is 6 orders of magnitude larger than a goal of a 10� 10

USD/bit target set by a road map meeting on technologies surrounding DNA storage ( 9).

Albeit less severe, the cost to read data is also expensive given that it is on the order of 100

USD per GB (29). Given these facts, aggressive optimization techniques are required across

the layers of DNA data storage, from improvements in cost effective chemical processes to

eliminating inef�ciencies in the architecture of DNA storage systems.

The prospect of using DNA for data storage has sparked advancements in synthesis

processes to reduce the write cost barrier by adopting more error-prone but cost effective

lithographic processing ( 5), amortizing reagents over more strands being synthesized in parallel

(65), and extending encoding to allow mixtures of symbols to represent a single encoding

symbol, increasing encoding density ( 18; 3). However, none of these synthesis techniques try

to leverage the properties of the underlying data to make data writing more cost effective.
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Furthermore, at the system level, current DNA storage work has mostly focused on encoding

information for reliable data readout using biological constraints and existing error correction

techniques (67; 24; 28), improving the lifetime of data stored in DNA ( 30), building micro�uidic

DNA storage devices (64), or providing basic functionalities such as random access to smaller

granularities of data in a large data set ( 11; 92). Although these works provide important

fundamental advancements to DNA storage, the question remains unanswered on how these

approaches impact the adoption of optimization techniques employed by storage systems

implemented with traditional mediums like tape or HDD. To build cost effective systems

from both a read and write standpoint, it is important to address both of these gaps to better

leverage properties inherent in data.

A primary optimization performed in computational and storage systems has been to

leverage redundancy to reduce the amount of physical resources for some amount of logical

work. With computation, redundant operations that produce the same values can be elimi-

nated to reduce compute time, such as in common-sub-expression elimination and constant

propagation ( 21; 41). In storage systems, redundancy manifests in two ways. One, stored

information is known to include redundancy generated from storage system backups ( 55; 59)

or duplicate data being an inherent property of a data set itself ( 39; 58; 113). This provides the

opportunity for system designers to make a decision on whether physical resources should be

expended to support multiple instances of the same set of information. On the other hand,

storage systems mayaddredundancy to some information in the form of error correction so

that the storage system can ensure that information is able to persist reliably in the face of

device failures (15; 73; 110). Reliability is a critical aspect of DNA storage systems so that

stored information can tolerate the high error rate devices that read DNA molecules (6-10%)

(29; 102), and the potential of DNA molecules being easily lost when transferring molecules

through their necessary reactions to retrieve information (17).

In this thesis, we consider how design decisions are in�uenced by all three phases of

redundancy. To broaden the impact of this question, we consider redundancy at various

points in a molecular storage system. Figure 1.1 enumerates each of the individual works that

understands the relationship of a component from the general architecture of a molecular

storage system and the redundancy available to it. 1 This work focuses speci�cally on the

synthesis process and observes that strands of information can be constructed from a standard

set of parts. By viewing the construction of a strand as a computation with a set of intermediate

values, we demonstrate how redundant sub-strand computations can be eliminated in order

to simplify the synthesis process. 2 This work then considers storing information in DNA at

the system level. Here, we examine three architectures in how molecules can be retrieved from

a molecular storage system based on three different viewpoints on how molecular storage

system address spaces can be composed and constrained. For each architecture we develop an

understanding on how a common storage system redundancy elimination technique, named
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Figure 1.1: Placement of contributions within the context of the architecture of a general
molecular storage system.

deduplication, interacts with the properties inherent in retrieving molecular information.

Exploration of reliability redundancy is approached from two directions. 3 Exploring DNA

storage system designs is an interdisciplinary endeavor that requires quickly developing

encoding designs that are robust to errors and implement the necessary recognition sites that

enable control molecules to manipulate a DNA archive. To this end, we develop a highly

scalable in silico simulation platform that can evaluate a wide range of encoding and decoding

architectures that are constructed from a library of components. With this tool, we demonstrate

an entirely in silico methodology to �nding optimal read and write cost points for a set

of decoders that each take a unique approach to utilizing molecular copy redundancy and

encoding redundancy. We also place our tool into practice by designing and validating key

characteristics an in-vitro storage system that meets robustness and cost design points. 4 Our

second approach to understanding the overhead necessary for reliability, we take a deeper

look into the sequencing and decoding process for nanopore sequencing devices that exhibit

high throughput scaling but also considerably higher error rates. We identify that the state

of the art approach to dealing with the high error rate of nanopore molecular read devices

is to rely on the abundance of molecular copies being read to attain reliability. In response,

we consider a storage system design that only allows 1 read copy per encoded strand. When

taking this view point, we study the accuracy in which bytes are retrieved for state of the art

algorithms and novel algorithms that are able to tolerate noise in a single molecule read.
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1.1 An Information Based Synthesis Process

This work's �rst thrust to leveraging redundancy in DNA storage systems is Data INspired

Oligo Synthesis (DINOS), which builds on top of two main observations to form an approach

to synthesis that leverages properties of information. The �rst observation is that DNA-based

storage systems have the freedom to select arbitrary sequences to represent information. This

provides the �exibility to allow sequence design to aid the process of synthesis. With the

observation that DNA is capable of self-assembling thanks to Watson-Crick pairings among

single strands of DNA, it has been shown that long linear assemblies can be constructed from

a set of DNA parts ( 2; 106; 109; 89; 72; 87; 86; 48; 103; 4). Thus, the customization of strand

design for data storage can be leveraged so that strands self-assemble messages of information.

Although DNA assembly is well studied, little if any work has been done on leveraging DNA

assembly speci�cally for creating data strands.

The second observation is that data contains a substantial amount of redundancy and

repetition. There is one level of repetition formed by the repeated use of the same symbols at

the bit or byte granularity. For example, only two DNA sequences are needed to represent a

binary code, and these two sequences can be assembled to form arbitrary binary messages.

Such an approach has the potential of decreasing synthesis costs greatly due to the fact that

creating many copies of a small set of DNA sequences can be considerably cheaper than

synthesizing many unique instances as is done in current synthesis techniques (98; 25). Such

an approach is also being explored by emerging DNA information storage companies such as

Catalog Technologies Inc. (83).

Data redundancy also occurs at larger granularity. Sequences of bits are often repeated

both within and across strands and �les. Rather than separately and repeatedly assembling

the same sequences of bits, we should consolidate redundant assemblies to streamline and

reduce the number of reactions and time required. With an appropriate representation of

strand assembly, we can identify redundant assemblies and consolidate them into a single

reaction, in much the same way that compiler algorithms identify redundant expressions and

eliminate them (45).

DINOS consists of three key parts that are co-designed to work together and offer several

tunable features that allow it to be optimized for lower or higher information density, longer

or shorter strands, or reduced assembly reactions. First, DINOS is built on top of a set of

primitive DNA blocks with properties that enable the assembly of arbitrary data strands. These

primitive blocks consist of two parts: a code word sequence and a special overhang sequence

on each end. Each symbol of information is represented by a code word, and assembly of

strands is enabled by the overhang regions. A unique aspect of our approach is how we

combine code words and overhangs. Rather than requiring all possible combinations we only

require jOj � 2k primitive blocks, where jOj is the number of overhangs and 2k is the number
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of unique code words 1. Our approach allows us to describe a range of systems that can be

constructed with varying numbers of primitive blocks by independently choosing the number

of code words or overhangs. We study a range of choices for k and jOj and explain their merits

and trade-offs.

The second part of DINOS is the hierarchical assembly algorithm. The hierarchical assembly

algorithm is conceived of as an n-ary tree data structure. Primitive blocks are arranged at the

leaves of the tree, and the tree's nodes represent reactions. Internal nodes represent reactions

that produce sub-strands using the results of children, and the root reaction provides the �nal

assembly of the target DNA strand. The assembly algorithm relies on Watson-Crick pairings

between primitive blocks in a reaction, and hence our algorithm ensures that primitive blocks

are chosen in such a way to encode the desired data and assemble in the proper order. The

depth and degree of the tree is determined by the number of overhangs, which is one of our

tunable design parameters. This allows for trade-offs between tall binary trees with relatively

more reactions versus shorter j(O � 1)j-ary trees with fewer reactions. Our assembly algorithm

when paired together with our primitive block design leads to storage densities up to 80%

better than a state-of-the-art gene assembly approach.

The third part of DINOS is the detection and elimination of reactions that produce

redundant data ( 107; 114; 45). The tree representation for assembly makes it possible to

identify nodes of the tree that produce the same information. Rather than producing them

many times, we can coalesce reactions to make assembly quicker and cost effective. We

perform both an ideal study and a practical implementation for exploiting this redundancy.

We show that a simple search over all sub-trees that produce the same data along with an

alignment algorithm to ensure they have matching overhangs can be effective in reducing

the number of reactions performed across a corpus of information. When evaluating our

redundancy elimination approaches we show that searching for all redundancy can reduce

reactions by 91% and 41.2% for decompressed and compressed data, respectively, when using

a system with 16 overhangs and 1 bit code words. We show that an alignment technique

can be used to further increase these reductions to 91.1% and 59%, for decompressed �les

and compressed �les respectively, for the same conditions. During our analysis of redundant

reactions on compressed and uncompressed data, we have found that there are records in

which synthesizing the decompressed version can reduce reactions by 60% compared to its

compressed version. This motivates the need for further work to understand how the inherent

entropy of information should be leveraged during the synthesis process.

We also studied the impact of the composition of the primitive block set from the three

perspectives of physical space, storage density, and cost. We �nd that larger overhang sets

more effectively decrease reaction count by performing more assemblies at once, while a larger

1We parameterize this term using 2k as a convenience for mapping back to k-bits of binary storage, but our
technique is not restricted to a power of two.
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number of code word symbols primarily increases storage density. However, cost of synthesis

is largely affected by both parameters, and in fact requires a careful balance of both in order to

minimize the cost associated with some �xed primitive set size. Our cost analysis also shows

that with current costs of de novosynthesis, a ligation implemented assembly approach that

leverages the ability to use primitive blocks many times after they are created with de novo

synthesis can be 5 orders of magnitude cheaper than using de novosynthesis for an entire set

of data, even if that data set is only 1 GB and the primitive block set is the minimum of 6

blocks.

1.2 Leveraging Deduplication for DNA Storage Systems

The second avenue this work explores is applying deduplication to a data set before it is

stored in DNA. When applied to a data set, deduplication is able to �nd many unique chunks

that repeat within and across �les, and such chunks are stored only once. However, to take

full advantage of deduplication, both the read and write behavior of the system need to be

optimized to ef�ciently organize and access these chunks. Such considerations have been

applied to tape and disk storage mediums. For example, an approach for increasing read

bandwidth is to decrease fragmentation of chunks through the selective duplication of certain

chunks (27; 40; 47). DNA storage systems have not yet been designed with deduplication in

mind since early prototype systems store just a few �les ( 11; 96; 68; 92; 67; 28; 24). As these

systems scale up to large capacities, it's critical to consider the implications of deduplication.

All recently proposed systems( 11; 96; 92; 50; 64) pack �les in a single DNA pool to best

leverage DNA's raw density, and each �le is addressed by a molecule called a primer. However,

primers are relatively scarce, on the order of just a few thousand, since they must be designed

to have favorable chemical properties and to achieve high speci�city for random access

(97; 67; 92). Since deduplication increases the number of unique units that need to be stored in

the system, this exacerbates the already limited address space. Furthermore, the small number

of primers also implies a large granularity of read access. For example, in a 2.5 TB data set

with an estimated 5000 primers, each primer will be associated with 500 MB of data. This is

much larger than the common 10 MB access reported for archival systems (1). Clearly, both

read and write strategies need to be studied and optimized to make deduplication ef�cient in

this medium.

To advance the architecture of DNA storage systems, we provide the �rst work that

considers data deduplication in the context of a DNA storage system that has both molecular

and pool addressing. Our approaches optimize for read and write ef�ciency while also

considering the architectural implications on system density. First, we consider a single pool

approach, typical of state-of-the-art approaches, for storing all data in a single pool and add

deduplication to it. We �nd that while this approach can fully leverage deduplication and
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reduce write costs by 32%, writing just 1.7 TB of the 2.5 TB data set, it reads 56x more data

than necessary on a 10 MB access.

To improve read costs while retaining the write ef�ciencies of deduplication, we propose

using multiple pools to store an archive. We consider two organizations that use multiple

pools. One that makes sure a �le's deduplicated chunks are completely contained in a single

pool, and one that allows a �le's deduplicated chunks to be placed in many pools. Despite

the conventional wisdom that multiple pool approaches are not competitive in density, we

�nd that the former can achieve a areal density that is 10x that of a next generation tape with

areal density of 0.278 Tbits/in 2 while reducing read costs to just 1.34x of a 10 MB access and

writing only 1.71 TB. This is a 41 � reduction in read costs and just a 0.7% increase in write

costs relative to our single pool system (38) with deduplication. Furthermore, the latter design

can increase the areal density of the system to over 20x that of tape with the amount of data

read being 1.9x that of a 10 MB access and with no loss in deduplication ratio. With these

results, we conclude that deduplication can be implemented for a DNA storage system while

also offering better areal densities than next generation tape.

1.3 A Scalable Infrastructure for DNA Storage System Design, Veri-

�cation, and Validation

Achieving cost effective storage systems that properly balance the redundancy provisioned

for reliability given certain error characteristics of an information channel requires a test bed

that provides head to head comparisons of encoding and decoding algorithms under the

same error model implementations. Since the early work of Church et al. (19) and Goldman

et al. (28) demonstrating the ability to store information in DNA strands using modern DNA

technology, there has been a signi�cant increase in the number of unique DNA storage systems

designed and put into practice experimentally ( 96; 11; 95; 50; 67; 68; 5; 18; 3; 96; 50; 67; 96;

30; 57; 28; 24; 18; 3; 5). While these works have developed a vast knowledge base on how

molecules may be accessed along with corresponding error patterns and failure modes for

different DNA processing techniques, the accompanying expansive space of implementations

that these works have produced has reached little if any consensus on how redundancy should

be utilized to enhance reliability. Compounding this issue is the lack of any infrastructure that

allows for reproducible comparisons of error correction algorithms based on a common set

of implementations. Nor is there any support for incorporating detailed error models that

describe chemical processes (112) and sequencing devices (32) used to retrieve information

from a DNA storage system. This support would allow the exact same implementations of

error correction methodologies to be evaluated over a range of possible system environments,

an important feature that allows for algorithms to be monitored during the quickly changing

landscape of DNA technologies.
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To address the growing need for tools to analyze and compare DNA storage systems, we

present FrameD, a software framework for designing, verifying, and validating DNA storage

system designs. FrameD is not a library of every conceivable error correction algorithm, instead,

it provides a fault-injection-based test bed in which DNA storage systems can be evaluated.

Constructing FrameD requires several considerations. One being FrameD's �exibility in terms

of what DNA storage systems can be represented. To address this issue, we use current

literature to inform the construction of a model that can be used as a basis in which a range

of DNA storage systems can be expressed. With this model, we are able to implement an

execution back-end that executes a set of encoding steps that adhere to the model's interfaces.

Thus, for an encoding to be used in FrameD, a user only needs to follow the interface

speci�cation. This execution model back-end also provides transparent support for necessary

bookkeeping steps like DNA strand indexing and dropout inference, allowing the user to

focus on the details of their algorithms.

Another issue that needs to be considered when simulating DNA storage systems is

computational scale issues that arise from several sources. One source is the size of the

possible parameter space of interest with regards to an encoding/decoding algorithm, as

exploring combinations of parameters can easily lead to exponential growth in the number of

experiments. Another source of computational scale arises from the necessity to perform fault

injection experiments 1000's of times to achieve narrow con�dence intervals on key outcomes

such as strand and �le decode rates. Compounding each source of computational overhead is

the scale of sequencing data that needs to be processed which can easily reach 10's to 100's

of millions of reads for a single sequencing run ( 29). To support scalability, FrameD utilizes

batch jobs to parallelize individual con�guration simulations and MPI to parallelize units

of work within those batch jobs like strand decoding and fault injection iterations. FrameD

implements the parallelization support transparently such that users do not need to manage

parallelization communication. Instead, the user just speci�es their con�gurations and the

computational resources to allocate to each level of parallelization.

Our demonstration of FrameD spans the evaluation of both in silico and in vitro DNA

storage systems. First, we utilize FrameD to produce a large scale in silico fault injection

study. The aim for the study is to understand the read and write density trade-off that occurs

when error correction algorithms rely on aligning multiple reads to resolve insertion and

deletion errors versus codes speci�cally designed to address such errors. In this study we take

three error correction designs that represent approaches taken in previous work, and evaluate

them across two error models that each represent error patterns that are expected in Illumina

NGS and nanopore sequencing devices. This study spans 240 total unique error correction

con�gurations, generating a total of 654 million fault-injected DNA strands. The results of this

study show that there is not a single optimal design point across all approaches and error

models. Instead, the optimal choice depends both on the error model and the desired balance
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between write and read costs.

For the in vitro evaluation of FrameD, we demonstrate how this framework can be employed

in the entire life cycle of an experimental DNA storage system from design to validation of its

operation. During the design process, we demonstrate how information obtained from FrameD

can be used to create a library of �les that are represented in DNA molecules while balancing

both the probability of success for the designs and their respective costs. Following our design

process, we show that FrameD provides scalability not only for fault injection analysis but also

for sequencing data analysis by generating statistics for each of the three library �les across

102 unique wet-lab experiments that manipulate the molecules storing information. Using

data collected for each of these experiments provides validation that chemical operations

designed to retrieve and destroy information in the storage system are successful, and that

the manipulation and storage of information molecules on soft dendritic colloids results in

per-base error rates in the range of 0.1-0.2% which is comparable to existing DNA storage

systems that utilize Illumina NGS sequencing devices.

1.4 Improving Single-Read Decoding Density and Performance for

Nanopore Sequencing

The second thrust of understanding reliability redundancy for molecular storage systems

explores the use of nanopore sequencing devices. Nanopore sequencing devices rely on

measuring current signal changes due to a DNA or RNA molecule passing through a protein

pore (29). While a strength of this technology is its ability to read long molecules larger than

kilo-base lengths, commercial nanopore sequencing had initially exhibited low accuracy (65%)

(102; 6) and low throughput of 2 Gb over 72 hours of run time( 29; 102). However, the landscape

of this sequencing paradigm has seen major advances in pore technology and basecalling

algorithms resulting in signi�cantly lower error rates (6-15%) ( 102; 104) and yields on the

order of 10 Tb over a 72 hour continuous run ( 102). Given these improvements in throughput,

nanopore sequencing devices are not just suitable for portable DNA storage systems (111),

but are an emerging option for large-scale molecular storage systems.

Besides just offering throughputs that are comparable to conventional NGS sequencing

devices than can sequence on the order of T-bases over 72h (29), we argue that the properties of

nanopore sequencing more closely align with the needs of a storage system via their long read

capabilities and the ability to process data in real time. Long reads allow DNA storage systems

to amortize the base pairs that are dedicated to allow for the manipulations via polymerase

chain reactions (67; 68; 96; 95) or in vitro Transcription (IVT) reactions ( 50) that are necessary

for random access, and the base pairs used for indexing that reorganize the information that

is obtained from a set of inherently unordered sequencing reads ( 34; 96; 67). Additionally,

dynamic real time analysis of electrical signals produced by nanopore devices have been
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demonstrated as a means to focus sequencing towards lower coverage target regions via

early ejection of a molecule from a pore (42). The analogous application of this technology in

DNA storage systems is ejecting redundant reads for a molecule that has already successfully

decoded and thus provides no additional information bene�t. Neither of these capabilities are

available in NGS sequencing paradigms which process short molecules (100-300 bp) in highly

parallel batches that complete all reads in lockstep.

While the properties of nanopore sequencing signal a more dynamic molecular storage

system, current DNA storage systems that employ nanopore sequencing limit themselves to

strategies that rely on assuming a large number of sequencing reads per encoded molecule.

In these works, redundant sequencing reads are typically clustered together to allow multi-

sequence alignment algorithms to deduce errors amongst reads and produce a consensus

sequence that yields a more manageable base error rate for error correction codes (51; 16;

67; 111; 79). Relying on large amounts of redundant reads places a number of limits on the

properties of a storage system. First, the density of information per base of each base that

is sequenced and stored, referred to in this work as read density, is drastically reduced via

large sequencing depth. Even in cases where the native write density is relatively high (1.33

bits/base), read density can be reduced to 0.079 bits/base if if the same encoding requires

at least 16.8x read redundancy ( 16). In the context of a storage system, this implies that

the computational infrastructure supporting the decoding process will require 16.8x more

storage overhead compared to storage used for storing the encoding of the same amount of

data. Additionally, a clustering and alignment analysis is traditionally a post-hoc analysis

when a sequencing run completes which inherently gives up on the potential for dynamic

decoding of the nanopore device. Based on this, we identify that relying on multiple reads for

decoding leads to information inef�ciencies and is a key barrier to unlocking the full potential

of nanopore sequencing for DNA storage systems.

The alternative approach to relying on redundant reads is to make the assumption that

exactly only 1 read for each encoded molecule. A convolutional code that we use as the

foundation of this work, named HEDGES, supports tolerating deletion and insertion errors

that are known to occur in the DNA channel by leveraging information only in a single read

(77). However, this code has only been evaluated against Illumina-based sequencing, which

have much lower error rates (0.1% (96; 67)) compared nanopore sequencing. Additionally,

convolutional decoding algorithms have two options for implementation. They can either take

a hard decisiondecoding approach that reasons about errors made in the basecall of a read, or

a soft decisiondecoding standpoint can be taken that instead uses the probabilities that a base

may occur in the message. The existing approach to decoding HEDGES takes thehard decision

standpoint, but Chandak et al. have shown that a soft-decisiondecoding technique applied

to a generic convolutional code used for nanopore reads can reach a superior read density

compared to contemporary redundant read designs (13).
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In this work we aim to answer several questions when making the assumption that each

encoded molecule receives at most 1 read. First, we want to understand how effective the

HEDGES hard decisiondecoding algorithm is when applied to basecalled nanopore sequencing

outputs. We then conduct an analysis to understand if there are certain error characteristics

inherent in nanopore basecalls that the baseline HEDGES algorithm is poorly equipped to

deal with. Following this analysis, we consider two algorithms as representative soft decision

decoders: a GPU implementation of the work of Chandak et al.(13), and a new novel algorithm

we present that is designed to improve memory and time complexity while maintaining

decoding accuracy. Both soft-decisionalgorithms leverage the connectionist temporal classi�ca-

tion (CTC) output that is commonly employed in the machine learning engine of nanopore

basecallers (31; 63; 71; 104). In our comparison of the three algorithms for nanopore decoding,

we consider three key metrics: byte error rate, read density, and decoding throughput. We

then consider how parameters can be tuned to optimize our novel decoding algorithm. This

includes changing lengths of molecules, tuning the HEDGES encoding rate, and �ltering the

quality of reads presented to the decoder.

In our analysis, we �nd that the HEDGES hard decisiondecoder decodes DNA basecalls

with an average byte error rate of 25.4% over 7 uniquely encoded molecules at an encoding

rate of 0.167. When projecting this byte error rate to a 1 TB system that is designed fail every

106 accesses, we �nd that this byte error rate cannot be supplemented by a Reed-Solomon

code to �nd a satisfying solution. In our analysis of reads that fail the HEDGES decoding

process, we �nd that burst errors of deletions, insertions, and substitution errors correlate with

increased probability of failure. For example, insertion, deletion, substitution bursts of length

6 are 3.3x, 1.32x, and 1.98x less likely to succeed decoding relative to isolated errors, and we

conclude that the baseline hard decodingalgorithm for HEDGES is not suitable for decoding

nanopore basecalls. Following this, we consider the soft decodingalgorithm of Chandak et al.

(13) and show that the byte error rate can be improved to 2.25% for the same reads of the same

HEDGES encoding. However, we are limited in our analysis to only two encoded strands due

to the low throughput of 183.17 seconds/read for this algorithm. By reducing the complexity

in the manner soft decisionsare made, our decoder achieves an average byte error rate of 3.52%

at a throughput of 0.713 seconds/read on the same reads. This 257x speedup enables oursoft

decisiondecoder to be scaled to all 7 encoded strands, reaching an overall average byte error

rate of 2.59% with a projected system density of 0.215 bits/base. By tuning the error correction

capabilities, strand length, and quality of reads used for decoding, we project that our soft

decisionHEDGES decoding algorithm can reach a system density of 0.33 bits/base.
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1.5 Contributions

Our synthesis approach, DINOS, makes several contributions. It is the �rst algorithmic

approach to DNA assembly for the purpose of constructing strings of information for a DNA

storage system. Our approach yields a �exible algorithm that can be tuned to manipulate the

starting set of strands and the starting set's composition. By tuning this set, we can achieve

the simplest set of strands possible (6 strands) that can assemble any string of information, or

we can create more complex initial sets of strands to reach different cost points or assembly

tree degrees to reduce the number of reactions required. DINOS also makes it clear that there

is potential redundancy in the assembly process, where different nodes assemble the same

information strings. Thus, our work provides the �rst analysis of redundancy elimination

during the process of DNA synthesis. Furthermore, our analysis considers the synergy between

primitive set construction and redundancy. This synergy becomes apparent when we show

that systems with the least amount of reactions are not necessarily those with the largest

primitive block set size, but those systems that have a balance between increasing the primitive

block set size and the amount of redundancy that the set allows. Building on this analysis,

we provide a novel algorithm that leverages the structure of the assembly tree to rotate the

overhangs on redundant information so that more redundancy can be leveraged.

Our work on DINOS also contributes density and cost analysis. Our density analysis

considers DINOS in the context of state of the art gene assembly algorithms and de novo

synthesis. Because state of the art gene assembly algorithms are not optimal in terms of

the number of overhang segments separating codewords, our approach provides a density

improvement. Furthermore, even though assembly algorithms use overhangs that do not

encode information, our analysis shows that assembly algorithms can lead to a denser encoding

(bits/base) since strands are longer and amortize overhead bases. Lastly, our cost analysis of

DINOS provides guidance for the composition of a primitive block set when optimizing for

synthesis cost per bit.

Our work on deduplication applied to DNA storage systems makes four main contributions:

1) It is the �rst to consider deduplication in the context of DNA storage systems. 2) We provide

three novel approaches and implementations for organizing a single data set in a DNA storage

system with deduplication. Namely, an approach that stores all data in 1 pool, and two

multiple pool approaches that leverage multiple pools to expand the address space and allow

for trade-offs in read costs, write costs, and density. 3) Our analysis indicates that single

pool systems are impractical due their large read costs. 4) Our analysis also shows that DNA

storage can exploit data deduplication in a practical manner by spreading data across multiple

pools, resulting in major improvements in read costs while sacri�cing little in write costs. Even

though multiple pools give up some density, they are still competitive with next generation

tape technologies.
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The work related to FrameD makes several contributions. We present the �rst complete

simulation platform for DNA storage systems that: 1) allows for new encoding and decoding

pipelines to be built from a library of existing implementations of encoding/decoding compo-

nents which provides the DNA storage community the opportunity to improve reproducibility

and make fair comparisons across proposed strategies,2) allows for easy integration and adop-

tion of error models that describe emerging sequencing and molecular manipulation processes,

3) allows for scalability of analysis through parallelization at multiple granularity levels such

as con�guration, fault injection iteration, and decoding individual reads, 4) allows for custom

statistic generation for users to be able to describe error rates and events that occur throughout

the decoding and encoding process, and 5) integrates sequencing analysis in the framework of

fault injection to allow the ability to use statistic collection developed for veri�cation in the

validation process. We also contribute a methodology that combines statistical fault injection

analysis with analytical analysis in order to derive write and read density costs which enables

the comparison of systems that manage error correction and read redundancy differently. We

release the FrameD infrastructure publicly at https://github.com/dna-storage/framed .

During our analysis of a single read approach for nanopore sequencing data retrieval

we make the following key contributions: 1) we provide the �rst analysis of the HEDGES

convolutional code applied to nanopore read basecalls for RNA and DNA molecules, 2)

we provide the �rst comparison on the same exact encoding and sequencing reads of soft

versus harddecision convolutional decoding for the HEDGES code and show that soft decision

decoding can improve error rates by an order of magnitude, 3) we develop a novel algorithm

accelerated by GPU devices in order to reduce the time and memory complexity of a current

state of the art soft decisionnanopore decoding algorithm, 4) our benchmarking analysis shows

that throughput for our novel algorithm is over two orders of magnitude larger than that of

the state of the art, 5) we explore the parameters of the HEDGES algorithm to �nd optimal

design points when considering the inherent reliability capabilities of the code, the length of

molecule that carries information, and the quality of the read provided to the decoder, 6) we

demonstrate the usage of available open source nanopore electrical signal simulators for the

evaluation of CTC decoding algorithms and show that these state of the art simulators do not

allow for accurate conclusions to be made about decoder byte error rates.

1.6 Organization of This Thesis

This thesis is organized as follows. Chapter 2 provides background related to DNA storage

systems, covering fundamentals needed to understand how digital information is stored in

DNA, and the basic concepts associated with the technology needed to support DNA storage.

Chapter 3 presents our data-centric synthesis approach. Section 3.2 provides more relevant

background for our synthesis approach, including background on codeword based encoding
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along with our assembly model used. Section 3.3 describes the key parts of DINOS in detail

as well as proofs of correctness. Next, Section 3.4 describes how to exploit redundancy in data

during assembly to further reduce reactions, and Section 3.5 evaluates DINOS over a number

of con�gurations. We then discuss practical considerations in Section 3.6 when implementing

DINOS in a wet lab. Finally, we frame our work in the context of existing DNA assembly work

and redundancy reduction techniques in Section 3.7, and Section 3.8 concludes DINOS.

After DINOS, in Chapter 4 we present our analysis of deduplication in the context of DNA

storage systems. Section 4.1 presents background speci�c to deduplication. Section 4.2 presents

the three main organizations we propose for supporting deduplication in DNA. Section 4.3

presents implementation details and algorithms used to realize a chunk-store �le system

in DNA, and Sections 4.4 and 4.5 present our methodology and analysis. We conclude our

deduplication work with Section 4.6.

Following the analysis of deduplication, Chapter 5 presents the simulation infrastructure

FrameD. Section 5.2 presents the motivation for our simulation platform based on previous

DNA storage system designs. Section 5.3 explains the model that we assume for building our

infrastructure and discusses how encoding and decoding pipelines are constructed from a

library of parts and how fault models are integrated into scalable fault injection experiments.

Following this, in Section 5.4 we discuss how designs can be chosen with FrameD, and we

present our results of comparing 3 different encoding and decoding pipelines. Section 5.5

presents the application of FrameD to an experimental DNA storage system and how statistics

can be generated to validate storage system operations, and Section 5.6 concludes.

Chapter 6 presents our analysis of a 1 read per strand approach to decoding nanopore

sequencing reads. Section 6.3 provides background necessary for understanding the baseline

decoding algorithms used for nanopore reads and the assumptions that we make when

calculating densities based on measured decoder byte error rates. Following this, Section 6.4

discusses alternative algorithms that decode information related to the probability of bases

rather than decoding reads provided directly from basecaller software, and we provide an

overview of how we implement these algorithms on GPU devices in order to leverage their

inherent parallelism. Section 6.5 analyzes three nanopore decoding algorithms and provides

byte error rates, time benchmarking, parameter exploration, and comparative analysis between

the three decoders. Section 6.6 puts the results that are observed for our novel algorithm into

the context of the large scale storage systems in order to identify the major hurdles in adopting

our proposed approach in practice. Section 6.7 concludes.

Chapter 7 provides a summary of the key results that were developed for each work of

this thesis. We provide supplementary information for DINOS in Appendix A. Supplementary

information for FrameD can be found in Appendix B, and supplementary information for our

nanopore decoding analysis can be found in Appendix C.
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CHAPTER

2

BACKGROUND

DNA is an emerging technology for data storage, and compared to traditional storage mediums

like tape and disk, the techniques used to read, write, and store information in DNA are

different. The fundamental difference is that DNA data storage relies on applications of

biochemical protocols to manipulate a large amount of unordered data. Therefore, it is

necessary to understand how these protocols behave when writing and reading data stored

in DNA such that cost effective storage systems can be designed. This section provides a

general overview of the basic technology and biochemical protocols used when implementing

contemporary DNA storage systems. This background aims to set the foundation needed for

evaluating DNA storage systems so that data organizations and processes can be quanti�ed

and optimized.

2.1 Canonical DNA Storage System

We begin with the general data �ow in a canonical DNA storage system as shown in Figure 2.1.

In this model, we do not prescribe any speci�c meaning for the data, and thus refer to arbitrary

units of information that will be created and read as blocks. For creating data (bottom right

of Figure 2.1), the data begins in its digital form provided by some source of information.

This digital information is converted into biological information through a process known

as encoding. More speci�cally, this biological information is the speci�cation of which DNA

molecules should be stored for archiving the information. This speci�cation is converted into
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actual DNA material in the synthesis step. The resulting molecules are prepared for storage

before �nally being placed in a location within the DNA archive, called a pool . In this work,

we de�ne a pool as the basic archive unit which collects together a set of DNA molecules.

Figure 2.1: Major components typically employed to implement the �ow of information
through a DNA storage system. Strings of letters represent DNA sequences, and strings of
binary digits represent the corresponding digital information.

Reading information from a DNA archive starts by locating that information as indicated

by the address mapping step. This process determines, based on the desired block, two types

of addresses. One type of address is apool address, an address that locates an individual

pool in the archive. Another type of address is a molecular address, which is an address that

is used to separate desired DNA strands from undesired ones at the molecular level. Once

the desired data is separated from the rest of the data in a pool, sequencingconverts the

DNA molecules into signals that can be measured so that the DNA material can be processed

digitally. This digital DNA information is �nally converted into its digital representation by

reversing the encoding process with its corresponding decoder. With the general components

of a DNA storage system introduced, we look at each in more depth to understand their

deeper implications in storage system design.

2.1.1 Encoding and Synthesis

Encoding is the �rst step of storing any information in a DNA storage system. This process

can be generally thought of as a mapping between a string of binary digits and a string over
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an alphabet of 4 letters, f A, G, C, Tg. Each letter, known as a base, represents a basic molecule

that can be used to construct a larger DNA molecule. The most naive method would be to

do a direct conversion of base-2 to a base-4 number, where each digit in the base-4 system is

represented by a base molecule. However, physical constraints need to be met to ensure the

DNA strands do not present dif�culty in reading or writing ( 11; 50; 92; 34; 24; 28; 67). Some

common constraints are: no back-to-back repeats of bases in a strand (AA,CC, etc.) since this

reduces sequencing quality (11; 24; 28; 29), ensuring that the payload is distinct from primer

regions (92), and making sure each strand has a consistent and certain GC balance to ensure

uniform melting temperatures (24).

After encoding some information into a string of nucleotides, the encoding nucleotides

are bundled into units called strands before synthesis. Synthesis is the "writing" process that

chemically builds each strand in the data set. State of the art synthesis techniques widely

employed by DNA storage systems manufacture strands sequentially by adding 1 base after

another (5; 65; 11; 67). Because 1 base is added in succession, this approach is known asde

novo synthesis. However, each base can be added with just 99.5% ef�ciency, limiting strands

in length to under 200 bases (9). Because of limited length, and the fact that DNA molecules

are unorganized relative to each other, an index region is reserved for each strand as shown in

Figure 2.2 (34; 67). This index allows for the data stored in the payloadregion to be reorganized

into its proper position for decoding.

Currently, synthesis makes up a bulk of the costs of writing information in DNA. To put

this in perspective, current commercial rates provide synthesis at a rate of 4.4� 10� 4 USD/base

(98). This translates to 1.7billion USD for 1 TB of data, using a basic base-4 encoding discussed

previously. In general, when assessing the cost of synthesizing some amount of data, we can

assume that it is proportional to the number of unique strands that can be encoded. This is

because synthesis is a chemical process, and each unique strand will require some amount of

reagents to produce an acceptable yield. Thus, it suf�ces to compare the amount of data that

needs to be written for two organization techniques when comparing their synthesis costs.

Figure 2.2: Layout of data inside an individual DNA molecule.
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2.1.2 Archiving DNA

Pooling DNA

After synthesizing data, the DNA is stored in the archive. When archiving DNA, molecules

of several blocks of information are stored together in a unit known as a pool . A pool is an

important concept because it serves as the basic collection of DNA that can be transferred and

processed molecularly. Thus, a single pool will have an address itself in the archive, known as

the pool address. Furthermore, a pool provides the encapsulation for the molecular address

space. That is, molecular addresses within a pool are unique, while molecular addresses across

pools can be reused.

A pool can be stored in the archive in either a hydrated or dehydrated state. Each approach

has its advantages and disadvantages. For example, storing DNA in an already hydrated state

allows the DNA to be readily manipulated to begin the data retrieval process. However, the

stability of DNA can be improved by storing DNA in less malleable states like frozen solutions,

dehydrated states, and dehydrated encapsulated states. Storing DNA in an encapsulated state

has been shown to allow data to be accessed on the order of 1000's of years later, while storing

in hydrated aqueous solutions may be only viable for 2-10 years ( 30; 57). Thus, for long term

storage where access is infrequent, encapsulation may provide the most robust solution. On

the other hand, DNA storage systems with more frequent accesses may be best with pools

stored in a simple dehydrated or aqueous state. Given such assumptions, these approaches

likely have logical pairings with data organizations that have similar emphasis in terms of

read optimizations.

Addressing Pools

In any form that DNA is stored, methods for addressing and retrieving pools from an archive

are required. For DNA stored in a hydrated form, this may be as simple as using automated

liquid handling to take a sample of a pool from a standard well plate used to store liquids

(8; 66). For dehydrated DNA storage, a micro�uidic device that can simultaneously rehydrate

multiple target pools on a cartridge amongst a grid of pools has been demonstrated to

successfully retrieve data from dehydrated pools containing 1 TB of data (64).

Generally, with any device being used to access a pool from the archive, the set of pools

that can be chosen from simultaneously is limited. For example, automated liquid handling

tools like Echo liquid handlers can transfer liquid between plates that have 384 pools ( 8).

Similarly, the previously mentioned micro�uidic device for dehydrated pools is limited to 50

addressable pools per cartridge (64). Thus, a hierarchy of addresses is constructed in a DNA

storage system, as shown in Figure 2.3.In this hierarchy, a cartridge is �rst chosen and loaded

into a device which will then locate a pool on the cartridge. With the addressing of a pool

de�ned, we can now move onto the next level of addressing in the hierarchy which is at the
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molecular level.

Figure 2.3: Hierarchy of addresses in a DNA storage systems, starting from pool addressing
(blue region), and ending with molecular addressing (green region). For molecular addressing,
only the unique primer regions ( PrimerL) are shown for strands in the pool.

Addressing Molecules

Addressing at the molecular level aims to separate the molecules that represent some desired

information from the rest of the information in the pool. Figure 2.3 shows an example of this

molecular addressing is implemented. At a high level, molecular addressing is achieved by

placing a small DNA sequence into the pool. This small sequence matches a sub-string, known

as aprimer region, in each of the desired strands. Primer regionsare placed at the end of the

strand as shown in Figure 2.2. Typically, the primer region on the right side of the strand

(PrimerR) can be common across all strands in a pool, while PrimerL is unique for each block

of data. With these small strands interacting with the primer regions, and in the presence of an

enzyme, a chemical reaction takes place in which the desired strands are copied. The result is

a pool with an overwhelming amount of the strands that represent the accessed data. Because

the desired molecules now overwhelm others, sequencing a sample from this new pool will

mostly yield data on the molecules that encode the desired data. This effectively separates the

desired data from the rest of the pool. This process is known as Polymerase Chain Reaction

(PCR), and is a deeply studied approach to providing molecular addressing (67; 68; 92; 11).

The processes to implement molecular addressing, like PCR, are highly parallel. That is,

all strands in the pool interact with the primers injected into the pool simultaneously. Thus,

molecular addressing is typically abstracted as a random access operation. This is opposed

storage mediums such as tape or HDD, where seeking and rotation latencies are involved in

order to reach a point of desired data in the medium. This property indicates that molecular

addressing can be a powerful tool in the design of DNA archives such that vast amounts of

data can be separated in a time ef�cient manner.

Molecular addressing has been shown to be highly effective, even in scenarios in which
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the background data is on the order of terabytes ( 68). There are, however, constraints and

implications of molecular addresses that impact DNA archives. From a storage system design

perspective, the most important constraint is that the number of unique primer regions that

can be used is limited. This is because if two primer regionshave signi�cant overlap, and they

are meant to access mutually exclusive data, then random access for either will yield both of

their data. To avoid this issue, designs of primer regions typically ensure that these regions

have some mutual hamming distance between them ( 97; 67). For perspective on how this

impacts the space of addresses, assuming that primer regions are 20 base pairs long, and

assuming a Hamming distance of 10, the Hamming bound shows that the number of viable

primers are reduced from 1012 to at most 107. Further constricting the space are the constraints

of GC-balance, melting temperature, and secondary structures (97; 92). This further limits the

primer space to just on the order of 103, and shows that molecular addresses are a precious

resource that must be used judiciously in a DNA archive.

As a �nal, and important point on molecular addressing, it is possible to batch a set of

random accesses to the same pool. This is called multiplexed accessing, and can be a viable

method for parallelizing multiple accesses at the same time ( 67). An example of parallelizing

accesses is shown in Figure 2.1, where a read request accesses three individual blocks of

information: B0, B1, B2. Because all blocks are pooled in pool A1, they can all be molecularly

addressed at the same time, shown by the three primers P0, P1, P2 being input to the reaction

chamber simultaneously. Because each primer is designed to be pair-wise orthogonal, each of

these primers will each separate out their assigned data. Because multiplexing can process

multiple molecular addresses within a single pool, it has the potential to provide ef�cient

support for DNA �le systems that are heavily built on references, such as deduplication.

Implications of Accessing DNA Archives

Besides just being able to access information in a DNA archive, it is important to also consider

how repeated accesses impact the integrity of the archive's data. As shown in Figure 2.3,

random access changes the distribution of strands in the pool such that the accessed strands

are most abundant. This means that applying random access directly to the pool stored in

the archive is likely to make accessing other data dif�cult in the future. Furthermore, the

process of sequencing DNA makes it dif�cult to recycle the sequenced DNA back to the

archive, effectively destroying the data. There are several approaches to take to work around

this issue. One method is that the original pool could be sampled from before molecular

addressing, clearly making a pool reusable a �nite number of times since each sample from

the original pool should yield on average at least one of each desired strand. Other approaches

that attempt to increase pool read lifetime use magnetic beads that are functionalized to

recognize and separate desired molecules (50). The separated molecules can then be copied

and sequenced before returning the original strands back to the archive ( 50). However, these
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separation approaches also show considerable disturbance of data stored in the system.

Being able to read or write a storage medium only a �nite number of times is not unique to

DNA, devices such as NAND �ash also exhibit wear over time when writing data continuously

to the same memory cells. However, for DNA, since data is pooled together in an unorganized

manner, not only is the target data exposed to disturbance from an access, but all of the data in

the pool is as well. For example, assuming uniform distribution of strands in a pool, sampling

a pool of DNA to ensure at least some number of copies of each desired strand are present

in the sample before molecular addressing also ensures that the same number of copies are

sampled from any strand in the pool. To this point, when we assess the endurance cost of an

organization of data, we measure how much data is disturbed in total per access as this is

going to be the main factor in�uencing the cost of re-writing a pool after it has reached its end

of life.

2.1.3 Sequencing

With a desired set of data accessed from the archive, the �nal step in converting the information

from DNA material to the digital domain is sequencing. Generally, sequencing generates a

signal, be it electrical, chemical, or optically, that conveys which bases make up each strand

in the sample. Two examples of commonly used sequencing platforms used for DNA data

storage are shown in Figure 2.4 (67; 92; 51; 93; 111; 11). On the left hand side is a nanopore

sequencing platform. In this approach strands of DNA are fed through a pore in a membrane

while a voltage potential is applied across the pore. As the DNA traverses the pore, it causes

changes in ionic current through the pore depending on which types of bases are surrounding

the pore. This current change is then used to base-call the sequence for decoding. The right

side of Figure 2.4 shows a sequencing approach known as sequencing by synthesis. Per its

name, this approach reads data by effectively re-synthesizing the data. For this to occur, a

template strand is needed, which will be those input to sequencing. The templates are af�xed

to a substrate, and in cycles, free special �uorescence-tagged bases bind to the template. After

binding, the �uorescence is captured through an image, and a new cycle begins.

Different types of sequencing technology have different impacts on a how a DNA storage

system will be designed. For example, biological nanopore sequencing has an error rate on

the order of 10%while sequencing by synthesis error rates are on the order of 0.1%(29). Thus,

more redundancy is inevitably required in the system to offset this error rate for nanopore

based systems, increasing the cost of the system (67). Because long strands are more error

prone, error rates for nanopore systems will likely be even higher since nanopore is more

ef�cient when using strands with lengths on the order of kilobases ( 51), while sequencing

by synthesis is best suited for strands of 100s of bases (94). These technologies also differ

in their read throughput, with nanopore having higher potential throughput. For example,

nanopore can achieve up to 106 bases per second with a single �owcell ( 102), while sequencing
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Figure 2.4: Comparison of two sequencing technologies routinely used in DNA data storage
systems. Left: nanopore sequencing that reads current changes as DNA passes through a
pore. Right: Illumina sequencing by synthesis that re-synthesizes some template strand with
modi�ed �uorescence bases.

by synthesis achieves just 105 bases per second (29).

While the two sequencing technologies do have their differences in how they impact

storage system design, with respect to error correction and throughput, the cost of reading

data for both scales with the total number of bases being read. This cost scaling occurs for

sequencing by synthesis because the more data that needs to be read, the more reagents related

to reading and prepping the sample will be needed. While nanopore also shares preparation

costs, nanopores degrade over time in proportion to the amount of bases they sequence. Read

costs scaling with the amount of data read implies that the cost comparison of different

addressing organizations for data can be achieved by simply comparing the data processed

for a given access. Indeed, considering read costs for DNA storage systems is important, as

reading 1 GB of data can cost on the order of 102 USD (29).
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CHAPTER

3

DINOS: DATA INSPIRED OLIGO

SYNTHESIS FOR DNA DATA

STORAGE

3.1 Introduction

In Section 2.1.1 we introduced that de novosynthesis is a common approach to synthesizing

data for DNA storage systems. However, synthesis costs have severely lagged behind read costs,

with a cost gap of 7 orders of magnitude ( 9). For de novosynthesis approaches, responding

to this gap is done by scaling the number of DNA strands that can be grown simultaneously

on the same platform (65). This decreases costs by amortizing reagents across more strands,

and is anticipated to provide a 3 order of magnitude increase in strand growth density ( 65).

Though, simply scaling de novosynthesis does not leverage any properties related to data.

To help address the costs of synthesis, we propose an approach that leverages the fact that

data can be broken down into a �nite set of repeating codewords. Then, by just synthesizing

these codewords, we can use them as building blocks to build general messages of data. Figure

3.1 provides a comparison between our proposed approach and that of a de novosynthesis

approach. De novosynthesis takes each encoding DNA strand, and places it at a loci on a

synthesis platform. At each loci, the required bases are added one at a time until the complete

strand is produced. It should be noted that at each loci, not just 1 copy of each strand is
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synthesized, but many copies are synthesized. This is to ensure enough yield such that there

are enough correctly synthesized strands in the result that can be easily post-processed (67).

Figure 3.1: Comparison of an assembly synthesis �ow for constructing the encoding strands
of a digital information source against a synthesis �ow that relies completely on large feature
scalede novosynthesis. Both systems usede novosynthesis, but in different ways. Large feature
scale synthesis relies on decreasing synthesis costs by sacri�cing strand copy yield for the
number of unique strands generated per synthesis run. Assembly synthesis leverages the
large copy scale afforded by low feature scale de novosynthesis to attain a per code word
instantiating cost that is several orders of magnitude smaller.

As previously mentioned, the mechanism that has been used to scale down de novo

synthesis costs has been to scale the platform in which the oligos are built. For example, Twist

Bioscience utilizes a silicon substrate technology to allow for up to 700k unique oligos to be

built on a single chip with a cost of 4.4� 10� 4 USD/base (98). Also, Nguyen et al.have pushed

state of the art synthesis platforms to be 3 orders of magnitude denser. However, this scaling

will come with a reduction in yield for some �xed amount of input reagents. The category of

de novosynthesis that aims to scale the number of unique strands per substrate is known as

array-based synthesis. Conversely, column-based synthesis is a de novoapproach focuses on

higher quality strands at a lower unique-strand scale ( 37). Because column synthesis generates

unique strands on a much lower unique feature scale, 96/384 well plates, yields can be a lot

higher. For example, yields can reach up to 1016 strands. Though, this synthesis has higher

cost per unique base feature of 0.29 USD/base (25).

On the right side of Figure 3.1 we have the general �ow of an assembly-based synthesis

process. Here, a strand of data to be synthesized is broken down into 5 codeword regions,
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where 4 are unique. We can now just synthesize this small set of codewords and assemble

them using ligation chemistries that use a ligase enzyme to fully connect the backbone of the

overhang with the backbone of the neighboring strand ( 87; 48; 75). From this, we recognize that

we really do not need many unique features for such a small set of codewords. Furthermore,

column-based synthesis is in fact more cost effective than array-based synthesis if many copies

of a single feature are desired. For example, array-based synthesis provides108 copies, while

column synthesis can provide copy scales of 1016 (98; 25). Using the previously mentioned

costs for eachde novosynthesis approach, this leads to column based synthesis being 5 orders

of magnitude cheaper to instantiate some codeword at any number of copies. Thus, if column

synthesis is paired with codeword assembly to form longer strands with meaningful amounts

of data, data synthesis costs can be greatly improved immediately.

3.2 Background

3.2.1 Encoding a File as a Collection of DNA Strands

Information in conventional electronic storage media is usually stored as ordered sequence

of binary digits, namely {0,1} 1. We de�ne the bits for a �le F to be the ordered set FB =

f b0, b1, . . .bz� 1g where z is the length of the record in bits. Due to the high error rates

constructing long strands using current synthesis technologies, we cannot make a single DNA

strand long enough to hold a large �le. FB is divided into chunks of length n0 bits that are

feasible to synthesize. The length n0 can be chosen arbitrarily, even if n0 does not divide z

evenly, and the last strand can be padded with extra bits if �xed length payloads are needed.

Now �le F is a set of chunks FC = f C0, C1, . . .Cdz/ n0e� 2, Cdz/ n0e� 1g. Each chunk will eventually

become a DNA strand.

An important consideration in the design of these chunks is the method by which chunks

are reassembled into a complete �le after sequencing and decoding, since the process of synthe-

sis and sequencing does not preserve order. There are a variety of approaches that are possible.

The most prevalent and densest approach adds additional bits to each strand to represent the

index of the chunk within the �le ( 34). The index of each strand, i, represents its order in the

�le, and it can be represented with a �xed number of bits, f a0, . . . , alog2(dz/ ne)� 1g. Hence, all

chunks Ci 2 FC can be represented as follows,Ci = f a0, . . . , alog2(dz/ n0e)� 1, bi �n0, . . .bn0�( i+ 1)� 1g.

Note, the placement of the index vector, a, can be anywhere in the strand as long as the decoder

knows where to �nd it during decoding. It is trivial to re-assemble the correct ordering of all

bits in FB by placing all chunks in order according to their index.

It is also common to add error correction bits to a chunk or to append or insert additional

chunks into a �le that contain error correction codes for detecting and correcting errors. Such

1Storage media can alternatively be seen as an arbitrary sequence of symbols (e.g. bytes) over a �xed alphabet
(e.g. bytes have 28 possible values), but it is more convenient for us to describe or approaches in terms of bits.
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approaches may further increase the size of each chunk or the number of chunks that are

ultimately synthesized into DNA (67; 30; 11).

From here on, we will not distinguish indexing bits and error correction bits from the

data payload bits, and we will only consider a chunk as an arbitrary sequence of bits,

C = f c0, c1, . . . , cn� 1g, and each chunk hasn ordered bits. With each chunk partitioned, they

can be encoded as a strand of DNA through an encoding function EC : C ! S that represents

binary information on the DNA nucleotide alphabet S = f A, G, C, Tg, where C is the set of all

possible chunks and S � SL is the set of all strands of length L base pairs that represent each

chunk, and we use SL to denote all possible length L strands on the 4 base DNA nucleotide

alphabet.

We assume that the encoding process EC adopts a code word based approach in its

construction of each DNA strand Si 2 S . That is, the encoder maintains a set of code words

C � St , where each code word is a t-nucleotide DNA-string. For each of the code words

EC maintains a bijective mapping function f : C $ f 0, 1gk that maps each code word

uniquely to a k-bit symbol such that all k-bit strings have a corresponding code word. This

mapping is also known as a codebook. Using the codebook, the encoder EC creates each

Figure 3.2: Example �ow of information for a code word based encoding process. Note, the
code words of the DNA-Binary Digit Codebook are for only demonstration purposes. Not
shown, but for random access, additional sub-sequences of 20 nucleotides are pre-pended and
appended to the �nal concatenation of code words.
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strand Si 2 S by dividing each corresponding chunk into a string of k-bit symbols de�ned as

Z = f s0, s1, . . . , sdn/ ke� 1g j s0, s1, � � � 2 f 0, 1gk. Through a lookup operation in the codebook,

each of the symbols si 2 Z is assigned its corresponding code word from C. With each

symbol assigned its code word, all code words can be concatenated to create the �nal strand

Si 2 S . A small example that shows the encoding process from chunks to symbols and

DNA codewords is given in Figure 3.2. Constructions of the code word set customarily avoid

problematic secondary structures such as long homopolymers that reduce sequencing accuracy

and sequences used for addressing mechanisms (11; 67; 92; 30; 24; 28).

After encoding all of the strands associated with a single �le, they are bookended by a pair

of 20 nucleotide DNA sequences known as primersthat are common across all strands in the

same �le. These primers act as addressing mechanisms which allow biochemical processes

to implement random access in the sense that all strands pertaining to a certain �le can be

separated from the strands encoding other �les (11; 92; 67; 96; 50).

3.2.2 Assembly Model

In a computational sense, assembly of DNA fragments for the purposes of gene assembly or

assembling long DNA strings for data storage can be thought of as a concatenation operation

that joins together input DNA strings in a speci�ed order. The order is speci�ed in the bio-

chemical process by overlapping regions across sub-sequences that are Watson-Crick pairs. An

example illustration of how Watson-Crick pairs drive the assembly order of DNA strands is

shown in Figure 3.3. In this example, the DNA structure consists of three distinct regions as

indicated by three unique colors on each initial fragment. The inner black double strand region

represents either a sub-sequence that may have been assembled in a previous reaction or a

primitive DNA code word representing some symbol of k-bits as described in the previous

section. On each side of the double strand are single-stranded regions, denoted asoi , which

drive the ordering of assembly. Each single strand region oi , known hereafter as overhangs,

will join with its Watson-Crick complement overlapping region of the same color notated as

oi . This process, known as hybridization, ultimately creates a double strand of DNA. After all

complementary overhangs join, the complete �nal assembly is constructed. This �nal assembly

will have two overhangs itself such that it can be used as sub-assembly in a subsequent

reaction. Note, that since the black region is double stranded it is blocked from participating in

any hybridization, and thus the single stranded overhangs are the sole determiner of ordering.

We refer to a set of all possible overlapping regions that can be used in the process of assembly

as O and the cardinality of the set as jOj .

Because overhangs dictate the ordering of fragments within a strand, repeating an overhang

sequence within a reaction will result in an ambiguous ordering amongst fragments and create

undesired product. It follows that there is a limit on the length of a strand that can be

assembled in a single pot. To construct strands of arbitrary length, hierarchical approaches
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Figure 3.3: Single pot assembly of DNA fragments. An initial set of fragments are mixed into
a single pot reaction which assembles the strands in an order dictated by the overhangs at
the end of each fragment, e.g. the �rst fragment in the assembly has overhangs o0 and o1 (o1

indicates the complementary sequence of O1)

have been developed to use multiple separate intermediate reactions whose outputs are

combined to create longer strands (48; 87; 86). When designing sets of overhangs, they must

be different enough to ensure that there is no non-speci�c hybridization. If this occurs, like

the case of repeating an overhang, there will be an ambiguous ordering of information. It has

been shown in (75) that overhang sets can be constructed such that non-speci�c hybridization

is negligible. Hence, we do not consider effects of non-speci�c hybridization in our models,

but they are an important consideration in the design of such a system.

To this point, we have described a general model which just uses hybridization to con-

catenate smaller strings together to generate a longer output. In a biological context, one last

step is needed to permanently join the fragments together to create one single long linear

DNA strand. This can be implemented by designing the overlapping sequences to be 4-base

sequences that facilitate ligation reactions using a ligase enzyme as is done in Golden Gate

Assembly approaches (75; 48; 86; 87), or by designing longer overhang sequences so that they

can be used as start points for polymerase chain reaction (PCR) as is done in CPEC (78).

However, in all of these approaches, the hybridization of overlapping Watson-Crick sequences

is all that is needed to understand the outcome of an assembly. So, we will not cover all of the

implementing biological concepts here and we direct the reader to the referenced material.

3.3 Data INspired Oligo Synthesis for DNA Data Storage

3.3.1 Overview

Figure 3.4 gives an illustration of the simplest DINOS con�guration using a binary code and 3

overhangs. As in Section 3.2.2, we assume that assembly is governed solely by hybridization

determined by exactly matching Watson-Crick pairs. With only 3 overhangs, we can at most

assemble two oligos at a time to ensure that there is no ambiguity of assembly from repeated

overhangs. We refer to such reactions that have no ambiguity in how overhangs should
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assemble aswell formedreactions. Two overhangs are reserved for connecting with adjacent

reactions, and one is reserved to connect the oligos together. Hence, we form a binary assembly

tree, wherein each reaction takes two oligos and produces a single product. We convert a chunk

of 8 bits into a data strand by assembling eight 1-bit code words. Let o denote a complementary

sequence too. Starting from the �rst code word, we assign overhangs to each end of the code

word in a cyclic manner, ensuring that the overhang between two adjacent code words are

complementary. For example, the �rst code word will have left and right overhangs o0 and o1

respectively, and the second code word will have left and right overhangs o1 and o2. When the

last overhang, o2, appears as the left overhang at the third code word, the right side wraps

around back to o0.

Our arrangement of overhangs has an important key property, namely it ensures that the

entire assembly tree is well formed. Not only are the �rst set of reactions trivially well formed

due to the cyclic assignment of overhangs, but all reactions above them are also well formed.

The cyclic arrangement of overhangs ensures that the proper permutation of overhangs is used

each reaction such that an overhang is never repeated after grouping two reactions for the next

layer of the tree. Furthermore, since each reaction will inherit the left and right overhangs of

their left and rightmost children respectively, the overhang assignment ensures every adjacent

Figure 3.4: An 8 bit chunk C = 10101001is broken into a set of 1 bit symbols Z =
f 1, 0, 1, 0, 1, 0, 0, 1g. Each symbol is converted into a DNA code word that is double-stranded
(ds), and each code word is assigned single-stranded (ss) overhangs at each end. This ss-ds-ss
DNA structure is a primitive block. Overhangs are assigned in a cyclic manner that ensures
each code word can be connected with adjacent ones. Code words form groups of 2 from left
to right to create the �rst layer of reactions in the tree. The grouping process continues until
the entire 8 bit assembly is achieved.
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reaction will have proper overhangs that can join their products together.

In this system, we only need 6 basic DNA structures to assemble strands that represent

arbitrarily long permutations of symbols. We refer to these basic structures as primitive blocks.

There are only 3 ways that overhangs can be paired, and we need all combinations of code

words and these 3 pairs, resulting in 6. For this case, the number of primitive blocks needed

is equal to the product of the number of code words and number of overhangs. Next, we

generalize this result beyond binary symbols and a set of three overhangs.

3.3.2 Assembly Algorithm and Primitive Set Construction

We extend the process in Figure 3.4 to arbitrary overhang sets, strand lengths, and code word

sets. Recall from Section 3.2.1 that we assume an encoding process that breaks chunks of

bits into k-bit symbols such that a chunk can be represented by a multiset of binary symbols:

Z = f s0, s1, . . . , sdn/ ke� 1g j s0, s1, � � � 2 f 0, 1gk. Also recall that we assume that the encoder

maintains a set of DNA strings C such that each string maps uniquely to each k-bit symbol.

Now, we de�ne the set of primitive blocks, U, that we use to construct arbitrary sequences.

Because we use a cyclic overhang assignment, there arejOj distinct left and right overhang

pairs. Therefore, we need jOj versions of each code word for each possible overhang pair.

Formally, this set is described as U = f oj � c � o( j+ 1)modjOj 8c 2 C j oj 2 O , 0 � j < jOjg , where

� is used to explicitly identify the concatenation of the left overhang, code word, and right

overhang. Specifying the primitive block like this abstracts away the underlying structure,

e.g. a two strand structure like Figure 3.3. However, it still conveys the information that an

assembly approach must have 2 complementary versions of an overhang to allow construction

to occur. Now, for each symbol in the set Z that represents a chunk, we assign the primitive

block from U that has the appropriate encoding portion and overhang pairs based on the

symbol's position in the set. This in turn creates an ordered multiset of primitive blocks,

Z u, that has a one-to-one correspondence with Z , and can be expressed asZ u = f ux j ux 2

U, 0 � x < dn/ ke, ux = ox mod jOj � cx � o(x+ 1)modjOj g where cx 2 C is the DNA code word of

the corresponding symbol sx 2 Z at position x in the ordered set Z .

Now we construct an assembly tree of degree jOj � 1. We collect the primitive blocks at

the base of the tree, from left to right, into groups of size jOj � 1. These groups serve as the

inputs to the leaf reactions at the base of the tree. This left to right grouping is done at each

layer of the tree until the root reaction is reached and a complete tree with degree jOj � 1 is

created. Thegrowth rate, the factor by which the assembled strands grow each layer, is jOj � 1.

Hence, the required height is h = log jOj� 1(dn/ ke), and the number of reactions at layer p,

jR pj, can be calculated as jZ j
(jOj� 1)p+ 1 , assuming p = 0 for the leaf layer.

Because reactions in the tree only require a topological ordering, all reactions at layer p, R p,

can be performed in parallel. Therefore, the time complexity of assembling a strand will be
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Figure 3.5: Four applications of the assembly algorithm with varying code word and overhang
set sizes.

O( log jOj� 1(n)) compared to O(n) for sequential de novoapproaches. Furthermore, the number

of nodes in a q-ary tree is known to be qh� 1
q� 1 , so it follows from our de�nition of height that the

space complexity for synthesizing a single strand is O(n) for DINOS compared to O(1) for de

novosynthesis assuming that strands can grow longer without increasing the required space.

Figure 3.5 illustrates the complete process of implementing 4 different con�gurations of

our algorithm in order to assemble the same 32 bit chunk. First, the chunk is divided into

symbols with the size of k = log2 jCj bits. Each symbol is used to generate a 2-tuple where

the �rst value represents the symbol (base-10 in Figure 3.5) and the second part of the tuple
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describes the symbol's position calculated as i (mod jOj ) for the ith symbol in the chunk. With

the tuples generated for the chunk, each tuple is used to look up the primitive block in the

codebook (top left table for each con�guration). These primitive blocks from the codebook are

then organized into leaf reactions as indicated by the table on the right of each con�guration,

where Lj is the jth leaf from the left of the base of the tree. With the primitive block sets

constructed for each leaf, the assembly tree is constructed with a certain height, degree, and

reaction count dictated by the con�guration. Clearly, each different con�guration leads to a

different number of primitive block sets per leaf reaction, changes the height of the reaction

tree, changes the number of reactions, and leads to different DNA strand (code book) sizes. We

investigate the cost and space implications of each of these con�gurations along with others in

Section 3.5.

3.3.3 Formalizing DNA Fragment Assembly

In this section we provide rigorous de�nitions for terms used to construct our assembly

algorithm. Furthermore, once these de�nitions are described, we are able to formally de�ne

the exact problem that our assembly algorithm targets. We begin by describing the basic

building block of assembly synthesis, the primitive block.

De�nition 1 (Primitive Blocks) . A primitive block p is a DNA string on the alphabet S4 that

can be represented by the concatenation, denoted asA � B for two strings A and B, of three

distinct sub-strings: p := oL � c � oR j c 2 C, oL 2 O , oR 2 O , oL 6= oR. Where oL and oR represent

the left and right overhangs that facilitate its connection with other primitive blocks.

In other words, primitive blocksare the most basic building block of assembly since they

are individual code words that encode each f 0, 1gk of the primitive k-bit symbols. Thus, these

blocks serve as the starting point of assembly and are joined together by reactions that perform

concatenations. The de�nition for such reactionsaims to be as abstract as possible to allow

any biochemical process that �ts these descriptions. We start with a de�nition for a special

concatenation operation, referred to as hybridization concatenation, which re�ects the product

produced by the hybridization of overlapping Watson-Crick pairs as shown in Figure 3.3.

De�nition 2 (Hybridization Concatenation) . Let A := ow � a � ox and B := oy � b � oz be two DNA

strings with A[L] := ow, B[L] := oy and A[R] := oy, B[R] := oz denoting each of the strings'

left and right substrings respectively in the concatenation. Let ? denote the empty string.

The hybridization concatenation of the two strings, denoted with the symbol 
 , is de�ned

as A 
 B := ow � a � ox � b � oz iff A[R] = B[L] and A 
 B := ? otherwise. The hybridization

concatenation operation output can be de�ned for more than two strings, say A 
 C 
 B, as

long as A[R] = C[L], C[R] = B[L].
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There are several characteristics to point out about hybridization concatenations. One,

the output of the operation is only de�ned if the right and left overhangs for the �rst and

second strings respectively, are Watson-Crick complements2. This captures the fact that two

overlapping regions will not join together due to a lack of Watson-Crick pairing. Second, since

the overhang regions necessarily start as single stranded DNA to enable connections, the

hybridization turns these regions into double strand segments after hybridization (Figure 3.3).

De�nition 3 (Reaction). Given an ordered set of DNA strings D = f d0, d1, . . .dN � 1g where

each string di has a left and right overhang denoted by indexing as di [L] 2 O and di [R] 2 O ,

a reaction R takes as input D and produces an output DNA string that is a hybridization

concatenation of all DNA strings in D: R(D) := di 
 dj 
 dk � � � 
 dl j i := s(0), j := s(1), k :=

s(2), . . . l := s(N � 1). Where s is a permutation function that maps the indices of the

hybridization function to the indices of the input set D of strings such that the de�nition

of hybridization concatenation is satis�ed. For example, s(0) maps the �rst string in the

operation to some index [0,N � 1] that represents an input string di .

A major component of a reactionis being able to de�ne what the permutation function s is.

This function de�nes the output string as it determines the positioning of each input string

di in the series of hybridization concatenations that de�ne the output R(D), and is driven

solely by the overlapping regions at each end of each input string. Since we are interested

in deterministically producing one unique product for a given reaction, there must exist one

unique function s for a given set of input strings D. If there is, however, more than one

possible s that may be de�ned for a set D, then there is more than one possible arrangement

that will occur with high probability when biochemically implemented. This will also occur

if there does not exist a maximal s that includes all of the di 2 D input strings in the set of

hybridization concatenations. The existence of a maximal and unique s leads us to de�nition

of a well formed reaction.

De�nition 4 (Well Formed Reactions). A reaction R is said to be well formed if there exists,

for some input of strings D = f d0, d1, . . .dN � 1g, a unique permutation function s for R such

that all N input strings can be hybridization concatenated with an output that is not the empty

string.

The existence of a permutation function s depends on the overhangs of each input string,

as these determine the possible biochemical interactions that may occur. The following theorem

states the overhang requirements for a set D to ensure a maximal unique s, along with a

maximum value for the size of the input set D given a starting overhang set O. From this

point on it is assumed that each input string in D must have a left and right overhang.

2In a real reaction, it would be important to design overhang sequences to have a much higher af�nity for
on-target binding as compared to off-target binding.
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Theorem 1. A reactionR is well formed for an input set ofN strings, D, if and only if across all input

strings di 2 D there are exactlyN + 1 unique overhang strings that form a setY such that there are

N � 1 unique overhang strings that form a setX � Y where for each overhangoX 2 X , oX appears

exactly once as a right overhang fordi and a left overhang fordj wheni 6= j. In other words, for an

overhang setO that hasjOj unique overhang strings, a reactionR may have at most onlyjOj � 1

possible input strings.

Proof. We �rst show that a well formedreaction implies the existence of setsY and X , and then

show that if sets Y and X exist then R must be well formed. By the de�nition of well formed,

for the input set of strings D there must be a unique permutation such that the hybridization

concatenation of all N strings is de�ned so that the output is not the empty string. For this to

occur, by de�nition of the hybridization concatenationoperation, each string and its neighbors in

the sequence of hybridization concatenations for reaction R must having matching overhang

strings. For example, let i denote the index representing a string's positioning in the sequence

of hybridization concatenations for R, then di � 1 
 di 
 di+ 1 and di � 1[R] = di [L], di [R] = di+ 1[L].

Therefore, there are N � 1 unique overhangs that are shared between each string, and this set

of overhangs forms X . Since the reaction is assumed to bewell formed, the permutation must

be unique, and thus each overhang must occur exactly once as a left and right overhang. Lastly,

since the �rst and last strings in the sequence of hybridization concatenations do not have left

and right neighbors respectively, these overhangs are not shared with any other string in D

and thus are two more unique overhangs that can be added to X to construct Y .

On the other hand, if across all input strings di 2 D there is a set of N + 1 unique overhangs

to construct set Y , we can allow two overhangs to be allocated to the strings in D that will

be placed as the �rst and last arguments for R's hybridization concatenation. Thus, given

that the remaining N � 1 overhangs that constitute X all occur exactly once as a left and

right overhang, there is only exactly one permutation of input strings such that the series of

hybridization concatenation operations are not ? . It is also easy to see that for N � 1 shared

overhangs, the hybridization concatenation of all N can be achieved. Thus the reaction is well

formed for this input. This concludes the proof, and it follows that if a set of unique overhangs

O of size jOj exists, then there can only ever be at most N + 1 = jOj =) N = jOj � 1 input

strings.

By de�ning well formed reactionand how to construct a set of input strings to a reaction

so that it is well formed, and by observing that the output strings of reactions can be used as

input sub-blocksto subsequent reactions since each output string has a left and right overhang

as determined by the corresponding overhangs of the �rst and last strings in the reaction's

hybridization concatenation sequence, the de�nition of a well formed reaction networkcan be

constructed.
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De�nition 5 (Well Formed Reaction Networks) . A well formed reaction networkis a directed

acyclic graph of reactions G(V, E) with a set of vertices V representing the reactions of the

network, and edge set E where each edge represented by an ordered pair (vi , vj ) j vi 6= vj

indicates that reaction vi produces a string used as input in reaction vj . Such a network

must have a set of leaf reactions in which their input strings are primitive blocks, a set of

intermediate reactions with input strings of other intermediates or leaf reactions, and a single

terminating reaction which constructs the �nal target assembly. A terminating reaction may

be a leaf reaction where its inputs are primitive blocks, or such that its inputs are produced

by intermediate reactions. A reaction network is well formedif for each reaction is well formed

itself.

Finally, this leads us to the de�nition of the precise problem statement that our algorithm

addresses:

De�nition 6 (DNA Strand Assembly Problem) . De�ne a well formed reaction network RN

and a set of primitive blocks U such that any possible permutation of code words in C of any

length can be assembled in the order as speci�ed by the symbols of any arbitrary chunk of

data C.

Next we show that our assembly algorithm satis�es the DNA Strand Assembly Problem.

3.3.4 Proof of Correct Assembly

Theorem 2. Any arbitrary tree of heighth and degreejOj � 1 can be implemented withjOj � 3

overhangs, given a suf�cient overhang assignment that does not repeat any overhang across all children

of some parent node y.

Proof. We use proof by induction. Let h denote the height of a tree, relative to the root

node. We start with a base case: a tree with h = 1. The root node has jOj � 1 primitive

block children. Each child needs two bookend overhangs, but adjacent children share an

complementary overhangs to ensure assembly. Furthermore, all overhangs must be unique to

avoid improper assemblies. This is equivalent to each child having a unique overhang on the

left, and the rightmost child also having a unique overhang on the right. So, jOj � 1 children

use jOj � 1 + 1 = jOj overhangs. Thus, a tree of h = 1 can assemblejOj � 1 children. Now,

we will use this base case to show that if a tree of height h and degree jOj � 1 can use jOj

overhangs, then a tree of height h + 1 is also an assembly tree that usesjOj overhangs.

For the inductive step, consider the tree of height h. For each leaf at this h layer, we can

add jOj � 1 children to complete the h + 1 level. Let us take one node from the h level that we

extend, call it y. It is now the parent of jOj � 1 nodes. It's left-most child would share y's left

overhang. The rightmost child must share y's right overhang. This ensures proper assembly at

level h.
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We know that the sub-tree centered at y is equivalent to the base case and can therefore

be assembled with jOj overhangs. Once assembled, onlyy's left and right overhangs will be

exposed. Hence, we need only assign overhangs for each ofy's children in such a way as to

ensure each overhang is used once and that they's left and right overhangs only appear at the

left-most and right-most overhangs of the �rst and last child. We can easily do this since we

have jOj unique overhangs. We can repeat this process for all parent nodes at level h to make

h + 1. Finally, since the simplest assembly of 2 strands requires 2 unique end overhangs and a

unique overhang to join them together, jOj must be at least 3.

In other words, starting from the root, each node can be treated like a leaf node. Given

a node with an arbitrary left and right overhangs, jOj overhangs can be used to ensure

the assembly of its jOj � 1 children. This process can be repeated down the tree until the

overhangs of each code word are speci�ed, thus specifying the set of primitive blocks needed

to assemble a complete strand. We are now interested in knowing a overhang assignment that

minimizes jU j, the size of the primitive block set.

The size of the primitive block set for tree assembly is upper bounded by (jOj 2 � jOj ) � 2k

and lower bounded by jOj � 2k. The upper bound arises from a naive overhang assignment

that allows for any two unique overhangs to be assigned to the left and right overhangs of a

child. Thus, given the fact an overhang cannot repeat such that the left and right overhangs

are equal, there are(jOj 2 � jOj ) possible overhang pairs for each code word. The primitive

block set cannot be lower than jOj � 2k because there needs to be at leastjOj � 1 versions of a

given code word to assemble a jOj � 1 long repetition of the same code word in a leaf reaction.

Furthermore, the fact that the right overhang is unique in the leaf reaction implies that there is

at least one more version of the code word with this overhang as its left overhang. This other

version would be required to to facilitate the assembly of a jOj -run of a code word because

the assembly of the �rst jOj � 1 would need to be subsequently assembled with jOj -th code

word.

Theorem 3. jOj ordered overhangs arranged sequentially in a repeating pattern across the bottom

of an jOj � 1 degree tree will always generate primitive blocks that result in a well formed reaction

network for any sequence of symbolsZ and minimizesjU j.

Proof. It is well known that for any n 2 Z j n > 1, n and n + 1 are coprime. Hence, jOj and

jOj � 1 are coprime. Furthermore, without loss of generality we can lay out the overhangs as

an ordered set of magnitude jOj and simply refer to them by their index, 0 to jOj � 1. These

indices form the �nite cyclic group Z jOj , e.g the set of remainders under mod-jOj addition.

It is also well known that if a number n is coprime to m, then addition by n is a generator

of the �nite cyclic group Z m. By repeatedly adding n modulo m, all members of Z m will be

enumerated before a repeat is observed.
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The leaf level of the tree has a stride of 1 which is trivially coprime with all integers.

Therefore, addition by 1 will generate all jOj overhangs of O without repeat. This guarantees

proper assembly of each reaction at the leaves.

The next level of the tree is equivalent to a stride of (jOj � 1) l j l > 1, where l is the level,

counted from the bottom of the tree. Since (jOj � 1) l must also be coprime with respect to

jOj , addition by (jOj � 1) l modulo jOj will also generate all jOj overhangs without repeat.

This proves that a sequential group of jOj � 1 reactions at level l will assemble properly since

it satis�es that each overhang from O occurs exactly once, and every consecutive reaction

will have appropriate complementary overhangs due to the complementary assignment at the

bottom of the tree.

Because each level of the tree is a power ofjOj � 1 and coprime to jOj , all levels of the

tree meet this criteria and will assemble properly. Lastly, since the assignment of overhangs to

code words is cyclic, there are only jOj possible overhang pairs and thus only jOj versions of

each code word required. This achieves the previously mentioned lower bound.

3.4 Eliminating Redundant Reactions

Due to the inherent redundancy found in information, it is likely that there will be many

redundant reactions that assemble the same data. This redundancy offers opportunities for

decreasing the costs of synthesis by sharing the output of a reaction amongst more than one

parent node. We refer to this as coalescing, since we are literally joining the two reactions to

happen at the same time, thereby eliminating one of them from the assembly tree.

Coalescing two reactions requires two criteria to be met. First, the two reactions must

assemble the same data sequence. Note, we can search for matching data sequences at any

level of the assembly tree. Intuitively, we will expect to �nd more repetition near the leaves of

the tree where there are fewer possible data sequences than near the root of the tree. Second,

the strands produced from both reactions must have the same bookend overhangs. The second

requirement is important to respect, as replacing a reaction with another that has different

overhangs will result in a reaction that is not well formed. This is because in each reaction all

jOj overhangs occur exactly once and replacement of any reaction by another with different

overhangs will result in duplicated overhangs at the next level in the tree, leading to multiple

fragments competing at a common overhang site.

In a data storage system that is processing large �les or many �les at the same time, we

need not restrict the search for redundancy to a single strand. Redundancy can be eliminated

across strands within a record or across records. This is because reactions can be viewed as

producing generic sequences of information, and each strand produced by a reaction does

not inherently include any speci�c strand or record identi�er like primers that are used for

random access (96; 67; 92; 11). In fact, sequences like primers do not need to be added to a
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strand until the root node is assembled, allowing all products produced under the root to be

shareable to any other strand in any other record.

3.4.1 Optimization Techniques

We identify three different optimization techniques for coalescing reactions. The idealoptimiza-

tion allows for two reactions to be coalesced if they produce the same data even if they do not

necessarily share the same bookend overhangs. This serves as a lower bound on the number

of reactions that are needed to synthesize some data. This technique is not implementable in a

real system but is useful for analysis. We also consider an optimization that searches through

all of the reactions of an un-optimized assembly tree and coalesces all reactions that share the

same overhangs and produce the same data. We call this base optimization base-opt. In our

studies, a signi�cant gap exists between the idealand base-opt, and to address this we study an

alignment technique to facilitate more reaction coalescing.

Figure 3.6: ReactionsR p
i and R p

j produce the same data, 0xBEEF, but have different left and

right overhangs when jOj = 4. The left and right overhangs of R p
i , (o0, o1), are converted to

the left and right overhangs of R p
j , (o2, o3), by inserting 2 NOP reactions at level p in the tree.

The NOPs move the overhangs of R p
i along the cyclic overhang assignment until the desired

overhangs are reached. Once reached, the output ofR p
j can replaceR p

i . The adjacentNOPs
with left and right overhangs (o0, o1) and (o1, o2) can be compressed into a singleNOP with
overhangs (o0, o2) if such a strand is included in the primitive block set.
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3.4.2 Alignment Padding

To facilitate more occurrences of reactions producing the same data with matching overhangs,

we develop an alignment technique that trades off storage density and primitive block set

size for reaction elimination opportunities. The key idea of alignment padding is that we

can leverage the cyclic assignment to adjust overhangs of an arbitrary reaction by inserting

padding to its left thereby shifting overhang assignment and creating a match that enables

coalescing. We refer to such padding as ano-operation (NOP)reaction, since it represents no

symbol. Figure 3.6 illustrates the idea by inserting NOP reactions into the assembly tree in

order to shift a reaction's overhangs to align with the overhangs of another reaction producing

the same data. TheseNOP reactions can be thought of as a subtree that has reactions that

only assemble NOP strands. All reactions to the right of the NOP will be shifted by the same

amount as the target reaction.

To the level of the tree of which padding reactions are added, they are interpreted like

any other reaction. So, if NOP reactions are added to layer p there must be an appropriate

number of reactions at layer p + 1 to handle the additional load. Thus, NOP padding adds

reactions to the tree. However, the NOP reactions of multiple alignment transformations can

be effectively bundled together, limiting the number of new reactions added at layer p + 1.

Because reactions groupjOj � 1 children, if multiple alignment transformations collectively

add less NOP reactions than jOj � 1, then only one additional reaction is needed at p + 1.

Thus, for the overhead of one additional reaction, multiple reactions can be transformed to be

redundant and optimized out. Note, this bundling is only possible if the padding reactions for

multiple transformations are inserted for data that are assembled on the same strand. This is

because insertions on the assembly tree of one strand are not visible to the grouping process

of an assembly tree for another strand of data. So, insertions must be applied appropriately so

that the overall number of reactions do not increase.

To avoid such situations, we propose a heuristic based on two metrics: distance and re-use

count before padding. Distance is the number of NOPs that must be inserted to transform the

overhangs of a certain reactions. Placing an upper bound on the distance helps avoid using

too many NOPs for any one redundancy operation and allows more redundancy operations to

be bundled together in a reaction. Through experimentation, we found that the distance must

be less than (jOj � 1)/ 4. This means that each padding operation at most takes up 1/ 4 of the

capacity of a parent node. Given enough opportunity in a single strand, at least 4 padding

transformations can be amortized for a single overhead parent reaction.

We also consider the number of times a reaction is re-used in the base-optcase. The reason

to consider this count is that it re�ects the amount of times that a single transformation will

have to be applied. Applying a transformation to an already highly redundant base-optreaction

may simply add overhead. Through experimentation, we determined that if the re-use count

exceeds a threshold of 10 then it is already suf�ciently redundant, and we do not perform any
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alignment padding since it may only increase reactions.

There are also several optimizations that can be applied to NOP trees so that reaction

count increases and density loss is limited. For NOP reactions, no physical reaction must be

implemented. Instead, only a single NOP primitive block need be inserted at the root of the

NOP sub-tree. For example, from Figure 3.6, the NOP sub-trees for NOPp
1 and NOPp

2 can be

replaced by NOP primitives with (left,right) overhang pairs (o0, o1) and (o1, o2) respectively.

From Corollary A.4.1, we show that there are 2 unique possible rotations through the set

of overhangs at any level in the tree. So, to have enough NOP strands for each rotation, the

primitive set will need to be expanded by 2jOj strands. Furthermore, as shown in Figure

3.6, consecutiveNOP strands in a reaction may be compressed to 1 single strand. However,

this requires an additional jOj 2 � jOj primitive blocks to accommodate all possible overhang

permutations that may arise from this optimization.

3.5 Evaluation

We evaluate DINOS on the Silesia Corpus that is commonly used to benchmark compression

algorithms. The corpus contains a wide range of �le types and sizes, as summarized in Table

3.1(22). Of particular interest in our evaluation is the in�uence of the con�gurable parameters

that tune the primitive block set size on the number of reactions, opportunities for coalescing

redundant reactions, density, and cost. We are also interested in comparing their bene�ts when

applied to compressed and uncompressed data �les. When comparing number of reactions

and effectiveness of coalescing, we may ignore the speci�c chemistry and speci�c strand

encodings since they are orthogonal concerns.

Through all of the following experiments, the strand size is held to a constant 4096 bits

of information. We choose this strand size to have a wide range of tree heights for various

overhang set sizes. The 4096 bit strands are then divided into k-bit chunks, mapped to primitive

blocks, and assembled according to the algorithm. Note, not all studied symbol set sizes and

overhang set sizes will result in a complete tree of degree jOj � 1. We have developed ef�cient

solutions to deal with incomplete trees and omit their discussion for space, and we point out

that the solutions we used do not affect the well-formed property of our reactions nor how

redundant reactions are found and coalesced.

We also evaluate the effectiveness of our redundancy optimizations. Since compression

algorithms will undoubtedly remove redundancy, decrease the size of the �le, and ultimately

decrease the number of reactions that are needed, we are also interested in studying opportu-

nities for removing redundant reactions using our techniques both before and after applying

compression to the data. We choose a high compression ratio algorithm for �le archiving, zpaq

(54), which has higher compression ratios than typically available compression tools like zip,

bzip, 7zip (53). Using zpaq, with its highest compression option ( m5), we also compress each of
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the Silesia Corpus �les and study the optimization opportunities therein. We report the size

after compression in Table 3.1. Although redundancy can be looked for across �les, we limit

the scope of redundancy to each individual �le.

In Sections 3.5.5 and 3.5.6, we compare the cost and density of DINOS to state of the art

synthesis and DNA assembly approaches. For those analyses, we select speci�c chemistries

and strand encodings. Tuning the chemistry and DNA sequences are critical in an actual

storage system, but we limit our discussion of these issues in the interest of space.

3.5.1 Impacts of Symbol Size and Number of Overhangs

The two parameters that drive the primitive block set size and the assembly algorithm are

symbol size (k) and overhang set size. First we consider (1 bit, 3 overhangs). This con�guration

requires the largest number of reactions, because it has the fewest symbols and the fewest parts

are assembled in each reaction. The last two columns of Table 3.1 report the total reactions

needed to assemble each �le under the case of (1 bit, 3 overhangs). The case of uncompressed

and compressed �les are reported, in columns 6 and 7 respectively. Note, no optimizations are

Table 3.1: Compressed and decompressed �le sizes of the Silesia Corpus with brief �le
descriptions.

Silesia Corpus Files

Filename Description Type
Size
MB

Size
MB (zpaq)

Reactions
Reactions

(zpaq)

dickens Collected works of English text 10 2.1 8.2 � 107 1.69� 107

Charles Dickens
mozilla Tarred executables of exe 51 12 4.12� 108 9.69� 107

Mozilla 1.0
mr Medical magnetic picture 10 2.2 8.02� 107 1.76� 107

resonance image
nci chemical database database 34 1.3 2.7� 108 1.01� 107

of structures
oof�ce A dll from exe 6 1.8 4.95 � 107 1.42� 107

Open Of�ce.org 1.01
osdb OSDB MySQL database database 10 2.2 8.11� 107 1.77� 107

reymont Polish pdf Polish text 6 0.96 5.33� 107 7.7� 106

samba Tarred source code src 21 3.1 1.74� 108 2.46� 107

of Samba 2-2.3
sao The SAO star catalog bin data 7 3.9 5.83� 107 3.14� 107

webster 1913 Webster html 41 5.7 3.34� 108 4.56� 107

Unabridged Dictionary
xml XML �les html 5 0.33 4.3 � 107 2.63� 106

X-ray X-ray medical picture picture 8 3.7 6.82 � 107 2.95� 107
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included in these results. Since this con�guration requires the largest number of reactions, we

normalize all other con�gurations to it.

Table 3.2 shows the geometric mean of normalized reaction counts across all �les, where

all reaction counts for each (symbol size, overhang count)pairing are normalized to that of (1 bit,

3 overhangs). This table shows that increasing both parameters has a strong impact on the

number of reactions. For example, increasing to (2,3) reduces the reaction count to half, and

(1,5) reduces the reaction count by a factor of approximately 3. However, as symbol length

and overhang count are increased, the effect diminishes, for example moving from (1,5) to

(1,9) results in only a 2.36x reduction. This suggests diminishing returns, where increasing

these parameters leads to less and less bene�t and also that overhangs have a bigger impact

than scaling symbol length for the same factor increase.

Table 3.2: Geomean of normalized reaction counts across all decompressed �les in the Silesia
Corpus for overhang set size (jOj ) and symbol length ( k) pairs. All values are normalized with
respect to the number of reactions for the pairing of 1 bit code words and 3 overhangs.

Geomean of Normalized Reactions - No Optimization

k (bits) jOj

– 3 5 9 17 65
1 1 0.33 0.14 6.67� 10� 2 1.59� 10� 2

2 0.5 0.17 7.16� 10� 2 3.35� 10� 2 8.06� 10� 3

3 0.33 0.11 4.81� 10� 2 2.27� 10� 2 5.62� 10� 3

4 0.25 8.33� 10� 2 3.59� 10� 2 1.68� 10� 2 4.15� 10� 3

5 0.2 6.72� 10� 2 2.91� 10� 2 1.39� 10� 2 3.42� 10� 3

8 0.12 4.18� 10� 2 1.78� 10� 2 8.55� 10� 3 2.2� 10� 3

Lastly it should be noted that scaling k exponentially increases the primitive block size,

jU j, while scaling jOj only linearly scales it. Hence, jU(1,3) j = 6 while jU(8,3) j = 768. For a

similar improvement in reactions as (8,3) has over (1,3), we can select (1,9) wherejU(1,9) j = 18,

in other words 42 � fewer primitive blocks.

3.5.2 Opportunities for Redundancy Elimination

Next we evaluate the amount of redundancy that exists while assembling strands for a �le.

The overhang counts are varied from 3-65, and the symbol size is kept constant at 1 bit. This

ensures that we study a wide range of data granularities and that will be important when

understanding the effects of optimizations. Note, hereinafter we report relative values for

the reaction counts associated with each optimization. Using the last 2 columns of Table

3.1 and Table 3.2, raw reaction counts can be computed for each con�guration. Though, for
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convenience, we also include raw reactions for every con�guration and benchmark in our

supplementary document.

Figure 3.7a shows ideal's reaction count normalized to no optimization and averaged using

geometric mean across the corpus. Recall thatidealignores overhangs and assumes that as

long as the same sequence of symbols is produced that the reactions can be coalesced. The

general trend is that as the number of overhangs increases the effectiveness of optimization

decreases. This is due to the increase in the granularity of information created at each layer of

the tree that makes it less likely to �nd redundant data. As expected, some �les have more

redundancy than others. For example, with 3 overhangs, the number of reactions for nci can

be reduced by 99% relative to no optimization, and for 65 overhangs reactions can be reduced

by 92.23%. This is in contrast to the average reduction in reactions of 97.59% and 57.6% for 3

and 65 overhangs, respectively.

(a) Normalized reactions, idealto no-opt. y-axis is in log scale.

(b) Normalized Reactions base-optto no-opt. y-axis in log scale.

(c) Normalized reactions idealto base-opt

Figure 3.7: Normalized reactions for each �le for both base-optand idealoptimizations, no
compression is applied before constructing the assembly tree.
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Now we compare idealwith base-optin Figures 3.7b and 3.7c. Recall thatbase-optrequires

that the bookend overhangs of two reactions match in addition to their data sequences match-

ing. Even when we take into account the restriction of matching overhangs for redundant data,

there is a fair amount of redundancy available. On average, base-optis able to reduce reactions

by 97.23% and 28.83% for 3 and 65 overhangs respectively. Althoughbase-optis effective at

jOj = 65, the ideal case can remove an additional 28.77% portion of no-opt's reactions. Figure

3.7c provides a direct comparison between the two optimizations by normalizing the reaction

count of the ideal case to that of base-opt. On average, the disparity between the two grows as

the number of overhangs increases. This is due to the increasing dif�culty for base-optto take

advantage of redundancy due to a greater chance of mismatched overhangs.

The added requirement of matching overhangs effectively creates more information states

that need to be assembled compared to that of ideal, and theoretically it can increase the

number of states by a factor that is at most jOj . For example, when jOj = 17 for dickens, there

are only 2344 unique 16 bit information states each repeated 2174 times on average, whilesao

uses all 216 unique 16 bit information states each repeated only 55 times on average. When

considering overhangs, both dickensand saosee similar increases in unique states of 11.2x and

12.88x respectively. However, sincesaouses all 216 states, the overhangs inject more total states

that must be synthesized than for dickens. This leads to a larger relative reaction gap when

comparing idealand base-optacross these two benchmarks, e.gidealremoves 71% and 6.45% of

(a) Normalized reactions, idealto no-opt. y-axis is in log scale.

(b) Normalized reactions idealto base-opt

Figure 3.8: Normalized reactions for each �le for both base-optand idealoptimizations, zpaq
compression is applied before constructing the assembly tree.
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base-opt's reactions for saoand dickensrespectively.

Figure 3.8a compares the number of reactions of idealagainst the number of reactions for no

optimization when compressing �les with zpaq. Since compression removes redundancy, the

ideal optimization is no longer able to �nd signi�cant redundancy when jOj = 65, resulting

in only 0.02% reduction in reactions relative to no optimization on average. On the other hand,

for smaller jOj that have more layers with smaller data granularities, the relative reductions

for the compressed �les compared to the de-compressed �les are similar on average. For 2 and

17 overhangs, reductions for the compressed �les are still 93.27% and 87.46% as compared to

97.58% and 93.96% for de-compressed �les.

When comparing base-optand idealfor compressed �les, the largest discrepancy between

optimizations occurs at 17 overhangs. On average, as shown in Figure 3.8b,idealcan addition-

ally remove 78.7% of base-opt'sreactions for this jOj . This large difference can be explained

by studying the distributions of information states for the compressed �les when jOj = 17.

We found that the compression algorithm expands the number of information states required

for synthesizing a �le and the variance of the frequencies for each information state is much

smaller than that of decompressed �les. For example, the uncompressed dickenshad 2344

states at the �rst level of the assembly tree when jOj = 17 with an average frequency for each

information state of 2174 with variance across the frequencies of 75 � 106. With compression,

it used all 216 possible states with an average re-use count of 16 and a variance of 17. This

explains the considerable gap when compared to no compression. Also, since jOj = 17 leads

to larger data granularities, thus more information states that get multiplied by a large mul-

tiplier, this leads to larger relative increases in reactions as compared to smaller jOj during

compression. This effect is similar to why dickens behaved better previously with base-optfor

decompressed data compared to sao.

Interestingly, when comparing the total number of reactions for base-optboth before

and after compression, there are overhang set size con�gurations that result in smaller

reaction counts for decompressed �les. This tends to occur primarily for jOj = 17, and for

decompressed �les that tend to have a small number of information states at this granularity,

e.g mr. We �nd in this case that decompressed version of mr has 60% less reactions than

its compressed counterpart, the largest out of any record studied in this work. This implies

that the large scale of reaction coalescing afforded by the low entropy of information states

for certain �les and granularities can be more effective for reducing reactions rather than

increasing the entropy and reducing the absolute amount of data to be synthesized with

decompression.

We also compared the number of reactions before and after optimization for 2 �les �lled

with random data. One with approximately as many bytes as the average �le size before

compression (17 MB), and another smaller random �le of size equal to the average �le size

of compressed data (3 MB). We found that idealoptimization reduces the reactions by nearly
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Table 3.3: Geomean of normalized reaction counts for both base-optand ideal across all
decompressed �les in the Silesia Corpus for jOj and (k) pairs. All values are normalized with
respect to the number of reactions for the pairing of 1 bit code words and 3 overhangs for each
optimization.

Geomean of Normalized Reactions (Decompressed) - Ideal & Base-opt

k jOj
(bits) ideal base-opt

– 3 5 9 17 65 3 5 9 17 65
1 1 0.49 0.37 0.17 0.28 1 0.53 0.41 0.22 0.41
2 1 0.51 0.29 0.24 0.23 1 0.54 0.32 0.37 0.24
3 1.37 0.66 0.42 0.43 0.19 1.37 0.68 0.56 0.55 0.18
4 1 0.49 0.33 0.32 0.14 1 0.53 0.41 0.39 0.13
5 1.19 0.61 0.45 0.37 0.12 1.25 0.67 0.55 0.39 0.11
8 1 0.51 0.37 0.25 7.66� 10� 2 1 0.54 0.41 0.25 6.84� 10� 2

the same amount compared to compressed �les with similar size. The reason reactions can

be easily removed from random data in some cases is because for small granularities (< 16

bits), it is inevitable that they will be repeated for the �le sizes we study. This also indicates

the compression used here is approximate to random �les in terms of entropy, which makes

sense given the larger number of states with lower variance mentioned before for dickens. The

data for random �les can be found in the supplementary information.

3.5.3 Overhang Count, Symbol Size, and Redundancy Elimination

To understand how the entropy of the synthesized data may in�uence the choice of symbol

size and overhang count when considering total reactions, Table 3.3 was constructed by

varying the symbol size (in bits) and overhang count for both the ideal and base-optcase of

removing redundancy. The values represent the geometric mean across all decompressed �les

in the Silesia corpus of the normalized reaction counts, where normalization is done with

respect to the (1 bit, 3 overhangs) case. In Section 3.5.1 we showed that when applying no

redundancy optimization, that although there are diminishing returns with larger overhang

counts and symbol sizes, the total number of reactions decreases monotonically. In contrast,

Table 3.3 shows that when optimization is factored in, the reaction count can actually increase

when increasing both overhang count and symbol size. For example, idealexperiences a 1.64x

increase andbase-optsees a 1.86x increase in reactions when going from (1 bit, 17 overhangs) to

(1 bit, 65 overhangs). Both optimizations also see a 1.37x increase in reactions when increasing

symbol size from (1 bit, 3 overhangs) to (3 bit, 3 overhangs). While increasing both parameters

theoretically decreases tree size as shown in Section 3.5.1, the tree constructed with larger

symbol/overhang set sizes will have larger data granularities at the same corresponding
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levels than that of smaller overhang/symbol sizes. If the smaller granularity facilitates enough

redundancy elimination, the bene�ts of a larger number of symbols or overhangs in terms

of the number of reactions are lost due to a lack of redundancy. We �nd similar patterns in

compressed �les, but the results are omitted to save space.

3.5.4 Alignment Optimization

Figure 3.9 shows the percent change in reactions relative to base-optwhen applying the

alignment technique (Section 3.4.2), with the same parameters as Section 3.5.2. A negative

percent change indicates the additional percentage of reactions removed over base-opt(better),

and percent increases indicate that reactions are added (worse). These results show that adding

padding reactions can decrease the reaction count for both compressed and decompressed

�les. Overhang set sizes of 3 and 5 are not present since they are not large enough to satisfy

the jO � 1j/4 distance stipulation.

On average for decompressed �les, we were able to reduce reaction counts by 0.88, 4.35,

and 15.48% relative to base-optfor 9, 17, and 65 overhangs respectively. Large bene�ts were

observed for �les where the addition of overhangs distributes the redundancy found by ideal

over many infrequently used information states in base-opt. For example, saoexperiences

the largest decrease (28%) for 17 overhangs due to its larger information set that had less

redundancy before alignment. For decompressed �les, when jOj = 65 every �le except x-

ray sees decreases in reactions since redundancy is limited at this larger granularity in the

idealcase, and distributing across many overhangs leads to many opportunities that �t the

requirements for padding.

As discussed in Section 3.5.2,zpaqtends to increase the information set size for granularities

like 16 bits, with the redundancy for each state being similar. Small data redundancy results

in many unique states when considering overhangs, leading to many low cost opportunities

for padding. This results in a 30% decrease on average for jOj = 17.

As mentioned in Section 3.4.2, there is indeed a tradeoff when improving data alignment

to facilitate more sharing. In our implementation, we assume a system where both rotations of

overhangs in the tree are synthesized with NOP codewords. For the 1-bit symbol sizes studied

here, this leads to an approximate increase of 2� in the number of primitive blocks needed. A

similar set size increase would be to increase k from 1-bit to 2-bits. However, Table 3.3 shows

us that increasing the set size this way could in fact lead to more reactions for jOj = 17. The

second tradeoff is in density, and so we measure the number of codewords inserted per strand

on average for each benchmark of Figure 3.9a (decompressed data). The resulting geometric

mean for the number of NOP codewords added per strand across the benchmarks for the three

overhang settings jOj = 9, 17, 65is 2.00, 7.49, 40.74respectively. Assuming NOP codewords are

the same length as symbol codewords, this leads to just a 0.9% additional codeword overhead

at most considering the worst case average of 40.74 codewords/strand and 1-bit symbols.
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(a) Decompressed �les

(b) Compressed �les

Figure 3.9: Percent increase/decrease in reactions relative tobase-optwhen applying the NOP
reaction padding for both decompressed and compressed �les.

3.5.5 Cost Analysis

Our analysis up to this point is independent of the underlying chemical implementation of

the assembly process. To further motivate the bene�ts of DINOS, it is necessary to pick an

implementation to understand the approach's cost implications. For DINOS, there are 2 costs.

Costs of chemistries to assemble strands, and costs to acquire the primitive blocks. For the

former, we assume costs associated with a ligase enzyme that can be used to permanently

connect together primitive blocks that have a structure like those blocks in Figure 3.3, and for

the latter we assume a column-based de novosynthesis approach. We compare this to using a

array-based de novosynthesis approach for a whole set of data.

Figure 3.10a compares the cost of using DINOS to the cost of usingde novofor the synthesis

of the entire data set. Each curve shows a relative cost for a select primitive block composition.

Details about assumptions, the equations, and parameters used to generate these curves can

be found in the Appendix Section A.3. The purpose of this cost model is not to consider

detailed costs that would be incurred for developing a platform capable of large scale data

synthesis, but to rather compare the raw material cost incurred for constructing the DNA

strands themselves. To be consistent with the evaluation analysis in the previous section,

the strand length is assumed to be 4096 bits. We assumede novosynthesis scales at a �xed

cost/base in spite of low yields at such long lengths. Also note that we do not assume any

cost reductions for coalescing reactions in this analysis, which may substantially lower the
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(a) (b)

Figure 3.10: a) Cost to synthesize some amount of data using a code word based approach
using ligation chemistry to implement assembled normalized to the cost of synthesizing the
same amount of data using industry cost rates for de novochemistry approaches. b) Estimated
USD/bit for various primitive strand set sizes and compositions. Each point represents the
cost-per-bit for a unique number of symbols and overhangs, and the x-axis indicates the
con�guration's total primitive block size. As indicated in the legend, markers related to k = 4
represent the costs of primitive block sets that have a constant symbol size of 4 bits with
varying overhang set sizes, likewise, jOj markers are the set costs with constant overhang set
sizes.

cost of DINOS even more.

There are three main costs associated with the materials required to construct DNA

strands that encode information using assembly. One is that there is a cost associated with

the procurement of the primitive block set. In this analysis we assume that de novosynthesis

is used to synthesize the single stranded DNA needed to construct the single-double-single

strand structure depicted in Figure 3.3. Therefore two unique strands must be synthesized per

primitive block. The second cost of assembly is replenishing the primitive block set once all

strands initially synthesized are used during assembly. We assume primitive block usage is

evenly distributed across the set. Lastly, the third cost is that of materials such as enzymes

and buffers that are needed to implement assembly. It is assumed that such materials are

dependent on both the height of the assembly tree, and the number of DNA fragments that

must be connected together in a single reaction.

When comparing these three costs againstde novosynthesis for a volume of synthesized

data, we can see from Figure 3.10a, for the entire range (109B to 1015B), that DINOS based on

ligation chemistry is at least 5 orders of magnitude less than de novosynthesis. For small data

set sizes, the larger primitive block sets incur higher costs than that of smaller sets. This is

because the data set is not large enough to leverage the larger set of primitive blocks. However,

this relationship generally inverts as the data set increases. This is mainly due to reaction costs
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dominating the overall cost because we estimate that each code word pool can be utilized on

the order of 1012 times (Appendix A.3). This shows that it is cost effective, from a consumable

point of view, to decrease reactions by utilizing larger primitive block sets.

Another important trend is that, as data set sizes increase for each con�guration, the cost

savings of using assembly improve relative to de novoand then asymptotically approach a

minimum normalized cost. This trend occurs because at smaller data set sizes, the cost of

creating the initial set of strands is large compared to the cost of reactions and the cost of

re�lling the initial set. As the data set becomes larger, this initial cost becomes negligible and

the cost of assembly becomes dependent on two terms that are both proportional to the data

set size, resulting in the ratio of assembly costs to that of de novocosts to reach a constant

value.

Our analysis concludes with a more detailed treatment of the choice of the composition of

the primitive strand set. As mentioned previously, as the data set to be synthesized approaches

very large volumes, the larger primitive set typically results in lower costs. However, Figure

3.10a shows a contradiction to this statement. This can be seen by comparing the costs between

the con�gurations (k = 1, jOj = 65) which has 130 primitive blocks and (k = 4, jOj = 3)

which has 48 blocks. Although the former has more than 2.7 times more primitive blocks, at

large data set sizes it is about a factor of 2 more expensive. The reason for this is that increasing

overhangs mainly affects cost by reducing the amount of materials by decreasing the height

of the assembly tree. Since the height of an assembly tree is rapidly reduced as overhang

set size increases from the minimum of jOj = 3, cost savings also initially rapidly reduce.

However, eventually increasing overhang set size has small impacts on height, thus increasing

primitive block set sizes with minimal bene�ts. This indicates that choosing a con�guration

that minimizes cost for some desired primitive block set size requires carefully balancing both

the number of code words and overhangs.

To better illustrate the impact of set construction on cost, Figure 3.10b shows the cost

per bit against different primitive block set sizes for various combinations of code word and

overhang set sizes. When keeping the symbol size constant and increasing overhangs for the

curve shown by k = 3 we see that there are large cost decreases initially when increasing jOj .

Eventually, as the cost bene�ts are exhausted from increasing the overhang set size for this

symbol size, a curve corresponding to k = 4 appears directly beneath the curve of k = 3. This

implies that increasing overhangs to reduce cost for k = 3 is no longer the optimal decision for

increasing the primitive block set and thus the code word set should be expanded. However,

eventually there are also diminishing returns for increasing the symbol size since the number

of leaf reactions are inversely related to the symbol size. This causes the curves to group closer

in terms of cost, requiring large increases in the primitive block set size to gain relatively small

cost bene�ts. For example, between 6 and 1000 primitive blocks, costs can be decreased by

a factor of 10.7. However, from 1000 to 106 primitive blocks, the cost is only reduced by a
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Table 3.4: Raw density values in bits/base for DINOS compared to de novoand Metclo
assembly.

Density (bits/base) Comparisons

Symbol Size (bits)

Synthesis Alg. 1 4 8 12 14 16 18 20 22 24 26 28
DINOS Density 0.2 0.57 0.79 0.99 1.06 1.05 1.11 1.16 1.2 1.18 1.22 1.25

Short de novo 0.8 1.07 1.07 1.2 1.24 1.16 1.2 1.23 1.26 1.2 1.22 1.24
Metclo jOj = 3 0.11 0.36 0.57 0.74 0.82 0.84 0.89 0.94 0.99 0.99 1.03 1.06
Metclo jOj = 5 0.14 0.44 0.66 0.85 0.92 0.93 0.99 1.04 1.08 1.08 1.11 1.15
Long de novo 1 1.33 1.33 1.5 1.56 1.45 1.5 1.54 1.57 1.5 1.53 1.56

factor of 2.2. This implies that most of the cost bene�ts can be realized with a relatively small

number of primitive blocks.

3.5.6 Density Analysis

Since overhangs do not carry information in DINOS, they will negatively impact the density of

the storage system. Table 3.4 provides a comparison for different symbol sizes on the density

of DINOS compared to a standard short-strand that does not include overhangs. For our

density analysis, we assume strands that encode 4096 bits where each symbol is encoded

to DNA using a base 3 representation(11; 67), 4 base overhangs (75; 48; 87; 86), and a total

primer length of 40 bases (96; 11; 67). For Short de novosynthesis, we keep the same encoding

and primer overhead and assume a maximum strand length of 200 bases (9), but there are no

overhangs. Formulas for calculating these densities are given in Section A.2. The table shows

that for a binary code the overhangs have a signi�cant effect on density, however the gap

diminishes as the symbol size is scaled up to a 26-bit code. The density of DINOS surpasses a

short strand at 28 bits since Short de novois ultimately limited in density by the large fraction

of bases devoted to its primers. However, if de novosynthesis progresses such that error rates

are small in long strands, the encoding density will be largely determined by the conversion

from binary symbols to DNA. This results in Long de novobeing more dense than assembly,

and is shown in the last row of Table 3.4. However, achieving strand lengths past 200 bases is

dif�cult. Even with current de novoef�ciencies being 99.5%, the yield rate is approximately

just 36% for 200 base strands (9). So, while the overhang sequences do add overhead, DINOS

can have competitive density with de novosynthesis.

Now we compare our assembly algorithms with existing techniques to better understand

how ef�ciently overhangs are used from both a storage density and an algorithmic time and

space complexity standpoint. We compare against Metclo and Short de novooligo synthesis.

We choose Metclo's assembly algorithm (48) as a comparison point since they provide an

algorithm that will work for any jOj , and the overhang overhead inserted into strands is

51



identical to many other Golden Gate gene assembly methods like Goldenbraid 2.0, Moclo,

Loop Assembly, etc. (103; 87; 86; 4; 74). Metclo is able to assemble jOj � 1 oligos in each

reaction, and hence achieves identical time and space complexity to our work. However, it

incurs more overhead from overhangs, requiring 3 overhangs between code words that are

joined outside of leaf reactions. We give an in depth treatment of Metclo in Appendix A.1.1.

To compare density of our assembly method with Metclo, we calculate the minimum

symbol size so that density is equivalent to the density of Short de novosynthesis. Using that

same analysis, we calculate the percent increase in storage density compared to Metclo that

our work provides. We do this by taking a strand designed for each system, counting the bases

that contribute to overhead, and then calculating the resulting density.

The left chart of Figure 3.11 solves for the upper bound of overhang length that still allows

for equivalent density to de novosynthesis for assembly approaches. A line is drawn at the

4 base marker. Any symbol size and overhang length combinations that fall in between the

lower bound and the upper bound (inclusive) indicate that the assembly approach will have

an equal or higher storage density than de novosynthesis. We see that our approach intersects

the lower bound at 27 bits compared to 31 bits for Metclo con�gured with jOj = 17. Note,

our system results in the same density regardless of the number of overhangs, but for Metclo,

increasing overhang set size reduces the number of boundaries in which there are 3 overhangs

between code words resulting in the upper bound curves shifting to the left. This implies that

even if Metclo and our approach had coinciding intersection points that Metclo would require

Figure 3.11: Left, Curves that outline operating points in which assembly is as dense as de
novosynthesis. Gray line represents a lower bound, and each curve for each assembly type is
an upper bound, both bounds inclusive. Right, percent increase in storage density when using
our approach compared to Metclo for different jOj .

52



a larger primitive block set making it less desirable.

The chart on the right of Figure 3.11 normalizes the storage density of our algorithm to

Metclo. Since symbol size and overhang set size decrease the number of times in which 3

overhangs are inserted between code words, the gap between the density of Metclo and our

approach decreases with larger numbers of symbols. At the point of the smallest primitive

block set size we support (1 bit, 3 overhangs), our approach provides 80% greater storage

density. Closing the gap between storage densities requires Metclo to grow their primitive

block set. For example, if Metclo uses 17 overhangs and our approach uses 3, for 5.3x more

strands ((17-1)/3), Metclo can reduce the gap to 10% at 25 bit symbols. Raw densities are also

included for Metclo in Table 3.4 for jOj = 3, 5 and a subset of symbol sizes shown in Figure

3.11.

3.6 Practical Considerations and Future Work

A demonstration of DINOS in a wet lab involves many practical considerations and is part of

our future work. An important consideration is choosing the DNA sequences for the overhangs

and codewords. For the case of overhangs, there has been an extensive analysis by Potapov

et al.(75) to pro�le all 2562 pairs of 4 base pair overhangs to �nd high �delity overhang sets

that minimize unwanted bindings between different overhangs. They provide a set of 20

overhangs with high �delity which can cover all con�gurations we studied except for jOj = 65.

Extending the set to this larger size would require screening longer overhangs for high �delity

and choosing a set that works well together.

The design of the codeword sequences is also important and can in�uence the �delity

of assembly and successful decoding of data. Assuming that a single-double-single strand

complex is to be used as the primitive block, as shown in Figure 3.3, each side of the complex

may be synthesized individually. Then, using hybridization, the complex can be constructed.

To achieve high �delity primitive blocks, code words should be designed such that there are no

secondary structures that may disrupt the alignment of the two sides of the block. Furthermore,

it may be advantageous if codewords are also designed with high hamming distances so that

synthesis errors can be tolerated, and for further limiting non-speci�c interactions ( 96; 67; 97).

Finally, the double-strand region should have a high enough melting temperature to avoid

dissociation at the temperatures needed for ligation reaction protocols (75).

In addition to designing sequences for codewords and overhangs, incomplete assemblies

can pose a problem during assembly reactions. Unreacted products with exposed overhangs

can propagate up the tree and assemble with other unreacted products to form undesired data

strings. Similar problems have been documented in a DNA implementation of a stack data

structure, where incomplete products of each stage interfered with products of a later stage

(52). Given that reactions generally do not reach 100% completion, strategies for purifying
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products, improving the yield rates, or even error correction approaches for dealing with

incorrect products need further study.

3.7 Related Work

The applications of DNA self-assembly and redundancy elimination in storage and computer

systems are both well studied. Like our work, DNA self-assembly works rely on a small set of

regular DNA structures, referred to as tiles, that generate larger structures. These tiles can

be used to generate grids with predictable patterns that act as scaffolds to implement highly

conductive nano-wires or to use as the groundwork for assembling arrays of nanoparticles

(109; 89; 72). Tiles have also been shown to self-assemble 3-D structures rather than just 2-D

grids (33).

The self assembly of DNA tiles has also been studied extensively as a means to achieve

universal computation ( 106). Interest in DNA-tile computing has led to self-assembly imple-

mentations of binary counters and cellular automatons such as the XOR cellular automaton

implementation that builds DNA crystals which represent Sierpinski Triangles ( 84; 7). Further-

more, DNA-tile-computation is able to solve NP-complete problems, such as the Hamiltonian

path problem, by verifying the result of many possible solutions in parallel with just a

polynomial number of unique tiles that represent paths in the graph (2; 106).

Eliminating redundancy is a common optimization in storage and computer systems. For

storing information, deduplication that eliminates duplicates of large chunks of data within

and across �les has been shown as an effective method to reduce the storage needed for

backup and archival storage systems (107; 27). Compression techniques like dictionary based

compression that maintain the full integrity of the data, or lossy techniques like JPEG that

eliminate low importance information, can also be used with deduplication or on their own to

further reduce the amount of storage needed (54; 114; 101).

In computing systems, removing redundancy typically means to avoid repeating instruc-

tions when the results of those instructions are already available. This can be done at the

compiler level, or by using hardware caches to save results of functions that are computed

redundantly ( 45; 20; 81). Most analogous to our approach is common sub-expression elimi-

nation, a technique employed by compilers to remove redundant instructions ( 45). Common

sub-expression elimination identi�es two or more instructions with the same opcode and same

operands and eliminates all but one, a process that inspired how we consolidate redundant

reactions. However, while the optimizations are similar in principle, building strands of infor-

mation from DNA blocks require new representations and optimizations. Existing compilers

and tools were not suf�cient for this purpose.
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3.8 Conclusion

The DINOS framework is designed to facilitate the synthesis of data strands and makes it

possible to synthesize arbitrary strands of data from a small set of code words and a set

of overhangs using only jOj � 2k primitive blocks. The tunable nature of this system allows

it to operate with as few as 6 primitive blocks. Furthermore, our analysis suggests that a

balance between the number of overhangs and the number of input symbols must be taken

into account to achieve the best results for information density, the number of reactions, and

the cost of the system. Furthermore, the cyclic overhang assignment method is simple and

versatile, making it easy to reason about assembly. Con�gured with only 6 primitives blocks

(e.g. a binary code with three overhangs), DINOS makes it feasible and affordable to assemble

a small library of strands manually.

DINOS also facilitates larger granularity redundancy elimination by leveraging analysis

of the assembly tree representation. A redundant reaction in the assembly tree may coalesce

with any other equivalent product both within and across strands. Using our approach,

we were able to reduce reactions by an average of 91% and 41.2%, for decompressed and

compressed �les respectively, relative to no optimization. By applying an alignment technique

to �nd even more redundancy, reactions can be reduced further to an average of 91.1% and

59%, for decompressed and compressed data respectively. The bene�ts of these approaches

are signi�cant and surprising. Using these optimizations, we found that synthesizing the

decompressed version of a �le can reduce reactions by 60% compared to its compressed

version.

We also compare DINOS to state-of-the-art synthesis and assembly approaches. We show

that it offers competitive information density over a range of primitive block designs. Using

our cost model, we demonstrate the potential to substantially lower synthesis costs compared

to de novosynthesis.

For future work, we plan to fully automate and tune DINOS for the assembly of large

volumes of data. In so doing, we will further tune the assembly process for data and optimize

the chemistry and DNA sequences that work well with the design. This will also serve to

re�ne and inform our comparison to de novosynthesis and other assembly processes. We hope

DINOS encourages new research for data inspired synthesis and hope it encourages new

approaches for analyzing and exploiting the inherent redundancy in the data strand assembly

process.
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CHAPTER

4

EXPLOITING DEDUPLICATION IN

DNA ARCHIVES

4.1 Background

4.1.1 Data Deduplication

Data deduplication is typically employed to �nd large chunks of redundant information that

exists in a large set of data. The process of �nding unique and redundant chunks �rst starts by

breaking �les down into the contiguous sequences of data known as chunks. The boundaries

in a �le that identify a chunk can either be determined by a �xed number of bytes or by the

data in the �le using a Rabin �ngerprinting rolling hash. Such a hash calculates a value for

a sliding window of some number of bytes. Once this hash computes to a special value, a

boundary is marked at the end of the window.

After chunks are created, one last cryptographic hash is applied to the entire chunk, such

as SHA-1, to produce a unique �ngerprint that identi�es the data in the chunk. This �ngerprint

is then used to check against an index to determine if the chunk already exists. If the chunk

does exist, this version will not be written to storage. Furthermore, a recipe for the �le the

redundant chunk exists in will be updated with metadata that is used to �nd the redundant

chunk that already exists in storage. If the chunk is unique, the metadata for the �le should be

updated with the location in storage in which it will be placed.
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4.1.2 DNA Archive Assumptions

In our analysis of data organizations for DNA storage, we assume that costs of a DNA storage

system are driven primarily by creating the data in DNA, and reading the data from DNA.

Thus, we ignore the costs and implications of writing information that is only stored in DNA

form. One reason we choose to ignore writing in-place in its DNA form is that manipulating

data may be rare in archival storage. A study of a scienti�c archival storage system found that

just 5% of user actions are writes made to existing data, with the remaining 95% being creation

of new data and reads (1). Moreover, the problems of initially writing a large amount of data

to establish a DNA storage system, and reading data back from this large data set ef�ciently

are two problems that must be solved before information stored in DNA can even be modi�ed.

Thus, the costs of reading and creating data in DNA are more important than modifying

it at this point in time for DNA storage systems. With this in mind, our analyses of data

organization solely focus on their impacts on reading and creating data. However, all of this is

not to say writing in DNA does not exist. It has been shown that �ne granularity modi�cation

of data is possible (92). Though, because modi�cation at a �ne granularity requires a large

amounts of molecular addressing, high density systems are unlikely to be realized with this

feature.

4.2 DNA Archive Data Organizations

Current state of the art DNA storage systems store all the data of an archive in a single

pool (96; 64; 68; 92). Given the relatively few �les stored in these archives, this strategy was

effective since it allowed each �le to be accessed and sequenced using a single primer. Little

if any attention was given to the overhead of synthesizing duplicated data that might have

been present within or across �les. However, as DNA archives scale up in size, minimizing

duplicated data will be important for managing synthesis costs. As of yet, no work has

examined the impact of using deduplication within a DNA archive. In this section, we �rst

consider the bene�ts and consequences of using deduplication.

4.2.1 Ideal Deduplication

Consider deduplication applied to an ideal DNA storage system. First, a deduplication

algorithm identi�es unique chunks of data within an archive that need to be stored. Files are

decomposed into a collection of unique chunks discovered in the archive. Each unique chunk

is assigned an address and stored. Also, a recipe that describes how to assemble the �le is

generated and saved permanently. Any access to the �le results in following the recipe to read

each chunk and reassemble the �le.

The steps also apply in a DNA archive. Each unique chunk is assigned a primer that can be
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used to access the chunk, and all of its strands are labeled with the primer. In such a system,

only the unique chunks plus a small amount of meta-data need to be written, leading to a

synthesis cost proportional to the deduplication rate, which is the ratio of unique data to

logical data.

Likewise, to reconstruct a �le, all a �le's chunks are accessed, sequenced, and decoded to

reassemble the �le. Only the unique chunks need to be accessed, leading to an access and

sequencing cost proportional to the �le's deduplication ratio. Even if a �le has many chunks,

multiplex-PCR would enable joint access on multiple addresses, enabling many chunks to

be accessed and sequenced at one time. In this ideal scenario, deduplication is ef�cient for

reducing both redundantly read and written data.

4.2.2 DNA Archive Deduplication Challenges

Sparse Address Space of DNA Pools

A major limitation of current DNA storage architectures is the relatively small number of

suitable primers that can be used for molecular random access within a pool, by some estimates

as few as several thousand (97; 68). In contrast, when we apply deduplication to a 2.5 TB

archive (Section 4.5), we �nd as many as 3.6� 107 unique chunks of average size around 32

KB. Such a large number of chunks requires roughly four orders of magnitude more primers

than available in a single pool. Furthermore, if we assume 5000 primers exist for a TB pool,

then there is only 1 address per 200 MB. Hence, a far larger amount of data must be accessed

than the average 32 KB chunk size, leading to more than 4 orders of magnitude more data

unnecessarily accessed. This problem will only get worse as the data in a pool scales up, with

47 EB/gram densities shown to be molecularly addressable (68).

Multiple Pools, Density, and Destructive Access

Multiple Pools. One way to obtain more addressability is by aggregating many physically

distinct DNA pools. Each pool is physically addressed with its own molecular address space.

This allows for linear address space scaling with the number of pools. With enough pools,

each chunk can be given an address in one of the them. This solves the addressability problem

by separating the DNA into more pools. We refer to approaches that allow chunks to be placed

in more than one pool a multiple poolapproach. In contrast, if we force all chunks into a one

pool, it's called single pool.

Loss of Density. A major downside associated with a multiple pool approach is the loss of

density. A key goal of DNA storage is to leverage the density of DNA in a single pool as much

as possible, hence pools of high capacity are sought. However, if we intentionally spread data

across multiple pools then each pool will hold less data, lowering the average amount of data

stored per pool and per volume.
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Trading off density for addresses may be an acceptable trade-off in the near term because

DNA may still beat the density of future tape-based systems even with relatively low capacity

pools. Take for example the micro�uidic device of Newman et al. that can store up 1 TB per

pool, with 50 pools of data �tting on one device. Such a system uses about 1.4 in2, resulting

in an areal density of 286 Tbits/ in2 that is 3 orders of magnitude larger than the expected

density of 0.279 Tbits/ in2 for tape by 2029 (38). Instead, if pools were to be decreased to just

50 GB, the same device can attain an areal density of 14 Tbits/in2. Assuming a continued areal

density growth for tape of 34.23%, this density would not be reached for tape until 2043 (38).

Destructive Access and Wearout. While less data per pool is bad for density, it may be

helpful in other ways. Each access to a pool has a potentially destructive effect, resulting in

the loss of some strands and eventually wearout the pool over many accesses, requiring the

pool to be rewritten. We assume that all data in a pool is perturbed on an access, and if a �le's

chunks are spread across many pools, a single access to that �le involves perturbing many

pools. Lowering the density of pools or accessing fewer pools can limit the destructiveness of

an access. (In a later section, we de�ne the term loss radiusto capture this effect.)

4.2.3 DNA Archive Organizations

Based on our analysis of an ideal deduplication system and the limitations imposed on a

DNA archive by its sparse address space, we identify three system organizations: Single Pool,

Multiple Pool Single Access, and Multiple Pool Multiple Access.

Single Pool (SP). The Single Pool approach is similar to state-of-the-art designs in that an

archive is forced to be allocated into a single pool to maximize pool density, but we extend it

to support deduplication. No data is duplicated, but due to its limited address space, we have

no choice but to lump many chunks together under the same primers, even some that belong

to different �les. We attempt to do this intelligently by taking into account the presence of

unique chunks and the �les that include them. This leads to an approach with an ideal write

cost but a potentially higher read cost than the ideal system due to accessing unnecessary

data.

Multiple Pool Single Access (MPSA). MPSA allows an archive to be spread across many

pools, however all of a �le's chunks must be placed in the same pool. Placing all of the chunks

in a single pool ensures more ef�cient access, since all chunks can be accessed at once. Given

the limited addresses per pool and the that many chunks are shared among many �les, it

may not always be possible to place �les that share a chunk into the same pool. In order to

ensure that a �le's chunks are available within one pool, some duplication of data may be

reintroduced. Because this is a multiple pool approach with a �le's chunks in a single pool,

we refer to this as single access.

Multiple Pool Multiple Access (MPMA). MPMA also allows an archive to be spread

across multiple pools, and it allows a �le's chunks to be spread across many pools. Because a

59



�le's chunks may be in many pools, we refer to this as multiple access. In comparison to the

Multiple Pool Single Access organization, Multiple Access offers more freedom in where to

place chunks, but it has the potential to perturb more data because it accesses many pools per

�le. We also observe that spreading chunks to arbitrarily many pools could result in using

pools on different cartridges, so we add the constraint that a �le's chunks should �t on a

single cartridge. In our study, this additional constraint is rarely needed due to the size of the

archive and a large number of addresses per cartridge.

4.2.4 DNA Archive Metrics

We now de�ne the 4 metrics we use to evaluate each organization. To evaluate write costs

of a system we calculate the write deduplication ratiode�ned as the ratio of bytes stored in

synthesized DNA to the total number of logical bytes in the data set. Likewise, for read costs

we calculate the read deduplication ratiode�ned by dividing the physical data read for a �le

by the logical size of the �le. Thus, it measures the cost of reading a �le relative to the naive

approach of no deduplication. Both measures are normalized values to ensure no in�uence

from the rapid changes in DNA technology. Furthermore, the ratios of data synthesized/read

are appropriate measures rather than something like bandwidth because material costs of

DNA storage are proportional to the data synthesized/read.

The �nal 2 metrics measure the density and the maintenance cost of a system. For density,

given that pools can be stored on 2-D grids (64), we use areal density in Tbits/ in2 as a density

metric to compare against archival storage mediums like tape. Lastly, we introduce a metric

that accounts for both the loss of data that will occur from sampling a pool for random access

(68) and the number of pools an organization may touch on an access. We call this the loss

radiusand is calculated by multiplying the average number of physical bytes written in a pool

multiplied by the average number of pools touched per access.

4.3 Organization Implementations

In this section we describe the approaches we use to realize implementations of each of

the 3 organizations. Our approaches focus on utilizing the �le access patterns of chunks

from deduplication to generate more ef�cient approaches for each organization. First we

describe a preprocessing technique we use to reduce the number of unique chunks before

each organization is applied to the set of chunks.

4.3.1 Preprocessing Coalescing

As a cold storage medium, there will be large sets of data that can be processed for deduplica-

tion. We assume that the bene�ts of deduplication can be largely gained from deduplicating
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Figure 4.1: Coalescing chunks that have the same set of �les that require them. This allows A,
B, C to be trivially coalesced together.

each large set of data individually. This assumption allows for chunks that share the same set

of accessing �les to be coalesced into a larger chunk, as shown in Figure 4.1. Doing so reduces

the number of chunks that need to be addressed while ensuring a �le does not access a chunk

it does not require. However, this prevents a chunk from being re-used for a new �le that may

enter the system. We suspect that this loss of opportunity is not signi�cant compared to the

deduplication available in each of the individual data sets.

4.3.2 Single Pool Algorithms

File-Based Coalescing

When implementing a single pool deduplication solution, it is necessary that the total number

of chunks to be stored in a pool are at most the number of primers available. To do this, we

need to coalesce chunks into one addressable unit. Our �rst coalescing implementation treats

each primer as a container, shown in Figure 4.2. We greedily place all the chunks for each

�le into a container until it is full. When we �nd chunks that are redundant, e.g. Chunks C

and D for File N of Figure 4.2, we do not write those into the current container. Instead we

update File N to also include the primers of the redundant chunks. All data in a container

is referenced using the primer assigned to that container. This highlights the fact that, for

single pools, it is inevitable that unwanted data will be retrieved on an access. The container

treatment of primers is analogous to a container typically used in HDD based deduplication

where chunks are placed near other logical chunks in the �le (40; 47; 108)
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Figure 4.2: File-based coalescing approach for SP that groups together the chunks of a �le in
the same container.

Read-Aware Coalescing

File-based Coalescing ignores the impact on read cost caused by grouping chunks based on

�le locality. Instead, we can limit the read overhead by placing chunks together that have high

overlap in the �les that access them. To do so, we develop an approach that scores the cost of

merging two chunks based on the amount of data retrieved but subsequently discarded.

Consider the example in Figure 4.3. Chunk 0 belongs to F0, F1, and F2. Chunk 1 belongs to

F1, F2, F3, and F4. Chunk 1 and 2 both belong to F1 and F2. To determine if it is advantageous

to merge them, we calculate the amount of discarded data accessing �les that don't need them

both, namely F0, F2, and F4. F2 and F4 don't need the 4 KB from Chunk 0 and F0 does not need

the 16 KB from Chunk 1. Hence, a total of 24 KB is discarded in total assuming each �les is

accessed independently.

Clearly, merging chunks that result in the least discarded data will limit read overhead.

This observation is the basis for our heuristic: pick the two chunks to merge next that have the

least discarded data. One method to implement this would be to calculate a triangular matrix

as in Figure 4.3 that shows the cost of all chunk pairings, and then lowest score among all

pairings is merged. The matrix is updated after the selection and the process repeats. Such a

matrix will be of O(B2) complexity and thus intractable to compute and store for potentially

millions of chunks.
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Figure 4.3: Read aware SP approach that takes into account the chunks' access patterns.

To make our heuristic feasible, we take a subset of its 108 entries. The subset is chosen

in two phases. In the �rst phase we select the subset by �rst choosing chunks that have at

most 15 �les that access them. This helps limit the linear time cost of calculating the overlap of

�les between chunks. Although some chunks may be left out, we �nd that the threshold of 15

covers at least93%of chunks. When a chunk is under this threshold, we look at possible pairs

for this chunk in the chunk sets for each �le that accesses this chunk. For example, Chunk 0 in

Figure 4.3 would �nd Chunk 1 using File 0 or File 2's chunk set. We then sort the pairs based

on cost and merge all the pairs. When a pair is merged, we make sure to update the cost of

any other potential merges in the set to take into account the changes in the �le set for the

chunk (highlighted matrix cells in Figure 4.3). If a new merge cost becomes the largest in the

subset, it is not considered.

The second phase occurs when there are no chunks under the threshold. We randomly

choose a subset of pairs and order based on cost. As before, we still update the costs of other

potential merges in the set whenever chunks are coalesced. We repeat this process until all

chunks are assigned a container.

4.3.3 MPSA Implementation

When limiting accesses to only 1 pool, a decision needs to be made due to the limited number

of primers about which �les should be in the same pool. This decision is important since it

drives the amount of reintroduced duplication. For this reason, we express the redundancy

relationships between �les using a graph data structure. Each vertex in the graph represents

a �le. To guide the decision on what �les should exist in a pool together, weighted edges

represent the total redundancy between two �les. So, if an edge is cut to separate �les into

different pools, the edge weight indicates how much data must be redundantly written, with a
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copy in each pool. With this representation, we can use a global min-cut algorithm to partition

the graph along edges that minimize the amount of duplicated data.

Figure 4.4: Graph construction for 6 chunks, and a min-cut partitioning scheme. Each partition
has copy of chunks 5 and 0.

One problem we faced with this graph-based approach was a large number of edges

representing the shared chunks between �les. We found that we could represent the same

information but with fewer edges. We observe that after applying a min-cut algorithm all

�les that share a chunk will either be in the same partition or there will be at least one �le

in the other partition. Using this insight, we pick an arbitrary sourcenode by choosing the

smallest �le identi�er and only creating an edge from the source �le to all other �les that

share it. This construction requires O(F) edges per chunk, where F is the number of �les that

use the chunk. We �nd that this construction has 2 orders of magnitude less edges and better

represents re-duplication costs than a an O(F2) all �le-pairs construction.

As an example, the complete process of constructing our redundancy graph is shown in

Figure 4.4 for 6 chunks. Each chunk has multiple �les that access it, notated blow each chunk.
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When constructing the connected component for Chunk 0, we pick F0 as the source and only

connect an edge from F0 to F1 and F5 to represent that chunk.

Global min-cut algorithms may not yield partitions that are readily addressable given

a primer constraint. So, we take each sub-graph induced by each partition of vertices and

iteratively create global min-cuts until the address constraint is satis�ed. For each cut, the

chunks that represent edges between the 2 sub-graphs are duplicated to represent adding data

back to the system. When we �nally place partitions into a pool, and if multiple partitions

end up in the same pool, we undo the split of redundant chunks between the partitions in the

same pool.

Our graph construction approach is identical to DedupT's "star" approach for constructing

a graph to represent redundant data between �les ( 27). However, they do not utilize a min-cut

algorithm, rather they use a speedy heuristic to partition the �les. While min-cut has a worse

time complexity than their heuristic, we were able to perform our analysis on TB scale archives

in a relatively short time.

Primer Assignment Granularity in MPSA. A �nal important aspect of this approach is

the granularity at which primers are assigned to data. They can either be assigned to each

chunk individually or to entire �les in bulk. For example, in Figure 4.4, �le F4's Chunks 5 and

6 could each be given their own primer. This would use up two primers and require that both

are used to read F4 on an access. We refer to this aschunk-level addressing, since each chunk

has its own primer.

On the other hand, Chunks 5 and 6 could be given the same primer since they belong to

the same �le. We call this �le-level addressingsince all Chunks in a �le share the same primer.

File-level addressing is desirable since it uses 1 primer per �le. However, there is a downside

to this choice that is evident in the example. When �le F5 is added to the same pool, G”,

Chunk 6 will not be duplicated and must be accessed using F4's primer. Hence, an access toF5

will also access all of F4's Chunks, too, leading to higher read costs. We evaluate the difference

between chunk-level addressing and �le-level addressing in Section 4.5.

4.3.4 MPMA Implementation

Recall that MPMA allows a �le's chunks to be placed in multiple pools. Overall, our goal is to

minimize the number of pools touched for each �le since this disturbs the fewest pools. We

also add the restriction that all of them must be placed on the same cartridge.

Our implementation of this hierarchical decision process is shown in Figure 4.5. First we

use the min-cut partitioning approach to decide which �les belong together on a cartridge.

This is the same algorithm used for MPSA but scaled up to accommodate all the pools in a

cartridge. This allows us to avoid duplicating data as much as possible across cartridges. Then,

we place a �le's chunks into pools using a heuristic that gives priority to �les that have the

most chunks remaining to be placed.
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Our �le placement heuristic starts by building a directed unweighted redundancy graph as

shown at the bottom of Figure 4.5. The tails of edges in the graph start from the source node

of a given chunk (de�ned in Section 4.3.3). Along with the graph, we build a max priority

queue that orders �les based on the number of chunks that have not be assigned to some

primer yet. We call the size of the set the span scorefor that �le. We then place the chunks of

the largest span �le into the most recently opened pool, if that pool has primers available. If

not, we open a new pool and use the primers from the new pool. We pick the largest span set

since this is indicative of a �le that has the potential to touch multiple pools on an access.

Once the largest span is selected, e.g �le F4 in Figure 4.5, the chunks that F4 contained at

the time of placement are removed from all other �les that may have those chunks (highlighted

chunks in Figure 4.5). We �nd these chunks quickly by considering the children of the allocated

�le and its siblings that can be reached using the highlighted edges in Figure 4.5. Once each

of these nodes are updated, the queue is reordered for the next iteration of selecting a �le. The

process repeats until all chunks are placed in pools.

Primer Assignment Granularity in MPMA. MPMA also has a choice of chunk-level

addressing versus �le-level addressing. As a �le is placed in a pool, a unique primer may be

assigned to each chunk or all chunks in a �le that are allocated at the same time may receive

the same primer. The trade-offs are similar as in the case of MPSA. We also evaluate the

difference between chunk-level addressing and �le-level addressing in MPMA in Section 4.5.

4.4 Methodology

We evaluate the SP, MPSA, and MPMA organizations over 28 different con�gurations for a

data-based chunking deduplication scheme over the same 2.5 TB data set. The 2.5 TB of data is

a collection of data from 19 workstations for computer engineering graduate students. While

generating this data set, we ignore any soft links to avoid including copies of the same data.

We implemented our own deduplication framework in C++. The parameters we choose to vary

for deduplication are the average and minimum sizes for chunks that are generated from the

Rabin �ngerprinting used to determine data-de�ned chunk boundaries. We �x the maximum

size a chunk can be to 1 MB. The reason we vary these parameters is to study if there are

read-write cost tradeoffs that can be made by lowering the amount of deduplication in turn

for simpler graphs and redundancy relationships between �les. The range of parameters used

is shown in Table 4.1.

The storage system parameters in Table 4.1 are based on results from Newmanet al.'s

device (64). The difference between the Data Pools Per Deckand Electrodes Per Deckis that the

number of data pools is the number of electrodes that can actually contain data. The electrodes

per deck is the number of electrodes in total needed to implement storing the data pools and

routing liquid to the dehydrated pools. Both are taken into account when calculating densities.
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Figure 4.5: Hierarchical process of determining cartridge partitions and subsequent �le
placement.

Table 4.1: Deduplication evaluation parameters.

Parameter Value
Data Set Logical Size (TB) 2.5
Average Chunk Size (kB) [32-128]

Min Chunk Size (kB) [1-128]
Data Pools Per Deck 50
Electrodes Per Deck 127

File Size (MB) 10
Electrode Area (in2) 0.0112
Number of Primers 5000

Tape Areal Density (Tbits/in 2) 0.278
Number of Files 238388
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Figure 4.6: Base deduplication ratio for each considered deduplication con�guration. Mini-
mum chunk sizes increase left to right for each average chunk size).

For our analysis we choose a �xed access size, which we call the �le size. We �x this value

to 10 MB. This means that we group together enough �les smaller than 10 MB until 10 MB

is reached. For �les larger than 10 MB, we segment the �le into 10 MB segments. We do this

for two reasons. Small �les are grouped together to limit fragmentation of data and gain a

higher deduplication ratio. Having a smaller segments than large �les allows for �exibility in

what data of a large �le is accessed. Furthermore, work on the NCAR archival storage system

indicates that a large majority of user sessions use at less than 10 MB (1). To group small

�les together we group together �les in the same directory as they are likely to be accessed

together (1). This process provides us with 238388 �les.

We evaluate each algorithm in Section 4.3, along with 3 additional naive algorithms

that are used for comparison points for the MPSA and MPMA organizations to ensure

that our heuristics are effective. For MPSA, we use an algorithm that partitions �les in an

uncorrelated manner by randomly selecting the partitions. We use this for both chunk and �le

granularities. Similarly, for MPMA, we choose the �le which we allocate primers for randomly

as a comparison for our heuristic. We choose the number of primers to be 5000, which is larger

than the 3000found by Organick et al.'ssystem (67) but our searches for primers indicate

slightly larger sizes may be possible.

The basis of our multi pool implementations is Nagamochi et al.'sglobal min-cut algorithm

(61) which we implemented using the C++ Boost Graph Library ( 90). We chose this min-cut

algorithm as it is a more practical approach for large graphs compared to the Stoer-Wagner

algorithm provided by Boost (91; 35).
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4.5 Analysis

4.5.1 Chunks and Deduplication

Figure 4.6 shows the base deduplication ratio of our data set across the 28 con�gurations.

The deduplication rate varies from 0.68 up to 0.83, with smaller average chunk sizes yielding

a better rate. As would be expected, increasing either the minimum or average chunk size

results in a decrease of redundancy and thus an increase in deduplication ratio.

Figures 4.7 and 4.8 show the number of unique chunks we obtain before and after applying

the preprocessing coalescing of Section 4.3.1. Recall that preprocessing simply groups unique

chunks that are accessed by the same �les. The main insight here is that preprocessing can

provide large bene�ts for a system with limited addressability, as doing so leads to a 2 orders

of magnitude decrease in the number of chunks in the system. Although preprocessing helps,

it does not solve the chunk to primer disparity. We use the unique chunks after preprocessing

in the remainder of our analysis.

Note, our deduplication ratios do not include recipe overhead. We found that for the most

aggressive deduplication con�guration, there are approximately 7M chunk references after

preprocessing. If we assume that each reference needs 64 bits each to index a cartridge, pool,

and primer, we expect about 169 MB overhead. Thus, we ignore overhead when calculating

deduplication ratios.

4.5.2 Designing DNA Deduplication Archives

The goal of this section is to provide a direct comparison between SP, MPSA, and MPMA to

determine, given the current molecular addressing constraints, what are the most practical

solutions for adopting deduplication in DNA storage. We begin by comparing the read-write

Figure 4.7: Number of unique chunks before preprocessing. y-axis is the number of chunks
in tens of millions (10 7).
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Figure 4.8: Number of unique chunks afterpreprocessing. y-axis is the number of chunks in
hundreds of thousands (105).

trade-offs at a high level across each organization. We then account for the density of the

MPMA and MPSA approaches to determine the relevant write-density trade-offs that can be

made for multiple pool approaches. We then summarize viable solutions in a Pareto optimal

frontier points for each organization that allows us to directly compare each approach using

the 4 metrics de�ned in Section 4.2.4.

Read-Write Trade-offs

Figure 4.9 plots the read deduplication ratio versus the write deduplication ratio for each

deduplication con�guration and organization combination. The read deduplication ratio is

calculated per �le, and we report the geometric mean of ratios across all �les in the data set

for each point. Algorithms are denoted in the legend as follows. SP-FBCrefers to Single Pool

with File-Based Coalescing, and SP-RACis Single Pool with Read-aware Coalescing. MPMA

and MPSA come in two variants, where �le refers to �le-level addressing and chunkrefers to

chunk-level addressing. Each cluster of markers for the same algorithm is a change in average

bock size, and the change in points in the same cluster represents a change in minimum chunk

size.

A major trend visible from this �gure is the higher read deduplication ratios for all Single

Pool points as compared with the lower read deduplication ratios for the Multiple Pool

approaches (e.g. all MPMA and MPSA points). The best Single Pool designs are nearly 20�

worse than the least good Multiple Pool points. This underscores the high read costs associated

with the Single Pool approach.

Another major trend is that the Multiple Pool approaches are all reasonably read ef�cient

with a read deduplication ratio of 2 or less. However, there is a difference between the �le-level
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address granularity and chunk-level granularity. The chunk-level addressing offers a read

deduplication ratio less than one. This is possible since chunk-level addressing reads only the

requested data. The �le-level addressing approaches tend to incur a ratio near 1 and less than

2. If we only care about the read and write costs and are not considered about density, the

Multiple Pool approaches that use chunk-level addressing offer the best trade-offs.

We also observe that there are many opportunities to optimize read costs for Single Pool

and Multiple Pool by simply tuning the minimum and average chunk sizes. The reason for

this is that less inter-�le redundancy requires less access to primers that may have unnecessary

data.

Write-Density Trade-offs

Recall that MPSA and MPMA obtain their lower read costs by using additional pools, lowering

the density of the system. We analyze the write-density trade-off in Figure 4.10, with density

measured in total pools. Note, we do not include Single Pool approaches here because they

would always use only one pool.

A major trend visible from Figure 4.10 is that chunk-level addressing requires substantially

more pools than �le-level addressing. This is especially pronounced for MPSA-chunk, which

needs more than 100 pools even in its most ef�cient con�guration. Furthermore, MPSA-chunk

Figure 4.9: Read Deduplication Ratio vs. Write Deduplication Ratio. Each color represents a
different algorithm and addressing granularity, circle markers are MPSA/MPMA organiza-
tions, and X markers represent SP approaches.
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Figure 4.10: Number of pools vs the write costs for MPSA and MPMA approaches. Each
color represents a different approach. Blue line represents the minimum possible number of
pools.

is an order of magnitude less dense than MPMA-chunk. This is driven by the process of

generating partitions from a min-cut. Forcing the chunks of a �le into one pool results in

duplication and requires many additional addresses since each unique chunk requires a primer.

Furthermore, the chunk-level addressing approaches were the more ef�cient Multiple Pool

techniques with respect to read deduplication ratio. This implies that good read deduplication

ratios coupled with aggressive densities can only be achieved using MPMA-chunk at the

relatively higher (less desirable) write deduplication ratios.

File-level addressing, on the other hand, performs well with respect to both read dedupli-

cation ratio and total pools. MPMA-�le and MPSA-�le are nearly similar for pool usage, but

MPSA-�le offers a small advantage in terms of Read Deduplication Ratio. Hence, MPSA-�le

offers the best combination of Read Deduplication Ratio and Total Pools.

Pareto Optimal Designs

Our goal now is to boil each organization down into a Pareto frontier of optimal points with

respect to read-write cost trade-offs. With such a comparison, we can understand and quantify

the limits of each approach and understand which approaches are the most practical when

implementing deduplication in DNA storage systems.

Figures 4.11, 4.12, and 4.13 show Pareto curves. For each one, the points left to right on the

curve are ordered in the legend top to bottom in a column and left to right across columns.

Each point is labeled in the legend with its {average:min} chunk size pair. The loss radius in

GB is shown in parentheses.

Figure 4.11 shows the Single Pool Pareto frontier. SP's improvement in read costs is limited

72



Figure 4.11: SP Pareto frontier for read-write optimization.

to a 29.4% reduction while increasing write costs by 22% across the entire Pareto frontier.

Given these limitations, and that packing data into a single pool has a high loss radius, we

next analyze multiple pool approaches.

To analyze multiple pool approaches, the impact of density needs to be factored in. To

do so, we pick a density that will be competitive with next generation tape densities. Using

the INSIC roadmap, we choose a tape density of 0.278 Tbits/ in2 (38). We then pick 2 more

points relative to this to see how competitive DNA storage systems can be using a multiple

pool approach. When calculating the areal density of a DNA storage approach, we take the

total logical data in bits and divide by the area of the pools needed to support this data. This

includes the extra electrode routing overhead discussed in Section 4.4. Then, when we compare

densities between a DNA storage solution and a target tape areal density. We make sure to

divide the tape areal density by the solution's deduplication ratio so that the comparison is

fair.

The Pareto optimal points that have a higher areal density than the three multiples of

tape density are plotted in Figure 4.12. The �rst takeaway here is that even for up to 10x

a next generation tape density, MPSA can achieve a read deduplication ratio of 1.3 and a

write deduplication ratio of 0.681. This means that read costs are reduced by 97.6% compared

to a Single Pool approach while only increasing write costs by 0.7% over the ideal write

deduplication ratio. Furthermore, the trade-off between read and write is more favorable than

SP for a 10x tape density due to chunk-level addressing. That is, across the entire frontier, read

costs can be reduced by 45% with an increase of only 23% in write costs. With these results,

we conclude that for even just on the order of 2.5 TB of logical data it makes more sense to

have multiple pools than 1 singular pool contrary to current DNA storage work (64; 96; 68).

Although MPSA can provide competitive densities, MPMA offers even denser approaches
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Figure 4.12: Pareto frontiers for MPSA over 3 density targets relative to a tape areal density
of 0.278 Tbits/in 2 (38).

Figure 4.13: Pareto optimal read-write frontier for MPMA for designs that meet 20x the 0.278
Tbits/in 2 tape areal density.

which allow chunk-level addressing to be viable at better write costs. For example, for the

1x and 10x density multiples, MPMA achieves a single read-write optimal point due to

denser chunk granularity addressing at write and read deduplication ratios of 0.676 and 0.55

respectively. However, this point comes with a loss radius of 46 GB that is 1.45x larger than

MPSA con�gurations with comparable write costs. Lastly, from Figure 4.12 we can see for a

20x multiplier, viable solutions do not exist until a read deduplication ratio of 0.8 is reached.

However, Figure 4.13 shows that if multiple pools were allowed to be touched on an access,

a wide range of solutions exist starting from a write deduplication ratio of 0.677 and a read

deduplication ratio of 1.9. However, this improvement in density comes with the drawback of

disrupting 70.62 GB of data on each access, compared to 32.75 GB when con�ning an access to

1 pool. This translates into a 2.15x increase in data integrity costs.
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4.5.3 Algorithm Characterization

We now analyze the individual effectiveness of each of our proposed algorithms.

Single Pool

First, we compare the read cost of the File-based Coalescing (Section 4.3.2) and the Read-aware

Coalescing (Section 4.3.2). Figure 4.14 shows the geometric mean of the read deduplication

ratio for the Read-aware coalescing normalized to that of the �le-based approach. In general,

our Read-aware Coalescing approach provides better read costs with reductions up to 21%.

From this we conclude that, for small primer sets, coalescing chunks that are likely to be

accessed together provides a signi�cant bene�t in read costs.

Figure 4.14: Read costs of the Read-aware coalescing approach normalized to the �le-based
coalescing approach.

We also compared the sensitivity of these two approaches with respect to the number of

primers by increasing the number of primers to 50 � 103. In this case, our merge cost approach

tends to perform worse. We observed that only 5 deduplication con�gurations out of the 28

had a better read cost when using our merge cost approach. This is likely due to the fact that a

large primer set reduces the number of chunks placed on a primer, and that there are �les with

and without inter-�le redundancy. Those without will have 1 total chunk after preprocessing

that may be large to accommodate the whole �le, and those with inter-�le redundancy are

likely to have many chunks. For a locality approach, �les with inter-�le redundancy will need

a primer in their recipe that points to a region of data for another �le. When looking at the

number of chunks per �le in the largest connected component of the redundancy graph for 32
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kB and 1 kB average and minimum chunk sizes, we �nd that the average number of chunks

per �le is 87. For the primer set of 5000, on the order of 100 chunks are placed at each primer

for the locality approach. However, for 50000 primers it is on the order of 10 chunks. Thus,

the locality approach is likely to pad more chunks that are unrelated to chunks with inter-�le

redundancy for 5000 primers versus 50000 primers. This implies that a merge cost approach

must be more careful in choosing pairs of chunks to coalesce for larger primer spaces.

Figure 4.15: Absolute difference of deduplication ratios for MPSA chunk and �le level
addressing compared to Figure 4.6. Left y-axis is for chunk granularity accesses, and right
y-axis is for �le granularity accesses (line plot).

MPSA

We now evaluate the effectiveness of the MPSA algorithm at limiting duplication of data in

order to place �les in a single pool. Figure 4.15 shows the percentage of the total logical data

added back into the system, e.g. the absolute difference between the write deduplication ratio

with MPSA and without for both chunk-level and �le-level access granularities. For both

approaches, the percentage of logical data added to the system is small, at most 4.8% and 0.5%

for chunk-level and �le-level granularities, respectively. If we instead used random selections

of �les for partitions, the duplicated data jumps to 14.8% and 6.9%, respectively (not shown in

�gure). Hence, we conclude that our approach is working well at limiting duplication.

Further analysis of Figure 4.15 shows that there is a downward trend with increasing

chunk size and the amount of deduplication lost. This is because larger chunk sizes lead to the

larger connected components that endure many min-cuts to decrease in size. For example, the

largest connected component decreases from 63,172 vertices to 58,443 vertices when increasing
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the minimum chunk size from 1 to 32 kB for 32 kB average chunk sizes. Clearly the difference

in data added back for different granularities raises the question whether �le granularity

addressing should be used, we cover the trade-offs of doing so in Section 4.5.2.

MPMA

Now we compare our MPMA algorithm (Section 4.3.3) to one that places �les randomly. Figure

4.16 normalizes the average number of pools touched by our algorithm to the random one.

Because the amount of data that will be rewritten will scale with the number of pools touched,

our approach of greedily selecting the �le with the largest span provides better maintenance

costs for all deduplication con�gurations, with savings up to 12.1%. We note that there was no

deduplication loss from ensuring that all data is placed on the same cartridge for an access.

Further analysis of Figure 4.16 shows that there are two major trends. One is that our

approach tends to perform better as the minimum chunk size increases. The other is that as

the average chunk size increases, our approach performs relatively worse to that of a random

approach. The reason for the latter is because the average chunk size impacts the number of

�les that don't have inter-�le redundancy greatly. For example, the number of �les that are

not part of a connected component increases from 84,039 to 149,911, a1.77� increase. Thus,

since 149,911 is 58% of all �les, a large portion of �les are not effected by any kind of choice of

what �le is chosen for placement, averaging out the bene�ts of choosing large span �les �rst.

Figure 4.16: Normalized touched pools of MPMA span algorithm to randomly selecting �les
for 50 pool decks.

For the trend related to minimum chunk sizes, we �nd that increasing the minimum

chunk size �lters out small chunks that generate many connections in the largest connected

component. For example, the maximum number of neighbors for a �le decreases from 21,770
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to 14,366 when increasing the minimum chunk size from 1 to 32 kB for an average chunk size

of 32 kB. This is also nearly identical for 256 kB average chunk sizes as well. We �nd that this

mainly impacts the largest connected component, which is the bulk of inter-�le redundancy

and thus the majority of opportunity for large span �les. The proportion of �les that this

max redundancy impacts decreases from 34% to 24%. Our approach gains a bene�t from this

change because such redundancy ensures that a large portion of �les are forced to access

multiple pools and averages out the bene�ts of our approach compared to random selection.

Since we found that MPMA uses 3 cartridges to completely �t all the pools needed, we

tested the sensitivity of our approach to the number of pools on a cartridge. This stresses the

impact of the scope of data considered during placement. When doing so, we make sure all

pools are on the same cartridge, and see that our approach gains even more of an advantage

by providing up to a 23% reduction in the number of touched pools. This happens because

multiple cartridges helps random selection since we group �les by connected components.

More cartridges means that there will be less small-span �les being considered at the same time

as large-span �les in a large connected component. Though, this also supports the heuristic of

picking large span �les over smaller spans. Conversely, our algorithm gains improvements

when there are more small-span �les to consider at the same time as large-span �les.

4.6 Conclusion

In this work we have presented the �rst work on data deduplication for DNA data storage.

We found that single pool approaches incur high read costs. Instead, mapping it into multiple

pools will be important for obtaining good trade-offs between read and write costs. Despite

conventional wisdom, our analysis suggests that a multiple pool approach with modest

capacities per pool can still exceed the density of next generation tape technologies by a large

margin. Future work should continue to explore ways of exploiting deduplication more. Also,

identifying larger sets of molecular addresses or identifying new ways of addressing data

within a pool ( 96) may also be important for substantially increasing the density of future

systems.
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CHAPTER

5

FRAMED FRAMEWORK FOR

DNA-BASED DATA STORAGE DESIGN,

VERIFICATION, AND VALIDATION

5.1 Introduction

In this chapter we discuss FrameD, a framework for veri�cation, design, and validation of

DNA storage encoding/decoding systems. In Section 5.2 we discuss the motivation for such a

framework based on an analysis that breaks down the common components that previous

work has used to construct their DNA encoding and decoding systems. Section 5.3 provides an

in depth explanation of our approach to creating infrastructure that can aid in the construction

of DNA encoding and decoding pipelines through the use of well de�ned building blocks

which allows for �exible storage system design. During the discussion of our framework

in Section 5.3.1 we explain how FrameD provides automatic indexing support to enable

re-organization of molecules in a DNA storage system in which data is inherently disordered.

We then provide an overview of the fault injection process in Section 5.3.2 which allows for

the veri�cation and testing of encodings developed based on the FrameD framework, and we

explain how FrameD is scalable through the use of high performance computing in Section

5.3.3.

FrameD is demonstrated in two ways: one is using in-silico trials to make choices between
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encodings at the design stage of a DNA storage system, the other is using FrameD in the

analysis of a real experimental DNA Storage system. First, in Section 5.4 we outline an

experimental set up in how in-silico fault injection can be utilized to choose from an array

of possible DNA storage system designs. To choose from a set of encoding and decoding

strategies we develop a set of metrics in Section 5.4.1 that allow for comparisons to be made

between each choice. Section 5.4.2 presents the results of our comparison of 3 distinct decoding

strategies that each adopt different inner codes and manners in how multiple reads generated

from sequencing are leveraged in the error correction process. Following our in-silico analysis,

we present in Section 5.5 a case in which FrameD is employed in a real experimental DNA

storage system in all three phases of design, veri�cation, and validation. Section 5.6 concludes

our discussion of FrameD.

5.2 The Case for DNA Storage Simulation Infrastructure

Before discussing details of FrameD, we present a study of current literature to further motivate

the need for a DNA simulation infrastructure and to understand the basic components that

such an infrastructure will need to support. For our review, we choose 13 previous works

that implement end-to-end DNA storage systems. We selected these works because they are

representative of different approaches that have been taken since the revival of DNA data

storage started by Goldman et al.'swork ( 28). Thus, we should be able to make conclusions

about consistent approaches taken in DNA storage design, while also being able to account

for the inclusion of novel techniques from each individual work.

We �nd that transformations applied to information can be organized hierarchically in

two levels. At the �rst level we identify two broad categories we refer to as Single strand and

Multi-Strand transformations. Single Strand transformations focus on processing information

stored in a single molecule of DNA, while the Multi Strand processes relate to processing

information stored within a group of molecules.

Under the Single Strand category, we found 3 typical transformation steps outlined in

Table 5.1:Binary Transformation , Transcoding , and Functional Site Encoding . Each of these

sub-categories modify the data present on a single DNA molecule in their own way. A Binary

Transformation modi�es the raw digital information before it is represented as DNA molecule.

Such modi�cations typically included parity checks ( 11), Reed-Solomon codes (30; 5), and base

conversions from the typical Base-2 binary representation of digital information to a numerical

base that may be more convenient for a certain Reed-Solomon �eld ( 30; 3). The Transcoding

category consists of processes that represent the digital source information in terms of a DNA

molecule. While transcoding can be as simple as a base-conversion to base-4 (5), approaches

typically consider constraints such as GC balance (77; 111) and homopolymers ( 11; 96; 28; 67),

yielding a range of options with different error correction and density properties. The �nal
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Single Strand pass, Functional Site Encoding , is not inherently dependent on the raw

information stored but instead includes DNA substrings in the stored molecules to facilitate

functionality. Functionality encoding includes adding primers for polymerase chain reaction

(PCR) random access (96; 11; 67), T7 promotor sites for RNA transcription ( 50), and restriction

sites for DNA fragmentation (95).

Under the Multi-strand category, we determined 3 distinct processing steps outlined in

Table 5.2:Outer Code , Consolidation , and Reconstruction . The Outer Code step is similar to

the Binary Transformation step of the single strand category, except error correction codes

like Reed-Solomon are applied using the data of a group of strands so that errors can be

corrected using information dispersed across DNA molecules ( 77; 95; 67). This error correction

technique is crucial for dealing with the occurrence of missing DNA molecules, a common

error mode of DNA storage systems ( 77; 67; 11). Another issue that a DNA storage system

design must address is the reconstruction of the order of information. Representing arbitrarily

large sets of information requires storing subsets of information on individual DNA molecules

because synthetic DNA of arbitrary length is not feasible to synthesize. Provided mixtures of

DNA molecules are not guaranteed to be sequenced in any particular order, a Reconstruction

strategy is needed to map a DNA molecule to its place in the complete data set. Because of

its optimality regarding density ( 34), an indexing strategy that stores an ordering integer in

each strand is a common approach (Table 5.2). Lastly, because DNA storage systems typically

generate multiple copies of each transcoded DNA molecule by way of synthesis, sequencing,

or ampli�cation ( 67; 11; 111; 96), a processing step which we call Consolidation is required

to generate 1 �nal representative of the information of a stored DNA molecule. This can be

as simple as detecting and removing bad strands using error correction until �nding a valid

strand (11; 28; 96; 77), or bioinformatics tools such as multiple sequence alignment (MSA)

algorithms can be employed to determine a consensus sequence (111; 5; 67).

From this discussion, we can immediately see that the transformation of information within

a DNA storage system can be described by a small set of general categories. This indicates

that an infrastructure which provides support for routing this information between these

categories can be effective in representing many unique DNA storage systems.

Given this observation, we consider how prior works in DNA storage simulation support

general encoding and simulation environments. DNA-Storalator is a DNA storage system

simulator that focuses on evaluating clustering and reconstruction algorithms that work to

construct a representative DNA strand from a cluster of noisy versions. However, DNA-

Storalator does not offer support for the evaluation of Outer, Binary Transformation, or

Transcoding codecs (14). Furthermore, the only error models supported are those which are

generated by wet-lab experiments (85). While these may be accurate for a given DNA storage

system implementation, allowing for user-de�ned error models allows for testing codecs

over a wider set of cases. DNAssim offers �exible fault and coverage models, along with
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Table 5.1: Table of individual strand operations typically applied during encoding/decoding.
We use notations to generally represent the steps of information conversion that prior works
take. Bx

y represents a set of length x basey integers. D x
y represents length x DNA strings of

basey. Allowing for bases y 6= 4 is necessary of composite DNA works ( 18; 3). We abbreviate
Reed Solomon codes over �eld F with RS(F), and represent base changes of information as
Y (Bx0

y0 ; Bx1
y1 ), where Y (�; �) is a bijection map between the two sets of integers. To allow for

variable length base changes used by Huffman codes, we let x be a sequence of integers. For

example, Bf 3,4g
2 � f 0, 1g3 [ f 0, 1g4 is a set consisting of both length 3 and 4 base-2 integers.P

and I indicate transformations applied to Payload/Index respectively.

Single Strand

Storage
System

Binary
Transformation

Transcoding
Functional Site

Encoding

Bornholt et al. (11)
Parity Check,

Y (B8
2; Bf 5,6g

3 )
Y (B1

3; D1
4)

Rotating Code
Prepend & Append

Primers

Goldman et al. (28)
Parity Check,

Y (B8
2; Bf 5,6g

3 )
Y (B1

3; D1
4)

Rotating Code
N/A

Tomek et al. (96) Y (B8
2; Bf 5,6g

3 )
Y (B1

3; D1
4)

Rotating Code
Prepend & Append

Primers

Lin et al. (50) N/A Byte-to-DNA Map
Prepend & Append

Primers, T7 Promoter

Grass et al. (30)
Y (B2

28; B3
47),

RS(47)
Y (B1

47; D
3
4)

Prepend & Append
Primers

Press et al. (77) N/A
HEDGES

Convolutional Code
Prepend & Append

Primers

Erlich and Zielin-
ski (24)

RS(28) Y (B1
2; D1

4)
Prepend & Append

Primers

Antkowiak et al.
(5)

Randomize,
RS(26)

Y (B1
2; D1

4) N/A

Choi et al. (18) N/A
P(Y (B7

2; D3
6) ,

Nuc. Deduction),
I (Y (B1

48; D
3
4))

Prepend & Append
Primers

Anavy et al. (3)
P(Y (B5

2; B2
6),

RS(73))
I (RS(24))

P(Y (B2
6; D2

6),
Nuc. Deduction),

I (Y (B2
2; D1

4))

Prepend & Append
Primers

Yazdi et al. (111) N/A
Y (B14

2 ; D8
4) GC-balance

Constrained Code with
homopolymer checks

N/A

Organick et al. (67)
Randomize,
Y (B6

2; B4
3)

Y (B1
3; D1

4)
Rotating Code

Prepend & Append
Primers

Tomek et al. (95) RS(28) Y (B8
2; D8

4)
Prepend & Append

Primers,
Restriction Enzymes
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Table 5.2: Table of operations applied by DNA storage systems that operate on multiple
strands at a time. Notations used follow Table 5.1.

Multi Strand

Storage
System

Outer
Code

Consolidation Reconstruction

Bornholt et al.
(11)

Overlap Repetition,
XOR

Detect &
Remove

Index

Goldman et al.
(28)

Overlap Repetition
Detect &
Remove

Index

Tomek et al.
(96)

Overlap Repetition,
XOR

Detect &
Remove

Index

Lin et al. (50) N/A N/A Index

Grass et al.
(30)

Y (B2
28; B3

47),
RS(4739)

N/A Index

Press et al.
(77)

RS(28)
Detect &
Remove

Index

Erlich and
Zielinski (24)

Fountain Code
Detection &

Remove
Luby Seed

Antkowiak
et al. (5)

RS(214)
DNA Cluster

and MSA
Index

Choi et al.
(18)

RS(27) N/A Index

Anavy et al.
(3)

Fountain N/A Luby Seed

Yazdi et al.
(111)

N/A
DNA Cluster

and MSA
Index

Organick et al.
(67)

RS(216)
DNA Cluster

and MSA
Index

Tomek et al.
(95)

RS(28)
Detect

& Remove
Index
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outer code evaluation. However, DNAssim does not consider the complex space of inner code

design and chooses to only use binary to base-4 conversion as its transcoding method (56).

Another simulator is DeSP, however it is only a tool that provides error injections and strand

distribution changes, and so it is not a framework for evaluating different encoding designs

(112). In the following sections we discuss how FrameD provides a framework in which a rich

space of encodings can be evaluated using �exible error models in a scalable environment.

5.3 FrameD

We leverage categorical overlap of designs by understanding that there is a logical ordering in

which the information transformations can be applied. This ordering is illustrated in Figure 5.1,

where information �ows from left to right. First, information in a �le is broken into contiguous

pieces calledpackets. Packets serve as the scope for the outer encoding, allowing for designers

to choose a granularity for the outer error correction algorithm. Before the outer code is

applied, the packet is broken down into base-sequences, contiguous sections of information

that will be stored on each DNA molecule. A packet's base-sequences are then processed

by the outer code, which generates indices automatically for each base-sequence while also

adding additional error correction base-sequences. FrameD defaults to basic incremental

integers for indexing, but provides the designer the interface to implement special indexes

like the Luby Seed for Fountain codes. Each indexed base-sequence is passed through the

inner-encoder , a series of steps consisting of theSingle Strand operations.

Figure 5.1: Model used by FrameD to represent encoding for DNA storage systems. Included
in this �gure is an example of the state of information throughout the pipeline, where initially
data is in its original byte representation, then converted to base-3 and subsequently DNA,
and �nally stored with prepend/appended DNA strings typically done for PCR primer
functionality.

The decode phase is mostly identical to encoding, except that the transformations made by

each pass are reversed as shown in Figure 5.2. However, decoding must have a mechanism to
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deal with multiple copies per encoded strand. We found two approaches that can be taken.

One is to �rst cluster the DNA strands input to the decoder based on similarity scores like

edit distance or using a MinHash-based approaches (5; 67; 79). Then MSA algorithms, such as

Muscle, can be used to aggregate information across strands and help resolve errors through

consensus voting (5; 23; 111). To account for these approaches, we provide users the ability to

add MSA and clustering steps to the pipeline before the inner encoding is reversed. Another

approach is to consolidate the strands after completing the inner code, throwing out strands

that may violate error checks, and coming to a consensus on the digital representation of

information. FrameD supports the use of either approach, or even both.

Figure 5.2: Model of decoding for FrameD. Decoding is typically just the reversal of the
encoding process, but DNA storage systems must address strand copy numbers. In this
example, copies are consolidated by clustering the DNA strands and performing multi-
sequence-alignment (MSA) on the result. In this �gure Inner Decode represents the reverse
operation of the Inner Encoding of Figure 5.1.

The pipelined approach of FrameD provides DNA storage system designers several bene�ts.

By implementing the routing of information between components, the designer can focus on

their algorithms as long as it adheres to the pipeline's information transformation interface.

Further, by breaking larger steps, e.g. inner code, down into smaller sub-components, a new

unique inner code can be constructed by modifying just a single component without needing

to re-implement the other algorithms that constitute the inner code. For example, one could

change their Binary Transformation pass while keeping the same implementations of the

Transcoding and Functional Site Encoding passes. As long as the new component adheres to

its prescribed interface given the type of transformation it performs, no other work is required

outside of implementing the new algorithm.

Figure 5.1 shows only 3 components within the inner encoding and 1 outer code component,

however, we point out that both can consist of an arbitrary number. That is, Outer Codes,

Binary Transformations, and Functional Site Encoding can be cascaded an arbitrary amount.

For example, one may have two binary transformations, one to modify the numerical base
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representation of data and another one to convert to a Reed-Solomon code. We leave out

Transcoding from this list, since transcoding binary information to DNA can only occur once.

Details on how indexing is supported in cascaded Outer Codes is discussed in Section 5.3.1.

FrameD also leverages transformation type interfaces to provide validation checks for the

designer to ensure that there is a logical arrangement of components.

5.3.1 FrameD Index Support

As previously explained, FrameD will provide automatic indexing support for outer codes if

simple incremental counting indexes are used. To illustrate this, we provide a schematic in

Figure 5.3 of the indexing that FrameD provides. Initially, FrameD breaks down a �le into a

set of packets. These packets are broken down into sub-packets. The number of sub-packets

is determined by the number of base-sequences in the original packet, and how many base-

sequences should be in each sub-packet, both of which can be speci�ed by the user. At each

sub-packet level a user speci�es an outer encoding pass. The outer encoding pass provides

protection to the initial sub-packets consisting of data by generating new sub-packets called

ECC Sub-Packets. The manner in which ECC Sub-Packets are constructed is determined

by the user's outer code such as XOR or Reed-Solomon. The process of sub-packeting is

supported to occur an arbitrary number of times, where are each sub-packeting level more

error correction is introduced to protect the smaller sub-packets. Once ECC sub-packets

are generated, they are treated as any other sub-packet from the same level with respect

to the following sub-packeting steps. Eventually after splitting sub-packets from each level,

there will be a point reached where sub-packets are individual base-sequences. While ECC

base-sequences can be added at this �nal level, no more sub-packeting is possible.
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Figure 5.3: Hierarchy that FrameD uses in order to allow arbitrary cascading of outer codes.
During the outer code encoding process, FrameD infers index pieces to generate a complete
unique identi�er for each base-sequence.

FrameD handles the communication of information between sub-packet levels, really all

the user needs to provide for an outer code is the number of ways a packet should be divided

and algorithm to generate the ECC sub-packets given some starting data packets. If a user does

not specify a terminating sub-packet level where the sub-packets are strands, FrameD will

insert it automatically. While information is relayed between each level of the sub-packeting

hierarchy, FrameD adds to each base-sequence the indexing information indicating what

packet or sub-packet it is from. This indexing information is simply derived from a counter

at each level that uniquely identi�es each unit of information. Ultimately, the entire index

consists of several smaller indexes, starting with the packet index and ending with the strand

index. Consider a system that has 1 sub-packet level and a terminal strand sub-packet level.

A base-sequence is uniquely identi�ed by a 3-tuple of integers, with 1 integer for the packet,

sub-packet, and strand. So, in general, for a base-sequence that is thekth strand of the jth

sub-packet of the ith packet the index is ( i , j, k). For outer code schemes that do not utilize a

counter but rather use a random seed value to indicate data positions (fountain codes), they

can still be supported by FrameD given that we allow any outer code to modify the index

related to it's sub-packet level. However, such modi�cation should be reversed on decoding to
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ensure that FrameD can reason about the resulting sub-packets and their ordering.

5.3.2 Fault Injection Work�ow

FrameD includes a simulation tool based on a fault injection methodology for evaluating

DNA storage system designs. Fault injection simulation provides several bene�ts over the

analytical model. Fault injection experiments provide the ability to quickly estimate properties

of speci�c steps of the encoding/decoding processes. For example, fault injection experiments

can determine a rate at which strands can be successfully decoded using a speci�ed error

model. This information can be used to verify analytical results or to derive parameters for a

full-scale DNA storage system. Fault injection models are also more �exible, where changing

an encoding or error model can make deriving a new analytical model dif�cult. Lastly, a fault

injection framework exercises actual algorithm implementations against strands with errors in

them, allowing for benchmarking and debugging that an analytical model cannot provide.

Figure 5.4 overviews the work�ow of using FrameD for fault injection. First, a user

develops a JSON con�guration �le which includes a path to the binary data to be converted

to DNA, along with details of three general categories of parameters that control simulation

behaviour. 1) Encoder/decoder parameters that con�gure the behavior of encoding/decoding

components. 2) Fault distribution parameters that con�gure the simulated channel's error

model. 3) Copy distribution parameters that con�gure the model used to represent strand

copies that arise in the storage system. Within this con�guration �le, users can specify a

parameter sweep to explore combinations of parameters such as error rate and inner code

rates, and the fault injection tool will generate individual simulation jobs (batch jobs) for each

unique parameter combination.

During the evaluation of a simulation job, the input binary data is passed through the

encoder to generate a library of synthetic DNA strands that subsequently sample the copy and

error model distributions. The noisy set of strands passes through decoding, during which an

attempt to reconstruct the original �le is made, and information on errors and their locations

are captured.

The output of fault injection consists of a set of �les placed in a unique directory for each

unique parameter combination. This set of �les speci�es the parameters that were used for the

experiment. This allows us to keep records of all parameters used for all experiments easily. In

addition to these �les, a statistics �le is output by the simulation, aggregating counters that

are used to track events during simulation such as decode failures, location of byte errors

within strands, location of base errors within strands, etc. FrameD allows statistics to be

largely user-de�ned so that appropriate statistics can be chosen for a given experiment. 1 In

the following section, we outline how this is done in FrameD. Our documentation provides a

1We do not list every statistic collected, since they are easy to change.
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tutorial on fault injection using FrameD.

Figure 5.4: End to end work�ow of performing fault injection simulation using FrameD.

Generating Statistics

The fault injection tool of FrameD captures general system-level information out of the box

such as �le decode rate and total byte-errors in the �nal �le. Designers can also further

leverage FrameD to generate custom statistics of a strand's information at various points of

the pipeline. The mechanism to achieve this is called a probe. A probe is a special pipeline

component that does not modify information, but can interrogate the state of strands as they

are encoded/decoded. To calculate error rates, a probe can capture the state of the information

as it is encoded. This snapshot of the information can then be used as a comparison point

during decoding to calculate statistics. Such statistics can be versatile and cover a wide range

of error types including errors within the bases of a strand and the errors within bytes after

decoding strands.
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Figure 5.5 provides a detailed illustration of an implementation of a probe that calculates

error rate in terms of edit operations by way of calculating the edit distance between a

fault injected DNA strand and its pre-injected version. In this illustration, we represent the

state of a strand that is being manipulated as a Strand Object . This object holds attributes

that represent pieces of a strand's information, such as its binary information and DNA

information representations. The DNA �eld is initially empty until the strand passes through

the Transcoding's encoding pass (top of Figure 5.5) which populates this �eld. After which,

the edit distance probe takes a snapshot of this �eld and generates a copy that is placed in an

attribute DNA 0 that can be referenced at a later time.

Figure 5.5: Example of generating edit rate statistics in FrameD.

At the bottom of Figure 5.5 is the decoding pass which is applied after faults have been

injected into DNA strands. The injected errors are represented by the red-highlighted letters

in the Strand Object 's DNA attribute. Note that the DNA 0 is still in the Strand Object , and

not modi�ed. When this Strand Object passes through the Edit Dist. Probe , the probe is

able to compare the now corrupted DNA �eld with its non-corrupted version in DNA 0 to

determine the errors and their locations. This data can be transferred to FrameD's statistic

tracking support which allows for the statistics to be propagated to the simulation's output

�les.

Analyzing NGS Data

While this we mainly focus on evaluating the in-silico fault simulation tool of FrameD for

picking encoding designs, we recognize that users of this framework would likely want to

leverage the probes they created for fault injection simulation to analyze sequencing data
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from real experiments. In addition to the fault injection tool, we provide a tool that evaluates

FrameD pipelines against NGS data. This additional tool allows developers the opportunity

to determine which encoded DNA strand that a sequencing read originated from. This is

something that is not known a priori and has to be computed since determining errors and

their positions requires baseline information to compare against. Computing this mapping can

be as simple as pairing a decoded index with the sequencing read identi�er, or by computing

the best alignments to a known set of strands (85). Our codebase includes a mapping probe to

perform this analysis along with detailed documentation on how to leverage it within FrameD

for NGS data analysis. In Section 5.5 we demonstrate how we perform this mapping on a

real-world experimental data set, and how to utilize FrameD to calculate statistics that validate

experimental DNA storage system operations.

5.3.3 Handling Computational Scale

When performing fault injection simulations, and decoding strands from real sequencing data,

computational scalability quickly becomes an issue. FrameD enables scalability by identifying

parallel units of work within the general �ow of information in the framework. This allows any

design to leverage paralellization transparently since FrameD can handle all communication

of data. FrameD identi�es parallelizaiton at three levels shown in Figure 5.6.
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Figure 5.6: Hierarchical parallelism leveraged by FrameD. Items grouped in the same level,
e.g. MSA and inner decode, represent work that can be done in parallel using the same MPI
ranks. NF, NC, NS, NP represent the total number of fault injection iterations, clusters, strands,
and packets.

In the �rst level, FrameD creates and submits individual batch jobs that can be processed by

HPC workload managers like Slurm or LSF. Within each batch job, FrameD can be con�gured

to allocate compute resources in the form of MPI ranks to both fault injection iterations (second

level) and work done during fault injection simulations like decoding individual strands,

packet outer codes, and sequence alignment (third level). Allocation is up to the user. A user

may allocate more MPI ranks to fault injection iterations if individual decode tasks are small,

or the user may allocate most ranks to decoding to deal with sequencing data or to benchmark

their pipeline. We utilize MPI at these levels due to its ease of communication and scalability.

By targeting these clear large-grain units of work we can reach large numbers of computational

cores while also keeping those resources busy.

We recognize that there may be other user-de�ned opportunities for parallelization. For

example, consolidating DNA strands using a clustering approach may bene�t from MPI-

based parallelization (79). Because communication patterns are speci�c to such algorithms,

we provide the user with the MPI communicator that is allocated to the given fault injection

iteration. This allows the user to implement their own custom parallelization if so desired. For

a user to write their own communication patters, it is necessary to understand the surrounding

communication patterns to this step so that data is in an appropriate state for each rank.

Figure 5.7 illustrates the transformation and communication of information from the time of
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instantiating a decode pipeline to the �nal point of writing packets to a �le.

FrameD starts with all information in its original DNA state in Rank 0. This information

is initially scattered across all ranks in the MPI communicator allocated for the decoding

pipeline. The strands allocated to each rank are initially passed through a process that reverses

the DNA modi�cation steps. This is done �rst so that regions like primers that may indicate a

certain �le can be �ltered, and so that other possible inserted DNA regions can be removed

before reverse-transcoding. There are now two scenarios for processing the DNA strands,

either clustering is done or it is not. If it is not, timeline of Figure 5.7 skips the steps in between

the orange dashed lines which are only used when clustering DNA strands. In this case,

the inner decode steps are processed in parallel for each DNA strand. After all strands are

Figure 5.7: Timing diagram of the representation of information in FrameD along with
communication patterns used to parallelize the decode process using MPI. Events are ordered
vertically in time for each MPI rank (dashed red lines) and are described on the left side
between black/orange dashed lines. Items on each red line indicate the representation of
information at a point in time. Curved lines indicate DNA representation, rectangular boxes
with binary numbers indicate binary base-sequences, and rectangles labeled Px indicate a
packet of binary information.
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decoded for each rank, they are gathered into Rank 0 which places each base-sequence in its

appropriate packet as indicated by the base-sequence's index. After packetizing the individual

pieces of information of each DNA strand, the packets are scattered across ranks where each

packet is decoded using the outer code. Finally, all packets are gathered back at Rank 0 so that

information can be written to a �le to output the information stored in DNA.

The steps in between the dashed orange line of Figure 5.7 correspond to the steps within

the DNA-consolidation model of clustering and subsequent multi-sequence alignment. Initially,

strands are gathered at Rank 0. We do this before clustering begins for several reasons. One,

while we allow parallel clustering algorithms to be written for FrameD users may also want to

write serial clustering algorithms while still utilizing FrameD's automatic parallelization. So,

all strands will need to be on a single rank that will run the code for clustering, and in this

case we assume Rank 0 for that role. Second, it establishes simple assumption that the user

can make about the whereabouts of strands when they want to distribute strands according

to their algorithm. Third, the implicit distribution of strands may not even be appropriate

for a user's parallel clustering algorithm. Within the clustering algorithm, developers are

free to utilize the provided MPI communicator in any way that they need to communicate

information. After clustering, clusters should be placed in Rank 0 so that they are in a location

that FrameD is aware of. Finally, given clusters represent a single DNA strand and a single

piece of independent information, FrameD scatters the clusters before they are processed with

MSA algorithms. The resulting strands at each rank from MSA are kept at each rank before

the inner decode process since there is no need to gather and scatter again.

While FrameD aids in scaling the number of strands and fault injection experiments

performed, we point out that the rate in which information will be decoded/encoded will

be greatly in�uenced by the chosen algorithms and their implementation details. A major

implementation detail impacting performance is the chosen language, and while FrameD is

fully implemented in Python, the implementation of a component can be in any language

as long as it has an interface to Python. We �nd this to be an acceptable strategy since the

infrastructure of FrameD is only focused on moving information between components that

perform a bulk of the computation, which can be handled by a higher performing language.

5.4 Choosing Designs with FrameD

To demonstrate FrameD we perform an analysis that serves as an example of how a DNA

storage system designer may use the framework to determine the most cost-effective approach

from a set of choices. In our example, we consider three different pipelines and two different

error channel models, which are detailed in Table 5.3. Our encoder con�gurations are based

on approaches taken in existing literature, and each leverages sequencing depth and resolves

errors within a strand differently. The RS pipeline is representative of approaches that utilize
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Table 5.3: Table of simulated parameters. ForRS pipelines, the inner con�guration tuples
(x, y) indicate a RS(28) con�guration of x redundant bytes per strand and y data bytes per
strand. Similarly, for the HEDGES con�gurations, an (x, y) tuple indicates a code rate of x
and bytes per strand of y.

Design
Name

Index
Length

Binary
Transform

Transcoding
Outer
Code

MSA Depth
Inner

Con�g.
Error

Model

RS 4 B
Randomize,

RS(28)
Y (B1

2; D1
4) RS(28) Muscle [3-30]

(1,55)
(9,47)
(14,42)
(28,28)

i.i.d(1,5,10%),
DNArSim

HEDGES 4 B N/A HEDGES RS(28) N/A N/A

(0.167,4),
(0.25,9)
(0.5,24),
(0.75,39)

i.i.d(1,5,10%),
DNArSim

HEDGES
-MSA

4 B N/A HEDGES RS(28) Muscle [3-30]

(0.167,4),
(0.25,9)
(0.5,24),
(0.75,39)

i.i.d(1,5,10%),
DNArSim

conventional Reed-Solomon inner-error correction that deal with errors within strands post

clustering and MSA ( 5). Pipeline HEDGES contrasts with RS by directly resolving base errors

within a strand with a convolutional code (HEDGEs) without applying MSA �rst ( 77). Lastly,

we consider an approach, HEDGES-MSA , that combines information aggregation of MSA

with the convolutional inner encoding to remove remaining errors. For all MSA operations, we

utilize Muscle ( 23). Provided each approach leverages error correction and sequencing depth

differently, we are interested in studying whether or not there are bene�ts as the sequencing

depth and error rate of the system evolve.

DNA storage system designers are also faced with various technologies for writing/reading

DNA, each with different error characteristics which can impact decoder choice. To demon-

strate the evaluation of multiple error channels for the same pipelines, we consider two com-

monly used error models. One is a simple i.i.d model for insertions, substitutions, and deletions.

This model is typically used when considering NGS DNA readout ( 112; 77). However, it has

been shown that an i.i.d channel does not well represent nanopore errors due to the lack of sup-

port for burst errors ( 32). To study whether burst errors may change the choice of decoder, we

also consider a publicly available model, DNArSim ( https://github.com/BHam-1/DNArSim ),

which describes conditional error probabilities that are derived from real sequencing data.

A key piece of FrameD that enables our analysis is parallelism support which allows us to

simulate 240 unique pipeline con�gurations, totaling over 650M fault-injected DNA strands,

in a reasonable time frame on a High-Performance Computing (HPC) cluster. All simulations

were completed within 4 days on an HPC cluster with specs outlined in Table 5.4. To verify
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that our infrastructure aids in scaling to larger simulations, we perform scalability experiments

on one pipeline con�guration with the core type �xed to Intel Xeon Gold6226R. We picked

the RS (9,47)pipeline with read depth 25x and fault rate 10%. For this study we simulate the

pipeline only 368 times, and for a single core, we measured 20325s to complete the simulation.

Because 1 MPI rank is allocated for scheduling, 31 additional compute ranks will populate all

cores of a node. In this case the experiment �nishes in 802s (25.3x speedup). In the previous

cases, we are able to exclusively use a node with no outside job interference, however for

multiple node runs we are not due to our cluster being a shared system. For 92 compute ranks,

we measured a 65.99x speedup. These speedups indicate that FrameD is scalable.

We note that FrameD only provides the infrastructure for scalability, and that ef�ciently

executing parallel units of work requires understanding the computational resources required

needed by each rank. For example, developers should be aware if utilizing all cores of a node

exhausts all memory when parallelizing multiple instances of the inner code, and thus allocate

ranks to their compute system appropriately. In our studied pipelines we did not observe this

need, however.

Table 5.4: Overview of HPC system used for simulations, parallelization parameters, and
simulation characteristics. MPI parallelization was utilized for only fault injection iterations.

Node Architecture
2 Intel Gold 6226/6130
192 GB RAM per node

Number of Batch Jobs 240
MPI Ranks to Parallelize
Fault Injection Iterations

128

Fault Injection Iterations/Pipeline 1024

Total Strands Generated 654.7 Million

Binary Data/Fault Injection Run 2.78 kB

Minimum Inner Code Samples 51,200

This experiment also relies on other properties of FrameD. Importantly, the error model

modularity allows us to apply multiple error models to each pipeline, and allows us to adopt

signi�cant portions of DNArSim with minor modi�cations to �t FrameD's interface. This

demonstrates FrameD's ability to incorporate existing model implementations. Probes also

play a major role in this analysis by providing decoding success rates of inner error correction

algorithms, a key value when determining storage system cost.

In all experiments, we control for strand length by modulating the number of bits of each

base-sequence when we change the density of the encoding. This ensures that all designs fall
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in a strand length space that is reasonable given the practical limitations of DNA synthesis

technologies (9). In our experiments, strand lengths fall in the range of 240-242 bp. We use

ideal clustering in our experiments to isolate MSA error correction from approximations made

by clustering algorithms (5; 79).

5.4.1 Comparing Pipelines

We compare pipelines by calculating the read and write code rates required for each pipeline

to meet a target Mean Time to Failure (MTTF) of 109 accesses on 1 MB of data. We refer

to these rates in terms of read and write density, each with units bits/base, and calculate

them as the ratio of total bits read/written to the total number of bases read/written. Given

that synthesis and sequencing cost is proportional to the number of bases, these metrics

allow for technology-independent cost comparisons. A higher density is better. Write density

is derived from the redundancy allocated to the inner and outer code. While read density

considers encoding redundancy, it also considers the number of copies for each strand that

were sequenced. We point out that the densities used for comparison are different from those

provided in Table 5.3 for the inner codes. While the rate of the inner code in�uences the

success rate of decoding individual strands for a given channel error, additional outer code

error correction is required to develop a robust system to meet reliability targets. Thus, our

�nal code rate is a single metric that factors in both the code rate of the inner codes shown

in Table 5.3, and the code rate necessary for the outer code after measuring strand decode

probabilities from fault injection. Detailed calculations can be found in the Supplementary

Information Section B.1.

With this analysis relying on estimating the decode rate of strands through the inner

code, there must be enough inner code samples to build reasonable con�dence for these

rates. Controlling for a consistent strand length across inner encoding densities leads to some

pipelines simulating more strands given a constant input binary �le. However, we ensure that

each inner code is simulated against at least 51k fault-injected strands.

Lastly, our analysis does not consider the impact on the outer code from physical strand

dropouts that can arise throughout the DNA storage life cycle ( 96; 67; 11). FrameD supports

dropout modeling, but our focus in this case study is on the inner code's ability to cope with

errors in the channel. Thus, the outer code is entirely provisioned based on how well each

inner-code is able to decode strands without error. However, our design choices hold when

factoring in dropouts if assuming a �xed dropout rate per pipeline.

5.4.2 Results

To visualize the comparison of pipeline designs across sequencing depths, we plot the Pareto

front for each pipeline with respect to read and write density. A Pareto front provides the
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design points that optimally trade off one cost for another such that a point is included if it

provides an improvement in at least one cost. If a con�guration offers no bene�t, it is left out.

Thus, every point in Table 5.3 will not make it to the frontier. The pipeline frontiers for the

i.i.d error model for three error rates are shown in Figure 5.8. In this Figure, each pipeline has

a different color, and a point shape represents a con�guration of the inner code of the pipeline.

The black line connecting points represents the complete frontier across all pipelines.

Figure 5.8: Optimal density design points for the three studied pipelines across the three
studied i.i.d error rates, 1%, 5%, and 10%. The dotted black line represents the total frontier
composed of points from all of the studied pipelines. Each pipeline con�guration is labeled by
its inner-code redundancy.

For the lowest fault rate ( 1%), we �nd that the RS pipeline with 1 redundancy byte for

error detection provides the best write density. This con�guration indicates that MSA is able

to resolve a majority of errors. However, at a read density of 0.4 this pipeline's write density

drops and gets overtaken in optimality by the HEDGES pipeline. This happens because MSA

alone is not able to keep up with HEDGEs' error correction at lower read depths, requiring

the RS pipeline to use considerably more outer encoding overhead. Interestingly, adding MSA

to an inner code is not always best as shown by HEDGES enveloping HEDGES-MSA . The

reason stems from the HEDGEs code high decode rate of single strands at this error rate

such that it is more likely to decode a strand by applying the code multiple times rather than

aggregating the information in MSA.

As the i.i.d rate increases, MSA-based approaches become more prominent. For example,

when the error rate is 5%, HEDGES-MSA outperforms HEDGES for the same inner code con-

�guration. This is because it is now more cost-effective to use sequencing depth to reduce the

per-base error rate with MSA, rather than applying HEDGEs individually to each sequenced

copy. The same occurs for a 10% error rate. Still, a pattern emerges where a non-optimal
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