ABSTRACT

KONRAD, KURTIS EDWARD MAX. Performance Prediction and Staffing Control in Time-Varying
Queueing Systems. (Under the direction of Yunan Liu).

In this dissertation, we use stochastic models to make better staffing decisions, with the
ultimate goal of improving our society. We develop an algorithm that staffs time-varying queue-
ing systems in such a way that performance targets are stabilized in time. The main body of
our work consists of three pieces of work that are interconnected.

We begin in Chapter 2 by studying the problem of computing the wait time distribution
in a time-varying queueing system. Customers’ waiting times are the most commonly used
performance data to measure the quality of service in service systems such as call centers and
healthcare. Unlike stationary queueing models where customers’ waiting times are statistically
similar, the prediction of waiting times is far less straightforward in time-varying queues having
nonstationary demand (i.e., arrival rate) and supply (i.e., number of servers). In this chapter,
we develop a novel methodology for more accurately computing the wait time distribution
in a time-varying queueing system. We design extensive simulation experiments to evaluate
our prediction methods. In addition, we discover that the waiting-time prediction is highly
sensitive to the handoff policy of the staffing plan, i.e., the rule under which the number of
servers changes in time.

With this improved wait-time distribution, we next develop a Simulation-based, Offline-
Learning Staffing Algorithm (SOLSA) in Chapter 3. This algorithm can be used to create staffing
functions that stabilize systems with time-varying demand. We prove that the algorithm con-
verges on Markovian models. Additionally, it is highly versatile, and we show that it can be used
to achieve a variety of service level metrics, including the probability of delay, the mean delay,
the tail probability of delay, and the probability of abandonment.

Finally, in Chapter 4, we explore several extensions of SOLSA. We first look at staffing models
where service and abandonment times do not follow the exponential distribution. As part of the
solution process, we also examine how to predict customer ages based on the observed queue
length. We then look at how SOLSA can be used to staff queueing networks, including tandem
queues, feed-forward networks, and Jackson networks. Finally, we develop a new queueing
model inspired by the COVID-19 pandemic. This model departs from conventional queueing
models in that prolonged customer delay not only translates into low quality of service but
also leads to a significant increase in future arrivals, as a waiting customer (representing an
unhospitalized infectious individual) can “invite” new future arrivals (by turning susceptible

individuals into exposed ones). Thus, underestimating the current staffing needs will lead to



additional staffing needs in the future. We show that SOLSA is able to effectively staff this novel

queueing system, thus demonstrating its versatility.
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CHAPTER

1

INTRODUCTION

Each and every day, most people spend at least part of their day waiting. Much of this wait time
occurs in queueing systems, though that system may not always be immediately apparent. Of
course, if every system had in nite resources, we would not have to wait in line, and could
immediately begin service when we arrived at a queue. Unfortunately, this is not realistic, and
thus, some amount of waiting is likely unavoidable.

When managers set out to determine staf ng levels, they typically have a target metric that
they wish to optimize. Some seek to minimize their costs, which includes both direct staf ng
costs and indirect customer wait costs. Others target goals related to managing the size of the
gueue. Still others look at managing metrics related to customer wait times. This could include
the average wait time or the probability of delay (experiencing any wait at all), among others.

Although there are some queueing systems where the manager can dynamically decide
the pricing of their services in an effort to control customer arrivals, most systems must take
arrivals as a given, and can really only control the queue through staf ng. This dissertation
develops new methodologies for improving decision making with regards to staf ng and
capacity planning. Although our work is applicable to many different queueing systems, we
focus on two speci ¢ applications: call centers and healthcare systems.

One additional important factor impacting system designers is the nature of time-varying
demand. In most realistic systems, demand does not remain relatively constant, but instead



experiences alternating periods of higher volume and lower volume. In some systems, these
uctuations occur over the course of a year, and are often referred to as seasonality. However,
in many systems, these uctuations can occur within a single day.

In this chapter, we will introduce some of the overarching ideas of our research. We will
discuss several motivations for our work. We will then examine realistic features of practical
service queues that we intend to model. We will then discuss important objectives that our
service systems should achieve, and how we can control staf ng and system capacity to meet
these targets. Finally, we will discuss some of our main solution techniques.

1.1 Motivation

This research aims to improve the operation of many real-world systems. Our work can be
applied to almost any queueing system that experiences time-varying demand. Customer
wait times are highly important metrics that service system designers seek to control. Unlike
stationary queueing models where customers' waiting times are statistically similar, the predic-
tion of waiting times is far less straightforward in time-varying queues having nonstationary
demand (i.e., arrival rate) and supply (i.e., number of servers). Some existing literature seeks
approximations based on previous customer experiences, but this can produce large over or
under-estimates in the wait time if the number of servers is changing too quickly. The mis-
speci cation of customer wait time can lead a system designer to believe they are operating
within targets, but are actually falling below their performance standards. For this reason, we
develop a method for estimating the wait-time distribution in a time-varying system in Chapter

2. In the process, we discovered that current literature rarely acknowledges the effects of the
work-releasing policy of a busy server. However, we found that the process by which a busy
server releases their current customer plays a vital role in how the system performs. Therefore,
we speci cally de ne three realistic policies and examine the effects that they have on the
gueueing system.

The tail-probability of delay (TPoD) is an important aspect of wait times that plays an
important role in many practical queueing applications, including both hospitals and call
centers. However, the TPoD is not widely studied in the queueing theory literature, especially in
the setting of more realistic queueing models having time-varying arrival rates, multiple servers,
and customer abandonment. The reason is two-fold: First, a TPoD constraint involves the
careful analysis of the waiting time distribution beyond its mean, exact solutions of which are
hardly amenable to analytic results. Second, nonstationary queueing models are much more
complex than stationary models; the former requires the tracking of the transient queueing
trajectory while the latter can be characterized by steady-state values. Most literature that does



consider managing the TPoD utilizes large-scale uid and diffusion models to create analytical
approximations that are asymptotically correct as the system grows larger (Liu 2018; Liu et al.
2022).

We therefore develop a new staf ng algorithm for achieving stable TPoD targets in queues
with time-varying arrivals in Chapter 3. We integrate reinforcement learning into the decision
making, which allows us to create a highly effective and exible algorithmic framework. This
algorithm is not only capable of achieving stable TPoD targets in a variety of systems, but it is
also scale agnostic, meaning that it is effective on both small-scale and large-scale queueing
models. In addition, it is able to stabilize other wait time objectives, such as the mean wait
time.

Queueing problems arise in many different applications, and they can almost never be
perfectly described by our mathematical conveniences. Speci cally, most systems do not obey
the Markovian property, which says that the future only depends on the present, not the past.
There are also many systems that are best described by multiple connected queues, know as
gqueueing networks. For these reasons, we develop several extensions of SOLSA in Chapter 4.
We rst examine non-Markovian systems and look at ways to staff those systems effectively
using SOLSA. We then use SOLSA to staff queueing networks.

The COVID-19 pandemic has shown that many challenges exist in healthcare settings. One
particularly disturbing challenge that occurred was the overcrowding of hospital systems. These
systems had to turn patients away, but someone still had to take care of them. This burden
most often fell to family and friends who lacked the medical skills and equipment to keep
themselves safe. This led to additional infections, which only served to burden the healthcare
system further. When considered in the context of queueing theory, this challenge presents a
new problem that is the subject of our last extension in Chapter 4. This new model, called the
Pandemic Queueing Model, is unique from other queueing models in that the queue length is
positively correlated to the arrival rate. The larger the queue, the larger the future arrival rate.
This feedback loop creates a dif cult challenge. If the current staf ng level is not suf ciently
large, then the future staf ng level will need to be even larger, making the staf ng decision all
the more critical. Fortunately, SOLSA is able to effectively staff these systems under certain
conditions.

1.2 Realistic Features of Practical Queueing Models

There are many realistic features that we will incorporate into our models.



1.2.1 Time-Varying Arrivals

Few queueing systems experience a constant rate of arrivals. Most have at least some variation
to them, which can occur at different time scales. For example, retailers experience seasonal
uctuations in demand. Many experience arrival rates that vary throughout the course of a
day.

One industry where time-varying arrival rates are likely to occur is call centers. (Green,
Kolesar, and Whitt 2007) shows the arrival rate to a medium-sized nancial call center, and we
reproduce their Figure 1 here in our Figure 1.1. As we can see, there are almost no arrivals in
the early hours of the day, followed by a rapid rise in call volume throughout the morning. The
afternoon and evening then experience a slower, but still steep decline in calls.

Figure 1.1: Time-varying arrival rate to a call center.

Time-varying arrivals have also been shown to occur in emergency departments. (Yom-Tov
and Mandelbaum 2014) shows the arrival rate of patients to an emergency department in their
Figure 6. We reproduce it here in Figure 1.2, where we see relatively low volume in the morning,
and much higher volume in the afternoon and evening.

The main challenge associated with time-varying arrivals is that of ensuring a consistent
customer experience. This is especially important in systems like hospitals, where the care a
patient receives should not depend on the time they arrival to the system. Therefore, managers

4



Figure 1.2: Time-varying arrival rate to an emergency department.

must determine how to staff the system to ensure consistent quality.

1.2.2 Time-Varying Staf ng

System designers generally want all customers to experience consistent service, regardless of
when they arrive. Therefore, if the arrival rate varies throughout the day, then itis only logical
that the number of servers must also vary throughout the day. The manner in which to change
this staf ng is a non-trivial problem, as evidenced by the large amount of existing research
(see (Whitt 2018) for a brief overview).

One additional challenge is the discrete nature of staf ng. We cannot utilize half of a
server. Therefore, the staf ng function must make discrete jumps. If we develop an analytical
approximation of the ideal staf ng (as uid models do), we must then decide how to discretize
the staf ng function. This can be done using the oor function, rounding function, or ceiling
function, all of which can impact the true system performance. To demonstrate the idea of
both time-varying staf ng and its discrete nature, we reproduce Figure 5 from (Liu 2018) in
Figure 1.3, which shows three different staf ng functions, and how any change must occur in
discrete jumps.

One glaring omission from the literature is any codi ed list of work-releasing policies. These
policies aim to answer the question of how a busy server should act when scheduled to depart.
Most existing literature simply makes an assumption and moves on. We demonstrate that
not only are these policies important from a practical perspective, but they produce different



Figure 1.3: Time-varying staf ng functions.

system dynamics. The wrong policy assumption could lead to poor system performance.

In Chapter 2, we discuss three work-releasing policies, all motivated by real systems. In the
Preemptive case, a busy server returns their customer to the head of the line when they are
scheduled to depart. This policy is likely to be found in mechanic shops, and in priority queues,
where a high priority arrival can displace a low priority customer currently in service. In the
Exhaustive Completion case, a busy server nishes service with their current customer before
departing. This policy is likely found in grocery stores and call centers, where service times
are relatively short. Finally, in the Exhaustive Handoff case, a busy server who is scheduled to
depart transfers their customer to the next available server. This policy is likely to be found in
hospitals and other queueing systems where service times are relatively long.

1.2.3 Customer Abandonment

In most queueing systems, the customers have a limit to how long they are willing to wait in
line before beginning service. If they become too impatient, they will most likely abandon
the system. This highly realistic behavior can have a profound impact on the performance of
a queueing system. (Garnett, Mandelbaum, and Reiman 2002) study two simple Markovian
gueues, and show that by incorporating abandonment into their model, the system dramatically
changes.

We reproduce their ndings here in Table 1.1. The model without abandonment is shown
on the left ( M =M =N ), and the model with abandonment is shown on theright( M =M =N +M).
We can see that when abandonments are accounted for, the wait time decreases, the queue
length decreases, and the server utilization decreases slightly.



Table 1.1: 50 agents, 48 calls per minute, 1 minute average service time, 2 minute average
patience time.

| M=M=N | M=M=N+M

Fraction Abandoning - 3.1%
Average speed of answer 20.8 sec 3.6 sec
Waiting time's 90th percentile 58.1 sec 12.5sec
Average queue length 17 3
Agents' utilization 96% 93%

When customers have the ability to abandon the system, the de nition of wait time can
become slightly ambiguous. There two commonly used versions for the waiting times are: (i)
potential waiting time (PWT) - the time that an in nitely patient customer would spend in the
gqueue before entering service, and (i) actual waiting time (AWT) - the total time a customer
spends in the waiting line regardless of whether the customer eventually abandons or is served.
PWT is a customer-patience independent metric that focuses on describing the system-side
congestion or workload; AWT is the mixture of a customer’s patience level and the system's
workload. Let W be the PWT and A be a generic patience time, AWT is the minimum of W
and A. In this dissertation, we focus on the prediction of the distribution of PWT W, unless we
speci cally say otherwise.

1.2.4 Non-Markovian Distributions

In queueing literature, we generally assume that arrivals, service completions, and abandon-
ments (if present) are Markovian in nature. This means that the interarrival time, the service
time, and the time until abandonment follow an exponential distribution, and are independent

of the past. This assumption signi cantly simpli es our analysis and makes many challenging
models tractable.

Unfortunately, this may not always be a realistic assumption. (Brown, Gans, Mandelbaum,
Sakov, Shen, Zeltyn, and Zhao 2005) show that service times at a call center follow a lognormal
distribution much more closely than the exponential. We recreate their Figure 2(b) here in
Figure 1.4, where we can see the non-exponential nature of the data.

Additionally, they show the hazard rate function for customer patience times in their Figure
5(a). If the abandonment rate were exponential, then these patience times should exhibit a
constant hazard rate. However, we can see in Figure 1.5 that this rate is indeed not constant,
showing that abandonments are also not exponential.



Figure 1.4: Real service time distribution is not exponential.

1.3 Queueing System Objectives

When designing queueing systems, the system designer's primary objective plays an important
role in the nal design of the system. We broadly categorize relevant objectives into two groups:
nancial objectives and customer experience-based objectives. Financial objectives are those
that related to monetary targets. These may include goals of minimizing systems costs, or
maximizing pro ts. We do note that pro t and cost can often be treated as two sides of the
same coin. Since many queueing systems are not directly involved in the generation of pro t,
system designers may be primarily concerned with minimizing the cost of the queue. Of course,
the notion of cost can be complex, especially when not all costs are directly obvious or incurred
by the designer. One logical cost is that of staf ng the system. The system may also experience
costs based on the queue length, or the number of abandonments that occur. Customers may
also value their time, and it is possible that the system accrues costs based on the amount of
time a customer is waiting.

The second category of system objectives are customer experience-based objectives, which
are those that relate to the experience of a customer in the system. These objectives include
measurements of throughput, queue length, or wait time. In this dissertation, we focus primarily
on these customer experience-based objectives, and will thus brie y elaborate on them.

In both the literature and in practice, designers value the customer experience while in
the system, and they seek to manage those experiences. This sometimes means managing the



Figure 1.5: Real abandonment distribution is not exponential.

gueue length or the throughput rate. Often, system designers wish to manage measurements
of customer wait time. This is a logical choice because it is scale agnostic. In other words, a
customer doesnt care if there are 10 or 100 people in front of them. They only care that they get
served in a reasonable amount of time. This is especially true when customers may be in blind
gueues, where they cannot see the queue in front of them (such is the case in call centers).
Within wait-time measurements, there are several important metrics that can be targeted,
which we momentarily discuss.

To help us understand wait time measurements more effectively, we will brie y de ne
information about the wait time distribution. Speci cally, let W be a generic waiting time, and
let F(x) PW x)and F¢(x) 1 F(x)beits cumulative distribution function (CDF)and
complementary CDF (CCDF) respectfully. Further, let  f (x) = FYx) be the probability density
function (PDF) of the wait time distribution at time X.

We will see that all of these metrics can be de ned in terms of the wait time distribution.
Because itis so important, we focus on improved methods of measuring this distribution in
time-varying systems in Chapter 2. We then develop a staf ng algorithm in Chapter 3 that
focuses on achieving a tail probability of delay target, but we also show how it can be generalized
to other wait time measurements.



1.3.1 Mean Delay

The mean delay is an important metric that measures the average amount of time that a
customer waits in the queue before receiving service. This metric is useful to describe what an
average customer may experience, but depending on the particular queueing system, there
may be a high variability around this mean, suggesting that it may not be the most indicative
measurement of customer experiences.
We can express the mean delay as E[W ], and can measure it using the following equations:
Z Z,

EW]=  xf(x)dx, or EW]=  F°x)dx. (1.1)
0 0

1.3.2 Probability of Delay

The probability of delay is a standard measurement that identi es the chance that a customer
has to wait for any amount of time before beginning service. It has been studied for many years
in queueing literature because it is relatively easy to measure and control. Practically speaking
however, it may not be the most useful metric because most customers are willing to wait for at
least some amount of time (however small it may be). The probability of delay can be written
as

P(W > 0)= F(0). (1.2)

1.3.3 Probability of Abandonment

A third example is the probability of abandonment (PoA), i.e., the probability that a customer
runs out of patience and abandons from the queue (with offer waiting time exceeding her own
patience level). PoA is considered in queueing models with applications to service systems
such as call centers. Let A denote a customer's abandonment time (the time a customer is
willing to wait in the queue), PoA is described by the probability

z

PW >A)= F°(x)fa(x)dx, PW > )=F°(),

with A denoting a customer's abandonment time (the time a customer is willing to wait in the
queue) and f,(x) denoting its probability density function (PDF). Itis shown in (Liu and Whitt
2012b) that controlling PoA is somewhat equivalent to controlling the mean waiting time, with

a transformed mean waiting time target.
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1.3.4 Tail Probability of Delay

The most complex and practical service-level metricisthe tail probability of delay (TPoD), that
is the probability that a customer's waiting time exceeds a designated delay target ,l.e.,

PW > )=F¢), (1.3)

where W is a generic waiting time and > 0 s the delay target. This is an important objective
that is used in many practical settings, one of the most notable is in emergency departments.
The Canadian Triage and Acuity Scale (Murray 2003) de nes TPoD targets for different patient
classes (i.e., severity levelsi = 1,2,...,5)with class-dependent ; ranging from 15 to 120 minutes.
It is also known that many call centers utilize TPoD targets, aiming to answer 80% of calls
within 20 seconds (Preece, Sherlock, and Bischoff 2018), which translates into a TPoD target
0.2=1 80% with = 20 seconds.

1.4 Decision Making with Regard to Staf ng

In this dissertation, we take most of the system design as a given. We assume that we do not
have control over the arrival rate, service rate, or abandonment rate. Therefore, our primary
means of control in the system is through the staf ng. More speci cally, we manage two
elements of staf ng. First, we make decisions about how busy servers should release their
current customers when they are scheduled to retire. Second, we decide how many servers are
needed to achieve our objectives.

In Chapter 2, we discuss the work-releasing policy of busy servers. These policies aim
to answer the question "What should a busy server do with their customer when they are
supposed to leave?" Much of the existing queueing literature has largely ignored this question.
However, we show that in a time-varying system, the answers to this question can in fact
be quite important, particularly when measuring the wait time distribution. There are three
primary policies that we discuss. In the Preemptive case, the customer is returned to the head of
the line. In the Exhaustive Completion case, the server completes the customer's service before
departing. In the Exhaustive Handoff case, the server waits until another server completes
service, and then transfers the customer to that new server. They all play important roles in
different systems, and we show important differences in the wait time distributions that arrise
based on these policies.

Chapter 3 is all about making decisions about how many servers are needed. The algorithm
that we develop is speci cally focused on selecting the optimal number of servers at each time
point such that certain service level targets are achieved. This decision can be complicated
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by realistic factors, such as the frequency with which we can change the staf ng level. While
we may desire to change continuously, this is not generally possible in realistic systems. For
example, call centers can adjust their staf ng levels every 15 minutes at minimum, though
the minimum may sometimes be as much as 30 minutes to an hour. We develop an extension
to our base algorithm that is able to cope with this realistic staf ng constraint. Through all
of this, we speci cally ignore the problem of personnel scheduling, which is concerned with
determining which team members will work at what times.

We discuss how to select staf ng levels for a system where the arrival rate is positively-
correlated to the queue length in Chapter 4. In this system, staf ng decisions are critical
because if the system is poorly staffed at the present moment, then there is an increased need
for additional servers in the future. We examine how to make these critical staf ng decisions
using our new SOLSA algorithm from Chapter 3.

1.5 Relevant Operations Research Methodologies

In this dissertation, we utilize a variety of operations research methods to solve our problems
of interest. In this section, we brie y discuss each of them, seeking to provide suf cient back-

ground that a general operations researcher could quickly attain the knowledge needed to fully
understand our research.

1.5.1 Markov Chain Analysis

Stochastic modelling is a method by which operations researchers seek to quantify the random-
ness of life, with the ultimate objective of being able to control and manage that randomness.
Though there are many types of stochastic models, they share many common features. Gener-
ally speaking, the input information follows a probability distribution. They are also all models,
which as the statistician George E. P. Box said, “All models are wrong, but some models are use-
ful." A useful model is one that provides a reasonable trade-off between reality and complexity.
Some of the modelling we do in this dissertation falls under the category of descriptive models.
These are models that do not seek to make a decision, but rather to provide information. We also
use prescriptive models, where the goal is to make an optimal decision to meet an objective.
One ubiquitous model that is found in the literature is a continuous time Markov chain
(CTMC). A CTMC is a continuous-time stochastic process with a nite state space S that
satis es the Markov property. The Markov property says that information about a future state
is only determined by the present, and not by the past. Let Z(t) be the state of the CTMC at
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time t,and i, be statesin S . We can mathematically express the Markov property as
PZt+s)=jjZ(s)=1,Z(u),0 u<s)=PEZ(t+s)=jjZ(s)=1i). (1.4)

This property, often known as the memoryless property, simpli es the study of a system
because we only need to know it's present state to determine how the future might evolve. We
do not need to keep track of all past information.

We refer the reader to Ross's textbook for an in-depth introduction to stochastic models and
CTMCs (Ross 2010). However, we now brie y describe the phase-type distribution since it plays
an important role throughout our work. In addition to (Ross 2010), we also refer the reader to
(Latouche and Ramaswami 1999) for more information about the phase-type distribution.

The Phase-type (PH) distribution is a special type of CTMC. In this distribution, there is one
“absorbing' state, and all other states are “transient. The system can bounce around between
transient states, but eventually (with probability 1), it will reach the absorbing state, where
it remains. The distribution of time until the system reaches the absorbing state is the PH

distribution. It can be de ned in terms of the transient-to-transient transition rate matrix Q,
and an initial state distribution row vector . Using these two parameters, it can be shown that
F(x)=1 exp(@Qx)e and E[X]= Q ‘e (1.5)

In these equations, F (x)isthe CDF, eis a column vector of all ones, and exp(X) is the matrix
exponential function, which is de ned by

exp(X)=1+ —. (1.6)

1.5.2 Stochastic Ordering

Stochastic ordering is a method by which we compare probability distributions to each other.
Namely, arandom variable A is stochastically less than arandom variable B if P(A> x) P(B >
x). We will denote this relationas A ; B. This is equivalent to saying that at every value of x,
the CDF of A is greater than the CDF of B. We use Figure 1 from (Beatty, Lin, and Smith ) as our
Figure 1.6 to provide a visual example that shows how A ; B.

Stochastic ordering has many useful properties, and we state a few here.

« A ; Bifand only if for all non-decreasing functions u, E[u(A)] E[u(B)].
* If u isnon-decreasingand A ; B,then u(A) <, u(B).

* If A; and B; are independentand A; . B; foreachi,then i":lAi st =1Bi-
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Figure 1.6: Anexample gure showing the CDFsfor Aand B,where A ¢, B.

1.5.3 Queueing Theory

Queueing theory is the mathematical study of waiting in line. Though there are many variations
in the types of queues that can be studied, they possess many common features.

* Arrivals: Customers must arrive to the queueing system.

Service Completions: Servers help the customers ful Il their need.

Departures: Customers complete service and exit the system.

Balking: A customer wishes to receive service, but the system is "too full, so they leave
before even entering the queue.

Reneging: Also called abandoning, a customer who has been waiting in line decides that
they have waited too long and leaves the system without receiving service.

We present a visual of a very simple queueing system in Figure 1.7. In all of our work, we
assume a service discipline called rst-come, rst-served (FCFS), which states that the rst

customer to arrive gets service rst. Though there are other service disciplines, this is the most
common in both the literature and in practice.
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Figure 1.7: A simple queueing system.

1.5.4 Computer Simulation

Computer Simulation is a method by which we can study complex systems through repeated
observation. We simulate a queueing process and measure the results in each trial. When
averaged together, the trial values can be shown to approach the true value as the number
of simulations increases. We refer the reader to (Ross 2010) for additional information about
simulation.

We brie y note a few challenges of simulating queues. First, if we wish to measure customer
wait time, we must record information about individual customers, rather than just examining
the queue length. Further, we may encounter dif culties since customers arrive at different
times. To be able to consistently measure wait times, we create "virtual' customers. These virtual
customers arrive to the system in deterministic time increments. When measuring the queue
length, we do not count them as taking up space in the queue. Then, when they are supposed
to enter service, they record their total wait time and depart without entering service.

It is also important to determine how busy servers act when they are scheduled to depart.
This work-releasing policy plays an important role in the simulated system performance, but is
often overlooked in the literature. Most authors assume the customer is simply returned to the
head of the line, as this is the easiest method to implement, though it is also the least realistic.
In Chapter 2, we formalize three work-releasing policies that are used in the literature, and we
show useful properties about those policies. We demonstrate that the selected policy can play
an important role in the simulation results.

1.5.5 Reinforcement Learning

Reinforcement learning is a machine learning methodology in which an agent repeatedly
interacts with and learns from a stochastic environment. In each iteration, the agent takes an
action, and then observers what occurs as a result this action. The agent learns the system
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state and receives a reward (or penalty) associated with their action. From this information, the
agent proceeds to try another action, which, being informed by the history of prior actions and
rewards, should yield an improved action. The cycle repeats until it reaches an optimal course
of action. We show an image of this idea in Figure 1.8. From the perspective of incorporating
reinforcement learning into a queueing paradigm, we can think of the agent as the system
designer. Usually, the system designer's actions are either related to pricing the service or
selecting the staf ng function. Then, the environment is the system itself, from which we
observe measures related to queue length, throughput, and wait time. These measures are the
states and subsequent rewards that impact the decision maker's next choices.

Within the scope of reinforcement learning, there are two categories called “online" and
“of ine" learning. They both follow this idea of learning from the environment, but the differ-
ence lies in when the solution is implemented on the system. In online learning, the agent is
interacting with the real system. They take an action and observe its effects in real time. In
of ine learning, the agent interacts with a simulated version of the system in order to learn
the optimal action. Then, the optimal action is implemented on the real system. This is the
approach that we take in Chapter3. We refer the reader to (Sutton and Barto 2018) for additional
information about reinforcement learning.

Figure 1.8: The idea behind reinforcement learning.

1.6 Organization of the Dissertation

The remainder of this dissertation is organized as follows. In Chapter 2, we examine how to
make better approximations of customer wait times in systems with time-varying staf ng. In
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the process, we introduce and codify several policies that describe how busy servers act when
scheduled to depart the system. Then, in Chapter 3, we develop a simulation-based of ine
learning staf ng algorithm, called SOLSA. This algorithm is able to select time-varying staf ng
functions that achieve time-stable service-level targets in a variety of real-world settings under
the assumption that all stochastic processes posess the Poisson property. Finally, in Chapter 4,
we examine ways to apply SOLSA to more complex queueing systems. We develop extensions
to SOLSA that enable us to handle non-Markovian systems and queueing networks. Finally, we
introduce a novel queueing model inspired by COVID-19, where the queue length is positively
correlated to future arrivals, and we apply SOLSA to this model.
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CHAPTER

2

REAL-TIME ESTIMATIONS FOR THE
WAITING-TIME DISTRIBUTIONS IN
TIME-VARYING QUEUES

2.1 Introduction

Customers' waiting times are the most commonly used performance data to describe the
quality of service in queueing systems. Besides the mean waiting time that reports the average
customer experience in the waiting queue, there exist several waiting-time-based performance
metrics in practice: One example is the probability of delay (PoD), meaning the probability that
an arriving customer cannot immediately enter service (experiencing a positive waiting time).
As one of the commonly used service-level agreements(SLAS) in customer contact centers
(Brown et al. 2005), optimal staf ng problems to control the PoD at desired targets also give
rise to the famous square-root staf ng (SRS) formula (Garnett et al. 2002), that is to set the
number of servers as

p
n=R+c R,
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where R is the system's offered load, and the constant c is called the quality-of-service parame-
ter. According to Garnett et al. (2002), the system staffed according to SRS asymptotically lies in
the quality-and-ef ciency-driven (QED) regime or the Hal n-Whitt regime, named after Hal n
and Whitt (1981).

A second example is the probability of abandonment (PoA), i.e., the probability that a
customer runs out of patience and abandons from the queue (with offer waiting time exceeding
her own patience level). PoA is considered in queueing models with applications to service
systems such as call centers. Let W be the waitingtime and A denote a customer's abandonment
time (the time a customer is willing to wait in the queue), PoA is described by the probability

P(W > A).

It is shown in Liu and Whitt (2012b) that controlling PoA is somewhat equivalent to controlling
the mean waiting time, with a transformed mean waiting time target. Models staffed to achieve
POA targets are said to be in the ef ciency driven (ED) regime.

The most complex and practical service-level metric is the tail probability of delay (TPoD),
that is the probability that a customer's waiting time exceeds a designated delay target ,i.e.,

() PW>),

where W is a generic waiting time and > O0is the delay target. This is an important objective
that is used in many practical settings, one of the most notable is in emergency departments.
The Canadian Triage and Acuity Scale (Murray 2003) de nes TPaD targets for different patient
classes (i.e., severitylevelsi = 1,2,...,5) with class-dependent ; ranging from 15 to 120 minutes.
It is also known that many call centers utilize TPoD targets, aiming to answer 80% of calls within
20 seconds (Preece et al. 2018), which translates into a TPoD target 0.2=1 80%with =20
seconds.
Unlike the mean waiting time, all three above-mentioned SL metrics utilize the distribu-
tional information beyond the mean, hence their computation draws from the distribution func-
tion of the waiting time. Speci cally, let W be a generic waitingtime, andlet F(x) PW Xx)
and F¢(x) 1 F(x)beits cumulative distribution function (CDF) and complementary CDF
(CCDF), we can write the mean waiting time, PoD, PoA and TPoD all informof  F as below:
Z 1
E[W]= F(x)dx, P(W > 0)= F°(0),
ZO
PW >A)= F°(x)falx)dx, PW > )=F°(),
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with A denoting a customer's abandonment time (the time a customer is willing to wait in the
gqueue) and f,(x) denoting its probability density function (PDF). Hence, there is an increasing
need for tools to better predict the waiting-time distribution (e.g., the CDF F()).

The present study is motivated to develop new tools for the real-time prediction for the
waiting time distribution. We are particularly interested in doing so in queues with time-
varying features. The prediction of waiting-time distributions is relatively less challenging in
stationary queueing models with constant demand rate and staf ng level, because customers
have statistically similar waiting time experience. However, in real-world queueing systems,
the demand function oftentimes exhibits signi cant time variabilities (Green et al. 2007). In
order to properly trade off between quality and ef ciency (i.e., reduce the periods of under-
and over-staf ng) and to achieve time-stable performance, the staf ng level (i.e., number of
servers) ought to be time-inhomogeneous.

When the staf ng level changes in time, the prediction of the waiting time distribution at
time t should not only depend on the present system state (e.g., queue length), but also on the
(near) future service capacity, that is, the staf ng dynamics n¢for s t.However, this gives
rise to increased complexity of the waiting-time analysis, which is the case we treat in the rest
of the chapter. Of course, a simple idea is to predict the waiting time distribution at t asifthe
number of presently staffed servers remains a constant after t. Because this idea ignores the
future dynamics of the staf ng function, we dub this the myopic prediction. To emphasize the
importance of the future information of the staf ng function, we use a simple example to show
that the myopic prediction can lead to signi cantly inaccurate solutions (with large prediction
errors).

2.1.1 A Motivating Example

Since the main challenge is the time-varying staf ng, we shall now develop a simple example
for the purposes of illustrating the potential inaccuracies of predicting wait times using a xed
staf ng model. Note, for the purposes of predicting the wait time, a time varying arrival rate
does not directly contribute to the wait time; it only plays an indirect role by increasing the
observed queue length and by causing a time varying staf ng level to be used. Therefore, our
simple example utilizes a constant arrival rate.

Consideran M =M =n, + M queueing model where customers arrive according to a Poisson
process with rate = 20, exponential service times with rate = 2, exponential abandonment
times withrate = 0.5, and a time-varying staf ng level n, which uctuates between 5 and 15
following a nearly sinusoidal pattern (see the bottom panel of Figure 2.1). Here our goal is to
predict the trajectories of the mean and variance of the waiting time process in the interval
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[0,T]with T = 12. First, we conduct Monte-Carlo simulations to estimate the “ground truth”
values using 1000 independent replications (the dashed lines in Figure 2.1. We develop this
demonstration using the staf ng regime described in Liu and Whitt (2012a), which we will call
the exhaustive handoff policy in future sections.

Next, we compute the predicted curves under the myopic prediction (the solid lines) and
compare them to their ground truth values. We observe that both the myopically predicted
mean (top panel) and variance (middle panel) exhibit signi cant errors.

According to Figure 2.1, we observe that, as the staf nhg level decreases (increases), the
myopic prediction underestimates (overestimates) the true wait time. This simple example illus-
trates the need to incorporate time varying staf ng information into the prediction of wait time.

To do so, we develop a method called the delay estimator under time-varying staf ng (DETS).
As shown in Figure 2.1, the predicted values under DETS are nearly identical to the ground
truth values for both the mean and variance of the waiting times. The detailed descriptions of

the prediction methods (both myopic and DETS) are presented in Sections 2.3-2.5.

We brie y note that the inaccuracy of a xed prediction increases as the interval between
staf ng changes decreases relative to the average service time. If the interval is much larger
than the average service time, then predicting the wait time distribution with a xed staf ng
level may be reasonably accurate. However, as this interval grows shorter, the inaccuracies are
likely to increase, leading to a need for a more accurate wait time prediction.

2.1.2 Contributions and Organization

We make the following contributions:

» We develop analytic formulas for the real-time prediction of the waiting time distributions
in a time-varying Markovian queueing model. Our results carefully take into account the
impact of the staf ng changeovers on the waiting time process. Using these results, we
develop effective algorithms to compute the waiting time distributions.

» We also discuss several policies for how a busy server should conclude their work, and
we investigate the their impacts on our results. Ours is the rst work to formalize all three
policies, which can provide a basis for future works on queues with time-varying staf ng.

» We give a stochastic ordering among the wait time distributions under these work-
releasing policies, as well as a ranking of the policies with respect to their deviations from
planned staf ng levels.

» We conduct a comprehensive set of computer simulations to evaluate the effectiveness
of our methods and gain insights into the roles of different policies.
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Figure 2.1: Waiting time prediction under time-varying staf ng: myopic vs. DETS.

The remainder of this chapter shall proceed as follows. In Section 2.2 we review the relevant
literature. In Section 2.3 we focus on the simple case of predicting wait times when the staf ng
level is held constant. We will then discuss various work-releasing policies that can affect the
wait times in Section 2.4. In Section 2.5, we treat the general case with time-varying staf ng, pro-
viding a method for computing the entire wait-time distribution, as well as a simpli ed formula
for computing the expected wait time. We also study the impacts of the various work-releasing
policies on the predicted wait times in Section 2.6. In Section 2.7 we conduct simulation studies
to examine the effectiveness of our results. We brie y discuss how to apply our method to
calculating the actual wait time in Section 3.9.1, which also allows us to examine the probability
of abandonment. We will then compare the work-releasing policies both from a wait time
perspective, as well as a computational complexity perspective in Section 2.9 and Section 2.10
respectively. Finally, we provide concluding remarks in Section 2.11.
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2.2 Related Literature

There are two streams of literature that are relevant to the present work.

2.2.1 Time-Varying Queues

We will rst begin with a discussion of time-varying queues. These are queueing systems
where arrival rates, staf ng levels, or other parameters are allowed to uctuate through time.
These queues have been studied for many years since there is strong evidence that real world
qgueueing systems exhibit this behavior. Green et al. (2007) discusses some of the application
areas, which include call centers, police patrols, and emergency departments.

While much of the literature has been concerned with analytically modeling these time-
varying queues, there has also been a large focus on making staf ng decisions to control these
systems. Green and Kolesar (1991) describe the pointwise stationary approximation (PSA)
method for analyzing these time-varying queues. This method was one of the rstto capture
system performance by focusing on the speci c arrival rate at any given point in time and
computing system performance metrics using this rate. Though an approximation, it performs
quite well in many instances. Our work is distinct in that we do not seek to use a stationary
approximation like PSA, but rather to use the complete system information to calculate the
wait-time metrics of interest.

Jennings et al. (1996) then used an in nite-server approximation to determine appropriate
staf ng levels in a time-varying model without customer abandonments. Now commonly
known as the modi ed-offered-load (MOL) approximation, this method has been used to con-
trol measures such as the probability of delay( (Jennings et al. 1996; Yom-Tov and Mandelbaum
2014)), the mean waiting time and probability of abandonment ((Liu and Whitt 2012b; Liu and
Whitt 2014b)), and the blocking probability in a loss model ((Li et al. 2016; Whitt and Zhao
2017)). Once again, our work differs in that we calculate the TPoD explicitly, and do not use
approximations.

Given the dif culty of perfectly analyzing time-varying queues, much work has been in-
vested in studying heavy-traf c limits by using uid models. One of the earliest uses was by
Hal n and Whitt (1981), who developed the now famous square-root staf ng formula. The
basic idea of a uid model is to increase the system scale in order to nd a deterministic limiting
behavior in the model. Then, these deterministic approximations can be analytically evaluated
to determine appropriate staf ng levels. See work such as (Whitt 1992; Mandelbaum and Pats
1998; Mandelbaum et al. 1998; Garnett et al. 2002; Borst et al. 2004; Liu and Whitt 2012a; Liu
et al. 2022), among others. These approximations allow system designers to ignore the effects
of discrete staf ng changes on the system because they treat both customers and servers as
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continuous quantities, rather than indivisible entities. Distinct from the above literature, we
develop new methods that produce the exact waiting time distribution under time-varying
staf ng by explicitly modeling the discrete nature of queueing systems. This also allows us to
more effectively model small-scale systems where large uid models may not be appropriate.

Instead of using uid model approximations, Feldman et al. (2008) iteratively select a
staf ng function using simulations to ensure they meet speci ¢ delay probability targets. Their
algorithm, called the Iterative Staf ng Algorithm (ISA) is subsequently expanded by Defraeye
and Van Nieuwenhuyse (2013) so that it can meet a target TPoD and perform better on small
scale systems. Although this chapter is not developing a reasonable staf ng function, it will
improve predictive performance on small-scale systems, and should be able to serve as a
re nement to the ISA that will more accurately estimate the TPoD. We return to the subject of
developing intelligent staf ng functions in the next chapter.

2.2.2 Waiting Time Prediction

As previously discussed, a quality-of-service target is one where we seek to keep the probability
of a customers wait time exceeding a threshold below a certain value. While this metric is
important to system designers, it may or may not be announced to arriving customers.

Whitt (1999) examined the effect on the system if an arriving customer is informed about
the delay. They discuss several variations of provided information, including informing the
customer about the expected time until service, the queue length, or a combination. Generally,
informing the customer changes their behavior in some way. As lbrahim et al. (2017) discusses,
the announcement may cause an arrival to balk, or it may affect their patience and potential
abandonment in either a positive or negative manner.

A recent survey paper on delay announcements (Ibrahim 2018), observes that many chal-
lenges exist when server levels uctuate, and most papers simply use reasonable approxi-
mations or average levels when conducting their analysis. Jouini et al. (2015) develops an
interesting newsvendor-type approach to deciding the quantile of the delay distribution to re-
port to the arriving customer, but even though they use a time-varying number of servers, they
make approximations based on the currently observed number of servers. While announcing
the delay to customers is an interesting method for queue management, we will keep our focus
solely on predicting the wait time, and we will assume that this information is used only by
system designers and is not shared with customers.

Predicting wait time can be dif cult, even in stationary systems (Ibrahim and Whitt 2009),
but it becomes even more dif cult when the system becomes time-varying. Fortunately,
Ibrahim and Whitt (2011) actually proposes several ways to perform this challenging task.
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They utilize delay-history-based predictors, which estimate wait time based on actual wait
times of recent customers, but they also utilize queue-length-based predictors, which estimate
wait time based on the queue length seen upon arrival as well as information about system pa-
rameters. They incorporate approximations from Whitt (2005) to approximate an M=M=s+GlI
model withan M =M =s+ M (n) model, and they suggest a method to overcome the xed arrival
rate assumption. Their predictor utilizes an approximation of the staf ng function, but they
never explicitly state how staf ng changes are incorporated into their model. They also utilize
uid model approximations to estimate the mean delay in large scale systems. Our work differs
from theirs in that we explicitly examine how to deal with staf ng changes, as well as provide a
way of calculating both the mean delay and the TPoD. Additionally, our method can handle
small-scale systems where a uid model approximation may not be appropriate.

Lietal. (2016) and Liu and Whitt (2012a) both provide motivation for our primary work,
which is concerned with modelling the effects of staf ng changeover. Speci cally, when a
busy server is scheduled to depart, what happens to the customer they are currently serving?
Furthermore, how does a server starting their shift affect the wait time of a customer currently
in line? Most literature implicitly answers these questions when conducting their simulations,
and ignores them when deriving theoretical quantities.

2.3 Service-Level Prediction under Constant Staf ng

In this section, we describe our waiting-time prediction method by focusing on the simple case:
constant staf ng. We consider the Markovian M =M =s, + M model having time-varying Poisson
arrivals (the M,), exponentially distributed service times with rate (the M), a time-varying
staf ng function (the s;), and exponentially distributed customer abandonment with rate
(the +M ). We assume the system is operated under the rst-come rst-served (FCFS) rule and
that once a customer enters service, they will not abandon the queue and will nish service.
We aim to predict the waiting-time distribution for a newly arrived customer conditional on
the number of existing customers in the queue Q = . Note that this new customer can begin
receiving service only when all g existing customers have departed the queue. Because a new
customer's waiting time depends only on the dynamics of the existing customers, not on any
future arrivals (thanks to the FCFS rule), our prediction method does not require any speci ¢
assumptions on the arrival process. In other words, our results remain correct for the more
general G, arrivals beyond M.

The two commonly used versions for the waiting times are: (i)  potential waiting time (PWT)
- the time that an in nitely patient customer would spend in the queue before entering service,
and (ii) actual waitingtime (AWT) - the total time a customer spends in the waiting line regard-
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less of whether the customer eventually abandons or is served. PWT is a customer-patience
independent metric that focuses on describing the system-side congestion or workload; AWT

is the mixture of a customer's patience level and the system's workload. Let W be the PWT and
A be a generic patience time, AWT is the minimum of W and A. In this chapter, we focus on the
prediction of the distribution of PWT. However, we will also discuss how to extend our method

to treat AWT in Section 2.8.

2.3.1 Waiting-Time Prediction

Suppose there are s, = s servers. LetW, denote the PWT of a new customer seeing Q existing
customers upon arrival. If Q <'s, then Wy = 0 since that new customer immediately enters
service without needing to wait in queue. Hence, we focus on the non-trivial case where all
servers are currently occupied. Let g =Q s correspond to the number of existing customers
in the queue.

We model W, as aphase-type (PH) random variable (see Chapter 2 of Latouche and Ra-
maswami (1999) for an introduction to the phase-type distribution). Speci cally, W, isthe rst-
passage time until absorptionina continuous-time Markov chain (CTMC) which tracks the dy-
namics of the tagged customer's position in queue. This CTMC has astate space f 1,0,1,...,q0,
where a state g = 0,1,...,q means that there are currently q customers remaining in the queue
who arrived before the tagged customer, and the state -1 (called “Exit Queue”) is an absorbing
state that indicates that the customer of interest has entered service. We can transition from
state g tostate q lwithrate q +s assoon as one of the g customers is “out of the way” by
either abandoning from the queue or entering service. In Figure 2.3, we present a transition
rate diagram for this queueing system.

Figure 2.2: PWT: Transition rate diagram tracking the tagged customer’s queue position.
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Thus, the transient portion of the transition rate matrix Qq is as follows:

0 1
S 0 0 0 0
s + (s + ) 0 0 0
0 s +2 (s +2) 0 0
Q= 0 0 s +3 (s +3) @1)
0 A
0 0 0 s +q (s +q )

According to Latouche and Ramaswami (1999), the waiting time distribution can be calcu-
lated as
Fe( ) PWg )=1 ,e% e > 0, (2.2)

where  is arow vector of zeros with a one atthe end, and eis a column vector of all ones.
If we instead wished to calculate the expected value of the PWT, we could use the standard
phase-type formula to calculate it, which results in

EWgl= Qe (2.3)
Finally, we can calculate the wait time that corresponds to the percentile. Suppose you
wanted to know the time such that P(W > ) = . There is no closed form formula for

this calculation, but the function is monotonic, so it is straightforward to solve the following
equation for
= ,e%0 e (2.4)

2.4 Work-Releasing Policies for Busy Servers

We now examine how to incorporate time-varying staf ng into our waiting-time prediction.
We rst de ne three work-releasing policies for the servers upon planned staf ng changes;
speci cally, we explain how to remove a busy server when staf ng is scheduled to decrease. In
the next section, we will set up the general framework for computing the wait times, and then
we will use these work-releasing policies to compute the policy-speci c distributions.

When the staf ng level (i.e., number of servers) changes over time, we need to clarify the
ways to handle staf ng changes. Anidle server leaves immediately upon its scheduled departure
time. On the other hand, when a busy server is scheduled to depart, the situation is far less
straightforward Below we describe three primary policies: (i) preemptive (PE), (ii) exhaustive
completion (EC), and (iii) exhaustive handoff (EH).
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2.4.1 Preemptive

We shall rst discuss the preemptive (PE) case. In this policy, a busy server who is scheduled to
depart will return their customer to the head of the queue. The customer will resume service
as soon as the next server becomes available. We assume that our measurement of PWT is only
until the time of rst service, and does not include any additional wait time that may arise if

a customer is returned to the queue. When new servers begin their shift, they take the rst
available customer in line and begin service.

The preemptive policy has been primarily used in the literature due to its mathematical
simplicity (see Mandelbaum et al. (1998) among others). Unfortunately, it is not particularly
realistic if the customers are people. Generally speaking, once people begin service, they do
not want to return to the queue. However, this policy can be applied to situations where the
customers are not people. For example, products in a custom job shop can be returned to the
gueue when a worker's shift ends. Though not quite the situation we are studying, PE can also
be used in priority queueing systems. For example, a multi-skilled agent in a customer contact
center may switch to high priority customers (e.g., calls) in the middle of the processing of low
priority jobs (e.g., messengers and emails).

Under PE, customers who are returned to the queue may or may not resume their original
abandonment rate. For mathematical convenience, much of the queueing literature assumes
that customers resume their original abandonment rate . This assumption is primarily an
analytical convenience since we are not required to keep track of which customers have or
have not received partial service. However, it is not too dif cult to treat the case of changed
abandonment behavior; for example, the abandonment rate becomes °6 (aspecial case

9= 0 means that customers do not abandon after their services begin). We will refer to this
adjustment as the Disrupted Abandoning (DA) variation.

From a practicality perspective, the preemptive policy may not make sense if customers
resume their original abandonment rate, but it might be realistic if customers cannot abandon
once service has begun ( °= 0). For example, consider the process of purchasing a product
online. When you place the order, your order is added to a queue of orders that need to be
packed. There is a period of time where the packing has not begun and you can still cancel your
order. However, once packing begins, you can no longer do so. If you have a large order and the
employee cannot complete the packing before the end of their shift, they may leave it for the
next arriving staff member to complete. Your order has effectively returned to the queue, but it
can no longer be cancelled (abandon). This idea can also apply to mechanic shops, where you
may be able to cancel the repair before they start, but once the repair has begun, even if the
staff are not actively working on it, your equipment cannot leave the shop until the repair is
complete.
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2.4.2 Exhaustive Completion

Under the Exhaustive Completion (EC) policy, when a server is due to depart, they complete
service on their current customer before departing. At the time a server is scheduled to depart,
this server, although it continues to serve its present customer, instantaneously turns into an
“isolated” server, and it no longer affects the rate at which a waiting customer advances in line.
When new servers begin their shift, they take the rst available customer in line and begin
service.

The EC policy makes sense when service times are relatively short and the time required to
transition a customer between servers is not negligible (when compared to the service time).
This policy is likely to be found in places like grocery store check-out lanes and call centers.

This is the policy discussed in Ingolfsson (2002), though they simply refer to it as the
exhaustive discipline, and make no references to the exhaustive handoff policy that we discuss
next.

2.4.3 Exhaustive Handoff

In the Exhaustive Handoff (EH) policy, when a server is due to depart, a complicated transition
occurs. Similar to EC, a busy server continues serving its present customer at the time of
its scheduled departure. The distinction is that, rather than completing the full service, that
server can transfer the customer to the next idle server as soon as one becomes available. Both
EC and EH require busy servers to do some overtime (extending their work times beyond
their scheduled depart time). However, EC delays a server's departure by nearly a full service
duration, while EH demands a much shorter overtime, especially in a large-scale system where
any one of the many other servers can take over the service.

This policy makes logical sense when service times are relatively long and the time required
to transition a customer between servers is relatively small. It is likely to be found in places like
hospitals and repair shops, and is the policy used in Li et al. (2016).

2.5 Delay Estimator Under Time-Varying Staf ng

In this section, we examine how to incorporate time-varying staf ng into our service-level
prediction. To do so, we develop a method called the delay estimator under time-varying
staf ng (DETS). We shall rst describe the general framework that we use to calculate the tail
probability of delay for any type of work-releasing policy. We will also discuss how to simplify
the calculation of mean wait time. Then, we shall dive into the speci cs associated with each
work-releasing policy in Section 2.6.
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2.5.1 DETS: The General Framework

Suppose that staf ng changes happen at prede ned times  t4,t,,...,t, and are deterministically
known. Let s, be the change in the staf ng level attime t,. We shall also de ne the k'" epoch
to be the period of time between times t, and t,, ;. Therefore, s is the planned staf ng level
fromtime t, to t,,,. Byde ning s to be the staf ng level fromtime t,= 0totime t;, we can
both recursively and explicitly de ne our staf ng levels as

X
S =S 1t S O S =gt S (2.5)
i=1

Instead of the CDF, we hereby compute the CCDF, that is the probability that a customer's
waiting time exceeds a wait time target  , or equivalently, a customer waits in the queue for at
least time units. Unlike the case of constant staf ng (as illustrated in Section 2.3) where the
problem can be solved using a single Markov chain, the main challenge here is that the changes
in the staf ng level give rise to changes in both the service completion rate as well as the system
state. To see this, note that the service completion rate decreases as s(t) decreases, while the
gueue length decreases as s(t ) increases (with customers at the head of the line immediately
admitted into service), which also reduces the abandonment rate. In any case, the probability
structure of the Markov chain needs to be updated every time the staf ng level changes.

Thus, in order to accurately determine the CCDF, we can break the process down into the
evolution of state within an epoch, and the transition of state at the staf ng change times.
Generally speaking, the states of our system are the number of customers in the queue ahead
of our customer of interest, though we will extend this state de nition slightly in some cases.
Nevertheless, it is appropriate to think of the states as the queue length.

First, we must describe the total transition probability within epoch k (the time between
t, and t..), which can be given for transient states as eQ" (e 1) where QW is the transient
transition rate matrix associated withthe  k'" epoch and e* represents the exponential function
of amatrix X. The exact structure and de nition of  Q™®) will depend on the staf ng rule under
consideration and will be discussed shortly, but generally speaking, it describes the rates at
which service is completed and abandonments occur.

Next, we must examine the transitions that occur at the staf ng change times t,. To this
end, we shall de ne a transformation matrix L &) that maps transient state q to transient
state q°in a way that depends on the speci ¢ work-releasing policy under consideration. For
instance, if there are three customers in the queue, and two servers begin service, then our
system experiences an instantaneous and deterministic change from state 3 to state 1 because
two customers can begin service with the two new servers.
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)
ij
state | when the new staf ng epoch begins. Since this matrix functions like a transient-to-

Therefore, L ®is a binary matrix, where L 1 means that transient state i becomes
transient submatrix in a reducible Markov chain, the row sum must be less than or equal to
one, because each state must either be mapped to another transient state or be absorbed. Thus,
if j L ,('J‘) = 0, then state i is absorbed during the staf ng change attime t,. Here again, the
exact structure of L ® will depend on the staf ng rule being used.

Now that we have described the transitions that occur within an epoch and at a changeover,
we have all the pieces to fully characterize the CCDF, which we thus describe in Theorem 1.

Theorem 1 (Delay estimation under time-varying staf ng (DETS)) . In a Markovian system with
time-varying staf ng, the CCDF can be calculated as

X € S
PW > )= e Yt te ) 0 oQM( tg (2.6)
k=1
where | is a row vector of zeros with a one at the end, and e is a column vector of all ones
and the speci ¢ forms of Q%) and L &) depend on the staf ng policy in use. Further, K satis es
the following condition:
K maxkijt, < ), (2.7)

which is the total number of staf ng changes covered by the interval [0, ].

We have explained the intuition behind its construction here, but we provide proof of its
correctness in Appendix A.1. In Section 2.6, we give the details for Q® and L ®) under all three
policies. We will give three versions of DETS, called DETS-PE, DETS-EC and DETS-EH.

2.5.2 Mean Wait Time Calculation

In this section, we examine how to exploit the structure of the DETS estimator to simplify the
calculation of expected wait time. Theorem 1 allows us to generate a CCDF for the wait time
distribution in a time varying system. Having the full distribution allows us to perform many
calculations, such as the expected wait time, which can be computed as
Z,
E[W]= P(W >t)dt.
0

Unfortuantely, the CCDF is not easily integrable; analytical integration is nearly impos-
sible, and is certainly not tractable. We can perform numerical integration, but this process
becomes computationally expensive due to the large number of matrix exponentials and matrix
multiplications that must be performed.
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We therefore develop an analytic formula that can be used to nd the expected wait time.
This formula works for both potential wait time and actual wait time, but here again, we focus
on potential wait time and leave the discussion of actual wait time for Section 2.8.

Theorem 2 (Mean Wait Time Under Time-Varying Staf ng) . Given an initial queue length
distribution  , and knowledge of all future changeover times t, and staf ng levels s, the mean
wait time can be calculated as

X ” —
E[W]= QW Tetr tdg | QW) e | (2.8)
k=0
where

- kD k
A leQ (e te D &)

To prove this result, we begin by conditioning the expected wait time on the time that a
customer is absorbed, which results in

X € S
EW]=  EWJW 2 (ty, tkr )IPW 2 (ty, tir1)) + EIW W = 1,4 ]PW = tyiq)
k=0
Since this formula is an in nite sum, we will rede ne it recursively to make the calculation
much easier. We begin by de ning a measurement Ry, which is the remaining wait at t, time
units since a customer arrived, given that they are not yet absorbed, where t, is the time of
the k" staf ng change observed by the customer. This can be expressed in expectation as
E[R(] = E[W t W > t,]. At the moment a customer arrives, which we de netobe t,=0,
E[W]= E[Ry].
In this rst iteration, we begin by conditioning the system on whether a customer is ab-
sorbed before time t,, at t,, or after t,. The resulting calculation is

E[W ]= E[Ro] = E[RgjRo < t;]P(Ry < t;) + E[RgjRo = t1]P(Ry = t;) + E[RgjRy > t1]P(Ry > ty).

We can easily see that E[R,jR, = t;] = t;. Then, we can say that E[R,jR, > t;] = t; + E[R,
t1jRy > t1]. This means that the remaining wait attime O for a customer who waits at least t;
units is the wait of t; units, plus the expected remaining wait, starting attime  t;. With these
expressions, we can rewrite the conditioning as follows:

E[Ro] = E[RojRy < t11]P(Ro < t;) + t;P(Ry=t1) +(t; + E[Ry  t1jRo> t;])P(Ry > t).
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We then rearrange terms and write
E[Ro] = E[RojRo < t1]P(Ro < ty) + t1P(Ry  t1) +E[Ry 11jRy> t1]P(Ro > ty).

We focus onthe lastterm: E[R, t1jRy,> t;]P(Ry > t4). Using the de nition of conditional
probability, we can rewrite thisas E[R, t;\ Ry> t;]. This expression is actually the same as
saying the expected remaining wait attime t,, which is simply E[R].

Thus, we can de ne a recursive algorithm for the overall calculation, which is

E[R¢]= E[R(jRk < tgs1 PRy <tysr te)+(tker PR teier )+ E[Ryql].

In each iteration, we need to know the distribution for the initial transient state of the
system. Attime O, thisis simply  ,. We can then recursively de ne , based on the previous

distribution, resulting in

k1)
NN 1eQ Dt te I k)

Since we are assuming the system is Markovian, once we have the present system state at
time t,, we no longer need to think about the past. Therefore, we adopt a shorthand notation
for convenience. Speci cally, when solving E[R.],let T =t,,; ty. Thus, the calculation can be
rewritten as

E[R]=E[R(jR < TIPRc <T)+TP(Rc T)+E[R¢4]-

We can calculate E[R,jRy < T] using information about the phase-type distribution. We
start with
Z,
E[R(JR«<T]= XP(R, = XjR, < T)dx.

0

We then use the de nition of conditional expectation to rewrite the expression as

Z,

PR(=x\ R <T
ERR < T]= xS

PR,<T)

0

Finally, we use the joint probability to change the limits of integration, resulting in
Zq

. B 1 _
E[R(JR«<T]= —P(Rk T xP(R, = x)dx.

We now concentrate on evaluating the integral since the inverse CDF will be cancelled out
in the main calculation. Note that between time 0 and T, the system only evolves stochastically,
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so our calculations all apply to a simple phase-type distribution. Therefore, we know that
PR«=x)= . e2“*QWe. For simplicity, we will drop the (k) notation on the matrix Q. We
now present the work of solving the integral, starting with a substitution step as

Z Z

xP(R, = x)dx = X e¥Qedx.
0 0

Then, we interchange terms, resulting in
Z T -7 - ™

xP(R,=x)dx= xe*Qdx e.
0 0

We now use integration by parts to nd
Z z T
xPR,=x)dx= , xe¥ e®dx e,

0 0

which we can then integrate the second term to produce
Zq
T
XP(RK=X)dX: K XeQX Q leQX+Q loe'

0

We then substitute in the limits of integration to nd
Zq
xPRc=x)dx= , Te®" Q'Y +Q" (0 Q'+QYe
0
which can be simpli ed to
Z+
xPR=x)dx= , Te¥" Q'e¥+Q'e.
0
We then distribute terms for later simpli cation, resulting in
Zq
xPR,=x)dx= ,Q 'eYe ,Te%e ,Q'e

0

We can then return to the remaining wait calculation.

E[Rk]z; Q'e¥e | TeUe ,Q'ePR<T)+TPR( T)+E[R1l,
PR(<T)
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which simpli es to
E[RJ= Q 'eYe ,Te%e ,Q'e+TPR, T)+E[Rcil

Finally, we only need to calculate P(R, T), which is easily calculated using the phase-type
CCDF resulting in
PR, T)= ,e%Ye.

Therefore, the entire calculation is:
E[RJ= ,Q'e¥e ,Te%e ,Qle+T ,ee+E[R.4],
which simpli es to
ERJ= Q 'e%e ,Q 'e+E[Rc.4l.

Now that we have reached our nal recursion, we shall reintroduce the k notation on the
matrix Q. Thatis,
ERJ= Q¥ e®Te QY ‘e+ E[R.l. (2.9)

From here, it is easy to convert this back into an in nite sum when k = 0, corresponding to
the mean wait time, and we have proved our result.

To calculate expected wait, we would need to theoretically calculate this recursion in nitely
many times. However, practically speaking, we can truncate the recursion after a nite number
of iterations. Since we know that E[R,] 0, we know that any truncation will produce a slight
underestimate of the true mean.

We have several methods of effective truncation. First, we could end the recursion when
the probability of still being in the system is suf ciently small ( €< ). We could also stop
when the difference between two recursions is suf ciently small (  E[Ry] E[Rk+1]< ).

2.6 Policy Speci ¢ DETS Implementations

Now, we will dive into the speci ¢ details of how to implement the DETS framework for each
type of work-releasing policy discussed in Section 2.4. We will also discuss how to handle a
realistic scenario where servers are added and removed at the same time.
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2.6.1 Preemptive: DETS-PE

We shall rst discuss the preemptive case, and assume that any customers who are sent back
to the queue maintain their original abandonment rate. We shall relax this assumption later,
but for now, it allows us some analytical simplicity.

Let us begin by discussing the rate matrix Q® and its corresponding transition rate diagram,
seen in Figure 2.3. This is a square matrix, where state g means that there are q customers
ahead of the customer in question, so the state space goes from0to q®), where q® is the
maximum possible number of customers in line during epoch k. Therefore, q©@ is the initial
number of customers waiting in the line. We can transition from state gtostateq 1lifa
customer either abandons or nishes service. Each individual customer abandons at a rate
and each customer can nish service atarate . Therefore, the transition rate from state ¢ to
g 1lissc +qg .Note,aservice completion at state 0 means that the customer of interest can
enter service, so we have now been absorbed.

Figure 2.3: The transition rate diagram for the preemptive policy.

Thus, the transition rate matrix Q%) is quite similarto (2.1), exceptthat s should be replaced
by s.. Therefore, it can be written as

0 1
S 0 0 0
S (& + ) 0 0
QM= 0 s +2 S +2) 0 : (2.10)
. . . | 0 ¢
0 0 sc +q® (& +q%)

Then, we must de ne the transformation matrix L &, which takes different forms based
onthe signof s.Specically,if s =0,thenthereisnochange,and q°=q.If s >0, we
are gaining staff, and only states greater than s, remain unabsorbed. Therefore, q°=q S
Finally, if s < 0, then we lose staff and each person in service is returned to the head of the
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line. Therefore, q°=q +j s. Because we assume that any customers who are sent back to
the queue maintain their original abandonment rate , there is no need to distinguish the
customers who have previously entered service from those who havent.

Hence, the matrix L ® having size (% 9+ 1) (q® + 1)is speci ed as:

8
2T, §>0
L &)= -0 .
S I , 5=0
. L_(k) , S(<0
where
— 1, ifj=i 1, ifj=i+] sj
L i(lf): J * and L i('f): J I = .
J 0 , else = 0 , else

We can then also recursively and explicitly de ne our maximum queue length through time,
which can be written as

2.6.2 Exhaustive Completion: DETS-EC

If we utilize this policy, then the transition rate matrix Q% is the same as the one de ned
in (2.10), and the only change from PE is in the matrix L ®). Speci cally, if s < 0, then the
departing servers will not be available to help with future staf ng, but their customers will not
reenter the queue. This means that the line of waiting customers does not change, so  q°=q.
Therefore, the matrix can be computed as:

—)

L , >0
L ®= % , (2.11)
| , sc O
where
_ 1, ifj=i
Y= J S (2.12)
] 0 , else

We shall reiterate that the dimensions of L ® are always (@ Y+ 1) (q® + 1). However,
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the computation must be altered slightly because the queue length can no longer increase:

qW=q%“? (s) or q¥=q" (s). (2.13)

2.6.3 Exhaustive Handoff: DETS-EH

The treatment of EH is more complex than those of EC and PE because we have to track the
number of servers who are about to depart but havent yet due to the lack of “helpers” (the
rstidle servers available to take over their customers). We shall resolve these challenges by
augmenting the state space of our absorbing Markov chain. Previously, we have de ned a state

g as the number of customers in line ahead of the customer of interest. Now, we shall add a
second element of our state, and we will call our state (g, r), where r represents the number of
servers who have been assigned to depart, but have not left yet.

First, let us discuss transitions within a staf ng epoch, and then we shall discuss those that
occur at scheduled shift changes. Within an epoch, we can have customer abandonments or
service completions. If we have a service completion while r > 0, then we transition from (q,r)
to (g,r 1), otherwise we transition from (q,0)to (q@ 1,0). Itis only possible to be absorbed
(exit the queue and enter service) from state (0, 0). We can see a sample transition rate diagram
in Figure 2.4.

Figure 2.4: The transition rate diagram for the exhaustive handoff policy.

The transition rate diagram allows us to see the nice structure inherent to the model; indeed,
we can now see that this is a quasi-death process (Latouche and Ramaswami 1999), where
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the levels are the number of servers who have been assigned to depart. We can thus break
the transition rate matrix into several components: A%, B¥), and C*, which are all square
matrices of size (q®)+ 1). We rst present the overall matrix Q®), and then discuss the individual
component matrices. The overall matrix is

1
A1 0 | 0 .
Bl |cl| o E

QW = oo & (2.14)
0 [BYY|CS - &

Itis important to note that the size of Q® is now based on both queue length and the level.
Let us de ne r®) as the maximum number of staff members who could be scheduled to leave,
but have not. Thus, Q¥ is a square matrix of size (F® + 1) (q® + 1). In this matrix, A% isthe
same matrix as the one presented in (2.10), so it can be written as

0 1
S 0 0 0
S (s + ) 0 0
Ak = 0 s +2 (5. +2) 0 .
. 0 A
0 0 s +q¥ (x +q® )

Bﬁk) then describes the movement from one level to another and is represented by

0 1
(+r1) 0

B® = 0 (5 +1) '-.%z(s(+r) l.

Finally, Cﬁk) describes the abandonments that transition between states within a level, as
well as including the rate at which a state is left, which can be written as

We have thus described the transition within a staf ng epoch. However, we must now
discuss the transition that occurs when the staf ng level changes. We again utilize the matrix
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L ® to describe the transition between states. Of course, if s, = 0, then state (q°r9=(q,r),
and L ®=1.Then,if s <0, we transition from state (q,r)tostate (q,r +j sj).

The chief dif culty then lies in the situation where sc > 0. When servers are added to
the service capacity, they rst replace those servers with delayed departures (if any) by taking
over their un nished services. If all departing servers have left, they begin serving additional
customers from the head of the waiting queue. Visually, we rst move vertically up the transition
rate diagram in Figure 2.4, and then we move left until we have travelled a total of S¢ States.
This corresponds to a move from state (g,r)toastate (g y,x),wherey =( s r)" and
X =(r s)". Therefore,

8
> T% | 4>0
L= -
S [ , 5=0,
T 5 <0
where
8 —
21, ifi=q*%Y+r+qgandj=(q* Y+ 1)(r s)y+q (s r),
L_i(T)=> forq=0,1,....% 9 r=0,1,...,r% 9
0 , else
and

TS R CLEES VI

= 0 , else

Due to the two element de nition of our state space, L &) is now a matrix of size (r® Y+ 1)
@« P+ 1by r+1) @©+12).

Finally, we must account for the changing size of the state space. When the staf ng level
decreases, the number of levels increases from r®) to r®) +j s, while the maximum queue
length q™) remains the same. When the staf ng level increases, the number of levels decreases
from rto (r®  s)*, and the maximum queue length decreasesfrom q®toq® ( s r®)*,
We can therefore write them recursively as

q—(k): q_(k 1) ( S r—(k 1))+ and r—(k):(r—(k 1) Sr<)+
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2.6.4 Preemptive Staf ng Extension: Disrupted Abandoning

We shall now return to consider a more complicated version of the preemptive staf ng rule,
which we shall refer to as disrupted abandoning (DA). This method is more exible, but also
less computational tractable than PE. Suppose now that once a customer enters service, if they
are returned to the queue, then instead of their original abandonment rate , they have a new
abandonmentrate ° 0. It should be noted that if = 0 then the two preemptive methods
will produce identical measurements.

We must now augment our state space to accommodate these customers in a very similar
way to the EH policy. Let us now de ne our state as  (q,p ), where q is the number of customers
in line ahead of our customer of interest who have never entered service, and p is the number
of customers who were previously in service, but were returned to the queue when a server
departed.

Once again, we shall rst discuss transitions within a staf ng epoch, and then those that
occur at scheduled shift changes. Within an epoch, we can have customer abandonments or
service completions. If we have a service completion while p > 0, then we transition from (q,p)
to (q,p 1), otherwise we transitionfrom (q,0)to (g 1,0). Itis only possible to be absorbed
from state (0,0). We can see a sample transition rate diagram in Figure 2.5.

Figure 2.5: The transition rate diagram for the disrupted abandoning policy.

The transition rate diagram allows us to see the nice structure inherent to the model; indeed,
we can now see that this is a quasi-death process, where the levels are the number of customers
who have previously been in service. We can thus break the transition rate matrix into several
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components: A®, B® and Cl(o"), which are all square matrices of size (™ + 1). We rst present
the overall matrix Q®, and then discuss the individual component matrices. The overall matrix

is 1
AY 1 0 |0 .
B8O | ¢ | o E
k) — 1 1
Q o 50 [ a® |- of (2.15)
2 2 A

Itis important to note that the size of Q%) is now based on both queue length and the level.
Let us de ne p®) as the maximum number of customers who are waiting in line, but were
previously in service. Thus, Q® is a square matrix of size (p™® + 1) (q® + 1). In this matrix, A®
is again the same matrix as the one presented in (2.10), which can be written as

0 1
S 0 0 0
S+ (s + ) 0 0
Ak = 0 s +2 (5 +2) 0 . (2.16)
: ) ' ) 0 A
0 0 sc +q® (s« +q® )
Bg‘) then describes the movement from one level to another:
0 1
sc +p ° 0
Bﬁ,“% 0 s +p° '--§=(SK +p 9. (2.17)

Finally, Cg() describes the abandonments that transition between states within a level, as
well as including the rate at which a state is left, which is

0
0 0 O
0o -
clo= % BY. (2.18)
0 2 2 A

We have thus described the transition within a staf ng epoch. However, we must now
discuss the transition that occurs when the staf ng level changes. We again utilize the matrix
L ® to describe the transition between states. Of course, if s, = 0, then state (@°p9=(q,p),
andL ®=1.Then,if s <0, we transition fromstate (q,p)tostate (q,p+j Sj).

42



The chief dif culty then lies in the situation where s > 0. When we add staff, they rst
serve customers who were previously in service, and then once those customers are all in
service, they absorb additional customers from the queue. Visually, we rst move vertically up
the transition rate diagram, and then we move left until we have moved a total of s, States.
This corresponds to a move from state (q,p)toastate (g y,x),wherey=( s p)"and
x=(p s

8
>T® o0
L ® = _
S [ , 5=0,
Le s <0
where
8 —_—
21, ifi=(q%%+p+qgandj=(q* "+ s)+a (s p),
L_i(l;):> forq=0,1,....% 9.p=0,1,...p%
0 , else
and
L - 1, ifj=i+(q%V+1) sj

= 0 , else

Due to the two element de nition of our state space, L ®)is now a matrix of size (p* D+
1) @* P+ )by (pW+1) @©+1).

Finally, we must account for the changing size of the state space. When the staf ng level
decreases, the number of levels increases from p® to p®) +j s j, while the maximum queue
length q®) remains the same. When the staf ng level increases, the number of levels decreases
from p®©to (p®  s)*, and the maximum queue length decreases from q®to q®) ( s,
p*)*. They can therefore be written recursively as

q¥=q*? (s p*?" and p@W=(p* P s (2.19)

2.6.5 Simultaneous Removal and Addition

So far, att,, we assume that either j s j working servers are to be removed from the staf ng
levelwhen s <0,0r s new servers are to be added to the staf ng level when s>0.In
practice, it is often possible that the removal and addition may occur at the same time. Let

s, Oand s° 0bethe numbers of servers to be removed and added, respectfully. So the

+

netstaf ng changeis s = s s, (which can be either positive or negative). Under PE
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and EH, the arriving servers will instantaneously replace the departing ones by taking over
their customers (if any). Hence, under both PE and EH, it suf ces to focus on the net staf ng
change by simply assuming that j sj( s) servers are to be removed (added) when s, <0
( s.>0).

However, some adjustmentis needed for the treatment of the EC case. First, the new effective
service rate after time t, (i.e., the death rate of the updated Markov chain) is again determined
only by the netchange s, because the s, departing servers will no longer contribute to the
advancing the waiting queue and the s arriving servers immediately will begin serving new
customers from the queue. Hence, the updating rule for the transition rate as de ned in (2.5)
remains unchanged. On the other hand, the adjustment of the queueing position g should
be based only on the number of the incoming servers s, instead of s,. Thus, it suf ces to
replacethe s by s in(2.11),(2.12), and (2.13).

2.7 Simulation Experiments

In this section, we conduction computer simulation experiments to con rm the effectiveness of
our prediction methods under all three policies. We compare results of DETS-PE, DETS-EC and
DETS-EH to their corresponding ground truth values estimated by Monte-Carlo simulations.
And we do so under various staf ng patterns. Then, we show that our recursive algorithm for
calculating the mean wait time is also effective. Finally, we conduct experiments to understand
how the time between staf ng changes affects the performance of both the DETS estimator and
a myopic approach. This will show that as staf ng changes are more frequent, DETS becomes
more and more important.

2.7.1 Decreasing Staf ng Function

As noted earlier, the three policies are indistinguishable when the staf ng level increases with
additional servers added to the server pool, but complications arise when busy servers are to
be set free. Therefore, in our rst example we consider the case of a decreasing staf ng level:
one server is to be removed every 0.1 time units (top panel in Figure 2.6). We run our DETS
algorithms to generate the predicted waiting time distribution functions with different initial
gueue size q,. In Figure 2.6, we see that all DETS results agree with their ground truth values:
they all fall into the simulated 95% con dence interval envelops (shaded bands). Every ground
truth result is estimated using 1000 independent simulation runs.

The waiting time CDFs are smooth except when the staf ng level decreases. The non-
smoothness is more pronounced in the cases of PE and EH, as showed in the second and
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last panels of Figures 2.6. Here, we see that when the staf ng function decreases, the CDFs
experience a short period of attening out before they continue to increase. This is essentially a
result of the “pause” in productivity when a server departs. Though these two policies appear to
have similar CDFs, we note that their CDFs will only be identical when = . Thisis essentially
because productive service resumes at the same rate only in this case. In can also be understood
by examining the transition rate diagrams in Figures 2.4 and 2.5. If we let = = | thetwo
gures are identical, showing how the CDFs become indistinguishable. We prove this result in

Section 2.9.

2.7.2 Other Patterns of Time-Varying Staf ng

We next consider other pro les of the time-varying staf ng level. We consider three cases: (a)
an increasing staf ng function (the opposite case to the previous example), (b) a sinusoidal
staf ng function where the number of servers rst decreases and then increases, and (c) an
alternating staf ng which periodically adds and removes one server (see the top panels in
Figure 2.7). We then use DETS to compute the predicted waiting time CDFs under the three
policies (see bottom panels in Figure 2.7).

All DETS results agree with their simulated ground truth values, with all DETS curves being
covered by the 95% con dence intervals (shaded bands). When the staf ng is increasing (case
(a)), the three policies have identical results because the nuances in these policies arise only
when busy servers attempt to depart. In addition, the waiting time CDF exhibits positive
probability masses whenever the staf ng level increases (see the instantaneous jumps in the
left panel), because it is possible for a customer to be received by the newly added server so its
waiting time may end at that time. As long as there are periods of time in which the staf ng
level decreases (as in Cases (b) and (c)), we can clearly distinguish the waiting time CDFs under
the three policies.
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Figure 2.6: Comparing DETS to simulations: Waiting time distributions under a decreasing
staf ng function and three changeover policies (i) PE (top), (ii) EC (middle) and (iii) EH (bottom),
with  =3and =1.
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Figure 2.7: Comparing DETS to simulations: Waiting time distributions under (a) increasing,
(b) sinusoidal, and (c) alternating staf ng function and three work-releasing policies, with
0o=15, =3and =1.
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2.7.3 Demonstrating Effectiveness of Mean Wait Time Calculation

Here, we demonstrate the correctness of our method of calculating the expected wait as shown
in (2.9). We begin by letting = 3and = 1. Then, we examine the same four staf ng patterns
that we previously used: decreasing, increasing, sinusoidal, and alternating. For each pattern,
we calculate the expected potential wait time under each work-releasing policy for a customer
observing g customers in the system upon arrival. We run the recursive calculation until
E[R(] E[Rk+1]< ,wherewelet =1le 4.We thenconduct 1000 simulation replications of
the same scenarios.

Our results are shown in Figure 2.8, where the simulated 95% con dence interval is shown as
ashaded band, and the lines represent the value calculated with the recursive DETS formulation.
These con dence intervals are dif cult to distinguish from the lines themselves because they
are in such strong agreement. In all cases, we see that as the number of customers ahead of the
arriving customer increases, the expected wait time increases, just as anticipated. However,
the exact nature of the increase depends on the observed staf ng function and work-releasing
policy, thus granting additional support to the necessity of using the DETS estimator.

When staf ng is decreasing, we see that the exhaustive completion policy results in a
substantially lower mean wait time than the other two policies. We also see that the exhaustive
handoff policy results in a lower mean wait than the preemptive policy. In Section 2.9, we will
prove that the wait time distributions can be stochastically ordered, which then validates these
results. Then, when staf ng is increasing, we see that all three policies rmly agree with one
another, just as expected, given that their differences only occur when staf ng decreases. The
results of the sinusoidal and alternating patterns also agree with our expectations.
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Figure 2.8: A simulation validation of our recursive calculation of expected wait time.

2.7.4 Effect of Staf ng Change Frequency on DETS Improvement

In this section, we investigate the importance of the frequency of staf ng changes on the
necessity of using the DETS methodology. We seek to identify whether this methodology is
useful in problems where staf ng changes are relatively infrequent compared to wait times.

To do this, we will simulate a system for 12 time units. We use an increasing arrival rate of

(t)=40+ 5t, with a service rate of =1 and an abandonmentrate of = 0.5.

We then use an increasing staf ng function that evolves every ¢ time units. We call
the staf ng interval. We begin with the idea of a continuously increasing staf ng function
denedas s.(t)= 10+ 5t. Then, we discretize this function based on the value of  ; and set the
function in staf ng period | to be the average value of the continuous function s, inthat period,
meaning that the staf ng function can be written in terms of the jth staf ng level (starting
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with j = 0) as . _ «
(2] +1)

2

We plot this staf ng function for various values of ¢ in Figure 2.9. As we can see, the staf ng

S = round

function maintains approximately the same trajectory in all cases, but the the increase happens
more frequently (but in smaller sizes) when | is small.

Figure 2.9: The increasing staf ng functions for various staf ng interval lengths.

We use this arrival rate and these staf ng functions to help us focus on the effect of the
staf ng interval length. Though not perfectly precise, these functions enable us to maintain a
roughly consistent mean waiting time across all experiments, which allows for more effective
insights.

In each simulation, we send virtual customers to the system every 0.01 time units. When
these virtual customers arrive, we estimate their mean waiting time using a myopic approach
and using the DETS estimator. Then, we measure their observed wait time. We then repeat the
simulation for 100 replications.

For each virtual customer, we calculate the average prediction error (predicted minus ob-
serverd) and the average absolute value of the prediction error for both a myopic approach and
the DETS estimator. We plot these results in Figure 2.10 for various staf ng interval lengths. As
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we can see, the myopic approach tends to overestimate the wait time, which is understandable
given that it is unaware of the arriving servers. Therefore, it will overestimate the expected wait
time. Conversely, the DETS estimator consistently produces nearly unbiased estimates of the
true expected wait time. We also see that the DETS estimator maintains a smaller absolute
error than the myopic approach, which means that our DETS estimator is both accurate and
precise.

Because we are maintaining a consistent arrival rate across planning periods, the shape of
the staf ng function causes the average wait time to decrease as the staf ng interval increases.
This means that it is also important to study the errors as a percent of the mean observed wait
time in the system. When we examine the graphs on the right of Figure 2.10, we see that the
DETS estimator continues to perform better. It achieves a very small average percentage error
compared to the myopic approach. It also achieves a smaller percentage error in absolute
value.

Figure 2.10: The prediction errors for various staf ng interval lengths.

In addition to the above evidence, we also want to see how the ratio between the mean
wait time and the staf ng interval length affects the errors. In Figure 2.11, we present the same
graphs as above, but this time, the horizontal axis shows the ratio of mean wait time to staf ng
interval length. We label this the mean number of planning periods seen because it is a close
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approximation for how many staf ng changes occur in an average customer's wait time.

Now, we see that the myopic prediction's performance decreases as more planning periods
happen, which is aligned with our intuition, which suggests that DETS becomes more important
as the frequency of staf ng changes increases. Interestingly, the myopic predictions seem to
reach an upper limit much faster than we expected. This means that even if the staf ng interval
is relatively long compared to the average wait time, DETS may still be important for accurately
estimating wait times.

Figure 2.11: The prediction errors for various staf ng interval lengths.

We also wanted to study the effect of the staf ng interval duration in a setting where the
number of servers is decreasing. To this end, we set the arrival ratetobe  (t)=120 5t.We
then set the continuous staf ng functionto  s.(t) =100 5t, and use the same method as before
to select the j'" staf ng level.

We plot this staf ng function for various values of . iIn Figure 2.12. We can again see that
the staf ng function maintains approximately the same trajectory in all cases, but the the
decrease happens more frequently (but in smaller sizes) when is small. In our experiments,
we will use the preemptive policy when releasing a busy server.

We plot the results of these experiments in Figure 2.13. We see the same effectiveness of the
DETS estimator that we previously observed. However, we now see that the myopic approach is
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Figure 2.12: The decreasing staf ng functions for various staf ng interval lengths.

underestimating the the wait time, which is understandable, given that it is unaware of future
staf ng decreases, which will lead to predicting shorter wait times than will actually occur. The
DETS estimator consistently achieves a near-zero average error, and it maintains an absolute
prediction error below that of the myopic approach.

Interestingly, in these experiments, we see that as the staf ng interval gets larger, the errors
of the two approaches becomes effectively identical. This shows our expected results; the
DETS estimator is highly necessary when staf ng changes are relatively frequent compared
to the average service time, but its importance decreases as the length of the staf ng interval
increases far beyond the average service time.

We can further verify these results in Figure 2.14, where we plot the errors as a function
of the ratio of mean waiting time to staf ng interval length. We again see that the myopic
approach only performs well when the average wait time is much smaller than the length of
the planning period.
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Figure 2.13: The prediction errors for various staf ng interval lengths.

Figure 2.14: The prediction errors for various staf ng interval lengths.
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2.8 Measuring the Actual Wait Time Distribution using DETS

In this chapter, we focus primarily on the potential wait time (PWT), which, as we have dis-
cussed, is the waiting time for an in nitely patient customer. However, if customers may
abandon, then another important metric is the actual waiting time (AWT). This is a measure of
the true time that customer spends in the queue, which is the minimum of their patience time
and their PWT.

In fact, all calculations we have done thus far can be easily modi ed to measure the AWT
distribution (and its related metrics) as opposed to the PWT distribution. To treat AWT, it
suf ces to modify the transition rate matrix as follows: for every state we will add an additional
rate transitioning from that state to the “Exit Queue" state, indicating the rate at which the
individual customer of interest abandons. See Figure 2.15 for the transition rate diagram for
the AWT. The new AWT transition rate matrix, denoted as Q" is given as Q* = Q I, with |
being the identity matrix with the proper dimension. To compute the distribution of AWT, it
suf ces to replace any transition rate matrix ~ Q by Q*. This simple replacement is valid for all
previous equations where a Q matrix is found, including (2.2), (2.6), and (2.8).

Figure 2.15: AWT: Transition rate diagram tracking the tagged customer's queue position.

2.8.1 Calculating Probability of Abandonment

We may want to calculate the probability of abandonment (POA), which is the probability that
a customer's patience time is less than their potential wait time. It should be noted that the POA
calculation is only valid for the actual wait time, not potential wait time, and any calculations in
this section regarding wait speci cally refer to the AWT, not the PWT. Though we can perform
a nearly identical calculation to that of the expected wait time (as shown in Section 2.5.2), we
can in fact utilize a well known queueing law to simplify our calculation for Markovian systems.
Little's Law says that the expected queue length is equal to the arrival rate times the expected
wait, or

E[Q]= E[W].
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The expected total abandonment rate is each individual's abandonment rate times the
expected number in the queue: E[Q].
Then, the POA can be calculated as the abandonment rate out of the total arrival rate, which

EQ]_  EMW] _

P(Ab) = = E[W].

Therefore, we can see that the POA is simply a scalar multiple of expected wait time, which
we have already shown how to calculate.

2.9 Policy Comparison

It is important to discuss how the different policies are expected to perform, relative to one
another. Our goal is to show a stochastic ordering among the policies. In each comparison,
we will assume that the arrival rate, service rate, abandonment rate, and staf ng function are
identical. The only difference will be the policy choice. We shall rst state our theorem, and then
prove the individual pieces of it. Finally, we will show a simulation validation of our results. Let

Wy denote a wait time distribution under policy  X. Also let ¢, denote the stochastic ordering
of two random variables. The de nition of stochastic ordering says that random variable Ais
stochastically less than a random variable B if P(A> x) P(B > x). We will denote this relation
asA ; B.Thisis equivalent to saying that at every value of x, the CDF of A is greater than the
CDF of B.

Theorem 3. For a given set of parameters, one of the following is true:
@) 1f > ,thenWec st Wen st Wee.

() If = ,thenWee o Wep S Weg.

(i) If < ,thenWge ¢ Wpe st Wen-
Preemptive and Exhaustive Completion Suppose the staf ng function is nondecreasing.
Thatis, ss s,8t k. The TPoD is the CCDF of the waiting time distribution, and if staf ng is
nondecreasing, then the TPoD is identical for both the preemptive and exhaustive completion
policies. Therefore, if the staf ng function is nondecreasing, then ~ Wpg 4 Wee.

Now, suppose there exists one epoch where the staf ng level decreases by one unit. In the
Exhaustive Completion regime, the departing staff member nishes their customer's service
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prior to departure. Therefore, that customer doesnt affect the wait time. However, in the Pre-
emptive regime, the customer is returned to the head of the queue. Thus, an existing customer's
wait time is increased by one addition customer departure (service or abandonment).

Therefore, Wpg 4 Wec + W;, where W, is the wait time for one additional departure. Since
P(W; = 0) = 0, we can conclude that P(Wpg > ) > P(Wgc > ),8 . We can now combine
this result with the result when staf ng is nondecreasing to say that for any staf ng function,
PWpe> ) PWgc> ),8 ,whichmeansthat Wg: <; Wpe, Where g, is the usual stochastic
ordering.

Exhaustive Completion and Exhaustive Handoff We rst utilize the same logic as before to
say that if the staf ng function is nondecreasing, then ~ Wg¢ 4 Wey.

Next, we consider the case where the staf ng level decreases by one unit at exactly one
epoch. In the Exhaustive Handoff regime, we must wait for the next customer to depart, but
in the Exhaustive Completion regime, for the purposes of wait time analysis, the customer
immediately departs (aka they immediately stop having an effect on the system).

Therefore, we can again say Wg 4 4 Wec + Wy, where W, is the wait time for one additional
departure. Since P(W, = 0) = 0, we can conclude that P(Wgy > )>PWgc> ),8 .We cannow
combine this result with the result when staf ng is hondecreasing to say that for any staf ng
function, PWgy > ) PWgc> ),8 ,whichmeansthat W ¢ Wey, Where ¢, isthe usual
stochastic ordering.

Preemptive and Exhaustive Handoff The analysis of these two policies is more complicated,
until we realize that we need to reframe the preemptive staf ng model to allow the customer
abandonment rate to be different once customers have entered service and been subsequently
returned to the head-of-line. We therefore utilize the disrupted abandoning (DA) policy to
prove the relationship of the original preemptive policy with the exhaustive handoff. Therefore,
we will let  °be the abandonment rate of customers who are returned to the queue, but we
reiterate thatwhen °= | this model is identical to the simple case.

These two models exhibit the same exponential rates on most of their state transitions,
with the exception of the transition from state (i, j)tostate (i,j 1).Inthis transition, the rate
for exhaustive handoffis s + j ,and the rate for preemptiveis s +j ©

Suppose > C Then, from a given state, the rate at which the system approaches ab-
sorption is greater for the exhaustive handoff policy. Therefore PWgy > )< PWpe> ), and
Wen st Wee-

Suppose instead that < 2 Then, the rate at which the system approaches absorption is
greater for the preemptive policy. Therefore PWpg > )< PWgy > ), and Weg ot Wey.
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If = 0 then the systems are identical in distribution, and ~ Wpg = Wey.

2.9.1 Simulation Validation

We shall now brie y examine some of the differences in delay using simulation. We will utilize
the same M =M =n, + M queueing system we have used previously, where customers arrive
with an exponential rate = 20. We allow the number of servers to uctuate between 5 and 15
in a roughly sinusoidal pattern. Then, we conduct 10000 replications of a simulation where

T = 25. We analyze the mean wait time for the three different staf ng regimes, noting that in
the Preemptive case, we assume that customers returned to the queue maintain their original
abandonmentrate ( °= ).

First, we show the results for the case where >  in Figure 2.16. Inthis case,welet =2
and = 0.1. As we can see, the mean wait time is largest for the preemptive policy and smallest
for the exhaustive completion policy. We can also see that the TPoD follows a similar pattern,
just as expected.

Figure 2.16: The results when >

Next, we see the results for the case where = = 1in Figure 2.17. In this case, we see that
the mean waiting time and the TPoD are effectively identical for the preemptive and exhaustive

58



handoff policies, but the exhaustive completion policy has a smaller wait time.

Figure 2.17: Theresultswhen =

Finally, Figure 2.18 shows the case where < .Inthisinstance,welet =1l1land = 2.
Once again, we see our expected results where this time, the exhaustive handoff policy has the
largest mean wait time and TPoD.

59



Figure 2.18: Theresultswhen <

2.9.2 Staf ng Overage Comparison

Now that we have analyzed the different policies based on their wait time distributions, we

want to brie y compare the policies based on a metric we shall refer to as the staf ng overage.
We de ne the staf ng overage S to be the total amount of staf ng worked above the planned
staf ng. We do not attempt to quantify the expected overage of a given policy, but we instead

seek to establish a qualitative ordering of the policies. In this analysis, assume the time required
to either return a customer to the queue or hand off a customer from one server to another is

negligable.

First, it should be obvious that the staf ng overage for the preemptive policy & is 0. Thisis
because a departing server can immediately return their customer to the head of the line and
depart at their scheduled time.

Then, we must analyze the two exhaustive policies. Under the EH policy, the clock starts
when a server is scheduled to depart. Then, it stops as soon as any server completes service.
However, under the EC policy, the clock only stops when the speci ed server completes service.
Therefore, the overage of the EH policy cannot be any larger than the overage of the EC policy, so
Sn Stc. We have now established our results and summarize them in the following theorem.

Theorem 4. For a given set of parameters,0=% Sy Se.
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2.10 Algorithmic Methods and Analysis

In this section, we present straightforward methods of calculating the CCDF. These algorithmic
de nitions are designed to be as simple as possible. Since the DA policy is nearly identical
to that of the EH policy, we omit its algorithm. We also present rough sketches of the time
complexity of these algorithms and numerical studies validating these results.

2.10.1 Preemptive Algorithm

We rst seek to loosely de ne the time complexity of the preemptive algorithm. Based on
Equation 2.6 and Algorithm 1, we can see that we need approximately 2K matrix multiplications,
and K + 1 matrix exponentials, where K is the number of staf ng transitions that occur by time

. Fortunately, we know all of the Q% matrices are lower triangular matrices, which means
they are diagonalizable. Therefore, the matrix exponential can be computedin ~ O(n3), where n
is the size of the matrix. In this case, n = q® + 1. Thus, the overall TPoD calculation is (in the
worst case) approximately O(K g3), where q = max(q®)).

Though we acknowledge that our complexity arguments are simple and imprecise, they are
nevertheless useful to understanding the approximate design of the problem. In particular,
they suggest that as the number of staf ng transitions within a given time increases or as the
length of time under consideration increases, the computational effortincreases approximately
linearly. Further, as the queue length increases, the complexity increases in a cubic fashion.

We now present numerical results analyzing the time complexity of the algorithm. In all
our experiments, we let =2and = 0.5. We then allow the staf ng function to change every
0.1 time units, following a roughly sinusoidal pattern between 5 and 15. Note that the staf ng
is decreasing from time 0 to 0.6, and increasing after that. Since we are focused on the TPoD,
we ignore any future arrivals, and thus the arrival rate is irrelevant. All experiments were
performed on an Intel i9 processor using Matlab 2022b. The computation time reported is the
mean time of 1000 replications.

First, in Figure 2.19, we show how the time requirements are a function of the wait time
target .We allow the initial queue length to vary from 12 to 60 and plot each level as a separate
line. Since staf ng changes every 0.1 time units, there is a direct correlation between a larger
value of and alarger value of K. We can see how the effort increases slightly as  increases
between two staf ng levels, but then it experiences a more pronounced increase when an
additional staf ng level is incorporated into the wait time. Finally, we see that an increased
staf ng level increases the rate at which computation time increases with , which is consistent
with the O(K q3) theoretical complexity.

Then, in Figure 2.20, we examine how the computation time increases as a function of the
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Figure 2.19: The computational effort as a function of the wait time target for the Preemptive
policy.

initial queue length. We plot various wait time targets as separate lines. This graph allows us to
see the approximately cubic nature of complexity as a function of queue length, which becomes
more pronounced as  (and therefore K)increases. The banding nature that we observe occurs
when crosses a multiple of 0.1 and therefore adds an additional staf ng change into the
calculation.
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Algorithm 1 DETS - Preemptive Staf ng

1. Inputs:
S=(s)=(%,S1,---,S 1) -the staf ng levels for all K epochs that occur
before
T =(t,)=(t1,ty,...,tx 1, )-thetimes at which the staf ng levels
change measured from t;=0

c - the initial total number of customers in the system
2. if any (s)> c then

3: return O
4: Initialize:
q ¢ S

TPOD zeros(l,gq+1)
TPOD(,q+1) 1

K length(S)

ty, O

5 fori=1! K do

6: Q zeros(g+1,q+1)

7 QD= 5,

8: for j=1! gdo

o Q1 +Lj)=s 1 *]

10: Q+Lj+1)= 1(s1 +] )
11: TPOD TPOD exp@ (t ¢t 1)
12: if i <K then

13: S S S

14: L eye(+1)

15: if s> 0then

16: L L(G( s+1):end)

17: elseif s<O0then

18: L [zeros(+1,j sj),L]
19: TPOD TPOD L

20: a g9 (5 s

21: TPOD TPOD ones(q+1,1)
22: return TPOD
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Figure 2.20: The computational effort as a function of queue length for the Preemptive policy.

2.10.2 Exhaustive Completion Algorithm

We now perform the same analysis for the exhaustive completion policy. Unsurprisingly, it
follows very similar patterns to that of the preemptive analysis, as we can see in Algorithm 2. In
fact, the same arguments lead us to concluding that the complexity is approximately — O(K q°3),
with the only difference being that g = q©. This is because in the exhaustive completion case,
the maximum queue length never increases.

We again present numerical results analyzing the time complexity of the algorithm. We
once againlet =2and = 0.5and allow the staf ng function to change every 0.1 time units,
following a roughly sinusoidal pattern between 5 and 15. The computation time reported is
the mean time of 1000 replications.

First, in Figure 2.21, we show how the time requirements are a function of the wait time
target . We allow the initial queue length to vary from 12 to 60 and plot each level as a separate
line. Since staf ng changes every 0.1 time units, there is a direct correlation between a larger
value of and alarger value of K. We can see how the effortincreases slightly as  increases
between two staf ng levels, but then it experiences a more pronounced increase when an
additional staf ng level is incorporated into the wait time. Finally, we see that an increased
staf ng level increases the rate at which computation time increases with , which is consistent
withthe O(K q?3)theoretical complexity. We note that for small levels of the initial queue size, the
computation time decreases to nearly O because there are enough additional staff arriving by
to ensure that P(W > )= 0, and thus all dif cult computation is avoided. This is represented
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by Steps 5 - 10 in Algorithm 2.

Figure 2.21: The computational effort as a function of the wait time target for the Exhaustive
Completion polciy.

Then, in Figure 2.22, we examine how the computation time increases as a function of the
initial queue length. We plot various wait time targets as separate lines. This graph allows us to
see the approximately cubic nature of complexity as a function of queue length, which becomes
more pronouncedas (and therefore K)increases. The banding nature that we observe occurs
when crosses a multiple of 0.1 and therefore adds an additional staf ng change into the
calculation.
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Algorithm 2 DETS - Exhaustive Completion

1. Inputs:
S=(s)=(%,S1,---,S 1) -the staf ng levels for all K epochs that occur
before
T =(t)=(t,t5,...,tx 1, )-thetimes at which the staf ng levels
change measured from t;=0

c - the initial total number of customers in the system
2: if any(s/)> c then

3: return O
4: Initialize:
q ¢ S

TPOD zeros(1,q+1)
TPOD(,q+1) 1
K length(S)

to, O
v O

fori=1! K 1do

if §>g5 ;then

V. VH(s §4)

if g <v then
10: return O
11: fori =1! K do
12: Q zeros(+1,g+1)
13: Q1= S 1
14: for j =1! qgdo
15: Q(l+1j)=s5 1 +]
16: Q(+1,j+1)= 1(s1 *+] )
17: TPOD TPOD exp@ (t ¢t 1)
18: if 1 <K then

19: S S S

20: L eye(@+1)

21: if s> 0then

22: L L(G( s+1):end)
23: TPOD TPOD L

24: 9 g (s s

25: TPOD TPOD ones(q+1,1)
26: return TPOD

66



Figure 2.22: The computational effort as a function of queue length for the Exhaustive Com-
pletion policy.

2.10.3 Exhaustive Handoff Algorithm

Finally, we perform the same analysis for the exhaustive handoff policy. While it follows similar
patterns to the other two, it is slightly more complex, which is apparent by looking at Algorithm

3. Although the Markov chain now has a two element state de nition, the matrix remains a lower
triangular one. Therefore, each matrix exponential can be computedin ~ O(n®), where n is the
size of the matrix. In this case however, n =(q® + 1)(r® + 1). Thus, the overall TPoD calculation
is (in the worst case) approximately O(K g3r3), where g = max(q™®)) and r = max(r ©)).

We again present numerical results analyzing the time complexity of the algorithm. We
once againlet =2and = 0.5and allow the staf ng function to change every 0.1 time units,
following a roughly sinusoidal pattern between 5 and 15. The computation time reported is
the mean time of 1000 replications.

First, in Figure 2.23, we show how the time requirements are a function of the wait time
target .We allow the initial queue length to vary from 12 to 60 and plot each level as a separate
line. Since staf ng changes every 0.1 time units, there is a direct correlation between a larger
value of and a larger value of K. Unsurprisingly, the average computation time is much larger
than for the two previous policies. Interestingly, the slope of the lines is no longer linear the way
it was for the previous policies. Instead, there apprears to be a noticeable kink arount = 0.6.
This is the time at which the staf ng level begins to increase, and thus the value of ) stops
growing. Thus, the matrix stops growing in size, so the rate of increase of computation time
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slows down.

Figure 2.23: The computational effort as a function of the wait time target for the Exhuastive
Handoff policy.

Then, in Figure 2.24, we examine how the computation time increases as a function of
the initial queue length. We again plot various wait time targets as separate lines. This graph
allows us to see the approximately cubic nature of complexity as a function of queue length,
which becomes more pronounced as  (and therefore K) increases. The banding nature that
we observe occurs when crosses a multiple of 0.1 and therefore adds an additional staf ng

change into the calculation.
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Algorithm 3 DETS - Exhaustive Handoff

1: Inputs:
S=(s)=(%,S;,.--,S 1) -the staf ng levels for all K epochs that occur
before
T =(t ) =(t,t5,...,tx 1, )-thetimes at which the staf ng levels
change measured from t,=0

¢ - the initial total number of customers in the system
2. if any (s)> c then

3 return O

4: Initialize:
qg C % B
TPOD zeros(l,q+1)
TPOD(1,g+1) 1
K length(S)
to, O
r 0

cfori=1! Kdo

5

6: Q MAKE Q(.,r,s, , )

77 TPOD TPOD exp@Q (t t 1)

8: if i <K then

9: S § S B

10: L eye(l@+1l (r+1)

11: if s> O0then

12: L L(G( s+1):end)

13: forq=0! qdo

14: forr=0! rdo

15: m q+1+(q+1)r

16: n q+1+(q+1) (r s (s r)
17: if n  1then

18: L(m,n) 1

19: elseif s<O0then

20: L [zeros((+1) (r+1,(g+1)j sj,L]
21: TPOD TPOD L

22: q q (s )

23: r ( s)

24: TPOD TPOD ones(q+1,1)
25: return TPOD
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Figure 2.24: The computational effort as a function of queue length for the Exhaustive Handoff
policy.

Algorithm 4 DETS - Exhaustive Handoff, Part 2.

1: function MAKE_Q(q,r,s, , )

2: Q zeros(+1,q+1)

C zeros(+1,q+1)

QLD= s

for j=1! gdo
Q+1Lj)=s5 +]
Q+Lj+1)= 1(s +j )
C+1,j)=]
C(j+1,j+1)= |

10: if r =0thenreturn Q

11: Z zeros(Q+1,g+1)

12: forr=1! r do

13: B (s+r) eye(+1)

14: Q [Q,zeros(r (q+1),q+1)]

15: Q [Q;zeros(g+1,r 1) (q+1),B,C B]
return Q
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2.11 Concluding Remarks

In this chapter, we develop a new framework to compute the waiting time distribution in a
Markovian queueing system having time-varying staf ng levels. We also study the impact of
three work-releasing policies on the predicted waiting times. We argue that all future queueing
simulations with time-varying staf ng should explicitly identify the work-releasing policy they
use, which we have shown can be in uential on their results.

There are several excellent directions for future research. The rstis expanding this model
to be able to approximate a queue with non exponential service times and abandonments.
Whitt (2005) uses a similar approach to study a call center, and we believe this approach will
have bene t for us as well.

DETS can generate the entire CDF for an arrival's wait time, which allows us to calculate any
wait time metric of interest. The primary obstacle to this lies in the additional computation time
required to calculate the entire CDF, as opposed to a single value. Although we have developed
a recursive equation that can be used to estimate the expected wait time and the probability of
abandonment, we propose that future efforts could be made to speed the computation time of
our algorithms and better interpolate the function behavior between staf ng changes in order
to more accurately estimate other important wait time quantities that require knowledge of
the whole CDF.

We could also expand this analysis to incorporate multiple customer classes. The simplest
version would be having a single queue where all classes are served rst-come rst-served.
This could also be designed around a multi-class V-model, such as the one studied in Liu et al.
(2022).

Finally, we intend to take this prediction methodology and utilize it to develop an of ine
reinforcement learning algorithm that identi es appropriate staf ng levels to meet a targeted
service level. This is the subject of our next chapter.
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CHAPTER

3

ACHIEVING STABLE SERVICE-LEVEL
TARGETS IN TIME-VARYING QUEUEING
SYSTEMS: A SIMULATION-BASED OFFLINE
LEARNING STAFFING ALGORITHM

3.1 Introduction

Many-server queues exist in a variety of different settings, ranging from call centers to banks
to healthcare systems. The vast majority of these systems experience variations in customer
arrival rates throughout the day. Should they fail to adjust their staf ng appropriately, they will
either under-staff or over-staff their system, leading to vast inef ciencies.

The solution to this problem is to adjust the staf ng level throughout the day, however the
manner in which to do so may not be obvious. For example, as shown in Eick et al. (1993), the
peak system congestion tends to lag behind the peak arrival rate, so matching the staf ng to
the arrival rate may not be a wise choice.

Additionally, decision makers must consider what their objective is when developing their
staf ng plan. There are many different and useful targets that can be achieved. One of the most
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common is the Probability of Delay (PoD), which says that the probability that an arriving
customer must wait before entering service should be kept below some threshold . This can
be written as

PW >0)<

Feldman et al. (2008) developed a simulation-based staf ng method for maintaining a
time-stable PoD target in the face of time-varying customer arrivals. Their algorithm, called
the lterative Staf ng Algorithm (ISA), works by simulating the system using a candidate staf ng
function, and based on the results, iterating to an improved staf ng function. They proved that
for Markovian systems, the algorithm will converge in nitely many iterations.

There is, however, a more advanced quality-of-service target that decision makers can work
for, known as the tail probaility of delay (TPoD) target. This allows customers to wait, but it
seeks to probabilistically limit their excessive wait time. Speci cally, the goal is to ensure that
the probability that a customer's wait time exceeds a value should remain below a threshold

. Let W, be the waiting time attime t;the TPoD can thus be formally described as

PW,> ) , for >0, 2(02. (3.1)

Thisis an important objective that is used in many practical settings, one of the most notable
is in emergency departments. The Canadian Triage and Acuity Scale (Murray 2003) de nes
TPoD targets for different patient classes (i.e., severity levels i =1,2,...,5) with class-dependent

i ranging from 15 to 120 minutes. It is also known that many call centers utilize TPoD targets,
aiming to answer 80% of calls within 20 seconds (Preece et al. 2018), which translates into a
TPoDtarget0.2=1 80% with = 20 seconds.

Despite its practical signi cance, the TPoD is not widely studied in the queueing theory
literature, especially in the setting of more realistic queueing models having time-varying
arrival rates, multiple servers, and customer abandonment. The reason is two-fold: First, a
TPoD constraint in form of  (3.1) involves the careful analysis of the waiting time distribution
beyond its mean, exact solutions of which are hardly amenable to analytic results (except for
approximations arising from large-scale limits; see Liu (2018), Liu et al. (2022) for examples).
Second, nonstationary queueing models are much more complex than stationary models;
the former requires the tracking of the transient queueing trajectory while the latter can be
characterized by steady-state values alone. For example, according to Shi et al. (2016), the
six-hour service level in Singapore hospitals is found to be highly unstable and vary between
4% and 37% over time in the course of a day.

In this chapter, we attempt to tackle this problem by integrating machine-learning method-
ologies into the decision making in queueing systems. Speci cally, we develop a new recursive
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algorithm that can be used to determine the required staf ng function that achieves time-
stable performance for a time-varying queue within a nite time. Following the main idea of
reinforcement learning (Sutton and Barto 2018), our algorithm organizes the overall learning
process into successive cycles each of which consists of two phases: (i) Exploitation : The
decision maker (the “agent”) generates relevant queueing data via a decision-aware simulator
under a candidate solution (the best staf ng plan by far), (i)  Exploration : Using the newly
collected data, improved decisions (i.e., staf ng plan) are prescribed and to be used to con gure

the simulator (the “environment”) in the next cycle. This process continues until our staf ng
decision evolves to optimality. Because we learn from of ine (simulated) data, we call this
method the simulation-based of ine learning staf ng algorithm (SOLSA). See Figure 3.1 for an
illustration of the recursive learning structure for SOLSA.

Figure 3.1: Simulation-based of ine learning staf ng algorithm (SOLSA).

3.1.1 Our Contribution

» We develop a new staf ng algorithm, dubbed SOLSA, to achieve time-stable performance
in a time-varying Markovian queueing system. Our new method recursively learns the
staf ng solution using of ine queueing data generated by simulation.

» We conduct extensive numerical experiments to evaluate the performance of SOLSA,
including a comparison to the current state-of-the-art algorithm used to achieve time-
stable TPoD values. We also consider practical constraints on staf ng. All experiments
con rm the ef ciency and effectiveness of SOLSA.

» Supplementing the engineering con rmation, we also give the theoretical proof for the
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convergence of SOLSA.

 Additionally, we introduce a modi cation to SOLSA that incorporates knowledge of the
time-varying nature of the staf ng function into the algorithm. This modi cation utilizes
the Delay Estimator under Time-varying Staf ng (DETS) that we developed in Chapter 2.

« Finally, we show how SOLSA can be quickly and easily adapted to managing other wait
time performance targets, such as the expected wait time and the probability of aban-
donment.

In the remainder of this chapter, we review the relevant literature in Section 3.1.2. Next, we
introduce some preliminary results in Section 3.2 and formally present our SOLSA algorithm
in Section 3.3. In Section 3.4 we provide engineering con rmations for the effectiveness of
SOLSA by conducting numerical studies; we then compare SOLSA to the current state-of-the-
art to show how SOLSASs performance surpasses other algorithms in Section 3.5. In Section
3.6, we give theoretical proof for the convergence of SOLSA. Then, in Section 3.7, we introduce
a modi cation to the algorithm that incorporates a practical and realistic constraint that
staf ng cannot be changed continuously. We show that the algorithm still converges and
generates effective results under the modi cation. We then brie y review several work-releasing
policies of busy servers in Section 3.8.1, which we use to develop an additional extension that
incorporates knowledge of the time-varying staf ng to improve SOLSASs accuracy in Section
3.8. Finally, in Section 3.9, we present alterations to SOLSA that enable it to handle additional
wait time based metrics such as expected wait and probability of abandonment. We then give
concluding remarks in Section 3.10.

3.1.2 Literature Review

Time-varying queues are queueing systems where arrival rates, staf ng levels, or other parame-
ters are allowed to uctuate through time. These queues have been studied for many years since
there is strong evidence that real-world queueing systems exhibit this behavior. Green et al.
(2007) discuss some of the application areas, which include call centers, police patrols, and
emergency departments. One important measurement often discussed in queueing systems
is the offered load (presented in Eick et al. (1993)). The offered load is a measurement of the
number of busy servers at a given time if the system had in nitely many servers.

Garnett et al. (2002) introduce several philosophies of queueing design, which they call
regimes. Each of these regimes have different objectives for their systems. The quailty-driven
(QD) regime focuses on ensuring that customers do not have to wait long, if at all, whereas
the ef cency-driven (ED) regime focuses on reducing the staf ng level while ensuring some
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minimal level of performance. In the case of TPoD targets, a low value of corresponds to the
QD regime, and a high value corresponds to the ED regime. They also introduce a rationalized
regime, which has also been referred to as the quality-and-ef ciency-driven (QED) regime.
This regime walks the line between the other two regimes.

While much of the literature has been concerned with analytically modeling these time-
varying queues, there has also been a large focus on making staf ng decisions to control these
systems. Green and Kolesar (1991) describe the pointwise stationary approximation (PSA)
method for analyzing time-varying queues. This method was one of the rst to capture system
performance by focusing on the speci c arrival rate at any given point in time and computing
system performance metrics using this rate. Though an approximation, it performs quite well
in many instances. Our work is distinct in that we do not seek to use a stationary approximation
like PSA, but rather to use the complete system information to calculate the wait-time metrics
of interest.

Jennings et al. (1996) then used an in nite-server approximation to determine appropriate
staf ng levels in a time-varying model without customer abandonments. Now commonly
known as the modi ed-offered-load (MOL) approximation, this method has been used to
control measures such as the probability of delay (Jennings et al. 1996; Yom-Tov and Mandel-
baum 2014), the mean waiting time and probability of abandonment (Liu and Whitt 2012b;
Liu and Whitt 2014b), and the blocking probability in a loss model (Li et al. 2016; Whitt and
Zhao 2017). Once again, our work differs in that we calculate the TPoD explicitly and do not
use approximations.

Given the dif culty of perfectly analyzing time-varying queues, much work has been in-
vested in studying heavy-traf c limits by using uid models. One of the earliest uses was by
Hal n and Whitt (1981), who developed the now famous square-root-staf ng formula. The
basicidea of a uid modelistoincrease the system scale in orderto nd a deterministic limiting
behavior in the model. Then, these deterministic approximations can be analytically evaluated
to determine appropriate staf ng levels. See work such as (Whitt 1992; Mandelbaum and Pats
1998; Mandelbaum et al. 1998; Garnett et al. 2002; Borst et al. 2004; Liu and Whitt 2012a; Liu
et al. 2022), among others. These approximations allow system designers to ignore the effects
of discrete staf ng changes on the system because they treat both customers and servers as
continuous quantities, rather than indivisible entities. In our work, we explicitly model the
discrete nature of queueing systems, which also allows us to more effectively model small-scale
systems where large uid models may not be appropriate.

We are not the rst to work with the TPoD in time-varying queues. Previously, the primary
tools to analyze time-varying queues are approximation models arsing from large-scale limits
See Liu (2018), Liu et al. (2022) for TPoD-oriented staf ng formulas developed based on many-
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server heavy-traf ¢ uid and diffusion limits. The effectiveness of these formulas depend on
the scale of the system: They are shown to be asymptotically correct when the scale grows large,
but their performance degrades in small-scale models. Although much more tractable than the
corresponding queueing models from which they are derived, uid and diffusion limit models
are still not easy to analyze.

Our paper is most closely related to Feldman et al. (2008), who developed an iterative
staf ng algorithm (ISA) to control the probability of delay (PoD), i.e., the probability the waiting
time W, is greater than 0. The heart of ISA lies in the immediate transformation from the total
gueue length Q, to the PoD; specically, P(W; > 0) = P(Q; s)where s is the number of
servers att . This simple relationship enables ISA to adjust and evaluate the PoD based on the
(observable) queue distribution. However, this does not work for the TPoD in form of (3.1)
because the TPoD is not immediately computable using the queue lengthat t;instead, itisa
performance metric drawing from the full distribution of W, (realized only at future times). In
the present paper, we draw inspiration from (Feldman et al. 2008) to use the queue length as the
data to inform our decisions. However, we develop a new way to transform the queue length
(present “reward”) to the waiting time and TPoD (future information), in order to generate
improved TPoD-driven staf ng policies (future “action”).

Defraeye and Van Nieuwenhuyse (2013) developed a simulation-based method to treat
TPoD using a searching method, which comes with several costs. First, they cannot provide
convergence guarantees. Second, it is computationally expensive in that it can take many
iterations to reach satisfactory solutions. Additionally, in each iteration, they need to simulate
the wait time distribution which leads to additional implementation complexity and increased
computational cost. Our work draws inspiration from the ISA algorithm (Feldman et al. 2008).
Although our SL metric is informed by the waiting time, SOLSA only simulates the queue length
which is similar to ISA.

Reinforcement learning is only just starting to be used to solve problems in queueing theory.
Some work (Krishnasamy et al. 2018; Zhong et al. 2022) focus on learning service rates of
different customer classes in an effort to implement the well-known ¢ rule (van Mieghem
1995) on a queueing system. Other work seeks to control both the service and arrival rates
by selecting a service price with the goal of maximizing system revenue (Jia et al. 2020; Chen
et al. 2022). Additionally, Baron et al. (2022) explore how to utilize deep learning and neural
networks to approximate queue length distributions. Our research differs from all of these
in that we are utilizing of ine learning methods to select optimal staf ng levels that achieve
desired wait-time targets.
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3.2 SOLSA Building Blocks

In this section, we shall describe a few important building blocks that are needed in order to
understand SOLSA.

3.2.1 Calculating Wait Time

In this initial algorithm, we shall assume that the staf ng level seen by an arriving customer is

a xed quantity that does not change. This is a similar approach to the Pointwise Stationary
Approximation (PSA) (Green and Kolesar 1991), and one that we believe works rather well. It
also enables us to prove certain convergence properties. We will relax this assumption in a
future section.

There are two commonly used versions of wait times. The rstisthe  potential waiting
time (PWT), which is the time that an in nitely patient customer would spend in the queue
before entering service. The second is the actual waiting time (AWT), which is the total time a
customer spends in the waiting line regardless of whether the customer eventually abandons
or is served. PWT is a customer-patience independent metric that focuses on describing the
system-side congestion or workload; AWT is the mixture of a customer's patience level and the
system's workload. Let W be the PWT and A be a generic patience time, AWT is the minimum
of W and A. For now, we focus on stabilizing the PWT TPoD. In Section 3.9.1, we will discuss
how to extend our method to treat AWT.

An arrival's waiting time is based on the staf ng level, which is a xed quantity, and the
gueue length at their arrival, which is a random variable. Therefore, we de ne the wait time
as a function of staf ng level s and the queue length Q, as W (s,Q;). In order to calculate
P(W (s,Q;)> ), we can condition on the queue length distribution at time t:

X
PW(s,Q)> )= PW(s,q)> ) PQ:=q).
q
For a system with exponential service rates and exponential abandonment rates, the wait
time distribution for a new arrival seeing s servers and q total customers in the system is a hypo-

exponential distribution with =q s+1stages(assumingq s).Ofcourse, P(W (s,q)> )=0
ifg<s. b
The ccdf of the hypo-exponential distributionis  F(t)= ,_,C e it where
C = Y —
j=1j6i !
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For our system, the service rates ofthe stagesare ;=s +(i 1) becausethereares
servers, each workingatarate ,and (i 1) customers ahead of the current customer, who
could each abandon with a rate

Therefore, we can calculate the waiting time probability as

X Y .
PW (s,q)> )= e 1. (3.2)
i=1j=1j6i | i

Of course, this equation can become rather cumbersome and can experience numerical
issues for large values of . Fortunately, the hypo-exponential distribution can also be modelled
as a phase-type distribution, which we shall now describe. We refer the reader to Chapter 2 of
(Latouche and Ramaswami 1999) for an introduction to the phase-type distribution.

To be able to use the phase-type distribution, we must de ne transition rates between
states and the meaning of an absorbing state. The states q represent the number of customers
stillin line, and the state space ranges from-1to g, where q is the number of customers in the
gqueue when the customer of interest arrives. State -1 is an absorbing state that indicates that
the customer of interest has entered service. We can transition from state q tostateq 1lifa
customer either abandons or nishes service. Each individual customer abandons at a rate
and each customer can nish service atarate . Therefore, the transition rate from state ¢ to
g liss +qg .We presenta transition rate diagram for this queueing system in Figure 3.2,
noting that in the diagram, state -1 is called the “Exit Queue" state because entering this state
indicates the customer is leaving the queue and being absorbed.

Figure 3.2: The transition rate diagram of the queue.
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Thus, the transient portion of the transition rate matrix Qs as follows:

0 1
S 0 0 0 0
s + (s + ) 0 0 0
0 s +2 (s +2) 0 0
= . : 3.3
Q 0 0 s +3 (s +3) : (33)
0 A
0 0 0 s +q (s +q )
Therefore, the tail probability of delay can be alternatively calculated as
PW (s,q)> )= e e, (3.4)

where  is arow vector of zeros with a one atthe end, and e is a column vector of all ones.

3.2.2 Effects of Staf ng

We shall now examine the effects of having an additional staff member present, following the
logic of Defraeye and Van Nieuwenhuyse (2013). Suppose an additional server begins work at
time tg. This server would lower the TPoD probability for all customers entering service after
time t; . Therefore, when we select the staf ng level attime tg, we should use the queue
length distribution from time to do so.

As a demonstration, we conduct a simple experiment, as shown in Figure 3.3. Consider a
systemwhere =1and =2.Then,let (t)= 100+ 20sin(t). We conduct 10,000 replications
where the baseline staf ng level is 55 servers. We show the simulated P(W > 0.5) for this case
in red. We then conduct a second run where 10 additional servers begin service at time 8 (the
solid black vertical line). We then plot the same TPoD measure for this situation in blue. The
vertical dashed green line is time tq = 7.5. As we can see, there is a dramatic drop in the
TPoD as expected.
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Figure 3.3: The effect of a staf ng increase on the TPoD.

3.3 The Base SOLSA Algorithm

We now develop an algorithm for computing the staf ng requirements of a M;=M =5, + M
gueueing system, when the goal is to keep the tail probability of delay below a certain threshold

a given percentage of the time. In other words, our goal is to nd the minimum staf ng required
suchthat P(W > )< atall times. We present the details in Algorithm 5.

To do this, we begin by assuming an initial staf ng function g(o)

. This function should be
suf ciently large such that we overly achieve our TPoD goal. Then, we simulate the system and
evaluate the queue-length distribution at each time  t. We note that t is pseudo-continuous,
in the sense that it is intended to represent a continuous measurement of time, but is in fact
discretized for the purposes of numeric calculation.

Based on the queue-length distribution for each time  t, we calculate the smallest value of
staf ng such that our TPoD target can be metin Line 6. This becomes our new staf ng function.
In Theorem 5, we prove that the TPoD is a monotonically decreasing function with respect
to the staf ng level, so this optimization can be solved using any root- nding method. It is
important to remember that at time  t, we are actually setting the staf ng for a near-future
time t + . The reasoning for this temporal difference is explained in Section 3.2.2, but we will
demonstrate the impact of not including this difference shortly.

We note that Line 7 says that all staf ng from time 0 to should be set to the selected staf ng
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level s , since there is no queue length distribution before time 0 that we can use. In practice,
we observe that this does not affect the algorithm's performance; it is simply a warm-up period
that could be effectively handled in a real-world setting.

If the maximum difference in the old and new staf ng functions is less than a threshold
then the algorithm has converged and we have found our optimal staf ng function. If we have
not yet converged, we repeat the process with the new staf ng function.

Algorithm5 SOLSA

1: Inputs: , T,

2: Initialize: i 0, ¢ 1 ,s? 1 8t

3: while (> do

4: Use simulation to evaluate the distribution of Qti) under st(i), 8t.

5: for eacht do I p ' ©
6 stV argmin sj (PW(s,q)> ) PQ"=q)<
S
(i+1) i+
Sf;jt< g S(I _1) )
8. . max NGIING
9: i i+l

3.3.1 Convergence of SOLSA

Since our algorithm follows in the spirit of Feldman et al. (2008), we can establish the correctness
of SOLSA using the same logic. Speci cally, when we use simulation, we are achieving self-
validation of our algorithm.

However, due to the additional complexity of our model, we cannot say that we are con-
verging to the true optimal staf ng function. When the algorithm terminates, it has reached
a point where the next staf ng function  s(*9 s equivalentto s®). This means that when the
simulation is run using s®, it produces a queue length distributional prole  Q()that results in
wait time calculations (as in Algorithm 5, Line 6) where  s(*D = s() js the minimizer. So, we have
converged to a staf ng function that results in a queue length distribution where the calculated
TPoD achieves our service-level target.

In this basic version of SOLSA, we have simpli ed our calculations by assuming that at
each time point, the selected staf ng level is the level observed during the entire interval.
However, since the staf ng is time-varying, an arrival may observe multiple staf ng levels
during their wait. If the arrival rate is relatively smooth, then its likely that the selected staf ng
level will be close enough to all nearby staf ng levels that this assumption is not critical. Indeed,
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SOLSA will converge to a (very nearly) correct staf ng function. However, when the arrival rate
changes drastically, or there are many staf ng changes within a customer's waiting period,
representing all observed staf ng levels by a single one may not be an accurate assumption.
For this reason, we extend SOLSA in Section 3.8 to incorporate knowledge of nearby staf ng
levels when calculating future staf ng. This eliminates the imperfect assumption and helps us
more accurately converge to an optimal staf ng function.

3.4 Initial Simulation Experiments

3.4.1 Stabilizing the Delay Probability

Following the example from (Feldman et al. 2008), we use a sinusoidal arrival rate of (t)=
100+ 20sin(t). We alsolet = = 1, and we set the staf ng discretization (aka the system
resolution) t = 0.01. We furtherlet = 1, meaning that we stop once the maximum difference
in staf ng levels between iterations is 1. For now, we utilize the Preemptive work-releasing policy
discussed in our previous chapter, since it appears to align most closely with the discipline
implied in (Feldman et al. 2008). This policy speci cally states that when a busy server is
scheduled to depart, they return their customer to the head of the queue. We shall revisit this

in much more detail in later sections.

We test the algorithm on ve different values of , ranging from 0.1 to 0.9, utilizing 5000
simulation replications in each iteration. We begin with an initial candidate staf ng with 200
servers. In all cases, the algorithm converged in 2 iterations. In the top plot of Figure 3.4, we show
the arrival rate. The middle plot shows the 5 staf ng levels determined by SOLSA corresponding
to the 5 values of  (from top to bottom, they correspond to =0.1to =0.9).Inthe bottom
plot, we estimate probability of delay by Monte-Carlo simulation for all time points in the
interval [0,24]. As we can see, the SOLSA staf ng functions achieve stable SL performance
which agree with the designated target values. This example con rms that SOLSA reduces to
the ISA method in Feldman et al. (2008).
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