
ABSTRACT

TU, QUANG HUY. Reducing Effort of Labelling Software Engineering Data with Semi-supervised
Learning. (Under the direction of Dr. Timothy Menzies).

Obtaining accurately labeled data is one of the biggest bottlenecks to advance machine learning

generally and machine learning applications in software engineering specifically. In fact, labeled data

is observed to be just as essential as algorithms. Prior work has shown that labeling can be expensive,

taking several weeks to label thousands of commits, error-prone with human mistakes, and not always

available when traversing new research problems and domains. This thesis tackles it with the three-stages

hybrid learning framework: (1) incorporate human experts in the AI system to label data, (2) incorporate

domain knowledge to the existing labeling system, and (3) improve software analytics by adjusting the

domain knowledge specifically for the problem.

We claim that a broad class of software analytics tasks can be better solved through improving data

quality, specifically in the data labeling regime. This thesis work identifies and explores reducing the

labeling efforts problem in software engineering to benefit both software engineering research and the

general solution to labeling effort problems. To support this claim, I studied the existing state-of-the-art

labeling techniques and proposed new algorithm for each stage of the framework across several domains

(e.g., software defect, tech debt, and static warning analysis).

In Stage1, I shall lay the foundation for the proposed framework, which is the involvement of

human experts. Our first study explores the generalizability of current labeling techniques within defect

prediction and our proposed human-in-the-loop active learner. Our proposed solution outperforms the

current solutions by generating better quality data while reducing the labeling efforts by eight times.

In Stage2, I demonstrate that the method relies on human experts alone is not enough. Perhaps,

incorporating fixed SE domain knowledge, e.g., to pseudo-label the data will provide some general

understanding of the data representation. It will boost the initial learning of the labeling system. Specifi-

cally, domain knowledge here is the higher complexity of the data, the more likely it is to belong to the

target class. Hence, in my second study, the previous solution is then extended with little modification to

outperform recent work for self-admitted technical-debt identification while reducing 63% human efforts

for labeling. This indicates that domain knowledge is useful for the data labeling framework.

In Stage3, I will further simplify and improve software analytics. Specifically, the third study explores

the domain knowledge presence across data where I find that the domain knowledge is different for each

project. In the same framework, by simply adjusting the domain knowledge with grid search to adapt to a

specific problem and project, the solution outshines current work in static code warnings, issue close

time, and security bug reports. This work is further validated by benchmarking against standard ML

semi-supervised learners.

We believe that there is still much room to improve on the solutions here, and there exist more tasks

that can be generalized as the data labeling quality and effort problem in and beyond software engineering.

Exploring such possibilities requires effort from many software researchers in the future.
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CHAPTER

1

INTRODUCTION

1.1 What is the Problem ?

How to help software developers produce better software more efficiently is the core topic of software

engineering (SE). Prioritizing tasks can efficiently reduce the human efforts and time required to achieve

certain goals (e.g.,software quality, maintenance, security, etc) of software development. Actively for

the recent decades, practitioners and researchers are exploring ways to incorporate software analytics

to help automate such process. For example, analytics can discover which static code warnings are

adoptable [Yan20; Wan18b]; whether the new issues can be easily fixed [Yed21; Man19]; where software

defects are likely to occur [Agr19; Ost04]; which comments likely to contain technical debts [Mal15;

Yu20]; what the current health conditions of these open-source projects [Xia20]; or how to distinguish

security bug reports [Shu19]. Moreover, top SE conferences like Automate Software Engineering and

Mining Software Repository demonstrate that there are much interests for this area.

In practice, software engineers typically do not directly write the algorithms on how to make decisions.

Instead, they program the models that learn from data that has been annotated with labels. Generating

such labels can be extremely slow and expensive. For instance, Tu et al. [Tu20b] reported that manually

reading and labeling 22, 500+ commits required 175 person-hours (approximately nine weeks), including

cross-checking among labelers. Due to the labor-intensive nature of the process, researchers often reuse

datasets labeled from previous studies. For instance, Lo et al. [Yan15], Yang et al. [Yan16b], and Xia et

al. [Yan17b] certified their methods using data generated by Kamei et al. [Kam13]. While this practice

allows researchers to rapidly test new methods, it leaves the possibility for any labeling mistake to

propagate to other related works. In fact, in technical debts identification, before reusing prior work’s

data [Mal15], Yu et al. [Yu20] discovered that more than 98% of the false positives were actually true

2



positives, casting doubt on work that used the original dataset.

1.2 Statement of Thesis

A broad class of software engineering problems can be solved, prioritized, and automated with software

analytics which relies on manually labeled and error-prone data. Hence, the Software Engineering

community would benefit from reducing data labeling efforts with a hybrid learning that incorporates (1)

domain experts and (2) SE domain knowledge using the lessons learned from active learning.

1.3 Research Questions

This dissertation explores the following six research questions in part 2 and 3 of this work. While part 1

of this thesis elucidates the problem, data, and methods needed to build this work, and part 3 discusses the

generalization of this work. Part 2 of this thesis focuses on three separate studies. The first study focuses

on laying on the foundation of the hybrid framework of human+AI to answer RQI. The second study

explores the limitation of the existing system and leads to the discovery domain knowledge incorporation

to answer RQII and RQIII. The third study explores extension to further the SE domain knowledge

integration to answer RQIV. From those answers, this dissertation finalizes with investigation on the

conclusion generalization with RQV and RQVI.

RQI - How to combine the efficiency of automatic labeling with the quality of manual labeling?

RQII - What else can the system leverage on beside human experts?

RQIII - How to minimize cold start issue in labeling?

RQIV - How to learn the specific domain knowledge for each project?

RQV - Which domains can this system be applied and adapted to?

RQVI - How well the proposed method perform against standard SSL methods in the ML community?

1.4 Novel Contributions

1. A documentation and illustration of five specific SE problems relies on manually labeled data and

how hybrid learning can solve a broad range of SE problems.

2. Investigated several different SE domains to devise the hybrid learning framework.

3. A novel SSL framework called hybrid learning. Instead of exploring adjacency in, e.g., Laplacian

matrixes, I use SE domain knowledge to identify regions of interest.

4. The hybrid learning framework achieved better performance overall.

5. The hybrid learning framework did so with significantly less human efforts in data labeling.

6. Apply the hybrid learning solution to solve at least three SE problems.

7. Investigate the application of standard SSL methods within the ML community.
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1.5 Published Works

1.5.1 Conference Full Papers

• [Tu21b] Huy Tu, and Tim Menzies. "FRUGAL: Unlocking Semi-supervised Learning for Software

Analytics." Proceedings of the 36th IEEE/ACM International Conference on Automated Software

Engineering (ASE), 2021.

• [Tu21d] Huy Tu, George Papadimitriou, Mariam Kiran, Cong Wang, Anirban Mandal, Ewa Deelman,

and Tim Menzies. "Mining Workflows for Anomalous Data Transfers." IEEE/ACM 18th International

Conference on Mining Software Repositories (MSR), 2021.

1.5.2 Journal Full Paper

• [Yu20] Zhe Yu, Fahmid, Huy Tu, and Tim Menzies. “Identifying Self-Admitted Technical Debts with

Jitterbug: A Two-Step Approach.” Transaction of Software Engineering. 2021.

• [Tu20b] Huy Tu, Zhe Yu, and Tim Menzies. “Better Data labeling with EMBLEM (and how that

Impacts Defect Prediction).” Transaction of Software Engineering. 2020.

1.5.3 Workshop

• [Tu21c] Huy Tu, Amritanshu Agrawal, and Tim Menzies. “Can You Explain That, Better? Compre-

hensible Text Analytics for SE Applications.” In Proceedings of the ACM/IEEE Queer in Artificial

Intelligence. 2021.

• [Tu18] Huy Tu, and Tim Menzies. “While tuning is good, no tuner is best.” Proceedings of the 4th

ACM SIGSOFT International Workshop on Software Analytics, 2018.

1.5.4 Poster

• [Tu21a] Huy Tu, and Tim Menzies. “DebtFree: A Semi-supervised Learning Method for Recognizing

Technical Debt." In Proceedings of the ACM/IEEE Richard Tapia. 2021.

• [Tu20a] Huy Tu, Rishabh Agrawal, and Tim Menzies. “The Changing Nature of Computational

Science Software." In Proceedings of the ACM/IEEE Richard Tapia. 2020.

1.5.5 Under Review

• Huy Tu, Rui Shu, and Tim Menzies. “On the Effort-Aware Benefits in Security Bug Report Detection

with Semi-Supervised Learning” IEEE/ACM 19th International Conference on Mining Software

Repositories (MSR), 2022.

• Huy Tu, and Tim Menzies. “DebtFree: Minimizing Labeling Cost in Self-Admitted Technical Debt

Identification using Semi-Supervised Learning” Empirical Software Engineering (2021).

• Joymallya Chakraborty, Huy Tu, Suvodeep Majumder, and Tim Menzies. “Fair-SSL: Achieving

Fairness using Semi-Supervised Learning.” The International Conference of Software Engineering
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(2021).

• Huy Tu, Rishabh Agrawal, and Tim Menzies. “The Changing Nature of Computational Science

Software.” The International Conference on Software Maintenance and Evolution (2021).

1.6 Structure of this Thesis

The rest of this thesis is structured as follows:

• Chapter 2 presents the definition of the data quality issues problem and the challenges associated in

order to solve it.

• Chapter 3 introduces the initial approach of incorporate domain expert in the active learning for data

labeling

• Chapter 4 further improves the solution from Chapter 3 by incorporating fixed SE domain knowledge

to the human-in-the-loop active learning.

• Chapter 5 introduces a novel method to simplify the labeling process by bettering the oracle with

auto-learning the domain knowledge for the project from the lessons learned previously from Chapter

3 and Chapter 4.

• Chapter 6 explores the generalization of our mature system (from Chapter 5) from this dissertation via

(1) applying two more software analytics tasks; and (2) benchmarking against standard semi-supervised

learning methods from the ML community.

• Chapter 7 analyzes the limitations of this work and presents possible future work.

This chapter is partially structured using the advice provided here 1.

1https://cs.stanford.edu/people/widom/paper-writing.html#intro
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CHAPTER

2

A CLOSER LOOK INTO THE PROBLEM

2.1 Definition

Data is a product, with customers, to whom they have both cost and value. As a product, data quality

assurance is the problem of acquiring data with reasonable quantity and quality for the required tasks.

Solutions to the data quality assurance in SE aims to minimize the cost of retrieving data quantity while

efficiently achieving the data quality.

To devise a method to build oracles for a software project with sampling and learning from

little data with better decision-making capability than data-heavy oracles.

Antidote to Data Quality Assurance

2.2 Motivation

Why should practitioners and researchers care about “data quality assurance” at all? This work argues

that data quality assurance is helpful since that would help software engineers worldwide make better

decisions during the software development activity. Therefore this fits into a broad class of SE problems

that is worth addressing. The rest of this section will elucidate the importance of this problem.

2.2.1 Business Management

The cost of poor data quality problems has been estimated as equaling 8-25% of an organization’s revenue;

40-50% of its budget can be dedicated to solving problems associated with low quality data [ISO09].
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Specifically, financial impacts such as increased operating costs, decreased revenues, missed opportunities,

reduction in cash flow and increased fines. Worse yet, although 11% of US firms recognize problems in

their management of DQ, only 48% plan to do something about it [GG14].

2.2.2 Fairness and overall

According to Fractovia, the data annotation market was valued at $650 million in 2019 and is projected

to surpass $5 billion by 2026. The consequences of poor DQ are significant, not just to businesses, but to

governments and society in general [ISO09].

In health care, data scientists use “proxies” — i.e., substituting one data set for another, specifically

“healthcare spending” as a proxy for “race,” (in lieu of difficult-to-obtain medical records) without

accounting for different healthcare spending patterns, or the fact that there are numerous disparities

in how Black and white people are treated once they are admitted to a hospital [Sim20]. Incomplete

data sets can be just as misleading. In house purchasing or job recruitment (i.e., Amazon recruitment

tool [Ama]), the data is incomplete with women and minorities are unequally represented. In such cases,

models based on incorrect or incomplete data can create informational “feedback loops” that strengthen

and reinforce even small biases in the data. And in any case, minorities are by definition less visible to

machine-learning algorithms because most of the training data used to “teach” algorithms is skewed in

favor of the majority.

2.2.3 Deep Learning

Facebook’s translation model, M2M-100 [Fan20], trained on dataset that containing 100 languages, with

7.5B parallel sentences in 2,200 source-destination combinations. For example, in his famous talk, “The

Unreasonable Effectiveness of Data,” Google’s Chief Scientist Peter Norvig argues that “billions of

trivial data points can lead to understanding” [Nor11] (a claim he supports with numerous examples from

vision research). Needless to say, academia and start-ups would not have access to such resource which

presents a dense barrier to make progress in deep learning domains. Andrej Karpathy, director of AI at

Tesla during his Ph.D days at Stanford used neural networks for dense captioning which trained on four

millions region-grounded captions. Andrej also claimed that the motto them he believed in was to keep

his data large, algorithms simple and labels weak [Bro13]. It is contradictory to focus on the quantity of

the data but not the quality.

2.2.4 Software Analytics

Defect prediction is a well-known task within software analytics, specifically to classify software modules

into defect-prone and not defect-prone categories. The publicly available NASA datasets have been

extensively used as part of this research in the past decade (1000+ citations). However, recent researchs

found important differences between the two versions of the datasets, e.g., implausible values in one

dataset and generally insufficient detail documented on dataset preprocessing.

7



Recent defect prediction papers study by Agrawal & Menzies [Agr18a] showed among 22 highly

cited paper among 231 papers in the past decade, only one paper fits their criteria attempting to consider

or fix data quality issue. More importantly, Liebchen [Lie10] did a literature study to find papers actually

handling data quality across the overall Software Engineering field and was able to find only 161 papers

across 17000 found empirical SE papers (less than 1%). Data quality assurance appears to be a prevalent

problem among general domains and also in software engineering but lack its deserving attention. Such

low data quality would have detrimental implications for “fairness”, “trust”, and “insight” across the

Software Engineering field.

• Fairness: Reynold Xin, co-founder and Chief Architect at Databricks, commented that “a machine

learning model is only as good as the data it is fed” [Mot18]. Biased data is one symptom of the low

data quality. This also iterates previous points made from the fairness section that a model is only

as fair as the data it is fed since data served as “experience level” of the model. Machine Learning

community has been aware of this problem and started researching which encourages SE researchers

to follow suit. This is also aligned with the recent paper by Zhang & Harman [Zha21] in ICSE 2021

quoted that “prejudice is a child of ignorance”.

• Trust: low data quality can reduce users’ satisfaction and due to low confidence in forecasting, incon-

sistent operational and management reporting [Alj16].

• Insights: low data quality can delay on decision making or result in improper decisions of practicioners

and project managers. From Kim et al. [Kim16] perspective, software analytics is a way to obtain

fruitful insights that guide practitioners to accomplish software development goals, whereas for Tan

et al. [Tan16a] such insights are a central goal. From a practitioner’s perspective, Bird et al. [Bir15]

report, insights occur when users respond to software analytics models.

2.3 Where to start?

The purpose of empirical SE could be undermined if the discoveries do not hold in multiple contexts

(or at least different projects of similar context). Given the diversity in software engineers and software

projects, different effects can occur. However, researchers should continue to work towards generality.

Positively recent works have shown it is possible to discover universal lessons in SE [Zha14].

Past decades of work for SE community were concerned with data quality issues in aspects of noises

within the data and biased manual data collection [Lie10]. However, those solutions are partial, costly,

outdated, unscalable, and not incorporating the domain expert domain knowledge within current SE

regime. The most recent literature review documenting these software analytics data quality issues were a

decade ago so the following subsection shall document recent attempts and issues regarding data quality.

This thesis responds to their call to show substantial improvements by portraying, investigating,

and mitigating data quality issues with better software analytics on the same resources at hand by

incorporating with SE community knowledge. Chapter 3 and 4 will offer the initial approach of this thesis

to reduce the cost associated with these past decade solutions by effectively and incrementally curating

data examples via software analytics for human experts to label. More importantly, Chapter 5 will tackle
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Figure 2.1 Nine stages of the machine learning workflow from a case study at Microsoft by Amershi et al.
[Ame19]. Some stages are data-oriented (e.g., data collection, cleaning, and labeling) and others are model-
oriented (e.g., model requirements, features engineering, model training, evaluation, evaluation, deployment and
monitoring).

the problem by better the oracle with limnited data by incorporating the SE community knowledge.

2.4 Labeling

One of the goals of industrial analytics is that new conclusions can be quickly obtained from new data

just by applying data mining algorithms. As shown in Figure 4.2, there are at least nine separate stages

that must be completed before that goal be reached [Ame19]. Each of these stages offers unique and

separate challenges, each of which deserves extensive attention. I believe that data quality issues cover

stage 2-4 while addressing stage 4 specifically. Many of these steps have been extensively studied in the

literature [Liu18; Yu20; Pot14; FF15; FF16; FF20; Mal15; Mal17; Liu18; Hua18; Zam19]. However, the

labeling work of stage 4 has been receiving scant attention across the software analytics literature and

also in the literature software analytics data quality issues. In literature, there are several approaches for

executing the labeling process:

1. Manual labeling;

2. Crowdsourcing;

3. Reuse of labels;

4. Automatic labeling;

5. Active learning (a special kind of semi-supervised learning)

2.4.1 Manual labeling

In manual labeling, a team of (e.g.) graduate students assigns labels then (a) cross-checks their work via

say, a Kappa statistic; then (b) use some skilled third person to resolve any labeling disagreements [Lut04;

Tu20c; Tu20b].

Manual labeling can be very slow. Tu et al. recently studies a corpus of 678 Github projects [Tu20b;

Tu20c]. A random selection of 10 projects from that corpus had 22, 500 commits, which took 175 hours

to manually label the commits buggy, non-buggy (time includes cross-checking). That is, manual labeling

of those 500 projects would have required 90 weeks of work.

2.4.2 Crowdsourcing

Tu et al. [Tu20b] offers a cost estimate of what resources would be required to sub-contract that effort

to dozens of crowdsourced workers via tools like Mechanical Turk (MT). Applying best practices in
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crowdsourcing [Che19], assuming (a) at least USA minimum wages [Sil18]; and (b) our university taking

a 50% overhead tax on grants; then crowd sourcing the labeling of the issues from 500 projects would

require $320,000 of grant reserve.

2.4.3 Reusing Labels

Since manual labeling is time consuming and crowdsourcing is too expensive, researchers often reuse

labels from previous studies. E.g. for defect prediction, researchers [Yan17b; Yan16b; Yan15] certified

their methods using data generated by Kamei et al. [Kam13]. This approach fails, in two cases. Firstly,

when exploring a new domain, there may be no relevant old labels to reuse. Secondly, reusing labels

means incorrectly labeled examples can contamiante other research. For example, Yu et al. [Yu20] were

exploring self-admitted technical debt and found that their classifiers had an alarming high false-positive

rate. But when they manually checked the labels of their data (which they taken from a prior study by

Maldonado et al. [Mal15]), they found that over 98% of the reused false-positive labels were incorrect.

2.4.4 Automatic labeling

If labels cannot be generated manually or reused from other papers, using automatic labeling processes is

an attractive alternative. For example, defect prediction papers [Ros15; Kim08; Cat17; Nay18; Moc00;

Kam13; Hin08] can label a commit as “bug-fixing” when the commit text contains certain keywords (e.g.

"bug", "fix", "wrong", "error", "fail" etc [Tu20b]). Vasilescu et al. [Vas15] noted that these keywords are

used in a somewhat ad hoc manner (researchers peek at a few results, then tinker with regular expressions

that combine these keywords). Tu et al. [Tu20b] had found that these simplistic keyword approaches can

introduce many errors, perhaps due to the specialization of the project nature or the ad-hoc nature of their

creation. In technical debts identification, Yu et al. proposed a pattern-based method that automatically

identified 20-90% of self-admitted technical debts (SATDs) by finding patterns associated with high

precision from the labeled training sets (close to 100%). This approach does need extensively labeled

training data to find quality patterns that are associated with technical debt because it relies on precision.

Another automatic approach is ML which involves supervised learning models to train on existing labeled

datasets to learn the underlying rules of the data. However, this also requires having access to a substantial

amount of labeled data (especially for deep learners) which is not always available in new domains (e.g.,

the success of open-source projects).

2.4.5 Active Learning

A third approach is to (a) only label a representative sample of the data; then (b) build a classifier from

that sample; then (c) use that classifier to label the remaining data [Wit17]. To find that representative

example, some unsupervised learners like an associations rule learner or a clustering algorithm or an

instance selection algorithm is used to find repeated patterns in the data [Kim08]. Then a human oracle is

asked to label just one exemplar from each pattern. More sophisticated versions of this scheme include

active learners, where an AI tool rushes ahead of the human to fetch the most information next examples
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to be labeled [Koc12b; Set09]. If humans first label most informative examples, then better models can

be built faster. This means, in turn, that humans have to label fewer examples.

The more general term for active learning is semi-supervised learning. Both terms mean “do what

you can with a small sample of the labels” while active learning adds a feedback loop that checks new

labels, one at a time, with some oracle. Semi-supervised learning relies on partially labeled data and

mostly unlabeled data.

Since 2012, active learning approaches have been received scarce attention in SE [Koc12b; Tu20b;

Yu19a; Yu21]. Initially, it seems to be a promising method for addressing the cost of label checking and

generating. For self-admitted technical debt identification, only 24% on the median of the training corpus

had to be labeled [Yu21]; Also, using active learning, effort estimation for N projects only needed labels

on 11% of those projects [Koc12b]; Further, while seeking 95% of the vulnerabilities in 28,750 Mozilla

Firefox C and C++ source code files, humans only had to inspect 30% of the code [Yu19a]. That said, after

much work, it must be reported that active learning still produces disappointing results. It is still daunting

to “only” label (say) 5% to 2.5% of the projects in the 1,857,423 projects in RepoReapers [Mun17] or

the 9.6 million links explored by Hata et al. [Hat19]. Also, consider the Firefox study mentioned in the

last paragraph. The human effort of inspecting 28,750×30% = 8,625 source code files (needed to find

identify 95% of the vulnerabilities) it is beyond the resources of most analysts (but it might be justified

for mission-critical projects).

While previous work had proposed to incorporate more complex components of the current semi-

supervised learners (e.g., a deep learner in place of a random forest) or apply expensive tuning, this thesis

proposes a deeper look into the nature of the SE data and problem. Therefore, I call for attention that

there is a domain knowledge associated with the SE data and problem that these system can leverage on

which simplify the suggested extensions that are complex and expensive. Specifically, the intuition is that

the data characteristics (attributes/features) from the target class is more complicated than the non-target

one. This will be preliminarily introduced in Chapter 4 and polised in Chapter 5 of this thesis.
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Part 2 - Fixing the Problem
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CHAPTER

3

EMBLEM STUDY - INCORPORATE
DOMAIN EXPERTS

This chapter comes from the TSE journal paper “Better Data Labelling with EMBLEM (and how that

Impacts Defect Prediction)” [Tu20b]. The success story of this chapter is, that, incorporating domain

experts in the in-the-loop fashion with AI will help us efficiently learn the specific domain that we are

exploring. But note that later in this thesis we will say that the domain experts without the domain

knowledge would not be enough.

3.1 Introduction

A vital first step in software analytics is finding the labels (or “ground truth”) for training data. It can be

very expensive to acquire these labels via human labor. For example, four out of the nine projects studied

in this chapter have 22, 500+ commits which required 175 person-hours, include cross-checking, to read

via standard manual methods (and 175 hours ≈ nine weeks of work).

Since labeling can be extremely labor-intensive and expensive, researchers often reuse datasets

labeled from previous studies. For instance, Lo et al., Yang et al., and Xia et al. certified their methods

using data generated by Kamei et al. [Yan17b; Yan16b; Yan15]. While this practice lets researchers

rapidly test new methods, it does mean that bad labels (that were mistakenly assigned in prior work) can

cascade over an entire research community.

Another standard practice in defect prediction [Ros15; Kim08; Cat17; Nay18; Moc00; Kam13;

Hin08] is to label a commit as “bug-fixing” when the commit text contains keywords like those of

Table 3.1. Vasilescu et al. [Vas15; Vas18] notes that these keywords are used in somewhat ad hoc manner
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Table 3.2 Commit messages from computational software systems (see Table 3.5). Each commit is labeled “bug-
fixing” by either a keyword method (from Commit.Guru[Ros15])) or Emblem. Right-hand side comments come
from a manual inspection of each commit.

Label=bug-fixing? Comment on the
Commit message Keyword EMBLEM Keyword labels
fixes #143: alignto() now checks the 2 selections describe the same atom Y Y
Correct bugs due to merge (rhotoxc) Y Y Correct
Convert tsmear to tphysel in vtorhotf.F90 N N
Universe can load multiple trajectories from positional args N N
NetCDFWriter working (closes Issue 109) N Y
Correction in magnetization rotation (DFPT+PAW) N Y
Add missing module dependency N Y False-Negative
findSubgraphIsomorphisms works if you pass it a complete mapping N Y
documentation updates and fixes Y N
Removed unused expected error from Selections Y N
Test for HOLE changed form error to warning when HOLE binary is not there Y N False-Positive
Added CHANGELOG entry for fix of Issue #550. Y N

Table 3.1 This paper argues against using keywords
like these as a method for labeling a commit as
“buggy’. Keywords from [Hin08].

Category Associated Keywords
Corrective bug, fix, wrong, error, fail, problem, patch
Feature Addition new, add, requirement, initial, create
Merge merge
Perfective clean, better
Preventive test, junit, coverage, asset

(researchers peek at a few results, then tinker with

regular expressions that combine these keywords).

That ad hoc approach can perform very badly. The

‘Keyword’ column of Table 3.2 shows the results

when we performed the standard labeling on one

corpus of projects. Note that the keyword method

performed very badly to identify bug-fixing com-

mits.

Table 3.2 also shows that the same commits were labeled accurately by EMBLEM, the incremental

support vector machine (SVM) approach introduced in this chapter. EMBLEM works by combining AI

tools (to find potentially interesting examples) with human expertise (that comments on those examples).

EMBLEM reduces the costly efforts associated with humans labeling a large corpus by guiding humans to

read the fewest examples needed to best train a classifier to capture most of the important (i.e. bug-fixing)

commits.

3.2 Motivation and Background

3.2.1 Data Sharing: Benefits and Drawbacks

Most of this chapter discusses problems (and solutions) of data labeling for defect prediction. Before

that, this section steps back and comments that the methods discussed here might actually have a broader

application area. Specifically, we think that our methods are an important contribution to the general area

of data sharing and reproducibility in software engineering (in particular) and science (in general).

Standard practice in the software analytics literature is for different researchers to try their methods

on shared data sets. For example, in 2010, Jureckzo et al. [Jur10] offered tables of data that summarized

dozens of open source JAVA projects. That data is widely used in the literature. A search at Google

Scholar on “Xalan synapse” (two of the Jureckzo data sets) shows that these data sets are used in 177

papers and eight textbooks, 126 of which are in the last five years.
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Reusing data sets from other researchers has its advantages and disadvantages. One advantage is

repeatability of research results; i.e. using this shared data, it is now possible and practical to repeat/re-

pute/prove prior results. For examples of such kind on analysis, see the proceedings of the PROMISE

conference or the ROSE festivals (recognizing and rewarding open science in SE) at FSE’18, FSE’19.

ESEM’19 and ICSE’19. See also all the lists of 678 papers that reuse data from the Software-artifact

Infrastructure Repository at Nebraska University (sir.csc.ncsu.edu/portal/usage.php).

Another advantage is faster research. Software analytics data sets contain independent and dependent

variables. For example, in the case of self-admitted technical debt (SATD), the independent variables

are the programmer comments and the dependent variable is the label “SATD=YES” or “SATD=NO”.

Independent variables can often be collected very quickly (e.g. Github’s API permits 5000 queries per

hour). However, assigning the dependent labels is comparatively a much slower task. According to

Maldonado and Shihab et al. [Mal15], classifying 33,093 comments as “SATD ∈ {yes,no}” from five

open source projects took approximately 95 hours by a single person; i.e. 10.3 seconds per comment.

Using that information, we calculated that, relabeling the data used in this chapter would require months

of work (see §2.2 and Table 3.11 with Table 3.12). When a task takes months to complete, it is not

surprising that research teams tend to reuse old labels rather than make their own.

That said, the clear disadvantage of reusing old labels is reusing old mistakes. Humans often make

mistakes when labeling [Hat08]. Hence, it is prudent to review the labels found in the dataset. As we will

show here: (a) manually reviewing software artifacts is a complex process; and (b) much of that cost can

be reduced via a partially-automated procedure, such as the EMBLEM system discussed here.

Of course, labeling is only one part of the whole process of building models from data. Figure 4.2

offers one description of that whole process and the next section of this chapter discusses where labeling

fits into that picture.

3.2.2 The role of labeling in data mining

One of the goals of industrial analytics is that new conclusions can be quickly obtained from new data

just by applying data mining algorithms.

As shown in Figure 4.2, there are at least nine separate stages that must be completed before that goal

be reached [Ame19]. Each of these stages offers unique and separate challenges, each of which deserves

extensive attention. They are mapped to our problem as:

Step 1 Data Collection: existing organizational data stores are queried for their relevant data.

Step 2 Bug-fixing Labelling (Data Labelling): categorize a commit as bug-fixing or not based on the

textual content of the commit log.

Step 3 Bug-inducing Identification (Feature Engineering Part 1): determine the commit that inducing

the bugs from the bug-fixing code change what code changes were implicated in a bug report (i.e.

SZZ algorithm, which is short for Sliwerski, Zimmermann, and Zeller [Ś05]).

Step 4 Feature Engineering (Feature Engineering Part 2): describe code change as a set of features and

apply any data transformation as necessary (e.g. regularization, sampling). Recent work utilized

the deep belief network to generate more quality metrics [Yan15].
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Step 5 Model Training: decide which data miners to use, then apply it to the data.

Step 6 Model Evaluation, Deployment, and Monitoring: apply different metrics to assess the effec-

tiveness of the data mining process while juxtaposing the result with the hypothesis. Outside of

numerical performances (e.g. precision, recall, F-measures), it is also as important to evaluate

the explainability of the models (e.g. through visualization) to have insights on when and how

models fail to make accurate predictions [Ame19].

Many of these steps in Figure 4.2 have been extensively studied in the literature[Gho15; Men07a;

Yan17b; Yan16b; Yan15; Kim08; Ś05; da 17]. However, the labeling work of step 2 of the revised

framework mentioned above (or step 4 from Figure 4.2) has been received scant attention. Some of the

prominent representatives for this area can be traced back to 2010 and 2012 and include:

• Linkster [Bac10]: Bird et al. proposed a tool that enables experts to quickly find and examine relevant

changes, and annotate them as desired by integrating multiple queryable, browseable, time-series views

of version control history and bug report history.

• Relink [Wu11]: this approach begins with the labeled bugs then it does the linking analysis to match

the changes to the bugs. It generates the labels and validates the veracity of those in the first place.

Their methods are not valid and applicable unless the labeling is correct in the first place (which needs

EMBLEM).

• Lo et al. [Tia12] proposed a combination of Learning from Positive and Unlabeled Examples (semi-

supervised) and SVM (supervised) to identify Linux bug-fixing patches.

Note that Linkster helps researchers manually label around 500 commits within a working day. Assuming

that one working day is 8 hours, it takes approximately 1 minute to study each commit. Hence, a large

scale Linkster-style analysis would be too costly in real-world scenarios. More importantly, Linkster

assumes the existence of mailing list data (that our study does not have access to).

As to Relink and the methods of Lo et al., these approaches assume the existence of some pre-labeled

examples. For example, suppose we wish to certify the effectiveness of the Lo et al. method. Such a

certification would require a library of ground-truth examples that were curated and certified efficiently

by some smart processes. This paper proposes and discusses that cost-effective and smart method for

generating such a library of ground-truth examples, EMBLEM as the human+AI framework.

More generally, we argue that it is both necessary and pragmatically useful to study labeling generally

and commit labeling for defect prediction specifically.

(1) Necessary: The second and third column of Table 3.3 show that the relationship between code-

fixing commits and issues reports. Note that there is not a straight-forward linking from one to another.

In our experience, it is an inherently complex and error-prone task to generate those links. For example,

the last two columns of Table 3.3 shows our analysis of (a) the links from code commits to issues raised

by the physicists and (b) the links from those issues back to related code commits (these two columns

were generated by text mining the commit comments and the text of the issue reports). If the commit

comments (or the text of the issue reports) covered the matters raised in columns two and three, then the

percentages in columns should be large numbers. The key thing to observe in that table is:

• The percentage of commits being linked back successfully to the issues and the percentage of issues
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Table 3.3 How often can the bug-fixing commits be linked back to the specific issues through issue tracker (from
Github). See Table 3.5 for notes on the projects shown in column one.

No. of Commits Issues Linked
Project Bug Fixing No. of Linked to Through

Commits Issues Issues % Commits %
RMG-PY 609 1698 19 (3%) 16 (1%)

LIBMESH 1720 2263 56 (5%) 30 (1%)
LAMMPS 664 1702 84 (9%) 29 (3%)

AMBER 815 763 11 (5%) 20 (3%)
HOOMD 1124 470 41 (3%) 13 (3%)

PCMSOLVER 198 178 18 (9%) 13 (7%)
MDANALYSIS 707 2360 209 (29%) 193 (8%)

XENON 507 657 128 (25%) 135 (20%)
ABINIT 730 25 64 (9%) 15 (60%)

can be inferred from commits (shown in columns four and five in the table) is shown to be very low
indeed (down to 1% for some cases with median of 3%-9%).

When data looks like Table 3.3, there are no effective automated approaches and researchers are forced to

check all commits and relabel all those that actual refer to bug fixes. It would be unnecessary to check all

commits with the approach proposed in this chapter, i.e. EMBLEM.

(2) Pragmatically Useful: Checking and relabeling is a time-consuming and expensive task. While

most commit messages are short1, the nine projects studied in this chapter have 45, 000+ (before pre-

processed) commits. Based on experience with running data-labeling sessions (using teams of graduate

students), labeling the 22, 500+ commit messages from these projects required 175 person-hours (or 19.5

hours on average for a project; median reading times see in 5000+ commits). These nine projects are

just a sample of the 59 computational science projects that we have currently found on Github (and we

suspect that an order of magnitude more such projects may exist). Assuming these 59 projects have the

same commit frequency as the nine, then labeling all 59 projects requires 29 weeks of work. Further, if a

second human is used to check the labels (which is a standard practice in manual SE research papers),

this estimate grows to 58 weeks (1.15 years). And we are not finished yet. If any other research team

wants to check our results (which is always good research practice) then yet another 1.15 years may be

required (per secondary group), just to independently check those labeling.

What would it cost to complete all that labeling? The following estimates assume (a) the use of

crowdsourcing (via Mechanical Turk); (b) our crowdworkers are being paid at least minimum age ($8.25);

(c) we assign two readers per issue report; and (d) a 50% “cull rate” of crowd workers (where quality

control questions are used to identify and prune ineffective crowdworkers2; and (e) and our university

takes a 50% overhead tax on grants. Under those assumptions, labeling 500 projects of Github issues

would require 39,000 hours and $320K of grant money (with nothing left over for graduate student wages

or other equipment).

1The sample in Table 3.2 reflects the median size of these messages.
2Such a 50% “cull rate” is common practice in crowdsourcincg [Che19]
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However, when using EMBLEM, we would only need to read up to 22% on the median of the

commits to find 95% of the bug-fixing commits (documented in the last column of Table 3.5c). That

is, the same task would only consume 4,940 hours and $40K of the money grant (which is an order of

magnitude improvement by approximately eight times). For details on how we make this calculation, see

Table 3.11 and Table 3.12, later in this chapter.

3.2.3 Why Study Defect Prediction?

The case study of this chapter relates to defect prediction. This section motivates the values of studying

this part of software engineering.

Software quality assurance budgets are finite while assessment effectiveness increases exponentially

with assessment effort [Fu16b]. Therefore, standard practice is to apply slower methods on code sections

that seem most critical or bug-prone. Software bugs are not evenly distributed across the project [Ham09;

Kor09; Ost04; Mis11]. Hence, a useful way to perform software testing is to allocate most assessment

budgets to the more defect-prone parts in software projects. Data mining algorithms can input features

extracted from source code and output predictors for where defects are likely to occur. Which such

predictors are never 100% correct, they can suggest where to focus on more expensive methods.

There is much commercial interest in defect prediction. In a survey of 395 practitioners from 33

countries and five continents, Wan et al. [Wan18a] found that over 90% of the respondents were willing

to adopt defect prediction techniques.

Results from commercial projects have shown the benefits of defect prediction. Misirli et al. [Mis11]

built a defect prediction model for a telecommunications company. Their models predicted 87% of code

defects and decreased inspection efforts by 72% (while reducing post-release defects by 44%). Kim et

al. [Kim15] applied the defect prediction model, REMI, to the API development process at Samsung

Electronics. Their models could predict the bug-prone APIs with reasonable accuracy (0.68 F1 scores)

and reduce the resources required for executing test cases.

Software defect predictors not only save labor compared with traditional manual methods, but they

are also competitive with certain automatic methods. Rahman et al. [Rah14] compared (a) static code

analysis tools FindBugs, Jlint, and PMD with (b) defect predictors (which they called “statistical defect

prediction”) built using logistic regression. No significant differences in cost-effectiveness were observed.

Given this equivalence, it is significant to note that defect prediction can be quickly adapted to new

languages by building lightweight parses to extract code metrics. The same is not true for static code

analyzers - these need extensive modification before they can be used in new languages. Because of this

ease of use, and its applicability to many programming languages, defect prediction has been extended

many ways including:

1. Application of defect prediction methods to locating code with security vulnerabilities [Shi13].

2. Predict the location of defects so that appropriate resources may be allocated (e.g. [Bir09a])

3. Understand the factors that lead to a greater likelihood of defects such as defect prone software

components using code metrics (e.g., ratio comment to code, cyclomatic complexity) [Men10; Men07a;

D’A10] or process metrics (e.g., number of changes, recent activity) [Nag05; Elb00; Mos08; Has09a].
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4. Use predictors to proactively fix defects [Kam16; LG12; Arc11]

5. Study defect prediction not only just release-level [Che18; Agr18a] but also change-level or just-in-

time [Yan18; Kam13; Nay18; Ros15] both for research and also industry.

6. Explore “transfer learning” where predictors from one project are applied to another [Kri18; Nam18].

7. Explore the trade-offs between explanation and performance of defect prediction models [Che18].

8. Assess different learning methods for building models that predict software defects [Gho15]. This

has led to the development of hyperparameter optimization and better data harvesting tools [Agr18c;

Agr18a; Fu17a; Fu16a; Fu16b; Tan16b].

The important thing to note about all these eight research areas is that all their conclusions are questionable

if commit messages are labeled incorrectly in the first place. As Table 3.2 showed, ground truths of defect

prediction can be inaccurate if the wrong labeling methods are applied. Hence, the concern here is that it

could be misleading to train and draw conclusions from the wrongly labeled data.

3.3 Incremental Active Learning

3.3.1 Overview

The case was made above that (a) labeling commit messages is a vital task at the core of much current

research, and (b) manually labeling those commits is a very slow process. This section describes the

EMBLEM active learning method that incrementally labeling a small subset of the commits. Using those

labels, a machine learner can then find nearly all the remaining interesting/bug-fixing commits. Using

these methods, humans have to read in detail only a small percentage of the commits (under 22%, median

value from the last column of Table 3.5c).

Figure 3.1 Separating bug-fixing
(red) from non bug-fixing (green)
files.

To understand active learning, consider the decision boundary be-

tween the bug-fixing commits and other commits shown in Figure 3.1.

One tactic for quickly finding those bug-fixing commits would be to

ask humans to review and assess a few dozens of commits that fall

into the red region of this figure, as far as possible from the green ones

(i.e. certainty sampling). Another tactic would be to review items that

are closest to the boundary (i.e. uncertainty sampling). Such active

learners outperform supervised and semi-supervised learners and

can significantly reduce the effort required to achieve high recall in

electronic discovery, evidence-based medicine, and reading research

papers [Cor17; Cor16a; Cor16b; Cor15; Cor14; Wal10b; Wal10a;

Wal11; Wal12; Wal13; Yu18b; Yu19].

3.3.2 Core Problem

The core problem of labeling is how to find most of the relevant or

bug-fixing commits with the least inspection of the development commits/logs. Formally, the general
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Table 3.4 Problem description for EMBLEM.

C : the set of all candidate commits (in the project).
B ⊂C : the set of ground truth bug-fixing commits.
N =C \B : the set of ground truth not bug-fixing commits.
L ⊂C : the set of labeled/reviewed commits,

each review reveals whether a commit x ∈R .
LB = L ∩B : the identified bug-fixing (included) commits.
LN = L ∩N : the identified none bug-fixing (excluded) commits.

form (documented in Table 3.4) can be described as following: start with the set of reviewed commits of

L = 0 labels, prioritize which changes to be reviewed so as to maximize |LB | (bug-fixing commits) while

minimizing |L | (the total number of assigned labels).

The central insight of this chapter is that labeling textual data (e.g. development logs/commits)

is analogous to reading research papers where there is a small fraction of target class (i.e. bug-fixing

commits for labeling and relevant research papers for reading). Repeating successes of active learning in

electronic discovery, evidence-based medicine, and reading research papers indicate its’ effectiveness.

The secret is that the active learning framework includes human assessors in the loop to investigate and

find most of the bug-fixing commits while keeping the overall inspected commits minimal. Specifically,

there are several differences:

• More informed learning method: as §2.1 indicated, labeling bug-fixing commits have been only utilizing

keywords that may not be generalized to developers coming from different domains. EMBLEM does

not assume the patterns when labeling the commits, but instead, it lets the human developers identify

a few bug-fixing commits. Then it learns the discriminating patterns and efficiently found similar

bug-fixing examples through text-mining pipeline (described in §3.3). It is suggestive that our method

can be generalized to various domains with no prior knowledge.

• Stopping mechanism: Minimizing developers’ effort is crucial, especially for the computational science

domain where the efforts should be focused on improving state-of-the-art scientific theories. Therefore,

our EMBLEM offers an incremental estimation of approximately how many more relevant or bug-fixing

commits are left in the corpus (also described in §3.3). This is useful since, without it, developers

would not know if it is cost-effective to continue labeling.

Hence, for our labeling problem, we adopted an active learning framework developed for reading

research papers in SE literatures [Yu18b; Yu19c; Yu19b; Yu18a], called EMBLEM. It has been proofed

to be effective not only in reading research papers, but also in inspecting software security vulnerabili-

ties [Yu19], finding self-admitted technical debt [Fah19], and test case prioritization [Yu19c]. In this work,

EMBLEM handles not only labeling commits to certify the previous approaches but also establishing the

new ground-truth labels for future studies.

3.3.3 Framework

All those aforementioned tactics are built into EMBLEM [Yu18b; Yu19], the active learner used for this

work. When reading commits, EMBLEM initially uses uncertainty sampling to fast build a classification
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model (for bug-fixing or non bug-fixing commit message), then switches to certainty sampling to greedily

find bug-fixing commits. The machine learner (i.e. SVM) use this feedback from human to learn their

models incrementally. These models are then used to sort the stream of commit messages such that

humans read the most informative ones first (and the commits are resorted each time a human offers a

new label for a commit). From the nomenclature of Table 3.4, More specifically, EMBLEM executes as

follows:

Step 1 Feature Extraction: Given a set of commits candidates E , EMBLEM extract features from each

candidate as top N1 = 4000 L2-normalized (the square root of the sum of the squared vector)

terms with the highest TF-IDF3 scores (after stop word removal). Initialize the set of labeled data

points as L←; and the set of labeled positive data points as LB ←;.
Step 2 Initial Sampling: EMBLEM starts by randomly sampling unlabeled candidate studies until

humans declare that they see N2 = 1 relevant examples. In the context of this chapter, “relevant”

will mean “bug-fixing commit”.

Step 3 Uncertainty Sampling: Then, as human assessors offer labels, one example at a time, EMBLEM

start training and updating with weighting to control query with uncertainty sampling, until N3 =

30 relevant examples are found. Here, different weights are assigned to each class (WB = 1/|LB |,
WN = 1/|LN |).

Step 4 Certainty Sampling: Next, EMBLEM trains further using certainty sampling and Wallace’s

“aggressive undersampling” [Wal10b] that culls majority class examples closest to the decision

boundary.

Step 5 Relevant Examples Estimation: EMBLEM stops training when it is estimated that N4 = 95% of

the relevant have been found.

To generate the N4 estimate, whenever the SVM model is retrained, EMBLEM makes temporary “guesses”

about the unlabeled examples (by running those examples through the classifier). To turn these guesses

into an estimate of the remaining bug-fixing commits, EMBLEM:

1. Builds a logistic regression model, using the guesses.

2. Using that regression model, EMBLEM makes new guesses on the remaining unlabeled examples.

3. Loops back to step1 until the new guesses are the same as the guesses in the previous loop.

4. Uses this logistic regression model to estimate the remaining number of positive examples in the data.

The reader will note that there are many specific engineering decisions built into the above design (e.g.

the values {N1 = 4000, N2 = 1, N3 = 30, N4 = 95%}). Those decisions where made by Yu et al. [Yu18b]

after exploring 32 different kinds of active learners. They report that, using the above requirements,

EMBLEM found more relevant items faster than the previously reported state-of-the-art in incremental

text mining retrieval [Wal10a; Cor15]. Further, the N4 estimator converged much faster and obtained

better estimates that other prominent estimators from the text mining literature [Ros17; Cor16a; Wal13].

3For token t , its tf-idf score: Tfidf (t ) =
∑

d∈D Tfidf (t , d ), in which for token t in commit or document d , Tfidf (t , d ) =
w t

d × (log |D |
∑

d∈D sgn(w t
d )
+1) where w t

i is the number of times token t appears in document d .
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Table 3.5 Data used in this study.

Table 3.5a: Data selection and pruning.
678 computational science projects were identified. Many of these are purely personnel projects (or just
used for web storage) so following the advice of Kalliamvakou et al. [Kal14], we used the sanity checks
of Table 3.5b to prune these to 59 projects. On these, we use nine (selected to cover a range of languages):
• PCMSOLVER: API to the Polarizable Continuum Model [Rem14].
• XENON: middleware interface to compute & storage resources [Maa18].
• MDANALYSIS: Python code to analyze molecular dynamics trajectories generated from other simula-

tion packages [Bec16].
• HOOMD: particle simulation for hard particle Monte Carlo simulations of a many shape classes

[And08].
• ABINIT: an atomic-scale simulation software suite [Gon20].
• AMBER: Fast, parallelized molecular dynamics analysis [SF13].
• RMG-PY: the Python Reaction Mechanism Generator. Generates chemical reaction mechanisms for

modeling reaction systems [Gao16].
• LAMMPS: Large-scale Atomic/Molecular Massively Parallel Simulator, a classical molecular dynamics

simulation code [Pli95].
• LIBMESH: numerical simulation of partial differential equations on serial and parallel platforms.

[Kir06].
For statistics on these systems, see Table 3.5c.

Table 3.5b: Sanity checks (designed
using [Kal14]).

Check Condition
Personal purpose (# Developers) > 7

Collaboration (Pull requests) > 0
Issues > 10

Releases > 1
Commits > 20
Duration > 1 year

Table 3.5c: Statistics on selected systems.
Duration No. of No. of No of. Reviewed

Dataset Language (years) Developers Commits Releases Commits %
LAMMPS C++ 5.5 84 5587 7 11
RMG-PY Python 9.5 47 4472 7 14

PCMSOLVER C++ 4.5 8 1655 2 17
HOOMD C++ 3 41 3904 6 21
ABINIT Fortran 2.5 23 3911 9 22

LIBMESH C 6.5 56 7801 8 25
AMBER C++ 4.5 11 4243 4 26

MDANALYSIS Python 4 80 2733 8 38
XENON Java 6 11 1804 7 39

Our pre-experimental belief was that EMBLEM would require extensive tuning before it could be

used for labeling Github commits. However, the effectiveness of EMBLEM was obtained using Yu et

al.’s original decisions [Yu18b; Yu19] without extensive tuning. Future improvements can be achieved by

tuning different settings.

3.4 Experimental Methods

The rest of this chapter performs the experiments that explore the research questions shown in the

introduction. Note that, in all the following, when we say “use EMBLEM”, than is shorthand for use

EMBLEM until 95% of the bug-fixing commit messages have been found (where that 95% is estimated

using the N4 method discussed above).
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3.4.1 Data

The case studies of this chapter come from computational science software. It is important to study such

software since that code has a widespread social impact. For example, weather forecasts generated from

computational science software can predict the path of hurricanes. This, in turn, allows (e.g.) effected

home owners to better protect themselves from damaging winds. For another example, computational

science explores the properties of new materials. Synthesizing new materials is very expensive so standard

practice is to use software to determine those properties (e.g. via a finite element analysis). This, in

turn, enables (e.g.) the faster transition of new materials to industry. Moreover, more quality software

would guarantee the computational science work more credible and more reproducible. Therefore, better

software engineering improves computational science software, which would lead to better (e.g.) weather

predictions and the faster creation of new industries based on new materials.

Another important reason to study computational science is that CS can be used to stress test the

generality of existing SE methods. Consider the results of Table 3.2 where a standard labeling method in

SE (i.e. keywords to identify bug-fixing commits) failed very badly when applied to CS software. This

result is suggestive (but not conclusive) evidence that (a) prior work on analytics has over-fitted methods

(to systems like Apache); and that (b) there is no better time than now to develop new case studies (like

CS).

Our data was collected as follows. Using our contacts in the computational science community (from

the Molecular Sciences Software Institute (MOLSSI), and the Science Gateways Community institute

(SGCI)) we found 678 computational science projects. Researchers warn against using all the Github

data [Bir09b; Agr18b; Kal15; Mun17] since many of these projects are simple one-person prototypes.

Following their advice, we applied the sanity checks of Table 3.5b to select 59 projects with sufficient

software development information. To create a manageable study, we selected ten of these at random

(across a range of implementation languages). One proved to have certain local corruptions so it was

dropped. The remaining nine projects are listed in Table 3.5a and Table 3.5c. Specifically, the last column

of Table 3.5c indicating the percentage of the commits that are needed to be read by human through

EMBLEM in order to identify the 95% of the bug-fixing commits (i.e. 22% as the median percentage).

The bug-fixing commits in these projects are then mapped to the previous code changes or commits

that introduce the bugs. For that purpose, we used Sliwerski, Zimmermann, and Zeller’s SZZ’s algo-

rithm [da 17; Kim08; Ś05] to work back in time to identify what code changes lead to the bug report (and

the SZZ implementation we used here came from Commit.Guru). Rodríguez-Perez et al. [Rod18] report

that at least 187 papers have also used SZZ in the same way as these experiments of this chapter.

For this analysis, we used Commit.Guru tool [Ros15]. This tool was used since Commit.Guru supports

web-scale data collection from on-line Github projects. Also, Commit.Guru labels commit using a set of

keywords that are represented standard practice in the commit-level defect prediction domain. Table 3.6

shows the sensible information that we used from Github repositories through Commit.Guru [Moc00;

Kam13]. Note that these features are language agnostic and divide almost equally into information about

the code and information about how humans are changing that code:

• One challenge data with multiple projects is that they use different programming languages. Hence, it
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Table 3.6 14 independent commit-level features, collected by Commit.Guru.[Kam13].

Dimension Name Definition Rationale

Diffusion

NS Number of modified subsystems Changes modifying many subsystems are more likely to be defect-prone
ND Number of modified directories Changes touching more directories are more likely to introduce defect.
NF Number of modified Files Changes touching more files are more likely to introduce defect.
Entropy Distribution of modified code across

each file
Changes with high entropy are more likely to introduce technical debt,
since a developer will have to recall and track more scattered changes
across each file.

Size
LA Lines of code added Changing more lines of code is more likely to introduce defects.LD Lines of code deleted
LT Lines of code in a file before the changes The larger the file/module, the more likely that the change would be

defective.

Purpose FIX Whether the change is defect Changes that fixing the defect are more likely to introduce more defects
fixing? than changes for new functionality implementation.

History

NDEV Number of developers that changed the
modified files

Changed files touched by more developers before are more likely to
introduce defects, since different developers have different design
thoughts and code styles.

AGE The average time interval from the last
to the current change

More recent changes (lower age) contribute more defects than older
changes (longer age).

NUC Number of unique changes to the modi-
fied files before

Larger NUC changes are more likely to introduce defects since a devel-
oper will have to recall and track many previous changes.

Experience

EXP Developer experience The experience of developers has an impact on introducing TD
REXP Recent developer experience The experience of developers that has often modified the files are less

likely to introduce defects (more familiar with the system).
SEXP Developer experience on a subsystem Modifications that are made by developer that are familiar with the

subsystems are less likely to introduce defects.

is best to use language-agnostic measures.

• Herslab [Tsa14] and Devanbu [Rah13] argue convincingly that it is important to collect information

about (a) the humans changing the code as (b) the code itself.

3.4.2 Evaluation Criteria

We choose not to evaluate defect predictors on any single criteria (e.g., not just recall) since succeeding

in one criteria can damage another [Fu16b]. Also, we deprecate the use of precision and accuracy since

these can be misleading for data sets where the target class is somewhat rare [Men07b] (e.g. as shown in

Table 3.5c, four of our data sets have less than one-fifth buggy commits).

Instead, we will evaluate our predictors on criteria that aggregated multiple metrics, as follows:

Recall =
TruePositives

TruePositives+FalseNegatives
(3.1)

FalseAlarmRate(FAR) =
FalsePositive

TruePositive+TrueNegative
(3.2)

G =
2 ·Recall · (1−FAR)
Recall+ (1−FAR)

(3.3)

The G-score is the harmonic mean between recall and the compliment of the false alarm rate. Hence,

this value drops if either the recall rate or the false alarm rate is high. This scoring method is recommended

for data sets like ours where some of the test samples have imbalanced class distributions [Sha10; Zha07].

We also evaluate our results using the 20/80 rule from Ostrand et al. [Ost05]. They say a “good”
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defect predictor selects the 20% of files containing 80% of the defects In the literature, this 20/80 rule

is often called Po p t 20 (the percent of the bugs found after reading 20%). Po p t 20 is widely used in the

literature and, for details on that measure, we refer the reader to those publications [Men07a; Kam13;

Yan16b; Mon13; Men10; Mon13; Hua17; Che18]. For this chapter, all we need to say about Po p t 20 is

the conclusions reached from this metric are nearly the same as the conclusions reached via G-score.

Note that for G-score and Po p t 20, the larger values are better.

3.4.3 Statistical Methods

This study ranks treatments using the Scott-Knott procedure recommended by Mittas & Angelis in their

2013 IEEE TSE paper [Mit13]. This method sorts results from different treatments, then splits them

in order to maximize the expected value of differences in the observed performances before and after

divisions. For lists l , m , n of size ls, ms, ns where l =m ∪n , the “best” division maximizes E (∆); i.e.

the delta in the expected mean value before and after the spit:

E (∆) =
m s

l s
a b s (m .µ− l .µ)2+

n s

l s
a b s (n .µ− l .µ)2

Scott-Knott then checks if that “best” division is actually useful. To implement that check, Scott-Knott

would apply some statistical hypothesis test H to check if m , n iare significantly different (and if so,

Scott-Knott then recurses on each half of the “best” division). For this study, our hypothesis test H was a

conjunction of the A12 effect size test of and non-parametric bootstrap sampling; i.e. our Scott-Knott

divided the data if both bootstrapping and an effect size test agreed that the division was statistically

significant (95% confidence) and not a “small” effect (A12≥ 0.6).

For a justification of the use of non-parametric bootstrapping, see Efron & Tibshirani [[]p220-

223]efron94. For a justification of the use of effect size tests see Kampenes [Kam07] who warn that even

if a hypothesis test declares two populations to be “significantly” different, then that result is misleading

if the “effect size” is very small. Hence, to assess the performance differences we first must rule out

small effects. Vargha and Delaney’s non-parametric A12 effect size test was endorsed by Arcuri and

Briand [Arc11]. This test explores two lists M and N of size m and n by computing the probability that

numbers in one sample are bigger than in another as below:

A12=

 

∑

x∈M ,y ∈N

1, if x > y

0.5, if x == y

!

/(mn )

3.4.4 Learners Used in this Study

There are several approaches to build a defect predictor. This paper uses methods that are (a) standard in

the literature as well as some that have (b) recently shown much promise. For a definition of “standard

in the literature”, we use the Ghotra et al. ICSE paper that grouped 32 defect predictors into different

ranks (see Table 9 of [Gho15]). For this study, we used Random Forests+J48 and Logistic Regression
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(which are two top-ranked learners, according to the Ghotra results). Also, just for completeness, we

use Support Vector Machines (which comes from their bottom rank). For the other learners, we use one

method reported very recently at FSE’19 (FFTs, describe below) as well as a standard data imbalance

correction algorithm called SMOTE.

3.4.4.1 Logistic Regression (LR)

Given a regression function t that combines many variables, Logistic Regresion maps t into the range

0..1 using u = 1/(1+e −t ) [Wit11]. A binary classifier for class labels x , y is then constructed using (e.g.)

if u < 0.5 then x else y .

3.4.4.2 Tree Learners: J48 + Random Forests (RF)

J48 recursively builds one decision tree by finding the feature whose ranges most reduce entropy (which

is a measure of the division of class labels that call into each range). Using J48 as a sub-routine, our

Random Forests builds many trees, each time using different subsets of the data rows R and columns

C 4. Test data is then passed across all N trees and the conclusions are determined (say) a majority vote

across all the trees [Bre01].

3.4.4.3 Support Vector Machines (SVMs)

SVMs created a hyperplane that maximizes the distance between the two classes to it to separate them

(i.e., defective or not). In this chapter, following the results of Ghotra et al. [Gho15], the Sequential

Minimal Optimization (SMO) SVM technique is used. SMO analytically solves the large Quadratic

Programming (QP) optimization problem which occurs in SVM training by dividing the problem into a

series of possible QP problems [Zen08].

3.4.4.4 SMOTE

SMOTE is not a learner, but a data pre-processor. Given some data set where the number of positive and

negative examples are not equal, SMOTE randomly discards members of the majority class while also

creating synthetic examples of the minority class. For that creation, each row x finds y1, .., y5 similar

rows of the same class. It then picks of those rows yi at random and creates a new example at a randomly

selected distance between x and yi . Some recent results report that off-the-shelf SMOTE can be improved

by some local tuning [Agr18a; Ben18]. We do not use such local tuning since recently is has been shown

that such tunings are out-performed by FFTs (see below).

3.4.4.5 Fast and Frugal Trees (FFTs)

All the learners listed above execute in the same manner, no matter what evaluation criteria is used

to assess their learned models. FFTs, on the other hand, change their reasoning based on the target

evaluation criteria.
4Specifically, using log2 C of the columns, selected at random.
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if LA < 10 then nonBuggy
else if Entropy ≤ 0.65 then Buggy
else if NS > 3 then Buggy
else if FIX == 1 then Buggy
else nonBuggy

Figure 3.2 An FFTs tree. Built using the features of Table 3.6. The first guard of that tree is LA < 10 where this
predicts for a nonBuggy commit. If that guard is false, then the reasoning falls down to the rest of the tree.

More specifically, in this study, FFTs change the way they rank numeric ranges according to the

evaluation criteria. Specifically:

• All numeric columns are divided by their medium values.

• Each division is then sorted by the predicated goal, sorted best to worst (if the goal is changed, FFTs

would change how it sorts the discretized ranges). For both goals, the evaluation criteria scores higher

if more bugs are found.

This sort order is used as follows. One FFT (in a FFTs model) is a decision tree made as a binary

tree where all internal nodes have one leaf node with a guard condition leading to a classification

decision [Mar08]. Each leaf can have two guards; specifically either the range associated with least or

most Ei . This means that, for depth d , we build 2d trees. For example, for d = 4, Figure 3.2 shows one

of the 2d = 16 possible trees. FFTs build all 16 trees then sorts then using the G-score (by running the

training data through each one). The best tree (as discovered on the training data) is then applied to the

test data.

Despite the apparent simplicity of FFTs, Chen et al. [Che18] reported that this method performs

dramatically better than many prior results seen at recent ICSE conferences [Gho15; Agr18a]. (including

those that used hyperparameter optimization and data pre-processing with SMOTE). There are two

possible explanations for this superior performance. Firstly, due to their discretization policy, they can

make better use of the evaluation criteria than any other learner (that builds their models without reflecting

over the evaluation criteria). Secondly, the FFTs training process (of selecting the best out of 16 possible

models) is essentially an ensemble learning algorithm (albeit a very simple one) and such algorithms

have been known to perform better than solo learners [Koc12a].

3.4.5 Experimental Rig

For this study, it is important to test data not used in training (to avoids overfitting on the training and

inappropriately inflating the test performance scores). To that end, we exploited the software release

structure of our projects. Specifically, if a project had R releases, then our learners were trained on release

r and tested on release r +1.

3.4.6 Ground Truth

For this study to work, some “ground truth” must be accessed against which we can compare different

methods for labeling commit messages and classification. That ground truth was generated as follows.
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Using the power of pizza, we attracted half a dozen graduate students (computer science doctoral

candidates) to spend a day labeling commit messages. Messages were labeled “bug-fixing” or “none

bug-fixing” at a rate of 8 messages/minutes/person. If this seems fast, then note that the median size of

these commit messages is not large. All the messages of Table 3.2 fall within the 25th to 75th percentile

of commit message size. As a sanity check, half of the labels were read by a second person. The observed

disagreement rate was low, 14.6%. Some of the examples of the conflict are listed below. The human

labelers have disagreements where (1) attempts to fix might not guarantee an actual bug-fixing activity

(e.g. RMG-PY, HOOMD, and PCMSOLVER examples) and (2) “fixes” that might not be quantified as

true bug-fixing activities (e.g. AMBER and XENON).

• RMG-PY: “Possible fix for the duplicate training reactions problem”.

• HOOMD: “Attempt to fix external plugin builds”.

• AMBER: “Misc readline fix from S. Brozell”.

• PCMSOLVER: “Still debugging now i get the first compression, however, errors occur somewhere

after that”.

• XENON: “PMD warning fixes in Torque integration test.”

At the end of the labeling session, only 23,000 commits from four projects (out of a total of nine) had

been labeled manually by human beings. The authors of this chapter considered reading on to manually

label the remaining 22,000 commits from our other five projects. But given the tedium of that process, this

was conjectured to introduce errors into our labels. Moreover, such manual methods are not appreciated

in the industry. Hence, we tested if a faster semi-automatic method (i.e. EMBLEM) would suffice by

investigating 100 of those labels (selected at random) from the rest five projects. These are manually

cross-labeled to generate Table 3.7. Note that our EMBLEM generated labels performed very well.

All this data was used as follows. In RQ3.1, different labeling methods are compared to the ground

truths (i.e. human labels) from the original four projects. During defect prediction of RQ3.2, the human

labels are utilized as the ground truths for the original four projects. However, for the rest five projects, the

defect predictor are trained on pi [k e y w o r d ] and pi [E M B L E M ] (where pi denotes data from a project

at version i ) and in order to predict and test on pi+1[k e y w o r d ] and pi+1[E M B L E M ]. In other words,

the proceeding version’s commits attributes (independent attributes, same for both pi+1[k e y w o r d ] and

pi+1[E M B L E M ]) and labels achieved from each labeling method (dependent metric) will be utilized to

test the defect predictor trained on the current version’s commits’ attributes (independent metrics, same

for both pi [k e y w o r d ] and pi [E M B L E M ]) and respective label type (dependent metric). This method

is applied and endorsed through previous studies that solely using automating keyword [Nay18; Ros15;

Kam13; Cat17].

3.5 Results

RQ3.3.1: How close are EMBLEM and keyword labeling to human labels?
Software maintenance is a continuing process, and software developers have the domain expertise

in understanding the commit logs. Human-labeled commit logs serve as the ground-truth labels. This
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Table 3.7 Labels generated by EMBLEM text classifier for 100 randomly selected commits. Scored via manual
cross- inspection.

False-Alarm
Dataset Recall Rate

PCMSOLVER 72 21
XENON 96 21
AMBER 96 16
HOOMD 98 13
RMG-PY 89 3

Table 3.8 RQ3.1 results. Comparing EMBLEM vs Keywords (from Commit.Guru) for bug-fixing commits
identification performance by comparing generated labels against “ground truth”; i.e. those labels assigned by
human readers.

False-Alarm
Recall Rate

Dataset Keyword EMBLEM Keyword EMBLEM
LIBMESH 74% 97% 24% 17%

ABINIT 81% 96% 29% 18%
MDANALYSIS 84% 95% 42% 23%

LAMMPS 81% 99% 73% 35%

question compares different labeling methods of standard SE keywords and our EMBLEM against the

ground-truth labels. In Table 3.8, labels generated by humans are used to score labels proposed by

EMBLEM or keywords. The results are apparent, EMBLEM can recall most of the labels that closest to

the ground truth labels (up to 99% with 96% on median) while achieve lowest false-alarm rates (down

to 17% and 20% on median). It is notable for the case of LAMMPS project when false-alarm rate from

Keywords labeling went really wrong with 73%. In conclusion, Keywords labeling result in lower recall

and higher false alarms; i.e.:

EMBLEM was best at reproducing the ground truth (i.e. the human labels).
Compared to humans...

RQ3.2: Does keyword labeling lead to better predictors for buggy commits?
RQ3.2 checks how well those generated labels (from RQ3.1) predict for defects. Again, from labels

for bug-fixing and not bug-fixing commits, we applied the SZZ algorithm from Commit.Guru to find

which code commits that lead to bugs. All such commits are labeled “buggy=yes” and others are labeled

“buggy=no” where buggy means bug-inducing.

For this research question, we first experiment with different learning approaches that are standard

in defect prediction literature including FFTs, Logistic Regression, Random Forests, Support Vector

Machines, and the SMOTE preprocessor. The data here is labeled by EMBLEM. Table 3.9 shows those

results, where gray cells denote treatments with superior performance. FFTs performs as well or better in

the majority cases (6/9 projects) for both G-score and Po p t 20. FFTs built the best classifiers for buggy

commits.
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Table 3.9 RQ3.3.2 results: data miners comparison. Win percentages of G-score (top) and Po p t 20 (bottom).
Gray cells highlight predicting methods that were top-ranked the most in that project by the statistical tests of
§3.4.3. Each cell is in the format of P (W /N ) where W is the number of times one treatment won over the other,
and N is the number of the releases per project, then the percentage win P is calculated by W /N . (S= SMOTE,
SVM= Support Vector Machine, RF= Random Forest, LR= Logistic Regression)

% G-score Wins
Dataset SMOTE+RF SMOTE+SVM SMOTE+LR FFTs

AMBER 67 (2/3) 0 (0/3) 0 (0/3) 0 (0/3)
PCMSOLVER 0 (0/1) 0 (0/1) 100 (1/1) 0 (0/1)

RMG-PY 0 (0/5) 0 (0/5) 40 (2/5) 0 (0/5)
HOOMD 0 (0/5) 0 (0/5) 0 (0/5) 40 (2/5)

LAMMPS 0 (1/8) 13 (1/8) 0 (0/8) 50 (4/8)
ABINIT 0 (0/8) 0 (0/8) 13 (1/8) 50 (4/8)
XENON 17 (1/6) 0 (0/6) 17 (1/6) 50 (3/6)

MDANALYSIS 0 (0/7) 0 (0/7) 0 (0/7) 72 (6/7)
LIBMESH 0 (0/7) 0 (0/7) 0 (0/7) 100 (7/7)

% Po p t 20 Wins
Dataset SMOTE+RF SMOTE+SVM SMOTE+LR FFTs

LAMMPS 38 (3/8) 13 (1/8) 0 (0/8) 0 (0/8)
XENON 33 (2/6) 0 (0/6) 17 (1/6) 0 (0/6)
ABINIT 0 (0/8) 25 (2/8) 0 (0/8) 13 (1/8)

MDANALYSIS 15 (1/7) 0 (0/7) 0 (0/7) 15 (1/7)
AMBER 0 (0/3) 33 (1/3) 0 (0/3) 33 (1/3)
HOOMD 20 (1/5) 0 (0/5) 0 (0/5) 40 (2/5)
RMG-PY 0 (0/5) 0 (0/5) 0 (0/5) 40 (2/5)

LIBMESH 15 (1/7) 0 (0/7) 0 (0/7) 57 (4/7)
PCMSOLVER 0 (0/1) 0 (0/1) 0 (0/1) 100 (1/1)

Table 3.10 RQ3.2 (top 2 tables). Win percentages of G-score (left) and Po p t 20 (right). Gray cells highlight the
labeling method that were top-ranked most in that project by the statistical tests of §3.4.3 (in P (W /N ) format).
Treatments: Keyword+FFTs (K) and EMBLEM+FFTs (E)

% G-score Wins
Dataset K E

PCMSOLVER 100 (1/1) 0 (0/1)
AMBER 67 (2/3) 33 (1/3)
HOOMD 40 (2/5) 60 (3/5)
RMG-PY 40 (2/5) 60 (3/5)

ABINIT 25 (2/8) 63 (5/8)
LIBMESH 28 (2/7) 72 (5/7)

MDANALYSIS 28 (2/7) 72 (5/7)
LAMMPS 25 (2/8) 75 (6/8)

XENON 17 (1/6) 83 (5/6)

% Po p t 20 Wins
Dataset K E

PCMSOLVER 100 (1/1) 0 (0/1)
XENON 50 (3/6) 50 (3/6)

MDANALYSIS 43 (3/7) 57 (4/7)
LIBMESH 14 (1/7) 57 (4/7)

HOOMD 40 (2/5) 60 (3/5)
LAMMPS 25 (2/8) 63 (5/8)

ABINIT 25 (2/8) 63 (5/8)
AMBER 33 (1/3) 67 (2/3)

RMG-PY 0 (0/5) 80 (4/5)

As endorsed by the previous experiment, FFTs is picked to test the effectiveness of the labeling

method (keywords or EMBLEM). Table 3.10 compares predictive performance using FFTs+EMBLEM

and FFTs+standard keyword labeling (using Commit.Guru). As before, the treatments with more superior

performance are denoted by gray color. Note that, in the majority case for the top two tables for

Computational Science projects (7 out of 9 projects for both G-score and Po p t 20), FFTs+EMBLEM

performs best. That is:

EMBLEM generated better predictors for buggy commits.
Compared to keyword labeling...

RQ3.3.3: How much effort is saved by EMBLEM?
Through our experiences in manual labeling the above studies, we offer the observations of Table 3.11

and 3.12. These tables detail the time and cost required to complete our work. Using this information, we

can now justify the calculations from §3.2.2. Recall that those calculations based on the aforementioned

assumptions from §3.2.2. These showed that for large labeling tasks, the methods of this chapter can

reduce the resources required for labeling by over an order of magnitude (≈ eight times). As seen in

Table 3.12, EMBLEM saved from manual labeling for both money and time from $320K to just under

30



Table 3.11 RQ3.3 results: time cost model for manual versus EMBLEM labeling

Manual EMBLEM
time per commit 7 secs 4 secs
commits need to read 5000 1100
time per project 19.44 hrs 2.47 hrs
time per project (with §2.2 assumptions) 78 hrs 9.88 hrs
time for 500 projects 39,000 hrs 4,940 hrs

Table 3.12 RQ3.3 results: money cost model for manual versus EMBLEM labeling

Manual EMBLEM
commits per hour 514 900
money per project $160 $20
money per project (with §2.2 assumptions) $640 $80
money for 500 projects $320,000 $40,000

$40K and from 39,000 hours to 4,940 hours. This result is achieved from committed to finding 95% of

bug-fixing commits from only reading 22% of the commits corpus.

EMBLEM-based labeling can be an order of magnitude cheaper.
Compared to manual labeling...

3.6 Why Does It Work?

Stepping back from the specifics of the above quantitative results, this section offers a more qualitative

reflection on these results. Here we ask: what is the core advantage of EMBLEM? What is the explanation

for its superior performance?

In reply, we conjecture that much of the current work on empirical software might have explored a

very narrow range of tools. We say this since our reading of the literature is that most of that work has

focused on artifacts taken from the Microsoft or Google universe (or by hobbyist developers working on

open-source tools that handle general tasks like databases or GUI design). Clearly, there is much benefit

in exploring those tools since, after all, they are widely used with high impacts (e.g. explore large scale

phenomena of hurricanes). On the other hand, one of the powerful benefits of software engineering is

that it can be customized to any number of application niches. For example, much of the data explored

here comes from the computational physics community. We speculate that:

• In that application niche of computational physics, the language used by developers (who are physicists)

is different from the language used by Google/Microsoft/open source developers.

• Hence, EMBLEM does better than standard keywords for this application niche since, using EMBLEM,

it is possible to learn the nuances of that language.
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For specific examples of this specialized kind of language, please consider the words found most

interesting (by TF-IDF) in the RMG-PY project:

• The five most important words were “molecule”, “reaction”, “kinetic”, “thermo”, and “mechanism”.

• Note that these terms are more specialized to the physics domain than to general software engineering.

Other researchers also note that the language used in niche application areas (such as computational

physics) can be different from general SE. Carver, Bieman, and Tu et al. [Kan18; Car07; Tu20c] indicate

that scientific projects’ development and verification/bug-fixing activities are mostly based on exploring

scientific issues which often are “too complex, too large, too small, too dangerous, or too expensive to

explore in the real world” [Seg08]. Specifically, a Github issue from the deal.II finite element library5

(#8937) described their issue of having the system froze with 4+ billion degrees of freedom and no

convergence of the linear solver. Therefore, it can be very different than performing testing at Microsoft

and Google. It requires domain experts to look extensively into the simulation, the output, the graph, etc.

Hence, EMBLEM is the first step toward a specialized approach to incorporate that human expertise to

better SE for domain CS.

The main message here is that:

Different tools have to be tuned in different ways for different domains.

Of course, that conclusion could have been reached prior to all the work of this chapter. This study

serves as a proof of concept of the message above for tailored SE tools for CS domain. It demonstrates

how that tuning process (which requires the manual inspection of many arguments) can be optimized

by active learning. In the particular case of defect prediction on commit level, we showcased that

optimization can be as much as an order of magnitude faster (approximately eight times, see our RQ3.3
results).

3.7 Threats to Validity

3.7.1 Evaluation Bias

This paper employed the G-score as defined in Equation 3. This value is the harmonic mean between

recall and false-alarm of risky software commit prediction power. There are other evaluation scores that

could be applied to this kind of analysis [Hua17] and, in the future, it would be useful to test in the central

claim of this chapter holds for more than just G-scores and Po p t 20.

3.7.2 Learner Bias

This study utilized FFTs and compared it with Logistic Regression, Random Forest, and Support Vector

Machine (in the combination with SMOTE). The case was made in §4.4 that this represents an interesting

range of current practice. Nevertheless, it might be useful in future work to test if the central claim of this

5deal.II: computational solution of partial differential equations using adaptive finite elements [Ban07] (more than 1250+
citations).
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Table 3.13 Checking external validity. Results when replicating the experiment from RQ3.2 for 2 standard
SE projects. Win percentages of G-score (left) and Po p t 20 (right). Gray cells highlight the labeling method
that were top-ranked most in that project by the statistical tests of §3.4.3 (in P (W /N ) format). Treatments:
Keyword+FFTs (K) and EMBLEM+FFTs (E)

% G-score Wins
Dataset K E

E.PLATFORM 50 (4/8) 50 (4/8)
E.JDT 14 (1/7) 71 (5/7)

% Po p t 20 Wins
Dataset K E

E.JDT 71 (5/7) 29 (2/7)
E.PLATFORM 62 (5/8) 38 (3/8)

chapter (that a combination of human+artificial intelligence, called EMBLEM, is a good way to label

commit messages) hold across multiple classifiers.

3.7.3 Sampling Bias

Like any data mining paper, our work is threatened by sampling bias; i.e. what holds for the data we

studied here may not hold for other kinds of data. Within the space of one paper, it is hard to avoid

sampling bias. However, what researchers can do is make all their scripts and data available such that

other researchers can test their conclusions whenever new data becomes available. To that end, we have

made all our scripts and data available at github.com/sillywalk/defect-prediction/.

That said, and to repeat the message of the last section, when different methods work for different

data, researchers must take the time to carefully check the ground truth in the new data. Let that check be

overwhelmingly slow and expensive, we recommend the use of active learning with tools like EMBLEM.

3.7.4 Construct Validity

We acknowledge that our work still requires a portion of the data to be labeled which is different from

existing techniques that require full access to the data. The bigger the bug-fixing commits portion within

software development, the more the expert have to label (as demonstrated in Table 5c and Table 3.15).

This means that our work would be most beneficial in the space where the target label only makes up

of a minority portion of the whole data. Such prior work mentioned in §2.2 would be benefit via the

application of EMBLEM. Having an expert to read 23% of the commits does save up to eight times

on average in comparison to manual labeling. Moreover, our framework allows generalization for other

domains outside of computational science and can be utilized to study tasks that only make up a minority

portion of the space.

Beyond the results of this chapter, it is of course desirable to further reduce the amount of commits

that need to be read. That said, if the amount read by humans starts approaching 0%, then we risk losing

the value-added nature of human expertise. We recommend that further work in this area looks to decrease,

but not remove, human involvement in the labeling process. For example, future work could clustering

together similar projects and only label a smaller portion of each clusters. Such a semi-supervised

approach is similar to Lo et al.’s work that has explored only Linux software [Tia12].
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Table 3.14 Distribution of commit message size through a number of words in Median and Standard Deviation
of computational science projects (top chart) and from standard SE projects (bottom chart). Gray cells denote
median values for each statistical measure.

Standard
Dataset Median Deviation

ABINIT 29 117
XENON 37 31

OPENMM 38 46
HOOMD 47 74
AMBER 50 143

MDANALYSIS 51 119
LAMMPS 53 8
LIBMESH 74 70
RMG-PY 83 108

Standard
Dataset Median Deviation

E.JDT 17 69
E.PLATFORM 19 1526

TRAFFICCONTROL 34 86
TENSORFLOW 64 360

LUCENE 92 264

3.7.5 External Validity

RQ3.1, RQ3.2 demonstrated EMBLEM’s effectiveness over keyword for computational science projects

while RQ3.3 showcased how efficient EMBLEM is over manual labeling. But is EMBLEM’s competency

a factor of our test cases? Or does it work for more than just the computational science projects studied

here? To test that, we applied EMBLEM to a sample of standard large-scale SE projects, Eclipse JDT

(E.JDT) and Eclipse Platform (E.PLATFORM). We used this data since it has previously been used in

several prior papers [Kam13; Yan15].

As shown in Table 3.13, assessed in terms of Po p t 20, we would prefer EMBLEM’s labeling methods.

In that table, we see that EMBLEM performs the same or much better than using standard keywords.

This is an important result since Po p t 20 addresses the core business case for defect prediction. As argued

by Arisholm, and Briand [Ari06] and Ostrand et al. [Ost05], predictors with high Po p t 20 are better since

they mean developers waste less time looking for bugs in the code predicted to be faulty.

On the other hand, as shown in Table 3.13, assessed in terms of G-Score, EMBLEM performs worse

than using keywords for these two data sets. On investigation, we found that this is due to two rather

extreme quirks of the data used in that study that is described below. We took extra steps to investigate

the existence of the quirks in a few standard SE projects on Github including TRAFFICCONTROL,

LUCENE, and TENSORFLOW. It is notable that those quirks are highly dependent on the nature of

those datasets– so much that it would be useful to have ready access to alternate labeling methods such

as EMBLEM.

The first data quirk we found was that the format of the commits from SE community is very

standardized. In the data of Table 3.13, over half of the commit comments were imitated some variation

of the form “Bug X: [type_of_bug] description_of_the_bug-fixing_activity”. This format is perhaps not

surprising for well-known projects in the SE community. For example, TRAFFICCONTROL’s commits

are formatted as “[activity_type]: description (#_reference_to_Github_issue)”. Moreover, commits from

most projects within the Apache system on Github (i.e. LUCENE) are formatted with: “[name_of_the_-

project]: description_of_the_commit”.
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Table 3.15 Bug-fixing commits rate from computational science projects (top chart) and from standard SE
projects (bottom chart). Gray cells denote median values.

Bug-fixing
Dataset Commit Rate
LAMMPS 11%

PCMSOLVER 13%
RMG-PY 16%

ABINIT 18%
LIBMESH 23%

HOOMD 25%
AMBER 27%

MDANALYSIS 29%
XENON 41%

Bug-fixing
Dataset Commit Rate

TRAFFICCONTROL 54%
LUCENE 59%

TENSORFLOW 61%
E.PLATFORM 73%

E.JDT 85%

This suggests that these comments were actually written by another system, which then used Github

as a storage facility. Hence we say, that if a project has a highly stylized and rigid commit comment

structure, then keywords are a natural choice for labeling. However, for other kinds of “wilder” projects,

where developers have different backgrounds outside of standard SE (e.g. certain designs and specifi-

cations of a processor) with more freedom in their documentation, a different method would be more

appropriate. Specifically, Table 3.14, the median length of commit messages from computational projects

are frequently 1.5 (50/34) times more than standard SE projects. However, the standard deviation attribute

indicates a different story. Even with higher commit message size, the commit message size values from

computational science projects are more tightly compact around the median values in comparison with

the commit message size values of 74 while for standard SE projects it is around 264. Therefore, for

these “wilder” projects, then EMBLEM is recommended.

The second data quirk is shown in Table 3.15. This table contrasts the types of commits seen in

the data sets of this chapter. Note that the amount of bug-fixing commits seen in SE projects (61%)

are almost three times more likely than the median values seen in the computational science software

development (23%). This suggests that these SE projects are mostly in maintenance mode (where most

of the development are concerned with preserving the software) while the scientific software is more in

development mode (where new features are added frequently). That is, for highly mature projects (such

as these SE ones) where:

• Little new functionality is being added;

• Much activities are already defined and standardized;

Therefore, simple keywords are a natural method for labeling bug-fixing commits. In such highly

standardized projects, it is convenient and possible to catch bug-fixing activities through a few keywords

(e.g. bug, fix, error, etc). However, for more dynamic projects, where much functionality is being changed

continuously, such active-learning frameworks like EMBLEM that can better adapt to new situations to

develop local language models for the current context of the project.

In summary, and in support of the general theme of this chapter, this external validity experiment

demonstrates the danger of treating all data with the same method (e.g. keywords list of Table 3.1). When
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new data arrives, it is essential to incrementally review it and verify if old conclusions hold for the new

data. That verification can be time-consuming, labor-intensive, and costly unless some kind of active

learning assistant is applied to suggest what examples are best to examine next. Hence, EMBLEM is

recommended for checking and labeling the data.

3.8 Summary

In summary, different kinds of software used different language to describe their bugs. Hence, as shown

in Table 3.10, standard labeling methods can perform badly when applied to new kinds of software (e.g.

the computational science projects explored here).

Intuitively, one way to find the labels is to create teams of humans to manually read all the commits.

As details in §3.2.2 along with the §3.2.4, that process can get very expensive while receiving very little

attention. Note that much research in labeling assumes the existence of pre-labeled datasets that are still

costly to curate and certify.

The standard automatic approach is to use a set of defined keywords to capture the characteristics of

the commit logs which might not be able to generalize to other diverse domains outside of traditional

software engineering because (1) not every commit logs will include words such as “bug” and “fix”

and (2) the semantics of these commit logs might focus more on the scientific theories instead of the

implementation details (as discussed in §3.7).

Therefore, a more efficient way to find and certify the labels is to use incremental AI tools that learn

an appropriate local model. Such AI tools can present examples to a human, one at a time. Whenever a

human offers a label to an example, the AI can update its internal model. This internal model can be used

to look ahead to find the next most likely to be bug-fixing examples. After a few loops of this process, the

AI tool might be able to learn a model that can find nearly all the remaining bug-fixing commits (95% of

them). This paper has applied and evaluated one such AI+human partnership method, an incremental

SVM method called EMBLEM.

We note that quality and efficient labeling is not only needed in defect prediction but also a wide

range of research tasks (e.g see the list §3.2.3). While this study has only examined defect prediction,

we see no reason why its message and methods should not hold for other kinds of analytics. In future

sections, we plan to apply the methods of this chapter to other domains along with exploring another

approach to incorporate specialized knowledge.

Finally, this chapter also demonstrated and attempted to address the general area of data sharing

and research reproducibility in software engineering (see §3.2.1). It is our hope that this work will lay

down a foundation and motivate further in-depth investigation on labeling specifically and better research

practices in software engineering generally.

Hence, the answer to this thesis’s RQ3.1 will be:
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3.8.1 Answer to the dissertation’s RQs

• RQI: How to combine the efficiency of automatic labeling with the quality of manual labeling? In

order to marry the benefits of both methods’ merits for new problem, I introduced the usage of

human-in-the-loop AI system, such as EMBLEM from this study.
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CHAPTER

4

DEBTFREE STUDY - INCORPORATE
FIXED DOMAIN KNOWLEDGE

This chapter comes from the paper “DebtFree: A Semi-supervised Learning Method for Recognizing

Technical Debt” [Tu21a]. The success story of this chapter is, that, incorporate fixed domain knowledge

along with domain experts in the in-the-loop fashion with AI will help us better learned the specific

domain. But note that later in this thesis we will say that the domain knowledge here needs to be learned

automatically and specifically while the in-the-loop fashion can be retired for simplicity with the same

performance.

4.1 Introduction
When developers rush out code, that code often contains technical debt (TD), i.e. decisions that must

later be repaid with further work. As the initial step towards understanding and resolving TDs, many

research [Guo19; Ren19; Yu20] first detecting the intentionally documented (via comments) TD, i.e.,

self-admitted TD (SATD). SATDs are crucial to identify as they (1) are diffused in the codebase [Yu20];

(2) can survive long-term (more than 1,000 commits) [Bav16]; and (3) complicate maintainability of the

software project [Fuc21; Weh16] State-of-the-art (SOTA) works have identified SATDs automatically

[Ren19] or semi-automatically [Yu20].

However, models that recognize TD must be learned from labeled data. Generating such labels can be

extremely slow and expensive. For instance, Tu et al. [Tu20b] reported that manually labeling 22, 500+

commits required 175 person-hours, including cross-checking. Due to the labor-intensive nature of the

process, researchers often reuse datasets labeled from previous studies. For instance, Lo et al., Yang et
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al., and Xia et al. certified their methods using data generated by Kamei et al. [Kam13; Yan17b; Yan15;

Yan16b]. While this practice allows researchers to rapidly test new methods, it leaves the possibility

for any labeling mistake to propagate to other related works. In fact, before reusing Maldonaldo et al.’s

data [Mal15] to identify SATDs, Yu et al. [Yu20] discovered that more than 98% of the false positives

were actually true positives, casting doubt on related work using the original dataset. Hence, it is timely

to ask:

Can we reduce the labeling effort associated with building models for technical debt?

An unsupervised learning technique that learns patterns from unlabeled data is a promising direction in

SATD identification. However, without supervision, the technique alone can be ineffective. As illustrated

in Figure 4.1, our approach is to first demonstrate that previous methods can be extended or integrated

with unsupervised learning to greatly reduce the labeling effort while effectively recognizing SATDs.

This proposed method, called DebtFree, includes the combination of three separate approaches in a

novel manner:

1. Pseudo-Labeling: This step is required if the training data does not have any labels to start with. First,

we frugally pseudo-labels the training data with unsupervised learning, i.e., identifying hidden patterns

in data in order to map unlabeled examples in two groups. Intuitively, the more complex the data

instance [Tu21b], the more likely that the comment is describing a SATD. CLA by Nam et al.[Nam15]

is an example of an unsupervised classifier that recognizes “complex” examples (those with many

values above the median). The intuition here is well documented [Men07a; Tu21b; D’A12; Has09b].

2. Filtering: This step is optional. We identify early and removeinstances from the test dataset that are

likely to be SATDs.

3. Active Learning: This step is always required. We train on some labeled data and then guide the

human experts to manually find the comments that are most likely to contain SATDs. It is critical to

assess whether the labeled data is insightful enough to guide the human experts for the entire labeling

process. If not, we propose Falcon, a new active learning policy to take advantage of such data while

still ensuring effectiveness.

In this work, we aim to better data generation associated with building models for SATDs identifica-

tion by reducing the labeling effort come from manual method [Tu20b] and improving the labeling quality

of fully automated methods [Yu20]. Moreover, our investigation also showed that the effort-aware method

we propose, DebtFree, also performs statistically similar or even better than two SOTA works [Yu20;

Ren19]. To understand and validate this end-to-end method, DebtFree, we investigate the following

research questions:

RQ4.1: How well can the state-of-the-art unsupervised learning method identify SATDs? We

investigate variants that stem from Nam et al.’s unsupervised learning CLA method. As these methods

leverage on hidden patterns within the data, we compare them to the pattern-based SOTA for identifying

SATDs, also by Yu et al. [Yu20].
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Figure 4.1 Workflows of DebtFree = Pseudo-Labeling (via Unsupervised Learning, i.e., CLA [Nam15]) +
Filtering (via CLA [Nam15] or Jitterbug’s Easy [Yu20]) + Active Learning (via Emblem [Tu20b], Jitterbug’s
Hard [Yu20], or this study’s Falcon). Step 1 is required if there is no access to the training data’s labels. Step 2
is optional while Step 3 is required at all times. The gray arrows indicate different configurations of the method
that will be investigated for this study.

From our exploration of various unsupervised learners, the original CLA by Nam et al. performs

the best. Moreover, CLA performs similarly to the SOTA pattern-based approach, Easy [Yu20],

without having access to the data’s labels (100% less effort).

Result:

RQ4.2: How can the state-of-the-art active learning framework be combined with the state-
of-the-art unsupervised learner? From RQ4.1, unsupervised learning methods are promising but not

optimal. Hence, we study different combinations by incorporating a chosen unsupervised learner with

several SOTA active learning frameworks in SE.

With the effort-aware theme, we investigate different combinations of active learners and CLA

across two settings of the training data, either with having 1-no access and 2-access to the labels

to propose DebtFree. In setting 1, or DebtFree(0), the best combination is Pseudo-Labeling

(via CLA) with our proposed active learner, Falcon. In setting 2, or DebtFree(100), the best

combination is Filtering (via CLA) with the SOTA active learner for SATDs identification, Hard.

Result:

RQ4.3: How does the proposed DebtFree perform against state-of-the-art models in identifying
SATDs? After finalizing two combinations from RQ4.2 to propose DebtFree(0)/(100), it is essential to

assess their usefulness by comparing against the SOTA models for SATDs identification.
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When comparing against the SOTA semi-supervised learning work by Yu et al. [Yu20] and the

SOTA supervised learning work (with deep learning) by Ren et al. [Ren19], our proposed method

DebtFree outperforms them significantly. First, DebtFree(100) performs similarly to Ren et al.

[Ren19]’s work and better than Yu et al. [Yu20]’s work while reducing the labeling cost by 2.5

times. Second, DebtFree(0) performs similarly to Ren et al. [Ren19]’s work without having

access to the training data’s labels and outperforms Yu et al. [Yu20]’s work while expending 99%

less effort.

Result:

Our contributions to the field of software analytic are:

1. This work is the first to assess the usage of unsupervised learning to reduce the cost of labels labeling

in identifying SATDs.

2. In the low-resource setting (training data with no label), our unsupervised methods outperform the

prior SOTA models while requiring less knowledge (prior work used 100% labeled data while we get

by with very little) [Ren19; Yu20]. Counting the training data, we can reduce 99% of the number of

examples that have to be labeled. This is the largest reduction ever reported in the effort required to

commission a SATD identification model.

3. In the high-resource setting (training data with labels), we propose an improvement to the two-step

Jitterbug technique [Yu20] by replacing the pattern-based approach with an unsupervised learner to

help reduce the commissioning effort of labeling on new data by 62.5% (5/8).

4. Our proposed active learning scheme, Falcon, outperforms both SOTA deep learning method [Ren19]

and SOTA two-step method [Yu20] across both low-resource and high-resource settings.

5. Nearly all the prior work on unsupervised learning focus on defect prediction [Fu17b; Nam15; Ni20;

Xu21; Yan17a; Yan16a; Yan16b; Zha16; Zho18]. The performance of our framework suggests that

many more domains in software analytics could benefit from unsupervised learning.

6. To better support other researchers our scripts and data are on-line at https://github.com/HuyTu7/DebtFree.

The rest of this paper is structured as follows. Section 2 discusses the motivation, background and

related works. Section 3 describes our methodology. Section 4 focuses on our experimental design, while

section 5 analyzes the results. Section 6 and 7 discuss our short-comings and directions for future work,

respectively.

4.2 Motivation and Background

4.2.1 On the merits of studying Technical Debt and SATDs

Technical Debts (TDs) are introduced in the software when developers make decisions based on short-

term benefits instead of long-term stability. TDs can accumulate interest similar to financial debts if they

are not resolved in a timely manner. In 2012, after interviewing 35 software developers from diverse

projects in different companies, varying both in size and type, Lim et al. [Lim12] found developers

generate technical debts due to factors like increased workload, unrealistic deadline in projects, lack
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of knowledge, boredom, peer-pressure among developers, unawareness or short-term business goals

of stakeholders, and reuse of legacy, third-party, or open-source code. After observing five large-scale

projects and companies in two studies, Wehaibi et al. [Weh16] and Martini & Bosch [Mar15] found that

the number of technical debts in a project may be very low (only 3% on average). However, those TDs

contaminate other parts of a software system and create a significant amount of defects in the future.

Fixing such technical debts is more difficult than regular defects, often twice the cost if not resolving

immediately [Guo11]). The Software Improvement Group study by Nugroho et al. [Nug11] offers a cost

estimate of TD accumulation: a regular mid-level project owes $857, 500 in TD and resolving TD has a

Return On Investment of 15% in seven years. Yet, limited success has been achieved despite a large body

of research on identifying TD as part of Code Smells using static code analysis [Fon12; Mar04; Mar12;

Mar10; Zaz13]. Static code analysis has a high rate of false alarms while imposing complex and heavy

structures for identifying TD [Ali12; Gra10; Tsa11; Tsa15].

Table 4.1 Examples of SATD comments.

Project SATD comments
Apache Ant // cannot remove underscores due to

protected visibility >:(

EMF // TODO Binary incompatibility;

an old override must override putAll.

JFreeChart // do we need to update the crosshair values?

JMeter // Can be null (not sure why)

SQuirrel // is this right???

ArgoUML // Why does the next part not work?

Therefore, several researchers pro-

posed to target self-admitted technical

debt identification as the first step since

they are often intentionally documented

or “self-admitted” (via source code com-

ments) by the developers. Some exam-

ples of SATDs within the data are shown

in Table 4.1. In summary, identifying

and resolving SATDs have several ben-

efits:

• Removing SATDs early reduces the maintenance cost of a software project. As reported by Wehaibi

et al. [Weh16] and Wang et al. [Wan20], these SATDs have negative implications on the software

development process, in particular by making it more difficult to change in the future.

• With SATDs elimination, software projects have better evolvability trajectory for accelerating new

functionalities addition and integration.

• We can leverage those easily found SATDs as cheap training data for recognizing TDs [Yu20]. SATDs

are the TDs that have been “admitted” by the developers, so they are not a specific type of TDs.

SATDs also cover different types of TDs such as code, defect, and requirement debts by Bavota et

al.’s categorization [Bav16]. According to the recent TDs categorization study, Fucci et al. [Fuc21]

showed how SATDs are mapped across 10 categories, e.g., poor implementation choices, partially

implemented, functional issues, etc.

4.2.2 Methods for Identification of Technical Debt

One of the goals of industrial analytics is that new conclusions can be quickly obtained from new data just

by applying data mining algorithms. As shown in Figure 4.2, there are at least nine separate stages that

must be completed before that goal be reached [Ame19]. Each of these stages offers unique and separate

challenges, each of which deserves extensive attention. Many of these steps have been extensively studied
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Figure 4.2 Nine stages of the machine learning workflow from a case study at Microsoft by Zimmermann et
al. [Ame19]. Some stages are data-oriented (e.g., data collection, cleaning, and labeling) and others are model-
oriented (e.g., model requirements, feature engineering, model training, evaluation, deployment and monitor-
ing).

in the literature [FF15; FF16; FF20; Hua18; Liu18; Mal15; Mal17; Pot14; Yu20; Zam19]. However, the

labeling work of step 4 has been receiving scant attention. In literature, there are several approaches for

executing the labeling process:

1. Manual labeling;

2. Reuse of labels;

3. Automatic labeling;

4. Semi-supervised learning;

All of these approaches have their drawbacks; e.g. they are error-prone or will not scale. In response

to these shortcomings, this study will take two directions:

• First, we will try a label-free approach using a combination of pure unsupervised learning techniques

to pseudo-label the data, and subsequently active learning, i.e., DebtFree(0);

• If the label-free approach fails, then we will try a hybrid of an active-learning approach, called

DebtFree(100), which starts with the help of unsupervised learning to first filter out the highly

technical-debt prone comments before the incrementally learning on all of the SATDs.

4.2.2.1 Manual labeling

In manual labeling, a team of (e.g.) graduate students assigns labels then (a) cross-checks their work via

say, a Kappa statistic; then (b) use some skilled third person to resolve any labeling disagreements [Lut04;

Tu20c; Tu20b].

Manual labeling can be very slow. For example, in the case of self-admitted technical debt (SATD), the

independent variables are the programmer comments and the dependent variable is the label “SATD=YES”

or “SATD=NO”. Independent variables can often be collected very quickly (e.g. Github’s API permits

5000 queries per hour). However, assigning the dependent labels is comparatively a much slower task.

According to Maldonado and Shihab et al. [Mal15], classifying 33,093 comments as “SATD ∈ {yes,no}”

from five open source projects took approximately 95 hours by a single person; i.e. 10.3 seconds per

comment. Using that information, we recently studied a corpus of 678 Github projects [Tu20b; Tu20c]. A

random selection of 10 projects from that corpus had 22, 500 commits, which took 175 hours to manually

label the commits buggy, non-buggy (time includes cross-checking). That is, in a hypothetical situation

of manual labeling 500 projects (with each project has 5,000 commits) would have required 90 weeks of

work.
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4.2.2.2 Crowd Sourcing

Tu et al. [Tu20b] offers a cost estimate of what resources would be required to sub-contract that effort to

dozens of crowd sourced workers via tools like Mechanical Turk (MT). Applying best practices in crowd

sourcing [Che19], assuming (a) at least USA minimum ages [Sil18]; and (b) our university taking a 50%

overhead tax on grants; then crowd sourcing the labeling of the issues from 500 projects would require

$320,000 of grant reserve.

4.2.2.3 Reusing Labels

Because manual labeling can be time-consuming, crowd sourcing too expensive, and micro-labeling error-

prone, researchers often reuse labels from previous studies [Yan17b; Yan15; Yan16b]. This approach is

unsatisfactory for two reasons. One, when exploring a new domain, there may be no relevant, pre-existing

labels to reuse. Two, reusing labels might propagate unsatisfactory label instances for future work. For

example, the widely cited NASA datasets in defect prediction were found to have dubious quality [Pet16;

She13] in 2013 but has been utilized since then. Specifically, Yu et al. [Yu20] were exploring self-admitted

technical debt and found that their classifiers had an alarming high false positive rate. But when they

manually checked the labels of their data taken from a prior study by Maldonado & Shihab [Mal15], they

found that over 98% of the reused false-positive labels were incorrect. Table 4.2 shows some example

comments whose labels were updated in Yu et al. [Yu20]’s study.

Table 4.2 Examples of different labels from the original datasets curated by Maldonado & Shihab [Mal15] and
the updated datasets by Yu et al. [Yu20]

Project Comment Text Original Yu et al.’s
Label [Mal15] Label [Yu20]

Apache Ant //TODO Test on other versions of
weblogic //TODO add more attributes
to the task, to take care of all
jspc options //TODO Test on Unix

no yes

ArgoUML // skip backup files. This is
actually a workaround for the cpp
generator, which always creates
backup files (it’s a bug).

no yes

JFreeChart // FIXME: we’ve cloned the chart,
but the dataset(s) aren’t cloned and
we should do that

no yes

JRuby // All errors to sysread should be
SystemCallErrors, but on a closed
stream Ruby returns an IOError. Java
throws same exception for all errors
so we resort to this hack...

no yes

Columba // FIXME r.setPos(); no yes

4.2.2.4 Automatic labeling

If labels cannot be generated manually or reused from other papers, using automatic labeling processes is

an attractive alternative. For example, defect prediction papers [Cat17; Hin08; Kam13; Kim08; Moc00;
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Nay18; Ros15] can label a commit as “bug-fixing” when the commit text contains certain keywords

(e.g. "bug", “fix", “wrong", “error", “fail”, etc [Tu20b]). Vasilescu et al. [Vas18; Vas15] noted that these

keywords are used in a somewhat ad hoc manner (researchers peek at a few results, then tinker with

regular expressions that combine these keywords). Tu et al. [Tu20b] had found that these simplistic

keyword approaches can introduce many errors, perhaps due to the specialization of the project nature or

the ad-hoc nature of their creation [Vas18].

Again, TDs are often “self-admitted” by developers in code comments [Pot14] as shown in Table 4.1

in order to signal other developers that the corresponding code has TD/SATD that will be resolved

for better results. In 2014, after studying four large-scale open-source software projects, Potdar and

Shihab [Pot14] concluded that developers may intentionally leave traces of TDs (i.e., SATDs) in their

comments, such as “hack, fixme, is problematic, this isn’t very solid, probably a bug, hope everything

will work, fix this crap”). These comments tend to make SATDs much easier to find. Identifying and

tracking SATDs have three important benefits as indicated §2.1. There are two prominent approaches to

automatically identify SATDs:

1. Pattern-based approaches [FF15; FF16; FF20; Mal15; Pot14] consist of three steps: (1) manually

inspect code comments and label each one as SATD or non-SATD, (2) manually analyze the labeled items

and summarize patterns for SATDs, e.g., if a comment has keywords like “hack, fixme, probably a bug”,

then it has a high chance of being related to a SATD, (3) apply the summarized patterns to unlabeled

comments to identify SATDs. Instead, Yu et al. [Yu20] proposed Easy as the SOTA pattern-based method

to automatically identify 20-90% of SATDs by finding patterns associated with high precision (close to

100%).

Limitation of the SOTA Pattern-based approach: this approach does need extensively labeled training

data to find patterns that are associated with SATDs because it relies on precision. As mentioned above,

generating that data requires intensive labor and expensive cost. Moreover, this method can still miss up

to 80% of SATDs.

2. Machine Learning approaches [Hua18; Liu18; Mal17; Zam19] involve models working in the

supervised learning manner, which are trained on labeled SATD datasets to learn the underlying rules

of comments admitting TDs. For example, Tan et al. [Tan07; Tan12] analyzed source code comments

using natural language processing to understand programming rules and documentations and indicates

comment quality and inconsistency. In 2017, Maldonado et al. [Mal17] successfully identified two

types of SATD in 10 open-source projects (average 63% F1 Score) using Natural Language Processing

(Max Entropy Stanford Classifier) using only 23% training data. Huang et al. [Liu18] introduced a

Multinomial Naive Bayes sub-classifier for each training dataset using information gain as feature

selection then combine those sub-classifiers with boosting technique to achieve an average of 73% F1

scores [Hua18]. A recent IDE for Eclipse was also released using this technique for identifying SATD in

Java projects [Liu18]. Recently, some studies explore different feature engineering for identifying SATDs,

e.g. Wattanakriengkrai et al. [Wat19] applied N-gram IDF as features, and Flisar and Podgorelec [Fli19]

explored how feature selection with word embedding can help the prediction. The latest progress are

from Wang et al. [Wan20]’s HATD and Ren et al. [Ren19]’s tuned CNN utilized a deep convolutional
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neural network to achieve a higher F1 score than all the previous solutions. The HATD paper asserts that

their algorithm defeats CNN but, after much effort, we could not reproduce that result1. These machine

learning models can be a good indicator for which comments are more likely to be related to SATDs.

Limitation of the SOTA Machine Learning approach: deep learners often require having access to a sub-

stantial amount of labeled data which is not always available, especially in new domains (e.g., the success

of open-source projects). With precision ranging from 60% to 85%, it is not reliable to fully automate the

process. Human experts are then required to verify every decision the machine learning model made and

thus costs a large amount of time and labor.

4.2.2.5 Semi-supervised Learning

Finally, another approach is to only label a representative sample of the data, build a classifier from that

sample, then use that classifier to label the remaining data [Wit17]. To find that representative example,

an unsupervised learner (e.g. associations rule learner), a clustering algorithm, or an instance selection

algorithm is used to find repeated patterns in the data [Kim08]. Then a human oracle is asked to label one

exemplar from each pattern. More sophisticated versions of this scheme include active learners, where an

AI tool advances ahead of the human to fetch the most informative next sample to be labeled [Koc12b;

Set09]. If humans agree to first label only the most informative examples, then active learners can be used

to produce better models more efficiently by reducing the number of examples that humans have to label.

The more general term for active learning is semi-supervised learning. Both terms mean “do what

you can with a small sample of the labels” while active learning adds a feedback loop that checks new

labels one at a time with an oracle. Moreover, semi-supervised learning relies on partially labeled data

and mostly unlabeled data.

Since 2012, active learning approaches have received scarce attention in SE [Koc12b; Tu20b; Yu19a;

Yu20]. Initially, active learning seems to be a promising method for addressing the cost of label checking

and generating: for self-admitted technical debt, only 24% on a median of the training corpus had to

be labeled [Yu20]; using active learning, effort estimation for N projects only needed labels on 11% of

those projects [Koc12b]; further, while seeking 95% of the vulnerabilities in 28,750 Mozilla Firefox

C and C++ source code files, humans only had to inspect 30% of the code [Yu19a]. However, active

learning still produces disappointing results. For example, it is still a daunting task to “only” label 5% to

10% of the projects in the 1,857,423 projects in RepoReapers [Mun17] or the 9.6 million links explored

by Hata et al. [Hat19]. Although it might be justified for very mission-critical projects, consider the

Firefox study [Yu19a] which required the human effort of inspecting 28,750 (total source code files) x

30% = 8,625 source code files to identify 95% of the vulnerabilities. This is beyond the resources of most

analysts.

Several two-step frameworks were proposed for the active learning approach. Yu et al. [Yu20]

proposed Jitterbug to identify SATDs: (1) identify patterns for the “easy to find” SATDs (20-90% of all

SATDs) with close to 100% precision and automatically classify comments with the patterns as SATDs

1We found that there is no reproduction package published with HATD. We tried contacting the authors of that paper,
without success.
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Table 4.3 Differences between two SOTAs of Ren et al. [Ren19] and Yu et al. [Yu20] against our work, Debt-
Free. Again, the first two steps of DebtFree are optional as they will be investigated later.

Ren et al. [Ren19] Yu et al. [Yu20] DebtFree

Learning Type Supervised Semi-Supervised Semi-Supervised

1. Trains the deep learning
model CNN on (N − 1) la-
beled datasets.

1. Filtering out easy SATDs
in the target i dataset with
the pattern recognizer, Easy,
to learn patterns with higher
than 80% precision on (N −
1) labeled datasets.

1. (Optional) Pseudo-labels
the (N − 1) datasets with
the unsupervised learner,
CLA [Nam15].

Core Process 2. Uses the trained CNN
model to identify SATDs on
the target i dataset

2. Trains the RF model
on (N − 1) labeled datasets
and incrementally update
the model in the active learn-
ing manner.

2. (Optional) Filtering out
easy SATDs in the target
i dataset with the pattern
recognizer (e.g., Easy or
CLA) on (N − 1) pseudo-
labeled/labeled datasets.

3. Trains the RF model
on (N − 1) pseudo-
labeled/labeled datasets and
incrementally update the
model in the active learning
manner.

- Use all 100% labels from
(N −1) datasets.

- Use all 100% labels from
(N −1) datasets.

- Use 0% labels from (N −1)
datasets with step 1.

Labeling Effort - No labeling done on the
target i dataset.

- On average, labeling 23%
on the target i dataset.

- On average, labeling 11%
on the target i dataset.

(without human verification), (2) apply machine learning techniques to guide human experts to find the

remaining “hard to find” SATDs with least number of comments read. Interestingly, Guo et al. [Guo19]

utilized a similar idea but using only four keywords (“fixme, todo, hack, xxx”) to identify the “easy to

find” SATDs and applied supervised learning models to incrementally find the remaining “hard to find”

SATDs.

Limitation of the SOTA Active Learning approach:

• Costly in real-world: both steps (pattern-based method and machine learning) require the training data

to be labeled in order to proceed which can be costly in the real world, especially in a new domain.

More importantly, Jitterbug’s active learning strategy relies on the first step of the pattern-based method

in order to reach the target recall. Thus, without the labeled training data, Jitterbug’s guarantee in

reaching the user-specified recall would be almost impossible.

• Difficult for Active Learning: the first step of the pattern-based approach identified up to 90% of the

SATDs, but this makes it difficult for the active learning strategy to find the rest of 10% SATDs. This

can increase human effort to review the labels. This will be confirmed later in §7.1.3.

Hence, in this SATDs identification work, we aim to reduce the labeling cost of both SOTA works

including the SOTA semi-supervised learner from Yu et al. [Yu20] and the SOTA supervised learner from

Ren et al. [Ren19]. In the process of developing such a method, our investigation shows our proposed

method, DebtFree, also performs statistically similar or even better. The differences between our approach

and their are described in Table 4.3. The investigation explores the usefulness of unsupervised learning

through a mix of approaches: (1) unsupervised learning in low-resource setting (unlabeled data) can

frugally pseudo-label the training data, (2) an unsupervised learner acts as a preprocessor to filter out
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SATDs without relying on data labels in high-resource settings (labeled data), and (3) a tuned active

learning strategy to specialize the learning on the target dataset by filtering out the training datasets when

there is no benefit from learning on them anymore.

In order to overcome the previously documented limitations in identifying SATDs (i.e., the previous

supervised learning and active learning methods are expensive), unsupervised learning is a promising

direction, but not competent enough. To address this literature gap, it is an opportune time to propose the

DebtFree framework, which is based on the integration of unsupervised learning and active learning.

DebtFree investigates the combination of three approaches including pseudo-labeling, filtering, and

active learning with different candidates for each approach. DebtFree’s configurations are formulated

after exploring two scenarios: training data labels are known and training data labels are unknown. In the

case of low-resource (training data with no labels), we will pick DebtFree(0). On the other hand, given

resources (training data with labels), DebtFree(100) is employed instead.

4.3 Methodology

4.3.1 General Framework

Our proposed DebtFree is an end-to-end solution that labels the data, extends the data corpus, and identi-

fies SATDs in a semi-supervised learning approach. DebtFree is comprised of two settings DebtFree(0)

and DebtFree(100).

4.3.2 DebtFree(0)

When there is no access to the labels of the training data, our study shows that the filtering step is not

needed here and the best combination for DebtFree(0) consists of two steps: unsupervised learning with

CLA [Nam15] to cheaply pseudo-labels the training data, and then our proposed active learning strategy,

Falcon, to incrementally update and learn to identify the SATDs on the test data.

4.3.2.1 Pseudo-labeling via CLA/CLAFI

In the SOTA literature and comparative study of unsupervised models in defect prediction, CLA starts

with two steps of (1) Clustering the instances and (2) LAbeling those instances accordingly to the

cluster. In the low resource setting with no labels available, we can label/predict all instances. CLAFI

is an extension of CLA which is a full-stack framework that also include (3) Features selection and (4)

Instances selection. Both CLA and CLAFI were first proposed by Nam & Kim [Nam15] in the domain of

defect prediction. The intuition of such methods is based on the defect proneness tendency that is often

found in defect prediction research, that is the higher complexity is associated with the proneness of the

defects [D’A12; Has09b; Men07a; Nam15; Rah13; Tu21b]. Put simply, there is a tendency where the

problematic instance’s feature values are higher than the non-problematic ones. For instance, Hassan

et al. [Has09b] predicted defects using the entropy (or complexity) of code changes (the more complex

changes to a file, the higher the chance the file will contain faults). This tendency and CLA’s/CLAFI’s
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effectiveness were confirmed via the recent literature and comparative study of 40 unsupervised models in

defect prediction across 27 datasets and three types of features. They found CLA’s/CLAFI’s performance

is superior to other unsupervised methods while similar to supervised learning approaches. Moreover,

Tu et al. [Tu21b] recently applied this intuition in developing their method to further the SOTA work

for static analysis and issue close time prediction. Therefore, this study investigates and finds that the

hypothesized tendency is also applicable in SATDs data but only effective for the semi-automated method

but not the fully automated one. CLA is preferred over CLAFI but this study examines both before

choosing one over the other.

Before CLA or CLAFI, DebtFree(0) extracts features from each comment candidate as L2-normalized

terms (the square root of the sum of the squared vector) terms with the TF-IDF2 scores (after stop word

removal).

Clustering:

1. Find the median of feature F1, F2, ..., Fn (me d i a n (Fi )) across the whole dataset.

2. For each data instance X i , go through each feature value of the respective data instance to count the

time when the feature Fi >me d i a n (Fi ) as Ki .

Labeling: label the instance X i as SATD if Ki >me d i a n (K ), else label it as non-TD.

Feature Selection: Calculate the violation score per feature, called metric in the original proposal of

Nam et al. [Nam15]. The process is done on both the train and the test dataset.

1. For each Fi , go through all instances of X j , a violation happens when Fi at X j is higher than the

me d i a n (Ki ) but Yj = 1 and vice-versa.

2. Sum all the violations per feature across the whole dataset and sort it in ascending order.

3. Select the feature with the lowest violation score, if multiple of them have the same score then pick all

of them.

Instance Selection:

1. With the selected features, go through each instance X i and check if the respective Fj values violated

the proneness assumption then remove that instance X i .

2. If the dataset does not have instances with both classes at the end then pick the next minimum violation

score to select metrics.

3. This process is only done on the training dataset.

After selecting features with the minimum violation scores and removing the instances that violated

the technical-debt proneness tendency, a practitioner can train any machine learners on the preprocessed

training data to identify the SATDs from the unlabeled/test dataset. For this step, we picked Random

Forest which is also Jitterbug’s choice of learner after being compared across other ones [Yu20].

4.3.2.2 Active Learning via Falcon

The data that do not share the technical-debt proneness tendency is being continuously learned through

human and AI partnership, named Falcon as the proposed active learning strategy from this study. First, a

2For token t , its tf-idf score: Tfidf (t ) =
∑

d∈D Tfidf (t , d ), in which for token t in comment or document d , Tfidf (t , d ) =
w t

d × (log |D |
∑

d∈D sgn(w t
d )
+1) where w t

i is the number of times token t appears in document d .
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classification model (for SATD or non-SATD comments) is trained on the training dataset. When reading

the new comments, Falcon initially uses uncertainty sampling to quickly build the model, then switches

to certainty sampling to greedily find technical debt comments. The machine learner (RF) uses this

feedback from human to learn their models incrementally. These trained model then sorts the stream of

comments such that humans read the most informative ones first (and the comments are sorted again

each time a human offers a new label for a comment). After the found SATDs reach a specific threshold

then Falcon drops the training data and incrementally updates it with the target data. This is similar to

the separation action of the Falcon rocket to drop the thruster for boosting up the rocket’s speed after

reaching a required height. More specifically, Falcon executes as follows:

Step 1 Feature Extraction: Given a set of comments candidates, Falcon extracts features from each

candidate as L2-normalized terms with the highest TF-IDF. Initialize the set of labeled data

points as L←; and the set of labeled positive data points as LB ←;.
Step 2 Bootstrap Learning: Falcon utilizes the labeled training dataset to train a machine learning

model, i.e., Random Forest (Yu et al.’s choice of learner [Yu20]).

Step 3 Initial Sampling: Falcon starts by randomly sampling unlabeled candidate studies until humans

declare that they see N1 = 1 technical-debt examples.

Step 4 Uncertainty Sampling: Then, as human assessors offer labels, one example at a time, Falcon

trains and updates with weighting to control query with uncertainty sampling, until N2 = 10

technical-debt examples are found. Here, different weights are assigned to each class (WB =

1/|LB |, WN = 1/|LN |).
Step 5 Certainty Sampling: Next, Falcon trains further using certainty sampling and Wallace’s “ag-

gressive undersampling” [Wal10b] that culls majority class examples closest to the decision

boundary.

Step 6 Training Data Separation: Falcon drops training data after finding more than 10% of estimated

SATDs then the model is retrained on the reviewed target data.

Step 7 Early Stopping: Falcon stops training when it is estimated that N3 = 90% of the SATDs have

been found.

To generate the N4 estimate, whenever the RF model is retrained, Falcon makes temporary “guesses”

about the unlabeled examples (by running those examples through the classifier). To turn these guesses

into an estimate of the remaining technical-debt comments, Falcon:

1. Builds a fast and simple model, e.g., Logistic Regression, using the guesses. Faster feedback cycle to

update the model and for the users to make decisions

2. Using that regression model, Hard makes new guesses on the remaining unlabeled examples.

3. Loops back to step1 until the new guesses are the same as the guesses in the previous loop.

4. Uses this logistic regression model to estimate the remaining number of positive examples in the data.

The reader will note that there are many specific engineering decisions built into the above design

(e.g. the values {N1 = 1, N2 = 10, N3 = 90%}). Those decisions were initially made by Yu et al. [Yu18b]
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after exploring 32 different kinds of active learners. Those were later adopted by the SOTA active learning

framework Jitterbug [Yu20] for SATD identification.

4.3.3 DebtFree (100)

DebtFree(100) is inspired by the SOTA’s Jitterbug framework in the high-resource setting, i.e., have

access to labeled training data. Instead of a pattern-based approach with a active learning strategy, we

propose to replace the pattern-based approach with an unsupervised learner to filter out the highly

technical-debt prone comments. Then, the state-of-the-art active learning approach (i.e., Hard [Yu20])

guides the human experts to first start with training on training data labeled by the experts and then

identify all of SATD comments on new coming data.

4.3.3.1 Filtering via CLA

Here, SATDs from the test data can be early filtered out with CLA. However, instead of picking

t h r e s ho l dK =me d i a n (K ) to label the training and test data, we iterate t h r e s ho l dK = p e r c e n t i l e (a l lK , i )

for i from 50% to 95% percentile. Then, the best t h r e s ho l dK is the one with the highest precision

to identify the SATDs within the training set. The test set with Ki > b e s t _t h r e s ho l dK are labeled

as SATDs. Then, instances that meet the tendency in both test and training datasets are removed. The

intuition is similar to Yu et al. [Yu20] is that the “easier” SATDs can first be easily identified where

easier here means they share the tendency of the higher complexity is associated with the proneness of

the technical-debts.

4.3.3.2 Active Learning via Hard

The active learning strategy here is Hard from Yu et al. [Yu20]’s Jitterbug which is similar to Falcon (as

discussed previously in §4.3.2.2) except it does not filter out training data at any point in the learning

process. Another variation for comparison also includes Tu et al.’s Emblem [Tu20b]. Emblem only uses

one hundred randomly sampled labeled test data to start the active learning strategy. For Emblem, we

suspected that due to the randomness in sampling, in the first one hundred instances the performance will

Table 4.4 Differences between the active learning strategies for this study: EMBLEM [Tu20b], HARD [Yu20],
and our proposed approach, i.e., FALCON.

Emblem[Tu20b] Hard[Yu20] Falcon

start with learning on existing
training datasets. ✕ ✓ ✓

drop the training data and re-
train the model on the re-
viewed test data after attaining
a certain threshold of SATDs

✕ ✕ ✓
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(a) Emblem (b) Hard (c) Falcon

Figure 4.3 The visual analogy of rocket launching for the comparison of Emblem, Hard, and Falcon processes.

be unstable. In summary, the differences and similarities are documented in Table 4.4 and the performance

of all three methods will be compared in RQ4.2.1. For a more intuitive comparison, Figure 4.3 shows the

rocket launching process in each method. Emblem is cheap with no need for the booster (labeled training

data) but difficult to reach a substantial height (acquiring SATDs). Hard is effective but expensive to carry

the whole booster all the way till the end. Falcon is a hybrid that uses the booster upon launch to boost

the rocket’s speed but is discarded once the rocket reaches a certain height.

4.4 Experimental Design

4.4.1 Data

To validate this study’s hypothesis and the proposed methods’ effectiveness, we use the dataset from Mal-

donado et al. [Mal15] which has been corrected by Yu et al. [Yu20]. The dataset includes ten open-source

projects collected from Github: Apache-Ant-1.7.0, Apache-Jmeter-2.10, Hibernate-Distribution3.3.2.GA,

ArgoUML, Columba-1.4-src, EMF-2.4.1, jEdit-4.2, jFreeChart-1.0.19, jRuby-1.4.0, SQL12. The pro-

vided dataset contains project names, classification type (if any) with actual comments.

Table 4.5 lists the varying statistics of the comments found in these 10 projects. As only a small

ratio of the source code comments describe SATDs, it would be time-consuming to label all comments

manually. Thus, Maldonado and Shihab developed 5 filtering heuristics to eliminate comments that are

unlikely to be classified as comments [Mal15]: (1) remove license comments/auto-generated comments,

(2) remove commented source code, (3) remove Javadoc commented source comments, (4) group

multiple single-line comments together, and (5) removing duplicate comments. In the end, the number of

comments that require manual annotation was significantly reduced from 259,229 to 62,275 (reducing
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Table 4.5 Dataset Details

Project Release /
Year

Domain Comments Original
SATDs [Mal15]

Corrected
SATDs [Yu20]

Apache Ant 1.7.0 /
2006

Automating Build 4098 131 (3.2%) 135 (3.3%)

JMeter 2.10 / 2013 Testing 8057 374 (4.6%) 416 (5.2%)
ArgoUML - UML Diagram 9452 1413 (15%) 1630 (17.3%)
Columba 1.4 / 2007 Email Client 6468 204 (3.2%) 220 (3.4%)
EMF 2.4.1 /

2008
Model Framework 4390 104 (2.4%) 119 (2.7%)

Hibernate 3.3.2 /
2009

Object Mapping
Tool

2968 472 (16%) 493 (17%)

JEdit 4.2 / 2004 Java Text Editor 10322 256 (2.5%) 259 (2.5%)
JFreeChart 1.0.19 /

2014
Java Framework 4408 209 (4.7%) 247 (5.6%)

JRuby 1.4.0 /
2009

Ruby for Java 4897 622 (12.7%) 665 (13.4%)

SQuirrel - Database 7215 286 (4%) 313 (4.3%)
SUM 62275 4071 (6.5%) 4497 (7.2%)
MEDIAN 5683 271 (4.8%) 286 (5%)

the data by 75%).

Furthermore in their work [Mal15], two humans then manually classified each comment according to

the six different types of SATD mentioned by Alves et al. [Alv14] if they contained any SATD at all, else

marked them W I T H OU T _ C L ASS I F I C AT I O N . Note that, we do not use the fine-grained SATD

categories proposed by Maldonado et al. [Mal17], rather we focus on a binary problem of instances being a

SATD or not. Our study is concerned specifically with identifying if a problem is SATD (e.g., D E F E C T ,

I M P L E M E N T AT I O N , D E S I G N , etc) or not (W I T H OU T _ C L ASS I F I C AT I O N ). Similarly

to previous work [Yu20; Ren19], we have changed the final label into a binary problem by defining

WITHOUT_CLASSIFICATION as no and the rest of the categories as y e s . Stratified sampling of the

dataset is applied to check personal bias, revealing with a 99% confidence interval of 5%. A third human

verified the agreement between the two using stratified sampling and reported a high level of agreement

(Cohen’s Kapp [Coh68] coefficient of +0.81). The significantly high level of agreement indicates that the

dataset is unbiased and reliable.

On the contrary, Yu et al. [Yu20] inspected this dataset for biases, and found that 98% of the false

positives were wrongly labeled. The differences between the original and corrected SATDs count are

reported in the last two columns of the Table 4.5. Specifically, Maldonado et al. [Mal15] missed more

than 10% of the total SATDs. This discrepancy highlights the importance of validating prior research’s

conclusions, data, and methodologies should one employ them in their work, a process that might

add significant overhead to the amount of required effort. Fortunately, active learning offers feasible

remedial venues. Our proposed method DebtFree also established new state of the art that outshined the

state-of-the-art active learning method for technical debt, Jitterbug.
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4.4.2 Data Miners

There are several data miner options for the active learning part of the DebtFree(100) or supervised

learning part of the DebtFree(0). For this study, we only test simple and fast learners since the active

learning model is updated/re-trained frequently while practitioners appreciate quick feedback loop to

improve software,code, and technical-debts. Such learners include:

Logistic Regression: a statistical method that uses a logistic function to model a binary dependent

variable [HJ13]. A standard logistic function is a common “S” shape with Equation 4.1:

p (x ) =
1

1+ e −(β0+β1 x ) (4.1)

where p (x ) ∈ [0, 1] for all t . Fitting on the training data, logistic regression looks for the best parameter β

to classify input data x into two target classes {0, 1}. LR is used for estimating SATDs in DebtFree(100)’s

active learning.

Random Forest: an ensemble learning method that constructs a multitude of decision trees, each

time with different subsets of the data rows R and columns C 3. Each decision tree is recursively built

to find the features that yields the most reduction in entropy (higher entropy indicates lower ability to

draw conclusions in the paritioned data) [Bre87]. Test data is then passed across all N trees. Conclusions

are determined by a majority vote across all the trees [Bre01]. Holistically, RF is based on bagging

(bootstrap aggregation) which averages the results over many decision trees from sub-samples (reducing

variance). Both methods are popular in Machine Learning, and are implemented in the open-source

toolkit Scikit-learn [Ped11]. Random Forest is used for classifying SATD comments in DebtFree(0),

DebtFree(100), and Yu et al.’s Jitterbug [Yu20].

4.4.3 Experimental Process

Experiments are conducted on the SATD dataset with 10 projects described in §4.4.1. Each time, one

project is selected as a target project (with labels unknown) and the rest 9 datasets are treated as source

projects. This study addresses the following research questions:

RQ4.1: How well can the state-of-the-art unsupervised learning method identify SATDs?
RQ4.2: How can the state-of-the-art active learning framework be combined with the state-of-

the-art unsupervised learner?
RQ4.3: How does the proposed DebtFree perform against state-of-the-art models in identifying

SATDs?
Recall our study investigates the combination of three approaches including Pseudo-labeling, Filtering,

and Active Learning. In this big data era, there are available datasets easily curated from the web (e.g.,

Github) with no labels and we can harvest valuable insights from them without labeling the data. The first

RQ demonstrates that unsupervised learning by itself is not effective but it is useful for understanding

some hidden patterns and early filtering out SATDs. In order to extend both the unsupervised learning

approach and the active learning approach, the second RQ experiments different ways of integrating
3Specifically, using log2 C of the columns, selected at random.
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both frameworks in two settings with RQ4.2.1 where there is no access to the labels of the training

data and RQ4.2.2 where there is access to the labels. For RQ4.2.1, we test different candidates for all

three steps whereas in RQ4.2.2 we only focus on candidates for the filtering step and the active learning

step. With RQ4.2.1, we can simulate a real world situation of having data with no labels by hiding the

labels of the training data. During the active learning step across the experiments, the oracles are queried

for the target project, the ground truth labels are applied to label the queried comments to simulate the

human-in-the-loop labeling process.

From RQ4.2, we finalize the best combination for two settings from RQ4.2 as DebtFree(0) and

DebtFree(100). In RQ4.3, we assess DebtFree(0)/(100)’s usefulness by comparing them against the

SOTA semi-supervised learning work by Yu et al. [Yu20] (i.e., Jitterbug) and the SOTA supervised

learning work by Ren et al. [Ren19] (i.e., CNN). We recycle the available implementations of their

approaches instead of re-implementing them ourselves to generate the results. Therefore, we are more

confident that our conclusions or insights would align with the original work.

4.4.4 Statistical Testing

We employ Cohen’d effect size test to determine which results are similar by calculating me d i um_s t e p 2.

We take guidance from Sawilowsky [Saw09] at al.’s work to determine the value of d to be used. That

paper asserts that “small” and “medium” effects can be measured using d = 0.2 and d = 0.5, respectively.

We analyze this data looking for differences larger than d = (0.5+0.2)/2= 0.35. This d is higher than the

Jitterbug’s d = 0.2, ensuring the differences in the results are statistically significant, and consequently

higher confidence in the effectiveness of the proposed methods:

M e d i ums t e p 2 = 0.35 ·St d D e v (All results) (4.2)

4.5 Results

This section will provide details on the experiments and results for answering the research questions

listed above.

RQ4.1: How well can the state-of-the-art Unsupervised Learning method identify SATDs?
In this experiment, we compare the performance of the following five treatments:

• CLA: The unsupervised learner described in §4.3.2.1, which clusters the test data instances based

on the features’ median by marking the ones with features higher than the median as SATDs and

vice-versa.

• CLAFI+RF: A combination of CLAFI (§4.3.2.1) and the data miner RF (§4.4.2). It started with

pseudo-labeling the unlabeled training data with CLA. Then the data is preprocessed by removing the

features (for nine train and one target datasets) and instances (only on the nine training datasets) that

violated the assumption from CLA. Then we pick Random Forest as the learner choice from SOTA Yu

et al.’s Jitterbug work’s data miner of choice for supervised learning.

• CLA+RF: This is similar to the previous step except no features and instances preprocessing step.
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• Easy: The pattern-based approach, first step of Jitterbug. For each pattern p , find s c o r e = P r e c (p )4 ·
P (p ) = T P (p )4/P (p )3 where P (p ) is the number of comments p (positives) and T P (p ) is the number

of SATD comments containing p (true positives). We iteratively select the pattern with the highest

score, then removes comments containing that pattern from both train and test data until the selected

pattern has lower than 80% precision on the training data. Then, stop and evaluate.

• Easy+CLA: First, the pattern-based approach Easy filters out test data comments with patterns that

have more than 80% precision on training data and then passed to CLA for identified the rest of SATDs.

These pattern-based approaches can be seen as two groups: unsupervised learners (i.e., CLA variants)

and supervised learners (i.e., Easy and Easy+CLA). In term of the effectiveness of these methods, it

is recommended to evaluate with metrics that aggregate multiple metrics like F1 (a harmonic mean of

precision and recall):

• P r e c i s i o n = T P /(T P + F P )

• R e c a l l = T P /(T P + F N )

F 1=
2 ∗P r e c i s i o n ∗R e c a l l

P r e c i s i o n +R e c a l l
(4.3)

T P is the number of true positives (SATD comments predicted as SATDs), T N is the number of

true negatives (non-SATD comments predicted as non-SATDs), F P is the number of false positives

(non-SATD comments predicted as SATDs), and F N is the number of false negatives (SATD comments

predicted as non-SATDs).

In order to take effort into consideration for the performance of the model, we also employ APFD.

APFD calculates the area under the curve of the recall-cost curve whereas other metrics (e.g. precision,

recall, F1, G1) only evaluate a single point of the curve. APFD ranges from 0.0 to 1.0, with higher values

indicating that higher recall could be achieved at a lower cost, and thus, more advantageous. An APFD

value of 0.5 can be achieved by randomly select the next item each time.

• R e c a l l = |{SATDs}∩{human verified comments}|
|{SATDs}|

• C o s t = |{human verified comments}|
|{comments}|

Cautionary note: Menzies et al. [Men07b] warned that precision can be misleading for imbalanced

data sets like those studied here (e.g. Table 4.5 reports that the median of target class is 5%). Hence, we

will not report precision results and will not place much weight on F1. Table 4.6 shows the results of the

experiment. The Cohen’d effect size test is applied to determine which results are similar by calculating

me d i um_s t e p 2 or M across Recall, F1, APFD.

On each target project in Table 4.6, the darker cells show top rank while the lighter cells show

rank two. Different colors indicate the statistically significant difference at least equal or larger than the

best result substract the me d i um_s t e p 2 (M ). Observations from Table 4.6 include:

• Surprisingly, there is no improvements from the data preprocessing (metrics and instances selection)

and supervised learning (RF) step after CLA (except in F1 for ArgoUML and Hibernate projects).

• CLA performed similarly to Easy in the recall, better in APFD, and worse in F1. In another word, CLA
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Table 4.6 Comparison between CLA, CLAFI+RF, CLA+RF, Easy, and Easy+CLA are made in terms of
F1 score, G1, and APFD (the higher the better). Medians and IQRs (delta between 75th percentile and 25th
percentile, lower the better) are calculated for easy comparisons. CLA, CLA+RF, and CLAFI+RF do not have
access to training data’s labels while Easy and Easy+CLA do. Here, the darker cells show top rank while the
lighter cells show rank two where the difference between two ranks is statistically significant by being higher

than M reported in the left most column.
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CLA 65 72 55 67 67 62 79 55 64 65 65 5
CLAFI+RF 53 31 30 46 47 42 39 25 23 23 35 17

Recall CLA+RF 81 75 77 91 85 84 76 78 61 82 80 8
(M = 8%) Easy 58 77 41 27 90 75 22 55 88 90 67 47

Easy+CLA 93 96 82 91 95 95 98 71 98 98 95 7

F1

CLA 34 27 23 35 32 19 65 17 30 27 29 9
CLAFI+RF 14 12 4 8 36 25 18 8 9 20 13 12
CLA+RF 12 17 6 11 35 35 26 12 11 34 15 23

(M = 9%) Easy 74 87 58 42 94 86 37 71 93 95 80 35
Easy+CLA 17 19 9 12 48 46 13 17 15 42 17 29

APFD

CLA 73 73 61 78 72 65 91 61 70 72 72 8
CLAFI+RF 74 63 58 64 70 57 76 57 67 68 66 10
CLA+RF 74 74 64 73 53 62 80 64 64 68 66 9

(M = 6%) Easy 57 76 41 27 83 71 22 54 87 85 64 42
Easy+CLA 92 94 81 82 96 93 93 80 98 98 93 14

performed as well as Easy without access to the train labels.

• CLA+RF performed better than Easy in recall and APFD but lost in F1. CLA+RF performed better

than Easy without access to the training data’s labels.

• Notably, CLA+RF lost to CLA in both F1 and APFD so CLA’s performance is more balanced.

• Easy+CLA performed the best in Recall and APFD. Without CLA, Easy only performed the best in F1.

This indicates the effectiveness of CLA. Moreover, Easy relies on training data’s labels (i.e., supervised

learning) in order to identify SATDs when variants of CLA do not.

The results confirm the effectiveness of unsupervised learning (1) by itself or with supervised learning

in the case of no labels available, and (2) as a post-processor after the SOTA pattern-based approach.

There is a technical-debt proneness tendency within the data to identify SATDs. Moreover, this positive

effect also comes with the benefit of not needing access to the labels.

The negative results from preprocessing the data (metrics and instances selection) then supervised

learning show that the selected metrics and instances are not fully representative or relevant to identify

SATDs on new data. Simply, the technical-debt proneness tendencies that exist inside the training datasets

cannot be transferred completely to the target test dataset. Therefore, it might not be effective to learn

from the training data at all.

At the same time, in case there are resources available for labeling the training data, Easy is still

a useful pattern-based approach to automatically identify “easy to find” SATDs. Then, CLA can be

employed to identify the rest of SATDs. The combination of Easy+CLA should be the state-of-the-art

automatic method for identifying SATDs. It is simple without any deployment of a machine learning

model for the traditional supervised learning approach.

The findings of this RQ is that:
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From our exploration of various unsupervised learners, the original CLA by Nam et al. performs

the best. Moreover, CLA performs similarly to the SOTA pattern-based approach, Easy [Yu20],

without having access to the data’s labels (100% less effort).

Result:

RQ4.2: How can the state-of-the-art active learning framework be combined with the state-of-
the-art unsupervised learner?

In the situation where business users want to reach a specific amount of SATDs, our previously

discussed automatic methods would not be able to guarantee such recall. For this demand, an active

learning approach is more suitable [Yu20]. However, the SOTA active learner [Yu20] requires the training

data to be labeled which is very expensive why the RQ4.1’s unsupervised learning method is efficient but

not effective enough. Therefore, this RQ explores how to integrate both methods in order to minimize the

cost of labeling while improving the effectiveness in identifying SATDs in both settings of training data

labels unknown versus known.

RQ4.2.1: How to find SATDs with no access to labeled training data?

In the low-resource setting (unlabeled training data), unsupervised learning can help guess or pseudo-

label the training data with no cost or the experts can label the first 100 instances or 1% of the test data

before applying the active learning strategy. The following methods are tested in this experiment:

• Emblem: without utilizing the training data, we start with random 100 test data instances to incremen-

tally update the model to guide the developers to find SATDs.

• Pseudo-labeling (via CLA) + Filtering (via CLA) + Hard: First, apply unsupervised learning to

pseudo-label the training data that highly fits the hypothesized technical-debts proneness tendency with

zero human effort. Second, automatically identify the SATDs in test data via the same unsupervised

learner. Then, a active learning strategy (as explained in §4.3.2.2) with the data miner RF (referenced

in §4.4.2) to incrementally acquire information and update the model in identifying the SATDs that do

not fit such a tendency.

• Pseudo-labeling (via CLA) + Hard: This is synonymous with the previous one except skipping the

filtering via CLA step and simply apply Hard to incrementally learn and identify SATDs on both

frugally pseudo-labeled data and new data.

• Pseudo-labeling (via CLA) + Filtering (via CLA) + Falcon: First, apply unsupervised learning to

pseudo-label the training data based on the hypothesized technical-debts proneness tendency. Then,

the same method is employed to filter out the highly technical-debt prone SATDs in the test data. RF

model is applied to continuously train on the pseudo-labeled data and the rest of the test/target data

until the found SATDs are 10% of the estimated SATDs. Finally, the model will discard the cheaply

labeled training data while retraining the model on the reviewed test data so far and continuously until

the found SATDs are more than the user-specified threshold (i.e. 90%).

• Pseudo-labeling (via CLA) + Falcon: This is synonymous to the previous one except no early filtering

via CLA.

Beside F1 and APFD, we will also evaluate the methods in G1 and the labeling cost. G1 is a harmonic
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Table 4.7 Comparison between Emblem [Tu20b], P+Hard, P+F+Hard, P+Falcon, and P+F+Falcon where
P is Pseudo-Labeling and F is Filtering. P and F are done via CLA. The comparison is made in terms of F1
score, G-score, APFD, and cost for identifying SATDs in the low-resource labeled data setting. For F1 score,
G-score, and reviewing cost, both methods target at finding 90% of the SATDs with its estimator. Medians and
IQRs (delta between 75th and 25th percentile, lower the better) are calculated for easy comparisons. Here, the
light red cells show best performing methods where the difference between them are higher than M reported in

the left most column.
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F1

Emblem[Tu20b] 61 49 9 8 93 75 7 30 66 81 55 66
P+Hard 28 40 12 17 70 47 32 21 36 52 34 26
P+F+Hard 47 59 19 26 88 79 38 39 53 86 50 41

(M = 8%) P+Falcon 50 68 22 29 88 73 41 46 63 83 57 32
P+F+Falcon 30 49 17 22 76 64 35 39 41 73 40 29

G1

Emblem[Tu20b] 83 88 20 14 95 82 75 40 82 87 82 47
P+Hard 82 87 75 77 87 77 87 52 88 79 81 10
P+F+Hard 83 83 87 83 91 86 74 78 91 95 85 8

(M = 6%) P+Falcon 89 90 77 80 94 88 83 74 94 94 89 14
P+F+Falcon 79 86 75 76 88 85 72 78 84 92 82 10

APFD

Emblem[Tu20b] 92 92 77 82 90 84 88 87 95 90 89 6
P+Hard 77 81 66 78 81 67 90 63 81 77 78 14
P+F+Hard 86 91 79 86 89 77 95 75 90 85 86 11

(M = 3%) P+Falcon 90 93 81 84 88 83 93 69 93 89 89 10
P+F+Falcon 91 92 83 86 92 87 93 69 92 91 91 6

Cost

Emblem [Tu20b] 6 13 4 3 17 15 65 4 4 13 10 11
P+Hard 20 17 32 25 25 38 10 15 13 24 22 10
P+F+Hard 5 3 19 12 11 12 3 10 3 11 11 9

(M = 4%) P+Falcon 10 7 14 14 19 31 6 11 7 17 13 10
P+F+Falcon 10 9 13 11 13 20 4 12 9 16 12 4

mean of recall and false-alarm rate, F AR = F P /(T P +T N ):

G1=
2 ·Recall · (1−FAR)
Recall+ (1−FAR)

(4.4)

Table 4.7 reported the comparison between all the previously discussed methods across four metrics:

F1, G1, APFD, and the labeling Cost. F1, G1, and the labeling cost are measured for all methods aiming

to find 90% of the rest SATDs. Except for the labeling cost, the higher the values of the other metrics the

better. The labeling cost is for labeling the test data labels. Pseudo-labeling and Filtering are abbreviated

to P and F. Similarly to RQ4.1, we also employ Cohen’d medium effect size test [Saw09] to determine

the best treatment to determine the best treatments in each target project. From the results, we can see:

• F1: P+Falcon performed the best (9/10) while P+F+Hard performed the second-best (7/10).

• G1: P+Falcon outperformed the rest (9/10) while P+F+Hard’s performance is placed at second.

• APFD: P+F+Falcon’s performance is the best (9/10) while P+Falcon and Emblem performed similarly

as the second best (7/10).

• Cost: Emblem’s and P+F+Hard’s processes are the most efficient (7/10).

P+F+Hard always performed better than P+Hard across all four metrics. However, the same effect is

not observed in P+Falcon and P+F+Falcon due to Falcon losing some insights of frugally pseudo-labeled

data after dropping the training data at a certain threshold and the filtering step further reduce the insights
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Figure 4.4 Workflows of DebtFree(0) = Pseudo-Labeling (via Unsupervised Learning, i.e., CLA [Nam15]) +
Active Learning (via Falcon).

(i.e, highly technical-debt prone comments) for Falcon to learn. However, P+Falcon outperformed all

methods, except slightly lost to P+F+Falcon in G1, and makes the system experts read 3% more on

average. Falcon’s effectiveness overwrites the necessity of filtering. Moreover, P+Falcon’s performance

was better than P+Hard indicating the effectiveness of Falcon over Hard.

Overall, in the situation of having no access to the labeled training data, the effectiveness of Pseudo-

labeling (via CLA) + Falcon demonstrates that:

• Unsupervised learning can cheaply and quickly guess the labels of the training data to provide insights

for bootstrapping the active learning strategy. However, those frugally pseudo-labeled data do not have

enough insights to help Hard guide the experts efficiently to identify the SATDs the whole way up to

90%.

• Emblem alone is cost-efficient but it does not effectively identify the SATDs.

• A hybrid of both is more preferable as Falcon would drop training data with guessed labels after the

found SATDs are at least 10% of the estimated SATD% so there are enough insights to help Falcon

guide the experts to efficiently identify the rest of SATDs.

• The best configuration for a “label-free” process including a labeler to utilize the unlabeled data

for bootstrapping and the tuned active learning strategy is labeling via CLA and Falcon. Hence,

DebtFree(0) = Pseudo-labeling (via CLA) + Falcon as shown in Figure 4.4.

RQ4.2.2: How to find SATDs with having access to labeled training data?

For this research question, we are interested in the best configurations of DebtFree(100) to take

advantage of an abundant amount of labeled data from previous research work [Mal15; Yu20]. The

comparison is made through the F1 score, G1 score, APFD, and cost metrics. The methods are similar to

the previous RQ but without the labeling step:

• Filtering (via CLA) + Hard: First, apply unsupervised learning to learn the hypothesized technical-

debts proneness tendency on the humanly labeled training data then automatically identify the SATDs in

test data with zero human effort. Second, a active learning strategy adopted from the SOTA work [Yu20]
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Table 4.8 Comparison between Hard, F+Hard, Falcon, and F+Falcon in terms of F1 score, G-score, APFD,
and cost in identifying SATDs in the high-resource labeled data setting. Filtering-F are done via CLA. For F1
score, G-score, and reviewing cost, both methods target at finding 90% of the “hard to find” SATDs with its
estimator. Medians and IQRs (delta between 75th and 25th percentile, lower the better) are calculated for easy
comparisons. Here, the light red cells show best performing methods where the difference between them are
higher than M reported in the left most column.
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F1
Hard 48 59 28 25 94 82 29 53 84 92 56 55
F+Hard 34 52 23 24 82 66 44 51 73 80 52 29

(M = 8%) Falcon 55 70 28 44 93 73 50 48 54 82 55 25
F+Falcon 34 45 18 24 84 66 30 34 35 70 35 36

G1
Hard 93 92 88 87 98 89 93 82 97 96 93 8
F+Hard 90 91 86 85 95 86 92 80 98 94 91 8

(M = 2%) Falcon 86 90 83 78 96 90 88 80 96 94 89 11
F+Falcon 88 89 81 82 94 88 91 78 93 92 89 10

APFD
Hard 95 95 95 91 91 89 95 90 98 92 94 4
F+Hard 98 96 97 96 97 94 96 89 98 96 96 1

(M = 2%) Falcon 94 95 91 90 91 89 94 83 97 92 92 4
F+Falcon 97 97 94 92 96 92 98 76 98 96 96 5

Cost
Hard 13 11 14 20 18 17 14 10 4 14 14 6
F+Hard 8 7 5 12 11 10 9 7 5 10 9 3

(M = 2%) Falcon 9 7 11 9 12 20 3 9 8 14 9 4
F+Falcon 8 7 12 7 17 24 6 11 9 17 10 10

(§4.3.3.2) with the data miner RF (§4.4.2) to incrementally acquire information and update the model

in identifying the SATDs that do not fit such tendency.

• Hard (§4.3.3.2): This is synonymous with the previous one except no filtering via CLA in the beginning.

• Filtering (via CLA) + Falcon: The filtering step is the same as above. Then, an RF model is applied to

continuously learn on the unfiltered training data and the rest of the unfiltered test/target data until the

found SATDs are 10% of the estimated SATDs. Finally, the model will discard the labeled training data

while retraining the model on the reviewed test data so far and continuously until the found SATDs are

more than the user-specified threshold (i.e. 90%).

• Falcon (§4.3.2.2): This method is synonymous with the previous one except for no filtering step in the

beginning.

The results for this RQ are reported in Table 4.8. Similarly, F1, G1, and the labeling cost are measured

for all methods aiming to find 90% of the rest SATDs. Except for the labeling cost, the higher the values

of the other metrics the better. The labeling cost is for labeling the test data labels. Filtering is abbreviated

to F. Similarly to RQ4.1, we also employ Cohen’d medium effect size test [Coh95; Saw09] to determine

the best treatment to determine the best treatments in each target project. From the results, it is observed

that:

• F1: Hard’s and Falcon’s performance are similarly as the best ones (7/10).

• G1: Hard outshined the rest over all the projects while F+Hard performed as the second best (7/10).

• APFD: F+Hard outperformed the rest on ten out of ten projects and F+Falcon came in as second place

(7/10).
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• Cost: F+Hard is the most efficient in eight out of ten projects and then Falcon (6/10).

Falcon still outperformed F+Falcon across F1, G1, and cost while losing on APFD. However, Hard

outshined Falcon here, won in cost, drew in F1, and lost in G1 and APFD. This indicates that when

there is an abundant amount of labeled data, discarding them after reaching a certain threshold is not as

effective as just active learning on the rest since there is enough insights from the labels. Hard performed

similarly to F+Hard as the best ones across all methods by winning on F1 and G1 while losing on APFD

and cost. However, the benefit of filtering here is it helps stabilize Hard’s performance as Hard by itself

has a high variance across four metrics. As mentioned previously RQ4.1, F1 and G1 scores are only

single points of the curve while APFD calculates the area under the recall-cost curve. In the theme of

effort-aware, the best configurations of DebtFree(100) include Filtering (via CLA) with Hard as shown

in Figure 4.5.

From this RQ, we conclude that:

With the effort-aware theme, we investigate different combinations of active learners and CLA

across two settings of the training data, either with having 1-no access and 2-access to the labels

to propose DebtFree. In setting 1, or DebtFree(0), the best combination is Pseudo-Labeling

(via CLA) with our proposed active learner, Falcon. In setting 2, or DebtFree(100), the best

combination is Filtering (via CLA) with the SOTA active learner for SATDs identification, Hard.

Result:

RQ4.3: How does the proposed DebtFree perform against state-of-the-art models in identifying
SATDs?

For this research question, we are interested in the overall performance of DebtFree by comparing (1)

Figure 4.5 Workflows of DebtFree(100) = Filtering (via Unsupervised Learning, i.e., CLA [Nam15]) + Active
Learning (via Hard [Yu20]).
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Table 4.9 Comparison between DebtFree(0), CNN, Jitterbug, and DebtFree(100) in terms of F1 score, G-
score, APFD, and cost. For F1 score, G-score, and reviewing cost, both methods target at finding 90% of the
“hard to find” SATDs with its estimator. Medians and IQRs (delta between 75th and 25th percentile, lower the
better) are calculated for easy comparisons. Here, the darker cells show top rank while the lighter cells show
rank two where the difference between two ranks is statistically significant by being higher than M reported in
the left most column.
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F1
DebtFree(0) 50 68 22 29 88 73 41 46 63 83 57 32
CNN [Ren19] 60 62 51 45 82 78 52 51 76 87 61 27

(M = 8%) Jitterbug [Yu20] 24 55 61 17 21 34 23 75 47 23 29 32
DebtFree(100) 34 52 23 24 82 66 44 51 73 80 52 29

G1
DebtFree(0) 89 90 77 80 94 88 83 74 94 94 89 14
CNN [Ren19] 87 91 83 84 92 90 79 76 98 95 89 33

(M = 2%) Jitterbug [Yu20] 91 85 88 85 93 88 91 93 90 88 89 3
DebtFree(100) 90 91 86 85 95 86 92 80 98 94 90 8

APFD
DebtFree(0) 90 93 81 84 88 83 93 69 93 89 89 10
CNN [Ren19] 69 83 58 66 87 79 64 81 89 88 80 21

(M = 4%) Jitterbug [Yu20] 95 99 95 93 92 94 100 99 95 94 95 5
DebtFree(100) 98 96 97 96 97 94 96 89 98 96 96 1

Cost
DebtFree(0) 10 7 14 14 19 31 6 11 7 17 13 10
CNN [Ren19] 0 0 0 0 0 0 0 0 0 0 0 0

(M = 4%) Jitterbug [Yu20] 18 35 28 24 12 25 17 19 23 27 24 8
DebtFree(100) 8 7 5 12 11 10 9 7 5 10 9 3

“label-free” DebtFree(0), (2) the latest state-of-the-art deep convolutional neural network-based approach

[Ren19], (3) two-step SOTA Jitterbug approach [Yu20], and (4) DebtFree(100). The comparison is made

F1 score, G1 score, APFD, and cost metrics:

• DebtFree(0): First, apply unsupervised learning to label the unlabeled training data based on the

hypothesized technical-debts proneness tendency. Finally, Falcon is applied to continuously learn and

identify the rest of SATDs.

• Jitterbug [Yu20]: First apply pattern-based approach (i.e, Easy, described in §5’s RQ4.1) to automati-

cally identify the “easy to find” SATDs, then apply a active learning strategy (i.e., Hard, described in

§4.3.3.2) with RF as the learner of choice to guide humans in identifying the “hard to find” SATDs.

• CNN: deep learning solution that is based on a convolutional neural network structure with word2vec

features and hyperparameter tuning to classify each comment into SATD or non-SATD [Ren19].

• DebtFree(100): First, apply CLA as an unsupervised learner to filter out the test data that are most

likely to be technical debts. Then, the SOTA active learning strategy of Hard is applied to incrementally

identify the rest SATDs.

The results for this RQ are reported in Table 4.8. Similarly, F1, G1, and the labeling cost are measured

for all methods aiming to find 90% of the rest SATDs. Except for the labeling cost, the higher the values

of the other metrics the better. The labeling cost is for labeling the test data labels. Similar to RQ4.1, we

also employ Cohen’d medium effect size test [Coh95] to determine the best treatment to determine the

best treatments in each target project. From the results, it is observed that:

• F1: CNN outperformed the rest of the methods in eight out of ten projects and then DebtFree(0)’s
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performance is placed at second.

• G1: DebtFree(100) outshined the rest in nine projects and then Jitterbug came in second place.

• APFD: DebtFree(100) performed similarly as Jitterbug as the best ones in nine out of ten projects.

• Cost: CNN is the most efficient since it is modeled as a traditionally supervised approach while not

touching the test/target data.

DebtFree(100) performed similarly to the SOTA supervised learning approach of CNN [Ren19],

won in APFD, drew in G1, and lost in F1 and cost. However, DebtFree(100)’s performance exceeded

the SOTA two-step Jitterbug approach [Yu20] across three metrics (F1, G1, and cost) while performing

similarly in APFD. In particular, DebtFree(100) saved the labeling cost 250% from Jitterbug on average

(except in ArgoUML projects).

DebtFree(0) outperformed the SOTA two-step Jitterbug approach [Yu20] while performing similarly

to the SOTA supervised learning approach of CNN [Ren19]. DebtFree(0) won CNN in APFD, drew in

G1, and lost in F1 and cost. DebtFree(0) won Jitterbug in F1 and cost, drew in G1, and lost in APFD.

Specifically, DebtFree(0) saved the labeling cost almost double than Jitterbug on average (except in

ArgoUML and Hibernate project). However, DebtFree(0) lost to DebtFree(100) across four metrics. In

general, both of these SOTA work’s and DebtFree(100)’s effectiveness rely on the labeled training data,

without them, they might not exist. On the other hand, DebtFree(0) did not require the training data

to be labeled, and requiring no labels from the training data is already a win in itself. Specifically, out

of the total ten datasets, there are nine labeled training datasets (90%) so CNN needs 90% labeled data

while Jitterbug needs 92% on average while DebtFree(0) only need 1% of the data to be labeled (99%

cheaper).

Notably, Falcon having access to labeled training data actually surpassed CNN on three metrics (F1,

G1, and APFD) while losing in cost. Moreover, Falcon performed better than Jitterbug in F1 and cost,

similarly in G1, and lost in APFD. Specifically, Falcon saves the labeling cost 240% from Jitterbug on

average (except in ArgoUML project). Hence, Falcon is more balanced than Filtering (via CLA) and

Hard in term of effectiveness over both methods.

On a side note, active learning without the training data, Emblem, performed similarly to Jitterbug

(with access to labeled training data and a pattern-based approach) as Emblem won in F1 and Cost but

lost in G1 and APFD. Moreover, Emblem lost to Jitterbug by a small margin for G1 (median at 82 versus

89) versus APFD (median at 89 versus 95) but won over by a larger margin for F1 (median at 55 versus

29) and Cost (median at 13 versus 24). This restates how labeled training data and insights from them

are not completely transferred to the learning for the continuous strategy which contradicts the previous

SOTA’s conclusion.

Altogether, DebtFree’s effectiveness can be concluded that:
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Table 4.10 The left subtable showed TP/P rate after Easy and CLA while the right subtable are the median ratios
of estimated SATDs over actual SATDs per iteration of the active learning strategies of Emblem, DebtFree(0)’s-
D(0)’s Falcon, DebtFree(100)’s-D(100)’s Hard, and Jitterbug’s-J’s Hard [Yu20]. The median and IQR are also
reported for ease of comparison.

(a) Percentage of SATDs being identified by the
Easy and CLA in each project.

Datasets Easy CLA
SQuirrel 58 47
JMeter 77 22
EMF 41 25
Apache Ant 27 42
ArgoUML 90 45
Hibernate 76 31
JEdit 22 35
JFreeChart 55 13
Columba 88 18
JRuby 90 27
Median 67 29
IQR 47 13

(b) Median ratio of estimated SATDs over actual SATDs
across all iterations per project by each active learning method.
The higher the number than 100%, the more the approach
overestimate and vice-versa.

Datasets Emblem D(0)’s D(100)’s J’s
Falcon Hard Hard

SQuirrel 81 88 69 153
JMeter 94 104 83 429
EMF 13 101 75 76
Apache Ant 7 60 100 23
ArgoUML 125 93 58 1195
Hibernate 74 97 85 362
JEdit 122 71 85 148
JFreeChart 34 60 81 128
Columba 60 98 86 592
JRuby 72 103 84 826
Median 73 95 84 258
IQR 60 30 4 464

When comparing against the SOTA semi-supervised learning work by Yu et al. [Yu20] and the

SOTA supervised learning work (with deep learning) by Ren et al. [Ren19], our proposed method

DebtFree outperforms them significantly. First, DebtFree(100) performs similarly to Ren et al.

[Ren19]’s work and better than Yu et al. [Yu20]’s work while reducing the labeling cost by 2.5

times. Second, DebtFree(0) performs similarly to Ren et al. [Ren19]’s work without having

access to the training data’s labels and outperforms Yu et al. [Yu20]’s work while being 99% less

effort.

Result:

4.6 Threats of Validity

There are several validity threats [Fel10] to the design of this study. Any conclusion made from this work

must be considered with the following issues in mind:

Conclusion validity focuses on the significance of the treatment. To enhance conclusion validity, we

ran experiments on 10 different target projects and found that our proposed method always performed

better than the state-of-the-art approaches. More importantly, we applied a wider step (d = 0.35) for the

statistical testing of Cohen’d (described in RQ4.1 of §5) than the state-of-the-art work [Yu20] (d = 0.2)

so the observed effects are validated with more confidence. In addition, we have considered generalization

issues of single evaluation metrics (e.g., recall and precision) and instead evaluate our methods on metrics

that aggregate multiple metrics like F1 and G1 while being more effort-aware (APFD and cost). As

future work, we plan to test the proposed methods with additional analyses that are endorsed within SE
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literature (e.g., P-opt20 [Tu20b]) or general ML literature (e.g., MCC [Chi20]).

Finally, in order to understand why our proposed method outshines the others, we offer a deeper

analysis via Table 4.10. The SOTA active learning Jitterbug starts with the filtering step (Easy) before

active learning (Hard) on the rest. Recall §2.2.5, one of our hypothesized Jitterbug’s shortcomings is

Jitterbug’s Easy can find up to 90% of the SATDs can make it difficult for Hard to follow up and find

the rest of 10% SATDs. Hence, Table 4.10.a reported the percentage of SATDs being found via the

filtering step (Easy [Yu20] or CLA [Nam15]) and Table 4.9.b reported the median ratio of estimated

SATDs 0over actual SATDs across all iterations per project for Jitterbug’s Hard [Yu20] (after Easy),

DebtFree(0)’s Falcon, DebtFree(100)’s Hard (after CLA), and Emblem [Tu20b]. The hypothesis here

is that the higher the SATDs being discovered by the early filtering step, the harder it is to find the rest

of SATDs, and the higher the overestimation is done by the consequent active learning strategy. This

forces the human experts to review more comments than necessary, which results in more cost and effort.

For instance, in JRuby, Easy finds 90% of the SATDs so Jitterbug’s Hard has a difficult time finding the

rest 10% and ends up overestimating the rest SATDs on average by 8.3 times. Jitterbug’s Hard always

overestimates (up to 12 times than the actual SATDs) than the rest of the methods except in the case of

Apache Ant and EMF. Meanwhile, CLA only finds up to 29% of the SATDs on average so the estimation

of DebtFree(100)’s Hard is only 16% away of the actual SATDs and more balanced (i.e, lowest in IQR).

With no prior filtering step, Emblem tends to underestimate by 27% but DebtFree(0)’s Falcon has the

closest estimation to the actual SATDs , i.e., 95%.

Internal validity focuses on how sure we can be that the treatment caused the outcome. To enhance

internal validity, we heavily constrained our experiments to the same dataset, with the same settings,

except for the treatments being compared.

Construct validity focuses on the relation between the theory behind the experiment and the

observation. To enhance construct validity, we compared solutions with and without our strategies in

Table 4.7 and 4.8 while showing that both components (unsupervised learning with CLA and active

learning of Falcon/Hard) and in both settings (low-resource labels versus labels abundant) to improve

the overall performance. However, we only showed that with our setting of featurization and default

parameters of random forest learners. The performance can get even better by tuning the parameters,

variety of scalers, and different data preprocessors (e.g., synthetic minority over-sampling or SMOTE

that is known to help with unbalanced datasets [Agr18a; Cha02]). We plan to explore these in our future

work.

External validity concerns how widely our conclusions can be applied. In order to test the generaliz-

ability of our approach, we always kept a project as the holdout test set and never used any information

from it in training.

4.7 Conclusion and Future Work

Managing Self-Admitted Technical Debts are important to maintaining a healthy software project. The

current automated solutions do not have satisfactory precision and recall in identifying SATDs to fully
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automate the process. Moreover, the learning requires the training data to be labeled, which is not always

available because of high cost and labor as the case discussed in §4.2.1. We showed that there is a

“technical-debt proneness tendency” in the data where SATDs are associated with higher complexity of

the data. In order to reduce the label famine and human effort, a half-automated two-mode framework

was proposed, called DebtFree. If there is a lack of labeled data, DebtFree(0) first pseudo-labels the

training data’s labels using an unsupervised learning method that is based on “technical-debt proneness

tendency”. When there are abundant labeled training data, DebtFree(100) applies the same unsupervised

learner to find the best tendency on the training data to filter out the highly prone SATDs from the test

data. Then, an active learning model iteratively trains and update on both historically labeled data and

new human-labeled ones while guiding the human experts to target the most likely SATDs according to

the model’s ranking. Our proposed active learning method (i.e, Falcon) is the best one for DebtFree(0)

while Yu et al.’s Hard [Yu20] is the best one for DebtFree(100). The process can be repeated till the

estimated recall from the model reaches the predefined target recall. Our findings include:

1. When combining the previous SOTA’s pattern-based approach (i.e., Easy) and a simple unsupervised

learning (i.e., CLA), the performance is higher than Easy alone without any human effort. Therefore,

Easy+CLA should be considered as the new simple baseline method for identifying SATDs.

2. In case of low-resource data, a combination method of CLA to pseudo-label the training data and

a novel active learning strategy (i.e., Falcon) surpassed both the SOTA semi-automated method

Jitterbug [Yu20] and the SOTA deep learning automated method CNN [Ren19]. This serves as a

proof-of-concept of how unsupervised learning can cheaply label the training data to bootstrap the

active learning of a machine learning model to identify SATDs on the test data.

3. In case of having access to the labeled data, a combination method of CLA to filter out the highly

prone SATDs and Hard performed similarly to Ren et al.’s CNN [Ren19] while outperforming Yu et

al. [Yu20] (5/8 cheaper).

4. Falcon is our novel active learning method for its effectiveness in identifying SATDs by frugally

pseudo-labeling data and also when having access to the training data labels (as Falcon without filtering

performed better than both SOTA methods, in RQ4.3).

5. The success of those methods for technical debt suggests that there could be many more domains

in software analytics that could benefit from unsupervised learning. As mentioned above, those

benefits include the ability to commission new models, faster, with much less time consuming and less

error-prone labeling of examples.

6. Overall, our proposed super learning method with DebtFree is the most effective and efficient in

identifying SATDs.

That said, DebtFree still suffers from the validity threats discussed in §7.1.3. To further reduce those

threats and to move forward with this research, we propose the following future work:

• Apply hyper-parameter tuning on data preprocessing and model configuration to see if our current

conclusions still hold and whether tuning can further improve the performance.

• Explore more complex patterns (other than just single word patterns Easy has explored).

• Survey more advanced feature engineering in the active learning strategy for finding the rest of SATDs.
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For example, explore N-gram patterns [Wat19] and word embeddings with deep neural networks [Fli19].

• Explore other sampling techniques to help with unbalanced class data (one of the key characteristics

for SATDs [Ren19]).

• Test whether replacing the random forest model in DebtFree with a deep learning model (i.e.,

CNN [Ren19]) will further improve its performance.

• Try different settings of labeling and filtering (via unsupervised learning) combine with a deep learning

model (i.e., CNN [Ren19]) to automatically identify the SATDs.

• Survey other unsupervised learning methods for frugally pseudo-labeling and filtering data.

• Extend the work to other forms of technical debts (e.g., architecture debt, requirement debt, etc) and

other software engineering domains (e.g., security, issue close times, static warning analysis, etc) and

compare it with other state-of-the-art methods which continue to appear.

4.7.1 Answer to the dissertation’s RQs

Therefore the answers for the original RQII and RQIII for this thesis shall be:

• RQ4.2: What else can the system leverage on beside human experts? The system can leverage the fixed

knowledge associated with the domain.

• RQ4.3: How to minimize cold start issue in labelling? Previous work utilized training on the labelled

data which can be expensive, error-prone, and not always available. However, using domain knowledge

with unsupervised learning, we can pseudo-label the data to initially train on before starting the labelling

process.
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CHAPTER

5

FRUGAL STUDY - AUTO LEARNING
SPECIFIC DOMAIN KNOWLEDGE

This chapter comes from the paper “FRUGAL: Unlocking Semi-Supervised Learning for Software

Analytics” [Tu21b]. The success story of this chapter are, that, specific domain knowledge for each

project can be learned by grid-search fashion and the in-the-loop fashion can be retired with statistically

better performance. But note that later in the proposal we will say that there are more domains to be

learned from and the learning process can be improved with the state-of-the-art tuning processes.

5.1 Introduction

Software analytics can guide improvements to software quality, maintenance and security. For example,

analytics can discover which static code warnings are adoptable [Yan20; Wan18b]; whether the new

issues can be easily fixed [Yed21; Man19]; where software defects are likely to occur [Agr19; Ost04];

which comments likely to contain technical debts [Mal15; Yu20]; what the current health conditions of

these open-source projects [Xia20]; or how to distinguish security bug reports [Shu19].

However, models that perform these software analytics tasks typically learn from labeled data.

Generating such labels can be extremely slow and expensive. For instance, Tu et al. [Tu20b] reported that

manually reading and labeling 22, 500+ commits required 175 person-hours (approximately nine weeks),

including cross-checking among labelers. Due to the labor-intensive nature of the process, researchers

often reuse datasets labeled from previous studies. For instance, Lo et al. [Yan15], Yang et al. [Yan16b],

and Xia et al. [Yan17b] certified their methods using data generated by Kamei et al. [Kam13]. While this

practice allows researchers to rapidly test new methods, it leaves the possibility for any labeling mistake

69



to propagate to other related works. In fact, in technical debts identification, before reusing prior work’s

data [Mal15], Yu et al. [Yu20] discovered that more than 98% of the false positives were actually true

positives, casting doubt on work that used the original dataset. Hence, along with the lessons from the

last chapter, it is timely to ask:

Can we further reduce the labeling effort associated with building models beside incorporate

fixed domain knowledge?

Unsupervised learning techniques that learns patterns from unlabeled data is a promising direction for

software analytics. Such learning has been used for buggy/non-buggy classification [Yan16b; Xu21;

Yan17a; Zha16; Yan16a]. The state-of-the-art (SOTA) unsupervised learner is Nam & Kim [Nam15]’s

CLA(C ) method. CLA is based on the binary split of the output space at the aggregated median (C = 50%)

of all features’ median in the data. However, other areas and different datasets may not share the same

data characteristics for the default CLA (C = 50%) to perform well. To address this gap, our study adopts

and extends CLA from defect prediction to other software analytics like static code warnings and issues

close time.

Promising extensions for unsupervised learning involves finding different control settings to configure

the system (hyperparameter tuning) and validating on small labeled data regions (e.g., 2.5%) before

applying the best setting to the test data. Recent software engineering (SE) research shows many domains’

SOTA can be improved with hyperparameter tuning [Agr19; Che18; Fu17a; Fu16b; Agr18a; Nai17].

DODGE is one prominent optimizer which shows the output space of the models on low-dimensional

data can be easily surveyed through dodging away from (1) prior options or options that resulted (2) in

statistically similar performance. Simply, the central function of CLA (binary split of the output space

via aggregated C ) is synonymous to SE’s SOTA optimizer DODGE with less information required, a

reduction of 97.5% train data’s labels. Specifically, our work proposed FRUGAL(C ) = three different

modes of CLA (as shown in Figure 5.1) with C = {5% to 95%, increments by 5%} where all the

combinations can be easily executed in a grid search manner.

To understand and validate the FRUGAL system, we investigate the following research questions:

RQ5.1: How much labeled data (L%) that FRUGAL requires?

From our investigation of various L values, FRUGAL’s performance plateaus beyond L ≥ 2.5%

and FRUGAL’s success is not altered by large changes to L .

Result:

RQ5.2: How does FRUGAL perform in adoptable static code warnings identification?

When comparing to the SOTA solution in EMSE’20 [Yan20], FRUGAL wins on recall, loses in

AUC, and draws in FAR with only 2.5% of the labeled train data.

Result:
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Figure 5.1 Three different modes of CLA devised from Nam & Kim [Nam15] for defect prediction.

It is opportune that in this adoptable static code warnings identification and issue close time prediction

work, we aim to reduce the reviewing cost of these labeling methods by two methods (1) label-free

approach with unsupervised learning, or (2) tuned semi-supervised learning to optimize the unsupervised

learner’s configurations in the grid search manner while validating the results on a small amount of the

labeled data, i.e., 2.5%.

5.2 Background and Related Work

5.2.1 Studying Static Code Warnings

5.2.1.1 Background

Static code warning tools detect potential static code defects in source code or executable files at

the stage of software product development. This covers a range of potential defects such as common

programming errors, code styling, in-line comments common programming anti-patterns, style violations,

and questionable coding decisions. The distinguishing feature of these tools is that they make their

comments without reference to a particular input. Nor do they use feedback from any execution of the

code being studied. Examples of these tools include PMD1, Checkstyle2 and the FindBugs3 tool.

One issue with static code warnings is that they generate a large number of false positives. Many pro-

grammers routinely ignore most of the static code warnings, finding them irrelevant or spurious [Wan18b].

1https://pmd.github.io/latest/index.html
2https://checkstyle.sourceforge.io/
3http://findbugs.sourceforge.net

71

https://pmd.github.io/latest/index.html
https://checkstyle.sourceforge.io/
http://findbugs.sourceforge.net


Table 5.1 Categories of Wang et al. [Wan18b]’s selected features. (8 categories are shown in the left column, and
95 features explored in Wang et al. are shown in the right column with 23 golden features in bold.)

Category Features

Warning
Combination

size content for warning type;
size context in method, file, package;
warning context in method, file, package;
warning context for warning type;
fix, non-fix change removal rate;
defect likelihood for warning pattern;
variance of likelihood;
defect likelihood for warning type;
discretization of defect likelihood;
average lifetime for warning type;

Code
characteristics

method, file, package size;
comment length;
comment-code ratio;
method, file depth;
method callers, callees;
methods in file, package;
classes in file, package;
indentation;
complexity;

Warning
characteristics

warning pattern;
type, priority;
rank, warnings in method, file,
package;

File
history

latest file, package modification;
file, package staleness;
file age; file creation;
deletion revision; developers;

Code
analysis

call name, class, parameter signature,
return type;
new type, new concrete type;
operator;
field access class, field;
catch;
field name, type, visibility, is static/final;
method visibility, return type,
is static/ final/ abstract/ protected;
class visibility,
is abstract / interfact / array class;

Code
history

added, changed, deleted, growth, total, percentage
of LOC in file in the past 3 months;
added, changed, deleted, growth, total, percentage
of LOC in file in the last 25 revisions;
added, changed, deleted, growth, total, percentage
of LOC in package in the past 3 months;
added, changed, deleted, growth, total, percentage
of LOC in package in the last 25 revisions;

Warning
history

warning modifications;
warning open revision;
warning lifetime by revision, by time;

File
characteristics

file type;
file name;
package name;
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Table 5.2 Summary of Yang et al. [Yan20]’s data distribution. The gray cells are median values for the corre-
sponding columns.

training set test set

Dataset Features Instance
Counts

Adoptable
Ratio(%)

Instance
Counts

Adoptable
Ratio(%)

commons 39 725 7 786 5
phoenix 44 2235 18 2389 14

mvn (maven) 47 813 8 818 3
jmeter 49 604 25 613 24

cass (cassandra) 55 2584 15 2601 14
ant 56 1229 19 1115 5

lucence 57 3259 37 3425 34
derby 58 2479 9 2507 5

tomcat 60 1435 28 1441 23

Such warnings are considered as “unadoptable” since programmers just ignored them. Between 35% and

91% of the warnings generated from static analysis tools are known to be unadoptable. This high false

alarm rate is one of the most significant barriers for developers to use these tools [Thu15; Avg15; Joh13].

Hence it is prudent to learn to recognize what kinds of warnings programmers usually act upon so the

tools can be made more useful by first pruning away the unadoptable warnings. Various approaches have

been tried to reduce these false alarms including graph theory [Boo08; Bha12], statistical models [Che05],

and ranking schemes [Kre04]. Previous work [Yan20] referred to the target warnings found by these

approaches as “actionable” warnings, but we found that it actually refer to “adoptable” warnings that were

adopted. That means the warnings that are adopted by developers do not necessarily mean the warnings

are actionable (some developers still need to consult external sources to figure out the solutions).

5.2.1.2 Data and Algorithms

The data for this chapter comes from a recent study by Wang et al. [Wan18b]. They conducted a systematic

literature review to collect all public available static code features generated by widely-used static code

warning tools (116 in total):

• All the values of these collected features were extracted from warning reports generated by FindBugs

based on 60 revisions of 12 projects.

• To ensure the difference between prior and later revision intervals of a project is adequate for the solid

conclusions to be drawn, Wang et al. [Wan18b] set revision intervals for different projects, e.g., 3

months for Lucene and 6 months for Mvn. Each project in this study has at least two-years commit

history.

• To eliminate ineffective features to the results of those learners, a greedy backward selection algorithm

is applied. Then they isolated 23 features as the most useful ones for identifying adoptable static code

warnings.

• They called these features the “golden set”; i.e. the features most important for recognizing adoptable

static code warnings.

To the best of our knowledge, this is the most exhaustive research about static warning characteristics yet
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Table 5.3 Differences between FRUGAL and Zhang et al. [Zha17]

FRUGAL (this
chapter)

Zhang et al.
[Zha17]

Core
Assumption

Applies SE domain
knowledge; i.e.
higher complexity
is associated with
target instances
(which we measure
as being above C )

Applies graph the-
ory; i.e. continuity
and clustering (sim-
ilar things have sim-
ilar properties).

Hyperparameter Yes No
Optimization
Class
Rebalancing

No Yes (with the Lapla-
cian score sampling
strategy)

published.

As shown in Table 5.1, the “golden set” features fall into eight categories. These features are the

independent variables used in this study. To assign dependent labels, we applied the methods of Liang et

al. [Lia10]. They defined a specific warning as adoptable if it is closed after the later revision interval.

By analyzing FindBugs output from two consecutive releases of nine software projects, collecting

the features of Table 5.1, and then applying the Liang et al.’s definitions, we created the data of Table

5.2. In this table, the “training set” refers to release i − 1 and the “test set” is release i . In this study,

we only employ two latest releases. One of many extensive studies exploring the usage of Machine

Learning (ML) in this area is Heckaman et al. [Hec09]. They applied 15 ML algorithms to recognize the

adoptable warnings (programmers can act upon) based on 51 features derived from static analysis tool,

they achieved recalls of 83-99 % (average across 15 data sets). The SOTA system that we will compare

against is from Yang et al. [Yan20] where they took advice from Ghotra et al. [Gho15] to compare

several representative non-neural learners (Table 9 of [Gho15]) in software analytics with various popular

neural-network models. They found that all treatments performed similarly to each other but non-neural

learners did that with less time than deep learners.

Note that, for any particular data set, the 23 features of Table 5.1, can grow to more than 23 features.

For example, consider the “return type” feature in the “code analysis” category. This can include numerous

return types extracted from a given project, which could be void, int, URL, boolean, string, printStream,

file, and date (or a list of any of these periods). Hence, as shown in Table 5.2, the number of features in

our data varied from 39 to 60.

5.2.2 Evaluation

5.2.2.1 Measures of Performance

Since we wish to compare our approach to prior work, we take the methodological step of adopting

the same performance scores as that seen in prior work. Let TP, TN, FP, FN are the true positives, true

negatives, false positives, and false negatives (respectively), then Yang et al. [Yan20] used AUC, recall,
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and false-alarm while Yedida et al. [Yed21] using only accuracy for their studies. We also add precision

and f1 for additional validation (but see our cautionary note at the end of this list):

• AUC (Area Under the ROC Curve) measures the two-dimensional area under the Receiver Oper-

ator Characteristic (ROC) curve [Wit16; Hec11]. It provides an aggregate and overall evaluation

of performance across all possible classification thresholds to overall report the discrimination of a

classifier [Wan18b].

• Precision = T P /(T P + F P ) represents the ability of one algorithm to identify instances of positive

class among the retrieved positive instances.

• Recall = T P /(T P + F N ) represents the ability of one algorithm to identify instances of positive class

from the given dataset.

• F1 = (2 ∗P r e c i s i o n ∗R e c a l l )/(P r e c i s i o n +R e c a l l ) is the harmonic mean of both precision

and recall metrics.

• False Alarms (FAR) = T N /(T N + F P ) measures the instances that are falsely classified by an

algorithm as positive which are actually negative. This is an important index used to measure the

efficiency of a model.

• Accuracy = (TP+TN )/(TP+TN +FP+FN ) is the percentage of correctly classified samples.

• In the effort-aware theme of this chapter, we are interested in the labeling effort to commission new

models building which is Cost = |{human verified comments}|
|{comments}| .

• Except for FAR and Cost, for the rest of these metrics (Accuracy, Recall, and AUC), the higher the

value, the better the performance.

Cautionary note: Menzies et al. [Men07b] warns that precision can be misleading for imbalanced data

sets like that studied here (e.g. Table 5.2 reports that for static warning analysis, the median of target

class is 15%). Hence, while we do not place much weight on classifiers that fail on precision or F1.

5.2.2.2 Statistical Analysis

With the deterministic nature, we employed Cohen’d effect size test to determine which results are

similar by calculating me d i um_s t e p 2 across Recall, False Alarm, AUC, Accuracy, and cost. As to

what d to use for this analysis, we take the advice of a widely accepted Sawilowsky et al.’s work [Saw09].

That paper asserts that “small” and “medium” effects can be measured using d = 0.2 and d = 0.5

(respectively). Splitting the difference, we will analyze this data looking for differences larger than

d = (0.5+0.2)/2= 0.35:

M e d i ums t e p 2 or M = 0.35 ·St d D e v (All results) (5.1)

The SOTA adoptable code warnings identifier and the SOTA issue close time predictor also validated

their results with this test but with d = 0.35 and d = 0.3 respectively.
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5.3 Methodology

5.3.1 General Framework

Our approach, shown in Algorithm 1, extends unsupervised learning with some semi-supervised learning

and tuning. Nam et al.’s CLA is the SOTA unsupervised learner for defect prediction, which is also

confirmed by Xu et al. [Xu21]’s large-scale study. Zhang et al. [Zha17] did propose NSGLP and certified

their method by varying the size of labeled software modules from 10 to 30% of all the NASA datasets.

The differences between our approach and their are listed in the Table 5.3. They claimed that the proposed

method outperformed several representative state-of-the-art semi-supervised ones for software defect

prediction. However, reproducing that paper is complex since it was written before the current focus on

research paper artifacts (so that paper has no reproduction package). Moreover, recent and widely cited

studies argue that the datasets used in that analysis are of dubious quality [Pet16; She13].

As shown in Figure 5.1, CLA consists of three modes: CLA, CLA+ML, and CLAFI+ML. This study

shall adopt and extend CLA with tuning in the grid search manner of (1) three modes of CLA while

varying (2) the C % percentile parameter. Simply, as illustrated in Algorithm 1, FRUGAL finds the best

combination of unsupervised learners = {CLA, CLA+ML, CLAFI+ML} and C = {5% to 95% increments

by 5%}. The author only proposed CLA and CLAFI+ML but CLA+ML is a natural medium that can be

useful during the tuning process.

We explain the details of our approach in §4.2, §4.3, and §4.4.

5.3.2 CLA

In the SOTA comparative study of unsupervised models in defect prediction, CLA starts with two steps

of (1) Clustering the instances and (2) LAbelling those instances accordingly to the cluster. In the setting

with no train data available, we can label or predict all new/test instances, as shown in the first block of

Figure 5.1.

Algorithm 1: Pseudocode of FRUGAL
Input: train_data, tune_data, test_data
Output: result

1 percentiles = range(5, 100, 5)
2 methods = [CLA, CLA_ML, CLAFI_ML]
3 best_result = -1
4 best_model = None
5 for M in methods do
6 for C in percentiles do
7 model = M(C).fit(train_data)
8 temp_result = model.predict(tune_data)
9 if isBetter(temp_result, best_result) then

10 best_result = temp_result
11 best_model = model

12 return best_model.predict(test_data)
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Clustering:

1. Find the median of feature F1, F2, ..., Fn (p e r c e n t i l e (Fi , C )) where C = 50% across the whole

dataset.

2. For each data instance X i , go through each feature value of the respective data instance to count the

time when the feature Fi > p e r c e n t i l e (Fi , C ) as Ki .

labeling: label the instance X i as the positive class if Ki >me d i a n (K ), else label it as the negative

class.

The intuition of such methods is based on the defect proneness tendency that is often found in

defect prediction research, that is the higher complexity is associated with the proneness of the defects

[Nam15]. Simply, there is a tendency where the problematic instance’s feature values are higher than

the non-problematic ones. This tendency and CLA’s/CLAFI+ML’s effectivenesses are confirmed via

the recent literature and comparative study of 40 unsupervised models in defect prediction across 27

datasets and three types of features by Xu et al. [Xu21]. They found CLA’s/CLAFI+ML’s performances

are superior to other unsupervised methods while similar to supervised learning approaches. Therefore,

this study investigated and found that the hypothesized tendency is also applicable in issues close time

prediction and adoptable static code warning identification data but not with C at the median (C = 50%).

This opens opportunities for hyperparameter tuning.

5.3.3 CLA + ML

If there is an abundant train data in the wild but without labels, CLA can pseudo-label the train data

before applying any machine learner in the “supervised” manner (as shown in the second block in

Figure 5.1). For this step, we take Nam & Kim [Nam15]’s advice to incorporate Random Forest [Bre01]

(RF, described in §4.5.1), an ensemble of tree learners method, as the machine learner of choice.

5.3.4 CLAFI + ML

CLAFI is an extension of CLA which is a fullstack framework that also include (3) Features selection and

(4) Instances selection. The setting is similar to CLA+ML, as shown in the third block of Figure 5.1,

the pseudo-labeled train data (from CLA) and unlabeled test data will be processed with FI and F
respectively. Finally, machine learner can train the processed pseudo-labeled train data and then predict

on the processed test data.

Feature Selection: Calculate the violation score per feature, called metric in the original proposal of

Nam et al. [Nam15]. The process is done on both the train and the test dataset.

1. For each Fi , go through all instances of X j , a violation happens when Fi at X j is higher than the

p e r c e n t i l e (Ki , C ) where C = 50% but Yj = 1 and vice-versa.

2. Sum all the violations per feature across the whole dataset and sort it in ascending order.

3. Select the feature with the lowest violation score, if multiple of them have the same score then pick all

of them.

Instance Selection:
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1. With the selected features, go through each instance X i and check if the respective Fj values violated

the proneness assumption then remove that instance X i .

2. If the dataset do not have instances with both classes at the end then pick the next minimum violation

score to select metrics.

3. This process is only done on the train dataset.

After selecting features with the minimum violation scores and removing the instances that violated

the proneness tendency, a practitioner can train an RF model on the processed train data to identify the

target classes from the processed test dataset.

5.3.5 Machine Learning Models

5.3.5.1 Random Forest (RF)

is an ensemble learning method that operates by constructing a multitude of decision trees, each time

with different subsets of the data rows R and columns C 4. Each decision tree is recursively built to find

the features that reduce most of entropy, where a higher entropy indicates less ability to draw conclusions

from the data being processed [Bre87]. Test data is then passed across all N trees and the conclusions

are determined (say) a majority vote across all the trees [Bre01]. Holistically, RF is based on bagging

(bootstrap aggregation) which averages the results over many decision trees from sub-samples (reducing

variance).

5.3.5.2 Support Vector Machine (SVM)

is a classifier defined by a separating hyperplane [Suy99]. Soft-margin linear SVMs are commonly

used in text classification given the high dimensionality of the feature space. This was recommended by

Yang et al. [Yan20] as the state of the art for our adoptable static code warning identification domain. A

soft-margin linear SVM looks for the decision hyperplane that maximizes the margin between training

data of two classes while minimizing the training error (hinge loss):

minλ∥w ∥2+

�

1

n

n
∑

i=1

max
�

0, 1− yi (w · xi − b )
�

�

(5.2)

where the class of x is predicted as s g n (w · x − b ).

Both SVM and RF are popular in the field of ML and implemented in the popular open-source toolkit

Scikit-learn by [Ped11].

5.3.5.3 Feedforward Neural Networks

is the first and simplest technology devised from artificial neural network [Sch15]. The information

moves in the forward direction only, starting from the input nodes through the hidden nodes and to the

output nodes. At each node of these networks, the inputs are multiplied with weights that are learned,

and then an activation function is applied. The weights are learned by the backpropagation algorithm

4Specifically, using log2 C of the columns, selected at random.
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[Rum85]. This uses just a few layers while the “deep" learners use many layers. Also, the older methods

use a threshold function at each node, while feedforward networks typically use the Rectified Linear

Unit function [Nai10] of f (x ) =max(0, x ). This is the base learner for our second domain’s state of the

art where Yedida et al. [Yed21] proposed a framework combining different preprocessors and different

configurations of the simple feedforward neural network.

5.4 Results

In order to make sure our proposed method’s effectiveness is not affected by the bias between deter-

ministic and non-deterministic models or the bias of uncertainty, we randomly shuffle train/test sets

and incorporate stratified sampling with five bins (ensuring that the class distribution of the whole data

is replicated in each bin). The process is repeated for the train data but also includes an extra 2.5%

validating partition for each 97.5% tuning partition. The median 2.5% of labeled train data for static

warning analysis and issue close time are 36 and 1120 respectively. During the simulation, the tune

partition will not review labels for our unsupervised learning and semi-supervised learning candidates.

FRUGAL does have access to the corresponding 2.5% labeled validation partition while deciding on the

best configurations. For each 20% of the test data, the process learns a model on five stratified samples of

the train data. This process is done for both domains in this chapter.

RQ5.1: How much labeled data (L%) that FRUGAL requires?
Our hypothesis is “there are few key data regions where extra data would lead to indistinguishable

results”. We test the different amounts of the train data’s labels that are required for FRUGAL’s perfor-

mance to plateaus. Let L be 1%, 2.5%, 5%, 2.5%, or 20%, Figure 5.2 reports FRUGAL’s performance on

both adoptable static warning identification (in AUC) and issues close time prediction (in accuracy). Both

metrics are derived from the SOTA’s evaluation metrics. Specifically, we pick AUC as the representation

metric for adoptable static warning analysis since AUC measures the area under the curve whereas other

metrics only calculate a single point on the curve. From Figure 5.2:

• The lower bound for both domains is FRUGAL with L = 1%.

• For adoptable static warning identification, FRUGAL’s performance improves initially and plateaus

beyond L = 2.5% across 7 datasets. FRUGAL(L = 2.5%) loses to FRUGAL(L = 20%) in only Lucene

and Cass projects but reduces 8 (20%/2.5%) times the labeling efforts.

• For issues close time prediction, FUGAL surprisingly performs statistically similar across all L ∈
{2.5%, 5%, 2.5%, 20%}.

The same effect is absent in issue close time prediction, this is highly likely due to the balanced nature

of the data’s class distribution. However, the data in static warning analysis is more imbalanced (with a

median of 15% for the adoptable static warning class ratio). This is consistent with the motivations for

oversampling and undersampling techniques for imbalanced data [Cha02; Agr18a].
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AUC in Actionable Static Warning identification. “medium effect” or M = 5%

Figure 5.2 RQ5.1 results on two domains with FRUGAL(L ∈ {1%, 2.5%, 5%, 10%, 20%}). FRUGAL with
L > 1% perform similarly. However, for adoptable static warning identification, FRUGAL(L = 2.5%) does
perform the best across 7 datasets except in Lucene and Cass (the highlighted ones) where FRUGAL(L=20%)
outperforms FRUGAL(L=2.5%).

From our investigation of various L values, FRUGAL’s performance plateaus beyond L ≥ 2.5%

and FRUGAL’s success is not altered by large changes to L .

In summary, our answer to RQ5.1 is:

RQ5.2: How does FRUGAL perform in adoptable static warnings identification?
Wang et al. [Wan18b] proposed the “golden set” features along with the ML study where they

employed RF, Decision Tree, and SVM (with the RBF kernel) with median AUC performances at 70%,

64%, and 50%. Yang et al. [Yan20] extensively investigated different deep learners (DNN, CNN, RF,

Decision Tree, and SVM) that pushed Wang et al.’s results to new higher watermarks in the area with

median AUC performances at 99.5%, 95.9%, and 99.5% with almost 45%, 55%, and 100% relative

improvements to the same learner choices as Wang et al. [Wan18b]. The default parameters in Weka

(used by Wang et al. [Wan18b]) are different to those used in SciKit-Learn (used by Yang et al. [Yan20]).

For instance, Wang et al.’s SVM used RBF kernel while Yang et al. [Yan20]’s SVM used linear kernel.

Yang et al. [Yan20] proposed the standard linear SVM as the SOTA’s adoptable static warning
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Table 5.4 Comparison between CLA[Nam15], SVM[Yan20], and FRUGAL in terms of FAR, Recall, Precision,
F1, and AUC for identifying adoptable static warning. In this table, the FRUGAL results were found after la-
beling just 2.5% of the data. Except for FAR, the higher the results the better the performance of the treatment.
Medians and IQRs (delta between 75th and 25th percentile, lower the better) are calculated for easy compar-
isons. Here, the highlighted cells show best performing treatments.
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CLA 43.3 44.9 30.8 39.1 42.1 39.4 43 45.8 43 43 4.2
FAR CLAFI+RF 0.4 18.1 0.8 29.4 0.5 4.1 0.4 22.5 13.6 4.1 18.5

(M = 6%) FRUGAL 1 4.8 3.1 2.1 0.6 8.0 2.8 3.7 7.8 3.1 2.9
SVM [Yan20] (L=2.5%) 0.7 100 5.1 0.5 0.8 10.5 2.1 0.2 100 2.1 32.2
SVM [Yan20] 1.3 1.2 6.9 3.5 1.4 2.1 3.2 0.5 5.8 2.1 2.7
CLA 45.8 100 64.5 66.7 98.6 75.9 63.1 80 100 75.9 32.8

Recall CLAFI+RF 57.2 93.3 67.1 62.1 83.7 73.1 64.4 77.8 77.5 73.1 12.9
(M = 9%) FRUGAL 93.7 92.9 100 98.7 92.6 88.4 98.8 94.2 99 94.2 6

SVM [Yan20] (L=2.5%) 0 0 73.6 65.2 31.9 31.4 78.9 58.5 0 31.9 43.9
SVM [Yan20] 97.8 97 87.1 96.1 90.3 93.3 98.2 95 99.5 96.1 4.8
CLA 4.8 6.6 49.6 22.3 27.3 38.3 31.9 8.2 11.1 22.3 23.1

Precision CLAFI+RF 1.9 4.3 39.3 15.5 24.1 22 18 4.6 9 15.5 14.6
(M = 17%) FRUGAL 61.4 63.5 60.9 61.3 67 50.6 67.9 32.6 78.4 61.4 8.6

SVM [Yan20] (L=2.5%) 0 0 86.4 85 90.8 54 91.8 94 0 85 55.6
SVM [Yan20] 86.4 100 72.7 84.3 100 71.4 83.1 90 33.3 84.3 20
CLA 8.7 12.3 54.2 33.5 42.9 51.7 42.7 14.8 20 33.5 26.4

F1 CLAFI+RF 3.3 8.1 39.2 26.5 35.6 27.3 22.7 8.4 15.9 22.7 15.4
(M = 16%) FRUGAL 63.6 72.4 62.1 45.6 55.3 45.4 69.1 25.1 58.9 58.9 18.3

SVM [Yan20] (L=2.5%) 0 0 66.4 34.3 27 22.8 72.7 71.1 0 27 50.5
SVM [Yan20] 86.4 100 72.7 84.3 100 71.4 83.1 90 72.8 84.3 20.1
CLA 54.9 88.9 66.8 64.7 83.8 72 69.7 68.5 81.1 69.7 13.7

AUC CLAFI+RF 66.8 89 77.3 69.4 78.4 78 75.2 75.9 84.3 77.3 4.2
(M = 11%) FRUGAL 95.3 94.6 82.5 78.6 90.4 74 97 89.6 94.1 90.4 12.7

SVM [Yan20] (L=2.5%) 77 0 88.3 89.7 87.1 65.6 95.1 75.3 0 77 39.5
SVM [Yan20] 99.5 99.6 97.3 98.8 99.7 98.8 99.6 99.7 99 99.5 0.8

identifier. Table 5.4 reports the comparison of our proposed method FRUGAL, the SOTA’s SVM (with

100% labeled data and 2.5% labeled data), and the baseline unsupervised learners (CLA & CLAFI+RF)

across FAR, recall, precision, F1 and AUC. In those results:

• Standard unsupervised learner CLA/CLAFI+RF performs the worst as their default behavior is clus-

tering based on the median of the data which may not apply for all the data and especially in the

static warning analysis. However, CLA’s recalls are almost 100% in a few cases (Mvn, Cass, and

Commons) and CLAFI+RF’s FAR are almost 0% in more than half cases (Derby, Lucene, Cass, Jmeter

and Tomcat). This indicates promising areas for tuning configurations of unsupervised learners.

• The SOTA work originally evaluated their method on FAR, recall, and AUC. With the same comparison,

FRUGAL performs better than the SOTA’s SVM as FRUGAL wins in Recall and FAR while losing in

AUC. However, when considering precision and F1, FRUGAL underperforms. Recalling our cautionary

note (from the end of §5.2.2.1), precision (and hence F1) can be misleading for data sets where the

target class is rare [Men07b] (e.g. as shown in Table 5.2, the median of target class is 15%). Therefore,

overall, we say FRUGAL performs similarly to the SOTA’s SVM.
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• The SOTA work that was trained on only 2.5% labeled data (i.e., SVM with L = 2.5%) underper-

forms both the SOTA work with 100% labeled data and FRUGAL. This illustrates that FRUGAL’s

effectiveness is not due to random sampling of the data.

• In term of labeling efforts, CLA is label-free, FRUGAL costs 2.5%, and Yang et al.’s method costs

100% because FRUGAL and the SOTA require 2.5% and 100% of the data to be labeled.

FRUGAL improves significantly from standard unsupervised learner CLA with 2.5% of data

labeled as a tradeoff while performing similarly to the SOTA with 97.5% fewer information. A

simple method that explores small regions of data does no worse than methods that extensively

learn the whole space.

In summary, our answer to RQ5.2 is:

5.4.1 Threats of Validity

There are several validity threats and biases [Fel10] to the design of this finalized solution. Any conclusion

made from this work must be considered with the following issues in mind:

Sampling bias threatens any classification experiment, i.e., what matters there may not be true here.

For instance, the data sets used here are mostly associated with Apache but they have been used by

various research works [Yan20; Wan18b], i.e., our results are not more biased than many other studies

in this arena. It is an open issue if this solution can be applied and adapted to (1) non-Apache projects

and (2) other prominent software analytics tasks (e.g., issue close time prediction, security bug report

identification, etc).

Evaluation bias: In terms of evaluation bias, our study is less biased than many other ranking studies.

Prior studies [Yan20; Wan18b], used fewer evaluation criteria than the five reported here (AUC, recall,

precision, FAR, and F1) along with ignoring effort or cost associated with building such solutions for the

studies.

5.5 Summary

There is much recent advance for software analytics research with automated and semi-automated

methods. However, these methods are built on a sufficiently large amount of data labeled. Generating such

labels can be labor-intensive and expensive (as discussed in §2.4). Such requirement can introduce barrier

for entering new research domains (e.g., the success of open-source projects). In order to reduce the label

famine and human effort, FRUGAL is recommended. FRUGAL tunes the state-of-the-art unsupervised

learner from defect prediction (CLA/CLA+ML/CLAFI+ML) and it’s corresponding percentile parameter

C in the grid search manner while validating on only 2.5% of the labeled data. Our findings include:

• Unsupervised Learners without access to the train data’s labels performed approximately 10% less

than the SOTA methods on average. The results are promising but still not effective enough.
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• FRUGAL performed similarly to the SOTA adoptable static code warning identifier with 97.5% less

information.

• FRUGAL reduced the labeling efforts needed for the software analytics tools by 97.5%. Simply,

FRUGAL is 40(100% / 2.5%) times cheaper than the SOTA methods in issue close time and static code

warnings analysis areas.

• The success of FRUGAL for the one domain here suggests that many more domains in software

analytics could benefit from unsupervised learning and semi-supervised learning.

5.5.1 Answer to the dissertation’s RQs

Hence, this chapter answer the RQIV as:

• RQIV: How to learn the specific domain knowledge for each project? From previous chapter, we see

that incorporate fixed domain knowledge does improve the learning process of the system. However,

as Chapter 3 originally pointed out, the foundation of the thesis is different tools will have different

tuning process for the associated domain. Similarly, there are different knowledge associated with the

specific domain. Hence, this chapter provides a simple exhaustive search for auto-learning the domain

knowledge.
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Part 3 - Simplifying Software Analytics
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CHAPTER

6

GENERALIZATION

This chapter will cover the generalization of my finalized method from Chapter 5 by (1) applying it to

other domains of software analytics; and (2) testing it against standard machine learning semi-supervised

learning methods.

6.1 Introduction

To repeat this thesis, a broad class of software engineering problems can be solved, prioritized, and

automated with software analytics which relies on manually labeled and error-prone data. Hence, the

Software Engineering community would benefit from reducing data labeling efforts with a hybrid learning

that incorporates (1) domain expert and (2) SE domain knowledge using the lessons learned from active

learning.

In the above, the current work covered both (1) and (2). The centrality of this thesis is how the effect

reported in (1) and (2) can be used to better software analytics (where “improved” means cheaper, faster,

more effective, and less human efforts).

The mature version of our work’s generalizability will depend upon the samples considered; i.e., what

matters here may not be true everywhere. The centrality of the method here is based on SE knowledge that

the data characteristics (attributes/features) from the target class is more complicated than the non-target

one. However, this work is only applied for two domains within software analytics (i.e., technical debts

and static warning analysis) which can be difficult to convince that the conclusion is (1) applicable to

other software analytics domains and also (2) true when comparing against standard machine learning

semi-supervised learning methods.
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6.2 Background

6.2.1 Standard Semi-Supervised Learning Methods

While the SE community have a limited exposures to semi-supervised learning [Yu19a; Yu19c; Tu21a;

Tu21b; Tu20b] which are mostly classified as one class of SSL, called self-training (such as Yarowsky

[Yar95]). Other classes can also include label propagation (such as Zhu & Ghahramani [Zhu02]), majority

voting (such as Blum & Mitchell [Blu98]), and label spreading (such as Zhou et al. [Zho04]). This

exploration perhaps introduce existing solution from standard ML community that can perform similarly

as our hybrid learning.

6.2.2 Software Analytics Tasks

6.2.2.1 Issue Close Time Prediction

Background
When programmers work on repositories, predicting issue close time has multiple benefits for the

developers, managers, and stakeholders since it is helpful for (1) end-users who are directly affected by

the product; (2) developers prioritize work; (3) managers allocate resources and improve consistency of

release cycles; and (4) stakeholders understand changes in project timelines and budgets:

• Although bugs have an assigned severity, this is not a sufficient predictor for the lifetime of the issue.

For example, the author who issued the bug may be significant contributors to the project.

• Alternatively, an issue deemed more visible to end-users may be given higher priorities. It is therefore

insufficient simply to consider the properties of the issue itself (the issue metrics), but also of its

environment ( context metrics). This is similar to the recent work on how process metrics are better

defect predicting measurements than product metrics [Maj20].

An example of such issue close times estimator can notify involved parties if the recently created

issue is an easy fix.

Data and Algorithms
The state-of-the-art system for predicting issue close time comes from a recent study by Yedida

et al. [Yed21]. They conducted a literature review of 99 research papers that are comprised of (1) from

Watson’s literature reviews; and (2) top venues listed in Google Scholar metrics for Software Systems,

Artificial Intelligence, and Computational Linguistics in the last three years with at least 10 citations per

years:

• Traditional or non-neural approaches include (1) Guo et al. [Guo10]’s study on a large closed-source

project (Microsoft Windows) to predict whether or not a bug will be fixed; and (2) Marks et al. [Mar11]

used ensemble method of decision trees, i.e., random forests, on Eclipse and Mozilla data.

• As to deep learning or neural network approach are DASENet [Lee20] and DeepTriage[Man19].

• Only a minority of deep learning papers (39.4%) performed any sort of hyper-parameter optimization,

i.e., varied few numbers of parameters, such as the number of layers of the deep learner, to edge out the

best performance of deep learning. Even fewer papers (18.2%) applied hyper-parameter optimization
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Table 6.1 An overview of the data used in the Lee et al. [Lee20], Mani et al. [Man19], and Yedida et al. [Yed21]
studies. Note that because of the manner of data collection, i.e., using bin-sequences for each day for each report,
there are many more data samples generated from the number of reports mined.

Project Observation Period # Reports # Train # Test

Eclipse Jan 2010–Mar 2016 16,575 44,545 25,459
Chromium Mar 2014–Aug 2015 15,170 44,801 25,200
Firefox Apr 2014–May 2016 13,619 44,800 25,201

in a non-trivial manner; i.e., not using a hold-out set to assess the tuning before assessing the separate

test set).

To obtain a fair comparison with the prior state-of-the-art, we use the same data as used in the Lee

et al. [Lee20], Mani et al. [Man19], and Yedida et al. [Yed21]’s studies. The data was collected from the

three projects of Firefox, Chromium, and Eclipse:

• Preprocessing involves standard text mining to remove special characters or stack traces, tokenization,

and pruning the corpus to a fixed length.

• The activities per day were collected into two bins including user activity (e.g., comments), system

records (e.g., added/removed labels), and metadata (e.g., the user was the reporter, days from opening,

etc). Given issue close times (1, 2, ... k days), they are grouped into S1 and S2 such that |S1| ≈ |S2| and

S1= {1, ...i },S2= {i +1, ..., k}. For instance, S1 includes 1-43 days and S2 includes 44-365 days, if

the number of issues closed in 1 to 43 days ≈ number of issues closed in 43 to 365 days.

• Along with the numerical metadata, user and system records are transformed to machine-readable data

for the models to execute through word2vec [Mik13b; Mik13a].

In the same manner as prior work, the target class is discretized into two bins (so that each bin has

roughly the same number of samples). This yields datasets that are near-perfectly balanced (e.g., in the

Chromium dataset, we observed a 49%-51% class ratio).

6.2.2.2 Security Bug Reports Categorization

Background
Security bugs have been a pressing concern within software analytics. A NIST’s report commented

that “current systems perform increasingly vital tasks and are widely known to possess vulnerabilities”

[Bla16] where vulnerability is a weakness in the computational logic (e.g., code) that, when exploited,

results in a negative impact on confidentiality, integrity, or availability [MIT17]. Daily news reports

increasingly sophisticated security breaches. As seen in those reports, a single vulnerability can have

devastating effects. For example, a data breach of Equifax caused the personal information of as many

as 143 million Americans – or nearly half the country – to be compromised [Equ]. The WannaCry

ransomware attack [Wan] crippled British medical emergency rooms, delaying medical procedures for

many patients.

Developers capture and document software bugs and issues into bug reports which are submitted to

bug tracking systems. For example, the Mozilla bug database maintains more than 670,000 bug reports

with 135 new bug reports added each day [Che13]. Submitted bug reports are explicitly labeled as a
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security bug report (SBR) or non-security bug report (NSBR). Within such bug tracking systems, Peters

et al. [Pet18] warn that it is important to correctly identify security bug reports and distinguish them from

other non-security bug reports. They note that software vendors ask that security bug reports should be

reported directly and privately to their own engineers. These engineers then assess the bug reports and,

when necessary, offer a security patch. The security bug, and its associated patch, can then be documented

and disclosed via public bug tracking systems. This approach maximizes the probability that a patch

is widely available before hackers exploit a vulnerability. Sometimes, bug reporters lack the security

domain knowledge [Geg10] to know when their bug is a normal bug (which can be safely disclosed) or

when that bug is a security bug (that needs to be handled more discretely). Hence, lamentably, security

bugs are often publicly disclosed before they can be patched [Wij14].

Data and Algorithms
Peters et al. recently proposed FARSEC [Pet18] work where they reported more success after focusing

on a particular problem within the security domain. FARSEC is a technique that adds an irrelevancy

pruning step to data mining in building security bug prediction models. Table 6.2 lists the pruners explored

in the FARSEC research. The purpose of filtering in FARSEC is to remove non-security bug reports with

security related keywords. To achieve this goal, FARSEC applied an algorithm that firstly calculated

the probability of the keywords appearing in security bug report and non-security bug report, and then

calculated the score of the keywords.

Inspired by previous works [Gra04; Jal08], several tricks were also introduced in FARSEC to reduce

false positives. These filters include:

• farsectwo: multiplying the frequency of non-security bug reports by two, i.e., to achieve a good bias.

• farsecsq: squaring the numerator of the support function to improve heuristic ranking of low frequency

evidence.

• CLNI (Closet List Noise Identification) [Kim11]: a noise detection algorithm and removal that is based

on Euclidean distance.

Table 6.2 Different filters used in FARSEC.

Filter Description

farsecsq
Apply the Jalali et al. [Jal08] support function
to the frequency of words found in SBRs

farsectwo
Apply the Graham version [Gra04] of multiplying
the frequency by two.

farsec Apply no support function.

clni
Apply Closet List Noise Identification
(CLNI [Kim11]) filter to non-filtered data.

clnifarsec Apply CLNI filter to farsec filtered data.
clnifarsecsq Apply CLNI filter to farsecsq filtered data.
clnifarsectwo Apply CLNI filter to farsectwo filtered data.
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Table 6.3 Imbalanced characteristic of bug report data sets from FARSEC [Pet18].

Training TestingProject Filter #SBRs #BRs SBRs(%) #SBRs #BRs SBRs(%)
train 20,970 0.37
farsecsq 14,219 0.54
farsectwo 20,968 0.37
farsec 20,969 0.37
clni 20,154 0.38
clnifarsecsq 13,705 0.56
clnifarsectwo 20,152 0.38

Chromium

clnifarsec

77

20,153 0.38

115 20,970 0.55

train 500 0.80
farsecsq 136 2.94
farsectwo 143 2.80
farsec 302 1.32
clni 392 1.02
clnifarsecsq 46 8.70
clnifarsectwo 49 8.16

Wicket

clnifarsec

4

196 2.04

6 500 1.20

train 500 4.40
farsecsq 149 14.77
farsectwo 260 8.46
farsec 462 4.76
clni 409 5.38
clnifarsecsq 76 28.95
clnifarsectwo 181 12.15

Ambari

clnifarsec

22

376 5.85

7 500 1.40

train 500 2.80
farsecsq 116 12.07
farsectwo 203 6.90
farsec 470 2.98
clni 440 3.18
clnifarsecsq 71 19.72
clnifarsectwo 151 9.27

Camel

clnifarsec

14

410 3.41

18 500 3.60

train 500 9.20
farsecsq 57 80.70
farsectwo 185 24.86
farsec 489 9.41
clni 446 10.31
clnifarsecsq 48 95.83
clnifarsectwo 168 27.38

Derby

clnifarsec

46

435 10.57

42 500 8.40
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One of the common issues with imbalanced data prediction is the large number of false positives

in the prediction results. This matters because it means the model’s performance is not sufficient and

especially extra effort is required from developers to check those false positives. One possible solution is

generating a list of ranked bug reports, as done via FARSEC. This method takes two steps:

1. For a filter f , the ranked prediction results are selected from non-filtered data or data with filters other

than f which has less number of predicted security bug reports than filter f .

2. If the first step is not applicable, the chronological order is utilized. The predicted security bug reports

are then prioritized as close to the top of the list than non-security bug reports.

Table 6.3 elaborates on the characteristics of the FARSEC datasets. Our experiments reproduce and

improve the FARSEC results from the SOTA SWIFT [Shu21] using the same datasets. As we see from

the table, one unique feature of the data set is the rarity of the target class. The “SBRs%” column in both

training and testing data set indicates that security bug reports make up a very small percentage of the

total number of bug reports in projects like Chromium.

6.3 Experimental Designs

This section describes in details the methodologies for (1) standard semi-supervised learners from the

machine learning community; and (2) the SOTA work from the additional software analytics.

6.3.1 Standard Semi-Supervised Learners

Self Training is based on Yarowsky et al.’s algorithm [Yar95]. The advantage of using self-training is

that any supervised classifier with good calibration can be used as the baseline model.

At first, a supervised classifier (here random forest) is trained on the L% randomly labeled set

and then incrementally unlabeled data points are predicted. At each iteration, the data points having

prediction probability more than “probability_threshold” (0.7) are selected and added to the training set

with the predicted labels. This process continues until max_iteration is reached. Finally, as a result, we

get a new training dataset which contains L% randomly labeled set and pseudo-labeled data points (by

self-training).

Label Propagation is a semi-supervised graph inference algorithm. Zhu et al [Zhu02] first developed

the core algorithm. It resembles the “community detection algorithm” class. The algorithm starts with

building a graph from the available labeled and unlabeled data. Each data point is a node in the graph and

edges are the similarity weights. The graph is represented in the form of a matrix. The algorithm has four

main steps [Zhu02; Wu16].

• A unique label is assigned to each node in the network. At time t = 0, for a node x, let its label is

Cx (0) = x

• The value of t is incremented. t += 1

• For each node x in the network, the most frequently occurring label among all the nodes with which x
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is connected is found out. Ties are broken using uniform logic.

Cx (t ) = f (Cx 1(t −1), Cx 2(t −2), ....., Cx k (t −k ))

• Convergence condition is checked. If not met, we go to step 2, else stop.

It uses a ‘kernel’ function to project data into alternate dimensional spaces. We tried with ‘rbf’ and

‘knn’ kernels and found better performance with ‘rbf’. The ‘knn’ kernel is memory-friendly because it

creates a sparse matrix. As most of the elements in the sparse matrix are zero, all the matrix operations

become faster. On the other hand, ‘rbf’ kernel generates a fully connected graph which is represented by

a dense matrix. Thus, matrix operations become time consuming. So, ‘rbf’ kernel performs better but

slower than ‘knn’ kernel. While reporting results, we reported ‘rbf’ kernel results for label propagation.

Label Spreading is also a graph inference algorithm but has some differences from label propagation.

The algorithm was invented by Zhou et al. [Zho04]. Label propagation uses the raw similarity matrix

constructed from the data with no modifications. It believes that the original labels are perfect. On the

contrary, label spreading does not blindly believe the original labels and make modifications to the ground

truth. The method of changing the ground truth labels is called “clamping”. Label propagation is a “hard

clamping” approach because it does not change the original ground labels. In contrast, label spreading

is a “soft clamping” approach and more robust to noise. The label spreading algorithm iterates on a

modified version of the original graph and normalizes the edge weights by computing the normalized

graph Laplacian matrix. Here also we tried with two different kernels (‘rbf’, ‘knn’) and got better results

with ‘rbf’ kernel.

Co-Training: is a very popular semi-supervised approach developed by Blum et al. [Blu98]. Here the

feature set is divided into two mutually exclusive sets. Then two separate classifiers are trained on those

two different feature sets (using the labeled data). Then both classifiers predict on the unlabeled data.

For example, we take two classifiers clf1 and clf2. The data points confidently predicted by clf1 are used

for clf2 training and data points confidently predicted by clf2 are used for clf1 training. If clf1 and clf2

both are confident for a data point, that is added to the training-set with the predicted label. Co-training

has had great success in the text mining [Nig00; Wan10] and the image domain [Bia16; Qia18]. The

success of co-training depends on a very specific assumption. The assumption is “Original feature set

can be divided into two mutually exclusive subsets which are conditionally independent given the class.”

Here we are using tabular (row-column) data and sub-diving features according to that assumption is not

always possible.

Here also, we use random forest model (one model per feature) for good calibration. The number of

features in our datasets is not very high, thus this majority voting technique is feasible. In cases where the

number of features is very high, instead of creating a new model for each feature, some kind of grouping

of features (e.g., choosing only important features based on information gain and then creating two or

more subgroups with top K features) can be used. We keep this for our future work.
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6.3.1.1 State-of-the-art Methodologies

SIMPLE: Yedida et al. [Yed21] extended basic 1980s’ style feedforward neural network with state-of-the-

art SE’s optimizer DODGE [Agr19] to automatically select the preprocessors (normalizer, binarizer, etc)

and the neural network model’s hyperparamters (num_layers, num_units_in_layer, batch_size). SIMPLE

outperformed DeepTriage and other non-neural network methods from Marks et al. [Mar11] and Guo

et al. [Guo10].

Feedforward Neural Networks is the first and simplest technology devised from artificial neural

network [Sch15]. The information moves in the forward direction only, starting from the input nodes

through the hidden nodes and to the output nodes. At each node of these networks, the inputs are

multiplied with weights that are learned, and then an activation function is applied. The weights are

learned by the backpropagation algorithm [Rum85]. This uses just a few layers while the “deep" learners

use many layers. Also, the older methods use a threshold function at each node, while feedforward

networks typically use the Rectified Linear Unit function [Nai10] of f (x ) =max(0, x ). This is the base

learner for our second domain’s state of the art where Yedida et al. [Yed21] proposed a framework

combining different preprocessors and different configurations of the simple feedforward neural network.

SWIFT: Shu et al. [Shu21] solved the dual optimization problems to optimize both learner and pre-

processor options. SWIFT leveraged on the Deb et al. [Deb05]’s idea of ε-dominance from 2005.

ε-dominance that partitions the output space of an optimizer into ε-sized grids. The principle of this idea

is that if there exists some ε value below which it is useless or impossible to distinguish the results, then

it superfluous to explore anything less than ε. . From a high level, SWIFT is essentially a tabu search;

i.e., if some settings resulted in some performance within ε of any older result, then SWIFT marked that

option as “to be avoided”. SWIFT applies “item ranking” in seeking optimal learner and pre-processor,

and further refines their option ranges. SWIFT returned the best setting seen during the following three

stage process:

• Initialization: all option items i (learners/pre-processor) are assigned equal weightings.

• The item ranking stage reweights items; e.g. terms like “Random Forest” or “RobustScaler”.

• The numeric refinement stage adjusts the tuning ranges of hyperparameter options of learners/pre-

processor.

6.4 Results

RQ 6.1: What is the right L% for FRUGAL?
Our hypothesis is “there are few key data regions where extra data would lead to indistinguishable

results”. We test the different amounts of the train data’s labels that are required for FRUGAL’s perfor-

mance to plateaus. Let L be 1%, 2.5%, 5%, 2.5%, or 20%, Figure 6.1 and Table 6.7 report FRUGAL’s

performance on issues close time prediction (in accuracy) and security bug reports categorization (i.e.,

IFA, FAR, and recall). Both groups of metrics are derived from the SOTA’s evaluation metrics.

For issues close time prediction, the lower bound for both domains is FRUGAL with L = 1% as

similar in static warning analysis task. From Figure 6.1, FRUGAL surprisingly performs statistically
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Accuracy in Issues Close Time prediction.
“medium effect” or M = 2%

Figure 6.1 Comparison of FRUGAL(L ∈ {1%, 2.5%, 5%, 10%, 20%}) on the same metric (i.e., accuracy) as the
SOTA. FRUGAL with L > 1% perform similarly.

similar across all L ∈ {2.5%, 5%, 2.5%, 20%}.
For security bugs reports categorization, the comparison is summarized as the overall median and

the number of wins across 40 available datasets (i.e., 5 projects and 8 filters) where a win describes

a methodology that performs statistically best per dataset. From Table 6.7, the performance generally

increases as L increases. The relative improvements from increasing L = 10% to 20% are 18.2%, 85.7%,

and -75% while the initial improvements (from L = 2.5% to 10%) are 173%, 25%, and 67% across

recall, FAR, and IFA correspondingly. Hence, L = 10% are more suitable for security bugs reports

categorization.

The changing effect is absent in issue close time prediction, this is highly likely due to the balanced

nature of the data’s class distribution. However, the data in static warning analysis and security bug

reports are more imbalanced (with a median of 15% and 5% of the target class respectively). This is con-

sistent with the motivations for oversampling and undersampling techniques for imbalanced data [Cha02;

Agr18a].

From this RQ, we conclude that:

From our investigation of various L values, FRUGAL’s performance plateaus beyond L ≥ 2.5%

and L ≥ 10% for issue close time prediction and security bug report detection tasks.

Result:

RQ 6.2: How well does FRUGAL on other software analytics tasks?
RQ 6.2.a: How well does FRUGAL on predicting issue close time?

SIMPLE is employed as the SOTA solution for predicting issue close time. Yedida et al. [Yed21]

only compared solutions by the accuracy metric. In order to ensure the generalizability of our proposed
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Table 6.4 Comparison of FRUGAL(L ∈ {2.5%, 5%, 10%, 20%}) on three metrics as the SOTA work (i.e., recall,
FAR, and IFA) on overal median and number of wins across 40 datasets (5 projects and 8 filters). The relative
improvement gradually decreases on recall and disappears on IFA as L increases.

Recall FAR IFA
Treatment Wins Median Wins Median Wins Median

FRUGAL_2.5% 10 31% 28 2.8% 22 12
FRUGAL_5% 17 57.1% 29 2.6% 30 5.5
FRUGAL_10% 26 84.6% 35 2.1% 33 4
FRUGAL_20% 39 100% 38 0.4% 32 7

Table 6.5 Comparison between CLA[Nam15], SIMPLE[Yed21], and FRUGAL in terms of Accuracy, FAR,
Recall, and AUC for predicting issue close time. Note that in this table, the FRUGAL results were obtained
after labeling just 2.5% of the data. Except for FAR, the higher the results the better the performance of the
treatment. Medians and IQRs (delta between 75th and 25th percentile, lower the better) are calculated for easy
comparisons. Here, the highlighted cells show best performing treatments.
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Accuracy FRUGAL 65.3 74.2 68.2 68.2 4.5
(M = 3%) SIMPLE [Yed21] 70.3 68.3 68.8 68.6 1

FAR FRUGAL 2.2 2 2 2 0.1
(M = 5%) SIMPLE [Yed21] 33.1 32.1 22.5 27.3 5.3

Recall FRUGAL 99.9 97.9 97 97.9 1.5
(M = 8%) SIMPLE [Yed21] 71.7 74.1 54 64.1 10.1
Precision FRUGAL 69.1 79.9 69.2 69.2 5.4
(M = 3%) SIMPLE [Yed21] 63.5 67 70.4 67 3.5

F1 FRUGAL 75 82.3 74.8 75 3.75
(M = 4%) SIMPLE [Yed21] 63.5 61.4 57.9 61.4 2.8

AUC FRUGAL 72.1 80.2 75.8 75.8 4.1
(M = 3%) SIMPLE [Yed21] 67.3 70.4 65.6 68 2.4

solution, we also compared different methods with metrics from static warning analysis in RQ2 (FAR,

recall, and AUC). Hence, Table 6.5 reports the comparison of our proposed method’s FRUGAL, the

SOTA’s SIMPLE, and the baseline unsupervised learners (CLA & CLAFI+RF) across accuracy, FAR,

recall, and AUC. We observe:

• FRUGAL outperforms the SOTA’s SIMPLE as FRUGAL wins in recall, precision, f1, AUC, and FAR

while drawing in accuracy. FRUGAL, on average, improves relative SOTA’s precision, AUC, f1, and

recall by 9% 14%, 30%, and 52% respectively while reducing FAR by 94% relatively.

• In term of labeling efforts, CLA is label-free, FRUGAL costs 2.5%, and the Yedida et al. [Yed21]’s

method costs 100% because FRUGAL and the SOTA need 2.5% and 100% of the data labeled to

execute.

FRUGAL exceeds the SOTA SIMPLE (EMSE’20 [Yed21] which outperformed a decade of research

including ICSE’10 [Gig10], PROMISE’11 [Mar11], MSR’16 [Kik16], COMAD’19 [Man19]) in predict-

ing issues close time. FRUGAL requires only 2.5% of the train data to be labeled when being compared

against unsupervised learning while using 97.5% less information than the SOTA tuned deep learning

method. Hence, FRUGAL is not only effective in static warning analysis, but also in issue close time

prediction. The success in both areas let this study hypothesizes that other areas of SE may also benefit
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from FRUGAL.

RQ 6.2.b: How well does FRUGAL on distinguishing security bug reports?
SWIFT is employed as the SOTA solution for distinguishing security bug reports. Shu et al. [Shu21]

compared the proposed methods against three metrics (i.e., IFA, FAR, and recall) to finalize SWIFT

as the best method for security bug reports categorization. Hence, Table 6.9 reports the comparison of

FRUGAL against SWIFT on the same three metrics. We observe:

• FRUGAL, on average, improves relative SOTA’s recall by 26.8% while reducing FAR and IFA by

91.3% and 86.7% relatively.

• Among 40 datasets, FRUGAL statistically performs the best 24, 39, and 34 times for recall, FAR, and

IFA respectively.

• In term of labeling efforts, FRUGAL costs 10%, and the Shu et al. [Shu21]’s method costs 100%

because FRUGAL and the SOTA need 10% and 100% of the data labeled to execute.

FRUGAL exceeds the SOTA SWIFT (EMSE’20 [Shu21]) in distinguishing security bug reports.

FRUGAL requires only 10% of the train data to be labeled when being compared against unsupervised

learning while using 90% less information than the SOTA tuned deep learning method. Hence, FRUGAL

is also effective in distinguishing security bug reports. The success in three areas let this study hypothesizes

that other areas of SE may also benefit from FRUGAL.

From this RQ, we conclude that:

FRUGAL exceeds both the SOTA SIMPLE (EMSE’20 [Yed21] in predicting issues close time)

and the SOTA SWIFT (EMSE’21 [Shu21] in distinguishing security bug reports). FRUGAL

requires only 2.5% at median of the train data to be labelled when being compared against

unsupervised learning while using 97.5% less information than both SOTA methods. Hence,

FRUGAL is not only effective in static warning analysis, but also in issue close time prediction

and security bug report detection. The success in these areas let this study hypothesizes that other

areas of SE may also benefit from FRUGAL.

Result:

RQ 6.3: How does FRUGAL perform against standard semi-supervised learning methods from the
ML community?

The second part of this generalization extension includes employing standard semi-supervised learners

from the ML community in order to check if they suffice or even outperform our proposed method,

FRUGAL. We conjecture that FRUGAL that was designed with domain knowledge of software analytics

in mind (i.e., SE’s data complexity) will outperform these standard methods. In order to validate our

conjecture, we will conduct experiments to compare these standard SSL methods against FRUGAL across

three previous tasks: adoptable static warning identification, issue close time prediction, and security bug

report categorization.

RQ 6.3.a: How ML’s standard semi-supervised learning methods perform in identifying adoptable
static warnings?

For this first task, the four standard semi-supervised learners - self-training (ST), co-training (CT),
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Table 6.6 RQ2 results: recall. In these results, higher recalls (a.k.a. pd) are better. For each row, the best results
are highlighted in gray (these are the cells that are statistically the same as the best median result – as judged
by our Cohen test). Across all rows, DebtFree has the most number of best results.

Recall FAR IFA
Project Filter SWIFT FRUGAL SWIFT FRUGAL SWIFT FRUGAL

train 86 100 24 0 58 1
farsecsq 72 100 14 0.2 36 0
farsectwo 77 100 26 0 87 17
farsec 72 100 15 0 56 44
clni 72 100 26 0.1 74 7
clnifarsecsq 86 100 14 0 37 33
clnifarsectwo 75 100 19 0 58 4

Chromium

clnifarsec 75 100 20 0 54 7
Median 75 100 20 0 57 7

train 67 17 28 1.8 46 45
farsecsq 83 17 67 3.4 39 24
farsectwo 67 17 62 4.9 31 45
farsec 33 17 23 3 22 0
clni 50 17 14 0 27 45
clnifarsecsq 83 17 57.5 12.8 6 0
clnifarsectwo 67 17 26 19 8 45

Wicket

clnifarsec 50 10 22 0 18 45
Median 67 17 40 3.2 25 45

train 86 100 18 1 0.6 0
farsecsq 86 57.1 24 2.8 7 6
farsectwo 86 71.4 20 2.6 2.6 15
farsec 86 100 20 0.8 17 20
clni 86 14.3 18 0.8 13 10
clnifarsecsq 71 100 29 2.8 8 14
clnifarsectwo 86 100 23 2.8 11 0

Ambari

clnifarsec 86 100 19 1.2 17 0
Median 86 100 20 1.9 10 8

train 56 100 16 2.7 15 2
farsecsq 67 38.9 28 3.5 14 1
farsectwo 61 100 45 3.5 25 2
farsec 56 16.7 36 2.3 8 1
clni 50 100 25 2.9 30 1
clnifarsecsq 61 100 27 5.2 4 1
clnifarsectwo 61 22.2 39 3.5 12 1

Camel

clnifarsec 56 100 37 1 22 2
Median 58 100 32 3.2 15 1

train 69 71.4 20 0 2 3
farsecsq 67 100 0 52.6 4 0
farsectwo 79 64.3 40 8.1 3 5
farsec 64 71.4 14 0 4 1
clni 69 61.9 26 0 3 2
clnifarsecsq 67 90.5 42 46.5 1 0
clnifarsectwo 62 61.9 52 21.6 4 5

Derby

clnifarsec 67 78.6 20 0 2 1
Median 67 61.9 24 4.1 3 1.5

Overall Median 67 84.6 24 2.1 15 2
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Table 6.7 Comparison of FRUGAL(L ∈ {2.5%, 5%, 10%, 20%}) on three metrics as the SOTA work (i.e., recall,
FAR, and IFA) on overal median and number of wins across 40 datasets (5 projects and 8 filters). The relative
improvement gradually decreases on recall and disappears on IFA as L increases.

Recall FAR IFA
Treatment Wins Median Wins Median Wins Median

FRUGAL_10% 23 84.6% 39 2.1% 34 2
SWIFT [Shu ’20] 17 66.7% 3 24% 20 15

Table 6.8 Comparison between self-training (ST), co-training (CT), label spreading (LS), label propagation
(LP), and FRUGAL in terms of FAR, Recall, Precision, F1, and AUC for identifying adoptable static warning. In
this table, all results were found after labeling just 2.5% of the data. Except for FAR, the higher the results the
better the performance of the treatment. Medians and IQRs (delta between 75th and 25th percentile, lower the
better) are calculated for easy comparisons. Here, the highlighted cells show best performing treatments.
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ST 0 0 2 0 0 0 0 0 0 0 0
CT 0 0 2.2 0 0 0 1.8 0 0 0 0.5

FAR LS 2.9 2.5 18.4 4.4 6 11.8 8.1 12.3 0 6 8
(M = 1.7%) LP 2.1 0.6 19.3 5.4 2.7 8.6 4 5.2 0 4 4

FRUGAL 1 4.8 3.1 2.1 0.6 8.0 2.8 3.7 7.8 3.1 2.9
ST 0 0 88.5 5.8 0 0 27.7 0 0 0 11.3
CT 0 0 59.2 10.1 2.8 6.9 29.2 27.3 0 6.9 25.7

Recall LS 16.7 50 59 39.7 29.6 55.2 55.4 45.5 0 45.5 18.1
(M = 12.6%) LP 20.8 50 70.4 48.5 41.7 55.2 66.2 54.5 0 50 11.2

FRUGAL 93.7 92.9 100 98.7 92.6 88.4 98.8 94.2 99 94.2 6
ST 26.6 24.1 20.6 25.9 18.5 29.6 11.1 18.7 27.9 24.1 7.8
CT 7.7 5.3 15.8 7.6 5.3 24.7 12.9 6 20.5 7.7 11.2

AUC LS 29.7 11.9 51 26.1 24 36.7 29.3 37 39 29.7 11.9
(M = 9.9%) LP 26 14.8 45 25.6 20.4 39.3 30.7 35.9 36.3 30.7 12.8

FRUGAL 95.3 94.6 82.5 78.6 90.4 74 97 89.6 94.1 90.4 12.7

label-spreading (LS), and label-propagation (LP) - are compared against FRUGAL across three metrics

from prior work (i.e., FAR, recall, and AUC). Table 6.8 reports that comparison. We observe:

• Among standard SSL methods, LP and LS outperform ST and CT in AUC and recall while underper-

forming in FAR. This indicates that graph-based SSL methods are more effective than the other twos

for this task.

• Similarly, FRUGAL performs the best as FRUGAL only loses in FAR but wins in recall and AUC. When

comparing against the highest performing standard SSL method, FRUGAL’s absolute improvements

are -3.1%, 44.2%, and 59.7% on FAR, recall, and AUC respectively.

• Regarding the labeling efforts, all methods are learned on 2.5% data labels so the comparison is fair

and there is no cost saving here.

FRUGAL outshines standard ML’s SSL methods for adoptable static warning identification. This

indicates the rudimentary effectiveness of the SE data complexity intuition within FRUGAL that standard

ML’s SSL methods do not have access to.

RQ 6.3.b: How ML’s standard semi-supervised learning methods perform in predicting issue close
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Table 6.9 Comparison between self-training (ST), co-training (CT), label spreading (LS), label propagation
(LP), and FRUGAL in terms of FAR, Recall, and AUC for predicting issues close time. Note that in this table,
all results were obtained after labeling just 2.5% of the data. Except for FAR, the higher the results the better the
performance of the treatment. Medians and IQRs (delta between 75th and 25th percentile, lower the better) are
calculated for easy comparisons. Here, the highlighted cells show best performing treatments.
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ST 65 69.7 66.1 66.1 2.35
LS 56.5 59.6 57.2 57.2 1.55

Accuracy LP 56.5 60.2 57.6 57.6 1.85
(M = 1.9%) CT 63.5 68.6 64.4 64.4 2.5

FRUGAL 65.3 74.2 68.2 68.2 4.5
ST 51 54.2 50.3 51 1.95
LS 54.2 54.8 51.2 54.2 1.8

AUC LP 57 57 54.8 57 1.1
(M = 3.5%) CT 52.1 58.6 47.3 52.1 5.65

FRUGAL 72.1 80.2 75.8 75.8 4.1

times?
For this second task, the four standard semi-supervised learners - self-training (ST), co-training (CT),

label-spreading (LS), and label-propagation (LP) - are compared against FRUGAL across three metrics

from prior work (i.e., accuracy, FAR, recall, and AUC). Table 6.9 reports that comparison. We observe:

• Among standard SSL methods, ST performs the best by winning in accuracy, recall, and FAR while

losing in AUC. The graph-based SSL methods, LS and LP, only win in FAR and recall.

• FRUGAL performs the best across all four metrics and all datasets. When comparing against the

highest performing standard SSL method, FRUGAL’s relative improvements are 3.2%, 27.1%, 48.6%,

and 96% on accuracy, recall, AUC, and FAR respectively.

• Regarding the labeling efforts, all methods are learned on 2.5% data labels so the comparison is fair

and there is no cost saving here.

FRUGAL also outshines standard ML’s SSL methods for issue close time prediction. This confirms

the effectiveness of the SE data complexity intuition within FRUGAL that standard ML’s SSL methods

do not have access to.

Interestingly, graph-based methods (LS and LP) that were observed more effective than the other

twos for adoptable static warnings identification task are not effective for issue close time prediction.

This is possibly due to the data balance nature of this task that are absent in adoptable static warnings

identification and security bug report categorization tasks. Moreover, ST performs similarly to the

previous SOTA SIMPLE by winning on accuracy and recall while losing on FAR and AUC with only

10% of the data’s labels.

RQ 6.3.c: How ML’s standard semi-supervised learning methods perform in distinguishing security
bug reports?

For the third task, the four standard semi-supervised learners - self-training (ST), co-training (CT),

label-spreading (LS), and label-propagation (LP) - are compared against FRUGAL across three metrics
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from prior work (i.e., FAR, recall, and IFA). Table 6.10 reports that comparison. We observe:

• Among standard SSL methods, ST and CT barely outperform LS and LP by winning in IFA and recall

while underperforming in FAR. Because of the lack of clear evidences, the difference between SSL

methods are inconclusive.

• FRUGAL performs the best as FRUGAL barely loses in FAR but wins in recall and IFA. When

comparing against the highest performing standard SSL method, FRUGAL’s absolute improvements

are -2.1%, 3%, and 84.6% on FAR, IFA, and recall respectively.

• Regarding the labeling efforts, all methods are learned on 10% data labels so the comparison is fair

and there is no cost saving here.

The underwhelming performance of standard SSL methods in distinguishing security bug reports can

be traced back to two main reasons. Firstly, the target class proportion within the data are significantly

low, only 5.1% on average whereas 15% in adoptable static warnings identification and 50% in issue

close time prediction. SE literature has documented that software analytics tools often struggle to excel

with imbalanced SE datasets. Secondly, they only use 10% of the dataset’s labels which is only 40 data

instances (the median count of dataset’s bug reports number is 400) so there are around 2 target instances

or security bug reports (5.1% of 40) among them. It is difficult for standard SSL methods without the SE

domain knowledge to learn the insights from a tiny dataset with little target instances. Hence, they end up

predicting everything as non-security bug reports which result in very low FAR and recall along with

invaluable IFA (i.e., -1).

FRUGAL again outshines standard ML’s SSL methods for security bugs report categorization. This

indicates the effectiveness of the SE data complexity intuition within FRUGAL that standard ML’s SSL

methods do not have access to.

From this RQ, we conclude that:

FRUGAL outperforms all standard semi-supervised learning method from the machine learning

community across three software analytics tasks. Moreover, this ineffectiveness is hypothetically

due to the (1) highly imbalanced data nature that is not often observed in standard ML tasks; and

(2) these standard SSL methods does not tap into that SE domain knowledge that FRUGAL has

access to.

Result:

6.5 Summary

In this chapter, we show that two more problems, issue close time prediction and bug report categorization,

can be generalized as a data labeling effort and quality problem, and the FRUGAL framework can be

successfully applied to achieve overall higher performance with lower cost. This confirms the SE domain

knowledge that is inspired from defect prediction, the higher complexity is associated with the proneness

of the target class [Nam15]. Moreover, we also assert that our proposed SSL solution does best while

benchmarking against standard SSL methods from the machine learning community as its capability to
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Table 6.10 Comparison between CLA[Nam15], SVM[Yan20], and FRUGAL in terms of FAR, Recall, Pre-
cision, F1, and AUC for identifying adoptable static warning. In this table, the FRUGAL results were found
after labeling just 2.5% of the data. Except for FAR, the higher the results the better the performance of the
treatment. Medians and IQRs (delta between 75th and 25th percentile, lower the better) are calculated for easy
comparisons. Here, the highlighted cells show best performing treatments.
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Overall
Median

ST 0 0 0 19.1 0 1 0
LS 0 0 0 0 0 0 0

Recall LP 0 0 0 0 0 0 0
(M = 11.5%) CT 0 0 0.5 20.3 0 1 0

FRUGAL 100 100 100 71.4 16.7 40 84.6
ST 0 0 0 0.9 0 38 0
LS 0 0 0 0 0 40 0

FAR LP 0 0 0 0 0 40 0
(M = 4.1%) CT 0 0 0 2.2 0 38 0

FRUGAL 1.9 3.2 0 4.4 3.2 32 2.1
ST -1 -1 -1 -0.5 -1 1 -1
LS -1 -1 -1 -1 -1 0 -1

IFA LP -1 -1 -1 -1 -1 0 -1
(M = 2.7%) CT -1 -1 -1 0.5 -1 4 -1

FRUGAL 8 1 5.5 1.5 34.5 38 2

leverage on the SE domain knowledge. Finally, the success of FRUGAL for the three tasks so far here

suggests that many more software analytics tasls could benefit from unsupervised learning and semi-

supervised learning. As mentioned above, those benefits include the ability to commission new models

with less human efforts and costs. By restricting human involvement in the process, we also reduced

erroneous labels that can cascade to the whole research community since human are still error-prone (Yu

et al. [Yu20] found 98% of the false-positive labels within Maldonado & Shihab [Mal15] were actually

true-positive labels).

6.5.1 Answer to the dissertation’s RQs

Hence, this chapter answer the RQV and RQVI as:

• RQV: Which domains can this system be applied and adapted to? Including chapter 5, FRUGAL

has been applied and adapted to three software analytics tasks including adoptable static warnings

identification, issue close time prediction, and security bug reports detection.

• RQVI: How well the proposed method perform against standard SSL methods in the ML community?

Standard semi-supervised learners performance fell short across three software analytics tasks. This

ineffectiveness is hypothetically due to the (1) highly imbalanced data nature that is not often observed

in standard ML tasks; and (2) these standard SSL methods does not tap into that SE domain knowledge

that FRUGAL has access to.
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CHAPTER

7

CONCLUSION

This chapter summarizes the thesis by first analyzing when does semi-supervised learning work based on

the case studies, providing limitations of current work, proposing future research, and concluding this

dissertation with final remarks.

7.1 Limitations

7.1.1 Only Classification

Currently, this thesis work explores software analytics tasks that are classification based, i.e., identifying

which of a set of categories (sub-populations) observations belongs to. For instance, given a piece of code,

label it as “buggy” or “non-buggy”. Specifically, the five classification tasks include predicting defects,

identifying SATDs, distinguishing security bug reports, identifying adoptable static code warnings, and

predicting issue close time. It is essential to the SE community to extend any solutions for classification

tasks to also regression tasks such as predicting any number of attributes of interest, e.g., # closed issues,

# defects in a software releases, # developers needed for a software project, # of workflow crashes during

a timeframe, etc. Such work is an open issue if our solution is still applicable for regression tasks as we

also conjecture that many regression tasks still resemble data labeling quality and effort problem.

7.1.2 Changing L%

FRUGAL is the mature system of this dissertation and a preliminary step before applying FRUGAL to a

software analytics task is picking the L% to minimize the human labeling efforts while maximizing the

performance. From the previous two chapters, the data’s labels (L%) that FRUGAL requires to perform
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well are 2.5% for adoptable static code warnings identification and issue close time prediction or 10% for

security bug reports identification. The observed difference is due to (1) SBR data is highly imbalanced

(5.1%) in comparison with static code warnings or issue close time data; and (2) the labeled target

class population is often 2. Both make it difficult for FRUGAL to learn useful patterns to distinguish

security bug reports at the lower L%. This demonstrates each software analytics task would need to

explore L% before FRUGAL. It is interesting to explore the possibility of L% tuning automation or even

integrating such step into the FRUGAL framework. However, such exploration will need to consider the

cost reduction as the current FRUGAL requires around 228 iterations (4 L% options x 3 CLA variations

x 19 percentile options) that can be time consuming and problematic for (1) time sensitive tasks and (2)

big data or proprietary tasks.

7.1.3 Threats of Validity

There are several validity threats [Fel10] to the design of this finalized solution (i.e., FRUGAL). Any

conclusion made from this work must be considered with the following issues in mind:

Conclusion validity focuses on the significance of the treatment. To enhance conclusion validity, we

run experiments on 52 different projects across stratified sampling (25 runs) and find that our proposed

method always performed better than the state-of-the-art approaches. More importantly, we apply a

similar statistical testing of Cohen’d as the SOTA works, Yedida et al. [Yed21]’s and Yang et al. [Yan20]’s,

from the domain to obtain fair comparison. In addition, we have taken into generalization issues of single

evaluation metrics (e.g., recall and precision) into consideration and instead evaluate our methods on

metrics that aggregate multiple metrics like AUC while being effort-aware via cost. As future work, we

plan to test the proposed methods with additional analyses that are endorsed within SE literature (e.g.,

P-opt20 [Tu20b]) or general ML literature (e.g., MCC [Chi20]).

One of the possible explanations for the simple effectiveness of both binary split of the output space

(CLA/CLAFI+ML/FRUGAL’s centrality) and 2.5% labeled train data requirement is highly due to

the intrinsic dimensionality. Levina & Bickel [Lev04] argued that many datasets embedded in high-

dimensional spaces can be compressed without significant information loss (similar to the PCA method

[Ma3]). To compute Levina’s intrinsic dimensionality, a 2−d plot is created where the x-axis shows r ;

i.e., the radius of two configurations while the y-axis shows C (r ) as the number of configurations after

spreading out some distance r away from any of n data instances:

y =C (r ) =
2

n (n −1)

n
∑

i=1

n
∑

j=i+1

I
�

∥xi , x j ∥< r
�

(7.1)

The maximum slope of ln C (r ) vs. ln r is then reported as the intrinsic dimensionality, D . Note that

I [·] is the indicator function (i.e., I [x ] = 1 if x is true, otherwise it is 0); xi is the i th sample in the

dataset. Applying this calculation to the 50+ datasets of the domain (reports in Table 7.1), we found

the intrinsic or latent dimensionality (D ) of our data is very low (median around one, no more than

three). Agrawal et al.’s DODGE [Agr19] is the SOTA optimizer for SE, DODGE executes by binary

splitting the tuning space, each chop moves in the bounds for numeric choices by half the distance
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Table 7.1 Summary of intrinsic dimensions (D ) of this study’s 52 datasets from Levina & Bickel [Lev04].
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from most distant value to the value that produced the “best” performance. According to Agrawal et al.,

DODGE’s effectiveness roots in how the performance score generated from SE data can be divided into a

few regions (low dimensional). FRUGAL’s central function of binary splitting is similar to DODGE as

FRUGAL compresses the data dimensions (features) via aggregated percentile C and survey the whole

space by varying C ({5% to 95% increments by 5%}). Menzies et al. [Men07c] and Hindle et al. [Hin12]

also reported on how several SE data are low dimensional and the benefits from building effective tools

from such data. This proposed work extends those findings: the labeling efforts to commission to tools

building can be reduced greatly because of the low dimensionality of SE data [Hin12; Agr19; Men07c;

Yan20; Yed21].

Internal validity focuses on how sure we can be that the treatment caused the outcome. To enhance

internal validity, we heavily constrained our experiments to the same dataset, with the same settings,

except for the treatments being compared.

Construct validity focuses on the relation between the theory behind the experiment and the

observation. To enhance construct validity, e.g., in our last two studies, we compared solutions with and

without our strategies in Table 5.4 while showing that both components (unsupervised learning with

CLA/CLAFI+ML [Nam15] and tuned semi-supervised method of FRUGAL) and in various amounts of

labeled data required for the proposed mehtod to improve the overall performance. Moreover, we also

benchmarked our solution with the SOTA’s solution that is trained on the same L = 2.5% to ensure that

our proposed solution’s effectiveness is not due to random sampling of the data. However, we only show

that with our default parameters settings of random forest learner. The performance can get even better by

tuning the parameters, employing different learners (e.g., deep learners), and introducing a variety of data

preprocessors (e.g., synthetic minority over-sampling or SMOTE that is known to help with imbalanced

datasets [Cha02; Agr18a] like our static code warnings domains). We aim to explore these in our future
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work.

External validity concerns how widely our conclusions can be applied. In order to test the generaliz-

ability of our approach, we always kept a project as the holdout test set and never used any information

from it in training. Moreover, we have validated our proposed method on three important software

analytics domains: adoptable static code warnings identification, issues close time prediction, and security

bug report detection. Our experiments with default CLA/CLAFI+ML [Nam15] demonstrates the danger

of treating all data with the state-of-the-art method, especially when switching domain (from defect

prediction to issue close time prediction and adoptable static code warning identification).

Sampling Bias, like any data mining work, this thesis is threatened by sampling bias; i.e. what

holds for the data we studied here may not hold for other kinds of data. For instance, FRUGAL requires

L = 10% data’s labels for security bug report detection but only requires 2.5% data’s labels for adoptable

static warning identification and issue close time prediction. That said, and to repeat the message of this

whole dissertation, when different methods work for different data, researchers must take the time to

carefully check the ground truth in the new data. Let that check be overwhelmingly slow and expensive,

we recommend the use of semi-supervised learning with our proposed tools within this dissertation here,

i.e., EMBLEM, DEBTFREE, and FRUGAL.

7.2 Final Remarks

Obtaining accurately labeled data is one of the biggest bottlenecks to advance machine learning generally

and machine learning applications in software engineering specifically. In fact, labeled data is observed

to be just as essential as algorithms. Prior work has shown that labeling can be expensive, taking

several weeks to label thousands of commits, error-prone with human mistakes, and not always available

when traversing new research problems and domains. This thesis tackles it with the three-stages hybrid

learning framework: (1) incorporate human experts in the AI system to label data, (2) incorporate domain

knowledge to the existing labeling system, and (3) improve software analytics by adjusting the domain

knowledge specifically for the problem.

We claim that a broad class of software analytics tasks can be better solved through improving data

quality, specifically in the data labeling regime. This proposed work identifies and explores reducing the

labeling efforts problem in software engineering to benefit both software engineering research and the

general solution to labeling effort problems. To support this claim, I studied the existing state-of-the-art

labeling techniques and proposed new algorithm for each stage of the framework across several domains

(e.g., software defect, tech debt, and static warning analysis).

In Stage 1, I shall lay the foundation for the proposed framework, which is the involvement of

human experts. Our first study explores the generalizability of current labeling techniques within defect

prediction and our proposed human-in-the-loop active learner. Our proposed solution outperforms the

current solutions by generating better quality data while reducing the labeling efforts by eight times.

In Stage 2, I demonstrate that the method relies on human experts alone is not enough. Perhaps,

incorporating fixed SE domain knowledge, e.g., to pseudo-label the data will provide some general
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understanding of the data representation. It will boost the initial learning of the labeling system. Specifi-

cally, domain knowledge here is the higher complexity of the data, the more likely it is to belong to the

target class. Hence, in my second study, the previous solution is then extended with little modification to

outperform recent work for self-admitted technical-debt identification while reducing 63% human efforts

for labeling. This indicates that domain knowledge is useful for the data labeling framework.

In Stage 3, I will further simplify and improve software analytics. Specifically, the third study

explores the domain knowledge presence across data where I find that the domain knowledge is different

for each project. In the same framework, by simply adjusting the domain knowledge with grid search to

adapt to a specific problem and project, the solution outshines current work in static code warnings, issue

close time, and security bug reports. This work is further validated by benchmarking against standard

ML semi-supervised learners.

We believe that there is still much room to improve on the solutions here, and there exist more tasks

that can be generalized as the data labeling quality and effort problem in and beyond software engineering.

Exploring such possibilities requires effort from many software researchers in the future.

7.3 Future Directions

This dissertation documents much evidences that semi-supervised learning can contribute to the Software

Engineering community and there are still much extension that can be done to further this research area.

Hence, this section will describe two future work in details and other possible directions.

7.3.1 Hyperparameter Tuning Applicability

Any single study can only explore a handful of classification algorithms. This work’s hybrid learning

method, called FRUGAL, only leverage on (1) three learning oracles across (2) different percentages

to classify the data (5%-95%, increment by 5%). FRUGAL’s total number of combined options are 60.

FRUGAL solely relies on the off-the-shelf Random Forest but there are other learners available (Logistic

Regression, Nearest neighbor, Decision Tree, Support Vector Machines, Random Forrest, and Naïve Bayes

represent a plethora of classification algorithms [Gho15] that can improve the performance of FRUGAL

(as shown from adjusting (1) and (2) settings), which can expand the search space exponentially (in the

order of billions). Firstly, this can perhaps be reduced with lite data region (less than 2.5%). Secondly, the

state-of-the-art non-trivial hyperparameter tuning recommends that optimal tuning for software analytics

can be done in less than 30 combined options.

7.3.2 Further Generalization

This work is only applied for five software analytics tasks within software analytics (i.e., software defects,

technical debts, static warning analysis, issue close time, and security bug reports) which can be difficult

to convince that the conclusion is (1) applicable to the rest of software analytics domains and also (2)

true for standard machine learning projects.
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Furthermore, standard machine learning projects from the UCI repository can be utilized. The UCI

Machine Learning Repository is a collection of databases, domain theories, and data generators that are

used by the machine learning community for the empirical analysis of machine learning algorithms. The

archive was created as an ftp archive in 1987 by David Aha and fellow graduate students at UC Irvine. It

is hosted and maintained by the Center for Machine Learning and Intelligent Systems at the University of

California, Irvine. Since that time, as an indication of the impact of the archive, it has been cited over

1000 times, making it one of the top 100 most cited papers in all of computer science. The Machine

Learning (ML) Repository is commonly used by industrial and academic researchers. It is widely cited

in the artificial intelligence literature and the UCI data sets are the most widely used benchmark for

empirical evaluation of new and existing learning algorithms. Over 3800 papers available on the web,

cite the repository. With the diversity of problems being covered by the UCI datasets, UCI is a good

resource to verify our hypothesis on non-SE domain.

7.3.3 Further Future Work

That said, this SSL based dissertation still suffers from the validity threats discussed in §7.1.3. To further

reduce those threats and to move forward with this research, we propose the following general future

work (aside from the mentioned two future works):

• Extending the SSL solution here to regression software analytics tasks.

• Comparing the SSL work here to other semi-supervised learning methods within software engineering,

e.g., NSGLP [Zha17].

• Explore tuning and preprocessing study for standard SSL methods to benchmark against our solution

here.

• Test whether replacing the Random Forest model in FRUGAL with a deep learning model will further

improve its performance.

• Explore high-dimensional SE data with the SSL method to see if our current conclusions still hold.

• Reducing the time cost associated with building the FRUGAL solution for each software analytics task.

• Extend the work to more software engineering domains (e.g., software fairness [Cha20], technical

debts [Mal15], software configurations [Est05], etc) and compare it with other state-of-the-art methods

which continue to appear.

106



BIBLIOGRAPHY

[Agr19] Agrawal, A. et al. “How to "DODGE" Complex Software Analytics”. TSE (2019).

[Agr18a] Agrawal, A. & Menzies, T. “Is" Better Data" Better Than" Better Data Miners"?” ICSE.
2018.

[Agr18b] Agrawal, A. et al. “We Don’t Need Another Hero?” Proceedings of the 40th International
Conference on Software Engineering Software Engineering in Practice-ICSE-SEIP. Vol. 18.
2018.

[Agr18c] Agrawal, A. et al. “What is wrong with topic modeling? And how to fix it using search-based
software engineering”. Information and Software Technology (2018).

[Ali12] Ali, K. & Lhoták, O. “Application-only call graph construction”. ECOOP. 2012.

[Alj16] Aljumaili, M. “Data Quality Assessment: Applied in Maintenance”. PhD thesis. 2016.

[Alv14] Alves, N. S. et al. “Towards an ontology of terms on technical debt”. TechDebt. 2014.

[Ama] “Amazon scraps secret AI recruiting tool that showed bias against women” (2018).

[Ame19] Amershi, S. et al. “Software Engineering for Machine Learning: A Case Study”. ICSE. 2019.

[And08] Anderson, J. et al. “General purpose molecular dynamics simulations fully implemented on
graphics processing units”. J Comp Phys (2008).

[Arc11] Arcuri, A. & Briand, L. “A practical guide for using statistical tests to assess randomized
algorithms in software engineering”. Software Engineering (ICSE), 2011 33rd International
Conference on. IEEE. 2011, pp. 1–10.

[Ari06] Arisholm, E. & Briand, L. C. “Predicting Fault-prone Components in a Java Legacy System”.
Proceedings of the 2006 ACM/IEEE International Symposium on Empirical Software
Engineering. ISESE ’06. Rio de Janeiro, Brazil: ACM, 2006, pp. 8–17.

[Avg15] Avgustinov, P. et al. “Tracking static analysis violations over time to capture developer
characteristics”. Proceedings of the 37th International Conference on Software Engineering-
Volume 1. IEEE Press. 2015, pp. 437–447.

[Bac10] Bachmann, A. et al. “The Missing Links: Bugs and Bug-fix Commits”. FSE. 2010.

[Ban07] Bangerth, W. et al. “deal.II – a General Purpose Object Oriented Finite Element Library”.
ACM Trans. Math. Softw. (2007).

[Bav16] Bavota, G. & Russo, B. “A large-scale empirical study on self-admitted technical debt”.
MSR. 2016.

[Bec16] Beckstein, O. et al. “MDAnalysis: A Python package for the rapid analysis of molecular
dynamics simulations”. The 15th Python in Science Conference. 2016.

107



[Ben18] Bennin, K. E. et al. “Mahakil: Diversity based oversampling approach to alleviate the class
imbalance issue in software defect prediction”. TSE (2018).

[Bha12] Bhattacharya, P. et al. “Graph-based analysis and prediction for software evolution”. 2012
34th International Conference on Software Engineering (ICSE). IEEE. 2012, pp. 419–429.

[Bia16] Bianco, S. et al. “CURL: Image Classification using co-training and Unsupervised Represen-
tation Learning”. Computer Vision and Image Understanding (2016).

[Bir09a] Bird, C. et al. “Putting It All Together: Using Socio-technical Networks to Predict Failures”.
ISSRE. 2009.

[Bir09b] Bird, C. et al. “The promises and perils of mining git”. MSR. 2009.

[Bir15] Bird, C. et al. The Art and Science of Analyzing Software Data. 1st. San Francisco, CA,
USA: Morgan Kaufmann Publishers Inc., 2015.

[Bla16] Black, P. E. et al. “Dramatically reducing software vulnerabilities”. Report to the White
House Office of Science and Technology Policy, Information Technology Laboratory (2016).

[Blu98] Blum, A. & Mitchell, T. “Combining Labeled and Unlabeled Data with Co-Training”.
Proceedings of the Eleventh Annual Conference on Computational Learning Theory. COLT’
98. Madison, Wisconsin, USA: Association for Computing Machinery, 1998, 92–100.

[Boo08] Boogerd, C. & Moonen, L. “Assessing the value of coding standards: An empirical study”.
2008 IEEE International Conference on Software Maintenance. IEEE. 2008, pp. 277–286.

[Bre87] Breiman, L. et al. “Classification and regression trees”. Cytometry (1987).

[Bre01] Breiman, L. “Random Forests”. Machine Learning 45.1 (2001), pp. 5–32.

[Bro13] Brooks, H. & Gutierrez, S. Next Generation Machine Learning - Training Deep Learning
Models in a Browser: Andrej Karpathy Interview. https://www.datascienceweekly.org/data-
scientist-interviews/training-deep-learning-models-browser-andrej-karpathy-interview. 2013.

[Car07] Carver, J. C. et al. “Software Development Environments for Scientific and Engineering
Software: A Series of Case Studies”. 29th ICSE. 2007.

[Cat17] Catolino, G. “Just-In-Time Bug Prediction in Mobile Applications: The Domain Matters!”
MOBILESoft. 2017.

[Cha20] Chakraborty, J. et al. “Fairway: A Way to Build Fair ML Software”. FSE (2020).

[Cha02] Chawla, N. V. et al. “SMOTE: synthetic minority over-sampling technique”. Journal of
artificial intelligence research 16 (2002), pp. 321–357.

[Che18] Chen, D. et al. “Applications of psychological science for actionable analytics”. FSE. 2018.

[Che19] Chen, D. et al. “Replication Can Improve Prior Results: A GitHub Study of Pull Request
Acceptance”. ICPC. 2019.

108



[Che13] Chen, L. et al. “R2Fix: automatically generating bug fixes from bug reports”. Proceedings of
the 2013 IEEE 6th ICST (2013).

[Che05] Chen, W.-C. et al. “A novel manufacturing defect detection method using association rule
mining techniques”. Expert systems with applications 29.4 (2005), pp. 807–815.

[Chi20] Chicco, D. & Jurman, G. “The advantages of the Matthews correlation coefficient (MCC)
over F1 score and accuracy in binary classification evaluation”. BMC Genomics (2020).

[Coh68] Cohen, J. “Weighted kappa: Nominal scale agreement provision for scaled disagreement or
partial credit.” Psychological Bulletin (1968).

[Coh95] Cohen, P. R. Empirical Methods for Artificial Intelligence. Cambridge, MA, USA: MIT
Press, 1995.

[Cor14] Cormack, G. V. & Grossman, M. R. “Evaluation of machine-learning protocols for technology-
assisted review in electronic discovery”. Proceedings of the 37th international ACM SIGIR
conference on Research & development in information retrieval. ACM. 2014, pp. 153–162.

[Cor15] Cormack, G. V. & Grossman, M. R. “Autonomy and reliability of continuous active learning
for technology-assisted review”. arXiv preprint arXiv:1504.06868 (2015).

[Cor16a] Cormack, G. V. & Grossman, M. R. “Engineering Quality and Reliability in Technology-
Assisted Review” (2016), pp. 75–84.

[Cor16b] Cormack, G. V. & Grossman, M. R. “Scalability of Continuous Active Learning for Reliable
High-Recall Text Classification”. Proceedings of the 25th ACM International on Conference
on Information and Knowledge Management. ACM. 2016, pp. 1039–1048.

[Cor17] Cormack, G. V. & Grossman, M. R. “Navigating Imprecision in Relevance Assessments on
the Road to Total Recall: Roger and Me”. The International ACM SIGIR Conference. 2017,
pp. 5–14.

[da 17] da Costa, D. A. et al. “A Framework for Evaluating the Results of the SZZ Approach for
Identifying Bug-Introducing Changes”. TSE (2017).

[D’A10] D’Ambros, M. et al. “An extensive comparison of bug prediction approaches”. MSR. 2010.

[D’A12] D’Ambros, M. et al. “Evaluating defect prediction approaches: a benchmark and an extensive
comparison”. Empir. Softw. Eng. 17.4-5 (2012), pp. 531–577.

[Deb05] Deb, K. et al. “Evaluating the ϵ-domination based multi-objective evolutionary algorithm for
a quick computation of Pareto-optimal solutions”. Evolutionary computation 13.4 (2005),
pp. 501–525.

[Elb00] Elbaum, S. & Munson, J. “Code Churn: A Measure for Estimating the Impact of Code
Change”. ICSME (2000).

[Est05] Estublier, J. et al. “Impact of Software Engineering Research on the Practice of Software
Configuration Management”. ACM Trans. Softw. Eng. Methodol. (2005).

109



[Fah19] Fahid, F. M. et al. “Better Technical Debt Detection via SURVEYing”. arXiv preprint
arXiv:1905.08297 (2019).

[Fan20] Fan, A. et al. “Beyond English-Centric Multilingual Machine Translation”. ArXiv abs/2010.11125
(2020).

[Fel10] Feldt, R. & Magazinius, A. “Validity Threats in Empirical Software Engineering Research-
An Initial Survey.” SEKE. 2010.

[Fli19] Flisar, J. & Podgorelec, V. “Identification of Self-Admitted Technical Debt Using Enhanced
Feature Selection Based on Word Embedding”. IEEE Access 7 (2019), pp. 106475–106494.

[Fon12] Fontana, F. A. et al. “Investigating the impact of code smells debt on quality code evaluation”.
MTD. 2012.

[FF15] Freitas Farias, M. A. de et al. “A contextualized vocabulary model for identifying technical
debt on code comments”. MTD. 2015.

[FF16] Freitas Farias, M. A. de et al. “Investigating the identification of technical debt through code
comment analysis”. ICEIS. 2016.

[FF20] Freitas Farias, M. A. de et al. “Identifying self-admitted technical debt through code comment
analysis with a contextualized vocabulary”. IST (2020).

[Fu17a] Fu, W. & Menzies, T. “Easy over Hard: A Case Study on Deep Learning”. FSE. 2017.

[Fu16a] Fu, W. et al. “Why is Differential Evolution Better than Grid Search for Tuning Defect
Predictors?” CoRR (2016).

[Fu17b] Fu, W. & Menzies, T. “Revisiting Unsupervised Learning for Defect Prediction”. Proceedings
of the 2017 11th Joint Meeting on Foundations of Software Engineering. ESEC/FSE 2017.
ACM, 2017, pp. 72–83.

[Fu16b] Fu, W. et al. “Tuning for software analytics: Is it really necessary?” Information and Software
Technology 76 (2016), pp. 135–146.

[Fuc21] Fucci, G. et al. “Waiting around or job half-done? Sentiment in self-admitted technical debt”.
MSR. 2021.

[Gao16] Gao, C. W. et al. “Reaction Mechanism Generator: Automatic construction of chemical
kinetic mechanisms”. Computer Physics Communications (2016).

[Geg10] Gegick, M. et al. “Identifying security bug reports via text mining: An industrial case study”.
Mining software repositories (MSR), 2010 7th IEEE working conference on. IEEE. 2010,
pp. 11–20.

[Gho15] Ghotra, B. et al. “Revisiting the impact of classification techniques on the performance of
defect prediction models”. Proceedings of the 37th International Conference on Software
Engineering-Volume 1. IEEE Press. 2015, pp. 789–800.

110



[Gig10] Giger, E. et al. “Predicting the fix time of bugs”. Proceedings of the 2nd International
Workshop on Recommendation Systems for Software Engineering. 2010, pp. 52–56.

[Gon20] Gonze, X. et al. “The Abinit project: Impact, environment and recent developments”. Comput.
Phys. Commun. (2020).

[Gra10] Graf, J. “Speeding up context-, object-and field-sensitive SDG generation”. SCAM. 2010.

[Gra04] Graham, P. Hackers & painters: big ideas from the computer age. " O’Reilly Media, Inc.",
2004.

[GG14] Guerra-Garcia, C. et al. “Selecting data quality requirements for each different web function-
alities” (2014).

[Guo10] Guo, P. J. et al. “Characterizing and predicting which bugs get fixed: an empirical study of
Microsoft Windows”. Proceedings of the 32Nd ACM/IEEE International Conference on
Software Engineering-Volume 1. 2010, pp. 495–504.

[Guo11] Guo, Y. et al. “Tracking technical debt—An exploratory case study”. ICSME. 2011.

[Guo19] Guo, Z. et al. MAT: A simple yet strong baseline for identifying self-admitted technical debt.
2019. arXiv: 1910.13238 [cs.SE].

[Ham09] Hamill, M. & Goseva-Popstojanova, K. “Common trends in software fault and failure data”.
IEEE Transactions on Software Engineering 35.4 (2009), pp. 484–496.

[Has09a] Hassan, A. E. “Predicting faults using the complexity of code changes”. IEEE 31st ICSE.
2009.

[Has09b] Hassan, A. E. “Predicting faults using the complexity of code changes”. ICSE. 2009.

[Hat19] Hata, H. et al. “9.6 Million Links in Source Code Comments: Purpose, Evolution, and
Decay”. Proceedings of the 41st International Conference on Software Engineering. ICSE
’19. Montreal, Quebec, Canada: IEEE Press, 2019, 1211–1221.

[Hat08] Hatton, L. “Testing the value of checklists in code inspections”. IEEE software (2008).

[Hec09] Heckman, S. & Williams, L. “A model building process for identifying actionable static anal-
ysis alerts”. 2009 International Conference on Software Testing Verification and Validation.
IEEE. 2009, pp. 161–170.

[Hec11] Heckman, S. & Williams, L. “A systematic literature review of actionable alert identification
techniques for automated static code analysis”. Information and Software Technology 53.4
(2011), pp. 363–387.

[Hin08] Hindle, A. et al. “What Do Large Commits Tell Us?: A Taxonomical Study of Large
Commits”. MSR. 2008.

[Hin12] Hindle, A. et al. “On the naturalness of software”. 2012 34th International Conference on
Software Engineering (ICSE). IEEE. 2012, pp. 837–847.

111

https://arxiv.org/abs/1910.13238


[HJ13] Hosmer Jr, D. W. et al. Applied logistic regression. Vol. 398. John Wiley & Sons, 2013.

[Hua17] Huang, Q. et al. “Supervised vs Unsupervised Models: A Holistic Look at Effort-Aware
Just-in-Time Defect Prediction”. ICSME. 2017.

[Hua18] Huang, Q. et al. “Identifying self-admitted technical debt in open source projects using text
mining”. EMSE (2018).

[ISO09] ISO/TS. “ISO/TS 8000-100: data quality - part 100: Master data: Overview (1st ed.).” (2009).

[Jal08] Jalali, O. et al. “Optimizing requirements decisions with keys”. Proceedings of the 4th
international workshop on Predictor models in software engineering. ACM. 2008, pp. 79–86.

[Joh13] Johnson, B. et al. “Why don’t software developers use static analysis tools to find bugs?”
Proceedings of the 2013 International Conference on Software Engineering. IEEE Press.
2013, pp. 672–681.

[Jur10] Jureczko, M. & Madeyski, L. “Towards Identifying Software Project Clusters with Regard
to Defect Prediction”. PROMISE. 2010.

[Kal14] Kalliamvakou, E. et al. “The Promises and Perils of Mining GitHub”. MSR. 2014.

[Kal15] Kalliamvakou, E. et al. “The Promises and Perils of Mining GitHub (Extended Version)”.
EMSE (2015).

[Kam16] Kamei, Y. & Shihab, E. “Defect Prediction: Accomplishments and Future Challenges”.
SANER. 2016.

[Kam13] Kamei, Y. et al. “A large-scale empirical study of just-in-time quality assurance”. TSE
(2013).

[Kam07] Kampenes, V. B. et al. “A Systematic Review of Effect Size in Software Engineering
Experiments”. Information and Software Technology 49.11-12 (2007), pp. 1073–1086.

[Kan18] Kanewala, U. & Bieman, J. M. “Testing Scientific Software: A Systematic Literature Re-
view”. IST (2018).

[Kik16] Kikas, R. et al. “Using Dynamic and Contextual Features to Predict Issue Lifetime in GitHub
Projects”. Proceedings of the 13th International Conference on Mining Software Repositories.
MSR ’16. Austin, Texas: Association for Computing Machinery, 2016, 291–302.

[Kim15] Kim, M. et al. “REMI: Defect prediction for efficient api testing”. Proceedings of the 2015
10th Joint Meeting on Foundations of Software Engineering. ACM. 2015, pp. 990–993.

[Kim16] Kim, M. et al. “The Emerging Role of Data Scientists on Software Development Teams”.
Proceedings of the 38th International Conference on Software Engineering. ICSE ’16. Austin,
Texas: ACM, 2016, pp. 96–107.

[Kim08] Kim, S. et al. “Classifying Software Changes: Clean or Buggy?” IEEE Trans SE (2008).

112



[Kim11] Kim, S. et al. “Dealing with noise in defect prediction”. Software Engineering (ICSE), 2011
33rd International Conference on. IEEE. 2011, pp. 481–490.

[Kir06] Kirk, B. S. et al. “libMesh: A C++ Library for Parallel Adaptive Mesh Refinement/Coars-
ening Simulations”. Engineering with Computers (2006).

[Koc12a] Kocaguneli, E. et al. “On the value of ensemble effort estimation”. TSE (2012).

[Koc12b] Kocaguneli, E. et al. “Active learning and effort estimation: Finding the essential content of
software effort estimation data”. IEEE Transactions on Software Engineering 39.8 (2012),
pp. 1040–1053.

[Kor09] Koru, A. G. et al. “An investigation into the functional form of the size-defect relationship
for software modules”. TSE (2009).

[Kre04] Kremenek, T. et al. “Correlation exploitation in error ranking”. ACM SIGSOFT Software
Engineering Notes. Vol. 29. ACM. 2004, pp. 83–93.

[Kri18] Krishna, R. & Menzies, T. “Bellwethers: A Baseline Method For Transfer Learning”. TSE
(2018).

[LG12] Le Goues, C. et al. “A Systematic Study of Automated Program Repair: Fixing 55 out of
105 Bugs for $8 Each”. ICSE. 2012.

[Lee20] Lee, Y. et al. “Continual Prediction of Bug-Fix Time Using Deep Learning-Based Activity
Stream Embedding”. IEEE Access 8 (2020), pp. 10503–10515.

[Lev04] Levina, E. & Bickel, P. “Maximum likelihood estimation of intrinsic dimension”. Advances
in neural information processing systems (2004).

[Lia10] Liang, G. et al. “Automatic construction of an effective training set for prioritizing static
analysis warnings”. Proceedings of the IEEE/ACM international conference on Automated
software engineering. ACM. 2010, pp. 93–102.

[Lie10] Liebchen, G. “DATA CLEANING TECHNIQUES FOR SOFTWARE ENGINEERING
DATA SETS”. PhD thesis. 2010.

[Lim12] Lim, E. et al. “A balancing act: What software practitioners have to say about technical
debt”. IEEE Software (2012).

[Liu18] Liu, Z. et al. “SATD detector: a text-mining-based self-admitted technical debt detection
tool”. ICSE. 2018.

[Lut04] Lutz, R. R. & Mikulski, I. C. “Empirical analysis of safety-critical anomalies during opera-
tions”. IEEE Transactions on Software Engineering 30.3 (2004), pp. 172–180.

[Maa18] Maassen, J. et al. Xenon.https://github.com/xenon-middleware/xenon.
2018.

[Maj20] Majumder, S. et al. “Revisiting Process versus Product Metrics: a Large Scale Analysis”.
EMSE (2020).

113

https://github.com/xenon-middleware/xenon


[Mal15] Maldonado, E. d. S. & Shihab, E. “Detecting and quantifying different types of self-admitted
technical debt”. MTD. 2015.

[Mal17] Maldonado, E. d. S. et al. “Using natural language processing to automatically detect
self-admitted technical debt”. TSE (2017).

[Man19] Mani, S. et al. “Deeptriage: Exploring the effectiveness of deep learning for bug triaging”.
COMAD’19: ACM India Joint International Conference on Data Science and Management
of Data. 2019, pp. 171–179.

[Mar04] Marinescu, R. “Detection strategies: Metrics-based rules for detecting design flaws”. ICSME.
2004.

[Mar12] Marinescu, R. “Assessing technical debt by identifying design flaws in software systems”.
IBM Journal of Research and Development (2012).

[Mar10] Marinescu, R. et al. “Incode: Continuous quality assessment and improvement”. CSMR.
2010.

[Mar11] Marks, L. et al. “Studying the fix-time for bugs in large open source projects”. Proceedings
of the 7th International Conference on Predictive Models in Software Engineering. 2011,
pp. 1–8.

[Mar08] Martignon, L. et al. “Categorization with limited resources: A family of simple heuristics”.
Journal of Mathematical Psychology (2008).

[Mar15] Martini, A. & Bosch, J. “The danger of architectural technical debt: Contagious debt and
vicious circles”. 12th ICSA. 2015.
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