
ABSTRACT

KUMAR, ANUJ. Accelerating Combustion Simulations with Machine Learning Surrogate Models.
(Under the direction of Tarek Echekki).

Combustion simulations are crucial for understanding and optimizing fuel combustion

and emissions. Combustion involves complex interactions between chemical kinetics, fluid

flow, molecular transport, and heat transfer, making detailed experimental studies challenging.

Simulations enable the development of more efficient and cleaner combustion chambers,

maximizing energy output and minimizing harmful emissions. However, the computational

cost of simulation is significant due to the need for fine-scale resolution and the high dimen-

sionality and stiffness of the ordinary differential equations (ODEs) of combustion systems.

These factors make large-scale combustion simulations expensive and impractical for practical

applications.

To address these computational cost issues, this dissertation presents two primary methods:

advancing the PC-Transport surrogate framework and developing a surrogate machine learning

model, React-DeepONet, for the chemical kinetics of large and complex fuels. Additionally,

it resolves challenges associated with employing React-DeepONet in a computational fluid

dynamics (CFD) solver.

Chapter 2 investigates the implementation of principal component (PC) transport to accel-

erate the direct numerical simulation (DNS) of turbulent combustion flows. This acceleration

is achieved by transporting PCs and tabulating the closure terms in the PC-transport equations

using machine learning models. Further acceleration addresses bottlenecks associated with

acoustic time steps for low Mach number flows. The approach is implemented in 2D and

3D on a laboratory-scale lean premixed methane-air flame stabilized on a slot burner. DNS

based on the transport of thermochemical scalars is carried out to develop a 2D DNS database

for PC-transport equations’ closure terms and validate the approach against species DNS in

2D and 3D. Results show that surrogate PC DNS can reproduce instantaneous profiles and



statistics related to turbulence, �ame topology, and �ame-turbulence interactions. The study

also demonstrates that parametric simulations with surrogate PC DNS can be implemented at

a fraction of the cost of a full 3D DNS with species and energy transport.

Chapter 3 develops a combustion chemistry acceleration scheme for implementation in

reacting �ow simulations based on deep operator networks (DeepONets), denoted as React-

DeepONet. This scheme maps a subset of the thermochemical scalars' vector between incre-

mental and adaptive time steps. The subset corresponds to variables adequate to represent the

chemical system's evolution. The DeepONet-based scheme relies on mapping this subset's so-

lution onto a corresponding solution at an adaptive time increment, overcoming the restrictive

requirements of integrating such solutions with stiff chemistry. React-DeepONet architecture

is augmented with a parametric input network, ParamNet, and training is implemented us-

ing prescribed short-horizon time windows where intermediate solutions also serve as initial

states. An additional framework of latent-space kinetics identi�cation with modi�ed DeepONet

(LS-React-DeepONet) enhances computational ef�ciency and applicability. The scheme is

demonstrated on the chemical kinetics of hydrogen oxidation and the more complex kinetics

of n-dodecane at high and low temperatures, accurately learning the chemical kinetics and

ef�ciently reproducing species and temperature temporal pro�les with signi�cant speed-up

and good extrapolation capability.

Chapter 4 addresses the challenges associated with employing and integrating machine

learning surrogate models with a CFD solver, speci�cally focusing on the React-DeepONet

model developed in Chapter 3. The integration is achieved using user-de�ned functions (UDFs)

of a CFD solver. To ensure accurate and robust predictions during CFD simulations, a unique

way to acquire training datasets from the thermochemical space of simulations and a novel

training mechanism based on auto-regressive rollouts are implemented. Additionally, a scheme

is developed to enable chemistry evolution in a low-dimensional representative set while

maintaining mass and energy conservation. Another useful strategy is also introduced to

integrate Python-based deep learning models with a C-based CFD solver. This integration is



implemented with low communication latency by employing the deep learning framework in

JAX and utilizing Python API for C and NumPy-C API for ef�cient communication between

Python and C. The framework is validated using the Engine Combustion Network (ECN) Spray A,

which features two-phase modeling and transient autoignition with n-dodecane as a fuel. The

results demonstrate signi�cant speed-up while maintaining accurate predictions compared to

a full solution with a detailed mechanism.

In summary, this dissertation addresses the high computational costs of combustion simu-

lations by developing and employing advanced machine-learning surrogate models.
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CHAPTER

1

INTRODUCTION

1.1 Motivations

Simulations are not just tools, they are the very essence of modern engineering design. This

sentiment, echoed by pioneers in computational science, highlights the transformative power

of simulations in the design process. Simulations provide an invaluable ability to model com-

plex systems and predict their behavior under various conditions reducing the costly and

time-consuming experimental trials. Simulations enable engineers to explore a vast design

space, identify optimal solutions, and anticipate potential issues before physical prototypes

are built. The iterative nature of the design process bene�ts greatly from simulations as they

provide rapid feedback and enable continuous improvement. These capabilities are crucial for

accelerating innovation (28; 91; 11).
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In the realm of combustion, simulations play an important role in understanding and

optimizing the complex dynamics of fuel combustion and emissions. Combustion processes

are mainly characterized by the complex interactions between chemical kinetics, �uid �ow,

molecular transport and heat transfer, making detailed experimental studies challenging and

often impractical. Detailed combustion simulations allow for the exploration of combustion

behavior under various conditions, enabling the development of more ef�cient and cleaner

combustion chambers, thereby maximizing the energy output and minimizing harmful emis-

sions. The insights gained from combustion simulations drive innovations in fuel technology,

combustion ef�ciency and emission control (138; 5).

However, the computational cost of combustion simulation is signi�cant, presenting a

substantial challenge ( 20). Combustion involves the complex interaction of multiple physical

phenomena, including �uid dynamics, heat transfer and chemical reactions, each of which

requires a very �ne-scale resolution to capture details accurately ( 43). In addition to that, due to

the presence, generation and complex interaction of a vast number of reacting species during

a chemical reaction, combustion systems are inherently high-dimensional ( 57), necessitating

large computational and memory resources. Furthermore, the ordinary differential equations

(ODE) system representing chemical kinetics in combustion is highly stiff, imposing strin-

gent constraints on the integration time step ( 72). This stiffness arises from the wide range

of timescales present in chemical reactions, requiring extremely small time steps to ensure

numerical stability and accuracy ( 22). As a result, the combined burden of these factors makes

the cost of combustion simulations enormously high and impractical, thereby restricting the

optimal design process of large, real-life combustion chambers.

Recent advancements in machine learning (ML) have signi�cantly impacted the scien-

ti�c community, leading to the emergence of a new interdisciplinary �eld: Scienti�c machine

learning (SciML) ( 134). This �eld combines machine learning techniques with scienti�c com-

puting to address complex problems in science and engineering. One innovative approach

is physics-informed machine learning, where ML models are created and trained with physi-
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cal laws and constraints embedded into their structure, ensuring predictions are physically

compliant ( 116; 85). Additionally, ML is being used for scienti�c discovery, where ML models

and their training process analyze vast amounts of data to uncover patterns and relationships

that might not be apparent through traditional methods ( 3; 92). Another notable development

is the use of machine learning surrogate models, which can emulate the behavior of more

complex systems with high ef�ciency ( 146; 65). These techniques and methods, particularly

machine learning surrogate models, are easily transferable to combustion systems. The com-

plexity and high dimensionality of combustion processes make them prime candidates for

machine learning applications. Machine learning surrogate models can effectively learn the

combustion behavior and accelerate the simulations. In addition, machine learning surrogates

can accurately operate in low-dimensional systems, signi�cantly reducing the dimensionality

of the system (59; 117).

1.2 Background

The development of strategies to accelerate combustion simulations has been a focus of numer-

ous studies. These strategies have mainly targeted both chemistry as well as the dimensionality

of the chemical system. Turbulent combustion modeling ( 34) and the reduction of reaction

mechanisms ( 75; 49) are crucial areas where signi�cant advancements have been made. Chem-

istry reduction techniques, such as in situ adaptive tabulation (ISAT) ( 113) and the piecewise

reusable implementation of solution mapping (PRISM) ( 135) are designed to ef�ciently man-

age and reduce the size of the chemical system. ISAT, for instance, dynamically builds a table

of previously computed results to avoid redundant calculations, signi�cantly speeding up cal-

culations. Manifold-based methods like intrinsic low-dimensional manifold (ILDM) ( 89) and

computational singular perturbation (CSP) ( 72) further simplify complex reaction mechanisms

into lower-dimensional spaces. In addition to that, adaptive chemistry approaches dynam-

ically adjust chemical reaction mechanisms during simulations based on local conditions.
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Techniques like dynamic adaptive chemistry (DAC) generate on-the-�y reduced mechanisms

tailored to the speci�c state of the combustion process (88; 79; 26; 129; 29).

Within data-driven frameworks, reducing the dimensionality of combustion systems has

also been a critical focus. Techniques such as principal component analysis (PCA) ( 56) de-

crease the dimensionality of the high-dimensional chemical composition space, based on the

premise that the composition space of interest resides on a much lower dimensional manifold.

Leveraging that, within the context of direct numerical simulations (DNS), Sutherland and

Parente (130) proposed the solution of an alternative set of scalars, principal components

(PCs), to the solution of thermochemical scalars using principal component analysis. PCs

are evaluated through the representative data of the composition space and these PCs are

transported instead of species within DNS.

Echekki and Mirgolbabaei ( 36) implemented PC-transport within the context of one-dimensional

turbulence (ODT) for the simulation of the Sandia �ame F ( 6). The PC-transport results with

3 PCs is able to reproduce similar instantaneous pro�les and statistics to ODT-based sim-

ulations of the same �ame using solutions for temperature and 16 species. Coussement et

al. (27) benchmarked PC-transport against manifold-generated (MG-PCA) transport using 1D

laminar hydrogen-air and syngas-air �ames as well as in 2D �ame-“turbulence” interactions.

MG-PCA involves the transport of a subset of the chemical system through representative

species that are identi�ed through a PCA of representative data. Their results show that both

methods reproduce full-chemistry results in the absence of differential diffusion. Their results

also underscore the importance of the reference data on which PCA is constructed. Owoyele

and Echekki ( 106) investigated the potential of using PC-transport for accelerating DNS. They

carried out 2D simulations of statistically-planar premixed methane-air �ames in vortical �ow.

They reported signi�cant savings in both computational time and memory using PC-transport.

This savings translates into 2 orders of magnitude reduction in computational cost, which

enabled the implementation of PC-transport in a similar con�guration in 3D under similar

computational requirements. However, Owoyele and Echekki ( 106) did not provide a valida-
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tion of the generated statistics in their 3D simulation based on PC-transport. More recently,

Malik et al. ( 93; 94) implemented PC-transport within the context of LES to study the Sandia

�ames D, E and F ( 6) as well as the Cabra lifted methane / air �ames ( 15), respectively. These

studies demonstrate PC-transport within the context of laboratory-scale �ames. Ranade and

Echekki (120; 121) and Ranade et al. (122) implemented PC-transport within the context of

Reynolds-averaged Navier-Stokes (RANS) by relying on data from multiscalar measurements of

temperature and major species in �ames ( 131; 133; 132). Again, PC-transport is demonstrated

as an effective method to represent complex chemical systems with reduced dimensionality.

Apart from PC-transport, within data-driven frameworks, various machine learning meth-

ods have been widely applied to accelerate combustion simulations. Machine learning (ML)

techniques are implemented for combustion chemistry that adopted strategies to represent re-

action rates using arti�cial neural networks (ANNs)(( 25; 24; 8; 9; 18; 37; 118; 119; 19; 139; 140; 2;

123; 33; 69; 58)). Ji and Deng (55) further advanced this �eld by developing a physics-informed

chemical reaction neural network (CRNN) to extract expressions for reaction rates from data.

Recently, additional approaches have been proposed to accelerate chemistry integration in

combustion using ML tools. Owoyele and Pal ( 108) introduced the ChemNODE approach,

which combines a stiff ODE solver with a deep neural network to minimize the solution of

chemistry integration based on the law of mass action ANN-based reaction rates. Zhang et al.

(153) trained a DNN to project the thermochemical state vector between time steps, providing

an ef�cient way to handle time-dependent simulations. Kim et al. ( 62) developed methods for

learning neural ODEs for reacting systems and proposed strategies to overcome the stiffness

inherent in chemical kinetics. Galassi et al. ( 40) utilized ANN regression as a more ef�cient sur-

rogate for the local projection basis within the computational singular perturbation (CSP) ( 72)

approach, thereby reducing the computational bottleneck. These ML-based methods have

signi�cantly advanced the �eld by offering faster and more accurate simulations.
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1.3 Open Questions

1. Within the context of PC-transport, beyond what has been demonstrated by Owoyele

and Echekki (106) for combustion DNS, several questions remain open.

• First, what type of a priori simulations are needed to represent the composition

space of the target problem? This is crucial for ensuring that the surrogate PC DNS

surrogate model is trained on relevant and representative data.

• Second, can surrogate PC DNS simulations reproduce similar statistics to simula-

tions based on species DNS? Addressing this question demonstrates the practical

value of surrogate PC DNS by potentially achieving signi�cant savings in computa-

tional resources and memory while maintaining accuracy.

• Third, can PC DNS run large 3D simulations ef�ciently and utilize the same already

trained surrogate model for multiple simulations varying in parametric space? This

explores the scalability and versatility of the surrogate models.

• Lastly, utilizing the inherent differentiability of machine learning surrogate models,

can additional acceleration strategies be devised in an explicit integration scheme?

This investigates the potential for further optimizing simulation ef�ciency.

All of these questions are investigated and addressed in Chapter 2, providing potential so-

lutions in accelerating combustion simulations within the context of PC DNS surrogates.

2. Within the context of developing an ef�cient and robust machine learning surrogate

model for chemical kinetics, several critical questions remain open and will be addressed

in Chapter 3.

• First, recent ML-based surrogates have been limited to simpler fuels. Finding an

ML surrogate for large and complex fuels remains a signi�cant challenge. This in-

volves overcoming the “curse of dimensionality,” of associated ordinary differential

equation (ODE) systems.
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• Second, how can we avoid the stringent constraint on integration time steps because

of the inherent stiffness of these ODE systems? This question explores potential

methods to develop novel integration schemes that maintain accuracy while reduc-

ing computational costs.

• Third, how can ML surrogates ef�ciently work in reduced dimensionality, and what

techniques can be employed to �nd an optimal reduced representation of the

composition space? This is crucial for ensuring that ML models capture the essential

dynamics without losing critical information, thereby enhancing their applicability

to complex fuels.

• Lastly, how can we ensure that ML model predictions remain robust over long-time

horizons and under unseen conditions? Addressing this question involves extensive

training and testing on diverse datasets and incorporating novel model training

mechanisms to maintain the accuracy and stability of predictions over extended

time horizons.

3. We develope an ef�cient and robust chemical kinetics solver based on Deep Operator

Networks ( 85), denoted as React-DeepONet, in Chapter 3. The React-DeepONet frame-

work addresses the abovementioned concerns associated with a typical ML surrogate

mode. However, extending the React-DeepONet framework to computational �uid dy-

namics (CFD) applications introduces several key challenges and constraints that must

be addressed.

• The �rst challenge is achieving accurate and robust predictions across a very wide

range of thermochemical space present in CFD simulations. This necessitates new

methods for generating training data and innovative training mechanisms.

• Second, it is essential to ensure mass and energy conservation when integrating the

React-DeepONet surrogate, which operates in reduced space, with the CFD solver,

which works in the original thermochemical space. This integration must ensure
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that the surrogate model complies with the CFD framework, maintaining physical

consistency and accuracy in the simulations.

• Third, ef�ciently integrating Python-based model predictions with a C-based CFD

solver poses a signi�cant technical challenge. The goal is to bridge the gap between

the �exibility of ML frameworks like JAX ( 12) or PyTorch ( 110) and the performance

requirements of CFD solvers, which often operate in C or Fortran. This integration

must minimize communication latency to ensure that the CFD solver's performance

is not compromised by the surrogate model's predictions.

All of these challenges and constraints are thoroughly examined and addressed in Chap-

ter 4, offering solutions to advance ML-based surrogates for chemical kinetics in CFD

simulations.

1.4 Outline

In Chapter 2, we investigate the implementation of PC-transport to accelerate DNS of turbulent

combustion �ows, whereby we aim to address the challenges highlighted in the point 1 in

section 1.3. The PC-transport framework is implemented in 2D and 3D on a laboratory scale

lean premixed methane-air �ame stabilized on a slot burner. DNS based on the transport of

thermochemical scalars (species and energy) is also carried out, �rst to develop a 2D DNS

database for PC-transport equations' closure terms and, second, to validate the approach

against species DNS in 2D and 3D.

In Chapter 3, we seek to �nd a robust and ef�cient surrogate machine-learning model for

chemical kinetics, aiming to resolve associated challenges mentioned in point 2 in section 1.3.

The surrogate machine model framework, denoted as React-DeepONet, is based on Deep Op-

erator Networks(DeepONets). An additional framework of latent-space kinetics identi�cation

with modi�ed DeepONet (LS-React-DeepONet) is proposed, which enhances the computa-

tional ef�ciency and widens the applicability of the proposed scheme. The React-DeepONet
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framework is demonstrated on the simple chemical kinetics of hydrogen oxidation and the

more complex chemical kinetics of n-dodecane high- and low-temperatures.

In Chapter 4, we address challenges and constraints related to employing and integrating

a machine-learning surrogate model (React-DeepONet) with a CFD solver. These challenges

and constraints are identi�ed in point 3 in section 1.3. After �nding ways to overcome these

obstacles, we integrate the React-DeepONet framework with the CONVERGE CFD solver. The

integration is implemented and validated using the Engine Combustion Network (ECN) Spray

A, which features two-phase modeling and transient autoignition with n-dodecane as fuel.

Lastly, Chapter 5 provides a summary of this work, along with key conclusions and recom-

mendations for future work.
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CHAPTER

2

ACCELERATION OF TURBULENT

COMBUSTION DNS VIA PRINCIPAL

COMPONENT TRANSPORT

2.1 Model Formulation

In this section, we present the model governing equations for DNS involving both species and

surrogate PC DNS and discuss some key implementation details. These equations are consistent

with their formulation in the Sandia compressible reacting S3D DNS code ( 21), which is used

for both species and surrogate PC DNS. Limited changes to S3D are implemented to include PC

transport simply because the PCs' transport equations are very similar in form to the species
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equations. The PC-transport equations are derived starting from the implementation of PCA

on data from species DNS. The constructed data is designed to reproduce a composition space

similar to that accessed in the actual simulations based on surrogate PC DNS. In its species

DNS formulation, the transport equations correspond to the continuity, momentum, total

energy and species continuity equations.

2.1.1 Governing Equations for Thermochemical Scalars and PCs

• Mass continuity:
@ �
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@ �u j

@x j
= 0. (2.1)

• Momentum equations ( i = 1,2,3):
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• Total energy equation:
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• Species continuity equation ( k = 1,2, . . . ,N ):
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In the above governing equations, � is the mixture density, u i is the i th velocity component.

e0 is the mixture-speci�c total energy, which accounts for the speci�c chemical and sensible
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internal energies and the kinetic energy:

e0 = h �
p

�
+

u l u l

2
, (2.6)

where h is the mixture enthalpy (combining both chemical and sensible contributions). � is

the dynamic viscosity. Yk , Dk and �! k are the k th species mass fraction, its diffusion coef�cient

and chemical reaction source term, respectively. q 00
i is the heat �ux in the i th direction and p is

the thermodynamic pressure, which is determined through the ideal gas equation of state:

p = � Ru T
NX

m =1

(Ym =Wm ). (2.7)

The solutions of Eqs. (2.1)–(2.5) are converted to a vector of thermochemical scalars represented

by temperature and species mass fractions: � = (T,Y1, . . . ,YN � 1), which can be evaluated from

the S3D species transport solutions.

As discussed below, only a subset of the species is selected to implement PCA. These

representative species represent primarily the low-dimensional manifold of the chemical

state space and are associated primarily with reactants, products and key intermediates, such

as CO and H2. To capture additional unsteadiness or curvature effects, we also retain one

radical species, such as the H atom. PCA is carried out by �rst normalizing the components

of the thermochemical scalars' vectors based on the representative species, evaluating the

covariance matrix using the sampled data, and carrying out an eigen-decomposition of this

matrix, resulting in a new vector of PCs:  =
�
 1, . . . , N

�
. The PCs are related to the original

thermochemical scalars comprised of temperature and representative species as follows:

 = QT� . (2.8)

Given the linear relation between the PCs and the thermochemical scalars, transport equations
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for the PCs can be derived (130).
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, where k = 1, . . . ,NP C , (2.9)

where D k
�!  k

are the k th component mass diffusion coef�cient and chemical source term.

Both terms can be expressed in terms of the thermochemical scalars' diffusion coef�cients

and reaction rates. The PCs' chemical source terms are expressed as follows (130):

�! 	 = QT �! � . (2.10)

The PCs' mass diffusion coef�cients are expressed as follows (36):

D = QT D � Q. (2.11)

The PCs' diffusion coef�cient matrix, D  , is a full matrix. In order to have a single diffusion

coef�cient for each PC, D is diagonalized resulting in the rotation of PCs ( 36). This rotation

consists of a simple expression similar to Eq. (2.8) involving a constant rotation matrix and

relating the older reduced set of PCs to the rotated PCs. This rotation maintains the overall

cumulative contribution to the data variance of the original retained PCs.

2.1.2 Additional Acceleration Strategies

The governing equations presented in Section 2.1.1 are consistent with the formulation pre-

sented in the work of Owoyele and Echekki ( 106). The choice of PCs equations serves a number

of purposes. First, these equations represent a reduction in the number of transport equations,

which can be signi�cant if the chemical system is large. The �rst consequence of this reduc-

tion is associated with the reduced memory requirements of PC-based solutions compared

to solutions requiring the transport of species and energy. Second, PCA is implemented on

temperature and a subset of the species, the representative species, thus excluding species that
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are responsible for the fastest chemical time scales and �ner resolution requirements within

a �ame structure. The bulk of representative species is associated with the slow chemistry

manifold in the chemical system. An illustration of this saving is discussed below. In the study

of Owoyele and Echekki ( 106), approximately one order of magnitude saving in the time step is

achieved in addition to nearly a factor of two decrease in the required spatial resolution in any

given direction.

We have investigated ad hoc and systematic methods to determine the representative

scalars out of the full chemical system. In the ad hoc approach, we selected major species

whose maximum mass fractions are above a prescribed threshold (in this study, 10 � 2) and one

minor radical, like H, to allow for considerations of curvature and �ame-�ame interactions

effects, where differential and preferential diffusion effects are present ( 106). We have also

proposed a two-step PCA implemented on all species' reaction rates to determine the species

with the most important contribution to the reaction mechanism (2).

More recently, Zdybal et al. ( 150) proposed a manifold-informed representative species

selection strategy. They rely on an iterative variable selection algorithm that accounts for two

topological aspects of the low-dimensional manifold of the composition space: feature sizes

and uniqueness. Their �nding is not fundamentally different from what we have adopted with

the ad hoc approach for simple fuels; but, a systematic approach may provide a better selection

of the representative species, especially for more complex fuels. Regardless, the ability to carry

out a priori validations of the selection of these species based on the PC transport training data

is important to assess the accuracy of this selection. Once this selection is made and validated,

the remaining species are recovered via regression based on the representative species.

The elimination of the contribution of the fast-evolving minor intermediates from surro-

gate PC DNS addresses only the stringent time-step requirements associated with chemistry

integration. These requirements are the most common bottlenecks in combustion DNS. Yet,

other time-step restrictions, such as acoustic time steps, may still be important.

In our present study, acoustic time step requirements for species DNS can be as low as 10 ns
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and approximately twice as large for surrogate PC DNS. The restrictions on the acoustic time

steps are related primarily to the complex hard inlet and inlet turbulent conditions. Meanwhile,

the chemistry time-step restriction is relaxed in surrogate PC DNS to approximately 60 ns due

to the elimination of the faster species in PCA.

To capture the �ame dynamics at the limits of low Mach numbers, capturing the �nest

time scales associated with acoustics may not be needed. However, we may anticipate other

problems in which compressibility is non-negligible and capturing the acoustic time scales

is important. To alleviate the stringent CFL restrictions, we have also implemented in S3D

with the present surrogate PC DNS implicit pressure evaluations based on predictor-corrector

type schemes (147; 71). The explicit pressure evaluation from the equation of state is done at a

current iteration, n .

p n =
� n Ru T n

W n
mi x

. (2.12)

A similar expression can be written for the pressure at the subsequent iteration, n + 1:

p n +1 =
� n +1Ru T n +1

W n +1
mi x

. (2.13)

However, the values � n +1, T n +1 and W n +1
mi x are now approximated through a Taylor series ex-

pansion by retaining only the �rst two leading terms:

� n +1 � � n +
•

@ �

@t

‹ n

� t , (2.14)

T n +1 � T n +
•

d T

d  

‹ n •
@  

@t

‹ n

� t , (2.15)

W n +1
mi x � W n

mi x +
•

d Wmi x

d  

‹ n •
@  

@t

‹ n

� t . (2.16)

With further simpli�cation, we get:

•
@ �

@t

‹ n

� t �
�
� �

�n
(2.17)
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and
•

@  

@t

‹ n

� t �
�
�  

�n
. (2.18)

The values of
�
� �

�n
and

�
�  

�n
are obtained through the compressible �ow code at each

iteration as a difference between the two iterations at n and n � 1.
€

d T
d  

Šn
and

€
d Wmi x

d  

Šn
are

obtained directly using the ANN that is trained to model T and Wmi x in terms of the transported

PCs. The input-output Jacobian of the corresponding ANN gives
€

d T
d  

Šn
and

€
d Wmi x

d  

Šn
.

The proposed framework of semi-implicit pressure evaluation from the equation of state

eliminates stringent CFL restrictions imposed by the acoustic waves. With this framework

and elimination of the fast-evolving minor intermediates, the integration time is 60 ns in

surrogate PC DNS as opposed to 5 ns in the case of species DNS. By eliminating the time

step restrictions related to the resolution of the acoustic waves, the time step restrictions

in surrogate PC DNS are associated primarily with the PCs' source terms integration. The

validation studies implemented in this work demonstrate that the implementation of the

semi-implicit scheme for pressure evaluation does not impact the predictive capabilities of

surrogate PC DNS. Instead, it serves to relax the time step requirements once limitations to the

time step related to chemical source evaluations are eliminated.

2.2 Results

In the study of Owoyele and Echekki ( 106), we have demonstrated a potential computational

savings of surrogate PC DNS in a small canonical �ow of a statistically planar premixed �ame

in 2D “turbulence”. We also demonstrated that a 3D surrogate PC DNS can be implemented at

a similar cost to a 2D species DNS. However, no validation of the 3D surrogate PC DNS was

performed. The present results extend this earlier study in three different ways. First, additional

acceleration strategies are implemented, including the implementation of specialized ANNs

for the different surrogate PC DNS closure terms and the implementation of a method for

alleviating the CFL restriction. The second important aspect of the present study is the extension
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of surrogate PC DNS to a laboratory �ame con�guration. Surrogate PC DNS demonstrates

the inherent advantage of this approach as an alternative “poor-man's” or surrogate DNS to

explore a wide parametric space. Most importantly, statistics in the 3D simulations, which are

evaluated for scalar and turbulent quantities and statistics related to the �ame surface topology

(curvature and strain rate) are constructed and validated against 3D species DNS. The study

shows that 3D surrogate PC DNS implemented with a less costly 2D DNS can reproduce the

statistics obtained with a more computationally intensive 3D species DNS.

2.2.1 Data Selection

Surrogate PC DNS relies on training data that produces the composition space accessed by

the target simulation. A hierarchy of models can be considered starting from the standard 0D

reactor models, such as homogeneous reactor models or perfectly stirred reactors (PSR), to

more elaborate 3D DNS simulations. For example, Coussement et al. ( 27) used 1D steady �ame

simulations to reconstruct the composition space. Using such simulations can be computation-

ally ef�cient. However, they may not capture important �ame-�ow (unsteady curvature and

strain rate effects) or �ame-�ame interactions that are typical in turbulent �ame environments.

In the study by Owoyele and Echekki ( 106), an unsteady DNS of a premixed �ame in 2D

vortical �ow was adopted to reproduce the desired effects that can not be captured in 1D

steady �ames. The choice of a lower dimension is motivated by cost as well as the ability to

capture the effects of unsteady �ame-�ow and �ame-�ame interactions in composition space.

We stipulate and will show below, that these effects can be adequately reconstructed in 2D.

The choice of representative scalars is also motivated by keeping the thermochemical scalars

that exhibit strong sensitivities to these effects. As in the Owoyele and Echekki ( 106) study, the

representative scalars are made up primarily of the major species augmented by a radical, the

H atom, which is chosen to capture differential and preferential diffusion effects, especially in

the presence of curvature and �ame-�ame interactions.

Two alternative models for generating data, which have not been considered here, are
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the linear-eddy model (LEM) ( 60) and the one-dimensional turbulence (ODT) model ( 61).

Both approaches implement turbulent �ame simulations in 1D by representing the inherently

3D turbulent transport with stochastic stirring events. Park and Echekki ( 109) showed that

curvature effects and �ame-�ame interactions can still be represented in 1D ODT formulations

through the proximity (for curvature) and the interactions (for �ame-�ame interactions) of

multiple 1D �̀amelets' generated through the discrete stirring events.

2.2.2 Numerical Setup

As a validation of surrogate PC DNS, surrogate PC DNS and species DNS are run on a 2D and a

3D slot-burner con�gurations. Owing to the cheaper simulation cost for surrogate PC DNS,

two more cases of the 3D slot-burner are run with just surrogate PC DNS in order to study the

effect of in�ow jet velocity and �ow turbulence on the �ame structure and statistics. Simulation

parameters for all the cases are summarized in Tables 4.1 and 4.2. Closure for all surrogate PC

DNS cases is derived from 2D species DNS.

For both 2D and 3D runs, most of the simulation parameters are kept similar to those of

`case A' of Sankaran et al. (126) and are summarized in Tables 4.1 and 4.2. Figure 2.1 shows the

con�guration of the slot-burner Bunsen �ame in 2D initialized with a laminar �ame pro�le.

The con�guration is uniformly extended in the spanwise z-direction for the 3D geometry with

a depth of 3.5 times the slot width, h . The con�guration consists of a central jet that supplies

premixed reactants. The jet consists of a premixed methane-air mixture at 800 K and 1 atm

and an equivalence ratio � of 0.7 similar to Sankaran et al. ( 126). The central jet is surrounded

on either side by a heated co�ow having the temperature and composition of the products

of complete combustion. Boundary conditions correspond to a hard inlet condition at xmin

and non-re�ecting out�ow boundary conditions are imposed at the exit, at x = L x , where

L x is domain length in the streamwise direction. In the remaining y and z directions with

domain lengths, L y and L z , periodic boundary conditions are imposed. In the last two cases of

surrogate PC DNS, case B2 and case B3, a lower in�ow velocity is imposed relative to case B and
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two different turbulence intensities are prescribed initially and at the in�ow, as summarized in

Table 4.2.

The computational domain shown in Figure 2.1 is discretized such that a uniform grid

spacing is used in the streamwise direction, x , up to L x � uni f = 18 mm. From L x � uni f to L x , an

algebraic stretched grid using the following stretching function:

f (s) = � s +
�
1 � �

�

h
s + 1� s�

q ln
�

cosh q (s� 1)
1� s�

cosh � q
1� s�

�i

h
1+ 1� s�

q ln
�

1
cosh � q

1� s�

�i (2.19)

is prescribed, such that the coordinate x is expressed as:x (s) = f (s) � L x . Here, s is the equi-

spaced grid from 0 to 1, q = 3.0, s� = L x � uni f =(L x � ) and � = � x (Nx � 1)=L x . Here, � x is the

uniform grid spacing imposed in the �rst 18 mm of the domain in the x direction and total Nx

is the number of grid points in the same direction.

Furthermore, in the spanwise y direction, a uniform grid spacing in the center of the

domain up to �ve times the slot width and an algebraic stretching on either side of the center

is prescribed using Eq. (2.19) for the y direction. The stretching of the grid in both directions

pushes boundaries further away from the �ame. For the 3D con�guration, a uniform grid

spacing is used in the entire z-direction. Note that the uniform grid spacing is the same in the

3 directions and corresponds to 40 � m in species DNS. In surrogate PC DNS, this resolution

corresponds to 65 � m. In contrast, Sankaran et al. ( 126) imposed a 20 � m; although they also

have found a resolution of 40 � m to be also adequate.

A skeletal chemical reaction mechanism for methane-air combustion is used ( 128). The

mechanism involves 35 reactions and 16 species, which include H 2, H, O, O2, OH, H2O, HO2, CH4,

CO, CO2, H2O2, CH3, HCO, CH2O, CH3O and N 2. However, PCA is carried out on the temperature

and a subset of these species, including H 2, H, O2, H2O, CH4, CO and CO2. The species DNS

simulations were performed using the S3D code ( 21), which solves the compressible form of

Navier-Stokes, species and energy equations with a fourth-order Runge-Kutta method for time

integration and an eighth-order explicit spatial differencing scheme. Furthermore, a tenth-
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order �lter is periodically used to dampen any spurious high-wave number oscillations. For

surrogate PC DNS, the S3D code is modi�ed by replacing the energy and species transport

equations' solutions with the solutions for the PC-transport equations.

In species DNS, the transport coef�cients such as the molecular viscosity, the thermal

conductivity and the species diffusion coef�cients are calculated from a mixture-averaged

formulation. In 2D and 3D surrogate PC DNS, ANNs are trained using the same 2D species

DNS to calculate the PCs' diffusion coef�cients and chemical source terms in addition to the

molecular viscosity, the temperature and the mixture molecular weight. In these ANNs, the

inputs correspond to the retained PCs. In the species DNS, at the in�ow plane, a �ame is

anchored which speci�es mass fractions and temperature. In surrogate PC DNS, these inlet

values are translated into their corresponding PC values.

In all cases, turbulence is imposed initially in the computational domain superposed on

the mean �ow and is fed continuously at the inlet. The turbulence conditions are prescribed by

specifying a turbulent length scale and RMS velocity �uctuations and by prescribing a turbulent

energy spectrum. Based on the turbulent jet velocity and the streamwise domain length, the

�ow-through time is 0.4 ms for all cases except case B 2 and case B3, which are discussed below.

Statistics are collected only after this �ow-through time to eliminate the contribution of the

initial transients. For cases B 2 and B3, the �ow through time is 0.6 ms. The solution is advanced

at a constant time step of 5 ns in species DNS. For the same problem setup, a constant time

step of 2 ns in used in Sankaran et al. (126).

2.2.3 Computational requirements and saving

The computational requirements to run for one �ow through time for each case are listed in

Table 3.2. A speed-up of 73 times for case B 1 relative to case B in the 3D runs is higher than

the corresponding speed-up of 38 times in the 2D runs. Note that the computational cost

associated with cases B2 and case B3 is a little higher than case B 1 because of their longer

integration times. Although these cases are run for a longer physical time than case B, the ratio
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Table 2.1: 2D Run Cases.

Parameters Case A Case A1

Species PCs
Slot width ( h ) 1.2 mm 1.2 mm

Domain size, L x � L y 21.6h � 12 h 21.6h � 12 h
Mesh size, Nx � Ny � Nz 525 � 210 350 � 140
Number of grid points 110 K 49 K

Turbulent jet velocity (Ū ) 60 m/ s 60 m/ s
Co�ow velocity 15 m/ s 15 m/ s

Turbulence intensity (u
0
=SL ) 8 8

Turbulence Reynolds no (Ret = u
0
l t =� ) 41.6 41.6

Time step, � t (s) 5� 10� 9 6� 10� 8

Table 2.2: 3D Run Cases.

Parameters Case B Case B1 Case B2 Case B3

Species PCs PCs PCs
Slot width, h 1.2 mm 1.2 mm - -
L x � L y � L z 21.4h � 12 h � 3.5 h 21.4h � 12 h � 3.5 h - -
Nx � Ny � Nz 525 � 210 � 105 350 � 140 � 70 - -
Grid points 11.5 Million 3.4 Million - -

Ū 60 m/ s 60 m/ s 40 m/ s 40 m/ s
Co�ow 15 m/ s 15 m/ s 15 m/ s 15 m/ s
u

0
=SL 8 8 8 3

Ret = u
0
l =� 41.6 41.6 41.6 15.1

� t (s) 5� 10� 9 6� 10� 8 6� 10� 8 6� 10� 8

Figure 2.1: Initial CH 4 mass fraction contours in a slot Bunsen burner con�guration.
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Table 2.3: Computational requirements.

Cases CPU Speed-Up Memory(GB) Memory
Hours Usage (GB) Saving

Case A 87.1 1 58.2 1
Case A1 2.3 38 23.7 2.5
Case B 18674.4 1 1382.4 1
Case B1 256.9 73 252.0 5.5
Case B2 384.2 – 252.0 5.5
Case B3 384.2 – 252.0 5.5

of computational times is still high (approximately 48 times). Regardless, the computational

cost of running 3D surrogate PC DNS cases remains a small fraction of the cost of running

a similar 3D species DNS. In addition to the reduction in the CPU time, a notably smaller

memory requirement is observed for surrogate PC DNS. All the cases are run on Cori-Haswell

with Intel Xeon Processor E5-2698 v3.

Another useful comparison that can be drawn from Table 3.2 is related to the CPU time

requirements of the 2D case A relative to case B and the CPU time requirements of this same

case relative to the 3D case B1. Case B requires more than 200 times the CPU time required by

case A; and the equivalent 3D case B1 is approximately 3 times more expensive than case A.

Therefore, constructing closure for the PCs using a 2D species DNS does not incur a signi�cant

overhead cost compared to 3D simulations, and hence therein lies the motivation for using

surrogate PC DNS within the context of high-�delity simulations needed to construct statistics.

Multiple factors contribute to the cost savings associated with surrogate PC DNS. As dis-

cussed below, we retain only 4 PCs to represent the composition space. Our principal criterion

for determining the number of retained PCs is based on the cumulative contribution to the

variance of the data from the leading PCs. We selected this threshold at 99% of this contribution,

which corresponds, in the present study, to 4 PCs. The validation of surrogate PC transport

between cases A and A1 provides an assessment of the number of PCs retained and transported

in addition to the model elements of surrogate PC transport (e.g. regression for the PCs source

terms, the overall performance of PC transport with time integration.) The surrogate PC DNS
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solution, then, only involves the solution of the continuity, the 3 components of momentum

(in 3D) and the 4 PCs, a total of 8 equations. In contrast, species DNS involves the solution of

the continuity, the 3 components of momentum (in 3D), the energy equation and 16 species, a

total of 21 equations.

In addition to fewer scalars to transport, the elimination of fast-evolving minor interme-

diates from surrogate PC DNS enables lower spatial and temporal resolution requirements.

The spatial resolution requirements are dictated by the �nest structures across the reaction

zone, and, for transport, the amount of turbulent kinetic energy resolved. In the present study,

the �nest structure in species DNS is associated with HCO, which has a single peak within the

reaction zone. Using the 1D �ame solutions as a reference, the characteristic thickness of the

HCO pro�le based on the distance between positions of HCO mass fractions magnitudes of

1% of the peak is approximately 560 � m. In surrogate PC DNS, the thinnest zone corresponds

to PC3 with a characteristic thickness of approximately 800 � m. Based on the selected grid

resolutions, surrogate PC DNS and species DNS allocate approximately 12 and 14 grid points,

respectively, to resolve the �nest structures within the �ames. Finally, with the prescribed

turbulence conditions for the 3D case B, 99% of the turbulent kinetic energy distribution along

all wavenumbers resides at scales above 120 � m.

Next, we consider the computational time saving using surrogate PC DNS. For a given

integration time, this saving is achieved through the acceleration of the solution per time step

as well as the number of time steps required to reach that integration time. Pro�ling of the

numerical cost associated with each DNS shows that surrogate PC DNS runs approximately 1.5

times faster than species DNS per time step in the evaluation of the chemical source terms and

diffusion coef�cients, which are implemented for surrogate PC DNS, using relatively shallow

neural networks using 2 hidden layers for PCs' source terms and one hidden layer for their

diffusion coef�cients. An additional acceleration of 4.2 times with surrogate PC DNS is gained

from the lower spatial resolution, which is related primarily with the evaluation of spatial

derivatives in the advective and diffusive terms of the governing equations.
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The time step requirements also contribute to the computational saving. To illustrate the

potential computational savings in time steps, we estimate the minimum characteristic time

scales associated with the two solutions, species DNS and surrogate PC DNS. We adopt the

simple expression proposed by Ren and Goldin (124):

� c he m = min
k =1,...,N

•
Yk

j �! k j=�

‹
. (2.20)

The minimum value in this expression is carried out on all species as well as positions in space.

A similar expression is adopted for determining the time scales associated with the PCs' values

and reaction rates. In this expression, a scaling constant proposed by Ren and Goldin ( 124) is

set to 1 since the goal is to compare the magnitudes of the characteristic time scales and not

provide estimates for the required time steps. In species DNS, � c he m from the simulations is 1.5

ns, while the corresponding value in surrogate PC DNS is 18 ns. Therefore, as adopted in the

present study, the time step associated with chemistry integration in surrogate PC transport

is expected to be an order of magnitude higher than the one associated with species DNS. In

contrast, acoustic time scale requirements due to the compressible formulation in S3D are

approximately 10 and 20 ns in species and surrogate PC DNS, respectively. However, the implicit

pressure formulation discussed in Sec. 2.2 increased the time step requirement associated with

acoustic time steps to approximately 60 ns.

Apart from its computational saving, surrogate PC DNS makes use of the same training

data set and ANN models for different target simulation cases. As long as the thermochemical

space of the target simulation cases is spanned by the training data set, the target case can

have a different geometry and different �ow properties such as mean �ow velocities and �ow

turbulence. The training data set can be obtained with a smaller geometry, requiring less

computational resources than the target runs. In the present study, the training data is carefully

selected from a 2D species DNS data set and the target cases are the 3D runs, case B1, case B2

and case B3, with the varying �ow properties.
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2.2.4 PCA and training of ANN models

PCA is a data-driven reduced-order model and requires training data. Here, the data set is

generated using species DNS of a premixed methane air in a 2D vortical �ow. In order to make

the data set representative of the target 3D DNS, multiple snapshots of the 2D DNS are selected

such that physical phenomena like �ame wrinkling, �ame-�ame interactions, �ames pinching

off to form pockets, local extinction and a range of curvature and strain conditions are captured.

These snapshots are stacked and a dataset is generated.

Figure 2.2 shows the composition space spanned by the training data (i.e. the 2D species

DNS) and the 3D species DNS in the form of the scatter plot of temperature and the H 2 mass

fraction. The �gure identi�es different features encountered in the 2D and 3D simulations due

to �ame wrinkling, �ame-�ame interactions, local �ame extinction, �ame detachment and

conditions of strong curvature and labels them with different color symbols. The �gure also

shows a single pro�le, shown in red circles, in T –H2 space that corresponds to the reference

problem of an unstrained, steady 1D laminar premixed �ame at the same reactants' conditions

of the turbulent �ames. The �gure shows that the same features are present in the 2D training

data (shown in green circles) and the 3D data. Varying turbulence conditions can affect the

frequency of these various features. However, if these features are present in the training

data, the resulting composition space from which PCA is constructed is representative of the

3D DNS simulations. From the �gure, it is clear that 2D DNS accesses different states of the

composition space spanned by 3D simulations. The �gure also shows that the 1D �ame solution

is not adequate in reproducing the conditions observed under turbulent conditions. Instead

of performing PCA on all the thermochemical scalars, a subset of thermochemical scalars is

chosen (36; 106). The subset of thermochemical scalars include T , YH2
, YH , YH2O, YO2

, YCH4
, YCO

and YCO2
. It includes major species (i.e. reactants, products or major intermediates) except for

the hydrogen atom, H. H, as one of the highly diffusive radical species, is retained to capture

the effect of differential diffusion and curvature on strongly curved �ames. In this study and

similarly to the work of Owoyele and Echekki ( 106), we have adopted an ad hoc approach to
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Figure 2.2: DNS data manifold in T -H 2 space showing features and conditions accessed by
3D DNS and training data from 2D DNS.

select our representative species. As we plan to implement surrogate PC DNS on more complex

fuels than methane, we will implement a more systematic approach for representative species'

selection, including the proposed approach by Zdybal et al. ( 150). It is important to note that

the validity of species selection can be tested through comparisons of cases A and A 1 before its

extension to the 3D cases. More importantly, the ability to recover non-representative species

from the representative species using only the training data from case A can provide another

validation for this selection. Based on a selection of a subset of species for PCA, the stiffness of

the chemical system is reduced and a larger integration time-step is achieved with surrogate

PC DNS compared to species DNS (36; 106), not to mention the savings in grid resolution ( 106).

The PCA is performed on the representative species using the data set obtained from the

2D species DNS. Figure 2.3 shows a Scree plot that indicates the cumulative contribution of

the different PCs to the data variance. In principle, 8 PCs are generated based on the retained

representative scalars. However, the cumulative variance of the leading 4 PCs exceeds 99% of the

total variance. In the present study, surrogate PC DNS is implemented with these leading 4 PCs.
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Figure 2.4 shows the coef�cients of the eigenvector matrix, Q, and illustrates the contributions

Figure 2.3: Scree plot: Cumulative contributions of the PCs to the data variance.

of the representative thermochemical scalars to the 4 leading PCs. The larger coef�cients are

highlighted. Here, the predominant contributions to PC 1 are from the reactants, products,

temperature and CO. Major contributions to PC 2 are attributed to CO, CO 2, temperature and

O2. The contributions of the highly diffusive intermediates H 2 and H are prominent only in the

third and fourth PCs, respectively, which account for approximately 2% of the total variance.

However, these contributions are essential for capturing curvature and differential diffusion

effects, as argued below.

Figure 2.4: Contributions of the selected species and temperature to the 4 leading PCs.
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Projecting species source terms and species mass-diffusion coef�cients on the vector

space given by the eigenvector matrix Q results in the PC source terms and PC mass diffusion

coef�cients as shown in subsection 2.1.1. As shown in Eqs. (2.10) and (2.11), PC source terms and

diffusion coef�cients require closure as a function of PCs. Furthermore, the dynamic viscosity,

� , and the speci�c heat ratio, 
 , also need to be evaluated during the simulation. Moreover, the

implementation of the equation of state (2.7) to evaluate the thermodynamic pressure requires

the temperature, T and the mixture molecular weight, Wmi x . The in situ evaluation of all these

terms, the PCs' source terms and diffusion coef�cients, the dynamic viscosity, the speci�c heat

ratio, the temperature and the mixture molecular weight is implemented as a regression in

terms of the transported PCs, which represent a truncated subset of the full set of available

PCs, using arti�cial neural networks (ANNs) (36; 106; 38; 127; 51; 99; 100).

Figure 2.5 shows the different ANN architectures, which are used for the closure of these

terms. The PC source terms are complex and highly non-linear functions of the PCs and,

therefore, they require a “deeper” neural network with two hidden layers, with 15 and 10 nodes

in each layer, respectively ( 38; 127; 51). This architecture is shown in Fig. 2.5a. In contrast, the

regression for the PCs' diffusion coef�cients, the dynamic viscosity, the speci�c heat ratio and

the temperature relies on shallow networks with just one hidden layer of 10 nodes ( 36; 106)

as shown in Figure 2.5b. Similarly, another shallow network is used to tabulate the mixture

molecular weight as shown in Fig. 2.5c.

Finally, as a post-processing step, an ANN is also constructed to evaluate species mass frac-

tions from PC solutions. These species include the subset of species used in PCA as well as other

species in the chemical mechanism. The PCs are obtained through a linear transformation of

the thermochemical scalars' vector. However, a nonlinear reconstruction of thermochemical

scalars using an ANN (100) is adopted to recover these scalars from a subset of the PCs. An

alternative regression method is Gaussian process regression (GPR), which was investigated by

Malik et al. ( 95) within the context of PC-transport. Both ANN or GPR allow for the reconstruc-

tion of the excluded set of thermochemical scalars, which are not part of PCA. In the present

28



Figure 2.5: Different ANN architectures for closure of the terms. a) ANN for the PC source
terms. b) ANN for transport coef�cients and temperature. c) ANN for mixture molecular weight.

study, we construct ANNs to recover the species' mass fractions in groups of 3 (i.e. the outputs

correspond to the mass fractions of 3 species), such as the ANN architecture is [4 10 10 3] with 4

PCs in the input layer, 2 hidden layers of 10 neurons each and 3 species mass fractions. Species

exhibiting similar pro�les (e.g. reactants, products and intermediates) are grouped within

the same network resulting in 5 ANNs overall to predict the species mass fractions, including

representative species.

The architectures shown in Fig. 2.5 may appear to be small, especially for the PC source

terms, compared to those previously reported in the literature for similar tasks ( 38; 127; 51; 10).

However, generally, the training of the neural network has been done with �rst-order optimiz-

ers (e.g. Gradient descent, Adam). Here, one of the second-order optimizers, the Levenberg-

Marquadt optimizer is used for the training of the ANNs ( 77). Second-order optimizers have
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been shown to be a better choice for regression tasks ( 107; 98; 148). Furthermore, the predic-

tions from these ANNs are made at each iteration and grid point in the simulation. Thus, to

have a smaller cost and robust predictions from the ANNs, it is imperative to use a smaller (i.e.

less complex) ANN architecture. During the course of training for the PCs' source terms, we

have found that more complex networks, even if they can reproduce the training data with

higher �delity, are very sensitive to input �uctuations; and, therefore, they tend to be less

robust. Regardless, the correlation coef�cients between training and predicted source terms

achieved with an architecture [4 15 10 4] (see Fig. 2.5a) are at least 99.9%.

2.2.5 Comparisons of 2D DNS Results between case A and case A 1

Surrogate PC DNS is validated �rst in a 2D DNS con�guration. The validation is performed

for a 2D premixed Bunsen �ame in vortical �ow, which corresponds to case A (species DNS)

and case A1 (surrogate PC DNS). Figure 2.6 illustrates comparisons of CH 4, CO, H2 and HO 2

mass fraction contours from surrogate PC DNS and species DNS. The comparison is made at

t = 0.1 ms when the �ame is suf�ciently wrinkled, �ame-�ame interactions are observed and

�ame pockets are present. Also shown in the �gure are comparisons of the corresponding 1D

cuts along the centerline ( y = 0 mm). Note that HO 2 is not one of the representative species

to compute the PCs. This species is recovered in a post-processing step through an ANN that

relates the PCs to HO2 using the training data from species DNS. The ability to predict this

species is a stringent test as part of the validation of the surrogate PC DNS.

Another stringent test of the performance of surrogate PC DNS is related to the behavior

of intermediates, in particular H and H 2, at conditions of strong curvature or during highly

transient �ame-�ame interactions, leading to pocket formation or �ame annihilation. The

�gure shows that the overall �ame topology is captured with surrogate PC DNS. The �gure

shows the formation of 3 �ame pockets at the tip of the Bunsen �ame, which are captured by

both species and surrogate PC DNS. It also shows enhancements of H 2 at negatively curved

�ame regions (i.e. the center of curvature is on the reactants' side). Moreover, CH 4 and HO 2 are
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Figure 2.6: (2D DNS) Comparison of species mass fractions from species and surrogate PC
DNS. a)YCH4

b)YCO c)YH2
d)YHO2

depleted at the �ame pockets nearest to the main body of the �ame while high concentrations

of the intermediates, CO and H 2, are observed. These high concentrations are highly transient

and decay as the �ame pocket is fully detached from the �ame. The predictions of HO 2 provide

further validation of the ANN used to recover species that are not represented within PCA.

Some differences in magnitudes can be observed for all species shown. As expected, these

differences are present where strong �ame-�ow and �ame-�ame interactions are present. The

comparisons are still remarkable given that 4 PCs are used to replace 16 species and the total
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energy.

Next, we provide more quantitative evaluations of errors in evaluating instantaneous species

with surrogate PC DNS. We rely on two measures of these errors based on the mean absolute

error (MAE) and a normalized MAE. These errors are expressed as follows:

MAE = jYSpecies DNS � YPC DNSj, (2.21)

and

Normalized MAE =
MAE

YSpecies DNS, Max � YSpecies DNS, Min
. (2.22)

The MAE is evaluated on instantaneous species' mass fractions and averaged over grid points

on different snapshots of the DNS solution. The normalized MAE accounts for the variations

of magnitudes among the different quantities. Table 2.4 shows the MAE and the normalized

MAE for the representative and the non-representative species for surrogate PC DNS. The

species evaluated from surrogate PC DNS are computed using ANNs relating these species

to the transported PCs. Note that the MAE and normalized MAE errors are comparable in

magnitude between 2D and 3D DNS. Therefore, the application of the surrogate PC DNS

model components trained on 2D species DNS data is not diminished by its application in

3D surrogate PC DNS. Nonetheless, the reported errors remain relatively low compared to the

magnitudes of the different quantities.

2.2.6 Comparisons of 3D DNS results between case B and case B 1

Having established predictions of 2D surrogate PC DNS relative to identical conditions with

species DNS, we now consider the results of 3D DNS with both surrogate PC and species DNS

(i.e. cases B and B1). Note again, as listed in Table 4.2, both case B and case B 1 have similar

conditions while case B 2 and case B3 have different inlet and turbulence conditions than case

B. It is equally important to note that the determination of the PCs and the closure for diffusion

and reaction terms for the PCs in cases B 1, B2 and B3 are based on data from the 2D DNS of
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Table 2.4: Mean absolute errors (MAEs) and normalized MAEs from 2D and 3D instantanenous
surrogate PC DNS data.

2D 2D 3D 3D
Species MAE Normalized MAE MAE Normalized MAE

H2 4.5 � 10� 5 2.5 � 10� 2 4.3 � 10� 5 2.3 � 10� 2

H 7.1 � 10� 6 1.8 � 10� 2 8.8 � 10� 6 2.1 � 10� 2

O 2.1 � 10� 4 4.2 � 10� 2 2.4 � 10� 4 4.3 � 10� 2

O2 2.2 � 10� 3 1.2 � 10� 2 3.0 � 10� 3 1.8 � 10� 2

OH 6.2 � 10� 4 8.1 � 10� 2 7.1 � 10� 4 8.8 � 10� 2

H2O 1.5 � 10� 3 1.7 � 10� 2 2.1 � 10� 3 2.2 � 10� 2

HO2 3.7 � 10� 6 1.6 � 10� 2 4.4 � 10� 6 1.8 � 10� 2

CH4 2.1 � 10� 4 5.4 � 10� 3 3.9 � 10� 4 9.3 � 10� 3

CO 1.8� 10� 3 3.3 � 10� 2 4.2 � 10� 3 6.3 � 10� 2

CO2 3.1 � 10� 3 2.7 � 10� 2 3.1 � 10� 3 2.8 � 10� 2

H2O2 6.3 � 10� 7 9.0 � 10� 3 6.9 � 10� 7 9.7 � 10� 3

case A.

Figure 2.7 compares 2D iso-surfaces of the progress variable evaluated at c = 0.65 between

cases B and B1, which are subject to identical conditions, at t = 0.1 ms. The progress variable

is de�ned based on a normalized temperature using the reactants and the adiabatic �ame

temperature reference conditions for a steady and planar premixed methane-air �ame at

� of 0.7. Variations of the de�nition of the progress variable do not alter the comparisons

or the agreement between the statistics of the two cases. Both results exhibit similar �ame

surface topologies. In both results, the �ames are suf�ciently wrinkled by turbulence. Similar

to observations made in Sankaran et al. ( 126), the length scale of the wrinkling progressively

increases in the streamwise direction. Furthermore, due to the presence of mean-shear and

mixing-layer instability, large-scale roll-ups, leading to �ame pinch-off further downstream

are observed.

For additional quantitative comparisons between cases B and B 1, contours of CH 4, CO,

H2 and HO 2 mass fractions on 2D slices evaluated at z = 0 mm for both cases are shown in

Fig. 2.8. Similar to Fig. 2.6, 1D cuts along the centerline at y = 0 are also shown to provide more

direct quantitative comparisons. From this �gure, it is clear that surrogate PC DNS is able to

reproduce the values of mass fractions with great accuracy in all cases, despite the fact that the
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