ABSTRACT

LIU, JIAJUN. Domain Enhanced Analysis of Microarray Data Using GO Annotations.
(Under the direction of Dr. Jacqueline M. Hughes-Oliver and Dr. Jason Osborne.)

New biological systems technologies give scientists the ability to measure
thousands of bio-molecules including genes, proteins, lipids and metabolites. We use
domain knowledge, e.g., the Gene Ontology, to guide analysis of such data. By focusing
on domain-aggregated results at, say the molecular function level, increased
interpretability is available to biological scientists beyond what is possible if results are
presented at the gene level. We use a “top-down” approach to perform domain
aggregation by first combining gene expressions before testing for differentially
expressed patterns. This is in contrast to the more standard “bottom-up” approach where
genes are first tested individually then aggregated by domain knowledge. The benefits are
greater sensitivity for detecting signals.

In DEA procedure, the first scores from the PLS procedure are used to test for
differentially expressed patterns using the t test. We find the general t test inadequate for
adjusting for the number of genes within each GO term. New tests are proposed by
finding the true null distribution of each PLS score adjusted for the size of the GO term.
Our method is assessed using a series of simulation studies. Furthermore, we also discuss
the impact of our testing procedure with different coding of our classification response

variable, namely 0/1 or -1/1 for data with two classes.
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Chapter 1

Summary

Advances in microarray technology have greatly enhanced gene expression
studies. In these studies, thousands of genes are monitored and probed on only
a few to tens of samples. Gene expression data present both great opportunities
and challenges. Patterns of gene expression can be used to determine genes with
similar behavior, suggest biomarkers for a specific disease, and propose targets

for drug intervention.

Major efforts have been put into analyzing microarray data. Many different
methods are becoming readily available. One issue existing in most of these
methods is how to interpret the results when hundreds of genes are found to be

important. We started our research with the goal to increase interpretability



of microarray data analysis in general. Fortunately, biologists have created a
number of data bases to explain the functionalities of most of the genes, for
example, the Gene Ontology (GO) by Ashburner et al. (2000). The focus of our
research hence changed to how to utilize this type of biological knowledge base
to enhance microarray data analysis with the goal to increase interpretability
of the analysis results. During the early stage of our research, a lot of time was
dedicated to understanding the structure of the Gene Ontology and creating

the mappings between the Gene Ontology and the microarray data on hand.

At that time, very little research had been published on pathway analysis
on microarray data. It was mostly the standard “bottom-up” approach where
genes are first tested individually then aggregated to biological function (GO
terms) by domain knowledge. Depending on either the number of important
(meaning that a hypothesis test concluded significant differences in expression
levels across groups) genes or the rank ordering of importance of the genes in
each GO term, tests for significant GO terms have been proposed. This includes
the earlier approaches such as Fisher’s exact test (Draghici et al., 2003a), Gene
Set Enrichment Analysis (GSEA) (Subramanian et al., 2005; Mootha et al.,
2003), Parametric Analysis of Gene Set Enrichment (PAGE) (Kim and Volsky,
2005). Generally speaking, these “bottom-up” gene set enrichment methods

improve the ability to interpret results from gene level analysis. The disadvan-



tage is that they all require gene-level analysis prior to conducting a GO-level
analysis. The qualities of the results from the gene-level analysis are directly
related to the effectiveness of these methods. For some of these procedures, we
need to identify important or non-important genes, meaning that a statistical
threshold has to be set. This threshold can have a major impact on the analysis

results, but is not easy to define.

For these reasons we propose a “top-down” approach, in which we find a
summary statistic for each GO term; this summary statistic can be viewed as a
new latent variable created from the individual genes in that GO term. These
sets of biologically related genes can create a smaller number of new variables
with informative descriptions of the biology. If the ontology is accurate, we
shall see most of the highly correlated genes being grouped in one set. On one
hand, we can reduce the number of variables and alleviate the problem of p > n
where p is the number of genes and n is the number of samples. On the other
hand, we are able to increase interpretability of our findings in ways similar to
Fisher’s exact test and GSEA but with increased power. Our procedure, called

Domain Enhanced Analysis (DEA), is described as follows:

1. Group genes into each GO term. (Some genes will exist in multiple

terms.)

2. Create a new latent variable for each GO term by combining the individ-
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ual genes within that GO term. Much can be said about this step.

3. Use the latent variable to test the predictive or discriminating ability of

each GO term. Much can be said about this step.

4. Adjust p-values accordingly for multiple testing.

Our major effort was put into finding the best summary statistic for each
GO term. Mean, principal component analysis (PCA) and partial least squares
(PLS) were a number of options considered. After careful literature review,
PLS appeared to be the favorite, because PLS finds a linear combination of
the predictor variables X that captures the variation of X related to response
y, while principal components only explain the variation of X through the
variance-covariance structure X7 X. The mean is not designed to maximize any
particular variation. We conducted a series of simulation studies and analysis
on experimental data sets. The results verified that DEA-PLS outperforms
DEA-PCA completely when keeping only the first component. DEA-PLS also
outperforms DEA-Mean especially when the number of genes grows large for

each GO term.

After finding the best summary statistic for each gene set, we proceed to
compare DEA-PLS with the classical methods, the Fisher’s exact test and

GSEA. The testing procedures in DEA-PLS were done with the two-sample



t-test and the resulting p-values were adjusted by the BH adjustment of Ben-
jamini and Hochberg (1995). We conducted several simulation studies to show
that DEA-PLS has greater power than both the Fisher’s exact test and GSEA
for detecting significant gene sets. Analysis was also conducted for the two
publicly available experimental data sets by Chiaretti et al. (2004) and Golub
et al. (1999). Using DEA-PLS, we had some very interesting findings that
were missed or not emphasized by the other methods. In general, DEA-PLS
increases the interpretability of analysis results on microarray data by focus-
ing on GO term level analysis instead of gene level analysis. Furthermore, it
increases the power of detecting important GO terms with comparison to the
more standard approach, i.e. the Fisher’s exact test and GSEA. Finally, one
key aspect of DEA is that it is adaptive to other analysis techniques. After
combining the variables by GO terms using PLS, we basically have a new set
of data with fewer but more meaningful variables. We can either build a pre-
dictive model with GO terms, or improve our testing procedure with many

existing methods for microarray data.

During our development of DEA-PLS, we used the simple two-sample t-
test at first to test for important GO terms. Gradually, we found this test
inadequate to adjust for GO terms with different number of genes and lack

of theoretical justification. We therefore focused on the testing part of DEA-



PLS. Based on assumptions that each non-important gene expression is from
a normal distribution and each important gene expression is from a mixture of
normal distribution, we derived the distributional information of the first PLS
score. Following the same construction of the two-sample t-test, we were able to
find the true null distribution. Since the true null distribution has a non-trivial
form, several methods of approximation were proposed, including central limit
theorem approximation, Edgeworth series approximation and skewed t approx-
imation by matching moments. We compared these methods by simulations
and concluded that skewed t approximation performs better than CLT and

Edgeworth series approximation.

Understanding the underlying distribution information of our null distri-
bution, we were able to make valid adjustments for our test statistics for GO
terms with different sizes. We applied the new test on the simulated data set
created previously. The results are slightly better than the original DEA-PLS.
In conclusion, by doing the theoretical derivation, we are able to find a test
statistic that is more effective than the standard t tests. In the mean time, we
find a theoretically justified adjustment for GO terms with larger number of
genes m and dramatically reduce the computation time. From our simulation
study, we find that the new tests have good power and are effective at finding

important GO terms. In our derivation, we focused on cases where the response



variable is binary, specifically y = { ol 17 } We were able to extend our

test to unbalanced cases for two classes.

Throughout much of our development of DEA-PLS, we used y = [ ol 17 ]
to represent the two classes of responses. There has been little literature avail-
able discussing the impact of different codings of the response variable in the
PLS procedure. In the recent development, majority of time was spent on fig-
uring out the difference of 0/1 or —1/1 coding of the response variable. We
focused on how the different coding impact specifically on the new test statis-
tics we created. With some theoretical derivation and simulations, we found
that the two codings are in fact equivalent. The findings are being used to ex-
tend our test of important GO terms to expression data with less distributional

assumptions on the gene expressions.
In summary, below are my original contributions:
1. Understanding the structure of the Gene Ontology and creating the map-
pings between the Gene Ontology and the microarray data on hand.

2. Finding the best summary statistics for each GO term and comparing a
number of options including mean, principal component analysis (PCA)

and partial least squares (PLS).

3. Conducting simulation studies to show that DEA-PLS does have greater
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power than the Fisher’s exact test and GSEA for detecting significant
gene sets and applying DEA-PLS analysis on two public available exper-

iment data sets by Chiaretti et al. (2004) and Golub et al. (1999).

. Deriving the distributional information of the first PLS score, based on
assumptions that each non-important gene expression is from a normal
distribution and each important gene expression is from a mixture of

normal distribution.

. Approximating the true null distribution of our new test statistics us-
ing central limit theorem approximation, Edgeworth series approxima-
tion and skewed t approximation by moments and comparing the three

type of approximation via simulations.

. Studying the impact of the different coding for y response variable and
using theoretical derivation and simulations to find that the two type of

codings are essentially the same.

. Extending our test of important GO terms to expression data with less

distributional assumptions on the gene expressions.



Chapter 2

Literature Review

2.1 Introduction of Microarray Technology

Advances in microarray technology have greatly enhanced gene expression
studies. In these studies, thousands of genes are monitored and probed on only
a few to tens of samples. Gene expression data present both great opportunities
and challenges. Patterns of gene expression can be used to determine genes with
similar behavior, suggest biomarkers for a specific disease, and propose targets

for drug intervention.

There are countless books and papers available in the literature discussing

different aspects of microarray gene expression data, from the production,



cleaning and normalization of the data to different analysis methods applied to
the data, such as clustering and building classification and prediction models.
For starters, McLachlan et al. (2004) and Dudoit et al. (2002) give extensive
reviews respectively on microarray technologies as well as different aspects of

statistical methods involved in analysis.

Here is a brief summary of the biology related to cDNA and oligonucleotide
microarray technology as given in Dudoit et al. (2002, pp. 113-114). “A gene
consists of a segment of DNA which codes for a particular protein, the ulti-
mate expression of the genetic information. A deoxyribonucleic acid or DNA
molecule is a double-stranded polymer composed of four basic molecular units
called nucleotides. Each nucleotide comprises a phosphate group, a deoxyribose
sugar, and one of four nitrogen bases. The four different bases found in DNA
are adenine (A), cytosine (C), guanine (G), and thymine (T). The two chains of
the DNA molecule are held together by hydrogen bonds between nitrogen bases,
with base-pairing occurring according to the following rule: G pairs with C,
and A pairs with T. While a DNA molecule is built from a four-letter alphabet,
proteins are sequences of twenty different types of amino acids. The expression
of the genetic information stored in the DNA molecule occurs in two stages:
(i) transcription, during which DNA is transcribed into messenger ribonucleic

acid or mRNA, a single-stranded complementary copy of the base sequence in
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the DNA molecule, with the base uracil (U) replacing thymine; (ii) translation,
during which mRNA is translated to produce a protein. The correspondence
between DNAs four-letter alphabet and a proteins twenty-letter alphabet is
specified by the genetic code, which relates nucleotide triplets to amino acids.
Different aspects of gene expression can be studied using microarrays, such as
expression at the transcription or translation level, and subcellular localization
of gene products. To date, attention has focused primarily on expression at
the transcription stage, i.e., on mRNA or transcript levels. Microarrays derive
their power and universality from a key property of DNA molecules described
above, complementary base-pairing, and the term hybridization is used to refer
to the annealing of nucleic acid strands from different sources according to the

base-pairing rules.”

Two of the more commonly used microarray systems include the cDNA
microarrays developed in the Brown and Botstein labs at Stanford and high-
density oligonucleotide chips from the Affymetrix Company. The Chipping
Forecast (The-Chipping-Forecast, 1999) includes many reviews about the biol-
ogy and technology of cDNA microarrays and oligonucleotide chips. For data
analysis purposes, we use the term microarrays in a more general sense to refer

to both ¢cDNA and oligonucleotide arrays.

Dudoit et al. (2002, p. 114) described the making of the ¢cDNA microar-
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rays as following: “cDNA microarrays consist of thousands of individual DNA
sequences printed in a high-density array on a glass microscope slide using
a robotic arrayer. The relative abundance of these spotted DNA sequences
in two DNA or RNA samples may be assessed by monitoring the differential
hybridization of the two samples to the sequences on the array. For mRNA
samples, the two samples or targets are reverse-transcribed into cDNA, labeled
using different fluorescent dyes (usually a red-fluorescent dye, Cyanine 5 or
Cyb5, and a green-fluorescent dye, Cyanine 3 or Cy3), then mixed in equal pro-
portions and hybridized with the arrayed DNA sequences or probes (following
the definition of probe and target adopted in The Chipping Forecast (1999)).
After this competitive hybridization, the slides are imaged using a scanner and
fluorescence measurements are made separately for each dye at each spot on
the array. The ratio of the red and green fluorescence intensities for each spot
is indicative of the relative abundance of the corresponding DNA probe in the

two nucleic acid target samples.”

The process of acquiring microarray data is very complicated and requires
sufficient quality control. It also involves image cleaning and processing to
obtain accurate intensity for data analysis. Once we obtain the data, a nor-
malization procedure is required to identify and remove sources of systematic

variation other than differential expression in the measured fluorescence inten-
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sity. However, this is not the focus of our research. The data we used are
already preprocessed. We then standardize the data by subtracting their mean
and scaling them to the same variance for each gene. For further reading,
Schuchhardt et al. (2000) compared different normalization strategies in the
context of cDNA microarrays and Yang et al. (2001) also gave great details on

normalization.

The most common analyses applied to microarray data is clustering. There
are two distinct clustering problems. We can either focus on clustering of
tissue samples on the basis of the genes or clustering of genes on the basis of the
tissues. The result of clustering the tissues samples can be used to discover and
understand new subclasses of diseases. For example, Ross et al. (2000) classified
sixty human cancer cell lines in his paper. Two different types of human acute
leukemia were distinguished by Golub et al. (1999). More recently, Bullinger
et al. (2004) identified prognostic subclasses in acute myeloid leukemia and
Lapointe and Li (2004) found tumor subtypes of prostate cancer that could
improve prognostication and treatment stratification of such disease. On the
other hand, the clusters of genes obtained as a result can be used to search
for genetic pathways or groups of genes that might be regulated together. The
insights gained then can be used to create pathways or functional annotation

for genes such as the Gene Ontology (Ashburner et al., 2000). McLachlan et al.
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(2004) provide a good overview of different clustering methods and Jiang et al.

(2004) give a detailed review of all popular clustering methods.

We do not go into the details for clustering methods, because it is not
the focus of our research. Our research mainly concentrates on testing and
detection of differentially expressed genes, and more importantly the biological
insights into the pathways and functions affected by the disease. Next, we will

be giving a detailed review on detection of differentially expressed genes.

The basic approach for identifying differentially expressed genes consists of
two steps: (1) computing a test statistic for each gene and ordering the features
from those showing the most signal of interest to those showing the least; (2)
obtaining adjusted p-values with a multiple testing procedure to allow us to
draw a significance cut-off somewhere along this ranking. We will review the

literature from these two aspects.

2.2 Tests for Differentially Expressed Genes

For starters, Cui and Churchill (2003) did a review on statistical tests for
differential expression in cDNA microarrays. They mainly focused on regular
t-tests to compare two conditions and analysis of variance (ANOVA) for more

than two conditions. Pan (2002) also did a review comparing the regular t-
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test, a regression modeling approach (Thomas et al., 2001), and a mixture
model approach (Pan et al., 2001) (Pan et al., 2003). It is pointed out that all
these three methods are based on using the two-sample t-statistic or its minor
variation. Furthermore, the mixture model (Pan et al., 2001) also follows the
basic idea of Empirical Bayes (EB) (Efron et al., 2001) and the Significance
Analysis of Microarray (SAM) method (Tusher et al., 2001). Before getting
into the pros and cons of these methods, first we will give an overview of each

method.

2.2.1 Fold Change

Before statisticians got involved with gene expression data, biologists used
a method called a “fold” change to identify differentially expressed genes. Fold
change evaluates the ratio of the averages of the expression level between two
classes and considers all genes that differ by more than an arbitrary cutoff
value to be differentially expressed. For example, if the cut-off value chosen
is a one-fold difference, genes are considered to be differentially expressed if
the expression level under one condition is over one time greater or less than
under the other condition. Cui and Churchill (2003) pointed out that fold
change is not a statistical test and there is no associated level of confidence in

the designation of a gene as being differentially expressed or not differentially
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expressed. Also, this method does not incorporate the variance of the replicates
in each class. Hence it is now regarded unreliable and inefficient. The fold
change can be found in some earlier literature on microarray data; see Schena

et al. (1996) and DeRisi et al. (1997).

2.2.2 T-test

For testing for differentially expressed genes with two classes, the t-test is a
natural choice of statistical test. Let us suppose that z;; is the expression level
of gene i inarray j (i =1,--- ,M;5=1,....,n9,n0+ 1,-+- ,ng + ny). Suppose
that the first ng and last n; arrays are obtained under the two conditions

respectively. A general statistics model is

{L‘ij = Q; + biyj + Eij, (21)

where y;=0 for 1 < 5 < n; and y; = 1 for ng +1 < 5 < ng + nyg, and ¢;
are independently identically distributed random errors with mean 0. Hence
determining whether a gene has differential expression is equivalent to testing
the null hypothesis

HolbiZOVSHlibi#O.

There are several versions of the two sample t-test, depending on whether
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the gene expression levels have equal variance under the two conditions. Let us
assume that we have the expression level with two independent samples with
unequal variance. The sample means and variances of x;; for gene ¢ under two

conditions can be computed as

no no+ni
Ti(0) = —n y Li(1) = —n
0 1
and
no - 2 no+ni - 2
2 23:1 (235 — xi.(O)) 2 = Zj:nO-H (235 — wi.(l))
“0) ™ ng — 1 O ny — 1

Therefore, the t-statistic is

Ti(0) — Ti1
7= BT 22
i(0) + i(1)

no ni

Under H, and the normality assumption for z;;, Z; approximately has a t-

distribution with degrees of freedom

(5?(0)/”0 + 3?(1)/n1>2
(/0P (0 — 1) T (2 Jra2/ (= 1)

d; =

This is the Welch t-test (Welch, 1947).

The Welch t-test is commonly applied to test for differentially expressed

gene expressions. For example, Callow et al. (2000) conducted a standard t-
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test for each gene with error variance estimated for each gene from replicated
experiments. This type of gene-specific t test is not affected by heterogeneity in
variance across genes because it only uses information from one gene at a time.
However, the variance estimate from each gene might be unstable because of
small sample sizes when we only have tens of arrays recorded. To avoid the
instability of this variance estimate, Arfin et al. (2000) chose to compute a
global t-test using an estimate of error variance that is pooled across all genes
under the assumption that the variances are homogeneous between different
genes. However, this global t-test approach might suffer serious biases if the

error variance is not truly constant for all genes.

2.2.3 Modified t-test

Neither the Welch t-test with gene-specific nor pooled variance mentioned
above are perfect. The former is subject to instability of variance estimates
when the sample size is small. The latter is more stable but can be biased
if the assumption of homogeneity does not hold. A lot of research has been
done in this area to create a more reliable modified t-test. For example, the
regularized t-test by Baldi and Long (2001), significant analysis of microarrays
(SAM) by Tusher et al. (2001) and the regression model by Thomas et al.

(2001).
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The regularized t-test (Baldi and Long, 2001) combines information from
gene-specific variance and global average variance estimates by using a weighted
average of the two as the denominator for a gene-specific t-test. Following the

notation from Equation 2.2, we define the gene specific standard error as

2 2
' o n

and SE be the standard error computed by combining data across all genes

where
M M
DYDY - Dty 2o @y

) no x M OR ny * M

and

M n — M no+n —
2 >iz1 2321(5%' — T(p))* 2 >ic1 Zjizoil(xij —T))?
) no* M — 1 o) nyx M —1 '

The regularized t-test statistic for gene ¢ is defined as

Ti.(0) — Ti.(1)

\/ wSE 4 (n_1)SE?

T (regularized); = (2.3)

vo+n—2
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where vy is a tunable parameter that determines the relative contributions of
gene-specific and global variance and n = ng = n; is the number of replicate
measurements for each condition assuming balanced design (unbalanced cases
can be easily extended). The degree of freedom of this regularized t-test is
vo + n. Baldi and Long (2001) model the gene expressions by independent
normal distributions, parameterized by corresponding means and variance with
hierarchical prior distribution. Then, the point estimates for both parameters
and hyper-parameters and regularized expressions for the variance of each gene
are derived by combining the empirical variance with local background variance

associated with neighboring genes.

Using a different approach from the regularized t-test, Tusher et al. (2001)
proposed a modified t-test, called significant analysis of microarrays (SAM),
by adjusting the gene specific variance with a constant sg. The test statistic
for each gene is defined as

Ti.(0) — Ti.(1)

Si -
SEZ + So

(2.4)

To compare values of S; across all genes, the distribution of S; should be inde-
pendent of the level of gene expression. At low expression levels, variance in .S;
can be high because of small values of SE;. To ensure that the variance of 5;

is independent of gene expression, a small positive constant sy is added to the
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gene specific variance SE;. The coefficient of variation of S; was computed as
a function of SE; across the data. The value for sy was chosen to minimize the
coefficient of variation. Tusher et al. (2001) suggested estimating the null dis-
tribution directly by permuting the data. This approach takes full advantage

of the existence of replicated data and tends to be more robust.

Thomas et al. (2001) proposed a regression modeling approach. In the
original formulation, as pointed out in Pan (2002), they combined the data
preprocessing and testing procedure. Fundamentally, the regression model is

the same as our Equation 2.1. Their test statistic is defined as

-~

bi
var (/l;Z )

Z (regression); = (2.5)
They suggested estimating (a;, b;) using the weighted least square method,
where the weights are the heterogeneity factors that are introduced to account
for variations in preparing multiple mRNA samples for each gene, and then
estimate the variance of b using the robust or sandwich variance estimator.
Thomas et al. (2001) observed that the result based on Z(regression); in Equa-
tion 2.5 is close to that of using the t-statistics Z; in Equation 2.2. A theoretical

explanation was not given in their paper, but can be found in Pan (2002).
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Pan (2002) verified that the weighted least-squares estimate of b; is in fact:

-~

bi = Ts.(0) — Ti.(1)-

And the robust variance estimator of BZ is

~ Sioyng—1 . Siy ny — 1.

Var(b;) =

%) no ny n

si,ng,ny are defined in Equation 2.2. It is easy to see that the statistic
Z(regression); has a similar form to the Welch t statistic Z; with a different
estimation of the variance. Instead of using the unbiased sample variance, the
maximum likelihood estimator of the variance (under the normality assumption
for z;; ) is used for Z(regression);. Pan (2002) pointed out that Z(regression);
and Z; are asymptotically equivalent as both ng and n; go to the infinity.
However, for small ng and n;, Z; is preferred due to the unbiasedness of the
variance estimator. Furthermore, the normality assumption for Z(regression);
is based on assuming large ny and ny, which does not hold in many microarray

experiments. Therefore, Z(regression); might not work well in practice.

The three methods mentioned above are based on the standard t statistics
with different variations. SAM is more robust with a liberal assumption by

estimating its null distribution with permutation. On the other hand, the
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regression model approach uses too strong an assumption which might not be
working in practice. The regularized t statistics use a Bayesian framework to
combine the gene-specific variance with the global gene variance, which is a

step forward from the standard t statistics.

Other adjustments have also been proposed, such as the t-test proposed
by Cui et al. (2005), constructing improved estimators of variance from an
ensemble of individual variance estimators by shrinking them towards common
corrected geometric means. It is another way of adjusting the gene specific
variance based on the global gene variance. According to the simulation in the
paper, their new test shows best or nearly best power for detecting differentially

expressed genes among methods, including regularized t and SAM.

2.2.4 Mixture Model Approach

SAM by Tusher et al. (2001) suggested estimating the null distribution
from permutation, which overcomes the common problem of strong assumption
on the null distribution with modified t-tests and regression methods. Other
approaches also have been proposed to estimate the null distribution. Tests

under the mixture model framework are the more popular ones.

The empirical Bayes (EB) by Efron et al. (2001) is among the earliest de-
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velopment which built the foundation of the mixture model approach. In their

paper, the test statistic is defined similarly to SAM as Equation 2.4,

Zi.(0) — Ti.(1)
S, = ) 2.6
SE, + 3o ( )

except that sy is fixed to be the 90th percentile of all values of SE; in the
data. Then a simple inference model is introduced that can be applied to
most comparative experiments: a gene is either affected or unaffected by the

treatment of interest, giving two possible distributions for test statistics S. Let

p1 = probability that a gene is affected

po = probability that a gene is unaffected

and

fi(s) = the density of S for affected genes

fo(s) = the density of S for unaffected genes.

Then

f(s) =pofo(s) +p1fi(s)
is the mixture density of the two populations.

The distribution of f(s) is suggested being estimated directly from all ob-
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served test statistics S (Efron et al., 2001). Without a parametric assumption
of the null distribution, fy(s) is also estimated from data with a little trick.
The null statistics S; is not calculated by average difference of expression level
of samples between two classes, but the average difference of expression level
for samples within each class. For example, suppose we have two classes of ng
and nq, samples, class I and class II. The samples under each class are evenly
split into two groups at random, say “A” and “B” for class I, “C” and “D”
for class II. The null scores are defined as the difference between groups A JC
versus B|J D of each gene expression.. The basic idea is to recover the null

distribution from differences that negate treatment effects.

After fy(s) and f(s) are obtained, an application of Bayes’ rule to the
mixture model gives the posteriori probabilities p;(S) and po(S) that a gene

with score S was affected or unaffected by the treatment:

p1(S) =1—=pofo(S)/f(S)

po(S) = pofo(S)/f(S). (2.7)

The ratio of fy(S)/f(S) can be estimated directly from the empirical distri-

butions of fy(S) and f(S). The constraint that p;(S) is nonnegative for all S

25



restricts pg and p; as

pr > 1= min{ fo(8)/£(S)}

and

po < 1= min{ fo(S)/£(5)}.

The value of py may be taken as its estimated maximum value or more conser-
vatively with pg = 1 based on the assumption that most of the genes are not

differentially expressed in the data.

There are different variations of estimating the distribution of true expres-
sion score “S”. In EB, no parametric assumptions are given. In other ap-
proaches with more parametric restrictions, Lee et al. (2000) used a normal
theory version and Newton et al. (2001) focused on Gamma models. Lonnstedt
and Speed (2002) proposed a lognormal-normal model-based empirical Bayes
method giving posterior probabilities of differential expression. Allison et al.
(2002) used a mixture model approach, but they worked with p values in-
stead of Z. In their paper, it is suggested using uniform distribution as the
null distribution fo(p) and a mixture of beta distributions to approximate the

distribution of observed p-values f(p).

Among other approaches, the mixture model methods (MMM) proposed
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by Pan et al. (2001) is quite influential. It follows the idea of SAM and EB,
besides taking full advantage of the existence of replicated data by estimating

the null distribution directly. A key step is to construct the null statistics as

following:
TiPi _ Ty1)9
. mo ny
Si(0) + Si(1)
no ny
where x’L(O) - (xila U 7xin0)7 xz(l) = (xi,no—O—l?' o in,ng-i-nl)a Di is a random

permutation of a column vector containing ny/2 1s and -1s respectively, and ¢;
is a random permutation of a column vector containing n;/2 1s and -1s. And
Z; is defined in Equation 2.2. Suppose that the probability density functions
of z; and Z; are respectively fy and f. Then under Hy, z; and Z; have the
same distribution fy = f. Using z;s and Z;s, the distributions of fy and f can
be estimated respectively. For any given Z, the likelihood ratio test statistic is

created as:

LR(Z) = fo(2)/ f(Z) (2.9)

to test for Hy. A small value of LR(Z), say LR(Z) < ¢, provides evidence to

reject Hy. The cut-off point ¢ is determined such that the type I error rate is

& fo(2)dz,
m LR(Z)<C

where « is the genome-wide significance level and m is the number of genes in
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the data.

As for how to estimate fy and f, Pan et al. (2001) proposed to use a Normal

mixture to model each distribution:

(2;Qy,) = Zm Z5 iy Vi

where ¢(.; p;, V;) denotes the normal density function with mean p; and vari-
ance V; and ;s are mixing proportions. (), represents all unknown parameters
{(ms, pi, Vi :i=1,-++ go} in a go-component mixture model. The number of
components can be selected adaptively. Similarly, a Normal mixture model
can be used for f. In Pan et al. (2001), the normal mixture is fitted by maxi-
mum likelihood using the Expectation-Maximization (EM) algorithm (Demp-
ster et al., 1977). To determine the number of components go, they use the

Bayesian Information Criterion (BIC) (Schwartz, 1978).

It is essentially the same how EB and MMM define their null statistics z.
The main difference lies in the different ways of constructing the test statistics
as well as how fp and f are estimated. EB simply uses the empirical distribution
estimated from data, while MMM estimates both distributions using a mixture

of Normals.

Further improvement on this approach is proposed by Zhao and Pan (2003).
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They pointed out that MMM relies on the implicit assumption that the numer-
ator and denominator of Z; and z; are independent, which in general does not
hold especially for z;. To solve this problem, they proposed a new null statistic

z¥. Specifically,
Wi — TV
=0 (2.10)

¢ s’?(QO) s?*(Ql)
Ve TR
where ky = no/2,k1 = n1/2, Wiy = (Tig — Tigesr)/2 for k = 1,--- ko and

Wik = (xi,ko—i-k — 'Ti,k0+k1+k)/2 fOI‘ ]{7 = ]{30 + 1, v ,]{30 + k‘l and

ko kl
= Wi — = Wi
Wio) = —k_klo Wiy = k_kll
X _
g2 o1 Wik — Wi o)
’L(O) - ko . 1 )
ko+k 5 od
¥ kozkoirlvvi - Wi
Si1) = by — 1

Under this setup, the new test statistics Z; have the same denominator as
that of zf and has the same numerator as the original Z; in Equation 2.2.

Specifically,

g Ti.(0) — Ti(1)
i s*2 2
Zi(0) + Zi(1)

ko k1

By doing this, under the normality assumption on x;;, Zhao and Pan (2003)

(2.11)

proved that the numerator and the denominator of Z; and z; are independent
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respectively. Furthermore, under Hy, Z and z; have the same distribution.
The disadvantage is that the new test has a loss of power since the sample sizes
in each group have been reduced to a half of the original. (ng+mn,)/2 pair-wise
differences are used to estimate the two sample variances in the denominator
of Z and z}, leading to reduced degrees of freedom (ng+mn;)/2—2, in contrast
to the original ng + ny — 2. According to the simulations in that paper, the
modified test statistics worked better than original MMM. In Zhao and Pan
(2003), modification was also proposed to increase degrees of freedom when
the data has an unbalanced design and the replicates under one condition are

much larger than those under the other.

2.2.5 Optimal Discovery Procedure

In the most recent literature, Storey et al. (2007) proposed the Optimal
Discovery Procedure (ODP) for large scale significance testing. The ODP is
defined as the testing procedure that maximizes the expected number of true
positives (ETP) for each fixed level of expected number of false positives (EFP).
The FDR procedure used in ODP is proposed by Storey (2002), which will be

covered later. Here, we are focusing on the ODP statistics proposed.

The ODP is based on one of the fundamental ideas behind individual signif-

icance test: the Neyman-Pearson Lemma. Given a single set of observed data,
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the optimal single testing procedure is based on the statistic:

probability of the data under the alternative distribution

Snp(data) =
Np(data) probability of the data under the null distribution

The null hypothesis is then rejected if the statistic Syp exceeds some cut-
off chosen to satisfy an acceptable Type I error rate. This Neyman-Pearson
procedure is optimal because it is “most powerful”, meaning for each fixed Type
I error rate, there does not exist another rule that exceeds this one in power.
The ODP statistic is written similarly to the NP statistic, except that the ODP
considers the data for a single feature evaluated at all true probability density
functions instead of considering the data evaluated at its own alternative and
null probability density functions. Let “data;,” be the data for the ith (gene)

being tested. The ODP statistic for gene i is calculated as:

sum of probability of data, under each true alternative distribution

data;) =
Sopp(data;) sum of probability of data, under each true null distribution
(2.12)
For a fixed cut-off chosen to attain an acceptable EFP (or FDR level), each

null hypothesis is rejected if its ODP statistic exceeds the cut-off.

The mathematical formulations can be defined following the setup in Equa-
tion 2.1, where M tests are performed on observed data sets xq,---,x,

where each significance test consists of n = ng + ny observations so that each
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x; = (1, , xy). Assume that significance test ¢ has null probability density
function f; and alternative density g; and suppose that the null hypothesis is
true for tests i = 1,2,--- , mgy and the alterative is true for i = mg+1,--- , M.

The ODP statistic for each gene i can be define mathematically as:

IS (l’) o fl(x) +f2(.CE) +oe —|—fm0($> +gm0+l<x) +gm0+2(x) +oe +9M(37)
ODPLR = Fi(@) + Fo(@) + -+ g (@) '
(2.13)

Null hypothesis 4 is rejected if and only if Sopp(2:) > A, where X is chosen
to satisfy an acceptable EFP or FDR level. Note that in fact equation (2.13)=

14-equation (2.12).

For the case of detecting differentially expressed genes, Storey et al. (2007)
estimate the ODP with the assumption that z;; comes from a Normal distri-
bution with mean ;o for y; = 0 or p;; for y; = 1 and variance 7. Under this
assumption, the likelihood of data = with mean p and variance o2 is written as

(1, 02) _ ;exp (_2j1($j — 1) ) ’

(27T02)n/2

where ¢ is the normal probability density function. Therefore for our general

ODP estimates, we define

fz(ﬂf) = ¢(1’¢§Mi,0?),gi($) = ¢($io;ﬂz‘0>U?)Gﬁ(xil;uil,mz)-
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These densities can be estimated in a straightforward way using (1i;,07) the
maximum likelihood estimates under the constraints of the null hypothesis, and

(Tiio, fti1,02) the unconstrained maximum likelihood estimates.

The overall algorithm proposed includes computing the observed statistics
Sopp(7:) in Equation 2.13 from the data and the null statistics from re-
sampled data using bootstrap. Finally, using these observed and null statistics,
the cut off is set according to the estimated positive false discovery rate (g-
value) (Storey, 2002). The estimation of g-values will be reviewed later. Storey
et al. (2007) compared ODP to methods including SAM (Tusher et al., 2001),
standard t-test, modified t-test with adjusted variance components (Cui et al.,
2005) and model-based empirical Bayes methods (Lonnstedt and Speed, 2002).
According to the results of simulation and data analysis, ODP shows a better

detection rate for a fixed false discovery rate.

2.2.6 Summaries

We reviewed the literature regarding tests for detecting differentially ex-
pressed genes. The focus is on the most influential methods, such as different
variations of t-test, mixture model methods, empirical Bayes, SAM and the
most recent ODP. There are also other methods proposed in various paper,

which we will not cover in detail. For example, the standard nonparametric
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Wilcoxon rank-sum test. This type of rank test usually has a loss of power.
Efron and Tibshirani (2002) pointed out that the standard Wilcoxon rank-sum
tests did not perform well at all for data without replication and expected to
find 161 false detections out of 3226 genes even if none of the genes are actu-
ally significant. Research has been done by Lee et al. (2005b) to improve the
standard Wilcoxon rank-sum test. They proposed generalized rank-sum test
for two group comparisons and generalized signed rank tests and sign tests.
In the most recent paper, Gottardo et al. (2006) developed a robust Bayesian
hierarchical model for detecting differential expression. Their method focused

on dealing with replicated cDNA microarray data containing outliers.

With so many methods out there, the key is to understand how to apply the
right method to the right data. In general, for microarray data, sample sizes
can be quite small. Under this situation, tests with strong parametric assump-
tions are not preferable, i.e., regular t-test, regression model (Thomas et al.,
2001), regularized t-test (Baldi and Long, 2001). Although these tests are valid
asymptotically, their assumptions are usually violated with real experimental
data. For this reason, the nonparametric approaches are much more appeal-
ing in practice, such as empirical Bayes (Efron et al., 2001), SAM (Tusher
et al., 2001), MMM (Pan et al., 2001) (Zhao and Pan, 2003). These methods

are considered nonparametric, in the sense that the null distribution does not
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come from a strict parametric family like t distribution, but is estimated by
permutation of the data (SAM), by empirical distribution from the data (EB)
or by approximation from a powerful family of distributions like mixture of
normals (MMM). In terms of these three popular nonparametric approaches,
Pan (2002) pointed out that interpretation of the result in terms of significance
level for EB may be more conservative in general, because the lower bound of
the posterior probability is estimated and given. As for SAM, it is best suited
to detect a small number of genes with differential expressions. On the other
hand, the improved version of MMM (Zhao and Pan, 2003) increases the power
of detecting differentially expressed genes compared to the original MMM (Pan

et al., 2001)

The ODP proposed by Storey et al. (2007) approaches the problem from
another perspective. Their procedure focuses on maximizing (optimizing) the
expected number of true positives (ETP) for each fixed level of expected number
of false positives (EFP). Sure enough, comparing with other leading methods,
ODP detects the most differentially expressed gene with fixed level of EFP or
false discovery rate for normally distributed data. Storey et al. (2007) elabo-

rated this finding by both simulation and experimental data sets.
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2.3 Adjustment for Multiple hypotheses Test-
ing

The multiple testing adjustment is very important for correctly detecting
differentially expressed genes, because most microarray data consist of thou-
sands of genes, which means that thousands of tests have to be done simulta-
neously. In the meantime, we want to be able to detect more true differentially
expressed genes while sacrificing some false discoveries. The usual approach of
multiple testing adjustment by controlling family wise error rate may be too
conservative under this situation. Hence the introduction of the concept of

controlling false discovery rate.

The general setup for simultaneous hypothesis testing begins with a collec-
tion of null hypotheses

H17H27"'aHN7

with their respective alternative hypotheses

HilszQv ey H’L’Na
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and corresponding test statistics, possibly not independent,

}/17Y27"'aYN7

and their p-values, Py, P, ..., Py, with P; measuring how strongly y;, the ob-
served value of Y;, contradicts H;, for instance P; = proby {|Yi| > |y;|}. Some
like to work with z-values instead of the Y;’s or P;’s by a simple transformation
function,

z=01PR),i=12,...,N, (2.14)

where ® is the standard normal cumulative distribution function. If H; is

exactly true then z; will have a standard normal distribution

Next we will review the literature of different type of adjustment for multiple
testing in testing for differential gene expressions.

Table 2.1: Contingency table to show relations between observed and real
hypotheses.

# not rejected | # rejected | totals
# true H NOO NIO NO
# non-true H N01 NH N1
totals N—-R R N
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2.3.1 Controlling the Family-Wise Error Rate

The early researchers managed to control the family wise error rate (FWER)
while adjusting for multiple hypothesis. With a total of N hypotheses, let Ny
and N; be number of the true and false null hypotheses, and Ny, Nig, Noi,
Ngo be the number of true positives, false positives, false negatives and true
negatives see Table 2.1. R = Njg + Ny is denoted to be the total number of
rejections observed. Then the FWER is the probability of yielding one or more
false positives out of all N hypotheses tested written as (McLachlan et al.,
2004):

A popular method for controlling the FWER is the Bonferroni method. The
test of each H; is controlled so that the probability of a Type I error is less than
or equal to a/N for some «. This ensures that the overall FWER is less than or
equal to . The Bonferroni method is generally regarded as too conservative.
Holm (1979) proposed a less conservative step-up procedure that orders the p-
values and makes successively smaller adjustments. Let the ordered p-values be
denoted as pay < p) < ... < pvy. Then the adjusted p-values are calculated
by:

adj _

Py N X pay,
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ad] . ‘
Py =max{p_1), (N —j + 1) x p},(1 < j < N).

Other methods of controlling FWER include a step-down algorithm, a
resampling-based procedure proposed by Westfall and Young (1993), which
is used to adjust for multiplicity by controlling the FWER without assum-
ing null distribution of each test statistic, and similarly the permutation-based

adjustment by Dudoit et al. (2002).

2.3.2 False Discovery Rate

The issue with controlling FWER is that they control the probability of at
least one false positive regardless of the number of hypotheses being tested.
It is too conservative and will miss a lot of true findings when the number
of hypotheses N becomes large. Especially for microarray studies, scientists
generally do not want to miss any interesting findings while they can cope with

a small proportion of false positives.

Benjamini and Hochberg (1995) proposed a new multiple hypothesis testing
error measure called the false discovery rate (FDR). With our previous nota-
tion, Ny and N; are the numbers of the true and false null hypotheses, Vi,
Nig, No1, Nyo are the numbers of true positives, false positives, false negatives

and true negatives and R = Ny + Npp is the total number of rejections ob-
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served. The proportion of errors committed by falsely rejecting null hypotheses
can be viewed through the random variable Q = Njo/R, the proportion of the
rejected null hypotheses which was erroneously rejected. Additionally, ) = 0
when R = 0, as no error of false rejection can be committed. The FDR is

defined as the expectation of Q (Benjamini and Hochberg, 1995):

FDR = E(Q) = E (%) (2.16)
also as
FDR=E(Q)=F (%]R > O) pr{R > 0}. (2.17)

Benjamini and Hochberg (1995) pointed out two important properties of this
error rate. First, if all null hypotheses are true, the FDR is equivalent to the
FWER. Secondly, the FDR is smaller than or equal to the FWER in general
and hence it is expected to have a gain in power especially when most of the

hypotheses are false.

Benjamini and Hochberg (1995) proposed a procedure proved by induction
that controls the FDR at level o when p-values following the null distribution

are independent and uniformly distributed.

e Step 1: Let p1y < p2) < ... < pvy be the ordered observed p-values.

40



e Step 2: Calculate

T — N < .
k = arg 12}23\/{]{ Py < ak/N}
e Step 3: Ifk exists, reject null hypotheses corresponding to p(1), pe2y, - D(k)-

Otherwise, reject nothing.

This procedure, usually called the BH procedure, weakly control the FWER

when all p-values are independent, but provides strong control of the FDR.

For further developments, Benjamini and Hochberg (2000) suggested an
adaptive procedure that combines the estimation of Ny with the BH procedure.
Benjamini and Yekutieli (2001) extended the FDR procedure to cases where

test statistics are positively correlated.

2.3.3 Positive False Discovery Rate

Benjamini and Hochberg (1995) included the condition R > 0 for the ex-
pectation in Equation 2.17 to allow the FDR to be bounded in the case when
all the null hypotheses are true, R = 0. Storey (2002) argued that, if all the
null hypotheses are true, one would want the a measure that take the value

to be one, and it is a case of no interest where no test is significant. Under
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these considerations, Storey (2002) proposed the positive false discovery rate

(pFDR), defined by
. . Nig

The term ‘positive’ was added to reflect the fact that the equation was condi-

tioned on the event that positive findings have occurred.

To estimate pFDR, Storey (2002) assumed that there are N hypotheses
H;;i =1,...,N. They are distributed as independent Bernoulli random vari-
ables with Pr(H; is null) = py and Pr(H; is alternative) = p;. In his paper,
mo and m; are used to denote these two priori probability. We use pg and p;
to keep the notation consistent with the rest of the paper. Assume that N
hypotheses have the same rejection region denoted as I'. Consequently, the

pFDR is defined as:

~ poPr(T €T'|H =0)

PEDR(L) Pr(T €T)

(2.19)

where Pr(T" € I') = poPr(T € T'|H = 0)+p, Pr(T € I'|H = 1). Let the rejection

region based on p-values be the form I' = [0, ~] for some 0 <~ < 1, the pFDR
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can be rewritten as:

_ poPr(P<~H[H=0)  ppy
_ - , (2.20)
Pr(P <~) Pr(P <)

pFDR(7)

where P is the random p-value resulting from any test, and is assumed to follow

a uniform distribution when H =0

To estimate the value of pFDR, Storey (2002) proposed a conservative es-

timate of py,

o e > A W
) =098 T TN

for some well chosen A\, where py, - - - , py are the observed p-values and W () =

#{p; > A}. An estimate of Pr(P < 7) is

#pi <7t R(Y)
N N

Pr(p <v) =

where R(7y) = #{p; < v}. Therefore, an estimate of pFDR(7) for fixed \ is

ﬁi(v)zAﬁOO\h W (2.21)

Pr(P<~) ([1=NR(H)

As for the optimal value of A, Storey (2002) suggested using bootstrap methods

to choose a A that minimize the mean-squared error of the estimate of pFDR.

The key difference between pFDR and FDR by Benjamini and Hochberg
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(1995) is that using the BH methods to control false discovery rate at level
a/pp is equivalent to using pFDR to control the false discovery rate at level a.

Positive FDR gains power over BH method by controlling a smaller error rate

(a < a/po).

2.3.4 Local False Discovery Rate

Benjamini and Hochberg (1995) and Storey (2002) focused on tail area
false discovery rates, and they are both conservative compared to the true
false discovery rate. We can transform the p-values to z-values using Equa-
tion 2.14. Suppose that the N z-values can be separated into two classes,
“Non-significant” or “Significant”, depending on whether z; is generated ac-
cording to the null hypothesis, with prior probabilities pg and p; = 1 — pg for

each class and z; has density either fy(z) or fi(z) depending on its class.

po = Prob{Non-signficant}, fo(z) density | z is null

p1 = Prob{Signficant}, fi(z) density | z is non-null.

Hence z follows a mixture density f(z),

f(z) = pofo(2) + p1fi(2).
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According to Bayes theorem the posteriori probability of being in nonsignif-
icant class given z is defined as the local false discovery rate (Efron and Tib-

shirani, 2002) (Efron, 2004) (Efron, 2005):

lfdr(=) = Prob{null|=} = pofo(2)/f(2) = fi ()/£(2),

assuming py is usually close to 1.

We can rewrite Benjamini and Hochberg (1995)’s FDR using z value. Let
Fy(z) and Fi(z) be the cdf’s corresponding to fo(z) and fi(2), define F(z) =
poFo(z) + p1Fi(z). Then the posterior probability of a case being null given

that its z-value “Z” is less than some value z is
FDR(z) = Prob{null|Z < z} = poFo(2)/F(2),

where FDR here follows the definition FDR by Benjamini and Hochberg (1995).

FDR and lfdr are analytically related by

FDR(z) = / ifdr(2)f(2)dZ/ / F(2)dZ = E{fdx(2)|Z < =},

[e.9]

where “E;” indicating expectations with respect to f(z). FDR(z) is the average

of Ifdr(Z) for Z < z; FDR(z) will be less than lfdr(z) in the usual situation
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since lfdr(z) decreases as |z| gets large. In other word, FDR underestimates

the true false discovery rate, while local fdr find its true estimates for each z;.

Efron (2005) proposed the usual procedure for identifying differentially ex-

pressed genes from a microarray data set:

1. Estimate f(z) from the observed ensemble of z-values, normally using

nonparametric spline fit to the histogram counts;
2. Assign a null density fo(2);
3. Calculate Ifdr(2) = f (2)/f(2);

4. Report those cases with lfdr(z;) less than some threshold value as signif-

icant, i.e. lfdr(z;) < 0.10.

Efron suggested using a standard Poisson general linear model to estimate
the density of f(z). As for estimating f;(2), he suggested fitting fol(z) as a
scaled normal density over the central one-third range of the z-values. The
reason is that he assumes the central peak of the histogram of z-values must
consist mainly of null cases. Hence, using peak of the z-values should give us
a reasonable estimation of the null distribution. Efron’s local false discovery

rate is available as R package, “locfdr”.

Other than Efron’s version of local false discovery rate, there are several
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other local fdr estimation methods in the literature. Pan et al. (2001), Pounds
and Morris (2003) and Allison et al. (2002) use mixture models to do the
estimation. Aubert et al. (2004) uses local smoothing, and Liao et al. (2004)

approach the problem with hierarchical Bayes analyses.

Local fdr estimates the true false discovery rate for each test statistic z; in-
stead of the tail area of false discovery rate z; < z. It should be an improvement

overall from the regular FDR or pFDR adjustment.

2.4 Gene Annotation Enhanced Analysis

One way to improve the simple univariate analysis is to identify alterations
in gene expression at the level of biological pathways or co-regulated gene sets
rather than individual genes. One of the most popular pathway knowledge
database for genes is called the Gene Ontology (GO; see Ashburner et al.
(2000)). The genes can be mapped to three hierarchies of GO terms, Molecu-
lar Functions, Cellular Components and Biological Processes. Many methods
have been proposed to detect important GO terms based on the significance
level of related genes, including the earlier approaches such as Fisher’s exact
test (Draghici et al., 2003a) and Gene Set Enrichment Analysis (GSEA) (Sub-

ramanian et al., 2005). Among the newer developments in recent literature,
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Kim and Volsky (2005) tried to improve the standard GSEA method with the
proposition of parametric analysis of gene set enrichment (PAGE). PAGE is
found to be more sensitive for finding differentially expressed gene sets than
regular GSEA by using a parametric model. Goeman et al. (2004) created a
test for one or a group of genes based on empirical Bayesian generalized lin-
ear model. Pan (2006) proposed using mixture model to incorporating gene
functional annotations in detecting differential gene expressions. Delongchamp
et al. (2006) introduced another approach using meta-analysis methods for
combining p-values of individual genes. The methods were modified to adjust
for correlation among the genes related to each GO term. We are going to

review some of these methods in this section.

2.4.1 Fisher’s Exact Test

Draghici et al. (2003a) showed that the number of differentially expressed
genes in a given GO term can be modeled by a hypergeometric distribution,
and hence a test may be carried out with the distributional information. This
hypergeometric test is equivalent to Fisher’s exact test. To apply Fisher’s exact
test, gene level testing needs to be carried out first to detect differentially ex-
pressed genes using any of the methods discussed in Section 2.2 and Section 2.3.

After the differentially expressed genes are identified, a contingency table is cre-
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ated as shown in Table 2.2. A standard Fisher’s exact test (Agresti, 1992) can

be carried out to test whether any of gene set is being over-represented with

differentially expressed genes.

Table 2.2: Contingency table classification of genes according to whether they
are identified as differentially expressed (flagged) and whether they are part of

the GO term.
Flagged Genes | Non-flagged Genes
In GO term n1y 1o
Not in GO term No1 N9

The Fisher’s exact test is among the earlier approaches trying to summarize

the results of gene level analysis to GO terms level. Its obvious advantage is

that it is relatively easy to implement once the gene level analysis is done.

However, the Fisher’s exact test loses power by focusing only on the number

of differentially expressed genes related to each GO term.

2.4.2 Gene Set Enrichment Analysis

Besides Fisher’s exact test, Gene Set Enrichment Analysis (GSEA) (Sub-

ramanian et al., 2005) is another commonly used method. The basic idea is to

combine information from the genes in each GO term to increase signal relative

to noise and improve statistical power, and compare them to a null distribution

in which genes are randomly distributed. The null hypothesis of GSEA is that
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the rank ordering of the gene set in a given comparison is random with regard
to the diagnostic categorization of the samples. The alternative hypothesis is
that the rank ordering of the members of the gene set is associated with the
specific diagnostic criteria used to categorize the groups of affected individuals.
GSEA is a step forward from Fisher’s exact test, because the test is based on
the rank ordering of the genes related to each GO term instead of simply the

number of differentially expressed genes.

To implement GSEA, initial gene level analysis needs to be carried out on
all gene expressions. The genes are ordered by the p-values obtained from
univariate analysis. For each gene set, an enrichment measure, which is a
normalized Kolmogorov-Smirnov statistic is computed. Consider the genes
Gy, ...,G,, that are ordered by their p-values from univariate analysis and a
GO term B contain m members (genes). The score function for each GO term

B is defined (see Figure 2.1):

J

Score = max X,
1<j<n
i=1
where
m
X;=—
n—m
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Figure 2.1: An illustration of the GSEA procedure.

if G; is not a member of B, or

if G; is a member of B. A score is computed for each GO term considered. To
test whether any of the GO terms are significantly associated with the class
distinction, the null distribution is generated by permutation. For example,
10,000 GO terms can be randomly generated from the ordered genes (see Figure
2.2). For each GO term, we record the maximum ES. These measurements are
considered the distribution of the null hypothesis.

computed to show whether each particular gene set is significant for our null

o1

A p-value, thus, can be
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Figure 2.2: An illustration of the permutation test of gene set enrich-
ment analysis.

hypothesis. The null distribution can also be generated by permuting the class

label of y.

2.4.3 Parametric Analysis of Gene Set Enrichment

It has been pointed out that “GSEA is more useful when gene expression
changes in a given microarray data set are minimal or moderate” (Kim and
Volsky, 2005). Kim and Volsky (2005) then proceeded to propose parametric
analysis of gene set enrichment (PAGE) that is proved to detect a larger num-
ber of significantly altered gene sets and their p-values were lower than the

corresponding p-values calculated by GSEA. PAGE simply obtains a type of
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statistic for each gene related to the GO term, and then averages them. This
statistic can be any of those that represent the expression level changes across
the samples, for example, fold changes, mean difference or t statistic. (Kim
and Volsky (2005) use fold change as an illustrative example.) Although the
distribution of this statistic of each gene may be unknown, the distribution of
its average is approximately normal by the central limit theorem. Hence, Kim
and Volsky (2005) use a normal null distribution to test for the significance

level of each GO term.

The drawback of PAGE is that the number of genes within each GO term
can not be too small. In the paper, it is suggested to use a minimal sample size
of 10. Despite this sample size limit, PAGE is able to increase the power of
the test from regular GSEA by comparing the average mean of the actual gene
expression instead of only the ranking of the genes. Additionally, PAGE avoids
finding a null distribution using permutation, like GSEA, by using a standard
normal null distribution, which makes computation much less intensive. (The
DEA-Mean method described later is just a special case of the PAGE where

the statistic used for each gene is the mean difference.)

2.4.4 Meta-Analyses

Delongchamp et al. (2006) proposed a Meta-analysis method to compute
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the overall statistical significance of a group of genes. Their method combines
p-values of each gene into an overall significance level, which is adjusted for

correlations among the genes.

Delongchamp et al. (2006) assume the p-values for a corresponding statistic
is a random variable with a uniform distribution under true null hypothesis and
it can be transformed to a convenient probability distribution. They use the
inverse standard normal distribution. z; = ®~!(1—p;) is a random variable from
the standard normal distribution and the set of p-values, {p; : i = 1,--- ;m}
are from the gene level analysis for m genes related to a GO term. Assuming

pis are independent,

Zi 1z

Dy

also has a standard normal distribution. So the p-value,

P=1-a (Zm: %) (2.22)

gives an overall significance level of the gene set.

Equation 2.22 gives a naive estimate since it assumes independence of z;,

where the covariance of z; is identity matrix, cov(z) = I. Suppose cov(z) = R,
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then the variance of 1’z is 1’R1 and the appropriate p-value is

1/
P=1—q>< z ) (2.23)
TR1

where R is estimated from the data.

The meta-analyses proposed here combine the p-values of genes within each
GO term and create an overall significance level. The overall significance level
is adjusted by the correlation among the genes. Delongchamp et al. (2006)
use simulation studies to show that without the adjustment for correlation, the

statistics overestimate the significance when the correlations are positive.

2.4.5 Empirical Bayesian Generalized Linear Model

Goeman et al. (2004) proposed a global test for a group of genes, based on
the empirical Bayesian generalized linear model. Goeman et al. (2004) pointed
out that if a group of genes can be used to predict the clinical outcome, the gene
expression patterns must differ for different clinical outcomes. This connection

is used to derive the test.

Let y be the clinical outcome, an n x 1 vector of n; 1s and ng 0s. X = {z;;}

as the (ng + ny) x m data matrix containing expression levels for m genes.
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Model these variables with a generalized linear model as

B(Y;|8) = h™Ha+ Y _wjifh), (2.24)

where h is a link function (e.g. the logit function) and [3; is the regression coef-
ficient for gene 7,7 = 1, ..., m. Testing whether there is a predictive effect of the

gene expression on the clinical outcome is equivalent to testing the hypothesis

Hy:68=03=-=03,=0,

that all regression coefficients are zero. However, m might be too large relative
to ng + ny and there are too few degrees of freedom for the test. Goeman
et al. (2004) therefore suggested assuming that f,-- -, 3, are samples from

a common distribution with expectation zero and variance 72

. Then a single
unknown parameter 72 determines how much the regression coefficients are

allowed to deviate from zero. The null hypothesis becomes simply

Hy: 72 =0.

The distribution of §# in Equation 2.24 can be seen as a prior, with unknown
shape and with a variance depending on unknown parameters. This model

hence can be viewed as an empirical Bayesian model. A score test was proposed
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to test for Hy : 72 = 0. Under such setup, the test statistic of this score test
is asymptotically normally distributed. For large sample sizes, hence Goeman
et al. (2004) suggested using a normal null distribution. As for small sample

sizes, permutation is suggested to create the null distribution.

The test proposed by Goeman et al. (2004) can be applied to gene sets of
any size. It has many nice properties of a score test. One interesting property
of a score test in general is that it maximizes the average power against all
alternatives where the true values of the parameters are small (Goeman et al.,
2004). Therefore, this test shall have a good power under the situation where
the gene set contains many genes with small signals. The test statistic showed
promising performance on a set of experiment data (Golub et al., 1999), but
was not compared with other standard methods such as Fisher’s exact test or
GSEA. However, it should have a better power in general since the test statistic

is built upon the actual gene expression levels of a gene set.

2.4.6 Stratified Mixture Model

Pan (2005) proposed a stratified mixture model to incorporate information
from the Gene Ontology with the Mixture Model Methods (MMM) (Pan et al.,
2001). This approach also utilizes the biological information from the Gene

Ontology but in a sense to help detect differentially expressed gene better
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instead of detecting significant GO terms. Recall in the previous section, MMM
is used to test for individually differentially expressed genes. Assuming we have
Z; as test statistic for gene 7 to test a null hypothesis Hy; against an alternative
Hy; for i = 1,--- , M. The distribution of Z; is modeled as a mixture of two

sub-populations:

[(Z;) = pofo(Zi) + p1[1(Zs),

where fy corresponds to the distribution of Z; for genes when Hy; holds and
f1 for that of genes when Hy; holds; and pg = Pr(Hy;) and p; = Pr(Hy;). By

Bayes theorem, the posterior probability of Hy; is:

F(Z:)

For the regular mixture model, a key assumption is that all the genes share an

equal prior probability py, p1 and the same distribution fy, fi.

Now we know that the genes are annotated in K > 1 GO categories,
G1,--- ,Gg. Pan (2005) proposed to assign different distributions to the dif-

ferent GG, leading to a stratified mixture model, For gene i in Gy, k=1,--- | K.

f(k)(Zz') = pék)fo(Zz') + pgk)fl(k)(zi)'

When K = 1, the stratified model reduces to the standard mixture model.
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In general, separate mixture models are applied to various GO categories in-
dependently to find the differentially expressed genes. Pan (2006) extended
the stratified mixture model to hierarchical mixture model to incorporate the
hierarchical structure of the Gene Ontology. As mentioned earlier, these two
extensions of the mixture model are not trying to find differentially GO terms,
but to improve detecting differentially expressed genes. Nonetheless, it is an

interesting but different way of using the Gene Ontology for microarray data.

2.4.7 Summaries

The development of gene annotation enhanced analysis of microarray data
only started a few years ago, and it is getting more attention recently. With
so much biological knowledge of genes available, how to incorporate them into
analyzing microarray data provides many opportunities and challenges. Pan
(2005) and Pan (2006) tried to use the biological knowledge to improve de-
tecting differentially expressed genes, while many others have been focusing on
how to detect significant biological pathways (GO terms) instead of genes to

enhance interpretation in analysis of microarray data.

For procedures to detect significant GO terms, there are mainly two ap-
proaches. Omne approach is to build tests based on gene level test results,

working with the number of differentially expressed genes (Fisher’s exact test),
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gene rank of importance (GSEA) or p-values of the genes (meta-analyses). The
other approach is to create a test based on the actual gene expressions related
to each GO term directly, such as PAGE, empirical Bayes generalized linear
model. In general, the latter approaches have better power, because the former
approaches tend to lose some information along the way of gene level analysis.
Our domain enhanced analysis is similar to the latter approaches, creating a
test procedure that is based on the actual gene expression of each GO term.

Therefore, it is expected to have good power for detecting important GO terms.
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Chapter 3

Domain Enhanced Analysis

3.1 Introduction

Advances in microarray technology have greatly enhanced gene expression
studies. In these studies, thousands of genes are monitored and probed on only
a few to tens of samples. Gene expression data present both great opportunities
and challenges. Patterns of gene expression can be used to determine genes with
similar behavior, suggest biomarkers for a specific disease, and propose targets
for drug intervention. However, several aspects of gene expression data analysis

make it difficult to apply classical statistical methods:
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e Gene expression data all share the common problem of p > n, where p is
the number of genes and n is the number of samples. A typical microarray

data set has thousands of genes, but often less than 100 samples.

e Many of the genes are involved in multiple biological pathways and are

therefore highly correlated.

e Interpretation of analysis output is problematic when hundreds of genes

are identified as important.

Various dimension reduction approaches have been developed to alleviate the
problem of p > n. For example, Li and Li (2004) proposed a dimension re-
duction method by combining principal components analysis (PCA) and sliced
inverse regression (SIR) to produce linear combinations of genes that capture
both the underlying variation of gene expressions and the phenotypic infor-
mation, and then use the extracted combination of genes in the subsequent

survival model formulation.

Our goal, however is not only to solve the common p > n problem of high
dimensional data, but also to enhance the interpretability of the models within
the context of biological knowledge. While Li and Li (2004) offer a reduced-
dimension model with some added interpretability, the interpretability is driven

by statistical learning, not biological context.
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Others have tried to analyze gene expression data focusing on domain-
aggregated results to increase interpretability. The most common methods
use a standard “bottom-up” approach where genes are first tested individually
and then aggregated according to biological functions or pathways by domain
knowledge such as the Gene Ontology (GO) by Ashburner et al. (2000). This
type of knowledge structure provides great utility in the annotation and biolog-
ical interpretation of gene sets obtained in microarray experiments. Ashburner
et al. (2000) enable functional annotations of a given gene set by clustering
genes according to their biological characteristics. Furthermore, through the
GO hierarchical structure, it is also possible to represent biological concepts

with different conceptual levels, from very general to very precise.

Various software tools are currently available for the ontological analysis
of high throughput gene expression experiments. GenMapp (Dahlquist et al.,
2002), Chiplnfo (Zhong et al., 2003), GoMiner (Zeeberg et al., 2003), Gen-
eMerge (Castillo-Davis and Hartl, 2003), FatiGO (Al-Shahrour et al., 2003),
OntoTools (Draghici et al., 2003b), FuncAssociate (Berriz et al., 2003), GO-
stat (Beissbarth and Speed, 2004) and ErmineJ (Lee et al., 2005a) are some
of the popular ones. Khatri and Draghici (2005) did a comparative study of
some commonly used tools for analyzing gene expressions in light of GO en-

richment; their study was from a software point of view, and as such focused
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on aspects such as scope of the reported analysis, user interface, platform, type
of application (web-based or not), etc. Though most of these tools have dif-
ferent implementation, they use the same basic procedure. All tools start by
identifying differentially expressed genes via some ordering metric. Statistical
hypotheses are then created to test whether each GO term contains an unusu-
ally large number of differentially expressed genes, in which case that GO term

is identified as important.

Several statistical approaches have been used to calculate p-values for each
GO term. Draghici et al. (2003a) showed that the number of significant genes
in a given term can be modeled by a hypergeometric distribution, and hence
a test may be carried out with the distributional information. More popular
approaches are the chi-square test for equality of proportions and Fisher’s exact
test. To apply these two tests, a contingency table is created as shown in
Table 3.1. Man et al. (2000) performed extensive simulations to show that
the chi-square test has better power and robustness than Fisher’s exact test.
Fisher’s exact test is usually applied only when at least one of the expected
values in a contingency table is smaller than five because in this case the chi-

square test is no longer appropriate.

A different approach is proposed by Mootha et al. (2003), and it is called

gene set enrichment analysis (GSEA); see also Subramanian et al. (2005).
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Table 3.1: Contingency table classification of genes according to whether they
are identified as differentially expressed (flagged) and whether they are part of
the GO term.

Flagged Genes | Non-flagged Genes
In GO term n11 n12
Not in GO term naqi nog

Rather than performing a test based on the number of differentially expressed
genes in a GO term, they first create a score for each GO term based on the
rank of significance for all individual genes contained in that GO term. The
resulting p-value for the score of each GO term is found by comparison to
the null distribution of the scores as obtained using permutation. Generally
speaking, these “bottom-up” gene set enrichment methods improve the ability
to interpret results from gene level analysis. The disadvantage is that they
all require gene-level analysis prior to conducting a GO-level analysis. Results
from the gene-level analysis are directly related to the effectiveness of these
methods. For some of these pre-processing procedures, we need to identify
flagged or non-flagged genes, meaning that a statistical threshold has to be set.
This threshold can have a major impact on the analysis results, but is not easy
to define. Several other approaches have been proposed, including the random
effects model of Goeman et al. (2004), the PAGE approach of Kim and Volsky
(2005), the approach of Tian et al. (2005), the SAFE approach of Barry et al.
(2005) and the composite GO annotation approach of ADGO by Nam et al.

(2006).
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We propose a “top-down” approach, in which we find a summary statistic
for each GO term; this summary statistic can be viewed as a new latent variable
created from the individual genes in that GO term. These sets of biologically
related genes can create a smaller number of new variables with informative
descriptions of the biology. If the ontology is accurate, we shall see most
of the highly correlated genes being grouped in one set. On one hand, we
can reduce the number of variables and alleviate the problem of p > n. On
the other hand, we are able to increase interpretability of our findings like
the other enrichment methods. These new meaningful variables can be used
to either test for significance of each GO term or make predictive models.
In this paper, we focus on the testing aspect of our methods. We introduce
and explain our procedure in the Methods section. In the Results section, we
use both simulated data and results from actual experiments to demonstrate
our procedure’s ability to identify significant GO terms. Our method is also
compared to other approaches. We discuss advantages and potential drawbacks

of our method in the last section.
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3.2 Methods

Our proposed method is called domain enhanced analysis (DEA). It is a
“top-down” approach that aggregates the genes before we proceed to the anal-

ysis. The procedure is described below:

1. Group genes into each GO term. (Some genes will exist in multiple

terms.)

2. Create a new latent variable for each GO term by combining the individ-

ual genes within that GO term.
3. Use the latent variable to test the predictive ability of each GO term.

4. Adjust p-values accordingly for multiple testing.

Figure 3.1 is a flow chart to illustrate our method. The procedure is straight-
forward but has much room for expansion according to choices made for steps 2,
3 and 4. The simplest choice for step 2 is to use an unweighted average as
the latent variable; we call this approach DEA-Mean. We also investigated
aggregation based on the first principal component (DEA-PCA) and on the first
latent variable (score) from partial least squares (DEA-PLS) by Hoskuldson

(1988) or de Jong (1993). We use the “PLS” procedure in SAS to find PLS
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latent variables and the “PRINCOMP” procedure in SAS to find PCA latent

variables.
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Figure 3.1: A flow chart illustrates our procedure. A: steps 1 and 2 aggregate
genes and create latent variables. For PLS procedure, treatments are considered
as response variable. B: steps 3 and 4 test for significance of each latent variable
with respect to treatment and adjust p-values for multiple testing.

Consider the set of genes for a GO term as forming a predictor matrix X of
n rows (samples) and p columns (number of genes in the set). A corresponding
n X q matrix Y may represent ¢ responses or ¢ treatment factors for each sample;
in either case we refer to Y as the response. PLS finds a linear combination of
the columns of X that has maximum covariance with Y. PCA finds a linear

combination of the columns of X to maximize the variance of X without regard
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to Y, and the mean is not designed to maximize any particular variation. Based
on preliminary simulation results (not presented here), PLS is expected to out-

perform the other two options.

For the applications in this paper, the “response” is actually univariate
and indicates membership in one of two classes. As such, y represents the
n-vector of responses and we choose to use a 0/1 coding for these responses.
Preliminary theoretical derivations show that both the 0/1 and —1/1 codings
for y magnify effects of differentially expressed genes, but these codings do not
result in equivalent test statistics or properties. This work is forthcoming in a
separate paper. Furthermore, our DEA procedure can be expanded to three or
more classes. With either two binary vectors or one multi-class vector, the PLS
procedure can be applied to find the first latent variable of the gene expressions.
An ANOVA or F test can be applied instead of the t-test to test for predictive

ability of each latent variable with respect to a multi-class response.

The PLS algorithm used in the paper is by de Jong (1993). It is designed for
continuous response variables and we use it without modification even though
in our case the response is a dichotomous quantity. The problem of using
a categorical response in PLS has been considered by Marx (1996), Nguyen
and Rocke (2002a,b, 2004), Huang and Pan (2003), Bastien et al. (2005), Ding

and Gentleman (2005) and Fort and Lambert-Lacroix (2005). These alternative
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algorithms can potentially improve the summary latent variables for DEA-PLS.
Others extension of PLS, such as the nonlinear partial least squares (Malthouse

et al., 1997), can also be worthy of consideration for special cases.

Because PLS finds a linear combination of X by looking at the relationship
between X and y, it is subject to random variation. To overcome this, cross
validation is used to determine whether the first PLS latent variable signifi-
cantly contributes to the prediction of y. After evaluating predicted residual
sum of squares (PRESS) for a model where no PLS latent variables are re-
tained (so that prediction occurs using the mean response) and a model that
performs PLS-regression using only one retained PLS latent variable, the test
procedure by van der Voet (1994) is applied to detect significant improvement
from the one-latent-variable model. If the first PLS latent variable for a GO
term overfits y, we consider that gene set as non-important and simply omit it
from steps 3 and 4 above. An alternative to completely dropping this gene set
would be to assign it a very large p-value so that it gets very little attention
in steps 3 and 4. By filtering gene sets in this manner, we limit the chances
of retaining irrelevant latent summaries. As expected, we find that filtering is
most intense for GO terms that contain large numbers of genes. It is likely
that these cases require more than one PLS summary variable, but for now

we limit ourselves to retaining at most one PLS latent variable; extension to
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retaining multiple PLS summaries is certainly possible. Cross validation and
van der Voet’s test are implemented in SAS PLS using options “CVTEST” and
“CV=SPLIT” with a default significance level of 0.10. (See Appendix A for

the SAS codes.)

For the testing procedure in step 3, we use the equal variance two sample
t-test throughout the paper. Other choices of tests are mentioned in the Discus-
sion section. Adjustment for multiplicity in step 4 is done using the approach
of Benjamini and Hochberg (1995) to control the false discovery rate (FDR);

we will refer to this as the BH adjustment.

3.3 Results

3.3.1 Simulation Study

To investigate the properties of our proposed DEA method, we carry out
several simulated studies. The focus of our simulation is to verify the effec-
tiveness of our PLS summary measurement. We also compare DEA-PLS to

DEA-Mean, the Fisher’s exact approach and GSEA by Mootha et al. (2003).

For the simulated data set, we inherit the mapping structure between GO

and genes from a real data set with 3666 genes. These genes are mapped to
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556 GO terms from the molecular function hierarchy. Instead of using the
expression levels from the experimental data, we simulate them so that we
know what GO terms are supposed to be important. After selecting our binary
response variable y, we generate differentially and non-differentially expressed

genes from a conditional normal distribution to form matrix X.

We start by setting y to be either 1 or 0 by using a Bernoulli(0.5) distribu-
tion. The response y is set to be 1s and Os throughout the paper. Other choices
of response variable y are mentioned in the Methods section. The sample size
is set to 100. Each gene expression x is generated as: x|y = 0 ~ N(—p, 1),
or zly = 1 ~ N(u,1). For non-important genes, p is set to zero, while for
important genes, we set 1 to be some value depending on the extent of signif-
icance of each particular gene. In other words, differentially expressed genes

are distributed as a mixture of two normals with common variance.

For this simulated study, there are 16 differentially expressed genes out of
a total of 3666 genes: p = ¢ for genes 1514 to 1522 of X; u = 1.26 for gene
2002; = 1.30 for genes 2872, 2874, and 2887 to 2889; u = 1.8 for gene 1283;
and ¢ takes values 0,0.1,0.3,0.5,0.7,0.9. These differentially expressed genes
are associated with nine molecular functions, as detailed in Table 3.2. Molec-
ular functions 139, 384, 415, 601, and 725 are annotated only to differentially

expressed genes, while molecular functions 142, 622, 763, and 931 are also an-
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notated to some genes that are not simulated to be differentially expressed. We
refer to the former as fully-important molecular functions and to the latter as
partially-important molecular functions. The degree of partial importance for
the latter group of molecular functions can be quite small as seen in Table 3.2.
For example, molecular function 622 has only one differentially expressed gene
but 415 non-differentially expressed genes.

Table 3.2: Gene counts within fully or partially important molecular functions.

MF's Non-important Genes Counts Important Gene Counts
MF139 0 10
MF384 0 1
MF415 0 1
MF601 0 5
MFET725 0 2
MF142 5 6
MF622 415 1
MF763 1 1
MF931 14 1

We first create a single simulation replicate generated using 6 = 0.3. An
equal-variance two-sample t-test is conducted for each gene, where samples are
defined according to y = 0 or 1. Adjustment for multiplicity is done using
the BH procedure. After adjustment, none of the genes are detected to be
important using a; = 0.05. Hence, if Fisher’s exact test were used to test for
significant GO terms, none would be found simply because no signal would be
detected at the gene level. In other words, Fisher’s exact test approach fails
to identify any molecular function as being important since all Fisher’s exact
p-values equal one. It is possible to get around this by changing the gene-level

threshold «;, but finding a justifiable threshold can be problematic. Another
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option is GSEA. Since GSEA creates scores for each GO term using the gene

ranking of importance, it avoids the problem of specifying «;.

Table 3.3 provides results from GO-level analyses for the single simulation
replicate we generated using ¢ = 0.3. After obtaining either the PLS or mean
summary for a GO term, an equal-variance two sample t-test is conducted,
where samples are again defined according to y = 0 or 1. For GSEA, we create
scores for each GO term and test each score using a null distribution generated
by permutation described by Mootha et al. (2003). The size of the permutation
is 10,000. BH-adjusted p-values for these methods are presented in Table 3.3
for all nine important molecular functions. Using any reasonable ag GO-level
threshold for these multiplicity-adjusted p-values, it is clear that DEA-PLS
and DEA-Mean outperform GSEA. By only looking at the rank-ordering of

the genes, GSEA loses power by ignoring the actual gene expression level.

Table 3.3: BH-adjusted p-values of important GO terms from different meth-
ods. These results are from a single simulation replicate where § = 0.3. P-
values for Fisher’s exact test equal 1 in every case.

MF's p-values for DEA-PLS DEA-Mean GSEA
MF139 9.92 %1019 1.43 % 10~ 10 < 0.0001
MF415 8.65 10 Y 8.65 % 10 Y 6.24 % 10 1
MF601 2.58 % 10 10 4.81 %10 17 < 0.0001
MF142 2.38 % 10~ 15 4.43 %10 2 < 0.0001
MF763 6.19 10 Y 4.43 % 10 2 8.51 % 10 |
MF725 1.03 % 10~ 2.07 %« 10~ ° 7.37 %10 L
MF384 * Non-Significant 3.87 % 10 L 8.51 %10 L
MF931 * Non-Significant 8.30 % 10 1 8.51 % 10 |
MF622 * Non-Significant 8.30 10 1 9.62 % 10 L

* Cross-validated PLS resulted in no GO-term summary variable.

DEA-PLS has the smallest p-values and finds six of the nine important GO
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terms with no false discovery. Two of the missed GO terms have marginal
signals; “MF622” and “MF931” both only relate to one important gene and
many unimportant genes. It is more likely that we should regard them as non-
important GO terms. It is interesting to note that “MF384” and “MF415”
are listed as important and non-important respectively. Both have only one
gene mapped to them, and they are both simulated to be important genes. At
gene-level analysis, both genes are listed as non-significant, while at GO-level
analysis, one is significant and the other is not. It is because at the gene level
we are doing 3666 t-tests, but at the GO level, we are only doing 556 t-tests.
With BH adjustment, it turns out that the threshold of significance is just
between the two GO terms. In other words, by decreasing the number of tests,
we are able to increase power even for those GO terms mapped to only one

gene.

Previous results were limited to a single simulation replicate to allow the
reader a detailed comparison of the Fisher’s exact approach, GSEA, DEA-PLS
and DEA-Mean. We now move to 50 simulation replicates to provide a more
comprehensive comparison. Sensitivities and specificities of the four methods

are shown in Figure 3.2. For these results, a; = 0.05 and a¢g = 0.05.

By looking at multiple runs of the simulated data sets, it is interesting to

note that Fisher’s exact test performs reasonably well for ¢ sufficiently large.

1)



=T
= feie]
— @7
— Fisher's Exact o N
--- DEAPLS P s ¢ T S —
o DEAMEAN . B Sl SRR S
o - GEEA T TrEen S S
S . =
@
o
o
=i =
= ooy
@ = &
® o= — Figher's Exact
RE o -- DEAPLE
= - DEAMEAN
— GSEA
%
2
™ o
(=]
e}
= o0
(=T =N
T T T T T T © T T T T T T
0.0 02 04 0.6 08 10 0o 02 04 06 08 1.0
delta delta

Figure 3.2: Sensitivity and specificity of four methods as a function of 9 in the
simulation study. Sensitivities are based on averages across all simulation repli-
cates, with pointwise approximate 95% confidence intervals shown as vertical
bars. Fisher’s exact test is solid line, DEA-PLS is dashed line, DEA-Mean is
dotted line and GSEA is dashed-dotted line. a; = 0.05 for Fisher’s exact test.
All GO-level p-values were BH-adjusted using ag = 0.05.

Fisher’s exact test has an average sensitivity of 54% when 6 = 0.3 and 77% when
0 = 0.9, which is much better than GSEA’s 34% when ¢ = 0.9. It is quite clear,
however, that DEA-PLS is able to detect more true findings than the other
three methods. It detects 20% more signals than Fisher’s exact test and 60%
more than GSEA. On the other hand, DEA-Mean only has marginally better
sensitivity than Fisher’s exact test. The improved sensitivity of DEA-PLS does
not come at the cost of relevant loss of specificity. As seen in Figure 3.2, all

methods have approximately equal levels of specificity. Hence we can say that

DEA-PLS is able to increase sensitivity of the analysis without having too
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many false discoveries.

We also use our simulation study to investigate the effect of a; on Fisher’s
exact test. For 50 simulation replicates with 6 = 0.3, we apply Fisher’s exact
test repeatedly for o; = 0, 0.01, 0.03, 0.05, 0.07, 0.10, 0.20, 0.50, 0.70. The
resulting ROC curve is presented in Figure 3.3. Clearly, sensitivity can change
quite drastically as ajy changes. This shows that the effectiveness of Fisher’s
exact test is directly related to whether we choose the ideal «; threshold for
gene-level analysis. We also plot (sensitivity, 1-specificity) pairs for DEA-PLS,
DEA-Mean and GSEA in the graph. DEA-PLS has a better sensitivity overall
than Fisher’s exact test at its best, while DEA-Mean performs almost equiv-
alent to Fisher’s exact test for one value of a;. In our studies, GSEA has the

worst sensitivity.

With the simulation studies, we can see that the drawback of most of the
existing methods is that they require gene-level analysis, either finding the im-
portant genes or the rank of significance of the individual genes. For situations
where gene-level signals are weak, these methods perform poorly, because their
effectiveness relies largely on strong signals at the gene level. On the contrary,
DEA methods do not require strong gene-level signals or gene-level analysis.
Furthermore, they are able to combine the weak signals for genes related to

each GO term and make them easier to detect. The simulation results show
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Figure 3.3: ROC curve for Fisher’s exact test by changing the threshold a;
for gene-level analysis. Data was generated following the simulation design
using 6 = 0.3. Estimates are based on 50 simulation replicates. Vertical bars
are pointwise approximate 95% confidence interval. Also shown are points for
DEA-PLS, DEA-Mean, and GSEA; These are single points because they do
not depend on «j.
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DEA methods are effective for finding GO-level signals. Fisher’s exact test per-
forms reasonably well when gene level analysis does work, but the a; threshold
for gene-level analysis is critical for the effectiveness of Fisher’s exact test. On
the other hand, GSEA has the weakest power to detect signals at the GO level.
For all simulated data sets, DEA-PLS has the best power to detect significant

GO terms.

3.3.2 Experimental Data Study

We evaluate DEA-Mean and DEA-PLS against the classic Fisher’s exact
test on two real gene expression data sets by Chiaretti et al. (2004) and Golub
et al. (1999). Both data were collected to identify genes that distinguish sub-
groups of leukemia patients. The first data set splits patients into B-cell
and T-cell type acute lymphoblastic leukemia (ALL), while the second data
set consists of patients with ALL and acute myeloid leukemia (AML). Both
data sets have been extensively studied in the literature of microarray analy-
sis and are available in R as Bioconductor packages, “ALL” and “golubEsets”
(http://www.bioconductor.org/). We present the analysis results of Chiaretti’s

data set and results of Golub’s data set in this section.
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Leukemia data set by Chiaretti

The data set consists of 128 patients with ALL. It is known that ALL
cells are delivered from either B-cell or T-cell precursors. Among these pa-
tients, there are 95 with B-cell ALL and 33 with T-cell ALL. The HGU95aV2
Affymetrix chip was used for the experiment. We annotate the data using GO’s
biological process (BP) ontology. 10012 probe sets are annotated from a total
of 12625 probe sets in the data. The annotation includes 1955 GO term nodes.
These GO terms all are mapped to at least one probe ID in the data. (See
Appendix C for codes for generating mappings from genes to GO terms using

bio-conductor.)

In some literature, mappings are first done from probe sets to EntrezGene
ID and then to the GO terms. In our implementation, we simply use the
mapping directly from probe sets to GO terms to be consistent with DEA,
which finds a summary for each GO term using all gene expressions in the
GO term. We are careful not to add a step of mapping from probe sets to
EntrezGene ID and thus weaken the comparison between DEA and Fisher’s
exact test. To keep our analysis consistent, for our implementation of Fisher’s

exact test, we also use the mapping from probe sets directly to GO terms.

To apply Fisher’s exact test, we first perform a gene-level analysis on
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each probe to find differentially expressed probe sets. Functions “lmFit” and
“eBayes” in R package “limma” are used to fit a linear model for each probe
set and produce a p-value for each one. The p-values are BH-adjusted. Using
level oy = 0.01, a total of 2016 probe sets are found to be significant. We then
proceed to apply one-sided Fisher’s exact tests using results from the gene-
level analysis. We also apply DEA-PLS and DEA-Mean methods. All three
methods find many signals at the GO term level. We can possibly reduce the
number of significant findings by adjusting our t-test, but it is not the focus of

this paper. For now, we suggest focusing on the most significant GO terms.

In Table 3.4, we present statistics for the ten most significant GO terms
detected by Fisher’s exact test. They mostly consist of biological processes
related to antigen processing and presentation. These findings are mentioned
in previous biological literature including Novak (2001), Dalla-Favera (2001)
and Look (2001). DEA-PLS is also able to detect these signals and the p-values
from DEA-PLS are much smaller. DEA-PLS using all the information from
the probe level has greater power than Fisher’s exact test because information
is lost when the actual expression level of each probe is ignored. Table 3.4 lists
the p-values of each GO term followed by the rank of that GO term by both
methods. Three of the GO terms are consistently being selected by DEA-PLS

and Fisher’s exact test among their ten most significant GO terms: immune
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response, defense response and response to biotic stimulus. Excluding these
three GO terms, the most significant GO terms identified by Fisher’s exact

test are not the most significant ones identified by DEA-PLS.

In Table 3.5, the ten most significant GO terms from DEA-PLS are listed.
DEA-PLS assigns greater significance to GO terms related to cell activity than
to those related to antigen processing and presentation. Specifically, DEA-PLS
has smaller p-values for T-cell selection, immune cell activation and positive
regulation of T cell receptor signaling pathway. From the literature, distinct
gene expression signatures related to cells functions were recognized by Novak
(2001), Dalla-Favera (2001) and Look (2001). It also makes perfect sense that
the best GO terms to differentiate T-cell and B-cell ALL would be those probes
related to cell functions. From the results, we can see that Fisher’s exact test
detected some of these signals in a less significant role, for example, immune
cell activation, cell activation and lymphocyte activation. For some other GO
terms like T-cell selection and positive regulation of T-cell receptor signaling
pathway, Fisher’s exact test cannot effectively identify signals. At this point,
we would like to know whether it is justifiable to claim that GO terms found

by DEA-PLS are more relevant than those found by Fisher’s exact test.

Without enough comparative studies in the literature on the extent of im-

portance for these GO terms differentiating leukemia subtypes, we try to find
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the answer by drilling down to the probe level. Searching through probe-level
analysis, we find that four of the five most important probes are clearly re-
lated to the most significant GO terms found by DEA-PLS. More specifically,
lymphocyte differentiation, lymphocyte activation, immune cell activation and
cell activation are related to the first, third, fourth, fifth and ninth of the ten
most significant probe sets. T-cell selection is one of the more precise terms.
With only eight probe sets mapped to it, first and fourth most significant probe
sets are among them. The most significant GO terms found by DEA-PLS are
mapped to some of the most significant probe sets. Likewise, these probes
were also significant using Fisher’s exact test. The sixth, seventh, eighth and
tenth most significant probe set are mostly related to antigen processing and
presentation. DEA-PLS also finds these GO terms to be significant, but only

in a slightly less significant role.

Table 3.4: GO-level analysis results for ten most significant GO terms found
by Fisher’s exact test in Chiaretti’s data.

GO Term [e) A Fisher’s Exact DEA-PLS (Rank)

1 antigen presentation 40 59 1.30 x 10~ 12 2.02 %105 (89)

2 antigen presentation, 17 18 4.04 % 10710 2.07 * 10735 (134)
exogenous antigen

3 antigen processing 35 55 4.82 %1010 7.20 x 1037 (110)

4 antigen presentation, 30 45 1.62 % 1079 1.23 % 10736 (115)
endogenous antigen

5 antigen processing, endo- 29 45 9.87 % 109 1.55 % 10734 (155)
genous antigen via MHC class I

6 antigen processing, endo- 17 20 1.53 %1078 1.98 % 10735 (132)
genous antigen via MHC class I

7 defense response 283 913 3.16 x 107 1.02 * 10723 (6)

8 immune response 259 831 6.46 x 107 1.93 % 10754 (5)

9 response to biotic stimulus 292 955 7.79 « 107 2.05 % 10753 (8)

10 | detection of pest, 11 13 7.28 % 106 1.07 = 10734 (151)
pathogen or parasite

A — the number of probe sets annotated for each GO term.
O — the number of significant probe sets annotated for each GO term.
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Table 3.5: GO-level analysis results for ten most significant GO terms found
by DEA-PLS in Chiaretti’s data.

GO Term [¢] A Fisher’s Exact (Rank) DEA-PLS
1 T cell selection 5 8 2.31 % 102 (122) 5.96 % 10 97
2 immune cell activation a7 114 | 3.47 %1075 (12) 9.87 % 1056
3 | cell activation 47 115 | 4.52%107° (13) 9.87 x 1056
4 transition metal ion homeostasis 9 28 2.13 %« 101 (463) 1.24 % 10755
5 immune response 259 | 831 | 6.46 % 10~7 (8) 1.93 x 1054
6 defense response 283 913 3.16 x 107 (7) 1.02 % 10753
7 lymphocyte activation 40 101 | 3.56 x 10~ % (22) 2.05 % 1053
8 response to biotic stimulus 292 955 7.79 % 1077 (9) 2.05 1053
9 | hemopoiesis 28 94 1.19 « 10~ (314) 2.08 x 10752
10 positive regulation of T cell 3 4 4.56 % 1072 (165) 5.60 % 1052

receptor signaling pathway

A — the number of probe sets annotated for each GO term.
O — the number of significant probe sets annotated for each GO term.

Some of the advantages of using GO to annotate genes are its hierarchi-
cal structure and many available tools for displaying GO terms. The Gene
Ontology web site http://www.geneontology.org/ lists many useful tools for
searching and browsing GO terms. We use a web-based tool “AmiGO” avail-
able at http://www.godatabase.org/cgi-bin/amigo/go.cgi to display our results
from DEA-PLS and Fisher’s exact test. The output graphic for Fisher’s exact
test is presented in Figure 3.4 and for DEA-PLS it is displayed in Figure 3.5.
In each figure, the ten most significant GO terms are underlined. Their rank
of importance for each respective method is at the upper left corner of each
node, while the rank of importance of the most significant probe sets contained
in the GO term are shown in the curly bracket. By displaying the hierarchical
structures of GO terms, we are able to gain additional insight. If we only look

at the ten most significant GO terms found by both methods, these terms are
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made up of two distinct subtrees. First of all, these two subtrees are both
descendants of the GO terms immune response, defense response and response
to biotic stimulus, which are nested by sequence. This explains why these
three GO terms are identified as significant by both DEA-PLS and Fisher’s
exact test. Furthermore, the important GO terms found by both methods are
nested nicely to each other, which shows how these biological functions are
being affected by different leukemia subtypes from more precise terms to more
general terms. It is encouraging to see that the subtree of GO terms found by
DEA-PLS is related to more significant probe sets than those terms found by
Fisher’s exact test, suggesting that DEA-PLS is maintaining the right order of

importance for the GO terms found.

In conclusion, it is clear that both DEA-PLS and Fisher’s exact test are
able to pick out some useful significant GO terms. DEA-PLS has better power
with all the information included, and hence it is able to find more signals at
the GO term level. Furthermore, DEA-PLS is able to find the most significant
GO terms that are related to the most significant probe sets. By combining
the actual gene expression information for each GO term, DEA-PLS is able to
maintain the right order of importance for the GO terms. This simply cannot
be achieved by Fisher’s exact test because it treats all the important probe sets

with equal weight. With four of the top five most significant probe sets related
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Figure 3.4: GO graph of findings by Fisher’s exact test for Chiaretti’s Data.
Specific terms are at the top, while general terms are at the bottom. Top ten
significant GO terms are underlined, with rank shown in upper left of rectangle.
Ranks for top ten probe sets are shown in curly brackets.

to biological processes like immune cell activation, lymphocyte activation and
lymphocyte differentiation etc, they certainly should be and are able to stand

out from the rest by using DEA-PLS.

We also carried out DEA-Mean in the analysis, though we did not list the
results here. DEA-Mean is straightforward and fast to implement, but we find
that its behavior can be erratic. One obvious drawback is that it has very weak
power when the number of probes related to a GO term becomes large. Hence,

DEA-Mean finds immune response, defense response and response to biotic
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Figure 3.5: GO graph of findings by DEA-PLS for Chiaretti’s Data. Specific
terms are at the top, while general terms are at the bottom. Top ten significant
GO terms are underlined, with rank shown in upper left of rectangle. Ranks
for top ten probe sets are shown in curly brackets.
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stimulus to be less significant while they are being recognized very significant

by both DEA-PLS and Fisher’s exact test.

Leukemia data set by Golub

Here we take a look at another leukemia data set by Golub et al. (1999).
The HGUG6800 Affymetrix chip was used for this experiment. This data set
consists of 73 bone marrow samples with either acute lymphoblastic leukemia
(ALL) or acute lymphoblastic leukemia (AML). In our analysis, we use the full
data set, among which 47 of the bone marrow samples are with ALL and 25 of
them are with AML. There are a total of 7129 probe sets. Again, we annotate
these probe sets directly with biological process ontology from GO. 6270 probe
sets are mapped to 1555 biological process GO terms after annotation. Each

of these GO terms is mapped to at least one probe ID.

Using Function “ImFit” and “eBayes” in R package “limma” for our probe
level univariate analysis, we find 456 significant probe sets that differentiate
leukemia subtypes with a;y = 0.01 tests adjusted by FDR. One-sided Fisher’s
exact test is applied using the probe level results. At the same time, we apply
DEA-PLS and DEA-Mean to the gene expression data. After creating summary
variable for each GO term, we apply two-sided t-test and adjust the p-values

with FDR. We find large number of significant GO terms by both methods,
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especially for DEA-PLS. Again, we suggest to focus on the most significant GO

terms, say 150 GO terms.

We list the ten most significant GO terms found by Fisher’s exact test along
with their results from DEA-PLS and DEA-Mean in Table 3.6. Except for “cell
wall catabolism”, the findings by Fisher’s exact test are consistent with DEA-
PLS. They are mostly among the top 100 most significant GO terms found by
DEA-PLS. As for “cell wall catabolism”, it is a very precise term with only four
probe sets mapped. Even though all four of these probe sets are significant,
none of them are listed among the top ten most significant ones and one of
these probe sets is borderline significant. Hence, DEA-PLS does not find it
to be very significant compared with other GO terms. DEA-Mean does not
perform very well in general since the number of probe sets mapped to these
GO terms is pretty large and we already point out DEA-Mean loses power

under this condition.

Table 3.6: GO-level analysis results for top 10 most significant GO terms found
by Fisher’s exact test in Golub’s data.

GO Term O A Fisher’s Exact DEA-PLS (Rank)

1 response to biotic stimulus 84 751 2.30 x 10~ ° 6.04 % 101 (10)

2 | cell wall catabolism 4 4 2.79 % 1072 2.88 « 1078 (628)
3 defense response 80 730 7.76 % 1070 5.63 % 1018 (4)

4 catabolism 42 338 3.74 %1074 8.73 x 10~ 1% (20)
5 response to stress 81 785 5.22 % 104 6.47 % 10717 (54)
6 response to stimulus 130 1388 6.03 x 104 5.32 %1017 (43)
7 | metabolism 302 | 3695 | 6.52 %1074 4.81 % 10716 (105)
8 response to other organism 52 458 7.06 x 104 2.16 x 1016 (75)
9 | cellular catabolism 36 289 9.37 %10 7.52 % 10718 (17)
10 peptidyl-amino acid modification 37 1.06 « 10~ 3 1.39 %« 1017 (27)

A — the number of probe sets annotated for each GO term.
O — the number of significant probe sets annotated for each GO term.
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In Table 3.7, we list the most significant GO terms found by DEA-PLS.
For this data set, DEA-PLS shares quite a few common findings with Fisher’s
exact test, GO terms “nucleotide metabolism”, “defense response”, “immune
response”, “coenzyme metabolism” and “response to biotic stimulus”. Among
the other findings, they are quite interesting as well. For example, “proteolysis”
is one of biological functions being mentioned in the literature as one possible
therapeutic target for acute myelogenous leukemia (Horwitz et al., 2003). It is

also related to quite a few significant genes mentioned in Golub’s paper to dif-

Table 3.7: GO-level analysis results for the most significant GO terms found
by DEA-PLS in Golub’s data.

GO Term [¢] A Fisher’s Exact(Rank) DEA-PLS
1 reactive oxygen species metabolism 7 45 4.24 % 10~ 2 (130) 3.00 * 10— 23
2 response to oxidative stress 6 30 1.91 % 10~2 (98) 1.45 % 1021
3 nucleotide metabolism 17 113 3.13 % 1073 (18) 2.94 % 1018
4 defense response 80 730 7.77 % 1075 (3) 5.63 « 10718
5 immune response 69 664 1.18 % 10732 (11) 5.63 « 10718
6 regulation of cell adhesion 5 32 7.94 % 1072 (247) 5.63 % 1018
7 | regulation of MAPK activity 5 41 1.76 * 1071 (414) 5.63 % 1018
8 cellular morphogenesis 15 181 3.40 « 101 (645) 6.04 + 10718
9 coenzyme metabolism 12 69 3.75 %« 1073 (27) 6.04 % 10— 18
10 response to biotic stimulus 84 751 2.30 % 107 % (1) 6.04 x 10718
11 | proteolysis 9 37 2.35 % 10~ 2 (108) 7.52 % 1018

A — the number of probe sets annotated for each GO term.
O — the number of significant probe sets annotated for each GO term.

Table 3.8: The most significant probe sets in Golub’s data.

Probe ID Gene Symbol Raw p-values
X95735_at Zyxin 1.33% 1011
M23197_at CD33 4.51 %10~ 10
M84526_at Adipsin 1.09 %1079
M16038_at LYN 2.01% 109
M22960_s_at galactosialidosis 3.33%x10~9
M63138_at Cathepsin D 3.54% 109
M55150_at fumarylacetoacetate 5.24 % 109
M62762_at ATPase 7.66 % 1079
U50136_rnal_at | LTCA4, synthase 1.25% 108
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ferentiate ALL and AML, such as “adipsin”, “galactosialidosis”, “cathepsin D”
(Golub et al., 1999). In Table 3.8, the most significant probe sets are presented.
The previously mentioned genes “adipsin”, “galactosialidosis”, “cathepsin D”
are ranked fourth, sixth and seventh most significant. It is encouraging to
see DEA-PLS recognize “proteolysis” as an important GO term even though

Fisher’s exact test does not.

For Golub’s data, the findings are fairly consistent between DEA-PLS and
Fisher’s exact test. Nonetheless, DEA-PLS finds not only GO terms with
stronger signals (smaller p-values), but also some important GO terms Fisher’s
exact test neglects. Some of these GO terms are mentioned in the literature

and are used to identify different subtypes of leukemia. These results show us

the effectiveness of DEA-PLS.

3.4 Conclusion

We focused our work on functional analysis instead of individual gene-level
analysis. By using the gene ontology, DEA is able to increase interpretability of
the analysis results without loss of sensitivity. As we presented in our analysis
on Chiaretti’s data, the results can be displayed as a hierarchical structure.

Hence, we are able to find clusters of nested GO terms which can be used to
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differentiate leukemia subtypes.

Additionally, we addressed some of the problems of current pathway analysis
methods. We propose to combine information and create a summary statistic
for each GO term from the individual gene expressions, and then test for signif-
icance using the newly created variables. We considered two such summaries,
mean and PLS score. As demonstrated in our simulation and analysis on two
publicly available data sets, the new test has greater power to detect signals
at the GO level than do methods such as Fisher’s exact test or GSEA. These
methods lose power because they rely only on the rank of significance for indi-
vidual genes. Furthermore, in our analysis on Chiaretti’s data set, we were able
to elaborate that DEA-PLS maintains an appropriate order of importance for
identified GO terms according to their actual gene expressions. Instead of test-
ing for over-representation of each GO term only by the number of significant
genes as Fisher’s exact test does, DEA-PLS considers the extent of importance
of each gene related to the GO term by finding a linear combination of gene
expressions using PLS. DEA-PLS has another advantage that it does not re-
quire gene-level analysis, and thus avoids dependence on the effectiveness of

gene-level analysis.

DEA-PLS also can be considered as a type of dimension reduction. While

GSEA and Fisher’s exact test provide summaries for each GO term, they do
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so by giving a single number that represents all samples. DEA, on the other
hand, provides summaries for each GO term and each sample, thus providing
a more specific summarization. By creating summary measurements for each
GO term, the new data usually have fewer variables than the original gene level
data. These new variables represent meaningful biological functions instead of
many individual genes. It could be advantageous to build a predictive model
using these new variables because the predictive models would better reflect

biological function and therefore be more interpretable.

In our analysis, we simply use a t-test to find significant GO terms after
we combine the genes using PLS. It is suggested in the literature that the t
distribution is not a valid null distribution for testing gene expression data.
Our on-going research also shows that even when the normality assumption
holds for the gene expression data, with a binary response the first score from
PLS procedure is not normally distributed. This is partially the reason that we
have excessive number of important GO terms with a biased null distribution.
In the paper, we suggest to only focus on the most significant GO terms.
We are currently working on adjusting the test according to the distributional
information of the first score from PLS. An alternative approach is to use
nonparametric testing instead of the t-test. Testing procedures such as the

Significance Analysis of Microarray method (SAM) by Tusher et al. (2001),
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empirical Bayes (EB) method of Efron et al. (2001) and the mixture model
method (MMM) of Pan et al. (2001) are possibilities. These methods can
potentially improve the performance of the testing part of our procedure. We
are currently working on finding the right testing procedure to maximize the

effectiveness of DEA methods.

One key aspect of DEA methods is that they are adaptive to many other
analysis techniques. As we mentioned, after combining the variables by GO
terms using PLS, we basically have a new set of data with fewer but more
meaningful variables. We can either build a predictive model with GO terms, or
improve our testing procedure with many existing methods for microarray data.
We can also adapt DEA to other techniques, such as one proposed by Alexa
et al. (2006), where they suggest improved scoring of GO terms by decorrelating
GO graph structures. With much room to expand and improve, DEA is a
promising new method for providing accurate and interpretable analysis of

microarray data.

94



Chapter 4

Distribution of the First PLS

Score for Binary Classification

4.1 Introduction

A general expression of the linear model is y = X3 4 . Principal compo-
nents analysis tries to find linear combinations of x; that are orthogonal and

maximizes ¢! X7 X ¢, while partial least squares seeks maximization of w’ X7yc.

For our case, the response y for an individual is a binary indicator of treat-
ment or disease status. To keep things simple, we assume an equal number of

T
cases and controls so that y = [ of 17 ] , where 0,, is the n x 1 vector of
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zeroes and 1,, is the n x 1 vector of ones. A set of m genes provides covariate

information. Let xy;; represent the expression level for gene j corresponding to

individual ¢ within treatment group y = k, where k =0,1,7 =1,2,--- ;n and
j=1,---,m. Consequently, the design matrix for the linear model is
Xo
X = ,Xk = {xkij}i:LQ,m,n,j:L”-,m7 for k = O, 1. (41)
X1

There are a total of 2n individuals or samples and m genes. Our goal is to test
for differential expression of this set of genes according to treatment. Assuming
T = (Tpit,*+ , Thim)? has mean yy, for k= 0,1 and i = 1,--- ,n, we wish to
test

Hy : g =y =0, versus Hy : g # py. (4.2)

Rather than focusing on the individual genes, we instead summarize the m gene
expressions for each individual to get a single measure. Hypothesis testing is

then conducted at this reduced dimension.

Dimension reduction by partial least squares (PLS) seeks a linear combina-
tion Xw; such that the covariance with y is maximized. More specifically, PLS
seeks wi to maximize (w? XTy)? such that ||wy|| = 1; Xw; is called the first
PLS X-score or first PLS X-component and w; is its associated weight vector

(de Jong, 1993). PLS decomposition typically continues by projection onto the
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space of Xw; then finding w, to maximize covariance between the residual
X and y spaces for ¢ = 2,3,---. We are interested only in the first PLS X-
score Xwy. It is known that max, (w? XTy)? = max, (w? XTyy” Xw) occurs

when w is the first left singular vector of X7y (Helland, 1988). Consequently,

W, = Hﬁ—;zH and the first PLS X-score is
g_ XXTy
[ X Tyl

The 2n x 1 vector S summarizes information provided by the m gene ex-
pressions in a way that maximizes variability between treatment groups. In
our proposed DEA-PLS, we perform a two sample t-test to compare S with

respect to y = 0 and y = 1. Our t-tests are based on

(mean of S for y = 0) — ( mean of S for y = 1)

P
\/ (variance of s for y=0) 4 variance of s for y=1)
So— 54
e —2 . (43>

with two-sided rejection region |t| > ¢. We contend that Equation (4.3) is a

test of the hypothesis (4.2) and determine the p-values as

Pr#o=#1(|t| > ‘tobs’)'
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For this test to be valid, we need the assumption that S is from a normal
distribution. While we have assumed X follows a normal distribution, S =
% is clearly not from a normal distribution. In the reminder of this chapter,
we demonstrate that the empirical null distribution of our test statistic ¢ is very
different from a Student’s t distribution. We also improve the testing procedure
by finding the true null distribution of £. The exact null distribution is obtained

for small m and we study different ways of approximating the null distribution

for large m.

4.2 Theoretical Derivation of the Null Distri-

bution

We next derive the null distribution for t assuming

Tri = (Thity > Thim) " ~N (g, 1) (4.4)

fork=0,1andi=1,---,n. To make the derivation easier at first, we assume

genes are independent to each other and have been scaled to variance of one.
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We then have

_ 1 1 )o & 197X XT X7
Slz_w 1T}Xw1:_[OT 1T] Ty LyTXXTy Xy
(N n| oo [ X Tyl n || X Ty n
and
— 1 1 XXTy 1 [1TXXTy
ng—{lT ()T}lez— 1Tn—yT —:—[—— XTy .
al Lo w (e =V gl = 3 [Ty~ Y
In fact,
_ 1
So—51 = n[lT —1T]Xw1
1 XXTy
= — lT 1 :|
n[ " m ] IX Ty
2 ]
n " " | X Ty
nyl.l
_ _ _ — 1
= [(nXo1—nX11), -, (nXom — nX1m (45
[( 0.1 1.1) ( 0 1 )] nHXTyH( )
nyl.m

where X}, ; = %(I‘klj + -+ + Tyy;) is the mean expression level for gene j in

treatment group y = k.
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Note that

|| XTyl|(So = S1) = 0> (Koj— X1,)X1;

j=1
= nW™,
where
m T ~ B = . ¥2
wnm = nZ(XO.j - X)X, = HZXo.le.j - NZXL]'- (4.6)
j=1 j=1 J=1

For Hy: po = p1 = 0, and distributional assumption (4.4), we have

where f, is the product of two independent N(0,1).

Therefore, Equation (4.6) and (4.7) =
. d m m m
W :pr_ZX%:pr_Xir (4.8)
i=1 i=1 i=1

What is f,? Let us say X; ~ N(uy,0%), Xo ~ N(uz,03), X; and X, are
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independent, and define Y = X; X5. What is the distribution of f(y)?

1 1 —wm\® 1 — i\
f(x1,22) = exp | —= ol U I (e B , for all x1,29 € R.
2mo 109 2 o1 2 op)

We know Y| Xy ~ N(Xoui, X307), and Xy ~ N(p2,03). Therefore,

27| xa|0or 09 _Tc% 79 o3

f@wﬂ=f@@ﬂﬂ@%=——i——@m( ! (y—ug —;Lua—mf).

We have

1) = [ s,
= /_oo f(ylao) f(22)dxy
> 1

2
= / L e (o (L mm) - 2l (- )] das
oo 2T|x2|01 09 207 \ 22 203

This cannot be easily integrated.

Let us go back to Equation (4.8) and look at the case when m = 1. Rather

than use notation W' for W™ when m = 1, we will instead use W7, i.e,
d
Wi = f,— X = X1Xo — X7, (4.9)

where X; = /nX(; and X, = /nX, are independent and from N(0,1). We

redefine the notation of X, X5 here just for transformation.
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Let U = X, X, and V = X?2. Since the transformation is not one-one, we
define A; = {(z1,22) : &1 > 0}, Ay = {(21,22) : 1 < 0},and Az = {(x1,22) :

x1 = 0}. Let B = {(u,v) : v > 0}. Therefore as B — Ay,

Xlz\/v
X, =L
[ 2w
0X 0X _1
5= v ov|_ |0 3V _ 1
Vo ax| | _uy-3 2V
oUu v VvV 2
As B — A,,
(
Xl_—\/v
X, =
[ 77 vV
0X 0X 1v,—1
J2:8_U1 o _| 0 —EVtE 1
Xy 09Xy _ L _uy-3 2V
U AV Nav 2
Since
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therefore,

u 2
1 1 (Vo—m\ 1[5 He 1
flu,v) = 2moi09 exp( 2 ( o1 ) 2 lop 2v *
1 1/ —vo—m\> 1/~F—m\"\|1
exp|—z(—— | — 3 —
270109 P 2 o1 2 op) 2v
1 1 > 1/ u\*\ 1
= g (‘5(@ 3() ) 2
1 1 s 1/ u\?*\ 1
Fap o (‘5(@ 3 () )2_
as g = g = 0,00 =09 =1land —oco <u<oo,v>0
1 1 . u? . 1 1 N u>
= —exp|—=|v+— —exp| —= v+ —
4mro P 2 ) 47rv P 2 v
1 v? + u?
- ~ 4.10
2mv exp( 2v ) ( )

Now that we have the joint density of U and V', we can find W; = U — V that

we are truly interested in.

Let
W, =U-V U=W,+27
=

Z =V V=7
oU  oU
=~ % 1 1

J: oWq oz _ :1
il v
81/[‘;1 87 01

103



Therefore from Equation (4.10), we get

1 2422
flwy,z) = —exp(—(w1+z> +Z),—c>o<w<c>o,0<z
2zm 2z
1 wi + 2w,z + 222
= —exp|— .
2zm 2z

Therefore

22T 2z

exp(—w; )BesselK (0, v21/w?)
T )

>~ 1 249 222
) = / LI, (_wl—i- wrz + 2z )dz
0

(4.11)

where BesselK(n,z) is a modified bessel function of the second kind. As a

special case of n = 0,

cos(zt)
24+ 1

BesselK(O,I):/ cos(msinht)dt:/ dt. (4.12)
0 0

The density is plotted in Figure 4.1. Using maple, we are able to find the
5th percentile a = —4.45 such that Pr(IW; < a) = a = 0.0501. Notice that the
density function is skewed to the left, and hence is clearly not the Student’s t

density.

We can find the distribution of Wi ~ f(w;) from Equation (4.11). Now, we
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Figure 4.1: Theoretical density plot of W;

rewrite Equation (4.8) as

WmNpr_ZX%:ZUp_X%) :Z(W/z>» (4.13)

= i=1

where W; are independently distributed from density f(w;) of Equation (4.11).
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Let us try to find the density of W?2. We have

Flwy) = exp(—w; )BesselK (0, \/i\/w_f)
T 9
and
Flws) = exp(—w2)BesselK(0, \/5\/10_%)
2 N .
T
Hence,
f(wy,wy) = exp(—wi)BesselK(0, ﬂ\/w_%) exp(—ws)Bessel K(0, ﬂ\/w_%)
1, W2) = |
" T

Let U=W+WoandV =W, =W, =Vand Wo=U -V = J=1.

Hence,
fluv) = exp(—v)BesselK(O V2V0?) exp(—(u — v))BesselK (0, \/_\/ﬁ
_exp(— )BesselK(O \/_\/_)BesselK 0, \/_m
Therefore,
Flu) = /°° exp(—u)BesselK (0, ﬁ\/v_;ZBesselK(O, V2y/(u —v)?) "

Using maple, we can approximate the density function and plot in Figure 4.2.

It takes 14 hours to approximate and plot this figure, but the final result is not
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complete. For comparison purpose, smoothed density functions obtained from
the simulated data under the null are given in Figure 4.3 with different size of
gene sets. The details of simulating the empirical distribution are explained
in Section 4.4. From the figure, we find the skewness and variance of the null
distributions increases as m increases. It is clear that we cannot simply use a
single t-distribution as the null distribution to to test for all gene sets. The

null distribution needs to be derived according to the size of the gene sets.

0.3

0.2

015

0.1

005

-0 5 ol 5 10

Figure 4.2: The theoretical Density plot of 172
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Figure 4.3: Empirical distribution of W™

4.3 Approximations of the Null Distribution

4.3.1 Normal Approximation by the Central Limit The-

orem

It is impractical to exactly determine the distribution of W™ for m > 2 by

transformation. We revisit Equation (4.13) and realize that Wy, --- W, are
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iid from density f(w;) of Equation (4.11). We can try to approximate W™

using the central limit theorem. By the CLT, as m — oo, we approximately

have
V(o 38 Wi — ) g 1 < o
e ~ N(0,1) = — W; ~ N(u, —
- 1) 53 W NG T
=W = E:VVZ ~ N(mp, mo?),
i=1
where the true mean and variance are u = E(W;) = —1 and 02 = E(W}?) —

(E(W)))? = 3, computed by maple using Equation (4.11).

To see how well it is to approximate W™ using normal distribution, we
simulate the distribution of W™. We first generate Xi;, Xo; “ON (0,1), and
then form W; = X; Xy, — XZ for ¢ = 1,...,m,. Finally we compute W™ =
>, Wi. This procedure is repeated for 20000 times to generate the empirical
null distributions. The 5th sample percentile from the 20000 random samples
are shown with the normal approximation in Table 4.1. It is expected that the
normal approximation does not do well when m is small, but even for m as

large as 60, the normal approximation is still not performing very well at the

tail area. It is more clear for comparison if we standardize the distribution of
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W™ Let

and Y,, can be approximated as standard normal as m grows larger. Figure 4.4
displays the 5th percentile of empirical distribution of Y,, and its standard
normal approximation. It shows us clearly how the standard normal approxi-
mation of Y,, improves as m grows larger, but it is still not adequate even for

moderate m.

One other possibility is to approximate the distribution using the skew-
normal (Azzalini and Capitanio, 1999). See Figures 4.5-4.8. The skew-normal
curves are fit with simulated data for f(w,,) using maximum likelihood meth-
ods. We use function “sn.mle” in R package “sn” to obtain the skew-normal fits.
The approximation is fairly good at the tail area. For Wi, the 5th percentile
obtained from the fitted skew-normal is —4.123 compared to the exact 5th per-
centile of —4.45 obtained from Equation (4.11). Similarly, the 5th percentile for
the fitted skew-normal are —6.549, —8.631, —10.579 as m = 2,m = 3,m = 4
compared to percentiles estimated from simulated empirical distributions of
—6.75, —8.73, —10.83. The fitted curves demonstrate that the skew-normal can
approximate f(w™) much better than the first-order approximation based on
the CLT. From previous results, we know we can find the cumulant gener-

ating function for f(w;) and hence compute the cumulants of Wi. In later
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Table 4.1: Comparing 5th percentile of simulated W™ and N(—1m,3m).

m | mean(WW™) | var(W™) | 5th percentile of W™ | 5th percentile of
N(—1m,3m)
1 -1.03 3.10 -4.59173 -3.84897
2 -2.00 5.88 -6.75204 -6.02905
3 -2.98 8.63 -8.73089 -7.93456
4 -4.03 12.42 -10.83475 -9.69794
) -5.06 14.87 -12.35761 -11.37049
6 -6.10 18.57 -14.14867 -12.97852
7 -7.06 20.78 -15.49733 -14.53767
8 -8.01 23.86 -17.09763 -16.05810
9 -9.02 27.32 -18.59001 -17.54691
10 -10.05 30.49 -20.21900 -19.00923
11 -10.97 32.73 -21.44372 -20.44897
12 -11.89 35.62 -22.95797 -21.86912
13 -13.07 39.18 -24.54328 -23.27211
14 -14.03 42.83 -25.91520 -24.65987
15 -15.08 45.88 -27.48051 -26.03401
16 -16.08 49.32 -28.59748 -27.39588
17 -16.97 52.09 -30.09330 -28.74660
18 -18.01 55.11 -31.45824 -30.08716
19 -18.99 07.41 -32.79430 -31.41837
20 -20.10 61.40 -34.27475 -32.74098
48 -47.95 143.82 -68.98330 -67.73824
49 -49.02 148.01 -70.09339 -68.94279
20 -49.94 149.22 -71.16966 -70.14526
o1 -50.98 154.04 -72.56607 -71.34572
52 -51.96 154.50 -73.68831 -72.54422
23 -53.11 158.41 -74.77093 -73.74082
o4 -54.04 163.57 -76.30803 -74.93557
95 -55.02 164.93 -77.28317 -76.12853
o6 -55.89 168.13 -78.32012 -77.31974
o7 -56.99 171.23 -79.86858 -78.50925
o8 -57.97 172.12 -80.81539 -79.69711
29 -58.90 179.35 -82.11782 -80.88335
60 -60.06 177.35 -83.18967 -82.06803
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Figure 4.4: 5th percentile of empirical distribution of Y,, = W:\/}T“ displayed

as dots and its standard normal approximation displayed as a line.

sections, we calculate the cumulants for W™, then approximate its distribution

by matching moments .
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Figure 4.5: Approximation of f(w') by skew-normal distribution: the his-
togram is the empirical distribution of W' and the curve is the skew-normal
fit. The exact 5th percentile is -4.45, compared to -4.123 from the skew normal
fit.

4.3.2 Approximation by Edgeworth Series Expansion

We now try to approximate the null distribution using an Edgeworth series
expansion. Edgeworth expansions are higher order approximations to the dis-
tribution of a sum of independently identically distributed random variables
obtained by Taylor expansion of the cumulant generating function. Instead of

approximating the distribution of W™, we work with the standardized version
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Figure 4.6: Approximation of f(w?) by skew-normal distribution: the his-
togram is the empirical distribution of W? and the curve is the skew-normal
fit. The exact Hth percentile is -6.75, compared to -6.549 from the skew normal
fit.

of W™ from now on because this facilitates comparisons for various m:

W™ —mp

Yo =
ov/m
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Figure 4.7: Approximation of f(w®) by skew-normal distribution: the his-
togram is the empirical distribution of W3 and the curve is the skew-normal
fit. The exact 5th percentile is -8.73, compared to -8.631 from the skew normal
fit.
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To recall our setup, we have Wy, ---,W,, independent and identically dis-

tributed random variables, E(W;) = u = —1,Var(W;) = ¢* = 3. The cu-
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Figure 4.8: Approximation of f(w?) by skew-normal distribution: the his-
togram is the empirical distribution of W* and the curve is the skew-normal
fit. The exact 5th percentile is -10.83, compared to -10.579 from the skew
normal fit.

mulant generating function for f(w;) in Equation (4.11) can be written as

K(Wht) = log(E(exp(tWh)))
/
/

= log exp(tw) f(w)dw

88

exp(td6— w)BesselK(0, \/_\/_)

™

= log

8



The cumulants are the derivatives of K (t) evaluated at t = 0:
k= K'(0), kg = K"(0), -, k, = K"(0).
Evaluating the first several cumulants of W; using Maple, we get:
ki =—1,ky=3,k3=—14,ky =102, - --
The cumulant generating function of W; can also be written as
K(Wyst) = ut + %a2t2 + %m3t3 + 2—14/<;4t4 + - (4.14)

Furthermore, the cumulant generating function of Y;,, can be written as (Barndorff-

Nielsen and Cox, 1989; Severini, 2000):

K (Y1) = —\/T“t +mK (Wl; ﬁ) . (4.15)

After substituting Equation (4.14) into Equation (4.15) and some arithmetic,

we get the expansion:

1 /13253 /€4t4 _3
K(Y,: 1) = =2 0( ) 4.16
( ) 2 + 6y/mao3 + 24mo? Tem (4.16)
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The moment generating function can be approximated by:

t? kiat? kit K3t 5
M (Y1) = (1 0( “). 417
(Yonj 1) = exp <2> ( T Gmod T 2amot | 7ameo ) TO\M ) (41D)

The moment generating function can be inverted to obtain an expansion of the
probability density function of Y, (Barndorff-Nielsen and Cox, 1989; Severini,

2000):

F (Yo ) = 6(2) (1 n ’;i[%fg + “2‘*5‘;2_? + “f;zg?) +0 <m—%) L (4.18)

where H;(z) is the jth Hermite polynomial, defined by H,(z)¢(z) = (—1)’"d:f;(f) :
The first several such polynomials are Hy(z) = 2? — 1, Hs(z) = 2® — 3x,
Hy(x) = 2* — 62° + 3, Hs(z) = 2° — 102® + 15z, Hg(z) = 2° — 152" + 4522 — 15
and so on. We substitute the cumulants into the density function and simplify

them to get:

1 1 1 1
Y. y) = 0.1008—17/% — 1.0401 —¢* + 0.4491 ——¢> + 1.7037—1/>
f(Yniy) = o(y){ p U \/my + A

1 1 _3
L3472y o (10,0956, )} +0 <m )

Using Maple, we can easily find the 1st percentile and 5th percentile cutoff
values from the density function for different value of m. The density function

here is an approximation of the distribution of ¥;, accurate to order O(m™2).
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To achieve more accurate approximations, more terms need to be kept in Equa-

tion (4.16).

4.3.3 Skew-t Approximation Using the First Four Mo-

ments

From previous simulation results, we realize that the skew-normal distribu-
tion can be a good approximation of the distribution of Y,,. The skew-normal
fit requires availability of an empirical distribution function, which can be ob-
tained by simulation. However, we do not want to rely on fitting simulated
data to acquire the approximating distribution. When applying Edgeworth
series approximation, we developed a tool to compute the cumulants of Y,
with Equation (4.16), the cumulant generating function of Y,,. Thus, the first

several cumulants of Y, can be computed as:

2 3
K'(Y,,;t=0) = t+25%03+6/:224+”'|t0:0
2
K"(Yyit =0) = 1+¢%37;3+2'ZZ4+---I,:0=1
K"(Y;t=0) = %—i_%—i_""tzozag%
KO, t=0) = n:”; +o o = O'an
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Notice that when these derivatives of the cumulant generating function are
evaluated at ¢t = 0, the remaining terms not shown are in fact zero. The cumu-
lants computed here are not an approximation but the actual cumulants of Y,,.
With a parametric assumption, we can fit a good approximating distribution

of Y,, with the computed cumulants using the method of moments.

We assume that Y,, follows a skew-t distribution (Azzalini and Capitanio,
2003) which can be derived as a mixture of skew-normals. A random variable Z

with the standard skew-normal distribution and shape parameter o has density
f(z) =2¢(2)P(az), for — 0o < z < 00,

where ¢(z) is the standard-normal density ¢(z) = ﬁexp(—%), and ®(z)
is the standard-normal distribution function ®(z) = [*_¢(t)dt. A random
variable X with the skew-normal distribution with location, shape and scale

parameters, €, a, and o respectively, has density given by

1) =20 (2°) 2o (a225)

A random variable with the skew-t distribution arises as a transformation of

a skew-normal. Suppose Z ~ SN(a) and V ~ I'(%,%), i.e. x?/v, then the
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random variable

A
T=¢e+o0—

vV
has the skew-t distribution. Let fr(t;v) and Fr(t;v) denote the density and
distribution function for the usual t distribution with v degrees of freedom,

then the density of the skew-t random variable T is given by

2 t—e€v t—e v+1
f(t):—fT< >FT (a( > (t_V)Q;VJrl).
« o o v+

Skew-t has four parameters—location €, scale o, shape o and degrees of freedom

v. When the degrees of freedom go to infinity, skew-t becomes a skew-normal
distribution. In other words, the skew-normal is a special case of skew-t distri-

bution.

We can compute the first four cumulants of the general skew-t distribution.
The first two cumulants of the skew-t distribution with parameters e = 0 and

o =1 are (Azzalini and Capitanio, 2003)

Hence, the first four cumulants of the general skew-t distribution with four

parameters—location €, scale o, shape o and degrees of freedom v are computed
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as:

K1 = €+ 0K]
_ 2 v _(HT)Z
mr=e (1/—2 o?
3
B s Vv o' v 3
K3 = KjoO <1/—3<3_1+a2>_31/—2+2</ﬁ)>

2
31/2 (3 - 1—%042)
_ 4 — A(R* 2
K4 o —(1/ 50 —1) (k] v—-—"7

* v * *
— Jrfi("01)2y_3 —3(k7)* - 3(k3)?

We can match these four cumulants of the skew-t distribution with the com-
puted cumulants of Y;, using methods of moments. We simply solve the system
of equations to find the four parameters of the fitted skew-t distribution. We
use the R function “st.cumulants.inversion” in “sn” package to do this moment
matching procedure. From the results in Figure 4.5-4.8, it is expected that

skew-t approximation should perform fairly well when m is larger than 2.

4.4 Simulation Studies

4.4.1 Comparison of the Approximation Methods

Three of the methods mentioned above can be used to approximate the
distribution of Y,,, normal approximation using CLT, Edgeworth series ap-

proximation by inverting the cumulant generating function and skew-t approx-
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imation by method of moments. To assess which of these methods have the
best approximation, we can compare them with empirical null distributions

obtained from simulation.

To generate the empirical null distributions of our test statistics, we first
generate m gene expressions from N(0,1) with sample size of 100. Each of
these genes are generated from one normal distribution instead of a mixture of
normal because under the null these genes are not differentially expressed. The
m gene expressions are independently generated. We compute the test statistic
Y, for this gene set to get one sampled value for the empirical null distribution
of our test statistic. We then repeat this process, simulating 20000 sets of m
genes and compute the test statistics for each gene sets, to obtain the empirical
null distributions. Different m is used for each empirical null distributions with
respect to different size of gene sets. Since we care more about the tail area
of the distribution for testing purpose, we compare the 5th and 1st percentile
of the empirical distribution to each of the approximations under study. (See

Appendix D for R codes that generates the empirical distribution)

The results for the 5th percentile are shown in Figure 4.9 and 1st percentile
in Figure 4.10. In the figures, the circles represent the percentiles obtained
from the simulated empirical distribution. The straight line, dashed line and

dotted line represent the percentiles for normal, skew-t and Edgeworth approx-
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Figure 4.9: 5th percentile of Y,, using approximation by normal, skew-t and
Edgeworth series. The circles in the figure are the 5th percentiles of the em-
pirical distribution of Y,,, based on 20000 simulated data points.

imations.

First of all, we know the true distribution of Y,,, converges to normal when
m goes to infinity according to CLT. In the figure, the dots from (simulated
distribution) are certainly approaching the straight line (from the normal dis-
tribution). However, the convergence is very slow, as even at m = 60 the 5th
percentiles of simulated distribution are still far from those of normal. On
the same note, the Edgeworth series approximation also performs much better

than the normal approximation when m is small. Since we only have four terms
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Figure 4.10: 1st percentile of Y,, using approximation by normal, skew-t and
Edgeworth series. The circles in the figure are the 5th percentiles of the em-
pirical distribution of Y,,, based on 20000 simulated data points.

in our cumulant generating function, the approximation can be improved by
adding more terms to the function. Of course, that can make the computation
more complicated. The Edgeworth approximation by itself should converge to
normal, which is demonstrated in the figure. The skew-t approximation per-
forms extremely well in the plots as well. The approximated percentiles from
skew-t are almost identical with the empirical percentiles for m > 20. The

skew-t distributions are fit using method of moments with the exact theoreti-

cal moments computed. Apparently, the skew-t assumption is valid and we are
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able to find an approximation under such assumption. Additionally, the compu-
tation for the skew-t distribution is quite simple and practically implemented.
The function “st.cumulants.inversion” in the R package “sn” can perform the

method of moments computation after we get the theoretical moments for Y,,.

Figure 4.10 allows comparison of the three approximation methods for the
1st percentile. The results are similar to results for the 5th percentile except
the skew-t approximation is slightly liberal while the edgeworth approximation
is slightly conservative; the CLT is unacceptably liberal. In conclusion, the
skew-t approximation performs well when m is small, and its computation is
quite simple. As for Edgeworth series approximation, its performance is close
to skew-t with four terms in the series. However, the approximating distri-
bution function is not strictly a monotonically increasing distribution function
because Edgeworth series uses a polynomial equation as an approximation.
That makes the method unstable with multiple solutions for a specific a value
cut-off. In Figure 4.9 and Figure 4.10, we are able to find the best solutions for
Edgeworth series, because we know exactly where they should be. In practice,
this instability makes it not preferable. Therefore, among the three different
approximations of our null distribution, we suggest skew-t approximation when
m is “small”. Certainly, the approximation is needed only when m is relatively

small, since when m — oo, the true distribution of Y,,, as well as Edgeworth

126



series and skew-t approximation, converge to a normal distribution by CLT.

4.4.2 Power Study using Skew-t Approximated Null Dis-

tribution

So far, we have concluded that the skew-t distribution is a good approxi-
mation of the theoretical null distribution for testing (4.2) using a test based

on the first PLS score of each GO term. We created a statistic

which is a standardized version of W™, defined in Equation (4.13). This
statistic is slightly different from the t statistics we created originally in Equa-
tion (4.5). To be exact, W™ can be defined as W™ = (Sy — S1)||XTy||. To
find out whether this modification can impact the validation of our statistic,

we need to study its power using simulation.

For the next step, we simulate different alternative distributions and com-
pute their powers. Recall our notation in Equation (4.1) and (4.2). The null
hypothesis is Hy : po = p1, where py, = (fig,, - - -, fem)” - To simulate our alter-
natives, we gradually increase the distance between the elements of the mean

vectors o and gy, where the mean difference of each simulated gene is de-
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fined as 2 = po — p1. In other words, we consider alternatives of the form
poj — p1j; = 2 for 5 =1,...,m. For u, values 0,0.1,0.3, - -- ,0.9 are used. Each
of these alternative distributions is simulated with 20000 data points. Then
we plot the alternative distributions along with the approximated null distribu-
tion obtained from the skew-t distribution. Note that as u = 0, we are actually
simulating the null distribution. Different values of m are used, where m is the

number of genes related to each GO term.

The plots of the alternative distributions along with the skewed-t approx-
imated null distribution are presented in Figure 4.11. First of all, we would
like to see the simulated distribution very close to our theoretically approxi-
mated null as ¢ = 0. Consistent with our previous results on the percentile
estimation, the simulated null is a bit off from the theoretically approximated
null as m = 1,2. However, as m > 3, they are almost identical. This indicates
that our approximation with skew-t performs rather well. Furthermore, with
the increase of the mean difference, the alternatives are being separated from
the null distribution, which suggests that our test statistics have fairly good

powers.

Table 4.2 lists powers computed for different values of m and u. By increas-
ing the mean difference of all genes related to a GO term, the powers increase

rapidly. Additionally, GO terms with larger m have larger power when using
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Figure 4.11: Compare alternative distribution with skew-t null distribution as
1 increases with different values of m.

the same mean difference for all genes. It makes sense because a GO term with
two differentially expressed genes should be more detectable than a GO term

with one differentially expressed gene with the same significance level.
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Table 4.2: Power calculation by changing mean difference p of all genes related
to each GO. Hy : poj = pij,7 = 1,...,m versus H, @ poj — puj = 20,5 =
1,...,m. The number of genes within each GO term is m. The numbers in
the parentheses are the standard errors of the powers. The sample size used to
generated the power is 20.

m\p 0 0.1 0.3 0.5 0.7 0.9
1 0.053(0.002) | 0.067(0.002) | 0.233(0.004) | 0.529(0.004) | 0.810(0.003) | 0.951(0.002)
2 0.054(0.002) | 0.079(0.002) | 0.328(0.004) | 0.734(0.004) | 0.955(0.002) | 0.997(0.000)
3 0.048(0.002) | 0.079(0.002) | 0.394(0.004) | 0.842(0.003) | 0.991(0.000) 1(0)
4 0.049(0.002) | 0.084(0.002) | 0.462(0.004) | 0.907(0.002) | 0.998(0.000) 1(0)
5 0.048(0.002) | 0.090(0.002) | 0.525(0.004) | 0.953(0.002) | 0.999(0.000) 1(0)
6 0.050(0.002) | 0.095(0.002) | 0.576(0.004) | 0.969(0.001) | 0.999(9.999) 1(0)
7 0.047(0.002) | 0.094(0.002) | 0.630(0.004) | 0.986(0.001) 1(0) 1(0)
8 0.047(0.002) | 0.095(0.002) | 0.674(0.004) | 0.992(0.000) 1(0) 1(0)
9 0.051(0.002) | 0.104(0.003) | 0.719(0.004) | 0.997(0.000) 1(0) 1(0)
10 0.053(0.002) | 0.105(0.003) | 0.758(0.004) | 0.998(0.000) 1(0) 1(0)

Next, instead of changing the mean difference of all genes related to each
GO term, we change only one gene for each GO term. In other words, we
change only one of the elements for the mean vector yo and pq, thus considering
alternatives of the form po; — pin = 2p and po; — py; = 0 for j = 2,...,m.
The other elements of the mean vectors stay as zero. The results are presented
in Table 4.3. The power is not as good as the previous results. But since only
one of the genes of each GO term is simulated as truly differentially expressed,
we should have less power than before. It is also quite reasonable to see that
when only one gene of each GO term is important, the power decreases when m

increases, because more non-differentially expressed genes are related to each
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Table 4.3: Power calculation by changing mean difference p of only one of the
genes related to each GO. Hy : po; = pij, 7 = 1,...,m versus H, : pio1 — p11 =
2p, and po; = pi; = 0 for 57 = 2,...,m. The number of genes within each
GO term is m. The numbers in the parentheses are the standard errors of the
powers. The sample size used to generated the power is 20.

m\p 0 0.1 0.3 0.5 0.7 0.9
1 0.05(0.002) | 0.070(0.002) | 0.237(0.004) | 0.536(0.004) | 0.814(0.003) | 0.951(0.002)
2 0.050(0.002) 0.062(0.002) 0.182(0.003) 0.426(0.004) 0.714(0.004) 0.909(0.002)
3 0.050(0.002) | 0.059(0.002) | 0.152(0.003) | 0.368(0.004) | 0.657(0.004) | 0.873(0.003)
4 0.048(0.002) | 0.058(0.002) | 0.137(0.003) | 0.332(0.004) | 0.607(0.004) | 0.843(0.003)
5 0.048(0.002) | 0.053(0.002) | 0.123(0.003) | 0.302(0.004) | 0.561(0.004) | 0.800(0.003)
6 0.050(0.002) | 0.058(0.002) | 0.123(0.003) | 0.291(0.004) | 0.541(0.004) | 0.791(0.004)
7 0.050(0.002) | 0.057(0.002) | 0.117(0.003) | 0.270(0.004) | 0.515(0.004) | 0.768(0.004)
8 0.047(0.002) | 0.051(0.002) | 0.100(0.003) | 0.238(0.004) | 0.466(0.004) | 0.722(0.004)
9 0.053(0.002) | 0.060(0.002) | 0.109(0.003) | 0.241(0.004) | 0.469(0.004) | 0.719(0.004)
10 0.049(0.002) | 0.053(0.002) | 0.099(0.002) | 0.221(0.004) | 0.441(0.004) | 0.692(0.004)
GO term.

4.4.3 Simulation Study of our Test using Skew-t Ap-

proximated Null Distribution

The power estimations in the previous section appear to be reasonable using
the test statistic Y,, with a skew-t approximated null distribution. We create
this test statistic trying to replace the t-test in our DEA-PLS procedure. Hence,
our next step is to check whether this test is effective to find significant GO

terms. We first are going to apply the test on the data sets we simulated in
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Section 3.3.1.

We have the exact same setup for the simulated data sets (see Section 3.3.1).
We evaluate test statistics Y;, for the GO terms in each data set and find the p-
values using the null distribution approximated by a skew-t distribution. The
p-values are then adjusted using the approach by Benjamini and Hochberg
(1995). The results are presented in Figure 4.12, which is similar to Figure 3.2

with additional sensitivity and specificity results for the test using the skew-t

distribution.
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Figure 4.12: Sensitivity and specificity of four methods as a function of § in
the simulation study. Sensitivities are based on averages across all simulation
replicates, with pointwise approximate 95% confidence intervals shown as ver-
tical bars. Fisher’s exact test is solid line, DEA-PLS using t null is dashed line,
DEA-Mean is dotted line, GSEA is dashed-dotted line and DEA-PLS using
skew-t null is long-dashed line. a; = 0.05 for Fisher’s exact test. All GO-level
p-values were BH-adjusted using ag = 0.05.
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The results using our proposed null distribution are performing as well as
the DEA-PLS and much better than the other three approaches. This shows

the effectiveness of our test statistics.

In our proposed DEA-PLS procedure (see Section 3.2), the first score of
PLS is used in a two-sample equal-variance t test. There is no theoretical
adjustment for the number of genes m related to each GO term and how this
might affect the p-value, but we know based on our theoretical derivation GO
terms with a larger number of genes tend to be more significant using this simple
t test. In the Chapter 3 version of DEA-PLS, the adjustment for GO terms
with large number of m is done using cross-validation to determine whether
the first PLS latent variable significantly contributes to the prediction of y. If
the first PLS component happens to over-fit y, we simply treat that gene set as
non-important. Otherwise, we keep that component for further analysis. This
filtering process limits the chances of retaining irrelevant latent summaries,
and is most intense for GO terms that contain large number of genes. Though
cross-validation seems to work well from our simulations studies, it is more
of an ad hoc approach without any theoretical justification. Furthermore, it
is computationally intensive to perform cross-validation for each GO term of
interest. With our skew-t approximated null distribution, we are able to not

only adjust our tests depending on the number of genes within each GO term,
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but also significantly reduce the computation time.

In conclusion, by doing the theoretical derivation, we are able to find a
test statistic that is more valid than the standard two-sample equal-variance t
tests on the first PLS score. In the mean time, we find a theoretically justified
adjustment for GO terms with larger number of genes m and dramatically
reduce the computation time. From our simulation study, we find that the new
tests have good power and are effective at finding significant GO terms in our
simulation studies. Hence, the “new” DEA-PLS procedure is an improvement
over the old in that its theoretical underpinnings are more sure and it is much
less computationally demanding. At the same time, no power has been lost

and nominal significance levels are maintained.

4.5 Extension of Our Test Statistics for Unbal-

anced Case

We define our binary response vector as y = [ of 17 ] and derived the
null distribution assuming a balanced design with ng = n; = n samples sizes
for each class. If we allow an unbalanced design, i.e., ng # nq, the derivation
of the null distribution turns out to be quite similar. Assume we have the

same notation as Section 4.1, except for the response vector, which becomes
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Y= { or 17 ] Then Equation (4.5) is changed to

So— 51 = [ilT — LT }le

ng - Mo nim
= |:L1T _LT}XXTy
oot [ |[X Ty
- ([ ) 079 ey
71171.1
= [(Koa=X11) - (Kom — X1m)] : ||X—1Ty|| (4.19)
nlyl.m

where Yk‘j is the mean expression level for gene j in treatment group y = k.

Hence

ny — —= (%X X1, X
\/ﬂn_?(So = SOIXTyll = viony Yy (Ko X1y — X1X15) -
=1

Under the same distributional assumption in Equation (4.4), for Hy: p =
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Lo = 0, then

70.1 - nio Z?il Toi1, - 770.m = nLo Z?:l Loim ™~ N(O L)

7TL0

71.1 =L Z?:ll ity s Xim = n% Z:l:ll T1im ™~ N(O L)

ni ’ ny

\/n070.1, T, \/noyo.m ~ N((]; 1)

=
\/anl.la IV anl.m ~ N<07 1)
N VLIS (71.171.1), T, \/nOnl(yl,myl.m) ~ X%

\/71077/1(70.171.1), e 7\/n0nl(X0.m71.m) ~ fp

\

where f, is the density of a product of two independent random variables
distributed from N(0,1). Therefore the new adjusted test statistics Tadj =
%(30 — S81)||XTy|| follows the same distribution as W, in Equation 4.8 for

the balanced design.
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Chapter 5

Impact of Test Statistics with

Different Response Values

So far we have defined our binary response variable as y = { ()ZO 151 ]
We are able to obtain a good approximation of the null distribution in Section 4.
There has been some discussion in the literature about different results from
PLS-DA analysis with different codings of the response variable y (Barker and
Rayens, 2003). We will study the impact on our testing procedure with different

codings of the response variable in this section.

137



5.1 Preliminary Results with Different Coding

for Response Variables

We first keep all the assumptions from Section 4 and only recode the re-
sponse variable as y = [ 12 _15 } so that we are again in the case of a
balanced design. It turns out that the null distribution becomes much sim-
pler. Assume we have the same notation as Equation (4.1) except the response

variable. Then Equation (4.5) is changed to

— — 1
So—951 = — { R } Xw;
n n n

o 1yXXTy
n [ X7yl
1
= —[|I X7yl
n
nYO.l — nyl.l
1
a n
TLYO.m — nyl_m
= \/(70_1 — Y1.1)2 + -+ (YOm - 7l.m)2 (51)
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Similarly, for Hy, we have: py = p; = 0, then

70.1 =1 Z?:l Toj1, - 770.m = %Z?:l Loim ™~ N(07 %)

71.1 = %Z?:l T141, 771.m = %Z?Zl T1im ™~ N(07 %)
— — — — 2
= Xoi— X1, Xom — X ~ N(ng)
V2

= 70.1 - 71.1, T 770.171 - 71.m ~ —N(O, 1)

vn

Hence,

So—51 = \/(yo.l — X112+ (Ko — X1m)?

\/%N(o,w bt

NEN (52)

IES

N(0,1))2

SiS

For alternative H;, we have po # 1, where po = {p;} and uy = —{y;},

7g=1,---,m, then

Xo; = %Z?zl Toij ~ N (15, %) =1 m
Xy =420y~ N(=p, 3)
_ _ 2
= XO.j_Xl.jNN(Q,ujaﬁ)aj:1;"'7m

Y

— — 2 .
= Xoj— Xy~ %N<071)+2,uj7j =1, ,m
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Therefore,

So-5 = \/(Kor—XiaP ot (Ko~ Xo)?

4 (QN(O, 1)+ 2,“) +oF (QN(O, 1)+ 2Mm>

Vi Vi

= X +Z \/—ug O’1>+4ZI(W)2 (53)

This is much simpler than the derivation in Section 4.2. We would like to
find out what the difference is between the two type of tests when the only

difference is how the response variable y is defined.

To see the difference we work out the details for m =1, m =2 and m = 3.

Recall for y = [ of 17 ],

TLYIJ
1
n||XTyl|
nyl.m

§0 - §1 = [(nyo.l - nyl.l)’ Tty (nyo.m - nyl.m)]

Let AS; = (So — S1)||XTy|| denote the test statistic of first PLS score

for y = l ol 17 } and AS, = (Sy — gl)\/g denotes the test statistic for
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Y= { 17 7 ] Consequently,

ASy = [(70.1 - 71.1), T, (70.m - Xl.m)]
= n<70.1 — 71.1)71.1 + -+ n<Y0.m — 71.m)71.m

and

n — —_— n —
(ASQ)Q = E(X(n - X1.1)2 + -+ E(Xo.m - Xl.m)2

where AS) is tested against approximated skew-t distribution and (ASy)? is

tested against Chi-Square distribution with m degrees of freedom.

Therefore, for m = 1 we are actually using the test statistics:
AS; = 7”&(70.1 - 71.1)71.1

(AS,)? = g(Yo.l XA

For m=2:

ASI = n(yo.l - 71.1)71‘1 + n(yog - Y1.2)71.2

— n
(AS2)2 = —(Xo1— X1.1>2 + 5( 0.2 — X1.2)2-

| 3
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For m=3:

AS) = n(yo.l — Y1.1)71.1 + n(yoz - 71.2)71.2 + n(yos - Y1.3)71.3

n

2

n

(M) = Z(Xo1 = X1a)*+ &

(Xo2— X12)*+ =(Xo3 — X13)%

Assume that 70.1 = a,yl,l = —a,70.2 = b,yl.z = —6770_3 =C, 71.3 = —C.

For m =1,

AS; = —2na®

AS, = 2na’.
For m = 2,
AS; =n(a+ a)(—a) +n(b+ b)(—=b) = —2n(a® + b?)
(AS,)* = g(a +a)* + g(b +b)% = 2n(a® + b?)
For m = 3,
ASy =n(a+a)(—a) +n(b+b)(=b) + n(c+ c)(—c) = —2n(a* + b* + ¢*)

(AS,)? = g(a +a)®+ g(b +b)* + g(c +¢)? = 2n(a® + b* + ¢?)
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Derivation of the first PLS score under the two different codings shows that
the two statistics are essentially the same with only a sign difference when

expressions are centered about the mean for a given gene.

To study more about the test statistics with response variable y = { 17 T } ,

we take a closer look at the power. Note that a test based on the new statistic
is tested using its own derived null distribution which is the square root of a
chi square distribution. The study is similar to the one in Section 4.4.2. The
powers of the tests are listed in Table 5.1 for different values of m and p for
all genes in the group, and Table 5.2 lists the powers of the tests for different
values of m and p for only one of the genes in the group. In general, the powers

of the tests using response variable y = [ 17 1T } follow the same trend
as using response variable y = [ ol 17 } However, the powers are slightly

larger for response variable y = [ 12 _15 1 We take a closer look at the
critical values of the two statistics. Since the statistic AS; is standardized, we
recalculate the non-standardized version for comparison purpose. The o = 0.05
critical values are listed in Table 5.3. From our previous calculation, we find
out that both test statistics are essentially the same except for a sign difference.
We can also see from the critical values that they are closely related but not
exactly the same. We will show they can be equivalent with some restriction

on our assumption in the next Section.
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Table 5.1: Power calculation by changing mean difference p of all genes related
to each GO with response variable y = [1,—1]. Hy : poj = 1,7 =1,...,m
versus H, @ poj — p1; = 21,5 = 1,...,m. The number of genes within each
GO term is m. The numbers in the parentheses are the standard errors of the

powers. The sample size used to generated the power is 20.

m\p 0 0.1 0.3 0.5 0.7 0.9
1 0.048(0.002) | 0.071(0.003) | 0.261(0.004) 0.6(0.005) 0.875(0.003) | 0.982(0.001)
2 0.052(0.002) | 0.082(0.003) | 0.377(0.005) | 0.818(0.004) | 0.983(0.001) 1(0.000)
3 0.047(0.002) | 0.083(0.003) | 0.466(0.005) | 0.919(0.003) | 0.998(0.000) 1(0.000)
4 0.051(0.002) | 0.093(0.003) | 0.549(0.005) | 0.962(0.002) 1(0.000) 1(0.000)
5 0.051(0.002) | 0.102(0.003) | 0.625(0.005) | 0.984(0.001 1(0.000) 1(0.000)
6 0.053(0.002) | 0.106(0.003) | 0.676(0.005) | 0.993(0.001) 1(0.000) 1(0.000)
7 0.05(0.002) 0.11(0.003) | 0.738(0.004) | 0.997(0.001) 1(0.000) 1(0.000)
8 0.052(0.002) | 0.111(0.003) | 0.778(0.004) | 0.999(0.000) 1(0.000) 1(0.000)
9 0.053(0.002) | 0.118(0.003) | 0.817(0.004) | 0.999(0.000) 1(0.000) 1(0.000)
10 0.047(0.002) | 0.121(0.003) | 0.849(0.004) 1(0.000) 1(0.000) 1(0.000)

5.2 Relations between Different Coding of Re-

sponse Variable

From the preliminary results, we are able to see a lot of connections between
the two types of codings y = { or 17 } and y = { 17 1T } . Even though
the null distributions appear to be different, the tests have a lot in common.
The powers from two tests are very similar and for some special cases, the test

statistics computed are equivalent. In this section we formalize this relation.

We keep our notation from Section 4. Let xy,; represent expression level
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Table 5.2: Power calculation by changing mean difference p of only one genes
related to each GO with response variable y = [1,—1]. Hy : po; = p1j,J =
1,...,m versus H, : por — pi1 = 2, and po; = pi; = 0 for j = 2,...,m. The
number of genes within each GO term is m. The numbers in the parentheses
are the standard errors of the powers. The sample size used to generated the
power is 20.

m\p 0 0.1 0.3 0.5 0.7 0.9
1 0.048(0.002) | 0.072(0.003) | 0.266(0.004) | 0.607(0.005) | 0.879(0.003) | 0.982(0.001)
2 0.048(0.002) | 0.066(0.002) | 0.209(0.004) | 0.495(0.005) | 0.796(0.004) | 0.956(0.002)
3 0.048(0.002) | 0.060(0.002) | 0.173(0.004) | 0.439(0.005) | 0.754(0.004) | 0.935(0.002)
4 0.047(0.002) | 0.055(0.002) | 0.154(0.004) | 0.398(0.005) | 0.707(0.005) | 0.912(0.003)
5 0.048(0.002) | 0.058(0.002) | 0.143(0.004) | 0.367(0.005) | 0.665(0.005) | 0.890(0.003)
6 0.053(0.002) | 0.063(0.002) | 0.141(0.003) | 0.349(0.005) | 0.643(0.005) | 0.876(0.003)
7 0.050(0.002) | 0.057(0.002) | 0.131(0.003) | 0.327(0.005) | 0.609(0.005) | 0.860(0.003)
8 0.049(0.002) | 0.054(0.002) | 0.115(0.003) | 0.294(0.005) | 0.565(0.005) | 0.827(0.004)
9 0.057(0.002) | 0.064(0.002) | 0.122(0.003) | 0.290(0.005) | 0.562(0.005) | 0.815(0.004)
10 0.048(0.002) | 0.055(0.002) | 0.107(0.003) | 0.261(0.004) | 0.530(0.005) | 0.792(0.004)

for gene j corresponding to individual ¢ within treatment group y = k, where
k=0,1,i=1,2,--- ,nand j =1,--- ,m. Consequently, the design matrix for

the linear model is

Xo
X = ,Xk = {xkij}i:LQ,m,n,j:1,~--,m; for k = O, 1. (54)
Xy

There are a total of 2n individuals or samples and m genes. Assuming an equal

number of cases and controls so that our response variable y is a 2n x 1 vector,
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Table 5.3: The comparison of the p = 0.05 cutoffs for different response vari-
ables. AS) denotes the statistic for variable y = [0,1]. (AS;)? denotes the
statistic for variable y = [1, —1]

m ASl (A52)2
1 -4.3283  3.8415
2 -6.7312 5.9915
3 -8.7929 7.8147
4 -10.6814  9.4877
5 -12.4636 11.0705
6
7
8
9

-14.0533  12.5916
-15.6017 14.0671
-17.1624  15.5073
-18.5956 16.9190
10 -20.0518 18.3070

the first PLS score is defined as

XXTy
X Tyl

S =
Suppose we choose to define DEA-PLS test statistic as
1 - = T 1 T
T = E(SO — SO Xyl = ) 17 17 | XXy (5.5)

where Sy, Sy are the means of first PLS score according to groups. The test
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statistics obtained from different codings follows:

0, mo_ .
y = = To1 = Z(Xo.j — X1;) X1,
1, =1
-1, m — .
y= = T = Z —(Xo; — X15) X0y,
o, j=1
1, mo__
Y= = ﬂl—l}:Z(XOJ le)(XOJ le)v
_]-n 7j=1
-1, mo
y= = Ty = (Xoj— X1,)(—Xo;+X1;).  (5.6)
]-n j=1
We can see this interesting relationship among these statistics: Tj_; 1) = =11,y

and Tj_1,1) = Tjo) + T]-1,0)- Both relations are very intuitive. When we reverse
coding from y = [—1,1] to y = [1, —1], the test statistics are able to capture
the same absolute value of the differences between two classes. The second
equation shows that using the coding of y = [0,1] and y = [—1,0], the sum
of these two test statistics is equivalent to the test statistics with coding of

y=[-1,1].
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5.3 Generalization of the Test Statistics

We found some interesting relationships between the test statistics with
different coding: Tj_y1 = —Tj,—1) and Tj_1 1 = Tjo1 + Tj-1,0). But there is
no equivalence between Ti_; ;) and Tjy ;). According to the preliminary results,
the two test statistics are equivalent when the expression means of two classes
are centered around zero. At this point, we hope that the centering of the
gene expressions can make the two test statistics equivalent. We have been
assuming that the gene expressions in the data are already centered and scaled
to variance of 1 by normalization. We would like to generalize the test statistics
by including the normalization step in our inference, and along the way hope

to find the equivalence of the test statistics with different codings.

5.3.1 New Notation

We need to redefine our notation. Let w;j, represent expression level for
gene j corresponding to individual ¢ within treatment k. In the case that we

have balanced sample sizes, ng = n and n; = n for binary classes, we assume
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the jth gene expression

inde MOj]-n )
w_; '~ N(B,031), B = j=1...,m,

p11y,
where the first ng elements of w_; are from one class and the latter n; elements

are from the other class, i.e.

B T
w.; = (wOIJa -+ Wongyj, Wiy, - - - 7wln1j) )

We define hypotheses as

Hy : pig = p1, versus H, : pg # ji1, (5.7)

where 1, p1 are m x 1 mean vectors. Notice the difference between Equa-
tion (5.7) and Equation (4.2), the new hypothesis does not limit the mean of

the gene expression to be zero under the null.

We center and scale our expression level by first subtracting its mean then

dividing by the pooled sample standard error,

—w 1 n 1
X ;= VV]&# = (] — P)W"jé-_’ (58)
J J
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where P = 5-15,13 is a (2n) x (2n) projection matrix and hence I — P is also

a projection matrix. The pooled sample standard error is defined as

. \/<no—1>sa+<m—1>s% (L) 59

ng+ny — 2 ng M

where si is the sample variance of wgyj, ..., Wky,; for class k.

The first score of the PLS procedure is then created based on the centered

and scaled gene expressions X obtained from Equation (5.8),

S _ XXy
X7yl
and we still define the test statistic,
l = = T
7= 1(5, - 5157y (5.10)

where Sy, S; are the means of first PLS score according to groups.

5.3.2 Equivalence of Test Statistics with Different Cod-

ings

With the new notation, Equation (5.6) still holds true using the centered

and scaled data for different coding of the response variable. We first look
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at sample means of X within groups. Define X} ; as the sample mean of the

centered and scaled expression for gene j in group k, then

— 1
Xo.;‘:ﬁ[lf OZ]XJ
1 1
S T oT | ([ — P il
n { b O } ( )W '6;
1 - - 1
— e — W ;—
2n 1” 1n J 6']‘
 [p— — 1
= —(Wo: —Wi,)—
2 ( 0.5 1]) 6j’
Similarly,
_ 1 ,— 1
le — —5 (WO']' — le) &—j
Hence the constraint leads to yl_j = —Yo,j. As aresult from Equation (5.6), we

get T = Y70, 2X05(=Xo0), Tior0) = 2ojey —2X05(Xo05) = Troap Ti-1) =
> e 2X0,(—2Xy;) = 2Tj,1) = —Tj1,—1]. Therefore, after centering and scaling,
the test statistics for coding y = [1, —1] and y = [0, 1] are equal up to a constant

multiplier of 2 and are therefore equivalent.
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5.3.3 Generalized Test Statistics with Response Vari-

able y = [1, —1]

Now we know that the test statistics are equivalent for different codings of
y after centering and scaling, we can just focus on one of them to extend the

test for the generalized case.

Derivation of the Test Statistics

We focus on derivation of the test statistics with response variable y =

1, —1].

We already know that

and,

We define the test statistic for Hy : po; = p1; as Equation (5.10):

m m 2 2
— _ W s — W s
Thy = (Xoj—X1)" =) <M) : (5.11)
. —

0‘»
j=1 J

152



Recall that

iid 2
Woig, - - - Wongj ™~ N(MOj,Uj),
'i'idN 2
Wiy -+ Wingg ™ (Mljaa—j)~
Wo_j—

Under Hy : po; = i, % is the test statistic from the pooled variance

2-sample t-test with degrees of freedom ng+mn; —2 where variances are assumed

WOA]' —Wu

J

2
equal for the two classes. ( ) then follows an [ distribution F,, ,,

with degrees of freedom v; = 1,5 = ng + n; — 2. Therefore under the null H,

m

d 2 :
T[L,l] - Fl,no+n172'

i=1

Tj1,—1) is a sum of identically distributed F), ,,. We can find the first four
moments of F,, ,, and approximate its null distribution using Edgeworth series
expansion or skew-t distribution. For now, we assume independence between
genes and thus independence between the F'-distributed random variables. We

will discuss the validity of this assumption later.

Approximation of the Null Distribution

The null distribution we have on hand is very similar to the null distribution
in Equation (4.13) with the only difference that we have a sum of identically

distributed F,, ,, instead of W;. We hence are able to use the same approach for
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approximating W™ by using Edgeworth expansion or skew-t null distribution

as in Chapter 4.

We need to obtain the first four moments of F), ,, before we proceed to
use Edgeworth Expansion or skew-t approximation. We compute the moments

using the following equation:

m, =

F(m—;—?z)r(ylglz) (2>z

INCIINCY) vi)
where z is the order of the moments, v; = 1 and vy = ng + ny — 2. The mean
and variance of the distribution is given as u = my, 0? = my — m?. The first

four cumulants for F), ,, are then computed using a recursive function,

ki = Ty
_ 2
Ro = Mg — Ky
_ 3
K3 = Mg — 3Kak1 — K}
Ka = my— 4kskl — 3&% — 6/@&% — /@11

After finding the cumulants for F), ,,, we can use the three methods—central
limit theorem, first order edgeworth expansion, skew-t by methods of moments—
described in Section 4.3 to approximate the null distribution of T}; _;. We

briefly review the three approximating methods here.
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By the CLT, as m — oo, we approximately have

\/m<%71[1>_1] B ,LL)

g

d d "
~ N(Ov 1) = T[lﬁl] = Z FV17V2 ~ N(mu, m02)

i=1
where ;1 and o2 are the mean and variance of the F,, ,, distribution.

For edgeworth expansion methods, we work with the standardized version

of our test statistic T[lc:l—\/}n%m“ that follows a density function which may be

approximated to the first order by:

)7

f(Th—1p52) = ¢(x) (1 N k3H3(x) n KyHy(x) HgHG(x)) N O(m*%

6y/mo3  24mot 72mao®

where H;(x) is the jth Hermite polynomial, defined by H, (x)¢(z) = (—1)" d'é(z)

dx”

For Skew-t approximation, we compute the cumulants for T“;I—\/]n%m“ using

the cumulants found for F,, ,, and obtain:

2 3
K'(Yn;t=0) = t+25%03+6fa4+”'|t:°_0
2
K'(Y;t=0) = 1+\/I:_;i73+21j§;4+'”|t_0:1
K"Vt =0) = %+ﬂ%+---lto=£—3ﬁ
KW(Y,;t=0) = 7:;4 + im0 = Uffn

Method of moments is used to solve for the four parameters of the skew-t
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distribution. The resulting skew-t distribution is used as our null distribution.

We compare the three approximating methods using methods similar to
those described in Section 4.4.1. To assess which of these methods have the
best approximation, we compare them to empirical null distributions obtained
from simulation. To generate the empirical null distribution of our test statis-
tics, we first generate m gene expressions from the normal distribution N (4,4)
with sample size of 100. We choose mean = 4 and variance = 4, instead of
mean = 0 and variance = 1 because we now have included the centering and
scaling process in the computation of the test statistics. Each of these genes are
generated from one normal distribution instead of a mixture of normal because
under the null these genes are not differentially expressed. The m genes are be-
ing simulated independently. We compute the test statistic Tj; _yj for this gene
set to get one sample for the empirical null distribution of the test statistic.
We then repeat this process, simulating 20000 sets of m genes and compute
the test statistic for each gene set, to obtain the empirical null distributions.
Different m is used for each empirical null distribution to reflect different size

of gene sets.

We also find the three approximated distributions from our theoretical
derivation using the methods we described earlier. Since we care more about

the tail area of the distribution for testing purpose, we only compare the 95th
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Figure 5.1: Estimation of 95th percentile of Tj; _;; using approximation by
normal, skew-t and Edgeworth series. The circles in the figure are the 95th
percentile of the empirical distribution of 1}; _yj obtained from 20000 simulated
data points.

and 99th percentile of these three approximated distributions with those of
the empirical distribution. The results are presented in Figure 5.1 and Fig-
ure 5.2, and are consistent with those in Section 4.4.1. The approximation by
CLT is not very good when m is small. Edgeworth expansion and skew-t ap-
proximation are preforming much better, but Edgeworth approximation is not
very stable due to the nature of using a polynomial function to approximate
a distribution function because the polynomial function is not monotonically

increasing and hence is not strictly a distribution function. We thus choose
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Figure 5.2: Estimation of 99th percentile of Tj; _;; using approximation by
normal, skew-t and Edgeworth series. The circles in the figure are the 99th
percentile of the empirical distribution of 1}; _yj obtained from 20000 simulated
data points.

skew-t as the optimal approximated null distribution.

Simulation Studies

We have derived the distribution of the test statistics under null and found
its approximation using skew-t approximation. Now we need to compare our
new test procedure with other methods with simulation. We compare this new
test procedure with two popular methods: GSEA (Subramanian et al., 2005)

and PAGE (Kim and Volsky, 2005).
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We described PAGE and GSEA in Section 2.4.2 and Section 2.4.3. We di-
rectly use the software available at http://www.broad.mit.edu/gsea/ for GSEA.
Their software is programmed in Java. We also programmed our own version
of PAGE using R. In the PAGE procedure, the statistic we use for each gene
is the two-sample pooled variance t test. These statistics are then averaged

across all genes within each GO term:

where t; is the two-sample student t statistic for gene 7. The null distribution

is derived as a Z score via Central Limit Theorem:

vm(, T — )

g

Q=

N(0,1).

where 1 and o2 are the theoretical mean and variance of the student t distri-

bution.

It is interesting to notice that this test statistic is similar to our new test
statistic approximated using CLT. The difference is that the t statistic is used
for each gene instead of the F statistic. Since PAGE uses CLT to find the null
distribution, it does not work well when m is small. Kim and Volsky (2005)

pointed out that drawback in the paper and suggested ignoring GO terms with
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small number of genes. During the process of deriving our own test statistics,
we have found that the convergence to Normal distribution by CLT is very slow
and throwing away GO term with relatively small number of genes can prevent
us finding useful GO terms. Thus other approximating methods were proposed
and found to be performing better, i.e. skew-t approximation via methods of
moments. Our approximating methods can be easily implemented to improve
PAGE. From another perspective, we can regard our new test statistic 7}, )
as improved version (better approximated null distribution when m is small)
of PAGE using F statistic for each individual genes even though we started our

analysis using PLS procedure.

Our simulation setups are the same as Section 3.3.1. We simulate 3666
gene expressions with 16 of them differentially expressed. These genes are
mapped to 566 GO terms from the molecular function hierarchy with 9 of
them related to differentially expressed genes (See Section 3.3.1 for details).
Various mean differences of the genes 20 are used with different ¢ value, 0, 0.1,
0.3, 0.5, 0.7, 0.9. We compare the sensitivity and specificity of six methods,
Fisher’s exact test, DEA-PLS (t test version with cross validation described
in Liu et al. (2007)), DEA-MEAN (Mean summary with t test described in
Section 3, GSEA (software available from http://www.broad.mit.edu/gsea/),

PAGE (average of t statistics using CLT for null distribution) and the new
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test statistic we derived—the “new” DEA-PLS. The results are presented in

Figure 5.3.
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Figure 5.3: Sensitivity and specificity of four methods as a function of § in
the simulation study. Sensitivities are based on averages across all simulation
replicates, with pointwise approximate 95% confidence intervals shown as ver-
tical bars. Fisher’s exact test is solid line, DEA-PLS using t null is dashed
line, DEA-Mean is dotted line, GSEA is dashed-dotted line PAGE is skew-
t null is long-dashed line and the new derived test is short-long-dashed lines.
ar = 0.05 for Fisher’s exact test. All GO-level p-values were BH-adjusted using
Qg = 0.05.

The GSEA results in Figure 3.2 are obtained from a program we imple-
mented according to Mootha et al. (2003). To avoid possibly inaccurate im-
plementation, here we use the software available online to perform the GSEA

procedure. The software obtained very similar results in terms of true find-
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ings with sensitivity at most 30% even for large mean differences. However,
the specificity decreases a lot using GSEA via the software, meaning increased
number of false positives among findings. The specificity is constantly around

97% so it isn’t shown on the specificity plot.

The main goal of our simulation is to see how PAGE and the new test
statistic perform against other methods. PAGE seems to pick up signals more
slowly than other methods with the increase of the mean difference. However,
it has the similar sensitivity around 80% to DEA-mean and Fisher’s exact test
once ¢ increases to 0.7. It is encouraging to see that our new test with skew-t
approximated null is performing by far better than any other methods. It is
able to find 100% of the important GO terms when § is 0.7 and 0.9. This
level of sensitivity has not been reached by any other methods. Looking at the
specificity, we already pointed out that GSEA had the most false positives (not
shown on the plot). For our new test statistics, we do not sacrifice too much
specificity. The decreasing of the specificity is within one standard error of
most other methods. we also see that PAGE has a relative high specificity even
though its sensitivity increases slower than other methods with the increase of
mean differences. So for cases that we strictly do not want large numbers of
false findings even if we sacrifice some true findings, PAGE is recommended

according to the simulations results.
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Summary

Prior to this section, we found that in a more general setting where

iid Hojln _
W~ N(B;,071),8; = J=1,...,m,

tjln
the test statistics are equivalent via centering and scaling procedure for different
coding of the response variable y = [1,—1] and y = [0,1]. We thus proceed
to pursue a test for response variable y = [1, —1]. Because we incorporate the
centering and scaling procedure, we are able to create a test that are applicable
for more general assumptions, which is pg; = p; instead of po; = p1; = 0
from Section 4, and the variance of our gene expressions is not restricted to 1
anymore. We still have our assumption of independence between genes, which
is unpractical in most cases. We will discuss the impact of having correlation

later.

In this section, we are able to accomplish derivation of the new test statis-
tics, finding the better approximation distribution of the statistic under null
and compare the effectiveness of our new test statistic with other competitive
methods (especially the most popular GSEA and PAGE, DEA-PLS with two
sample t test). The results shows favor to new testing procedure because we

have the best sensitivity while not sacrificing too much on specificity. We focus
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on the derivation of the test statistics with balanced classes, ng = n; = n. See

Appendix E for the derivation of the test statistic with unbalanced cases.

5.4 Impact on the New Testing Procedure with

Correlation between Genes

So far, we have derived all of our testing procedure based on the assumption
that all genes related to each GO term are independent. This is not practical
in some cases. Figure 5.4 is an example of correlations between two genes
related to a GO term for an observed experiment data set. The samples have
a binary class response variable, diseased and non-diseased. We can clearly see
the correlation between the two genes. Furthermore, the disease status seems
to have an impact on the correlation. These correlation relations are expected
to be stronger for genes related to one GO term if the GO mappings to genes

are accurate.

The goal of this section of the dissertation is not to find a test that can
be applied to correlated gene sets. That will be the next step of our research.
We just want to see how much the correlation can impact our test statistics
derived under the assumption that genes are independent. We investigate the

impact by simulating our empirical null distribution with correlation among
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Figure 5.4: Examples of Correlations of two genes related to a GO terms from
an experimental data set. x axis and y axis are the expression levels for the
two genes for a particular sample. r is the correlation between the genes over
all. rn is the correlation between the genes for normal samples and rd is the
correlation between genes for diseased samples. The red dots correspond to the
diseased samples and the green dots correspond to the non-diseased samples.

genes and comparing the 95th percentile and 99th percentile cutoff with the
theoretically derived null distribution. We generate our empirical data similar
to what we did in Section 5.3.3 but with pairwise correlation, p. We select
p = 0.5 to make sure that we have a significant correlation for sample size of
100 with type I error of a = 0.05 and power of = 0.85 (See Appendix F). We

compare the tail percentile of the empirical null distribution with the theoret-

ically approximated null distribution. The results are presented in Figure 5.5
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and Figure 5.6. Ideally, if the correlation has no impact on the test statistics,
the empirical null distribution simulated with gene by gene correlation should
be close to the approximated null distribution without correlation. However, it
is clearly not the case. When there is correlation between genes, the 99th and
95th percentile of the approximated null distribution is underestimating those
of the empirical null distribution. This underestimation will make our test too
liberal which will result in a higher type I error rate than what is controlled

for in our analysis.
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Figure 5.5: 95th percentile of Tj; _;; using approximation by normal, skew-t
and Edgeworth series. The circles in the figure are the 95th percentile of the
empirical distribution of T}; _;j obtained from 20000 simulated data points. The
genes are simulated with pair-wise correlation coefficient of p = 0.5.
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Figure 5.6: 99th percentile of Tj; _;; using approximation by normal, skew-t
and Edgeworth series. The circles in the figure are the 99th percentile of the
empirical distribution of Tj; _;j obtained from 20000 simulated data points. The
genes are simulated with pair-wise correlation coefficient of p = 0.5.

We can illustrate the impact of the correlation between genes through a
power study. We simulated empirical alternative distributions against the ap-
proximated null using skew-t similar to Section 4.4.2, then we find the empirical
power of different alternatives with the increase of the mean difference of the
genes with or without pairwise correlation. The results are presented in Ta-

ble 5.4 with non-correlated genes and in Table 5.5 with correlated genes.

In the second column of Table 5.4 and Table 5.5 under u = 0, these are

the powers of our test under empirical null, which is essentially the controlled
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Table 5.4: Power calculation by changing mean difference p of all genes related
to each GO with response variable y = [1,—1]. Hy : poj = 1,7 =1,...,m
versus H, @ poj — p1; = 21,5 = 1,...,m. The number of genes within each
GO term is m. The numbers in the parentheses are the standard errors of
the powers. The sample size used to generated the power is 20. There is not
correlation between genes.

m\p 0 0.1 0.3 0.5 0.7 0.9
1 0.053(0.002) | 0.053(0.002) | 0.095(0.002) | 0.184(0.003) | 0.313(0.004) | 0.475(0.004)
2 0.052(0.002) | 0.059(0.002) | 0.117(0.003) | 0.255(0.004) | 0.453(0.004) | 0.681(0.004)
3 0.053(0.002) | 0.060(0.002) | 0.131(0.003) | 0.299(0.004) | 0.557(0.004) | 0.799(0.004)
4 0.055(0.002) | 0.063(0.002) | 0.145(0.003) | 0.352(0.004) | 0.642(0.004) | 0.875(0.003)
5 0.052(0.002) | 0.061(0.002) | 0.16(0.003) | 0.402(0.004) | 0.718(0.004) | 0.927(0.002)
6 0.052(0.002) | 0.062(0.002) | 0.17(0.003) | 0.436(0.004) | 0.774(0.004) | 0.955(0.002)
7 0.053(0.002) | 0.063(0.002) | 0.177(0.003) | 0.478(0.004) | 0.822(0.003) | 0.974(0.001)
8 0.046(0.002) | 0.059(0.002) | 0.184(0.003) | 0.513(0.004) | 0.860(0.003) | 0.985(0.001)
9 0.047(0.002) | 0.060(0.002) | 0.203(0.004) | 0.552(0.004) | 0.895(0.003) | 0.992(0.000)
10 0.049(0.002) | 0.063(0.002) | 0.214(0.004) | 0.595(0.004) | 0.919(0.002) | 0.995(0.000)

type I error. The type I error should be close to 0.05 if the approximated null
distribution is correct. In our results, the type I error is correct when there
is no correlation between genes but incorrect when there is correlation. It is
because the null distribution is derived under the independence assumption. As
we stated earlier, when there is correlation added to the data, the theoretically
derived null distribution is underestimating the true null distribution, resulting
in increased type I error. In the power table, it shows exactly what is expected.
It seems that the test procedure has better power when there is correlation

in the data, but in fact these are the results of an inflated type I error. Our
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Table 5.5: Power calculation by changing mean difference p of all genes related
to each GO with response variable y = [1,—1]. Hy : poj = 1,7 =1,...,m
versus H, @ poj — p1; = 21,5 = 1,...,m. The number of genes within each
GO term is m. The numbers in the parentheses are the standard errors of the
powers. The sample size used to generated the power is 20. There is correlation
between genes, pairwise correlation p = 0.5

m\p 0 0.1 0.3 0.5 0.7 0.9
1 0.053(0.002) | 0.053(0.002) | 0.095(0.002) | 0.184(0.003) | 0.313(0.004) | 0.475(0.004)
2 0.061(0.002) | 0.069(0.002) | 0.128(0.003) | 0.253(0.004) | 0.426(0.004) | 0.622(0.004)
3 0.064(0.002) | 0.072(0.002) | 0.150(0.003) | 0.292(0.004) | 0.494(0.004) | 0.690(0.004)
4 0.080(0.002) | 0.088(0.002) | 0.167(0.003) | 0.328(0.004) | 0.529(0.004) | 0.735(0.004)
5 0.083(0.002) | 0.098(0.002) | 0.189(0.003) | 0.361(0.004) | 0.572(0.004) | 0.771(0.004)
6 0.093(0.002) | 0.104(0.003) | 0.196(0.003) | 0.370(0.004) | 0.595(0.004) | 0.787(0.004)
7 0.096(0.002) | 0.106(0.003) | 0.211(0.004) | 0.406(0.004) | 0.623(0.004) | 0.807(0.003)
8 0.101(0.003) | 0.115(0.003) | 0.221(0.004) | 0.413(0.004) | 0.640(0.004) | 0.827(0.003)
9 0.104(0.003) | 0.114(0.003) | 0.231(0.004) | 0.435(0.004) | 0.663(0.004) | 0.840(0.003)
10 0.102(0.003) | 0.119(0.003) | 0.233(0.004) | 0.441(0.004) | 0.667(0.004) | 0.847(0.003)

approximated null distribution is incorrect for data in which there is correlation

involved!
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Chapter 6

Summary and Further Research

In our research, we start with trying to use the existing domain knowledge,
i.e. the Gene Ontology to increase the interpretability of microarray data anal-
ysis. DEA-PLS is proposed in Section 3. It uses partial least square procedure
to find summary measurement for the genes related to each GO term, and tests
for the significance of each GO term by a two-sample t test on each summary
measurement. According to simulation and experiment data analysis, this pro-
cedure can successfully detect significant GO terms. However, the two-sample
t test is inadequate to adjust our test for different size of GO terms. A new
testing procedure is proposed in Section 4. The new test relies on theoretically
derived null distribution of the test statistics we proposed based on DEA-PLS.

It not only provides us a valid testing procedure and a way to adjust the tests
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according to different size of the GO term, but also simplifies the computation
intensity. We then study the impact of different of codings of the response
variables on our test procedure in Section 5. Since we have focused on data
with binary response, the different codings are y = [1,—1] or y = [0,1]. We
are able to find the equivalence of tests with the two type of coding. Along the

way, we also extend the testing procedure to more generalized cases.

However, our testing procedure still operates under the assumption of in-
dependence between genes. As we have pointed out, this assumption is invalid
in most cases. Some researchers have proposed functional analysis to incorpo-
rate the correlation structures among genes. Most recently, Delongchamp et al.
(2006) proposed a Meta-analysis method to compute the overall statistical sig-
nificance of a group of genes. Their method combines p-values of each gene into
an overall significance level, which is adjusted for correlations among the genes.
For our testing procedure, we can possibly find an adjusted test statistic that
incorporates correlation. But this is not trivial because it involves estimating
the correlation structures of large numbers of genes and representing it under
the framework of our testing procedure. This is a very interesting topic and

likely to lead to a test more practical for experimental data.

171



References

Agresti, A. (1992). A survey of exact inference for contingency tables. Sta-

tistical Science, 7, 131-153.

Al-Shahrour, F., Diaz-Uriarte, R., and Dopazo, J. (2003). Fatigo: a web tool
for finding significant association of gene ontology terms with groups of

genes. Bioinformatics, 20, 578-580.

Alexa, A., Rahnenfuhrer, J., and Lengauer, T. (2006). Improved scoring of
functional groups from gene expression data by decorrelating go graph

structure. Bioinformatics, 22(13), 1600-1607.

Allison, D., Gadbury, G. L., Heo, M., Fernandez, J. R., Lee, C. K., Prolla,
T. A., and Weindruch, R. (2002). A mixture model approach for the

analysis of microarray gene expression data. Computational Statistics and

Data Analysis, 39, 1-20.

Arfin, S., Long, A., Ito, E., Tolleri, L., Riehle, M., Paegle, E., and Hatfield,

172



G. (2000). Global gene expression profiling in escherichia coli k12. the

effects of integration host factor. J. Biol. Chem., 275, 29672-29684.

Ashburner, M., Ball, C., Blake, J., Botstein, D., Butler, H., Cherry, J.,
Davis, A., Dolinski, K., Dwight, S., Eppig, J., Harris, M., Hill, D., Issel-
Tarver, L., Kasarskis, A., Lewis, S., Matese, J., Richardson, J., Ringwald,
M., Rubin, G., and Sherlock, G. (2000). Gene ontology: tool for the

unification of biology. Nat. Genet., 25, 25-29.

Aubert, J., Bar-Hen, A., Daudin, J. J., and Robin, S. (2004). Determination
of the differentially expressed genes in microarray experiments using local

tdr. BMC' Bioinformatics, 5:125.

Azzalini, A. and Capitanio, A. (1999). Statistical applications of the multi-

variate skew-normal distribution. J. Roy.Statist.Soc B, 61, 579-602.

Azzalini, A. and Capitanio, A. (2003). Distributions generated by perturba-
tion of symmetry with emphasis on a multivariate skew-t distribution.

J.Roy.Statist.Soc B, 65, 367-389.

Baldi, P. and Long, A. (2001). A bayesian frame work for the analysis of
microarray expression data: regularized t-test and statistical inferences

of gene changes. Bioinformatics, 17, 509-519.

Barker, M. and Rayens, W. (2003). Partial least squares for discrimination.

Journal of Chemometrics, 17, 166—173.

173



Barndorff-Nielsen and Cox, D. R. (1989). Asymptotic Techniques for Use in

Statistics. Chapman and Hall, London New York.

Barry, W. T., Nobel, A., and Wright, F. (2005). Significance analysis of
functional categories in gene expression studies: a structured permutation
approach. Bioinformatics, 21(9), 1943-1949.

Bastien, P., Vinzi, V., and Tenenhaus, M. (2005). Pls generalised linear
regression. Comput. Stat. and Data Anal., 48, 17-46.

Beissbarth, T. and Speed, T. P. (2004). Gostat: find statistically overrepre-

sented gene ontologies within a group of genes. Bioinformatics, 20(9),

1464-1465.

Benjamini, Y. and Hochberg, Y. (1995). Controlling the false discovery rate:
A practical and powerful approach to multiple testing. J. R. Stat. Soc.,

B, 57, 289-300.

Benjamini, Y. and Hochberg, Y. (2000). On the adaptive control of the false
discovery rate in multiple testing with independent statistics. J. FEduc.

Behav. Stat., 25, 60-83.

Benjamini, Y. and Yekutieli, D. (2001). The control of the false discovery

rate under dependency. Annals of Statistics, 29, 1165-1188.

Berriz, G. F., King, O., Bryant, B., Sander, C., and Roth, F. P. (2003). Char-

acterizing gene sets with funcassociate. Bioinformatics, 19(18), 2502—

174



2504.

Bullinger, L., Dohner, K., Bair, E., Frhling, S., Schlenk, R., Tibshirani,
R., Dohner, H., and Pollack, J. (2004). Use of gene-expression profiling
to identify prognostic subclasses in adult acute myeloid leukemia. New
England Journal of Medicine, 350, 1605-1616.

Callow, M., Dudoit, S., Gong, E., Speed, T., and Rubin, E. (2000). Mi-
croarray expression profiling identifies genes with altered expression in

hdl-deficient mice. Genome Res., 7, 819-837.

Castillo-Davis, C. and Hartl, D. L. (2003). Genemerge—post-genomic analy-

sis, data mining, and hypothesis testing. Bioinformatics, 19, 891-892.

Chiaretti, S., Li, X., Gentleman, R., Vitale, A., Vignetti, M., Mandelli, F.,
Ritz, J., and Foa, R. (2004). Gene expression profile of adult t-cell acute
lymphocytic leukemia identifies distinct subsets of patients with different

response to therapy and survival. Blood, 103, 2771-2778.

Cui, X. and Churchill, G. (2003). Review: Statistical tests for differential

expression in cdna microarray experiments. Genome Biology, 4:210.

Cui, X., Hwang, J., and Qui, J. (2005). Improved statistical tests for dif-
ferential gene expression by shrinking variance components estimates.

Biostatistics, 6(1), 59-75.
Dahlquist, K. D., Salomonis, N., Vranizan, K., Lawlor, S., and Conklin, B.

175



(2002). Genemapp, a new tool for viewing and analyzing microarray data

on biological pathways. Nat Genet., 31(1), 19-20.

Dalla-Favera, R. (2001). Microarray analysis of b cell chronic leukemia. Pro-
gram and Abstracts of the FASEB 2001 Conference on hematological ma-

lignancies.

de Jong, S. (1993). Simpls: an alternative approach to partial least squares

regression. Chemom Intell Lab Syst., 18, 251-263.

Delongchamp, R., Lee, T., and Velasco, C. (2006). A method for computing
the overall statistical significance of a treatment effect among a group of

genes. BMC' Bioinformatics, 7(2).

Dempster, A., Laird, N., and Rubin, D. (1977). Maximum likelihood estima-
tion from incomplete data via the em algorithm. J. R. Stat. Soc. B, 39,

1-38.

DeRisi, J. L., Iyer, V. R., and Brown, P. (1997). Exploring the metabolic
and genetic control of gene expression on a genomic scale. Science, 278,

680-636.

Ding, B. and Gentleman, R. (2005). Classification using generalized partial

least squares. J. Comput. Graph. Statist., 14, 280-298.

Draghici, S., Khatri, P., Martins, R., Ostermeier, G., and Krawetz, S.

(2003a). Global functional profiling of gene expression. Genomics, 81,

176



98-104.

Draghici, S., Khatri, P., Bhavsar, P., Shah, A., Krawetz, S., and Tain-
sky, M. (2003b). Onto-tools, the toolkit of the modern biologist: Onto-
express, onto-compare, onto-design and onto-translate. Nucleic Acids

Res., 31(13), 3775-3781.

Dudoit, S., Yang, Y. H., Callow, M. G., and Speed, T. P. (2002). Statistical
methods for identifying differentially expressed genes in replicated cdna

microarray experiments. Statistica Sinica, 12, 111-139.

Efron, B. (2004). Large-scale simultaneous hypothesis testing: the choice of

a null hypothesis. J. Am. Stat. Assoc., 99, 96-104.

Efron, B. (2005). Local false discovery rates. http://www-

stats.stanford.edu/~brad/papers/False.pdf .

Efron, B. and Tibshirani, R. (2002). Empirical bayes methods and false

discovery rates for microarrays. Genetic Epidemiology, 23, 70-86.

Efron, B., Tibshirani, R., Storey, J. D., and Tusher, V. (2001). Empirical
bayes analysis of a microarray experiment. J. Am. Stat. Assoc., 96, 1151—

1160.

Fort, G. and Lambert-Lacroix, S. (2005). Classification using partial least

squares with penalized logistic regression. Bioinformatics, 21, 1104-1111.

177



Goeman, J., van-de Geer, V., de Kort, F., and van Houwelingen, H. C.
(2004). A global test for groups of genes: testing association with a clin-

ical outcome. Bioinformatics, 20(1), 93-99.

Golub, T. R., Slonim, D. K., Tamayo, P., Huard, C., Gaasenbeek, M.,
Mesirov, J. P., Coller, H., Loh, M. L., Downing, J. R., Caliguri, M. A.,
Bloomfield, C. D., and Lander, E. S. (1999). Molecular classification of
cancer: class discovery and class prediction by gene expression monitor-

ing. Science, 286, 531-537.

Gottardo, R., Raftery, A. E., Yeung, K., and Bumgarner, R. (2006). Bayesian
robust inference for differential gene expression in microarrays with mul-

tiple samples. Biometrics, 62, 10-18.

Helland, I. (1988). On the structure of partial least squares. Communication

in Statistics, Simulation and Computation, 17, 581-607.

Holm, S. (1979). A simple sequentially rejective multiple test procedure.

Scandinavian Journal of Statistics: Theory and Applications, 6, 65-70.

Horwitz, M., Li, F., Albani, D., Duan, Z., Person, R., Meade-White, K., and
Benson, K. (2003). Leukemia in severe congenital neutropenia: defective
proteolysis suggests new pathway to malignancy and opportunities for

therapy. Cancer-Invest, 21(4), 579-587.
Hoskuldson, A. (1988). Pls regression methods. J. Chemom., 2, 211-228.

178



Huang, X. and Pan, W. (2003). Linear regression and two-class classification
with gene expression data. Bioinformatics, 19, 2072-2078.

Jiang, D., Tang, C., and Zhang, A. (2004). Cluster analysis for gene ex-
pression data: A survey. IEEFE Transactions on Knowledge and Data
Engineering, 16(11), 1370-1386.

Khatri, P. and Draghici, S. (2005). Ontological analysis of gene expression
data: current tools, limitations, and open problems. Bioinformatics, 21,

3587-3595.

Kim, S.-Y. and Volsky, D. J. (2005). Page: parametric analysis of gene set

enrichment. BMC' Bioinformatics, 6:144.

Lapointe, J. and Li, C. (2004). Gene expression profiling identifies clinically

relevant subtypes of prostate cancer. Proc. Natl Acad. Sci., 101, 811-816.

Lee, H., Braynen, W., Keshav, K., and Pavlidis, P. (2005a). Erminej: Tool
for functional analysis of gene expression data sets. BMC' Bioinformatics,

6:269.

Lee, M., Kuo, F., Whitmore, G., and Sklar, J. (2000). Importance of repli-
cation in microarray gene expression studies: Statistical methods and
evidence from a single cdna array experiment. Proc. Natl Acad. Sci., 97,

9134-9139.
Lee, M. T., Gray, R., Bjorkbacka, H., and Freeman, M. (2005b). General-

179



ized rank tests for replicated microarray data. Statistical Applications in

Genetics and Molecular Biology, 4(1).

Li, L. and Li, H. (2004). Dimension reduction methods for microarrays with

application to censored survival data. Bioinformatics, 20, 3406-3412.

Liao, J., Lin, Y., Selvanayagam, Z. E., and J, S. W. (2004). A mixture model
for estimating the local false discovery rate in dna microarray analysis.

Bioinformatics, 20, 2694-2701.

Liu, J., Hughes-Oliver, J. M., and Menius, J. A. (2007). Domain enhanced
analysis of microarray data using go annotations. Bioinfomatics, 23,

1225-1234.

Lonnstedt, I. and Speed, T. (2002). Replicated microarray data. Statisica

Sinica, 12, 31-46.

Look, A. (2001). Molecular pathogenesis of t-cell acute lymphoblastic
leukemia. Program and Abstracts of the FASEB 2001 Conference on

hematological malignancies.

Malthouse, E., Tamhane, A., and Mah, R. (1997). Nonlinear partial least

squares. Comput. Chem. Eng., 21, 875-890.

Man, M. Z., Wang, X., and Wang, Y. (2000). Power sage: comparing statis-

tical tests for sage experiment. Bioinformatics, 16, 953-955.

180



Marx, B. (1996). Iteratively reweighted partial least squares estimation for

generalized linear regression. Technometrics, 38, 374-381.

McLachlan, G. J., Do, K.-A., and Ambroise, C. (2004). Analyzing Microarray

Gene Expression Data. Wiley and Sons, Inc., New Jersey, United States.

Mootha, V., Lindgren, C., Eriksson, K.-F., Subramanian, A., Sihag, S.,
Lehar, J., Puigserver, P., Carlsson, E., Ridderstrale, M., Laurila, E.,
Houstis, N., Daly, M., Patterson, N., Mesirov, J., Golub, T., Tamayo, P.,
and Spiegelman, B. (2003). Pgc-1a-responsive genes involved in oxidative

phosphorylation are coordinately downregulated in human diabetes. Nat.

Genet., 34, 267-273.
Nam, D., Kim, S.-B., Kim, S.-K., Yang, S., Kim, S.-Y., and Chu, I.-S. (2006).
Adgo: analysis of differentially expressed gene sets using composite go

annotation. Bioinformatics, 22(18), 2249-2253.

Newton, M., Kendziorski, C., Richmond, C., Blatter, F., and Tsui, K. (2001).
On differential variability of expression ratios: Improving statistical in-
ference about gene expression changes from microarray data. Journal of

Computational Biology, 8, 37-52.

Nguyen, D. V. and Rocke, D. M. (2002a). Multi-class cancer classification
via partial least squares with gene expression profiles. Bioinformatics,

18(9), 1216-1226.

181



Nguyen, D. V. and Rocke, D. M. (2002b). Tumor classification by par-
tial least squares using microarray gene expression data. Bioinformatics,
18(1), 39-50.

Nguyen, D. V. and Rocke, D. M. (2004). On partial least squares diment-

sion reduction from microarray-based classification: a simulation study.

Comput. Stat. and Data Anal., 46, 407-425.

Novak, K. (2001). Conference report. FASEB 2001 Conference on hemoto-

logical malignancies, Medscape General Medicine, 3.

Pan, W. (2002). A comparative review of statistical methods for discover-

ing differentially expressed genes in replicated microarray experiments.
Bioinformatics, 18(4), 546-554.
Pan, W. (2005). Incorporating biological information as a prior in an empiri-

cal bayes approach to analyzing microarray data. Statistical Applications

in Genetics and Molecular Biology, 4(1), Article 12.

Pan, W. (2006). Incorporating gene functional annotations in detecting dif-
ferential gene expression. Journal of the Royal Statistical Society: Series

C (Applied Statistics), 55(3), 301-316.

Pan, W., Lin, J., and Le, C. T. (2001). A mixture model approach to detect-
ing differentially expressed genes with microarray data. Research Report

2001-011, Division of Biostatistics, University of Minnesota.

182



Pan, W, Lin, J., and Le, C. T. (2003). A mixture model approach to detect-
ing differentially expressed genes with microarray data. Functional and

Integrative Genomics, 3, 117-124.

Pounds, S. and Morris, S. (2003). Estimating the occurrence of false po-
sitions and false negatives in microarray studies by approximating and

partitioning the empirical distribution of the p-values. Bioinformatics,

19, 1236-1242.

Ross, D. T., Scherf, U., Eisen, M., Perou, C., Rees, C., Spellman, P., Iyer,
V., Jeffrey, S., Rijn, M., Waltham, M., Pergamenschikov, A., Lee, J.,
Lashkari, D., Shalon, D., Myers, T., Weinstein, J., Botstein, D., and
Brown, P. (2000). Systematic variation in gene expression patterns in

human cancer cell lines. Nature Genetics, 24, 227-235.

Schena, M., Shalon, D., Heller, R., Chai, A., Brown, P. O., and Davis, R. W.
(1996). Parallel human genome analysis: microarray-based expression

monitoring of 1000 genes. Proc. Natl Acad. Sci., 93, 10614-10619.

Schuchhardt, J., Beule, D., Malik, A., Wolski, E., Eickhoff, H., Lehrach,
H., and Herzel, H. (2000). Normalization strategies for cdna microarrays.

Nucleic Acids Research, 28, e47.

Schwartz, G. (1978). Estimating the dimensions of a model. Ann. Stat., 6,

461-464.

183



Severini, T. A. (2000). Likelihood Methods in Statistics. Oxford University

Press.

Storey, J., Dai, J., and Leek, J. (2007). The optimal discovery procedure
for large-scale significance testing, with applications to comparative mi-

croarray experiments. Biostatistics, 8(2), 414-432.

Storey, J. D. (2002). A direct approach to false discovery rates. Journal of

Royal Statistical Society, 64(3), 479-498.

Subramanian, A., Tamayo, P., Mootha, V., Mukherjee, S., Ebert, B.,
Gillette, M., Paulovich, A., Pomeroy, S., Golub, T., Lander, E., and
Mesirov, J. (2005). Gene set enrichment analysis: A knowledge-based ap-

proach for interpreting genome-wide expression profiles. Proc. Natl Acad.

Sci., 102(43), 15545-15550.

The-Chipping-Forecast (1999). The chipping forecast, special supplement.

Nature Genetics, 21.

Thomas, J. G., Olson, J. M., Tapscott, S. J., and Zhao, L. P. (2001). An
efficient and robust statistical modeling approach to discover differen-

tially expressed genes using genomic expression profiles. Genome Res.,

11, 1227-1236.

Tian, L., Greenberg, S., Kong, S., Altschuler, J., Kohane, 1., and Park, P.

(2005). Discovering statistically significant pathways in expression profil-

184



ing studies. Proc. Natl Acad. Sci., 102(38), 13544-13549.

Tusher, V. G., Tibshirani, R., and Chu, G. (2001). Significance analysis of
microarrays applied to the ionizing radiation response. Proc. Natl Acad.

Sei., 98, 5116-5121.

van der Voet, H. (1994). Comparing the predictive accuracy of models using

a simple randomization test. Chemom Intell Lab Syst., 25, 313-323.

Welch, B. L. (1947). The generalization of ’students’ problem when several

different population variances are involved. Biometrika, 34, 28-35.

Westfall, P. H. and Young, S. S. (1993). Resampling based Multiple Testing:

Examples and Methods for p-Value Adjustment. Wiley, New York.

Yang, Y. H., Dudoit, S., Luu, P., and Speed, T. P. (2001).
Normalization of cdna  microarray data.  Technical Report,

URL:http://www.stat.berkeley.edu/users/terry/zarray/Html/normspie.htmil.

Zeeberg, B. R., Feng, W., Wang, G., Wang, M., Fojo, A., Sunshine, M.,
Narasimhan, S., Kane, D., Reinhold, W., Lababidi, S., Bussey, K., Riss,
J., Barrett, J., and Weinstein, J. (2003). Gominer: a resource for bio-

logical interpretation of genomic and proteomic data. Bioinformatics, 4,

R28.

Zhao, Y. and Pan, W. (2003). Modified nonparametric approaches to detect-

ing differentially expressed genes in replicated microarray experiments.

185



Bioinformatics, 19, 1046-1054.

Zhong, S., Li, C., and Wong, W. H. (2003). Chipinfo: software for extracting
gene annotation and gene ontology information for microarray analysis.

Nucleic Acids Res., 31(13), 3483-3486.

186



Appendices

187



Appendix A

Sample Codes for Running PLS Procedure in SAS

This is a piece of SAS code that runs PLS procedure with cross-validation
on each of 990 gene sets and then output the meaningful first scores in an

aggregated data set.

L g g g g g g g ) g g )
L e O e R T

%macro datagen ;
%do i=1 %to 990;
data data&i ;
set mu03.simudata;
if (ref_id=&i);
run;
proc sort data=data&i nodupkey; by affy; run;
proc transpose data=data&i out=data&i;
var coll—coll00;
run;
data temp&i (drop=_name_);
set data&i;
extra=0;
run;
data temp&i ;
merge temp&i mu03.Y;
run;
/xcrossvalidationx/
proc pls data=temp&i cv=split cvtest(seed=12345) METHOD=SIMPLS noprint;
model x=coll —extra;output out=outcv&i xscore=T;
run;

data outcv&i (keep=ME&i );
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set outcv&i;
ME&i=T1;
run;

%end ;

data mu03.simuStepcv&j ;
set outcvl;

run;

Y%do 1=2 %to 990;

data mu03.simuStepcv&j ;
merge mu03.simuStepcv&]j outcv&i ;

run;

Y%end ;

Y%end ;

%mend datagen ;

%datagen ;
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Appendix B

R code for Simulation Studies

Here is the R code for generating out simulation data sets for cases 6 = 0.3

S
T A A i i 1 1 i i 1 A it i i i it i i i i i i i i i i it i 1 it

MF139. affy <— c(1514:1522)

MF384. affy <— c(2002)

MF415. affy <— c(1283)

MF601. affy <— c(2872,2874,2887,2888,2889)
important . affy <—c(MF139. affy ,MF384. affy ,MF415. affy ,MF601. affy)
#Association between MF and affy

MF139<— c(29)

MF384 <— c(215)

MF415<— ¢ (234)

MF601<— c(335)

important .MF <—c (MF139, MF384, MF415, MF601)

MF142<—c (33)

MF622<—c (347)

MFT725<—c (399)

MF763<—c (419)

MF931<—c (486)

important . MF2<—c (MF142, MF622, MF725, MF763,MF931)
p.sim<—556

TR IRIRINITRTR T I NTR TR IR TR TR TN T IR IR IR IR IR TN TR TR NIRRT TR NI NIRRT NIRRT
Riiiaiaiaiaiaiainiaiaiaiainiaiaiaiaiaiaiaiaict N delta <— G‘-'u T AT T AT 1T 1 1 111 1 A 1 11 111117 11 11 1111 11 111111

#lmportance of MF

my.delta <— 0.3

#|mean at y=0 — mean at y=1|=2xmy. delta
mean . MF139 <— my. delta

mean.MF384 <— 1.2xmy. delta

mean . MF415 <— 1.8xmy. delta
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mean . MF601 <— 1.3xmy. delta

#Simulate data

set.seed (123456)

n.sim <— 100; p.sim <— 3666

#y.sim <— rnorm(n=n.sim, mean=0, sd=1)

#y.sim.bin <— 1x*(y.sim>=0)

y.sim.bin<-rep (0,100)

y.sim.bin[51:100] < —rep(1,50)

x.sim <— matrix (rnorm(n=n.sim#*p.sim, mean=0, sd=1), nrow=n.sim,

#n0 <— sum(y.sim.bin==0)

#nl <— n.sim—n0

affy]<—rnorm (n=n0O*length (MF139.
affy]<—rnorm(n=nlxlength (MF139.

affy]<—rnorm(n=nOxlength (MF384.

affy]<—rnorm(n=nlxlength (MF384.

affy]<—rnorm(n=n0Oxlength (MF415.

affy]<—rnorm(n=nl*length (MF415.

affy]<—rnorm(n=nOxlength (MF601.
affy]<—rnorm(n=nlxlength (MF601.

n0<—50
nl<—>50
x.sim[y.sim.bin==0MF139.
x.sim[y.sim.bin==1MF139.
x.sim[y.sim.bin==0,MF384.
x.sim [y.sim.bin==1MF384.
x.sim [y.sim.bin==0MF415.
x.sim[y.sim.bin==1MF415.
x.sim[y.sim.bin==0MF601.
x.sim [y.sim.bin==1MF601.
x. full <—x.sim
for (i in 1:49){

X .sim

n0 <— sum(y.sim.bin==0)

nl <— n.sim—n0

affy),
affy),

affy),
affy),

affy),
affy),

affy),
affy),

ncol=p.sim )

mean=mean . MF139, sd=1)

mean=—mean . MF139, sd=1)

mean=mean . MF384 , sd=1)
mean=mean . MF384, sd=1)

mean=mean . MF415,sd=1)

mean=mean . MF415,sd=1)

mean=mean . MF601, sd=1)
mean=mean . MF601, sd=1)

<— matrix( rnorm(n=n.sim#p.sim, mean=0, sd=1), nrow=n.sim, ncol=p.sim )

x.sim[y.sim.bin==0,MF139. affy]<—rnorm (n=n0Oxlength (MF139. affy ), mean=mean.MF139, sd=1)

x.sim [y.sim.bin==1MF139. affy]<—rnorm (n=nlxlength (MF139. affy ), mean=—mean.MF139,
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x.sim[y.

x.sim[y.

x.sim[y.

x.sim[y.

x.sim [y.

x.sim[y.

sim

sim .

sim

sim .

sim .

sim

. bin==0,MF384.

. bin==0,MF415.

bin==1,MF415

.bin==1,MF601.

bin==1MF384.

bin==0,MF601.

affy]<—rnorm(n=n0Oxlength (MF384.
affy]<—rnorm(n=nlxlength (MF384.

affy]<—rnorm (n=nOx*length (MF415.

.affy]<—rnorm (n=nlxlength (MF415.

affy]<—rnorm(n=nOxlength (MF601.

affy]<—rnorm (n=nl*length (MF601.

x. full <-rbind (x. full , x.sim)

}

affy),
affy),

affy),
affy),

affy),
affy),

g g ) g ) ) g g ) g g ) )]

LA L A i A A A A L i L A A A A A L i L O i A i A I R
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Appendix C

R codes for Generating Mapping from Genes to GO

Here is the R code to generate mappings from genes to GO terms using the

bio-conductor package.

L
T A T 1 11 11 1 1 11 11 11 1 1 1 1 111 1t 1 1 1 1 11 11 11111111 11 11

library (Biobase)

library (tools)
library (ALL)
library (GO)

library (annotate)
library (xtable)
library (genefilter)
library (RBGL)
library (Ruuid)
library (graph)
library (GOstats)

library (limma)

xx <— as.list (hgu95av2GO) test<—data.frame(unlist(xx)) write(test,

file = "E:\\ users\\jj\\temp.txt’, sep = ’\t’)

#HHtget affy to GO mapping from R, incomplete version (without
propagationyHHHHHFHH#
# Convert to a list

xx <— as.list (hgu95av2GO)

# Remove all the NAs

xx <— xx[!is.na(xx)]

if(length(xx) > 0){
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# Try the firest one

got <— xx[[1]]

got [[1]][[ 'GOID” ]
got [[1]][[ "Ontology ]
got [[1]][[ ’Evidence’]]

}
affylist <—names(xx) affy_N<—length(xx) xx <— as.list (hgu95av2GO)
# Remove all the NAs

xx <— xx[!is.na(xx)]

got<—xx[[i]]

go_-N<—length (got)

mapping<—matrix (0,go_N,3)

for (j in 1:go.N){
mapping [j,1]< —names (xx)[i]
mapping [j,2]<—got [[j]][[ 'GOID’ ]
mapping [j,3]<—got [[j]][[ ' Ontology " ]]

}

for (i in 2:affy_N){

got<—xx [[1]]

go_-N<—length (got)

temp<—matrix (0,go-N,3)

for (j in 1:go-N){
temp[j,l]<—names(xx)[1i]
temp [j,2]<—got [[j]][[ *GOID" ]
temp [j,3]<—got [[j]][[ ’Ontology’]]

}

mapping<—rbind (mapping, temp)

write.table (as.data.frame(mapping), file =

"E:\\ users\\jj\\markerdata\\bioconductor\\R_-mapping. txt’,
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sep="\t")

#H#tget affy to GO mapping from R, complete version (propegationHHHHHHH
xx <— as. list (hgu95av2GO2ALLPROBES)
xx <—xx [!is.na(xx)]

GOlist<—names(xx) N<—length (xx)

i=1
n<—length (xx[[1]])
mapping<—matrix (0,n,2)
for (j in 1:n){
mapping [j,1]<—GOlist [1i]

mapping [j,2]<—xx [[1]][]]

for (i in 2:N){
n<—length (xx[[i]])
temp<—matrix (0,n,2)
for (j in 1:n){
temp [j,1]<—GOlist [i]
temp [j,2]<—xx [[1]][]]
}

mapping<—rbind (mapping, temp)

write.table (as.data.frame(mapping), file =

"E:\\ users\\jj\\markerdata\\bioconductor\\R_mapping_complete. txt ’,
sep = '\t’)

A get afly to locuslD mappingtHHHHHHHEHHAHE
xx <— as.list (hgu95av2LOCUSID)
#Remove probe ids that do not map to any LOCUSID

xx <— xx[!is.na(xx)]
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fram<—as.data.frame (xx)

mat<—data.matrix (fram)

mat[1,1:12238]

temp<—cbind (colnames (fram), mat[1,1:12238])
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Appendix D

R Codes for Simulating Empirical Null Distributions

Here is the R code for generating the empirical null distribution of the test

statistics in Section 4.4.1.

S
T T 1 1 1 11 1 1 1 A A 11 1 11 1 1 1 11 11 11 1 1 11 1 11 11 11 11 11 1 1 1 11 11 1111111111 11 11 11

critical <—matrix (0,60 ,4)

plot (0,0, xlim=c(—10,10), ylim=c(0,1.2))
for (m in 1:60){

MGC<—20000

n<-10

j<—2

mu<—0

mul<-mu

mu2<—mu

set .seed (1234567)

ul<—rep (mul,n)

u2<—rep (mu2,n)

##simulating data under null##

Xl<—matrix (¢ (rnorm (n=n*m+«MC, mean=mul,sd=1),rnorm (n=n*m+MC,

mean=mu2,sd=1)), nrow=2xn*m, ncol=MC, byrow=TRUE)

#HHEcreating matrix AfHHAHF

temp<—diag (m)

for (i in 1:(n-1)){

temp<—cbind (temp , diag (m))

}

tl<—temp

for (i in 1:(n-1)){
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tl<—rbind (t1,temp)

}

A<—rbind (t1,—t1)

A<—cbind (matrix (0,2%n*m,n*m), A)

T<—rep (0 ,MC)

##creating null distribution for test statistics##

for (i in 1:MC){

Tli]l<—(t(X1[,i])%*% A %% X1[,i]/10—(—1%m))/((3%*m)"0.5)
} critical [ml]<—mean(T) critical [m2]<—var(T)
critical [m3]<—sort (T)[MCx0.05] critical [m4]<—qnorm(0.05, mean=0,
sd=1, log.p = FALSE) } write.table(critical , file =
'C:\\users\\jj\\tex\\IBI\\extrawriteup\\critical .csv’,sep=",",
col .names = NA)

c<—read.table(’C:\\ users\\jj\\tex\\IBI\\extrawriteup\\critical.csv’,6sep="," ,header=T)

plot (1:60,c[,5],type="1",ylim=c(—2.2,—1.6)) points(1:60,c[,4])
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Appendix E

Unbalanced Case with Mean Difference 1y and p; and

variance o;

In the case that we have unbalanced sample sizes, ng for y = —1 and n, for
y = 1, we assume the jth gene expression
iid tojLn,

w_; ~ N(B;,071),0; = j=1,...,m.
paln,

We center and scale our expression level by subtracting it by its mean and

dividing by the pooled sample standard error,

W, —Ww ;1 1
x = W =Wl (jpyy L
0, 0,
J J
. 1 T . . . .
where P = ———1,,4n, 1, 4y, 8 @ (19 +11) X (no + n1) projection matrix and

hence I — P is also a projection matrix. ¢ is defined similarly as for unbalanced

classes.
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Therefore,

— 1
- T of .
XO.] - no |: 1n0 0n1 :|x..j
1 1
= T T I—P el
ng { tn On, ] ( e 7j
1 1 1
- T T | — T T T o
= no{[ 17 o7 } { 17 07 } s ot L J W 5
1 1o T 1
= T o | — 1 il
TLO{ |: 1”0 Onl :| Ny + Ny notm }W”] (ATJ'
— 1 n1 T 70 T 1
- ng | notm 1"0 " notm 1”1 W..J&_j
1( nq W N W )]_
no mo+ny o 7 mg4ng Y 0
nq — — 1
= Wo,i —Wii)—,
n0+n1( 0.4 1'])&]-
Similarly,
R Un _— 1
= — W Wii)—
1 ng + Ny 07 14)5'3
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To test for Hy : po; = p1;, we define our test statistics as

Ty = |11, 1z, | sixl

j=1
m 2
= JZI (nono T (W(]j W1,]) AJ +n1n0 - (Wo.] Wl.j) J)
_ i 2710711 (W()] le)
=\ +n 0
_ (2710711 )Qi(WOJ W1]>2
Nng + N1 =1 6]

Conveniently, our new Tj; ;) has the similar form as 5.11 with a sum of F’
distribution multiplied by some constants. Note the test statistic in 5.11 is just

a special case of the test statistic for unbalanced case.

201



Appendix F

Derivation of Significant Correlation Coefficients

To ensure we have significant pairwise correlations for gene expressions with
sample size 100 and a = 0.05 and power of § = 0.85, we derive the pairwise

correlation here.

The correlation test is constructed as:

1
T:O.510g1+r

Under null, this test statistics is distributed as a normal distribution with mean

p = 0.5log :*2 standard deviation o = \/;7 where 7 is the correlation, p is

1-p n—3"

the correlation coefficient and n is the sample size. To ensure our test have an
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type I error of o and power of 3, we have

P(T> |H1strue> > 1-p
\/_

,_.

Za 73
T — 0.5log 2 e 2 —0510g—”
Pr T I o Y ! > 1-p

V=3
Zao

Pr Z>%—05\/n— log1 > 1-p
Lo 1+
Lo, 1
Zo

@(ZSW—OS\/n— log ) < g
Z +p

2 —0.5vn — log

n

IN
I
&

We get
Zo
exp (%) ~1

p= A
exp (—2<‘/\/§5)) +1

Therefore to have significant correlation coefficient with type I error of o =

0.05 and power 3 = 0.85, where Z% = Zp.o25 = 1.96 and Zg = 0.85, we need
to have p > 0.1058. In our simulation we choose p = 0.5 as the pairwise

correlation coefficient.
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