
ABSTRACT

MORRIS, SAMUEL ALAN. Spatial Methods for Modeling Extreme and Rare Events. (Under the
direction of Dr. Brian J. Reich.)

In recent years, extreme values analysis (EVA) has started to benefit from methods that allow for

dependence between observations. This is important for many phenomena (e.g. ozone, rainfall,

wildfires) because spatial methods borrow information across space to inform inference and make

predictions at unobserved locations. When working with dependent extremes, max-stable processes

are the analog to Gaussian processes. Max-stable processes have generalized extreme value (GEV)

marginal distributions. These processes are exceptionally flexible, but they can be computationally

challenging to work with for high dimensional data.

Some current methods address the dimensionality issues for max-stable processes using pairwise

likelihoods, and others circumvent the computational challenges with low-rank approximations.

While these provide feasible solutions, they can still be very slow to fit and can be sensitive to

distributional assumptions. Despite these limitations, it is important to use models that are designed

to handle dependence in the tail of the distribution. Our contributions to the literature on spatial

extremes are threefold.

First, we develop a space-time skew-t method for threshold exceedances. In this method, we

use a censored, local skew-t process to model asymptotic dependence. We use censoring so as not

to allow the bulk of the data to influence the fit of the model in the extremes. We also implement a

partition to alleviate long-range asymptotic dependence. The proposed method is compared to

Gaussian and max-stable processes with a simulation study. We also conduct a data analysis of

ozone measurements throughout the U.S. in July 2005. We find that in most cases the proposed

method performs comparably or better than both Gaussian and max-stable processes.

Second, we extend the GEV link for binary data using a max-stable process for spatial dependence.

Traditionally, spatial methods for binary data use a latent Gaussian process, but this may not be

appropriate for rare data due to the fact that Gaussian processes do not demonstrate asymptotic



dependence. We compare our model to spatial probit and logistic methods through a simulation

study. We also conduct a data analysis of Tamarix ramosissima and Hedysarum scoparium. We

find some evidence to suggest that for very rare data, under certain sampling strategies, the max-

stable extension provides an improvement in area under the receiver operating characteristic curve

(AUROC).

Lastly, we present a method to construct empirical basis functions (EBF) as a low-rank ap-

proximation for max-stable processes. Similar to principal components analysis (PCA), these EBFs

provide an exploratory method to examine important spatial trends. One notable distinction from

PCA is that these EBFs are not orthogonal due to the fact that they are restricted to be positive. These

EBFs can also be used in a second-stage Bayesian analysis for inference and making predictions.

We demonstrate our method with a data analysis of wildfire data in the state of Georgia as well as

precipitation data in the eastern U.S. The results show that in the presence of spatial dependence,

the EBF method demonstrates an improvement in quantile scores over a more traditional approach

of using spatial knots with Gaussian weights.
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CHAPTER

1

INTRODUCTION

In extreme values analysis (EVA), extremes are separated from the bulk of the distribution by either

analyzing only points above a threshold or block maximums (Coles, 2001), e.g., the annual maximum

of the daily precipitation. A natural spatial model for block maximum at several spatial locations

is the max-stable process, which, under certain conditions, arises as the limit of the location-wise

maximum of infinitely-many spatial processes (de Haan and Ferreira, 2006). Max-stable processes

provide a very flexible framework, but they can be computationally challenging to implement. This

is because the full likelihood exists for only a few trivial situations.

In addition to computational limitations, the use of max-stable processes also necessitates the

use of dependence measures other than covariances and correlations. In extremes analysis, using

measures like covariance to describe dependence is not reliable because they focus on deviations

around the mean of the distribution. This is problematic because the finite dimensional marginal

1
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distributions of a max-stable process follow a generalized extreme value (GEV) distribution which

is not guaranteed to have a finite first moment.

In this chapter, we provide a basic overview of our contributions to solving some of the current

issues in EVA. The first contribution explores the use of the skew-t distribution for modeling spatial

extremes. This distribution has good extremal properties (i.e. it demonstrates dependence in the

tails), but it requires some modification to address long-range asymptotic dependence and possible

misspecification of distribution. The second contribution is the development of a max-stable model

for spatial dependence in rare binary data. Spatial methods for binary data traditionally use a

Gaussian process, but in the case of rare data, the Gaussian process may not be appropriate due to

its lack of asymptotic dependence. The third contribution is a new method to construct empirical

basis functions (EBF) as an exploratory technique to examine spatial dependence in the extremes.

This method is motivated by principal components analysis (PCA), but differs in that the functions

are positive and thus not orthogonal to one another. Together these three contributions provide

new solutions for existing challenges in spatial methods for EVA.

1.1 A space-time skew-t model

To assess the compliance of air quality regulations of a pollutant, the Environmental Protection

Agency (EPA) must know if a site exceeds a pre-specified level. In the case of ozone, compliance is

fixed such that the year’s 99th quantile should not exceed 75 parts per billion (ppb), which is high,

but not extreme at all locations. One standard approach in EVA is to consider the yearly maximum

at each spatial location. However, this approach is not appropriate because compliance is not based

on the maximum at each site. The other standard approach is to model threshold exceedances, but

the threshold is usually selected to be extreme in the data as opposed to being fixed in advance

by a regulatory agency. Furthermore, the computing required to fit a max-stable process to a large

spatiotemporal dataset can be onerous.

In Chapter 2, we propose a new method that shares some asymptotic dependence characteristics

of the max-stable process while retaining some of the desirable computing properties of a Gaussian

2
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process. Our method is a space-time model for threshold exceedances based on the skew-t process

of Azzalini and Capitanio (2014). Without modification, the skew-t process has some undesirable

characteristics such as long-range asymptotic dependence. To address this concern, we incorporate

a random partition to permit asymptotic independence between sites that are far apart while

allowing for asymptotic dependence between sites that are near to one another. We also incorporate

censoring in the model. This censoring is important because it allows the tails of the data to speak

for themselves. Finally, many extremal phenomena (e.g. high temperatures, extreme precipitation)

exhibit some type of temporal dependence. Therefore we introduce a transformed AR(1) time-

series to allow for temporal dependence. In many cases, this method provides results that show

improvements over both Gaussian and max-stable methods.

1.2 A spatial model for rare binary events

Spatial methods for binary data commonly implement a Gaussian process to account for spatial

dependence. However, for rare data, the latent variable is typically extreme, so Gaussian processes

may not adequately capture the dependence between observations. This is due to the fact that

Gaussian processes do not demonstrate asymptotic dependence regardless of the strength of the

correlation in the bulk of the data (Sibuya, 1960).

As a solution to this problem, in Chapter 3 we extend the GEV link function (Wang and Dey,

2010) to allow for a max-stable dependence structure based on the low-rank representation of a

max-stable process given by Reich and Shaby (2012). We provide an exact expression for the joint

distribution of extremely rare events. For events that are moderately rare, Bayesian methods can

be used to fit the model. The results from the simulation study in this chapter give some evidence

to suggest that the proposed method improves performance as rareness increases. This is further

supported by the results from the data analysis.
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1.3 Empirical basis functions

Large datasets provide a rich source of information, but sometimes they can lead to onerous com-

puting. This is especially true for max-stable methods which can be computationally burdensome

for as few as 20 simultaneously observed variables (Wadsworth and Tawn, 2014). Low-rank methods

provide an attractive solution to dealing with this problem. One such low-rank max-stable model

is given by Reich and Shaby (2012). In this model, a set of spatial knots are placed throughout the

domain of interest, and a positive stable (PS) random effect is then associated with each knot.

Chapter 4 presents the development of EBFs to be used in place of the spatial knots. As mentioned

previously, these basis functions play a similar role to principal components, but they are positive

and thus not orthogonal. Despite this difference, the basis functions can be plotted as a tool for

exploratory data analysis to reveal important spatial trends. They can also be used for Bayesian

inference on the marginal parameters, modeling spatial dependence, and testing for covariate effects.

The basis function representation allows for analysis of both block-maxima data and thresholded

data.

In the case that residual dependence is not strong, we find that the EBFs perform comparably

to the method using spatial knots. However, in the case that there is moderately strong residual

dependence, we find that the EBFs give an improvement in the performance over using a similar

number of spatial knots.
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CHAPTER

2

A SPACE-TIME SKEW-T MODEL FOR

THRESHOLD EXCEEDANCES

2.1 Introduction

Epidemiological studies have linked air quality to public health concerns regarding morbidity and

mortality (Samet et al., 2000). As a result, the Environmental Protection Agency (EPA) has developed

a set of standards to help reduce air pollution thereby improving air quality. Our study is motivated

by an air pollution application where the focus is not on the average behavior, but on the behavior

over a high level determined by government regulation. More specifically, we consider the case

of compliance for ozone. A site is said to be in compliance if the fourth highest daily maximum

8-hour concentration averaged over three years does not exceed 75 parts per billion (ppb). Figure 2.1
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shows the ozone levels from July 10, 2005, at 1089 stations across the United States. We see a large

area above the compliance level in the midwest covering Ohio, Indiana, Illinois, and parts of the

surrounding states. We analyze these data with the goals of spatial prediction for unmonitored

locations and to map the probability of extreme events.

20

40

60

80

100

Figure 2.1 Ozone values (ppb) on July 10, 2005

A spatial model for threshold exceedances warrants special consideration and standard spatial

methods are likely to perform poorly. First, because we are interested only in high values, we want

to “let the tail speak for itself”. That is, if we fit a model to the entire data set, low-to-moderate values

would influence the fit of the overall model. As there are more of these values, they can unduly

influence the distribution at the higher levels about which we are interested. Our inference method

will only use data which exceed a pre-selected threshold and will censor data below the threshold,

thereby tailoring the fit to the levels of interest. Second, likelihood-based spatial modeling typically
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assumes a Gaussian process, which is appropriate when mean behavior is of interest. However, the

Gaussian distribution is light-tailed and symmetric, and therefore may be inappropriate for modeling

data which does not share this tail behavior. Third, we aim to capture the dependence structure when

ozone is at high levels, and dependence at these levels may not be well-represented by covariances

which focus again on mean behavior. Asymptotic dependence/independence (see Section 2.2.2)

are notions which describe how two random variables’ probability of simultaneous exceedance

of an extremely high level. The Gaussian distribution always exhibits asymptotic independence,

except in the case of perfect dependence, thus is an inappropriate model for data which exhibits

asymptotic dependence. To allow for more flexibility in the marginal tail and to allow for asymptotic

dependence, the skew-t distribution forms the basis for our model.

Our approach differs from threshold modeling approaches based on extreme value distributions.

There has been extensive work on threshold modeling in the field of extreme value statistics where

extreme events are naturally defined in terms of exceedances over a high threshold. Davison and

Smith (1990) considered modeling threshold exceedances of univariate time series by the generalized

Pareto distribution. Threshold based inference for multivariate extreme value distributions was

considered by Ledford and Tawn (1996) who introduced a censored approach that provides a way

to deal with different types of exceedances of a threshold. These models were extended to spatial

models for threshold exceedances by Wadsworth and Tawn (2012) and Thibaud et al. (2013) who fit

various models to spatial extremes using a censored pairwise likelihood (Padoan et al., 2010) based

on the approach of Ledford and Tawn (1996). Huser and Davison (2014) further extended this to

space-time modeling. Wadsworth and Tawn (2014), Engelke et al. (2015), and Thibaud and Opitz

(2015) introduced more efficient inference for threshold exceedances of extremal spatial processes

with full likelihood methods. The previous approaches to threshold modeling are motivated by

extreme value theory and assume the threshold is high enough that extremal models are valid for

the data and for extrapolation beyond the range of observed values. Moreover, these approaches are

computationally intensive and limited to rather small datasets. Our application with ozone data

does not fit into this framework because we do not focus on exceedances of a very high level, and

we have observations at 1,089 ozone monitoring locations.
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We propose a new spatiotemporal threshold exceedance model based on the skew-t process

(Padoan, 2011). We use a skew-t distribution because of its flexibility to model asymmetry and

heavy-tailed data with the aim of modeling exceedances of a high fixed level at an unobserved

location. Our model allows for inference and predictions using the full likelihood with computing

on the order of Gaussian models. This allows us to use Bayesian methods, which we use to fit the

model, handle censored data below the threshold, and make predictions at unobserved locations.

The multivariate skew normal distribution was introduced by Azzalini and Dalla Valle (1996), and

this was extended to the multivariate skew-t by Branco and Dey (2001). These skew-elliptical distri-

butions have been used in the spatial setting (Genton, 2004; Kim and Mallick, 2004). Zhang and

El-Shaarawi (2010) propose the skew-Gaussian process as a class of stationary processes that have

skewed marginal distributions. Padoan (2011) examined the usage of skew-Gaussian and skew-t

distributions for multivariate extremes. In a spatial setting, the multivariate skew-t distribution

demonstrates asymptotic dependence between observations at all sites regardless of the distance

between the sites. In order to address this concern, we introduce a random spatial partition similar

to the method used by Kim et al. (2005) for non-stationary Gaussian data.

The paper is organized as follows. Section 2.2 is a brief review of the spatial skew-t process. In Sec-

tion 2.3, we build upon the traditional skew-t process by incorporating censoring, partitioning, and

extending the model to space-time data. The computing is described in Section 2.4. In Section 2.5,

we present a simulation study that examines the predictive capabilities of this model compared to

Gaussian and max-stable methods. We compare our method to Gaussian and max-stable methods

with a data analysis of ozone measurements throughout the US in Section 2.6.

2.2 Spatial skew processes

The skew-elliptical family of distributions provides models that are mathematically tractable while

introducing a slant parameter to account for asymmetric data. A brief review of the additive process

(Azzalini and Capitanio, 2014; p. 129) by which a skew-t process is created is given here.
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2.2.1 Skew-t process

Let Y (s) be a spatial process defined for spatial location s in a spatial domain of interestD ∈R2. The

spatial skew-t process can be written as

Y (s) =X(s)>β +λσ|z |+σv (s) (2.1)

where X(s) is the observed covariate vector at site s,β is the p -vector of regression parameters, λ ∈R

is a parameter controlling skewness, z ∼N (0,1),σ2 ∼ IG(a/2, b /2) is random scale parameter, IG

is the distribution function of an inverse gamma random variable, a is the degrees of freedom, b

controls the precision of the process, and v (s) is a standard Gaussian process with positive definite

correlation function Cor [Y (s1), Y (s2)] =ρ(s1, s2). Although any positive definite correlation function

could be used, we choose to use the stationary isotropic Matérn correlation with

ρ(h ) = (1−γ)I (h = 0) +γ
1

Γ (ν)2ν−1

�p
2ν

h

ϕ

�ν

Kν

�p
2ν

h

ϕ

�

(2.2)

where I (·) is an indicator function, ϕ > 0 is the spatial range, ν> 0 is the smoothness, γ ∈ [0, 1] is the

proportion of variance accounted for by the spatial variation, Kν is a modified Bessel function of

the second kind, and h = ||s1− s2|| is the Euclidean distance between sites s1 and s2.

For a finite collection of locations s1, . . . , sn , we denote by Y = [Y (s1), . . . , Y (sn )]> the vector of

observations, and the covariate matrix Xn×p = [X(s1), . . . , X(sn )]>. After marginalizing over both z and

σ, using the notation from Azzalini and Capitanio (2014; p. 176),

Y∼ STn (Xβ ,Ω,α, a ), (2.3)

that is, Y follows an n-dimensional skew-t distribution with location Xβ ∈Rn ; covariance matrix

Ωn×n = ω
�

1
1+λ2 (Σ+λ211>)

�

ω, Σn×n is the positive definite correlation matrix which is obtained

from ρ(h ), and ωn×n = diag
�
Ç

b
a (1+λ2) , . . . ,

Ç

b
a (1+λ2)

�

; slant parameters α ∈ Rn = λ(1+ λ2)1/2(1+

λ21>Σ−11)−1/2Σ−11, and degrees of freedom a . Furthermore, the marginal distributions at each
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location also follow a univariate skew-t distribution (Azzalini and Capitanio, 2014). This process is

desirable because it is heavy tailed with tail index a , and the shape of the distribution is controlled

by the skewness parameter. For a comparison with other parameterizations, see Appendix A.5.

2.2.2 Extremal dependence

Our interest lies in spatial dependence in the tail of the skew-t process. One measure of extremal

dependence is the χ statistic (Coles et al., 1999). For a stationary and isotropic spatial process, the

χ statistic for two locations separated by distance h is

χ(h ) = lim
c→c ∗

Pr[Y (s+h )> c |Y (s)> c ] (2.4)

where c ∗ is the upper limit of the support of Y ; for the skew-t distribution c ∗ =∞. If χ(h ) = 0,

then observations are asymptotically independent at distance h . For Gaussian processes, χ(h ) = 0

regardless of the distance h , so they are not suitable for modeling asymptotically dependent extremes.

Unlike the Gaussian process, the skew-t process is asymptotically dependent (the explicit expression

for χ(h ) is given in Appendix A.4). However, one problem with the spatial skew-t process is that

lim
h→∞

χ(h )> 0. This occurs because all observations, both near and far, share the same z andσ terms.

Therefore, this long-range dependence feature of the skew-t process is not desirable for spatial

analysis of large geographic regions where we expect only local spatial dependence. We propose a

solution to this in Section 2.3.2.

2.3 Extending the model

In this section, we propose extensions to the skew-t process to model spatial extremes over a large

geographic region by introducing censoring to focus on tail behavior and a random partition to

remove long-range asymptotic dependence. For notational convenience, we introduce the model

for a single replication, and then extend this model to the spatiotemporal setting in Section 2.3.3.
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2.3.1 Censoring to focus on the tail

We do not want the low-to-moderate values to influence the fit of the model. We propose the

use of a censored approach to fit threshold exceedances only. More specifically, we assume our

skew-t model Y (s) is valid at each location s above a threshold T , and censor the values below T

for which we don’t assume the model to be valid. We define our partially censored observations

as eY = [ eY (s1), . . . , eY (sn )]> where eY (s) =max{Y (s), T }, and fit the skew-t process to these eY. In our

Bayesian framework, inference can be easily performed by imputing censored observations below

T (see Section 2.4.1).

As our goal is to model exceedances above a high level L , we should select a value for T ≤ L . For

example, in predicting ozone exceedances, we might set T = 50 ppb in order to predict exceedances

of L = 75 ppb. Selecting T too small may lead to bias in estimating the tail parameters; selecting T

too large increases variance. We impute the censored values as a step in the algorithm used to fit the

model described in Section 2.4.1, and use cross-validation to select T .

2.3.2 Partitioning to remove long-range asymptotic dependence

For a large spatial domain, it may not be reasonable to assume sites that are far apart demonstrate

asymptotic dependence.As discussed in Section 2.2, the source of long-range dependence is the

shared z and σ. Therefore, to alleviate this dependence, we allow z and σ to vary by site using a

partitioning approach. The model becomes

Y (s) =X(s)>β +λσ(s)|z (s)|+σ(s)v (s). (2.5)

To model spatial variation, consider a set of spatial knots w1, . . . , wK from a homogeneous Poisson

process over spatial domain D ∈ R2. The knots define a random partition of D by subregions

P1, . . . , PK defined as

Pk = {s : k = arg min`||s−w`||}. (2.6)

11



2.3. EXTENDING THE MODEL CHAPTER 2. SPACE-TIME SKEW-T MODEL

In other words, Pk is composed of all sites for which the closest knot is wk . For all s ∈ Pk , with

k = 1,2, . . . , K , the functions z (s) and σ(s) are equal to the constants zk and σk respectively, and

the zk and σ2
k are distributed as zk

iid∼ N (0,1) and σ2
k

iid∼ IG(a/2, b /2). So, within each partition,

Y (s) follows the spatial skew-t process defined in Section 2.2. Across partitions, the Y (s) remain

dependent via the correlation function for v (s) because v (s) spans all partitions. However, the

bivariate distribution for sites in different partitions is neither Gaussian nor skew-t and does not

have asymptotic dependence.

The partitioning model removes long-range dependence. Conditional on knots w1, . . . , wK , the

χ statistic for two sites s1 and s2 in partitions k1 and k2 respectively is

χ(h ) = I (k1 = k2)χskew-t (h ) (2.7)

where χskew-t (h ) is the χ statistic for a skew-t process given in equation (A.8) of Appendix A.4,

and h = ||s1− s2||. Marginally, over the knots, χ(h ) =π(h )χskew−t (h ), where π(h ) = Pr(k1 = k2) is the

probability that two sites separated by distance h are in the same partition. In Appendix A.3, we show

that assuming the knots follow a homogeneous Poisson process, lim
h→∞

π(h ) = 0, and thus long-range

dependence is removed. In practice we fix K at a finite value and use a uniform distribution for the

knots w1, . . . , wK . In Figure 2.2, we estimate χ (h ) for K = 1, 3, 5, 10 partitions for a skew-t distribution

with α= 10, and 3 degrees of freedom.

2.3.3 Extension to space-time data

When using daily measurements, the assumption of temporal independence is often inappropriate.

In this section, we extend (2.5) to the spatiotemporal setting. There are several places where temporal

dependence could be incorporated in the model, including the Gaussian process vt (s). However, we

choose to allow for temporal dependence in the w, z , andσ terms because these terms dictate the

tail behavior of the process which is our primary focus (see Appendix A.6 for a discussion of the
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Figure 2.2 Extremal dependence measure χ(h ), as a function of distance, h , for K = 1, 3, 5, and 10 knots.

induced temporal asymptotic dependence). Let

Yt (s) =Xt (s)
>β +λσt (s)|zt (s)|+σt (s)vt (s), (2.8)

where t ∈ {1, . . . , nt } denotes the day of each observation. Let wt k = (wt k 1, wt k 2) be a spatial knot on

day t , and let wt 1, . . . , wt K be the collection of spatial knots on day t . As in Section 2.3.2, these knots

define a daily partition Pt 1, . . . , Pt K , and for s ∈ Pt k ,

zt (s) = zt k and σt (s) =σt k . (2.9)

We allow the partition structure to vary from day to day in order to account for sharp spikes in a

response that may not be present every day (e.g. the impact of a forest fire on ozone levels).

We use an AR(1) time series model for wt k , zt k , andσt k . The time series model must be specified

after a transformation to preserve the skew-t process at each time point. For each time-varying

parameter, we transform the parameter to obtain a standard normal marginal distribution, place a
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Gaussian prior with autocorrelation on the transformed parameter, and then transform back to the

appropriate marginal distribution for the skew-t process. We first transform the spatial knots from

D to R2 as follows. Let

w ∗t k i =Φ
−1
�

wt k i −min(si )
max(si )−min(si )

�

, i = 1, 2 (2.10)

whereΦ is a univariate standard normal density function and si = [s1i , . . . , sni ]. Then the transformed

knots w∗t k ∈R
2. We use a transformation of a Gaussian random variable on zt (s) to ensure that the

marginal distributions of zt (s) are half-normal. Let

z ∗t (s) =Φ
−1 {HN[zt (s)]} (2.11)

where HN is the distribution function of a half-normal random variable. We also use a transformation

of a Gaussian random variable onσ2
t (s) to ensure that the marginal distributions ofσ2

t (s) are inverse

gamma. Let

σ2∗
t (s) =Φ

−1
�

IG[σ2
t (s)]

	

(2.12)

where IG is defined as before. The AR(1) process for each tail parameter is w∗1k ∼ N2(0, I2) where

I2 = diag(1, 1), z ∗1k ∼N (0, 1),σ2∗
1k ∼N (0, 1), and for t > 1 the time series is modeled as

w∗t k |w
∗
t−1,k ∼N2

�

φw w∗t−1,k , (1−φ2
w )I2

�

(2.13)

z ∗t k |z
∗
t−1,k ∼N

�

φz z ∗t−1,k , (1−φ2
z )
�

(2.14)

σ2∗
t k |σ

2∗
t−1,k ∼N

�

φσσ
2∗
t−1,k , (1−φ2

σ)
�

(2.15)

where |φw |, |φz |, |φσ| < 1. These are stationary time series models with marginal distributions

w∗k ∼N2(0, I2) z ∗k ∼N (0, 1), andσ2∗
k ∼N (0, 1). After transformation back to the original space, wt k ∼

Unif(D), zt k ∼ HN(0,1), and σ2
t k ∼ IG(a/2, b /2). We then create the partition for day t using
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wt 1, . . . , wt K . For each day, the model is identical to the spatial-only model in (2.5) by construc-

tion.

2.4 Hierarchical model

We define a Bayesian hierarchical model based on the skew-t process and use a Markov chain Monte

Carlo (MCMC) algorithm to fit the data. We model our data as partially censored observations (see

Section 2.3.1) from the skew-t model defined in Section 2.3. In the first step of the MCMC algorithm,

we impute censored values of eY such that the estimation of model parameters can be based on the

completed Y. Conditioned on zt k (s),σ2
t k (s), and Pt k , joint distribution of Y is multivariate Gaussian.

We do not fix the partitions; instead, the locations of the K knots are treated as unknown and random.

One approach would be to allow K to be unknown and follow a Poisson process prior, but this would

lead to onerous computing. Therefore, we elect to treat K as a tuning parameter for the MCMC by

fixing it at different values and assessing its impact on prediction as described in Section 2.5.2. Then

the hierarchical model is given as

Yt (s) | zt (s),σ
2
t (s), Pt k ,Θ =Xt (s)

>β +λσt (s)|zt (s)|+σt (s)vt (s) (2.16)

zt (s) = zt k if s ∈ Pt k

σ2
t (s) =σ

2
t k if s ∈ Pt k

λ∼N (0,σ2
λ)

vt (s) |Θ ∼Matérn (0,Σ)

whereΘ = {ϕ,ν,γλ,β},Σ is a Matérn covariance matrix as described in Section 2.2.1, and the priors

on w∗t k , z ∗t k , andσ2∗
t k are given in (2.13) – (2.15).

15



2.5. SIMULATION STUDY CHAPTER 2. SPACE-TIME SKEW-T MODEL

2.4.1 Computation

We use MCMC methods to estimate the posterior distribution of the model parameters. At each

MCMC iteration, we first impute values below the threshold conditional on observations above

the threshold. After conditioning on λ, zt (s) and non-censored observations, Yt (s) has truncated

normal full conditionals Yt (s)∼N(−∞,T )(X>t (s)β +λ|zt (s)|,Σ).

We update model parameters Θ using Gibbs sampling with Metropolis-Hastings steps when

needed. In our case, we also wish to be able to make predictions at sites where we do not have

data. We can easily implement Bayesian Kriging as a part of the algorithm to generate a predictive

distribution for Yt (s∗) at prediction location s∗. This step is similar to the imputation for censored

observations except that the full conditionals are no longer truncated at T . See Appendices A.1 and

A.2 for details regarding the MCMC algorithm.

2.5 Simulation study

In this section, we present the results from a simulation study to investigate how the number of

partitions and the amount of thresholding impact the accuracy of predictions made by the model

and to compare with Gaussian and max-stable methods.

2.5.1 Design

For all simulation designs, we generated data from model (2.5) in Section 2.3.2 using ns = 144 sites

and nt = 50 independent days. The sites were generated uniformly on the square [0, 10]× [0, 10]. We

generated data from five different simulation designs:

1. Gaussian, K = 1 knot

2. Skew-t, K = 1 knots

3. Skew-t, K = 5 knots

4. Reich and Shaby (2012) max-stable process
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5. Brown-Resnick max-stable process (Kabluchko et al., 2009)

In the first three designs, the realizations from vt (s)were generated using a Matérn covariance with

smoothness parameter ν= 0.5, spatial range ϕ = 1 and γ= 0.9. In the first design,σ2 = 2 was used

for all days which results in a Gaussian distribution. For designs 2 and 3,σ2
t k

iid∼ IG(3,8) to give a t

distribution with 6 degrees of freedom. For design 1, we set λ= 0. For designs 2 and 3, λ= 3 was

used as to simulate moderate skewness, and the zt were generated as described in Section 2.3.2. In

designs 1 – 3, the mean X>β = 10 was assumed to be constant across space. In the fourth design,

we generated from the max-stable model of Reich and Shaby (2012). The marginal distributions

follow a generalized extreme value distribution with location parameter 1, scale parameter 1, and

shape parameter 0.2. Spatial dependence in the form an asymmetric logistic dependence function

is induced by random effects for kernel basis functions associated with 144 spatial knots defined

on a square grid on [1, 9]× [1, 9]. We set the dependence parameter (α in Reich and Shaby, 2012) to

0.5 which represents moderate spatial dependence. For the final design, we generated data from a

Brown-Resnick max-stable process using rmaxtab in the SpatialExtremes package of R (Ribatet,

2015). For this design we fixed unit Fréchet margins, and we used a range of 1 and smoothness 0.5.

M = 50 data sets were generated for each design. For each data set we fit the data using six

models

1. Gaussian marginal, K = 1 knots

2. Skew-t marginal, K = 1 knots, T =−∞

3. Symmetric-t marginal, K = 1 knots, T = q (0.80)

4. Skew-t marginal, K = 5 knots, T =−∞

5. Symmetric-t marginal, K = 5 knots, T = q (0.80)

6. Reich and Shaby (2012) max-table model thresholded at T = q (0.80)

where q (0.80) is the 80th sample quantile of the data. All methods were fit using a fully-Bayesian

approach that simultaneously estimates marginal and spatial dependence parameters. The design
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matrix X includes an intercept with a first-order spatial trend with priors of βint, βlat, βlong,
iid∼ N(0, 10)

although only the intercept is used in the data generation. The spatial covariance parameters

have priors log(ν) ∼ N(−1.2,1), γ ∼ Unif(0,1), ϕ ∼ Unif(0,15). The skewness parameter has prior

λ∼N (0,20). The residual variance terms have priors σ2
t (s)∼ IG(a/2, b /2), where a has a discrete

uniform prior on a mesh from 0.2 to 20 with spacing of 0.1 and b has a Gamma(0.1,0.1) prior.

As described in Section 2.2.1, these priors are meant to be fairly uninformative to allow the data

to dictate both the degrees of freedom a and precision b of the process. The knots have priors

w ∼ Unif(D). We tried also fitting the skew-t marginals for the thresholded models, but it is very

challenging for the MCMC to properly identify the skewness parameter with a censored left tail. Each

chain of the MCMC ran for 20,000 iterations with a burn-in period of 10,000 iterations. Although the

goal of this simulation study is not to assess parameter estimation, for design (2) and method (2)

where data are generated and fit with a skew-t distribution, the samples converges for λ and a , and

the empirical coverage of posterior 95% intervals is near the nominal level (96% coverage for λ and

90% for a ). It should be noted that in the models with multiple partitions (i.e. models 4 and 5) it is

hard to assess the convergence of w, z (s), andσ2(s) because of partition label switching throughout

the MCMC; however, we are not interested in these parameters but rather spatial predictions and

tail probabilities which converge well. Finally, we did not fit a Brown-Resnick model because we

cannot use a Bayesian approach with so many sites.

2.5.2 Cross validation

Models were compared using cross validation, with 100 sites used as training sites to fit the models,

and 44 sites withheld for testing the predictions. Because one of the primary goals of this model is

to predict exceedances over a high level, we use Brier scores to compare the models (Gneiting and

Raftery, 2007). The Brier score for predicting exceedance of a level L is given by [e (L )−P (L )]2 where

e (L ) = I [y > L ] is an indicator function indicating that a test set value, y , has exceeded the level, L ,

and P (L ) is the predicted probability of exceeding L . We average the Brier scores over all test sites

and days. For the Brier score, a lower score indicates a better fit.
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2.5.3 Results

We compared the Brier scores for exceeding four different high levels for each dataset. The levels

used for the Brier scores are extreme quantiles from the simulated data for L = q (0.90), q (0.95),

q (0.98), q (0.99). Figure 2.3 gives the Brier score relative to the Brier score for the Gaussian method

calculated as

BSrel =
BSmethod

BSGaussian
. (2.17)

We analyzed the results for the simulation study using a Friedman (Hollander et al., 2014) test at

α= 0.05 to see if at least one method had a significantly different Brier score. For Friedman tests that

came back with a significant p-value, we conducted a Wilcoxon-Nemenyi-McDonald-Thompson

(Hollander et al., 2014) test to see which of the methods had different results. The full results for the

Wilcoxon-Nemenyi-McDonald-Thompson tests are given in Appendix A.8.

In general, we find that when the method to fit the data matches the data generation scheme,

there is some improvement over other methods. The results show that when the data are generated

from a Gaussian process, our method performs comparably to a Gaussian approach. In general,

when the underlying process is not Gaussian, our method results in an improvement over both

the max-stable and Gaussian methods. We also see that the non-thresholded methods tend to

outperform the thresholded methods, but this is not surprising given that in most cases, the data are

generated directly from the model. Finally, in the case where the data are generated from a Brown-

Resnick process, we find that our method is competitive with using a max-stable model. In summary,

our method provides great flexibility for data that demonstrate some level of asymmetry and heavy

tails, while still performing comparably to Gaussian methods when the data are symmetric and

have light tails.
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Figure 2.3 Brier scores relative to the Gaussian method for simulation study results. A ratio lower than 1
indicates that the method outperforms the Gaussian method.
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Figure 2.4 Gaussian Q-Q plot (left) and skew-t with a = 10 and λ= 1 Q-Q plot (right) of the residuals.

2.6 Data analysis

We consider daily observations of maximum 8-hour ozone measurements for the 31 days of July

2005 at 1,089 Air Quality System (AQS) monitoring sites in the United States as the response (see

Figure 2.1). For each site, we also have covariate information containing the estimated ozone from

the Community Multi-scale Air Quality (CMAQ) modeling system. Initially, we fit a linear regression

with Xt (s) = [1, CMAQt (s)]>. Figure 2.4 shows a Q-Q plot of the residuals compared to the Gaussian

distribution and a skew-t distribution with a = 10 and λ= 1, suggesting the data are heavy tailed.

Standard exploratory data analysis techniques for extremal dependence are very challenging

with only 31 days worth of data because it is difficult to estimate extreme quantiles at each site to

obtain empirical estimates of χ . Despite the fact that there is only one month of data, we can get

some sense of extremal dependence between sites by looking at joint occurrences of high sample

quantiles. For example, Figure 2.5 suggests there is more agreement between sites that are close to

one another than sites that are far from one another.
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Figure 2.5 Daily quantiles for two monitoring locations near Columbus, OH (left) and daily quantiles for a
monitoring location in Los Angeles, CA and Columbus, OH (right)

2.6.1 Model comparisons

We fit the model using Gaussian and skew-t marginal distributions with K = 1,5,6,7,8,9,10,15

partitions. We censored Y (s) at T = 0, T = 50 (0.42 sample quantile), and T = 75 (0.92 sample

quantile) ppb in order to compare results from no, moderate, and high censoring. The upper

threshold of 75 ppb was used because the current air quality standard is based on exceedance of 75

ppb. As with the simulation study, for models with a threshold of T = 75, we used a symmetric-t

marginal distribution. We also compared models with no time series to models that included the

time series. Finally, as a comparison to max-stable methods, we fit the model using the hierarchical

max-stable model of Reich and Shaby (2012) with the data thresholded at T = 75. All methods

assumed Xt (s) = [1, CMAQt (s)]>. To ensure that the max-stable method ran in a reasonable amount

of time, we used a stratified sub-sample of 800 sites. We conducted two-fold cross validation using

400 training sites and 400 validation sites as described in Section 2.5.2

Each chain of the MCMC ran for 30,000 iterations with a burn-in period of 25,000 iterations.

22



2.6. DATA ANALYSIS CHAPTER 2. SPACE-TIME SKEW-T MODEL

We used the same priors for the spatial covariance parameters, skewness parameter, and knots as

in the simulation study. The prior for the residual variance terms was σ2
t (s)∼ IG(a/2, b /2)where

a was the same as the simulation study, but b had a Gamma(1,1) prior. Parameters appeared to

converge properly; however, as before, for models with multiple partitions it was hard to assess the

convergence of w, z (s), andσ2(s) because of partition label switching throughout the MCMC. For

each model, we averaged Brier scores over all sites and days to obtain a single Brier score for each

dataset. At a particular level, the model that fit the best was the one with the lowest score. We then

computed the relative (to Gaussian) Brier scores (see Section 2.5.3) to compare each model.

2.6.2 Results

The results suggest that the skew-t, thresholded, partitioned, and time series models all give an

improvement in predictions over the Gaussian model, whereas the max-stable method results in

relative Brier scores between 1.13 and 1.18 indicating poorer performance than the Gaussian model.

The plots in Figure 2.6 show the relative Brier scores for time-series and non-time-series models,

using K = 1, 7, and 15 knots at thresholds T = 0, 50, and 75 ppb. Most of the models perform similarly

across all the Brier scores; however, for single-partition models without thresholding, performance

tends to diminish in the extreme quantiles. The results also suggest that thresholding improves

performance for estimates in the extreme quantiles. Both plots have similar features suggesting

that most settings do reasonably well. In particular, for all extreme quantiles, selecting a moderate

number of knots (e.g. K = 5, . . . , 10) tends to give the best results. Table 2.1 shows the best two models

for selected extreme quantiles.

We illustrate the predictive capability of our model in Figure 2.7 by plotting the 99th quantile for

South Carolina and Georgia, a subset of the spatial domain, in order to study local features. The

four methods used are

1. Gaussian

2. Skew-t, K = 1 knot, T = 0, no time series

3. Skew-t, K = 5 knots, T = 50, no time series
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Figure 2.6 Relative Brier scores for time-series models (left) and non-time-series models (right). Relative
brier score for the max-stable model is between 1.13 and 1.18

Table 2.1 Top two performing models for predicting ozone exceedance of level L with Relative Brier score

L 1st 2nd

q (0.90) No time series K = 6 T = 50 BS: 0.992 No time series K = 1 T = 0 BS: 0.992
q (0.95) Time series K = 5 T = 50 BS: 0.988 No time series K = 6 T = 50 BS: 0.989
q (0.98) Time series K = 7 T = 50 BS: 0.973 Time series K = 5 T = 50 BS: 0.975
q (0.99) No time series K = 8 T = 0 BS: 0.946 Time series K = 9 T = 75 BS: 0.947
q (0.995) No time series K = 8 T = 0 BS: 0.951 Time series K = 9 T = 75 BS: 0.956

4. Symmetric-t , K = 10 knots, T = 75, time series.

In the bottom two plots, we plot the differences between method 4 and methods 1 and 2. The most

noticeable differences between the reference methods and the comparison methods is that the

comparison methods tend to give higher estimates of the 99th quantile along the I-85 corridor

between Charlotte and Atlanta. Among these methods, the fourth method demonstrates the best

performance. For a map of Brier scores for the 99th quantile between Gaussian and the fourth

method, see Appendix A.7.
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Figure 2.7 Panels (a) – (d) give the posterior predictive bq (0.99) for the month of July under four different
models, panel (e) gives the difference between bq (0.99) in panels (d) and (a), panel (f) gives the difference
between bq (0.99) in panels (d) and (b).
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2.7 Discussion

In this paper we propose a new threshold exceedance approach for spatiotemporal modeling based

on the skew-t process. The proposed model gives flexible tail behavior, demonstrates asymptotic

dependence for observations at sites that are near to one another, and has computation on the order

of Gaussian models for large space-time datasets. In the simulation study, we demonstrate that this

model shows statistically significant improvements over a naïve Gaussian approach and in most

cases, a max-stable approach. In both the simulation study, and the application to ozone data, we

find that incorporating a partition in the model can improve extreme predictions. Furthermore the

results from the data analysis suggest that thresholding can improve performance when predicting

in the extreme tails of the data.

This model presents new avenues for future research. One possibility is the implementation

of a different partition structure. We choose to define the random effects for a site by using an

indicator function based on closeness to a knot. However, this indicator function could be replaced

by kernel function that would allow for multiple knots to impact each site, with the weight of each

knot to be determined by some characteristic such as distance. Another area that should be explored

is the temporal dependence in the model. Instead of implementing a time series on the random

effects, a three-dimensional covariance structure on the residuals could be implemented to address

temporal dependence. Finally, we acknowledge that by specifying the number of knots, we may be

underestimating the uncertainty in the model. This could be incorporated by treating the number

of knots as a model parameter instead of fixing it to be a specific value.
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CHAPTER

3

A SPATIAL MODEL FOR RARE BINARY

EVENTS

3.1 Introduction

The goals of spatial binary data analysis are often to estimate covariate effects while accounting for

spatial dependence and to make predictions at locations without samples. A common approach to

incorporate spatial dependence in the model for binary data is relating a continuous spatial process

Z (s) ∈R to the binary response Y (s) by thresholding, Y (s) = I [Z (s)> c ], where I [·] is an indicator

function. In many spatial analyses of binary data, a Gaussian process is used to model Z (s). This is

true for both spatial probit and spatial logistic regression. In these models, spatial dependence is

determined by the joint probability that two sites simultaneously exceed the threshold c . However,
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when c is large, and thus Y (s) = 1 is rare, then the asymptotic theory suggests that the Gaussian

process will model dependence poorly. In fact, even under strong spatial correlation for Z (s), it gives

asymptotic independence (Sibuya, 1960), suggesting that for rare binary data, the Gaussian model

will not perform very well.

We propose using a latent max-stable process (de Haan, 1984) for Z (s) because it allows for

asymptotic dependence. The max-stable process arises as the limit of the location-wise maximum of

infinitely many spatial processes, and any finite-dimensional representation of a max-stable process

has generalized extreme value distribution (GEV) marginal distributions. Max-stable processes

are extremely flexible, but are often challenging to work with in high dimensions (Wadsworth and

Tawn, 2014; Thibaud and Opitz, 2015). To address this challenge, methods have been proposed that

implement composite likelihood techniques for max-stable processes (Padoan et al., 2010; Genton

et al., 2011; Huser and Davison, 2014). Composite likelihoods have also been used to model binary

spatial data (Heagerty and Lele, 1998), but not using max-stable processes. As an alternative to these

composite approaches, Reich and Shaby (2012) present a hierarchical model that implements a

low-rank representation for a max-stable process. We choose to use this low-rank representation for

our rare binary spatial regression model. Our model builds on related work by Wang and Dey (2010)

who use a GEV link for non-spatial binary data. The proposed model generalizes this to have spatial

dependence.

The paper proceeds as follows. In Section 3.2 we present the proposed latent max-stable process

for spatially dependent rare binary analysis. In Section 3.3 we give the bivariate distribution for our

model. In Section 3.4 we show a link between a commonly used measure of dependence between

binary variables and another metric for extremal dependence. The computing for our model is

outlined in Section 3.5. Finally, we present a simulation study in Section 3.6 which is followed in

Section 3.7 by a data analysis of two species: Tamarix ramosissima and Hedysarum scoparium.

Lastly, in Section 3.8 we provide some discussion and possibilities for future research.
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3.2 Spatial dependence for binary regression

Let Y (s) be the binary response at spatial location s in a spatial domain of interestD ∈R2. We assume

Y (s) = I [Z (s)> 0]where Z (s) is a latent continuous max-stable process. The marginal distribution of

Z (s) at site s is GEV with location X(s)>β , scaleσ> 0, and shape ξ, where X(s) is a p -vector of spatial

covariates at site s and β is a p -vector of regression coefficients. We set σ = 1 for identifiability

because only the sign and not the scale of Z affects Y . If X(s)>β = µ for all s, then P (Y = 1) is the

same for all observations, and the two parameters µ and ξ are not individually identifiable. So when

there are no covariates, we fix ξ= 0. Although β and ξ could be permitted to vary across space, we

assume that they are constant acrossD. At spatial location s, the marginal distribution (over Z (s)) is

P [Y (s) = 1] = 1−exp
§

−
1

z (s)

ª

(3.1)

where z (s) =
�

1−ξX(s)>β
�1/ξ

. This is the same as the marginal distribution given by Wang and Dey

(2010).

For a finite collection of locations s1, . . . , sn , we denote by Y = [Y (s1), . . . , Y (sn )]> the vector of

observations. The spatial dependence of Y is determined by the joint distribution of the latent

variable Z = [Z (s1), . . . , Z (sn )]>. To incorporate spatial dependence, we consider the hierarchical

representation of the max-stable process proposed in Reich and Shaby (2012). Consider a set of

positive stable (PS) random effects A1, . . . , AL
iid∼ PS(α) associated with spatial knots v1, . . . , vL ∈R2.

The hierarchical model is given by

Z (si )|A1, . . . , AL
ind∼ GEV

�

X(si )
>β +

θ (si )ξ−1

ξ
,αθ (si ),ξα

�

and θ (si ) =

�

L
∑

l=1

Al wl (si )
1/α

�α

(3.2)

where wl (si ) > 0 are a set of L weight functions that vary smoothly across space and satisfy the

condition
L
∑

l=1

wl (s) = 1 for all s, and α ∈ (0,1) determines the strength of dependence, with α near

zero giving strong dependence and α= 1 giving joint independence.

Because the latent Z(s) are independent given the random effects θ (s), the binary responses are
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also conditionally independent. This leads to the tractable likelihood

Y (si )|Al , . . . , AL
ind∼ Bern[π(si )] (3.3)

where

π(si ) = 1−exp

¨

−
L
∑

l=1

Al

�

wl (si )
z (si )

�1/α
«

(3.4)

and z (s) = [1+ξX(s)>β )]1/ξ. Marginally over the Al , this gives

Z (s)∼GEV
�

X(s)>β , 1,ξ
�

, (3.5)

and thus P [Y (s) = 1] = 1−exp
§

−
1

z (s)

ª

.

Many weight functions are possible, but the weights must be constrained so that
L
∑

l=1

wl (si ) = 1

for i = 1, . . . , n to preserve the marginal GEV distribution. For example, Reich and Shaby (2012) take

the weights to be scaled Gaussian kernels with knots vl ,

wl (si ) =
exp

�

−0.5
�

||si −vl ||/ρ
�2�

L
∑

j=1

exp
�

−0.5
�

||si −v j ||/ρ
�2�

(3.6)

where ||si−vl || is the distance between site si and knot vl , and the kernel bandwidthρ > 0 determines

the spatial range of the dependence, with large ρ giving long-range dependence and vice versa.

After marginalizing out the positive stable random effects, the joint distribution of Z is

G (z) = P [Z (s1)< z (s1), . . . , Z (sn )< z (sn )] = exp

¨

−
L
∑

l=1

�

n
∑

i=1

�

wl (si )
z (si )

�1/α
�α«

, (3.7)

where G (·) is the CDF of a multivariate GEV distribution. This is a special case of the multivariate
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GEV distribution with asymmetric Laplace dependence function (Tawn, 1990).

3.3 Joint distribution

We give an exact expression in the case where there are only two spatial locations which is useful for

constructing a pairwise composite likelihood (Padoan et al., 2010) and studying spatial dependence.

When n = 2, the probability mass function is given by

P[Y (si ) = yi , Y (s j ) = yj ] =















































ϕ(z), yi = 0, yj = 0

exp
§

−
1

z (si )

ª

−ϕ(z), yi = 1, yj = 0

exp

�

−
1

z (s j )

�

−ϕ(z), yi = 0, yj = 1

1−exp
§

−
1

z (si )

ª

−exp

�

−
1

z (s j )

�

+ϕ(z), yi = 1, yj = 1

(3.8)

where ϕ(z) = exp

¨

−
L
∑

l=1

�

�

wl (si )
z (si )

�1/α

+

�

wl (s j )

z (s j )

�1/α�α«

. For more than two locations, we are also

able to compute the exact likelihood when n is large but the number of events K =
n
∑

i=1

Y (si ) is small,

as might be expected for very rare events, see Appendix B.2.

3.4 Quantifying spatial dependence

Assume that Z (s1) and Z (s2) are both GEV(β , 1, 1) so that P (Yi = 1) decreases to zero as β increases.

A common measure of dependence between binary variables is Cohen’s kappa (Cohen, 1960),

κ(β ) =
PA −PE

1−PE
(3.9)
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where PA is the joint probability of agreement P (Y1 = Y2) and PE is the joint probability of agreement

under an assumption of independence P (Yi = 1)2+P (Yi = 0)2. For the spatial model,

PA(β ) = 1−2 exp
§

−
1

β

ª

+2 exp
§

−
ϑ(s1, s2)
β

ª

PE (β ) = 1−2 exp
§

−
1

β

ª

+2 exp
§

−
2

β

ª

,

and

κ(β ) =
PA(β )−PE (β )

1−PE (β )
=

exp
§

−
ϑ(s1, s2)−1

β

ª

−exp
§

−
1

β

ª

1−exp
§

−
1

β

ª (3.10)

where ϑ(si , s j ) =
L
∑

l=1

�

wl (si )
1/α+wl (s j )

1/α
�α

is the pairwise extremal coefficient given by Reich and

Shaby (2012). To measure extremal dependence, let β →∞ so that events are increasingly rare.

Then,

κ= lim
β→∞

κ(β ) = 2−ϑ(s1, s2) (3.11)

which is the same as the χ statistic of Coles (2001), a commonly used measure of extremal depen-

dence.

3.5 Computation

For small K , we can evaluate the likelihood directly. When K is large, we use Markov chain Monte

Carlo (MCMC) methods with the random effects model to explore the posterior distribution. To

overcome challenges with evaluating the positive stable density, we follow Reich and Shaby (2012)

and introduce a set of auxiliary variables B1, . . . , BL following the auxiliary variable technique of
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Stephenson (2009) (Reich and Shaby, 2012; see Appendix A.3). So, the hierarchical model is given by

Y (si )|π(si )
ind∼ Bern[π(si )] (3.12)

π(si ) = 1−exp

¨

−
L
∑

l=1

Al

�

wl (si )
z (si )

�1/α
«

Al ∼ PS(α)

with priors β ∼N(0,σ2
β Ip ), ξ∼N(0,σ2

ξ), ρ ∼Unif(ρl ,ρu ), and α∼Beta(aα, bα). The model parame-

ters are updated using Metropolis Hastings (MH) update steps, and the random effects A1, . . . , AL , and

auxiliary variables B1, . . . , BL are updated using Hamiltonian Monte Carlo (HMC) update steps. The

code for this is available online through https://github.com/sammorris81/rare-binary.

3.6 Simulation study

For our simulation study, we generate nm = 50 datasets under 12 different simulation settings to

explore the impact of sample size, sampling technique, and misspecification of link function. We

generate data from three possible underlying processes. For each of the underlying processes, we

generate complete datasets on a 100×100 rectangular grid of n = 10,000 locations. If a simulated

population is generated and K < 50, it is discarded and a new simulated population is generated.

This is done to guarantee that the rarity for all datasets is no lower than 0.5%. For model fitting,

we select a subsample and use the remaining sites to evaluate predictive performance. For all

models, we run the MCMC sampler for 25,000 iterations with a burn-in period of 20,000 iterations.

Convergence is assessed through visual inspection of traceplots.

3.6.1 Latent processes

The first process is a latent max-stable process that uses the GEV link described in (3.2) with knots

on a 50× 50 regularly spaced grid on [0,1]× [0,1]. For this process, we set α = 0.35, ρ = 0.1, and

β0 ≈ 2.97 which gives K = 500 (5% rarity), on average. Because there are no covariates, we set ξ= 0.
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Y
Not observed
Observed

Simulated GEV dataset

Y
Not observed
Observed

Simulated logistic dataset

Y
Not observed
Observed

Simulated hotspot dataset

Figure 3.1 One simulated dataset from spatial GEV (left), spatial logistic (center), and hotspot (right) de-
signs.

We then set Y (s) = I [Z (s)> 0].

For the second process, we generate a latent variable from a spatial Gaussian process with a

mean of logit(0.05)≈−2.94 and an exponential covariance given by

Cov(s1, s2) =τ
2
Gau exp

§

−
||s1− s2||
ρGau

ª

(3.13)

with τGau = 10 and ρGau = 0.1. Finally, we generate Y (si )
ind∼ Bern[π(si )]where π(si ) =

exp{z (s)}
1+exp{z (s)}

.

For the third process, we generate data using a hotspot method. For this process, we first

generate hotspots throughout the space. Let nhs be the number of hotspots in the space. Then

nhs−1∼ Poisson(2). This generation scheme ensures that every dataset has at least one hotspot. We

generate the hotspot locations h1, . . . , hnhs
∼Unif(0, 1)2. Let Bh be a circle of radius of radius rh around

hotspot h = 1, . . . , nhs. The rh differ for each hotspot and are generated i.i.d. from a Unif(0.03, 0.08)

distribution. We set P [Y (si ) = 1] = 0.85 for all si in Bh , and P [Y (si ) = 1] = 0.0005 for all si outside

of Bh . These settings are selected to give an average of approximately K = 500 for the datasets.

Figure 3.1 gives an example dataset from each of the data settings.

3.6.2 Sampling methods

We subsample the generated data using ns = 100, 250 initial locations for two different sampling

designs. The first is a two-stage spatially-adaptive cluster technique (CLU) taken from Pacifici et al.
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(2016). In this design, if an initial location is occupied, we also include the four rook neighbor (north,

east, south, and west) sites in the sample. For the second design, we use a simple random sample

(SRS) with the same number of sites included in the cluster sample. For the GEV setting, when

ns = 100, there are on average 117 sites and at most 142 sites in a sample, and when ns = 250, there

are on average 286 sites and at most 332 sites in a sample. For the logistic setting, when ns = 100,

there are on average 118 sites and at most 147 sites in a sample, and when ns = 250, there are on

average 290 sites and at most 330 sites in a sample. For the hotspot setting, when ns = 100, there are

on average 110 sites and at most 128 sites in a sample, and when ns = 250, there are on average 275

sites and at most 306 sites in a sample.

3.6.3 Methods

For each dataset, we fit the model using three different models: the proposed spatial GEV model, a

spatial probit model, and a spatial logistic model. Logistic and probit methods assume the underlying

process is Gaussian. In this case, we assume that Z (s) follows a Gaussian process with mean X(s)>β

and varianceτ2. For the simulation study, we use an intercept only model. The marginal distributions

are given by

P [Y (s) = 1] =















exp
�

X>(s)β +W(s)ε
�

1+exp
�

X>(s)β +W(s)ε
� , logistic

Φ
�

X>β (s) +W(s)ε
�

, probit

(3.14)

where ε∼N(0,τ2IL ) are Gaussian random effects at the knot locations, and W(s) are a set of L basis

functions given to recreate the Gaussian process at all sites. We use our own code for the spatial

probit model, but we use the spGLM function in the spBayes package (Finley et al., 2015) to fit the
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spatial logistic model. For the probit model, we use

Wl (si ) =
exp

�

−
�

||si −vl ||/ρ
�2�

√

√

√

√

L
∑

j=1

exp
�

−
�

||si −v j ||/ρ
�2�2

. (3.15)

For the logistic model, the Wl (si ) are the default implementation from spGLM.

3.6.4 Priors

For all models, we only include an intercept term β0 in the model, and the prior for the intercept

is β0 ∼N(0, 10). Additionally, for all models, the prior for the bandwidth is ρ ∼Unif(0.001,1). In all

methods, we place knots at all data points. For the GEV method, the prior for the spatial dependence

parameter is α∼ Beta(2,5). We select this prior because it gives greater weight to α< 0.5, which is

the point at which spatial dependence becomes fairly week, but also avoids values below 0.1 which

can lead to numerical problems. We fix ξ= 0 because we do not include any covariates. For both the

spatial probit and logistic models, the prior on the variance term for the random effects is IG(0.1, 0.1)

where IG(·) is an Inverse Gamma distribution.

3.6.5 Model comparisons

For each dataset, we fit the model using the ns observations as a training set, and validate the model’s

predictive power at the remaining grid points. Let s∗j be the j th site in the validation set. From the

posterior distributions of the parameters we can calculate P [Y (s∗j ) = 1]. To obtain P̂ [Y (s∗j ) = 1], we

take the average of the posterior distribution for each s∗j . We consider a few different metrics for

comparing model performance. One score is the Brier scores (Gneiting and Raftery, 2007; BS). The

Brier score for predicting an occurrence at site s is given by {I [Y (s) = 1]− P̂ [Y (s) = 1]}2. We average

the Brier scores over all test sites, and a lower score indicates a better fit. The Brier score equally

penalizes false negatives and false positives, but in the case of rare data, this may not be the best

metric due to the unbalanced nature of the data. Therefore, we also consider the receiver operating
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Table 3.1 Brier scores (×100) [SE] and AUROC [SE] for GEV, Probit, and Logistic methods from the simula-
tion study.

BS AUROC

Setting n Sample GEV Probit Logistic GEV Probit Logistic

GEV 100 CLU 3.10 [0.27] 2.45 [0.19] 2.79 [0.25] 0.926 [0.009] 0.942 [0.009] 0.900 [0.020]
SRS 2.92 [0.20] 2.54 [0.18] 2.92 [0.25] 0.938 [0.007] 0.951 [0.007] 0.879 [0.021]

250 CLU 2.18 [0.15] 1.87 [0.13] 2.05 [0.14] 0.951 [0.008] 0.948 [0.011] 0.922 [0.017]
SRS 2.29 [0.15] 2.06 [0.13] 2.26 [0.15] 0.949 [0.009] 0.949 [0.010] 0.908 [0.020]

Logistic 100 CLU 5.29 [0.25] 4.94 [0.23] 5.10 [0.25] 0.659 [0.012] 0.676 [0.014] 0.643 [0.013]
SRS 5.32 [0.23] 5.09 [0.24] 5.34 [0.26] 0.690 [0.012] 0.693 [0.012] 0.613 [0.012]

250 CLU 4.81 [0.21] 4.55 [0.21] 4.66 [0.22] 0.731 [0.010] 0.749 [0.010] 0.714 [0.014]
SRS 4.86 [0.22] 4.63 [0.20] 5.01 [0.23] 0.742 [0.010] 0.760 [0.010] 0.698 [0.015]

Hotspot 100 CLU 2.29 [0.17] 2.01 [0.15] 1.81 [0.12] 0.841 [0.016] 0.833 [0.019] 0.824 [0.020]
SRS 2.09 [0.13] 1.87 [0.12] 2.13 [0.15] 0.885 [0.015] 0.906 [0.013] 0.844 [0.015]

250 CLU 1.65 [0.11] 1.25 [0.08] 1.40 [0.09] 0.934 [0.009] 0.949 [0.008] 0.939 [0.011]
SRS 1.53 [0.10] 1.31 [0.08] 1.63 [0.11] 0.947 [0.007] 0.960 [0.005] 0.918 [0.015]

characteristic (ROC) curve, and the area under the ROC curve (AUROC) for the different methods

and settings. The ROC curve and AUROC are obtained via the ROCR (Sing et al., 2005) package in R

(R Core Team, 2016). We then average AUROC across all datasets for each method and setting to

obtain a single AUROC for each combination of method and setting.

3.6.6 Results

Overall, we find that the spatial probit model actually performs quite well in all cases. Table 3.1

gives the Brier scores and AUROC for each of the methods. Looking at Brier scores, we see that

our model is outperformed by the probit model in all cases, and by the logistic models in many

settings. For AUROC, in a few of the settings, we do demonstrate a small improvement over the

probit and logistic models. Because these results are somewhat surprising, we also considered the

performance metrics by rareness of the data. We plot the AUROC for each link function with all

sampling settings in Figure 3.2 – Figure 3.4 using a Loess smoother. These plots give evidence to

suggest that as rareness increases, the spatial GEV method has potential to outperform the spatial

probit and logistic models based on AUROC.
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Figure 3.2 Smooth of AUROC by rareness for each sample technique for the GEV link.
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Figure 3.3 Smooth of AUROC by rareness for each sample technique for the logistic link.
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Figure 3.4 Smooth of AUROC by rareness for each sample technique for the hotspot link.
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Figure 3.5 True occupancy of Tamarix ramosissima (left) and Hedysarum scoparium (right) from a 1-km2

study region of PR China.

3.7 Data analysis

We compare our method to the spatial probit and logistic models for mapping the probability of the

occurrence of Tamarix ramosissima (TR) and Hedysarum scoparium (HS), two plant species, for a

1-km2 study region of PR China (Smith et al., 2012). The Chinese Academy of Forestry conducted a

full census of the area, and the true occupancy of the species are plotted in Figure 3.5. The region is

split into 10-m × 10-m grid cells. Tamarix ramosissima can be found in approximately 6% of the

grid cells, and Hedysarum scoparium can be found in approximately 0.54% of the grid cells.

3.7.1 Methods

For the data analysis, we generate 50 subsamples using the CLU and SRS sampling methods with

ns = 100, 250 initial locations. For each subsample, we fit the spatial GEV, spatial probit, and spatial

logistic models. Knot placement, prior distributions, and MCMC details for the data analysis are the

same as the simulation study. To compare models, we use similar metrics as in the simulation study,

but we average the metrics over subsamples.
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3.7.2 Results

The results of the real data analysis mirror those of the simulation study. Table 3.2 gives summary

Brier scores (×100) and AUROC for the Tamarix ramosissima and Hedysarum scoparium analysis

along with the time (in seconds) for 1,000 iterations of the MCMC sampler. These timings come

from a single core of an Intel Core i7-5820K Haswell-E processor, using the OpenBLAS optimized

BLAS library (http://www.openblas.net). Figure 3.6 gives the vertically averaged ROC curves

for each method and sampling setting for Tamarix ramosissima and Figure 3.7 gives the vertically

averaged ROC curves for Hedysarum scoparium. These results appear to support the suggestion

from the simulation study that spatial GEV gives an advantage as rareness increases. For Tamarix

ramosissima, when n = 100, there is a small distinction between the spatial GEV and probit models.

The results suggest that the GEV model has a small improvement over probit in the case of cluster

sampling, but that using a probit model demonstrates a small improvement over the GEV model

in the simple random setting. However, when n = 250, both logistic and probit models appear to

outperform the GEV model. For the rarer species, Hedysarum scoparium, we find more conclusive

evidence that the GEV model provides an improvement for cluster sampling when n = 100. At this

sample size, there is also some evidence to suggest that the GEV model gives some improvement over

the probit model for simple random sampling. For n = 250, we have evidence that using a cluster

sampling strategy, the GEV model gives the best performance, but for simple random sampling, the

probit model performs the best.

3.8 Discussion and future research

In this paper, we present a max-stable spatial method for rare binary data. The principal finding in

this paper is that the spatial probit model is sufficient for binary data except in the most extreme

cases with occurring for less than 1% of the observations. This finding is surprising given that the

max-stable process is the theoretically justified spatial process for extreme value distributions, and

it leads to possible research questions in the future. Nevertheless, both the probit and GEV models
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outperform the logistic method, which is often the default method chosen for analysis of binary

data.

It is unusual that the spatial probit model should outperform the proposed model, particularly

when the data are generated directly from the proposed model. One possible explanation is that for

the simulated data, there is a wide range of rarity in the data (GEV: 0.5% – 35.9%, Logistic: 1.4% –

14.4%, and Hotspot: 0.5% – 6.8%). Given that for both the GEV and logistic data settings, we have a

number of datasets with a relatively high rate of occurrence, it is possible that probit is competitive

partly due to the fact that the data are not rare. Both the simulation study and data analysis appear

to support the idea that the GEV method will perform better on rarer datasets. Therefore, it may

be useful to conduct more research on rare datasets or through simulation with a slightly more

restrictive data generation strategy (i.e. restrict datasets to populations that are rarer than 5%).
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Tamarix ramosissima: Cluster sample, n = 100
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Tamarix ramosissima: Cluster sample, n = 250
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Tamarix ramosissima: Simple random sample, n = 100
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Tamarix ramosissima: Simple random sample, n = 250
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Figure 3.6 Vertically averaged ROC curves for Tamarix ramosissima.
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Hedysarum scoparium: Cluster sample, n = 100
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Hedysarum scoparium: Cluster sample, n = 250

False positive rate

A
ve

ra
ge

 tr
ue

 p
os

iti
ve

 r
at

e

0.0 0.2 0.4 0.6 0.8 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Link function:

GEV
Probit
Logistic

Hedysarum scoparium: Simple random sample, n = 100
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Hedysarum scoparium: Simple random sample, n = 250
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Figure 3.7 Vertically averaged ROC curves for Hedysarum scoparium.
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Table 3.2 Brier scores (×100) [SE], AUROC [SE], and time (in seconds) for 1,000 iterations of GEV, Probit, and Logistic methods for
Tamarix ramosissima and Hedysarum scoparium.

(a) Tamarix ramosissima

BS AUROC Time

n Samp. GEV Probit Logistic GEV Probit Logistic GEV Probit Logistic

100 CLU 5.120 [0.050] 5.039 [0.049] 5.382 [0.029] 0.732 [0.014] 0.731 [0.014] 0.699 [0.012] 6.1 1.1 2.4
SRS 4.997 [0.045] 4.938 [0.055] 5.500 [0.027] 0.798 [0.008] 0.802 [0.009] 0.636 [0.012] 6.2 1.1 2.6

250 CLU 4.779 [0.049] 4.657 [0.045] 4.950 [0.051] 0.771 [0.013] 0.784 [0.013] 0.798 [0.011] 32.0 7.1 21.2
SRS 4.823 [0.053] 4.735 [0.048] 5.120 [0.071] 0.827 [0.011] 0.851 [0.007] 0.717 [0.019] 32.6 7.0 21.0

(b) Hedysarum scoparium

BS AUROC Time

n Samp. GEV Probit Logistic GEV Probit Logistic GEV Probit Logistic

100 CLU 1.765 [0.018] 1.831 [0.029] 1.679 [0.002] 0.642 [0.010] 0.617 [0.012] 0.573 [0.008] 5.7 1.0 2.1
SRS 1.914 [0.066] 1.996 [0.083] 1.685 [0.002] 0.686 [0.009] 0.683 [0.011] 0.587 [0.008] 5.7 1.0 2.2

250 CLU 1.667 [0.005] 1.657 [0.006] 1.679 [0.001] 0.659 [0.009] 0.648 [0.011] 0.566 [0.005] 27.6 5.9 17.6
SRS 1.691 [0.017] 1.666 [0.010] 1.684 [0.001] 0.691 [0.010] 0.709 [0.012] 0.574 [0.007] 27.9 5.9 18.1

464646



CHAPTER

4

EMPIRICAL BASIS FUNCTIONS FOR

MAX-STABLE SPATIAL DEPENDENCE

4.1 Introduction

The spatial extreme value analysis (EVA) literature is expanding rapidly (Davison et al., 2012) to

meet the demands of researchers to improve estimates of rare-event probabilities by borrowing

information across space and to estimate the probability of extreme events occurring simultaneously

at multiple locations. Environmental datasets commonly include observations from hundreds or

thousands of locations, and advanced tools are required to explore and analyze these data. For

Gaussian data, principle components analysis (Everitt and Hothorn, 2008; PCA), also known as

empirically orthogonal functions (Hannachi et al., 2007; EOF), has proven to be a powerful tool
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to study correlation between spatial locations; understand the most important large-scale spatial

features; and reduce the dimension of the problem to allow for simple computation even for massive

datasets. Computation and exploration are arguably more difficult for EVA than Gaussian data, yet

to our knowledge no tool analogous to spatial PCA has been developed for EVA.

In EVA, extremes are separated from the bulk of the distribution by either analyzing only points

above a threshold or block maximums (Coles, 2001), e.g., the annual maximum of the daily precipita-

tion. A natural spatial model for block maximum at several spatial locations is the max-stable process,

which, under certain conditions, arises as the limit of the location-wise maximum of infinitely-many

spatial processes (de Haan and Ferreira, 2006). Max-stable processes were also used to model spatial

exceedances over a high threshold (Thibaud et al., 2013; Huser and Davison, 2014). De Haan (1984)

showed that any max-stable process can be represented in terms of a countable number of spatial

processes (e.g., stationary log Gaussian processes), and a finite truncation of this representation

has been used for conditional simulation (Wang and Stoev, 2011). Fully-Bayesian analysis using

max-stable processes is cumbersome for large data sets (Wadsworth and Tawn, 2014; Thibaud and

Opitz, 2015). One option is to use non-max-stable models that retain extremal dependence such as

the skew-t process in (Morris et al., under review). Alternatively, Reich and Shaby (2012) propose a

low-rank method based on spatial kernel functions, and others have used pairwise (Padoan et al.,

2010; Huser and Davison, 2014) and trivariate (Genton et al., 2011) likelihood methods for parameter

estimation.

In this paper we propose an empirical basis function (EBF) approach to model spatially de-

pendence extreme events that builds on a finite truncation of the spectral representation, and

develops a method-of-moments estimator for the underlying spatial processes. Unlike PCA/EOFs,

but similar to dictionary learning (Mairal et al., 2014) and non-negative matrix factorizations (Lee

and Seung, 1999), the EBFs are not orthogonal. Nonetheless these spatial functions can be plotted

for exploratory analysis to reveal important spatial trends. In addition to exploratory analysis, we

show that the EBFs can be used for Bayesian inference on the marginal parameters at each location,

modeling spatial dependence, and to test for covariate effects. By basing the spatial dependence on

EBFs, the resulting spatial analysis does not require dubious assumptions such as stationarity. In
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addition, a Bayesian analysis for either block-maximum or point above a threshold is computation-

ally feasible for large datasets because the entire spatial process is represented by a small number of

basis functions.

The paper proceeds as follows. In Section 4.2 we present the low-rank model. Section 4.3 de-

scribes the algorithm used to estimate the spatial basis functions, and Section 4.4 describes the

model fit using Markov chain Monte Carlo (MCMC) methods. In Section 4.5 we demonstrate the

use of the EBFs for an analysis of wildfire data in Georgia and precipitation data in the eastern U.S.

Lastly in Section 4.6 we give some summary conclusions and a brief discussion of the findings.

4.2 Model

Let Yt (s) be the observation at spatial location s and time t . We temporarily drop the subscript t

and describe the model for the process Y (s) for a single time point, but return to the spatiotemporal

notation in Section 4.3. To focus attention on the extreme values, we emphasize the statistical model

for exceedances above a location-specific threshold T (s). We begin by specifying a spatial model

for the complete data Y (s) and then use the censored likelihood defined by T (s) for inference as

described in Section 4.4. Although the model presented implements a censored likelihood, the

model also can fit uncensored data (such as block-maxima) by setting T (s) =−∞.

Spatial dependence is captured by modeling Y (s) as a max-stable process (de Haan and Ferreira,

2006). Max-stable processes have generalized extreme value (GEV; see Appendix C.1) marginal distri-

butions. The GEV has three parameters: location µ(s); scaleσ(s); and shape ξ(s). Spatial dependence

is present both in the GEV parameters but also the standardized residual process

Z (s) =
§

1+
ξ(s)
σ(s)

�

Y (s)−µ(s)
�

ª1/ξ(s)

, (4.1)

which has unit Fréchet (i.e., GEV with location, scale, and shape all equal one) marginal distribution

for all s.

Our objective is to identify a low-rank model for the spatial dependence of Z (s). De Haan and
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Ferreira (2006; Chapter 9) show that any max-stable process can be written as

Z (s) =
∞
∨

l=1

B (s, kl )Al (4.2)

where the functions B (s, kl ) satisfy B (s, kl )> 0 for all s and
∫

B (s, kl ) dkl = 1 for all s, and (kl , Al ) for

l = 1, . . . ,∞ are a Poisson process with intensity measure dA dk/A2. In many representations of

max-stable process, such as Smith (1990) and Reich and Shaby (2012), the kl are spatial locations

that represent the center of process l ; however, in our proposed method the basis functions are not

associated with one particular location. So to simplify notation we let Bl (s) = B (s; kl ).

To arrive at a low-rank model, we assume there are a finite and known number of spatial basis

functions B1(s), . . . , BL (s) that explain the important spatial variation in the process. As in de Haan’s

expansion, the basis functions are restricted so that Bl (s)> 0 and
L
∑

l=1

Bl (s) = 1 for all s. Because it is

unrealistic to assume that realizations of Z are exactly functions of L basis functions, we include

independent error variables ε(s) to capture variation not explained by the Bl (s). We follow Reich

and Shaby (2012) and decompose Z (s) as Z (s) = θ (s)ε(s)where θ (s) is a spatial process and ε(s) iid∼

GEV(1,α,α) is independent error. The spatial component is

θ (s) =

�

L
∑

l=1

Bl (s)
1/αAl

�α

. (4.3)

If Bl (s) > 0,
L
∑

l=1

Bl (s) = 1 for all s, and the Al have positive stable (PS; Appendix C.2) distribution

Al
iid∼ PS(α), then Z (s) is max-stable and has unit Fréchet marginal distributions.

Extremal spatial dependence for max-stable processes can be summarized by the extremal

coefficient (Schlather and Tawn, 2003; EC) ϑ(s1, s2) ∈ [1, 2], where

Prob[Z (s1)< c , Z (s2)< c ] = Prob[Z (s1)< c ]ϑ(s1,s2). (4.4)
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For the PS random effects model the EC has the form

ϑ(s1, s2) =
L
∑

l=1

�

Bl (s1)
1/α+Bl (s2)

1/α
�α

. (4.5)

In particular, ϑ(s, s) = 2α for all s.

4.3 Estimating the basis functions

To estimate the extremal coefficient function, we consider the process at ns spatial locations

s1, . . . , sns
and nt times t = 1, . . . , nt . The basis functions are fixed over time, but the random ef-

fects and errors are independent over time. That is

Zt (s) = θt (s)εt (s) where θt (s) =

�

L
∑

l=1

Bl (s)
1/αAl t

�α

, (4.6)

Al t
iid∼ PS(α), and εt (s)

iid∼ GEV(1,α,α). Denote Yt (si ) = Yi t , Bl (si ) = Bi l , T (si ) = Ti , and ϑ(si , s j ) = ϑi j .

In this section we develop an algorithm to estimate the spatial dependence parameter α and

the ns × L matrix B= {Bi l }. Our algorithm has the following steps:

(1) Obtain an initial estimate of the extremal coefficient for each pair of locations, ϑ̂i j .

(2) Spatially smooth these initial estimates ϑ̂i j using kernel smoothing to obtain ϑ̃i j .

(3) Estimate the spatial dependence parameters by minimizing the difference between model-based

coefficients, ϑi j , and smoothed coefficients, ϑ̃i j .

The first-stage estimates are obtained using an empirical estimate as follows. To estimate the spa-

tial dependence we first remove variation in the marginal distribution. LetUi t =
∑nt

k=1 I [Yi k < Yi t ]/nt ,

so that the Ui t are approximately uniform at each location. Then for some extreme probability
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q ∈ (0, 1), solving (4.4) suggests the estimate

ϑ̂i j (q ) =
log[Qi j (q )]

log(q )
, (4.7)

where Qi j (q ) =
∑nt

t=1 I [Ui t < q ,Uj t < q ]/nt is the sample proportion of the time points at which

both sites are less than q . Since all large q give valid estimates, we average over a grid of q with

q1 < · · ·< qnq

ϑ̂i j =
1

nq

nq
∑

j=1

ϑ̂i j (q j ). (4.8)

Assuming the true EC is smooth over space, the initial estimates ϑ̂i j can be improved by smooth-

ing. Let

ϑ̃i j =

∑ns
u=1

∑ns
v=1 wi u w j v ϑ̂u v

∑ns
u=1

∑ns
v=1 wi u w j v

, (4.9)

where wi u = exp[−(||si − s′u ||/φ)
2]) is the Gaussian kernel function with bandwidthφ. The elements

ϑ̂i i do not contribute any information as ϑ̂i i = 1 for all i by construction. To eliminate the influence

of these estimates we set wi i = 0. However, this approach does give imputed values ϑ̃i i , which

provide information about small-scale spatial variability.

The dependence parameters Bl t and α are estimated by comparing estimates ϑ̃i j with the

model-based values ϑi j . For all i , ϑi i = 2α, and therefore we set α to α̂ = log2

� ns
∑

i=1

ϑ̃i i /ns

�

. Given

α= α̂, it remains to estimate B. Similarly to Smith (1990) for a stationary max-stable process, we use

squared-error loss, so the estimate B̂ is the minimizer of

∑

i< j

�

ϑ̃i j −ϑi j

�2
=
∑

i< j

�

ϑ̃ j i −
L
∑

l=1

�

B 1/α̂
i l +B 1/α̂

j l

�α̂
�2

(4.10)
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under the restrictions that Bi l ≥ 0 for all i and l and
L
∑

l=1

Bi l = 1 for all i . Since the minimizer of (4.10)

does not have a closed form, we use block coordinate descent to obtain B̂. We cycle through spatial

locations and update the vectors
�

B̂i 1, . . . , B̂i L

�

conditioned on the values for the other locations and

repeat until convergence. At each step, we use the restricted optimization routine in the R function

optim. This algorithm gives estimates of the Bi l at the ns data locations, but is easily extended to

all s for spatial prediction. The kernel smoothing step ensures that the estimates for B̂i l are spatially

smooth, and thus interpolation of the B̂i l gives spatial functions B̂l (s).

These functions are a useful tool for exploratory data analysis. Maps of B̂l (s) show important

spatial features in the extremal dependence. Furthermore, they allow for a non-stationary spatial

dependence structure. The relative contribution of each term can be measured by

vl =
1

ns

ns
∑

i=1

B̂i l . (4.11)

Since
L
∑

l=1

B̂i l = 1 for all i , we have
L
∑

l=1

vl = 1. Therefore, terms with large vl are the most important.

The order of the terms is arbitrary, and so we reorder the terms so that v1 ≥ · · · ≥ vL .

4.4 Bayesian implementation details

For our data analysis in Section 4.5 we allow the GEV location and scale parameters, denoted µt (s)

and scaleσt (s) respectively, to vary with space and time. The model we choose is as follows

µt (s) =β1,int(s) +β1,time(s)t (4.12)

log[σt (s)] =β2,int(s) +β2,time(s)t (4.13)
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where

β1,int(s)∼N(µ1,int1,σ2
1,intΣ) β1,time(s)∼N(µ1,time1,σ2

1,timeΣ) (4.14)

β2,int(s)∼N(µ2,int1,σ2
2,intΣ) β2,time(s)∼N(µ2,time1,σ2

2,timeΣ)

are Gaussian process priors and Σ is an exponential spatial correlation matrix obtained from

ρ(h ) = exp
¦

− h
φ

©

where h = ||s1 − s2|| is the Euclidean distance between sites s1 and s2. The GEV

shape parameter ξ is held constant over space and time because this parameter is challenging to

estimate. Collectively, let the marginal GEV parameters at location i and time t beΘi t = {µi t ,σi t ,ξ}

where µi t =µt (si ) andσi t =σt (si ).

As shown in Reich and Shaby (2012), the uncensored responses Yt (s) are conditionally indepen-

dent given the spatial random effects, with conditional distribution

Yi t |θi t ,Θi t
ind∼ GEV(µ∗i t ,σ∗i t ,ξ∗), (4.15)

where µ∗i t = µi t +
σi t
ξ (θ

ξ
i t − 1), σ∗i t = ασi t θ

ξ
i t , and ξ∗ = αξ. Therefore, the conditional likelihood

conveniently factors across observations; marginalizing over the random effect θi t induces extremal

spatial dependence. To focus on the extreme values above the local threshold Ti , we use the censored

likelihood

d (y ;θi t ,Θi t , Ti ) =











F (y ;µ∗i t ,σ∗i t ,ξ∗) y ≤ Ti

f (y ;µ∗i t ,σ∗i t ,ξ∗) y > Ti ,

(4.16)

where F and f are the GEV distribution and density functions, respectively, defined in Appendix C.1.
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In summary, given the estimates of α and B, the hierarchical model is

Yi t |θi j
indep∼ d (y ;θi t ,Θi t , Ti ) (4.17)

θi t =

�

L
∑

l=1

B̂ 1/α̂
i l Al t

�α̂

where Al t
iid∼ P S (α̂)

µi t =β1,int(si ) +β1,time(si )t

log(σi t ) =β2,int(s) +β2,time(s)t .

We estimate parameters Θ =
�

Al t ,β 1,β 2,ξ
	

using Markov chain Monte Carlo methods. We use

a Metropolis-Hastings algorithm to update the model parameters with random walk candidate

distributions for all parameters. The PS density is challenging to evaluate as it does not have a

closed form. One technique to avoid this complication is to incorporate auxiliary random variables

(Stephenson, 2009), but we opt for a numerical approximation to the integral as described in

Appendix C.2. The hyperparameters µ1,int,µ1,time,µ2,int,µ2,time and σ2
1,int,σ

2
1,time,σ2

2,int,σ
2
2,time are

updated using Gibbs sampling since their prior distributions are conjugate.

The first-stage estimate of the extremal coefficients has three tuning parameters: the quantile

thresholds q1, . . . , qnq
, the kernel bandwidthφ, and the number of terms L . In Section 4.5 we explore

a few possibilities for L and discuss sensitivity to this choice. The second-stage Bayesian analysis

requires selecting thresholds Ti , . . . , Tns
. For this we use spatially smoothed sample quantiles. That

is, we set Ti to the 0.95 quantile of the Yi t and its five nearest neighbors.

4.5 Data analysis

In this section, we illustrate our method with two data analyses. In Section 4.5.2, we present a points

above a threshold analysis using annual acreage burned due to wildfires in Georgia from 1965 – 2014.

This is followed in Section 4.5.4 by an analysis of block maxima precipitation data in the eastern

U.S. We compare our method with another method that uses standardized Gaussian kernels for the

spatial basis functions.
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4.5.1 Gaussian kernel basis functions

To provide a comparison of our model with another approach, we also fit a model that uses stan-

dardized Gaussian kernels for the spatial basis functions (Reich and Shaby, 2012). In this method,

Reich and Shaby introduce a set of k1, . . . , kL spatial knots and use standardized Gaussian kernel

functions (GSK; see Appendix C.3) instead of using EBFs for the B̂l (s). For the comparison between

EBF and GSK methods, we use the same number of basis functions. We obtain estimates of the

kernel bandwidth ρ̂ and spatial dependence α̂, using the same least squares minimization as with

the EBF method, and treat these as fixed in the MCMC.

4.5.2 Analysis of extreme Georgia fires

The dataset used for our application is composed of yearly acreage burned due to wildfires for

each county in Georgia from 1965 – 2014 (http://weather.gfc.state.ga.us/FireData/).

Figure 4.1 shows the time series of log(acres burned) for 25 randomly selected counties. Based on

this plot and other exploratory analysis, we see no evidence of non-linear trends and proceed with

linear time trends for the GEV location and scale parameters.
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Figure 4.1 Time series of log acres burned for 25 randomly selected counties with colors coding the
county’s quadrant (left), and spatially smoothed threshold values, Ti for each county (right).
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We estimate the extremal coefficient function θ̂i j by setting q1 = 0.90 and using nq = 100.

With more data, it would possible to increase q1, but we set q1 = 0.90 to increase the stability when

estimating ϑ̂i j . Because these data are not block-maxima, we select a site-specific threshold Ti to use

in the analysis with the following algorithm. Without some adjustment to the data, it is challenging

to borrow information across sites to inform the threshold selection. We first standardize the data,

separately by county, by subtracting the site’s median and dividing by the site’s interquartile range.

Denote the standardized data by eYi . Then we combine all sites together and plot a mean residual

plot for eYi t , i = 1, . . . , ns and t = 1, . . . , nt . The mean residual plot is given in Figure 4.2. Based upon

the mean residual plot, we select the 95th percentile for the threshold. To calculate Ti for each

county, we use the 95th percentile for the combined data for county i and its five closest counties

(see Figure 4.1).
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Figure 4.2 Mean residual plot for the data pooled across counties after standardizing using the county’s
median and interquartile range. The two panels show different ranges on the x-axis and include a vertical
line at the sample 95th percentile.
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The empirical basis functions for the analysis can be used to help explore spatial dependence

in the extremes. The first six EBFs for the wildfire data along with the cumulative sum of the con-

tributions for v1, . . . , v25 are given in Figure 4.3. The first EBF roughly separates the Southeastern

Plains (blue) from the coastal region in the southeast and mountains regions in the northeast (red).

The higher order EBFs appear to pick up different national forest units and managed longleaf pine

areas. The remaining EBFs further partition the plains. As a comparison, we provide the first six

principal components of the fire data along with the cumulative sum of the first 25 eigenvalues in

Appendix C.4.

Given the basis function estimates, we run the MCMC for 35,000 iterations using a burnin

period of 25,000 iterations. We consider models fit with both EBF and GSK, and fit the model using

L = 5,10, . . . ,40. Timings for each setting of L for 1,000 iterations are given in Table 4.1. These

timings come from a single core of an Intel Core i7-5820K Haswell-E processor, using the OpenBLAS

optimized BLAS library (http://www.openblas.net).

4.5.3 Results for fire analysis

We use 10-fold cross-validation to assess the predictive performance of a model. For each method,

we randomly select 90% of the observations across counties and years to be used as a training set to

fit the model. The remaining 10% of sites and years are withheld for testing model predictions. To

assess the predictions for the test set, we use quantile scores and Brier scores (Gneiting and Raftery,

2007). The quantile score (QS) for quantile level q ∗ is given by 2{I [Y (s)> q̂ (s)]−q ∗]}{q̂ (s)−Y (s)}

where q̂ (s) is the estimated q ∗th quantile at site s, and I [·] is an indicator function. The Brier score

(BS) for predicting an exceedance of a level c at site s is given by {I [Y (s)> c ]− P̂ [Y (s)> c ]}2. For

both of these methods, a lower score indicates a better fit. The Brier and quantile scores for the

fire analysis are given in Table 4.1. For the data, the BS and QS are fairly similar for all number of

basis functions and the EBF versus GSK. This is perhaps due to the spatial variation in the marginal

distribution explaining most of the spatial variation. In fact, using the EBFs, the estimate of residual

dependence for the fire data is α̂= 0.861 (α= 1 is residual independence).
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Figure 4.3 First six EBFs for the Georgia fire data and the cumulative sum of contributions v1, . . . , v25.
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Table 4.1 Average Brier scores (×100), average quantile scores for q (0.95) and q (0.99), and time (in minutes)
for 1,000 iterations for fire analysis.

Brier Scores (×100) Quantile Scores

Process q (0.95) q (0.99) q (0.95) q (0.99) Time

L = 5 EBF 4.269 1.653 107.904 67.345 1.16
GSK 4.244 1.644 103.822 64.046 1.18

L = 10 EBF 4.328 1.675 107.075 66.300 1.56
GSK 4.170 1.665 104.214 64.589 1.47

L = 15 EBF 4.330 1.690 108.381 67.671 1.86
GSK 4.214 1.654 104.490 65.201 1.83

L = 20 EBF 4.346 1.697 107.389 66.957 2.18
GSK 4.174 1.646 104.671 65.430 2.20

L = 25 EBF 4.263 1.650 106.656 64.913 2.54
GSK 4.216 1.661 104.208 64.468 2.55

L = 30 EBF 4.328 1.678 106.265 64.674 2.90
GSK 4.228 1.660 104.143 64.443 2.92

L = 35 EBF 4.329 1.671 106.817 65.002 3.29
GSK 4.256 1.663 105.016 64.920 3.32

L = 40 EBF 4.284 1.653 106.621 64.753 3.70
GSK 4.233 1.666 105.301 64.932 3.56
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Based on the cross-validation results, we run a full analysis using all of the data with L = 25.

Despite the GSK model having slightly smaller BS and QS values, we use the EBF method. Figure 4.4

gives posterior summaries for three quantities of interest. We provide maps of the linear time trend in

the GEV location (β1,time,i ), and GEV log scale (β2,time,i ) and a map of∆Q 90i =Q 90i ,2014−Q 90i ,1965

the change in the mean of the posterior distribution of Q 90i ,t between t1 = 1965 and t2 = 2014. We

also provide maps of the posterior probability that each of the three terms is positive.

We construct the posterior distribution of the the estimated 90th quantile Q 90i ,t using the GEV

parameters as follows. Let Q 90
( j )
i ,t be the estimated 90th quantile at site i for time t at iteration j . We

first compute

µ
( j )
i ,t =β

( j )
1,int,i +β

( j )
1,time,i t (4.18)

log
�

σ
( j )
i ,t

�

=β ( j )2,int,i +β
( j )
2,time,i t .

Let Q 90
( j )
i ,t = µ

( j )
i ,t +σ

( j )
i ,t F −1

�

0.90,ξ( j )
�

where F −1(q ,ξ) is the inverse distribution function of the

GEV(1,1,ξ) distribution evaluated at the q th quantile. Finally, let Q 90i ,t be the posterior mean of

Q 90
( j )
i ,t . To obtain the posterior probability of seeing an increase over time, we take the posterior

distributions of each parameter of interest at the two time points. Consider two time points t1 < t2.

Let ϕ
( j )
t be the parameter of interest at iteration j and time t . We then take the posterior mean of

I
�

ϕ
( j )
t2
>ϕ

( j )
t1

�

, for the posterior probability of seeing an increase in ϕ from time t1 to t2.

These results suggest that there has been a slight increase in the amount of acres burned over

time. When looking at the variability of the acres burned over time, we see some patterns that

generally correspond to landcover in Georgia (see http://narsal.uga.edu/ for landcover maps).

In the high intensity urban areas (e.g. the Piedmont region) and croplands, we see a decrease in

variability as well as very low P[∆Q 90 > 0]. However, in the more forested areas (e.g. Blue Ridge

mountains, Okefenokee Swamp), we see increased variability over time as well as a high P[∆Q 90> 0].

This suggests that the 10-year return level for wildfires in regions with larger tree cover is increasing

over time.
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Figure 4.4 Posterior mean of β1,time (top left), posterior mean of β2,time (middle left), estimate of∆Q 90
(bottom left), P[β1,time > 0] (top right), P[β2,time > 0] (middle right), and P[∆Q 90> 0] for fire data using EBF.
In three counties (labeled),∆Q 90> 2500: County 1 - Ware (11,109), County 2 - Clinch (7,128), and County 3
- Charlton (6,545)
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4.5.4 Analysis of annual precipitation

We also conduct an analysis of the precipitation data presented in Reich and Shaby (2012). The

data are yearly maximum of the daily precipitation totals (mm/h) of climate model output from

the North American Regional Climate Change Assessment Program (NARCCAP). This data consists

of ns = 697 grid cells at a 50km resolution in the eastern US, and includes simulated data under

current conditions (1969 – 2000) as well as future conditions (2039 – 2070). Because the data are

block maxima, we set T = −∞. Plots of the time series for the current and future conditions are

given in Figure 4.5
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Figure 4.5 Time series of yearly max precipitation (mm/h) for current (1969 – 2000) (left) and future (2039 –
2070) (right) for 50 randomly selected grid cells.

For this dataset, to estimate the EBFs, we use the combined current and future data. The first

six EBFs for the combined data along with the cumulative sum of the contributions for v1, . . . , v25

are given in Figure 4.6. As a comparison, we provide the first six principal components of the
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Figure 4.6 First six EBFs for the combined precipitation data and the cumulative sum of contributions
v1, . . . , v25.
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precipitation data along with the cumulative sum of the first 25 eigenvalues in Appendix C.4. For the

precipitation data, we run the MCMC for 25,000 iterations using a burnin period of 15,000 iterations.

We consider models fit with both EBF and GSK, and fit the model using L = 5, 10, . . . , 40. Timing for

each setting of L is given in Table 4.2 for 1,000 iterations. The timings are obtained using the same

machine as for the fire analysis.

4.5.5 Precipitation results

We use 5-fold cross-validation to assess the predictive performance of a model. For each method,

we randomly select 80% of the observations across counties and years to be used as a training set to

fit the model. The remaining 20% of sites and years are withheld for testing model predictions. As

with the fire analysis, we use Brier scores and quantile scores to compare model performance. The

Brier and quantile scores for the current and future precipitation data analysis are given in Table 4.2.

For these data, we observe more variation in the scores across the number of basis functions and

generally an advantage in using EBF over GSK. This is in contrast to the fire analysis, and is likely due

to the fact that the spatial dependence is estimated to be approximately three times stronger than

for the fire analysis. When using the EBFs, the estimate of residual dependence for the precipitation

data is α̂= 0.280 (α= 1 is residual independence).

Based on the cross-validation results, we run a full analysis using all of the data with L = 25

and EBF. Figure 4.7 gives posterior summaries for three quantities of interest. Because we have

two separate time periods, current and future, we look at the differences between the estimates

for µ̂, log(σ̂), and q̂ (0.90) between t1 = 2000 and t2 = 2070 where µ̂, log(σ̂), and q̂ (0.90) are calcu-

lated as described in Section 4.5.3. We plot∆µ= µ̂2070− µ̂2000,∆ log(σ̂) = log(σ̂)2070− log(σ̂)2000, and

∆Q 90= q̂ (0.90)2070− q̂ (0.90)2000, and the estimated probabilities that each are positive.

The results seem to suggest that the strength of extreme rain events will increase between 2000

and 2070 as well as greater variability in the northeast region of the U.S. as well as Ohio and parts of

the south. There is very strong evidence to suggest that most of the eastern U.S. should expect to

see an increase in the 10-year return level between 2000 and 2070. Exceptions to this trend appear
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in southern parts of Alabama and Mississippi and regions on the border between South Carolina

and Georgia which will likely experience a decrease in the 10-year return level.

4.6 Discussion

In this paper we have proposed new empirical basis functions for a data-driven low-rank approxi-

mation to a max-stable process. The basis functions provide researchers with an exploratory data

analysis tool to explore maps of extremal dependence over space. The functions can also be used

as inputs to an MCMC algorithm for inference and predictions over space. The results from the

data analysis provide evidence to suggest that in the presence of strong spatial dependence as with

the precipitation data, the empirical basis functions show an improvement in quantile scores over

using knots and standardized Gaussian kernel functions without an increase in the amount of time

for computing.

We have used the EBF for exploratory analysis and Bayesian inference. Another possibility is to

use the methods to reduce the data under consideration from the actual responses to loadings Al t .

That is, given the EBF, one could obtain estimates of the Al t using a separate maximum likelihood

estimation for each time point. Time series of the estimated Al t may be used as a fast and simple

method to study large-scale spatiotemporal trends.
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Table 4.2 Average Brier scores (×100), average quantile scores for q (0.95) and q (0.99), and time (in minutes) for 1,000 iterations for
precipitation analysis.

Current Future

BS (×100) QS BS (×100) QS

L Process q (0.95) q (0.99) q (0.95) q (0.99) Time q (0.95) q (0.99) q (0.95) q (0.99) Time

5 EBF 3.813 1.098 0.740 0.203 5.80 3.357 1.112 0.738 0.209 5.82
GSK 3.854 1.074 0.745 0.204 5.54 3.338 1.101 0.742 0.210 5.49

10 EBF 3.680 1.063 0.698 0.192 6.54 3.148 1.067 0.687 0.198 6.51
GSK 3.628 1.068 0.705 0.195 6.30 3.088 1.072 0.709 0.201 6.26

15 EBF 3.505 1.065 0.668 0.187 7.27 3.101 1.095 0.661 0.189 7.22
GSK 3.618 1.051 0.695 0.194 7.05 3.057 1.064 0.697 0.199 7.02

20 EBF 3.400 1.026 0.651 0.182 8.14 3.101 1.087 0.649 0.189 8.11
GSK 3.552 1.039 0.688 0.192 7.87 3.065 1.062 0.692 0.196 7.85

25 EBF 3.463 1.058 0.650 0.182 9.00 3.003 1.113 0.637 0.185 8.98
GSK 3.643 1.063 0.679 0.190 8.74 2.039 1.054 0.686 0.196 8.71

30 EBF 3.455 1.038 0.646 0.182 9.89 2.956 1.073 0.630 0.182 9.88
GSK 3.550 1.046 0.684 0.191 9/60 3.074 1.067 0.685 0.195 9.55

35 EBF 3.471 1.065 0.649 0.183 10.79 3.036 1.114 0.645 0.189 10.79
GSK 3.608 1.064 0.686 0.194 10.46 3.083 1.075 0.691 0.199 10.43

40 EBF 3.551 1.114 0.652 0.184 11.70 3.050 1.131 0.645 0.189 11.66
GSK 3.605 1.067 0.686 0.194 11.32 3.104 1.083 0.693 0.199 11.28
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Figure 4.7 Posterior mean of∆µ (top left), posterior mean of∆ log(σ) (middle left), estimate of∆Q 90
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for precipitation data using EBF.
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APPENDIX

A

A SPACE-TIME SKEW-T MODEL FOR

THRESHOLD EXCEEDANCES

A.1 MCMC details

The MCMC sampling for the model in Section 2.4 is done using R (http://www.r-project.org). When-

ever possible, we select conjugate priors (see Appendix A.2); however, for some of the parameters, no

conjugate prior distributions exist. For these parameters, we use a random walk Metropolis-Hastings

update step. In each Metropolis-Hastings update, we tune the algorithm during the burn-in period

to give acceptance rates near 0.40.
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Spatial knot locations

For each day, we update the spatial knot locations, w1, . . . , wK , using a Metropolis-Hastings block

update. Because the spatial domain is bounded, we generate candidate knots using the transformed

knots w∗1, . . . , w∗K (see Section 2.3.3) and a random walk bivariate Gaussian candidate distribution

w∗k
(c ) ∼N(w∗k

(r−1), s 2I2)

where w∗k
(r−1) is the location for the transformed knot at MCMC iteration r−1, s is a tuning parameter,

and I2 is an identity matrix. Let Yt = [Y (s1), . . . , Y (sn )] be the vector of observed responses at each

site for day t . After candidates have been generated for all K knots, the acceptance ratio is

R =

(

l
�

Yt |w
(c )
1 , . . . , w(c )K , . . .

�

l
�

Yt |w
(r−1)
1 , . . . , w(r−1)

K , . . .
�

)

×

( ∏K
k=1φ

�

w(c )k

�

∏K
k=1φ

�

w(r−1)
k

�

)

×

¨ ∏K
k=1 p

�

w∗k
(c )�

∏K
k=1 p

�

w∗k
(r−1)�

«

where l is the likelihood given in (2.16), and p (·) is the prior either taken from the time series (see

Section 2.3.3) or assumed to be uniform overD. The candidate knots are accepted with probability

min{R , 1}.

Spatial random effects

If there is no temporal dependence amongst the observations, we use a Gibbs update for zt k , and

the posterior distribution is given in Appendix A.2. If there is temporal dependence amongst the

observations, then we update zt k using a Metropolis-Hastings update. Because this model uses

|zt k |, we generate candidate random effects using the z ∗t k (see Section 2.3.3) and a random walk

Gaussian candidate distribution

z ∗t k
(c ) ∼N(z ∗t k

(r−1), s 2)
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where z ∗t k
(r−1) is the value at MCMC iteration r −1, and s is a tuning parameter. The acceptance

ratio is

R =

(

l
�

Yt |z
(c )
t k , . . .

�

l
�

Yt |z
(r−1)
t k

�

)

×

(

p
�

z (c )t k

�

p
�

z (r−1)
t k

�

)

where p [·] is the prior taken from the time series given in Section 2.3.3. The candidate is accepted

with probability min{R , 1}.

Variance terms

When there is more than one site in a partition, then we updateσ2
t k using a Metropolis-Hastings

update. First, we generate a candidate forσ2
t k using an IG(a ∗/s , b ∗/s ) candidate distribution in an

independence Metropolis-Hastings update where a ∗ = (nt k +1)/2+a , b ∗ =
�

Y>t kΣ
−1
t k Yt k + z 2

t k

�

/2+b ,

nt k is the number of sites in partition k on day t , and Yt k andΣ−1
t k are the observations and precision

matrix for partition k on day t . The acceptance ratio is

R =

(

l
�

Yt |σ2
t k
(c )

, . . .
�

l
�

Yt |σ2
t k
(r−1)

�

)

×

(

l
�

zt k |σ2
t k
(c )

, . . .
�

l
�

zt k |σ2
t k
(r−1)

, . . .
�

)

×

(

p
�

σ2
t k
(c )
�

p
�

σ2
t k
(r−1)

�

)

×

(

c
�

σ2
t k
(r−1)

�

c
�

σ2
t k
(c )
�

)

where p [·] is the prior either taken from the time series given in Section 2.3.3 or assumed to be

IG(a , b ), and c [·] is the candidate distribution. The candidate is accepted with probability min{R , 1}.

Spatial covariance parameters

We update the three spatial covariance parameters, log(ρ), log(ν), γ, using a Metropolis-Hastings

block update step. First, we generate a candidate using a random walk Gaussian candidate distribu-

tion

log(ρ)(c ) ∼N
�

log(ρ)(r−1), s 2
�
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where log(ρ)(r−1) is the value at MCMC iteration r −1, and s is a tuning parameter. Candidates are

generated for log(ν) and γ in a similar fashion. The acceptance ratio is

R =

¨ ∏nt
t=1 l

�

Yt (s)|ρ(c ),ν(c ),γ(c ), . . .
�

∏nt
t=1 l

�

Yt (s)|ρ(r−1),ν(r−1),γ(r−1), . . .
�

«

×

¨

p
�

ρ(c )
�

p
�

ρ(r−1)
�

«

×

¨

p
�

ν(c )
�

p
�

ν(r−1)
�

«

×

¨

p
�

γ(c )
�

p
�

γ(r−1)
�

«

.

All three candidates are accepted with probability min{R , 1}.

A.2 Posterior distributions

Conditional posterior of zt k | . . .

If knots are independent over days, then the conditional posterior distribution of |zt k | is conjugate.

For simplicity, drop the subscript t , let z̃k = |zk |, z̃k c be the vector of [|z (s1)|, . . . , |z (sn )|] for s /∈ Pk ,

X= [X(s1), . . . , X(sn )]>, let Yk and Xk be the observations and covariate measurements for s ∈ Pk , and

let Yk c and Xk c be the observations and covariate measurements for s /∈ Pk and define

R=











Yk −Xkβ s ∈ Pk

Yk c −Xk cβ −λz̃k c s /∈ Pk

Let

R1 = the vector of R for s ∈ Pk

R2 = the vector of R for s /∈ Pk

Ω=Σ−1.
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Then

π(zk | . . .)∝ exp











−
1

2











R1−λz̃k 1

R2





>



Ω11 Ω12

Ω21 Ω22









R1−λz̃k 1

R2



+
z̃ 2

k

σ2
k

















I (zk > 0)

∝ exp
§

−
1

2

�

Λk z̃ 2
k −2µk z̃k

�

ª

where

µk =λ
�

R>1Ω11+R>2Ω21

�

1

Λk =λ
21>Ω111+

1

σ2
k

.

Then z̃k | . . .∼N(0,∞)
�

Λ−1
k µk ,Λ−1

k

�

Conditional posterior ofβ ,λ | . . .

For models that do not include a skewness parameter, we update β as follows. Let β ∼Np (0,Λ0)

where Λ0 is a precision matrix. Then

π(β | . . .)∝ exp

¨

−
1

2
β>Λ0β −

1

2

nt
∑

t=1

[Yt −Xtβ ]
>Ω[Yt −Xtβ ]

«

∝ exp

¨

−
1

2

�

β>Λββ −2
nt
∑

t=1

�

β>X>t ΩYt

�

�«

∝Np (Λ
−1
β µβ ,Λ−1

β )

where

µβ =
nt
∑

t=1

X>t ΩYt

Λβ =Λ0+
nt
∑

t=1

X>t ΩXt .
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For models that do include a skewness parameter, a simple augmentation of the covariate matrix

X and parameter vector β allows for a block update of both β and λ. Let X∗t = [Xt , |zt |] where

zt = [z (s1), . . . , z (sn )]> and let β ∗ = (β1, . . . ,βp ,λ)>. So to incorporate the N (0,σ2
λ) prior on λ, let

β ∗ ∼Np+1(0,Λ∗0)where

Λ∗0 =





Λ0 0

0 σ−2
λ



 .

Then the update for both β and λ is done using the conjugate prior given above with Xt =X∗t and

β =β ∗

Conditional posterior ofσ2 | . . .

In the case where L = 1 and temporal dependence is negligible, thenσ2 has a conjugate posterior

distribution. Letσ2
t

iid∼ IG(α0/2,β0/2). For simplicity, drop the subscript t . Then

π(σ2 | . . .)∝ (σ2)−α0/2−1/2−n/2−1 exp

�

−
β0

2σ2
−
|z |2

2σ2
−
(Y−µ)>Σ−1(Y−µ)

2σ2

�

∝ (σ2)−(α0−1−n )/2−1 exp
§

−
1

2σ2

�

β0+ |z |2+ (Y−µ)>Σ−1(Y−µ)
�

ª

∝ IG(α∗,β ∗)

where

α∗ =
α0+1+n

2

β ∗ =
1

2

�

β0+ |z |2+ (Y−µ)>Σ−1(Y−µ)
�

.

In the case that K > 1, a random walk Metropolis Hastings step will be used to updateσ2
k t .
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s1s2

AR1

R2

B1 B2

Figure A.1 Illustration of the partition of A.

A.3 Proof that lim
h→∞

π(h ) = 0

Let c be the midpoint of s1 and s2. Define A as the circle centered at c with radius h/2 where

h = ||s1 − s2|| is the distance between sites s1 and s2. Consider a homogeneous spatial Poisson

process over A with intensity λPP , so that

µPP (A) =λPP |A|=λPPπ

�

h

2

�2

=λ∗PPAh 2.

Consider a partition of A into four regions, B1, B2, R1, R2 as seen in Figure A.1. Let Ni be the number

of knots in Bi and L i = l if si ∈ Pl for i = 1, 2. Then

P (L1 6= L2)≥ P (N1 > 0, N2 > 0) (A.1)

since knots in both B1 and B2 is sufficient, but not necessary, to ensure that s1 and s2 are in dif-

ferent partition sets. By definition of a Poission process, N1 and N2 are independent and thus
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P (N1 > 0, N2 > 0) = P (N1 > 0)2, and

µPP (B1) =λPP |B1|=λPP
h 2

4

�

2π

3
−
p

3

2

�

=λ∗PPB1h 2. (A.2)

So,

P (L1 6= L2)≥ P (N1 > 0)2 = [1−P (N1 = 0)]2 = [1−exp
�

−λ∗PPB1h 2
�

]2 (A.3)

which goes to 1 as h goes to infinity.

A.4 Skew-t distribution

Univariate skew-t distribution

We say that Y follows a univariate extended skew-t distribution with location ξ ∈ R, scaleω> 0,

skew parameter α ∈R, and degrees of freedom ν if has distribution function

fEST(y ) = 2 fT (z ;ν)FT

�

αz

√

√ ν+1

ν+ z 2
;ν+1

�

(A.4)

where fT (t ;ν) is a univariate Student’s t with ν degrees of freedom, FT (t ;ν) = P (T < t ), and

z = (y −ξ)/ω.

Multivariate skew-t distribution

If Z∼ STd (0, Ω̄,α,η) is a d -dimensional skew-t distribution, and Y= ξ+ωZ, whereω= diag(ω1, . . . ,ωd ),

then the density of Y at y is

fy (y) = det(ω)−1 fz (z) (A.5)
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where

fz (z) = 2td (z; Ω̄,η)T

�

α>z

√

√ η+d

ν+Q (z)
;η+d

�

(A.6)

z=ω−1(y−ξ) (A.7)

where td (z; Ω̄,η) is a d -dimensional Student’s t -distribution with scale matrix Ω̄ and degrees of

freedom η, Q (z ) = z>Ω̄−1z and T (·;η) denotes the univariate Student’s t distribution function with η

degrees of freedom (Azzalini and Capitanio, 2014).

Extremal dependence

For a bivariate skew-t random variable Y= [Y (s), Y (t)]>, the χ(h ) statistic (Padoan, 2011) is given by

χ(h ) = F̄EST

¨

[x 1/η
1 −%(h )]

p

η+1
p

1−%(h )2
; 0, 1,α1,τ1,η+1

«

+ F̄EST

¨

[x 1/η
2 −%(h )]

p

η+1
p

1−%(h )2
; 0, 1,α2,τ2,η+1

«

,

(A.8)

where F̄EST is the univariate survival extended skew-t function with zero location and unit scale,

%(h ) =Cor[y (s), y (t)]

α j =αi

Æ

1−%2

τ j =
p

η+1(α j +αi%)

x j =
FT (ᾱi

p

η+1; 0, 1,η)

FT (ᾱ j
p

η+1; 0, 1,η)
,

with j = 1, 2 and i = 2, 1 and where ᾱ j = (α j +αi%)/
q

1+α2
i [1−%(h )2].
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Proof that lim
h→∞

χ(h )> 0

Consider the bivariate distribution of Y= [Y (s), Y (t)]>, with %(h ) given by (2.2). So, lim
h→∞

%(h ) = 0.

Then

lim
h→∞

χ(h ) = F̄EST

�p

η+1; 0, 1,α1,τ1,η+1
	

+ F̄EST

�p

η+1; 0, 1,α2,τ2,η+1
	

. (A.9)

Because the extended skew-t distribution is not bounded above, for all F̄EST(x ) = 1− FEST(x ) > 0 for

all x <∞. Therefore, for a skew-t distribution, lim
h→∞

χ(h )> 0.

A.5 Other skew-t parameterizations

Various forms of multivariate skew-normal and skew-t distributions have been proposed in the

literature. In this section, we make a connection between our parameterization in (2.1) of the main

text and another popular version. Azzalini and Capitanio (2014) and Beranger et al. (2016) define a

skew-normal process as

X̃ (s) = λ̃|z |+ (1− λ̃2)1/2v (s) (A.10)

where λ̃ ∈ (−1, 1), z ∼N (0, 1), and v (s) is a Gaussian process with mean zero, variance one, and spatial

correlation function ρ. To extend this to the skew-t distribution, Azzalini and Capitanio (2003) take

Ỹ (s) =W X̃ (s)where W −2 ∼ Gamma(a/2, a/2). Returning to the proposed parameterization (with

β = 0), let W −2 = b
aσ
−2 so that (2.1) in the manuscript becomes

Y (s) =W

�

λ

�

b

a

�1/2

|z |+
�

b

a

�1/2

v (s)

�

. (A.11)

Clearly setting b /a = (1 − λ̃2) > 0, and λ = λ̃/(1 − λ̃2)1/2 ∈ (−∞,∞) resolves the difference in

parameterizations. We note that our parameterization has three parameters (a , b ,λ) compared to

the two parameters of the alternative parameterization (a , λ̃). Since we have assumed that both v (s)
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and z have unit scale, the additional b parameter in our parameterization is required to control the

precision.

A.6 Temporal dependence

It is very challenging to derive an analytical expression the temporal extremal dependence at a single

site s. However, using simulated data, we have evidence to suggest that the model does exhibits

temporal extremal dependence. To demonstrate that our model maintains temporal extremal

dependence, we generate lag-m observations for m = 1, 3, 5, 10 from our model settingφw =φz =

φσ = ϕ, for ϕ = 0,0.02,0.04, . . . ,1. To estimate the lag-m chi-statistic χ(m ) we first estimate the

lag-m F -madogram νF (m ) (Cooley et al., 2006) using ν̂F (m ) =
1

2n

n
∑

i=1

�

�F̂ (y0)− F̂ (ym )
�

� where F̂ (·)

represents an empirical CDF and ym is the lag-m observation. The F -madogram is related to the χ

statistic as follows

χ = 2−
1+2νF

1−2νF
. (A.12)

Figure A.2 suggests that the extremal dependence increases as ϕ→ 1, and that the extremal depen-

dence decreases as m increases.

A.7 Brier scores for ozone prediction

Because typical ozone concentration varies throughout the US, we have included Brier scores for

exceedance of the 99th quantile by site for two model fits (Gaussian and Symmetric-t , K = 10 knots,

T = 75, time series) in Figure A.3. As we can see in these plots, both models seem to perform similarly

across the US with the poorest performance in California. Other methods have similar Brier score

maps to these.
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Figure A.2 Simulated lag-m χ for varying levels of ϕ.

A.8 Simulation study results

The following tables show the methods that have significantly different Brier scores when using a

Wilcoxon-Nemenyi-McDonald-Thompson test. In each column, different letters signify that the

methods have significantly different Brier scores. For example, there is significant evidence to

suggest that method 1 and method 4 have different Brier scores at q (0.90), whereas there is not

significant evidence to suggest that method 1 and method 2 have different Brier scores at q (0.90). In

each table group A represents the group with the lowest Brier scores. Groups are significant with a

familywise error rate of α= 0.05.
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Brier score: Gaussian
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Brier score: Sym−t, K = 10, T = 75, Time Series
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Figure A.3 Map of Brier scores for Gaussian (top) vs Symmetric-t , K = 10 knots, T = 75, time series (bot-
tom).
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Table A.1 Setting 1 – Gaussian marginal, K = 1 knot

Method q (0.90) q (0.95) q (0.98) q (0.99)

1 A A A A
2 A A A A
3 B B C A
4 A A A B A
5 B B B C A
6 C C D B

Table A.2 Setting 2 – Skew-t marginal, K = 1 knot

Method q (0.90) q (0.95) q (0.98) q (0.99)

1 B B B B
2 A A A A
3 A B A B A B A B
4 A B A B A B A B
5 C C C C
6 D D D C

Table A.3 Setting 3 – Skew-t marginal, K = 5 knots

Method q (0.90) q (0.95) q (0.98) q (0.99)

1 C C B B
2 C C B B
3 B B A A
4 A A A A
5 A A A A
6 D D C C

Table A.4 Setting 4 – Max-stable, Asymmetric logistic

Method q (0.90) q (0.95) q (0.98) q (0.99)

1 A B B B C
2 B B B B C
3 C D C B B
4 D D C C
5 C B C B B C
6 A A A A
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Table A.5 Setting 5 – Max-stable, Brown-Resnick

Method q (0.90) q (0.95) q (0.98) q (0.99)

1 D C C C
2 D C C C
3 A B A A B B
4 C B B B
5 A A A A B
6 B C A A A
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APPENDIX

B

SPATIAL MODEL FOR RARE BINARY

EVENTS

B.1 Binary regression using the GEV link

Here, we provide a brief review of the the GEV link of Wang and Dey (2010). Let Yi ∈ {0, 1}, i = 1, . . . , n

be a collection of i.i.d. binary responses. It is assumed that Yi = I (zi > 0)where I (·) is an indicator

function, zi = [1−ξXiβ ]1/ξ is a latent variable following a GEV(1, 1, 1)distribution, Xi is the associated

p -vector of covariates with first element equal to one for the intercept, and β is a p -vector of

regression coefficients. Then, Yi
ind∼ Bern(πi )where πi = 1−exp

�

− 1
zi

�

.
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B.2. DERIVATION OF THE LIKELIHOOD APPENDIX B. SPATIAL RARE BINARY

B.2 Derivation of the likelihood

We use the hierarchical max-stable spatial model given by Reich and Shaby (2012). If at each margin,

Zi ∼ GEV(1,1,1), then Zi |θi
ind∼ GEV(θ ,αθ ,α). We reorder the data such that Y1 = · · · = YK = 1, and

YK +1 = · · ·= Yn = 0. Then the joint likelihood conditional on the random effect θ is

P (Y1 = y1, . . . , Yn = yn ) =
∏

i≤K

�

1−exp

�

−
�

θi

zi

�1/α��
∏

i>K

exp

�

−
�

θi

zi

�1/α�

=exp

�

−
n
∑

i=K +1

�

θi

zi

�1/α
�

−exp

�

−
n
∑

i=K +1

�

θi

zi

�1/α
�

K
∑

i=1

exp

�

−
�

θi

zi

�1/α�

+exp

�

−
n
∑

i=K +1

�

θi

zi

�1/α
�

∑

1<i< j≤K

exp

�

−
�

θi

zi

�1/α

−
�

θ j

z j

�1/α�

+ · · ·+ (−1)K exp

�

−
n
∑

i=1

�

θi

zi

�1/α
�

(B.1)

Finally marginalizing over the random effect, we obtain

P (Y1 = y1, . . . , Yn = yn ) =

∫

G (z|A)p (A|α) dA.

=

∫

exp

�

−
n
∑

i=K +1

�

θi

zi

�1/α
�

−exp

�

−
n
∑

i=K +1

�

θi

zi

�1/α
�

K
∑

i=1

exp

�

−
�

θi

zi

�1/α�

+exp

�

−
n
∑

i=K +1

�

θi

zi

�1/α
�

∑

1<i< j≤K

exp

�

−
�

θi

zi

�1/α

−
�

θ j

z j

�1/α�

+ · · ·+ (−1)K exp

�

−
n
∑

i=1

�

θi

zi

�1/α
�

p (A|α) dA. (B.2)

Consider the first term in the summation,
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B.2. DERIVATION OF THE LIKELIHOOD APPENDIX B. SPATIAL RARE BINARY

∫

exp

¨

−
n
∑

i=K +1

�

θi

zi

�1/α
«

p (A|α) dA=

∫

exp











−
n
∑

i=K +1





�

∑L
l=1 Al wl (si )1/α

�α

zi





1/α










p (A|α) dA

=

∫

exp

¨

−
n
∑

i=K +1

L
∑

l=1

Al

�

wl (si )
zi

�1/α
«

p (A|α) dA

= exp

¨

−
L
∑

l=1

�

n
∑

i=K +1

�

wl (si )
zi

�1/α
�α«

. (B.3)

The remaining terms in equation (B.2) are straightforward to obtain, and after integrating out

the random effect, the joint density for K = 0, 1, 2 is given by

P (Y1 = y1, . . . , Yn = yn ) =



























G (z), K = 0

G (z(1))−G (z), K = 1

G (z(12))−G (z(1))−G (z(2)) +G (z), K = 2

(B.4)

where

G [z(1)] = P [Z (s2)< z (s2), . . . , Z (sn )< z (sn )]

G [z(2)] = P [Z (s1)< z (s1), Z (s3)< z (s3), . . . , Z (sn )< z (sn )]

G [z(12)] = P [Z (s3)< z (s3), . . . , Z (sn )< z (sn )].

Similar expressions can be derived for all K , but become cumbersome for large K .
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APPENDIX

C

EMPIRICAL BASIS FUNCTIONS FOR

MAX-STABLE SPATIAL DEPENDENCE

C.1 Extreme value distributions

The cumulative distribution function for the GEV is F (y ) = exp{−t (y )}where

t (y ) =



























h

1+ξ
y −µ
σ

i−1/ξ
, ξ 6= 0

exp
n

−
y −µ
σ

o

, ξ= 0.

(C.1)
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C.2. GRID APPROXIMATION TO PS DENSITY APPENDIX C. EMPIRICAL BASIS FUNCTIONS

The probability density function for the GEV is given by f (y ) =
1

σ
t (x )ξ+1 exp{−t (y )}where t (y ) is

defined in (C.1).

C.2 Grid approximation to PS density

The PS(α) density can be challenging to use because it does not have a closed form. From Section 2

of (Stephenson, 2009), the density can be expressed as

g1(A) =

∫ 1

0

g1(A, B ) dB , (C.2)

where

g1(A, B ) =
α

1−α

�

1

A

�1/1−α
c (πB )exp

�

−
�

1

A

�α/(1−α)
c (πB )

�

, (C.3)

with

c (ψ) =
�

sin(αψ)
sin(ψ)

�1/(1−α) sin[(1−α)ψ]
sin(αψ)

. (C.4)

Stephenson (2009) presents an auxiliary variable technique to deal with the integral in the density

function, but we opt to numerically evaluate the integral because it is only one-dimensional. To eval-

uate the integral, we use 50 evenly spaced quantiles of a Beta(0.5, 0.5) distribution as the midpoints

B1, . . . , B50, and then use the midpoint rule to evaluate

∫ 1

0

g1(A, B ) dB .

C.3 Standardized Gaussian kernel functions

Reich and Shaby (2012) use standardized Gaussian kernel functions as their spatial basis functions

in the low-rank max-stable model. Consider a set of k1, . . . , kL spatial knot locations inD2, the region
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C.4. PRINCIPAL COMPONENTS APPENDIX C. EMPIRICAL BASIS FUNCTIONS

of interest. Then

B̂i l =
exp

�

−
||si −kl ||2

2ρ2

�

L
∑

j=1

exp

�

−
||si −k j ||2

2ρ2

�

(C.5)

where || · || is the Euclidean distance between a site and a knot location.

C.4 Principal components

As a comparison to the EBFs, Figure C.1 gives the first six principal components for the fire data,

and Figure C.2 gives the first six principal components for the precipitation data. These figures show

that the EBFs resemble the EOFs for the uncersored precipitation data, but are quite different that

the EOF from the censored fire data. This is not surprising considering that the censoring results in

only a small subset of data being used to estimate dependence.
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Figure C.1 First six principal components and the cumulative sum of the first 25 eigenvalues for the Geor-
gia fire data.
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Figure C.2 First six principal components and the cumulative sum of the first 25 eigenvalues for the precip-
itation data.
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